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Abstract

The relentless growth in information technology and artificial intelligence (AI) is placing

demands on integrated circuits and boards for high performance, added functionality, and

low power consumption. As a result, design complexity and integration continue to in-

crease, and emerging devices are being explored. However, these new trends lead to high

test cost and challenges associated with semiconductor test.

Machine learning has emerged as a powerful enabler in various application domains,

and it provides an opportunity to overcome the challenges associated with expert-based

test. Taking the advantages of powerful machine-learning techniques, useful information

can be extracted from history testing data, and this information helps facilitate the testing

process for both chips and boards.

Moreover, to attain test cost reduction with no test quality degradation, adaptive

methods for testing are now being advocated. In conventional testing methods, variations

among different chips and different boards are ignored. As a result, the same test items

are applied to all chips; online testing is carried out after every fixed interval; immutable

fault-diagnosis models are used for all boards. In contrast, adaptive methods observe

changes in the distribution of testing data and dynamically adjust the testing process, and

hence reduce the test cost. In this dissertation, we study solutions for both chip-level test

and board-level test. Our objective is to design the most proper solutions for adapting

machine-learning techniques to testing area.

For chip-level test, the dissertation first presents machine learning-based adaptive test-

ing to drop unnecessary test items and reduce the test cost in high-volume chip manu-

facturing. The proposed testing framework uses the parametric test results from circuit

probing test to train a quality-prediction model, partitions chips into different groups based
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on the predicted quality, and selects the different important test items for each group of

chips. To achieve the same defect level as in prior work on adaptive testing, the proposed

fine-grained adaptive testing method significantly reduces test cost.

Besides CMOS-based chips, emerging devices (e.g., resistive random access memory

(ReRAM)) are being explored to implement AI chips with high energy efficiency. Due

to the immature fabrication process, ReRAMs are vulnerable to dynamic faults. Instead

of periodically interrupting the computing process and carrying out the testing process,

the dissertation presents an efficient method to detect the occurrence of dynamic faults in

ReRAM crossbars. This method monitors an indirect measure of the dynamic power con-

sumption of each ReRAM crossbar, determines the occurrence of faults when a changepoint

is detected in the monitored power-consumption time series. This model also estimates the

percentage of faulty cells in a ReRAM crossbar by training a machine learning-based pre-

dictive model. In this way, the time-consuming fault localization and error recovery steps

are only carried out when a high defect rate is estimated, and hence the test time is

considerably reduced.

For board-level test, the cost associated with the diagnosis and repair due to board-

level failures is one of the highest contributors to board manufacturing cost. To reduce

the cost associated with fault diagnosis, a machine learning-based diagnosis workflow has

been developed to support board-level functional fault identification in the dissertation. In

a production environment, the large volume of manufacturing data comes in a streaming

format and may exhibit a time-dependent concept drift. In order to process streaming

data and adapt to concept drifts, instead of using an immutable diagnosis model, this dis-

sertation also presents the method that uses an online learning algorithm to incrementally

update the identification model. Experimental results show that, with the help of online

learning, the diagnosis accuracy is improved, and the training time is significantly reduced.

The machine learning-based diagnosis workflow can identify board-level functional

faults with high accuracy. However, the prediction accuracy is low when a new board

has a limited amount of fail data and repair records. The dissertation presents a diagnosis

system that can utilize domain-adaptation algorithms to transfer the knowledge learned
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from a mature board to a new board. Domain adaptation significantly reduces the require-

ment for the number of repair records from the new board, while achieving a relatively high

diagnostic accuracy in the early stage of manufacturing a new product. The proposed do-

main adaptation workflow designs a metric to evaluate the similarity between two types of

boards. Based on the calculated similarity value, different domain-adaptation algorithms

are selected to transfer knowledge and train a diagnosis model.

In summary, this dissertation tackles important problems related to the testing of

integrated circuits and boards. By considering variations among different chips or boards,

machine learning-based adaptive methods enable the reduction of test cost. The proposed

machine learning-based testing methods are expected to contribute to quality assurance

and manufacturing-cost reduction in the semiconductor industry.
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1

Introduction

Over the past few decades, integrated circuits and boards have been continuously evolving

to bring rapid progress to the fields of information technology and artificial intelligence (AI).

Advances in system design and integration greatly improve the performance and versatil-

ity of semiconductor products. In order to reduce power consumption and interconnection

delay, the integration density is growing steadily. Furthermore, the design complexity of in-

tegrated circuits and boards continuously increases to realize complex functions. However,

the high design complexity and integration density raise uncertainties in the manufacturing

process and lead to challenges associated with testing of integrated circuits and boards. Ac-

cording to International Technology Roadmap for Semiconductors (ITRS), test cost is now

a major part of the manufacturing cost [5]. Moreover, emerging devices are being studied

and used to improve the computing efficiency of AI chips. The vulnerability of emerging

devices further aggravate the challenge associated with conventional testing methods.

Machine-learning techniques have been applied to various domains and reported to be

effective [6,7]. The application of machine-learning techniques to semiconductor testing has

been advocated in recent years. This is because semiconductor testing comprises multiple
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stages, from initial verification to connection test, functional test, and reliability test. At

each stage, huge volumes of testing data are generated and collected. These testing data,

especially parametric results, record a variety of information about the chip or board under

test. With the help of powerful machine-learning techniques, effective information can be

extracted from histry testing data, and this information are used to facilitate the testing

process for both chips and boards.

Moreover, the ever-growing need to achieve test cost reduction with no test quality

degradation drives the adoption of adaptive methods for testing. In conventional testing

methods, variations between different chips and different boards are ignored. As a result,

the same test items are applied to all chips, online testing for chips is carried out after every

fixed interval, and immutable fault-diagnosis models are used for all boards. However,

testing methods that follow the routines of “constant over time” and “the same for all”

generally lead to high test cost. To address this challenge, adaptive methods observe

changes in the distribution of testing data and dynamically adjust the testing process, thus

reducing the test cost.

In this dissertation, we study adaptive methods for machine learning-based testing of

integrated circuits and boards. This chapter introduces the basic concepts and background

for the testing of integrated circuits and boards. Section 1.1 describes the flow of chip-

level manufacturing test and presents an overview of machine learning-based testing of

integrated circuits. Section 1.2 introduces an emerging device, namely ReRAM, and its

testing methods. Section 1.3 describes the flow of board-level manufacturing test and

presents an overview of board-level fault diagnosis methods. Finally, an outline of this

dissertation is provided in Section 1.4.
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1.1 Testing of CMOS-Based Conventional Chips

Testing is required for all manufactured chips in order to ensure an acceptable defect level

at the customer site. The defect level is defined as the fraction of faulty chips among all the

chips that pass testing. Chips targeted for different applications require different defect

levels. For example, the quality requirement for chips used in aviation and automotive

applications is extremely high; therefore, a large number of test patterns are needed to

ensure that the defective parts per million (DPPM) is less than one [8]. However, far fewer

test patterns are required for chips used in consumer electronics, such as microwave ovens,

and thus the DPPM for such chips can be higher. The unit test cost is determined by the

number of tests that are needed for one chip, which typically increases as the complexity

of the design increases.

1.1.1 Flow of Chip-Level Manufacturing Test

Chip-level manufacturing test is used to verify whether a design has been manufactured

correctly. The number of test patterns depends on the target product and the cost budget.

The overall flow for chip-level manufacturing test is shown in Fig. 1.2. The testing flow

includes three stages: (1) in-line parametric test (also known as wafer acceptance test, or

WAT for short), (2) circuit probing test (CP), and (3) final test (FT) [9].

The first stage is in-line parametric test (WAT), which is carried out after wafers are

processed. The purpose of WAT is to ensure that wafers are etched properly before dicing

and separation into individual pieces. During WAT, semiconductor factories select multiple

sites (e.g., nine sites) across each wafer and place process control monitors (PCM) on the

scribe lines at these selected sites. The scribe lines are the thin spaces between those
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Figure 1.1: The flow of chip-level manufacturing test.

functional parts of the circuits, where a saw can safely cut the wafer without damaging

the circuits. Since scribe lines are narrow, complicated circuitry cannot be implemented

inside a PCM. Therefore, a PCM is normally comprised of a small number of transistors,

resistors, capacitors, and other passive structures. The measurements at these sites can

determine the quality and stability of the wafer that is being tested.

The next stage is circuit probing test (CP). During this stage, a set of probes are held in

place while the wafer is moved into electrical contact. When a die (or an array of dice) has

been electrically tested, the wafer is moved to test the next die (or array of dice). When

all test patterns pass for a specific die, its position is recorded for later use during IC

packaging. Non-passing circuits are typically marked with a small dot of ink in the middle

of the die. The pass/fail status of each die on a wafer can also be stored in a file known as

a wafer map. The removal of defective dies in this early stage saves the considerable cost

of packaging faulty dice.

In the third stage, the wafer map is sent to the die attachment process, which only

picks up the dies that have passed the previous stage. After packaging, a packaged chip is
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Figure 1.2: Three major types of hotspot feature measurements [1].

tested again in the final test (FT) stage. The purpose of FT is to ensure that no devices

have been damaged during bonding and packaging.

Each stage of manufacturing test contains hundreds or thousands of test items, and

these test items measure current, voltage, and other parametric values of the circuit under

test. Upper and lower bounds for each test item are provided with the test specification.

A chip passes a test item if the test outcome is within the acceptable range. A chip

is considered as a pass only if it passes all the test items. The failed chips are either

discarded or forwarded for diagnosis and failure analysis, while the all-pass chips are sent

to the next stage of testing.

1.1.2 Machine Learning-Based Testing of Chips

The availability of large amounts of testing data has led to many studies that utilize

machine learning techniques to improve the chip-level manufacturing test. The applications

of machine learning-based testing are quite extensive. Some of these applications include

hotspot detection [1, 10–13], wafer map defect-pattern classification [2, 14–16], and outlier

screening [17,18]. In this section, we present an overview of machine learning-based testing

for these three major applications.

Chip hotspots are locations where the heat fluxes are up to 20 times greater than
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elsewhere on the chip. These hotspots augment thermo-mechanical stress and lead to

major reliability concerns. In IC design verification, EDA tools are utilized to determine

if the circuit design meets the functional specifications. However, for a 45 nm node and

below, hotspot patterns still exist even after a chip has passed design rule checking (DRC)

[1]. Conventional approaches that utilize lithographic simulations can accurately detect

hotspot patterns but are costly to run. To address this problem, machine learning-based

hotspot-detection methods were proposed [1, 10–13]. The 2-D contour images obtained

from lithographic simulations are used as input features to an artificial neural network

(ANN) which constructs a hotspot-detection model in [10]. To tolerate noise data, critical

lithographic hotspot-related features are extracted from the original 2-D hotspot images.

These extracted features are used as independent variables, and the support vector machine

(SVM) is used to construct a hotspot detection model [12, 13]. However, the process of

feature extraction is time-consuming. To accelerate the process of feature extraction and

improve the detection coverage, a novel set of hotspot signatures has been proposed in [1].

As shown in Fig. 1.2, information such as the number of corners, the external length, and

the internal length are measured to generate signatures. In this study, a classification model

that combines the benefits of ANNs and SVMs was trained based on these signatures.

A wafer map is a 2-D grid that display the pass/fail status of each die on the wafer. The

locations of defective dies are collectively referred to as a defect pattern, which can be used

to identify the cause of wafer failures. Some typical defect patterns are shown in Fig. 1.3.

Traditionally, defect patterns were detected and analyzed by human experts to determine

the cause of failures. However, as the number of chips carried on a wafer greatly increases,

expert-based detection becomes impractical. Machine learning-based pattern recognition
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Figure 1.3: Typical examples of wafer failure types [2].

and classification methods have been explored to classify defect patterns and identify the

root cause [2,14–16]. Shallow machine learning algorithms (i.e., adaptive resonance theory

and SVM) were adopted in [2, 14], which achieve high accuracy when classifying patterns

with a single defect. However, these methods do not perform well with wafers containing

multiple defect patterns. Deep neural networks (i.e., convolutional neural networks (CNN)

and randomized general regression networks (RGRN)) were used in [15, 16]. They can

recognize high-level features and achieve high accuracy in detecting both single defect and

multiple defects.

Machine-learning techniques have also been explored for outlier screening. Outlier

screening is commonly adopted in the test flow for capturing parametric defects in prod-

ucts with high quality requirements. The main objective of outlier screening is to capture
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statistically outlying parts based on the assumption that their abnormal behaviors are

attributed to defects. The conventional outlier detection method, part average testing

(PAT) [19], uses statistical distributions of test results for outlier screening. Outlier chips

for each test item are identified using 6σ rules. Advanced PAT methods have also been

developed, such as the robust dynamic PAT (RDPAT) [20] and the automotive electronics

council dynamic PAT (AEC DPAT) [19]. However, these PAT-based methods ignore the

correlations between different test items. A multivariate outlier detection method based on

principle component analysis (PCA) was proposed in [21]. However, all these outlier detec-

tion techniques use unsupervised-learning algorithms; they do not utilize the information

about the failed chips. To utilize this information, supervised machine-learning techniques

(i.e., SVMs) have been adopted in [17, 18]. With the help of supervised machine-learning

techniques, outlier screening achieves a higher coverage and a lower false alarm rate.

1.2 Testing of ReRAM-Based Chips

Besides CMOS-based chips, emerging devices (e.g., resistive random access memory (ReRAM))

are being explored to implement AI chips with high energy efficiency. Among all emerg-

ing devices, ReRAM and ReRAM-based computing system (RCS) are attractive for three

major reasons. First, ReRAM offers high speed, but consumes low power for read and

write operations [22]. Second, compared with the traditional Von-Neumann architecture,

RCS realizes a computation-in-memory design, which reduces the energy needed for trans-

porting data between memory and computing units. Third, it is easy to realize multi-bit

value storage in a ReRAM device. Compared with the Boolean-logic that is widely used in

traditional CMOS devices, this multi-bit design requires much fewer hardware devices to

store the same amount of information. Therefore, we study the testing of ReRAM-based
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Figure 1.4: Diagram with a simplified equivalent circuit of a ReRAM device.

chips in this dissertation.

1.2.1 ReRAM and ReRAM-Based Computing System

The concept of the memristor (short for memory resistor) was first proposed in [23]. Since

then, the physical model of a two-terminal memristor was proposed by HP Labs in [24].

The first memristive device was implemented by switching the doping front within a thin

TiO2/T iO2−x filament. The characteristics and two important applications (i.e., a non-

volatile memory cell and a synapse in a neural network) of memristors were studied in [25].

Different metal-oxide materials have been utilized to realize the programmable resistance

of memristors, e.g. TiOx [26], WOx [27] and HfOx [28].

Based on the physical design of the memristor, the ReRAM was invented as a non-

volatile memory device. It is compatible with the CMOS fabrication process. The concep-

tual structure of a ReRAM device is shown in Fig. 1.4, and it contains two regions, i.e., the

doped region and the undoped region. This two-port, sandwich structure is equivalent to

two serially-connected resistors. Therefore, the resistance of a ReRAM device can be tuned

by changing the length of metal filament inside the structure. To reduce the influence of

random variation, the resistance value is typically quantized into N levels. Noise margin

and guard bands are added to each level [29].
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1.2.2 Fault Models and Testing

A ReRAM-based computing system provides a promising hardware design for neuromor-

phic computing. However, immature fabrication techniques result in reliability problems.

These ReRAM faults limit the recognition accuracy of ReRAM-based neural computing,

and thus hinder the use of ReRAM computing systems in practice.

Fault Models

The ReRAM crossbar structure is similar to traditional RAM structures, thus we can reuse

most of the fault models used for testing RAMs. These fault models include the Stuck-

At-Fault (SAF), Transition Fault (TF), and Address Decoder Fault (ADF) [22]. Based on

the unique physical mechanism of ReRAM cells, some other fault models have also been

introduced, e.g., the read disturbance fault. The read disturbance fault [22] may appear

when a read current is applied during read operations, which may bias the state of the cell.

Faults in a single ReRAM cell can be categorized into soft faults and hard faults [30],

as shown in Fig. 1.5. For soft faults, the actual resistance of the ReRAM cell deviates from

the targeted value, but the resistance can still be tuned. Soft faults are generally caused

by variations associated with both fabrication techniques and write/read operations. For

hard faults, the resistance of a ReRAM cell is stuck at a fixed state which cannot be

tuned anymore, e.g., the stuck-at-0 (SA0) and stuck-at-1 (SA1) faults. Although the

conductance of a ReRAM cell can take any value between LRS (Low Resistance State)

and HRS (High Resistance State), the ReRAM cells with stuck-at faults tend to get stuck

at the highest and lowest value, i.e., SA0 or SA1 [31, 32]. The stuck-at faults are caused

by fabrication defects [22] and limited endurance [33]. Faults in a single ReRAM cell can

also be classified into dynamic faults and static faults. Static faults are generated during
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Figure 1.5: Classification of different cell fault types in RCS.

the process of fabrication. While dynamic faults are typically generated during read and

write operations in ReRAM cells which passed fabrication tests. Besides the above ReRAM

faults, non-ideal factors of ReRAM cells may also introduce resistance deviations, such as

non-linear resistance levels [34] and non-linear V-I characteristics [35].

Testing

Testing methods are needed to detect and identify the faults, and hence to improve ReRAM

yield and ensure fault tolerance.

A typical test method to detect fault is to program all the ReRAM cells to a target

conductance state, and then measure the conductance variations. Based on this idea,

a March test algorithm, named as March C∗, has recently been proposed for ReRAM

fault detection [22]. By applying the test pattern in this designed order, each ReRAM

cell provides a six-bit signature from the six read operations in the algorithm. These

signatures can detect stuck-at faults, transition faults, coupling faults, address decoder

faults, and read-1 disturbance faults. However, the March C∗ test checks each ReRAM

cell sequentially. Even though it can achieve extremely high fault coverage, it requires long

test time.

In order to accelerate the test process, a sneak-path technique is proposed in [36] to

increase test parallelism by testing a group of adjacent ReRAM cells simultaneously. This
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Figure 1.6: (a) Region of detection for a stuck-at fault; (b) Test points and coverage
for a SA fault by tiling in a 8× 8 crossbar [3].

method utilized the inherent sneak-path mechanism in the ReRAM crossbar array. Be-

cause of the resistive and bidirectional characteristics of ReRAM cells, the current also

flows through unintended paths. In this way, when tests are applied to the red squares in

Fig. 1.6(a), the defect information of the adjacent ReRAM cells in the region of detection

(denoted as yellow squares) can be detected simultaneously by measuring the output cur-

rents. In order to test the entire crossbar array, tests are applied to all the red squares

in Fig. 1.6(b) one by one. However, the time complexity of the sneak-path technique still

increases linearly with the array size, and it remains unacceptably high for on-line test.

Studies have shown that even among ReRAM chips that pass manufacturing test, many

faults appear in the field during read and write operations [37, 38] because of the limited

write endurance of ReRAM cells. Various efficient approaches have been proposed for

online fault detection in RCS. An online fault-detection method based on quiescent voltage

comparison was proposed in [39]. This method applies test voltage to ReRAM crossbars

after every fixed number of iterations, and detect faulty ReRAMs by comparing test outputs

with reference outputs. A signature-based method called X-ABFT was proposed in [40].

This method encodes a ReRAM matrix with checksums, and periodically apply test-input

vectors to extract signatures, and uses signatures for fault localization and correction.
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Figure 1.7: The flow of board-level manufacturing test.

1.3 Testing of Boards

To realize complex functions, various chips are assembled into a printed circuit board

(PCB). Even though all the chips assembled on a board have passed their own chip-

level tests, testing of boards is still required. This is because the board-level working

environment is different from the environment for chip-level standalone testing [41]. In

many cases, a board may fail functional test even if all chips on it pass automated test

equipment (ATE) tests [41].

1.3.1 Flow of Board-Level Manufacturing Test

A board typically integrates a large number of processor chips, ASICs, memory chips,

passive components, as well as thousands of I/Os [42]. The objective of board-level manu-

facturing test is to verify the printed wiring and the physical contacts between wires and the

pins of components. In addition, at-speed data transmission between different components

are also tested. Fig. 1.7 shows a typical manufacturing test flow of electronic systems.

First, automated optical or X-ray inspection (AOI or AXI) is applied to detect process

flaws. It uses optics or X-rays to capture images of the board under test. These images

are then processed using image processing software that detect unexpected components
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Figure 1.8: The bath tub curve of the failure rate [4].

according to the position, the size, and the shape information.

Second, in-circuit test (ICT) performs a schematic verification by testing the individual

components of a board one at a time. It uses small probes to make contact with test points

on the board, and checks for shorts, opens, and other basic characteristics to determine

whether the assembly is correct.

Third, functional test checks if circuitry functions meet the requirements of the spec-

ification. This test is carried out using at-speed clock to check the interactions between

different components. When a board fails functional test in the manufacturing line, the

failed board is sent to the diagnosis department for further analysis and repair (shown as

stage 3 in Fig. 1.7). Typically, technicians run additional functional tests and measure-

ments based on their professional experience. This process may take up to several days, and

even several weeks if the board remains faulty after a suspect component is replaced [43].

The cost associated with the diagnosis and repair due to board-level failures is one of the

highest contributors to board manufacturing cost [44].
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Finally, burn-in test is carried out to detect reliability problems. As technology scales

down, the critical width and spacing geometries become smaller. Therefore, tiny residues

and particles play increasingly important roles as stimuli of reliability failures. Reliability

failures indicate that some devices shipped to customers fail before an expected period

of time. However, these defects cannot be easily screened out either by the chip-level or

the board-level functional tests. Burn-in test is carried out based on the fact that the

failure rate of semiconductor products shows a bathtub curve [45]. As shown in Fig. 1.8,

the first region is the “infant mortality” region. In this region, the failure rate decreases

dramatically as time increases. The failures in this region are mainly caused by design and

fabrication defects. The second region is the useful life region. In this region, products

show a stable failure rate, and these failures are caused by random defects. The third region

is the wear-out region. In this region, the failure rate increases as time increases and the

major root cause of these failures is aging problems. Therefore, carrying out burn-in test

can avoid infant failures in the first region, and hence reduce reliability problems.

1.3.2 Overview of Board-Level Fault Diagnosis

Fault diagnosis can determine the root cause of a malfunctioning board by collecting and

analyzing information about its status using tests and other information sources. The cost

associated with board-level fault diagnosis and repair is one of the highest contributors

to board manufacturing cost. Therefore, a large number of board-level fault diagnosis

techniques have been studied in the existing literature [46–50].

Rule-based diagnosis approaches take the form “IF syndrome(s), THEN fault(s)” to

locate faults, based on the knowledge of experienced technicians [46] (shown in Fig. 1.9).

In order to achieve a high accuracy of diagnosis, thousands of rules may be required to
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Figure 1.9: Illustration of rule-based diagnosis methods.
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Figure 1.10: Illustration of model-based diagnosis methods.

cover all the relevant information for the board under diagnosis. The benefits of rule-based

diagnosis is its simplicity and fast diagnosis. However, these approaches cannot deal with

unseen scenarios, and it is difficult to build a complete set of rules for a complex board.

Model-based diagnosis approaches construct approximate representations of the system

under diagnosis [47]. The model is typically constructed in a hierarchical manner; higher-

level models are based on lower-level models, as shown in Fig. 1.10. This hierarchical

model offers the potential to expand or upgrade the model by adding or changing lower-

level models. However, the success of both rule-based and model-based diagnosis depends

on the expertise of technicians who are familiar with the system. As boards become more

complex, it is becoming very difficult to acquire the necessary knowledge.

To overcome this knowledge-acquisition bottleneck, machine-learning techniques have

recently been advocated for board-level functional fault diagnosis. An adaptive diagnosis

method based on the decision tree model has been proposed in [48]. An approach that
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combines the benefits of artificial neural networks (ANNs) and support vector machines

(SVMs) through weighted majority voting has been proposed in [49], and this further im-

proves the accuracy of board-level fault identification. A functional fault diagnosis system

that handles missing data has been proposed in [50]. The above methods leverage advanced

machine-learning algorithms by extracting knowledge from historical records of successfully

repaired boards and construct effective board-level fault-diagnosis models.

1.4 Thesis Outline

The remainder of this dissertation is organized in the following manner.

Chapter 2 presents a machine learning-based adaptive test method that can drop un-

necessary test items and reduce the test cost in chip manufacturing. The proposed testing

framework uses the parametric test results from circuit probing test to train a quality-

prediction model, partitions chips into different groups based on the predicted quality, and

selects the different important test items for each group of chips. In addition, the proposed

quality-prediction model is used to predict early-life failures in chips. This method has

been evaluated using 230, 000 fabricated chips and the associated test data. Compared

with existing adaptive testing methods, the proposed fine-grained adaptive testing method

can achieve the same defect level while significantly reducing the test cost.

Chapter 3 presents an efficient online fault-detection method to detect the occurrence of

dynamic faults in ReRAM crossbars. This method monitors an indirect measure of the dy-

namic power consumption of each ReRAM crossbar and determines the occurrence of faults

when a changepoint is detected in the monitored proposed measure of power consumption.

In order to estimate the percentage of faulty cells in a faulty ReRAM crossbar, the pro-

posed method computes statistical features before and after the changepoint and trains
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a predictive model using machine-learning techniques. In this way, the time-consuming

fault localization and error recovery steps are only carried out when a high defect rate is

estimated, greatly reducing the test time.

Chapter 4 presents a machine learning-based diagnosis workflow that has been devel-

oped to support board-level functional fault identification. In real-world manufacturing

process, the manufacturing data arrives in a streaming format and may exhibit a time-

dependent concept drift. Instead of using a fixed fault-diagnosis model, online incremental

learning algorithms are adopted to update the fault-diagnosis model. Moreover, we also

propose a hybrid algorithm to handle a scenario in which data for varying numbers of

boards are collected at different times. Experimental results using two boards in high-

volume production show that, this online learning method saves the training time while

improves the diagnosis accuracy.

Chapter 5 presents a diagnosis system that can utilize domain-adaptation algorithms to

transfer the knowledge learned from a mature board to a new board. Domain adaptation

significantly reduces the requirement for large numbers of repair records from the new board

while achieving a relatively high diagnostic accuracy in the early stage of manufacturing a

new product. The proposed domain adaptation workflow proposes a metric to evaluate the

similarity between two types of boards. Based on the calculated similarity value, different

domain-adaptation algorithms are selected to transfer knowledge and train a diagnosis

model. Experimental results using three boards in volume production and one board in the

ramp-up phase highlight the effectiveness of the proposed knowledge-transfer techniques.

Finally, Chapter 6 summarizes the contributions of the dissertation and identifies di-

rections for future work.
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2

Fine-Grained Adaptive Testing Based on Quality

Prediction

Technology scaling over the past few decades has ensured that the manufacturing cost per

transistor has decreased steadily. However, the test cost per transistor has not decreased

with process advancements. As the number of transistors integrated in a chip continues to

increase relentlessly, test cost has emerged as a major showstopper for further advancement.

According to International Technology Roadmap for Semiconductors (ITRS) data, test cost

is now a major part of the manufacturing cost [5]. Therefore, there is a pressing need to

reduce the test cost in high-volume chip manufacturing.

In this chapter, we present a fine-grained adaptive testing method for high-volume pro-

duction testing of digital ICs on an automatic test equipment (ATE) [51,52]. The proposed

fine-grained adaptive testing flow includes two key steps. In the first step, parametric test

results from the previous stage are used to train a machine-learning model, which can pre-

dict the quality of each chip. In the second step, based on the predicted quality, chips are

partitioned into two groups. Test selection is performed for each group individually. The
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fine-grained adaptive testing method allows us to reduce test cost by up to 7% for a lot,

and by as much as 90% for low-quality chips. Moreover, the experimental results also show

a strong correlation between the predicted quality and marginality of the test outcomes.

Therefore, the quality-prediction model can be further used to predict the occurrence of

early-life failures.

The remainder of the chapter is organized as follows. Section 2.1 presents the motiva-

tion of studying quality prediction and fine-grained adaptive testing methods for chip-level

manufacturing test. Section 2.2 describes the data we used in this chapter. Section 2.3 in-

troduces the framework of the proposed fine-grained adaptive testing method. Section 2.4

describes how we can apply machine-learning techniques to predict the quality of each

chip. Details about test selection are presented in Section 2.5. Additional benefits of the

quality-prediction model are discussed in Section 2.6. Experimental results are presented

in Section 2.7, and Section 2.8 concludes the chapter.

2.1 Motivation

Testing is required for all manufactured chips in order to ensure an acceptable defect level

at the customer site. The defect level is defined as the fraction of faulty chips among all

the chips that pass testing. Chips targeted for different applications require different defect

levels. Moreover, cost restrictions vary in different applications.

As introduced in Section 1.1, although the number of test patterns depends on the

target product and the operating environment, the overall testing flow for all chips includes

three stages: (1) in-line parametric test (also known as Wafer Acceptance Test, or WAT

for short), (2) wafer probe (also known as Circuit Probing test, or CP for short), and (3)

Final Test (FT) [9]. Each stage of testing contains hundreds or thousands of test patterns
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(referred to as “test items” in this dissertation), and these test items measure current,

voltage, and other parametric values of the circuit under test (CUT). Upper and lower

bounds for each test item are provided with the test specification. A chip passes a test

item if the test outcome is within the acceptable range. A chip is considered as a pass if

and only if it passes all the test items. Based on the test results, each chip is classified as

being either pass or fail. The failed chips are either discarded or forwarded for diagnosis

and failure analysis, while the pass chips are sent to the next stage of testing.

In traditional VLSI testing, the same test items are applied to all chips. In order to

reduce the test cost by dropping unnecessary test items, an adaptive testing framework

is now being advocated [53, 54]. Adaptive testing partitions chips into multiple groups,

randomly selects a small set of chips as sample chips for each group, then applies a complete

set of test to these sample chips. Based on the test outcomes of the sample chips, adaptive

testing selects only the most effective test items for each group, by capturing the unique

characteristics of each group. A lot-level adaptive testing method was proposed in [55];

this method selects different test sets for different fabrication lots. However, even among

the chips from the same fabrication lot, the process variations might be significant [56]; the

ignored variations among the chips result in test escapes. To address this problem, a wafer-

level adaptive testing method was studied in [57]. An improved method was proposed for

lot-level adaptive testing in [58]; this method analyzes the correlation between test items,

and drops test items that are highly correlated to a selected subset of test items. All

previous lot-level and wafer-level adaptive testing methods can be viewed as being examples

of coarse-grained adaptive testing because they apply the same set of tests to a large group

of chips, while ignoring the unique attributes of each chip in the group. Coarse-grained
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adaptive testing is useful for detecting systematic defects [59]. However, process variations

and random defects were not considered in coarse-grained adaptive testing.

To address the above problem, fine-grained adaptive testing methods have also been

proposed. A kernel-based probability distribution-estimation approach was presented in

[60]. This method optimizes test sets for each chip individually. Moreover, for each chip, a

decision on whether to perform the next test item is determined based on the outcome of

the current test item. This fine-grained adaptive testing method was shown to achieve a

low defect level. A method that can continuously update the test flow due to process shift

was proposed to improve adaptive testing [59]. However, both these methods were designed

for analog and mixed-signal circuits. Changing the test set for each chip or changing the

test set after obtaining each test outcome is often impractical for high-volume production

testing of digital ICs. A multi-site testing method, which applies the same test set to

multiple sites, was proposed in [53]. However, this method is also aimed at analog/mixed-

signal circuits.

Therefore, we propose a fine-grained adaptive testing method to reduce test cost with-

out increasing the defect level in high-volume manufacturing test. This method train a

random-forest machine-learning model to predict the quality of each chip, and partitions

chips into two groups based on the predicted quality. For chips with high predicted qual-

ity, a Cpk -based test-selection method is carried out. We further improve the conventional

Cpk -based test selection to adapt to test results that obey a bimodal distribution. For

chips with low predicted quality, an ad hoc test-selection method is utilized to reduce test

cost.
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2.2 Data Description

The manufacturing process includes three stages: WAT, CP, and FT. In this work, we aim

to reduce the test cost in the FT stage. Therefore, FT is considered in this chapter as the

current test stage, while CP is considered as the previous test stage.

2.2.1 Real Test Data

The data used in this work is collected from a high-volume consumer electronics product.

We have data from three lots, including 71 wafers and 230, 000 dies. The CP stage includes

more than 400 test items, and these test items cover connection test, DC test, power

management unit test, clock monitoring unit test, and functional test. The FT data

includes more than 1700 test items, which covers most of the test items in the CP stage

and some other detailed tests.

The test items can be classified into two categories based on the data types of the ob-

tained test results. Some test results are stored as categorical values, while other (paramet-

ric) test results are stored as continuous values. For the test items that generate categorical

test results, they can be further classified into two sub-categories, i.e., the test items that

generate binary categorical test results, and the test items that generate non-binary cate-

gorical results. We use one-hot encoding to preprocess the non-binary categorical results

(described in Section 2.4.3). For each test item in both CP and FT, the upper and lower

bounds of acceptable results are given in the specification. For example, the FT stage

includes IDDQ testing, which measures supply current in the quiescent state. The IDDQ

test results are stored as continuous values, and the upper and lower bounds for these tests

are given. In traditional VLSI testing, these parametric test results are only used to deter-
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Figure 2.1: Illustration of the use of SMOTE to generate synthetic data.

mine whether the chips pass or fail. However, their relative values are ignored. There is a

considerable amount of useful information in these outcomes; some test results are close to

the nominal values, while other test results are close to the upper or lower bounds. If the

parametric test results for an all-pass chip are close to the upper or lower bounds, the test

outcomes can indicate that this chip may have similar behaviors as failed chips, and thus

further indicate that it has a higher probability of failing in the subsequent testing steps

or at the customer site. Therefore, we utilize this hitherto ignored information to train a

random-forest machine-learning model to predict the quality of each chip.

2.2.2 Synthetic Data Generation

Due to recently imposed restrictions on accessing real test data collected from a high-

volume product, we have generated a synthetic dataset for evaluation. To ensure that

the evaluation results on these synthetic data are fair and realistic, we ensure that the

generated synthetic data is similar to real test data. The synthetic data are generated on

the basis of 10, 000 fabricated chips (the first 10, 000 chips from the 230, 000 chips described

in Section 2.2.1) and their associated test data. Therefore, the test items are the same as

the real scenario for both the CP stage and the FT stage. We generate synthetic test data

for 100, 000 new chips, and we ensure that the generated synthetic data is similar to real

test data.
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As stated in Section 2.2.1, the data used in this work are collected from two stages, i.e.,

the CP stage and the FT stage. For the CP data, we use Synthetic Minority Oversampling

Technique (SMOTE) [61] to generate new data. SMOTE is an oversampling approach,

and it is widely used to the construction of machine-learning classifiers among imbalanced

datasets. This method takes the difference between a sample and its nearest neighbor,

multiplies the difference by weight with a random number between 0 and 1, and then

adds this weighted difference back to the sample to generate a new sample. We use two-

dimensional data for the simplicity of illustration. As shown in Fig. 2.1, the red circle

denotes the sample under consideration, the blue-dashed circles denote the top-3 nearest

neighbors. Therefore, the differences between the sample and its nearest neighbors can be

expressed as the black lines between them. By multiplying a random number between 0

and 1 and add it back to the sample for each neighbor, the newly generated data can be

expressed as a random node (yellow triangles in Fig. 2.1) on each black line. By considering

different samples and carrying out this process repeatedly, we can generate a synthetic CP

dataset.

FT data is correlated with CP data. Therefore, we cannot generate synthetic FT data

independently. For each newly generated die, we compare its synthetic CP data with CP

data of all 10000 real dies, and find k nearest neighbors in terms of Euclidean distance.

The Euclidean distances to these k nearest neighbors are denoted as {dist j}kj=1. Then

we can check the FT results of these k nearest dies because they are collected from real

manufacturing process. The FT data for this synthetic die (FT syn) is generated as the

weighted average of the FT data among these k nearest neighbors:

FT syn =

(∑k

j=1

1

dist j
FTj

)
/

(∑k

j=1

1

distj

)
+ ε (2.1)
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Figure 2.2: Comparison of DPPM and test cost among four test schemes.

where εi is random noise added to the synthetic FT data. The synthetic FT data of

each die is independently generated in this way. Note that, to alleviate the noise caused by

unimportant features, we remove features with a low importance, and then randomly add

20% of the unimportant features back to better evaluate the effectiveness of the feature-

selection methods discussed in Section 2.4.2 and Section 2.4.2.

Upper and lower bounds for each test item are provided in the test specification. A

chip passes a test item if the test outcome is within the acceptable range. In this way, we

can determine whether newly-generated chips pass or fail at the FT stage.

To demonstrate that the synthetic data is an accurate representation of actual testing

data, we show the statistical similarities between the real test data and the generated

synthetic data. For the normalized CP data, we randomly select results for 10 test items

and use box plots to show the statistical features of the result distributions (i.e., the

minimum, the first quartile, the median, the third quartile, and the maximum) in Fig. 2.2.

For each test item, a box starts from the first quartile to the third quartile, and a horizontal

line goes through the box at the median. The whiskers go from the first quartile to the

minimum and from the third quartile to the maximum. For all these 10 test items, the

statistical features of the real fabricated data are similar to the features of the synthetic

data, which further indicates that the generated CP data is reasonable. Moreover, the
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Figure 2.3: The flow of the proposed fine-grained adaptive testing method.

percentage of failed chips among those generated chips is the same as for the real test

data.

2.3 Proposed Adaptive Testing Framework

The proposed fine-grained adaptive testing method consists of four steps: (1) testing of

the previous stage, (2) testing of the sample chips, (3) quality prediction, and (4) test

selection. Fig. 2.3 illustrates these four steps. In this section, we briefly describe these four

steps and their functions in the proposed framework. Details about quality prediction and

test selection are described in Section 2.4 and Section 2.5, respectively.

Recall that our goal is to reduce the test cost associated with the FT stage. Therefore,

in the first step, a complete set of CP tests is applied to all the chips, and the test results for

each test item in the CP stage are collected. Based on these CP test results, the pass/fail

result of each chip for the CP stage is recorded, as shown in Fig. 2.3 (the column named

“Results CP”). The chips that fail CP test are discarded, while the chips that pass the

CP test are forwarded to the next stage, i.e., FT.

In the second step, among all the chips that pass the CP test, we randomly select a
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small set of chips as sample chips for each fabrication lot, then apply a complete set of the

FT test to these sample chips and record the test outcomes. The idea of testing sample

chips in the proposed fine-grained adaptive testing method is the same as that in prior

adaptive testing methods [58, 60]. Based on the FT test results, the pass/fail result of

each sample chip for the FT stage is recorded, as shown in Fig. 2.3 (the column named

“Results FT”).

In the quality-prediction step, a machine learning-based quality-prediction model is

trained (described in Section 2.4), after the sample chips are tested. The model is trained

with the training data derived from all the sample chips, i.e., the parametric test results

of the CP test are used as features. The binary pass/fail results of the FT test are used

as labels. A random-forest algorithm is used to learn from the combination of the features

and the labels, and it generates a quality-prediction model. The trained model generates

a Quality Index (QI) for each chip based on its parametric test (CP) results. The QI

of each chip indicates the probability of this chip passing the FT test. The value of QI

ranges from 0 to 1; the higher the value is, the higher the predicted quality is. Therefore,

this quality-prediction model is also denoted as the QI model. One major advantage of

utilizing machine-learning techniques to predict the quality of chips is that the flow can

be easily extended to different types of products. This is because, for different products,

while the test sets may be different, the machine-learning algorithms do not depend on the

detailed design of each test (e.g., whether this is a voltage test or a current test). Instead,

a machine-learning model can directly learn from the distributions of test data and train

quality-prediction models for various products.

In the test-selection step, a k-means clustering algorithm is used to partition all the
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non-sample chips into two groups, i.e., Group 1 and Group 2, based on the QI (described

in Section 2.5.1). The chips in Group 1 have relatively high QI, while the chips in Group 2

have relatively low QI. We analyze the characteristics of the chips in these two groups, and

perform different test-selection methods among the chips in different groups. For the chips

in Group 1, a test-selection method based on statistical learning is utilized (Section 2.5.2).

For the chips in Group 2, an ad hoc test-selection method is applied (Section 2.5.4). Only

the selected set of FT tests is applied to the chips in each group. Based on the outcomes

of the selected test items, the pass/fail result of each chip for the FT stage is obtained.

In this way, we are able to realize fine-grained adaptive testing, which provides test-cost

reduction without increasing the defect level.

2.4 Quality Index Prediction

In this section, we present a machine learning technique to predict the QI based on the CP

test results. The proposed method is composed of several steps: (i) data preprocessing, (ii)

feature selection, (iii) categorical data encoding, (iv) data balancing, and (v) QI modeling.

In what follows, we describe the details of these steps and highlight their novelties.

2.4.1 Data Preprocessing

Let D = {(xn, yn) : n = 1, · · · , N} denote a set of training data. The feature vector

xn = (xn,1, xn,2, · · · , xn,M ) contains outcomes of M test items for the n-th chip, and the

label yn is the binary pass/fail result of the FT-stage test for the same chip. In contrast

to traditional outlier detection methods that process each FT item individually [17], we

are interested in the final pass/fail outcome where a chip fails if any of the FT items fails

the specification. As such, we can observe a large number of failed cases in our data set,

29



but only few chips fail a single FT item when we consider traditional approaches. The FT

label yn is mathematically expressed as +1 for pass or −1 for fail. In our application, data

preprocessing is necessary to address the following two major issues: (i) multi-round test

data, and (ii) missing data.

First, failed chips will be re-tested to avoid poor test contacts. Hence, it is possible that

more than one test results are recorded for a single chip, resulting in multi-round test data.

In the fabrication process, the last test for a chip will be used to determine whether the

chip passes or fails. Similarly, we only use the results from the last round for QI modeling.

Second, test data may be missing, because a test is performed if and only if the depen-

dent previous test item passes the specification. For example, if the DC connection test

fails at one pin, the DC voltage cannot be measured at that pin. In addition, test results

may be lost if the database is corrupted. To appropriately handle these missing data, we

adopt the following strategies without loss of generality. For any test item where more

than 10% data are missing, it should be removed from the data set. For any test item

where less than 10% data are missing, the missing entries are filled with the median of the

available data associated with the same test item.

2.4.2 Feature Selection

After preprocessing, feature selection is required to choose a small set of important features

from a large pool of candidates. This is because, even though all features (test item in CP)

are carefully designed to detect circuit probing failures, a large portion of tests are non-

informative for the quality-prediction purpose. For example, a chip either passes or fails an

ATPG test, and we cannot determine the difference in quality between various passed chips.

Therefore, we assess the contribution of features to the quality-prediction purpose and drop
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features that are not useful for the training of a quality-prediction model. For example,

ATPG results for all the passed chips (both the high-quality and low-quality chips) are the

same, and hence this feature would be dropped by feature-selection techniques. In this way,

we can still cover all the failures in the FT stage. Therefore, following this feature-selection

step, we can train an accurate machine-learning model from a limited amount of data and

with low computational cost.

Information Value-Based Feature Selection

We can adopt the feature-selection method based on information value (IV ) [62], because

it is applicable to both numerical and categorical data.

For each CP test item (i.e., feature), IV is a metric that assesses the difference between

the distributions of good chips (passing all FT items) and bad chips (failing at least one FT

item). A large difference is associated with a large IV , which implies a strong correlation

between the feature and the FT label (i.e., pass or fail). Thus we should keep the features

with large IV values, and ignore other features with small IV values.

For a categorical test item ti with Ki classes, two distributions are obtained by classi-

fying all good and bad chips into these Ki classes:

p(xn,ti = k | yn = +1) =
#Gi,k
#G

(2.2)

p(xn,ti = k | yn = −1) =
#Bi,k
#B

(2.3)

where #Gi,k is the number of good chips in the k-th class for the test item ti, and

#G =
∑Ki

k=1 #Gi,k is the total number of good chips. The symbols #Bi,k and #B are
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Table 2.1: An example for feature selection.

Voltage >1(V) Current >1 (mA)
Number of

passed chips

Number of

failed chips

False False 5 0

False True 0 5

True False 0 5

True True 5 0

similarly defined for bad chips. The corresponding IV is calculated as:

IV i =

Ki∑
k=1

((
#Gi,k
#G

−
#Bi,k
#B

)
× ln

(
#Gi,k
#G

× #B

#Bi,k

))
(2.4)

For a numerical test item tj , each distribution associated with good or bad chips is

approximated by a histogram with Hj bins. These Hj bins are equally spaced, covering

the full range of test values for tj . All good or bad chips are allocated into these bins and

the corresponding IV is calculated as:

IV j =

Hj∑
h=1

((
#Gj,h
#G

−
#Bj,h
#B

)
× ln

(
#Gj,h
#G

× #B

#Bj,h

))
(2.5)

where #Gj,h and #Bj,h are the numbers of good and bad chips in the h-th bin, respectively.

Advanced Feature Selection

As stated in Section 2.4.2, we can select important features from a large pool of candidates

based on information value (IV). The feature-selection step alleviates the effect of noise,

reduces the computational cost, and improves the accuracy of a machine-learning model

trained from a limited amount of data. However, the feature-selection method based on IV

considers only the contribution of each test item independently. It ignores the dependencies

between features.
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To better illustrate the fact that IV-based feature selection ignores the dependencies

between features, we show an example in Table 2.1. In this example, we assume that the

voltage test and the current test are two important test items for quality prediction. We

also assume that, by setting thresholds based on the specification, both these two test items

generate binary results (either True or False). As shown in Table 2.1, when the voltage

test and the current test results are both True or both False, chips pass the FT test (have

high quality). when the voltage test and the current test results are different, chips fail the

FT test (have low quality). Using (2.4), the IV of voltage test is calculated as:

IV 1 =

((
5

10
− 5

10

)
× ln

(
5

10
× 10

5

))
+

((
5

10
− 5

10

)
× ln

(
5

10
× 10

5

))
= 0 (2.6)

Similarly, the IV of current test is also 0. Therefore, by carrying out IV -based fea-

ture selection, these two important features are ignored, which would further reduce the

accuracy of quality prediction.

To address this problem, a new feature-selection method is required. As described in

Section 2.4.5, we choose a random forest algorithm to build a QI model. Based on the fact

that tree-based models have a capability of feature selection, we adopt a random-forest-

based recursive feature-selection method.

To illustrate this recursive feature-selection method, we first define a metric named

out-of-bag error (OOB error) [63]. As described in Section 2.4.5, each decision tree fdtj in

a random forest frf is trained with a subset of dataset that is randomly drawn from the

training set. For each decision tree fdtj , the data that is not used for training is referred to

as out-of-bag data (OOB data). We can use all the OOB data to evaluate the performance

of this tree. Therefore, OOB error is defined as the percentage of incorrect prediction
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Figure 2.4: An example of a decision tree.

generated by this decision tree among its OOB data.

Then, we utilize OOB error to evaluate the importance of each feature. The evaluation

consists of three steps. First, we calculate the OOB error of a decision tree fdtj in a trained

random forest model, and record it as OOB j . Second, for a target feature with index i, we

keep all the other features the same, while randomly permuting the values of this feature,

then re-calculate the OOB error, and record this value as OOB j
i . Third, we calculate the

average difference of OOB errors as follows and refer to it as OOB difference:

∆OOB i =
1

T

T∑
j=1

(
OOB j

i −OOB j
)

(2.7)

where T is the number of trees grown in the random forest model. A large OOB difference

(∆OOB i) indicates that the prediction error increases when we permute the values of this

feature. It further indicates that this feature is important.

Based on the way that we calculate the feature importance in (2.7), correlated fea-

tures are assigned lower importance compared to the same tree constructed without cor-

related counterparts. Therefore, instead of directly selecting important features with large

OOB differences (∆OOB i), we recursively drop the least significant feature and re-train a

random-forest model until the feature-reduction goal is achieved. The flow of this recursive

feature-selection method is present in Fig. 2.5.
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Figure 2.5: The flow of the recursive feature-selection method.

To briefly show the effectiveness of this advanced feature-selection method, we use the

same example in Table 2.1 for illustration. Using these data for training, a decision tree

in Fig. 2.4 is built. This decision tree can perfectly predict the quality of each chip, and

hence the OOB error for this decision tree is 0 (OOB1 = 0). To evaluate the importance

of voltage test feature, we randomly permute the results of voltage test. In this way, 50%

of the voltage test results are modified, and hence 50% of chips are incorrectly predicted.

Therefore, the OOB difference for the voltage test is calculated as:

∆OOB1 = 1/1(0.5− 0) = 0.5 (2.8)

Similarly, the OOB difference for the current test is also 0.5 which is a significant difference.

Therefore, by carrying out this advanced feature-selection method, these two important

features are no longer ignored, and a higher prediction accuracy can be obtained.
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Table 2.2: One-hot encoding for a 4-class feature xwid.

xwid xwid1 xwid2 xwid3

1 +1 -1 -1

2 -1 +1 -1

3 -1 -1 +1

4 -1 -1 -1

2.4.3 Categorical Data Encoding

Most machine learning algorithms are applicable to numerical data only. However, cate-

gorical data are observed in our data set, and we need to encode these categorical data so

that they can be treated as numerical ones.

For binary data, it can be naturally represented as the numerical data taking +1 or

−1 as their values. For ordered categorical data with K classes (K ≥ 3), they can be

easily encoded as the numerical data taking K possible values {1, 2, ...,K}. For unordered

categorical data, one-hot encoding [64] is adopted to encode a K-class feature as K−1

binary features. For example, the wafer index xwid of a chip is a 4-class feature. As shown

in Table. 2.2 , xwid is encoded as three binary features: xwid1, xwid2 and xwid3.

To apply the proposed fine-grained adaptive testing to different types of products (e.g.,

high-performance computing chips, low-power embedded chips, etc.), the major challenge is

that different test sets are designed for different products. Even though the detailed design

of each test is different, the result of a test can be classified as either a numerical value or a

categorical value. With the help of the categorical data encoding introduced in this section,

we can process both categorical and numerical results, hence we can apply the proposed

flow to different products. The demonstration of our method for other applications is left

for future work.
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2.4.4 Data Balancing

Because most chips pass all FTs, the original data set is largely imbalanced. However,

most machine learning algorithms cannot be directly applied to an imbalanced data set

and, therefore, data balancing is required. The data with the label +1 (i.e., pass) are

randomly down-sampled and the data with the label −1 (i.e., fail) are randomly over-

sampled so that a balanced data set DB is obtained.

2.4.5 QI modeling

After feature selection and data balancing, a machine learning model can be trained for

QI prediction. We have considered various machine-learning algorithms (including SVM,

multi-layer perceptron, and XgBoost [65]). Among these machine-learning algorithms,

the random-forest classification model [66] is applied in our design because it has been

demonstrated for efficient modeling, and analysis of a variety of testing applications in the

literature [67] [68]. It also achieves the best empirical performance for our problem.

Fig. 2.6 summarizes the major steps for building a random forest model frf that takes

the CP test outcomes of a chip as its inputs and predict the corresponding probability to

pass all test items in the FT stage. The random forest model consists of T decision trees.

For each decision tree fdtt , the training data are generated by bootstrap sampling where

NB samples are randomly drawn from the training set. Based on these Nb samples, the

decision tree fdtt is generated by the following steps. First, we randomly select
√
M out of

M features where M denotes the total number of CP test items. Second, a binary splitting

is repeatedly applied at each node to maximize the Gini index [69] [48]. We stop splitting

a node if all samples associated with this node share the same label or the maximum depth

of the decision tree is reached. The steps for building a random forest model indicate that
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D. Data Balancing

Because most chips pass all FTs, the original data set is
largely imbalanced. However, most machine learning algo-
rithms cannot be directly applied to an imbalanced data set
and, therefore, data balancing is required. The data with the
label +1 (i.e., pass) are down-sampled and the data with the
label -1 (i.e., fail) are over-sampled so that a balanced data
set DB is obtained.

E. QI modeling

After feature selection and data balancing, a machine
learning model can be trained for QI prediction. The random
forest classification model [21] is applied because it has been
demonstrated for efficient modeling and analysis of a variety
of testing applications in the literature [22] [23].

Algorithm 1 summarizes the major steps for building a
random forest model fRF that takes the CP test outcomes of
a chip as its input and predict the corresponding probability
to pass all FTs. The random forest model consists of T
decision trees. For each decision tree fDTt

, the training data
are generated by bootstrap sampling where NB samples are
randomly drawn from the training set. Based on these NB

samples, the decision tree fDTt is generated by the following
steps. First, we randomly select

√
M out of M features where

M denotes the total number of CP test items. Second, a
binary splitting is repeatedly applied at each node to maximize
the Gini index [24] [25]. We stop splitting a node if all
samples associated with this node share the same label or
the maximum depth of the decision tree is reached.

Algorithm 1: Random forest training
1: for t = 1 to T do
2: Draw NB bootstrap samples from the training data

set DB

3: Choose
√
M out of M features at random

4: Train the decision tree fDTt

5: end for=0

Once the random forest model fRF is built, it can be used
to predict the QI (i.e., the probability for a chip to pass all
FTs) by combining the predicted outcomes of all decision
trees. Given a chip c∗ with the feature vector ~x∗, we evaluate
the outcomes of all T decision trees. For each decision tree
fDTt , c∗ is located at a leaf node with G∗t good chips and
B∗t bad chips and the probability for c∗ to pass all FTs can
be calculated as:

p(y∗ = +1| ~x∗,DT t) =
#G∗t

#G∗t +#B∗t
(5)

The QI value can be calculated by averaging the probability
of all T decision trees:

p(y∗ = +1| ~x∗,RF ) =
1

T

T∑
t=1

p(y∗ = +1| ~x∗,DT t) (6)

V. TEST SELECTION

In this section, we describe the proposed test-selection flow.
First, we use a k-means clustering method to partition chips

into two groups based on the calculated QI (Section V-A). For
the chips in Group 1 (i.e., the high-QI chips), a test-selection
method based on statistical learning is used; we utilize Process
Capability Index (Cpk) as a metric for this purpose (Section
V-B). Next, for chips in Group 2 (i.e., the low-QI chips), an
ad hoc test-selection method is used (Section V-C).

A. Chip Classification Based on Quality Prediction

The quality-prediction method described in Section IV
assigns a QI value to each chip. We use a k-means clustering
method to partition chips into different groups based on their
QI values. The k-means clustering method, proposed [26],
is used to automatically partition a given set of observations
into k clusters. In our case, the observations are the predicted
quality (QI ), which are 1-dimensional values. The number of
clusters is set to two, and the aim is to partition all the chips
into two non-overlapping sets, i.e., S1 and S2.

The k-means method consists of three key steps: (1) ini-
tialization, (2) assignment, and (3) update. In the initialization
step, we randomly select two chips, and use their QI values
as the initial centroid, i.e., µ1 and µ2. In the assignment
step, chips are assigned to the group with a closer centroid.
For example, suppose the QI of the nth chip is denoted as
QI n. If ‖QI n − µ1‖ > ‖QI n − µ2‖, then this chip will be
assigned to Set 2. Otherwise it will be placed in Set 1. In
the update step, we calculate the new centroids for each set
as the mean QI of all the chips in this group. We iteratively
carry out Step (2) and Step (3), until the centroids do not
change significantly. The assignment step is described by
Equation (7), i.e.,

S
(t)
i =

{
QI n : ∀l ∈ {1, 2},

∥∥∥QI n − µ
(t)
i

∥∥∥2 ≤ ∥∥∥QI n − µ
(t)
l

∥∥∥2}
(7)

where i ∈ {1, 2}, S(t)
i denotes Set i in the tth iteration, µ(t)

i

denotes the mean value of Set i in the tth iteration. The update
step is described by Equation (8) below:

µ
(t+1)
i =

1∣∣∣S(t)
i

∣∣∣
∑

QIn∈S
(t)
i

QI n (8)

B. A Cpk-Based Test-Selection Method for High-QI Chips

Chips in Group 1 are predicted to be high-quality chips.
For this set, we use a test-selection method based on statistical
learning. As part of fine-grained adaptive testing, a complete
set of the FT tests are applied to the sample chips, and these
test results are collected. For each test item in the FT stage, a
distribution of test outcomes can be derived using the results
for the sample chips. For different test items, the test results
for all the chips can follow different distributions. As shown
in Fig. 2(a), the distribution of the test results for Test 1 may
be concentrated near the nominal value, and far from both
the upper and the lower bounds. There is little likelihood
for this test item to detect failed chips. On the other hand,
some other distributions may shed light on more important
test items. For example, Fig. 2(b) for Test 2 shows that the
mean of the distribution is close to the upper bound. Although
the standard deviation (σ) is small, it is likely that the test
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Fig. 2 Pseudocode for the random-forest model.

Algorithm 1: Random forest training
1 for t = 1 to T do
2 Draw NB bootstrap samples from the training data set

DB ;
3 Choose

√
M out of M features at random;

4 Train the decision tree fDTt ;
5 end
6 fRF = {fDT1 , fDT2 , ..., fDTT }.

D. Data Balancing

Because most chips pass all FTs, the original data set is
largely imbalanced. However, most machine learning algo-
rithms cannot be directly applied to an imbalanced data set
and, therefore, data balancing is required. The data with the
label +1 (i.e., pass) are down-sampled and the data with the
label -1 (i.e., fail) are over-sampled so that a balanced data
set DB is obtained.

E. QI modeling

After feature selection and data balancing, a machine
learning model can be trained for QI prediction. The random
forest classification model [21] is applied because it has been
demonstrated for efficient modeling and analysis of a variety
of testing applications in the literature [22] [23].

Fig. 2 summarizes the major steps for building a random
forest model fRF that takes the CP test outcomes of a chip as
its input and predict the corresponding probability to pass all
FTs. The random forest model consists of T decision trees.
For each decision tree fDTt

, the training data are generated
by bootstrap sampling where NB samples are randomly
drawn from the training set. Based on these NB samples, the
decision tree fDTt

is generated by the following steps. First,
we randomly select

√
M out of M features where M denotes

the total number of CP test items. Second, a binary splitting
is repeatedly applied at each node to maximize the Gini index
[24] [25]. We stop splitting a node if all samples associated
with this node share the same label or the maximum depth
of the decision tree is reached.

Once the random forest model fRF is built, it can be used
to predict the QI (i.e., the probability for a chip to pass all
FTs) by combining the predicted outcomes of all decision
trees. Given a chip c∗ with the feature vector ~x∗, we evaluate
the outcomes of all T decision trees. For each decision tree
fDTt

, c∗ is located at a leaf node with G∗t good chips and

B∗t bad chips and the probability for c∗ to pass all FTs can
be calculated as:

p(y∗ = +1| ~x∗, fDTt
) =

#G∗t
#G∗t +#B∗t

(5)

The QI value can be calculated by averaging the probability
of all T decision trees:

p(y∗ = +1| ~x∗, fRF ) =
1

T

T∑
t=1

p(y∗ = +1| ~x∗, fDTt
) (6)

V. TEST SELECTION

In this section, we describe the proposed test-selection flow.
First, we use a k-means clustering method to partition chips
into two groups based on the calculated QI (Section V-A). For
the chips in Group 1 (i.e., the high-QI chips), a test-selection
method based on statistical learning is used; we utilize Process
Capability Index (Cpk) as a metric for this purpose (Section
V-B). Next, for chips in Group 2 (i.e., the low-QI chips), an
ad hoc test-selection method is used (Section V-C).

A. Chip Classification Based on Quality Prediction

The quality-prediction method described in Section IV
assigns a QI value to each chip. We use a k-means clustering
method to partition chips into different groups based on their
QI values. The k-means clustering method, proposed [26],
is used to automatically partition a given set of observations
into k clusters. In our case, the observations are the predicted
quality (QI ), which are 1-dimensional values. The number of
clusters is set to two, and the aim is to partition all the chips
into two non-overlapping sets, i.e., S1 and S2.

The k-means method consists of three key steps: (1) ini-
tialization, (2) assignment, and (3) update. In the initialization
step, we randomly select two chips, and use their QI values
as the initial centroid, i.e., µ1 and µ2. In the assignment
step, chips are assigned to the group with a closer centroid.
For example, suppose the QI of the nth chip is denoted as
QI n. If ‖QI n − µ1‖ > ‖QI n − µ2‖, then this chip will be
assigned to Set 2. Otherwise it will be placed in Set 1. In
the update step, we calculate the new centroids for each set
as the mean QI of all the chips in this group. We iteratively
carry out Step (2) and Step (3), until the centroids do not
change significantly. The assignment step is described by
Equation (7), i.e.,

S
(t)
i =

{
QI n : ∀l ∈ {1, 2},

∥∥∥QI n − µ
(t)
i

∥∥∥2 ≤ ∥∥∥QI n − µ
(t)
l

∥∥∥2}
(7)

where i ∈ {1, 2}, S(t)
i denotes Set i in the tth iteration, µ(t)

i

denotes the mean value of Set i in the tth iteration. The update
step is described by Equation (8) below:

µ
(t+1)
i =

1∣∣∣S(t)
i

∣∣∣
∑

QIn∈S
(t)
i

QI n (8)

B. A Cpk-Based Test-Selection Method for High-QI Chips

Chips in Group 1 are predicted to be high-quality chips.
For this set, we use a test-selection method based on statistical
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Figure 2.6: Pseudocode for the random-forest model.

this algorithm can process both numerical data and categorical data at the same time.

Moreover, a random forest model consists of multiple decision trees, hence it is robust

to randomness and can reduce the overfitting problem. Therefore, the random forest can

achieve good prediction performance and is selected for our task.

Once the random forest model frf is built, it can be used to predict the QI (i.e., the

probability of a chip passing the FT test) by combining the predicted outcomes of all

decision trees. Given a chip c∗ with the feature vector x∗, we evaluate the outcomes of all

T decision trees. For each decision tree fdtt , c
∗ is located at a leaf node with #G∗t good

chips and #B∗t bad chips and the probability for c∗ to pass all the test items in the FT

stage can be calculated as:

p(y∗=+1 | x∗, fdtt) =
#G∗t

#G∗t + #B∗t
(2.9)

The QI value can be calculated by averaging the probability of all T decision trees:

p(y∗=+1 | x∗, frf) =
1

T

T∑
t=1

p(y∗=+1 | x∗, fdtt) (2.10)

2.5 Test Selection

In this section, we describe the proposed test-selection flow. First, we use a k-means

clustering method to partition chips into two groups based on the calculated QI (Section
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2.5.1). For the chips in Group 1 (i.e., the high-QI chips), a test-selection method based

on statistical learning is used; we utilize Process Capability Index (Cpk) as a metric for

this purpose (Section 2.5.2). Next, for chips in Group 2 (i.e., the low-QI chips), an ad hoc

test-selection method is used (Section 2.5.4).

2.5.1 Chip Classification Based on Quality Prediction

The quality-prediction method described in Section 2.4 assigns a QI value to each chip. We

use a k-means clustering method to partition chips into different groups based on their QI

values. The k-means clustering method, proposed [70], is used to automatically partition

a given set of observations into k clusters. In our case, the observations are the predicted

quality (QI ), which are 1-dimensional values. The number of clusters is set to two, and

the aim is to partition all the chips into two non-overlapping sets, i.e., S1 and S2.

The k-means method consists of three key steps: (1) initialization, (2) assignment, and

(3) update. In the initialization step, we randomly select two chips, and use their QI values

as the initial centroid, i.e., µ1 and µ2. In the assignment step, chips are assigned to the

group with a closer centroid. For example, suppose the QI of the n-th chip is denoted as

QI n. If ‖QI n − µ1‖ > ‖QI n − µ2‖, then this chip will be assigned to Set 2. Otherwise it

will be placed in Set 1. In the update step, we calculate the new centroids for each set

as the mean QI of all the chips in this group. We iteratively carry out Step (2) and Step

(3), until the centroids do not change significantly. The assignment step is described by

Equation (2.11), i.e.,

S
(t)
i =

{
QI n :∀l∈{1, 2},

∥∥∥QI n−µ
(t)
i

∥∥∥2 ≤ ∥∥∥QI n−µ
(t)
l

∥∥∥2} (2.11)

where i ∈ {1, 2}, µ(t)i denotes the mean value of Set i in the t-th iteration, S
(t)
i denotes
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(LB = 0.2, UB = 0.8, μ = 0.5, σ = 0.01)
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Results distribution for Test 2
(LB = 0.2, UB = 0.8, μ = 0.75, σ = 0.01)

Results distribution for Test 3
(LB = 0.2, UB = 0.8, μ = 0. 5, σ = 0.08)

Figure 2.7: The correlation between the effectiveness of test items and the distri-

butions of test results.

Set i in the t-th iteration. The update step is described by Equation (2.12) below:

µ
(t+1)
i =

1∣∣∣S(t)
i

∣∣∣
∑

QIn∈S
(t)
i

QI n (2.12)

2.5.2 A Cpk-Based Test-Selection Method for High-QI Chips

Chips in Group 1 are predicted to be high-quality chips. For this set, we use a test-selection

method based on statistical learning. As part of fine-grained adaptive testing, a complete

set of FT tests is applied to the sample chips, and these test results are collected. For

each test item in the FT stage, a distribution of test outcomes can be derived using the

results for the sample chips. For different test items, the test results for all the chips can

follow different distributions. As shown in Fig. 2.7(a), the distribution of the test results

for Test 1 may be concentrated near the nominal value, and far from both the upper and

the lower bounds. There is little likelihood that this test item will detect failed chips. On

the other hand, some other distributions may shed light on more important test items.

For example, Fig. 2.7(b) for Test 2 shows that the mean of the distribution is close to the

upper bound. Although the standard deviation σ is small, it is likely that the test results

of some chips located at the tail of the distribution exceed the upper bound. In this way,

the corresponding chips can be identified as being fails. Another possible scenario is shown
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Algorithm 2: Ad hoc test-selection algorithm
Input: Sfailed: set of all the sample chips failed in the FT test
Input: rLB,i: lower bounds of the test items
Input: rUB,i: upper bounds of the test items
Input: on,i: test outcome
Input: Cpk i: Cpk values of the test items
Output: T2: selected test set for the chips in Group 2

1 T2 = φ;
2 for n ∈ Sfailed do
3 for i do
4 flag = 0;
5 if (on,i>rUB,i) or (on,i<rLB,i) then
6 if flag == 0 then
7 flag = 1; tselected = i; Cpkmin = Cpk i;
8 end
9 else

10 if Cpk i < Cpkmin then
11 tselected = i; Cpkmin = Cpk i;
12 end
13 end
14 end
15 end
16 T2 = T2 ∪ tselected;
17 end
18 return T2

Hence there is a high probability that the chips in Group
2 will fail for test items that detected failed sample chips.
Motivated by this observation, we have developed an ad hoc
test-selection method; the pseudocode for the test-selection
method is shown in Fig. 4. We first examine the list of all the
failed sample chips (Line 2). For each failed sample chip, we
first find out all the test items that fail the chip (Lines 3-5),
and then select the test item with the lowest Cpk value. We
add this test item to the selected test set T2 (Lines 6-16). After
test selection, we apply only the test items in the selected test
set T2 to the chips in Group 2. The computational complexity
for the ad hoc test-selection method is O(FM); F and M
represent the number of failed sample chips and the number
of test items in the FT test, respectively. Since the number of
failed sample chips is small, the computation time is small.

VI. EARLY-LIFE FAILURE PREDICTION

In addition to estimating the failure probability, we propose
to further extend our proposed QI model to predict early-
life failures (ELFs). It has been demonstrated in the literature
that those chips passing the FTs with very low ”margins”
(i.e. marginal chips) are likely to have ELFs. Thus, if the
correlation between our QI and the FT margin is high, the
proposed QI model can potentially be used to capture the
marginal chips and, hence, predict the ELFs.

For each chip cn, the margin (δn,i) of the i-th FT item is
defined by:

δn,i = min { rUB,i − on,i
rUB,i − rLB,i

,
on,i − rLB,i

rUB,i − rLB,i
} (10)

It evaluates the minimum distance from the test result on,i to
the lower bound rLB,i and the upper bound rUB,i. We choose
the MELF least values {δ∗n,1, δ∗n,2, ..., δ∗n,MELF

} among all
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Fig. 5 Relationship between predicted quality (QI) and the
pass/fail status of chips.

margins {δn,1, δn,2, ...} and define the overall margin δn for
the chip cn as:

δn =
1

MELF

MELF∑
m=1

δ∗n,i (11)

Once the margin δn is calculated, the chip cn is considered
to be marginal with possible ELFs if δn ≤ δth, where δth is a
given threshold. The efficacy of the proposed ELF prediction
based on QI is demonstrated by our experimental results in
Section VII-C.

VII. EXPERIMENTAL RESULTS

In this section, we evaluate the effectiveness of the pro-
posed fine-grained adaptive testing method using the test data
described in Section II-B. The percentage of failed chips and
the DPPM showed in this section have been processed in
order to protect company-confidential data. But these results
are proportional to the corresponding actual values, and hence
can be used to evaluate the proposed method.

A. Performance of Quality Prediction

We use the statistical metrics of precision (PR) and re-
call (RE ) to evaluate the percentage of incorrect quality-
prediction outcomes, i.e., an all-pass chip is determined to has
low QI, or a chip fail in FT test is determined to has high QI.
These metrics are defined as follows: PR = TP/(TP+FP),
and RE = TP/(TP +FN), where TP denotes the number
of failed chips that are correctly identified as low-quality
chips, FN denotes the number of chips that are erroneously
predicted as having high-quality, and FP denotes the number
of all-pass chips that are falsely determined to have low QI.

Recall that by using the quality-prediction method de-
scribed in Section IV, we assign a QI value to each chip.
The performance of the quality-prediction model is evaluated
using the test data for the chips that are not in the set of
sample chips. The set of chips that are not in the sample set
is our ”testing set” for QI model validation. For each chip
in the testing set, we compare its QI value with its actual
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Figure 2.8: Pseudocode for the ad hoc test-selection method.

in Fig. 2.7(c). Even though the mean of the distribution is close to the nominal value, σ

is large. Hence the probability that some test results are outside the acceptable range is

high. We can therefore conclude that the probability that this test item detects a failed

chip is high.

In order to evaluate the capability of each individual test item to detect failed chips,

the Cpk metric was proposed in [55]. The Cpk value for the i-th test item is denoted as

Cpk i, and the definition of Cpk i is represented by (2.13).

Cpki = min

{
rUB,i − µi

3σi
,
µi − rLB,i

3σi

}
(2.13)

where rUB,i and rLB,i denote the upper bound and the lower bound of this test item,

respectively. The mean and the standard deviation of the distribution are denoted as µi and
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σi, respectively. A higher Cpk value indicates a lower probability of detecting failed chips.

For example, the Cpk value for the results distribution in Fig. 2.7(a) can be expressed as:

Cpk =min{(0.8−0.5)/0.03, (0.5−0.2)/0.03}=10. Similarly, the Cpk values for the results

distribution in Fig. 2.7(b) and Fig. 2.7(c) are 1.67 and 1.25, respectively. The calculated

Cpk values are consistent with our analysis of these three test-result distributions, i.e.,

the test items in Fig. 2.7(b) and Fig. 2.7(c) are more important than the test item in

Fig. 2.7(a). In order to select only the most-important test items, a threshold for Cpk is

required. A threshold of 2 is typically used [58], because this obeys the “six-sigma process”

rule. The term “six-sigma process” comes from the notion that in a normal distribution,

if the difference between the µ and the nearest limit is larger than six times of σ, no items

are likely to fail to meet specifications. When the Cpk = 2, theoretically, there will be only

3.4 defects per million [71].

In the proposed fine-grained adaptive testing, a threshold of 2 is adopted, which means

that we select only the test items with a Cpk value less than 2. For the chips in Group

1, we utilize only the selected set of FT tests. Based on the outcomes of the selected test

items, the pass/fail result of each chip for the FT stage is obtained.

2.5.3 Improving the Cpk-Based Test-Selection Method

As stated in Section 2.5.2, the Cpk metric can evaluate the capability of each individual

test item to detect failed chips. Therefore, the Cpk -based test-selection method has been

proposed to drop unnecessary test items and reduce test cost [55]. However, the definition

of the Cpk metric in (2.13) reflects the detection of failed chips only when test results obey

a normal distribution. However, the assumption of obeying a normal distribution does not

always hold in reality. In our dataset, besides normal distributions, bimodal distributions
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Figure 2.9: Illustration of how to model test data using a bimodal distribution.

are also observed for several test items.

A bimodal distribution has two distinct peaks in its probability density function. Note

that a bimodal distribution may indicate that the data are collected from two different

sources. For example, results collected from two different test equipment that are not

perfectly calibrated may obey a bimodal distribution. Therefore, test items that obey

bimodal distributions need to be carefully studied and reported to test engineers for further

inspection. However, some bimodal distributions are caused by the intrinsic characteristics

of specific test items. Therefore, after careful inspection, a new metric is required to

evaluate the importance of these test items. Based on the observation of test results, most

bimodal distributions can be approximated as a mixture of two normal distributions:

f(x) = p1N (µ1, σ
2
1) + p2N (µ2, σ

2
2) (2.14)

where p1 and p2 are the weights of these two normal distributions, respectively. The

mean of these two distributions are denoted as µ1 and µ2 respectively, and the standard

deviations of these two distributions are denoted as σ1 and σ2 respectively. For example,

the histogram in Fig. 2.9 show the results of a test item. By calculating the Cpk value
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using (2.13), we approximate the results as a normal distribution denoted by the red curve

shown in Fig. 2.9. This approximation is far from the real scenario. Instead, these test

results can be better approximated as a mixture of two normal distributions using (2.14).

The parameters of these two normal distributions in (2.14) can be obtained using the

Expectation-Maximization (EM) algorithm. The EM algorithm finds maximum likelihood

estimates of parameters in statistical models by alternately performing an expectation step

and a maximization step. In an expectation step, we calculate the expectation using the

current estimate for the parameters. In a maximization step, we compute parameters by

maximizing the expected log-likelihood [72]. As shown in Fig. 2.9, using the EM algorithm,

the estimated function is denoted by the blue curve and can be expressed as:

f(x) = 0.79N (1.00, 0.012) + 0.21N (1.39, 0.012) (2.15)

Therefore, we take both single-modal and bimodal distributions into consideration and

improve the conventional Cpk -based test selection. First, we determine whether test results

obey a single-modal distribution or a bimodal distribution. The weight p2 is set to 0 when

a single-modal distribution is observed. To take bimodal distribution into consideration,

the improved Cpk value for the i-th test item is represented by Equation (2.13).

Cpki = min

{
p1Φ

(
rUB,i − µ1,i

σ1,i

)
+ p2Φ

(
rUB,i − µ2,i

σ2,i

)
,

p1Φ

(
µ1,i − rLB,i

σ1,i

)
+ p2Φ

(
µ2,i − rLB,i

σ2,i

)}
(2.16)

Compared to the conventional Cpk defined in (2.13), the improved Cpk metric has

two major differences. First, it takes the mixture of two normal distributions into consid-

eration, where rUB,i and rLB,i denote the upper bound and the lower bound of the i-th

test item, respectively. The weights of these two normal distributions are denoted as p1
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and p2, respectively. The mean of these two distributions are denoted as µ1,i and µ2,i,

and the standard deviations are denoted as σ1,i and σ2,i, respectively. Second, to ensure

that the proposed metric is linear addable for these two normal distributions, we transfer

the conventional Cpk metric with a cumulative distribution function Φ. The cumulative

distribution function specifies the probability of a random variable that obeys a normal

distribution being less than or equal to that value. Therefore, the improved Cpk metric

reflects the probability that a result is within the acceptable range. Therefore, a higher

improved Cpk value indicates a lower probability of detecting failed chips. In the proposed

fine-grained adaptive testing, a threshold of 99.99966% is adopted, which is consistent with

the “six-sigma process” rule.

Even though we only see single-modal and bimodal distributions in our dataset, mutlti-

modal distributions may be observed in other fabricated chips and their associated test

data. The improved Cpk method can be easily extended for distributions with more than

two peaks. First, we approximate a multi-modal distribution as a mixture of multiple nor-

mal distributions. Then the parameters of these normal distributions can still be obtained

using the Expectation-Maximization (EM) algorithm. Similar to (2.13), we can calculate

the probability that a result is within the acceptable range for each individual normal dis-

tribution, and the improved Cpk metric can be calculated as the weighted sum of these

probabilities.

2.5.4 An Ad Hoc Test-Selection Method for Low-QI Chips

For the chips in Group 2, which are predicted as low-quality chips, an ad hoc test-selection

method is used. The trained quality-prediction model generates a low QI for each chip

in Group 2, because the parametric test results of the CP test are similar between the
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following two sets of chips: (1) the chips in Group 2, and (2) the sample chips that failed

FT test. This similarity indicates that the chips in Group 2 are likely to show similar

behaviour in FT test. Hence there is a high probability that the chips in Group 2 will fail

for test items that detected failed sample chips. Motivated by this observation, we have

developed an ad hoc test-selection method; the pseudocode for the test-selection method is

shown in Fig. 2.8. We first examine the list of all the failed sample chips (Line 2). For each

failed sample chip, we first find out all the test items that fail the chip (Lines 3-5), and then

select the test item with the lowest Cpk value. We add this test item to the selected test

set T2 (Lines 6-16). After test selection, we apply only the test items in the selected test

set T2 to the chips in Group 2. The computational complexity for the ad hoc test-selection

method is O(F ·M); F and M represent the number of failed sample chips and the number

of test items in the FT test, respectively. Since the number of failed sample chips is small,

the computation time is small.

2.6 Early-Life Failure Prediction

In addition to estimating the failure probability, we propose to further extend our proposed

QI model to predict early-life failures (ELFs). It has been demonstrated in the literature

that those chips passing the FTs with very low “margins” (i.e. marginal chips) are likely

to have ELFs. Thus, if the correlation between our QI and the FT margin is high, the

proposed QI model can potentially be used to capture the marginal chips and, hence,

predict the ELFs.

For each chip cn, the margin (δn,i) of the i-th FT item is defined by:

δn,i = min

{
rUB,i − on,i
rUB,i − rLB,i

,
on,i − rLB,i
rUB,i − rLB,i

}
(2.17)
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It evaluates the minimum distance from the test result on,i to the lower bound rLB,i

and the upper bound rUB,i. We choose MELF chips which contains the least margins

({δ∗n,1, δ∗n,2, . . . , δ∗n,MELF
}) among all the margins of chips ({δn,1, δn,2, . . .}). Then we define

the overall margin δn for the chip cn as:

δn =
1

MELF

MELF∑
i=1

δ∗n,i (2.18)

Once the margin δn is calculated, the chip cn is considered to be marginal with possible

ELFs if δn ≤ δth, where δth is a given threshold. The efficacy of the proposed ELF prediction

based on QI is demonstrated by our experimental results in Section 2.7.5.

2.7 Experimental Results

In this section, we evaluate the effectiveness of the proposed fine-grained adaptive testing

method using the test data described in Section 2.1. We also evaluate the effectiveness

of the advanced feature-selection method and the improved test-selection metric using the

synthetic data described in Section 2.1. The percentage of failed chips and the DPPM

showed in this section have been processed in order to protect company-confidential data.

But these results are proportional to the corresponding actual values, and hence can be

used to evaluate the proposed method.

2.7.1 Performance of Quality Prediction

We use the statistical metrics of precision (PR) and recall (RE ) to evaluate the percentage

of incorrect quality-prediction outcomes, i.e., an all-pass chip is determined to has low QI,

or a chip fail in FT test is determined to has high QI. These metrics are defined as follows:

PR = TP/(TP + FP), and RE = TP/(TP + FN ), where TP denotes the number of
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Figure 2.10: Relationship between predicted quality (QI) and the pass/fail status
of chips.

Table 2.3: Comparison between the percentage of failed chips in the high-QI group
and the low-QI group.

Percentage of sample chips

(out of the total number of chips)
5% 10% 15% 20% 25%

Percentage of failed chips in Group 1 (high-QI group) 0.92% 0.90% 0.86% 0.81% 0.73%

Percentage of failed chips in Group 2 (low-QI group) 2.89% 4.74% 5.83% 6.81% 8.28%

failed chips that are correctly identified as low-quality chips, FN denotes the number of

chips that are erroneously predicted as having high-quality, and FP denotes the number

of all-pass chips that are falsely determined to have low QI.

Recall that by using the quality-prediction method described in Section 2.4, we assign a

QI value to each chip. The performance of the quality-prediction model is evaluated using

the test data for the chips that are not in the set of sample chips. The set of chips that

are not in the sample set is our “testing set” for QI model validation. For each chip in the

testing set, we compare its QI value with its actual pass/fail test result for FT test. Based
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on actual pass/fail test results, we partition the testing set of chips into two groups. Next,

we derive the distribution of the QI values for the chips in each group (Fig. 2.10). For the

chips that fail FT test, the distribution of their QI values is shown in Fig. 2.10(a). For

the chips that pass the FT test, the distribution of their QI values is shown in Fig 2.10(b).

These results show that there is a high probability the all-pass chips are predicted as

high-quality chips (with high QI), while the chips that fail FT test are predicted as being

low-quality chips (with low QI). The differences between these two distributions show that

our QI model can be used for effective quality prediction, hence can distinguish failed chips

from the all-pass chips. Therefore, we can justify the partitioning of chips based on their

QI values. Note however that, in our QI model, a portion of chips that fail FT test are

incorrectly predicted as having high QI. By analyzing the CP test records of these chips,

we find that these incorrectly-predicted chips show considerable similarity to the all-pass

chips. From this analysis, we can infer with confidence that their failures may be caused

by shortcomings in the packaging process, and we cannot predict these failures due to lack

of relevant information.

In order to partition the chips into two groups, a threshold for QI (namely QI th) is

needed. Based on this threshold, the chips with QI larger than QI th are identified as

high-quality chips, while the other chips are considered to be low-quality chips. By tuning

this threshold, i.e., adjusting QI th from zero to one, we can trade off PR versus RE . For

example, when we increase QI th, more chips are identified as low-quality chips, hence FN

decreases and RE increases. When we decrease QI th, more chips are identified as high-

quality chips, hence FP decreases and PR increases. Since the distribution of QI is not

guaranteed to be bimodal, the threshold for QI is determined by applying the k-means
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clustering method, as described in Section 2.5.1.

In order to evaluate the effectiveness of partitioning the set of chips into two groups, we

examine the percentage of failed chips in the two groups. Table 2.3 shows the comparison

as we vary the percentage of chips that are randomly selected as sample chips. All the

experiments are repeated five times by randomly selecting a different set of sample chips

each time; the results shown in the table are the average values over these five experiments.

For example, when the percentage of sample chips is set to 15%, we randomly select

15% of the chips as the sample chips from each lot, and implement the proposed fine-

grained adaptive testing method. Next, we repeat the sampling process and fine-grained

adaptive testing five times, and calculate the average percentage of failed chips. We choose

QI th=0.72; the chips with QI larger than 0.72 are placed in Group 1, while the chips with

QI smaller than or equal to 0.72 are placed in Group 2. There are a total of 6467 chips in

Group 2, and 377 out of these 6467 chips fail FT test. Therefore, the percentage of failed

chips in Group 2 equals 5.83%. Similarly, we determine that the percentage of faulty chips

in Group 1 is only 0.86%. In this example, the percentage of faulty chips in Group 2 is

7 times higher than in Group 1. These results indicate that QI is a valuable metric for

partitioning the chips into two groups, such that different test-selection methods can be

applied to Group 1 and Group 2.

2.7.2 Reduction of Test Cost

The effectiveness of the proposed method is evaluated in terms of test cost (number of

selected test items) and test quality (DPPM). The proposed method is compared with

conventional lot-level adaptive testing [55]. The correlation-based test dropping technique

[58] can be applied to both lot-level adaptive testing and the proposed fine-grained adaptive
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Figure 2.11: Defect levels for lot-level adaptive testing.

testing method; this improved technique results in nearly the same improvement for the

baseline method [55] and the proposed method, hence we do not report results for this

technique in this chapter.

Conventional lot-level adaptive testing was first applied to our available data. The

defect level that we obtained is shown in Fig. 2.11 as we varied the percentage of chips

that are selected as sample chips. As the percentage of sample chips increases, the defect

level decreases. In order to achieve an acceptable defect level, e.g., DPPM of 500 or less,

the percentage of the selected sample chips needs to be no less than 18%. Therefore, we

consider the percentage of sample chips to be in the range of 18% to 25% in this work.

In our application, the test items have similar test times. Therefore, the test cost TC

is evaluated using the number of test items on average for simplicity, which is defined by

Equation (2.19).

TC =
Csample × ttotal + C1 × t1 + C2 × t2

Csample + C1 + C2
(2.19)

where Csample, C1 and C2 denote the number of the sample chips, the number of chips in

Group 1 and the number of chips in Group 2, respectively. The number of test items in

the complete FT test set is denoted as ttotal; the number of test items that are selected

for chips in Group 1 and Group 2 are denoted as t1 and t2, respectively. The lot-level

adaptive testing method does not partition chips into groups, but it can be considered as

51



939 937 935 944

81 83 86 91

0

250

500

750

1000

18% 19% 20% 25%

lot-level adaptive testing fine-grained adaptive testing

Percentage of sample chips
N

u
m

b
er

 o
f 

se
le

ct
ed

 

te
st

 i
te

m
s

Figure 2.12: Test-cost analysis for Group 2 (average over five experiments).

Table 2.4: Comparison of DPPM and test cost between two test schemes.

Percentage of

sample chips

DPPM

(baseline)

DPPM

(proposed)

Cost (baseline),

number of test items

Cost (proposed),

number of test items

Cost

reduction

18% 490 522 1082 1021 5.6%

19% 459 483 1089 1022 6.2%

20% 452 452 1094 1017 7.0%

25% 428 430 1141 1080 5.3%

applying the same set of tests in each group, which implies that t1 = t2. In the proposed

fine-grained adaptive testing method, test selection applied to the chips in Group 1 (the

group with high-QI chips) is the same as the baseline method. Therefore, we compare the

average number of test items required for Group 2 in order to compare these methods to

each other. As shown in Fig. 2.12, the proposed method reduces the test cost by more

than 90% for chips with low predicted quality.

The overall comparison between lot-level adaptive testing and fine-grained adaptive

testing is shown in Table 2.4. The proposed method reduces test cost by 6.0% on average,

albeit with an almost negligible increasing DPPM for two cases. For example, if we ran-

domly select 20% of the chips as sample chips, both the baseline method and the proposed

method achieve a DPPM of 452. On average, the baseline method needs 1094 test items for

each chip, while the proposed method needs only 1017 test items. Therefore, the test-cost

reduction is computed to be ((1094− 1017)÷ 1094)× 100% ≈ 7.0%.
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Figure 2.13: Comparison of overall test cost.

Another way to compare the proposed method with the baseline is to modify the

threshold of Cpk , namely Cpk th, used in the feature-selection process for Group 1 to

achieve the same DPPM for both methods. When we increase Cpk th, more test items are

selected, and hence DPPM is reduced. In this way, we can compare the test cost for the

two methods with the same DPPM. As shown in Fig. 2.13, the proposed method achieves

5.6% test-cost reduction on average. For a high-volume product with low profit margin,

even a 5.0% reduction in test cost is significant. The data used in this work is collected

from CP test and FT test for a mature process, which has relatively high yield, hence

the number of chips in the low-QI group is small. As discussed earlier, only the chips in

the low-QI group contribute to test-cost reduction for the proposed fine-grained adaptive

testing. More test-cost reduction can be expected when the proposed method is used for a

less mature process with low yield.

2.7.3 Performance of Advanced Feature Selection

To present the effectiveness of the advanced feature-selection method, we compare the

quality-prediction performance and test-cost reduction between the different test-selection

methods using the synthetic dataset. To fairly compare these two test-selection methods,

we keep all the other steps in the proposed fine-grained adaptive testing flow the same,
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Table 2.5: Comparison of failed chips in the high-QI group and the low-QI group
with two feature-selection methods.

Percentage of sample chips

(Out of the total number of chips)
10% 15% 20% 25%

IV-based

feature selection

Percentage of failed chips in high-QI group 0.85% 0.74% 0.66% 0.52%

Percentage of failed chips in low-QI group 5.90% 6.82% 8.29% 11.12%

Recursive

feature selection

Percentage of failed chips in high-QI group 0.79% 0.68% 0.60% 0.48%

Percentage of failed chips in low-QI group 6.45% 7.35% 9.01% 11.94%

while either using the IV-based feature selection or the recursive feature selection to choose

the same number of features. Based on the predicted quality, chips are partitioned into two

groups, i.e., a high-quality group and a low-quality group. First, we examine the percentage

of failed chips in these two groups. Table 2.5 shows the comparison between two feature-

selection methods as we vary the percentage of chips that are randomly selected as sample

chips. All the experiments are repeated five times by randomly selecting a different set of

sample chips each time; the results shown in the table are the average values over these

five experiments.

For example, when the percentage of sample chips is set to 15%, we randomly select

15% of the chips as the sample chips, and implement the proposed fine-grained adaptive

testing method. In this example, by carrying out IV-based feature selection, the percentage

of faulty chips in low-QI group is 9.2 times higher than in high-QI group. By carrying out

the advanced recursive feature selection, the percentage of faulty chips in the low-QI group

is 10.8 times higher than in high-QI group. These results indicate that with the help of

recursive feature selection, a better QI model can be constructed, such that the quality

prediction is more accurate.

Moreover, we compare the test cost for the two feature-selection methods with the same

DPPM. The test cost TC is defined by (2.19) as the number of test items on average. As
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Figure 2.14: Comparison of overall test cost on the synthetic dataset.
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Figure 2.15: Comparison of overall test cost on the synthetic dataset with depen-
dent features.

shown in Fig. 2.14, by carrying out the IV-based feature selection, we achieve 6.2% test-

cost reduction on average. Compared to it, by carrying out the recursive feature selection,

we achieve 7.0% test-cost reduction on average. Therefore, the recursive feature-selection

method is more useful in practice.

The recursive feature-selection method takes the dependencies among features into

consideration. Therefore, to further illustrate the effectiveness of this advanced feature-

selection method, we add multiple dependent features into the synthetic dataset, and com-

pare the test cost with the same DPPM in Fig. 2.15. By carrying out the IV-based feature
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Table 2.6: Comparison of the test cost with two test-selection methods.

Percentage of sample chips

(Out of the total number of chips)
18% 19% 20% 25%

Test cost using conventional Cpk-based test selection 1002 1007 1008 1033

Test cost using improved Cpk-based test selection 997 1001 1002 1027

selection, we achieve 9.6% test-cost reduction on average. Compared to it, by carrying

out the recursive feature selection, we achieve 16.7% test-cost reduction on average. The

test cost reduces significantly, which is consistent with expectation. In reality, without the

knowledge of dependencies among features, we can implement both feature selection meth-

ods, and automatically select the method that shows the better performance on validation

dataset.

2.7.4 Performance of Improved Test Selection

To demonstrate the effectiveness of the improved test-selection method, we compare the

test-cost reduction between using the different test-selection methods among the synthetic

dataset. Based on the results in Section 2.7.3, the use of recursive feature selection improves

the accuracy of prediction. Therefore, a QI model trained with recursive feature selection

is used to predict quality for each chip. Chips are further partitioned into two groups

based on the predicted quality. For chips which are predicted as low-quality chips, the

ad hoc test-selection method is used. For chips which are predicted as high-quality chips,

either a Cpk -based or an improved Cpk -based test selection is used. All the experiments

are repeated five times, and the results shown in Table 2.6 are the average values over

these five experiments. As shown in Table 2.6, with the same DPPM, using the improved

Cpk -based test selection, we save 6 test items on average for each chip. Considering the

fact that only 15 test items in our dataset show bimodal distributions, saving 6 test items
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for each chip indicates that the improved Cpk -based test selection is useful for the scenario

where test results obey bimodal distributions.

To better demonstrate the effectiveness of the proposed fine-grained adaptive testing

method, the recursive feature-selection method, and the improved test-selection method,

we compare the test cost and DPPM among six test schemes in Fig. 2.16. As shown in

Fig. 2.16, the three dashed lines denote three conventional baseline methods. Lot-level

adaptive testing selects the same test items for all the chips in a lot, and has the highest

test cost. The AEC DPAT method [19] and the bivariate-outlier-detection [73] method can

calculate the quality of each chip based on statistical distributions of test results. Based

on the predicted quality, different test items can be selected for the chips with different

qualities. However, to ensure the same DPPM, the test-cost reduction is limited because

these two baseline methods cannot precisely predict the quality of each chip. Compared

with the baseline methods, the proposed fine-grained adaptive testing can significantly

reduce test cost. Moreover, the recursive feature-selection method and the improved test-

selection method can further reduce test cost.
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Figure 2.17: Relationship between predicted quality (QI) and the FT margins.

2.7.5 Early-Life Failure Prediction

To demonstrate the efficacy of ELF prediction by using the proposed QI model, we calculate

the QI and the margin δ for each chip using the real test data, and draw the scatter plot in

Fig. 2.17. As denoted by the orange line in Fig. 2.17, there is a strong positive correlation

between QI and δ, implying that the chips with small QI values are associated with marginal

test outcomes.

As discussed in Section 2.7.1, we can partition all chips into a low-QI group and a

high-QI group where the partition boundary can be determined by k-means clustering. In

this example, there are 7.3% chips in the low-QI group and 92.7% chips in the high-QI

group. On the other hand, we further assume that ELFs occur for 0.2% of the chips that

pass all FTs, since 0.2% is a typical value for ELF-related yield loss [74]. The low-QI group

contains 82.4% ELFs, while the high-QI group contains only 17.6% ELFs. Therefore, if a

burn-in test is applied to the chips in the low-QI group, we can successfully detect more

than four-fifths of ELFs with 92.7% test cost reduction.
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2.8 Conclusion

We have presented a fine-grained adaptive testing method to reduce test cost without in-

creasing the defect level in high-volume manufacturing test. This method trains a random-

forest machine-learning model to predict the quality of each chip, and partitions chips into

two groups based on the predicted quality. For chips with high predicted quality, a Cpk -

based test-selection method is carried out. We further improve the conventional Cpk -based

test selection to adapt to test results that obey a bimodal distribution. For chips with low

predicted quality, an ad hoc test-selection method is utilized to reduce test cost. Experi-

mental results using realistic synthetic data and test data associated with fabricated chips

demonstrate that a significant reduction in test cost can be achieved, especially for chips

with low predicted quality.
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3

Online Fault Detection in ReRAM-Based

Computing Systems by Monitoring Dynamic Power

Consumption

Machine learning is now widely used in a variety of domains, and brain-inspired neural

computing is considered to be one of the most powerful applications of machine learning. To

ensure that neural network algorithms are feasible in practice, hardware implementations

require high computing capability and energy efficiency. Currently, neural networks are

mainly implemented based on von-Neumann architectures. However, these architectures

are confronted with the bottleneck referred to as the “memory wall” [75]. Consequently,

the energy efficiency gap between application requirements and what can be realized with

hardware implementations continues to grow.

To reduce the energy efficiency gap, emerging devices such as metal-oxide resistive

switching random-access memory (ReRAM) and associated crossbar arrays were proposed.

By exploiting the crossbar structure, a ReRAM-based computing system (RCS) can realize
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vector-matrix multiplication in analog form and reduce computational complexity from

O(n2) to O(1). Moreover, since ReRAM provides memory for data storage, RCS provides

an attractive solution for computing-in-memory. This architecture eliminates the high

data-transportation overhead that is inherent in von Neumann architectures; therefore,

it significantly boosts energy efficiency, particularly for neural computing applications.

Researchers have shown that RCS can provide a more than 2000× energy-efficiency gain

compared to traditional CPU designs [76].

However, ReRAMs are vulnerable to faults due to the immature fabrication process.

Studies have shown that even among ReRAM chips that pass manufacturing test, many

faults appear in the field during read and write operations [37, 38] because of the limited

write endurance of ReRAM cells. Therefore, online fault detection is required for ReRAM-

based computing systems.

In this chapter, we exploit the fact that ReRAM faults affect the dynamic power con-

sumption of ReRAM crossbars; therefore, we monitor an indirect measure of the dynamic

power consumption of ReRAM crossbars. The proposed online fault-detection method

determines the occurrence of faults when a changepoint is detected in the monitored pro-

posed measure of power consumption, and invokes the time-consuming fault localization

and correction steps when faults are detected.

The remainder of the chapter is organized as follows. Section 3.1 presents the moti-

vation of studying an efficient online fault detection method for ReRAM-based computing

systems. Section 3.2 explain the peripheral circuits associated with ReRAM crossbars and

the simulator that we used. Section 3.3 introduces the workflow of the proposed online

fault-detection method. Section 3.4 presents an overview of the changepoint-detection
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method, and presents the details of the algorithms that we have utilized for detecting

changes in the time series of the dynamic power consumption. Section 3.5 describes how

we can apply machine-learning techniques to estimate the percentage of faulty ReRAM

cells in a ReRAM crossbar. Experimental results are presented in Section 3.6. Section 3.7

concludes the chapter.

3.1 Motivation

ReRAMs are vulnerable to faults due to the immature fabrication process. As introduced

in Section 1.2, ReRAM faults can be classified as soft faults and hard faults [30]. For

soft faults, the resistance of the ReRAM cell can still be tuned, but the actual resistance

is different from the expected value. Soft faults are caused by variations associated with

fabrication techniques and write operations. For hard faults, the resistance of a ReRAM cell

cannot be changed; this category includes the stuck-at-0 (SA0) and stuck-at-1 (SA1) faults

caused by fabrication techniques [22], over-forming defects [77], and limited endurance

[33]. The March test has been proposed for ReRAM fault detection [22]. Even though

it can achieve high fault coverage, it requires long test time. A sneak-path technique is

proposed in [36] to increase test parallelism by testing a group of adjacent ReRAM cells

simultaneously. Inherent error tolerance is explored in functional testing by targeting only

the important faults [78]. However, the time complexity still remains high.

Studies have shown that even among ReRAM chips that pass manufacturing test, many

faults appear in the field during read and write operations [37, 38] because of the limited

write endurance of ReRAM cells. Various efficient approaches have been proposed for

online fault detection in RCS. An online fault-detection method based on quiescent voltage

comparison was proposed in [39]. This method applies test voltage to ReRAM crossbars
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after every fixed number of iterations, and detect faulty ReRAMs by comparing test outputs

with reference outputs. A signature-based method called X-ABFT was proposed in [40].

This method encodes a ReRAM matrix with checksums, and periodically apply test-input

vectors to extract signatures, and uses signatures for fault localization and correction.

However, these methods are all based on a Pause-and-Test mechanism. The Pause-and-

Test mechanism interrupts the regular computation periodically and applies test-specific

operations to detect the existence of faults. Error-correction codes (ECC) can also be

used in ReRAM memory [79], when the bit error rate (BER) is small (e.g., < 10−5).

However, due to the limited endurance, more devices will be worn out over time and

eventually the number of hard faults will exceed the ECCs correction capability. However,

an ECC solution is useful only when ReRAM is used as memory for storing data. We are

investigating the more general use of ReRAM for computing.

Existing techniques for improving the reliability of RCS are focused either at the circuit

level or at the level of a single crossbar array. However, the severity of the reliability prob-

lems of a crossbar is closely related to many system-level details such as overall functionality,

input patterns, workload, etc. There is a lack of system-level reliability assessment and

resilience enhancement solutions for ReRAM-based computing systems. Therefore, in this

chapter, we propose a system-level online fault-detection method for RCS. Most existing

online detection methods carry out the testing process after every fixed number of comput-

ing cycles. Periodic detection, however, introduces considerable overhead, especially when

there are infrequent errors.

To overcome the above drawbacks, we propose an efficient online fault-detection method

for ReRAM-based computing system (RCS); the proposed method monitors the dynamic
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power consumption of each ReRAM crossbar and determines the occurrence of faults when

a changepoint is detected in the monitored power-consumption time series. In order to

estimate the percentage of faulty cells in a faulty ReRAM crossbar, we compute statistical

features before and after the changepoint and train a predictive model using machine-

learning techniques. In this way, the computationally expensive fault localization and

error-recovery steps are carried out only when a high fault rate is estimated.

3.2 Preliminaries

In this section, we first explain the peripheral circuits associated with ReRAM crossbars.

Then, we show the simulators that we used to study the effects of ReRAM faults in neu-

romorphic computing.

3.2.1 Peripheral Circuits Associated with ReRAM Crossbars

Deep neural networks (DNN) are structured as cascaded convolutional layers and fully

connected layers that run sequentially. For instance, the outputs of any given layer are

sent as inputs of the next layer. There are two computation-intensive operations in DNN:

convolution and vector-matrix multiplication. Fig. 3.1(a) and Fig. 3.1(b) show how a

kernel of a convolutional layer and a fully connected layer are mapped to RCS, respec-

tively. When the size of the weight matrix is larger than the size of ReRAM crossbars,

the weight matrix is split into multiple blocks and mapped to multiple ReRAM crossbars.

As shown in Fig. 3.1(c), in each ReRAM crossbar with corresponding peripheral circuits,

the Multiplexer (Mux) is used for sharing the peripheral circuits among the synaptic array

columns to reduce area overhead. The analog-to-digital converters (ADCs) on the output

ports transform the analog weighted-sum currents to digital outputs. Since two ReRAM
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and the architecture of a ReRAM crossbar. (a) Use of a ReRAM crossbar to perform
convolution operations. (b) Use of a ReRAM crossbar to perform vector-matrix
operations. (c) The architecture of a ReRAM crossbar [81].

cells are together used to store a single weight value, the adders and registers are used to

accumulate the partial weighted sum. The resolution of the digital-to-analog converters

(DACs) is set to 1 bit, and multi-bit inputs are provided as a sequence of binary voltage

levels. Each voltage level is a 0 or 1 input representing the ith bit of the original input [80].

Therefore, the adder and shift-register pairs at the bottom of ReRAM crossbar are used

to calculate outputs when inputs are provided as a sequence of binary voltage levels. For

each bit in the input sequence, we shift the stored sum 1-bit to the left and add it to the

current output.

3.2.2 Simulator Description

Based on the physical design of non-volatile memory circuits and measured experimen-

tal results derived using fabricated chips, a circuit-level macro model named NeuroSim+

has been developed to accurately estimate the area, latency, dynamic energy and leakage

power of emerging memory technologies [81]. Architectural simulation platforms to support

system-level simulation of RRAM-based deep neural network accelerators are also avail-
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able [76,80]. In order to take the non-ideal characteristics of ReRAM devices and crossbars

(e.g., voltage drop, write and read variabilities) into consideration, a device-to-algorithm

simulator for ReRAM named XPEsim has been developed based on NeuroSim+ [82]. How-

ever, ReRAM faults are not considered in these simulators.

In this work, we consider stuck-at-faults (SAFs) in ReRAM devices. Due to limitations

in the fabrication process and the limited write endurance of ReRAM devices, two SAF

effects are possible: (i) stuck-at-0 (SA0), where a ReRAM cell is stuck at a high-resistance

state, resulting in abnormally low current flow; (ii) stuck-at-1 (SA1), where a ReRAM

cell is stuck at a low-resistance state, resulting in abnormally high current flow. Based

on studies carried out using fabricated ReRAM devices, SAFs are usually assumed to be

independent and uniformly distributed among the devices in the crossbar array [83]. Using

XPEsim [82] as a basis, we have developed a device-to-algorithm simulator that can be

used to study the effects of ReRAM faults in neuromorphic computing.

3.3 Framework for Online Fault Detection

The overall flow of the proposed online fault-detection method is shown in Fig. 3.2. Regular

computation and the power-consumption-based fault detection are carried out simultane-

ously. In the fault-detection loop, we monitor the simplified representation of the dynamic

power consumption of ReRAM crossbars and detect changepoints in the time series corre-

sponding to the monitored power consumption. The details of the changepoint-detection

algorithm are described in Section 3.4. The existence of changepoints in the time series

indicates the occurrence of faults in the corresponding ReRAM crossbars. When faults

are detected, we estimate the percentage of faulty ReRAM cells in the crossbar using a

pre-trained estimation model. Details of the estimation model are described in Section 3.5.
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Figure 3.2: The proposed online fault-detection flow.

Previous studies have shown that neural networks can tolerate a small number of faults

by exploiting the sparsity of weights [84]. Therefore, when the estimated fault number of

faults is small, the computation loop continues. Otherwise, we interrupt the regular com-

putation operations and carry out error recovery. Various error-recovery approaches have

been proposed for ReRAM crossbars, e.g., replacing faulty ReRAM crossbars with redun-

dant crossbars and independent redundant columns [85], remapping weights to a ReRAM

crossbar based on the spatial distribution of faults in the crossbar [39, 86], etc. Any of

these error-recovery methods can be used with the online fault-detection method proposed

in this chapter. In this way, testing is carried out concurrently with computation, and we

only interrupt computation when a high percentage of faults is estimated. Therefore, the

time overhead associated with fault detection and error recovery is greatly reduced.
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3.3.1 Hardware Design for Monitoring Power Consumption

CPU and GPU cores today include dedicated hardware and associated tools to monitor

the power consumption [87, 88]. However, to the best of our knowledge, no such tool

and hardware support can accurately monitor the dynamic power consumption of ReRAM

crossbars. As described in Section 3.2.1, a ReRAM crossbar with corresponding peripheral

circuits consists of a ReRAM array, a wordline decoder, and read out circuits. In the

presence of faults, the output current and the quantized outputs of the sense amplifiers

change. Moreover, the accumulated outputs of one layer are sent to the next layer as inputs.

Since the resolution of DACs is set to 1 bit to save area overhead, multi-bit outputs are

converted to a sequence of binary values and stored in the corresponding registers. When

the i-th bit of the original output number is 0, the input bit line is connected to ground.

When the i-th bit is 1, the input bit line is connected to the read voltage. In this way, the

read voltage that is applied at the input of the transmission gates can pass to the bit lines

and the weighted sums are read out through the selected lines. Therefore, the dynamic

read power of the ReRAM array and the word-line decoder is determined by the number

of logic 1s in the output sequence from the previous layer.

We utilized the XPEsim simulator [82] to collect the time-series data corresponding

to the power consumption and the time-series data corresponding to the number of logic

1s. We first map a 784 × 100 × 10 3-layer neural network for the MNIST database [89]

to a ReRAM-based computing system. The settings of the ReRAM arrays used in this

study are shown in Table 3.2. For example, we inserted 5% SA0 faults and 5% SA1

faults to ReRAM cells in the crossbar arrays at cycle 600. The monitored time-series data

corresponding to the power consumption is shown in Fig. 3.3(a); the monitored time-series
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Table 3.1: The Pearson Correlation Coefficient of benchmarks.

Mean of

Pearson Correlation Coefficient

Standard deviation of

Pearson Correlation Coefficient

Benchmark 1 0.961 0.011

Benchmark 2 0.958 0.017

Benchmark 3 0.952 0.020

data corresponding to the number of logic 1s is shown in Fig. 3.3(b). A high similarity can

be observed between these two time series. Moreover, the Pearson Correlation Coefficient

(ρ) [90] was utilized to quantitatively evaluate the linear correlation between these two sets

of time-series data ({xj} and {yj}):

ρ =

∑n
j=1(xj − x̄)(yj − ȳ)√∑n

j=1(xj − x̄)2
√∑n

j=1(yj − ȳ)2

where n is the number of input samples in the dataset. Also xj denotes the power consump-

tion of a ReRAM crossbar for processing the j-th input sample; yj denotes the number of

logic 1s in the output sequence when processing the j-th input sample. Also x̄ and ȳ refer

to the average value of the time-series data {xj} and {yj}, respectively.

This coefficient takes a value in the range of [−1,+1], with values close to +1 indicating

high positive correlation. We evaluated the correlation on three benchmarks. The details

of input sizes and network architectures are shown in Table 3.3. The letter ‘M’ in the

network architecture denotes the max-pooling layer. Blue numbers in the table denote the

number of outputs of fully-connected layers; Red numbers in the table denotes the number

of output channels of convolutional layers. For each benchmark, we monitored these two

measures for all the training samples, and the obtained Pearson Correlation Coefficients

are shown in Table 3.1. An average of 0.957 (with a negligibly small standard deviation of

0.016) indicates a high positive correlation between these two measurements. Therefore,
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Figure 3.3: Illustration of the correlation between the dynamic power consumption
and the number of logic 1s. (a) A time-series data corresponding to the power
consumption when faults are inserted in the ReRAM crossbar; (b) a time-series data
corresponding to the number of logic 1s when faults are inserted in the ReRAM
crossbar.

we use the number of logic 1s in the output sequence from the previous layer as an indirect,

but accurate, measure of the dynamic power consumption.

In order to count the number of logic 1s in the output sequences, we adopt an adder-tree

design, as shown in Fig. 3.4. As described in Section 3.2.1, the adder and shift-register pair

at the bottom of the ReRAM crossbar is used to calculate accumulated outputs, and the

most significant 8 bits (B0 to B7) of these outputs from each pair are sent to the next layer

as inputs. In order to count the number of 1s in the binary format of each output number,

two full-adders, one half-adder, one 2-bit adder and one 3-bit adder are used (illustrated

in the dashed rectangle in Fig. 3.4). Next, a hierarchical adder tree is used to calculate

the total number of 1s from all 128 outputs. In order to estimate the area overhead of

our design, we utilize the NeuroSim+ simulator [81]. NeuroSim+ is a circuit-level macro

model for benchmarking neuro-inspired architectures in terms of circuit-level performance

metrics, including chip area, latency and dynamic energy consumption. Studies have shown

that, compared with an actual layout, area estimation by NeuroSim+ incurs an error of
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Figure 3.4: The use of an adder tree to count the number of logic 1s in the outputs.

only 2.5% [81]. Simulation results show that the chip area of the original design is 37.08

(mm2), while the chip area with the adder-tree design is 37.58 (mm2). Therefore, the area

overhead for power monitoring is only 1.34%.

3.4 Changepoint Detection

In this section, we describe changepoint detection and then present the details of the

algorithms that we have utilized for detecting changes in the time series corresponding to

the dynamic power consumption.

3.4.1 Problem Formulation

Changepoints are locations where abrupt changes occur in time-series data. These changes

can be reflected in various statistical properties, e.g., mean, variance, trend, etc. Time-

series data can be viewed as a finite sequence of data points, which can be represented

as D = {d1, d2, · · · , dn}, where n is the length of sequence D. As shown in Fig. 3.5, a

changepoint τ splits a time series into two disjoint segments s1, s2 with probability density
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Figure 3.5: Illustration of a changepoint in time-series data.

functions f(µ1, σ
2
1) and f(µ2, σ

2
2), respectively. Therefore, the problem of changepoint

detection can be described as identifying time points where the difference between the

corresponding density functions is maximized.

For the problem being addressed in this chapter, each ReRAM crossbar generates an

output sequence, and each datapoint di is the number of logic 1s in the corresponding out-

put sequence. As explained in 3.3.1, in the presence of faults, the ReRAM output current

and the quantized outputs of the sense amplifiers change. Moreover, the corresponding

outputs are converted to a sequence of binary values and stored in the output registers.

Therefore, changepoints can be detected on the basis of the number of logic 1s in the output

sequences. The fault-free output O∗t at cycle t is determined by the input patterns V(i,t)

and the weights G(i,j) stored in the ReRAM crossbars:

O∗t =

C∑
j=1

o∗t,j =

C∑
j=1

R∑
i=1

V(i,t)G
∗
(i,j) (3.1)

where R and C are the number of rows and the number of columns in a ReRAM crossbar,

respectively. Also o∗t,j refers to the output from the j-th column at cycle t. For inference

tasks, the weights stored in ReRAMs are fixed after training. Therefore, the deviation
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between the output at cycle t and the output at cycle t− 1 is given by:

∆Ot = Ot −Ot−1 (3.2)

=
∑C

j=1
ot,j − ot−1,j (3.3)

=
∑R

i=1
∆V(i,t)

(∑C

j=1
G(i,j)

)
(3.4)

If we consider the input patterns V(i,t) to be a random variable and assume that it follows

a normal distribution, the monitored output obeys a weighted normal distribution, where

the weight is determined by G(i,j). When SAFs occur, the conductance G(i,j) changes. In

this way, both the mean and the standard deviation of the output sequence change. For

example, assume that the size of a ReRAM crossbar is 10× 10, and the input is a random

integer that follows a normal distribution N (128, (128/3)2). As shown in Fig. 3.6, in the

presence of SA0 faults, the mean and the standard deviation of the outputs both decrease;

in the presence of SA1 faults, the mean and the standard deviation both increase. The

outputs of one layer are sent to the next layer as inputs. The input voltage that is applied

at the input of the transmission gates affect the dynamic read power of the ReRAM array

and the word-line decoder. Therefore, we use the number of 1s in an output sequence as a

simplified measure of dynamic power consumption.

The adder-tree design (explained in Section 3.3.1) can count the number of logic 1s

in the binary sequence. Simulation results in Fig. 3.7 and in Section 3.6 show that a

changepoint can be detected from the time series corresponding to the count of logic 1s

when faults occur.
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Figure 3.6: Mean output sum with and without faults. Vertical lines represent
standard deviations. A total of 5% of the ReRAM cells were assumed to be faulty.

3.4.2 Density-Estimation-Based Method

A changepoint can be detected by analyzing the probability distributions of data before

and after a candidate changepoint. Assume that a single changepoint τ divides time-series

data D into two segments s1 and s2 with likelihood functions p(s1|m̂1) and p(s2|m̂2), where

p(·) represents the probability density function, and m̂ indicates the maximal likelihood

estimation of the corresponding model. Therefore, the sum of log-likelihood function of s1

and s2 can be written as L(τ) = log p(s1|m̂1) + log p(s2|m̂2). Then the objective of finding

an optimal changepoint τ∗ can be formulated as maximizing the sum of log likelihood

functions:

τ∗ = argmax
τ=1,··· ,n

{L(τ)} (3.5)

= argmax
τ=1,··· ,n

{log p(s1 | m̂1) + log p(s2 | m̂2)} (3.6)

In order to extend the above framework from single changepoint detection to the de-

tection of multiple changepoints, all possible combinations of different changepoints are

needed to be considered to find the maximum likelihood. In our task, both the number

and locations of changepoints are unknown. If the length of the time-series data is n,
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the total number of possible changepoints combinations is 2n, and this makes a brute-

force search method infeasible [91]. A binary segmentation method and an algorithm

called pruned exact linear time (PELT) were proposed in [92, 93] to reduce the search

space for the multiple-changepoint detection problem. The binary segmentation follows a

divide-and-conquer rule. It first applies the single changepoint detection procedure on the

complete time series. If a single changepoint is identified, the entire time series is divided

into two segments. This procedure is repeated on all newly generated segments until no

new changepoint can be found. Binary segmentation reduces the computational complexity

from O(2n) to O(n log n). The PELT algorithm utilizes dynamic programming to reduce

the computational complexity to O(n).

3.4.3 Online Changepoint Detection

The density-estimation-based method for detecting changepoints in a time series can be

viewed as an offline method. It requires the availability of the complete time series, hence

it suffers from the drawback of high error-detection latency. We therefore explore online

fault detection, where the goal is to detect the occurrence of faults as soon as possible,

instead of waiting until the complete time series is obtained. In order to address this

problem, we use a sliding window to select the current power-consumption segment, con-

catenate it to a fault-free segment, and detect changepoints in this newly concatenated

time series. Assume that the current time-point is t and the size of the sliding window is

set to m. Then the current segment sc can be represented as sc = {dt−m+1, · · · , dt−1, dt},

and the fault-free segment can be represented as s∗ = {d∗0, d∗1, · · · , d∗k}, where d∗ repre-

sents a fault-free datapoint. In this way, the concatenated time series can be represented

as s′c = {d∗0, d∗1, · · · , d∗k, dt−m+1, · · · , dt−1, dt}. The density-estimation-based method intro-
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Figure 3.7: Illustration of how changepoints are detected by concatenating the
fault-free segment with the segment in the current sliding window. (a) No change-
point is detected when the ReRAM crossbar is fault-free; (b) a changepoint is de-
tected when the ReRAM crossbar is faulty.

duced in Section 3.4.2 can be utilized to detect changepoints in the concatenated time

series s′c. In this way, we can identify the changepoint within m cycles after the occurrence

of this changepoint. A large sliding-window size (m) improves the accuracy of changepoint

detection. However, it also takes longer time for detecting the changepoint. In our work,

the size of sliding windows is set to m = 50 because simulation results show that high

accuracy can be ensured with this setting.

3.4.4 Gradual-Change Detection

In classical changepoint-detection methods, the goal is to detect time points when the

statistical characteristics of the data change abruptly. In many realistic scenarios, however,

changes may not occur abruptly, but rather incrementally over consecutive periods of

time. We refer to such events as gradual changes. When the number of faulty ReRAM

cells increases gradually (e.g., due to wearout), a gradual change will appear in the time

series corresponding to the power consumption. The method of concatenating the current

segment with a fault-free segment, as described in Section 3.4.3, can also be used to detect
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gradual changes.

In the simulation results shown in Fig. 3.7, the monitored sum of the outputs decreases

slowly because we gradually insert faults to the monitored ReRAM crossbar after Cycle

165. In contrast to the time series shown in Fig. 3.5, an abrupt changepoint cannot

be found in this gradual-change time series. Therefore, instead of directly applying the

density-estimation-based method, we concatenate the current segment with the fault-free

segment. As shown in Fig. 3.7(a), when no fault is inserted in the monitored ReRAM,

the concatenation does not generate a changepoint in the new time series. We show in

Fig. 3.7(b) that when the target ReRAM crossbar is faulty, a changepoint is detected in

the new time series. In this way, gradual changes in the time series can be detected.

3.4.5 Reduction of False Alarms

In ReRAM-based computing systems, outputs change when either input patterns change

or the weights stored in ReRAMs change. In the proposed method, we use the detected

changepoint in the monitored power-consumption time series to determine the occurrence

of faults in ReRAM crossbars. However, a large change in input patterns may also lead to

a changepoint in the monitored time series, even though a ReRAM crossbar is fault-free.

Therefore, the large change in input patterns may lead to fault-detection false alarms.

In order to reduce false alarms, we adopt the following strategy. When a changepoint

is detected, we run another test round. In this extra test round, we (1) remove the data

point at the changepoint from the time series, (2) shuffle data points in the current time-

series segment, and (3) rerun the changepoint-detection process. The ReRAM crossbar is

deemed to be faulty if and only if a changepoint is detected in both test rounds. More test

rounds can be utilized to further reduce the false alarm, but they increase the amount of
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computation required for changepoint detection.

3.5 Machine Learning-Based Estimation of the Percentage of Faulty

Cells

When a ReRAM crossbar is deemed to be faulty, our next goal is to estimate the percentage

of faulty cells in the crossbar. In this section, we present a machine learning-based method

for this purpose. In order to train this model, we monitor important features by injecting

faults while simulating different application workloads. The statistics of the monitored

power-consumption time series are used as the set of independent variables X, and the

percentage of faulty cells is used as the dependent variable y. In this way, the estimation

problem can be formulated as a supervised regression problem, where a complete set of

learning data consists of pairs {(X, y)}. Each instance X is associated with a continuous

label y. The goal is to learn a mapping function f from the instance to the label: y = f(X).

Simulation results show that a high percentage of faulty ReRAM cells lead to large

differences between the segments before and after a changepoint. Therefore, the average

power before and after the changepoint, and the standard deviation before and after the

changepoint are all selected as feature candidates. As explained in Section 3.4.2, the

density-estimation loss L(τ) (defined in Section 3.4.2) indicates the difference between the

distribution before and after the changepoint. Therefore, density-estimation loss is also

used as a feature candidate. Moreover, a large weight matrix for a DNN is split into

multiple blocks and then mapped to multiple ReRAM crossbars. Faults in different weight

blocks affect the network in different ways. Therefore, the index of a core (i.e., identifier)

is selected as a feature candidate to construct the estimation model. Furthermore, the

discrepancy between a real output and an ideal output is proportional to the deviation
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in conductance due to faulty ReRAM devices and to the input voltages. Therefore, the

average weight stored in the ReRAM crossbar is also used as a feature candidate, and the

average input to the corresponding ReRAM crossbar is added as another feature candidate.

In our application, the label y is the percentage of faults injected to the target ReRAM

crossbar.

After the above statistics are collected, feature selection is required to choose a small

set of important features from all the feature candidates. Following this step, we can train

a machine-learning model from a limited amount of data with low computation cost. We

adopt a widely used feature-selection method based on permutation feature importance

measurement [94]. A feature is deemed to be important if shuffling its values increases the

model error, because, in this case, the model relies on the feature for the prediction. To

compute the permutation feature importance, first, we calculate the original model error

and record it as Errorig. Next, for a target feature with index i, we keep all the other

features the same, while randomly permuting the values of this feature, then re-calculate

the model error, and record this value as Err i. Finally, we calculate the permutation

feature importance FI i for the i-th feature as: FI i = Err i − Errorig.

A large permutation feature importance (FI i) indicates that the prediction error in-

creases when we permute the values of this feature. It further indicates that this feature

is important.

For each network architecture, we train a dedicated model for each layer in the network

to estimate the percentage of ReRAM cells that are faulty. For each layer, the ReRAM

crossbars that are used to store the weights corresponding to this layer are called target

crossbars. In order to train the model, we insert different faults to the target crossbars,
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and run simulations to collect training data. As described in Section 3.4.3, we concate-

nate a fault-free segment to the current segment, and detect changepoints in the resulting

concatenated time series. Therefore, to collect training data, we can always assume that

the target crossbar has no faulty cell before the fault insertion. In order to reduce the

cost of carrying out the machine learning-based estimation model, a simple support vector

regression (SVR) method is selected. An SVR is a supervised machine-learning algorithm,

which updates a weight vector by minimizing the loss over all samples. The SVR algorithm

learns from the training data and constructs a regression model that outputs an estimate

of the percentage of faulty ReRAM cells in a given faulty ReRAM crossbar.

3.6 Simulation Results

In this section, we present simulation settings and simulation results to evaluate the effec-

tiveness of the proposed on-line fault-detection method for an RCS.

3.6.1 Simulation Setup

RCS settings and ReRAM fault model

Studies have shown that static faults in ReRAM due to manufacturing defects are spatially

correlated [22]. Note that static faults can be easily detected by an off-line test method

[36] and tolerated by redundant designs or re-mapping methods [86]. To the best of our

knowledge, no clustering has been observed for the dynamic faults that we are targeting

in this work. Note also that SAFs can be assumed to be independent and uniformly

distributed among the devices in the crossbar array [83]. We assume that less than 30%

of the ReRAM devices have SAFs [22]. The ReRAM crossbar size used in our simulations

is 256 × 256. Other important configurations of the RCS are shown in Table 3.2. These
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Table 3.2: Configurations of RCS used in our simulations

Parameter Configuration

Range of resistance 50KΩ∼500KΩ

ReRAM precision 3 bit

Crossbar size 256× 256

Number of ReRAM cells

used to store each weight
2

Input precision 8 bit

ADC precision 6 bit

DAC precision 1 bit

settings are motivated by the current state of fabrication technology [82].

Benchmarks

We evaluate the proposed method on three benchmarks: (1) a 784×100×10 3-layer neural

network for the MNIST database [89] (Benchmark 1); (2) a LeNet network for the MNIST

dataset [95] (Benchmark 2); (3) a VGG-11 network for the Cifar10 dataset [96] (Benchmark

3). The details of input sizes and network architectures are shown in Table 3.3. The letter

‘M’ in the network architecture denotes the max-pooling layer. Blue numbers in the table

denote the number of outputs of fully-connected layers; Red numbers in the table denotes

the number of output channels of convolutional layers. For example, in Benchmark 2, the

LeNet network is modified to match the input size of the MNIST dataset, which contains

two convolutional layers (marked in red) cascaded with three fully-connected layers (marked

in blue). The networks for these three benchmarks are mapped to 19, 49 and 390 ReRAM

crossbars, respectively.

3.6.2 Effectiveness of Fault Detection

To simplify the analysis, we first assume that faults occur in only one ReRAM crossbar. In

order to evaluate the capability of fault detection, we randomly pick one ReRAM crossbar
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Table 3.3: Details of dataset and network architectures.
Benchmark Dataset Input Size Network Architecture

1 MNIST 28× 28× 1 784-100-10

2 MNIST 28× 28× 1
20-‘M’-50-‘M’

-1250-120-10

3 CIFAR10 32× 32× 3

64-‘M’-128-‘M’-256

-256-‘M’ -512-512-‘M’

-512-512-‘M’-128-10

66%

28%

6%

Benchmark 1 Benchmark 2 Benchmark 3

83%

17%

75%

23%

2%

Figure 3.8: Results on the detection of a single faulty ReRAM crossbar.

and insert SAFs to the ReRAM cells in this crossbar array. The percentage of faulty

ReRAM cells is randomly varied from 0.1% to 30%, and for each benchmark, we run this

simulation a total of 1000 times (500 simulations with a fixed percentage of faulty cells;

500 simulations with a gradually increasing number of faulty cells). As shown in Fig. 3.8,

for Benchmark 1, 83% of the faulty scenarios are detected; the remaining 17% undetected

faulty scenarios lead to negligible recognition accuracy drop (less than 2%). For Benchmark

2, 75% of the faulty scenarios are detected, and 23% out of the remaining 25% undetected

faulty scenarios lead to negligible recognition accuracy drop. For Benchmark 3, 66% of the

faulty scenarios are detected, and 28% out of the remaining 34% faulty scenarios lead to

negligible recognition accuracy drop.

In reality, however, more than one ReRAM crossbar can be faulty at the same time.
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Figure 3.9: Results on the detection of multiple faulty ReRAM crossbars.

Therefore, we randomly select no more than 20% of the ReRAM crossbars, insert various

SAFs, and run this simulation a total of 1000 times for each benchmark. As shown in

Fig. 3.9, for Benchmark 1, 77% of the faulty scenarios are detected, and the remaining

18% out of the 23% (undetected) faulty scenarios introduce negligible recognition accuracy

drop. For Benchmark 2, 70% of the faulty scenarios are detected, while 19% out of the

remaining 30% undetected faulty scenarios lead to negligible recognition accuracy drop. For

Benchmark 3, 62% of the faulty scenarios are detected, and 26% out of the remaining 38%

(undetected) faulty scenarios lead to insignificant recognition accuracy drop. We define

the effective fault coverage as the percentage of detected faults plus the percentage of

negligible-impact faults. These experimental results show that the effective fault coverage

is lower when multiple ReRAM crossbars are faulty at the same time. This is because

the existence of a faulty ReRAM crossbar affects inputs to the ReRAM crossbars in the

next layer, and hence affects the changepoint detection among the corresponding crossbars.

However, when one faulty crossbar is detected, we replace the faulty ReRAM crossbar with

a redundant crossbar [85]. After this repair step, there is no impact on the inputs to the

crossbars in the next layer. Therefore, the remaining faulty cores can be detected more

easily. We repeat this process until no more changepoint can be detected. In this way,
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Figure 3.10: False alarm with different number of test rounds.

we achieved an effective fault coverage of 100%, 98% and 94% for the three benchmarks,

respectively.

A potential problem with the proposed method is that of false alarms – a detected

changepoint might not be due to a ReRAM fault. As described in Section 3.4.5, we change

the order of datapoints in the monitored time series in each test round and rerun the

changepoint-detection step up to three times to reduce false alarms in fault detection. As

shown in Fig. 3.10, the percentage of false alarms is reduced when changepoint detection

is repeated. For example, the percentage of false alarms is reduced from 15% to 3.1% for

Benchmark 1 when we increase the number of times a changepoint is detected from one to

three.

3.6.3 Effectiveness in Estimating the Percentage of Faulty ReRAM Cells

We use the root-mean-square-error (RMSE) to evaluate the proposed method in terms of

the estimation of the percentage of faulty ReRAM cells. We use RMSE because it is a

frequently used measure of the differences between values predicted by an estimator and

the observed values [97]. The definition of RMSE is as follows:

RMSE =

√√√√ n∑
i=1

(ŷi − yi)2/N
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Table 3.4: RMSE results for the proposed method.

Benchmarks Benchmark 1 Benchmark 2 Benchmark 3

RMSE 0.049 0.042 0.067

where n denotes the number of samples, ŷt is the predicted value and yt is the observed

value. Note that RMSE is always non-negative, and a value of 0 would indicate a perfect

fit to the data. In general, a lower RMSE indicates better prediction.

We evaluate the effectiveness of our estimation method for all three benchmarks. For

each benchmark, we randomly select no more than 20% of the ReRAM crossbars as target

crossbar arrays, and insert various SAFs to the target crossbar arrays. For each detected

faulty ReRAM crossbar, we estimate the percentage of faulty cells in the crossbar using

the proposed model. The computed RMSEs computed in this way are shown in Table 3.4.

For example, the RMSE of Benchmark 2 is 0.042, which in general indicates that if we use

this model to estimate the percentage of faulty cells in a faulty ReRAM crossbar (yi), the

expected difference between the estimate and the actual value is E(|ŷi − yi|) = 0.042.

To make the evaluation more intuitive, we directly compare the actual percentage of

faulty cells to the estimated percentage of faulty cells. As shown in Fig. 3.11, we show

the comparison results for 80 simulations for Benchmark 2. The blue graph refers to the

actual data for each simulation, while the red graph shows our estimate. The simulation

results show that our estimate is close to the real value. Similar results are observed for

other benchmarks.

3.6.4 Recovery of Recognition Accuracy

The computational accuracy of RCS for DNNs is impacted by ReRAM faults [39]. As

described in Section 3.3, in the proposed online fault-detection flow, we execute an error-

85



30%
25%
20%
15%
10%

5%
0%

0 20 40 60 80
Simulation index (Test case)

10 30 50 70

Actual percentage of faulty cells
Estimated percentage of faulty cells

Pe
rc

en
ta

ge
of

fa
ul

ty
ce

lls
Figure 3.11: Comparison between the actual percentage of faulty cells and the
estimated percentage of faulty cells.

recovery step when a high fault rate is estimated. To further illustrate the effectiveness

of the proposed online fault-detection flow, we compare the recognition accuracy with and

without the adoption of the proposed fault-detection method. The comparison results

for the three benchmarks are shown in Fig. 3.12. For each benchmark, the simulations

are repeated 1000 times by randomly inserting SAFs to no more than 20% of the ReRAM

crossbars; the results shown in the figure are the average values and the standard deviations

(represented by vertical bars) over these 1000 experiments. For example, for Benchmark

1, when faults are inserted in ReRAM crossbars during the simulation, the recognition

accuracy drops from 94.5% to 72.3%. With the proposed online fault-detection flow, the

average recognition accuracy is improved to 94.4%, which is nearly the same as for a fault-

free crossbar. Similar simulation results are observed for Benchmark 2 and Benchmark

3. For all three benchmarks, the proposed fault-detection method allows us to achieve

nearly the same recognition accuracy as for the fault-free case. These results show that the

proposed fault-detection method provides high fault coverage and faults can be detected

before they significantly affect accuracy.
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Figure 3.12: Comparison of accuracy among fault-free scenarios, no fault-detection
scenarios, and carrying out the proposed online fault-detection flow.

3.6.5 Computational Efficiency

In the proposed online fault-detection method, we invoke the time-consuming fault-correction

(i.e., recovery) step only if a high percentage of faulty cells is estimated. We next compare

the test-time overhead for conventional periodic fault detection with that for changepoint-

based fault detection. For periodic fault detection, we use tc to denote the time required

for a compute operation for the application. We use td to denote the time needed for a

detection step. Assume that we need n compute operations for an application, and we

carry out a fault-detection step after every m compute cycles. An error-recovery step is

carried out when faults are detected. In this way, we define the computational efficiency η

as the ratio of compute time to the total run time:

η =
n× tc

n× tc + n/m× td + k × tr
(3.7)

=
tc

tc + 1/m× td + k/n× tr
(3.8)

where tr represents the time overhead for the error-recovery step, and k is the required

number of error-recovery steps. A small detection interval m reduces the time between the

occurrence of faults and the detection of faults, and hence reduces the recognition-accuracy

drop. However, fault detection (≥ 3µs in [37, 40]) usually takes much more time than a
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Figure 3.13: (a) Relationship between computational efficiency η and fault-
detection interval m. (b) Comparison between periodic fault detection and
changepoint-based fault detection.

single regular operation (≤ 50 ns in [98]). As shown in Fig. 3.13(a), frequent fault detection

will significantly decrease the computational efficiency of the RCS.

For the proposed online fault-detection method, regular computation and the power-

consumption-based fault detection are carried out simultaneously. Therefore, no additional

time is required for fault detection (td=0). Therefore, the computational efficiency in (3.7)

can be simplified as:

η = tc/(tc + k/n× tr) (3.9)

Moreover, since the changepoint-based detection can quickly detect the occurrence of

faults (low latency), the recognition-accuracy drop associated with this method is small.

88



For Benchmark 1, as shown in Fig. 3.13(b), compared with periodic fault detection (blue

dots), the changepoint-based fault detection (denoted by the red diamond) greatly increases

the computational efficiency while ensuring high classification accuracy. Similar results are

observed for other benchmarks.

3.7 Conclusion

We have presented an efficient online fault-detection method for ReRAM-based computing

systems. This method monitors the dynamic power consumption of each ReRAM crossbar

and detects the occurrence of faults when changepoints are identified in the monitored

power-consumption time series. When faults are detected, we estimate the percentage

of faulty ReRAM cells in the crossbar by computing statistical features before and after

the changepoint and training a machine learning-based estimation model. Three neural

network architectures on two datasets have been used to demonstrate the effectiveness of

the proposed online fault-detection method.
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4

Board-Level Functional Fault Identification using

Streaming Data

High integration densities and design complexity are making fault diagnosis increasingly

difficult for chips, boards, and systems. At the chip level, tools are available to perform

accurate fault diagnosis based on scan test patterns [99–101]. However, for board-level

functional fault diagnosis, there is no state-of-the-art flow that can efficiently locate the

root cause of failure with high accuracy. A board typically integrates a large number

of processor chips, ASICs, memory chips, passive components, as well as thousands of

I/Os [42] . Even if all chips on a board pass automated test equipment (ATE) tests, the

board may fail during functional testing because the board-level environment is different

from that for chip-level standalone testing [41].

When a board fails functional test in the manufacturing line, the failed board is sent

to the diagnosis department for repair. Typically, technicians run additional functional

tests and measurements based on their professional experience. This process may take

up to several days, and even several weeks if the board remains faulty after a suspect
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component is replaced. The cost associated with the diagnosis and repair is one of the

highest contributors to board manufacturing cost [44]. In the process of repairing failed

boards, the success of root-cause analysis highly relies on the knowledge of experienced

engineers. Therefore, board-level functional fault identification is critical for improving

product yield and reducing the manufacturing cost.

In this chapter, we present a diagnosis workflow that supports board-level functional

fault identification for streaming data [102]. Board-level functional test data are used as

independent variables, and repair records are used as dependent variables. A supervised

learning model is built to predict whether the failure of a board can be attributed to

a target fault. Instead of using traditional batch-based machine learning techniques, we

utilize state-of-the-art online learning algorithms.

The rest of the chapter is organized as follows. Section 4.1 presents the motivation of

board-level functional fault identification using streaming data. Section 4.2 formulates the

fault diagnosis problem using streaming data. Section 4.3 provides an overview of online

learning algorithms for streaming data, and present the details of the specific (“passive

aggressive”) algorithm that we have utilized for identifying a target fault. Section 4.4

presents the details of the specific (“adaptive random forest”) algorithm that we have

utilized for predicting the most likely functional fault. Details about the proposed hybrid

algorithm are presented in Section 4.5. Experimental results are presented in Section 4.6.

Section 4.7 concludes the chapter.

4.1 Motivation

Board-level functional fault identification is critical for improving product yield and re-

ducing the manufacturing cost. As present in Section 1.3, various categories of board-level
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fault identification techniques have been developed. Rule-based diagnosis approaches take

the form ”IF syndrome(s), THEN fault(s)” to locate faults, based on the knowledge of ex-

perienced technicians [46]. Model-based approaches construct approximate representations

of the system under diagnosis [47]. However, the success of these two methods depends on

the expertise of an technician who is familiar with the system. As boards become increas-

ingly complex, it is becoming extremely difficult to acquire the necessary knowledge, and

locate faults quickly and accurately based on expert rules or abstract models.

Reasoning-based approaches that utilize data analytics techniques have been recently

shown to be effective for board-level fault identification [48–50,103]. These methods over-

come the knowledge-acquisition bottleneck by collecting high-volume production data and

leveraging machine-learning algorithms. Diagnosis systems can be trained using the data

logs corresponding to both successful and unsuccessful repair cases. A knowledge-transfer

and knowledge-discovery framework has also been proposed to map a previously-trained

diagnosis system to a new board [104].

A drawback of all the above methods is that they focus on static test environments and

they require a complete dataset for learning. These methods assume that all the data are

stored in fast-access memory that can be accessed any time with high bandwidth if needed.

However, this scenario is not realistic as the volume of data in the manufacturing line

increases rapidly with time. An incremental learning algorithm based on support-vector

machines (SVMs) has been proposed recently to reduce training time [43]. However, this

model selects training samples randomly from all the training data in each epoch without

considering the fact that the statistical properties of functional errors, which the model is

trying to predict, may change over time. This change in the target attributes (i.e., target

92



concepts) over time is referred to as concept drift [105]. Such changes are reflected in

incoming boards and they degrade the accuracy of classifiers learned from past training

tuples.

The assumption of a static test is unrealistic because in the process of board-level

functional fault identification, it is impractical to obtain all the test data and repair records

in the early stages of high-volume manufacturing. In fact, as manufacturing proceeds, test

data and repair records arrive in a streaming format characterized by large volumes of

data instances. Compared to a static test and the diagnosis flow, processing data streams

imposes two new requirements on diagnosis algorithms: (1) the ability to adapt to concept

drift, and (2) the availability of a limited amount of memory (relative to the volume of

streaming data).

Online incremental learning algorithms have been proposed for handling streaming data

[106–109]. In order to deal with concept drift, classifiers implement forgetting, adaptation

and drift detection mechanisms [105]. In order to overcome the challenge of limited memory,

classifiers record only the key information extracted from the previous round of streaming

data instead of all the past samples. Moreover, classifiers can learn the target concepts

incrementally instead of training from scratch to save training time. In this manner, the

process of model training is accelerated, and the memory space requirement is reduced. By

executing online learning algorithms for streaming data, the trained model predicts more

accurately when the data distributions shift.

The aforementioned algorithms assume that the training samples in a data stream

arrive in evenly-sized data chunks. However, in real manufacturing processes, the number of

boards that fail functional test changes on a daily or weekly basis. For example, the dataset
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used in this chapter are collected from boards that are currently in volume production. In

this dataset, the number of failed boards (with their corresponding repair records) that

arrive daily ranges from 10 to 425. Therefore, the number of samples in each data chunk

can be considerably different. Many online learning algorithms rely heavily on the chunk

size, i.e., the number of samples arriving at each time instant.

To overcome these challenges, we propose a diagnosis workflow that utilizes online

learning to train classifiers incrementally with a small chunk of data at each step. These

online learning algorithms adapt to concept drift quickly with carefully designed update

rules. A hybrid algorithm is also proposed to handle the scenario that data for varying

numbers of boards are collected at different times. This hybrid algorithm concurrently

implements two basic models. For each data chunk, this algorithm chooses the better

model with high probability.

4.2 Problem Formulation

Functional fault identification is a key requirement in board manufacturing. The functional

fault identification problem can be formulated as a binary classification problem, where

the goal is to determine whether a board failure can be attributed to a given root cause.

Alternatively, it can be formulated as a multi-class classification problem, in which goal is

to identify the most likely root cause for the failure of a board.

4.2.1 Formulation as A Binary Classification Problem

In traditional batch-based static classification problems, a complete set of learning samples

consisting of pairs {x, y} is stored in fast-access memory and it can be easily accessed

at any time. Each instance x is associated with a unique label y, and we refer to each
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instance-label pair (x, y) as a sample. In our application, we train a binary classifier to

diagnose each target fault. For a fault Fj , an instance x is a vector of functional test results.

We label each board whose failure can be attributed to the functional fault Fj with “+1”

and other boards with “−1”. The learning algorithm constructs a classifier that outputs

a class prediction for a given instance. Let us take a faulty radio-frequency (RF) switch

on a board as a sample. Suppose that the results of three groups of tests (transmission

test, receiving test, and LED test) are collected for each board. Suppose that a board

fails two transmission tests and has an RF switch fault. Then its test record is logged as

x = (2, 0, 0), and its label is y = 1.

In the scenario of online learning for streaming data, we assume that learning samples

from a stream S appear incrementally as a sequence of labeled samples {xt, yt} for t =

1, 2, . . . , where t denotes the time stamp, and we denote the instance coming in round t by

xt ∈ Rn. Similarly, xt is a vector of functional test results. Each instance xt is associated

with a label yt that indicates whether this board failure can be attributed to a target

fault. In real-life applications, instead of arriving one by one, samples may arrive in the

form of data chunks. A data chunk containing kt samples of the data stream is defined as

Bt = {(xi, yi) ∈ Rn×{+1,−1} | i = 1, 2, · · · , kt}. The evaluation or updating of classifiers

is performed after processing all examples from a data chunk.

Data-stream classification is usually evaluated using a method called Interleaved-Test-

Train [110]. Let us assume a potentially infinite sequence S = {B1, B2, · · · } consisting of

data chunks Bt = (Xt, Yt) that arrive consecutively. A chunk containing kt instances of the

data stream is denoted as Xt = {x(t)
i ∈ Rn|i = 1, · · · , kt}, and a chunk containing kt labels

of the data stream is denoted as Y (t) = {y(t)i ∈ {+1,−1}|i = 1, · · · , kt}. As t represents
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the current time stamp, the learning objective is to predict the corresponding label y
(t)
i for

each given instance x
(t)
i ∈ Bt. The prediction ŷ

(t)
i = ft−1(x

(t)
i ) is done according to the

previously learned model ft−1. Subsequently, technicians repair the board based on the

prediction, and the true label is obtained by checking whether the repair is successful. In

this way, the loss `(ŷ
(t)
i , y

(t)
i ) is determined. Before proceeding with the next data chunk,

the learning algorithm generates a new model ft on the basis of the current samples in the

data chunk Bt and the previously trained model ft−1. In this way, the model is alternately

tested and trained for each incoming data chunk.

In this way, each trained model predicts the probability that the failure of a board can

be attributed to one specific functional fault. Among all the functional faults, we select the

one with the highest probability as the root cause. However, a large number of diagnosis

models are required when the number of potential root causes is large, and model training

leads to high cost. Moreover, directly comparing the probabilities that are generated by

multiple classifiers can be misleading, especially because there is always some imprecision

associated with the training of classifiers. For example, suppose one classifier (C1) tends

to generate a relatively high probability while another classifier (C2) tends to generate a

relatively low probability. By comparing the probabilities generated by these two classifiers,

we are more likely to choose the functional fault corresponding to the classifier C1, even if

this fault is not the actual root cause.

4.2.2 Formulation as A Multi-Class Classification Problem

Instead of training multiple binary classifiers, we can train a multi-class classifier, which

tries to predict the most likely reason for the failure of boards. In this way, an instance x is

a vector of functional test results, which is the same as in a binary classifier. We label each
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board based on the functional faults that the board can be attributed to. For example, a

board whose failure can be attributed to the functional fault F1 (e.g., optical transceiver

fault) is labeled with “1”; a board whose failure can be attributed to the functional fault F2

(e.g., RF switch fault) is labeled with “2”. The learning algorithm constructs a multi-class

classifier that outputs a class prediction for a given instance.

In the scenario of online learning for streaming data, we assume that learning samples

from a stream S appear incrementally as a sequence of data chunks S = {B1, B2, · · · }.

A data chunk containing kt samples of the data stream is defined as Bt = (Xt, Yt) =

{(x(t)
i , y

(t)
i ) ∈ Rn × {1, 2, · · · ,M} | i = 1, 2, · · · , kt}, where M is the number of fault

types, and t is the current time stamp. To evaluate the diagnosis system for streaming

data, the model is alternately tested and trained for each incoming data chunk following

the Interleaved-Test-Train method. The Interleaved-Test-Train Accuracy can be used to

evaluate a multi-class classification problem [110]:

Acc(S) =

∑t
m=1

∑km
i=1 1(fm−1(x

(m)
i ) = y

(m)
i )∑t

m=1 km
(4.1)

where 1 is an indicator function, which takes value 1 when the condition in the parenthesis

holds, and 0 otherwise.

4.3 Online Learning for Binary Classifiers

To solve the online learning problem defined in Section 4.2, we can choose from several

online learning algorithms. In this section, we first provide an overview of the most popular

online learning algorithms for streaming data. Next, we present details of the passive

aggressive algorithm that we have selected for binary classifier-based fault diagnosis. Then,

we propose an improvement to the original passive aggressive algorithm.
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4.3.1 Overview

Online learning is motivated by the large number of applications that generate data in a

streaming fashion. A number of algorithms that overcome the challenges introduced by

concept drift and limited memory have been proposed in literature.

An obvious learning strategy is to use a sliding window [111], which limits the training

samples to the most recent ones within a sliding window. This approach saves memory,

provides a “forget” mechanism by ignoring samples that are out of the sliding window, and

easily adapts traditional batch-based algorithms to streaming data. However, when the

size of the sliding window is small, classifiers may lose useful information and the accuracy

is thereby reduced; when the size of the sliding window is large, classifiers cannot react

quickly to concept drift.

The very fast decision tree (VFDT) was proposed in [112] to incrementally construct

a decision tree model for massive data streams. Instead of utilizing all the samples, it

uses the Hoeffding bound to calculate the number of samples required to select the most

discriminative features. With a sufficient number of samples, the best features for further

classification can be found with a high probability [113].

The passive aggressive (PA) algorithm was introduced in [114]; the main idea behind

a PA model is similar to that of training an SVM. An SVM updates a weight function by

minimizing the loss over all samples. Unlike an SVM, PA updates a weight function by

minimizing the loss only over all the new incoming samples. It also ensures that the new

weight function remains as close as possible to the current one to retain the information

that is learned in previous rounds.

We have adopted PA because it was found to be effective for binary classifier-based
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board diagnosis in our initial assessment. More details about PA are presented in Sec-

tion 4.3.2.

Various ensemble-based algorithms have also been proposed for streaming data [106,

107,109]. An ensemble-based algorithm consists of multiple basic classifiers, and each clas-

sifier individually generates a prediction. These predictions are then combined to generate

a final decision using an aggregation mechanism, e.g., majority voting. In order to learn

the concept drift, the performance of each classifier in the ensemble is evaluated on the

most recent data chunk, and the classifier with the worst performance is replaced by a

new classifier that is trained only on the new incoming samples. The streaming ensemble

algorithm (SEA) [106], accuracy weighted ensemble (AWE) [107], and accuracy updated

ensemble (AUE) [109] have been proposed to adapt to different categories of concept drift

in streaming data.

4.3.2 Passive Aggressive (PA) Algorithm

The classification function of PA at timestamp t is based on a vector of weights wt ∈ Rn.

Assume that learning samples appear incrementally one by one. When an instance xt

arrives, PA makes a prediction in the form of sign(wt · xt). To adapt to concept drift, PA

incrementally updates the weight vector wt based on the new incoming data. The signed

margin obtained in round t is denoted by yt · (wt · xt). The sign of the signed margin

indicates the correctness of prediction; whenever the margin is positive, we conclude that

the algorithm has made a correct prediction. The magnitude of the signed margin is

interpreted as the degree of confidence for this prediction.

PA ensures that the loss over the most-recent samples is minimized. It uses the hinge-
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Algorithm 1: PA-basic algorithm
Input: C: aggressiveness parameter C > 0
Output: w: weight vector function

1 w1 = (0, · · · , 0);
2 for t = 1, 2, · · · do
3 receive instance: xt ∈ Rn;
4 predict: ŷt = sign(wt · xt);
5 receive correct label: yt ∈ {−1,+1};
6 calculate loss: `t = max{0, 1− yt · (wt · xt)};
7 τt =

`t
‖xt‖2

;

8 wt+1 = wt + τtytxt;
9 end

10 return w

Algorithm 1: PA-basic algorithm
Input: C: aggressiveness parameter C > 0
Output: w: weight vector function

1 w1 = (0, · · · , 0);
2 for t = 1, 2, · · · do
3 receive instance: xt ∈ Rn;
4 predict: ŷt = sign(wtxt);
5 receive correct label: yt ∈ {−1,+1};
6 calculate loss: `t = max{0, 1− yt × (wt · xt};
7 τt =

`t
‖xt‖2

;

8 wt+1 = wt + τtytxt;
9 end

10 return w

ensemble algorithm (SEA) [12], accuracy weighted ensemble
(AWE) [13], and accuracy updated ensemble (AUE) [14] have
been proposed to adapt to different categories of concept drift
in streaming data.

B. Passive Aggressive (PA) Algorithm
The classification function of PA is based on a vector of

weights w ∈ Rn. When an instance x arrives, PA makes a
prediction in the form of sign(w · x). To adapt to concept
drift, PA incrementally updates the weight vector w based
on the new incoming data. We refer to the weight vector in
round t as wt, and the signed margin obtained in round t
is denoted by yt × (wt · xt). The sign of the signed margin
indicates the correctness of prediction; whenever the margin
is positive, we conclude that the algorithm has made a correct
prediction. The magnitude of the signed margin is interpreted
as the degree of confidence for this prediction.

PA ensures that the loss over all the new incoming samples
is minimized. It uses the hinge-loss function defined as:

`(w; (x, y)) =

{
0 y × (w · x) ≥ 1

1− y(w · x) otherwise
(1)

In this way, whenever the signed margin y× (w · x) exceeds
one, the loss equals zero. Otherwise, it equals the difference
between the signed margin and 1. To minimize the hinge-loss,
we force the signed margin of all the new incoming samples
to exceed 1, which means they are all predicted correctly with
high confidence. We refer to the loss suffered in round t as `t,
which is the abbreviation of `t = `(wt; (xt, yt)). PA tries to
attain a small cumulative squared loss

∑T
t=1 `

2
t over a given

sequence of samples.
The pseudocode of the basic PA, referred to as PA-basic,

is shown in Fig. 1. First, it initializes the weight vector
to (0, 0, . . . , 0) (Line 1). In each round, when the current
classification function can ensure a margin of at least 1 on the
samples from the new incoming data chunk, a passive step is
taken, i.e., `t = 0, τt = 0 and hence wt+1 = wt. Otherwise,
an aggressive step is taken, which forces wt+1 to satisfy the
margin constraint regardless of the step-size required.
Example 1: Let each instance xi consist of the results of
three functional tests. If a board fails a test, we record this
information as 1, and 0 otherwise. Suppose that we have
previously trained a PA-basic model to identify fault Fj ,
and the weight function of the trained model is given by
w0 = (1.2, 0, 0). Next, suppose a new failing board that can

Algorithm 1: PA algorithm
Input: C: aggressiveness parameter C > 0
Output: w: weight vector function

1 w1 = (0, · · · , 0);
2 for t = 1, 2, · · · do
3 receive instance: xt ∈ Rn;
4 predict: ŷt = sign(wtxt);
5 receive correct label: yt ∈ {−1,+1};
6 calculate loss: `t = max{0, 1− yt × (wt · xt};
7 τt =

`t
‖xt‖2

, using PA algorithm;

8 τt = min{C, `t
‖xt‖2

}, using PA-I algorithm;

9 τt =
`t

‖xt‖2+1/2C
, using PA-II algorithm;

10 wt+1 = wt + τtytxt

11 end
12 return w

ensemble algorithm (SEA) [12], accuracy weighted ensemble
(AWE) [13], and accuracy updated ensemble (AUE) [14] have
been proposed to adapt to different categories of concept drift
in streaming data.

B. Passive Aggressive (PA) Algorithm

The classification function of PA is based on a vector of
weights w ∈ Rn. When an instance x arrives, PA makes a
prediction in the form of sign(w · x). To adapt to concept
drift, PA incrementally updates the weight vector w based
on the new incoming data. We refer to the weight vector in
round t as wt, and the signed margin obtained in round t
is denoted by yt × (wt · xt). The sign of the signed margin
indicates the correctness of prediction; whenever the margin
is positive, we conclude that the algorithm has made a correct
prediction. The magnitude of the signed margin is interpreted
as the degree of confidence for this prediction.

PA ensures that the loss over all the new incoming samples
is minimized. It uses the hinge-loss function defined as:

`(w; (x, y)) =

{
0 y × (w · x) ≥ 1

1− y(w · x) otherwise
(1)

In this way, whenever the signed margin y× (w · x) exceeds
one, the loss equals zero. Otherwise, it equals the difference
between the signed margin and 1. To minimize the hinge-loss,
we force the signed margin of all the new incoming samples
to exceed 1, which means they are all predicted correctly with
high confidence. We refer to the loss suffered in round t as `t,
which is the abbreviation of `t = `(wt; (xt, yt)). PA tries to
attain a small cumulative squared loss

∑T
t=1 `

2
t over a given

sequence of samples.
The pseudocode of PA is shown in Fig. 1. First, it initializes

the weight vector to (0, 0, . . . , 0) (Line 1). In each round,
when the current classification function can ensure a margin of
at least 1 on the samples from the new incoming data chunk,
a passive step is taken, i.e., ` = 0 and wt+1 = wt. Otherwise,
an aggressive step is taken, which forces wt+1 to satisfy the
margin constraint regardless of the step-size required.
Example 1: Let each instance xi consist of the results of
three functional tests. If a board fails a test, we record
this information as 1, and 0 otherwise. Suppose that we
have previously trained a PA model to identify fault Fj ,

need of storing the examples that have been used. In order
to overcome the challenge of concept drift, a sliding window
is used to determine which nodes are aging and may need
updating in [10].

Passive aggressive (PA) classifier was introduced in [11].
The main idea of constructing a PA model is similar to training
a support vector machine (SVM). The main difference is,
instead of calculating the loss of all examples, PA updates the
weight function when new instances come, the new weight
function would remain as close as possible to the current
one while ensuring that the newly coming instances can be
classified correctly. Since this algorithm shows great perfor-
mance in our application, the details are further explained in
Section III-B.

Moreover, multiple advanced ensemble-based algorithms
have shown great performance in learning different types of
concept drifts in streaming data. An ensemble-based algo-
rithm consists of multiple basic classifiers, and each classifier
generates a prediction individually. After then, a combining
mechanism, e.g., a majority vote is taken to generate a final
decision. In order to learn the concept drift, we evaluate the
performance of each classifier in the ensemble on the most
recent data chunk, and the worst classifier is replaced by a
new classifier that trained only on instances from the most
recent data chunk. Streaming ensemble algorithm (SEA) [12],
accuracy weighted ensemble (AWE) [13] and accuracy updated
ensemble (AUE) [14] were proposed for different types of
concept drifts.

B. Passive Aggressive (PA) Algorithm

We denote the instance coming on round t by xt ∈ Rn. Each
instance xt is associated with a unique label yt ∈ {+1,−1}.
We refer to each instance-label pair (xt, yt) as an example. The
classification functions of PA is based on a vector of weights
w ∈ Rn, which makes a prediction in the form of sign(w ·x).
The magnitude |w·x| is interpreted as the degree of confidence
in this prediction. To adapt to concept drifts, PA incrementally
updates the weight vector w. We refer the weight vector on
round t as wt. In this way, the signed margin attained on
round t is defined as yt(wt ·xt) as the signed margin attained
on round t. Whenever the margin is positive, we believe the
algorithm made a correct prediction.

As described in Section III-A, PA ensures that the most
recent examples are predicted correctly with high confidence,
hence a margin of at least one is required. Following this
design, a hinge − loss function is utilized. Mathematically,
the hinge− loss function is defined as follows:

`(w; (x, y)) =

{
0 y(w · x) ≥ 1

1− y(w · x) otherwise
(1)

In this way, whenever the signed margin y(w · x) exceeds
one, the loss equals zero. Otherwise, it equals the difference
between the signed margin and 1. We refer the loss suffered on
round t as `t, which is the abbreviation of `t = `(wt; (xt, yt)).
PA tries to attain a small cumulative squared loss

∑T
t=1 `

2
t over

a given sequence of examples.
The pseudo code of PA is shown in Fig. 1. Firstly, PA

initializes the weight vector as (0, 0, . . . , 0) (Line 1). At each
round, when the current classification function can ensure a
margin of at least 1 on the most recent examples, a passive

Algorithm 1: PA algorithm
Input: C: aggressiveness parameter C > 0
Output: w: weight vector function

1 w1 = (0, · · · , 0);
2 for t = 1, 2, · · · do
3 receive instance: xt ∈ Rn;
4 predict: t = sign(wtxt);
5 receive correct label: yt ∈ {−1,+1};
6 calculate loss: `t = max{0, 1− yt(wt · xt};
7 τt =

`t
‖xt‖2

,when PA;

8 τt = min{C, `t
‖xt‖2

},when PA-I;
9 τt =

`t
‖xt‖2+1/2C

,when PA-II;
10 wt+1 = wt + τtytxt

11 end
12 return w

Passive aggressive classifier (PAC) was introduced in [10].
The main idea of constructing a PAC is similar to training a
support vector machine (SVM). The main difference is, instead
of calculating the loss of all instances, PAC updates the weight
function when new instances come, the new weight function
would remain as close as possible to the current one while
ensuring that the newly coming instances can be classified
correctly. Since this algorithm show great performance in our
application, the details are further explained in Section III-B.

Moreover, multiple advanced ensemble-based algorithms
have shown great performance in learning different types of
concept drifts in streaming data. An ensemble-based algo-
rithm consists of multiple basic classifiers, and each classifier
generates a prediction individually. After then, a combining
mechanism, e.g., majority vote is taken to generate a final
decision. In order to learn the concept drift, we evaluate the
performance of each classifier in the ensemble on the most
recent data chunk, and the worst classifier is replaced by a
new classifier that trained only on instances from the most
recent data chunk. Streaming ensemble algorithm (SEA) [11],
accuracy weighted ensemble (AWE) [12] and accuracy updated
ensemble (AUE) [13] were proposed for different types of
concept drifts.

B. Passive Aggressive Algorithm (PAC)

We denote the instance coming on round t by xt ∈ Rn. Each
instance xt is associated with a unique label yt ∈ {+1,−1}.
We refer to each instance-label pair (xt, yt) as an example.
The classification functions of PAC is based on a vector of
weights w ∈ Rn, which makes a prediction in the form of
sign(w ·x). The magnitude |w ·x| is interpreted as the degree
of confidence in this prediction. To adapt to concept drifts,
PAC incrementally updates the weight vector w. We refer the
weight vector on round t as wt. In this way, the signed margin
attained on round t is defined as yt(wt · xt) as the signed
margin attained on round t. Whenever the margin is positive,
we believe the algorithm made a correct prediction.

As described in Section III-A, PAC ensures that the most
recent examples are predicted correctly with high confidence,
hence a margin of at least one is required. Following this
design, a hinge − loss function is utilized. Mathematically,
the hinge− loss function is defined as follows:

`(w; (x, y)) =

{
0 y(w · x) ≥ 1

1− y(w · x) otherwise
(1)

In this way, whenever the signed margin y(w · x) exceeds
one, the loss equals zero. Otherwise, it equals the difference
between the signed margin and 1. We refer the loss suffered on
round t as `t, which is the abbreviation of `t = `(wt; (xt, yt)).
PAC tries to attain a small cumulative squared loss

∑T
t=1 `

2
t

over a given sequence of examples.
The pseudo code of PAC is shown in Fig. ??. Firstly,

PAC initializes the weight vector as (0, 0, . . . , 0) (Line 1).
At each round, when the current classification function can
ensure a margin of at least 1 on the most recent examples, a
passive step is taken, which means wt+1 = wt. Otherwise,
an aggressive step is taken, which forces wt+1 to satisfy the
margin constraint regardless of the step-size required.

In order to maintain the previous information, PAC also
requires the new classifier to remain as close as possible to the

Algorithm 1: PAC algorithm
Input: C: aggressiveness parameter C > 0
Output: w: weight vector function

1 w1 = (0, · · · , 0);
2 for t = 1, 2, · · · do
3 receive instance: xt ∈ Rn;
4 predict: t = sign(wtxt);
5 receive correct label: yt ∈ {−1,+1};
6 calculate loss: `t = max{0, 1− yt(wt · xt};
7 τt =

`t
‖xt‖2

,when PA;

8 τt = min{C, `t
‖xt‖2

},when PA-I;
9 τt =

`t
‖xt‖2+1/2C

,when PA-II;
10 wt+1 = wt + τtytxt

11 end
12 return w

current one. Therefore, the update rule for the weight function
follows the constrained optimization problem below:

wt+1 = argmin
w∈Rn

1

2
‖w −wt‖2 s.t.`(w; (xt, yt)) = 0 (2)

The constraint of the optimization problem ensure that wt+1

classify the most recent examples correctly with a sufficiently
high margin. The objective function of the optimization prob-
lem force wt+1 to stay as close as possible to wt, thus
retaining the information learned on previous rounds. The
optimization problem in Equation (2) has a simple closed form
solution [10]:

wt+1 = wt + τtytxt where τt =
`t
‖xt‖2

(3)

By solving the optimization problem, the steps of updating the
weight function is shown as Line 3−7 and Line 10 in Fig. ??.

The PAC described above employs an aggressive update
strategy by modifying the weight vector as much as needed
to satisfy the constraint imposed by the current example.
However, in real-life situations with noise and outlier nodes,
this approach may lead to undesirable fitting. A mislabeled
example may cause the PAC to drastically change its weight
function in the unnecessary way. To overcome this chal-
lenge, two variations that using gentler update strategies were
proposed. These variations utilize the idea of soft-margin
classifiers [14] and add a non-negative slack variable ξ into
the optimization problem defined in (2).

In the first variation, the objective function scales linearly
with the slack variable ξ as follows:

wt+1 = argmin
1

2
‖w −wt‖2 + Cξ (4)

s.t. `(w; (xt, yt)) ≤ ξ and ξ ≥ 0. (5)

where C is a positive parameter which controls the influence
of the slack term on the objective function. A larger value of C
indicates a more aggressive update step. This linear-variation
algorithm is named as PA− I . The updates of PA− I share
the same simple closed form wt+1 = wt + τtytxt, where
τt = min{C, `t

‖xt‖2 } (shown as Line 8 in the pseudocode).

Alternatively, the objective function can scale quadratically
with the slack variable ξ, leading to the following constraint

Fig. 1 Pseudocode for the PA algorithm.

step is taken, which means wt+1 = wt. Otherwise, an
aggressive step is taken, which forces wt+1 to satisfy the
margin constraint regardless of the step-size required.

In order to maintain the previous information, PA also
requires the new classifier to remain as close as possible to the
current one. Therefore, the update rule for the weight function
follows the constrained optimization problem below:

wt+1 = argmin
w∈Rn

1

2
‖w −wt‖2 s.t.`(w; (xt, yt)) = 0 (2)

The constraint of the optimization problem ensures that wt+1

classify the most recent examples correctly with a sufficiently
high margin. The objective function of the optimization prob-
lem force wt+1 to stay as close as possible to wt, thus
retaining the information learned on previous rounds. The
optimization problem in Equation (2) has a simple closed form
solution [11]:

wt+1 = wt + τtytxt where τt =
`t
‖xt‖2

(3)

By solving the optimization problem, the steps of updating the
weight function is shown as Line 3− 7 and Line 10 in Fig. 1.

The PA described above employs an aggressive update
strategy by modifying the weight vector as much as needed
to satisfy the constraint imposed by the current example.
However, in real-life situations with noise and outlier nodes,

Fig. 1 Pseudocode for the PA algorithm.

and the weight function of the trained model is given by
w0 = (1.2, 0, 0). Next, suppose a new failing board that can
be attributed to fault Fj is received and its test results are
x1 = (1, 0, 0). The signed margin of the new incoming sample
is calculated as: 1×(1.2·1+0·0+0·0) = 1.2, which is larger
than 1. Therefore, a passive step is taken, which implies that
w1 = w0 = (1.2, 0, 0). Next, suppose another failing board
that can also be attributed to fault Fj is received and its test
results are x2 = (0, 1, 0). The signed margin is 0, which is
smaller than 1, and hence an aggressive step is taken to update
the weight function w2 = (1.2, 1, 0) (Line 7 and Line 10 of
Fig. 1).

In order to retain the previous information, PA also requires
the new classifier to remain as close as possible to the current
one. Therefore, the update rule for the weight function follows
the constrained optimization problem shown below:

wt+1 = argmin
w∈Rn

1

2
‖w −wt‖2 s.t. `(w; (xt, yt)) = 0 (2)

The constraint of the optimization problem ensures that
wt+1 can classify the most recent samples correctly with
a sufficiently high margin. The objective function of the
optimization problem forces wt+1 to stay as close as possible
to wt, thus retaining the information learned in previous
rounds. The constraint optimization problem in (2) has a
simple closed-form solution [19]:

wt+1 = wt + τtytxt, where τt = `t/‖xt‖2 (3)

The steps for updating the weight function are shown as Lines
3− 7 and Line 10 of Fig. 1.

The PA method described above employs an aggressive
update strategy by modifying the weight vector as much as
needed to satisfy the constraint imposed by the current sam-
ples. However, in real-life situations with noise and outliers,
this approach may lead to undesirable outcomes. A mislabeled
sample may cause the PA to drastically change its weight
function in an undesirable way.
Example 2: Consider the PA model of Example 1, with
the weight function w2 = (1.2, 1, 0). Suppose an outlier
board without fault Fj is received and its test results are
x3 = (1, 1, 0). The weight function would drastically change
to w3 = (−0.4,−1.6, 0). This new model cannot correctly

3

Fig. 1 Pseudocode for the PA-basic algorithm.

be attributed to fault Fj is received and its test results are
x1 = (1, 0, 0). The signed margin of the new incoming sample
is calculated as: 1×(1.2·1+0·0+0·0) = 1.2, which is larger
than 1. Therefore, a passive step is taken, which implies that
w1 = w0 = (1.2, 0, 0). Next, suppose another failing board
that can also be attributed to fault Fj is received and its test
results are x2 = (0, 1, 0). The signed margin is 0, which is
smaller than 1, and hence an aggressive step is taken to update
the weight function w2 = (1.2, 1, 0) (Lines 7-8 of Fig. 1).

In order to retain the previous information, PA-basic also
requires the new classifier to remain as close as possible to the
current one. Therefore, the update rule for the weight function
follows the constrained optimization problem shown below:

wt+1 = argmin
w∈Rn

1

2
‖w −wt‖2 s.t. `(w; (xt, yt)) = 0 (2)

The constraint of the optimization problem ensures that
wt+1 can classify the most recent samples correctly with
a sufficiently high margin. The objective function of the
optimization problem forces wt+1 to stay as close as possible
to wt, thus retaining the information learned in previous
rounds. The constraint optimization problem in (2) has a
simple closed-form solution [19]:

wt+1 = wt + τtytxt, where τt = `t/‖xt‖2 (3)

The steps for updating the weight function are shown as Lines
3− 8 of Fig. 1.

The PA-basic method described above employs an ag-
gressive update strategy by modifying the weight vector as
much as needed to satisfy the constraint imposed by the
current samples. However, in real-life situations with noise
and outliers, this approach may lead to undesirable outcomes.
A mislabeled sample may cause the PA-basic to drastically
change its weight function in an undesirable way.
Example 2: Consider the PA-basic model of Example 1, with
the weight function w2 = (1.2, 1, 0). Suppose an outlier
board without fault Fj is received and its test results are
x3 = (1, 1, 0). The weight function would drastically change
to w3 = (−0.4,−1.6, 0). This new model cannot correctly
diagnose the instances x1 and x2 of Example 1.

To overcome this challenge, two variants that use gentler
update strategies were proposed [19]. These variants utilize

3
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been proposed to adapt to different categories of concept drift
in streaming data.

B. Passive Aggressive (PA) Algorithm

The classification function of PA is based on a vector of
weights w ∈ Rn. When an instance x arrives, PA makes a
prediction in the form of sign(w·x). To adapt to concept drift,
PA incrementally updates the weight vector w based on the
new incoming data. We refer to the weight vector in round t
as wt, and the signed margin obtained in round t is denoted
by yt× (wt ·xt). The sign of the signed margin indicates the
correctness of prediction; whenever the margin is positive, we
conclude that the algorithm has made a correct prediction. The
magnitude of the signed margin is interpreted as the degree
of confidence for this prediction.

PA ensures that the loss over all the new incoming samples
is minimized. It uses the hinge-loss function defined as:

`(w; (x, y)) =

{
0 y × (w · x) ≥ 1

1− y(w · x) otherwise
(1)

In this way, whenever the signed margin y× (w · x) exceeds
one, the loss equals zero. Otherwise, it equals the difference
between the signed margin and 1. To minimize the hinge-loss,
we force the signed margin of all the new incoming samples
to exceed 1, which means they are all predicted correctly with
high confidence. We refer to the loss suffered in round t as `t,
which is the abbreviation of `t = `(wt; (xt, yt)). PA tries to
attain a small cumulative squared loss

∑T
t=1 `

2
t over a given

sequence of samples.

The pseudocode of the basic PA, referred to as PA-basic,
is shown in Fig. 1. First, it initializes the weight vector
to (0, 0, . . . , 0) (Line 1). In each round, when the current
classification function can ensure a margin of at least 1 on the
samples from the new incoming data chunk, a passive step is
taken, i.e., `t = 0, τt = 0 and hence wt+1 = wt. Otherwise,
an aggressive step is taken, which forces wt+1 to satisfy the
margin constraint regardless of the step-size required.
Example 1: Let each instance xi consist of the results of
three functional tests. If a board fails a test, we record this
information as 1, and 0 otherwise. Suppose that we have
previously trained a PA-basic model to identify fault Fj ,
and the weight function of the trained model is given by
w0 = (1.2, 0, 0). Next, suppose a new failing board that can
be attributed to fault Fj is received and its test results are
x1 = (1, 0, 0). The signed margin of the new incoming sample
is calculated as: 1×(1.2 ·1+0 ·0+0 ·0) = 1.2, which is larger
than 1. Therefore, a passive step is taken, which implies that
w1 = w0 = (1.2, 0, 0). Next, suppose another failing board
that can also be attributed to fault Fj is received and its test
results are x2 = (0, 1, 0). The signed margin is 0, which is
smaller than 1, and hence an aggressive step is taken to update
the weight function w2 = (1.2, 1, 0) (Lines 7-8 of Fig. 1).

In order to retain the previous information, PA-basic also
requires the new classifier to remain as close as possible to the
current one. Therefore, the update rule for the weight function
follows the constrained optimization problem shown below:

wt+1 = argmin
w∈Rn

1

2
‖w −wt‖2 s.t. `(w; (xt, yt)) = 0 (2)

The constraint of the optimization problem ensures that wt+1

can classify the most recent samples correctly with a suffi-
ciently high margin. The objective function of the optimization
problem forces wt+1 to stay as close as possible to wt,
thus retaining the information learned in previous rounds. The
constrained optimization problem in (2) has a simple closed-
form solution [19]:

wt+1 = wt + τtytxt, where τt = `t/‖xt‖2 (3)

The steps for updating the weight function are shown as Lines
3− 8 of Fig. 1.

The PA-basic method described above employs an ag-
gressive update strategy by modifying the weight vector as
much as needed to satisfy the constraint imposed by the
current samples. However, in real-life situations with noise
and outliers, this approach may lead to undesirable outcomes.
A mislabeled sample may cause the PA-basic algorithm to
drastically change its weight function in an undesirable way.
Example 2: Consider the PA-basic model of Example 1, with
the weight function w2 = (1.2, 1, 0). Suppose that an outlier
board without fault Fj is received and its test results are x3 =
(1, 1, 0). The weight function would be drastically changed
to w3 = (−0.4,−1.6, 0). This new model cannot correctly
diagnose the instances x1 and x2 of Example 1.

To overcome this challenge, two variants that use gentler
update strategies were proposed [19]. These variants utilize
the idea of soft-margin classifiers [20] and add a non-negative
slack variable ξ into the optimization problem defined in (2).

In the first variant, the objective function scales linearly
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Figure 4.1: Pseudocode for the PA-basic algorithm.

loss function defined as:

`(wt; (xt, yt)) =


0 yt · (wt · xt) ≥ 1

1− yt · (wt · xt) otherwise

(4.2)

In this way, whenever the signed margin yt · (wt · xt) exceeds one, the loss equals zero.

Otherwise, it equals the difference between the signed margin and 1. To minimize the

hinge-loss, we force the signed margin of the new incoming sample to exceed 1, which

means it is predicted correctly with high confidence. We refer to the loss suffered in round

t as `t, which is the abbreviation of `t = `(wt; (xt, yt)).

The pseudocode of the basic PA, referred to as PA-basic, is shown in Fig. 4.1. First,

it initializes the weight vector to (0, 0, . . . , 0) (Line 1). In each round, when the current

classification function can ensure a margin of at least 1 on the samples from the new

incoming data chunk, a passive step is taken, i.e., `t = 0 and τt = 0, hence wt+1 = wt.

Otherwise, an aggressive step is taken, which forces wt+1 to satisfy the margin constraint

regardless of the step-size required.

Example 1: Let each instance xi consist of the results of three groups of functional tests.
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Suppose that we have previously trained a PA-basic model to identify fault Fj , and the

weight function of the trained model is given by w0 = (1.2, 0, 0). Next, suppose a new failing

board that can be attributed to fault Fj is received and its test results are x1 = (1, 0, 0). The

signed margin of the new incoming sample is calculated as: 1×(1.2·1+0·0+0·0) = 1.2, which

is larger than 1. Therefore, a passive step is taken, which implies that w1 = w0 = (1.2, 0, 0).

Next, suppose another failing board that can also be attributed to fault Fj is received and

its test results are x2 = (0, 1, 0). The signed margin is 0, which is smaller than 1, and

hence an aggressive step is taken to update the weight function w2 = (1.2, 1, 0) (Lines 7-8

of Fig. 4.1).

In order to retain the previous information, PA-basic also requires the new classifier to

remain as close as possible to the current one by minimizing the L2 norm between the new

weight function and the current weight function. Therefore, the update rule for the weight

function follows the constrained optimization problem shown below:

wt+1 = argmin
w∗∈Rn

1

2
‖w∗ −wt‖2 (4.3)

subject to `(w∗; (xt, yt)) = 0 (4.4)

where ‖∗‖2 denotes the L2 norm of a vector. The constraint of the optimization problem

ensures that wt+1 can classify the most recent sample correctly with a sufficiently high

margin. The objective function of the optimization problem forces wt+1 to stay as close as

possible to wt, thus retaining the information learned in previous rounds. The constrained

optimization problem in (4.3) has a simple closed-form solution [114]:

wt+1 = wt + τtytxt (4.5)

where τt = `t/‖xt‖2

The steps for updating the weight function are shown as Lines 3− 8 of Fig. 4.1.
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The PA-basic method described above employs an aggressive update strategy by modi-

fying the weight vector as much as needed to satisfy the constraint imposed by the current

samples. However, in real-life situations with noise and outliers, this approach may lead

to undesirable outcomes. A mislabeled sample may cause the PA-basic algorithm to dras-

tically change its weight function in an undesirable way.

Example 2: Consider the PA-basic model of Example 1, with the weight function w2 =

(1.2, 1, 0). Suppose that an outlier board without fault Fj is received and its test results are

x3 = (1, 1, 0). The weight function would be drastically changed to w3 = (−0.4,−0.6, 0).

This new model cannot correctly diagnose the instances x1 and x2 of Example 1.

To overcome this challenge, two variants that use gentler update strategies were pro-

posed in [114]. These variants utilize the idea of soft-margin classifiers [115] and add a

non-negative slack variable ξ into the optimization problem defined in (4.3).

In the first variant, the objective function scales linearly with the slack variable ξ as

follows:

wt+1 = argmin
w∗∈Rn

1

2
‖w∗ −wt‖2 + Cξ

subject to ξ ≥ `(w∗; (xt, yt)) and ξ ≥ 0 (4.6)

where C is a positive parameter that controls the influence of the slack term on the objective

function. A larger value of C indicates a more aggressive update step. This linear-variant

algorithm is referred to as PA-I. The updates of PA-I share the same simple closed form

wt+1 = wt + τtytxt, where the definition of τt is replaced with τt = min{C, `t/‖xt‖2}.

Suppose that we use the update rules of PA-I and set C to a default value 0.1; the

weight function in Example 2 would be slightly changed to w3 = (1.1, 0.9, 0). This model

can correctly diagnose the instance x1 of Example 1.
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Alternatively, the objective function can scale quadratically with the slack variable ξ,

leading to the following constrained optimization problem:

wt+1 = argmin
w∗∈Rn

1

2
‖w∗ −wt‖2 + Cξ2

subject to ξ ≥ `(w∗; (xt, yt)) (4.7)

This update rule leads to an algorithm called PA-II . The updates of PA-II share the same

simple closed-form solution wt+1 = wt + τtytxt, where the definition of τt is replaced with

τt = `t/(‖xt‖2 + 1/(2C)).

Even though no theoretical study has proven that the PA algorithm can converge to

an optimal offline solution, various empirical studies have shown that, compared with

offline learning, PA can achieve good performance for streaming data with short training

time [116, 117]. For our fault-diagnosis problem, simulation results in Section 4.6.2 also

show that PA can adapt to concept drift quickly and achieve high performance on the new

incoming data.

4.3.3 Improved PA algorithm

The PA algorithm explained in Section 4.3.2 updates a weight function by minimizing

the loss over all the new incoming samples. In order to retain the information that is

learned in previous rounds, PA also requires that the new weight function (wt+1) remains

as close as possible to the current one (wt) by minimizing the L2 norm between these two

weight vectors (‖wt+1 −wt‖2). However, minimizing the L2 norm cannot ensure that the

new weight function retains the most important information that is learned before. This

is because weights in different dimensions have different importance. A small change in

an important dimension may adversely affect the classification results, which can lead to
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overall accuracy drop.

Example 3: Suppose that we have previously trained a PA model to identify fault Fj ,

and the weight function of the trained model is given by wt = (0, 0, 1). The L2 norm

of the weight update (‖wt+1 −wt‖2) is the same when the new weight function is set to

wt+1 = (0.5, 0, 1) or set to wt+1 = (0, 0.5, 1). Next, suppose the test results of a previous

failing board that is not attributed to fault Fj are x3 = (1, 100,−5), y3 = −1. When the

new weight function is set to wt+1 = (0, 0.5, 1), this new model can still correctly diagnose

the instance x3: sign((1, 100,−5) · (0.5, 0, 1)) = sign(−4.5) = −1. However, when the new

weight function is set to wt+1 = (0.5, 0, 1), this new model makes wrong diagnosis for the

instance x3: sign((1, 100,−5) · (0, 0.5, 1)) = sign(45) = +1.

The above example indicates that evaluating the differences between weights in terms

of the L2 norm does not consider different importance of features. For an online incre-

mental learning model, retaining the old information is important because it ensures that

the classifier can make a correct diagnosis when a similar instance arrives in the future.

Therefore, in this subsection, we propose an improved PA algorithm, which takes the im-

portance of different feature dimensions into consideration, and hence improves the overall

diagnostic accuracy.

For an online learning algorithm, to overcome the challenge of limited memory, classi-

fiers record only the key information extracted from the previous rounds of streaming data.

In order to consider the importance of each feature dimension, we calculate the average

absolute value of each dimension d among all previous instances (x1,x2, · · ·xt) and record

them in a vector x̃

x̃ =
1

t

t∑
i=1

abs(xi) (4.8)

104



where abs is an operator that returns the element-wise absolute value of a vector (xi), and

t is the number of previous instances.

In the improved PA algorithm, to ensure that the new classifier remains as close as

possible to the current one and consider the importance of different feature dimensions,

the update rule for the weight function follows the new constrained optimization problem

shown below:

wt+1 = argmin
w∗∈Rn

1

2
‖w∗ � x̃−wt � x̃‖2s.t. `(w∗; (xt, yt)) = 0 (4.9)

where we use � to denote element-wise multiplication. The constraint of the optimization

problem is the same as in the original PA in (4.3), which ensures that wt+1 can classify

the most recent samples correctly. The new objective function of the optimization problem

forces wt+1 and wt to make similar predictions for previous instances, thus retaining the

information learned in previous rounds.

When `t = 0, the current weight function wt itself satisfies the constraint in (4.9) and

is the optimal solution. Therefore, a passive step is taken: wt+1 = wt. So we concentrate

on the case where `t > 0, which means that the current weight function cannot perfectly

diagnose the new incoming boards. In order to solve this constrained optimization problem,

we adopt the method of Lagrange multipliers [118], which can find the local maximum and

minimum of a function subject to equality constraints. We define the Lagrangian of the

optimization problem in (4.9) as:

L(w∗, τ) =
1

2
‖w∗ � x̃−wt � x̃‖2 + τ(1− yt(w∗ · xt)) (4.10)

where τ ≥ 0 is a Lagrange multiplier. The optimization problem in (4.9) has a convex

objective function and a single feasible affine constraint. Therefore, finding the problem’s

optimum is equivalent to satisfying the Karush-Kuhn-Tucker conditions [119]. Setting the
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partial derivatives of L with respect to the elements of w∗ to zero gives the update rule

for w∗ as:

0 = ∇w∗L(w∗, τ) (4.11)

=
1

2
× 2(w∗ � x̃−wt � x̃)� x̃− τytxt

= (w∗ −wt)� x̃� x̃− τytxt

Therefore,

wt+1 = w∗ = wt + τytxt /○(x̃� x̃) (4.12)

where we use � to denote element-wise multiplication, and we use /○ to denote element-

wise division. Then we substitute (4.12) into (4.10) to obtain the value of the Lagrange

multiplier τ :

L(τ) = −1

2
τ2‖xt /○(x̃� x̃)‖2 + τ(1− yt(wt · xt))

0 =
∂L(τ)

∂τ
= τ‖xt /○(x̃� x̃)‖2 + (1− yt(wt · xt))

τ =
1− yt(wt · xt)
‖xt /○(x̃� x̃)‖2

=
`t

‖xt /○(x̃� x̃)‖2

where `t is the hinge-loss of the t-th instance defined in (4.2). Therefore, the constrained

optimization problem that is attributed to the improved PA algorithm in (4.9) has a simple

closed-form solution:

wt+1 = wt + τytxt /○(x̃� x̃), (4.13)

where τt = `t/‖xt /○(x̃� x̃)‖2

Compared with the solution to the original PA algorithm in (4.5), we find that xt in the

original PA is replaced by xt /○(x̃ � x̃) in the improved PA. Intuitively, the improved PA

algorithm assigns a weight of 1/(x̃d)
2 to the d-th dimension of an instance, where x̃d is the
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Figure 4.2: Pseudocode for the improved-PA algorithm.

value of the d-th dimension in x̃. In this way, dimensions with large previous features are

forced to have small changes, and hence ensure that the new model can still make correct

predictions on previous instances.

As introduced in Section 4.3.2, in order to tolerate noise and outliers in datasets,

two variants that utilize gentler update strategies have been proposed for PA. These two

variants also work for the improved PA. The utilization of these two variants leads to

algorithms called improved-PA-I and improved-PA-II, respectively. The pseudocode of the

improved PA is shown in Fig. 4.2. Compared with the original PA, the major differences

are the set and the update operations (Lines 9-13 of Fig. 4.2). Line 10 describes the setting

for τt, and Line 13 describes the update rule for the weight function based on (4.13). The

two variants share the same simple closed-form solution for the update operation (Line 13

of Fig. 4.2). The different definitions of τt are shown in Lines 11-12 of Fig. 4.2.

107



4.4 Fault Diagnosis based on Multi-Class Classifiers

4.4.1 Adaptive Random Forest (ARF)

The PA and the improved PA algorithms (introduced in Section 4.3) achieve high accuracy

for predicting whether a failed board is caused by a certain fault. Instead of training

multiple binary classifiers for each board design, we can train a multi-class classifier, which

tries to predict the most likely reason for the failure of boards. However, the complexity of

training a multi-class classifier is high, and the PA-related algorithms achieve low empirical

performance for our task. After considering various online learning algorithms, we have

adopted adaptive random forest (ARF) because it has been demonstrated efficient for

modeling related problems [120], and also achieves the best empirical performance for our

problem.

The Adaptive Random Forest (ARF) algorithm was introduced in [120]; it is an adapta-

tion of the original Random Forest (RF) algorithm. The original random forest algorithm

has been successfully applied to various machine learning tasks [121–123]. Fig. 4.3 summa-

rizes the major steps for building a random forest model. A random forest model consists

of T decision trees. For each decision tree, the training data are generated by bootstrap

sampling, where NT samples are randomly drawn out of N samples in the training set

(NT < N). Based on these NT samples, the decision tree DTi is generated by the following

steps. First, we randomly select
√
M out of M features where M denotes the total num-

ber of functional tests. Second, a binary splitting is repeatedly applied at each node by

selecting a feature to maximize the Gini index [69]. We stop splitting a node if all samples

associated with this node share the same label or the maximum depth of the decision tree

is reached. Each trained decision tree can predict a likely reason for the failure of a board.
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Figure 4.3: The flow of the random forest (RF) algorithm.

Then, a final diagnosis is generated by taking the majority vote among all the decision

trees. For example, as shown in Fig. 4.3, most of the decision trees predict the reason

for the failure as Fault 1 (e.g., optical transceiver fault), and the random forest model

generates the final diagnosis as Fault 1.

However, the original random forest algorithm is not feasible for streaming data, be-

cause the training process requires multiple passes over the entire dataset and the trained

RF model cannot adapt to concept drift [120]. In order to deal with streaming data, the

Adaptive Random Forest (ARF) algorithm introduced three major adaptations in [120].

The flow of ARF is shown in Fig. 4.4, and the major adaptations are marked in blue.

First, the bootstrap sampling is replaced by assigning a weight to each sample. For each

tree in an RF model, we need access to all the previous samples and randomly draw NT

out of N samples. Since this is a sampling method with replacement, a sample could be

selected K times (K ∈ {0, 1, · · · , NT }), and the probability of selecting a sample K times

obeys a binomial distribution. Furthermore, when N is large, this binomial distribution

can be approximated as a Poisson distribution [124]. In our task, test data and repair
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Figure 4.4: The flow of the adaptive random forest (ARF) algorithm.

records arrive in a streaming format, and hence we cannot randomly draw samples out of

a complete dataset. To address this problem, an online sampling algorithm was proposed

in [125], which approximates the original random sampling with replacement by weighting

samples according to a Poisson distribution. For example, when the weight is set to 0, it

indicates that the corresponding sample is not selected for training the decision tree; when

the weight is set to 1, it is equivalent as selecting this sample once; when the weight is set

to a value larger than 1, it indicates that the sample is selected for multiple times.

Second, the original RF algorithm is designed to cope with stationary datasets. In order

to adapt to concept drift in streaming data, drift warning and drift detection methods are

adopted in ARF. A drift warning and detection method named ADWIN was proposed

in [111]. ADWIN uses a sliding window of a variable size to maintain the most recent
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samples. A sliding window is split into two subwindows, and we calculate averages of

these two subwindows. Whenever the difference between these two averages surpasses a

pre-defined threshold, we can conclude that a drift is detected, and all samples before that

time are discarded. A lower threshold is set for drift warning, while a higher threshold is

set for drift detection. In ARF, each tree is monitored by a drift detector. After a drift

warning has been detected for one tree (DTi), another “background” tree (DTB,i) starts

to grow in parallel and replaces the tree only if the warning escalates to a real drift.

Third, in the original RF model, each decision tree generates a prediction about each

instance. Each tree’s prediction is combined into a final classification through a “majority

vote” mechanism. In ARF, each decision tree generates a prediction in the same way.

However, different decision trees have different capabilities for handling concept drifts.

Therefore, a weighted average is used to generate a final classification result. Assuming a

tree DTi has seen nl instances since its last replacement and correctly classified cl instances

(cl ≤ nl), then its weight is set to cl/nl. This weight reflects the performance of this tree

on the current concept. For example, as shown in Fig. 4.4, two decision trees (DT1 and

DTT ) predict the reason for the failure as Fault 1, and only one decision tree (DTi) predicts

the reason for the failure as Fault 3. However, DTi has better performance on the current

concept, and hence it is assigned with a large weight of 0.9. Therefore, the ARF generates

the final diagnosis as Fault 3.

4.5 A Hybrid Algorithm for Streaming Data with Different Chunk

Sizes

In our application scenario, the number of failed boards and their corresponding repair

records that arrive each day/week varies considerably. The online learning algorithms
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introduced in Section 4.3 and Section 4.4 outperform traditional batch-based algorithms

when the size of the data chunk is small. However, experimental results in Section 4.6.2

and Section 4.6.3 indicate that, when the size of the data chunk is large, batch-based

algorithms using a sliding window provide better prediction performance. Motivated by

this observation, we aim at more accurate predictions by taking advantage of both online

incremental learning and batch-based learning for different chunk sizes.

We propose a hybrid online learning algorithm to improve prediction accuracy when

data is received in the form of chunks of different sizes. This algorithm concurrently

maintains an incremental-learning model and a batch-based model. Based on the chunk

size and the performance of these two models, the proposed hybrid algorithm selects the

more effective algorithm at each step of prediction.

4.5.1 A Hybrid Algorithm for Binary Classifiers

To build a fault diagnosis model which predict whether a failed board is caused by a

certain reason, binary classifiers can be adopted. We concurrently maintains a PA-improved

model as an incremental-learning model and a SVM model as a batch-based model. The

pseudocode for the proposed hybrid algorithm is shown in Fig. 4.5. We first initialize a

threshold for the chunk size (Line 1). A chunk containing kt instances of the data stream is

denoted as Xt = {x(t)
i |i = 1, · · · , kt}, and a chunk containing kt labels of the data stream is

denoted as Yt = {y(t)i |i = 1, · · · , kt}. For each incoming chunk instance Xt, we compare the

chunk size of the previous training data |Yt−1| with the current chunk-size threshold ith.

When the chunk size is equal to or smaller than the threshold, the incremental-learning

model is selected for prediction (Line 8-9). Otherwise, the batch-based model is selected

(Line 10-11).

112



For example, suppose that 50 boards arrive in the first epoch (|Y1| = 50). Since ith = 0

and ith < 50, a batch-based model is selected to diagnose the instances in chunk X2. After

we receive the corresponding true labels Y2, we evaluate the performances of these two

algorithms on the current data chunk and determine if we have actually chosen the better

algorithm. If the answer is in the affirmative, the threshold for the chunk size is kept

the same. Otherwise, the threshold is modified, which forces the algorithm to select the

more effective algorithm on the current data chunk (Lines 14-15). Finally, the two models

are updated using the current data chunk Bt = {(x(t)
i , y

(t)
i )|i = 1, · · · kt}, where kt is the

number of samples.

Note that, in Lines 4-5, we describe a dedicated solution to tackle the unbalanced-

class problem that often arises in our application. This occurs because for a target fault

Fj , the number of failed boards with Fj is always much less than boards without Fj .

Therefore, it is likely that all the samples belong to one class in some data chunks. Batch-

based algorithms, which use only the data from the current data chunk, cannot build a

classifier in this scenario. Online incremental learning can handle this scenario much better.

Furthermore, when the number of samples in one class is very small, trained classifiers tend

to overfit the data, which is undesirable. Therefore, when very few samples (or no sample)

belong to one class, we force the hybrid algorithm to choose the model trained by the online

incremental learning for future prediction. For example, suppose that all 50 boards that

arrive in the second epoch do not have fault Fj . Therefore, an incremental learning model

is selected. The selected model still achieves high prediction accuracy, since it retains the

information of Fj from the previously trained model.
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Figure 4.5: Pseudocode for the hybrid online learning algorithm.

4.5.2 A Hybrid Algorithm for Multi-Class Classifiers

To build a fault diagnosis model that predicts the most likely reason for the failure of

boards, multi-class classifiers can be adopted. We concurrently maintain an ARF model

as an incremental-learning model and an RF model as a batch-based model. Similar to

the hybrid algorithm proposed for binary classifiers in Section 4.5.1, we first initialize a

threshold for the chunk size. For each incoming chunk instance, we compare the chunk size

of the previous training data with the current chunk-size threshold. When the chunk size is

equal to or smaller than the threshold, the ARF model is selected for prediction. Otherwise,

the RF model is selected. After receiving the corresponding repair records of the current

data chunk, we evaluate the performance of these two diagnosis models and determine

if we have actually chosen the better algorithm. If the answer is in the affirmative, the
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chunk-size threshold is kept the same. Otherwise, the threshold is modified, which forces

the algorithm to select the more effective algorithm on the current data chunk.

The multi-class classifiers trained for fault diagnosis are confronted with the imbalanced-

class problem. This occurs because some types of faults occur less often than the others.

Therefore, it is likely that no sample belongs to these classes in some data chunks. Batch-

based algorithms, which use only the data from the current data chunk, cannot diagnose

these faults in this scenario. Therefore, we need a metric to evaluate the class imbalance.

To define class imbalance, we calculate the percentage of samples that belong to each class

k and record it as p
(t)
k , where t is the current timestamp. For a static dataset, the percent-

age of each class can be easily and accurately estimated based on the complete dataset.

However, for an online learning problem, we do not have full access to all the previous

data. Besides, the percentage of each class may drift over time. In order to update the

percentage of each class quickly, when a new sample {xt+1, yt+1} arrives, p
(t+1)
k is updated

as follows:

p
(t+1)
k =

t · p(t)k + 1(yt+1 = k)

t+ 1
(4.14)

where function 1(yt+1 = k) takes value 1 when the new incoming sample belongs to class

k, and 0 otherwise. For batch-based algorithms, we define the classes that do not exist in

the current data chunk as the minority classes Cmin, and define the imbalance rate (IR)

as the percentage of minority classes:

IR(t) =
∑

k∈C(t)
min

p
(t)
k (4.15)

The smaller the IR, the more imbalanced the dataset. Therefore, when IR is small, we

force the hybrid algorithm to choose the model trained by the online incremental learning

for future prediction.
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4.6 Experimental Results

In this section, we first introduce the experimental setup and evaluation metrics. Then,

we evaluate the effectiveness of online incremental learning for the binary classification

problem and the multi-class classification problem, respectively. Then we present the

results of applying the hybrid online learning method.

4.6.1 Experimental Setup

Experiments were performed on two complex boards that are currently in high-volume

production. For Board Design 1, each board is tested with 1693 functional tests, and a

total of 9063 failed boards are collected from the manufacturer’s database. For Board

Design 2, a total of 1274 functional tests are used, and a total of 6353 failed boards are

analyzed. Relevant information about the 3 most-commonly occurring faults is provided

in Fig. 4.61.

To evaluate the performance of fault diagnosis by training binary classifiers, the 15

most-commonly occurring faults are selected. These 15 faults make up 67.8% of the failed

cases for Board 1 and 76.5% for Board 2. The number of failed cases for each functional

fault for Board 2 is shown in Fig. 4.7. Each fault that is not in the top-15 list causes only

a few failed cases. However, the number of features (i.e., the number of functional tests in

our application) is large. In the machine learning domain, the “curse of dimensionality”

indicates that when the number of features increases, the amount of samples needed for

accurate prediction grows exponentially [126]. Even with the help of feature selection and

extraction, it is hard for both traditional machine learning and online incremental learning

to accurately build classifiers for these faults with so few samples. Therefore, we focus on

1 Details about other faults are withheld due to confidentiality reasons.
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Figure 4.6: Details about faults in the boards.
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Figure 4.7: Number of failing boards for each functional fault for Board 2.

the 15 most-commonly occurring faults to evaluate the performance of the proposed binary

solution.

To evaluate the performance of fault diagnosis based on multi-class classifiers, we train

an 11-class classifier for each board design. These 11 classes consist of the 10 most-

commonly occurring faults and an extra class that combines all the other types of faults.

Due to the high complexity of training a multi-class classifier, it is even harder to learn for

these faults with so few samples. Therefore, we focus on the 10 most-commonly occurring

faults to evaluate the performance. The boards that are predicted as other faults are sent

to the diagnosis department for further assessment.

The diagnosis algorithms were implemented in Python as parts of the scikit-multiflow

[127]. The experiments were conducted on a machine equipped with four 8-core Intel Xeon
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2.4-GHz processors with 64 GB of RAM.

We use the Interleaved-Test-Train method introduced in Section 4.2 to evaluate the

performance on streaming data. We use the statistical metrics of precision (PR) and

recall (RE ) to evaluate the percentage of incorrect functional fault diagnosis based on

binary classifiers. For a functional fault Fj , these metrics are defined as follows: PR =

TP/(TP + FP), and RE = TP/(TP + FN ), where TP denotes the number of boards with

fault Fj that are correctly predicted to have fault Fj . The metric FP denotes the number

of boards without fault Fj that are erroneously predicted to have Fj , and FN denotes the

number of boards with functional fault Fj but are erroneously predicted not to have Fj .

Moreover, in order to evaluate the balance between the PR and RE, the F1-score metric

is used to fairly evaluate the performances of various algorithms. The higher the F1-score,

the better is the performance. The F1-score is defined as the harmonic mean of PR and

RE : F1-score= 2× PR × RE/(PR + RE ).

In order to assess the performance of the multi-class classifier and its ability to accu-

rately predict the root cause of failure on new boards, we use the top-N accuracy metric.

We define top-1 accuracy in (4.1) as the success rate corresponding to the case that the

actual faulty component of a board is identified and placed at the top of the list of candi-

dates. We also define top-2 accuracy (top-3 accuracy) as the success rate corresponding to

the case that the actual faulty component of a board is in the first two (three) positions in

the list of candidates.
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Figure 4.8: Comparison of training time between traditional SVM, sliding-window
SVM and PA for Board 1.

4.6.2 Performance of Online Incremental Learning Algorithms for Binary Classi-

fiers

To simplify the analysis, we begin our experiments by assuming that the samples in a

data stream arrive in evenly-sized data chunks. We trained three diagnosis systems using

traditional SVMs, sliding-window SVMs, and PA, respectively. For the traditional SVM

method, we assume that all the data can be stored in fast-access memory. When a new

data chunk arrives, a new classifier is trained from scratch using all samples that have been

received before the current timestamp. Sliding-window SVM trains a classifier from scratch

using only the samples from the current data chunk. When a new data chunk arrives, the

PA method updates the previously-trained classifier using only the samples from the current

data chunk. The memory requirement of data storage for the sliding-window SVM method

and the PA method remains constant in each epoch. However, the memory requirement of

data storage for the traditional SVM method increases linearly with the number of received

samples. For Board 1, at the end of the last epoch, the memory requirement for traditional

SVM is 128 times larger than that for PA. This memory requirement gap between the two

methods grows as the number of received samples increases. In reality, the manufacturing
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data for thousands of boards in high-volume production needs to be saved at the same

time, which makes the online incremental learning solution more attractive.

Fig. 4.8 shows a comparison between the above three methods in terms of the normal-

ized training time. These results are obtained for Board 1, and the chunk size is set to 50

samples. We can observe that the training time for the sliding-window SVM method and

the PA method remain nearly constant in each epoch. However, the training time for the

traditional SVM method increases almost linearly with the number of received samples.

At the end of the last epoch, the training time for traditional SVM is 29 times longer than

that for PA. Experimental results for other chunk sizes show similar results.

The performance of many online learning algorithms depends on the chunk size [111,

128]. Therefore, we evaluate the accuracy of fault diagnosis for different chunk sizes. We

adopt two traditional batch-based algorithms, i.e., SVM and XgBoost, to streaming data

using a sliding window. XgBoost is an optimized gradient boosting algorithm that has

been shown to be effective for various data-analysis tasks [65]. We also select two typi-

cal incremental learning algorithms, namely Multinomial Naive Bayes and PA. The Naive

Bayes algorithm trains probabilistic classifiers based on Bayes Theorem, and the Multino-

mial Naive Bayes incorporates the frequency of failures into the Naive Bayes model [129].

We also train a diagnosis system based on traditional SVMs, which trains new classifiers

from scratch using all samples that have been received before the current timestamp. We

vary the chunk sizes from 10 to 500, and compare these four algorithms in terms of the

F1-score. The results for Board 1 and Board 2 are shown in Fig. 4.9(a) and Fig. 4.9(b).

The training time for traditional SVM is much longer than that for other algorithms.

However, the longer training time does not necessarily lead to better fault diagnosis. This
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Figure 4.9: Comparison of F1-score between different algorithms with varying
chunk sizes.

is because traditional SVM is influenced by all the samples, including the samples obtained

at an early stage, Therefore, it cannot adapt to concept drift quickly, and it is not suitable

for streaming data. When the chunk size is small, the incremental learning algorithm (PA),

obtains much higher F1-score. For example, when the chunk size is 50, to identify faults

for Board 1, a PA-based diagnosis system is successful for 78.3% of the boards on average,

while this figure is only 30.8% for SVM-based diagnose. However, when the chunk size

is sufficiently large, a batch-based algorithm, such as SVM, achieves better performance.

Experimental results for Board 2 show similar results.

These results are along expected lines. When the chunk size is small, the sliding window
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uses only a small amount of current data, not enough information can be learned, and hence

an under-fitting classifier is trained. However, online-incremental learning algorithms are

more effective. Instead of training a classifier from scratch, they use the data from the

current data chunk to update a previously-trained classifier, so less information is needed,

and better performance can be obtained. Note that, when the chunk size is sufficiently

large, an effective classifier can be trained using only the current data. Since the data

distributions of the incoming data tend to be similar to the most recent data in many

real-life applications, the classifiers trained by incremental learning algorithms are affected

by previous information, which adversely affect the quality of diagnosis.

In order to simulate the scenarios with fast concepts drifts, we down-sample the original

dataset by 3 (i.e., we select one sample out of every three samples). Results in Fig. 4.9 have

shown that the sliding-window SVM method and the PA method provide high performance

for fault diagnosis. Therefore, we vary the chunk sizes from 10 to 500, and compare the

sliding-window SVM and the PA in terms of the F1-score. The results for Board 2 are

shown in Fig. 4.10. For almost all the chunk sizes, PA achieves better performance than

the sliding-window SVM. PA also achieves the overall best performance. These results

indicate that PA is suitable for handling the scenarios where the statistical properties of

functional errors change quickly over time.

We also compare the performance between PA (introduced in Section 4.3.2) and im-

proved PA (introduced in Section 4.3.3). We vary the chunk sizes from 10 to 500, and the

results for Board 1 and Board 2 are shown in Fig. 4.11(a) and Fig. 4.11(b). For almost all

the chunk sizes, the improved PA algorithm achieves better performance. On average, an

improved PA-based diagnosis system is successful for 71.5% of the boards, while this figure
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Figure 4.10: Comparison of training time between sliding-window SVM and PA
for Board 2 with fast concept drift.

is 73.7% for PA-based diagnosis.

4.6.3 Performance of Online Incremental Learning Algorithms for Multi-Class Clas-

sifiers

To evaluate the performance of online incremental learning algorithms for multi-class clas-

sifiers, we also begin our experiments by assuming that the samples in a data stream

arrive in evenly-sized data chunks. We trained three diagnosis systems using traditional

RF, sliding-window RF, and ARF, respectively. For the traditional RF method, we as-

sume that all the data can be stored in fast-access memory. When a new data chunk

arrives, a new classifier is trained from scratch using all samples that have been received

before the current timestamp. Sliding-window RF trains a classifier from scratch using

only the samples from the current data chunk. When a new data chunk arrives, the ARF

method updates the previously-trained classifier using only the samples from the current

data chunk.

Fig. 4.12 shows a comparison between the above three methods in terms of the normal-

ized training time. These results are obtained for Board 2, and the chunk size is set to 50

samples. We can observe that even though the training time for the ARF method is much

higher than the training time for the sliding-window RF method, they both remain nearly
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Figure 4.11: Comparison of F1-score between PA and improved PA with varying
chunk sizes.

constant in each epoch. However, the training time for the traditional RF method increases

almost linearly with the number of received samples. At the end of the last epoch, the

training time for traditional SVM is three times more than that for ARF. Experimental

results for other chunk sizes show similar results.

Moreover, the performance of online learning algorithms also depends on the chunk

size. Therefore, we compare the top-1, top-2 and top-3 accuracy of fault diagnosis for

traditional RF, sliding-window RF and ARF with different chunk sizes. The results for

Board 1 and Board 2 are shown in Fig. 4.13(a) and Fig. 4.13(b), respectively. Compared
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Figure 4.12: Comparison of training time between traditional RF, sliding-window
RF and ARF for Board 2.

with the traditional RF method, the incremental learning algorithm (ARF) uses shorter

training time, while obtains almost similar diagnosis accuracy for all chunk sizes from 10 to

500. When the chunk size is large, for Board 1, ARF provides slightly higher accuracy; for

Board 2, the batch-based algorithm (sliding-window RF) provides slightly higher accuracy.

For smaller batch sizes, ARF clearly outperforms sliding-window RF.

4.6.4 Performance of the Hybrid Online Learning Algorithm

We first evaluate the effectiveness of the proposed hybrid online learning algorithm for

binary classifiers in terms of F1-score. Section 4.6.2 has shown that the sliding-window

SVM method, the PA method and the improved-PA method provide high performance for

fault diagnosis. Therefore, we choose the sliding-window SVM as the batch-based model for

the hybrid algorithm; we choose either the PA or the improved-PA as the online-learning

model for the hybrid algorithm. Then, we use the F1-score of functional fault diagnosis as

the criterion to compare these three basic models and the proposed hybrid algorithm. We

use all the boards and simulate the real-world scenario that the data for varying numbers

of failed boards are collected at different times. The average F1-score for two boards

using the complete streaming data is shown in Fig. 4.14. We observe that the proposed
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Figure 4.13: Comparison of top-N accuracy between different algorithms with
varying chunk sizes.

hybrid algorithm always achieves better performance than all the basic models. The hybrid

model based on SVM and improved-PA achieves the best performance. On average, the

F1-score equals 0.573 for sliding-window SVM, 0.740 for PA, and 0.765 for improved-PA.

The proposed hybrid online learning algorithm improves the F1-score to 0.810. Moreover,

instead of assuming the samples arrives in a data stream, we also build a fault diagnosis

model by assuming that we have access to a static and complete dataset for the model

training. The F1-score that can be achieved in this static scenario is denoted by red

dashed lines in Fig. 4.14. The F1-score provided by the static method is 0.866 for Board
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Figure 4.14: Comparison of F1-score between different algorithms.

1 and 0.847 for Board 2, which can be thought of as “ceilings”. We observe that, with the

help of the online learning algorithm and the proposed hybrid algorithm, the performance

gap between the “ceiling” and the actual online fault-diagnosis reduces from 0.285 to 0.048

in terms of the F1-score.

Next, we evaluate the effectiveness of the proposed hybrid online learning algorithm

for multi-class classifiers in terms of top-N accuracy, where N = 1, 2, 3. We simulate the

real-world scenario that the data for varying numbers of failed boards are collected at

different times. The comparison of top-N accuracy between applying sliding-window RF,

ARF and the hybrid algorithm is shown in Fig. 4.15. We observe that, compared with the

sliding window RF, ARF greatly improve the top-1, top-2 and top-3 accuracy. Moreover,

we also build a fault diagnosis model by assuming that we have access to a static and

complete dataset for the model training. The top-N accuracy that can be achieved in this

static scenario is denoted by red dashed lines in Fig. 4.15. We observe that, for the top-

1 accuracy, both ARF and the hybrid algorithm achieve higher accuracy than the static

setting. This is because the percentage of each type of fault may drift along with time.

With a static assumption, the classifier can only learn the overall percentage of each class,

while the online learning algorithms are able to learn the percentage distribution among

the most recent samples. If there is no drift, the accuracy provided by the static method
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can be thought of as a “ceiling”. In that sense, the proposed solution is able to reach this

ceiling. On average, the top-1 accuracy equals 52.1% for sliding-window RF and 65.3%

for the hybrid algorithm; the top-2 accuracy equals 68.6% for sliding-window RF and the

hybrid algorithm improves it to 81.3%; the top-3 accuracy improves from 78.3% to 91.4%.

4.7 Conclusions

Functional fault diagnosis using traditional machine-learning algorithm requires an exces-

sive amount of training time and it cannot quickly adapt to concept drift for high-volume

manufacturing data. We have presented a diagnosis system based on online learning algo-

rithms and incremental updates. Online learning significantly reduces training time while

ensuring high diagnostic accuracy. The proposed hybrid online learning algorithm concur-

rently implements two basic models and adaptively chooses the better one for each data

chunk, hence it further improves diagnosis accuracy. Two boards from high-volume pro-

duction have been used to demonstrate the effectiveness of the online incremental learning

flow and the proposed hybrid algorithm.
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5

Knowledge Transfer in Board-Level Functional

Fault Identification

Efficient board-level functional fault diagnosis remains an open problem, and there is no

state-of-the-art tool that can locate the root cause of failures with high accuracy. This is

because the board-level working environment is different from the environment for chip-

level standalone testing [41]. Therefore, a board may fail functional test even if all chips on

it pass automated test equipment (ATE) tests [41]. The cost associated with the testing,

diagnosis and repair is one of the highest contributors to board manufacturing cost [44].

As discussed in Chapter 4, the machine learning-based diagnosis workflow can identify

board-level functional faults with high accuracy. However, the prediction accuracy is low

when a new board has a limited amount of fail data and repair records.

In this chapter, we propose a functional fault identification workflow that can effectively

transfer the knowledge learned from a mature board (i.e., source domain) to a new board

(i.e., target domain) [104]. The performance of knowledge transfer depends on the similarity

between the two boards. Therefore, in the first step, we design a metric to evaluate the
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similarity between the mature board and the new board. Second, based on the calculated

similarity, we select an appropriate domain-adaptation method. For pairs of boards with

high similarities, a homogeneous domain-adaptation method is carried out, which combines

sampling and re-weighting techniques. For pairs of boards with a large number of unique

(dissimilar) test items, a heterogeneous domain-adaptation method is adopted, which uses

semi-supervised learning to transfer data from the source domain to the target domain, and

assigns instances with different weights based on their capabilities of adaptation. Moreover,

in a real manufacturing process, domain adaptation is only required in the early stage when

limited test and repair records are available for a new product. As the amount of test data

and repair records of a new product increases, we have sufficient data to directly train an

accurate functional fault identification model. Therefore, in the third step, we concurrently

maintain a domain-adaptation model and a model trained using target-only data. When we

receive new repair records, we evaluate the performance of these two models and determine

if the model trained using target-only data outperforms the domain-adaptation model. If

the answer is affirmative in two consecutive evaluations, we can conclude that sufficient

data has been collected for the new product, and we no longer need to transfer knowledge

from the mature board.

The rest of the chapter is organized as follows. Section 5.1 presents the motiva-

tion of transferring knowledge in the fault-diagnosis problem. Section 5.2 formulates the

fault-diagnosis problem using domain adaptation techniques. Section 5.3 introduces the

workflow of the proposed knowledge-transfer diagnosis method. Section 5.4 provides an

overview of domain-adaptation algorithms for transferring a trained model to new prod-

uct, and presents the details of the algorithms that we have utilized for fault diagnosis.
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Section 5.5 describes another scenario, where a large portion of test items are different be-

tween products (i.e., heterogeneous domain adaptation), and presents details of the specific

(“cross-domain landmark selection”) algorithm that we have utilized for model transfer.

Experimental results for boards in high-volume production are presented in Section 5.6.

Section 5.7 concludes the chapter.

5.1 Motivation

As discussed in Section 1.3, the cost associated with the testing, diagnosis and repair is

one of the highest contributors to board manufacturing cost [44]. Rule-based diagnosis

approaches take the form “IF syndrome(s), THEN fault(s)” to locate faults, based on the

knowledge of experienced technicians [46]. Model-based approaches construct approximate

representations of the system under diagnosis [47]. However, the success of these two meth-

ods depends on the expertise of a technician who is familiar with the system. As boards

become increasingly complex, it is becoming extremely difficult to acquire the necessary

knowledge.

To overcome the experience-acquisition bottleneck, machine-learning techniques have

recently been advocated for board-level functional fault identification. An adaptive diag-

nosis based on the decision tree model was proposed in [48]. An approach that combines

the benefits of artificial neural networks (ANNs) and support vector machines (SVMs)

through weighted majority voting was proposed [49], and it further improves the accuracy

of board-level fault identification. A functional fault diagnosis system that handles missing

data was proposed in [50]. Moreover, since the large volume of manufacturing data and

test data comes in a streaming format and exhibits time-dependent target attributes (i.e.,

concept drift) [105] [103], an online incremental learning workflow has been proposed for
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board-level functional fault identification [102]; these methods save training time and are

able to adapt to concept drift. The above methods leverage advanced machine-learning

algorithms by extracting knowledge from historical records of successfully repaired boards.

However, a drawback of all the above diagnosis methods is that they require a sufficient

number of failed boards and the corresponding repair records to train a good model. In

reality, it takes several months to accumulate an adequate database for training a diagnosis

system with acceptable performance. Therefore, during the initial product ramp-up phase,

it is not feasible to build a diagnosis system using traditional machine-learning algorithms

due to lack of data. To save time and the effort of collecting labeled data, it is important

to transfer the knowledge learned from a mature product to the diagnosis model of a new

product, such that the new diagnosis model can not only learn from its own failing boards,

but also from other failing boards of the mature product. However, different test items are

designed for different products, and their test results may obey different data distributions

even if the same test item is considered. The direct application of a trained model to a new

product with different test items (i.e., features) and test results (i.e., data distribution)

is likely to fail. A knowledge-transfer approach was recently proposed for board-level

functional fault diagnosis, which directly maps a trained model to a new product based on

common keywords and board-structure similarities [130]. However, this approach requires

the knowledge of board designs and test strategies to map the trained model. Moreover,

it also ignores the fact that different data distributions may be observed even if a direct

model mapping can be found. On the other hand, domain adaptation (a.k.a. transfer

learning) has been extensively studied in the machine learning community [131–140].

The objective of domain adaptation is to develop learning algorithms that can adapt to
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differences between domains and be easily transferred from one dataset (i.e., source domain)

to another dataset (i.e., target domain). In our board-level functional fault identification

task, the source domain consists of test data (i.e., instances) and repair records (i.e., labels)

of a mature product, while the target domain consists of data from a new product of

interest. In the target domain, only a small volume of test data is collected, and even

less repair records are available in the ramp-up phase. A number of algorithms have been

proposed for domain adaptation in the literature, and most of them are designed based

on the idea of aligning differences or bias between domains. Domain-invariant methods

were proposed to represent data from both domains with a common lower-dimensional

subspace [139, 140]. Even if both domains share the same feature space, the importance

of each feature in different domains may vary from each other. A feature augmentation

method copies each feature in the original feature space with three versions (a general

version, a source-specific version and a target-specific version), and assigns different weights

to different versions [138]. Besides considering the differences between features, we can also

consider the different importance of samples. Weighting samples based on their adaptation

capabilities to the target domain was proposed [136,137]. Moreover, for knowledge transfer

between domains that lie in different subspaces, which is also referred to as heterogeneous

domain adaptation, subspace mappings were proposed [132–135].

We propose a board-level diagnosis workflow that utilizes domain adaptation to trans-

fer the knowledge learned from a mature board to a new board in the ramp-up phase.

First, a metric is designed to evaluate the similarity between products, and based on the

calculated value of the similarity, either a homogeneous or a heterogeneous domain adapta-

tion algorithm is selected. Second, these domain adaptation algorithms utilize information
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from both the mature and the new boards with carefully designed domain-alignment rules

and train a functional fault identification classifier.

5.2 Problem Formulation

Machine learning-based functional fault-identification models exploit knowledge from test

results and corresponding repair records, without requiring a detailed understanding of

the complex functionality of boards. This problem can be formulated as a supervised

classification problem, where a complete set of learning data consisting of pairs {(x, y)}.

Each instance x is associated with a unique label y, and we refer to each instance-label

pair (x, y) as a sample. In our application, since different products may have different fault

candidates, we train a binary classifier to diagnose each target fault. For a fault Fj , an

instance x is a vector of functional test results. We label each board whose failure can be

attributed to the functional fault Fj with “+1” and other boards with “−1”. The learning

algorithm constructs a classifier that outputs a class prediction for a given instance. Let us

take a faulty radio-frequency (RF) switch on a board as a sample. Suppose that the results

of three groups of tests (transmission test, receiving test, and LED test) are collected for

each board. Suppose that a board fails two transmission tests and has an RF switch fault.

Then its test record is logged as x = (2, 0, 0), and its label is y = 1.

The diagnosis accuracy improves when more successfully repaired boards are available

for training the diagnosis system. However, there exists a significant knowledge gap in

the initial product ramp-up stage. In reality, a successful product typically experiences

multiple updates and there are often similar products during a period of time. We propose

a workflow that transfers the knowledge learned from a mature board to the diagnosis

model of a new board, and trains a supervised learning model to identify board-level
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functional fault using a large number of samples from the mature product (i.e., source

domain) and a limited number of samples from the new product (i.e., target domain).

To differentiate between these two domains, we use subscripts S and T to represent the

source domain and the target domain, respectively. For example, source-domain data is

denoted as {Xs, ys} = {(xsi , ysi )}
ns
i=1, where ns is the number of learning samples in the

source domain, and each instance xs ∈ Rds , where ds denotes the dimensionality of the

source-domain feature space. Similarly, data pairs from the target domain are denoted by

{Xt, yt} = {(xti , yti )}nt
i=1, where nt is the number of samples in the target domain, and

each instance xt ∈ Rdt , where dt denotes the dimensionality of the target-domain feature

space. Typically, we have much more data from the source domain than from the target

domain (ns >> nt). Note that ds is not necessarily equal to dt, because different test items

may be applied to different products.

5.3 Knowledge Transfer

The objective of knowledge transfer is to transfer the knowledge learned from a mature

board to a new board in the ramp-up phase. The performance of knowledge transfer

depends on the similarity between the two boards. Therefore, a similarity-evaluation metric

is required. Moreover, in our application scenario, domain adaptation is only required in

the early stage when limited test and repair records are available for a new product. As the

volume of test data and the number of repair records of a new product increase, we would

have sufficient data to directly train a well-performed model. Therefore, the proposed

knowledge-transfer diagnosis workflow consists of three steps: (1) evaluate the similarity

between the mature board (i.e., source domain) and the new board (i.e., target domain);

(2) select a domain-adaptation method based on the calculated similarity; (3) check the
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Figure 5.1: The proposed knowledge-transfer method.

necessity of carrying out domain adaptation. Fig. 5.1 illustrates the proposed flow.

In the first step, we evaluate the similarity between the feature domains of the two

products. A naive approach is to directly calculate the percentage of common test items

between these two products. For example, suppose that both the mature board and the

new board have 500 test items, and these two boards share 450 out of the 500 test items.

Using the naive evaluation metric, we obtain a large percentage value of 90%. A large

percentage value indicates that most test items for the new board can find a direct map

among the test items for the mature board. However, this approach does not consider

the fact that the importance of each test item (i.e., feature) varies greatly in the diagnosis

model. Using the same example, it is possible that the remaining 50 distinct test items are

the features that contribute most to the diagnosis classifier, and this information is ignored

by the naive metric.

To avoid the influences of trivial features, a feature-selection algorithm is first carried

out among source-domain data. In this chapter, we adopt a feature-selection method based

on information value (IV ) [62]. For each test item (i.e., feature), a large IV implies a strong

correlation between the test item and the target fault. Thus we keep the test items with

large IVs and refer to them as key test items. Then, among these key test items, we
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Table 5.1: An example of IV for test items.

Test

item

Transmission

test for

Channel 1

Transmission

test for

Channel 2

Output

power test
LED test

IV 0.7 0.6 0.1 0.0

calculate the proportion of test items that are also used for the new product. A large

proportion indicates high similarity. Let us take a faulty radio-frequency (RF) switch on

a board as an example. Suppose that four tests (i.e., transmission test for Channel 1,

transmission test for Channel 2, output power test, and LED test) are carried out for the

mature product. The IV of these four tests are calculated and shown in Table 5.1. If we

select the test items with an IV larger than 0.5, only the transmission-related tests (marked

with bold font in the table) are considered as the key test items. For the new board, suppose

that three common test items (i.e., transmission test for Channel 1, transmission test for

Channel 2, and output power test) and one distinct test item (i.e., eye pattern test) are

used. The similarity is calculated as the proportion of key test items that are carried out in

the new product: 2/2 = 100%, since all the important transmission-related tests are carried

out in both products. Note that the feature-selection step is only carried out among the

old boards. This is because only a few repair records are available for the new boards The

use of such a small amount of repair data may easily lead to undesirable randomness in

feature selection.

In the second step, using the metric designed in the first step, we can determine whether

the feature spaces of the source product and the target product are similar. As shown in

Fig. 5.1, for two products with high similarities between them, the model transferring prob-

lem can be simplified using a homogeneous domain-adaptation algorithm. A homogeneous
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domain-adaptation method is introduced in Section 5.4, which combines sampling and

re-weighting techniques. For the products with a large number of unique (dissimilar) test

items, a heterogeneous domain adaptation method should be selected. A heterogeneous do-

main adaptation method is introduced in Section 5.5, which uses semi-supervised learning

to transfer data from the source domain to the target domain, and assigns instances with

different weights based on their adaptation capability. No matter which domain adapta-

tion method is selected, the key point is that we try to eliminate the bias between different

domains, and use the data from both the source domain and the target domain to train a

supervised diagnosis model. In this way, the diagnosis model for the new product is trained

with a sufficient amount of test data and repair records.

In the third step, we concurrently maintain two diagnosis models. One model is trained

using the domain adaptation method selected in the previous step. Another supervised

model is trained only using data from the target domain (shown as the red module in

Fig. 5.1). The proposed flow compares the performances of these two models regularly,

and determines which model should be selected. Technicians repair the board using the

prediction made by the selected diagnosis model, and true repair record is obtained by

checking whether the repair is successful. If the repair attempt is not successful, a more

time-consuming manual-diagnosis step would be carried out. When we receive a batch of

new repair records, we evaluate and compare the performances of these two diagnosis mod-

els. In the early stage, the domain-adaptation model shows better diagnosis performance,

and hence it is always selected. Subsequently, when the model trained using target-only

data outperforms the domain-adaptation model in two consecutive evaluations, we con-

clude that sufficient data has been collected for the new product, and we no longer need
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to transfer the knowledge from the old board.

5.4 Homogeneous Domain Adaptation

5.4.1 Domain Shifts

Domain is defined as a combination of three components, i.e., an input space X, an output

space Y and an associated probability distribution p(x, y). For domain adaptation tasks,

we have a source domain and a target domain. Two domains are considered as being

different when any of these three components are different.

Human learners appear to have an inherent mechanism to transfer knowledge between

two similar tasks in different domains. However, most machine learning algorithms are

designed to only address a single-domain task. When training data and test data are unbi-

ased samples of the same domain, a well-trained model can accurately predict the testing

data. When the training data and testing data have different domains, these algorithms

cannot directly recognize and apply relevant knowledge from previous learning experiences

to a new domain, and hence the prediction error increases. To help machine-learning al-

gorithms adapt to different domains, we need to clearly identify the differences between

domains. There are three major categories of differences between a source and a target

domain, i.e., prior shift, covariate shift, and concept shift [141].

For prior shift, the prior probabilities of belonging to the same class are different in

the source and the target domains (ps(y) 6= pt(y)), but the conditional distributions are

equivalent (ps(y|x) = pt(y|x)). In functional fault diagnosis, the same conditional distribu-

tion ensures the following desirable outcome: When test results indicate the same pattern

(e.g., failed in the same combination of test items for the same number of times), the same

root cause is identified in both products. Different prior probabilities describe the scenario
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that the source and the target domains have different class proportions. For example, for

a target fault Fj , the proportion of failed boards with Fj in a mature product is much

higher than the proportion in a new product, because a more reliable design is reflected in

the new product due to yield learning. In this scenario, if we directly utilize the previously

trained classifier, we may erroneously predict some boards to have Fj .

For covariate shift, the data distributions are different (ps(x) 6= pt(x)), while the con-

ditional distributions are equivalent (ps(y|x) = pt(y|x)). In functional fault diagnosis,

different data distributions describe the scenario that the probabilities that a specific test-

result pattern exists are different in different products. For example, a board failing a

transmission test always indicates a defect in a transmission module. However, the new

product might have a higher requirement for the transmission power, which can lead to a

higher failure rate on this test item. In this scenario, if we directly utilize the previously

trained classifier, this test item may dominate over the other test patterns and lead to false

alarms for the transmission module.

For concept shift, the data distributions remain constant (ps(x) = pt(x)) while the

conditional distributions change (ps(y|x) 6= pt(y|x)). In our application, concept shift

describes the scenario that the probabilities of obtaining the same test-result pattern in

different products are equal. However, given a same test-result pattern, different conclu-

sions about root causes may be drawn for different products.

Consistent with the above description, in our dataset, prior shifts and covariate shifts

contribute most to the differences between the source and the target domains. Next, we

explain the adaptations to these two shifts in more detail.
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5.4.2 Adaptation to Prior Shift

To adapt to a prior shift, we re-weight the source-domain classes with sampling techniques

to achieve identical class proportions compared to the target domain. The class-based

weighting technique has been extensively studied to handle datasets with imbalanced classes

in traditional machine-learning settings [142]. For example, in manufacturing test, the

number of failed chips is much smaller than the number of all-passed chips. Without class-

based weighting, a trained classifier would prefer to predict a chip as an all-passed chip,

which belongs to a majority class, to maximize the accuracy of prediction. To avoid this

unwanted behavior, oversampling and undersampling are carried out. Similarly, to ensure

that a classifier trained on a source domain can achieve the best prediction performance

on a target domain, we need to inform the classifier with the target domain’s class portion.

Example: Suppose that the proportion of failed boards that have a faulty optical transceiver

module in the old product is 20%. Suppose that in the new product, a more reliable design

is adopted, and hence the proportion of failed boards that have this faulty part is 5%. To

adapt to the shift of class proportions, we randomly replicate the data of failed boards

without a faulty optical transceiver for 4 times, to form the same class proportions in these

two products.

5.4.3 Adaptation to Covariate Shift

The covariate shift indicates the different probabilities of seeing an instance. This mo-

tivates us to re-weight individual instances to correctly reflect the probability under the

target distribution. To determine the appropriate weights for each instance, a re-weighting

algorithm based on logistic regression was proposed in [143].

The logistic-regression-based re-weighting algorithm is composed of 3 steps: (1) label
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Figure 5.2: The comparison between domain adaptation with and without re-
weighting.

all source instances as 1, and label all target instances as −1; (2) train a logistic regression

model, which predicts the probability of an instance belonging to the target domain. (3)

reweight source instances with the predicted probability. This approach works because the

source instances similar to the target instances are assigned larger weights, which alleviates

the problem of biased data distributions between the source domain and the target domain.

For example, as shown in Fig. 5.2(a), we have a one-dimensional binary classification

problem, and the instances can be present along with a horizontal line. The real scenario

is that the instances located between the two dashed lines belong to a negative class,

while instances located outside these two lines belong to a positive class. The source and

the target instances obey Gaussian distributions, which are centered at these two dashed

lines, respectively. As shown in Fig. 5.2(b), when we train a linear classifier using data

from the source domain, a classifier boundary similar to the right dashed-line may be
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obtained. Therefore, anything on the right side of the classifier is considered as positive,

while anything on the left side is considered as negative. In this way, the left-most instance

in the source domain is misclassified, However, the Gaussian distribution indicates that

source instances at this position have an extremely low probability, and hence it is ignored.

Therefore, this trained classifier makes poor predictions on the target domain instances by

predicting all of them as negative.

To address this problem, we carry out re-weighting following the steps introduced

earlier. A logistic regression model predicts the probability that an instance x belongs to

the target domain as pθ(x), and hence the probability of belonging to the source domain

is 1 − pθ(x), where θ is the parameter in the logistic regression. For each source instance

xsi we assign an instance weight of wi = pθ(x
s
i)/(1 − pθ(xsi)). For example, suppose that

an instance x is predicted as having zero probability of belonging to the target domain

(pθ(x) = 0); in this case, it is assigned a weight of wi = 0/(1− 0) = 0. It is reasonable to

ignore instances that have zero probability of existing in the target domain. In this way, as

shown in Fig. 5.2(c), the left-most instance in the source domain gets a significantly large

weight, because it is similar to target instances. The right-most instances get relatively

small weights, because they are completely different from target instances. Using weighted

data to train a binary classifier, the new decision boundary is located close to the left

dashed line, which is appropriate for the target domain.

Example: In functional fault diagnosis, suppose that the new product has a higher re-

quirement for the transmission power, which can lead to a higher failure rate on the test of

transmission power. By carrying out the re-weighting algorithm, boards from the old prod-

uct that fail the transmission-power test are assigned higher weights during the training
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process, because many new boards can potentially fail this test item.

5.5 Heterogeneous Domain Adaptation

5.5.1 Overview

Homogeneous domain adaptation (DA) approaches assume that data from the source do-

main and target domain have the same dimensionality and share identical feature spaces.

However, this assumption may not hold for many real-world applications. For example,

besides the common test items shared by different products, some unique test items are

desgined to test board-specific functions. Heterogeneous domain adaptation (HDA) tackles

domain adaptation problems with different cross-domain feature spaces.

HDA algorithms can be divided into two categories: (1) project data from one domain

to the other [132,133]; (2) project data from different domains to one shared latent subspace

[134,135]. Formally, we denote the source-domain and target-domain instances as Xs and

Xt, respectively. It is possible to learn an asymmetric transformation matrix A to map

source-domain instances to target-domain instances by aligning AXs andXt. Alternatively,

we can learn two feature mapping matrices P and Q to transfer the source domain and

target domain instances to a new latent feature spaces such that the difference between

PXs and QXt is reduced.

For both groups of methods, the major challenge lies in bridging the disjoint cross-

domain feature spaces. Supervised HDA methods tackle this problem by building connec-

tions based on the existence of a small set of labeled instances in the target domain. The

key idea is to ensure that after transformation, instances with the same label are close

while those of different labels are far from each other [132–135]. However, the performance

of these methods depends on the number and quality of the labeled instances in the target
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domain. To further exploit unlabeled instances from the target domain and improve the

learning performance, semi-supervised HDA methods have also been studied [144–146].

5.5.2 Learning Cross-Domain Landmarks for HDA

Cross-domain landmark selection (CDLS) method uses semi-supervised learning to transfer

data from the source domain to the target domain [145]. Instead of viewing all cross-domain

data to be equally important during domain adaptation, CDLS identifies the adaptation

capability of each instance by solving a constrained optimization problem.

We use the notations described in Section 5.2. Data from the source domain is denoted

as {Xs, ys} as shown in Fig. 5.3, while data in the target domain {Xt, yt} can be further

partitioned into two parts, i.e., labeled data (with repair records) and unlabeled data

(without repair records). This is because, in reality, technicians need to run additional

functional tests and measurements to locate the root cause of the failure, and this process

may take up to several days, or even several weeks if the board remains faulty after a

suspect component is replaced [43]. Therefore, in the early stage, only a small volume of

test data is collected, and even less repair records are available. To differentiate the labeled

and unlabeled data pairs from the target domain, we use subscripts l and u, respectively.

Labeled data pairs from the target domain are denoted as {Xl, yl} = {(xli , yli )}
nl
i=1, where

nl is the number of failed boards with repair records from the new product. The remaining

unlabeled instances are also considered during the adaptation process in CDLS; these are

denoted as Xu = {xuj }
nu
j=1, where nu is the number of failed boards that have not been

repaired from the new product, and nt = nl + nu.

Before projecting test results from the mature board (i.e., source domain) to the new

board (i.e., target domain), we carry out feature extraction among all the new-board
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Figure 5.3: Source-domain data.
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Figure 5.4: Feature extraction using PCA.

instances using principal component analysis (PCA) and convert the test results of the

new board into an m-dimensional subspace, where m is set to a fixed value which defines

the dimensionality after extraction. The goal of this dimensionality-reduction step is to

prevent potential overfitting caused by the projection of data with high dimensionalities.

For example, in Fig. 5.4, the original test results are shown in the left table, and the

dimensionality is 4, since there are 4 test items. Using PCA, we extract and convert the

important test items into a 2-dimensional subspace as shown in the right table. In this

chapter, we use the same notation for the target-domain data after PCA transformation

for simplicity, i.e., {Xl, yl} and {Xu}.

Next, we learn a feature transformation matrix A ∈ Rm×ds to project the test results

from the mature board to the PCA subspace of the new-board test results. The goal of this

method is to associate cross-domain test results XsA
> with Xt in the derived subspace.
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Such an association is achieved by eliminating the domain bias via two ways: (1) match-

ing marginal distributions Pt(Xt) and Ps(XsA
>); (2) matching conditional distribution

Pt(yt|Xt) and Ps(ys|XsA
>). In functional fault diagnosis, the process of matching the

marginal distributions ensures that the probabilities that a specific test-result pattern ex-

ists are similar in different products. The process of matching the conditional distribution

ensures that, when test results indicate the same pattern, the same root cause is identified

in both products. In this way, the test results from the mature board can be mapped to

the new board, and a good classifier can be built.

In order to eliminate these two biases, we utilize repair records and the corresponding

test records (i.e., labeled data) from both boards to optimize the projection. In this way, the

problem of cross-domain matching can be formulated as the minimization of the following

objective function:

min
A

Emargin(A, Xs, ys, Xl, yl)

+Econd (A, Xs, ys, Xl, yl) + λ‖A‖2
(5.1)

where Emargin and Econd denote marginal distributions and conditional distributions, re-

spectively.

Besides using the labeled source-domain data ({Xs, ys}) and the labeled target-domain

data ({Xl, yl}), CDLS further utilizes the information of unlabeled target-domain instances

(Xu). In functional fault diagnosis, these unlabeled target-domain instances are the test

results of the failed boards that have not been correctly repaired by technicians. Although

the corresponding repair records are not available, the data provides us with information

about the distribution of test results. To achieve better adaptation performance, CDLS

also assigns different weights to failed boards based on their importance. We denote the
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weights that are assigned to the failed boards from mature and new products as α ∈ Rns

and β ∈ Rnu , respectively. Note that β includes only the weights for the boards that have

no repair records from the new product. This is because all of the boards with successfully

repair records in the new product (Xl) are considered as the most representative instances,

and hence all of such instances have a weight value of 1, while the other weights recorded

in α and β are in the range of [0, 1]. In this way, the objective function in (5.1) can be

rewritten as follows:

min
A,α,β

Emargin(A, Xs, ys, Xl, yl, Xu, α, β)

+Econd(A, Xs, ys, Xl, yl, Xu, α, β) + λ‖A‖2 (5.2)

s.t. 0 ≤ αi, βi ≤ 1, (5.3)

∑n+
s
i=1 α

+
i

n+s
=

∑n+
u
i=1 β

+
i

n+u
=

∑n−
s
i=1 α

−
i

n−s
=

∑n−
u
i=1 β

−
i

n−u
= δ. (5.4)

where n+s and n−s denote the number of instances in the source domain that belongs to the

positive class and the negative class, respectively. Similarly, n+u and n−u denote the number

of unlabeled instances in the target domain that are predicted as belonging to the positive

class and the negative class, respectively. For example, as shown in Fig. 5.3, n+s equals to

the number of failed boards in the mature product whose failures can be attributed to the

target fault: n+s = 2. Instance weights (α and β) can also be partitioned into two parts

based on the class that an instance belongs to. For example, among the source-domain

instances that belong to the positive class, the weight of the i-th instance is denoted as

α+
i . Similarly, among the unlabeled target-domain instances that belong to the negative

class, the weight of the i-th instance is denoted as β−i . The constraints in (4) require the

average weights in each class to be the same.
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figure/pseudocode_CDLS_crop.pdf

Fig. 2 Pseudocode for the CDLS algorithm.

Algorithm 1: Cross-Domain Landmark Selection (CDLS)
Input: {XS, yS}, {XL, yL}: labeled data; XU: unlabeled

instances; m: PCA dimension; λ, δ: parameters
1 convert XL and XU via PCA to an m-dim subspace;
2 initialize A and ŷU;
3 while no converge do
4 update transformation matrix A;
5 update landmark weights {α, β};
6 update pseudo-labels ŷU;
7 end
8 return ŷU

other and hence affect the performance of domain adaptation.
For the products with a great portion of common test items,
a homogeneous domain adaptation method is introduced in
Section III. For the products with a great portion of unique test
items, heterogeneous domain adaptation method is introduced
in Secion IV. Therefore, the proposed transferring framework
of board-level functional fault identification consists of four
steps: (1) comparison of the similarities between the domains
of source products and target products, (2) selection of either a
homogeneous or a heterogeneous algorithm for domain adap-
tation, (3) checking of the necessaries of domain adaptation.
Fig. ?? illustrates these three steps.

draw a figure to illustrate the flow of framework
In the first step, to compair the similarities between the

domains of two products. The most obvious approach is to
directly compare the test items, and see if a great portion of
them are common test items. However, this approach does not
consider the fact that the importance of different test items
(features) vary greatly in a diagnosis model. For example,
assume that we plan to transfer a model trained on product
S to a new product T , and these two products both have 500

test items. If 450 out of 500 test items are the same, using
the direct approach which calculates the portion of same test
items over the total number of test items, this 90% similarity
indicates that these two products have similar feature spaces.
However, it is highly possible that the remaining 50 test items
are the features that contribute most to the diagnosis classifier.
In this way, it is unreasonable to use this metric for similarity
determination. To avoid the influences of subtle features,
feature-selection algorithm is first carried on in source domain
data. In this paper, we adopt the feature-selection method
based on information value (IV) []. For each test item (i.e.,
feature), IV is a metric that assesses the difference between the
distribution of good chips (whose failure can be attributed to a
specific fault) and bad chips (). A large difference is associated
with a large IV, which implies a strong correlation between
the feature and the prediction label. Thus we should keep the
features with large IV values and referred them as selected
target features. Then we calculate the portion of these selected
source features that can be found in the target domains. If the
portion is larger than a threshold, then we consider the model
transferring can be simplified using a homogeneous domain
adaptation algorithm. On the contrary, a heterogeneous domain
adaptation algorithm should be selected. Note that, we do not
carry out the feature-selection method in the target domain,
this is because, fenerally only limited number of labeled data
are available in the target domain, which may lead to the
randomness of feature selection.

not reasonable, should carry out feature selection (PCA) in
the target domain.

In the second step, using the metrics designed in step 1, we
can determine that whether the source product and the target
product share a great portion of key common test items. If
they are a large similarity is detected, then a homogeneous
domain adaptation method is used, which combines sampling
and re-weighting techniques. Otherwise, a heterogeneous do-
main adaptation method is used, which uses semi-supervised
learning to transfer data from the source domain to the target
domain, and assign instances with different weights based
on their their adaptation capability.The details of step 2 are
explained in Section III and Section IV. The common idea is
that we try to eliminate the bias between different domains,
and use the data from both the source domain and the target
domain to train a supervised diagnosis model. Board-level
functional test data are used as independent variables, and
repair records are used as dependent variables. In this way, the
model is built with sufficient testing data and corresponding
repairing records.

VI. EXPERIMENTAL RESULTS

A. Experimental Setup

Experiments were performed on four industrial boards, three
of which are currently in high-volume production and one of
which is in the ramp-up phase. Relevant information about the
boards is provided in Table I. For example, for Board Design
1, each baord is tested with 613 functional tests, and a total of
6197 repaired boards were collected from the manufacturer’s

6

Figure 5.5: Pseudocode for the CDLS algorithm.

To solve the constrained optimization problem in (5.2), which is with respect to A, α,

and β, iterative optimization is carried out. We alternately optimize the feature trans-

formation matrix A and the instance weights α and β until they converge or a preset

maximum number of iterations is reached. The psuedocode of the CDLS algorithm is

shown in Fig. 5.5. To optimize A (line 4 of Fig. 5.5), we assume that the weights α and

β are fixed. A closed-form solution of A can be found by setting the derivative of (5.2)

to zero. To optimize {α, β} (line 5) given a transformation matrix A, we can solve the

constrained optimization problem in (5.2) using Quadratic Programming solvers [147]. To

predict the functional fault of the unlabeled instances from the target domain (ŷu) (line 6),

we train an XGBoost model [65] using all the transformed data from the source domain

and the data from the target domain with the associated weights (line 7). Details about

these steps are explained in [145]. Note that, in contrast to [145], we use XGBoost instead

of support-vector machines to predict the functional fault , which achieves better results

for our application.

149



Table 5.2: Information about the boards.

Board 1 Board 2 Board 3
Board 4

(ramp-up stage)

Number of

test items
613 604 226 532

Number of

repaired boards
6197 3957 6354 437

5.6 Experimental Results

5.6.1 Experimental Setup

Experiments were performed on four complex boards, three of which are currently in high-

volume production and one of which is in the ramp-up phase. Relevant information about

the boards is provided in Table 5.2. For example, for Board Design 1, each board is tested

with 613 functional tests, and a total of 6197 repaired boards were collected from the

manufacturer’s database. Board Design 4 is at the ramp-up stage with only a few failing

boards. All the boards are optical network terminals from the same series, and hence share

some similarities in design and test.

The diagnosis algorithms were implemented in Python. The experiments were con-

ducted on a machine equipped with four 8-core Intel Xeon 2.4-GHz processors with 64

GB of RAM. In order to assess the performance of domain adaptation, we choose a source

board and a target board at a time from the four available boards. For example, we can use

Board 1 as the source board and Board 2 as the target board. To simulate the real scenario

of carrying out domain adaptation in the early stage, we assume that we have access to

only a small portion of data (5 to 25 repair records from the target class) in the target

board. Therefore, in this example, we train a domain-adaptation model using all the data

150



Board 1 Board 2 Board 3 Board 4
Board 1 100% 88% 90% 96%
Board 2 87% 100% 67% 92%
Board 3 33% 25% 100% 32%
Board 4 84% 81% 76% 100%
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Figure 5.6: Similarity values that are calculated by the naive metric.

from Board 1 and a small portion of data from Board 2, and we evaluate the performance

on the remaining data from Board 2. Note that, Board Design 4 is at the ramp-up phase,

so it can only be used as a target board due to lack of data. For each combination of

a source board and a target board, the 5 most-commonly occurring faults that exist in

both the source board and the target board are selected to evaluate the performance of

the proposed solutions.

We use the statistical metrics of precision (PR) and recall (RE ) to evaluate the percent-

age of incorrect functional fault diagnosis outcomes. For a functional fault Fj , these metrics

are defined as follows: PR = TP/(TP +FP), and RE = TP/(TP +FN ), where TP denotes

the number of boards with fault Fj that are correctly predicted to have fault Fj . The metric

FP denotes the number of boards without fault Fj that are erroneously predicted to have

Fj , and FN denotes the number of boards with functional fault Fj that are erroneously

predicted not to have Fj . Moreover, in order to evaluate the balance between the PR and

RE, the F1-score metric is used to evaluate the performances of various algorithms in a

more holistic manner. The higher the F1-score, the better is the performance. The F1-score

is defined as the harmonic mean of PR and RE : F1-score= 2× PR × RE/(PR + RE ).
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Board 1 Board 2 Board 3 Board 4
Board 1 100% 77% 73% 90%
Board 2 70% 100% 42% 69%
Board 3 91% 67% 100% 72%
Board 4 86% 75% 52% 100%
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Figure 5.7: Similarity values calculated by the IV-based metric.
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Figure 5.8: The comparison of F1-score between baseline methods and domain-
adaptation methods for different source-domain pairs.
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Table 5.3: Similarities between Board 1 and other boards, and the F1-score of diag-
nosis using homogeneous and heterogeneous domain adaptation.

Board 2 Fault 2 1 Fault 2 2 Fault 2 3 Fault 2 4 Fault 2 5

Similarity 0.92 0.77 0.81 0.84 0.94

F1-score of using homogeneous DA 0.363 0.389 0.299 0.306 0.468

F1-score of using heterogeneous DA 0.355 0.488 0.367 0.394 0.432

Board3 Fault 3 1 Fault 3 2 Fault 3 3 Fault 3 4 Fault 3 5

Similarity 0.73 0.75 0.74 0.79 0.56

F1-score of using homogeneous DA 0.402 0.446 0.391 0.359 0.217

F1-score of using heterogeneous DA 0.536 0.577 0.502 0.466 0.417

Board 4 Fault 4 1 Fault 4 2 Fault 4 3 Fault 4 4 Fault 4 5

Similarity 0.90 0.75 0.91 0.68 0.75

F1-score of using homogeneous DA 0.667 0.503 0.539 0.378 0.192

F1-score of using heterogeneous DA 0.712 0.531 0.532 0.640 0.316

5.6.2 Performance of Similarity Evaluation

As described in the workflow in Section 5.3, the first step is to evaluate the similarity

between two boards. We first show the results of using the naive metric, which calculates

the percentage of common test items between the source board and the target board.

Fig. 5.6 shows the calculated similarities between all source-domain pairs selected from the

four boards. For example, the value of 33% in the third row and first column corresponds

to the similarity value when we use Board Design 3 as the source board and Board Design 1

as the target board. It also indicates that among all the common test items between Board

1 and Board 3, only 33% of the test items can be found in Board 1. Note that the values

in the third row (using Board 3 as the source board) are low. This is because Board 3 has

significantly fewer test items compared with the other boards, as shown in Table 5.2. The

number of test items for Board 3 dominates the similarity calculation, which is undesired

for a metric in practice.

We also show the results of similarity calculation using the proposed information-value

153



0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8

0 5 10 15 20 25

target only common feature selected DA

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7

0 5 10 15 20 25

target only common feature selected DA

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7

0 5 10 15 20 25

target only common feature selected DA

(a) Transfer Board 1 to Board 4 (b) Transfer Board 2 to Board 4 (c) Transfer Board 3 to Board 4

F1
-s

co
re

F1
-s

co
re

F1
-s

co
re

Training samples of the target failure Training samples of the target failure Training samples of the target failure

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8

0 5 10 15 20 25

target only common feature selected DA

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7

0 5 10 15 20 25

target only common feature selected DA

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7

0 5 10 15 20 25

target only common feature selected DA

(a) Transfer Board 1 to Board 4 (b) Transfer Board 2 to Board 4 (c) Transfer Board 3 to Board 4

F1
-s

co
re

F1
-s

co
re

F1
-s

co
re

Training samples of the target failure Training samples of the target failure Training samples of the target failure

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8

0 5 10 15 20 25

target only common feature selected DA

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7

0 5 10 15 20 25

target only common feature selected DA

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7

0 5 10 15 20 25

target only common feature selected DA

(a) Transfer Board 1 to Board 4 (b) Transfer Board 2 to Board 4 (c) Transfer Board 3 to Board 4

F1
-s

co
re

F1
-s

co
re

F1
-s

co
re

Training samples of the target failure Training samples of the target failure Training samples of the target failure

Figure 5.9: Comparison between baseline methods and the selected domain-
adaptation method with varying number of training samples in the target class.

(IV ) based metric. Since IV is a supervised feature-selection method, different features

would be selected with different labels assignment. In Fig. 5.7, the results are obtained for

detecting a common root cause among all these four boards. The values of the calculated

similarities are no longer dominated by the number of test items.

Moreover, in the proposed knowledge-transfer workflow, we select either a homoge-

neous or a heterogeneous domain-adaptation method based on the calculated similarity.
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In order to evaluate the effectiveness of the proposed similarity metric, we examine the

performance of the selected domain-adaptation method in terms of the average F1-score.

Table 5.3 shows the calculated similarities based on the proposed metric and performance

of diagnosis using a homogeneous domain adaptation method and using a heterogeneous

domain adaptation method. In the proposed flow, when the calculated similarity value

is larger than 90%, we select the homogeneous domain-adaptation method. Otherwise,

we select the heterogeneous-domain adaptation method. In this way, the performance of

the selected method is marked with bold fonts in the table. In this experiment, we use

Board Design 1 as the source board and the other three board designs as target boards

respectively. This similarity metric select the better domain-adaptation method for 14 out

of 15 tasks. Experimental results for using other boards as the source board show similar

results.

5.6.3 Performance of Domain Adaptation

In order to assess the performance of the proposed domain-adaptation methods, we choose

a source board and a target board from the four available boards, and we repeat this

experiment multiple times. For each combination of a source board and a target board,

the 5 most-commonly occurring faults that exist in both boards are selected for evaluation.

The j-th commonly occurring fault in Board Design i is denoted as Fault i j. For example,

the most-commonly occurring faults in Board Design 2 is denoted as Fault 2 1. Each fault

that is not in the top-5 list causes only a few failed cases in the very early stage, and

hence is not selected to evaluate the performance of the proposed method. For example,

the 5 most-commonly occurring faults that exist in both Board 1 and Board 2 are: optical

transceivers, RF switch, laser driver, RF connector and ceramic capacitor.
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In Fig. 5.8, we compare two baseline methods, i.e., a target-only method and a common-

feature method. The target-only method uses only a small portion of data (10 repair records

from the target class) in the target board to train a diagnosis model. The common-feature

method selects all the common test items between the source board and the target board

as the features, and uses all the data from the source board to train a diagnosis model.

Then we directly apply the trained model to the new board. We also show the results of

using the homogeneous domain-adaptation method, which follows the steps introduced in

Section 5.4. Moreover, we show the results of using the heterogeneous domain adaptation

method, CDLS, as introduced in Section 5.5. We use the F1-score of functional fault

diagnosis as the criterion to compare the two baseline methods and two domain-adaptation

methods.

As shown in Fig. 5.8, domain-adaptation methods typically obtain much higher F1-

score. For example, for transferring Board 1 to Board 4 in Fig. 5.8(c), to identify faults,

the two baseline models are successful for only 33.2% and 30.3% of the boards on average,

respectively. Compared with them, by carrying out the homogeneous and heterogeneous

domain-adaptation methods, the diagnosis models are successful for 45.6% and 54.6% of the

boards in the very early stage, respectively. Similarly, for other source-domain pairs, the

domain-adaptation methods also greatly improve the performance of diagnosis in the very

early stage. While the success rate is not dramatically high, the significant improvement

over the baseline is valuable for debug technicians who have limited knowledge with a

new board. The diagnosis results can provide debug technicians with a list of repair

candidates. Repair engineers would run additional measurements to validate the prediction.

By improving the F-1 score from 33.2% to 54.6% in the very early stage, we provide debug
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engineers with a more accurate list of candidates, and hence reduce the time needed to

locate the root cause by 40%.

5.6.4 Performance of Knowledge-Transfer Workflow

We also evaluate the effectiveness of the proposed knowledge-transfer workflow. We plot

the diagnosis results of two baseline methods (i.e., a target-only method and a common-

feature method) and the selected domain-adaptation method with respect to the number

of training samples in the target class (i.e., m = 5, 10, 15, 20, 25) in Fig. 5.9. The domain-

adaptation method is selected based on the calculated similarity values. From the results,

the performances of all methods increase for a larger m. We observe that, in the early stage

(e.g., m = 5, 10 and 15), the selected domain-adaptation method always achieves the best

performance. This is consistent with the results discussed in Section 5.6.3. As the amount

of repair records from the target board increases, we obtain a sufficient amount of data to

directly train a functional fault identification model. As shown in Fig. 5.9(c), the target-

only method outperforms the selected domain-adaptation method for two consecutive times

(i.e., m = 20, 25). This implies that sufficient data has been collected, and we no longer

need to transfer knowledge from the old board.

5.7 Conclusion

We have presented a diagnosis system that can utilize domain-adaptation algorithms to

transfer the knowledge learned from a mature board to a new board. Domain adaptation

significantly reduces the requirement for the number of repair records from the new board,

while achieving a relatively high diagnostic accuracy in the early stage of manufacturing a

new product. The proposed domain adaptation workflow designs a metric to evaluate the
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similarity of the test items (i.e., feature spaces) between the source board and the target

board. Based on the calculated similarity value, we select either a homogeneous or a het-

erogeneous domain-adaptation algorithm to eliminate the bias between different domains

and train a supervised diagnosis model. Three complex boards in volume production and

one new board in the ramp-up phase have been used to demonstrate the effectiveness of

the knowledge-transfer flow on board-level functional fault diagnosis.
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6

Conclusion

The semiconductor industry has experienced a long-term development following the Moore’s

law. Advances in design and integration greatly improve the performance and versatil-

ity of semiconductor products. However, these trends also lead to increasing difficulties

associated with conventional testing methods. Machine-learning techniques offer an un-

precedented opportunity to overcome the difficulties associated with expert-based testing.

Machine learning-based testing extracts useful information from history test data, and this

information helps improve the testing process for both chips and boards.

Moreover, as technology scales down, the uncertainty and variations of circuits and

boards increase. With increasing variations, testing all the chips and boards in an identical

way becomes ineffective. This dissertation has covered an array of research related to

adaptive methods for machine learning-based testing. These adaptive methods observe

changes in the distribution of testing data and dynamically adjust the testing process, thus

reducing test cost.
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6.1 Dissertation Summary

In this dissertation, we have presented a set of adaptive methods for machine learning-

based testing. Contributions include fine-grained adaptive testing of chip-level manufac-

turing test, online fault detection for emerging devices, and online incremental learning

and knowledge transfer for board-level fault diagnosis. In contrast to previous machine

learning-based testing methods, the proposed techniques take the variations among differ-

ent chips and different boards into consideration and address the practical issues that arise

in real testing data (e.g., streaming data and concept drifts). The proposed techniques have

also been evaluated using test data from fabricated chips and complex boards in volume

production.

Chapter 2 described a fine-grained adaptive testing method targeting the FT stage

of chip-level manufacturing test. Instead of applying an identical test set to all chips,

we selected different test sets for chips with different qualities. We developed a quality-

prediction model that uses machine learning algorithms to learn from history test data

and generates the predicted quality for each chip. Moreover, the predicted quality can be

utilized to predict early-life failure in chips. The proposed fine-grained adaptive method

reduces the test cost while maintaining the almost same defect level.

Chapter 3 introduced an online fault-detection method for an emerging device (i.e.,

ReRAM). ReRAM devices are vulnerable to dynamic faults, and hence online fault detec-

tion is required even for the chips that passed manufacturing test. Instead of interrupting

the regular computation and applying test-specific operations periodically, we monitored

an indirect measure of the dynamic power consumption of each ReRAM crossbar during

the regular computation, and determined the existence of faults when a changepoint was
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detected. Moreover, we constructed a machine learning-based predictive model, which

computes statistical features before and after the changepoint and estimates the percent-

age of faulty cells in a faulty ReRAM crossbar. In this way, the test time is significantly

reduced while high classification accuracy for the MNIST and CIFAR-10 datasets using

RCS can still be ensured.

Chapter 4 proposed a machine learning-based diagnosis workflow to support board-level

functional faults identification. Instead of using a fixed fault-diagnosis model, we updated

the model to adapt to the time-dependent concept drift when new data arrives. Moreover,

to better adapt to concept drifts and to save training time, online incremental learning

algorithms were adopted to update the fault-diagnosis model. In real manufacturing pro-

cesses, the number of boards that fail functional test changes on a daily or weekly basis. To

overcome this challenge, we proposed a hybrid online learning algorithm that dynamically

chooses the best model based on the chunk size. Experimental results using two boards

in high-volume production show that, with the help of online learning and the proposed

hybrid algorithm, the training time is saved while the diagnosis accuracy can be improved.

Chapter 5 presented a workflow that can transfer the knowledge learned from a mature

board to a new board in the ramp-up phase. The proposed domain adaptation workflow

first evaluates the similarity between two types of boards. Based on the calculated similarity

value, we selected different domain-adaptation algorithms to transfer knowledge and train

a diagnosis model. Three complex boards in volume production and one new board in the

ramp-up phase were used to validate the proposed domain-adaptation approach in terms

of the diagnosis accuracy.
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6.2 Future Research Directions

This dissertation opens up a number of new research directions related to adaptive methods

for machine learning-based testing. Machine learning provides a solid theoretical basis for

advancing chip-level and board-level test, especially as we move towards more complex

designs with even higher integration levels. In addition, compared with conventional testing

methods, adaptive methods consider variations between different chips and different boards

to dynamically adjust the testing process, thus reducing the test cost. Some potential new

directions are summarized below.

6.2.1 Model Trnasfer Assisted with Netlist Information

Functional fault diagnosis is a critical step in board-level testing. Existing machine learning-

based diagnosis workflows can effectively identify board-level functional faults. However,

the diagnosis accuracy is low when a new board has a limited amount of fail data and

repair records. To improve the diagnosis accuracy for a new board at the ramp-up phase,

a workflow that can transfer the knowledge learned from a mature board (i.e., source do-

main) to a new board (i.e., target domain) has been studied in this dissertation. The

major challenge of knowledge transfer is bridging the disjoint feature spaces of the mature

board and the new board. To address this challenge, current diagnosis models generate

feature transformation matrices to map features from different boards to a common space.

Previous methods obtain the optimal feature transformation matrices using supervised

domain-adaptation methods [132–135,148] and semi-supervised domain-adaptation meth-

ods [144–146,149]. However, to bridge different domains, these existing methods ignore the

information about board designs and purely rely on the associated test data. In addition,

netlists contain information about board designs, which may benefit the model transfer.
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The netlist of a circuit board records the electrical connections between the board

components. Based on the netlist, a graph network can be constructed to represent a

component-level schematic for the board. The vertices of the graph network represent the

components assembled on the board, which can be extracted from the netlist by match-

ing keywords; the edges of the graph network represent the connections between board

components, which can be obtained by parsing the netlist. By analyzing the topological

similarities between graph networks associated with different products, the common board

components can be determined. Moreover, since each feature (i.e., a functional test item)

in a diagnosis model is designed to test a function related to several specific components,

the features that target these common board components can be directly transferred. In

this way, the shared knowledge can be effectively transferred from the mature board to the

new board.

6.2.2 Test Escape Screening Based on Unsupervised Learning

Test escapes are defined as faulty chips that pass manufacturing test but fail at the customer

site. Test escape screening is an important concern in the semiconductor industry because

failures at the customer site result in costly repairs. To reduce test escapes, we can add

more test items to the existing test set. However, this solution greatly increases the unit

test cost. Therefore, machine learning-based test escape screening has been studied, which

detects outlier chips based on the existing test set.

In real-world manufacturing processes, the number of test escapes is much smaller than

the number of proper functioning chips. Thus, training a binary classifier with supervised

machine-learning methods suffers from a severe class-imbalance problem. To alleviate

this class-imbalance problem, some advanced unsupervised learning approaches can be
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applied, such as variational autoencoders (VAE). A VAE consists of an encoder network

and a decoder network. The encoder encodes input features (i.e., test results) from the

original feature space to a lower-dimensional latent space. The decoder then reconstructs an

instance from the latent space. The reconstruction loss is defined as the difference between

the input and the reconstructed instance. By minimizing the sum of reconstruction losses

among all good chips, a VAE-based model can be constructed, and the test escapes are

identified as the chips with large reconstruction losses in the VAE model.

6.2.3 Online Fault Detection for Emerging Devices

Emerging devices (e.g., ReRAMs) have recently been explored to improve the energy ef-

ficiency for AI chips. However, due to the immature fabrication process, ReRAM-based

computing systems (RCS) are susceptible to defects; the resulting errors lead to a signif-

icant accuracy drop in neuromorphic computing applications. Although the online fault

detection flow studied in this dissertation can effectively and efficiently detect stuck-at

faults in ReRAM crossbars, not all types of faults have been fully explored.

In this dissertation, we monitor the dynamic power consumption of each ReRAM cross-

bar to detect the existence of stuck-at faults. In order to target other types of faults in

ReRAM-based computing systems (e.g., read disturbance, write variations), various run-

time key performance indicators (KPIs) can be monitored. For example, when compu-

tation is carried out in RCS, the resistance of ReRAM cells gradually decreases due to

read disturbance [150]. Although this resistance change for a single ReRAM device may

be undetectable, studies have shown that the accumulated resistance changes of multiple

devices in a ReRAM crossbar may be reflected in a higher temperature and power-supply

fluctuations [151].
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