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Abstract

Humans are able to make adaptive decisions with the goal of obtaining a goal, earn-

ing a reward, or avoiding punishment. While much is known about the behavior

and corresponding underlying neural mechanism relating to this aspect of decision-

making, the field of cognitive neuroscience has focused almost exclusively on how

these types of decisions are made in discrete choices where the set of possible actions

is comparatively much smaller. We know much less about how human brains are

able to make similar types of goal-directed decisions in continuous contexts which

are more akin to the types of choices humans make in real-life. Further, how these

processes are modified by the presence of other humans whose goals might influence

one’s own future behavior is currently unknown. Across three empirical studies, I

address some of these gaps in the literature by studying human competitive decision-

making in a dynamic, control paradigm in which humans interacted with both social

and non-social opponents (Chapter 2 and Chapter 4). In Chapter 3, I show that brain

regions heavily implicated in social cognition and value-based decision-making also

play a role in tracking continuous decision metrics involved in monitoring instanta-

neous coupling between opponents, advantageous decision timing, and constructing

social context. Collectively, the results in this dissertation demonstrate the utility

in studying decision-making in less-constrained paradigms with the overall goal of

gaining further understanding of how humans make complex, goal-directed decisions

closer to real-world conditions.
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1

Introduction: Literature Review on Computational
Modeling of Continuous Decisions

Humans are inherently a social species. Our cognitive abilities to observe, learn from,

and interact with other humans in complex environments is critical for our survival.

Yet, there are still many open questions in cognitive neuroscience regarding how our

brains manage to make goal-directed decisions in inherently complex environments

with many possible actions one could potentially make. This computational com-

plexity is magnified when the presence of other humans in our complex environment

influence our possible strategies and expected rewards/punishments. Thus, it is usu-

ally adaptive for humans to be able to infer the other human(s) beliefs, goals, and

intentions and take these inferred mental states into account when making decisions.

Historically, most empirical research in decision neuroscience utilizes paradigms

which ask humans to make choices from a small set of discrete allowable actions,

such as selecting Slot Machine A or Slot Machine B, navigating left or right, or

to cooperate with or defect against a partner in a social task (Glimcher and Fehr,

2013; Platt and Huettel, 2008). While studies investigating this type of discrete
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decision-making have contributed greatly to our shared scientific understanding of

the neuroscience underlying value-based decision-making, most decisions humans are

tasked with making in real-life fall into another class of decision-making problems

–continuous decisions (Yoo et al., 2021). Continuous decisions are more computa-

tionally complex, more akin to open world video games where one can at any given

point choose from a potentially infinite set of possible actions (i.e., walk through a

door or run in a zig-zag pattern towards a friend/foe) (Yoo et al., 2021). This po-

tentially staggering number of choices one can make is further complicated in social

continuous decisions, where one needs to account for the goals and mental states of

any task-relevant conspecifics in one’s environment which might impact the advanta-

geousness of any particular choice one makes. Despite this computationally difficult

task, humans navigate these sorts of social continuous decisions with ease in scenar-

ios such as business negotiations or when judging when one is able to make a left

turn given the intentions of the other drivers on the road. Much less is known about

the neural underpinnings of how decisions are made in social, continuous contexts.

In this dissertation chapter 1, I will address some of the existing neuroscience and

psychology literature focusing on how humans make value-based (discrete) decisions

and how this cognitive process is changed in the presence of other humans. I will

juxtapose this literature with what we know as a field about continuous decisions, as

well as highlighting the open questions that still remain. In subsequent dissertation

chapters, I will introduce a paradigm that allows for unprecedented inference of the

mechanisms of dynamic social interactions. I will discuss behavioral and neuroimag-

ing insights gleamed from a novel computational modeling framework which predicts

strategic behavior and the (dis)-advantageousness of that behavior and how these

metrics are modulated by social or non-social context.

1 This chapter uses material from a coauthored review published in Current Opinion in Behavioral
Science (McDonald and Pearson, 2019) and my Major Area Paper

2



1.1 Social Decision-Making

Social cognitive neuroscience, especially pertaining to the cognitive processes under-

lying strategic decision-making in humans, has seen a surge in research interest in

recent decades. Strategic decisions made against both other humans and non-social

counterparts, such as computer opponents whose behaviors are dictated by an algo-

rithm, have been studied using tools from the fields of both game theory and social

neuroscience; the former’s main interest is determining what strategies are optimal

given a particular context or paradigm, while the latter’s main interest is elucidating

the underlying neural mechanisms of these strategic decisions. In the sections below,

I will discuss social decision-making from a game theory perspective, in which simple

paradigms are used in order to elucidate distinct strategies that are either normative

(i.e., what we should do) or in the case of behavioral game theory descriptive (i.e.,

what humans actually do). I will then focus on a social cognitive process, theory of

mind, that allows human decision-makers to infer what their opponent or teammate

is thinking or feeling, which might better inform their own decisions. Finally, I will

discuss some of the major neural regions that have been found to play crucial roles in

these social psychological processes and frame these processes within the framework

of reinforcement learning.

1.1.1 Decision-Making in Game Theory

Game theory is the formal mathematical study of strategic interaction between

decision-makers who are assumed to be rational agents (Camerer, 2011; Morgen-

stern and Von Neumann, 1953). Game theory paradigms that are frequently used

to study strategic behavior have been increasingly integrated into cognitive neuro-

science experiments to study the cognitive processes underlying these behaviors and

decisions between humans. While game theory is an extensive field of study, I will

3



focus in this section on a few paradigms used in both game theory and social neu-

roscience experiments, with the goal of examining not just behavior expected from

rational agents, but also behavior that is commonly seen when humans play these

games. One class of paradigms that has given the cognitive neuroscience field partic-

ular leverage on how we evaluate social interactions in terms of trust, fairness, and

reciprocity is Ultimatum/Trust Games.

The Ultimatum Game is a strategic game theory paradigm involving two human

players (Sanfey et al., 2003; Nowak et al., 2000). Player A is endowed with a fixed

amount of money and must decide how much (if any) to send to Player B. Player B is

faced with a different form of decision: to decide to either accept or reject Player A’s

offer. If the offer is accepted, both players receive the amount of money originally

decided by Player A; if the offer is rejected, then neither player receives anything.

Indeed, Player B deciding to reject the offer incurs a personal economic cost, since

receiving even an unfair allocation of say $1 out of $10 is still economically preferable

to nothing at all. Despite this, many behavioral studies have shown that the player

who proposes the allocation will generally split close to 50% of the amount with the

other player and that highly unfair offers are usually rejected (Sanfey et al., 2003;

Nowak et al., 2000).

Another game theory paradigm which has shed a light on social neuroeconomic

processes is the Trust Game. Similar to the Ultimatum Game, the Trust Game is

a strategic, economic game involving two human players. Player A is endowed with

a fixed amount of money (i.e., $10) from an experimenter. Player A must decide

how much (if any) of the $10 to send to Player B. The amount of money that Player

A decides to send is then tripled and sent to Player B. Player B must then decide

how much of the tripled amount to send back to Player A. At each decision, Players

A and B are faced with a decision to either be selfish and maximize his/her short-

term gains (Player A choosing to keep a large majority of the original $10; Player

4



B choosing to keep a large majority of the tripled amount sent by Player A) or to

cooperate with the other player and potentially maximize their joint payouts (i.e., if

Player A sends all $10 to Player B, and Player B will then receive $30, and if Player

B sends an even split back to Player A, each Player will have $15, which is larger

than the original $10 endowed to Player A). While each player could potentially gain

a higher payout by choosing to cooperate with the other player, this decision does

involve the risk of the other player deciding to be selfish and thus choosing to not

reciprocate. In standard Trust Games in which neither player is able to communicate

with the other before making his/her decision, people have been shown to both give

money as the trustor as well as reciprocate by sending money as the trustee, even

when the decision to trust leads to smaller overall payouts for themselves (Camerer,

2011; McCabe et al., 2001; Berg et al., 1995). In variants of the Trust Game in which

the same players make the same type of decision on multiple rounds of the game,

psychological processes such as reputation, reciprocity, and past choices play a role in

each player’s decisions (King-Casas et al., 2005). Intuitively, reciprocity signaled by

one player strongly predicted future trust expressed by the other player (King-Casas

et al., 2005).

One final classic game theory paradigm used to model strategic game play in

humans is the Prisoner’s Dilemma. In this scenario, a participant is told that he/she

has been arrested along with his/her partner and are being held in separate inter-

rogation rooms. The participant is faced with a choice of whether to deny their

collective guilt in the crime (i.e., cooperate with partner) or betray their partner

and confess to the crime. Depending on the binary, discrete choice of cooperate vs.

betray from both players, the level of individual punishment varies. The participant

is better off (i.e., will receive less prison time) betraying their partner conditioned

on either potential outcome of the partner; in other words, regardless of whether the

partner cooperates or betrays, the participant receives less punishment by betraying

5



the partner, and thus, all purely rational self-interested players will betray the other

(Axelrod, 1980). However, behavioral game theory shows that humans show a sys-

tematic, yet individually heterogeneous tendency to display altruistic behavior and

will often choose to cooperate (Fehr and Fischbacher, 2003). This paradigm is set

up in such a way to pit pro-social cooperation and self-interest in direct conflict; in

this way, the Prisoner’s Dilemma is related to other game theory paradigms study-

ing pro-social and self-interested choices, such as the Stag Hunt game and Matching

Pennies (Barraclough et al., 2004; Yoshida et al., 2008, 2010).

The non-exhaustive set of game theory paradigms discussed here are simple

paradigms which require each player to choose from among a few discrete possi-

ble decisions or actions. The simplicity of these paradigms usually stems from the

objective in most game theory experiments of quantifying the Nash Equilibria (the

set of strategies that a rational set of players will converge upon to where any other

strategy would lower each player’s respective outcome) of a given set of players, or,

in the case of behavioral game theory, comparing this optimal set of strategies with

observed decisions made by humans (Camerer, 2011; Nash et al., 1950).

1.1.2 Theory of Mind

When playing the sorts of games described above, one cognitive ability that is im-

mensely helpful strategically is theory of mind (also known as mentalizing), which is

the ability to make inferences regarding the mental states of others (Frith and Frith,

2006; Premack and Woodruff, 1978). Indeed, in competitive games, the ability to

infer what your opponent is likely to do is useful in order to make decisions or choices

that can counter the opponent’s strategy. For example, inferring the moral character

of your opponent in the Trust Game (i.e., will the other player likely reciprocate

because it is the fair thing to do, or will they keep all the money for themselves out

of selfish greed) has been shown to play a role in human behavior during this game
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(Delgado et al., 2005). In human developmental studies, children around the ages of

3-4 are able to recognize that others might have beliefs that are contrary to objective

reality, or false beliefs (Gopnik and Wellman, 1992). Operationalizing theory of mind

as understanding the goals of others and displaying an altruistic motivation to help

others reach those goals have been shown in human children as young as 18 months

(Warneken and Tomasello, 2006).

Theory of mind is generally thought to be a uniquely human cognitive ability,

however this view is controversial. Some researchers have argued that in order to

declare whether an individual has theory of mind, he/she must possess the ability to

participate in collaborative activities with shared goals and intentions (i.e., shared

intentionality) (Tomasello et al., 2005). Altruistic helping behavior has been ob-

served in both young human children as well as young chimpanzees (Warneken and

Tomasello, 2006). When macaques were shown videos of naturalistic social as well as

non-social interactions, (Sliwa and Freiwald, 2017) observed BOLD activity within

a social network of brain regions that were exclusively engaged in the evaluation

and analysis of social interaction, including the medial and ventrolateral prefrontal

cortex, suggesting that even in non-human primates, there is a selective neural spe-

cialization devoted to processing social interactions. Indeed, the ability to make

inferences about another conspecific’s mental state as well as use that information

for goal-directed behavior such as helping or cooperation has been shown in rhesus

monkeys, chimpanzees, marmosets, and bonobos, as well as humans (Tremblay et al.,

2017; MacLean and Hare, 2012).

From a computational perspective, much progress has been made by reframing

theory of mind as a Bayesian inverse action planning problem (Baker et al., 2009).

Their model posits that humans observe other agents engaging in certain actions

and use that information to rationally infer the mental states and/or goals of the

observed agent. This model of describing action understanding as a reverse inference
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problem was shown to highly correlate with inferences made by humans in multiple

experiments (Baker et al., 2017, 2009, 2011; Ullman et al., 2009).

Observation and detection of intentional behavior rely on similar networks of

neural structures that have been shown to be crucial for mentalizing ability (Frith

and Frith, 2003). This network includes medial prefrontal cortex (mPFC) and tem-

poroparietal junction (TPJ). mPFC has a role in evaluating the intentions that lie

behind the goals of an agent’s actions. This brain region is active when people think

about mental states of others or themselves (Amodio and Frith, 2006), in instances

such as playing games like Rock-Paper-Scissors (Gallagher et al., 2002) or economic

games against a human opponent rather than a computer (Sanfey et al., 2003).

mPFC appears to be generally involved in modelling the choices of (human) agents

and responds to different kinds of simulated RPEs (i.e., teaching signals) experienced

by the other player during strategic games (Lee and Seo, 2016). mPFC activity also

increases with the complexity of a player’s recursive thinking (Coricelli and Nagel,

2009). (Yoshida et al., 2010) found that the mPFC has a specific role in encoding

the uncertainty of inference about the other’s strategy, while the dlPFC encodes the

depth of recursion of the strategy being used, an index of executive sophistication. In

(Carter et al., 2012), the activation pattern in TPJ predicted behavior in a simplified

poker game better than any other brain region, but only in participants who rated

the human opponent to play better than the computer opponent and when those

participants were playing against the human opponent. The TPJ has also been ob-

served to play a causal role in mentalizing; disrupting the neural activity of the TPJ

with transcranial magnetic stimulation has been shown to disrupt mentalizing-based

decision-making in a social game (Hill et al., 2017).

The view that the TPJ is necessary for theory of mind is controversial; some

researchers have argued that while the TPJ might be involved in theory of mind

processes, it might be instrumental for preliminary cognitive processes that are im-
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portant for social cognition in general such as bottom-up attention or reorienting

processes, rather than crucial for theory of mind itself (Cabeza et al., 2011; Cor-

betta et al., 2008; Gallagher and Frith, 2003). Conversely, in a compelling set of

studies, (Saxe and Kanwisher, 2003) report that the TPJ is selectively involved in

theory of mind reasoning. Indeed, in their seminal paper, they show that the TPJ

is activated in response to tasks requiring one to reason about whether the beliefs

of another person are true or false (compared with non-social controls), as well as

when participants must reason about another human’s mental states (rather than

when a person is simply present in the task context) (Saxe and Kanwisher, 2003).

In patients with left TPJ damage, the ability to reason about the beliefs of others

has been shown to be impaired (Samson et al., 2004). The right TPJ, in a tran-

scranial magnetic stimulation (TMS) study paired with model-based fMRI, has been

shown to be causally involved in estimating the impact of one’s actions on an op-

ponent’s likely future actions (Hill et al., 2017). In a meta-analysis of fMRI studies

that investigated theory of mind, the TPJ was found to involved in theory of mind

tasks across multiple paradigms (Schurz et al., 2014). Activity in the TPJ has also

been shown to correlate with participants’ willingness-to-give in charity tasks when

making donation decisions (Hare et al., 2010).

While the TPJ has been shown to play a very important role in social tasks that

require mentalizing processes, it is not the only neural region implicated in the “so-

cial cognition network”. Studies leveraging both fMRI and computational modeling

have begun to dissociate which areas of this social cognition network correspond

to distinct behaviors and variables in these game theory paradigms. In a modi-

fied version of Matching Pennies (the Inspection Game) in which pairs of humans

competed against each other, a computational model that best fit their observed

human data was an Influence Model, which is an extension of iterative reinforcement

learning (Hampton et al., 2008). The Influence model estimates the strategy of an
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opponent and updates the strategy estimate in a similar update process to typical

reinforcement learning (Hampton et al., 2008; Sutton and Barto, 1998). Further, the

Influence model also quantifies the influence that a player’s own actions has on the

opponent’s strategy. In other words, thinking about how one’s actions will influence

the opponent’s likely future actions was a superior computational hypothesis com-

pared with simple reinforcement learning in the observed human choice and fMRI

data (Hampton et al., 2008). Using this computational fMRI approach, BOLD activ-

ity in the mPFC was found to correlate with an individual’s expected value signals

as predicted by the Influence model, suggesting the mPFC plays a role in estimating

the level of influence his/her actions had on their opponent (Hampton et al., 2008).

Finally, the posterior superior temporal sulcus (pSTS) was found to correspond to

an update signal, quantifying the prediction error between the degree of influence

expected on a given trial compared to the actual influence exerted once the outcome

of a trial was realized. This set of computational findings suggest that activity in

the mPFC might relate to expectations used to guide choice during the game, while

the pSTS/TPJ might play a role in modulate estimates of how much influence one’s

actions has on another player (Hampton et al., 2008).

The medial PFC is frequently implicated in tasks requiring theory of mind as

well as continuous updating of one’s expectations of what an opponent/teammate is

likely to do (Hampton et al., 2008; Mitchell et al., 2006; Amodio and Frith, 2006;

Frith and Frith, 2006). Patients with damage to the mPFC are impaired in theory of

mind tasks, suggesting that the mPFC plays a crucial role in theory of mind social

processing (Frith and Frith, 2006). An entire review dedicated to elucidating the

social cognitive processes that the medial frontal cortex plays a role in posits a model

in which the caudal regions of the mPFC are associated with representing the actions

of other people, whereas more anterior regions are responsible for more abstract

social processes such as thinking about what other people think about us (i.e., k-
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level thinking) (Amodio and Frith, 2006). (Mitchell et al., 2006) have demonstrated

a double dissociation of functionality within the mPFC regarding the inference of

mental states when the other agent is similar or dissimilar; their results showed that

mentalizing about someone similar to oneself engages the ventral mPFC, whereas

mentalizing about a dissimilar other preferentially activates the dorsal mPFC. A

similar qualitative finding demonstrated using representational similarity analysis

revealed that neural activity patterns associated with representations of another’s

mental state resembled that of likely future states, as opposed to unlikely future

states; this finding was particularly manifested in the mPFC (Thornton et al., 2019).

mPFC has also been shown to be instrumental in updating information about one’s

social hierarchy (as opposed to another person’s status) (Kumaran et al., 2016) and

strategizing during competitive interactions (Rilling and Sanfey, 2011).

1.1.3 Neuroscience of Social Decision-Making

Whether theory of mind is a uniquely human cognitive ability, or we share similar

social cognitive mechanisms with our evolutionary ancestors, research on both human

and non-human primates have been integral in determining the neural underpinnings

of social cognition. One brain region frequently included in the “social brain network”

that is thought to play a crucial role in theory of mind processing is the temporal

parietal junction (TPJ) (Hill et al., 2017; Schurz et al., 2014; Santiesteban et al.,

2012; Frith and Frith, 2006; Saxe and Kanwisher, 2003; Yang et al., 2015).

Social decision-making is more complex than individual decision-making in a few

crucial ways. First, the actions of the other task-relevant participants impact the

value of a given action or decision. In other words, in the well-known Rock-Paper-

Scissors game, selecting either rock, paper, or scissors as one’s choice is not inherently

adaptive or valuable except in light of what the other agent has chosen (i.e., select-

ing ‘Rock’ is only rewarding if your opponent selects ‘Paper’, and that same action
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is punished if the opponent selects ‘Scissors’). Thus, the potential actions of other

players of other opponents impacts the expected value of an action or choice because

humans frequently make decisions in a nonstationary environment. In these scenar-

ios, the ability to predict what your opponent or teammate will do is particularly

advantageous.

In order to determine to what extent these brain regions are engaged in social

cognition versus inferring possible mental states of an agent in general (i.e., either

biological or artificial), one particularly interesting control commonly used in social

neuroscience paradigms is having human participants make logically equivalent de-

cisions of similar type and complexity against both human and computer opponents

(McDonald et al., 2019; Carter et al., 2012). Experimental manipulations of this

type allow researchers to disentangle neural activity related to mental inference in

general from specifically inferring the mental states of another conspecific (Carter

et al., 2012; Schurz et al., 2014). Integrating this control with game theory, (Rilling

et al., 2004) asked human participants to play both the Ultimatum Game and the

Prisoner’s Dilemma game. When humans played these games against both human

and computer partners, many brain regions previously implicated in social cognition

(i.e., anterior paracingulate cortex and the posterior STS) were found to be active

when playing against both human and computer opponents, although most of these

activations were found to be stronger when playing against a human (Rilling et al.,

2004). When participants played against both human and computer opponents in

the Trust Game, individual differences in cooperation rates also mirrored individual

differences in fMRI activation pattern; for those participants who consistently co-

operated with the human opponent, their prefrontal cortex was significantly more

active when playing against the human compared to the computer opponent (Mc-

Cabe et al., 2001). This preference in PFC BOLD activation for the human over

the computer opponent was not observed in the human participants that did not
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consistently cooperate.

Using more sophisticated analysis techniques, (Carter et al., 2012) showed that

the TPJ encoded unique information that was predictive of a participant’s future

decisions. The TPJ was found to exhibit an extreme social bias in activity in favor

of the human opponent (Carter et al., 2012), demonstrating that this brain region

is sensitivity to decisions that take place in a social context. Indeed, meta-analytic

results showed that when playing strategic games against both human and computer

opponents, the mPFC, TPJ, and anterior cingulate gyrus are all preferentially ac-

tivated during play against another human versus play against a computer (Schurz

et al., 2014).

In a large body of social neuroscience studies of theory of mind-related tasks,

the pSTS/TPJ and the dmPFC are brain regions that are frequently implicated in

situations that require one to mentalize about another person (see Figure 1.1). While

the exact relationship between these regions as well as others such as the anterior

cingulate cortex and the dorsolateral PFC is not completely understood, multiple

studies have provided evidence that the TPJ seems to be involved in representing

the beliefs and mental states of others (specifically other humans), while the mPFC

seems to be crucial for updating estimates of how one’s actions will impact the likely

actions of another. In the next section, I will discuss how computational models

that extend reinforcement learning ideas into the social decision-making realm have

contributed evidence regarding the separate social processes thought to rely on the

mPFC and TPJ.

1.1.4 Social Neuroscience and Reinforcement Learning

Within the social neuroscience literature, many of the computational models used to

analyze behavioral and neuroimaging data in learning and decision-making paradigms

stem from reinforcement learning (Behrens et al., 2009, 2008; Hampton et al., 2008).
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Figure 1.1: Brain regions engaged during social cognition, as reported by the
large-scale, meta-analytical tool Neurosynth (reverse inference, corrected for multi-
ple comparisons: FDR ¡ 0.01). Colored regions show activity associated with the
search term “social”, rendered onto a standard MNI brain. Green dashed circles
illustrate the location of activations that are frequently associated with social cogni-
tion, specifically the rTPJ (x,y,z = [46, -45, 9] MNI coordinates, shown in left figure)
and the dmPFC (x,y,z = [-4, 58, 24] MNI coordinates, shown in right figure).

There are two major reasons why this is the case: first, one of the strengths of re-

inforcement learning as is currently applied to neuroscience is that it is possible to

quantify latent, or hidden, variables that might play a role in the decision being eval-

uated (Niv, 2009; Behrens et al., 2009). For example, by creating an experimental

paradigm in which different model parameters conceptualize distinct decision pro-

cesses, neuroscientists can quantify latent variables such as prediction error for self

(Sutton and Barto, 1998; Schultz et al., 1997) and other (Burke et al., 2010), influ-

ence one’s actions has on another (Hampton et al., 2008), and uncertainty about the

validity of information coming from another player (Bhatt et al., 2012).

The second reason reinforcement learning models have provided such insight into

decision-making in social contexts is because many brain regions that have reliably

been shown to play key roles in the computations involved in social learning appear

to behave similarly to brain regions that are implicated in reinforcement learning pro-

cesses (Behrens et al., 2009; Niv, 2009; Behrens et al., 2008; King-Casas et al., 2005).

For instance, the updating of a stimulus’s or action’s value upon receiving a given
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outcome has been shown to correlate with BOLD activity in many brain regions,

including the basal ganglia and the prefrontal cortex (Lee et al., 2012; Kim et al.,

2009). Social learning about information such as a trustee’s behavior (King-Casas

et al., 2005) or reputation (Delgado et al., 2005) has been shown to be represented

in the striatum following outcomes, with temporal shifts similar to reward learning

occurring throughout the experiment. One empirical study that tasked participants

with learning which of a group of stimuli would yield the most reward (i.e., reward

learning) while simultaneously learning about the trustworthiness of an advising

confederate showed, using computational reinforcement learning modeling, that the

paracingulate cortex and the TPJ demonstrated BOLD activity that mirrored the

dopaminergic activity patterns in reward learning (Behrens et al., 2008). In (Hamp-

ton et al., 2008), BOLD activity in the STS correlates with the influence prediction

error, or the difference between predicted and expected influence that one’s actions

will have on the opponent’s actions. Other studies have shown that prediction er-

rors of another person’s actions (i.e., the difference between the predicted actions

of another person and the actual actions of that person) are correlated with BOLD

signals in the dlPFC, dmPFC, and pSTS/TPJ (Lee and Seo, 2016; Suzuki et al.,

2012; Burke et al., 2010). When participants are tasked with making decisions that

have dissociated implications for their own outcomes as well as outcomes for a char-

ity of their choice, even more sophisticated extensions of reinforcement learning can

elucidate not only separate learning rates for self and other, but also the relative

weighting that an individual places on rewards for themselves versus other (Kwak

et al., 2014). Interestingly, participants who were better learners regarding rewards

for charity were more likely to engage in pro-social behavior (Kwak et al., 2014). Fi-

nally, the anterior cingulate cortex has been implicated in tracking outcomes during

decision-making according to a spatial continuum, in which outcomes of individ-

ual decision-making are correlated with the ACC sulcus, and the gryus correlating
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with outcomes of social decision-making (Lee and Seo, 2016; Behrens et al., 2008;

Rudebeck et al., 2006).

To summarize this section, the recent explosion in research interest in social

decision-making has been aided by simple, yet sophisticated paradigms from game

theory, by computational models stemming from reinforcement learning, and by mul-

tiple neuroscience methodologies to probe the underlying neural mechanisms, such

as fMRI and TMS. Paradigms such as the Trust Game, Ultimatum Game, and

Prisoner’s Dilemma have provided insight into common behaviors in dyads and the

cognitive processes involved during these decisions, including trust, fairness, social

punishment, and social learning (Rilling and Sanfey, 2011; Van den Bos et al., 2009;

Behrens et al., 2008; Delgado et al., 2005; Sanfey et al., 2003; Nowak et al., 2000;

Fehr and Gächter, 2000). The now common pairing of fMRI methods with computa-

tional modeling have allowed for more nuanced hypotheses regarding possible latent

variables that play a key role in social decision making, such as trust, influence of

one’s actions on an opponent, and learning rates of both self and other (Kwak et al.,

2014; Hampton et al., 2008; Behrens et al., 2008). Further, across multiple stud-

ies investigating social decision-making, a core network of brain regions have been

frequently implicated in social information processing, including the mPFC and the

STS/TPJ. Despite the progress, there are still many open questions and areas of

study within social neuroscience. One of the most interesting, in regards to the

focus of this dissertation, is to what extent these neuroscientific findings extend to

the types of social decisions humans make outside of the laboratory in real life (see

(McDonald et al., 2019; Iqbal et al., 2019; Zaki and Ochsner, 2009)). Humans live in

highly complex social environments and interact with many other people; increasing

the ecological validity of the paradigms we use to examine these sorts of continuous,

real-world, social decisions, especially in strategic or learning contexts, will go a long

way in determining the neural underpinnings regarding how we interact with others
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and make decisions with and for others.

1.2 Continuous Decisions

As discussed above, there exist many studies in the relatively novel field of social cog-

nitive neuroscience aimed at investigated how value-based decision-making processes

are modulated or modified by the presence of task-relevant social agents. However,

these studies mainly studied instances of discrete decision-making behavior. On the

other side of the decision-making spectrum, I will adopt (Yoo et al., 2021)’s definition

of continuous decisions as decisions that involve a continuum of possible actions and

take place over an extended period of time during which the choice or action is con-

tinuously subject to modification. Because the set of possible actions one can take

can change with time, the iterative updating characteristic of reinforcement learning

in which an action (or in some cases the absence of an action) yields a new state

where yet another action can be taken is even more pronounced than in the case of

discrete types of decisions (Sutton and Barto, 1998).

1.2.1 Navigating Environments with Continuous State-Action Spaces

One of the features that make continuous decisions inherently more complex than

discrete choices is the formalization and definition of an agent’s state-action space.

In the computational modeling of reinforcement learning processes in cognitive neu-

roscience, it is common to use decision-making paradigms with binary choice sets

(i.e., choose left or right) in part because of computational tractability; given the

possible states S an agent could find itself and a set of two possible actions A in each

state, there are SA = S2 possible choices the agent could make in this environment

(McDonald and Pearson, 2019; Yoo et al., 2021). For real-world, continuous deci-

sions, this exponential, possibly infinite, amount of possible states and actions one

could take quickly becomes computationally intractable. This environmental level of
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complexity is worsened when another conspecific is in one’s environment and their

mental model must be inferred; depending on how the other agent is modeled, this

could potentially be a further exponentiating component of the possible state-action

space (McDonald and Pearson, 2019; Busoniu et al., 2008; Bernstein et al., 2002). A

further complication is revealed in cases where the state of the environment an agent

is in is only partially-observable, such as in a game of poker (Carter et al., 2012)

where one has to infer the mental state of the opponent in order to get an accurate

assessment of the current state of the game. These types of partially-observable

decisions are studied under the mathematical formalization of partially-observable

Markov decision processes (POMDPs) (Zhu et al., 2017). In light of these com-

putational complexities specific to continuous decisions, it is quite remarkable that

humans are able to navigate complex social environments and make these types of

choices relatively effortlessly.

One possibility for how humans are able to make any sort of decision at all in light

of this computational complexity of continuous state-action spaces is that they might

utilize mental models, or cognitive maps, that learn the statistical regularities of one’s

environment that allow learners to learn the most out of each observation (Niv, 2019;

Behrens et al., 2018; Stachenfeld et al., 2017; Tolman, 1948). Recent neuroimaging

research has found the existence of a cognitive map of task space located in the

orbitofrontal cortex (OFC) in which the current state of the environment in a task

is represented; this representation was shown to be crucial for explaining behavior

when states are unable to be observed simply from sensory input (Schuck et al.,

2016). The hippocampus has been shown to contain another type of cognitive map,

representing each environmental state in terms of its successor states, or a predictive

representation of future states given one’s current state (Stachenfeld et al., 2017).

Hippocampal activity has also been found to be the location of a discovered social

cognitive map, which represented the location of characters’ social status hierarchy
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from a role-playing game (Tavares et al., 2015). Taken together, these cognitive

maps might reduce the computational complexity of continuous decisions by learning

efficient, low-dimensional representations that can simplify these predictive tasks

(Niv, 2019).

1.2.2 Benefits of Studying Continuous Decisions

While using dynamic, continuous paradigms is still the exception rather than the

rule in decision neuroscience, it has been argued that using more naturalistic stimuli

and paradigms would benefit the field of social cognitive neuroscience as a whole

for understanding how human brains model other minds and make decisions in real-

world contexts (Yoo et al., 2021; Zaki and Ochsner, 2009). Indeed, humans evolved

to make continuous decisions that are dynamic, with continuous, possibly uncertain,

options (Yoo et al., 2021; Pearson et al., 2014; Kacelnik et al., 2011), so it follows

that designing paradigms that elicit these naturalistic types of choices will yield just

as much if not more insight as to the neural underpinnings of how we navigate our

complex, ever-changing environment.

1.3 Open Questions and Experimental Aims

Due to the emphasis in cognitive neuroscience on the study of decision-making in

discrete contexts, there are still many open questions that remain regarding decision-

making in continuous domains and to what extent higher-order social cognitive pro-

cesses modulate that decision-making. First, unlike discrete decision-making where

a battery of now standard cognitive paradigms exist for studying cognitive aspects

such as the use of model-based vs. model-free decision-making (Doll et al., 2015;

Daw et al., 2011; Otto et al., 2014) and temporal discounting (Kable and Glimcher,

2007), currently there is not a set of widely used, standard paradigms used to study

continuous decision-making in social contexts (Yoo et al., 2021). However, there is
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a growing body of work on how conspecific dyads make continuous decisions in the

context of prey-pursuit or pursuit-evasion tasks (Yoo et al., 2020, 2019). In this

dissertation, I will propose a paradigm that could also be used to study similar con-

tinuous decision-making processes with additional higher-order social cognition, such

as determining whether certain decision dynamics are modulated or modified by the

existence of a social vs. nonsocial (i.e., computer) opponent. In order for the field

of decision neuroscience to begin to tackle questions regarding the extent to which

decision-making processes are similar or different when making a discrete compared

to a continuous decision, there needs to be a corresponding use of standard cognitive

paradigms that can be used across labs and generalize scientific findings.

As briefly mentioned above, an additional open question is how the presence of

task-relevant social agents modify continuous decision-making. Strategic reasoning

about the goals and beliefs of others influence decisions such as whether to cooperate

or betray in discrete decision-making, although the extent to which this extends to

continuous environments is unclear (Tomlin et al., 2006; Ong et al., 2021). This issue

relates to the question of how one’s environment is modeled internally, especially in

large state-action spaces. Within multi-agent reinforcement learning, usually the ob-

jective is to build an agent who can interact with their environment in order to obtain

the most reward possible while simultaneously avoiding punishment or losses. Algo-

rithms in this subfield of machine learning can be viewed as falling along a continuum

based on the formalism of how a task-relevant agent models conspecifics in their envi-

ronment (Hernandez-Leal et al., 2017; McDonald and Pearson, 2019). On one end of

the spectrum are classes of algorithms sometimes termed independent reinforcement

learning algorithms, where a given decision-maker ignores the latent beliefs and goals

of the other human and simply treats them as part of their environment (Hernandez-

Leal et al., 2017). On the other end of the spectrum are more sophisticated classes of

algorithms that, depending on implementation, not only model other agents but also
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take into account how those task-relevant agents are subsequently modeling their

own beliefs, allowing for the kinds of recursion studied in game theory (Camerer,

2011; Raileanu et al., 2018; Rabinowitz et al., 2018; Hernandez-Leal et al., 2017). In

cognitive neuroscience, converging fMRI evidence suggests that thinking about the

beliefs and goals of others correlates with activity in the dmPFC and TPJ (Saxe and

Kanwisher, 2003; Carter et al., 2012; Carter and Huettel, 2013; Yoshida et al., 2010);

however, the extent to which these mentalizing cognitive findings extend to strategic

mentalizing in continuous contexts remain poorly understood.

1.3.1 Experimental Aims

In this dissertation, I propose a dynamic paradigm for studying continuous decisions

in both social and non-social contexts called the Penalty Shot task. The task is com-

petitive (i.e., zero-sum – on each trial there is a winning player and a losing player)

and can be used to study decision-making both in human dyads as well as monkey

dyads (Iqbal et al., 2019; McDonald et al., 2019). Due to the increased potential be-

havioral variability humans could exhibit when making goal-driven decisions in the

task, we develop a corresponding, novel computational modeling framework which

allows for the estimation of concepts from reinforcement learning such as one’s pol-

icy and value function from behavior in a continuous state-action space (Sutton and

Barto, 1998).

The remaining chapters in this dissertation are organized as follows. Chapter

2 introduces the Penalty Shot task methodology, discusses the Gaussian Process

classification procedure used to individually model human strategic behavior (i.e.,

policy function) and the advantageousness of that behavior (i.e., value function),

and discusses behavioral findings from those sets of analyses. Chapter 3 applies the

computational modeling framework from Chapter 2 to neuroimaging data from the

same human participants in order to determine which brain structures are used in
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tracking the computational metrics relating to behavior found in Chapter 2. Chapter

4 augments the computational model from Chapter 2 with the goal of building a

process model equipped with mechanisms that allow us to examine what aspects of

game state (both in past as well as present behavior) our computational model is

attending to when making a behavioral prediction. This brings an additional level of

model interpretability that provides new behavioral insights as to what features of

game state or more or less predictive of behavior across subjects. Finally, Chapter

5 summarizes experimental findings and discusses future directions relating to this

work.
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2

Bayesian Nonparametric Models Characterize
Instantaneous Strategies in a Competitive Dynamic

Game

Previous studies of strategic social interaction in game theory have predominantly

used games with clearly-defined turns and limited choices. Yet, most real-world

social behaviors involve dynamic, coevolving decisions by interacting agents, which

poses challenges for creating tractable models of behavior. Here, using a game in

which humans competed against both real and artificial opponents, we show that it is

possible to quantify the instantaneous dynamic coupling between agents. Adopting a

reinforcement learning approach, we use Gaussian Processes to model the policy and

value functions of participants as a function of both game state and opponent identity

1. We found that higher-scoring participants timed their final change in direction

to moments when the opponent’s counter-strategy was weaker, while lower-scoring

participants less precisely timed their final moves. This approach offers a natural set

of metrics for facilitating analysis at multiple timescales and suggests new classes of

1 This chapter uses material from a coauthored empirical paper published in Nature Communica-
tions (McDonald et al., 2019).
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experimental paradigms for assessing behavior.

2.1 Introduction

Over the last fifteen years, game theory has been foundational in establishing cog-

nitive and biological mechanisms of strategic decision making (Morgenstern and

Von Neumann, 1953; Sanfey, 2007; Lee, 2008; Camerer, 2011). Paradigms like Match-

ing Pennies, Trust/Ultimatum Games, and Prisoner’s Dilemma have used simple

choices in highly standardized contexts to yield key insights into social decision-

making in humans and animals (Lee, 2008; Delgado et al., 2005; Sanfey et al., 2003;

Hampton et al., 2008; Yoshida et al., 2008, 2010; Camerer, 2011; Barraclough et al.,

2004; Seo et al., 2007; Hammerstein and Selten, 1994). These game theory paradigms

draw upon a vast literature detailing how rational players would behave (Morgenstern

and Von Neumann, 1953; Rapoport and Budescu, 1992; Binmore, 1992; Mookher-

jee and Sopher, 1994; Delgado et al., 2005; Camerer, 2011), yet studies comparing

human behavior to these normative solutions have found that humans often violate

rational predictions (Morgenstern and Von Neumann, 1953; Rapoport and Budescu,

1992; Sally, 1995; Camerer, 2011).

While a central aim of game theory is to describe how people should make de-

cisions, describing how humans actually make decisions is of particular interest to

social scientists. Indeed, many of the features that have made game theory paradigms

analytically attractive—discrete choices, turn-taking, known payouts—are abstrac-

tions away from real-world social interactions. For instance, when buyers haggle

over the price of a good, they interact in real time, using a combination of nonverbal

cues, strategic planning, perspective taking, and value judgment. Their continuous,

dynamic interaction thus poses a challenge to any computational framework for the

study of social decisions (Zaki and Ochsner, 2009; Camerer, 2011; Iqbal and Pear-

son, 2017). Moreover, while game theory has made progress in generalizing optimal
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strategies for games in continuous time and space, such as duels and auction bidding

(Kagel and Roth, 2016; Camerer, 2011; Presman and Sonin, 2006; Sahi and Shubik,

1988; Binmore, 1992; Radzik, 1996), considerably less has been done to quantify

highly dynamic behavior in cases where optimal strategies remain challenging to

compute. While game theory has proven highly successful in analyzing various sorts

of equilibria players might settle into, considerably less is known about the processes

by which these equilibria are reached (Kandori et al., 1993; Huettel and Lockhead,

2000). As a result, it is desirable to develop analytical tools capable of quantifying

strategic dynamics while maintaining the mathematical rigor that has made game

theory such a productive framework.

Here, we introduce a computational modeling framework that borrows from re-

cent advances in reinforcement learning (Sutton and Barto, 1998; Mnih et al., 2013,

2015; Duryea et al., 2016; Silver et al., 2016; Wang et al., 2016; Jaderberg et al.,

2018), game theory (Binmore, 1992; Sahi and Shubik, 1988; Presman and Sonin,

2006), and nonparametric Bayesian modeling (Rasmussen and Williams, 2006; Tit-

sias, 2009; Hensman et al., 2013) to capture these social dynamics. Our approach

produces models of behavior that are both flexible enough to capture the variability

present in a continuously evolving strategic setting and powerful enough to quantify

strategic differences across participants, trials, and even individual moments within

trials. Our testbed for these ideas is a competitive task in which human participants

played against both a human opponent and a computer opponent in a real-time,

movement-based game. This paradigm generates a rich complexity in individuals’

behavior that can be succinctly described by individualized, instantaneous policy and

value functions, facilitating analysis at multiple timescales of interest. This approach

quantifies complex interactions between multiple agents in a parsimonious manner

and suggests new classes of tractable paradigms for studying human behavior and

decision making.
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2.2 Methods

2.2.1 Participants

This study was approved by the Institutional Review Board of Duke University Med-

ical Center. Data from 82 healthy volunteers (age range: 18-48 years; 45 females;

37 males) were included in the behavioral analyses. All participants gave written

informed consent to participate in this experiment and were informed that no decep-

tion would be used throughout the experiment. The task was viewed on a computer

screen and played by two players: an experimental participant (N = 82) who con-

trolled an on-screen circle, or puck, and another long-term participant who controlled

an on-screen bar, acting as the goalie. Hereafter, we will refer to these players as the

participant and the opponent, respectively. Two long-term participants played the

role of the human opponent in the penalty shot task, but each participant played

against only one human opponent. The human opponents were not members of the

study team and had no stake in the outcome of the study apart from maximizing

their own compensation. Participants were told that on each trial they would play

against either the human opponent they had met with during the consenting pro-

cess, or against a computer algorithm. We emphasized to participants that deception

would not be used in our task regarding who they were in fact playing against (i.e.,

when the task indicated they would play against the computer opponent next, they

would indeed play against the computer). Our task was incentive-compatible: both

the experimental participant and the human opponent were rewarded in monetary

bonuses that were dependent on how frequently each player won.

2.2.2 Penalty Shot Task

We adapted a zero-sum dynamic control task, inspired by a penalty shot in hockey

(Iqbal and Pearson, 2017). The experimental participant controlling the puck began
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each trial at the left of the screen and moved rightward at a constant horizontal

speed. The participant’s objective was to score by crossing a goal line located at

the right end of the screen behind the opponent. The opponent’s task was to block

the puck from reaching the goal line. Each player moved his or her avatar using

a joystick. Both players were only able to control the vertical velocities of their

respective avatars, though the puck and bar had distinct game physics (see below).

See Figure 2.1A and B for task progression and sample trajectories.

Puck and Bar Dynamics

The puck was represented as a colored circle (of diameter 1
64

of the screen width)

and started each trial at normalized coordinate position (−0.75, 0). The goal line

was positioned at x = 0.77. The puck moved with constant horizontal velocity vp

and vertical velocity vput, where ut ∈ [−1, 1] was the vertical joystick input at time

t. The participant controlled only the vertical velocity of the puck. The puck was

constrained to remain onscreen. At each time t, the coordinates of the puck were

updated according to:

xt+1 = xt + vp (2.1)

yt+1 = yt + vput . (2.2)

Both the human and computer opponents were identically represented on screen

by a vertical bar. The bar began each trial at position (0.75, 0), immediately to the

left of the goal line, and could only move up or down. Unlike the puck, the opponent

was able to accelerate: If the opponent maintained direction at near-maximal input

(|u| ∈ [0.8, 1]) for three consecutive time steps, the bar’s maximal velocity began to
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increase on the third step. That is, at each time step

vω ←
2

3
θvp (2.3)

θ ←

{
θ + 0.85, if accelerating

1, otherwise
(2.4)

yt+1 = yt + vωut . (2.5)

Experimental Design

Participants began the experiment with a 4 minute practice block followed by three

experimental blocks, each approximately 12 minutes long. Participants played as

many trials as they could within each 12 minute block, resulting in roughly 200 trials

in total for each participant (approximately 100 trials per opponent condition). At

the beginning of each trial, each participant was prompted to center the joystick in

order for the next trial to begin. A centered fixation cross was then presented for

a jittered amount of time, ranging from 1.0 to 7.5 seconds. Following the fixation

cross, the identity of the opponent on the upcoming trial (either “Computer” or the

name of the human opponent) was displayed in centered text for two seconds. Each

trial lasted roughly 1.5 seconds. Following the end of a trial, centered text displaying

“WIN” or “LOSS” would appear on screen, indicating the previous trial’s outcome.

Following the experiment, participants completed a post-task survey, were debriefed,

and compensated.

Participants played the penalty shot task in an fMRI scanner. On each trial,

participants played against a randomly selected opponent. On half of the trials,

this was a human opponent, located outside the scanner (each participant interacted

with only one human, but two long-term human participants played as the goalie

through data collection). On the other half of trials, the opponent was a computer

algorithm. This opponent followed a track-then-guess heuristic (see Appendix A
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Figure 2.1: Strategic heterogeneity in dynamic decision-making. A: Task
progression: Following a jittered fixation cue, text indicated the identity of the op-
ponent on the upcoming trial for 2 seconds. Play commenced after a variable delay
during which the screen displayed a fixation cue. At the conclusion of each trial,
which lasted roughly 1.5 seconds, colored text indicated the winner (green “Win” if
the participant won; red “Loss” if the participant lost) for 1.5 seconds. B: Game play
on a single trial. The puck moves from left to right at constant horizontal velocity.
The bar was only allowed to move vertically, but is depicted as moving from the
right side of the screen inward toward the goal line for visualization purposes. C and
D: All of the trajectories for Participant 3 (C) and Participant 4 (D), demonstrating
the heterogeneity observed across participants. Note variability in both on screen
positions’ visited and trajectory shape: Participant 3 is much more consistent in
game play, while Participant 4 was more variable. Trials played against the human
opponent are displayed in blue. Trials played against the computer opponent are in
green.

for details) in which it attempted to match the puck’s vertical position (with a

variable reaction time) before randomly choosing a direction to move at maximal

speed near the end of the trial. This choice was motivated not only by pilot data that

showed such a strategy was difficult for participants to exploit, but also by past work

analyzing the anticipatory strategies of goalkeepers (Morya et al., 2003, 2005; Van
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Der Kamp, 2006). When subjects were asked after the experiment which opponent

had a better strategy, half of the subjects (N = 41) reported that they thought

the human opponent was better, and the other half reported that the computer

algorithm was better, suggesting that the computer algorithm did, in fact, play at a

level comparable to both human opponents.

2.2.3 Gaussian Process Models

Observed data for each trial were movement trajectories for the puck and the bar,

each spanning approximately 1.5 seconds (94–96 discrete time points). While it is

possible to model these time series directly (Iqbal and Pearson, 2017), we observed

that puck trajectories could be reduced to a series of straight-line segments of near-

maximal velocity separated by change points (Figure 2.2A). That is, we could redefine

the decision available to the participant at each moment as whether or not to switch

direction. This transforms a time-series modeling problem into a more tractable

change point prediction problem, for which our predictors are a small number of

game state variables.

Viewed through the lens of reinforcement learning, the decision of whether to

switch direction at time t is an action, at, and the probability of this action given

a state of the world st is given by the policy function: Π(at, st, ω) = p(at|st, ω),

where we let st denote a vector of predictors at each time point and ω is a binary

variable indicating the opponent’s identity (computer = 0, human = 1) (Sutton and

Barto, 1998). In our case, we define the action space as a single binary variable,

with 1 indicating a change in direction and a 0 indicating continuation along the

current trajectory. However, the state s remains continuous and includes 7 predictor

variables: the x and y positions of the puck, the y position of the bar, their respective

vertical velocities, the time since the occurrence of the last change point (normalized

to 1 by dividing by total trial length), and an opponent experience variable that
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ranged from 0 (first trial) to 1 (last trial) that was specific to each opponent and

reflected potential strategic adaptation over the course of the experiment. Finally,

we simplify our notation, defining π(st, ω) = p(at = 1|st, ω). Because our input

space is of moderate dimension, a model for π(s, ω) will be a continuous function of

s instead of a large matrix, as it would be for a model with a discrete state space.

Our contribution is to show that nonparametric methods allow us to address the

challenge of modeling π using only sparsely sampled data.

Our decision to model change point probabilities as a function only of states and

opponents means that the data at each time are independent of each other given these

variables. Thus, our approach is also equivalent to a binary classification problem.

Binary classification is well-studied, with many methods available, including logistic

regression, support vector machines, and neural networks (Murphy, 2012). Our

model selection was guided by three requirements: First, the model should be flexible

enough to capture the rich diversity of player behavior. Second, the model should

appropriately handle a small number of change points (≈ 4.6%) with an input space

of moderate dimension. And third, the model should avoid overfitting while providing

a principled estimate of uncertainty. For these reasons, we fit each participant’s data

using a Gaussian Process (GP) classification model.

A Gaussian Process (GP) is a distribution over functions. GPs are widely used

in spatial and time series modeling for their combination of flexibility and ability to

generalize from even modest data (Rasmussen and Williams, 2006; Gelfand et al.,

2010). In the same way that a sample from a normal distribution is a real number

and a sample from a Bernoulli distribution is a binary variable, a sample from a

GP is an entire function (e.g., a univariate time series (d = 1) or spatial density

(d = 2)). Gaussian Processes have the advantage of providing a principled, Bayesian

measure of uncertainty over functions (Rasmussen and Williams, 2006). While some

types of GPs are equivalent to infinitely-wide, single-layer neural networks, they
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have been shown to outperform neural networks in avoiding overfitting on small

to moderate datasets (Neal, 1996, 2012; Lee et al., 2017; Rasmussen and Williams,

2006). Moreover, they are the method of choice when modeling time courses based

on sparse or irregularly-sampled data (Byron et al., 2009; Futoma et al., 2016). Thus,

GPs offer competitive modeling performance with the added benefits of uncertainty

estimation and differentiability.

More formally, a GP is fully characterized by a mean function m(x) (usually as-

sumed to be 0 a priori) and a covariance function k(x,x′) that defines the correlation

between values of f at different input points (Rasmussen and Williams, 2006):

f(x) ∼ GP(m(x), k(x,x′)) (2.6)

m(x) = E[f(x)] (2.7)

k(x,x′) = cov[f(x)f(x′)] (2.8)

where f(x) is a random function drawn from the GP. By definition, the joint distri-

bution of the observed data set D = {f(xi)|i = 1 . . . d} is multivariate normal with

dimension d, mean µi = m(xi), and covariance Σij = k(xi,xj).

As stated above, we chose to model players’ policies via a GP classification model

that predicted an upcoming change in the puck’s direction from the current state s

and opponent identity ω. Following standard techniques (Rasmussen and Williams,

2006; Hensman et al., 2015), we assumed that binary change point observations ai

were Bernoulli distributed according to the policy π(s, ω) and that the policy itself

was related to an underlying GP:

a ∼ Bernoulli(π(s, ω)) (2.9)

Φ−1(π) ≡ f(s, ω) ∼ GP(0, k) (2.10)

where Φ−1 is the inverse cumulative normal distribution (also called the probit or

quantile function) and GP(0, k) is a GP prior on f with mean 0 and kernel function k.
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Because we assume that f is a smooth function of its inputs, we choose the common

radial basis function (RBF) kernel (Rasmussen and Williams, 2006):

k(x,x′) = σ2 exp

(∑
i=1

(xi − x′i)2

λ2i

)
(2.11)

with i indexing input variables and σi and λi hyperparameters setting the overall

magnitude of the covariance and the length scale of correlations along each dimension,

respectively. Here, x includes both s and ω. Even though ω is a discrete parameter,

we approximate it as a continuous variable, as is often done in Bayesian modeling

using GPs (Snoek et al., 2012).

Gaussian Process Model Fitting

Traditionally, performing full Bayesian inference in Gaussian processes has been pro-

hibitive, with computation scaling as O(N3), with N the number of training data

points. However, recent advances in approximate inference methods based on sparse

collections of M � N inducing points have reduced this cost to O(NM2), making

computation feasible for large data sets (Titsias, 2009; Hensman et al., 2013, 2015).

Here, we used GPFlow, a Gaussian process package based on the TensorFlow ma-

chine learning library, to fit separate Gaussian process classification models to data

from each experimental participant (Matthews et al., 2017). Models were fit using

the Sparse Variational Gaussian Process algorithm coded in GPFlow, using input

variables as described in the text. We used 500 inducing points and trained for

200,000 iterations using the Adam optimizer (Kingma and Ba, 2014; Hensman et al.,

2015; Matthews et al., 2017) for both the policy and action value models. Altering

these parameters did not materially change either the fitted GPs or their sensitivities

(see Appendix Figures A.15 and A.16). Model hyperparameters were learned during

the training run, an empirical Bayes approach (Murphy, 2012). We used a train/test
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split of 80/20% at the timepoint level to evaluate each model’s performance; test

data were not used to select model parameters.

Sensitivity metrics

To capture the effect of small changes of input variables on our latent Gaussian

Process f , we defined a sensitivity for each input variable as the (squared) norm of

the GP gradient along that direction:

νi(x) = ‖σ−1i (x)∇if(x)‖2 (2.12)

with i = 1 . . . 8 indexing each predictor variable in (s, ω) and σi the local uncertainty

in ∇if . This can be motivated by noting that since f is a GP, ∇f is as well (see

Appendix). Dividing a collection of squared Gaussian variables (one per observation)

by their standard deviations results in a set of χ2 variables. Viewed another way, by

normalizing by the uncertainty σi, we are downweighting highly uncertain gradients

in our sensitivity measure (see Appendix A).

When we consider a total sensitivity to opponent actions, we combine sensitivities

to opponent action and velocity into a single metric:

ς = ‖L−1∇x̃f(x)‖2 (2.13)

where ς is the opponent sensitivity metric, x̃ ≡ (yopponent, vopponent) and L is the

Cholesky factor of the covariance of ∇x̃f (LLT = Σx). This is equivalent to combin-

ing the gradients for opponent position and velocity by first performing a PCA on

these two coordinates and weighting each principal component equally in the calcula-

tion. As with the νi above, it can be shown that this index has a known distribution

(noncentral χ2), allowing us to calculate uncertainty in the action sensitivity metric

at each time point (see Appendix A).
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2.3 Results

As expected, participants exhibited considerable variability in game play. Fig-

ure 2.1C and D shows all trajectories for a representative pair of subjects. A salient

feature of our paradigm is its accommodation of widely varying individual strate-

gies. Trajectories varied widely both within and across participants, despite the fact

that players each only had one continuous degree of freedom (position along the

y-axis). For example, Participant 3 (Figure 2.1C) demonstrated highly stereotyped

play, with most trials exhibiting a “down-up-guess” approach. By contrast, Partic-

ipant 4’s (Figure 2.1D) trajectories were dispersed throughout the screen, perhaps

resulting in less predictable play. Participants also experienced highly variable win

rates, which ranged from 43-76% (against human: 34-83%; computer 42-73%).

We found that our GP classification model accurately captured the diverse pat-

terns present in participants’ data (Figure 2.2A,B,D). That is, the model had a

higher probability of predicting a change point in regions of the screen where change

points actually occurred. This is a direct result both of the nonparametric nature

of the GP—the model adapts its complexity to the data—as well as the smoothing

effects of the prior. Held-out test data from each participant yielded a median area

under the curve (AUC) score of 94% (Figure 2.2C). For comparison, we also fit a

regularized logistic regression for each subject, but for no subject did it outperform

our GP model (see Appendix Figure A.12).

Model fits revealed that participant policies were most strongly affected by the

participant’s own velocity, followed by the time since the previous change point

and the participant’s own vertical position (median length scales: 0.18, 0.23, and

0.43, respectively; standard deviations: 0.08, 0.40, and 0.71, respectively). That is,

participants were more weakly influenced by their opponent’s position and velocity

than by their own movements, suggesting that their strategies were only secondarily
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Figure 2.2: Change point classification captures strategy variability. A:
Observed data from a single subject (Participant 3) in the penalty shot task. Blue
trajectories correspond to trials played against the human opponent. Green trajecto-
ries are from trials played against the computer. Black dots represent change points,
or switches in joystick direction by the participant. B: Same trajectories from A,
but overlaid with black transparently-shaded regions indicating locations in which
the model-predicted probability of a change points exceeded the participant’s base
rate. C: Histogram of participants’ area under the curve (AUC) scores on held-out
data (20% of each participant’s dataset). D: Probability of a change point as a func-
tion of time, averaged across trials, for Participant 3. Shaded regions indicate 95%
Bayesian credible intervals. Probabilities are shown and averaged in quantiles (z)
of the normal distribution. Blue indicates trials against the human opponent, green
against the computer.

reactive. Moreover, hyperparameters for the opponent experience variable, which

captured changes in strategy over the course of the experiment, were large, indicating

that their strategies quickly stabilized and remained consistent throughout play. In

fact, trajectories for most players did not differ markedly in shape between the first

and last ten trials (see Appendix Figures A.18 and A.19).
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2.3.1 Sensitivity to Opponent Actions

We next sought to quantify how much participants’ switching behavior changed as a

function of the opponent’s actions. Because our change point policy model is based

on a smooth Gaussian Process, we can quantify this sensitivity using gradients of the

GP f = Φ−1(π) with respect to the opponent’s position and velocity (see Methods).

We used these gradients to define a moment-by-moment sensitivity index. Since the

gradients of the GP measure the degree to which small changes in the current game

state affect the participant’s probability of changing course, gradients with respect

to the opponent’s position and velocity capture the degree to which the participant’s

current behavior is sensitive to the opponent’s actions.

Just as switch probability changes dynamically with game state, sensitivity to

opponent action varies throughout the trial. Figure 2.3A illustrates this for a single

subject. In order to quantify this, we asked whether participants’ sensitivity differed

depending on opponent, and whether this effect changed during the trial. As shown

in Figure 2.3B, most subjects (71%) were consistently more sensitive to one of the

opponents in both phases of the trial. The few subjects who appear in the off-

diagonal quadrants exhibited greater sensitivity to one opponent early and the other

late. Thus, sensitivity-based metrics not only offer a precise characterization of

variability in player strategies, but they also capture differences in play against each

opponent.

Sensitivity Metrics Characterize Behavior

The sensitivity metric defined in 2.12 represents a particular moment-by-moment

measure of the degree to which one player (the participant) is coupled to the actions

of the other (the opponent). Based on our prior expectation, we chose a combination

of sensitivities to opponent position and velocity, but other combinations are equally

plausible. In fact, one could define a sensitivity metric to each input variable individ-
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Figure 2.3: Sensitivity metric reveals information about player strate-
gies. A: Observed sensitivity to opponent actions in both opponent conditions,
for Participant 12. Shaded regions indicate 95% credible intervals. Blue line and
shaded region correspond to the human opponent condition, green to the computer
opponent. B: Differences in opponent sensitivity across participants. Scatter plot of
relative opponent sensitivity for each participant in the data set for early (horizontal)
and late (vertical) phases of the trial. Values are differences in log sensitivity to each
opponent, averaged across time points and trials. Positive values indicate higher
sensitivity (either early or late) to the human opponent; negative values indicate
higher sensitivity to the computer. Most participants (71%) demonstrate consis-
tently higher sensitivity to one opponent throughout the trial (denoted by red and
purple points).

ually. Here, we show that such an approach produces a principled characterization

of participants’ behavior across multiple timescales. Indeed, when aggregated at the

participant level, these indices fully characterize the policy model.

We defined one sensitivity for each input variable equal to the square of the gra-

dient along each input direction (see Methods). This yielded eight new sensitivity

indices (seven for state plus one for opponent identity) in addition to the opponent

action sensitivity defined above. However, our previous index can be defined in

terms of these new indices, so there are only eight unique values in the set. The

most important feature of these new indices is that, like the policy, they are defined

moment-by-moment, but can be aggregated across multiple levels of granularity, in-
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cluding trial and participant averages. As in classic analysis of variance (ANOVA),

we can consider each index value at each data point as the sum of three terms: a

participant-level mean, a trial-level offset from this mean, and a residual specific to

the data point. Likewise, we can estimate variances within trial (residual), across

trials, and across our participant population. As in ANOVA, the sum of these vari-

ances, appropriately weighted, equals the total variance in the data. Normalizing by

this total variance yields a set of three positive terms that sums to 1:

σ2
participants

σ2
total

+
σ2
trials

σ2
total

+
σ2
residual

σ2
total

= 1 (2.14)

To illustrate this decomposition, we plot the trial- and subject-level variance

for each predictor variable in Figure 2.4A. We find that the subjects’ strategies,

as summarized by the baseline probability of switching, exhibit the largest vari-

ance across participants, indicating that the differences in change point frequency

apparent in Figure 2.1C and D are relatively more trait-like than our sensitivity

measures. Perhaps surprisingly, while the sensitivities to opponent position and

velocity demonstrate relatively little across-subject variance, the aggregated metric

defining opponent action sensitivity has more across-subject variability, suggesting

a more stable index. To test whether these effects could be the result of chance, we

ran a permutation test in which we performed the variance decomposition analysis

1000 times with the trial and subject labels shuffled. These results, plotted in gray,

tightly cluster around 0% for every variable. That is, our sensitivity indices in all

cases account for significant variance in the data.

Finally, we note an important relationship between participant-level sensitivities

and model hyperparameters. Because Gaussian Processes, like Gaussian distribu-

tions, are completely characterized by their mean and covariance, summaries of a

Gaussian Process taken over the data can only be functions of the hyperparameters
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Figure 2.4: Sensitivity metrics describe behavior across many time scales.
A: Variance decomposition of model metrics. Proportions of trial- and subject-level
variance for each predictor variable. Variables high in across-participant variance
represent more trait-like variables (upper left), while variables high in variance across-
trials (lower right) are more state-like. When trial and subject label information are
randomly permuted, the resulting indices account for ≈ 0% variance at the trial and
subject levels (gray dots). B: Relationship between mean probability of switching
and GP noise parameter across participants. Each dot represents one participant.
C: Relationship between sensitivity to opponent identity and GP opponent identity
hyperparameter.

that define the mean and covariance. That is, we expect on mathematical grounds

that our sensitivities, when averaged across an entire participant’s data, should be

related to the model’s hyperparameters (see Appendix A). Figure 2.4B and C illus-

trate this relationship for two hyperparameter-sensitivity pairs. Figure 2.4B shows

that the noise parameter of our Gaussian Process model, σ2 is indeed correlated
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with the variance in probability of switching across time points for each participant

(R = 0.56, t = 6.09, p < 0.0001). Likewise, Figure 2.4C shows that the logged hyper-

parameter controlling opponent identity effects in the GP correlates negatively with

each participant’s sensitivity to the same variable (R = −0.64, t = 7.43, p < 0.0001).

In both cases, this is exactly what we expect: the noise hyperparameter for a clas-

sification model is related to the variance in its predictions, while low sensitivities

correspond to long correlation length scales. Thus, our gradient-based sensitivity

metrics naturally extend GP hyperparameters to the time point level, providing a

principled characterization of strategy suitable for analysis at multiple timescales.

2.3.2 Expected Value of Making One’s Final Move

We have shown that we can use nonparametric methods to estimate the policy par-

ticipants use when playing a dynamic, strategic game. Yet this analysis says nothing

about how effective these policies are. So how do participants’ choices at each mo-

ment translate to wins and losses? To answer this, we separately modeled each

participant’s action value Qπ(a|s, ω): the expected value of taking action a in state

s against opponent ω and playing according to policy π thereafter. As indicated by

notation, this value is policy-dependent. That is, each policy π uniquely determines

a value function Qπ (see Appendix Figure A.2). In typical reinforcement learning

models, policies are likewise dependent on action values: Given action values, Q,

policies choose actions based on a softmax function or other rule (Sutton and Barto,

1998). Thus, there is a mapping in the reverse direction from action values to poli-

cies. The Bellman Equation stipulates that for optimal learners, the optimal policy

and action values determine one another (Sutton and Barto, 1998), but this need

not hold for nonoptimal learners.

To capture this distinction, we also modeled each subject’s empirical action value

function Q(a|s, ω). The action value model took as inputs the instantaneous state,
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opponent, and observed action at that time and attempted to predict from those

data whether the participant subsequently won the trial. We used the same Gaussian

Process classification approach as before, only this time predicting the trial outcome

and using the participant’s observed action (i.e., did the participant make a direction

change at the next time point) as an additional input. Results from this model are

discussed in Appendix A. As shown in Appendix Figures A.2 and A.3, modeling

expected value at each time point allows us to quantify how fluctuations in game state

impact likelihood of winning. Once again, the GP model outperforms a regularized

logistic regression for each participant in our cohort (see Appendix Figure A.13).

While our empirical expected value model successfully predicts each player’s in-

stantaneous prospects, it suffers from a key drawback: because it is conditioned on

both players’ observed (and coupled) strategies, it does little to disentangle the effects

of each player’s decisions on the trial’s outcome. However, our task bears a strong

resemblance to the class of differential games known as duels (Radzik, 1996; Presman

and Sonin, 2006; Binmore, 1992), in which players continuously evaluate options but

choose only a single action. Along similar lines, we chose to analyze the expected

value of the participant changing direction a final time and continuing on a straight-

line trajectory thereafter. In keeping with the hockey analogy, this is equivalent to

the instantaneous value of shooting the puck: the puck changes direction and moves

under inertia thereafter. We estimated this value using the final change point of each

trial as training data, with each opponent (two human players and the computer al-

gorithm) modeled by a separate GP. This is justified by our assumption that, once

participants have made their final move, all participant strategies are identical and

trivial: the participant has no choices remaining. In reality, opponents in our game

have imperfect information about whether participants have in fact committed to a

final move, and so opponent beliefs about individual participants may be relevant in

principle. Nonetheless, given the speed of the game and the following results, such
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an assumption serves as a useful baseline against which more elaborate assumptions

about opponents’ beliefs might be tested.

More formally, we estimated Qπfinal move
(s, ω), the participant’s expected value of

making the final direction change in state s against opponent ω. Here again, state s

includes the positions and vertical velocities of both players, as well as the normalized

time since the subject’s last change point. Note the primary distinction between our

action value models: The empirical EV model estimates the value of action a to

the participant at a particular moment, assuming both players follows their usual

strategies π thereafter. The final move EV again also estimates the value to the

participant of changing direction, but assumes no change points thereafter.

Unsurprisingly, we found that there was a strong correlation between each sub-

ject’s average expected value at final move and win rate against each opponent (Com-

puter trials: R = 0.31, p = 0.004; trials against human opponent #1: R = 0.665, p

< 0.0001; trials against human opponent #2: R = 0.65, p < 0.0001), demonstrating

that this value is a good proxy for both win rate and shooter skill. Furthermore,

when we plotted participants’ estimated EV as a function of time within trial, we

found that higher-scoring participants were more likely to locate their final change

points during periods of high final move EV. Conversely, worse subjects showed the

opposite pattern: they timed their final moves during periods of relatively low ex-

pected value (Figure 2.5). Indeed, E|tmove − toptmove|, the expected deviation between

participants’ actual and optimal final move times across trials, was significantly cor-

related with win rate against each opponent (computer trials: R = -0.30, p = 0.0058;

human opponent #1 trials: R = -0.48, p = 0.0004; human opponent #2 trials: R =

-0.48, p = 0.0054). In other words, the most successful participants were those who

better concentrated their final change points within an optimal temporal window

against each opponent.

However, it is also possible that higher-scoring participants might also create
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Figure 2.5: Skilled subjects time final moves in high expected value pe-
riods. Distribution of final change points (blue) in time compared with estimated
expected value as a function of time (red) for four participants: A: The participant
with the highest score against a human opponent. B: The participant with the high-
est score against the computer opponent. C: The participant with the lowest score
against a human opponent. D: The participant with the lowest score against the
computer opponent. More successful participants better aligned their final change
points with critical periods in which the opponent was at a disadvantage.

better shot opportunities for themselves in the early and middle stages of the trial,

improving their overall prospects. For these participants, precise timing of the final

move might conceivably be less important, due to their advantageous positioning

early on in the trial. A schematic of expected value as a function of time in trial ac-

cording to these two hypotheses (advantageous positioning vs. advantageous timing

of final moves) are shown in Figure 2.6A,B. If high-scoring participants are skilled at

making decisions early on in the trial such that they place themselves in overall high

expected value states, then one would observe vertical shifts in expected value be-

tween subjects near the end of each trial; conversely, a difference in the timing of final

moves throughout trials need not be observed under this advantageous positioning
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hypothesis (Figure 2.6A). By contrast, under an advantageous timing hypothesis, if

timing one’s final move is the most important factor in winning, we expect that the

distribution of final move locations in time to discriminate between better and worse

players (Figure 2.6B). Observed data from the best and worst players against both a

human opponent (Figure 2.6C) and the computer opponent (Figure 2.6D) show that

timing one’s final moves is, in fact, the decisive factor. While both the highest and

lowest-scoring subjects experience similar expected values during the trial, higher-

scoring subjects distribute their final move change points more effectively. This fits

with the intuition of Figure 2.5 and holds across our population (Appendix Figure

A.17).

2.4 Discussion

Increasing interest in dynamic social interactions has necessitated a commensurate

increase in the complexity of behavioral studies, but the methods used to analyze

these new paradigms often lack the flexibility to handle the data produced. Here, we

have shown that Gaussian Processes make it possible both to fit complex behavioral

strategies and to forge links with the literature on reinforcement learning and game

theory. Thus, our work is related to ideas in both inverse reinforcement learning

(Ng et al., 2000; Abbeel and Ng, 2004; Collette et al., 2017), which seeks to esti-

mate, rather than learn, policies and value functions capable of generating observed

behavior and also the recent surge of interest in multi-agent reinforcement learning

systems (Nguyen et al., 2018; Hernandez-Leal et al., 2017; Braun et al., 2009). Our

problem can be viewed as a limit of the game theory context in which decisions

take place simultaneously in continuous time as well as dynamically against another

opponent (Delgado et al., 2005; Braun et al., 2009; Basar and Olsder, 1999). Our

work stands to complement those results by focusing on the dynamics that describe

players’ various decisions made throughout the task (in the policy model) as well as
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Figure 2.6: Data support advantageous timing over position hypothesis.
Schematic of expected value and distribution of final change points as a function of
win rate according to an advantageous position (H1) or timing hypothesis (H2). Red
curves indicate the participant’s expected value of the final move at each time. Blue
distributions indicate the distributions of these final change points. A: According
to H1, higher-scoring participants are those who create better shot opportunites
for themselves in the mid- and late-game, increasing their overall expected value. B:
According to H2, all participants experience roughly equal expected values during the
trial, but higher-scoring participants are better at timing their final moves to exploit
fleeting opportunities. C, D: Observed results for the highest- and lowest-scoring
participants against both of the human opponents (C) and the computer opponent
(D). The results are consistent with H2 but not H1, implying that strategic timing
is more important than positional advantage in task success.

how valuable these actions are (in both action value models). This emphasis on the

dynamic coupling of agents also bring us closer to real-world social interactions, in

which decisions are based on coevolving exchanges.

There are several strengths to recommend our computational modeling frame-

work. First, Bayesian estimation of continuous policy and value functions results in

principled measures of uncertainty (Rasmussen and Williams, 2006). The resulting

statistical inferences are better indicators of model fit than point estimates obtained

from maximum likelihood methods. Second, differentiability of policies and value
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functions allows us to derive sensitivity estimates that quantify the coupling be-

tween agents, which we have shown can characterize individual differences in play on

a variety of time scales. Third, modeling the joint distribution of both players allows

us to perform counterfactual analyses (as shown in Appendix A) that dissociate the

effects of player identity from those of game context—an intractable problem for

most competing approaches (Delgado et al., 2005). Finally, dissociating policy and

action value functions allows us to consider observed behavior without either assum-

ing optimality or being able to calculate what optimal behavior should be (Sutton

and Barto, 1998; Sutton et al., 2000).

Importantly, our approach of using flexible models like Gaussian Processes that

capture the richness observed in real data is not limited to a specific task. It gener-

alizes readily to more than two agents, both cooperative and competitive contexts,

and a wide variety of reward structures. All of these variants can be captured by

simply enlarging the state space to accommodate the additional variables character-

izing each agent, as is done in joint action learning algorithms (Guestrin et al., 2002;

Lanctot et al., 2017). Likewise, our data need not have been sampled densely or

even at regular intervals, since Gaussian Processes have proven hugely influential in

fields like ecology (Gelfand et al., 2010) and health data (Futoma et al., 2016) where

sparse observations are the norm. But our method is likely to prove most valuable

for examinations of decision making in natural settings like shopping, foraging, or

web browsing, where the number of covariates is large and the number of events (pur-

chases, food items, clicks) is comparatively small. Nevertheless, the specific Gaussian

Process formulation we have chosen has several limits. First, we have assumed that

policies can be described as functions of instantaneous game state, which precludes

situations where current behavior may depend on recent history. Second, as the

number of agents grows, the required number of state variables grows exponentially.

In this case, the data necessarily become even sparser and inferences more uncertain.
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Finally, even approximate GP methods can struggle when scaling to very large data

sets. As a result, when data are abundant, parametric models like neural networks,

which can be trained efficiently on subsets of data, may be more appropriate.

Our specific application yielded significant insights into humans’ dynamic strate-

gic interaction with both human and computer opponents. We found that partici-

pants exhibited a large variety of trajectories against both opponents, yet a majority

of our participants demonstrated a heightened opponent sensitivity toward one par-

ticular goalie throughout the trial, and that subjects’ sensitivity to opponent actions

demonstrated substantial subject-level variability. The importance of these policy-

derived metrics, particularly the sensitivities, is consistent with the findings of many

groups that an ability to model the intentions of another agent plays a central role

in human social interaction (McCabe et al., 2001; Rilling et al., 2004; Yoshida et al.,

2008; Carter et al., 2012). For our task, in which within-trial dynamics are more

variable than across-trial changes in strategy, an analysis of variance showed that

many sensitivities, including the baseline probability of switching and our sensitivity

to opponent action metric, were relatively more trait-like than state-like, consistent

with the idea that the underlying variability in our participant population is not in

strategic heuristics but in the degree to which players’ actions are coupled to one

another. This decomposition of variance for continuous, task-related predictors can

be used in future studies for systematically determining whether a given covariate

characterizes a trait-like or state-like process, which is particularly important when

investigating individual differences in the social sciences.

Finally, we showed that an analysis of participants’ evolving prospects of winning

easily distinguished between the track-then-guess heuristic of the computer opponent

and the more complex human opponents. Such an analysis allows us not only to

assess the degree to which a given moment in the trial is critical to a player’s future

prospects, but also how successful players are in seizing these opportunities. This is
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a result of the fact that action values are functions of both players’ strategies. More

specifically, by characterizing our task as a stopping problem, in which participants’

objective was to time a single decision, we showed that an ability to accurately time

one’s final change point during periods of high expected value differentiated high-

scoring from low-scoring participants. That effective players capitalize on momentary

advantage is intuitive and relates to empirical work showing that expected value plays

a role in strategic decision-making (Barraclough et al., 2004; Behrens et al., 2009;

Lee, 2008), as well as work which frames many common decisions in terms of foraging

or search problems (Pearson et al., 2014; Banino et al., 2018; Hayden, 2018).

Perhaps most important for studies of social and decision neuroscience, our mod-

els suggest a natural set of variables of interest at a hierarchy of temporal scales.

While the policies and action values we derive offer instantaneous regressors at the

tens of milliseconds resolution of electrophysiology, including EEG and ECoG, these

metrics can also be averaged at the trial and participant level for use with fMRI

and PET. Providing computational frameworks for capturing complex temporal dy-

namics is crucial in learning and decision making (Sutton and Barto, 1998; Doya,

2000; Tiganj et al., 2018). The key advantage of our approach lies in an ability to

identify both behavioral tipping points (high sensitivity of policy) and reward tip-

ping points (large differences in action value) and distinguish between the two. This

is particularly crucial in the analysis of neural data, where one wishes to designate

different types of cognitive events in addition to observational events (i.e., shifts in

probability of winning without changes in action, or changes of mind) (Resulaj et al.,

2009; Kang et al., 2017). Taken together, our results and overall approach offer a

new path to the use of more naturalistic paradigms in the study and modeling of

social interaction.
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2.5 Data and Code Availability

The dataset generated and analysed during the current study are available on Open

Science Framework (DOI: 10.17605/OSF.IO/EVFG5). The analysis code that sup-

port the findings of this study has been made available at https://github.com/

krm58/PenaltyShot_Behavior.
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3

Dorsolateral and dorsomedial prefrontal cortex
track distinct properties of dynamic social behavior

Understanding how humans make competitive decisions in complex environments

is a key goal of decision neuroscience. Typical experimental paradigms constrain

behavioral complexity (e.g. choices in discrete-play games), and thus, the under-

lying neural mechanisms of dynamic social interactions remain incompletely under-

stood. Here 1, we collected fMRI data while humans played a competitive real-time

video game against both human and computer opponents. We then used Bayesian

non-parametric methods to link behavior to neural mechanisms. Two key cognitive

processes characterized behavior in our task: (i) the coupling of one’s actions to an-

other’s actions (i.e., opponent sensitivity) and (ii) the advantageous timing of a given

strategic action. We found that the dorsolateral prefrontal cortex displayed selective

activation when the subject’s actions were highly sensitive to the opponent’s actions,

whereas activation in the dorsomedial prefrontal cortex increased proportionally to

the advantageous timing of actions to defeat one’s opponent. Moreover, the tem-

1 This chapter uses material from a coauthored empirical paper published in Social Cognitive and
Affective Neuroscience (McDonald et al., 2020)
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poroparietal junction tracked both of these behavioral quantities as well as opponent

social identity, indicating a more general role in monitoring other social agents. These

results suggest that brain regions that are frequently implicated in social cognition

and value-based decision-making also contribute to the strategic tracking of the value

of social actions in dynamic, multi-agent contexts.

3.1 Introduction

Strategically interacting with other agents requires inference of their beliefs, goals,

and intentions in order to inform the implementation of one’s own actions (Lee and

Seo, 2016; Wheatley et al., 2019). Social, strategic interactions are often studied in

laboratory experiments using paradigms and analysis methods borrowed from game

theory (Camerer, 2011; Kreps, 1990; Nash et al., 1950; Morgenstern and Von Neu-

mann, 1953). Though such approaches illuminate cognitive processes such as the

psychological tradeoffs between competition and cooperation (Axelrod and Hamil-

ton, 1981; Camerer, 2011; Poncela-Casasnovas et al., 2016; Rapoport et al., 1965;

Rilling et al., 2002), they nevertheless miss key elements of naturalistic, social inter-

actions that occur in real-time (Redcay and Schilbach, 2019). Specifically, adaptive

behavior in a dynamic, multi-agent context requires the decision maker to estimate

two quantities not present in typical discrete-play games: how strongly coupled are

my opponent’s actions to my actions, and when should I execute my action to max-

imize my chance of success? For example, driving an automobile requires not only

creating mental models of other drivers, each of whom might vary in how responsive

they are to one’s own actions, but also identifying an opportune time to implement

a planned action (e.g., turning across a lane during a gap in traffic). Understand-

ing how these specifically dynamic quantities are implemented within social decision

making mechanisms remains a fundamental challenge for social neuroscience (Ruff

and Fehr, 2014).
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The first of these quantities – the extent to which one’s actions are affected by

the actions of other agents, here called opponent sensitivity – is endemic to real-

world social interactions. For example, haggling with a shopkeeper over the price

of an item requires real-time adjustments to your offer based on the shopkeeper’s

behavior; if that adjustment process is accurate, your negotiating tactics will be

more effective. Opponent sensitivity can be estimated by adapting the computational

framework of reinforcement learning models (Koster-Hale et al., 2017; Leibo et al.,

2017; McDonald et al., 2019) to determine a social policy function that characterizes

the likelihood of future actions given the actions of all task-relevant agents and

the environment’s current state. We propose that the human brain estimates this

quantity in real-time by recruiting brain regions that have been associated in the

literature with action inference. Previous physiology research in rhesus macaques

suggests that regions in the prefrontal cortex, particularly the dorsolateral prefrontal

cortex (dlPFC), are involved in learning and adapting one’s actions in light of an

opponent’s actions (Barraclough et al., 2004). Social action prediction error signals

have also been found in the dlPFC, as well as the dorsomedial prefrontal cortex

(dmPFC) and the temporoparietal junction (TPJ) (Suzuki et al., 2012). The dlPFC

has also been shown to play important roles in predicting social decision-making

outcomes according to information regarding the likely behavior of others (Coricelli

and Nagel, 2009; Yoshida et al., 2010).

The second element of dynamic social decisions, advantageous timing, reflects

the estimated reward distribution given the execution of an action at a particular

time. For many social interactions – whether driving or negotiating – the challenge

of the decision-maker may not be what action to take (e.g., turning from one road

to another) but when to take that action given the likely actions of others (e.g., at

a sufficiently large gap in traffic). This element can be quantified by constructing a

social value function that maps a policy function onto expected rewards (Kishida and
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Montague, 2012). Previous literature relating to the neural basis for social value infer-

ence comes predominantly from value-based decision-making studies. Self-referential

value-driven choice studies have implicated frontal regions such as the ventromedial

prefrontal cortex (vmPFC) and the dmPFC in being crucial for representing relative

subjective value for oneself (Kable and Glimcher, 2007; Kolling et al., 2016; Levy

et al., 2010; Piva et al., 2019) as well as during social decision-making (Amodio and

Frith, 2006; Lee and Seo, 2016; Rilling and Sanfey, 2011). The dmPFC has been

shown in computational neuroimaging studies to be involved in estimating the value

of rewards when making choices in a social decision-making task (Apps and Ramnani,

2017). Prior work thus links the prefrontal cortex to both tracking the actions of oth-

ers and to optimizing one’s own actions, but whether these processes are subsumed

within a single region of PFC or rely on different regions remains unknown.

Importantly, the neural mechanisms of opponent sensitivity and advantageous

timing may be distinct from information carried by the social or non-social identity

of other agents in the environment. Prior neuroscience research has revealed that

processing in brain systems that support social decision making does vary accord-

ing to the characteristics of the opponent (Carter et al., 2012; Jenkins et al., 2018;

Schurz et al., 2014; Siegel et al., 2018; Vickery et al., 2015). For example, when

human participants played static games against both human and computer agents,

regions of the social cognitive network such as the temporoparietal junction (TPJ)

were more active when playing against a human than against a computer opponent

(Rilling et al., 2004). Similarly, application of machine learning techniques to fMRI

data collected in a social poker paradigm showed that the TPJ encoded information

predictive of subsequent decisions only when competing with a human opponent and

not with a computer (Carter et al., 2012), indicating that this region supports the

creation of a social context for decision making (Carter and Huettel, 2013). Much

of the social cognition literature is interested in how the brain differs when engaging
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with different agent types. However, we posit that learning about these two dynamic

quantities across agent types will be critical for elucidating the computational mech-

anisms that underlie social action and value inference, independently of the identities

of other agents.

Here, we investigated the brain mechanisms that support decision making in dy-

namic social contexts, using an incentive-compatible game that distinguishes process-

ing of opponent behavior from processing of opponent identity. Human participants

attempted to direct a puck into a goal on a virtual playing field, while avoiding

a goalie either controlled by another human or by a realistic computer algorithm

(cf., a “penalty shot” in hockey) (Iqbal et al., 2019; McDonald et al., 2019). From

the relative movements of the two players and the resulting trial outcomes, we esti-

mated both a social policy function that provided a metric of opponent sensitivity

and a social value function that allows calculation of advantageous (or disadvanta-

geous) timing, as shown in our prior work developing these computational models

(McDonald et al., 2019). We connect these metrics to trial-to-trial fluctuations in

brain function across different phases of our experimental task: recognizing the op-

ponent identity, playing the game in real-time, and receiving a reward for successful

performance. We found that multiple regions within the prefrontal cortex tracked

dissociable features of behavior specific to dynamic decision making, whereas social

cognitive regions including the TPJ were differentially active according to opponent

identity.

3.2 Methods

3.2.1 Participants

All analyses report data from 75 participants (41 female; mean age 25.9 years; SD

= 6.8 years; age range 18-48 years) who played the Penalty Shot task against both

a human opponent and a computer opponent while scanned using fMRI. A total of
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82 participants were collected; 7 participants were excluded prior to data analyses

due to excessive head motion (3mm criterion) within the scanner, leaving a total of

75 participants. All participants were right-handed and free of neurological and psy-

chiatric disorders, by self report. All participants provided written informed consent

approved by the Institutional Review Board of Duke University Medical Center and

were informed that no deception would be used throughout the experiment. Two

additional participants (not included in the n = 75) played the role of the human

opponent in the task; each of our fMRI participants met one of these individuals

before the scanning session and played against that same opponent throughout their

session. The human opponents were not members of the study team and had no

stake in the outcome of the study aside from maximizing their own compensation.

For consistency across fMRI sessions, we used two highly practiced individuals as

our human opponents; both trained extensively in the task before their first session

and then played against many different participants throughout the experiment (Hu-

man Goalie 1 = 45 participants, Human Goalie 2 = 30 participants). The human

opponent met the fMRI participant before each session, and both the consent form

and task instructions indicated that all human trials would be against this opponent;

thus, there was no deception in the experiment.

3.2.2 Penalty Shot Task: Experimental Design

Human participants (n=75) played a competitive, dynamic game (Figure 3.1) in-

spired by a penalty shot in hockey (Iqbal et al., 2019; McDonald et al., 2019) while

measures of brain activation were collected using functional magnetic resonance imag-

ing (fMRI). Each trial began with a prompt instructing the subject to center the

joystick, followed by a fixation cross which was presented for a jittered time interval

of 1.0 to 7.5 seconds. When the fixation cross disappeared, the Opponent Screen

displayed (for 2 seconds) the identity of the opponent on the upcoming trial (either
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“Computer”, controlled by a computer algorithm developed to mimic typical human

behavior, or the name of the human opponent). The strategic play style of the com-

puter algorithm was not disclosed to participants. After a second fixation cross with

an interstimulus (ISI) interval of variable duration, the Game Play period started.

During the game play period, the participant’s task was to use a joystick to move

the puck across the goal line near the right side of the screen before the opponent

(located on the right side of the screen in front of the goal line) can block them.

The participant’s task was to move the puck past the goalie without making contact;

conversely, the opponent’s task was to move the goalie to block the puck. Each trial

lasted roughly 1.5 seconds. Following the end of a trial, an Outcome Screen dis-

played either “Win” or “Loss” to indicate the trial’s outcome. After the experiment,

participants completed a post-task survey, were debriefed, and compensated.

Puck
Opponent

B

+
Computer

+

Win

A

Time

ISI

2 s

ISI
~ 1.5 s

1.5 s

Figure 3.1: Schematic of the Penalty Shot task. A: Each trial consisted of
three phases with intervening variable-duration ISIs: (i) the Opponent phase (2 s)
that indicated the opponent for the upcoming trial, (ii) the Game Play phase, during
which participants attempted to move the puck past the defending goalie (1.5 s), and
(iii) the Outcome phase that displayed the outcome of the trial (either Win or Loss;
1.5 s). (B) One example trial of game play with the trajectory of the puck shown in
green and the vertical movements of the goalie shown in red. Note that the goalie
has a fixed horizontal position; here, we visualize the goalie as traveling along the
x-axis from right to left to illustrate its trajectory.

The experiment began with a 4-minute practice run followed by three experimen-
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tal runs of game play, each approximately 12 minutes long, with short breaks between

runs. Participants played as many trials as they could within each 12-minute block;

each participant engaged in roughly 200 trials in total (i.e., approximately 100 trials

per opponent (in randomized order), median N=202). Stimuli were projected onto

a screen located in the scanner bore. The Penalty Shot task was programmed using

the Psychophysics Toolbox in MATLAB (Brainard, 1997).

The task was incentive compatible, in that each trial the experimental subject

won went toward a task bonus that was paid in addition to the baseline participa-

tion rate; similarly, the long-term participant was paid a separate task bonus for each

trial the participant lost. Thus, both participants were incentivized to win as many

trials as possible. The human opponents were free to use any strategy they desired.

The computer opponent used a track-then-guess heuristic that attempted to match

the fMRI participant’s vertical movements and then dove upwards or downwards

(randomly) at a threshold point near the end of each trial (McDonald, 2019). This

behavior simulated equilibrium human opponent behavior, in that human opponents

tended to adopt a similar strategy. For full details of the experimental paradigm

including the physical dynamics of both players, please refer to Chapter 2 or (Mc-

Donald et al., 2019).

3.2.3 fMRI Acquisition and Preprocessing

Imaging Acquisition

Functional MRI data were collected using a General Electric MR750 3.0 tesla scanner.

Images sensitive to BOLD contrast were acquired using an echo-planar imaging (EPI)

sequence: [repetition time (TR), 2000 ms; echo time (TE) 28 ms; matrix, 64 x 64;

field of view (FOV), 192 x 192 mm2; flip angle, 90 degrees; voxel size 3.0 x 3.0

x 3.8 mm]. Before preprocessing the functional data, we discarded the first four

volumes of each run to allow for magnetic stabilization. We also acquired whole-
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brain, high-resolution anatomical scans to facilitate coregistration and normalization

of the functional data (T1-weighted, TR, 8.16 ms; TE, 3.18 ms; matrix, 256 x 256;

FOV, 256 mm; flip angle, 12 degrees; voxel size 1.0 x 1.0 x 1.0 mm).

Imaging Analysis

Preprocessing was conducted using the FMRIB Software Library (FSL version 5.0.1,

https://fsl.fmrib.ox.ac.uk/fsl/). Motion correction was conducted using MCFLIRT

(Jenkinson et al., 2002). We removed non-brain material using the brain extraction

tool, BET (Smith, 2002). Intravolume slice-timing correction was conducted using

Fourier-space time-series phase-shifting (Sladky et al., 2011). Images were spatially

smoothed using a 5mm full-width at half-maximum (FWHM) Gaussian kernel. We

then applied a high-pass temporal filter with a 50s cutoff (Gaussian-weighted least-

squares straight line fitting, with σ = 50s). Finally, each run was grand-mean inten-

sity normalized using a single multiplicative factor. Before group analyses, functional

data were spatially normalized to the standard MNI avg152 T1-weighted template

(2 mm isotropic resolution) using a 12-parameter affine transform implemented in

FLIRT (Jenkinson and Smith, 2001).

Neuroimaging analyses were conducted using FEAT (fMRI Expert Analysis Tool)

version 6.00 (Smith et al., 2004; Woolrich et al., 2009). The first-level analyses

(within-run) used a general linear model with local autocorrelation correction (Wool-

rich et al., 2001) consisting of regressors modeling each phase’s (Opponent pre-trial

screen, Game Play screen, Outcome post-trial screen) time of onset and duration, as

well as opponent identity (human or computer) and trial outcome. In addition, we in-

cluded four parametric regressors describing trial-level behavior: (1) mean opponent

sensitivity on that trial (orthogonalized with respect to self-sensitivity), (2) mean

self-sensitivity on that trial, (3) the advantageous timing metric on that trial, and

(4) the total number of vertical direction changes made on that trial. Both main and
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interaction effects of opponent identity (human or computer opponent) were included

in the first-level models. We also included nuisance regressors to account for motion.

Aside from the head motion nuisance regressors, all regressors were convolved with a

canonical hemodynamic response function. To verify that that our conclusions about

opponent sensitivity were not biased by the complexity of the model, we ran a sepa-

rate, smaller GLM which only included two regressors: self-sensitivity and opponent

sensitivity (orthogonalized with respect to self-sensitivity). Our key results were all

observed in this simplified model (see Supplementary Figure B.4 and Table B.3).

Data across runs (second-level, within-participant) as well as data across partic-

ipants (third-level) were combined hierarchically using a mixed-effects model (Beck-

mann et al., 2003; Woolrich et al., 2004). Statistical significance was assessed us-

ing cluster-thresholding, implemented in FEAT. Z-statistic images were thresholded

using clusters determined by Z > 2.3 and a corrected cluster significance thresh-

old of P = 0.05 (Worsley). Statistical overlay images were created using FSLeyes

(https://fsl.fmrib.ox.ac.uk/fsl/fslwiki/FSLeyes). All coordinates are reported in MNI

space.

Neuroimaging subject-level contrast parameter estimates from bar graphs were

conducted by extracting the mean and variance contrast parameter estimates for each

within-subject region of interest (ROI). ROIs were defined as 8mm-radius spheres

around centroids of the activation regions observed within dlPFC (MNI -48, 20,

34), left TPJ (MNI -46, -68, 36), and right TPJ (54, -50, 24). For the control

analyses of the left motor cortex ROI, we extracted the left post-central gurus from

the Harvard-Oxford anatomical atlas. Parameter estimates were converted to percent

(%) activation before z-scoring to enable comparison across subjects in common units.

Z-scores were determined by dividing the ROI’s mean contrast estimate by the ROI’s

variance contrast estimate, to allow for across-subject comparison. Given that we

used functionally defined ROIs to illustrate the pattern of activation – and to avoid
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circularity in our analyses – we do not report significance testing on the column

graphs in Figures 3.3 and 3.4.

3.2.4 Opponent Sensitivity: Social Policy Function

In keeping with our prior computational modeling approach for this task (McDon-

ald et al., 2019), we fit separate Gaussian Process (GP) Policy Function models to

behavioral data from each participant. These models predicted the occurrence of

a change in vertical direction (i.e., a “change point”) at the next time step (t + 1,

measured in units of screen refresh cycle, 60Hz) given the state of the game at the

current time step (t). The state of the game included seven input variables: the x

and y positions of the puck, the y position of the bar, the vertical velocity of both

the puck and the bar, the time since the occurrence of the last change point, and

an opponent experience variable ranging from 0 (first trial) to 1 (last trial) that re-

flected potential strategic adaptation over the course of the experiment. Our model

predicted binary future action, at+1, (0 = no direction change, 1 = direction change)

from the current state of the environment at time t, st, and a binary opponent iden-

tity, ω (0 = computer opponent, 1 = human opponent). That is, we fit each subject’s

policy, π:

π(st, ω) = p(at+1|st, ω) (3.1)

This model effectively assesses the probability that a participant will change direction

given the instantaneous state of the game st against opponent ω.

As detailed in (McDonald et al., 2019; Rasmussen and Williams, 2006), we chose

to model behavior in our paradigm using Gaussian Processes (GPs). Gaussian Pro-

cesses are distributions over functions, in this case, the log odds of switching di-

rections as a function of state and opponent: log( π
1−π ) = f(st, ω). Not only do

Gaussian Processes provide a Bayesian measure of uncertainty for this inferred pol-
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icy function (Rasmussen and Williams, 2006), they are also differentiable, allowing

us to derive gradient-based sensitivity estimates that quantify the dynamic coupling

between agents. That is, we can quantify the change in each participant’s switch

probability as a function of small changes in the observed actions of the goalie. For-

mally, we define an opponent sensitivity metric, ς, as a combination of each subject’s

GP gradient with respect to opponent position and velocity:

ς = ‖L−1∇x̃f(x)‖2, (3.2)

where x̃ is a vector including the vertical position and velocity of the opponent,

x̃ ≡ (yopponent, vopponent). In addition, we have normalized these gradients by the

inverse of the Cholesky factor of the GP covariance: var(f(s, ω)) = LLT . This is

equivalent to both an orthogonalization and an equal weighting of each principal

component of the gradient and has the effect of down-weighting each contribution

by uncertainty in the GP.

3.2.5 Advantageous Timing: Social Value Function

We also estimated each subject’s social value function, or the momentary expected

value given the action history of both players. By definition, given the dynamics of

our task, all successful participant strategies must involve a final change in direction

(e.g., attempting to direct the ball either above or below the goalie) and continuation

in that new direction until the end of the trial. Making this movement too early would

allow the opponent to react and counter the action; making it too late would not

allow enough time to move the ball beyond the vertical extent of the goalie bar.

Accordingly, we applied a separate Gaussian Process classification model to estimate

for each time point the expected value of a final change in direction at that time

(called hereafter the Advantageous Timing model), Q(a|s, ω), where a represents a

final vertical direction change (see Chapter 2).
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3.3 Results

3.3.1 Behavioral Results

We found that player behavior was well-described by both our opponent sensitivity

and advantageous timing metrics (see (McDonald et al., 2019) and Chapter 2 for

full description of behavior). For visualization, we plot four example trajectories

(see Figure 3.2, in black) that illustrate the interaction between high/low opponent

sensitivity and high/low advantageous timing. Across all trials, we found that that

high-scoring subjects placed their final change points during periods of relatively high

expected value, according to their estimated value functions, whereas low-scoring

subjects placed their final change points during periods of relatively low expected

value. Thus, the differentiating behavior between high- and low-scoring subjects

in the Penalty Shot task is recognizing the advantageous time to make one’s final

movement, see Chapter 2.

3.3.2 Opponent Sensitivity: Neural Measures

The opponent sensitivity metric from the policy model represents an instantaneous

estimate of how the participant’s likelihood of changing vertical direction depends

on small changes in the opponent’s position and velocity. This metric character-

izes individual differences in strategic play (see (Figure 3.2, in orange) and Chapter

2). For the neuroimaging analyses, due to the temporal resolution of fMRI, we

log-transformed each time point’s opponent sensitivity measure, then calculated the

average logged opponent sensitivity for each trial. This allows us to characterize com-

plex trajectories generated during game play in terms of the overall player coupling

for a given trial.

We examined which brain regions were parametrically modulated by opponent

sensitivity during the game play phase. The dorsolateral prefrontal cortex (dlPFC)
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Figure 3.2: Example trial trajectories and behavioral metrics for high/low
opponent sensitivity and high/low advantageous timing. (A-D) Exam-
ple trial trajectories and behavioral metrics for high/low opponent sensitivity and
high/low advantageous timing. For each panel, the black line at the bottom shows
a trajectory of the puck’s horizontal and vertical position on a given trial, with the
puck moving rightward as the trial progresses. The orange line in the middle de-
notes that same trial’s opponent sensitivity. The green line at top represents the
expected value (i.e., probability of winning), conditional on making the final direc-
tion change at that time point; optimal behavior involves moving when this metric is
at its maximum. The solid gray line vertically spanning all three subplots indicates
the timing of the final change in direction actually taken by the participant, whereas
the dotted gray line at the top subplot denotes when the participant should have
made the final change in direction. The shaded gray region provides a measure of
advantageous timing, or the difference in time between when the participant should
have switched versus when they actually switched. Low advantageous timing means
there is a large difference between these times (i.e., the final direction change for that
trial was ill-timed, see right column) and high advantageous timing means there is a
small difference (i.e., the final direction change for the trial was well-timed; see left
column).
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and left TPJ both exhibited activity patterns that positively correlated with overall

opponent sensitivity across trials (see Figure 3.3A,B). Importantly, we orthogonal-

ized the opponent sensitivity regressor with respect to the self-sensitivity regressor

(see below) in order to capture specifically other-regarding processes above and be-

yond cognitive factors common to the performance of the task, such as high arousal

or attention during difficult trials. We observed an interaction effect of opponent

sensitivity with opponent identity, such that, selectively, the right TPJ displayed

greater activity that correlated with opponent sensitivity during trials against the

human opponent compared to that of the computer opponent (see Figure 3.3C,D).

As referenced above, we calculated a control metric called self-sensitivity, which

quantified the extent to which the participant’s likelihood of switching is sensitive to

changes in the participant’s own position and velocity. Including self-sensitivity as

a regressor in the GLM analysis provided a test of whether the dlPFC and/or TPJ

activation was tracking one’s own past actions and the changes in behavior that that

those actions presage. No brain regions evinced a significant correlation with the

self-sensitivity regressor after cluster-correction was applied.

Next, we examined whether the dlPFC and TPJ were instead tracking the motor

demands of the task, as indexed by the number of switch points; this analysis ad-

dressed the potential confounding factor that trials with high opponent sensitivity

could involve more tracking-related switches. This analysis revealed strong con-

tralateral motor cortex activation that positively correlated with the total number of

switches made by each participant (see Figure 3.3E,F), but no dlPFC or TPJ activa-

tion – indicating that our effects of sensitivity cannot be explained as consequences

of the motor demands of the task. Thus, we concluded that the dlPFC and TPJ

neither tracked the motor demands of the task nor one’s own behavior; rather, these

regions selectively tracked the extent to which the participant’s likely future actions

were quantitatively coupled to an opponent’s actions.
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Figure 3.3: Brain regions that tracked opponent sensitivity during game
play. (A) We found regions within left dlPFC and left TPJ whose activation co-
varied with opponent sensitivity (orthogonalized with respect to self-sensitivity) on
a trial-by-trial basis (dlPFC MNI X,Y,Z = -40, 16, 54, max z-statistic=4.83; left
TPJ X, Y, Z = -58, -64, 34; max z-statistic = 4.76). Brain images are presented
in radiological convention (i.e., right side of the image represents the left side of the
brain). (B) Activation within the dlPFC was significantly modulated by opponent
sensitivity. Conversely, activation within the motor cortex was instead negatively
correlated with both sensitivity measures. Bar height shows subject-level mean z-
score parameter estimate (see Methods); error bars denote standard error of the
mean. (C) The rTPJ was the only brain region that showed activation correlating
with opponent sensitivity that interacted with opponent identity; the rTPJ showed
greater activation correlating with opponent sensitivity during trials played against
the human opponent compared to that of the computer opponent (rTPJ MNI X,Y,Z
= 64, -42, 10, max z-statistic=4.08). (D) rTPJ activation was greater during the
opponent sensitivity x opponent identity contrast than activation from the dlPFC.
(E) Control analyses identified a region of the motor cortex whose activation corre-
lated positively with the number of directional switches made in a given trial (motor
cortex MNI X,Y,Z = -36, -40, 68, max z-statistic = 7.86; no such effects of overall
movement were observed in dlPFC, TPJ, or other regions. (F) Within motor cor-
tex, there was a strong effect of the number of switches, indicating that this region
was not tracking our social sensitivity metrics per se, but tracking the overall motor
behavior. See Methods for ROI definitions.
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We additionally examined effects of opponent sensitivity for the opponent phase

(i.e., before game play). During the opponent phase, activation in dmPFC predicted

the level of opponent sensitivity on the upcoming trial’s game play (Figure B.2). This

effect did not interact with the social identity of opponent (human or computer). Col-

lectively, these results provide evidence that the dlPFC and TPJ selectively tracked

the magnitude of social coupling between task-relevant agents and that this pattern

of activity cannot be attributed to motor demands or tracking one’s own actions.

3.3.3 fMRI Correlates of Advantageous Timing

Advantageous timing is operationalized as the distance in time between when sub-

jects made their final change in vertical direction in a given trial (tmove) and the time

when they should have made their final change in direction (toptmove) as determined by

the maximum of that trial’s expected value curve (formalized as |tmove − toptmove|; see

Figure 3.2, in green). In (McDonald et al., 2019), we found not only that advanta-

geous timing was correlated with win rate, but that high-scoring subjects placed their

final change in direction within periods of relatively high expected value, whereas

lower-scoring subjects did not. This metric thus captures individual player skill more

cleanly than win rate, since the latter reflects the players’ joint actions.

We investigated the effects of advantageous timing, specifically seeking brain re-

gions that could distinguish trials in which the participant’s final change in direction

was well-timed compared with less well-timed trials. During the outcome phase of

the task, whole-brain analyses revealed activation in the dmPFC and left TPJ whose

activation increased for trials with highly advantageous timing (Figure 3.4A,B). Un-

like for opponent sensitivity, activation in dlPFC was unpredictive of advantageous

timing (Figure 3.4B). No significant interaction effect of social versus nonsocial op-

ponent identity with advantageous timing was found.
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Figure 3.4: Neural Correlates of Advantageous Timing. (A) Activation in
dmPFC and left TPJ was parametrically modulated by the advantageous timing
regressor during the outcome screen (MNI coordinates in Supplementary Table S2).
Brain images are presented in radiological convention. (B) Each subject’s dmPFC,
lTPJ and dlPFC contrast parameter estimate and variance estimate were extracted
and z-scored to enable activation comparison across subjects. We observed a disso-
ciation in which positive activation in dmPFC correlated with advantageous timing,
whereas activation in dlPFC did not. This pattern is the reverse of that found
for opponent sensitivity in which the dlPFC (and not the dmPFC) was positively
correlated with opponent sensitivity. The lTPJ was found to be correlated with
both opponent sensitivity and advantageous timing. Bar height shows subject-level
mean z-score parameter estimate; error bars denote standard error of the mean. See
Materials and Methods for ROI definitions.

3.3.4 Opponent Identity

Next, we investigated the effects of opponent identity (i.e., computer vs. human)

on BOLD activation. During the opponent phase, we observed increased activa-

tion in the right temporoparietal junction (rTPJ) and dorsomedial prefrontal cortex

(dmPFC) when the subjects were notified that they would play the upcoming trial

against the human opponent rather than the computer opponent (Figure 3.5A). This

effect held across the range of variability observed in our subject sample, such that

nearly all participants individually evinced greater rTPJ activation when preparing

to play against the human opponent (Figure 3.5B). Furthermore, during the outcome

screen, we observed increased activation of the dmPFC during trials played against
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Figure 3.5: Pre-trial Neural Correlates of Opponent Identity. (A) rTPJ
and dmPFC activation was stronger when preparing to play a trial (during the op-
ponent screen phase) against the human opponent, compared with trials against the
computer opponent. Brain images are presented in radiological convention. (B)
Scatter plot showing each subject’s z-scored rTPJ beta coefficient during the oppo-
nent screen phase preparing to play against the human opponent (x-axis) vs playing
against the computer opponent (y-axis). The shaded region indicates numerically
greater TPJ response to a human component compared with a computer opponent;
a substantial majority of subjects exhibited that pattern in their data, consistent
with a social bias toward the human opponent.

a human opponent compared to trials against the computer opponent (see Appendix

Figure B.2). Finally, in order to evaluate whether the relationship between the right

TPJ and other brain regions varied as a function of opponent sensitivity, we con-

ducted a psychophysiological interaction (PPI) analysis. This analysis revealed that

the functional connectivity between the right TPJ and the left TPJ (considered over

the entire trial period) increased with increasing opponent sensitivity (see Appendix

B for details).

3.4 Discussion

The current study derived computational measures of adaptive behavior within a

dynamic social game and linked those measures to trial-to-trial fluctuations in ac-

tivation in distinct brain regions as measured by fMRI. There were three primary

results: First, a region within dlPFC tracked the ongoing coupling of a participant’s

behavior to their opponent (i.e., opponent sensitivity), regardless of whether the op-
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ponent was another human or a computer. Second, a region within dmPFC tracked

the optimality of the participant’s final movement (i.e., advantageous timing), again

independent of the identity of the opponent. And, third, activation within social

cognitive regions – most notably the TPJ – encoded the identity of the opponent

across different phases of the task, with multiple analyses demonstrating heightened

rTPJ activation during interaction with the human opponent compared to interac-

tion with the computer opponent. Collectively, these results support the conclusion

that distinct brain regions track the information carried by another agent’s dynamic

behavior separately from information about the nature of that agent itself.

The recent explosion in research interest in social decision-making has been

aided by simple, yet sophisticated paradigms from game theory, by computational

models stemming from reinforcement learning, and by neuroimaging methodologies

that probe the underlying neural mechanisms. Tightly constrained game theory

paradigms such as the Trust Game and Prisoner’s Dilemma have provided insight into

common behaviors observed in dyads, including trust, fairness, social punishment,

and social learning (Behrens et al., 2008; Delgado et al., 2005; Fehr and Gächter,

2000; Nowak et al., 2000; Rilling and Sanfey, 2011; Sanfey et al., 2003). The now

common pairing of fMRI methods with computational modeling has allowed for more

nuanced hypotheses regarding possible latent variables that play a key role in social

decision making, such as trust, influence of one’s actions on an opponent, and learning

rates of both self and other (Behrens et al., 2008; Hampton et al., 2008; Kwak et al.,

2014). Furthermore, across multiple studies investigating social decision-making, a

core network of brain regions has been frequently implicated in social information

processing, including the dmPFC, dlPFC, and the TPJ. Despite the progress in this

vein of research, there still exist many open questions.

One such question is to what extent these neuroscientific findings extend to dy-

namic social interactions like those observed in naturalistic settings (Iqbal et al.,
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2019; McDonald et al., 2019; Zaki and Ochsner, 2009) – answers to which will be

critical for advancing the field. Indeed, one aspect of our paradigm is that the partic-

ipant does not in fact need to know which opponent they are playing against in order

to win. We thus interpret this aspect of our paradigm as a feature that strengthens

the conclusions we can draw: Brain regions associated with social cognition become

engaged even under highly abstracted conditions with minimal social cues (Lee and

Harris, 2013; Carter et al., 2012). Current research using even more naturalistic so-

cial stimuli, such as virtual reality interactions with other agents in an environment,

could contribute additional insights about how more complex social conditions (e.g.,

seeing an opponent’s face or hearing their voice) influence the mechanisms of choice

(Vodrahalli et al., 2018; Zaki and Ochsner, 2009).

Our paradigm allowed us to infer how different brain regions distinctly con-

tributed to the computational process of making a complex competitive decision

against an opponent. Our research thus builds on an important vein of game the-

ory literature that examines human behavior in dynamic contexts, such as studying

sequential decisions in which people aim to establish a good reputation for future

interactions (Brandt et al., 2003; Milinski et al., 2002; Weigelt and Camerer, 1988).

Multi-round interactions with the same individuals allow for computational claims

to be made about how people signal a group-beneficial play style in games such as

Prisoner’s Dilemma (Brandt et al., 2003), how past behavior can lead to inference on

an agent’s reputation (Weigelt and Camerer, 1988), and under what conditions does

the goal of establishing a pro-social reputation affect varying levels of public good

contributions (Milinski et al., 2002). We integrated this idea of reputation by includ-

ing an opponent experience variable ranging from 0 (first trial) to 1 (last trial) that

reflected potential strategic adaptation over the course of the experiment between

participant-goalie pairs.

Our finding that activation in dlPFC tracked opponent sensitivity during game
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play is consistent with findings from the social cognition literature suggesting that the

dlPFC is involved in adapting one’s actions after observing the actions of an opponent

(Barraclough et al., 2004), as well as generating social action prediction errors (Burke

et al., 2010; Suzuki et al., 2012). In addition, the dlPFC is commonly active in tasks

involving cognitive control and complex decision making (Dunne and O’Doherty,

2013; Frings et al., 2018; Leong et al., 2017). Importantly, control analyses ruled

out alternative explanations for these effects. Neither overall motor demands (e.g.,

number of direction switches in a trial) nor self-sensitivity (e.g., influences of one’s

own prior actions upon behavior) modulated activation in dlPFC, indicating that

this action reflected information specific to the dyadic interaction between players.

This provides support for the view that dlPFC activation does not reflect motor

planning demands, but instead tracks a task-relevant opponent whose current and

future goals and actions must be inferred.

We also found that the dmPFC tracked different behavioral quantities before and

after game play. In advance of the task, activation in dmPFC predicted opponent

sensitivity on the upcoming trial; during game play, however, it tracked the advan-

tageous timing of the participant’s final change in direction. Considered together,

these results point to a higher-level role for the dmPFC in the control of dynamic

behavior, such that it prepares behavior for the current task context – setting up a

strategy in advance of the trial and optimizing the execution of that strategy during

the trial as play evolves. This corroborates other findings that the dmPFC plays an

important role in representing self-referential outcome in a goal-directed task (Skerry

and Saxe, 2014) and predicting outcomes in social, strategic contexts (Behrens et al.,

2008; Burke et al., 2010; Frith and Frith, 2006; Lee and Seo, 2016).

While the above prefrontal regions tracked distinct quantities associated with

behavior, activation in the TPJ not only tracked both of these quantities but also

the identity of the opponent, with evidence for a hemispheric dissociation between
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these roles. The right TPJ was preferentially more active for the human opponent

than the computer opponent both during game play and the pre-trial period in which

subjects learned the identity of the opponent. The right TPJ was also found to be

preferentially more correlated with opponent sensitivity during game play against the

human opponent than during game play against the computer opponent. This social

bias has been found in many other studies linking the rTPJ to social cognition and

theory of mind processes (Lee and Seo, 2016; Carter et al., 2012; Gallagher and Frith,

2003; Saxe and Kanwisher, 2003) – including the hypothesis that TPJ constructs a

task-relevant social context for adaptive decision making (Carter et al., 2012; Carter

and Huettel, 2013; Hill et al., 2017). In comparison, the lTPJ activation correlated

with each of the behavioral measures examined during game play, suggesting that

these quantities computed during dynamic game play rely on a brain region that

support processes related to inferring the mental states of others (Lewis et al., 2011;

Samson et al., 2004; Saxe, 2006).

One valuable future direction for this work could come through the use of parallel

recording methodologies such as hyperscanning, in which the neural activity of both

interacting humans in a given social interaction is compared (King-Casas et al., 2005;

Montague et al., 2002). We have shown that applying our established computational

modeling framework to human neuroimaging data yields neural activity that overlaps

with many brain regions frequently implicated in social cognition and value-based

decision-making. Thus, it would be particularly interesting to study the correlated

dynamics of both players in such a setup.

Cognitive neuroscience has revealed neural mechanisms that underlie strategizing,

mentalizing, and value-based decision-making by using simple, constrained paradigms

borrowed from game theory in neuroimaging studies (Hampton et al., 2008; King-

Casas et al., 2005; Sanfey et al., 2003; Yoshida et al., 2010). Moving forward, com-

bining dynamic paradigms with computational modeling of behavior will benefit our
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collective understanding of how humans interact with each other in social contexts.

3.5 Data and Code Availability

The neuroimaging dataset generated and analysed during the current study is avail-

able on OpenNeuro (Accession Number: ds003345).
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4

To What Are Computational Models Attending?
Incorporating Self-Attention Mechanisms into

Models of Dynamic, Competitive Behavior

4.1 Introduction

While Chapters 2 and 3 put forth a well-fitting computational model of continuous

decision-making in a dynamic, competitive task, the Gaussian Process model does

not provide an accounting of what is driving the model prediction itself. What we

desire in this Chapter is to move away from black-box statistical models that may

provide a well-learned mapping of inputs to outputs, yet are opaque with regard

to exactly how input data gets transformed into a given output or prediction. In

the following Chapter, I propose an augmented computational model that borrows

from state-of-the-art advances in machine learning and Natural Language Processing

(NLP) in order to increase our model interpretability by providing insight as to which

aspects of the data the original Gaussian Process model is utilizing when predicting

future behavior. With this extension, we move our existing model away from black-

box statistical models and in a direction towards process models which aim to model
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the underlying latent variable(s) that give rise to a particular cognitive process.

With this objective in mind, we utilize a class of machine learning mechanisms

called attention1 mechanisms, which aim to quantify dependencies either between

inputs and outputs, or within the inputs themselves (Bahdanau et al., 2015; Luong

et al., 2015; Shaw et al., 2018). Attention mechanisms were inspired in part by how

the human visual system is able to dynamically and selectively attend certain parts

of a visual image, to some, more important parts of a visual image and attend less to

unimportant parts of a scene (such as the background). The first applications of at-

tention were in applications using convolutional neural networks (Xu et al., 2015) in

which certain portions of an image would be utilized more than other portions of an

image when generating image captions. More recently, attention models have been

used in many domain applications, including state-of-the-art reinforcement learning

applications (Parisotto et al., 2020) and neuro-symbolic applications in which neural

networks learn how to reason effectively about the causal, dynamic structure of phys-

ical events (Ding et al., 2020). For a survey of other types of attention mechanisms

and their applications, please see (Chaudhari et al., 2019).

We utilize self-attention, or the type of attention mechanism that quantifies de-

pendencies among input sequences in our present application (Vaswani et al., 2017;

Chaudhari et al., 2019). Our augmentation was inspired by the Transformer archi-

tecture, proposed in 2017, which was a significant advancement in machine learning,

in part due to their achievement of parallel processing, shorter training time, and

higher accuracy on machine translation tasks by being the first deep learning archi-

tecture to rely solely on self-attention mechanisms without any recurrent mechanisms

(Vaswani et al., 2017). Before Transformer, the majority of deep learning applica-

1 In this chapter, I will use the term self-attention to refer to attention mechanisms in machine
learning, and not to how the term is used by psychologists in neuroscience. In the discussion, I
will explore the potential for these two meanings of attention to be related, but that is currently
beyond the scope of the empirical work discussed in this Chapter.
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tions on sequence data relied on architectures that used recurrent neural networks,

which struggle with longer input sequences (Vaswani et al., 2017).

Attention models are increasingly being used as a way to improve the inter-

pretability of neural networks, which are generally assumed to be considered black-

box models which provide little understanding as to which features of the data the

model is emphasizing when making predictions (Guidotti et al., 2018). The most

common way that attention mechanisms are used regarding increasing interpretabil-

ity are usually by producing saliency maps (as we do in Figure 4.4) where the more

attended portions of an input sequence are highlighted and the less important por-

tions are down-weighted visually (Guidotti et al., 2018; Vaswani et al., 2017; Ding

et al., 2020).

Returning to our dynamic control task, in order to build a computational model

that allows for motor-based decisions to be made from a game state that is not nec-

essarily the current time state (which is much more biologically-plausible), we utilize

self-attention mechanisms from machine learning (Bahdanau et al., 2015; Vaswani

et al., 2017) which allow for modeling of sequence dependencies at variable and/or

long distances (Bahdanau et al., 2015). We utilize a Transformer encoder archi-

tecture containing a self-attention sublayer as a preprocessing step before data is

trained via the Gaussian Process model. Using a self-attention mechanism as a form

of preprocessing of input data before being used to estimate one’s policy function

allows for the model to use the entire attention-weighted trial history when making

a prediction, rather than just the current state of the game as in (McDonald et al.,

2019). Moreover, we are able to extract self-attention values for each time sequence

in our data, allowing us to visualize what regions in time the model is attending to

when predicting future action.
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4.2 Methods

4.2.1 Participants and Stimuli

To test whether incorporating a self-attention mechanism into our existing computa-

tional modeling framework would provide additional insight as to elements of input

data our existing model is using when predicting strategic behavior, we used the

observed behavior from the human participants (n = 82) playing the Penalty Shot

task from Chapters 2 and 3. Briefly, on each trial, a participant used a joystick to

control the vertical acceleration of an on-screen avatar (i.e., the puck) that moved

from the left to the right side of a computer screen at a constant horizontal velocity.

The participant’s goal was on each trial to move the puck past the goalie to reach

a goal line located on the right-hand side of the screen before the goalie could block

the puck. Each participant completed roughly 200 trials of the game. For complete

methodological details of the Penalty Shot task, please see chapters 2 and 3.

4.2.2 Transformer-Modified Gaussian Process Model Architecture

For purposes of determining which segments of the observed game state trajecto-

ries are driving the predictive decision to switch or not switch, we propose an aug-

mented version of our original computational modeling framework from (McDonald

et al., 2019) to incorporate a self-attention mechanism that has provided recent

state-of-the-art contributions to natural language processing tasks via a Transformer

deep-learning architecture (Bahdanau et al., 2015; Vaswani et al., 2017). Our aug-

mentation (hereafter called the Transformer-Modified Gaussian Process, or TMGP)

consists of a Transformer encoder layer (which itself consists of two sub-layers: 1)

a self-attention mechanism and 2) a simple, fully-connected feed forward network,

see 4.1 for a schematic of the model architecture) and a Gaussian Process model

estimating the player’s policy function. The Gaussian Process model itself within
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TMGP was unchanged in terms of the hyperparameters used in Chapter 2.

The training data serves as input first to the self-attention mechanism within

the Transformer encoder layer, the output of which is then fed as input into the

feed-forward neural network. The output from the feed-forward neural network then

serves as input to the policy Gaussian Process model (see Figure 4.1). As in the

original Transformer architecture (Vaswani et al., 2017), we use a residual connection

around each of the two sub-layers to help avoid the vanishing gradient problem in

deep networks, followed by layer normalization, which normalizes the activations of

the previous layer in a batch independently (rather than across a batch, such as in

Batch Normalization) (Ba et al., 2016; He et al., 2016). The Transformer encoder

layer and the policy Gaussian Process model are trained end-to-end, meaning the

Transformer encoder and Gaussian process model are trained simultaneously, with

the gradients from the loss functions of both models contributing to learning or

training the weights of the different components of the overall TMGP. Each subject’s

TMGP model was trained for 10,000 epochs, with a batch size of 128.

Self-Attention

The self-attention mechanism we employ from (Vaswani et al., 2017)2 (i.e., Scaled

Dot-Product Attention) functions as a mapping of a query Q and a set of key-value

pairs, K and V , to an output, where the query, keys, values, and output are all data-

dependent vectors. Q, K, and V are each vector outputs of input X fed through the

query, key, and value layer of the self-attention function:

2 The original (Vaswani et al., 2017) Transformer application utilizes multi-head attention, which
allows the model to learn different representations of the data by linearly projecting the data to
multiple representation subspaces. In our application, we only use self-attention to quantify one
representation of the input data for tractability (i.e., single-headed self-attention).
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Figure 4.1: Original Penalty Shot modeling framework and augmented
model architecture. Juxtaposition of the original Penalty Shot policy model
(left), where the input data was two-dimensional (i.e., not preserving within-trial
information) and was input straight into the policy Gaussian Process model. The
Transformer-Modified Gaussian Process (TMGP) architecture (right) augments the
original model by adding a Transformer Encoder layer as a preprocessing step be-
tween the input data (which is reshaped to be three-dimensional to preserve within-
trial information) and the policy Gaussian Process model. Both models are trained
to predict the probability that the next time t will be a vertical direction change
decision.
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Q = WQX

K = WKX

V = WVX

(4.1)

.

, where WQ, WK , and WV are the trained weights from the query, key, and value

layers of the self-attention mechanism, and X is the input data. Usually, layers in

a deep neural network contain weights and a bias, in which the input is multiplied

by the weights and then the bias is added to the product. However in the current

application (as well as in the original Transformer model (Vaswani et al., 2017)), the

weights of each layer of the TMGP self-attention mechanism were learned without a

bias term, or bQ = bK = bV = 0, such that Q = WQX + bQX reduces to 4.1.

Each element of the input data xt is a vector representing the state of the game for

one trial. Each time-point within xt takes a turn serving as a query Q. The query is

then compared against every other time-point, which in the present context is serving

as a key K. The similarity of Q with each K is quantified by computing the dot

product of Q and K (i.e., QK>). This resulting matrix is then scaled by
√
dk = 8,

or the square root of the dimension of the key vector (i.e.,QK
>

√
dk

); this is to avoid

the vanishing gradient problem, see (Vaswani et al., 2017). Because we desire these

similarity scores QK>
√
dk

to sum to 1, we apply the softmax function (softmax
(
QK>
√
dk

)
).

We now have a set of attention weights ; these weights are then multiplied by the value

vectors, thus resulting in a weighted sum of the values, where the weight assigned to

each value is the dot-product similarity of each query and the keys (Vaswani et al.,

2017). Mathematically, the full scaled dot-product attention function can be written

as follows:
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Attention(Q,K,V) = softmax

(
QK>√
dk

)
V, (4.2)

.

Training Data

Normalized input data X for each subject’s TMGP model were shaped to be a

three-dimensional tensor, where the first dimension was of size T (the number of

trials the subject played), the second dimension was of size t (the number of time-

points or screen flips reconstituting one trial), and the third dimension was an eight-

dimensional state vector st of feature variables corresponding to the state of the

game at each time-point: the x and y positions of the puck, the y position of the bar,

their respective vertical velocities, the time since the occurrence of the last change

point (normalized to 1 by dividing by total trial length), opponent identity, and an

opponent experience variable that ranged from 0 (first trial) to 1 (last trial) that was

specific to each opponent and reflected potential strategic adaptation over the course

of the experiment. X in the current application preserves state information within

a trial, whereas this information was not utilized in (McDonald et al., 2019). We

used a train/test split of 80/20% at the trial level to evaluate each subject’s model

performance; test data were not used to select model parameters.

We utilized two distinct types of padding, or masking, on the input data during

training. The first was for the purpose of preserving the auto-regressive properties of

the Transformer self-attention mechanism by preventing the model from using future

segments of the current input during prediction. We masked future portions of each

time sequence during training, such that the predictions for time t can depend only

on the known inputs from times less than t, or s0:t−1. This mask is applied on
(
QK>
√
dk

)
before the softmax function. The second mask was used due to a technical feature
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of the task, in which win trials are slightly (2 screen flips/refreshes) longer than loss

trials, which corresponds to the additional distance the puck travels between the

goalie’s x-location and the x-location of the goal line when the puck successfully

passes the goalie on win trials. We ensure all training trials are of the same t

dimension by padding the end of the loss trials.

4.3 Results

We found that our TMGP classification model accurately predicted the state of the

game likely to lead to subjects making a decision to change vertical direction in

our dynamic task. Held-out test data from each participant’s TMGP model yielded

a median area under the curve (AUC) score of 0.89, see Figure 4.2. This score is

comparable to the median AUC score of the original GP model from Chapter 2

(0.94), while simultaneously providing novel insights regarding what time periods

and features of the game are important in predicting strategic behavior, as discussed

below.

4.3.1 Structure of Self-Attention

One of the primary reasons for augmenting our original Gaussian Process model

with a Transformer layer including self-attention is because we can see via self-

attention what the model is attending to when making a given switch prediction.

One hypothesis for what self-attention for one trial might look like is that the model

is attending to a lagged state of the game. In other words, at present time t, the model

might be highly focused on the state of the game corresponding to the previous 5-10

time-points and down-weight or forget the events that happened beyond 10 time-

points ago. This decision time lag might be more biologically plausible as well, due

to factors such as human reaction time. This hypothesis is illustrated in Figure 4.3.

Yet, interestingly, there is much more task-relevant structure that is captured in the
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Figure 4.2: TMGP Model Fits Data Well Histogram of Area Under the Curve
(AUC) scores for each subject’s TMGP model on 20% held-out test dataset.

self-attention trial maps observed from our subjects’ trained models.

Figure 4.4 illustrates in several stages one trial’s self-attention values for both

present and past times throughout the trial. Each important event in the trial cor-

responds to a column, and each row contains that trial’s behavioral trajectory (top)

and corresponding self-attention matrix (bottom). The self-attention values from

the beginning of the trial to any time t is shown as one row of the self-attention ma-

trix. Rather than focusing most self-attention to a lagged version of past game state

(as illustrated in Figure 4.3), the structure of the self-attention trial map captures

salient aspects of the trial’s behavior for both the shooter’s and the goalie’s actions

which have utility in predicting future change-points. For one, the small upper tri-

angle representing attention from t = 0 to t = 12 in Figure 4.4B shows uniform,

diffuse self-attention across time thus far, which corresponds to neither the shooter

nor the goalie moving their joysticks vertically yet (highlighted in Figure 4.4A. Once

the shooter makes a high velocity movement downwards at time t = 12 (highlighted
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Figure 4.3: Lagged-Attention Alternative Hypothesis Schematic for what
TMGP self-attention might look like under an alternative hypothesis where a subject
is simply attending to a lagged game state of 5-10 time-points in the past relative to
the current state of the game t. In this hypothesis, self-attention is more concentrated
during the 5-10 time-points before the present time and this lagged attention stays
consistent throughout the trial.

in Figure 4.4C,D), self-attention is highly localized to the present for the duration

of the high-velocity movement until time t = 28 when the participant makes an-

other vertical direction change (shown in Figure 4.4E,F. When the change point at

t = 28 occurs, there is a reevaluation of the trial’s past history thus far, where the

self-attention for the beginning period of the game gets temporarily increased while

the high-velocity segment of the shooter moving upwards from t = 28 to t = 43 is

occurring. At time t = 43 (Figure 4.4G,H), a final shooter direction change occurs

and the participant races with high-velocity to the bottom of the screen where the

trial ends, during which time self-attention becomes highly localized to the present

time throughout the final high-velocity movement (especially when the goalie also

makes a high-velocity movement in the same direction as the shooter starting at
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Figure 4.4: TMGP Self-Attention Plots Capture Salient Events in Task Top row
highlights four salient events during one trial’s game play; each subplot in the bottom row
shows the same self-attention values for that trial, with the corresponding events from the
top pair plot highlighted within the self-attention matrix. For each self-attention subplot,
each row corresponds to the self-attention of the times from the start of the trial (t = 0) to
each present time t; for example, row 40 shows the self-attention of the trial where t = 40
is the present time and shows how the past up until t = 40 is being attended to by the
model. Figures A and B highlight the portion of the trial where neither of the players moved
vertically yet; self-attention for this segment of game play is diffuse along the rows. In Figures
C and D when the shooter starts moving at high speed downwards, self-attention is highly
localized to the present time, as shown as high attention along the diagonal. Figures E and
F show the shooter changing direction, moving at high speed now upwards; self-attention
for this time segment is assigning relatively more attention to the beginning period of game
play before either player moved. Figures G and H correspond to the segment of game play
following the shooter’s final change in direction, moving downwards at high velocity; we see
again that self-attention is highly localized to the present time due to both players racing
with high speed in the same direction.
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Subject 0

Subject 33

A B

C D

Figure 4.5: Periods of high, localized self-attention explained by high
velocity behavior from both players A) Self-attention is more concentrated
near the present time t during periods when Subject 0 is travelling at a high velocity
(shown in red) compared to when the shooter is travelling at a low velocity (in
blue). B) Localized self-attention is modulated by whether either or both players
are travelling at a high vertical velocity, with times when the shooter is moving with
high speed (shown in red) and times when both the shooter and goalie are moving
with high speed (in blue) resulting in more localized self-attention near the present
time than the scenario when both players are traveling at high velocity in opposite
directions (shown in green). Similar patterns are consistent across players, including
Subject 33 (see C and D).

t = 62). For self-attention trial maps and the corresponding trajectories for other

subjects and trials, please see C.1 in Appendix C.

We wanted to investigate what aspects of game state drove the changes in atten-

tion observed in Figure 4.4D and H such that self-attention was focused specifically

to the present time t. We hypothesized that self-attention in our model is biased

to the present time t when the shooter is moving at high velocity. To test this, we

quantified localized self-attention, or self-attention near the present time t, by com-
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puting the rolling sum of self-attention during the last three time-points at each time

t in each trial (i.e., the last three time-points along each row in the self-attention

trial plot as in 4.4B). We examined these rolling sums in two behavioral cases: times

when the shooter was travelling at a high velocity (magnitude of velocity ≥ 0.9 out

of a maximum allowed velocity of 1.0) or low velocity (≤ 0.1).

We see illustrated in Figures 4.5A and C that self-attention for a segment of a

trial from t = 0 to present time t shows that when the shooter is travelling at a high

velocity, self-attention becomes more localized near the present, whereas attention

is more diffuse (i.e., more evenly distributed from the beginning of a trial to the

current time t) when the shooter is travelling at a lower speed. While this supports

our initial hypothesis that heightened present self-attention corresponds to times

when the shooter was travelling fast, we also see that the goalie’s current speed also

plays a role in influencing self-attention. We see in Figures 4.5B and D evidence from

two players demonstrating that self-attention is more localized near the present time

during times in which either the shooter is moving with high velocity or both players

are travelling at near maximal speed in the same direction. In contrast, when both

players are travelling with high velocity in opposite directions, we see self-attention

is not localized to be near the present, which is intuitive since the shooter is in

this case moving vertically away from the goalie, which means the chances of the

shooter reaching the goal line and scoring against the goalie are increasing. Non-

parametric statistical tests of Subject 0’s self-attention (illustrated in Figures 4.5A

and B) revealed that the population of present self-attention rolling sum values for

maximal velocity movements (i.e., the distribution shown in red in Figure 4.5A)

belonged to a statistically different distribution than the population of present self-

attention rolling sum values for low-velocity movements (Subject 0 Mann-Whitney

U test = 668361.0, p < 0.0001). This statistically significant finding held across

all subjects’ models except for 2 subjects. We also found that the present rolling
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sum attention values were distinct within the population representing both players

moving with high speed in the same direction (displayed in Figures 4.5B and D in

blue) compared to the population represented in green where both players are moving

with high speed in opposite directions (Subject 0 Mann-Whitney U test = 11068.0,

p < 0.0001). This allows us to conclude that the model is devoting statistically more

self-attention to the times near present t when both players are racing with high

speed in the same direction as opposed to when the distance between both players

(leading to a likely win for the shooter) is increasing. We also found that this pattern

of results relating to the difference in self-attention between both players moving fast

in the same vs. different direction also held across every participant in our sample.

4.3.2 When is Attention Biased to the Present Time t?

We sought to decompose each subject’s extracted self-attention matrix in order

to analyze the dimensions of game state in both the past and present trial seg-

ments that each subject’s model is attending to. Because the self-attention weights,

softmax
(
QK>
√
dk

)
, contain a term within the softmax that is constrained to be between

0 and 1, we extracted each subject’s unnormalized WQW
>
K matrix. The attentional

weights QK> from Equation 4.2 encode a deterministic mapping of what aspects

of past and present game state drive time periods of high attention. Using the un-

normalized self-attention matrix, rather than the normalized, allows for a matrix

decomposition in which the resulting components are linearly separable (i.e., sepa-

rable behavioral patterns).

In order to perform one decomposition of all subjects’ unnormalized attentional

weight matrices, we used a hierarchical version of singular value decomposition

(SVD), called the Higher-Order Generalized Singular Value Decomposition (HOGSVD)

from (Ponnapalli et al., 2011). Whereas the traditional SVD is done on one matrix,

the HOGSVD allows for an exact decomposition of multiple matrices as follows:
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Di = UiΣiV
> (4.3)

where Di is the transpose of subject i’s unnormalized attentional weights matrix

WQW
>
K of size F ×F , where F = 8 is the number of feature variables for the Penalty

Shot task We conducted the decomposition on the transpose of WQW
>
K because we

wanted the shared matrix V to represent shared patterns of present attention and

each subjects Ui to represent state patterns of the past. The units or meaning of

the decomposition’s left and right singular vectors is a result of what the dimensions

of the original matrix is. For example, if a matrix M had rows corresponding to

participants and columns corresponding to traits of that participant, then the left

singular vectors of U would be “participant” vectors and the right singular vectors

of V would be “trait” vectors). In our decomposition, we wanted the present to be

shared across all subjects, and that is accomplished by doing the higher-order matrix

decomposition on the transpose of WQW
>
K .

The collection of each subject’s unnormalized attentional weights matrix is de-

composed into three components: V is one shared matrix across all subjects com-

posed of normalized right singular vectors 3, Ui is subject i’s matrix containing

normalized left singular vectors, and Σi = diag(σi,k is a diagonal matrix where σi,k is

interpreted as representing the importance of the kth right basis vector vk in Di in

terms of the overall information that vk captures in Di (Ponnapalli et al., 2011). For

the current application, the matrix V represents a shared space across all subjects

where each column of V is a weighted pattern of state variables that drive present

attention. Each subject has a Ui matrix that contains weighted patterns of self-

attention according to state variables that drive subject i’s past self-attention, or the

3 Unlike in traditional SVD where the resulting V matrix contains columns representing right
singular vectors that are independent and orthogonal, the resulting V from the HOGSVD con-
tains columns representing right singular vectors that are normalized and independent, but not
orthogonal.
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A B

Figure 4.6: Shared Behavioral Patterns Modulate Self-Attention of
Present Time t Across All Subjects’ Game Play A) Shared matrix V from
the HOGSVD of each subject’s unnormalized WQW

>
K self-attention matrix, repre-

senting low-rank patterns that modulate self-attention related to present time t. B)
Heatmap displaying the importance of each subject i’s right singular vector vk; in
other words, the proportion of overall information that vk captures in each subject’s
matrix Di.

reevaluation of past segments of a given trial.

We find that this decomposition of each subject’s unnormalized WQW
>
K reveals

interesting shared structure relating to the types of behavioral state patterns that

drive present self-attention to varying degrees across subjects. As mentioned above,

σi,k is the importance of subject i’s kth right basis vector vk; thus, we can determine

for each subject which behavioral patterns among a set of shared patterns common

across all subjects are the most important for explaining when subject i is attending

highly to the present, see Figure 4.6.

After conducting the higher-order decomposition of each subject’s unnormalized

WQW
>
K self-attention matrix, we wanted to investigate the patterns that, across all

subjects, conveyed the most information about what modulated self-attention values

for the present time t. The pattern that overall contributed the most information

regarding the dynamics of each player’s self-attention matrix was v1, or the second

column of V in Figure 4.6A. The state variable that was the most important in

this present pattern was shooter velocity, which validates the across-subject finding
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shown in Figure 4.5 where shooter speed was a major factor that differentiated times

with highly localized present self-attention compared with low present self-attention.

Another present pattern vk that was important in capturing the overall informa-

tion driving present self-attention is v0, or the first column of V in Figure 4.6A. The

variable that drives this pattern the most is a state variable encoding how long it has

been since a given subject made a vertical direction change (although shooter velocity

also contributes to this present pattern). Interestingly, we see that subject utiliza-

tion of present pattern v0 (i.e., the first column of Figure 4.6B) correlates with each

subject’s average number of change points made per trial (R = 0.47, p < 0.0001).

Overall, these findings validate that the shared matrix V from the HOGSVD de-

composition of subject unnormalized WQW
>
K self-attention matrix indeed captures

information illustrating when self-attention will be highly localized to the present

time t and when information will be more diffused relative to the past segment of a

given trial.

4.3.3 What State Features are Driving Self-Attention: Decomposition of WV

While the above higher-order decomposition of each subject’s unnormalized WQW
>
K

self-attention revealed patterns relating to times of heightened, highly-localized self-

attention in the present as well as times of more diffuse attention throughout past

behavior, we next wanted to determine what state features were weighted more

heavily than others during these times of heightened attention. More formally, the

decomposition of unnormalized self-attention QK> from Equation 4.2 denotes when

self-attention will be high or low, but only when these attentional weights are mul-

tiplied by vector V in Equation 4.2 are we able to examine what features of game

state are driving self-attention.

To examine the underlying structure of each subject’s WV matrix from the Trans-

former layer, we did a second HOGSVD where each subject’s matrix Di was the
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A B

Figure 4.7: Transformer WV Decomposition Reveals Both Players’ Posi-
tion and Shooter Velocity Weighted Heavily in Self-Attention A) Shared
matrix V from the HOGSVD of each subject’sWV matrix from the Transformer layer,
representing low-rank patterns that modulate self-attention. B) Heatmap displaying
the importance of each subject i’s right singular vector vk from the WV decomposi-
tion; in other words, the proportion of overall information that vk captures in each
subject’s matrix Di = WV .

extracted WV matrix from each subject’s trained Transformer layer. Once again,

this analysis revealed interesting structure as to which feature variables contributed

highly to self-attention across subjects. We find that right singular vector v1 (or the

second column in Figure 4.7A was the pattern that captured the most information

from each subject’s WV matrix. The two state variables most expressed in this pat-

tern (i.e., the largest singular value within the second column from Figure 4.7A) are

the goalie’s and shooter’s vertical position. Since these values have opposite sign,

we can conclude that the difference in vertical position between the two players in

the Penalty Shot task is a highly salient feature that impacts self-attention in the

TMGP model. This is also intuitive, since the difference in vertical position between

the players in the task at the end of each trial is deterministic of who won or lost the

trial. Finally, another pattern from the decomposition of each subject’s WV matrix

that is highly utilized across players is right singular vector v5, or the sixth column

from Figure 4.7B. The state variable that contributes the most to this pattern (i.e.,

the largest singular value within the sixth column from Figure 4.7A) is shooter ve-
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locity (and to a lesser degree, the y-positions of both players). Once again, this

validates the results obtained in Figure 4.5, where the magnitude of shooter veloc-

ity differentiated between trial segments with highly-localized present self-attention

versus times when self-attention was more diffuse with respect to the past trial’s

observed behavior.

4.4 Discussion

As neural networks are becoming increasingly ubiquitous in incredibly important

aspects of human life such as loan applications, job applications, and health care

(Hosny et al., 2018; Zhan and Yin, 2018; Hardesty, 2018), there has been growing

interest in understanding how neural network-based models operate and give rise

to a given decision and to the extent that this decision might unintentionally learn

biased information (Caliskan et al., 2017).

We augmented our deep model to incorporate mechanisms of self-attention, with

the objective of moving our existing computational modeling framework for analyzing

continuous decision-making behavior more in the direction towards process models

which provide insight as to hypothesized underlying latent variables which might

drive a given process. Our TMGP model which uses a Transformer Encoder layer

with a self-attention sublayer functionally provides a preprocessing transformation to

our original input data before the Gaussian Process deep model can extract predictive

information regarding future motor decision changes.

We have shown that our improved model maintains predictive validity of future

human action while vastly improving model interpretability in terms of which as-

pects of game state within a trial are being used by the model to predict continuous,

motor decisions that are influenced by higher-level social cognitive processes (Mc-

Donald et al., 2019, 2020). Further, we showed that high-speed shooter movements

influenced each subject’s TMGP self-attention by making attention hyper-localized
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toward the present time, whereas trial segments where the shooter was moving at

a slower speed resulted in more temporally diffuse attention relative to past events.

We also showed that self-attention was overall higher during times when both the

shooter and goalie were moving at high speed in the same vertical direction, whereas

self-attention was significantly lower when both players were moving at high speed

in the opposite directions. Finally, we conducted across-subject decompositions of

important components of self-attention and found a shared basis on which we could

compare complex, dynamic behavior.

Overall, our approach of augmenting an existing deep learning model with a

self-attention mechanism can be applied to other complex models as well, providing

additional interpretability to a wide array of other computational models, including

those of human and non-human behavior. Additionally, the increased interpretability

with regard to what aspects of the input data a given deep model is attending to can

provide a series of latent variables that can be used to further our understanding of

prediction models in machine learning.

The present work leaves several open questions in both cognitive neuroscience and

artificial intelligence which can begin to be answered in future work. In the field of

cognitive neuroscience, these hypothesized neural correlates could investigate impor-

tant questions relating to what features of our environment that humans themselves

are attending to. However, the extent to which self-attention from machine learning

relates to and can be used as a proxy for human cognitive attention is not yet known.

Aside from the relative recency of the widespread use of attention mechanisms, cog-

nitive attention is a multifaceted and oftentimes unagreed upon concept. Cognitive

attention can be segmented into different types of attention, such as bottom-up at-

tention which are driven by salient, lower-level stimuli and top-down attention which

are thought to be driven by task demands (Buschman and Miller, 2007; Purves et al.,

2008). Cognitive attention is usually thought of in terms of spatial terms, whereas
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in machine learning, attention mechanisms attend to the sequence dimension (in

our case, self-attention is temporal). Our application of self-attention can segment

the task environment into time periods of high and low machine learning-based self-

attention which might be hypothesized to be the same time periods that humans

are displaying heightened cognitive attention according to another cognitive metric,

such as eye-tracking.

Extensions of our model to other continuous decision tasks, such as paradigms

used in (Yoo et al., 2020) who studied monkey behavior in a prey-pursuit task, might

also provide insight as to which of multiple possible targets an individual might be

attending to, or if cognitive attention might in fact be split or asymmetrically dis-

tributed among the possible targets. Finally, further exploration of how intercon-

nected the concepts of self-attention from machine learning applications relate to

those of cognitive attention in humans and non-human primates might further re-

search on brain-computer interfaces both in regard to how humans and machines are

similar or different as well as what shared aspects of an environment both humans

and machines are paying attention to.
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5

Conclusions: Advancing our Computational
Understanding of Continuous Decisions

Humans possess the cognitive ability to navigate through a complex world with a po-

tentially infinite amount of possible actions one could take in order to obtain a goal,

get a reward, or avoid punishment. Yet the field of cognitive neuroscience knows

comparatively much less about these types of continuous decisions than about more

simplified, discrete decisions such as evaluating the value of two possible slot ma-

chines. In part this is due to analytical tractability of the resulting human behavior.

While complex decision-making interactions often result in highly variable behavior

that obscures analysis, the present work capitalizes on this complexity. This dis-

sertation proposed a dynamic, control paradigm called the Penalty Shot task and a

corresponding series of computational models designed to provide insight as to the

computational and behavioral mechanisms underlying social, continuous decision-

making in humans.
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5.1 Summary of research findings

The first aim of this work was to develop a computational model that encapsulated

strategic behavior in a dynamic, control task involving both social and non-social

interactions. Adopting a reinforcement learning approach, we utilized Gaussian Pro-

cesses to estimate humans’ future strategic actions (i.e., policy function) as well as

the effectiveness of these strategic actions (i.e., value function) in observed, complex

human behavior. In Chapter 2, we developed an instantaneous metric quantifying

the dynamic coupling between agents and found that the degree to which human ex-

perimental participants are influenced by their opponent’s actions and either social

or non-social identity was variable both within- and across-subjects. We also found

that higher-scoring participants were more likely to make well-timed final motor de-

cisions during advantageous game states relative to both their and their opponent’s

likelihood of winning.

The second experimental aim was to use the computational tools developed in

Chapter 2 to link metrics of complex behavior to neural mechanisms that underlie

strategic social behavior. We found in Chapter 3 that activity in the dorsolateral

prefrontal cortex was correlated with high coupling, or opponent sensitivity, between

the participant and the opponent, whereas activity in the dorsomedial prefrontal

cortex was crucial in representing the advantageous timing of a trial’s final change

in direction in defeating one’s opponent. The temporoparietal junction was found to

track both of these metrics in addition to displaying strong selective activation during

trials against a social opponent compared to trials against a non-social opponent. The

TPJ was the only brain region that was differentially modulated by opponent identity

in the human/computer opponent conditions; this provides evidence supporting the

hypothesis that the TPJ is involved in social context construction, independent of the

complex, fluctuating dynamics of the task (Carter and Huettel, 2013; Carter et al.,
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2012). Moreover, these brain regions tracking metrics of likely future action and

value during continuous decision making are heavily implicated in social cognition

and value-based decision making (Dunne and O’Doherty, 2013; Behrens et al., 2008;

Frith and Frith, 2006; Lee and Seo, 2016; Carter et al., 2012).

Taken together, these sets of results suggest that during competitive interactions,

human decision-makers are continuously tracking features of the environment that

contribute to making adaptive, goal-directed decisions. We have shown behavioral

and neural evidence suggesting that aspects of the task such as instantaneous cou-

pling between oneself and opponent, advantageous timing, and social identity are

used by humans when making decisions. These distinct computational metrics are

being tracked by different brain regions within the social cognitive network, includ-

ing the dlPFC, dmPFC, and TPJ. This network of brain regions that play a crucial

role in aspects of lab-based, discrete social decision-making indeed also play a role

in decision-making in continuous contexts. Moreover, this suggests that these brain

regions might also be active during real-world instances of continuous and discrete

decisions where the complexity of the state-action space is much larger compared to

even the complex dynamics we studied in the present work.

Our third and final aim was to augment our computational framework to allow

for the investigation of what aspects of the data are being used by the model to

predict future behavior in humans. This moves our framework more in the direction

of a process model that can provide insight into what is driving a given process that

we are interested in – in this application, continuous decision-making in competitive

scenarios. We showed in Chapter 4 that intuitive aspects of game state such as

high-speed shooter movements hyper-localize machine learning attention towards the

present moment in time, whereas low-speed shooter behavior tends to more evenly

disperse attention throughout past behavior. We also showed that, across subjects,

models of behavior attend more to present moments in which both players are moving
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at high-speed in the same direction; this is potentially adaptive, since both players

moving in the same direction in this task implies a lower chance of the shooter winning

on that trial. The converse is also true, in which the model attends much less to the

present moment when both players are moving with high speed in opposite directions,

thus increasing the chance of the shooter winning. Finally, we also determined a

low-rank mapping of player behavioral strategies that characterized attention in the

present moment as well as a separate low-rank mapping of what aspects of game

state are attended to more during periods of high-attention in our control task. This

provides a shared basis on which to compare highly variable behavior within- and

across-subjects.

5.2 Future Directions

The work presented in Chapter 4 used mechanisms of self-attention from machine

learning applications. However, in the same fashion that artificial neural networks

that brought a revolution of deep learning and artificial intelligence were inspired

by biological neural networks (and scholars from a diverse class of fields debate to

what extent they are similar), we can begin to ask the question of how similar are

machine-learning attention models to the mechanisms underlying human cognitive

attention. In order to conclude that our model’s use of self-attention from machine

learning can be treated as a proxy for a cognitive process relating to attention or

working memory, a few criteria need to be satisfied empirically.

In a similar vein to the finding that early visual brain regions in the human visual

system are better described by lower-level convolutional neural network layers and

later visual areas are described by higher-level computational network layers (Eick-

enberg et al., 2017), it must be shown that machine-learning attention attends to

similar aspects of environment compared to the features to which humans attend. For

example, when tasked with crossing a busy street, machine-learning attention mod-
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els should attend comparatively more to the color of the street light and less to the

color of a random person’s T-shirt (Niv, 2019). Paradigms which task participants

with learning which features of compound stimuli lead to reward could be used in this

regard to determine if computer models of human reinforcement learning behavior se-

lectively attend to the same rewarding features (Leong et al., 2017). There is already

work investigating the saliency maps from complex, deep neural networks trained to

replicate the human attentional behavior during a driving task (Palazzi et al., 2018),

although the deep learning architecture used relied on convolutional layers rather

than a class of attention mechanisms. One could study at the intersection of artifi-

cial intelligence and clinical psychiatry and investigate whether attention-augmented

neural networks of eye-gaze patterns of autistic and non-autistic individuals differen-

tially assign attention to social and non-social cues (Campbell et al., 2019; Carpenter

et al., 2020). However, showing that machine-learning attention mechanisms attend

to similar features as humans do, while exciting, would only be a first step in con-

cluding that machine-learning attention can be thought of as a proxy of quantifying

human cognition.

Another finding that would provide evidence supporting the claim that attention

models in machine learning provide a quantification of aspects of human attention

would be demonstrating that the model’s attention behavior struggles with similar

aspects of cognitive control that humans struggle with. In other words, machine-

learning attention should follow similar qualitative patterns that we see reliably in

standard attention tasks in cognitive psychology. For example, a Stroop Task is

a classic paradigm in psychology that puts controlled and automatic processing in

conflict in order to study various aspects of cognitive control (Cohen et al., 1990).

Words denoting the names of colors are shown to participants either in a colored

font that is the same as the name of the color (i.e., congruent condition) or in a

different colored font (incongruent condition). The Stroop Effect is the delay in re-
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action time between congruent and incongruent stimuli, and it occurs because word

naming is thought to be an automatic process, whereas color naming is a controlled

process (Shenhav et al., 2013). One could begin to juxtapose attention mechanisms

in machine-learning with cognitive attention in humans by replicating this finding

in model simulations involving machine-learning attention. Extrapolating from our

finding in Chapter 4 that attention was biased to the present moment when both

opponents were moving in the same direction, one could predict that an attentional

neural network model mimicking human cognitive control processes would require

more attention to process incongruent stimuli compared to congruent and less cog-

nitively demanding stimuli.

Finally, furthering the necessary research on continuous decisions, researchers

recently showed that neurons in the dorsal anterior cingulate cortex (dACC) in

macaques during a dynamic, prey-pursuit task multiplexed state variables such as

prey position, velocity, and acceleration that were predictive of behavior (Yoo et al.,

2020). In a related study, in which macaques both pursued prey and avoided preda-

tors (Yoo et al., 2019), researchers showed that the dACC integrates position and

velocity information about both the individual as well as the other task-relevant

agents (i.e., the prey and the predator). This paradigm is perfectly posed to study

whether cognitive attention of the decision-maker is allocated to one task-relevant

agent (potentially including itself), or if in fact attention can be effectively “split”

between multiple task-relevant agents. This relates to prior work examining successes

and failures of human multi-tasking from a cognitive control perspective (Musslick

et al., 2017; Sagiv et al., 2020).

The work investigating the underlying behavioral and neural mechanisms of how

humans and non-human animals navigate a complex, dynamic world with a poten-

tially infinite state-action space in an efficient, goal-directed way to obtain rewards

and avoid punishments is still in its infancy. Pursuing research on this understud-
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ied yet ubiquitous class of decision problems requires a two-pronged approach that

advances both more naturalistic cognitive paradigms that allow for more variable

behavior as well as advancing computational models to where scientific insights in

the face of this increased variability in behavior can still be extracted. This will get

the interdisciplinary field of computational cognitive neuroscience closer to under-

standing how humans and non-human primates make complex, real-world decisions

and how higher-order social cognitive processes modulate these processes.

103



Appendix A

Supplementary Information from Chapter 2

A.1 Computer Opponent Algorithm

1 The computer opponent, also called the goalie, was represented by a vertical bar

on the right hand side of the screen. The computer opponent used a fixed strategy

based on a “track-then-guess” algorithm in which it initially attempts to match the

vertical position of the puck at the start of each trial and subsequently chooses from

a predefined set of strategies at random. The complexity of the resulting algorithm

(Algorithm 2) is almost entirely due to two subtleties: (1) determining at what point

the opponent should stop tracking and guess a strategy and (2) how this guess is

chosen.

To address the first question, we consider the collection of points at which the

puck has the potential to “outrun” the bar to one of the corners. For simplicity,

our algorithm assumes that both players start from rest at the vertical middle of the

screen and move maximally at each time step. After a certain position C1 late in

the trial, the distance the puck can move exceeds the bar’s ability to catch it. After

1 This Appendix uses material from the Supplement of a coauthored paper published in Nature
Communications (McDonald et al., 2019).
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another point, C2, near the end of the trial, the situation is reversed: the longer

length of the bar allows it to block the puck more successfully. The two points

C1 and C2 define each trial’s critical region. Note, however, that because we have

assumed both players start from rest at y = 0, this critical region is the same for

each trial and calculated only once, at the start of the task. Algorithm 1 shows how

this calculation is implemented.2

Algorithm 1: Calculation of critical and inflection points

Inputs: T, δθ, vp /* max time steps, velocity increment, puck

speed */

L̃← 10 /* typical lag; 75th percentile of distribution (Eq A.1)

*/

θ ← (1, 1, 1 + δθ, . . . , 1 + (T − 2)δθ) /* cf. 2.3, 2.4 */

Mpuck ← vp · (T, T − 1, T − 2, . . . , 1) /* maximum distance puck can move

*/

Mbar ← 2
3
vp · cumsum(θ) + bar height

2
/* maximum distance bar can move */

Mbar ← Lag(Mbar, L̃) /* add opponent reaction time */

C1 ← vp · FindFirst(Mpuck > Mbar) /* first point puck can outrace bar

*/

C2 ← vp · FindLast(Mpuck > Mbar) /* last point puck can outrace bar

*/

(IP1, IP2)← (C1 − vp, C1 + 2vp) /* inflection points */

return IP1, IP2, C1, C2

To determine when and what strategy the computer opponent chooses, our al-

gorithm also defines a pair of inflection points surrounding the first critical point,

C1. The first of these, IP1, is the horizontal position of the puck in the time step

immediately before it reaches C1, and the second, IP2 is its location two time steps

afterward. (Other choices are certainly possible; these were tuned to generate reason-

2 We have not included details related to the fact that neither avatar is allowed to move offscreen
and that the bar’s larger height give it an advantage in blocking at very late time steps. The latter
is why the critical region does, in fact, end just prior to the end of the trial.
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able opponent play.) When the puck reaches IP1, the computer chooses a two-part

strategy (S, S ′) by sampling with replacement from a bag of strategies accumulated

over the course of play. These two-part strategies allow the computer opponent to

potentially counter strategies in which the participant reverses play, as well as adding

unpredictability to the opponents’ own movements.

Having selected a strategy, the computer opponent then implements strategy S

until the puck reaches IP2, after which it implements S ′ until the end of the trial.

After each trial, the bag of strategies is then updated by adding to it the participant’s

observed strategy on the most recent trial (see UpdateStrategies). In this way, the

computer opponent biases its random strategy selection to adaptively counter the

participant’s observed tendencies.

Function UpdateStrategies

Strategies← [(U, U), (D, D), Track ]
foreach trial do

while trial not ended do
play trial

(S, S’) ←



(U,U) if puck was moving up at C1 and C2

(D,D) if puck was moving down at C1 and C2

(U,D) if puck was moving up at C1 and down at C2

(D,U) if puck was moving up down C1 and up at C2

(Track) else

Strategies← [Strategies, (S, S ′)]

These strategies differ only in where they set the opponent’s desired bar position

at the next time step. This can be thought of as the goal in a feedback control model

with ut as the control signal 2.5 (Iqbal and Pearson, 2017). In the case of the tracking

strategy, the goal is set at the participant’s projected position in the next time step,

while for the up and down strategies, ut is maximal toward the top or bottom of the

screen. Moreover, because the computer is capable of perfectly tracking the position
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of the puck, we implemented a variable lag in its behavior, comparable to a human’s

reaction time:

L = 0.12 + 0.1b (A.1)

b ∼ Beta(2, 5) . (A.2)

That is, the lag, L is a random variable drawn separately for each trial. This variable

as defined is measured in seconds, but is converted by the code to the integer indexing

the closest time step. The resulting strategy execution is detailed in DoStrategy,

while the full computer opponent algorithm is in Algorithm 2.

Function DoStrategy

Inputs: ypuck, L, yω /* puck trajectory, lag (integer), bar

location */

S, vω /* strategy to execute, velocity next time step */

switch S do
case Track do

η ← 0
case U do

η ← 1
case D do

η ← −1

g ← y[t− L] + η · vp /* set goal */

u← g−yω
vω

/* calculate control */

u← sign(u) ·min(1, |u|) /* max control is 1 */

return u
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Algorithm 2: Goalie algorithm

(S, S ′)← sample(Strategies)
for t = 1 to T do

if x[t] < IP1 then
u← DoStrategy(Track)

if IP1 < x[t] < IP2 then
u← DoStrategy(S)

if x[t] > IP2 then
u← DoStrategy(S ′)

MoveBar(u) /* cf. Eq 2.5 */
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A.2 Normalization of Inputs to the Gaussian Process Model

In order to compare our sensitivity indices and model hyperparameters across model

inputs, we normalized the units of our input variables to be O(1). More specifically,

let the size of the screen be H × V pixels. Assuming H is larger (as it usually is),

we define new, normalized screen coordinates x̃i by

x̃i =
2

H
(xi − x̄i) (A.3)

with xi the coordinate (either vertical or horizontal) and x̄i the midpoint along

the same dimension, both in pixels. This transformation rescales the game arena

uniformly, maintaining the aspect ratio between horizontal and vertical dimensions.

Likewise, since the puck horizontal velocity is constant, and since the bar’s vertical

velocity is of the same order of magnitude, we measure all velocities in units of vp.

Thus the horizontal velocity of the puck is 1, and the vertical speed of the puck is

≤ 1.

A.3 Uncertainty of GP gradients

Here, we adopt the conventions of (Rasmussen and Williams, 2006): y is a vector

of data points observed over a domain labeled by x ∈ X , f ∼ GP(0, k(x,x′)) is

the latent Gaussian Process (GP), and f is the value of the GP at the data points.

Let X denote the matrix of original data points and K the Gramian of these points

(Kij ≡ k(xi,xj) for xi,xj ∈ X ). We would like to consider the value of f at points

X∗ distinct from the training set. From (Rasmussen and Williams, 2006) (2.19), we

have

f∗|X∗,X, f ∼ N (k>∗ ·K−1 · f ,k∗∗ − k>∗ ·K−1 · k∗) (A.4)

where we have additionally defined the matrix k∗ ≡ k(X∗,X) (this is a vector when

X∗ = x∗, a single point) and k∗∗ ≡ k(X∗,X∗).
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Our goal is to calculate the distribution of the gradient of f , ∇f , with respect to

x:

∇hf = lim
h→0

f(x + h)− f(x)

h
(A.5)

where the division is elementwise division. We calculate this by considering X∗ =

[x + h,x] (each point comprising one column), in which case the variable of interest,

∇hf has mean limh→A · f∗/h with A = (1,−1). That is,

E [∇hf ] = lim
h→0

(k(x + h,X)− k(x,X))> ·K−1 · f
h

= (∇hk)> ·K−1 · f (A.6)

That is, the calculation for the mean is the same as in the prediction case, with

the kernel k replaced by its gradient. (Note once again that f(x) is our Gaussian

process, while f is the vector of observations of this GP at the training data points.

Moreover, from here on, we will only consider evaluating the GP at a single text

point x.)

For the covariance matrix, we will make use of the fact that for a bivariate normal

distribution

var(x1 − x2) = σ2
1 + σ2

2 − 2σ12 (A.7)

with σi the standard deviation of each variable and σ12 the covariance of the two.

That is, the variance of the difference f(x + h)− f(x) can be written

Σh = A−B (A.8)

A = k(x + h,x + h) + k(x,x)− 2k(x + h,x) (A.9)

B = k(x + h)> ·K−1 · k(x + h) + k(x)> ·K−1 · k(x)− 2k(x + h)> ·K−1 · k(x)
(A.10)

where we have again used k as the kernel and k(x) = k(x,X), the vector formed by

evaluating the kernel on the new datum and the original training set.

110



To calculate the covariance of (A.5), we then write f(x + h) − f(x) = h>Σ∇fh

and take the h→ 0 limit. It is straightforward to show that all terms of O(h) cancel,

and

Σ∇f = A2 −B2 (A.11)

A2 =
∂2k

∂x2
+
∂2k

∂x′2
+

∂2k

∂x∂x′
− 2

∂2k

∂x2
=

∂2k

∂x∂x′
(A.12)

B2 = 2k′′ ·K−1 · k + k′ ·K−1 · k′ − 2k′′ ·K−1 · k = k′ ·K−1 · k′ (A.13)

where we have again used the fact that k is symmetric in its arguments, so ∂2k
∂x2 = ∂2k

∂x′2 .

Putting all this together, we then conclude that

∇f ∼ N ((∇k)> ·K−1 · f , ∇∇′k −∇k> ·K−1 · ∇k) (A.14)

Here again, we see that this is the same as the formula (A.4) for a new observation

at x∗ with the substitutions

k → ∇∇′k (A.15)

k→ ∇k (A.16)

though the fact that ∇f is a vector means that p(∇f |x∗, f ,X) is multivariate Gaus-

sian.

A.4 Precomputing kernels

For computational efficiency, it may be preferable to calculate kernel gradients ex-

plicitly, rather than relying on automatic differentiation. (For example, TensorFlow

does not easily facilitate the computation of gradients of tensors, only scalars.) Here,

we provide explicit formulas in the case that k is chosen to be the radial basis function

(RBF) kernel:

k(x,x′) = σ2 exp

(
−1

2

d∑
i=1

(xi − x′i)2

λ2i

)
(A.17)
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In which case we have

[∇∇′k]ij = k(x,x′)

[
δij
λ2i
−

(xi − x′i)(xj − x′j)
λiλj

]
(A.18)

which implies

[∇∇′k]ij |x′=x = k(x,x)
δij
λ2i

= σ2 δij
λ2i

(A.19)

Similarly, we have

[∇k]im = [∇xk(x, xm)]i = −(xi − (xm)i)

λ2i
k(x, xm) = λ−2 � (X− x)� k (A.20)

where we have used � for the Hadamard (elementwise) product and assumed broad-

casting in the i and m indices. Note also that these gradient formulas indicate

that we naturally expect the scaling depicted in Figure 2.4B,C: gradient means and

covariances are inversely proportional to the hyperparameters λi, so aggregated sen-

sitivities should also roughly scale as powers of the hyperparameters.

Now, if we want to consider cases where prediction at more than one point is

needed, we must be careful about indices. For example, the double gradient of the

kernel evaluated at the new points is

[∇∇′k(x,x′)]ij |x=xp,x′=xp′ = k(xp, xp′)

[
δij
λ2i
− (xp − xp′)i(xp − xp′)j

λi, λj

]
(A.21)

with i, j labeling coordinates and p, p′ new data points. Note again that in the special

case that the new evaluation points are the same along the gradient directions, this

reduces to

[∇∇′k(x,x′)]ij |x=xp,x′=xp′ = k(xp, xp′)
δij
λ2i

(A.22)

Similarly,

[∇k]pmi = −(xp − xm)i
λ2i

k(xp, xm) (A.23)
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again with i labeling coordinates, p new data points, and m original data/inducing

points. From this it follows that[
∇k>K−1∇k

]
ij,pp′

=
∑
n

vpnivp′nj (A.24)

vpni ≡
∑
m

(xp − xm)i
λ2i

L−1nmk(xm, xp) (A.25)

However, in inverting the covariance, we need a matrix, not a 4-tensor indexed by

ij, pp′. So to accomplish this, we “stack” the datapoint and coordinate indices:

[∇∇′k]ij,pp′ → k(Xp, Xp)⊗ λ−2 (A.26)

with ⊗ the Kronecker product and λ the diagonal matrix with entries λi. As for v,

if one ensures that n is the first index, then one can simply tf.reshape(v, [-1,

D]) where D is the dimension of the vector x.

A.5 Uncertainties for sensitivity metrics

We have defined the sensitivity of the participant to the opponent’s actions as

ς = ‖∇gf‖2 where f(x) = Φ−1(π(x)) is the GP defining the local likelihood of a

change point and ∇g represents the gradient of f with respect to the opponent’s

state variables (position and velocity). If we let Xg denote the opponent’s state

variables, then by definition

ς = ‖∇gf‖2 = ∇gf · ∇gf =
∑
x∈Xg

(∇if)2 (A.27)

That is, our sensitivity is a quadratic combination of gradients, ∇f> ·A · ∇f , with

cov[∇f ] = Σ∇f as defined in (A.14). This combination has a generalized χ2 distri-

bution (Baldessari, 1967) with metric

(A)ij =

{
δij xi, xj ∈ Xg
0 otherwise

(A.28)
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and covariance Σ∇f .

Using ς = ‖∇gf‖2 as a measure of the sensitivity of the participant to the oppo-

nent is intuitive but also arbitrarily chooses an equal weighting of opponent position

and velocity sensitivities. For a more principled solution, we adopted an alternative

definition: ς ′ ≡ ‖∇gf‖2M with ‖·‖M , with the Mahalonobis norm of ∇gf . That is,

ς ′ = ‖∇gf‖2M = ∇gf
>Σ−1g ∇gf = ‖L−1g ∇gf‖2 (A.29)

with g subscripts once again restricting to variables in Xg and Σg = LgL
>
g (i.e., Lg is

the Cholesky factor of Σg). In what follows, we will drop the g subscripts for brevity.

We can motivate this choice by beginning with the observation (A.14) that ∇f is

multivariate normal with mean and covariance

µ = ∇k>K−1f (A.30)

Σ = ∇∇′k|x=x′ −∇k>K−1∇k (A.31)

in which case ≡ L−1(∇f−µ) is multivariate normal with mean 0 and unit covariance

matrix, or equivalently, L−1∇f is multivariate normal with mean L−1µ and unit

covariance. More importantly, what follows is that the sum of squares ‖L−1∇f‖2 is

a sum of squares of independent unit normals (with nonzero means) and thus follows

a noncentral χ2 distribution:

‖L−1∇f‖2 = ‖∇f‖2M = µ>Σ−1µ = λ (A.32)

ς ′ ∼ χ2
d(λ) (A.33)

with d the number of variables in Xg.

While the choice of Mahalonobis norm may be less intuitive than the Euclidean

norm in measuring sensitivity, a few comments are in order:

• The original metric does not take into account uncertainty in the individual

gradient terms. This metric normalizes each term by its uncertainty, using a
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sort of “signal-to-noise” measure. This is also appropriate from a Bayesian

standpoint, since it downweights uncertain information.

• The original metric does not account for correlation among the gradient terms.

However, ς ′ rotates the original gradient to a basis in which the covariance ma-

trix is diagonal (the PCA basis). Thus, this metric is equivalent to performing

a PCA of ∇f and then weighting each component by its inverse variance. (Un-

like in PCA, where variance is variance explained, here, variance is uncertainty,

so we want to downweight highly variant directions in PCA space.)

• Just as importantly, if X1 ∼ χ2
d1

(λ1) and X2 ∼ χ2
d2

(λ2), X1 +X2 ∼ χ2
d1+d2

(λ1 +

λ2), so the average of a series of (noncentral) χ2 random variables, X̄ is given

by

NX̄ =
∑
i

Xi ∼ χ2∑
i di

(∑
i

λi

)
(A.34)

So while X̄ does not have a conventional distributional form (a rescaled χ2 is

gamma-distributed, but a rescaled noncentral χ2 is not), its moments and cdf

can be obtained by working with NX̄ and rescaling appropriately. It is this

formula that we use in the main text to calculate credible intervals at each time

point when averaging across trials.

A.6 Disentangling identity and context effects in play

When attempting to quantify how player strategy (or indeed, any task-related vari-

able) differs based on the identity of the opponent (human or computer), simply

taking the observed difference between the varriable of interest during the human

trials and likewise for the computer trials elides an important distinction between

what might be termed “opponent identity effects” and “opponent context effects”.

That is, we might ask whether observed differences in switch probability between

115



the two opponents are due to intrinsic differences in the way participants perceive

each opponent or the fact that each opponent simply plays a different strategy. In

typical social games, these effects are all but impossible to disentangle, but because

we model the joint distribution of both states and opponent identity, f(s, ω), we can

perform the following “counterfactual” experiment: For every state s visited in play

against the computer (ω = 0), we can ask how f(s, 0) compares to f(s, 1). This is

equivalent to freezing game play at a single moment, switching the identity of the

opponent while holding all other variables fixed, and asking how play in the next in-

stant differs. Such a pure identity effect quantifies how much participants’ strategies

would differ between human and computer opponents who used the same strategy.

More formally, define:

Xab ≡ Ep(s|ω=a)[X(s, ω = b)] (A.35)

be an expectation of some random variableX (for instance, a probability of switching

or sensitivity). Here again, s represents the game state and ω the opponent identity

(0 = computer, 1 = human), but we decouple the opponent specified in the random

variable from the opponent that generated the states over which we average. More

concretely, X00 denotes the value of X against the computer, averaged over states

actually played against the computer, while X10 again denotes the value of X against

the computer, only this time averaged over states played against the human. In this

notation, Figure 2.2D plots X00 and X11 with X = Φ−1(p), while Figure 2.3 shows

the same two variables with X equal to our opponent sensitivity metric.

What is most important, however, is that the observed contrast plotted in purple

in Figure A.1B-C can be decomposed as a weighted sum of the identity effect Cidentity
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and the context effect Cidentity, as follows:

Cidentity ≡ Ep(s) [X(s, 1)−X(s, 0)]

=
n0

N

(
X01 −X00

)
+
n1

N

(
X11 −X10

)
(A.36)

Ccontext ≡
1

2

[
Ep(s|ω=1)X(s, 1)− Ep(s|ω=0)X(s, 1)

+ Ep(s|ω=1)X(s, 0)− Ep(s|ω=0)X(s, 0)
]

=
1

2

(
X11 −X01

)
+

1

2

(
X10 −X00

)
(A.37)

Cobserved ≡ X11 −X00 ≈ Cidentity + Ccontext (A.38)

with n0 and n1 the number of trials played against the computer and human oppo-

nents, respectively, N = n0 +n1, and approximate equality holds in Eq A.38 because

n0 ≈ n1 in our data.

In fact, the observed contrast between the two curves in Figure 2.2D can be fully

decomposed into an effect due to opponent identity and an effect due to differences

in the distributions of visited states (see Methods). As indicated in Figure A.1A,

the observed contrast plotted in Figure 2.2D corresponds to the difference along the

diagonal, while the identity and context effects correspond to differences taken along

the vertical and horizontal directions, respectively. Figures A.1B and C illustrate

this decomposition for two representative participants. These figures show both the

observed contrast (difference between the two curves in Figure 2.2D and its con-

stituent pieces due to opponent identity and context. While the latter are typically

larger, indicating a predominance of game state effects on switch probability, there

is considerable heterogeneity across both participants and time in trial. Figure A.1D

illustrates this by considering the average identity effects for each participant dur-

ing the early and late stages of each trial. There, a positive value indicates higher

switch probability for a human opponent, while a negative value indicates higher

117



a

c db

Computer Context,
Computer Opponent

Human Context,
Computer Opponent

Computer Context,
Human Opponent

Human Context,
Human Opponent

Context Effect

Identity
Effect

Observed

Figure A.1: Disentangling identity and context effects. A. Schematic of
the identity versus context decomposition. Differences in the expected values of
model variables between human and computer opponents can be decomposed into a
sum of identity and context effects (see Methods). B. Decomposition as a function
of time in trial for Participant 12. The difference between human and computer
switch probabilities (in quantiles; purple) is the sum of opponent (green) and context
(orange) effects. C. Same decomposition as in B, for Participant 56. D. Population
variability in opponent effect. Scatter plot of trial-averaged switch probabilities
for the first and second half of the trial for each participant. Participants in the
upper right consistently switch more against the human opponent, participants in
the lower left against the computer. Participants in the other two quadrants switch
more frequently against one opponent in the early half of the trial and reverse this
behavior in the latter half.

switch probability against the computer. While some participants consistently ex-

hibit higher switch probabilities against the human opponent (upper right) or against

the computer (lower left), others switch more against one early and the other late

(upper left, lower right). Thus, players can be distinguished not only by which op-

ponent elicits more switching behavior, but also by the periods of the trial in which

these tendencies occur.
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A.7 Empirical Action Value Model

We have shown that we can use nonparametric methods to estimate the policy par-

ticipants use when playing a dynamic, strategic game. Yet this analysis says nothing

about how effective these policies are. So how do participants’ choices at each mo-

ment translate to wins and losses? To answer this, we separately modeled each

participant’s action value Qπ(a|s, ω): the expected value of taking action a in state

s against opponent ω and playing according to policy π thereafter. As indicated by

notation, this value is policy-dependent. That is, each policy π uniquely determines

a value function Qπ. In typical reinforcement learning models, policies are likewise

dependent on action values: Given action values, Q, policies choose actions based on

a softmax function or other rule (Sutton and Barto, 1998). Thus, there is a mapping

in the reverse direction from action values to policies. The Bellman Equation stipu-

lates that for optimal learners, the optimal policy and action values determine one

another (Sutton and Barto, 1998), but this need not hold for nonoptimal learners.

Figure A.2A illustrates these concepts. While the optimal policy π∗ and Q∗ are

mapped onto each other by the processes of value calculation and action selection,

respectively, for non-optimal learners, the observed policy πobs leads to a value func-

tion Qobs, but softmax action selection based on Qobs may not be equivalent to the

original policy: πQ 6= πobs, so the mappings in Figure A.2A are not inverses except

for optimal policies. In other words, learners may not necessarily be choosing based

on the expected values of their actions. As a result, we took an approach in which

the action value function Q(a|s, ω) was modeled independently of π: This model took

as inputs the instantaneous state, opponent, and observed action at that time and

attempted to predict from those data whether the participant subsequently won the

trial. We used the same Gaussian Process classification approach as before, only this

time predicting the trial outcome and using the participant’s observed action as an
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additional input.

Figure A.2: A Gaussian Process action value model captures variability in
player efficacy. A: Relationship between policies and action values in reinforcement
learning. Each policy determines an action value (rightward arrow). Conversely, a
set of action values, coupled with an action selection mechanism like softmax or
greedy methods, determines a policy (leftward arrow). For optimal learners, the
connection between the optimal policy π∗ and its resulting action values Q∗ is given
by the Bellman Equation, which states that the leftward and rightward arrows are
inverses of one another. For non-optimal agents, however, the observed policy πobs
determines Qobs, but action selection based on Qobs may not be the same as πobs. B:
Expected values (win probabilities) at each moment for a single trajectory from one
participant. Horizontal and vertical axes correspond to position on the computer
screen. Color indicates expected value. C: All trajectories for a single participant
against the human opponent. D: Trials against the computer opponent for the same
participant as in C. Note the increased intensity of colors late in the trial, after the
opponent has made its last move.

The results of this model are shown in Figure A.2. As Figure A.2B illustrates,

there are fluctuations in expected value even within a single trial as players move and

counter move. Here, we have plotted the predicted expected value, which is equal

to the value function of reinforcement learning: Vπ(s, ω) =
∑

a π(a|s, ω)Qπ(a|s, ω),
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an undiscounted, weighted sum of action values according to their probability under

the current policy. Quantifying expected value at the time point level, rather than

the trial level, allows us to see how fluctuations in game state impact likelihood

of winning. For reference, we fit a logistic regression using the same set of input

features and targets. Once again, the GP model outperforms logistic regression for

each participant in our cohort (see Appendix Figure A.13).

Examining the lengthscale hyperparameter for each input variable answers the

questions of whether a given variable is relevant in predicting the target variable

in gaussian processes. Large lengthscale values mean a given variable is irrelevant,

while smaller values up to approximately 1 mean a variable is predictively relevant.

We found that within the empirical expected value GP, 68 out of 82 subjects had

an opponent identity lengthscale hyperparameter less than or equal to 1, suggesting

that opponent identity impacted expected value for most of the subjects in our task.

Figures A.2C and D show these predictions across all trials for a pair of rep-

resentative participants. Interestingly, while the types of trajectories generated by

Participant 3 in both the human and computer opponent conditions look remarkably

similar, expected values for these collections of trials evolve quite differently. Evi-

dently this participant, while playing essentially the same strategy in both cases, ex-

perienced much different win rates against the two opponents. In particular, against

the computer opponent, we see a more abrupt transition in expected value between

the first and second half of the trial. This can be explained as a byproduct of the

computer’s “track-then-guess” heuristic, in which it attempts to follow the player in

the early and middle stages of the trial and then randomly guesses a direction to

move late in play. As a result, during the early and middle phases of the trial, the

puck and bar are closely aligned horizontally and expected values hover near 50%.

Later, after a “point of no return” at which the computer makes its last decision,

expected values are bimodal and concentrated around 0 and 1, reflecting a nearly
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deterministic outcome.

In fact, this trend can also be visualized in terms of the density of value as a

function of time in trial (Figure A.3). Against the human opponent (Figure A.3A),

values start out concentrated around a player’s mean win rate and evolve gradually

over the course of the trial toward the 0 and 1 outcomes. By contrast, against the

computer, values hold around 0.5 until abruptly diverging at the critical point. And

indeed, this pattern holds in the average across all participants (Figure A.3C,D).

Note that here, in the case of a computer opponent defined by a simple heuristic, our

model is easily able to recover strong indications of that heuristic in an unbiased way.

This indicates that our approach is powerful enough to characterize a wide range of

behavior. Circumstantially, it also suggests that our participants are unlikely to have

relied on simple heuristics alone to constructing their strategies.

Finally, to investigate how well expected value predicts whether a given trial will

result in a win or loss, we conducted a series of univariate logistic regressions. Given

an opponent and an average expected value in the early, middle, or late periods of

each trial, we attempted to predict the trial’s result. We found that regression coef-

ficients for the human opponent condition were higher than those for the computer

opponent (t = 4.53, p < 0.0001), suggesting that (unrealized) expected values bet-

ter predict trial outcome in the human opponent condition. Second, we found that

regression coefficients increase as the trial progresses, such that the late coefficients

were significantly higher than early coefficients (t = 30.69, p < 0.0001). This matches

our intuition that trial outcomes are better predicted by expected values later in the

trial (see Appendix Figure A.14).

A.8 Regularized Logistic Regression

We compared the predictive performance of our classification model to a regularized

logistic regression using LASSO as implemented in the scikit-learn LogisticRegression
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Figure A.3: Evolution of expected value as a function of time in trial. A,
B: Density of expected value as a function of time in trial for a single participant.
Color indicates opponent (blue: human, green: computer). Early in the trial, value is
concentrated around the participant’s baseline win rate for each separate opponent.
Over the course of the trial, values grow increasingly bimodal as the participant’s
prospects for winning diverge based on game state. C, D: Average across all partic-
ipants. Labeling conventions are as in A, B. Here, the “track-then-guess” heuristic
of the computer opponent is apparent in the abrupt transition from a 50% unimodal
distribution to a polarized bimodal distribution at the time of the opponent’s last
move. This bifurcation occurs in trials against the human goalies as well, but earlier
than those against the computer goalie.

class. We fit models with regularization parameters C using 20 evenly spaced values

from 10−3 to 102 on a log10 scale. For each subject, we selected the model with the

highest log likelihood on a test set consisting of 20% held out data.
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A.9 Comparison figures across participants

Here, we reproduce our analyses from the main text for all participants used in any

of the figures.
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a Real Data:
Participant 3 b Model Prediction:

Participant 3

c Real Data:
Participant 4 d Model Prediction:

Participant 4

e Real Data:
Participant 12 f Model Prediction:

Participant 12

g Real Data:
Participant 56 h Model Prediction:

Participant 56

Figure A.4: Left column (A,C,E,G): Observed data from the four participants
used in figures in the main text. Blue trajectories correspond to trials played against
the human opponent. Green trajectories are from trials played against the computer
opponent. Black dots represent change points, or switches in joystick direction by the
participant. Right column (B,D,F,H): Trajectory data overlaid with black shaded
regions indicating increased probability of changepoints in the GP model (greater
than the participant’s base rate) for the selected participants displayed in the main
text.
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Figure A.5: Probability of a change point as a function of time, averaged across
trials, for the four selected participants (A,B,C,D) featured in figures in the main
text. Shaded regions indicate 95% credible intervals. Probabilities are shown and
averaged in quantiles (z) of the normal distribution. Blue indicates trials against the
human opponent, green against the computer.
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Figure A.6: Decomposition of strategy as a function of time in trial for the se-
lected four participants (A,B,C,D). The difference between human and computer
switch probabilities (in quantiles; purple) is the sum of opponent (green) and con-
text (orange) effects.
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Figure A.7: Observed sensitivity to opponent actions in both opponent conditions,
for the selected four participants (A,B,C,D). Shaded regions indicate 95% credible
intervals. Blue line and shaded region correspond to the human opponent condition,
green to the computer opponent.
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Figure A.8: Decomposition of sensitivity to opponent action, with the observed
contrast decomposed into identity and context effects for the selected four partici-
pants (A,B,C,D).
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a Expected Value,
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Figure A.9: Expected values (win probabilities) at each moment for all trajectories
for the featured four participants (A,B,C,D). Horizontal and vertical axes correspond
to position on the computer screen. Color indicates expected value.
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Figure A.10: Density of expected value as a function of time in trial for the four
featured participants’ trials (A,B,C,D) against the human opponent only. Colorbar
indicates the density levels, which are determined individually for display purposes.
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Figure A.11: Density of expected value as a function of time in trial for the four
featured participants’ trials (A,B,C,D) against the computer goalie only. Colorbar
indicates the density levels, which are determined individually for display purposes.
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Figure A.12: Area under the curve (AUC) for each participant’s Gaussian Process
policy model and the corresponding participant’s L1-regularized logistic regression.
Every participant’s Gaussian Process AUC was higher than that of his/her logis-
tic regression AUC. This is encouraging, though not particularly surprising, since
a gaussian process is a non-parametric model and a logistic regression is a linear
parametric model.
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Figure A.13: Area under the curve (AUC) for each participant’s empirical value
function model and the corresponding participant’s L1-regularized logistic regression.
Every participant’s Gaussian Process AUC was higher than that of his/her logistic
regression AUC.
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Figure A.14: Bar plot of the mean regression coefficient, β for six different regres-
sions. Each univariate regression had the expected value predictions from the action
value GP (EV) from certain time periods in certain trials predicting the outcome of
the trial. “Early” corresponded to the first third of timepoints in active gameplay,
“Middle” is the second third of timepoints, and “Late” is the last third of activate
gameplay. Separate regressions were conducted for trials played against the human
and computer opponent, and for the separate tertiles of the game. We see that later
periods of game play have a higher, positive coefficient predicting the outcome of the
trial, and that overall, coefficients are higher for the human trials than the computer
trials. Error bars, s.e.m.
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Figure A.15: Top: Learning curves from the same participant’s data, with number
of inducing points and random seed held constant. The only variable changed in the
top plot is the number of iterations used to train the GP. We ultimately used 200,000
iterations to train each participant’s GP, since 500,000 iterations did not improve the
log likelihood of training. Bottom: Learning curves from the same participant’s data,
with the number of inducing points (IPs) being the only variable that is changed.
500 IPs were used for the final models, since adding inducing points past this point
did not significantly increase log likelihood.
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Figure A.16: Gaussian Process policy model gradients robust to different random
seeds. One participant’s behavioral data was fit with three separate Gaussian Process
models with all hyperparameters held constant (participant 3, 500 inducing points,
200,000 iterations, 256 minibatch size), except 3 different random seeds were used
(with the numpy package). This was conducted to determine how sensitive the
gradient sensitivity to opponent actions metric was to random seed changes. We find
that the qualitative form of the gradient shape remains the same and the conclusions
drawn regarding the timing and amplitude of the gradient sensitivity curve are not
impacted significantly by changes in random seeds used.

137



Figure A.17: Scatter plot of subject-average distance in time between each trial’s
final change in direction and that trial’s time index in which the expected value of
making a final move is at its maximum. Each subject in our dataset is represented
as two dots: that subject’s distance average against the computer goalie and that
particular subject’s human goalie (either human goalie 1 or human goalie 2).
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Figure A.18: Histogram of each subject’s Opponent Experience length-scale hy-
perparameter from his/her Policy Gaussian Process model. Large values mean that
particular subject’s likelihood of switching directions was relatively unaffected by
how much experience that subject had playing against either the human or com-
puter goalie.
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Figure A.19: Descriptive plots of four subjects’ (A,B,C,D) first 10 trial trajectories
(colored in pink) and last 10 trial trajectories (colored in blue). Early- and late-
session trials show very little descriptive difference in terms of spatial position.
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Appendix B

Supplementary Information from Chapter 3

B.1 Psychophysiological interaction (PPI) Analysis

1 We conducted a psychophysiological interaction (PPI) analysis based on the inter-

action between activity in the right TPJ (physiological component) and trial-to-trial

opponent sensitivity (psychological component). To identify the physiological re-

gressor, we first identified an 8mm global rTPJ ROI (x = 56, y = -54, z = 24; MNI

coordinates) because of both the activation observed during the opponent screen

when subjects were informed that they were about to play a human opponent (see

Figure B.1), and the result showing that the rTPJ displayed stronger correlation to

the opponent sensitivity metric when playing against the human opponent rather

than the computer opponent. We then constructed subject-specific ROIs by finding

the individual peak of activity (maximum) within the spherical group ROI during

the contrast of subjects’ activation during the opponent screen when preparing to

play against the computer opponent subtracted from the activation during this pre-

trial period when preparing to play against the human opponent. Once the location

1 This Appendix uses material from a coauthored review published in Social Cognitive and Affective
Neuroscience (McDonald et al., 2020).
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within the group rTPJ ROI was observed for each subject, a new subject-specific was

drawn around that peak for each subject (resulting spherical ROI size = 8mm). The

functional time series of the BOLD activity for each run from these subject-specific

ROIs were extracted and input into the PPI analysis as the physiological component.

A general linear model was then constructed with the following regressors: 1) the

original BOLD time series in the subject-specific rTPJ ROI, 2) each trial’s opponent

sensitivity measure, and 3) the interaction between the BOLD activation in the seed

region and the parametric value for opponent sensitivity on each trial. The resulting

PPI analysis sought to determine which regions in the brain have functional connec-

tivity with the rTPJ that varies in a task-related manner with opponent sensitivity.

The PPI analysis revealed that activity in the rTPJ seed region of interest (ROI)

displayed a significant increase in connectivity with the left TPJ (peak at MNI x,

y, z = -48, -64, 32) that was correlated with opponent sensitivity magnitude (see

Figure B.1).

B.2 Supplementary Figures and Tables

Region MNI-X MNI-Y MNI-Z Voxel Size Max Z Stat

Left TPJ -58 -64 34 1336 4.76
dlPFC -40 16 54 1115 4.83

Table B.1: Cluster-corrected brain regions exhibiting significant task-related activa-
tion with opponent sensitivity during the game play period.
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Figure B.1: A: Seed region of the rTPJ used to generate individual rTPJ masks
based on peak activation in the PPI analysis. B: PPI analysis results. Activation in
the left temporoparietal junction (shown) displayed increased functional connectivity
with the rTPJ during trials with high opponent sensitivity (left TPJ MNI X, Y, Z
= -48, -64, 32; max z-statistic = 4.17, cluster-corrected).
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Figure B.2: A: dmPFC activation during the opponent screen predicts opponent
sensitivity during game play on the upcoming trial (dmPFC MNI X, Y, Z = 14, 30,
52; max z-statistic = 3.92). B: dmPFC activation during the outcome screen that
is preferential to the human opponent, compared to the computer opponent (MNI
X,Y,Z = 14,36,60, max z-statistic = 4.94).
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Figure B.3: The rTPJ, inferior frontal cortex, and other regions are more active
during game play against the human opponent compared to play against the com-
puter opponent.

Region MNI-X MNI-Y MNI-Z Voxel Size Max Z Stat

Retrosplenial cortex -14 -100 16 6450 5.3
Dorsomedial Prefrontal Cortex -18 40 44 2543 4.07
Left Temporoparietal Junction -48 -70 38 784 4.01

Putamen 26 6 -2 479 4.38
Auditory cortex 58 -10 6 435 3.94

Somatosensory cortex 62 -8 20 425 3.61

Table B.2: Cluster-corrected brain regions exhibiting significant task-related activa-
tion with advantageous timing during the post-trial outcome screen period.

Region MNI-X MNI-Y MNI-Z Voxel Size Max Z Stat

Left TPJ -58 -64 36 902 4.58
dlPFC -50 20 34 841 4.47

Table B.3: Cluster-corrected brain regions (the lTPJ and the dlPFC) exhibiting sig-
nificant task-related activation with opponent sensitivity in the control GLM analysis
with only opponent and self sensitivities as regressors (corresponding to the statisti-
cal map in Figure B.4).
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Figure B.4: The observed effect of the dlPFC and lTPJ correlating with trial oppo-
nent sensitivity, controlling for self-sensitivity, was found to be robust in a separate
GLM (shown here) which included only two regressors: opponent and self sensitivi-
ties.
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Figure B.5: There is no linear relationship between neither opponent sensitivity
(left) nor logged opponent sensitivity (right) and instantaneous probability of win-
ning (Pearson R = -0.0046, R2 = 2.7e-5).
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Figure B.6: Histograms displaying the distributions of raw opponent sensitivity
(left) and log-transformed opponent sensitivity (right).
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Appendix C

Supplementary Information from Chapter 4
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C D
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Figure C.1: Self-attention trial maps extracted from the TMGP model correspond-
ing to: A and B) Subject 0’s trial 65, C and D) Subject 3’s trial 65, E and F) Subject
15’s trial 34, and G and H) Subject 74’s trial 34.
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