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Abstract 

Exposure to higher PM2.5 can lead to increased risks of mortality; however, the 

spatial concentrations of PM2.5 are not well characterized, even in megacities, due to the 

sparseness of regulatory air quality monitoring (AQM) stations. This motivates novel 

low-cost methods to estimate ground-level PM2.5 at a fine spatial resolution so that PM2.5 

exposure in epidemiological research can be better quantified and local PM2.5 hotspots at 

a community-level can be automatically identified. Wireless low-cost particulate matter 

sensor network (WLPMSN) is among these novel low-cost methods that transform air 

quality monitoring by providing PM information at finer spatial and temporal resolutions; 

however, large-scale WLPMSN calibration and maintenance remain a challenge because 

the manual labor involved in initial calibration by collocation and routine recalibration is 

intensive, the transferability of the calibration models determined from initial collocation 

to new deployment sites is questionable, as calibration factors typically vary with urban 

heterogeneity of operating conditions and aerosol optical properties, and the stability of 

low-cost sensors can drift or degrade over time. This work presents a simultaneous 

Gaussian Process regression (GPR) and simple linear regression pipeline to calibrate and 

monitor dense WLPMSNs on the fly by leveraging all available reference monitors across 

an area without resorting to pre-deployment collocation calibration. We evaluated our 

method for Delhi, where the PM2.5 measurements of all 22 regulatory reference and 10 low-

cost nodes were available for 59 days from January 1, 2018 to March 31, 2018 (PM2.5 
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averaged 138 ± 31 µg m-3 among 22 reference stations), using a leave-one-out cross-

validation (CV) over the 22 reference nodes. We showed that our approach can achieve 

an overall 30 % prediction error (RMSE: 33 µg m-3) at a 24 h scale and is robust as 

underscored by the small variability in the GPR model parameters and in the model-

produced calibration factors for the low-cost nodes among the 22-fold CV. Of the 22 

reference stations, high-quality predictions were observed for those stations whose PM2.5 

means were close to the Delhi-wide mean (i.e., 138 ± 31 µg m-3) and relatively poor 

predictions for those nodes whose means differed substantially from the Delhi-wide mean 

(particularly on the lower end). We also observed washed-out local variability in PM2.5 

across the 10 low-cost sites after calibration using our approach, which stands in marked 

contrast to the true wide variability across the reference sites. These observations revealed 

that our proposed technique (and more generally the geostatistical technique) requires 

high spatial homogeneity in the pollutant concentrations to be fully effective. We further 

demonstrated that our algorithm performance is insensitive to training window size as 

the mean prediction error rate and the standard error of the mean (SEM) for the 22 

reference stations remained consistent at ~30 % and ~3–4 % when an increment of 2 days’ 

data were included in the model training. The markedly low requirement of our algorithm 

for training data enables the models to always be nearly most updated in the field, thus 

realizing the algorithm’s full potential for dynamically surveilling large-scale WLPMSNs 

by detecting malfunctioning low-cost nodes and tracking the drift with little latency. Our 
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algorithm presented similarly stable 26–34 % mean prediction errors and ~3–7 % SEMs 

over the sampling period when pre-trained on the current week’s data and predicting 1 

week ahead, therefore suitable for online calibration. Simulations conducted using our 

algorithm suggest that in addition to dynamic calibration, the algorithm can also be 

adapted for automated monitoring of large-scale WLPMSNs. In these simulations, the 

algorithm was able to differentiate malfunctioning low-cost nodes (due to either hardware 

failure or under heavy influence of local sources) within a network by identifying aberrant 

model-generated calibration factors (i.e., slopes close to zero and intercepts close to the 

Delhi-wide mean of true PM2.5). The algorithm was also able to track the drift of low-cost 

nodes accurately within 4 % error for all the simulation scenarios. The simulation results 

showed that ~20 reference stations are optimum for our solution in Delhi and confirmed 

that low-cost nodes can extend the spatial precision of a network by decreasing the extent 

of pure interpolation among only reference stations. Our solution has substantial 

implications in reducing the amount of manual labor for the calibration and surveillance 

of extensive WLPMSNs, improving the spatial comprehensiveness of PM evaluation, and 

enhancing the accuracy of WLPMSNs.  

Satellite-based ground-level PM2.5 modeling is another such low-cost method. 

Satellite-retrieved aerosol products are in particular widely used to estimate the spatial 

distribution of ground-level PM2.5. However, these aerosol products can be subject to 

large uncertainties due to many approximations and assumptions made in multiple stages 
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of their retrieval algorithms. Therefore, estimating ground-level PM2.5 directly from 

satellites (e.g., satellite images) by skipping the intermediate step of aerosol retrieval can 

potentially yield lower errors because it avoids retrieval error propagating into PM2.5 

estimation and is desirable compared to current ground-level PM2.5 retrieval methods. 

Additionally, the spatial resolutions of estimated PM2.5 are usually constrained by those 

of the aerosol products and are currently largely at a comparatively coarse 1 km or greater 

resolution. Such coarse spatial resolutions are unable to support scientific studies that 

thrive on highly spatially-resolved PM2.5. These limitations have motivated us to devise a 

computer vision algorithm for estimating ground-level PM2.5 at a high spatiotemporal 

resolution by directly processing the global-coverage, daily, near real-time updated, 3 

m/pixel resolution, three-band micro-satellite imagery of spatial coverages significantly 

smaller than 1 × 1 km (e.g., 200 × 200 m) available from Planet Labs. In this study, we 

employ a deep convolutional neural network (CNN) to process the imagery by extracting 

image features that characterize the day-to-day dynamic changes in the built environment 

and more importantly the image colors related to aerosol loading, and a random forest 

(RF) regressor to estimate PM2.5 based on the extracted image features along with 

meteorological conditions. We conducted the experiment on 35 AQM stations in Beijing 

over a period of ~3 years from 2017 to 2019. We trained our CNN-RF model on 10,400 

available daily images of the AQM stations labeled with the corresponding ground-truth 

PM2.5 and evaluated the model performance on 2622 holdout images. Our model estimates 
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ground-level PM2.5 accurately at a 200 m spatial resolution with a mean absolute error 

(MAE) as low as 10.1 µg m-3 (equivalent to 23.7% error) and Pearson and Spearman r scores 

up to 0.91 and 0.90, respectively. Our trained CNN from Beijing is then applied to 

Shanghai, a similar urban area. By quickly retraining only RF but not CNN on the new 

Shanghai imagery dataset, our model estimates Shanghai 10 AQM stations’ PM2.5 

accurately with a MAE and both Pearson and Spearman r scores of 7.7 µg m-3 (18.6% error) 

and 0.85, respectively. The finest 200 m spatial resolution of ground-level PM2.5 estimates 

from our model in this study is higher than the vast majority of existing state-of-the-art 

satellite-based PM2.5 retrieval methods. And our 200 m model’s estimation performance is 

also at the high end of these state-of-the-art methods. Our results highlight the potential 

of augmenting existing spatial predictors of PM2.5 with high-resolution satellite imagery 

to enhance the spatial resolution of PM2.5 estimates for a wide range of applications, 

including pollutant emission hotspot determination, PM2.5 exposure assessment, and 

fusion of satellite remote sensing and low-cost air quality sensor network information.  

We later, however, found out that this CNN-RF sequential model, despite 

effectively capturing spatial variations, yields higher average PM2.5 prediction errors than 

its RF part alone using only meteorological conditions, most likely the result of CNN-RF 

sequential model being unable to fully use the information in satellite images in the 

presence of meteorological conditions. To break this bottleneck in PM2.5 prediction 

performance, we reformulated the previous CNN-RF sequential model into a RF-CNN 
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joint model that adopts a residual learning ideology that forces the CNN part to most 

effectively exploit the information in satellite images that is only “orthogonal” to 

meteorology. The RF-CNN joint model achieved low normalized root mean square error 

for PM2.5 of within ~31% and normalized mean absolute error of within ~19% on the 

holdout samples in both Delhi and Beijing, better than the performances of both the CNN-

RF sequential model and the RF part alone using only meteorological conditions. To date, 

few studies have used their simulated ambient PM2.5 to detect hotspots. Furthermore, 

even the hotspots studied in these very limited works are all “global” hotspots that have 

the absolute highest PM2.5 levels in the whole study region. Little is known about “local” 

hotspots that have the highest PM2.5 only relative to their neighbors at fine-scale 

community levels, even though the disparities in outdoor PM2.5 exposures and their 

associated risks of mortality between populations in local hotspots and coolspots within 

the same communities can be rather large. These limitations motivated us to concatenate 

a local contrast normalization (LCN) algorithm at the end of the RF-CNN joint model to 

automatically reveal local PM2.5 hotspots from the estimated PM2.5 maps. The RF-CNN-

LCN pipeline reasonably predicts urban PM2.5 local hotspots and coolspots by capturing 

both the main intra-urban spatial trends in PM2.5 and the local variations in PM2.5 with 

urban landscape, with local hotspots relating to compact urban spatial structures while 

coolspots being open areas and green spaces. Based on 20 sampled representative 

neighborhoods in Delhi, our pipeline revealed that on average a significant 9.2 ± 4.0 µg m-
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3 long-term PM2.5 exposure difference existed between the local hotspots and coolspots 

within the same community, with Indian Gandhi International Airport area having the 

steepest increase of 20.3 µg m-3 from the coolest spot (the residential area immediately 

outside the airport) to the hottest spot (airport runway). This work provides a possible 

means of automatically identifying local PM2.5 hotspots at 300 m in heavily polluted 

megacities. It highlights the potential existence of substantial health inequalities in long-

term outdoor PM2.5 exposures within even the same local neighborhoods between local 

hotspots and coolspots. 

Apart from posing serious health risks, deposition of dust and anthropogenic 

particulate matter (PM) on solar photovoltaics (PVs), known as soiling, can diminish solar 

energy production appreciably. As of 2018, the global cumulative PV capacity crossed 500 

GW, of which at least 3–4% was estimated to be lost due to soiling, equivalent to ~4–6 

billion USD revenue losses. In the context of a projected ~16-fold increase of global solar 

capacity to 8.5 TW by 2050, soiling will play an increasingly more important part in 

estimating and forecasting the performance and economics of solar PV installations. 

However, reliable soiling information is currently lacking because the existing soiling 

monitoring systems are expensive. This work presents a low-cost remote sensing 

algorithm that estimates utility-scale solar farms’ daily solar energy loss due to PV soiling 

by directly processing the daily (near real-time updated), 3 m/pixel resolution, and global 

coverage micro-satellite surface reflectance (SR) analytic product from the commercial 
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satellite company Planet. We demonstrate that our approach can estimate daily soiling 

loss for a solar farm in Pune, India over three years that on average caused ~5.4% 

reduction in solar energy production. We further estimated that around 437 MWh solar 

energy was lost in total over the 3 years, equivalent to ~11799 USD, at this solar farm. Our 

approach’s average soiling estimation matches perfectly with the ~5.3% soiling loss 

reported by a previous published model for this solar farm site. Compared to other state-

of-the-art PV soiling modeling approaches, the proposed unsupervised approach has the 

benefit of estimating PV soiling at a precisely solar farm level (as in contrast to coarse 

regional modeling for only large spatial grids in which a solar farm resides) and at an 

unprecedently high temporal resolution (i.e., 1 day) without resorting to solar farms’ 

proprietary solar energy generation data or knowledge about the specific components of 

deposited PM or these species’ dry deposition flux and other physical properties. Our 

approach allows solar farm owners to keep close track of the intensity of soiling at their 

sites and perform panel cleaning operations more strategically rather than based on a 

fixed schedule. 
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Chapter 1 : Introduction  
1.1 Fine particulate matter (PM2.5) and its adverse impacts 

Exposure to fine particulate matter (PM2.5, with a diameter of 2.5 µm and smaller) 

has wide-ranging adverse health effects on such as cardiovascular, cardiopulmonary, and 

respiratory wellness (Pope and Dockery, 2006). Exposure to higher levels of PM2.5 can lead 

to increased risks of mortality and loss of life expectancy mostly due to lower respiratory 

infections and non-communicable diseases such as ischemic heart disease, stroke, chronic 

obstructive pulmonary disease, lung cancer, diabetes, and cataract (e.g., Brook et al., 2010; 

Burnett et al., 2018; Di et al., 2017a; Di et al., 2017b; and India State-Level Disease Burden 

Initiative Air Pollution Collaborators, 2019). A recent study also suggests that a higher 

historical exposure to PM2.5 is in particular associated with a higher COVID-19 mortality 

rate (Wu et al., 2020). PM2.5 also diminishes solar energy production through attenuating 

solar energy both in the atmosphere and on the surface of solar panels after deposition. 

The solar energy loss due to PM2.5 pollution is estimated to be ~15% on a global average, 

and as much as 40% in heavily dusty and polluted regions (Bergin et al., 2017). 

1.2 Use of low-cost methods to better understand the impacts of 
PM2.5 at a high spatiotemporal resolution 

Despite being a major threat to human health and renewable energy generation, 

high temporally and spatially resolved PM2.5 information is lacking due to the sparseness 

of regulatory air quality monitoring (AQM) stations. These stations are sparsely 

distributed because of the high personnel, infrastructure, and financial demands 
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associated with their establishment, operation, and maintenance (Chow, 1995). Innovative 

and low-cost solutions to help better understand the impacts of PM2.5 at a high 

spatiotemporal resolution are thus in demand. 

1.2.1 Application of machine learning method to low-cost air quality 
sensors 

The technological advancements in multiple areas of electrical engineering 

(Snyder et al., 2013) foster a paradigm shift to the use of small, portable, inexpensive, and 

real-time sensor packages for air quality measurement. Low-cost air quality sensors can 

report high time resolution data (e.g., ≤ 1 h) in near real time. And because of their low-

cost characteristics, low-cost air quality sensor network can be significantly denser than 

existing regulatory AQM networks at a comparable price, thus offering excellent potential 

for supplementing the existing AQM regime by providing enhanced estimates of the 

spatial and temporal variabilities of air pollutants. Certain low-cost particulate matter 

(PM) sensors demonstrated satisfactory performance benchmarked against Federal 

Equivalent Methods (FEMs) or research-grade instruments and have had success in 

applications such as identifying urban PM2.5 hotspots, mapping urban air quality with 

additional dispersion model information, monitoring smoke from prescribed fire, and 

building up detailed city-wide temporal and spatial indoor PM2.5 exposure profiles. 

However, researchers have been plagued by the calibration and maintenance issues of 

low-cost air quality sensor network. The initial calibration of a low-cost air quality sensor 

network by collocation with reference analyzers before field deployment and the follow-



 

3 

up routine recalibration are labor-intensive, costly, and time-consuming. Complicating 

this further, the pre-generated calibration curves may only apply for a short term as the 

stability of low-cost sensors can develop drift or degrade over time. Therefore, before 

dense low-cost air quality sensor networks can be a staple part of air quality monitoring, 

the ability to calibrate and maintain them in a low-cost and automated fashion is critical. 

Chapter 2 addresses these issues by presenting a machine learning algorithm that can 

calibrate and surveil dense wireless low-cost air quality sensor networks on the fly by 

leveraging all reference monitors across an area, without resorting to any brute-force pre-

deployment and follow-up routine field collocation calibration campaigns. 

1.2.2 Application of deep learning methods to low-cost micro-satellite 
high-resolution imagery 

Satellite data have been most commonly resorted to for mapping PM2.5 at a high 

spatial resolution. Although satellite-based ground-level PM2.5 estimate methods hold 

great promise in mapping PM2.5 at a high spatial resolution, existing methods have some 

limitations. First, when considering estimate methods’ inputs from satellites, a vast 

majority of the studies have only taken advantage of the aerosol product. Aerosol optical 

depth (AOD) is a dimensionless number that measures the extinction of direct solar 

radiance by aerosol within the vertical atmospheric column. While satellite-derived AOD 

is highly indicative of ground-level PM2.5 concentrations, it can suffer from large 

uncertainties due to a considerable number of approximations and assumptions made in 

multiple stages of the AOD retrieval algorithms. The spatial resolutions of aerosol 
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products are also coarse (mostly ~ 1 km or greater), which constrain the current spatial 

resolutions of satellite-retrieved PM2.5 to be largely at 1 km or greater. Such coarse spatial 

resolutions are unable to support scientific studies such as exposure assessment and 

hotspot identification that thrive on highly spatially-resolved PM2.5. With the help of the 

recent rapid advance in satellite technology that hastened the advent of high-resolution 

and high-frequency low-cost micro-satellites and rise in computing power suitable for big 

data wrangling that catalyzed the booming of deep learning technology, reasonably 

accurate retrieval of ground-level PM2.5 at a high spatiotemporal resolution from lower-

level satellite products such as high-resolution and high-frequency satellite imagery by 

skipping the intermediate step of aerosol retrieval and hence avoiding the propagation of 

aerosol product retrieval error into PM2.5 estimation is possible. Chapters 3 and 4 

demonstrate how deep learning-based computer vision models can be applied to daily 

(near real-time updated), 3 m/pixel resolution PlanetScope imagery from the commercial 

satellite company Planet (https://www.planet.com/, last access: 4 September 2019) for 

estimating daily ground-level PM2.5 concentrations at a 200 m resolution and identifying 

local PM2.5 hotspots at a 300 m resolution, respectively. 

1.2.3 Application of remote sensing methods to low-cost micro-
satellite high-resolution surface reflectance products 

Apart from posing serious health risks, deposition of dust and anthropogenic particulate 

matter (PM) on solar photovoltaics (PVs), known as soiling, can diminish solar energy 

production appreciably. As of 2018, the global cumulative PV capacity crossed 500 GW 
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(IEA, 2019), of which at least 3–4% was estimated to be lost due to soiling, equivalent to 

~4–6 billion USD revenue losses (Ilse et al., 2019). In the context of a projected ~16-fold 

increase of global solar capacity to 8.5 TW by 2050 (IRENA, 2019), soiling will play an 

increasingly more important part in estimating and forecasting the performance and 

economics of solar PV installations. However, reliable soiling information is currently 

lacking because the existing soiling monitoring systems are expensive (Valerino et al., 

2020). The development of next generation low-cost soiling systems (e.g., Korevaar et al., 

2018 and Valerino et al., 2020) is ongoing and these low-cost instruments are starting to 

gain traction among solar industry. Yet these novel affordable alternatives still all involve 

field measurement, which is not necessarily the best form to engage people in the solar 

industry in monitoring PV soiling because of the common resistance to field 

measurements. With these limitations in mind, Chapter 5 presents a low-cost remote 

sensing algorithm that estimates utility-scale solar farms’ daily solar energy loss due to 

PV soiling by directly processing the daily (near real-time updated), 3 m/pixel resolution, 

and global coverage micro-satellite surface reflectance (SR) analytic product from the 

commercial satellite company Planet. Compared to other state-of-the-art PV soiling 

modeling approaches, the proposed unsupervised approach has the benefit of estimating 

PV soiling at a precisely solar farm level (as in contrast to coarse regional modeling for 

only large spatial grids in which a solar farm resides) and at an unprecedently high 

temporal resolution (i.e., 1 day) without resorting to solar farms’ proprietary solar energy 
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generation data or knowledge about the specific components of deposited PM or these 

species’ dry deposition flux and other physical properties. 
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Chapter 2 : Gaussian Process regression model for 
dynamically calibrating and surveilling a wireless low-
cost particulate matter sensor network in Delhi 

This chapter is a reformatted version of a published paper: Zheng, T., Bergin, M. 

H., Sutaria, R., Tripathi, S. N., Caldow, R., and Carlson, D. E.: Gaussian process regression 

model for dynamically calibrating and surveilling a wireless low-cost particulate matter 

sensor network in Delhi, Atmos. Meas. Tech., 12, 5161–5181, https://doi.org/10.5194/amt-

12-5161-2019, 2019. 

2.1 Introduction 

Low-cost air quality (AQ) sensors that report high time resolution data (e.g., ≤ 1 

h) in near real time offer excellent potential for supplementing existing regulatory AQ 

monitoring networks by providing enhanced estimates of the spatial and temporal 

variabilities of air pollutants (Snyder et al., 2013). Certain low-cost particulate matter (PM) 

sensors demonstrated satisfactory performance benchmarked against Federal Equivalent 

Methods (FEMs) or research-grade instruments in some previous field studies (Holstius 

et al., 2014; Gao et al., 2015; SCAQMD, 2015a–b; Jiao et al., 2016; Kelly et al., 2017; 

Mukherjee et al., 2017; SCAQMD, 2017a–c; Crilley et al., 2018; Feinberg et al., 2018; 

Johnson et al., 2018; Zheng et al., 2018). Application-wise, low-cost PM sensors have had 

success in identifying urban fine particle (PM2.5, with a diameter of 2.5 µm and smaller) 

hotspots in Xi’an, China (Gao et al., 2015), mapping urban air quality with additional 

dispersion model information in Oslo, Norway (Schneider et al., 2017), monitoring smoke 
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from prescribed fire in Colorado, US (Kelleher et al., 2018), measuring a traveler’s 

exposure to PM2.5 in various microenvironments in Southeast Asia (Ozler et al., 2018), and 

building up a detailed city-wide temporal and spatial indoor PM2.5 exposure profile in 

Beijing, China (Zuo et al., 2018).  

On the down side, researchers have been plagued by calibration-related issues 

since the emergence of low-cost AQ sensors. One common brute force solution is initial 

calibration by collocation with reference analyzers before field deployment and follow-

up with routine recalibration. Yet, the transferability of these pre-determined calibrations 

at collocation sites to new deployment sites is questionable as calibration factors typically 

vary with operating conditions such as PM mass concentrations, relative humidity (RH), 

temperature, and aerosol optical properties (Holstius et al., 2014; Austin et al., 2015; Wang 

et al., 2015; Lewis and Edwards, 2016; Crilley et al., 2018; Jayaratne et al., 2018; Zheng et 

al., 2018). Complicating this further, the pre-generated calibration curves may only apply 

for a short term as the stability of low-cost sensors can develop drift or degrade over time 

(Lewis and Edwards, 2016; Jiao et al., 2016; Hagler et al., 2018). Routine recalibrations 

which require frequent transit of the deployed sensors between the field and the reference 

sites are not only too labor intensive for a large-scale network but also still cannot address 

the impact of urban heterogeneity of ambient conditions on calibration models (Kizel et 

al., 2018).  
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As such, calibrating sensors on-the-fly while they are deployed in the field is 

highly desirable. Takruri et al. (2009) showed that the Interacting Multiple Model (IMM) 

algorithm combined with the Support Vector Regression (SVR)-Unscented Kalman Filter 

(UKF) can automatically and successfully detect and correct low-cost sensor measurement 

errors in the field; however, the implementation of this algorithm still requires pre-

deployment calibrations. Fishbain and Moreno-Centeno (2016) designed a self-calibration 

strategy for low-cost nodes with no need for collocation by exploiting the raw signal 

differences between all possible pairs of nodes. The learned calibrated measurements are 

the vectors whose pairwise differences are closest in normalized projected Cook-Kress 

(NPCK) distance to the corresponding pairwise raw signal differences given all possible 

pairs over all time steps. However, this strategy did not include reference measurements 

in the self-calibration procedure, and therefore the tuned measurements were still 

essentially raw signals (although instrument noise was dampened). An alternative 

calibration method involves chain calibration of the low-cost nodes in the field with only 

the first node calibrated by collocation with reference analyzers and the remaining nodes 

calibrated sequentially by their respective previous node along the chain (Kizel et al., 

2018). While this node-to-node calibration procedure proved its merits in reducing 

collocation burden and data loss during calibration/relocation/recalibration and 

accommodating the influence of urban heterogeneity on calibration models, it is only 
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suitable for relatively small networks because calibration errors propagate through chains 

and can inflate toward the end of a long chain (Kizel et al., 2018).  

In this paper, we introduce a simultaneous Gaussian Process regression (GPR) and 

simple linear regression pipeline to calibrate PM2.5 readings of any number of low-cost PM 

sensors on the fly in the field without resorting to pre-deployment collocation calibration 

by leveraging all available reference monitors across an area (e.g., Delhi, India). The 

proposed strategy is theoretically sound since the GPR (also known as Kriging) can 

capture the spatial covariance inherent in the data and has been widely used for spatial 

data interpolation (e.g., Holdaway, 1996; Di et al., 2016; Schneider et al., 2017) and the 

simple linear regression calibration can adjust for disagreements between low-cost sensor 

and reference instrument measurements and lead to more consistent spatial interpolation. 

This paper focuses on 1) quantifying experimentally the daily performance of our 

dynamic calibration model in Delhi during winter season based on model prediction 

accuracy on the holdout reference nodes during leave-one-out cross-validations (CV) and 

low-cost node calibration accuracy; 2) revealing the potential pitfalls of employing a 

dynamic calibration algorithm; 3) examining the sensitivity of our algorithm to the 

training data size and the feasibility of it for dynamic calibration; 4) demonstrating the 

ability of our algorithm to auto-detect faulty nodes and auto-correct the drift of nodes 

within a network via computational simulation, therefore the practicality of adapting our 

algorithm for automated large-scale sensor network monitoring; and 5) studying 
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computationally the optimal number of reference stations across Delhi to support our 

technique and the usefulness of low-cost sensors for extending the spatial precision of a 

sensor network. To the best of our knowledge, this is the first study to apply such a non-

static calibration technique to a wireless low-cost PM sensor network in a heavily polluted 

region such as India and the first to present methods of auto-monitoring dense AQ sensor 

networks. 

2.2 Materials and methods 

2.2.1 Low-cost node configuration 

The low-cost packages used in the present study (dubbed “Atmos”) shown in Fig. 

2.1a were developed by Respirer Living Sciences (http://atmos.urbansciences.in/, last 

access: 30 November 2018) and cost ~ USD 300 per unit. The Atmos monitor measures 20.3 

cm L × 12.1 cm W × 7.6 cm H, weighs 500 g, and is housed in an IP65 (Ingress Protection 

rating 65) enclosure with a liquid crystal display (LCD) on the front showing real-time 

PM mass concentrations and various debugging messages. It includes a Plantower 

PMS7003 sensor (~ USD 25; dimension: 4.8 cm L × 3.7 cm W × 1.2 cm H) to measure PM1, 

PM2.5, and PM10 mass concentrations, an Adafruit DHT22 sensor to measure temperature 

and relative humidity, and an ultra-compact Quectel L80 GPS model to retrieve accurate 

locations in real time. The operating principle and configuration of PMS7003 are similar 

to its PMS1003, PMS3003, and PMS5003 counterparts and have been extensively discussed 

in previous studies (Kelly et al., 2017; Zheng et al., 2018; and Sayahi et al., 2018, 
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respectively). The inlet and outlet of PMS7003 were aligned with two slots on the box to 

ensure unrestricted airflow into the sensor. The PM and meteorology data are read over 

the serial TTL interface every three seconds, aggregated every 1 min in memory on the 

device, before being transmitted by a Quectel M66 GPRS module through the mobile 2G 

cellular network to an online database. The Atmos can also store the data on a local 

microSD card in case of transmission failure. Users have the option to configure the 

frequencies of data transfer and logging to 5, 10, 15, 30, and 60 minutes via a press key on 

the device and are able to view the settings on the LCD. All components of the Atmos 

monitors (key parts are labelled in Fig. 2.1b) are integrated to a custom-designed printed 

circuit board (PCB) which is controlled by a STMicroelectronics microcontroller (model 

STM32F051). Each Atmos was continuously powered up by a 5V 2A USB wall charger but 

also comes with a fail-safe 3.7V–2600 mAh rechargeable Li-ion battery in case of power 

outage that can last up to 10 hours at a 1 min transmission frequency and 20 hours at a 5 

min frequency. 

The Atmos network’s server architecture was also developed by Respirer Living 

Sciences and built on the following open-source components: KairosDB as the primary 

fast scalable time series database built on Apache Cassandra, custom-made Java libraries 

for ingesting data and for providing XML/JSON/CSV-based access to aggregated time 

series data, HTML5/JavaScript for creating the front-end dashboard, and LeafletJS for 

visualizing Atmos networks on maps.  
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Figure 2.1: (a) Front view of the low-cost node. (b) Key components of the low-
cost node. 

2.2.2 Data description 

2.2.2.1 Reference PM2.5 data 

Hourly ground-level PM2.5 concentrations from 21 monitoring stations operated by 

the Central Pollution Control Board (CPCB), the Delhi Pollution Control Committee 
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(DPCC), the India Meteorological Department (IMD), and the Uttar Pradesh and Haryana 

States Pollution Control Boards (SPCBs) (https://app.cpcbccr.com/ccr/#/caaqm-

dashboard/caaqm-landing, last access: 18 September 2018) and from one monitoring 

station operated by the U.S. Embassy in New Delhi 

(https://www.airnow.gov/index.cfm?action=airnow.global_summary#India$New_Delhi, 

last access: 18 September 2018) were available in our study domain of Delhi and its 

satellite cities including Gurgaon, Faridabad, Noida, and Ghaziabad from January 1, 2018 

to March 31, 2018 (winter season) and were used as the reference measurements in our 

Delhi PM sensor network. The topographical, climatic, and air quality conditions of Delhi 

are well documented by Tiwari et al. (2012 and 2015) and Gorai et al. (2018). Briefly, Delhi 

experiences unusually high PM2.5 concentrations over winter season due to a combination 

of increased biomass burning for heating, shallower boundary layer mixing height, 

diminished wet scavenging by precipitation, lower wind speed, and trapping of air 

pollutants by the Himalayan topology. Figure 2.2 visualizes the spatial distribution of 

these 22 reference monitors (triangle icons with italic text) and Table 2.1 lists their latitudes 

and longitudes. No station of the 22 reference monitors is known for regional background 

monitoring. The complex local built environment in Delhi arising from the densely and 

intensively mixed land use (Tiwari, 2002) and the significant contributions to air pollution 

from all vehicular, industrial (small scale industries and major power plants), commercial 

(diesel generators and tandoors), and residential (diesel generators and biomass burning) 
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sectors (CPCB, 2009; Gorai et al., 2018) render the PM2.5 concentrations relatively 

unconnected to the land-use patterns. We removed 104 1 h observations (labeled invalid 

and missing) from the U.S. Embassy dataset based on its reported QA/QC (quality 

assurance/quality control) remarks; however, the same procedure was not applied to the 

remaining 21 Indian government monitoring stations because neither the relevant Indian 

agencies provided QA/QC remarks or error flags in any of their regulatory monitoring 

stations’ datasets nor can we obtain the QA/QC procedures (e.g., how and how often 

reference monitors are maintained and calibrated) for these reference monitors. Due to 

lack of relevant QA/QC information to exclude any measurement, all of the hourly PM2.5 

concentrations of the 21 monitoring stations operated by the Indian agencies were 

assumed to be correct. We would like to highlight this as a potential shortcoming of using 

the measurements from the Indian government monitoring stations. While 

mathematically the GPR model can operate without requiring data from all the stations 

to be non-missing on each day by relying on only each day’s non-missing stations’ 

covariance information to make inference, we practically required concurrent 

measurements of all the stations in this paper to drastically increase the speed of the 

algorithm (~10 mins to run a complete 22-fold leave-one-out CV, up to ~20 times faster) 

by avoiding the expensive computational cost of excessive amount of matrix inversions 

that can be incurred otherwise. We therefore linearly interpolated the 1 h PM2.5 values for 

the hours with missing measurements for each station, after which we averaged the 
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hourly data to daily resolution as the model inputs. We validate our interpolation 

approach in Sect. 2.3.2.1 by showing that the model accuracies with and without 

interpolation are statistically the same. 

Table 2.1: Delhi PM sensor network sites along with the 1 h percentage data 
completeness with respect to the entire sampling period (i.e., from January 1, 2018 

00:00 to March 31, 2018 23:59, Indian Standard Time, IST; in total 90 days, 2160 hours) 
before and after 1 h missing-data imputation for each individual site. Note that a 10 % 

increase in the percentage data completeness after 1 h missing-data imputation is 
equivalent to ~216 hours of 1 h data being interpolated. 

Category Site names Latitude Longitude 
Initial 1 h  

data completeness 
1 h data completeness  

after missing-data imputation 

Reference  

Anand Vihar N 28.6468350 E 77.3160320 88 % 100 % 
Aya Nagar N 28.4706914 E 77.1099364 97 % 100 % 

Burari Cross N 28.7258390 E 77.2033350 98 % 100 % 
CRRI Mathura Road N 28.5512005 E 77.2735737 98 % 100 % 

Delhi Technological University (DTU) N 28.7500499 E 77.1112615 96 % 100 % 
Faridabad N 28.4088421 E 77.3099081 98 % 100 % 

IGI Airport Terminal-3 N 28.5627763 E 77.1180053 95 % 100 % 
IHBAS, Dilshad Garden N 28.6811736 E 77.3025234 98 % 100 % 
ITO Metro Station (ITO) N 28.6316945 E 77.2494387 98 % 100 % 

Lodhi Road N 28.5918245 E 77.2273074 93 % 100 % 
Mandir Marg N 28.6364290 E 77.2010670 96 % 100 % 

North Campus N 28.6573814 E 77.1585447 94 % 100 % 
NSIT Dawarka N 28.6090900 E 77.0325413 95 % 100 % 
Punjabi Bagh N 28.6740450 E 77.1310230 94 % 100 % 

Pusa N 28.6396450 E 77.1462620 99 % 100 % 
R K Puram N 28.5632620 E 77.1869370 95 % 100 % 

Sector62 Noida N 28.6245479 E 77.3577104 93 % 99 % 
Sector125 Noida N 28.5447608 E 77.3231257 90 % 97 % 

Shadipur N 28.6514781 E 77.1473105 97 % 100 % 
Sirifort N 28.5504249 E 77.2159377 78 % 100 % 

US Embassy N 28.5980970 E 77.1880330 95 % 100 % 
Vasundhara, Ghaziabad N 28.6603346 E 77.3572563 100 % 100 % 

Low-cost  

All India Institute of Medical Science (AIIMS) N 28.5545006 E 77.2124023 89 % 100 % 
Hiran Kudna N 28.6674995 E 77.0089035 80 % 97 % 

Indian Institute of Technology Delhi (IITD) N 28.5473003 E 77.1909027 88 % 99 % 
Indian Institute of Tropical Meteorology (IITM) N 28.6303400 E 77.1750400 98 % 100 % 

Kaushambi N 28.6410008 E 77.3199005 84 % 100 % 
Manav Rachna University (MRU) N 28.4477005 E 77.3084030 87 % 100 % 

Mayur Vihar N 28.6079998 E 77.2906036 85 % 93 % 
Naraina Vihar N 28.6289005 E 77.1391983 70 % 79 % 

New Friends Colony N 28.5676994 E 77.2687988 99 % 100 % 
S.D.A. Park N 28.5517006 E 77.2031021 66 % 97 % 

2.2.2.2 Low-cost node PM2.5 data  

Hourly uncalibrated PM2.5 measurements from 10 Atmos low-cost nodes across 

Delhi between January 1, 2018 and March 31, 2018 were downloaded from our low-cost 
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sensor cloud platform. No correction or filter of any kind was applied to the raw signals 

of the low-cost nodes over the cloud platform before we downloaded the data. Figure 2.2 

shows the sampling locations of these 10 low-cost nodes as circle icons and Table 2.1 

specifies their latitudes and longitudes. In our current study, the factors governing the 

siting of these nodes consist of the ground contact personnel availability, the resource 

availability such as strong mobile network signal and 24/7 main power supply, the 

locations physical accessibility, and some other common criteria for sensor deployment 

(e.g., locations away from major pollution sources, situated in a place where free flow of 

air is available, and protected from vandalism and extreme weather). Similar to the 

preprocessing of the reference PM2.5 data, we linearly interpolated the missing hourly 

PM2.5 for each low-cost node and then aggregated the hourly data at a daily interval. The 

comparison of 1 h PM2.5’s completeness before and after missing data imputation for both 

reference and low-cost nodes is detailed in Table 2.1 and the periods over which data were 

imputed for each site are illustrated in Fig. 2.3. There is no obvious pattern in the data 

missingness. To remove the prospective outliers such as erroneous surges/nadirs existing 

in the datasets of the 21 Indian government reference nodes and the 10 low-cost nodes or 

unreasonable interpolated measurements introduced during handling the missing data, 

we employed the Local Outlier Factor (LOF) algorithm with 20 neighbors considered (a 

number that works well in general) to remove a conservative ~10% of the 32-dimensional 

(22 reference + 10 low-cost nodes) 24 h PM2.5 datasets. LOF is an unsupervised anomaly 
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detection method that assigns each multi-dimensional data point an LOF score, defined 

as the ratio of the average local density of its k nearest neighboring data points (k = 20 in 

our study) to its own local density, to measure the relative degree of isolation of the given 

data point with respect to its neighbors (Breunig, et al., 2000). Normal observations tend 

to have LOF scores near 1 while outliers have scores significantly larger than 1. The LOF 

therefore identifies the outliers as those multi-dimensional observations with the top x% 

(x = 10 in our study) LOF scores. A total of 59 days’ PM2.5 measurements common to all 32 

nodes in the network were left (see Fig. 2.3) and used for our model evaluation.  

 

Figure 2.2: Locations of the 22 reference nodes (triangle icons with italic text) 
and 10 low-cost nodes (circle icons) that form the Delhi PM sensor network. 
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Figure 2.3: Periods over which 1 h data were available for each individual site 
before and after missing-data imputation and a total of 59 24 h aggregated 

observations common to all the nodes in the network used for the on-the-fly 
calibration feasibility test. The top 10 sites (i.e., from S.D.A. Park to AIIMS) are the 

low-cost sites and the remaining sites (i.e., from Vasundhara to Anand Vihar) are the 
reference sites. Note that there is no obvious pattern in the data missingness. 

2.2.3 Simultaneous GPR and simple linear regression calibration 
model 

The simultaneous GPR and simple linear regression calibration algorithm is 

introduced here as Algorithm 2.1. The critical steps of the algorithm are linked to sub-

sections under which the respective details can be found. Complementing Algorithm 2.1, 

a flow diagram illustrating the algorithm is given in Figure 2.4. 
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Algorithm 2.1: Simultaneous GPR and simple linear regression 
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Figure 2.4: The flow diagram illustrating the simultaneous GPR and simple 
linear regression calibration algorithm. In step one, for each of the 22-fold leave-one-

out CVs, one of the 22 reference nodes is held out of modelling for the model 
predictive performance evaluation in step seven; in step two, fit a simple linear 

regression model between each low-cost node i and its closest reference node’s PM2.5, 
initialize low-cost node i’s calibration model to this linear regression model, and 

calibrate the low-cost node i using this model; in step three, first initialize the GPR 
hyperparameters to [0.1, 50, 0.01] and then update/optimize the hyperparameters 

based on the training samples from the 10 initially calibrated low-cost nodes and 21 
reference nodes over 59 days; in step four, first compute each low-cost node i’s means 

conditional on the remaining 30 nodes given the optimized GPR hyperparameters, 
then fit a simple linear regression model between each low-cost node i and its 

conditional means, update low-cost node i’s calibration model to this new linear 
regression model, and re-calibrate the low-cost node i using this new model; in step 
five and six, iterative optimizations alternate between the GPR hyperparameters and 
the low-cost node calibrations using the approaches described in step three and four, 
respectively, until the GPR hyperparameters converged; in step seven, predict the 59-

day PM2.5 measurements of the holdout reference node based on the finalized GPR 
hyperparameters and the low-cost node calibrations. 
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2.2.3.1 Leave one reference node out 

Because the true calibration factors for the low-cost nodes are not known 

beforehand, a leave-one-out CV approach (i.e., holding one of the 22 reference nodes out 

of modelling each run for model predictive performance evaluation) was adopted as a 

surrogate to estimate our proposed model accuracy of calibrating the low-cost nodes. For 

each of the 22-fold CV, 31 node locations (denoted Γ = {𝒙!, … , 𝒙"!})	were available, where 

𝒙# is the latitude and longitude of node i. Let 𝑦#$ represent the daily PM2.5 measurement of 

node i on day t and 𝒚$ ∈ ℝ"! denote the concatenation of the daily PM2.5 measurements 

recorded by the 31 nodes on day t. Given a finite number of node locations, a Gaussian 

Process (GP) becomes a Multivariate Gaussian Distribution over the nodes in the form of: 

𝒚$|Γ ∼ 𝑁(𝝁, 𝚺)          (2.1) 

where 𝝁 ∈ ℝ"!	 represents the mean function (assumed to be 𝟎  in this study); 𝚺 ∈

ℝ"!×"!	with Σ#& = 𝐾9𝒙# , 𝒙&; 𝚯< represents the covariance function/kernel function and 𝚯 is 

a vector of the GPR hyperparameters. 

For simplicity’s sake, the kernel function was set to a squared exponential (SE) 

covariance term to capture the spatially-correlated signals coupled with another 

component to constrain the independent noise: 

𝐾9𝒙# , 𝒙&; 𝚯< = 𝜎'( 𝑒𝑥𝑝A−
)𝒙!+𝒙")#

#

(,#
C + 𝜎-(𝑰 (Rasmussen and Williams, 2006) (2.2) 
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where 𝜎'( , 𝑙, and 𝜎-(  are the model hyperparameters (to be optimized) that control the 

signal magnitude, characteristic length-scale, and noise magnitude, respectively; 	𝚯  ∈

ℝ"	is a vector of the GPR hyperparameters 𝜎'(, 𝑙, and 𝜎-( 

2.2.3.2 Initialize low-cost nodes’ (simple linear regression) calibrations 

What separates our method from standard GP applications is the simultaneous 

incorporation of calibration for the low-cost nodes using a simple linear regression model 

into the spatial model. Linear regression has previously been shown to be effective at 

calibrating PM sensors (Zheng et al., 2018). Linear regression was first used to initialize 

low-cost nodes’ calibrations (step two in Fig. 2.4). In this step, each low-cost node i was 

linearly calibrated to its closest reference node using Eq. 2.3, where the calibration factors 

𝛼# (slope) and 𝛽# (intercept) were determined by fitting a simple linear regression model 

to all available pairs of daily PM2.5 mass concentrations from the uncalibrated low-cost 

node i (independent variable) and its closest reference node (dependent variable). This 

step aims to bridge disagreements between low-cost and reference node measurements, 

which can lead to a more consistent spatial interpolation and a faster convergence during 

the GPR model optimization.  

𝒓# = J 𝒚# , if	reference	node
𝛼# ∙ 𝒚# +	𝛽# , if	low − cost	node       (2.3) 

where 𝒚𝒊 is either a vector of all the daily PM2.5 measurements of reference node i or a 

vector of all the daily raw PM2.5 signals of low-cost node i; 𝒓𝒊 is either a vector of all the 

daily PM2.5 measurements of reference node i or a vector of all the daily calibrated PM2.5 
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measurements of low-cost node i; 𝛼#  and 𝛽#  are the slope and intercept, respectively, 

determined from the fitted simple linear regression calibration equation with daily PM2.5 

mass concentrations of the uncalibrated low-cost node i as independent variable and PM2.5 

mass concentrations of low-cost node i's closest reference node as dependent variable. 

2.2.3.3 Optimize GPR model (hyperparameters) 

In the next step (step three in Fig. 2.4), a GPR model was fit to each day t’s 31 nodes 

(i.e., 10 initialized low-cost nodes and 21 reference nodes) as described in Eq. (2.4). Prior 

to the GPR model fitting, all the PM2.5 measurements of the 31 nodes over 59 valid days 

used for GPR model hyperparameters training were standardized. The standardization 

was performed by first concatenating all these training PM2.5 measurements (from the 31 

nodes over 59 days), then subtracting their mean 𝜇$/0#-#-1  and dividing them by their 

standard deviation 𝑠$/0#-#-1  (i.e., transforming all the training PM2.5 measurements to 

have a zero mean and unit variance). It is worth noting that assuming the mean function 

𝝁 ∈ ℝ"!	to be 𝟎 along with standardizing all the training PM2.5 samples in this study is one 

of the common modelling formulations on the GPR model and the simplest one. More 

complex formulations including a station-specific mean function (lack of prior 

information for this project), a time-dependent mean function (computationally 

expensive), and a combination of both were not considered for this paper. After the 

standardization of training samples, the GPR was trained to maximize the log marginal 

likelihood over all 59 days using Eq. 2.5 and using an L-BFGS-B optimizer (Byrd et al., 
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1994). To avoid bad local minima, several random hyperparameter initializations were 

tried and the initialization that resulted in the largest log marginal likelihood after 

optimization was chosen (in this paper, 𝚯 = [𝜎'(, 𝑙, 𝜎-(] was initialized to [0.1, 50, 0.01]). 

𝒓$|Γ ∼ 𝑁(𝝁, 𝚺)          (2.4) 

where t ranges from 1 (inclusive) to 59 (inclusive); 𝒓𝒕 ∈ ℝ"!	is a vector of all 31 nodes’ PM2.5 

measurements (calibrated if low-cost nodes) on day t; Γ = {𝒙𝟏, … , 𝒙𝟑𝟏}	denotes 31 nodes’ 

locations and 𝒙𝒊 ∈ ℝ(	is a vector of the latitude and longitude of node i; 𝝁 ∈ ℝ"!	represents 

the mean function (assumed to be 𝟎 in this study) and	𝚺 ∈ ℝ"!×"!	with Σ#& = 𝐾9𝒙𝒊, 𝒙𝒋; 𝚯< 

represents the covariance function/kernel function. 

arg	max
𝚯

𝐿(𝚯) = arg	max
𝚯

∑ log 𝑝(𝒓$|𝚯)78
$9! 	= arg	max

𝚯
	(−0.5 ∙ 59 ∙ log|𝚺:| −

0.5∑ 𝒓$;𝚺:+!𝒓$)78
$9!          (2.5)	

where 𝚯 ∈ ℝ"	is a vector of the GPR hyperparameters 𝜎'(, 𝑙, and 𝜎-(. 

2.2.3.4 Update low-cost nodes’ (simple linear regression) calibrations based on their 
conditional means 

Once the optimum 𝚯  for the (initial) GPR was found, we used the learned 

covariance function to find the mean of each low-cost node i’s Gaussian Distribution 

conditional on the remaining 30 nodes within the network (i.e., 𝜇<|>#$ ) on day t as described 

mathematically in Eq. (2.6)–(2.8) and repeatedly did so until all 59 days’ 𝜇<|>#$ 	(i.e., 𝝁𝑨|𝑩𝒊 ∈

ℝ78)	were found and then re-calibrated that low-cost node i based on the 𝝁𝑨|𝑩𝒊 . The re-

calibration was done by first fitting a simple linear regression model to all 59 pairs of daily 

PM2.5 mass concentrations from the uncalibrated low-cost node i ( 𝒚𝒊 , independent 
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variable) and its conditional mean (𝝁𝑨|𝑩𝒊 , dependent variable) and then using the updated 

calibration factors (slope 𝛼# and intercept 𝛽#) obtained from this newly fitted simple linear 

regression calibration model to calibrate the low-cost node i again (using Eq. 2.3). This 

procedure is summarized graphically in Fig. 2.4 step four and was performed iteratively 

for all low-cost nodes one at a time. The reasoning behind this step is given in the 

supplement (Sect. 2.4). A high-level interpretation of this step is that the target low-cost 

node is calibrated by being weighted over the remaining nodes within the network and 

the 𝚺𝑨𝑩𝒊𝒕 𝚺𝑩𝑩𝒊𝒕
+! term computes the weights. In contrast to the inverse distance weighting 

interpolation which will weight the nodes used for calibration equally if they are equally 

distant from the target node, the GPR will value sparse information more and lower the 

importance of redundant information (suppose all the nodes are equally distant from the 

target node) as shown in Fig. 2.5. 

𝑝 Ae
𝑟𝐀#$

𝒓𝐁#$
gC = 	𝑁 Ae

𝑟𝐀#$

𝒓𝐁#$
g ; e

𝜇𝐀#$

𝝁𝐁#$
g	e
Σ𝐀𝐀#$ 𝚺𝐀𝐁#$

𝚺𝐁𝐀#$ 𝚺𝐁𝐁#$
gC      (2.6) 

𝑟𝐀#$h𝒓𝐁#$	~	𝑁9𝜇𝐀|𝐁#$ , Σ𝐀|𝐁#$ <         (2.7) 

𝜇𝐀|𝐁#$ =	𝜇𝐀#$ + 𝚺𝐀𝐁#$ 𝚺𝐁𝐁#$
+!
(𝒓𝐁#$ −	𝝁𝐁#$)       (2.8) 

where 𝑟𝐀#$ and 𝒓𝐁#$	are the daily PM2.5 measurement(s) of the low-cost node i and the 

remaining 30 nodes on day t; 𝜇𝐀#$ , 𝝁𝐁#$, and 𝜇𝐀|𝐁#$  are the mean (vector) of the partitioned 

Multivariate Gaussian Distribution of the low-cost node i, the remaining 30 nodes, and 

the low-cost node i conditional on the remaining 30 nodes, respectively, on day t; and Σ𝐀𝐀#$ , 
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𝚺𝐀𝐁#$ , 𝚺𝐁𝐀#$ , 𝚺𝐁𝐁#$ , and Σ𝐀|𝐁#$  are the covariance between the low-cost node i and itself, the low-

cost node i and the remaining 30 nodes, the remaining 30 nodes and the low-cost node i, 

the remaining 30 nodes and themselves, and the low-cost node i conditional on the 

remaining 30 nodes and itself, respectively, on day t. 

 

Figure 2.5: Simplified illustration of the relative importance (i.e., importance 
normalized by the max value) of each node within the network when using GPR to 

calibrate the target low-cost node and when all the nodes used for calibration are 
equally distant from the target node. 

2.2.3.5 Optimize alternately and iteratively and converge 

Iterative optimizations alternated between the GPR hyperparameters and the low-

cost node calibrations using the approaches described in Sect. 2.2.3.3 and 2.2.3.4, 

respectively (Fig. 2.4 steps five and six, respectively), until the GPR parameters 𝚯 



 

28 

converged with the convergence criteria being the differences in all the GPR 

hyperparameters between the two adjacent runs below 0.01 (i.e., with ∆𝜎'( ≤ 0.01, ∆𝑙 ≤

0.01, 𝑎𝑛𝑑	∆𝜎-( ≤ 0.01).  

2.2.3.6 Predict on the holdout reference node and calculate accuracy metrics 

The final GPR was used to predict the 59-day PM2.5 measurements of the holdout 

reference node (Fig. 2.4 step seven) following the Cholesky decomposition algorithm 

(Rasmussen and Williams, 2006) with the standardized predictions being transformed 

back to the original PM2.5 measurement scale at the end. The back transformation was 

done by multiplying the predictions by the standard deviation 𝑠$/0#-#-1  (the standard 

deviation of the training PM2.5 measurements) and then adding back the mean 𝜇$/0#-#-1 

(the mean of the training PM2.5 measurements). Metrics including root mean square errors 

(RMSE, Eq.  2.9) and percent errors defined as RMSE normalized by the average of the 

true measurements of the holdout reference node in this study (Eq. 2.10) were calculated 

for each fold and further averaged over all 22 folds to assess the accuracy and sensitivity 

of our simultaneous GPR and simple linear regression calibration model. 

RMSE = 	s !
78
‖𝒚# − 𝒚Cu‖((        (2.9) 

where 𝒚#  and 𝒚Cu  are the true and model predicted 59 daily PM2.5 measurements of the 

holdout reference node i. 

Percent error = DEFG
HIJ.		MNOPNQR	STUTSTVWT	XE#.%	WNVW.

      (2.10) 
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2.3 Results and discussion 

2.3.1 Spatial variation of PM2.5 across Delhi 

Figure 2.6a presents the box plot of the daily averaged PM2.5 at each available 

reference site across Delhi from January 1, 2018 to March 31, 2018. The Vasundhara and 

DTU sites were the most polluted stations with the PM2.5 averaging 194 ± 104 µg m-3 and 

193 ± 90 µg m-3, respectively. The Pusa and Sector 62 sites had the lowest mean PM2.5, 

averaging 86 ± 40 µg m-3 and 88 ± 36 µg m-3, respectively. The Delhi-wide average of the 

3-month mean PM2.5 across the 22 reference stations was found to be 138 ± 31 µg m-3. This 

pronounced spatial variation in mean PM2.5 in Delhi (as reflected by the high SD of 31 µg 

m-3) coupled with the stronger temporal variation for each station even at a 24 h scale 

(range: 35–104 µg m-3, see Fig. 2.6a) caused nonuniform calibration performance of the 

GPR model across Delhi, as detailed in Sect. 2.3.2. 
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Figure 2.6: a) Box plots of the 24 h aggregated true ambient PM2.5 mass 
concentrations measured by the 22 government reference monitors across Delhi from 
January 1 to March 31, 2018. b) Box plots of the low-cost node 24 h aggregated PM2.5 

mass concentrations calibrated by the optimized GPR model. In both a) and b), mean 
and SD of the PM2.5 mass concentrations for each individual site are superimposed on 

the box plots. 

2.3.2 Assessment of GPR model performance 

The optimum values of the GPR model parameters including the signal variance 

(𝜎'(), the characteristic length-scale (𝑙), and the noise variance (𝜎-() are shown in Fig. 2.7. 

a

b
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The 𝜎'(, 𝑙, and 𝜎-( from the 22-fold leave-one-out CV averaged 0.53 ± 0.02, 97.89 ± 5.47 km, 

and 0.47 ± 0.01, respectively. The small variability in all the parameters among all the folds 

indicates that the model is fairly robust to the different combinations of reference nodes. 

The learned length-scale can be interpreted as the modeled spatial pattern of PM2.5 being 

relatively consistent within approximately 98 km, suggesting that the optimized model 

majorly captures a regional trend rather than fine-grained local variations in Delhi.  

 

Figure 2.7: Box plots of the learned optimum Gaussian Process Regression 
model parameters including the signal variance (𝝈𝒔𝒊𝒈𝟐 ), the characteristic length scale 

(𝒍), and the noise variance (𝝈𝒏𝒐𝒊𝒔𝒆𝟐 ) from the 22-fold leave-one-out cross-validation. The 
mean and SD of each parameter are superimposed on the box plots. 
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2.3.2.1 Accuracy of reference node prediction 

We start by showing the accuracy of model prediction on the 22 reference nodes 

using leave-one-out CV (when the low-cost node measurements were included in our 

spatial prediction). Without any prior knowledge of the true calibration factors for the 

low-cost nodes, the holdout reference node prediction accuracy is a statistically sound 

proxy for estimating how well our technique can calibrate the low-cost nodes. The 

performance scores (including RMSE and percent error) for each reference station sorted 

by the 3-month mean PM2.5 in descending order are listed in Table 2.2. An overall 30 % 

prediction error (equivalent to an RMSE of 33 µg m-3) at a 24 h scale was achieved on the 

reference nodes following our calibration procedure. In this paper, we reported our 

algorithm’s accuracy on the 24 h data only rather than on the 1 h data because real-time 

reference monitors that are certified as the Federal Equivalent Methods (FEMs) by the US 

Environmental Protection Agency (EPA) are required to provide results comparable to 

the Federal Reference Methods (FRMs) only for a 24 h but not a 1 h sampling period. Our 

algorithm, which essentially relies on the accuracy of the reference measurements, can 

only calibrate/predict as well as the reference methods measure. Therefore, only the 

percent error based on the reliable 24 h reference measurements is a fair representation of 

our algorithm’s true calibration/prediction ability. Although the technique is reasonably 

accurate, especially considering the minimal amount of field work involved, its calibration 

error is nearly 3 times higher than the one of the low-cost nodes that were well calibrated 
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by collocation with an environmental b-attenuation monitors (E-BAM) in our previous 

study (error: 11 %; RMSE: 13 µg m-3) under similar PM2.5 concentrations at the same 

temporal resolution (Zheng et al., 2018). The suboptimal on-the-fly mapping accuracy is 

a result of the optimized model’s ability to simulate only the regional trend well. From a 

different perspective, the GPR method would have modeled the spatial pattern of PM2.5 

in Delhi well had the natural spatial covariance among the nodes not been disturbed by 

the complex and prevalent local sources there. As a substantiation of the flawed local PM2.5 

variation modelling, the reference node mapping accuracy follows a pattern, with 

relatively high-quality prediction for those nodes whose means were close to the Delhi-

wide mean (e.g., Delhi-wide mean ± SD as highlighted with shading in Table 2.2) and 

relatively poor prediction for those nodes whose means differed substantially from the 

Delhi-wide mean (particularly on the lower end).  
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Table 2.2: Summary of the GPR model 24 h performance scores (including 
RMSE and percent error) for predicting the measurements of the 22 holdout reference 
nodes across the 22-fold leave-one-out CV when the full sensor network is used. The 

mean of the true ambient PM2.5 mass concentrations throughout the study (from 
January 1 to March 31, 2018) for each individual reference node is provided. The 

reference nodes with the means of true PM2.5 inside the range of [Delhi-wide mean ± 
SD, i.e., 138 ± 31] are indicated with shading. 

Reference nodes RMSE  
(𝜇g m-3) 

Percent error Mean of true PM2.5 

(𝜇g m-3) 
Vasundhara, Ghaziabad 68 44 % 195 

DTU 56 36 % 194 
Anand Vihar 47 32 % 181 

Sector125 Noida 31 23 % 169 
Punjabi Bagh 26 20 % 163 

NSIT Dawarka 25 19 % 153 
R K Puram 26 20 % 153 

Sirifort 22 18 % 147 
US Embassy 21 18 % 144 

North Campus 27 24 % 144 
CRRI Mathura Road 27 21 % 142 

Mandir Marg 16 14 % 142 
ITO 15 14 % 136 

Faridabad 21 18 % 133 
Shadipur 23 22 % 132 

Burari Cross 36 39 % 109 
Lodhi Road 34 41 % 107 

IGI Airport Terminal–3 29 32 % 106 
Aya Nagar 34 38 % 105 

IHBAS, Dilshad Garden 38 41 % 105 
Sector62 Noida 47 60 % 89 

Pusa 48 70 % 86 
Delhi-wide mean 33 30 % 138 

SD 13 14 % 31 

 

In this paper, we interpolated the missing 1 h PM2.5 values for all the reference and 

low-cost stations to fulfil our requirement of concurrent measurements of all the stations. 

This approach drastically increased the speed of the algorithm (up to ~20 times faster) by 

avoiding the expensive computational cost of excessive amount of matrix inversions that 

can be incurred from relying on only each day’s non-missing stations’ covariance 

information to make inference. Here we prove that the interpolation is an appropriate 
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methodology for this paper by demonstrating that the model prediction percent errors for 

the 22 reference stations with and without interpolation are statistically the same. The 

comparison of the errors for each station can be found in Table 2.3. Table 2.3 shows that 

the percent errors for all the stations are essentially the same with only one exception of 

station Vasundhara whose error without interpolation is 10 % lower than that with 

interpolation. The Delhi-wide mean percent errors with (30 %) and without interpolation 

(29 %) are also essentially the same. We further used the Wilcoxon signed-rank test 

(Wilcoxon, 1945) to prove that the two related paired samples (i.e., the percent errors for 

the 22 reference stations with and without interpolation) are indeed statistically the same. 

The Wilcoxon signed-rank test is a non-parametric version of the parametric paired t-test 

(involving two related/matched samples/groups) that requires no specific distribution on 

the measurements (unlike the parametric paired t-test that assumes a normal 

distribution). We conducted a two-sided test which has the null hypothesis that the 

percent errors for the 22 reference stations with and without interpolation are the same 

(i.e., H0: with = without) against the alternative that they are not the same (i.e., H1: with ≠ 

without). The p-value of the test is 0.07. The level of statistical significance was chosen to 

be 0.05, which means that the null hypothesis (i.e., H0: with = without) cannot be rejected 

when the p-value is 0.07, above 0.05. Therefore, interpolating missing 1 h PM2.5 data for 

both reference and low-cost nodes is appropriate for this paper because the accuracies of 
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model prediction on the 22 reference nodes with and without interpolation are not distinct 

based on the Wilcoxon signed-rank test result. 

Table 2.3: Comparison of the GPR model 24 h prediction percent errors for the 
22 reference nodes across the 22-fold leave-one-out CV with and without 

interpolating the missing 1 h PM2.5 values for all the reference and low-cost stations. 

Reference nodes Percent error 
 with interpolation without interpolation 

Anand Vihar 32 % 31 % 
Aya Nagar 38 % 37 % 

Burari Cross 39 % 38 % 
CRRI Mathura Road 21 % 21 % 

DTU 36 % 35 % 
Faridabad 18 % 17 % 

IGI Airport Terminal–3 32 % 32 % 
IHBAS, Dilshad Garden 41 % 42 % 

ITO 14 % 12 % 
Lodhi Road 41 % 39 % 

Mandir Marg 14 % 13 % 
North Campus 24 % 24 % 
NSIT Dawarka 19 % 20 % 
Punjabi Bagh 20 % 20 % 

Pusa 70 % 69 % 
R K Puram 20 % 20 % 

Sector125 Noida 23 % 21 % 
Sector62 Noida 60 % 60 % 

Shadipur 22 % 22 % 
Sirifort 18 % 16 % 

US Embassy 18 % 18 % 
Vasundhara, Ghaziabad 44 % 34 % 

Delhi-wide mean 30 % 29 % 
SD 14 % 15 % 

 

It is of particular interest to validate the value of establishing a relatively dense 

wireless sensor network in Delhi by examining if the addition of the low-cost nodes can 

truly lend a performance boost to the spatial interpolation among sensor locations. We 
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juxtapose the interpolation performance using the full sensor network (including both the 

reference and low-cost nodes) with that using only the reference nodes in Fig. 2.8. In this 

context, the unnormalized RMSE is less representative than the percent error of the model 

interpolation performance because of the unequal numbers of overlapping 24 h 

observations for all the nodes (59 data points) and for only the reference nodes (87 data 

points). The comparison revealed that the inclusion of the 10 low-cost devices on top of 

the regulatory grade monitors can reduce mean and median interpolation error by 

roughly 2 %. While only a marginal improvement with 10 low-cost nodes in the network, 

the outcome hints that densely-deployed low-cost nodes can have great promise of 

significantly decreasing the amount of pure interpolation among sensor locations, 

therefore benefitting the spatial precision of a network. We will explore more about the 

significance of the low-cost nodes for the network performance in Sect. 2.3.3.3. 
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Figure 2.8: Box plots of the GPR model 24 h performance scores (including 
RMSE and percent error) for predicting the measurements of the 22 holdout reference 

nodes across the 22-fold leave-one-out CV under two scenarios — using the full 
sensor network by including both reference and low-cost nodes and using only the 

reference nodes for the model construction. Note both scenarios were given the initial 
parameter values and bounds that maximize the model performance. 

2.3.2.2 Accuracy of low-cost node calibration 

Next we describe the technique’s accuracy of low-cost node calibration. The 

model-produced calibration factors are shown in Fig. 2.9. The intercepts and slopes for 

each unique low-cost device varied little among all the 22 CV folds, reiterating the stability 

of the GPR model. The values of these calibration factors resemble those obtained in the 

previous field work, with slopes comparable to South Coast Air Quality Management 
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District’s evaluations on the Plantower PMS models (SCAQMD, 2017a–c) and intercepts 

comparable to our Kanpur, India post-monsoon study (Zheng et al., 2018). 

Two low-cost nodes (i.e., MRU and IITD) were collocated with two E-BAMs 

throughout the entire study. This allows us to take their model-derived calibration factors 

and calibrate the corresponding raw values of the low-cost nodes before computing the 

calibration accuracy based on the ground truth (i.e., E-BAM measurements). Figures 2.10a 

and 2.10b show the scatterplots of the collocated E-BAM measurements against the 

model-calibrated low-cost nodes at the MRU and the IITD sites, respectively. The two sites 

had similarly large calibration errors (~50 %) because their concentrations were both near 

the lower end of PM2.5 spectrum in Delhi. These high error rates echo the conditions found 

at the comparatively clean Pusa and Sector 62 reference sites. The scatterplots also reveal 

the reason why the technique especially has trouble calibrating low-concentration sites—

the technique overpredicted the PM2.5 concentrations at the low-concentration sites to 

match the levels as if subject to the natural spatial variation. The washed-out local 

variability after model calibration more obviously manifests in Fig. 2.6b, which stands in 

marked contrast to the true wide variability across the reference sites (Fig. 2.6a). In other 

words, the geostatistical techniques can calibrate the low-cost nodes dynamically, with 

the important caveat that it is effective only if the degree of urban homogeneity in PM2.5 

is high (e.g., the local contributions are as small a fraction of the regional ones as possible 

or the local contributions are prevalent but of similar magnitudes). Otherwise, quality 
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predictions will only apply for those nodes whose means are close to the Delhi-wide 

mean. Gani et al. (2019) estimated that Delhi’s local contribution to the composition-based 

submicron particulate matter (PM1) was ~30 to 50 % during winter and spring months. 

Clearly the huge amount of local influence in Delhi did not fully support our technique.  

 

Figure 2.9: Box plots of the learned calibration factors (i.e., intercept and slope) 
for each individual low-cost node from the 22 optimized GPR models across the 22-

fold leave-one-out CV. 
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Figure 2.10: Correlation plots comparing the GPR model-calibrated low-cost 
node PM2.5 mass concentrations to the collocated E-BAM measurements at a) MRU 

and b) IITD sites. In both a) and b), correlation of determination (R2), RMSE, percent 
error, and mean of the true ambient PM2.5 mass concentrations throughout the study 

(from January 1 to March 31, 2018) are superimposed on the correlation plots. 

2.3.2.3 GPR model performance as a function of training window size 

So far, the optimization of both GPR model hyperparameters and the linear 

regression calibration factors for the low-cost nodes has been carried out over the entire 

sampling period using all 59 available daily-averaged data points. It is of critical 

importance to examine the effect of time history on the algorithm, by analyzing how 

sensitive the model performance is to training window size. We tracked the model 

performance change when an increment of 2 days’ data were included in the model 

training. The model performance was measured by the mean accuracy of model 

prediction on the 22 reference nodes (within the time period of the training window) using 

leave-one-out CV, as described in Sect. 2.3.2.1. Figure 2.11 illustrates that, throughout the 

59 days, the error rate and the standard error of the mean (SEM) remained surprisingly 

a b
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consistent at ~30 % and ~3–4 %, respectively, regardless of how many 2-day increments 

were used as the training window size. The little influence of training window size on the 

GPR model performance is possibly a positive side effect of the algorithm’s time-invariant 

mean assumption, strong spatial smoothing effect, and the additional averaging of the 

error rates of the 22 reference nodes. The markedly low requirement of our algorithm for 

training data is powerful in that it enables the GPR model hyperparameters and the linear 

regression calibration factors to always be nearly most updated in the field. This helps 

realize the algorithm’s full potential for automatically surveilling large-scale networks by 

detecting malfunctioning low-cost nodes within a network (see Sect. 2.3.3.1) and tracking 

the drift of low-cost nodes (see Sect. 2.3.3.2) with as little latency as possible. 

 

Figure 2.11: The mean percent error rate of GPR model prediction on the 22 
reference nodes using leave-one-out CV (see Sect. 2.3.2.1) as a function of training 

window size in an increment of 2 days. The error bars represent the standard error of 
the mean (SEM) of the GPR prediction errors of the 22 reference nodes. 
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2.3.2.4 GPR model dynamic calibration performance 

The stationary model performance in response to the increase of training data 

hints that using our method for dynamic calibration/prediction is feasible. We assessed 

the algorithm’s 1 week-ahead prediction performance, by using simple linear regression 

calibration factors and GPR hyperparameters that were optimized from one week to 

calibrate the 10 low-cost nodes and predict each of the 22 reference nodes, respectively, in 

the next week. For example, the first/second/third/… week data were used as training data 

to build GPR models and simple linear regression models. These simple linear regression 

models were then used to calibrate the low-cost nodes in the second/third/fourth/… week, 

followed by the GPR models to predict each of the 22 reference nodes in that week. The 

performance was still measured by the mean accuracy of model prediction on the 22 

reference nodes using leave-one-out CV, as described in Sect. 2.3.2.1. We found similarly 

stable 26–34 % dynamic calibration error rates and ~3–7 % SEMs throughout the weeks 

(see Figure 2.12). 
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Figure 2.12: The 1 week-ahead prediction error of the GPR models (which were 
pre-trained on the current week’s data) as a function of the week being predicted. The 

error bars represent the standard error of the mean (SEM) of the GPR prediction 
errors of the 22 reference nodes. 

2.3.2.5 RH adjustment to the algorithm 

We attempted RH adjustment to the algorithm by incorporating an RH term in the 

linear regression models, where the RH values were the measurements from each 

corresponding low-cost sensor package’s embedded Adafruit DHT22 RH and 

temperature sensor. However, there was no improvement in the algorithm’s accuracy 

after RH correction. A plausible explanation is regarding the infrequently high RH 

conditions during the winter months in Delhi and stronger smoothing effects at longer 

averaging time intervals (i.e., 24 h). Our previous work (Zheng et al., 2018) suggested that 

the PMS3003 PM2.5 weights exponentially increased only when RH was above ~70%. The 
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Delhi-wide average of the 3-month RH measured by the 10 low-cost sites was found to be 

55 ± 15 %. Only 17 % and 6 % of these RH values were greater than 70 % and 80 %, 

respectively. The infrequently high RH conditions can cause the RH-induced biases 

insignificant. Additionally, our previous work found that even though major RH 

influences can be found in 1 min to 6 h PM2.5 measurements, the influence significantly 

diminished in 12 h PM2.5 measurements and was barely observable in 24 h measurements. 

Therefore, longer averaging time intervals can smooth out the RH biases. 

Additionally, while our algorithm was analyzed over the 59 available days in this 

study, the daily-averaged temperature and RH measurements for the entire sampling 

period (i.e., from January 1 to March 31, 2018, 90 days) were statistically the same as those 

for the 59 days. To support this statement, we conducted the Wilcoxon rank-sum test, also 

called Mann-Whitney U test (Wilcoxon, 1945; Mann and Whitney, 1947) on the daily-

averaged temperature and RH measurements from the Indira Gandhi International (IGI) 

Airport. The Wilcoxon rank-sum test is a non-parametric version of the parametric t-test 

(involving two independent samples/groups) that requires no specific distribution on the 

measurements (unlike the parametric t-test that assumes a normal distribution). We did 

not use a paired test here because the two groups had different sample sizes (i.e., 59 and 

90, respectively). We conducted a two-sided test which has the null hypotheses that the 

daily-averaged temperature and RH measurements for the 90 days (19 ± 5 °C, 59 ± 14 %) 

and the 59 days (20 ± 5 °C, 59 ± 12 %) were the same (i.e., H0: Temperature59 days = 
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Temperature90 days / RH59 days = RH90 days) against the alternatives that they were not the same 

(i.e., H1: Temperature59 days ≠ Temperature90 days / RH59 days ≠ RH90 days). The p-values for the 

temperature and RH comparisons are 0.28 and 0.59, respectively. The level of statistical 

significance was chosen to be 0.05, which means that the null hypotheses (i.e., H0: 

Temperature59 days = Temperature90 days / RH59 days = RH90 days) cannot be rejected when the p-

values are both above 0.05. Therefore, the daily-averaged temperature and RH 

measurements from the IGI Airport for the entire sampling period and for the 59 days 

were not statistically distinct. 

2.3.3 Simulation results 

While the exact values of the calibration factors derived from the GPR model fell 

short of faithfully recovering the original picture of PM2.5 spatiotemporal gradients in 

Delhi, these values of one low-cost node relative to another in the network (Sect. 2.3.3.1) 

or relative to itself over time (Sect. 2.3.3.2) turned out to be useful in facilitating automated 

large-scale sensor network monitoring.  

2.3.3.1 Simulation of low-cost node failure or under heavy influence of local sources 

One way to simulate the conditions of low-cost node failure or under heavy 

influence of local sources is to replace their true signals with values from random number 

generators so that the inherent spatial correlations are corrupted. In this study, we 

simulated how the model-produced calibration factors change when all (10), nine, seven, 

three, and one of the low-cost nodes within the network malfunction or are subject to 
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strong local disturbance. We have three major observations from evaluating the 

simulation results (Fig. 2.13 and Fig. 2.14). First, the normal calibration factors are quite 

distinct from those of the low-cost nodes with random signals. Compared to the normal 

values (see Fig. 2.13 bottom right panel), the ones of the low-cost nodes with random 

signals have slopes close to 0 and intercepts close to the Delhi-wide mean of true PM2.5 in 

Delhi (most clearly shown in Fig. 2.13 top left panel). Second, the calibration factors of the 

normal low-cost nodes are not affected by the aberrant nodes within the network (see Fig. 

2.13 top right, middle left, middle right, and bottom left panels). These two observations 

indicate that the GPR model enables automated and streamlined process of instantly 

spotting any malfunctioning low-cost nodes (due to either hardware failure or under 

heavy influence of local sources) within a large-scale sensor network. Third, the 

performance of the GPR model seems to be rather uninfluenced by changing the true 

signals to random numbers (see Fig. 2.14, 33 % error rate when all low-cost nodes are 

random vs. baseline 30 % error rate). One possible explanation is that the prevalent and 

intricate air pollution sources in Delhi have already dramatically weakened the natural 

spatial correlations. This means that a significant degree of randomness has already been 

imposed on the low-cost nodes in Delhi prior to our complete randomness experiment. It 

is worth mentioning that flatlining is another commonly seen failure mode of our low-

cost PM sensors in Delhi. The raw signals of such malfunctioning PM sensors were 

observed to flatline at the upper end of the sensor output values (typically thousands of 
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µg m-3). The very distinct signals of these flatlining low-cost PM nodes, however, make it 

rather easy to separate them from the rest of the nodes and filter them out at the early pre-

processing stage before analyses, therefore without having to resort to our algorithm. 

Nevertheless, our not so accurate on-the-fly calibration model has created a useful 

algorithm for supervising large-scale sensor networks in real time as a by-product.  

 

Figure 2.13: Learned calibration factors for each individual low-cost node from 
the optimized GPR models by replacing measurements of all (top left), nine (top 

right), seven (middle left), three (middle right), one (bottom left), and zero (bottom 
right) of the low-cost nodes with random integers bounded by the min and max of the 
true signals reported by the corresponding low-cost nodes. Note that the nine, seven, 
three, and one low-cost nodes (whose true signals are replaced with random integers) 

were randomly chosen. 
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Figure 2.14: Gaussian Process Regression model 24 h performance scores 
(including RMSE and percent error) for predicting the measurements of the 22 

holdout reference nodes across the 22-fold leave-one-out cross-validation using the 
full sensor network, when measurements of all (top left), nine (top center), seven (top 
right), three (bottom left), one (bottom center), and zero (bottom right) of the low-cost 

nodes are replaced with random integers bounded by the min and max of the true 
signals reported by the corresponding low-cost nodes. 

2.3.3.2 Simulation of low-cost node drift 

We further investigated the feasibility of applying the GPR model to track the drift 

of low-cost nodes accurately over time. We simulated drift conditions by first setting 

random percentages of intercept and slope drift, respectively, for each individual low-cost 

node and for each simulation run. Next, we adjusted the signals of each low-cost node 

over the entire study period given these randomly selected percentages using Eq. (2.11). 

Then, we rebuilt a GPR model based on these drift-adjusted signals and evaluated if the 

new model-generated calibration factors matched our expected predetermined 

percentage drift relative to the true (baseline) calibration factors. 

𝒚𝒊_𝒅𝒓𝒊𝒇𝒕 =	
𝒚𝒊

(!+fTSWTVRHJT	gONfT	PShUR')
+	fTSWTVRHJT	hVRTSWTfR	PShUR'	∙	RSQT	hVRTSWTfR'(!+fTSWTVRHJT	gONfT	PShUR')∙	RSQT	gONfT'

  (2.11) 
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where 𝒚𝒊 , 	true	intercepth , true	slopeh , percentage	intercept	drifth , percentage	slope	drifth , 

and 𝒚𝒊_𝒅𝒓𝒊𝒇𝒕  are a vector of the true signals, the standard model-derived intercept, the 

standard model-derived slope, the randomly generated percentage of intercept drift, the 

randomly generated percentage of slope drift, and a vector of the drift-adjusted signals, 

respectively, over the full study period for low-cost node i. 

The performance of the model for predicting the drift was examined under a 

variety of scenarios including assuming that all (10), eight, six, four, and two of the low-

cost nodes developed various degrees of drift such as significant (11 %–99 %), marginal (1 

%–10 %), and a balanced mixture of significant and marginal. The testing results for 10, 

six, and two low-cost nodes are displayed in Table 2.4 and those for eight and four nodes 

are in Table 2.5. Overall, the model demonstrates excellent drift predictive power with 

less than 4 % errors for all the simulation scenarios. The model proves to be most accurate 

(within 1 % error) when low-cost nodes only drifted marginally regardless of the number 

of nodes drift. In contrast, significant and particularly a mixture of significant and 

marginal drifts might lead to marginally larger errors. We also notice that the intercept 

drifts are slightly harder to accurately capture than the slope drifts. Similar to the 

simulation of low-cost node failure/under strong local impact as described in Sect. 2.3.3.1, 

the performance of the model for predicting the measurements of the 22 holdout reference 

nodes across the 22-fold leave-one-out CV was untouched by the drift conditions (see Fig. 

2.15). This unaltered performance can be attributable to the fact that the drift simulations 
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only involve simple linear transformations as shown in Eq. (2.11). The high-quality drift 

estimation has therefore presented another convincing case of how useful our original 

algorithm can be applied to dynamically monitoring dense sensor networks, as a by-

product of calibrating low-cost nodes.  

It should be noted that the mode of drift (linear or random drift) will not 

significantly affect our simulation results. As we demonstrated in Sect. 2.3.2.3, the 

performance of our algorithm is insensitive to the training data size. And we believe that 

models with a similar prediction accuracy should have a similar drift detection power. 

For example, if the prediction accuracy of the model trained on 59 days’ data is virtually 

the same as the accuracy of the model trained on 2 days’ data, and if the model trained on 

59 days is able to detect the simulated drift, then so should the model trained on 2 days. 

Then if we reasonably assume that the drift rate remains roughly unchanged within a 2-

day window, then the drift mode (linear or random), which only dictates how the drift 

rate jumps (usually smoothly as well) between any adjacent discrete 2-day windows, does 

not matter anymore. All that matters is to track that one fixed drift rate reasonably well 

within those 2 days, which is virtually the same as what we already did with the entire 59 

days’ data. 
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Table 2.4: Comparison of predetermined percentages of drift to those 
estimated from the GPR model for intercept and slope, respectively, for each 

individual low-cost node, assuming all (10), six, and two of the low-cost nodes 
developed various degrees of drift such as significant (11 %–99 %), marginal (1 %–10 
%), and a balanced mixture of significant and marginal. Note the sensors that drifted, 

the percentages of drift, and which sensors drifted significantly or marginally are 
randomly chosen. The results reported under each scenario are based on averages of 

10 simulation runs. 

Drift category Low-cost nodes 

All low-cost nodes drift Six low-cost nodes drift Two low-cost nodes drift 
Intercept drift 

(%) 
Slope drift 

(%) 
Intercept drift 

(%) 
Slope drift 

(%) 
Intercept drift 

(%) 
Slope drift 

(%) 
True Estimated True Estimated True Estimated True Estimated True Estimated True Estimated 

Significant 

AIIMS 58 % 57 % 54 % 54 % 74 % 71 % 46 % 47 % 0 % -1 % 0 % -1 % 
Hiran Kudna 43 % 30 % 50 % 52 % 66 % 61 % 53 % 53 % 62 % 64 % 45 % 44 % 

IITD 51 % 52 % 52 % 51 % 0 % -1 % 0 % -2 % 0 % 1 % 0 % -3 % 
IITM 54 % 53 % 56 % 55 % 61 % 58 % 48 % 48 % 0 % -1 % 0 % -2 % 

Kaushambi 61 % 62 % 73 % 72 % 70 % 70 % 49 % 48 % 0 % 0 % 0 % -2 % 
MRU 55 % 56 % 56 % 56 % 58 % 61 % 41 % 39 % 0 % -1 % 0 % -2 % 

Mayur Vihar 60 % 65 % 48 % 47 % 0 % 1 % 0 % -3 % 0 % 1 % 0 % -3 % 
Naraina Vihar 56 % 54 % 76 % 76 % 0 % -4 % 0 % 1 % 0 % -1 % 0 % -1 % 

New Friends Colony 66 % 68 % 68 % 67 % 55 % 55 % 48 % 47 % 59 % 61 % 37 % 36 % 
S.D.A. Park 53 % 47 % 48 % 50 % 0 % -4 % 0 % 2 % 0 % -1 % 0 % 0 % 

Mean absolute difference 3 % 1 % 2 % 1 % 1 % 2 % 

50 % significant and 50 % marginal 

AIIMS 4 % 2 % 5 % 6 % 0 % -4 % 0 % 2 % 0 % 1 % 0 % -2 % 
Hiran Kudna 51 % 42 % 51 % 52 % 50 % 42 % 50 % 52 % 0 % 1 % 0 % -2 % 

IITD 6 % 4 % 6 % 6 % 5 % 2 % 6 % 8 % 0 % 0 % 0 % -2 % 
IITM 56 % 52 % 40 % 40 % 64 % 58 % 47 % 48 % 0 % 1 % 0 % -3 % 

Kaushambi 60 % 60 % 42 % 41 % 5 % 2 % 5 % 7 % 0 % 0 % 0 % -2 % 
MRU 6 % 5 % 4 % 3 % 0 % -6 % 0 % 3 % 6 % 3 % 5 % 5 % 

Mayur Vihar 57 % 59 % 55 % 55 % 5 % 2 % 5 % 6 % 0 % 1 % 0 % -2 % 
Naraina Vihar 4 % 0 % 5 % 7 % 0 % -4 % 0 % 2 % 57 % 65 % 64 % 63 % 

New Friends Colony 6 % 5 % 6 % 5 % 0 % -3 % 0 % 2 % 0 % -1 % 0 % -1 % 
S.D.A. Park 53 % 48 % 61 % 61 % 59 % 58 % 64 % 64 % 0 % 0 % 0 % -1 % 

Mean absolute difference 3 % 1 % 4 % 2 % 2 % 2 % 

Marginal 

AIIMS 5 % 5 % 5 % 4 % 8 % 8 % 5 % 5 % 0 % 0 % 0 % -1 % 
Hiran Kudna 3 % 4 % 6 % 5 % 0 % 0 % 0 % 0 % 0 % 0 % 0 % 0 % 

IITD 5 % 6 % 7 % 5 % 7 % 8 % 5 % 4 % 6 % 7 % 5 % 4 % 
IITM 5 % 5 % 5 % 5 % 0 % 0 % 0 % -1 % 0 % 0 % 0 % -1 % 

Kaushambi 5 % 5 % 5 % 4 % 5 % 6 % 7 % 6 % 0 % 0 % 0 % -1 % 
MRU 5 % 7 % 4 % 2 % 6 % 8 % 5 % 3 % 5 % 7 % 6 % 4 % 

Mayur Vihar 7 % 7 % 5 % 4 % 0 % 1 % 0 % -1 % 0 % 1 % 0 % -1 % 
Naraina Vihar 6 % 6 % 7 % 6 % 7 % 7 % 6 % 5 % 0 % 0 % 0 % -1 % 

New Friends Colony 7 % 8 % 7 % 5 % 0 % 1 % 0 % -2 % 0 % 1 % 0 % -1 % 
S.D.A. Park 5 % 5 % 7 % 6 % 6 % 6 % 6 % 6 % 0 % 0 % 0 % -1 % 

Mean absolute difference 1 % 1 % 1 % 1 % 1 % 1 % 
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Table 2.5: Comparison of pre-determined percentages of drift to those 
estimated from the Gaussian Process Regression model for intercept and slope, 

respectively, for each individual low-cost node, assuming eight and four of the low-
cost nodes developed various degrees of drift such as significant (11 %–99 %), 

marginal (1 %–10 %), and a balanced mixture of significant and marginal. Note the 
sensors that drifted, the percentages of drift, and which sensors drifted significantly 

or marginally are randomly chosen. The results reported under each scenario are 
based on averages of 10 simulation runs. 

Drift category Low-cost nodes 
Eight low-cost nodes drift Four low-cost nodes drift 

Intercept drift (%) Slope drift (%) Intercept drift (%) Slope drift (%) 
True Estimated True Estimated True Estimated True Estimated 

Significant 

AIIMS 55 % 54 % 55 % 55 % 0 % -2 % 0 % 0 % 
Hiran Kudna 57 % 43 % 54 % 56 % 47 % 42 % 54 % 54 % 

IITD 68 % 70 % 61 % 61 % 0 % -1 % 0 % -1 % 
IITM 0 % -2 % 0 % -1 % 0 % -2 % 0 % -1 % 

Kaushambi 0 % -1 % 0 % -1 % 0 % -1 % 0 % -1 % 
MRU 45 % 46 % 52 % 51 % 0 % -4 % 0 % 1 % 

Mayur Vihar 56 % 59 % 48 % 47 % 42 % 44 % 57 % 56 % 
Naraina Vihar 63 % 61 % 57 % 57 % 51 % 51 % 48 % 48 % 

New Friends Colony 53 % 53 % 57 % 57 % 70 % 71 % 39 % 38 % 
S.D.A. Park 55 % 50 % 55 % 56 % 0 % -4 % 0 % 2 % 

Mean absolute difference 3 % 1 % 2 % 1 % 

50 % significant and 50 % marginal 

AIIMS 0 % -1 % 0 % -1 % 0 % -1 % 0 % -1 % 
Hiran Kudna 47 % 40 % 58 % 58 % 0 % -9 % 0 % 3 % 

IITD 57 % 62 % 58 % 57 % 0 % 0 % 0 % -2 % 
IITM 6 % 5 % 6 % 3 % 4 % 3 % 7 % 6 % 

Kaushambi 4 % 4 % 5 % 1 % 0 % 0 % 0 % -2 % 
MRU 47 % 54 % 55 % 53 % 0 % -1 % 0 % -1 % 

Mayur Vihar 56 % 62 % 46 % 43 % 44 % 48 % 70 % 68 % 
Naraina Vihar 5 % 3 % 4 % 3 % 58 % 56 % 46 % 47 % 

New Friends Colony 6 % 7 % 6 % 2 % 5 % 6 % 6 % 3 % 
S.D.A. Park 0 % -3 % 0 % 1 % 0 % -3 % 0 % 2 % 

Mean absolute difference 3 % 2 % 2 % 2 % 

Marginal 

AIIMS 5 % 6 % 4 % 3 % 0 % 0 % 0 % -1 % 
Hiran Kudna 6 % 6 % 7 % 6 % 0 % 0 % 0 % 0 % 

IITD 6 % 7 % 6 % 4 % 0 % 1 % 0 % -1 % 
IITM 5 % 5 % 5 % 4 % 0 % 0 % 0 % -1 % 

Kaushambi 5 % 5 % 5 % 4 % 5 % 6 % 7 % 6 % 
MRU 7 % 9 % 4 % 2 % 7 % 8 % 5 % 4 % 

Mayur Vihar 0 % 1 % 0 % -1 % 6 % 7 % 4 % 3 % 
Naraina Vihar 6 % 7 % 6 % 5 % 0 % 0 % 0 % -1 % 

New Friends Colony 0 % 1 % 0 % -2 % 0 % 1 % 0 % -1 % 
S.D.A. Park 5 % 6 % 4 % 3 % 7 % 7 % 5 % 4 % 

Mean absolute difference 1 % 1 % 1 % 1 % 
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Figure 2.15: Gaussian Process Regression model 24 h performance scores 
(including RMSE and percent error) for predicting the measurements of the 22 

holdout reference nodes across the 22-fold leave-one-out cross-validation using the 
full sensor network, when measurements of two (bottom/1st row), four (2nd row), six 
(3rd row), eight (4th row), and all ten (top/5th row) of the low-cost nodes developed 

significant (11 %–99 %, left column), marginal (1 %–10 %, right column), and a 
balanced mixture of significant and marginal drifts. Note the sensors that drifted, the 

percentages of drift, and which sensors drifted significantly or marginally are 
randomly chosen. The results reported under each scenario are based on averages of 

10 simulation runs. 
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2.3.3.3 Optimal number of reference nodes 

Questions which remain unsolved are 1) what the optimum or minimum number 

of reference instruments is to sustain this technique and 2) if the inclusion of low-cost 

nodes can effectively assist in lowering the technique’s calibration/mapping inaccuracy. 

It is interesting to note that optimizing the model’s calibration accuracy can not only 

directly fulfill the fundamental calibration task, but also help better the sensor network 

monitoring capability as an added bonus. To address these two outstanding issues, we 

randomly sampled subsets of all the 22 reference nodes within the network in increments 

of one node (i.e. from 1 to 21 nodes) and implemented our algorithm with and without 

incorporating the low-cost nodes, before finally computing the mean percent errors in 

predicting all the holdout reference nodes. To get the performance scores as close to truth 

as possible but without incurring excessive computational cost in the meantime, the 

sampling was repeated 100 times for each subset size. The calibration error in this section 

was defined as the mean percent errors in predicting all the holdout reference nodes 

further averaged over 100 simulation runs for each subset size.  

Figure 2.16 describes the 24 h calibration percent error rate of the model as a 

function of the number of reference stations used for modelling with and without 

involving the low-cost nodes. The error rates generally decrease as the number of 

reference instruments increases (full network: from ~40 % with 1 node to ~29 % with 21 

nodes; network excluding low-cost nodes: from ~43 % to ~30 %) but are somewhat locally 
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variable and most pronounced when five, seven, and eight reference nodes are simulated. 

These bumps might simply be the result of five, seven, and eight reference nodes being 

relatively non-ideal (with regard to their neighboring numbers) for the technique, 

although the possibility of non-convergence due to the limited 100 simulation runs for 

each scenario cannot be ruled out. The 19 or 20 nodes emerge as the optimum numbers of 

reference nodes with the lowest errors of close to 28 %, while 17 to 21 nodes all yield 

comparably low inaccuracies (all below 30 %). The pattern discovered in our research 

shares certain similarities with Schneider et al. (2017) who studied the relationship 

between the accuracy of using colocation-calibrated low-cost nodes to map urban AQ and 

the number of simulated low-cost nodes for their urban-scale air pollution dispersion 

model and kriging-fueled data fusion technique in Oslo, Norway. Both studies indicate 

that at least roughly 20 nodes are essential to start producing acceptable degree of 

accuracy. Unlike Schneider et al. (2017) who further expanded the scope to 150 nodes by 

generating new synthetic stations from their established model and showed a “the more, 

the merrier” trend up to 50 stations, we restricted ourselves to only realistic data to 

investigate the relationship since we suspect that stations created from our model with 

approximately 30 % errors might introduce large noise which could misrepresent the true 

pattern. We agree with Schneider et al. (2017) that such relationships are location-specific 

and cannot be blindly transferred to other study sites.  
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At last, we used the Wilcoxon rank-sum test/Mann-Whitney U test again to prove 

that modelling with the 10 low-cost nodes can statistically significantly reduce the 

uncertainty of spatial interpolation of the reference node measurements in comparison to 

modelling without them, (at least) when the number of reference stations is optimum. We 

did not use a paired test here because the reference nodes for algorithm training for each 

simulation run were randomly chosen. Specifically in our study, for each number of 

reference stations, the two independent samples (100 replications per sample) are the 100 

replications of the mean of the 24 h percent errors (in predicting all the holdout reference 

nodes) from the 100 repeated random simulations when modelling with and without the 

low-cost nodes, respectively. We conducted a one-sided test which has the null hypothesis 

that our model’s mean 24 h prediction percent errors with and without including the low-

cost nodes are the same (i.e., H0: with = without) against the alternative that the error with 

the low-cost nodes is smaller than the error without them (i.e., H1: with < without). The p-

values of the Wilcoxon rank-sum tests are superimposed on Fig. 2.16. The level of 

statistical significance was chosen to be 0.05, which means that the null hypothesis (i.e., 

H0: with = without) can be rejected in favor of the alternative (i.e., H1: with < without) 

when p-values are below 0.05. Figure 2.16 shows that the accuracy improvement when 

modelling with the 10 low-cost nodes is statistically significant when the optimum 

number of reference stations (i.e., 19 or 20) is used. Significant accuracy improvements 

were also observed for 17 and 18 reference stations that had comparably low prediction 
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errors. Therefore, we conclude that when viewing the entire sensor network in Delhi as a 

whole system over the entire sampling period, modelling with the 10 low-cost nodes can 

decrease the extent of pure interpolation among only reference stations, (at least) when 

the number of reference stations is optimum. The accuracy gains are still relatively minor 

because of the suboptimal size of the low-cost node network (i.e., 10). We postulate that 

once the low-cost node network scales up to 100s, the model constructed using the full 

network information can be more accurate than the one with only the information of 

reference nodes by considerable margins. 
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Figure 2.16: Average 24 h percent errors of the GPR model for predicting the 
holdout reference nodes in the network as a function of the number of reference 

stations used for the model construction under two scenarios — using the full sensor 
network information by including both reference and low-cost nodes and using only 
the reference nodes for the model construction. Note each data point (mean value) is 
derived from 100 simulation runs. The error bars indicating 95 % CI of the means are 

based on 1000 bootstrap iterations. All scenarios were given the initial parameter 
values and bounds that maximize the model performance. The p-value of the 

Wilcoxon rank-sum test for each reference station number is superimposed, where p-
value below 0.05 means that the error when modelling with the 10 low-cost nodes is 

smaller than the error without them for that reference station number. 
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2.4 Supplement 

Reasoning behind step four of the schema for the simultaneous GPR and simple linear 
regression calibration model 

Once the optimum 𝚯  for the (initial) GPR was found, we used the learned 

covariance function to find the mean of each low-cost node i’s Gaussian Distribution 

conditional on the remaining 30 nodes within the network (i.e., 𝜇<|>#$ ) on day t as described 

mathematically in Eq. (2.S1)–(2.S4) and repeatedly did so until all 59 days’ 𝜇<|>#$ 	(i.e., 

𝝁𝑨|𝑩𝒊 )	were found and then re-calibrated that low-cost node i based on the 𝝁𝑨|𝑩𝒊 . This 

procedure was performed iteratively for all low-cost nodes one at a time. 

𝑝 Ae
𝑟<#$

𝒓𝑩𝒊𝒕
gC = 	𝑁 Ae

𝑟<#$

𝒓𝑩𝒊𝒕
g ; e

𝜇<#$

𝝁𝑩𝒊𝒕
g	e
Σ<<#$ 𝚺𝑨𝑩𝒊𝒕

𝚺𝑩𝑨𝒊𝒕 𝚺𝑩𝑩𝒊𝒕
gC      (2.S1) 

𝑟<#$h𝒓𝑩𝒊𝒕	~	𝑁9𝜇<|>#$ , Σ<|>#$ <         (2.S2) 

𝜇<|>#$ =	𝜇<#$ + 𝚺𝑨𝑩𝒊𝒕 𝚺𝑩𝑩𝒊𝒕
+!
(𝒓𝑩𝒊𝒕 −	𝝁𝑩𝒊𝒕)       (2.S3) 

Σ<|>#$ =	Σ<<#$ −	𝚺𝑨𝑩𝒊𝒕 𝚺𝑩𝑩𝒊𝒕
+!
𝚺𝑩𝑨𝒊𝒕 = 𝑎	𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡	𝑓𝑜𝑟	𝑙𝑜𝑤 − 𝑐𝑜𝑠𝑡	𝑛𝑜𝑑𝑒	𝑖	𝑟𝑒𝑔𝑎𝑟𝑑𝑙𝑒𝑠𝑠	𝑜𝑓	𝑑𝑎𝑦	 t = 

Σ<|>#            (2.S4) 

where 𝑟<#$ and 𝒓𝑩𝒊𝒕  are the daily PM2.5 measurement(s) of the low-cost node i and the 

remaining 30 nodes on day t; 𝜇<#$ , 𝝁𝑩𝒊𝒕, and 𝜇<|>#$  are the mean (vector) of the partitioned 

Multivariate Gaussian Distribution of the low-cost node i, the remaining 30 nodes, and 

the low-cost node i conditional on the remaining 30 nodes, respectively, on day t; and Σ<<#$ , 

𝚺𝑨𝑩𝒊𝒕 , 𝚺𝑩𝑨𝒊𝒕 , 𝚺𝑩𝑩𝒊𝒕 , and Σ<|>#$  are the covariance between the low-cost node i and itself, the low-

cost node i and the remaining 30 nodes, the remaining 30 nodes and the low-cost node i, 
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the remaining 30 nodes and themselves, and the low-cost node i conditional on the 

remaining 30 nodes and itself, respectively, on day t. 

The reasoning behind recalibrating each low-cost node i based on the 𝝁𝑨|𝑩𝒊  is given 

as follows: 

The conditional log-likelihood under the Univariate Gaussian distribution on day 

t is: 

log 𝑝9𝑟<#$h𝒓𝑩𝒊𝒕< = 𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡 − 0.5Σ<|>#$
+(
(𝑟<#$ − 𝜇<|>#$ )(      (2.S5) 

Then the complete log-likelihood over all 59 days is therefore given by: 

∑ log 𝑝9𝑟<#$h𝒓𝑩𝒊𝒕<78
$9! = 𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡 − 𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒	𝑐𝑜𝑛𝑠𝑡𝑎𝑛𝑡 ∙ ∑ (𝑟<#$ − 𝜇<|>#$ )(78

$9!   (2.S6) 

The objective is to maximize the complete log-likelihood over all 59 days (i.e., S6), 

that is equivalent to minimizing the term of ∑ (𝑟<#$ − 𝜇<|>#$ )(78
$9! : 

max
𝒓𝑨
𝒊
∑ log 𝑝9𝑟<#$h𝒓𝑩𝒊𝒕<78
$9! 	= 	min

𝒓𝑨
𝒊
�𝒓𝑨𝒊 − 𝝁𝑨|𝑩𝒊 �

(

(
      (2.S7) 

and 𝒓𝑨𝒊 = 𝒀𝒊𝜷𝒊          (2.S8) 

where	𝒀𝒊 =	 �
1 𝑦#$
⋮ ⋮
1 𝑦#78

� and 𝜷𝒊 is a vector of the intercept and slope (to be learned) of the 

simple linear regression calibration equation for low cost node i. 

And to minimize �𝒀𝒊𝜷𝒊 − 𝝁𝑨|𝑩𝒊 �
(

(
 is then equivalent to optimizing a simple linear 

regression model to re-calibrate the raw low-cost node signals based on the mean of each 

node’s Gaussian Distribution conditional on the remaining 30 nodes within the network 

(i.e., 𝝁𝑨|𝑩𝒊 ). 
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Chapter 3 : Estimating ground-level PM2.5 using micro-
satellite images by a convolutional neural network and 
random forest approach 

This chapter is a reformatted version of a published paper: Zheng, T., Bergin, M. 

H., Hu, S., Miller, J., and Carlson, D. E.: Estimating ground-level PM2.5 using 

microsatellite images by a convolutional neural network and random forest approach, 

Atmos. Environ., 230, 117451, doi:10.1016/j.atmosenv.2020.117451, 2020. 

3.1 Introduction 

Exposure to fine particulate matter (PM2.5, with a diameter of 2.5 µm and smaller) 

is tightly linked with cardiopulmonary mortality and morbidity (Pope and Dockery, 

2006). In fact, PM2.5 ranked as the fifth mortality risk factor in 2015 and was globally 

responsible for ~4.2 million deaths and ~103.1 million years of life lost or lived with 

disability (GBD 2015 risk factors collaborators, 2016; Cohen et al., 2017). However, the 

spatial distribution of PM2.5 is not well characterized due to the sparseness of regulatory 

air quality monitoring (AQM) stations. These stations are sparsely distributed because 

of the high personnel, infrastructure, and financial demands associated with their 

establishment, operation, and maintenance (Chow, 1995). This typical sparseness of AQM 

stations hinders the uncovering of the high spatial variability of PM2.5, therefore limiting 

the precision of PM2.5 exposure assessment in epidemiological research. Innovative and 

low-cost solutions to fill in the gaps in the existing AQM networks are thus in demand to 
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better protect public (particularly the susceptible populations) from excessive exposure to 

PM2.5. 

Although satellite-based ground-level PM2.5 estimate methods hold great promise 

in mapping PM2.5 at a high spatial resolution, existing methods have some limitations. 

First, when considering estimate methods’ inputs from satellites, a vast majority of the 

studies have only taken advantage of the aerosol product. Aerosol optical depth (AOD) is 

a dimensionless number that measures the extinction of direct solar radiance by aerosol 

within the vertical atmospheric column. Satellite-derived AOD is among the most 

important atmospheric parameters (Shen et al., 2018) and is highly indicative of ground-

level PM2.5 concentrations, yet it can suffer from large uncertainties (particularly on 

regional scales). These uncertainties arise from a considerable number of approximations 

and assumptions made in multiple stages of the AOD retrieval algorithms including 

primarily cloud screening schemes, aerosol model selection, and surface reflectance 

determination (Li et al., 2009; Hsu et al., 2013). Even though the latest Multi-angle 

Implementation of Atmospheric Correction (MAIAC) algorithm (Lyapustin et al., 2011; 

Lyapustin et al., 2018) tends to make fewer assumptions (thanks to its time-series analysis 

approach and explicit characterization of bidirectional reflectance factor) and has 

improved the overall accuracy of AOD over the previous Dark Target (Levy et al., 2013) 

and Deep Blue algorithms (Hsu et al., 2013) in North America (Jethva et al., 2019), South 

Asia (Mhawish et al., 2019), and China (Liu et al., 2019), it is still subject to relatively high 
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errors in major aerosol source regions such as China, over bright surfaces, and currently 

unable to account for seasonal variation in aerosol properties (Lyapustin et al., 2018). A 

previous study (Shen et al., 2018) has demonstrated the possibility of estimating ground-

level PM2.5 directly from satellite top-of-atmosphere reflectance. By skipping the 

intermediate step of aerosol retrieval, such an alternative modelling strategy can avoid 

aerosol product retrieval error propagating into PM2.5 estimation and can hence be 

desirable compared to current ground-level PM2.5 retrieval methods. Similarly, we believe 

that high-resolution and high-frequency satellite imagery can be another lower-level 

satellite product that offers equally excellent potential for substituting higher-level 

satellite products (e.g., aerosol products) to estimate ground-level PM2.5. Second, the 

current spatial resolutions of satellite-retrieved PM2.5 are largely 1 km or greater as they 

are usually constrained by the spatial resolutions of aerosol products (mostly ~ 1 km or 

greater). Such coarse spatial resolutions are unable to support scientific studies that thrive 

on highly spatially-resolved PM2.5. To date, only a handful of satellite-based PM2.5 estimate 

methods have managed to provide PM2.5 products at sub-km levels, such as between 500 

m and 1 km (e.g., Bai et al., 2016; Xie et al., 2019; Yao et al., 2019) and below 500 m (e.g., 

Kloog et al., 2014; Zhang et al., 2018; Di et al., 2019; Yang et al., 2019), by leveraging the 

advances in satellite sensors and the more advanced modelling approaches. Therefore, 

more research effort into characterizing PM2.5 at sub-km (and particularly ultrahigh) 

resolutions through remote sensing techniques is warranted. Estimating ground-level 
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PM2.5 from satellite images of spatial coverages (significantly) smaller than 1 × 1 km is a 

theoretically sound solution to providing PM2.5 products at (ultrahigh) sub-km levels. 

Furthermore, previous studies (Kloog et al., 2014; Di et al., 2019; Yang et al., 2019) have 

highlighted or showcased that mining and taking full advantage of multisource sub-km 

high-resolution input variables (i.e., the detailed local or “reference monitors-specific” 

information at sub-km resolutions that are informative about PM2.5) is the key to 

estimating ground-level PM2.5 at finer sub-km spatial resolutions with a higher retrieval 

accuracy. In this context, image features extracted from high-resolution satellite imagery 

(of spatial coverages smaller than 1 × 1 km) can be of great value as they can potentially 

augment existing high-resolution more localized spatial predictors of PM2.5 to further 

enhance the estimation accuracy at finer granularities.  

These limitations have motivated us to devise a scalable computer vision 

algorithm for estimating ground-level PM2.5 concentrations at a high spatiotemporal 

resolution by directly processing high-resolution and high-frequency satellite imagery 

using a deep learning approach. PlanetScope imagery is a valuable resource for this task, 

as it is a global-coverage, daily (near real-time updated), 3 m/pixel resolution, three or 

four-band (red-green-blue, near infrared), and free (to academic subscribers) satellite 

imagery dataset, which is distributed by the commercial satellite company Planet 

(https://www.planet.com/, last access: 4 September 2019) and collected from the 

company’s own PlanetScope constellation that consists of ~130 relatively low-cost micro-
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satellites called “Dove” (Cooley et al., 2017). Besides PlanetScope imagery, common 

meteorological conditions are also easy to acquire daily and globally. They have been used 

as auxiliary predictors in nearly all recent PM2.5 predictive models and have been shown 

helpful in predicting abrupt changes in PM2.5 (Wen et al., 2019). Recent studies have 

demonstrated the unmatched excellence of deep convolutional neural network (CNN) 

architectures in learning to comprehensively and independently extract useful image 

features from high-resolution satellite imagery to predict outcomes of interest such as 

household expenditure and wealth in Africa (Jean et al., 2016) and adult obesity 

prevalence in US (Maharana and Nsoesie, 2018) as well as to classify urban land use 

classes in Europe (Albert et al., 2017). We should mention that Hong et al. (2019) have 

attempted using CNN to predict PM2.5 at an annual temporal resolution and a coarse 

spatial resolution from Google Static Maps’ satellite images. However, unlike PlanetScope 

imagery, Google Static Maps have no time stamps and are only updated once every 

several years and therefore unfit for tasks such as monitoring or modelling PM2.5 which is 

highly temporally variable (Shin et al., 2019). Recent studies have also shown increasing 

applications of random forest (RF) regression (Breiman, 2001) in the air quality field, 

which outperforms various popular traditional and machine learning regression 

approaches and has provided dramatic improvements in tasks that involve modelling 

elusive and complex relationships and predictor variables interactions, such as low-cost 
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air quality sensor calibration (Zimmerman et al., 2018; Malings et al., 2019) and PM2.5 

prediction (Huang et al., 2018; Li et al., 2018a). 

As such, we propose a CNN-RF pipeline, where a deep CNN is used to process 

the PlanetScope imagery by extracting features that characterize the day-to-day dynamic 

changes in the built environment and more importantly the image colors related to AOD, 

and an RF regressor is used to model nonparametrically the association between PM2.5 

and the extracted image features along with meteorological conditions. We conducted the 

experiment in Beijing over a period of ~3 years from 2017 to 2019, for which both daily 

PlanetScope imagery and PM2.5 observations of wide-ranging landscapes were abundant. 

Benefitting from the direct satellite imagery processing, our approach can estimate PM2.5 

at a much finer spatial resolution (e.g., 200 m) than most existing satellite-based estimate 

methods. Our approach is useful for a broad spectrum of scientific studies, from 

epidemiological studies of the health effects of PM2.5, fusion of satellite remote sensing 

and low-cost air quality sensor network information, to PM2.5 hotspot identification. 

3.2 Materials and methods 

3.2.1 Ground-level PM2.5 data 

Beijing, China is an ideal test bed for validating our approach because its PM2.5 

levels are high, variable, and dominated by regional sources (Tao et al., 2016), and the 

area is abundant with a total of 35 regulatory AQM stations including 12 urban, 11 

suburban, 7 background, and 5 roadside stations that are maintained by the Beijing 
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Municipal Bureau of Environmental Protection. Figure 3.1 shows the distribution of these 

35 stations and Table 3.1 provides the names of these stations along with their 

corresponding coordinates and types. We acquired the 1 h PM2.5 mass concentration 

measurements of these 35 stations from January 1, 2017 to July 20, 2019. PM2.5 

measurements were not collected before 2017 when the PlanetScope satellite constellation 

was in the early stage of deployment and not working at full capacity (Cooley et al., 2017), 

and therefore the availability of satellite images was limited, and consequently the 

resulting image-PM2.5 pairs were limited. We further averaged the hourly PM2.5 

observations to daily resolution as this study’s outcome of interest to be predicted by the 

daily satellite imagery. We should note that technically satellite images were taken at a 

specific time of the day and might be considered corresponding to the specific hourly 

PM2.5 better. However, 1 h aggregated PM2.5 measurements reported by even the 

regulatory instruments (tapered element oscillating microbalance (TEOM) in this case) are 

still much nosier than 24 h aggregated values and therefore less suitable for prediction 

targets. To reduce the bias in daily PM2.5 estimation, only the days with at least 18 hourly 

observations were included. The percentage completeness of daily PM2.5 measurements 

for each of the 35 stations over the entire study period can be found in Table 3.1, ranging 

from 27 to 94% and averaging 89 ± 11%. 
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Figure 3.1: Locations of the 35 AQM stations in Beijing, including 12 urban 
stations (red dots, numbered 1-12), 11 suburban stations (green squares, numbered 13-
23), 7 background stations (blue hexagons, numbered 24-30), and 5 roadside stations 

(yellow stars, numbered 31-35). 
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Table 3.1: The number, name, longitude, latitude, type, mean of PM2.5 

concentrations over the entire sampling period (i.e., from January 1, 2017 to July 20, 
2019), percentage daily data completeness, and number of satellite image-PM2.5 pairs 

for each of the 35 AQM stations in Beijing. 

Number Sites Long Lat Type Mean of true PM2.5 

(µg m-3) 
Daily PM2.5  

data completeness Number of image-PM2.5 pairs 

1 Dongsi, 东四 116.417 39.929 Urban 56.1 92% 369 

2 Temple of Heaven, 天坛 116.407 39.886 Urban 53.5 92% 363 

3 Guanyuan, 官园 116.339 39.929 Urban 53.3 92% 381 

4 Wanshou Palace, 万寿西宫 116.352 39.878 Urban 55.8 92% 360 

5 Olympic Sports Center, 奥体中心 116.397 39.982 Urban 53.0 93% 361 

6 Nongzhanguan, 农展馆 116.461 39.937 Urban 54.2 93% 363 

7 Wanliu, 万柳 116.287 39.987 Urban 51.6 92% 354 

8 New North Zone, 北部新区 116.174 40.090 Urban 51.2 91% 406 

9 Botanical Garden, 植物园 116.207 40.002 Urban 54.6 27% 101 

10 Fengtai Garden, 丰台花园 116.279 39.863 Urban 58.5 92% 346 

11 Yungang, 云岗 116.146 39.824 Urban 52.6 92% 368 

12 Gucheng, 古城 116.184 39.914 Urban 56.2 93% 378 

13 Fangshan, 房山 116.136 39.742 Suburban 56.8 93% 425 

14 Daxing, 大兴 116.404 39.718 Suburban 56.8 92% 422 

15 Yizhou, 亦庄 116.506 39.795 Suburban 56.3 92% 388 

16 Tongzhou, 通州 116.663 39.886 Suburban 59.6 87% 341 

17 Shunyi, 顺义 116.655 40.127 Suburban 52.2 93% 429 

18 Changping, 昌平 116.230 40.217 Suburban 47.0 93% 420 

19 Mentougou, 门头沟 116.106 39.937 Suburban 50.8 93% 352 

20 Pinggu, 平谷 117.100 40.143 Suburban 52.5 92% 407 

21 Huairou, 怀柔 116.628 40.328 Suburban 45.1 93% 406 

22 Miyun, 密云 116.832 40.370 Suburban 46.9 93% 401 

23 Yanqing, 延庆 115.972 40.453 Suburban 47.7 91% 439 

24 Dingling, 定陵 116.220 40.292 Background 43.1 94% 362 

25 Badaling, 八达岭 115.988 40.365 Background 46.0 93% 430 

26 Miyun Reservoir, 密云水库 116.911 40.499 Background 40.9 90% 395 

27 Donggaocun, 东高村 117.120 40.100 Background 53.9 88% 378 

28 Yongledian, 永乐店 116.783 39.712 Background 69.5 92% 351 

29 Yufa, 榆垡 116.300 39.520 Background 69.3 89% 381 

30 Liulihe, 琉璃河 116.000 39.580 Background 74.0 81% 390 

31 Qianmen, 前门 116.395 39.899 Roadside 58.3 93% 371 

32 Yongdingmennei, 永定门内 116.394 39.876 Roadside 59.4 90% 364 

33 Xizhibeimen, 西直北门 116.349 39.954 Roadside 58.3 89% 376 

34 South 3rd Ring Road, 南三环 116.368 39.856 Roadside 59.7 82% 332 

35 East 4th Ring Road, 东四环 116.483 39.939 Roadside 56.7 83% 312 

 

3.2.2 Satellite imagery 

We used the PlanetScope three band (red-blue-green, RGB) scene visual product, 

which is distributed by the Planet Team (2018), for PM2.5 prediction. The product has a 
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ground spatial resolution of 3 m/pixel. We first defined our areas of interest (AOI) as the 

35 1 × 1 km square grid cells with each of the 35 AQM stations located at the geographical 

center of the square grid. The reason why we set the AOI as 1 × 1 km square is simply due 

to the fact that the current spatial resolutions of satellite-retrieved PM2.5 are largely at a 

comparatively coarse 1 km or greater resolution and therefore we are only interested in 

estimating PM2.5 at sub-km resolutions from satellite images of spatial coverages no bigger 

than 1 × 1 km. We then searched for all available images that intersect with our AOI, 

match our study date range, and have cloud coverages below 5%. As a first step proof of 

concept study, we constrained ourselves to only the images on approximately uncloudy 

days. Future studies will investigate the robustness of our approach to the addition of all 

cloudy images (i.e., images with cloudiness ranging from 5 to 100%). The estimation of 

percentage of cloudy images over the entire sampling period (i.e., from January 1, 2017 to 

July 20, 2019, in total 931 days) for each of the 35 AQM stations in Beijing is provided in 

Table 3.2. We then clipped all these images that meet our criteria to the corresponding 

AOI (i.e., only the image data within AOI were kept) before finally downloading them. 

These retrieved clipped images have a dimension of 334 × 334 pixels (i.e., square grid 

length of 1 km / spatial resolution of 3 m ≅ 334 pixels). They required further filtering 

since not all images fully intersected with our AOI. In this study, we only included those 

that contained at least 90% (area-wise) of our AOI before matching them to their 

corresponding stations’ daily PM2.5 observations. We obtained 13022 image-PM2.5 pairs in 
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total, equivalent to an average of one image every 2.5 days per site per year. The detailed 

number of image-PM2.5 pairs for each of the 35 stations can be found in Table 3.1. The 

number ranges from 101 to 439 and averages 372 ± 55. The outlier in the lower end (i.e., 

101 of station 9, Botanic Garden) was due to this station’s low daily PM2.5 completeness. 

Figure 3.2 shows an example satellite image for each of the 35 stations and demonstrates 

the wide-ranging landscapes of the area (even within the same station type) that can be 

captured in high resolution by the PlanetScope satellites. 

 

Figure 3.2: Example satellite image for each of the 35 AQM stations in Beijing. 
The site numbers are superimposed on the images. 1-12, 13-23, 24-30, and 31-35 are 

urban, suburban, background, and roadside stations, respectively. Note the stations 
are located at the geographical center of the images. 
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Table 3.2: The estimation of percentage of cloudy images (i.e., images with 
cloudiness larger than 5%) over the entire sampling period (i.e., from January 1, 2017 

to July 20, 2019, in total 931 days) for each of the 35 AQM stations in Beijing. 

Number Sites 
Percentage of cloudy images  

(i.e., images with cloudiness larger than 5%) 
1 Dongsi, 东四 57.7% 
2 Temple of Heaven, 天坛 58.1% 
3 Guanyuan, 官园 56.3% 
4 Wanshou Palace, 万寿西宫 59.1% 
5 Olympic Sports Center, 奥体中心 59.1% 
6 Nongzhanguan, 农展馆 58.1% 
7 Wanliu, 万柳 58.6% 
8 New North Zone, 北部新区 52.6% 
9 Botanical Garden, 植物园 56.1% 

10 Fengtai Garden, 丰台花园 60.3% 
11 Yungang, 云岗 58.0% 
12 Gucheng, 古城 56.5% 
13 Fangshan, 房山 51.8% 
14 Daxing, 大兴 51.8% 
15 Yizhou, 亦庄 55.6% 
16 Tongzhou, 通州 58.2% 
17 Shunyi, 顺义 50.9% 
18 Changping, 昌平 52.4% 
19 Mentougou, 门头沟 59.2% 
20 Pinggu, 平谷 52.8% 
21 Huairou, 怀柔 53.4% 
22 Miyun, 密云 54.0% 
23 Yanqing, 延庆 49.3% 
24 Dingling, 定陵 58.3% 
25 Badaling, 八达岭 51.1% 
26 Miyun Reservoir, 密云水库 51.5% 
27 Donggaocun, 东高村 53.7% 
28 Yongledian, 永乐店 59.5% 
29 Yufa, 榆垡 54.9% 
30 Liulihe, 琉璃河 49.8% 
31 Qianmen, 前门 56.8% 
32 Yongdingmennei, 永定门内 57.4% 
33 Xizhibeimen, 西直北门 55.6% 
34 South 3rd Ring Road, 南三环 59.2% 
35 East 4th Ring Road, 东四环 60.2% 
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3.2.3 Meteorological data 

Meteorological conditions can also govern the variations of the ground-level PM2.5 

concentrations. Common meteorological conditions are easy to acquire daily and globally. 

They have been used as auxiliary predictors in nearly all recent PM2.5 predictive models 

and have been shown helpful in predicting abrupt changes in PM2.5 (Wen et al., 2019). The 

meteorological data used in this study are daily-averaged temperature (T), relative 

humidity (RH), wind speed (WS), and sea level pressure (SLP) measurements from the 

Beijing Nanyuan Airport. These meteorological data were retrieved from Weather 

Underground (i.e., in Daily Observation Table from 

https://www.wunderground.com/history/daily/cn/beijing/ZBNY/date/2017-1-1, last 

access: September 1, 2019). The daily meteorological record completeness was 100% over 

the entire study period. On each individual day, all 35 AQM stations are matched with 

the same meteorological record from Beijing Nanyuan Airport. We should mention that 

unlike studies such as Sun et al. (2019), we did not include visibility as one of our model 

predictors. Visibility is a “luxury” meteorological parameter that has very limited 

availability. Models without requiring visibility as an input predictor variable are 

therefore applicable to wider geographical areas, which is comparatively more desirable 

than a slight decrease in the prediction error by including visibility. 
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3.2.4 CNN-RF pipeline 

“CNN off-the-shelf features” (Razavian et al, 2014) are image features extracted 

from one of the final layers of some deep state-of-the-art CNNs such as VGG (Simonyan 

and Zisserman, 2014), ResNet (He et al., 2015), and Inception (Szegedy et al., 2016) that 

were pretrained on ~1.3 million images from the ImageNet dataset (Russakovsky et al., 

2015) for the task of classifying images into 1000 object classes. These features used as 

inputs to simple machine learning algorithms (e.g., SVM) have shown potential to 

generalize effectively by yielding comparably superior results in not only new computer 

vision tasks with new datasets that are about the same as the original task for which the 

CNN was initially trained but also new ones that are drastically different from the original 

task (Razavian et al, 2014; Simonyan and Zisserman, 2014). Recent various applications of 

CNN to high-resolution satellite imagery closely followed this transfer learning ideology 

(Jean et al., 2016; Albert et al., 2017; Maharana and Nsoesie, 2018). 

Our approach is in a similar vein. During the first stage of our pipeline building, 

we transferred, modified, and fine-tuned a state-of-the-art CNN architecture (i.e., VGG16 

developed by Simonyan and Zisserman (2014)) as the satellite image features extractor 

using our collected ~10,000+ image-PM2.5 pairs (see Sect. 3.2.4.1 for details). In the second 

stage, we further trained a machine learning algorithm (i.e., RF developed by Breiman 

(2001)) to estimate PM2.5 from the satellite image features extracted by our fine-tuned VGG 
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network in the first stage in combination with the corresponding meteorological features 

(see Sect. 3.2.4.2 for details). 

3.2.4.1 First stage: Iterative VGG16 fine-tuning 

Figure 3.3a depicts and summarizes the relatively deep CNN architecture that we 

used in this study, which was slightly modified from the original VGG16 architecture. We 

only modified several upper layers of the original VGG16 network, which are after the 

convolutional (conv.) 13 weight layer in Fig. 3.3a, namely after the end of the original 

VGG16’s all conv. blocks. Originally, these upper layers consist of one max-pooling layer 

of size 7 × 7  × 512, one flattened max-pooling layer of size 25088, three fully-connected 

(FC) layers of sizes 4096, 4096, and 1000, and one soft-max output layer of size 1000 

specifically for the task of classifying the ImageNet images into 1000 object classes. To 

cater to our new PM2.5 prediction task, we replaced these upper layers with one global 

max-pooling layer of size 512, one FC layer of size 128 as the CNN-extracted image feature 

vector, and one FC layer of size 1 as the output of the CNN network which is the model-

predicted PM2.5. We downsized these upper layers and consequentially decreased the 

numbers of trainable parameters associated with these upper layers simply to prevent 

overfitting the network on our relatively small PM2.5-labeled satellite image dataset. This 

downsizing was majorly achieved through the global max-pooling operation. Global max-

pooling preserves only the maximum pixel value of each of the 512 feature maps (size: 14 

× 14) at the last conv. layer and forms a low-dimensional vector (size: 512), in contrast to 



 

77 

the original VGG’s concatenating all the pixels of the max-pooled feature maps of the last 

conv. layer (size: 7 × 7 × 512) into a very high-dimensional vector (size: 25088). Global 

max-pooling also lends our network the flexibility to take in satellite images of any spatial 

scales without having to convert all the FC layers to conv. layers. This enables us to 

investigate how sensitive our model is to the size (or spatial coverage) of the input satellite 

imagery in Sect. 3.3.3. In total, our modified network consists of 13 conv. (weight), four 

max-pooling, one global max-pooling, and two FC (weight) layers. The conv. blocks of 

VGG were configured to double the number of channels of the conv. layers (starting from 

64 but only up to 512) every time the size of feature maps halves through the max-pooling 

operation. All conv. weight layers use small-size 3 × 3 convolution filters with size 1 stride 

and “same” padding (to preserve the spatial resolution of the feature maps), and are 

equipped with Rectified Linear Units (ReLUs (Krizhevsky, 2012)) function to nonlinearly 

activate all conv. hidden layers. All max-pooling operations are performed over a window 

of 2 × 2 pixels with size 2 stride and “same” padding (to lower the spatial resolution of 

the feature maps by one half). The first FC layer is an intermediate hidden vector of the 

network (also functioning as the image feature vector) and is activated by ReLU, while 

the second FC layer is the output of the network (predicting PM2.5) and is therefore not 

activated. 
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Figure 3.3: The network architectures for a) training CNN to learn to extract 
useful features from satellite images that best predict PM2.5 and b) training RF 

regressor to predict PM2.5 from the 128 satellite image features extracted by the trained 
CNN along with the four meteorological features including temperature (T), relative 
humidity (RH), wind speed (WS), and sea-level pressure (SLP). Notations such as 224 
× 224 × 3 indicate image size × image size × channel number. The visualization of RF 

was adapted from Malof et al. (2016). 

In this study, we employed a top-down iterative approach for fine-tuning the 

transferred and modified VGG network. We first trained only the modified upper weight 

layers (i.e., the two FC layers with 65,793 trainable parameters in total) by “freezing” 
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(meaning: keeping unchanged) the (original ImageNet) weights of the remaining layers 

which were directly copied from the original VGG16 network during training. After 

training the upper FC layers on our target task, we proceeded down the network to further 

fine-tune the last three conv. weight layers (each involves 2,359,808 trainable parameters), 

namely conv.13, 12, and 11, one at a time in that order, by freezing the weights of all but 

the one conv. layer to be trained in that round of training. For each round of training, the 

weights of any frozen layers that had already been fine-tuned previously were fixed at the 

fine-tuned weights. Otherwise, the weights of the frozen layers were fixed at the original 

VGG16 ImageNet weights. The weights of the trainable conv. layer in each round were 

initialized with the original VGG16 ImageNet weights and were fine-tuned to our new 

PM2.5 prediction task through the backpropagation of the network’s PM2.5 prediction 

errors into this conv. layer. The reasoning behind our specific training approach is 

twofold. First, our relatively small PM2.5-labeled satellite image dataset constrains us from 

unfreezing and fine-tuning too many weights at one go without overfitting, which 

explains the iterative nature of our training approach. Second, image features computed 

and extracted by lower-level conv. layers’ filters are general features that are common to 

all computer vision tasks while only those extracted by higher-level conv. layers’ filters 

are specific to a new target task (Yosinski et al., 2014). This explains our decision to only 

fine-tune the several upper layers of the transferred network. In this study, we restricted 

ourselves down to only the conv.11 weight layer (i.e., finishing fine-tuning the last 
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convolution block of the network). This decision helped avoid not only excessive 

computational cost and training time but also separate fine-tunings of the network’s 

middle layers which can do the PM2.5 prediction performance disservice due to possible 

fragile co-adaptation between successive middle layers (Yosinski et al., 2014). We 

demonstrate that the satellite image features extracted by a transferred deep CNN with 

modified and fine-tuned upper layers can generalize significantly better and be more 

powerful in PM2.5 prediction than the image features extracted by either a deep “off-the-

shelf CNN” without any fine-tuning or a shallow CNN trained from scratch in Sect. 3.3.1. 

Prior to training, we resized all our images to 224 ×  224 pixels which is the 

standard size of input images to VGG networks. This size is equivalent to ~670 × 670 m 

spatial coverage for the PlanetScope satellite imagery. Following the original image 

preprocessing step used by Simonyan and Zisserman (2014) to train VGG networks, we 

subtracted the mean RGB value of the original ImageNet training set (i.e., 123.68, 116.779, 

and 103.939 for R, G, and B channels, respectively) from each pixel of all our images. 

During training, 13022 image-PM2.5 pairs were randomly divided into ~80% and ~20% 

splits for training (10400 pairs) and test (2622 pairs) sets, respectively. The network was 

trained to minimize mean squared error (MSE) between VGG-predicted and true PM2.5 

using an Adam optimization algorithm (Kingma and Ba, 2014) on mini-batches of the 

training samples. We used Adam’s default settings (i.e., 𝛼 =	0.001, 𝛽! = 0.9, 𝛽( = 0.999, 

𝜖 =	10-8) and mini-batches of size 100. The upper FC, conv.12, and conv.13 layers were 
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trained over ~60 epochs (equivalent to ~13022 × 60 × 80% ÷ 100 = 6250 iterations of mini-

batches), but the conv.11 layer was trained over only ~20 epochs to avoid overfine-tuning 

on the relatively lower conv. layer. We artificially enlarged our training image dataset by 

employing a set of simple data augmentation techniques to the input images including 

random horizontal and vertical flipping, random rotation up to 30 degrees in either 

direction, random zooming in and out up to 50%, and random horizontal and vertical 

shifting up to 10% of the width and height of the images, respectively, with the pixels 

outside the boundary of the input images filled by a reflect mode (i.e., 

abcddcba|abcd|dcbaabcd) for all the techniques. This set of data augmentation 

techniques was found to help generalize the image features better by reducing the 

prediction error of RF regressor (in stage two) by 1 to 2%. We also used dropout 

regularization (Hinton et al., 2012; Srivastava et al., 2014) with a dropout ratio of 0.5 on 

both the global max-pooling layer’s 512-way vector and the 128-way image feature vector. 

This dropout regularizor randomly, temporarily, and independently removes each unit 

of the vectors (along with its connections) with a probability of 0.5 every time an input 

image is presented at training time. That is to say, dropout essentially samples a different 

network architecture every time a new input image is given, but all the randomly sampled 

networks share the weights (Krizhevsky, 2012). Therefore, dropout significantly reduces 

co-adaptations of nodes and forces each node to be useful and robust on its own without 

having to rely on other nodes to offset its mistakes (Srivastava et al., 2014). Dropout 
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drastically improved the generalization performance of our image features. For each 

round of training (except for the last round of fine-tuning on the conv.11 weight layer), 

the best weights were determined to be the ones that resulted in the least MSE between 

the CNN-predicted and true PM2.5, on the test set at the end of an epoch. We should state 

that selecting the best weights for the FC, conv.12, and conv.13 layers based on the CNN 

performance (rather than the second stage’s RF performance) on the test set (rather than 

on an independent validation set) was because of practicality. Specifically, the 

computational cost would be unreasonably high if one were to 5-fold-cross-validate all 

the 60 epochs’ weight parameters from each of the first three rounds of fine-tuning on the 

training set for the second stage’s RF regressor and the relatively small PM2.5-labeled 

satellite image dataset precluded us from creating an independent validation set that is as 

large as the test set but without drastically reducing the size of training set. We aim to 

collect more data in the future and create a separate validation set to further improve the 

rigor of our CNN weights selection methodology. For the last round of training, the best 

weights were determined to be the ones at the end of an epoch that yielded the smallest 

5-fold-cross-validation (CV)-averaged MSE on the training set for the RF regressor in the 

second stage of the pipeline. 

3.2.4.2 Second stage: RF training 

In this study, we did not use fine-tuned CNN alone to directly predict PM2.5 

because CNN is known to have difficulty in combining multimodality data (i.e., data from 
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different sources, such as image data and meteorological data in this study). Therefore, 

we included a second stage training of a RF to predict PM2.5 from the satellite image 

features extracted by our fine-tuned VGG network along with meteorological variables. 

Once we have finished training the CNN network to learn to encode the satellite imagery 

into a vector of image features that best inform about ground-level PM2.5, we forward-

passed all 13022 images through the trained CNN and collected the 128-dimensional 

image feature vector for each image from the second FC layer, as illustrated in Fig. 3.3b. 

Figure 3.4 shows that our CNN was effectively trained in that it is capable of 

differentiating between classes of environments, such as separating green covers from 

buildings (Figs. 3.4a-c), water from buildings (Figs. 3.4d-i), roads from buildings (Figs. 

3.4j-l), and water from land (Figs. 3.4m-o) based on the visualization of the CNN’s 

convolution feature maps (from the second conv. layer). We then concatenated each 

image’s four corresponding meteorological features, including temperature (T), relative 

humidity (RH), wind speed (WS), and sea-level pressure (SLP), to its image features and 

obtained a 132-way feature vector that contains both image and meteorological 

information. The 132 features from these combined feature vectors of the images were 

then standardized (i.e., each individual feature was standardized to have a zero mean and 

a unit variance) before being used to train an RF regressor (Breiman, 2001) to predict the 

corresponding ground truth PM2.5 levels, as illustrated in Fig. 3.3b. RF algorithm was 

chosen in this study because of two primary reasons. First, it can nonparametrically model 
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the elusive and complex non-linear relationship between input (image and 

meteorological) features and PM2.5 as well as the intricate interactions among input 

features. Second, it makes the final PM2.5 prediction on a given feature vector by 

aggregating the predictions from an ensemble of independent base decision trees, each of 

which was built using randomly bootstrapped feature vector samples from the training 

set at the training stage. Such an ensemble method can significantly reduce the prediction 

errors. Hyperparameters tuning is critical for RF’s performance. We used a 5-fold CV to 

tune three major parameters on the same training set as the one used in stage one’s VGG 

fine-tuning, which are the number of trees in the forest (N), the minimum number of 

samples required to be at a leaf node (n), and the number of input features to consider 

when splitting data at a decision node (m). We searched a grid of parameter settings for 

parameter optimization with N in [300, 400, 500], n in [1, 2, 3, 5], and m in [132 (all 

features), √132 ≈ 12]. The optimal parameters are 500, 1, and 132 for N, n, and m, 

respectively, which together minimized the 5-fold-CV-averaged MSE. The reason why 

an m of all 132 input features outperformed an m of a random subset of features (e.g., 

√132 , which is a more conventional setting) is discussed in Sect. 3.3.1. After the 

hyperparameters tuning, we fit an RF regressor to the entire training set using the optimal 

parameters and obtained our trained RF model. 
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Figure 3.4: Visualization of the example satellite images (left column) and the 
corresponding two representative CNN convolution feature maps (middle and right 

columns) selected from all 64 feature maps at the second convolutional layer (i.e., 
conv.2 in Fig. 3.3) when forward-passing these example satellite images through the 
trained CNN. Specifically, images a)-c), d)-f), g)-i), j)-l), and m)-o) illustrate that the 

trained CNN is able to differentiate green covers from buildings, water from 
buildings, water from buildings, roads from buildings, and water from land, 

respectively. 

3.2.4.3 CNN-RF model evaluation 

Once we have finished training both the CNN network and the RF regressor, we 

evaluated the entire CNN-RF model’s PM2.5 estimation performance on the test set (i.e., 

the random 2622 holdout image-PM2.5 pairs). The evaluation was done by first forward-
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passing all 2622 test images through the trained CNN-RF model (as illustrated in Fig. 3.3b) 

and then comparing the CNN-RF model-predicted PM2.5 to the ground truth values based 

on metrics of Pearson correlation coefficients (r), Spearman rank-order r, root mean square 

error (RMSE), mean absolute error (MAE), normalized RMSE (NRMSE), and normalized 

MAE (NMAE). The latter four metrics are defined by Eqs. (3.1)-(3.4). It is worth noting 

that Spearman rank-order r is a nonparametric rank statistic that measures how strong 

two variables are monotonically (rather than linearly) associated (Hauke and Kossowski, 

2011). Unlike Pearson r, Spearman r requires no specific distribution on the 

measurements. This advantage of Spearman r makes it a more convincing correlation 

metric, particularly when distributions of measurements render Pearson r undesirable or 

misleading, such as a heavily right-skewed distribution of the PM2.5 measurements in this 

study (Hauke and Kossowski, 2011). Additionally, we reported both RMSE (and NRMSE) 

and MAE (and NMAE) as the errors (and percent errors) of our model even though our 

model was trained to minimize only MSE. This is because RMSE is more influenced by 

outliers than MAE, and by doing this, we make sure that we do not completely ignore the 

effect of outliers on our model performance but at the same time we do not let the 

performance be misrepresented due to potential outliers either.  

𝑅𝑀𝑆𝐸 = s!
k
‖𝒚 − 𝒚u‖((         (3.1) 

𝑀𝐴𝐸 = !
k
‖𝒚 − 𝒚u‖!         (3.2) 

𝑁𝑅𝑀𝑆𝐸 = lmno
pq0-	rm#.%	st-s.		#-	$q'$	'q$

       (3.3) 
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𝑁𝑀𝐴𝐸 = m<o
pq0-	rm#.%	st-s.		#-	$q'$	'q$

       (3.4) 

where 𝒚, 𝒚u, and N are the true, model-predicted ground-level PM2.5 concentrations, and 

the number of samples in the test set, respectively. 

3.3 Results and discussion 

3.3.1 Prediction performance 

While the mean PM2.5 concentrations over the entire sampling period showed 

relatively little spatial variation across the 35 stations, averaging 54.6 µg m-3 (SD: 6.9 µg m-

3, range: 40.9–74.0 µg m-3, see Table 3.1), the daily PM2.5 levels had strong temporal 

variations over a year for all the stations with an average SD of 49.0 µg m-3, ranging from 

37.8 µg m-3 to 63.4 µg m-3, indicating the inherent difficulty of predicting daily PM2.5. The 

13022 available daily PM2.5–image pairs had an average PM2.5 level of 43.0 µg m-3 (SD: 42.1 

µg m-3, range: 2.4–523.1 µg m-3), which was lower than that of the full PM2.5 records. The 

PM2.5 concentrations of the training set of the 13022 available PM2.5–image pairs averaged 

43.1 µg m-3 (SD: 41.9 µg m-3, range: 2.4–523.1 µg m-3). The PM2.5 of the test set had 

comparable summarized statistics to the training set, averaging 42.7 µg m-3 (SD: 42.9 µg 

m-3, range: 2.7–456.0 µg m-3). 

Figure 3.5a presents the PM2.5 prediction performance of the “best” CNN-RF 

model at 670 m resolution (i.e., the model with the optimal CNN layer weights and RF 

hyperparameters given satellite images of size 670 m × 670 m) across a randomly-shuffled 

5-fold CV on the Beijing training dataset (i.e., the 10400 image-PM2.5 pairs). Spearman r, 
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Pearson r, MAE, NMAE, RMSE, and NRMSE, across the 5 folds averaged 0.90±0.00, 

0.89±0.01, 10.8±0.2 µg m-3, 25.0±0.4%, 18.7±0.8 µg m-3, 43.3±1.7%, respectively. These 5-fold-

CV-averaged results were similar to the performance of the “best” CNN-RF model on the 

Beijing test dataset (i.e., the 2622 image-PM2.5 pairs) as shown in Fig. 3.5b with Spearman 

r, Pearson r, MAE, NMAE, RMSE, and NRMSE of 0.90, 0.90, 10.5 µg m-3, 24.6%, 19.1 µg m-

3, 44.7%, respectively.  

 

Figure 3.5: a) PM2.5 prediction performance of the “best” CNN-RF model across 
a randomly-shuffled 5-fold CV on the Beijing 35 AQM stations training dataset; and 
Log-log scatterplots of the PM2.5 concentrations predicted from the “best” CNN-RF 

model against true PM2.5 concentrations for b) Beijing 35 AQM stations test dataset, c) 
holdout US Embassy, Beijing dataset that was not used for either CNN-RF training or 

testing, d) Shanghai 10 AQM stations dataset without re-training the CNN or RF 
regressor, and e) Shanghai 10 AQM stations dataset with only the RF regressor but 
not the CNN being re-trained. Note that in a) the blue and orange bars indicate the 

training and test sets, respectively, for each fold of CV; and in b)-e) the black dashed 
lines are the 1:1 lines. 

d

b c
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It is critical to examine how well our model generalizes to locations where no 

training samples are taken within the geographical area that the model was trained on. 

We therefore applied the “best” CNN-RF model to the images of the “out-of-bag” 

station—US Embassy in Beijing. “Out-of-bag” station means the station that was not used 

for the model training. Figure 3.5c shows that our model yielded comparably accurate 

PM2.5 prediction for this “out-of-bag” station in Beijing with Spearman r, Pearson r, MAE, 

NMAE, RMSE, and NRMSE of 0.93, 0.93, 8.0 µg m-3, 19.7%, 16.3 µg m-3, 40.2%, 

respectively. This heartening result implies that our model has the ability to accurately 

predict PM2.5 even for the locations within the geographical area where no imagery are 

sampled to train the model, and is therefore capable of characterizing the spatial 

distribution of PM2.5. 

We also compared the PM2.5 prediction performance of our transferred VGG16 

model with modified and fine-tuned upper layers at 670 m spatial resolution to two 

alternative models—the original VGG16 pretrained on the ImageNet dataset without any 

modification or fine-tuning (the image feature vectors were extracted from its first FC 

layer of size 4096) and a shallow version of VGG with a simple architecture (shown in Fig. 

3.6) trained from scratch. Our current transferred, modified, and fine-tuned VGG16 model 

outperformed both alternatives (and particularly the original VGG16 without any 

modification or fine-tuning by a significant margin), which is in line with our expectation. 

The original full VGG16 reported Spearman r, Pearson r, MAE, NMAE, RMSE, and 
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NRMSE of 0.82, 0.83, 14.9 µg m-3, 34.9%, 24.2 µg m-3, 56.7%, respectively, and the shallow 

VGG reported 0.88, 0.89, 11.9 µg m-3, 27.9%, 20.1 µg m-3, 47.1%, respectively. The 

superiority of the transferred and fine-tuned VGG16 over the original VGG16 pretrained 

on the ImageNet dataset strongly suggests that architectures pretrained on datasets from 

a different domain for a different task should always be retrained on the current problem 

of interest even with a relatively small training dataset. The edge of the transferred and 

fine-tuned VGG16 over the shallow VGG, on the other hand, reiterates the fact that the 

transferring features from a deep CNN architecture have a better generalization 

performance over the features from a shallow architecture. Overall, the comparison of the 

PM2.5 prediction performance between the three potential architectures indicates that 

transferred deep CNN architectures with modifications and fine-tuning should be 

considered as the primary candidate (whenever possible) for (at least) the task of 

predicting ground-level PM2.5 from satellite images. 
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Figure 3.6: The network architectures for a) training a shallow version of the 
full VGG architecture from scratch to learn to extract useful features from satellite 
images that best predict PM2.5 and b) training RF regressor to predict PM2.5 from the 

128 image features extracted by the trained shallow VGG along with the four 
meteorological features including temperature (T), relative humidity (RH), wind 

speed (WS), and sea-level pressure (SLP). Notations such as 224 × 224 × 3 indicate 
image size × image size × channel number. The visualization of RF was adapted from 

Malof et al. (2016). 

We further broke down the PM2.5 prediction performance of the “best” CNN-RF 

model at 670 m resolution by season and station type in Table 3.3. First, our model 

performed better in spring and fall than in summer and winter. As shown in Table 3.3, 

while the MAEs of the four seasons were comparable, the summer’s NMAE (31.0%) was 

significantly higher than the spring’s NMAE (19.1%) with the fall and winter’s NMAEs 
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(26.8% and 27.2%, respectively) in the middle. This trend can be explained by the fact that 

spring and summer in Beijing had the highest and the lowest mean PM2.5 (51.6 µg m-3 and 

32.0 µg m-3) over the sampling period among the four seasons, respectively. In contrast, 

winter saw both considerably higher RMSE (25.2 µg m-3) and NRMSE (56.3%) than the 

rest of the three seasons. This pattern implicates that more ground-level PM2.5 outliers 

existed during the winter season given that winter’s MAE and NMAE were normal in 

comparison to the MAEs and NMAEs of the other seasons. Second, our model predicted 

ground-level PM2.5 more accurately for the urban and roadside stations than for the 

suburban and particularly background ones, based on all four metrics (i.e., MAE, RMSE, 

NMAE, and NRMSE) in Table 3.3. This is attributable to the fact that the urban and 

roadside stations had significantly smaller intra-station variations in PM2.5 (SD: 2.0 and 1.1 

µg m-3, respectively) than the suburban and particularly background ones (SD: 4.7 and 

13.0 µg m-3, respectively) in Beijing. Prediction model performances can be less 

satisfactory when AQM stations’ measurements are abruptly different from one another 

as prediction models can no longer effectively take advantage of the spatial 

autocorrelations among stations under such a circumstance (Zheng et al., 2019). We also 

computed the mean total sum of squares within (MSSW) and between (MSSB) stations in 

terms of normalized absolute error in model’s predicted PM2.5. The MSSW (34%) was 

roughly one sixth of the MSSB (186%), indicating that our model performed better 
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longitudinally than cross-sectionally. In other words, our model performed better on 

average over time for a single station than at a certain time point across all the stations. 

Table 3.3: The CNN-RF prediction errors (i.e., MAE, RMSE, NMAE, and 
NRMSE) on the Beijing test dataset with respect to seasons and station types. 

    Mean of true PM2.5 

(µg m-3) 
MAE 

(µg m-3) 
RMSE 

(µg m-3) NMAE NRMSE 

Seasons 

Spring 51.6 9.9 16.2 19.1% 31.4% 
Summer 32.0 9.9 14.1 31.0% 44.0% 

Fall 33.9 9.1 14.5 26.8% 42.7% 
Winter 44.8 12.2 25.2 27.2% 56.3% 

Station types 

Urban 41.7 8.0 13.1 19.2% 31.4% 
Suburban 39.8 10.7 20.4 27.0% 51.4% 

Background 45.0 14.4 24.6 31.9% 54.8% 
Roadside 49.2 8.5 15.5 17.3% 31.5% 

 

We finally examined the relative importance of the 128 image features and four 

meteorological features to RF’s PM2.5 prediction. The importance of an input feature 𝑋p 

(i.e., 𝑋p is one of the 132 features) to predicting PM2.5 is measured as the total weighted 

variance impurity decreases for all nodes in our 500-tree forest where 𝑋p was used to split 

those nodes, further averaged over all 500 tress in the forest (Louppe et al., 2013). The 

importances of all input features sum to 1. Figure 3.7 shows the top-10 important features 

used by RF to predict ground-level PM2.5 concentrations in Beijing. Among these top-10 

predictor variables, image and meteorological features appear to be roughly equally 

important for RF to predict PM2.5 with RH and the 89th image feature (i.e., “Image_89”) 

being the two most prominent predictor variables. The following two observations can 

intuitively explain this finding. First, Figs. 3.8a–c illustrate that the satellite images are in 
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general faithful reflection of the PM2.5 levels, with images becoming less hazy or dusty as 

PM2.5 decreases. In this case, satellite images contain sufficient information for the model 

to distinguish between different levels of PM2.5. The prediction with only images , 

however, becomes infeasible in the second scenario (see Figs. 3.8d–f) when similarly hazy 

or dusty images can be mapped to drastically different PM2.5 levels, therefore requiring 

additional meteorological variables to possibly aid reconstructing the PM2.5 pollution 

mechanism on each individual day and to inform the model about the corresponding 

PM2.5 concentration (see the distinct meteorological conditions, in particular T and RH, 

associated with Figs. 3.8d-f in Table 3.4). These results imply that conventional 

meteorological information (which is easy to acquire) is likely a requisite for making 

accurate ground-level PM2.5 prediction. This indispensability of conventional 

meteorological information is also the exact reason why in RF when splitting data at a 

decision node, considering all 132 input features outperformed a random subset of 

features (e.g., √132, which is a more conventional setting). In fact, imagery on dusty and 

cloudy days share considerable similar characteristics. The stability of our model to dusty 

images bodes well for its potential stability to cloudy images, which will be demonstrated 

in our future studies. 
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Figure 3.7: Top-10 important image and meteorological features used by RF to 
predict ground-level PM2.5 concentrations in Beijing. The notation such as “Image_89” 

means the 89th of the 128 image features. Among these top-10 predictor variables, 
image and meteorological features appear to be roughly equally important for RF to 

predict PM2.5 with RH and the 89th image feature (i.e., “Image_89”) being the two most 
prominent predictor variables. 
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Figure 3.8: Example satellite images with the corresponding daily PM2.5 
concentrations being superimposed. a)-c) Images from different days at the station 
30 (Liulihe) that become less hazy or dusty as PM2.5 decreases; d)-f) similarly hazy or 

dusty images can be mapped to drastically different PM2.5 levels. 

 

Table 3.4: The corresponding stations, dates, PM2.5 levels, and meteorological 
conditions for Figs. 3.8d-e. 

  Station Date PM2.5 level 
(µg m-3) 

Temperature 
(°C) 

Relative humidity 
(µg m-3) 

Wind speed 
(mph) 

Sea level pressure 
(inch) 

Fig. 7d Fangshan (13) March 14, 2018 203 11 64 5.4 29.65 

Fig. 7e Fangshan (13) March 3, 2018 163 6 57 3.0 29.55 

Fig. 7f Yufa (29) March 7, 2018  52 0 52 2.8 30.25 

 

3.3.2 Transferability of model 

We next investigated how well our CNN-RF model trained on one geographical 

location transfers to another location. We applied our model trained on the Beijing dataset 
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to predicting 10 AQM stations’ ground-level PM2.5 concentrations in Shanghai (a similar 

urban area to Beijing). Without re-training either CNN or RF on the new Shanghai 

imagery dataset, our model still managed to predict much better than chance, but poorly 

compared to Beijing (as shown in Fig. 3.5d), with Spearman r, Pearson r, MAE, NMAE, 

RMSE, and NRMSE of 0.32, 0.23, 18.2 µg m-3, 44.5%, 26.0 µg m-3, 63.5%, respectively. 

However, after quickly re-training only RF at a low computational cost but not CNN on 

the new Shanghai dataset, our model regained its superior PM2.5 prediction performance 

(as shown in Fig. 3.5e) with Spearman r, Pearson r, MAE, NMAE, RMSE, and NRMSE of 

0.85, 0.85, 7.7 µg m-3, 18.6%, 10.8 µg m-3, 26.0%, respectively. The contrasting performances 

before and after retraining only RF but not CNN indicate that our model’s initial 

performance drop was because of the poor generalization performance of the RF due to 

the huge difference in the PM2.5 concentrations between Beijing (mean: 54.6 µg m-3, SD: 6.9 

µg m-3) and Shanghai (38.4 µg m-3, SD: 24.6 µg m-3) during the sampling period rather than 

the poor generalization performance of the CNN to a different geographical location. In 

fact, our trained CNN appeared to generalize rather well given the strong rebound of the 

prediction performance after the RF retraining. This experiment demonstrates that our 

approach can be easily transferable between geographical areas that bear similar built 

environment features, without the need to constantly re-train CNN (which is the only 

computational expensive step in using our algorithm). 
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3.3.3 Prediction performance as a function of satellite imagery size 

So far, we have only presented our model’s PM2.5 prediction performance by 

processing satellite images of size 224 × 224 pixels (equivalent to ~670 × 670 m spatial 

coverage). Our model defaults to this particular image size (i.e., 224 × 224 pixels) because 

it is the standard image size for nearly all common deep CNN models pretrained on the 

ImageNet dataset. Additionally, we also deemed that images of ~670 × 670 m spatial 

coverage should contain sufficient color and built environment information for our model 

to predict ground-level PM2.5 concentrations. Since it is desirable to produce PM2.5 

concentration maps at a spatial resolution as fine as possible, we proceeded to investigate 

roughly how small of a spatial coverage the input satellite images can go down to without 

significantly hurting our model’s PM2.5 prediction performance. We again trained our 

transferred and modified VGG16-RF model (see Fig. 3.3) on the same Beijing training 

dataset following the same procedures as described in Sect. 3.2.4, but cropped the input 

images to 500 × 500 m (~167 × 167 pixels), 200 × 200 m (~67 × 67 pixels), and 100 × 100 m 

(~33 × 33 pixels), respectively. To cope with the reduction in the amount of information 

in the images as their spatial coverage shrinks, we lowered the dimension of the image 

feature vector in the CNN accordingly from 128 for the images of 670 × 670 m to 100, 80, 

and 60 for the images of 500 × 500 m, 200 × 200 m, and 100 × 100 m, respectively. The 

training of CNN-RF was successful for the 500 × 500 m and the 200 × 200 m images, yet 

failed in the stages of fine-tuning the last two conv. layers of CNN for the 100 × 100 m 
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images due to insufficient pixel information. We therefore trained the shallow version of 

VGG (shown in Fig. 3.6) from scratch instead to predict PM2.5 from the 100 × 100 m 

images. The performances of these 500 m, 200 m, and 100 m models were evaluated on 

the same Beijing test dataset (with the images cropped to the corresponding sizes) and are 

summarized in Table 3.5. As the image size decreases, all six performance metrics improve 

at first until they reach the peak at around 200 m (with the best Spearman r, Pearson r, 

MAE, NMAE, RMSE, and NRMSE being 0.90, 0.91, 10.1 µg m-3, 23.7%, 17.6 µg m-3, 41.2%, 

respectively), and after which size the performance metrics decrease (e.g., Spearman r, 

Pearson r, MAE, NMAE, RMSE, and NRMSE at 100 m are 0.85, 0.88, 12.9 µg m-3, 30.2%, 

20.9 µg m-3, 48.9%, respectively). One plausible explanation for this trend is that higher-

dimensional image feature vectors derived from satellite images of spatial coverages 

larger than 200 × 200 m contain redundant information that can somehow mislead RF’s 

PM2.5 prediction. Conversely, images of spatial coverages considerably smaller than 200 

× 200 m (e.g., 100 × 100 m) neither contain a sufficient number of pixels to fine-tune a 

more powerful transferred deep CNN architecture (that has significantly more 

parameters) nor contain all the essential color or built environment information to be 

effectively encoded into an image feature vector for RF to accurately predict PM2.5. The 

200 m spatial resolution of ground-level PM2.5 estimates in this study is higher than the 

vast majority of existing state-of-the-art satellite-based PM2.5 retrieval methods. And our 

200 m model’s estimation performance is also at the high end of these state-of-the-art 
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methods (e.g., Kloog et al., 2014; Song et al., 2014; Bai et al., 2016; Di et al., 2016; Li et al., 

2017; Chen et al., 2018; Huang et al., 2018; Li et al., 2018a; Li et al., 2018b; Shen et al., 2018; 

Zhang et al., 2018; Chelani, 2019; Chen et al., 2019; Di et al., 2019; Xie et al., 2019; Xue et 

al., 2019; Yang et al., 2019; Yao et al., 2019). 

Table 3.5: The correlations (i.e., Spearman and Pearson r) between CNN-RF-
predicted PM2.5 and true PM2.5 concentrations and the errors (i.e., MAE, RMSE, 

NMAE, and NRMSE) in CNN-RF PM2.5 prediction for the Beijing test dataset with 
respect to various input image sizes. 

Image size Model 
Image feature  

vector dimension 
Spearman r Pearson r 

MAE 
(µg m-3) 

RMSE 
(µg m-3) 

NMAE NRMSE 

670 m Transferred and fine-tuned VGG16-RF 128 0.90 0.90 10.5 19.1 24.6% 44.7% 

500 m Transferred and fine-tuned VGG16-RF 100 0.90 0.90 10.2 18.7 23.9% 43.8% 

200 m Transferred and fine-tuned VGG16-RF 80 0.90 0.91 10.1 17.6 23.7% 41.2% 

100 m Shallow VGG trained from scratch-RF 128 0.85 0.88 12.9 20.9 30.2% 48.9% 

 

3.3.4 Future applications 

Since our model is capable of predicting ground-level PM2.5 accurately at a 200 m 

resolution, it is useful for a broad spectrum of scientific studies that can substantially 

benefit from highly spatially-resolved PM2.5. Such scientific studies range from 

epidemiological studies of the health effects of PM2.5, fusion of satellite remote sensing 

and low-cost air quality sensor network information, to PM2.5 hotspot identification. In 

this study, we highlight the potential application of our model in the latter two domains, 

namely information fusion and hotspot identification. 

Our model in this study was only trained on a relatively small set of ground-truth 

PM2.5-labelled satellite images because of the sparseness of the regulatory AQM stations. 
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Well-calibrated and carefully-sited dense low-cost particulate matter sensor network can 

substantially augment not only the size of the training and test imagery datasets but also 

the variety of built environment features and color schemes in the datasets, and is 

therefore expected to further lower our model’s error in predicting ground-level PM2.5. 

Then there is also a reasonable prospect that our model trained on the sensor network can 

fill in that network’s role if a time limit exists for the deployment of that network. 

Our model also holds great promise as the backbone of a PM2.5 hotspot detection 

algorithm. Figure 3.9 is an excellent example to showcase that our method indeed captures 

the significant spatial variation in ground-level PM2.5 concentrations across Beijing at an 

ultrahigh 200 m spatial resolution. Figure 3.9a shows the satellite image of Beijing on 

January 19, 2018. This day had a wide range and variation of PM2.5 across Beijing (i.e., 

range: 34.5–214.9 µg m-3; mean: 97.7 µg m-3; and SD: 41.7 µg m-3 based on the regulatory 

AQM stations) and tests how well our model performs over a wide range of PM2.5 values. 

The map of PM2.5 estimated by our 200 m spatial resolution model (see Fig. 3.9b) captures 

the true range of PM2.5 on this day. This PM2.5 map also demonstrates that our model 

knows the image well—as it recognizes the haze in the image and estimates the PM2.5 

concentrations of those hazy areas to be at the upper end of the true PM2.5 range on that 

day; it also recognizes the mountainous regions and the mountain tops are generally 

estimated to have PM2.5 concentrations at the lower end of the true PM2.5 range. Our 200 

m model’s good estimation performance is further supported by the scatterplot of the 
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available regulatory AQM stations’ true PM2.5 concentrations on that day against the 

corresponding model-estimated PM2.5 concentrations (see Fig. 3.9c). In comparison to the 

true PM2.5 concentrations, the model-estimated PM2.5 concentrations have Spearman r, 

Pearson r, MAE, NMAE, RMSE, and NRMSE of 0.98, 0.99, 10.4 µg m-3, 10.9%, 13.1 µg m-3, 

13.8%, respectively, which lends more credibility to the map of estimated PM2.5. The 

determination of all potential PM2.5 hotspots within a geographical location of interest 

(e.g., Beijing) can then be carried out by first screening all the historical satellite images of 

that target location of interest (e.g., Beijing) using our 200 m spatial resolution model and 

then analyzing the resulting time series of the estimated PM2.5 spatial maps. Credible 

hotspots are most likely the pixels that have approximately the highest estimated PM2.5 on 

most of the historical days. The application of our 200 m spatial resolution model to 

determining PM2.5 hotspots will be demonstrated in a future study. 
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Figure 3.9: a) Example satellite image of Beijing on January 19, 2018; b) the 
estimated PM2.5 concentrations for this satellite image at 200 m × 200 m grid cells 

using our 200 m spatial resolution model. Note that the edge of this PM2.5 prediction 
map was clipped to remove edge effects; and c) scatterplot of the available regulatory 
AQM stations’ true PM2.5 concentrations on this day against the corresponding PM2.5 
concentrations estimated by the 200 m spatial resolution model. Note that the black 

dashed line is the 1:1 line. 
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Chapter 4 : Local PM2.5 hotspot detector at 300 m 
resolution: a random forest-convolutional neural network 
joint model jointly trained on satellite images and 
meteorology 
4.1 Introduction 

Exposure to fine particulate matter (PM2.5, with a diameter of 2.5 µm and smaller) 

has wide-ranging adverse health effects on such as cardiovascular, cardiopulmonary, and 

respiratory wellness (Pope and Dockery, 2006). Exposure to higher levels of PM2.5 can lead 

to increased risks of mortality and loss of life expectancy mostly due to lower respiratory 

infections and non-communicable diseases such as ischemic heart disease, stroke, chronic 

obstructive pulmonary disease, lung cancer, diabetes, and cataract (e.g., Brook et al., 2010; 

Burnett et al., 2018; Di et al., 2017a; Di et al., 2017b; and India State-Level Disease Burden 

Initiative Air Pollution Collaborators, 2019). A recent study also suggests that a higher 

historical exposure to PM2.5 is in particular associated with a higher COVID-19 mortality 

rate (Wu et al., 2020). Despite being a major threat to human health, the intra-urban spatial 

gradients of PM2.5 are still not well understood due to the sparseness of rather costly 

regulatory air quality monitoring (AQM) stations, even in megacities. Downstream 

scientific applications such as hotspot detection at fine sub-km spatial resolutions take 

the brunt of this lack of highly spatially-resolved PM2.5 information.  

Satellite data have been most commonly resorted to for mapping PM2.5 at a high 

spatial resolution. With the help of the recent rapid advance in satellite sensors and rise 



 

105 

in computing power suitable for big data wrangling, a handful of satellite-based methods 

have succeeded in estimating ambient PM2.5 concentrations at sub-km levels with 

reasonably low retrieval uncertainties, such as between 500 m and 1 km (e.g., Bai et al., 

2016; Xie et al., 2019; and Yao et al., 2019) and below 500 m (e.g., Kloog et al., 2014; Zhang 

et al., 2018; Di et al., 2019; Yang et al., 2020; and Zheng et al., 2020). However, few of these 

studies took their fine-grain ambient PM2.5 estimates a step further and adapted them for 

an automated PM2.5 hotspot detector—a missed opportunity to inform decision makers 

about the main urban PM2.5 emission sources in a never-before-realizable fashion and to 

facilitate the effective formulation and implementation of commensurate policy 

interventions and prioritization of resources for combatting air pollution in 

megacities. There are a few notable exceptions: for instance, Zhang et al. (2018) 

managed to precisely identify the main PM2.5 emission sources and their contribution 

proportions at a 160 m resolution in Wuhan, China by leveraging the new 160 m aerosol 

optical depth (AOD) data retrieved by Chinese Gaofen-1 satellite; although only at a 

1 km resolution, the work by Bi et al. (2020) is worth mentioning in that they 

demonstrated how massive uncalibrated PM2.5 measurements from a large-scale 

PurpleAir low-cost sensor network can be creatively calibrated spatially, 

downweighed, and incorporated into a satellite AOD-based PM2.5 prediction system to 

help further boost prediction performance and locate four most-destructive wildfires as 

hotspots in 2018 in California. However, the PM2.5 hotspots identified in these studies are 
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all “global” hotspots that have the absolute highest PM2.5 levels in the whole study region. 

The “local” hotspots that have the highest PM2.5 levels only relative to their neighbors at 

a fine-scale community level were not studied. The PM2.5 gradients even between these 

local hotspots and coolspots within a community can still be rather large, which in turn 

can translate into a huge difference in the risks of mortality for people (and particularly 

those potentially vulnerable subgroups) even residing in the same community (Burnett et 

al., 2018; Di et al., 2017a; Di et al., 2017b).  

In light of the fact that little is known about local hotspots at a fine spatial 

resolution in megacities, we parlayed our previous success in estimating ground-level 

PM2.5 concentrations at a 200 m resolution (Zheng et al., 2020) into a local PM2.5 hotspot 

detector at a 300 m resolution in this study. Our previous PM2.5 prediction system (Zheng 

et al., 2020) is a deep convolutional neural network (CNN)-random forest (RF; (Breiman, 

2001)) sequential model that is fueled by meteorological conditions and daily 3 m/pixel 

resolution PlanetScope satellite imagery from Planet (https://www.planet.com/, last 

access: November 10, 2020). However, this previous CNN-RF sequential model, despite 

effectively capturing spatial variations, was found to yield higher average PM2.5 

prediction errors than its RF part alone using only meteorological conditions, most likely 

the result of CNN-RF sequential model being unable to fully use the information in 

satellite images in the presence of meteorological conditions. To break this bottleneck in 

PM2.5 prediction performance, this study reformulated the previous CNN-RF sequential 
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model into a RF-CNN joint model where the RF part uses only meteorological data to 

predict a PM2.5 baseline map on each day whereas the CNN part uses PlanetScope satellite 

imagery of a 300 × 300 m spatial coverage to fill in the PM2.5 residuals at a 300 m spatial 

resolution. The revamped RF-CNN joint model adopts a residual learning ideology (He 

et al., 2016) that forces the CNN part to most effectively exploit the information in satellite 

images that is only “orthogonal” to meteorology, thus yielding a better PM2.5 prediction 

performance than both the CNN-RF sequential model and the RF part alone using only 

meteorological conditions. A local contrast normalization (LCN) algorithm (Sage and 

Unser, 2003) follows downstream to further process the PM2.5 maps estimated by the RF-

CNN joint model so that local PM2.5 hotspots can be automatically revealed. 

We place an emphasis on the megacity Delhi in this study. Delhi is among the most 

PM2.5-polluted megacities of the globe according to the World Health Organization 

(WHO)’s ambient air pollution database update 2016 

(https://www.who.int/phe/health_topics/outdoorair/databases/cities/en/, last access: 

December 01, 2020). India, as a whole, has ~0.98 million deaths attributable to PM2.5 in 

2019, a large increase of ~6.5 µg m-3 in population-weighted annual average PM2.5 

exposure and a ~0.37 million deaths attributable to PM2.5 since 2010 (State of Global Air, 

2020). Health benefits gained from reductions in PM2.5 would be much more significant 

for countries such as India that have the highest PM2.5 levels (Burnett et al., 2018). Air 

quality mapping and hotspot analysis at a fine spatial resolution can put the air quality 
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states in megacities “under the microscope” and help governments and policy makers put 

the air pollution issues in megacities into a better perspective (Mahato et al., 2020), and is 

therefore the right path forward for particularly regions such as India. Here we first show 

that our proposed RF-CNN joint model can achieve equally low PM2.5 prediction errors at 

a 300 m spatial resolution for both Beijing and Delhi, which are the study areas of interest 

in our previous study (Zheng et al., 2020) and current one, respectively, that have 

drastically different PM pollution levels. We then provide insights into the local PM2.5 

hotspot patterns in Delhi by applying our proposed RF-CNN-LCN pipeline. We 

demonstrate that for megacities such as Delhi that is abundant with PM2.5 measurements 

from reference AQM stations, a simpler and scalable subsampling strategy to estimate 

local PM2.5 hotspots is plausible and favorable. At the end, we make sense of the local PM2.5 

hotspots and coolspots revealed by the RF-CNN-LCN pipeline in Delhi and we elucidate 

the possible disparity of long-term outdoor PM2.5-related mortality risks between people 

living in the local hotspots and coolspots within the same local communities. This work 

presents and highlights a prediction system that can be potentially informative about local 

PM2.5 hotspots at a 300 m resolution in heavily polluted megacities. This work reveals that 

there can be a huge health inequality arising from the environmental inequality in the 

long-term outdoor PM2.5 exposure within even the same local neighborhoods between 

local hotspots and coolspots, suggesting that more attention be paid to the populations in 
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local hotspots who can often be shadowed by those in global hotspots when planning 

actions to control air pollution in megacities. 

4.2 Materials and methods 

4.2.1 Ground-level PM2.5 data 

Daily ground-level PM2.5 concentrations from 51 available AQM stations in the 

National Capital Territory (NCT) of Delhi and its satellite cities including Gurgaon, 

Faridabad, Noida, Ghaziabad, Baghpat, Sonipat, and Bahadurgarh from January 1, 2018 

to June 30, 2020 were acquired to build a high-resolution PM2.5 hotspot detector for Delhi 

NCT (https://app.cpcbccr.com/ccr/#/caaqm-dashboard/caaqm-landing, last access: 

November 12, 2020). Detailed documentation of topographical, climatic, and air quality 

conditions and the local and regional sources that contribute to the air pollution in Delhi 

can be found in studies such as (Tiwari, 2002; Tiwari et al., 2015; Gorai et al., 2018; 

Chowdhury et al., 2019; and Zheng et al., 2019). The current study window was chosen to 

maximize the total number of available AQM stations because abundant new AQM 

stations in the study domain emerged since 2018 February. Figure 4.1 displays the 

distribution of these 51 stations. As can be seen in Figure 4.1, the 51 stations (except for 

the two stations with the highest and lowest mean PM2.5 which were reserved for the 

training set for the sake of good training quality) were randomly divided into a ~50%–

50% split or more precisely a 24–27 stations split as the respective datasets of training and 

test that have roughly comparable summary statistics for ground-truth ambient PM2.5 
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concentrations. Specifically, the PM2.5 of the training set averaged 103.8 µg m-3 (Std Dev: 

81.3 µg m-3, range: 0.0–928.3 µg m-3) and the test set averaged 105.2 µg m-3 (Std Dev: 78.1 

µg m-3, range: 5.3–985.0 µg m-3). The names of these stations along with their 

corresponding coordinates, categories (training or test), and means of ground-truth 

ambient PM2.5 concentrations over the sampling period can be found in Table 4.1. The 

approximately even split between training and test stations may appear to differ from the 

common practice (e.g., around 75%–25%), but is ideal for this study in that: 1) given that 

the dataset is large with a total of 51 stations but only about half of them is more than 

enough for training our model, increasing the number of holdout stations (for testing) to 

as high as possible will significantly improve our confidence in the estimation of our 

model’s average generalization/prediction performance on never-before-seen scenes, 

which is essential to generating both a pollutant concentration prediction map and a 

pollutant hotspot detection map; and 2) more holdout stations means more holdout 

samples on each sampling day, which gives us more power to fairly examine the model’s 

performance at a high daily temporal resolution, which in turn enables us to use only the 

days on which the model predicts PM2.5 most accurately for the holdout samples to detect 

PM2.5 hotspots, thus yielding a scalable (in both runtime and storage) hotspot detection 

algorithm. It is worth mentioning that algorithm scalability is very important here since 

we are dealing with the computation and the storage of large, high-resolution, and high-
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frequency satellite imagery over more than 2.5 years, it would be much less ideal if we 

had to rely on such images on all sampling days to uncover potential hotspots. 

 

Figure 4.1: Locations of the 51 AQM stations that had PM2.5 measurements 
during the period of January 1, 2018 to June 30, 2020 in Delhi and its satellite cities, of 

which 24 stations (orange squares) are used for training and 27 stations (teal dots) 
used for testing the RF-CNN joint model in this paper. 
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Table 4.1: The number, name, latitude, longitude, category (train or test), mean 
of PM2.5 concentrations, and number of satellite image-meteorology-PM2.5 triplets for 

each of the 51 AQM stations in Delhi. Note that the table is sorted based on each site’s 
mean PM2.5 concentrations in ascending order. 

Number Sites Lat Lon Category Mean of PM2.5 (µg 
m-3) 

Number of image-
meteorology-PM2.5 

triplets 
0 Murthal 29.02721 77.06208 train 62.2 392 
1 Arya_Nagar 28.67008 76.92541 train 68.8 387 
2 Pusa_IMD 28.63965 77.14626 test 78.3 711 
3 Shooting_Range 28.49857 77.26484 train 81.1 683 
4 Lodhi_Rd 28.59182 77.22731 train 81.8 718 
5 Aya_Nagar 28.47062 77.10993 test 84.1 740 
6 Sri_Aurobindo_Marg 28.53132 77.19015 test 86.5 572 
7 IGI_Airport_T3 28.56278 77.11801 train 86.8 733 
8 Indirapuram 28.64615 77.3581 train 88.9 361 
9 Najafgarh 28.57012 76.93374 train 90.8 655 

10 Knowledge_ParkV 28.55703 77.45365 train 91.7 240 
11 Patparganj 28.62364 77.28717 test 94.3 706 
12 Sector116 28.56921 77.39384 test 94.5 224 
13 Sector1 28.5898 77.3101 test 94.6 247 

14 Major_Dhyan_Chand_National_S
tadium 28.61128 77.23773 test 94.9 720 

15 Sector62 28.62455 77.35771 train 95.1 729 
16 Vikas_Sadan 28.45004 77.02634 train 95.1 671 
17 IHBAS 28.68117 77.30252 train 96.2 722 
18 Mandir_Marg 28.63643 77.20107 train 98.5 778 
19 Knowledge_ParkIII 28.47273 77.48199 train 98.9 567 
20 Sanjay_Nagar 28.68539 77.45383 test 99.3 339 
21 NISE_Gwal_Pahari 28.42267 77.14893 train 99.6 530 
22 New_Collectorate 28.97479 77.21335 test 100.1 269 
23 Sirifort 28.55042 77.21594 test 100.3 694 
24 Okhla_Phase2 28.53072 77.27121 test 100.8 706 
25 North_Campus 28.65738 77.15854 test 101.1 678 
26 R_K_Puram 28.56326 77.18694 test 103.6 753 
27 Sonia_Vihar 28.71032 77.24945 test 106.4 715 
28 Loni 28.75728 77.27879 test 106.6 351 
29 Vivek_Vihar 28.67229 77.31532 train 106.6 748 
30 Dwarka_Sector_8 28.57099 77.07193 test 107.4 744 
31 Shadipur 28.65148 77.14731 test 107.9 714 
32 CRRI_MTR_Rd 28.5512 77.27357 test 108.0 734 
33 ITO 28.62855 77.24102 test 108.1 715 
34 Alipur 28.81606 77.15266 test 109.4 429 
35 Narela 28.8227 77.10191 test 113.2 708 
36 Sector16A 28.40884 77.30988 train 113.3 723 
37 NSIT_Dwarka 28.60902 77.03251 test 113.4 798 
38 Ashok_Vihar 28.69538 77.18163 test 114.3 715 
39 Punjabi_Bagh 28.67405 77.13102 train 115.1 719 
40 Sector125 28.54476 77.32313 test 116.9 703 
41 Nehru_Nagar 28.56786 77.25046 train 117.9 714 
42 Burari_Crossing 28.72556 77.20111 train 118.8 453 
43 DTU 28.75005 77.11126 train 119.8 700 
44 Bawana 28.77618 77.0511 test 123.1 557 
45 Rohini 28.73251 77.11993 train 124.8 690 
46 Vasundhara 28.66033 77.35726 train 125.3 735 
47 Jahangirpuri 28.73278 77.17064 test 129.4 697 
48 Mundka 28.68449 77.07668 test 130.3 584 
49 Wazirpur 28.69972 77.1654 train 132.2 725 
50 Anand_Vihar 28.6469 77.31592 train 136.0 672 
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4.2.2 Meteorological data 

Meteorological data are a mainstay for our RF-CNN joint model in this paper. 

Similar to Kloog et al. (2014) and Song et al. (2014), ground-based meteorological 

measurements from weather stations were used for PM2.5 modeling. We acquired the daily 

temperature (T), relative humidity (RH), and sea level pressure (SLP) measurements at 

the 51 AQM stations from the exact same portal where we obtained the daily ground-level 

PM2.5 concentrations (i.e., https://app.cpcbccr.com/ccr/#/caaqm-dashboard/caaqm-

landing, last access: November 12, 2020). We should mention that SLP and wind speed 

are interchangeable for the RF-CNN joint model as including either yields similar PM2.5 

prediction performance while including both does not bring additional gain, hence only 

one of the two (e.g., SLP) is used. On each individual day, we averaged the daily 

meteorological measurements from all AQM stations that have any of the T, RH, and SLP 

measurements on that day and then matched all 51 AQM stations with the same station-

wide averaged meteorological records (i.e., all 51 AQM stations have the same set of 

meteorological records on each individual day). The daily meteorological data after 

station-wide averaging have a completeness of 100% over the study period. The strategy 

of station-wide meteorological data averaging and sharing was chosen after considering 

several potential alternatives: 1) common global gridded meteorological datasets such as 

the European Center for Medium-Range Weather Forecasts 5th generation climate 

reanalysis dataset (ERA5) with a spatial resolution 0.25° latitude by 0.25° longitude, the 
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Goddard Earth Observing System Data Assimilation System GEOS-5 Forward Processing 

(GEOS 5-FP) at 0.25° by 0.3125°, and the Modern-Era Retrospective Analysis for Research 

and Applications, version 2 (MERRA-2) at 0.5° by 2/3° were considered. However, they 

can be too coarse for Delhi NCT. For instance, the latitudes and longitudes of Delhi vary 

between (28.413, 28.881) and (76.838, 77.348), respectively. Even with a 0.25° resolution, 

Delhi NCT would overlap at most around only 4 meteorological grids. More importantly, 

these analysis data are also generally less accurate than the ground-truth measurements. 

Resampling these coarse assimilated meteorological data using any of the nearest 

neighbor (NN) or bilinear or bicubic or cubic spline approaches to match the fine 

prediction grids (e.g., 300 m), in fact, resulted in worse PM2.5 prediction performance for 

our RF-CNN joint model on the test set than simply using station-wide averaged 

meteorological data; 2) the strategy of using NN to resample the daily meteorological 

measurements from all available AQM stations to the prediction grids (e.g., 300 m) was 

also considered. This strategy did not bring additional gain in RF-CNN joint model’s PM2.5 

prediction performance on the test set and most importantly the RF-CNN estimated PM2.5 

maps resulting from this strategy are off by looking like a Voronoi diagram where grids 

that were matched to the same AQM station had an exact same predicted PM2.5 value and 

PM2.5 values were discontinuous at boundaries of clusters; 3) one can also argue that these 

ground-based meteorological measurements should be spatially interpolated to fine 

prediction grids (e.g., 300 m) using approaches such as bilinear, bicubic, cubic spline, or 
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inverse distance weighting. We, however, consider this interpolation not necessary (at 

least for this study). For one, the meteorological conditions are rather homogeneous across 

Delhi with no significant differences in meteorological measurements across stations. 

Second, as mentioned in 2), using site-specific meteorological conditions did not 

outperform using station-wide meteorological data averaging in terms of PM2.5 prediction 

for RF-CNN joint model. Hence, we finally settled on the strategy of station-wide 

meteorological data averaging and sharing. This strategy holds well both theoretically 

and empirically. Theoretically, a prediction system using the same meteorological records 

for all the stations in Delhi on a day can be thought as generating a single homogeneous 

baseline map that has the same PM2.5 prediction across Delhi on that day. The PM2.5 

variation for each location can be filled in later by the prediction system using other sub-

km site-specific high-resolution input variables—such as the high-resolution satellite 

imagery in our study. Empirically, the RF part (of our RF-CNN joint model) alone using 

station-wide averaged meteorological conditions already yields low PM2.5 prediction 

errors and the spatial variations of PM2.5 added by the CNN part using satellite imagery 

drive PM2.5 prediction errors even lower. 

4.2.3 Satellite imagery 

As in Zheng et al. (2020), we continued using the PlanetScope three band (red-

blue-green, RGB) scene visual product for local PM2.5 hotspot detection in this study. This 

satellite product is distributed by the Planet Team (Planet Team, 2018) and has a ground 
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spatial resolution of 3 m/pixel. In general, the satellite imagery retrieval, filtering, and 

matching in this study followed the procedures outlined in Zheng et al. (2020), from step 

1 of defining areas of interest (AOI) as the 51 N × N square grid cells with each of the 51 

AQM stations located at the geographical center of the square grid, to step 2 of searching 

and downloading all available images that intersect with our AOI, match our study date 

range, and meet any other potential criteria, to step 3 of weeding out the images that 

intersect with the AOI but below a certain threshold and finally matching the remaining 

images to their corresponding stations’ daily PM2.5 observations and meteorological 

conditions. That said, two technicalities in total were improved in steps 2 and 3 in this 

study to enlarge our dataset and to enable us to provide PM2.5 predictions for as many 

days as possible. Specifically, unlike our previous study, we no longer constrained 

ourselves to only the images on uncloudy days by turning off the cloud coverage filter in 

step 2 and we lowered the AOI intersection threshold from 90% (area-wise) to only 50% 

in step 3. It should also be noted that the N in step 1 is the spatial resolution of PM2.5 

concentration prediction and hotspot detection that our model offers and was set to 300 

m or equivalently 100 pixels because 300 m was tested to be the resolution at which our 

prediction system performed best. Details on how to investigate the sensitivity of our 

model to the satellite imagery size (or spatial coverage) and how to determine the optimal 

satellite imagery size for PM2.5 modeling can be found in Section 3.3. of Zheng et al. (2020). 

Table 4.1 shows the number of image-meteorology-PM2.5 triplets for each of the 51 
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stations. In total, we obtained 31568 image-meteorology-PM2.5 samples, including 15045 

(from the 24 training AQM stations) for training the prediction system and 16523 (from 

the 27 holdout AQM stations) for testing. 

4.2.4 RF-CNN joint model 

While the model in this paper and the one in our previous work (Zheng et al., 2020) 

both use RF and CNN as building blocks, the formulations of the two are drastically 

different. 

First, the model in Zheng et al. (2020) is a CNN-RF sequential model, with CNN 

and RF trained separately and in that particular sequence. Specifically, CNN was first 

trained on satellite image to extract satellite image features that best predict PM2.5 and RF 

was then trained on the CNN-extracted image features along with meteorological 

conditions to provide final predictions of PM2.5. In contrast, the model in this paper, as 

shown in Figure 4.2, is a RF-CNN joint model jointly trained on satellite images and high-

dimensional embedded meteorological conditions (details in Section 4.2.4.1.). The joint 

training of RF and CNN was made possible by adding the RF-predicted PM2.5 (i.e., the 

gray dot at the bottom of Figure 4.2a) and the CNN-predicted PM2.5 (i.e., the last solid 

green dot in Figure 4.2b) together to provide final predictions of PM2.5 (i.e., the gray-to-

green dot at the bottom of Figure 4.2b). In this way, CNN is forced to predict the residual 

of RF-predicted PM2.5 (i.e., true PM2.5 − RF-predicted PM2.5). The decision about switching 

to a joint model by deploying CNN to predict residuals was made considering the 
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following findings or reasonings: 1) RF alone using meteorological conditions yields low 

PM2.5 prediction errors; 2) the previous CNN-RF sequential model was found to yield 

higher average PM2.5 prediction errors than RF alone using meteorological conditions. 

This finding indicates that the CNN-RF sequential model cannot fully use the information 

in satellite images in the presence of meteorological conditions. The optimization of CNN-

RF sequential model seems to always reach a local (rather than global) optimum solution, 

despite in which both satellite image and meteorological features being equally important 

for PM2.5 prediction as shown in Zheng et al. (2020); 3) therefore, it makes sense to 

“piggyback” on RF’s low prediction error while forcing CNN to effectively use the 

information in satellite images that is “orthogonal” to meteorology for PM2.5 prediction, 

and hence the current architecture. This RF-CNN joint model is guaranteed to yield lower 

average PM2.5 prediction errors than RF alone using meteorological conditions. The RF-

CNN joint model is also much easier to train than the CNN-RF sequential model because 

the former only requires back-propagation to tune both RF and CNN’s parameters while 

the latter requires first back-propagation to tune CNN and then an additional 5-fold cross-

validation (CV) to tune RF. 

Second, Zheng et al. (2020) followed a transfer learning ideology by modifying and 

(iteratively) training only the several upper layers of a VGG16 network (Simonyan and 

Zisserman, 2015) while keeping the remaining lower-level layers’ weights fixed at the 

original ImageNet weights. In contrast, in this paper, we trained the entire deep CNN 
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architecture (at one go) to best adapt it to our dataset and task. This was made possible by 

switching from VGG16 to ResNet50 (He et al., 2016)¾despite over 3 times deeper than 

VGG16, ResNet50 (with ~23 million parameters) has only ~1/6 of VGG16’s parameters 

(~138 million parameters). The significantly deeper CNN representations of satellite 

images along with the more specific optimization of these representations for our own 

task and dataset guarantees a performance at least as good as the previous VGG16 transfer 

learning approach. 
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Figure 4.2: The RF-CNN joint model that includes: (a) a RF regressor to predict 
PM2.5 from the three meteorological features including temperature (T), relative 

humidity (RH), and sea-level pressure (SLP); and (b) a CNN model trained on the 
satellite images, the high-dimensional embedded T, RH, and SLP meteorological 

features, and the RF-predicted PM2.5 to give the final prediction of PM2.5. Notations 
such as 100 × 100 × 3 indicate image size × image size × channel number. The 

visualization of RF was adapted from Malof et al. (2016). 

4.2.4.1 RF details 

In this first stage, a RF regressor gives its PM2.5 predictions based on 

meteorological conditions only. Three distinctive operations involved in this stage are 

worth emphasizing:  
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1. Instead of directly using the T, RH, and SLP meteorological features (as they 

are) for prediction by RF and CNN, they were first embedded in/mapped to a significantly 

higher dimension using an unsupervised algorithm called Totally Random Trees 

Embedding (Shi and Horvath, 2006), as shown in Figure 4.2a. Totally Random Trees 

Embedding can be easily implemented in Scikit-Learn. The idea of this unsupervised 

algorithm is to first build a RF classifier (by fitting it to only all the meteorology datapoints 

that you have without using your associated PM2.5 labels) that aims to separate the original 

observed meteorology datapoints from the synthetic ones that are generated by sampling 

from a joint distribution of the observed T, RH, and SLP values. Then, this RF classifier 

transforms each observed meteorology datapoint into the indices of leaf nodes which that 

datapoint ends up in, expressed in a one-hot encoding format (i.e., for K leaf nodes in each 

tree in the forest, only the leaf node which the datapoint is sorted into is encoded in 1 

while the rest of the K-1 leaf nodes are all encoded in 0). For instance, in this paper, we 

embedded meteorological data using a RF classifier that consists of 800 trees, each of 

which has a max depth of 2 or equivalently at most 22 = 4 leaf nodes. See Figure 4.2a for 

the example of a meteorology datapoint embedded by such a RF classifier with the 

dimension increasing from 3 to at most 3200 (800 trees × at most 4 leaf nodes = 3200). Also 

notice the sparse binary nature of the embedded meteorological feature vector, that is for 

each tree in the forest, only one of the (at most) 4 leaf nodes is encoded in 1 and the rest 

all 0. The intuition behind the high-dimensional embedded meteorological feature vectors 
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is that two similar meteorology datapoints are more likely to lie within the same leaf node 

of a tree. Embedding meteorological features, however, is not so much to improve RF 

regressor’s PM2.5 prediction performance as to improve CNN’s. Embedding 

meteorological features to a high dimension that rivals the dimension of satellite image 

features helps CNN cope with the difficulty of combining and effectively using multi-

modality data, thus improving its PM2.5 prediction performance.  

2. Unlike what is commonly seen in studies that explicitly train a RF using a 5-fold 

CV, this study only implicitly trained the RF regressor in the tree part (Figure 4.2a) 

together with explicitly training the entire CNN using back-propagation. This joint 

training strategy was possible because we made the tree part’s information flow into the 

CNN by adding the scaled RF-predicted PM2.5 to the CNN-predicted PM2.5 (i.e., the last 

solid green dot in Figure 4.2b). Scaling RF-predicted PM2.5 by a stabilizing factor of 

~0.90-0.95 (0.95 was used in this study) is important in that it leaves reasonably more 

room for CNN to learn to predict PM2.5 (since RF alone using meteorological conditions 

can already yield low PM2.5 prediction errors as mentioned in Section 4.2.4.). The optimal 

hyperparameters for the RF regressor in the tree part were determined to be ~600, 1, and 

√total features for the number of trees in the forest (N), the minimum number of samples 

required to be at a leaf node (n), and the number of input features to consider when 

splitting data at a decision node (m), respectively. The optimal values of N and n (the most 

influential parameter of the three) are consistent with Zheng et al. (2020), indicating that 
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the RF setting can be universal regardless of the locations (i.e., hyperparameters tuning is 

not necessary for RF in the future), although m needs to be switched to √total features for 

a joint model rather than total features for a sequential model. 

3. As discussed in Section 4.2.3., the meteorological data used in this study were 

determined to be daily measurements averaged from all available AQM stations on each 

day (i.e., all AQM stations that have any of the T, RH, and SLP measurements on each 

day), meaning that all 51 AQM stations were matched with the same set of meteorological 

records on each individual day. The tree part of our prediction system can be thought as 

using the same meteorological records to first generate a single homogeneous baseline 

map that has the same PM2.5 prediction across Delhi on each day and the CNN part can be 

thought as using the location-specific high-resolution satellite imagery information to 

then fill in the PM2.5 variation for each location (e.g., a 300 × 300 m grid) across Delhi on 

each day. Hence, in addition to thinking that CNN learns to predict the residual, you can 

also think that it learns to predict the spatial variation of PM2.5. This also subtly explains 

why RF alone is not sufficient for detecting hotspots even though RF alone using 

meteorological conditions can already yield low PM2.5 prediction errors. Because as low 

as the RF predictions may be, all the RF prediction values on a day are the same and this 

is where CNN with satellite imagery information comes to rescue by breaking the ties and 

revealing the spatial patterns. 
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4.2.4.2 CNN details 

With most of the tricky operations involved in the RF-CNN joint model having 

already been described in Section 4.2.4.1., the CNN part (see Figure 4.2b) is fairly standard. 

Each satellite image of an initial size of 100 (height) × 100 (width) × 3 (channel number) 

is first forward-passed through a ResNet50 architecture whose top layers (including an 

average pooling, a 1000-dimensional fully-connected, and a softmax layer) have been 

replaced by a global max pooling layer, yielding a 2048-dimensional global max-pooled 

feature vector. This vector, after being concatenated with the ~3200-dimensional 

meteorology embedding, then proceeds down two identical blocks of dropout (rate = 0.2)–

200-way fully-connected layer–ReLU activation, before finally going through a fully-

connected layer of dimension 1 to yield the CNN-predicted residual which adds the scaled 

RF-predicted PM2.5 to provide the final PM2.5 prediction. The RF regressor and the entire 

CNN were jointly trained to minimize mean squared error (MSE) between the final 

predicted and true PM2.5 values in the test dataset (i.e., the 27 AQM stations used for 

testing), using back-propagation with an Adam optimization algorithm with 𝛼 =	0.0001, 

𝛽! = 0.01, and 𝛽( = 0.01 (Kingma and Ba, 2015) on mini-batches of size 32 of the training 

dataset (i.e., the 24 AQM stations used for training) over within 20 epochs including early 

stopping if the model’s performance on the test dataset does not improve in 5 epochs. It 

is worth mentioning that the model performance is highly susceptible to several settings 

in the CNN part including the dropout rates, the number and dimensions of fully-



 

125 

connected layers, the Adam setting, and the numbers of training and early stopping 

epochs. These settings were found generally not transferable between locations, thus 

requiring fine-tuning when applied to a new location. 

4.2.4.3 RF-CNN joint model evaluation 

We evaluated the RF-CNN joint model’s PM2.5 estimation performance on the test 

dataset (i.e., the 27 AQM stations used for testing). The evaluation was done by first 

forward-passing all the images in the test dataset along with their associated 

meteorological conditions through the trained RF-CNN joint model and then comparing 

the model’s final predicted PM2.5 to the ground truth values based on metrics of Pearson 

correlation coefficients (r), root mean square error (RMSE), mean absolute error (MAE), 

normalized RMSE (NRMSE), and normalized MAE (NMAE). The latter four metrics are 

defined by Equations (4.1)-(4.4). We reported both RMSE (and NRMSE) and MAE (and 

NMAE) as the errors (and percent errors) of our model even though our model was 

trained to minimize only MSE. This is because RMSE is more influenced by outliers than 

MAE, and by doing this, we make sure that we do not completely ignore the effect of 

outliers on our model performance but at the same time we do not let the performance be 

misrepresented due to potential outliers either. 

𝑅𝑀𝑆𝐸 = s!
k
‖𝒚 − 𝒚u‖((         (4.1) 

𝑀𝐴𝐸 = !
k
‖𝒚 − 𝒚u‖!         (4.2) 
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𝑁𝑅𝑀𝑆𝐸 = lmno
pq0-	rm#.%	st-s.		#-	$q'$	'q$

       (4.3) 

𝑁𝑀𝐴𝐸 = m<o
pq0-	rm#.%	st-s.		#-	$q'$	'q$

       (4.4) 

where 𝒚, 𝒚u, and N are the true, model-predicted ground-level PM2.5 concentrations, and 

the number of samples in the test set, respectively. 

4.2.5 Local Contrast Normalization (LCN) 

An LCN algorithm (Sage and Unser, 2003) was used to further process the PM2.5 

maps estimated by the RF-CNN joint model so that PM2.5 hotspots can be automatically 

detected. In this study, PM2.5 hotspots are defined as the “locally” (i.e., in a N by N pixels 

neighborhood where N ≫ 100 pixels  = 300 m) rather than “globally” (i.e., in the whole 

Delhi NCT region) brightest spots (spots are 100 × 100 pixels or 300 × 300 m squares). 

LCN was originally designed to reduce uneven illumination or shading artifacts in an 

image by standardizing (i.e., uniformizing the mean and variance of) an image around its 

local neighborhoods. Readers are encouraged to interact with some LCN examples at 

http://bigwww.epfl.ch/demo/ip/demos/local-normalization/ (last access: November 7, 

2020) to build an intuition that reducing the effect of non-uniform illumination in an image 

is exactly equivalent to finding local pollutant hotspots around local neighborhoods in a 

pollutant prediction map. We take the rice images, which can be found in the link above, 

as an example to illustrate how correcting image uneven illumination is equivalent to 

finding local hotspots. The rice images on the left and right are before and after the 

correction of uneven illumination artifact by LCN, respectively. The rice at the top of the 
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uncorrected image on the left is analogous to both global and local hotspot because it has 

the brightest pixels not only in the whole image but also with respect to its surrounding 

black background in its local neighborhood. In contrast, the rice at the bottom in the 

uncorrected image is strictly local hotspot (i.e., only local but not global hotspot) because 

while it does not have the brightest pixels in the image, it is indeed still much brighter 

than its surrounding black background in its local neighborhood. It is interesting to note 

that wherever the rice is in the image, its relative strength to its surrounding black 

background in its local neighborhood is roughly the same. Therefore, once the uneven 

illumination in the image has been corrected by LCN algorithm, that is equivalent to 

saying that once the image has been detrended by standardizing all the pixel values in 

their local neighborhoods so that all the local patterns (or hotspots) in the image emerge, 

these revealed local hotspots (i.e., all the rice) in the image on the right have almost the 

exact same normalized pixel value (or better interpreted as local hotspot strength in local 

neighborhood). This example intuitively highlights why local hotspots are worth 

studying: despite strictly local rice hotspots at the bottom of the uncorrected image having 

comparatively lower pixel values (analogous to lower absolute PM2.5 concentrations) than 

global rice hotspots at the top, they are of the same strength as local hotspots in their 

respective local communities in comparison to their neighbors because all the rice in the 

corrected image has the same brightness, indicating that people in strictly local and global 
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hotspots in reality can be subject to the same degree of health inequality due to air 

pollution in comparison to their own neighbors. 

The procedure for converting available PM2.5 prediction maps to a local PM2.5 

hotspot detection map is visualized in Figure 4.3 and can be summarized by Equation 

(4.5). First, the PM2.5 prediction maps produced by the RF-CNN joint model on N valid 

days are obtained, each of which is denoted as 𝑓(𝑥, 𝑦). Then for each 𝑓(𝑥, 𝑦), an 𝑚u(𝑥, 𝑦) 

is derived by applying a 2-D Gaussian Smoothing/Blur (with a Std Dev of 𝜎!  and a 

neighborhood size default to 8 × 𝜎! + 1) to each 𝑓(𝑥, 𝑦), after which the intermediate 

product 𝑓(𝑥, 𝑦) − 𝑚u(𝑥, 𝑦)  is obtained. A 2-D Gaussian Smoothing/Blur is a 2-D 

convolution operation that transforms each pixel’s value to a spatially weighted average 

of all the values in that center pixel’s neighborhood with a filter whose weights are 

calculated by a 2-D Gaussian function defined by Equation (4.6) and whose size is the 2-

D Gaussian Smoothing’s neighborhood size. Then for each 𝑓(𝑥, 𝑦) − 𝑚u(𝑥, 𝑦), a 𝜎u(𝑥, 𝑦) is 

derived by taking the square root of the second 2-D Gaussian convolution blurred 

�𝑓(𝑥, 𝑦) − 𝑚u(𝑥, 𝑦)�
( (similar to the first Gaussian Blur, the second one has a Std Dev of 𝜎( 

and a neighborhood size default to 8 × 𝜎( + 1). After yielding 𝜎u(𝑥, 𝑦) for each 𝑓(𝑥, 𝑦) −

𝑚u(𝑥, 𝑦), the LCN-normalized-𝑓(𝑥, 𝑦), that is 𝑔(𝑥, 𝑦), is obtained by dividing 𝑓(𝑥, 𝑦) −

𝑚u(𝑥, 𝑦) by 𝜎u(𝑥, 𝑦). At last, averaging N valid days’ 𝑔(𝑥, 𝑦)s yields the final local PM2.5 

hotspot detection map. These normalized PM2.5 values in the hotspot detection map are 

directly comparable to one another and indicate how intense these 300 × 300 m squares 
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as local PM2.5 sources in their local neighborhoods. The 300 × 300 m squares of colors dark 

red and dark blue at opposite ends of the spectrum are of most interest as they indicate 

extreme local hotspots and coolspots, respectively. 

𝑔(𝑥, 𝑦) = 	 u
(v,x)	+	p*(v,x)

y*(v,x)
        (4.5) 

where 𝑓(𝑥, 𝑦) is each of N valid days’ PM2.5 maps predicted by the RF-CNN joint model, 

𝑚u(𝑥, 𝑦)  is each 𝑓(𝑥, 𝑦) ’s corresponding mean map estimated from applying a 2-D 

Gaussian Smoothing/Blur to each 𝑓(𝑥, 𝑦), 𝜎u(𝑥, 𝑦) is each 𝑓(𝑥, 𝑦)’s corresponding Std Dev 

map estimated from applying a series of operations including square, another 2-D 

Gaussian Smoothing/Blur, and square root to each 𝑓(𝑥, 𝑦) − 𝑚u(𝑥, 𝑦), and 𝑔(𝑥, 𝑦) is each 

LCN-normalized-𝑓(𝑥, 𝑦). 

𝑤(𝑥, 𝑦) = 	 !
(zy#

𝑒𝑥𝑝(− v#	{	x#

(y#
)        (4.6) 

where 𝑤(𝑥, 𝑦)  is the weight of the 2-D Gaussian Smoothing filter at (𝑥, 𝑦)  in the 

neighborhood and 𝜎 is the Std Dev of 2-D Gaussian Smoothing/Blur. Note that the pixel 

at the center of the filter (0, 0) receives the highest weight while its neighboring pixels 

(𝑥, 𝑦) (i.e., pixels that are 𝑥  and 𝑦  pixels away from the center in 𝑥- and 𝑦-directions) 

receive increasingly smaller weights as they move away from the center pixel. 

Examining Equation (4.5) at a high level, one can probably recognize that it is 

simply an extension of 1-D standardization formula to 2-D. The two 2-D Gaussian 

Smoothing operations simply facilitate estimating the mean and Std Dev values of each 

pixel (𝑥, 𝑦) based on that pixel’s (weighted) neighbors. Selecting appropriate 𝜎! and 𝜎( for 
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the two 2-D Gaussian Smoothing operations is likely the only part that can take some 

finesse when using LCN. In this study, 𝜎! and 𝜎( were both chosen to be 6 (hence the 

neighborhood sizes were both 8 × 6 + 1 = 49), under which the local hotspot detection 

map looks trustworthy without being highly speckled due to too small of a neighborhood 

size or having excessive edge effects due to too large of a bandwidth. With 𝜎! = 𝜎( = 6, 

	;|q	'#}q	tu	-q#1|~t/|tt�
;|q	'#}q	tu	�q,|#	k�;

 is ~0.30. We suggest using this ratio as a rule of thumb to initialize 

the values of 𝜎! and 𝜎( for new locations. 
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Figure 4.3: The flow diagram illustrating the use of local contrast 
normalization (LCN) image processing technique to estimate the local PM2.5 hotspot 

detection map. First, N valid days’ PM2.5 maps predicted from the RF-CNN joint 
model are obtained, each of which is denoted as 𝒇(𝒙, 𝒚). Second, obtain 𝒇(𝒙, 𝒚) −

𝒎𝒇(𝒙, 𝒚), where 𝒎𝒇(𝒙, 𝒚) is estimated from applying a 2-D Gaussian Smoothing/Blur 
to each 𝒇(𝒙, 𝒚). Third, obtain each	𝒈(𝒙, 𝒚) that is LCN-normalized-𝒇(𝒙, 𝒚), where 

𝒈(𝒙, 𝒚) = 	 𝒇
(𝒙,𝒚)+𝒎𝒇(𝒙,𝒚)

𝝈𝒇(𝒙,𝒚)
 and 𝝈𝒇(𝒙, 𝒚) is estimated from applying a series of operations 

including square, another 2-D Gaussian Smoothing/Blur, and square root to each 
𝒇(𝒙, 𝒚) −𝒎𝒇(𝒙, 𝒚). Fourth, averaging N valid days’ 𝒈(𝒙, 𝒚)s yields the final local PM2.5 

hotspot detection map. Note the change in the scales of the color bars of the 
prediction maps throughout the flow diagram. The visualization of LCN was adapted 

from (Sage and Unser, 2003). 



 

132 

4.3 Results and discussion 

4.3.1 RF-CNN joint model PM2.5 prediction performances 

4.3.1.1 Delhi 

Figures 4.4a–b present the performances of the RF part of the RF-CNN joint model 

while Figures 4.4c–d show the performances of the full RF-CNN joint model on the 24 

training and 27 holdout AQM stations in Delhi, respectively. As can be seen in Figures 

4.4a–b, the RF part (of our RF-CNN joint model) alone using the same station-wide 

averaged T, RH, and SLP meteorological conditions for all stations on each day yielded 

low PM2.5 prediction errors on the training and more importantly on the test set with 

Pearson r, RMSE, MAE, NRMSE, and NMAE of 0.90, 33.44 µg m-3, 20.57 µg m-3, 31.8%, 

and 19.6%, respectively. And as demonstrated in Figures 4.4c–d, the full RF-CNN joint 

model with the additional CNN part that uses satellite imagery to predict the residual of 

RF-predicted PM2.5 further improved the PM2.5 prediction performances on both training 

and test sets with Pearson r, RMSE, MAE, NRMSE, and NMAE of 0.91, 32.69 µg m-3, 20.07 

µg m-3, 31.1%, and 19.1% on the test set. Our models’ performances rival other state-of-

the-art methods in recent Delhi PM2.5 prediction studies such as Chowdhury et al. (2019) 

and Mandal et al. (2020), but significantly outperform them in terms of the spatial 

resolution of predictions (300 m vs. 1 km).  Chowdhury et al. (2019) reported an R2 of ~0.88 

but based only on less than 50 test samples in 2016 and Mandal et al. (2020) reported an 

average R2 of ~0.80 and RMSE of ~47.2 µg m-3 over 2010 to 2016 based on 10-fold CV of 

17152 samples. These results empirically support our model design—the RF part of our 
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prediction system uses the same station-wide averaged meteorological records to first 

generate a single homogeneous PM2.5 baseline map across Delhi on each day (that already 

has low errors on average in comparison to the corresponding “true map”) and then the 

CNN part uses high-resolution satellite imagery information at 300 × 300 m to fill in the 

PM2.5 variations across Delhi at a 300 m resolution to complete the estimated PM2.5 map 

(that has even lower average errors in comparison to the corresponding “true map”). 
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Figure 4.4: Scatterplots of the true PM2.5 concentrations against PM2.5 
concentrations predicted from: (a) only RF using T, RH, and SLP meteorological 

features for the 24 training AQM stations; (b) only RF using T, RH, and SLP 
meteorological features for the 27 test AQM stations; (c) RF-CNN joint model using 

satellite images and high-dimensional embedded T, RH, and SLP meteorological 
features for the 24 training AQM stations; and (d) RF-CNN joint model using the 

same set of predictors as c) for the 27 test AQM stations. Note that in (a)-(d) the black 
dashed lines are the 1:1 lines. 
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4.3.1.2 Beijing 

It is worth pointing out that the two excellent features that our model possesses, 

which are 1) RF alone using meteorological conditions yields low PM2.5 prediction errors 

and 2) RF-CNN joint model is guaranteed to yield lower average PM2.5 prediction errors 

than RF alone using meteorological conditions, are not restricted to the most polluted 

Delhi. They hold well for other megacities such as Beijing, which is the area of interest in 

our previous study (Zheng et al., 2020) that first presents the possibility of estimating daily 

ambient PM2.5 at below 500 m from high-resolution and high-frequency satellite imagery 

using a deep learning-based model (i.e., CNN-RF sequential model). Beijing is naturally 

the additional megacity for benchmarking RF-CNN joint model’s PM2.5 prediction 

performance because 1) the image, meteorological, and PM2.5 data are ready to hand; and 

more importantly 2) it is in Beijing that the issue of inefficient use of the information in 

satellite images in the presence of meteorological conditions by the previous CNN-RF 

sequential model was first found, which has directly motivated the formulation of the RF-

CNN joint model in this study. It is therefore reasonable to show that the reformulated 

RF-CNN joint model is indeed superior in that it is able to break CNN-RF sequential 

model’s bottleneck in PM2.5 prediction performance right where the issue was first 

identified. 

For the Beijing experiment, the training and test sets are the exact same ones in 

Zheng et al. (2020), with 13022 image-meteorology-PM2.5 samples from 35 ground AQM 
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stations randomly divided into ~80% and ~20% splits for the training (10400 pairs) and 

test (2622 pairs) sets, respectively. The settings of the RF-CNN joint model and its Adam 

optimizer for Beijing are drastically different from those for Delhi. The RF-CNN joint 

model for Beijing has a stabilizing factor of 0.90, a dropout rate of 0.6, one fully-connected 

vector of dimension 400, ~200 training and ~60 early stopping epochs, and an Adam 

setting of 𝛼 =	0.0001, 𝛽! =  0.9 (default value), and 𝛽( =  0.999 (default value), which 

stands in stark contrast to 0.95, 0.2, two fully-connected vectors of dimension 200, ~20 and 

~5, and 𝛼 =	0.0001, 𝛽! =  0.01, and 𝛽( =  0.01 for Delhi. As can be seen in Figure 4.5, 

switching from RF alone to the full RF-CNN joint model, the PM2.5 prediction 

performances improved significantly over both training (see Figure 4.5a and Figure 4.5c) 

and more importantly test sets (see Figure 4.5b and Figure 4.5d) with Pearson r, RMSE, 

MAE, NRMSE, and NMAE improving from 0.93 to 0.95, 15.69 to 13.00 µg m-3, 8.6 to 7.26 

µg m-3, 36.7 to 30.4% (a 17.2% relative drop), and 20.1 to 17.0% (a 15.4% relative drop), 

respectively. The previous CNN-RF sequential model achieved only 0.91, 17.6 µg m-3, 10.1 

µg m-3, 41.2%, and 23.7% (Zheng et al., 2020), respectively, on the same test set, which is 

considerably worse than the RF-CNN joint model and even RF alone. The comparison 

between the three model performances over the Beijing dataset perfectly demonstrates the 

superiority of the RF-CNN joint model and that it can effectively use the information in 

satellite images that is “orthogonal” to meteorology for better PM2.5 prediction over RF, 

which the previous CNN-RF sequential model failed to do. 
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Figure 4.5: Scatterplots of the true PM2.5 concentrations against PM2.5 
concentrations predicted from (a) only RF using T, RH, and SLP meteorological 
features for the Beijing training dataset (the exact same one used in Zheng et al. 

(2020), (b) only RF using T, RH, and SLP meteorological features for the Beijing test 
dataset (the exact same one used in Zheng et al. (2020), (c) RF-CNN joint model using 

satellite images and high-dimensional embedded T, RH, and SLP meteorological 
features for the Beijing training dataset, and (d) RF-CNN joint model using the same 
set of predictors as (c) for the Beijing test dataset. Note that in (a)-(d) the black dashed 

lines are the 1:1 lines. 
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4.3.1.3 Comparison between Delhi and Beijing 

It is encouraging to observe that with measurements of only three meteorological 

variables and satellite imagery as input, the RF-CNN joint model achieved similarly low 

NRMSE (within ~31%) and NMAE (within ~19%) on the test samples in both Delhi and 

Beijing that have drastically different levels of PM pollution, even though Delhi had a less 

significant improvement from RF to RF-CNN than Beijing. The most plausible 

explanation for Delhi’s lesser improvement is that Delhi is the more polluted region of the 

two and as a result its satellite imagery quality is in general much inferior to Beijing (based 

on our observation) with Delhi’s landscapes most of the time being shrouded in haze or 

fog. In other words, there is comparatively less to learn from the images in Delhi. The facts 

that Delhi’s model and optimizer settings are drastically different from Beijing and that 

Delhi’s model stopped learning within ~20 epochs while Beijing last around 100 epochs 

also support this explanation. The comparison implies that the settings of the RF-CNN 

joint model and its Adam optimizer for Beijing should be considered default when 

initializing the RF-CNN joint model for new locations. One may therefore argue that the 

satellite imagery in Delhi were hardly useful and there is no point in using them as a 

predictor at all; however, this is not true because of the misconception about what Pearson 

r actually represents in Figure 4.4. The Pearson r values in Figure 4.4 mostly captured the 

correlations between the day-to-day rather than within-day PM2.5 variation, hence not a 

faithful indication of how much additional information was truly added by the satellite 
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imagery. The proper way to assess the amount of additional information actually added 

by the satellite imagery is to examine the full RF-CNN joint model’s performance at a 

daily resolution, which is also one of the key reasons that sparked our creation of an 

approximately even split between training and test sets with even slightly more samples 

in the test set. The daily performances of the RF-CNN joint model for all available test 

samples on each available day during the study period as assessed by Pearson r, NRMSE, 

and NMAE are illustrated in Figures 4.6a–c, respectively, in the form of frequency 

distribution. In Figure 4.6a, the r values (excluding the negative ones) average 0.35 ± 0.22, 

suggesting that a reasonably good amount of additional information was in fact added by 

the satellite imagery because remember that RF predicts all stations on each day the same 

PM2.5 values which translates to an r value of 0. This also explains why despite the RF-

CNN joint model not decreasing RMSE or MAE by a significant margin over RF in Delhi, 

it still captured the spatial variation in PM2.5 rather well (as shown in Section 4.3.3.). Figure 

4.6 in general demonstrates that all days cannot be predicted equally well but the RF-CNN 

joint model can indeed perform extraordinarily well on a subset of days. The most 

interesting long-term persistent PM2.5 hotspots are supposed to be uncovered regardless 

of which days were randomly sampled as long as the RF-CNN joint model performed 

exceptionally well on those days. Therefore, it is days like these on which the satellite 

imagery added the most information to the baseline RF prediction (assessed by Pearson 

r) and the RF-CNN joint model most accurately predicted PM2.5 (assessed by NRMSE and 
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NMAE) for the holdout samples that we can take advantage of to reveal the hotspots, thus 

yielding a scalable (in both runtime and storage) subsampling hotspot detection algorithm 

to be detailed in the next section. 

 

Figure 4.6: Histograms illustrating the frequency distributions of the daily 
performances, as assessed by: (a) Pearson r; (b) NRMSE (in %); and (c) NMAE (in %), 
of the RF-CNN joint model in terms of predicting ground-level PM2.5 for all available 
test AQM stations in Delhi on each available day during the period of January 1, 2018 
to June 30, 2020. Note that in (a)-(c) the black dashed lines indicate the thresholds for 

the top 20% best Pearson r (>0.47), NRMSE (<18.3%), and NMAE (<14.6%), 
respectively. 

4.3.2 A subsampling strategy to detect hotspots in Delhi 

The days on which the RF-CNN joint model performed extraordinarily well on the 

available test samples in Delhi are defined as the days on which the Pearson r, NRMSE, 

and NMAE values were all in the best 20% (>0.47, <18.3%, and <14.6%, respectively) 

among all 801 available test days (each of which had at least two test samples), as shown 

in Figure 4.6. There are 43 such “exceptional” days and Figure 4.7 shows that these 43 

days are close to evenly scattered throughout the study period without any obvious bias 
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or pattern except for the apparent lack of samples from June to September due to monsoon 

season. We also compared the satellite images in the test dataset of these 43 days and of 

the remaining available test days on which the RF-CNN joint model had suboptimal 

performances in Figure 4.8. The imagery pixel value frequency distributions for the two 

groups exhibit no major discrepancy in any of the blue (Figure 4.8a), green (Figure 4.8b), 

or red (Figure 4.8c) channels, further suggesting that the images on these 43 days are not 

associated with any specific pattern and qualify as random subsamples for estimating 

hotspots. The contrast between the performances of RF (see Figure 4.9) and the RF-CNN 

joint model (see Figure 4.10) on these 43 days is huge. The daily Pearson r, NRMSE, and 

NMAE values for RF alone on these 43 days average 0, 17.3%, and 13.7%, as compared to 

0.62 (a 0.62 absolute increase), 14.4% (a 16.8% relative improvement), and 11.2% (a 18.2% 

relative improvement) for the RF-CNN joint model. It is days like these on which the 

satellite imagery added the most information to the baseline RF prediction and the RF-

CNN joint model most accurately predicted PM2.5 for the test samples that we can trust to 

reveal the perennial hotspots. Figure 4.9 reminds readers again why RF alone is not 

sufficient for detecting hotspots, even though RF alone using meteorological conditions 

can already yield low PM2.5 prediction errors. Because as low as the RF predictions may 

be, all the RF prediction values on a day are the same and this is where CNN with satellite 

imagery information comes to rescue by breaking the ties and revealing the spatial 

patterns. Because of the subsampling strategy, our devised hotspot detection algorithm is 
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scalable in both runtime and storage. It is worth mentioning that algorithm scalability is 

very important in this case since we are dealing with the computation and the storage of 

large-scale high-resolution and high-frequency satellite imagery over a long study period. 

 

Figure 4.7: The 43 days during the study period of January 1, 2018 to June 30, 
2020, on which the RF-CNN joint model best predicted PM2.5 for the available test 
AQM stations in Delhi, with Pearson r, NRMSE, and NMAE values all in the best 

20% among all available days. 
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Figure 4.8: Comparison of the pixel value frequency distributions in (a) blue, 
(b) green, and (c) red channels between the satellite images in the Delhi test set of the 
43 days (in Figure B1) on which the RF-CNN joint model performed best in terms of 
predicting PM2.5 for the available test samples and the images in the Delhi test set of 
the remaining available test days on which the RF-CNN joint model had suboptimal 

performances. 

a b c
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Figure 4.9: Scatterplots of the true PM2.5 concentrations against PM2.5 
concentrations predicted by only RF using T, RH, and SLP meteorological features for 
all available test AQM stations in Delhi on the most trustworthy 43 days as shown in 

Figure 4.7. 
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Figure 4.10: Scatterplots of the true PM2.5 concentrations against RF-CNN-
predicted PM2.5 concentrations for all available test AQM stations in Delhi on the 

most trustworthy 43 days as shown in Figure 4.7. 
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The RF-CNN-predicted daily PM2.5 maps of Delhi on the most trustworthy 43 days 

can be found in Figure 4.11. Averaging these 43 maps yields the averaged PM2.5 prediction 

map as shown in Figure 4.12a. Similar to Zhang et al. (2018), to cope with the potential 

influences of severe haze episodes (uniformly high across a region) and excellent diffusion 

days (uniformly low across a region) on hotspot estimation, a corresponding adjusted 

averaged PM2.5 prediction map in Figure 4.12b was derived by first excluding the top 10% 

highest and the top 10% lowest values among all pixels over the 43 days and then 

averaging. By applying the LCN algorithm on Figure 4.12b, we obtained the 

corresponding local PM2.5 hotspot detection map in Figure 4.12c that is based on the most 

trustworthy 43 days. These normalized PM2.5 values in the local hotspot detection map are 

directly comparable to one another and indicate how intense these 300 × 300 m squares 

as local PM2.5 sources in their local neighborhoods. The 300 × 300 m squares of colors dark 

red and dark blue at opposite ends of the spectrum are of most interest as they indicate 

extreme local hotspots and coolspots, respectively. Figure 4.12c looks highly speckled 

with widespread extreme local hotspots all over Delhi. This is because the hotspots we 

attempt to find in this study are local hotspots, whose PM2.5 values are just higher than 

their neighbors but not (necessarily) the highest in the whole study region. It is therefore 

reasonable to see hotspots pop out here and there even in the relatively less populated 

North and West Delhi. We also examined the averaged PM2.5 prediction map (Figure 

4.12d), the adjusted averaged PM2.5 prediction map (Figure 4.12e), and the corresponding 
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local PM2.5 hotspot detection map (Figure 4.12f) that were generated based on all available 

days from January 1, 2018 to June 30, 2020. Seven subregions within Delhi (i.e., North, 

South, West, East, Central, and New Delhi and Airport Area) are demarcated in Figure 

4.12e based on the spatial clusters in Mandal et al. (2020). The estimated gradients of PM2.5 

concentrations in both Figure 4.12d and Figure 4.12e show that the densely populated East 

and Central Delhi and Airport Area are among the subregions that on average have 

relatively high ambient PM2.5 concentrations while the relatively less populated North and 

West Delhi have on average relatively low ambient PM2.5 concentrations. These patterns 

in general bear a strong resemblance to the results in Chowdhury et al. (2019) and Mandal 

et al. (2020), even though their results are for the periods of 2001–2016 and 2010–2016, 

respectively. However, we did find New Delhi and South Delhi experiencing elevated 

PM2.5 levels in Figure 4.12e, which was not reported in Mandal et al. (2020) and both 

Chowdhury et al. (2019) and Mandal et al. (2020). Kumar et al. (2020), on the other hand, 

reported similarly elevated PM2.5 levels in these two subregions and attributed the 

elevated PM2.5 levels to heavy traffic at major transport corridors. The PM2.5 hotspot 

detection map based on the whole study period (Figure 4.12e) reveals essentially the same 

extreme local hotspots as the hotspot detection map based on the most trustworthy 43 

days (Figure 4.12c), which further supports the validity of using a subsampling strategy 

to detect hotspots (although the averaged PM2.5 prediction maps generated from a 

subsampling strategy appear to be less useful in uncovering the spatial gradient of PM2.5 
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concentrations). In fact, Figure 4.12c and Figure 4.12e being identical came as no surprise. 

Remember that the predictions would be akin to baseline RF predictions (a flat line) on a 

large majority of the days when satellite imagery added little information and the noise 

in each pixel’s estimation does cancel out when averaging over abundant samples, so the 

critical votes would still end up in the hands of those subsampled “exceptional” days. 

Figure 4.12c and Figure 4.12e being identical offers one more insight: for places so 

strapped for PM2.5 data that we generally do not have the luxury to proactively find the 

most trustworthy days from the test set, we can simply let the most trustworthy days 

reveal themselves by using the whole study period to detect hotspots, although we will 

sacrifice some runtime and storage by doing this. Upon closing this section, we want to 

point out one advantage and one drawback associated with our local hotspot detection 

algorithm LCN. The advantage is that regardless whether averaged or adjusted averaged 

PM2.5 prediction map is used to produce a hotspot detection map, the resulting local 

hotspot detection maps are identical, implying that LCN is robust to perturbations in 

PM2.5 estimations. The apparent flaw is that LCN can cause major edge effects because of 

zero paddings beyond the study region by 2-D Gaussian Smoothing/Blur in LCN, as can 

be seen in Figure 4.12c and Figure 4.12e. One fix, however, is to always predict slightly 

over the boundary of the area of interest so that the area of interest falls outside edges in 

the future. 
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Figure 4.11: The RF-CNN-predicted daily PM2.5 maps of Delhi on the most 
trustworthy 43 days (as shown in Figure 4.7). These daily PM2.5 maps were used to 

generate the maps in Figures 4.12a-c. 
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Figure 4.12: (a) The averaged PM2.5 prediction map, (b) the adjusted averaged 
PM2.5 prediction map after excluding the top 10% highest and the top 10% lowest 

values, and (c) the local PM2.5 hotspot detection map after LCN are generated from the 
RF-CNN-predicted PM2.5 maps on the most trustworthy 43 days as shown in Figure 

B1. (d) The averaged PM2.5 prediction map, (e) the adjusted averaged PM2.5 prediction 
map after excluding the top 10% highest and the top 10% lowest values with 
demarcation of seven subregions within Delhi, and (f) the local PM2.5 hotspot 

detection map after LCN are generated from the RF-CNN-predicted PM2.5 maps on all 
available days from January 1, 2018 to June 30, 2020. 

4.3.3 Case study: hottest and coolest 300 × 300 m spots within each of 
the 20 sampled neighborhoods in Delhi 

It is critical to make sense of the messages the RF-CNN-LCN pipeline attempts to 

convey by examining the patterns of some predicted local hotspots and coolspots, such as 

those in the 20 sampled representative neighborhoods across Delhi (see their coordinates 

in Table 4.12) labeled in Figures 4.13a-b. We conducted the sampling randomly but with 
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diversity in mind: 1) At least one sample should be from each of the seven subregions 

within Delhi as demarcated in Figure 4.12e; 2) The sampled neighborhoods (i.e., the 

rectangles labeled in Figures 4.13a-b) should come in various sizes, with the rectangles 

aiming to cover the complete local patterns and preferably but not necessary at least one 

dark red and dark blue pixel in the local neighborhoods. The landscapes, the LCN-

normalized PM2.5 values (see Section 4.2.5. for details), and the mean RF-CNN-predicted 

PM2.5 concentrations over the whole study period associated with the hottest and coolest 

spots (each of which is a 300 × 300 m grid) within each of the 20 sampled neighborhoods 

are displayed in Figure 4.13c. The mean PM2.5 concentration estimates over the whole 

study period are referenced here because they approximate long-term outdoor PM2.5 

exposures, enabling a relation of the PM2.5 concentrations in Delhi to the corresponding 

health risks discussed later in this section. The PM2.5 hotspot detection map based on the 

most trustworthy 43 days rather than the whole study period is referenced here because 

the former has more contrast and is therefore better for visualization, although both of 

them reveal essentially the same information about the local hotspots (and coolspots). We 

want to emphasize that local hotspots can be, but not necessarily, global hotspots. Zhang 

et al. (2018) defined global hotspots as the pixels that are among the top 5% of the adjusted 

annual averaged PM2.5 estimates. We borrow the concept in this study. With a 95th 

percentile of 98.2 µg m-3 in Figure 4.13a, we can see that cases 1, 3, 4, and 9 that have 

concentrations below 98.2 µg m-3 are strictly local hotspots, meaning that they are only 
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local but not global hotspots. In fact, a large number of the hotspots in West and North 

Delhi (the subregions that have comparatively low PM2.5 concentrations) are strictly local 

hotspots. Similarly, local cool spots only just have low PM2.5 concentrations relative to 

their neighbors but not necessarily absolute low PM2.5 concentrations. For instance, the 

coolest spot in case 13 had a PM2.5 concentration of 95.8 µg m-3, which in on-par with the 

concentrations of the hottest spots in cases 3 and 4 (96.8 µg m-3). It is also worth mentioning 

that the strengths of local hotspots and coolspots are only dependent on their neighbors. 

For instance, despite the hottest spot in case 15 (Uttam Nagar West subway station) not 

having the highest PM2.5 concentrations out of the 20 cases, it is the strongest local hottest 

spot with the highest normalized PM2.5 score of 2.62. In a similar vein, although the PM2.5 

concentrations of the coolest spots in cases 3 and 13 are 6.3 µg m-3 apart, they are both 

relatively mild to weak coolest spots with similar normalized PM2.5 scores of -0.93 and -

0.86, respectively. We should also point out that the strength of a strictly local hotspot (see 

case 9 with a normalized PM2.5 score of 2.06) can be much stronger than the strengths of a 

large majority of global hotspots (i.e., cases 2, 6, 7, 10, 11, 13, 16, 17, 19, and 20). The 

contrasts of landscapes between the hottest and coolest spots in Figure 4.13c indicate that 

the RF-CNN-LCN pipeline made reasonable and informed predictions about these spots 

by capturing both the fluctuations of PM2.5 in micro-environments induced by local built 

environment features and the main intra-urban spatial trends in PM2.5. The pipeline made 

reasonable estimates about the local variations (thanks to the satellite imagery) because 
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Figure 4.13c illustrates that the hottest spots are mostly associated with scenes of dense 

buildings while the coolest spots are typically associated with scenes of green space, water 

area, open space, or considerably less dense buildings. But obviously, the pipeline did not 

make the decisions solely based on landscapes, as can be seen from the variations within 

the hottest and coolest spots. For instance, the hottest spot in case 12 with a much less 

dense setting in Central Delhi has a higher PM2.5 concentration than the hottest spot in 

case 16 with a very dense setting in West Delhi. Similarly, despite the coolest spot in case 

11 having an (almost) all green setting, it has a higher PM2.5 concentration (90.3 µg m-3) 

than the coolest spots in cases 4 and 8 (87.6 and 88.2 µg m-3, respectively) which barely 

have any green in them. 

Table 4.2: The latitudes and longitudes of the hottest and coolest spots within 
each of the 20 sampled neighborhoods as shown in Figure 4.12. 

Case # 
Hottest spots Coolest spots 

lat lon lat lon 
1 28.82872204 77.10700999 28.82350141 77.09460978 
2 28.80949079 77.12506275 28.80422361 77.11573631 
3 28.80213779 77.07574336 28.80470179 77.08501388 
4 28.80554491 77.02971166 28.79971394 77.05725672 
5 28.76531395 77.1794628 28.77087418 77.17036198 
6 28.75227615 77.14847589 28.74135447 77.15439489 
7 28.73269406 77.18799839 28.74647139 77.17292852 
8 28.72336389 77.26150048 28.73153257 77.2586055 
9 28.70975135 77.09847964 28.72869391 77.09885802 

10 28.69026256 76.95380395 28.69554192 76.96311248 
11 28.67827673 77.20528242 28.68353818 77.2146013 
12 28.67442916 77.10698321 28.67960154 77.1224344 
13 28.65632843 77.22323517 28.642799 77.22294971 
14 28.6348702 77.03869029 28.64000433 77.05720023 
15 28.62106102 77.05683072 28.60776183 77.041234 
16 28.60307928 76.99206508 28.6087164 76.97683348 
17 28.57328896 77.16935841 28.58150494 77.16339384 
18 28.54486672 77.08293893 28.53641738 77.10423034 
19 28.5227744 77.27865733 28.54186924 77.26987231 
20 28.50720147 77.23848587 28.52062986 77.24489909 
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Figure 4.13: 20 sampled neighborhoods illustrated in (a) the adjusted mean 
PM2.5 prediction map for the whole study period (i.e., from January 1, 2018 to June 30, 
2020) after excluding the top 10% highest and the top 10% lowest values (i.e., Figure 

4.12e) and (b) the PM2.5 hotspot detection map based on the most trustworthy 43 days 
(i.e., Figure 4.12c); (c) illustrates the contrast between the landscape, the mean RF-

CNN-predicted PM2.5 concentrations over the whole study period, and the normalized 
PM2.5 after LCN of the hottest and coolest 300 × 300 m spots within each of the 20 

sampled neighborhoods (sorted in ascending order from north to south). 

The main reason that we are interested in these local hotspots is because large 

gradients of long-term average PM2.5 concentrations can exist even within local 

neighborhoods/communities between extreme local hotspots and coolspots, as shown in 

Figure 4.13c. The gradients average 9.2 ± 4.0 µg m-3 over the 20 sampled representative 

neighborhoods. Among the 20 cases, case 18 (Indian Gandhi International Airport area) 

had the steepest increase of 20.3 µg m-3 from the coolest spot (the residential area 

immediately outside the airport) to the hottest spot (airport runway), followed by case 12 

with an increase of 19.1 µg m-3 from park area (coolest spot) to dense school area (hottest 
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spot), to the gentlest increase of 4.4 µg m-3 in case 13 from a parking lot near New Delhi 

Railway Station (coolest spot) to dense commercial area (hottest spot). With the PM2.5 

prediction values averaged over the whole study period (i.e., from January 1, 2018 to June 

30, 2020) approximating long-term outdoor PM2.5 exposure, we are able to gauge the 

disparity of risks of death attributable to long-term outdoor PM2.5 exposure within the 

same neighborhood. According to Burnett et al. (2018) who examined the association 

between long-term outdoor PM2.5 exposure and the risk of death by relying on data from 

41 cohort studies from 16 countries of outdoor air pollution that covered most of the global 

concentration range, the association exhibits a near-linear relationship in the high 

concentration range (e.g., the concentrations in Delhi) and an increase of 10 µg m-3 in PM2.5 

was estimated to be associated with an increase in the risk of death of ~ 6.7% (95% 

confidence interval [CI], 4.6% to 9.2%). This translates into an average of a significant 6.2% 

(95% CI, 4.2% to 8.5%), a maximum 13.6% (95% CI, 9.3% to 18.7%), and a minimum 2.9% 

(95% CI, 2.0% to 4.0%) difference in the risks of mortality between the hottest and coolest 

spots within a local community in Delhi based on the 20 sampled neighborhoods. In 

particular, the four strictly local hotspots in cases 1, 3, 4, and 9 had a significant average 

difference of 5.0% (95% CI, 3.4% to 6.8%). The results reflect that there can be a huge health 

inequality arising from the environmental inequality in the long-term outdoor PM2.5 

exposure within even the same local neighborhood. The results also call for more attention 

to be paid to the people living in strictly local hotspots, who can be equally 
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disproportionately affected by air pollution as people in global hotspots in comparison to 

their respective neighbors but who can often be shadowed by those living in global 

hotspots when authorities planning actions to control air pollution in megacities. It is, 

however, critical to emphasize that these roughly estimated differences in the risks of 

mortality are only upper bounds as people are generally not likely to stay in their grids 

all day. 

4.3.4 Limitations and future research 

1. Validating local hotspots remains a challenge. Moving forward, it is of 

paramount importance to corroborate the validity of these local hotspots and coolspots in 

terms of both their absolute PM2.5 concentrations and their rankings in neighborhoods by 

conducting field investigation and ground monitoring with low-cost air quality sensor 

(AQS) networks. The synergy between satellite PM2.5 retrievals and low-cost AQS network 

PM2.5 monitoring is what future studies should explore. Community air monitoring 

programs can deploy low-cost AQS under the guidance of high resolution satellite 

estimates of PM2.5 to conduct surveillance in locations that appear to have high 

concentrations and validate the satellite estimates for those locations at the same time. 

Low-cost AQS networks can also provide significantly more training samples that cover 

much more wide-ranging landscapes than reference AQM stations to further improve 

model’s generalization/prediction performance, although a downweighting strategy (Bi 

et al., 2020) should be followed by assigning a lower weight to the loss function for low-
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cost AQS samples during the training of our deep learning model in order to reduce the 

negative impact of the residual errors of calibrated low-cost AQS. The enhanced PM2.5 

prediction model can, in turn, help monitor the health of low-cost AQS networks and 

report any potential malfunction or drift in calibration in a timely fashion. 

2. This study demonstrates that the RF-CNN joint model can achieve similarly low 

PM2.5 prediction errors in both Delhi and Beijing, the two heavily polluted megacities that 

have drastically different levels of PM pollution. A natural follow-up research question is 

will this single (as in contrast to ensemble-based (e.g., Di et al., 2019 and Mandal et al., 

2020)) ambient PM2.5 prediction framework perform equally well at 300 m in lightly 

polluted megacities that are causally somewhat strapped for PM2.5 data (e.g., Los Angeles 

with only a few Federal Reference Method monitors that most commonly sample only 

once in 3, 6, or even 12 days)? A multitasking (Ruder, 2017) variation of the original RF-

CNN joint model could be a cure for the issue of PM2.5 data limitation in these lightly 

polluted megacities. The architecture of this multitasking RF-CNN joint model is 

displayed in Figure 4.14. In summary, the multitasking RF-CNN joint model derives from 

the original RF-CNN joint model by simply growing additional branch(es) from the root 

of 5248-way concatenated vector in the CNN part in order to learn to predict additional 

air pollutant(s) that are highly relevant to PM2.5 (such as PM10) as side task(s) in addition 

to its main PM2.5 prediction task. Take PM10 as an example: by learning to predict PM10 

through its PM10 side task branch, the upstream of the CNN part (i.e., from the satellite 
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imagery input to global max-pooled feature vector) learns more about the structure of the 

satellite imagery and consequently how to more effectively extract the satellite imagery 

feature vector that can be more informative about PM pollution, which in turn improves 

the model’s performance on its main task of predicting PM2.5. Therefore, multitasking is 

essentially a data augmentation technique, with the limited PM2.5–image training pairs 

being augmented by the dataset(s) of PM2.5’s highly relevant air pollutant(s) such as PM10. 

With the local PM2.5 hotspot detection maps based on the whole study period and the 

subsampled most trustworthy days revealing essentially the same information about local 

hotspots and coolspots as shown in Section 4.3.2., LCN shows promise of identifying local 

PM2.5 hotspots for even places where PM2.5 data can be somewhat limited (such as in 

lightly polluted megacities) that we generally do not have the luxury to proactively find 

the most trustworthy days from the test set. Because via LCN, the most trustworthy days 

can reveal themselves when using the whole study period to detect local hotspots. A 

lingering research question along the same vein, however, is will LCN still make 

reasonable predictions about local PM2.5 hotspots at 300 m in low PM2.5 concentration 

environments with no prevalent local point sources (i.e., the antithesis of Delhi)? 

Benchmarking the PM2.5 prediction performances of the RF-CNN joint model and its 

multitasking variation and examining LCN at 300 m in low PM2.5 concentration 

environments with comparatively limited regulatory monitoring PM2.5 data and local 

PM2.5 point sources are critical in future studies. 
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Figure 4.14: The multitasking variation of the RF-CNN joint model (see Figure 
4.2). This multitasking RF-CNN joint model can theoretically improve its main PM2.5 

prediction task performance by also learning to predict additional air pollutant(s) that 
are highly relevant to PM2.5 (e.g., PM10) as side task(s) through its side task branch(es) 
that start from the 5248-way concatenated vector in the CNN part. The default settings 
of the multitasking RF-CNN joint model and its Adam optimizer are identical to the 
default settings of the original RF-CNN joint model and its Adam optimizer (as seen 
in the Beijing experiment in Section 4.3.1.2.), which consist of a stabilizing factor of 

0.90, a dropout rate of 0.6, one fully-connected vector of dimension 400, ~200 training 
and ~60 early stopping epochs, and an Adam setting of 𝜶 =	0.0001, 𝜷𝟏 = 0.9 (default 

value), and 𝜷𝟐 = 0.999 (default value). 

3. While RF-CNN joint model can achieve reasonably low PM2.5 prediction errors 

with only three meteorological variables and satellite imagery as input, it might be 

worthwhile to explore additional variables that RF can use to generate a better PM2.5 

baseline map on each day in future studies, although we speculate that the headspace for 

improvement will not be significant. Benefiting from our RF-CNN-LCN pipeline and the 

established association between long-term outdoor PM2.5 exposure and the risk of death 
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in the high concentration range (Burnett et al., 2018), we identified and analyzed local 

major PM2.5 sources (i.e., local hotspots) and local background areas (i.e., local coolspots) 

at a 300 m resolution, based on which we conveniently gauged the potential ceiling of the 

disparity in risks of death attributable to long-term outdoor PM2.5 exposure within Delhi 

local neighborhoods. The finding of possible existence of huge health inequality at fine-

scale local neighborhoods in this study can be a prelude to more rigorous future studies 

that will investigate the precise health implications of long-term PM2.5 exposure at a fine-

grain community-level using the air quality analytic products resulting from our RF-

CNN-LCN pipeline. 
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Chapter 5 : Assessing solar PV soiling using a micro-
satellite-based remote sensing approach 
5.1 Introduction 

Deposition of dust and anthropogenic particulate matter (PM) on solar 

photovoltaics (PVs), known as soiling, can diminish solar energy production appreciably. 

As of 2018, the global cumulative PV capacity crossed 500 GW (IEA, 2019), of which at 

least 3–4% was estimated to be lost due to soiling, equivalent to ~4–6 billion USD revenue 

losses (Ilse et al., 2019). Even within a short span of 5 years, the global annual capacity and 

revenue losses can climb up to 8% and 8 billion USD (Ilse et al., 2019) in 2023 in a medium 

PV growth scenario (Schmela et al., 2019). Developing countries such as China and India 

with the most aggressive expansion of solar PV markets are also bearing the brunt of 

soiling due to heavy anthropogenic PM pollution, with ~12% reductions in solar energy 

production for a 2 month cleaning cycle (Bergin et al., 2017). Regions rich in solar 

resources, mostly in dry sub-tropical desert areas with frequent dust events, are also at 

the highest risk for significant solar energy losses due to soiling. These include Northern 

Africa and the Middle East with over 60% reduction in solar PV efficiency, Western China 

and the West Coast of South America with over 30% reduction, and Western US and 

Southern Africa with over 25% reduction, assuming no removal mechanisms other than 

precipitation (Li et al., 2020). 

In the context of a projected ~16-fold increase of global solar capacity to 8.5 TW by 

2050 (IRENA, 2019), soiling will play an increasingly more important part in estimating 
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and forecasting the performance and economics of solar PV installations. However, 

reliable soiling information is currently lacking because the existing soiling monitoring 

systems are expensive (Valerino et al., 2020). For instance, Campbell Scientific SMP100 

soiling station—a representative of standard commercial soiling stations—costs ~9,000 

USD, not including the costs of its accessories such as data logger (Campbell CR-PVS1) 

and associated maintenance and personnel. To grapple with these traditional commercial 

soiling stations’ high instrumentation costs and intensive daily cleaning while still 

providing accurate soiling estimations, the next generation low-cost optical sensor-based 

soiling systems such as DustIQ (Korevaar et al., 2018) and low-cost digital microscope-

based systems such as the one (<100 USD) developed by Valerino et al. (2020) emerged 

and are starting to gain traction among solar industry. Yet these novel affordable 

alternatives still all involve field measurement, which is not necessarily the best form to 

engage people in the solar industry in monitoring PV soiling because of the common 

resistance to field measurements. On the other hand, automated PV soiling estimation via 

high-resolution satellite product analysis and then distribution of the information directly 

to the palm of solar plants’ managers can democratize valuable soling information among 

the solar industry to the fullest. 

With these in mind, we developed a simple and low-cost remote sensing approach 

to solar PV soiling estimation by directly processing the micro-satellite analytic surface 

reflectance (SR) product from Planet Labs that have global coverage, high revisit rate (<1 
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day on average), 3 m/pixel resolution, and are free to academic subscribers. The approach 

facilitates the delivery of most-updated soiling information to (primarily) commercial 

users of utility-scale solar projects in a timely, cost-effective, and field sampling-free 

fashion. In such a way, the users can keep close track of the intensity of soiling at their 

sites and perform panel cleaning operations more strategically rather than based on a 

fixed schedule. The approach also enables users’ access to multi-year historical soiling 

records, so that the users are acquainted with the soiling patterns at their sites, therefore 

able to weigh their estimated cleaning costs against the additional revenue gained from 

the avoided energy losses due to soiling, which is necessary for profitable operation. 

5.2 Materials and methods 

5.2.1 Study site 

We tested our method on our collaborators’ solar farm in Supa, India (latitude: 

18.3199, longitude: 74.3684), as shown in Fig. 5.1. The installed capacity of this solar farm 

is 2 MW with a daily average generation of ~9 to 10 MWh. In this study, we estimated the 

soiling loss for this site from 2017 September 01 to 2020 April 30. 
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Figure 5.1: Example PlanetScope satellite image of our study location—a solar 
farm in Supa, India (latitude: 18.3199, longitude: 74.3684). 

5.2.2 Modeling of solar PV soiling using micro-satellites 

Our approach was built upon a series of recent published studies (Micheli et al., 

2019; Micheli et al., 2020; and Smestad et al., 2020) that have demonstrated the possibility 

of modelling soiling loss based on transmittance measurements of soiled PV glass at two 

or three specific wavelengths along with solar irradiance spectra and spectral response 

curves of the monitored PV materials using Eqs. (5.1)–(5.2), which define soiling ratio (𝑟') 

and soiling loss, respectively.  

𝑟'	= rq/ut/p0-sq	tu	0	't#,q�	r�	�q�#sq
rq/ut/p0-sq	tu	$|q	'0pq	r�	�q�#sq	�/t	't#,#-1

 = 
�,-./!0
�,-12*

 = ∫
o3

4455
6%5 (�)	∙	�(�)	∙	nl(�)	∙	 ��

∫ o3
4455
6%5 (�)∙	nl(�)	∙	 ��

 (5.1) 

𝑠𝑜𝑖𝑙𝑖𝑛𝑔	𝑙𝑜𝑠𝑠 = 1 −	𝑟'         (5.2) 

where 𝑟' denotes soiling ratio; 𝐼n�./!0 and 𝐼n�12* denote short-circuit currents of a PV device 

under soiling conditions and the same device under clean (or reference) conditions; 

𝐸�(𝜆)	denotes solar irradiance spectra received by the monitored solar PV panels; 𝑆𝑅(𝜆) 

solar farm
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denotes spectral response curves of the monitored PV materials; 𝜏(𝜆)  is full spectral 

relative transmittance profile due to soiling; and note that the integral is performed only 

from 350 to 1100 nm as this spectral region is relevant to absorption bands of most PV 

materials for PV performance calculation.  

These recent published studies derived the full spectral relative transmittance 

profile 𝜏(𝜆) in Eq. (5.1) from the field measured transmittances at (for instance) three 

unique wavelengths by fitting the three measured transmittances to an empirical spectral 

model, as expressed in Eq. (5.3). A major breakthrough in this study is that we used the 

transmittance values obtained from the Planet micro-satellites’ SR product for the solar 

farm in lieu of field measured ones to derive the 𝜏(𝜆) function.  

𝜏(𝜆) = 𝑒𝑥𝑝9−𝛽∗ ∙ 𝜆+0∗< + 𝛾∗        (5.3) 

where 𝛽∗, 	𝑎∗,	and 𝛾∗ are the three parameters of this empirical spectral model. 

Figure 5.2 illustrates the steps of estimating absolute transmittance values at three 

distinct blue, green, and red (BGR) bands for the solar farm’s PVs from the Planet SR 

product. We first extracted the PV panels from the Planet SR product in B (wavelengths 

mean: 485 nm, range: 455–515 nm), G (mean: 545 nm, range: 500–590 nm), and R (mean: 

630 nm, range: 590–670 nm) bands, respectively. Then the extracted PV scenes went 

through two masks. The first mask is a more precise panel mask that was generated by 

Ostu’s method (Ostu, 1975) on Planet visual satellite images for this farm site. This panel 

mask functions to filter out remaining background pixels. The second mask is a usable 
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data mask, which is provided by Planet to filter out blackfill, cloud, and suspect pixels 

that may contains downlink errors. After the two-step filtering, if there were still at least 

40% of the total panel pixels usable, we proceeded to average the SR values of all the 

remaining usable panel pixels for each of the BGR bands, respectively, as the PV panel 

average SR value for that band. By assuming insignificant reflection and absorption losses 

from PV glass itself, the PV panel average absolute transmittance value for each band was 

estimated to be 1 −	SR of that band. The time series of estimated absolute spectral 

transmittance in BGR bands for the solar farm’s PVs is shown in Fig. 5.3a. However, we 

should emphasize that it is the relative rather than absolute transmittance spectral profile 

that we need to calculate the soiling loss. The absolute transmittance values in BGR bands 

were converted to relative transmittance values following Eq. (5.4), where the absolute 

transmittance value of a PV device without soiling at wavelength 𝜆  is defined as the 

maximum of all the absolute transmittance values at wavelength 𝜆  over the entire 

sampling period. The absolute transmittance values of the solar farm’s PV panels under 

clean conditions are 0.950, 0.930, and 0.928 for the BGR bands, respectively, in this study. 

The time series of the converted relative transmittances in BGR bands for the solar farm’s 

PVs is shown in Fig. 5.3b. Finally, the estimated relative transmittances on each day at the 

wavelengths 485, 545, and 630 nm (using Planet SR product BGR bands’ mean 

wavelengths) were fit to the empirical spectral model described in Eq. (5.3) to obtain the 

full spectral relative transmittance profile 𝜏(𝜆) on that day, which is shown in Fig. 5.4a. 
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The solar irradiance spectra received by the monitored solar PV panels (𝐸�(𝜆)) such as the 

one in Fig. 5.4b and the spectral response curve (𝑆𝑅(𝜆)) of the monitored PV material 

(crystalline-Silicone) in Fig. 5.4c can be easily generated by atmospheric transmission 

models such as SMARTS (Gueymard, 2001) and obtained from previous studies (e.g., 

Smestad et al., 2020), respectively. With all three ingredients in Eq. (5.1) in place, we are 

able to calculate soiling losses for the solar farm. 

relative transmittance(𝜆, 𝑡) = <~'t,�$q	$/0-'p#$$0-sq./!0(�,$)
<~'t,�$q	$/0-'p#$$0-sq12*(�)

 = <~'t,�$q	$/0-'p#$$0-sq./!0(�,$)
p0v	(<~'t,�$q	$/0-'p#$$0-sq./!0(�,$))

        

(5.4) 

where relative transmittance(𝜆, 𝑡) denotes the relative transmittance at wavelength 𝜆 of a 

PV device on day t; 𝐴𝑏𝑠𝑜𝑙𝑢𝑡𝑒	𝑡𝑟𝑎𝑛𝑠𝑚𝑖𝑡𝑡𝑎𝑛𝑐𝑒't#,(𝜆, 𝑡) and 𝐴𝑏𝑠𝑜𝑙𝑢𝑡𝑒	𝑡𝑟𝑎𝑛𝑠𝑚𝑖𝑡𝑡𝑎𝑛𝑐𝑒/qu(𝜆) 

denote the absolute transmittance values of a soiled PV device at wavelength 𝜆 on day t 

and of the same device without soiling at wavelength 𝜆 , respectively; 

𝑚𝑎𝑥	(𝐴𝑏𝑠𝑜𝑙𝑢𝑡𝑒	𝑡𝑟𝑎𝑛𝑠𝑚𝑖𝑡𝑡𝑎𝑛𝑐𝑒't#,(𝜆, 𝑡))  denotes the maximum of all the absolute 

transmittance values at wavelength 𝜆 over the entire sampling period. 
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Figure 5.2: The flow diagram illustrating how to estimate absolute 
transmittance values at three distinct blue, green, and red (BGR) bands for the solar 

farm’s PVs from the Planet SR product.  
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Figure 5.3: Time series of absolute and relative spectral transmittance (a) blue, 
green, and red (BGR) bands for the solar farm’s PVs from the Planet SR product. 

 

Figure 5.4: Example (a) full spectral relative transmittance profile, (b) solar 
irradiance spectrum received by the monitored solar PV panels, and (c) spectral 

response curve of the monitored solar PV material (crystalline-Silicone). 
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5.3 Results and discussion 

The time series of soiling loss estimation for the solar farm is shown in Fig. 5.5a. 

On average, soiling caused ~5.4% reduction in solar energy production of this solar farm. 

A continuous upward trend of soiling loss over the dry seasons (i.e., September to May) 

can be observed in Fig. 5.5a, although this trend is less discernible from 2019 September 

to 2020 May, indicating soiling loss pattern can vary between years. Since the soiling loss 

estimation is available for only around 48% of the total sampling days, we used cubic 

spline to fill in the missing values. To ensure the accuracy of interpolation, whenever there 

are more than 3 consecutive missing values between two actual observations, we 

discarded the interpolated results. The time series of soiling loss estimation after cubic 

spline interpolation is shown in Fig. 5.5b. The average soiling loss remained at ~5.4% after 

interpolation, suggesting that the interpolation did not destroy the pattern (or structure) 

of the original data and therefore is reliable. Based on the interpolated soiling loss results, 

we estimated around 437 MWh solar energy is lost in total over the 3 year sampling period 

(see Fig. 5.6), equivalent to ~11799 USD (assuming an average price of 0.027 USD/KWh 

electricity generated by solar power in this region). Our approach’s soiling estimation also 

matches perfectly with the ~5.3% soiling loss reported by Bergin et al. (2017). Future 

studies will focus on validating our method on the ground truth soiling loss 

measurements from reference soiling stations. 
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Figure 5.5:  Time series of soiling loss estimation for the solar farm’s PV panels 
(a) before and (b) after cubic spline interpolation.  

 

Figure 5.6: Cumulative solar power generation loss due to soiling over the 
entire sampling period at the studied solar farm.

a

b

437



 

172 

Chapter 6 : Conclusion 
6.1 GPR model for dynamically calibrating and surveilling a 
wireless low-cost particulate matter sensor network in Delhi 

This study introduced a simultaneous GPR and simple linear regression pipeline 

to calibrate wireless low-cost PM sensor networks (up to any scale) on the fly in the field 

by capitalizing on all available reference monitors across an area without the requirement 

of pre-deployment collocation calibration. We evaluated our method for Delhi, where 22 

reference and 10 low-cost nodes were available from January 1, 2018 to March 31, 2018 

(Delhi-wide average of the 3-month mean PM2.5 among 22 reference stations: 138 ± 31 µg 

m-3), using a leave-one-out CV over the 22 reference nodes. We demonstrated that our 

approach can achieve excellent robustness and reasonably high accuracy, as underscored 

by the low variability in the GPR model parameters and model-produced calibration 

factors for low-cost nodes and by an overall 30 % prediction error (equivalent to an RMSE 

of 33 µg m-3) at a 24 h scale, respectively, among the 22-fold CV. We closely investigated 

into 1) the large model calibration errors (~50 %) at two low-cost sites (MRU and IITD 

with 3-month mean PM2.5 of ~72 µg m-3) where our E-BAMs were collocated; 2) the 

similarly large model prediction errors at the comparatively clean Pusa and Sector 62 

reference sites; and 3) the washed-out local variability in the model calibrated low-cost 

sites. These observations revealed that the performance of our technique (and more 

generally the geostatistical techniques) can calibrate the low-cost nodes dynamically, but 

effective only if the degree of urban homogeneity in PM2.5 is high. High urban 
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homogeneity scenarios can be that the local contributions are as small a fraction of the 

regional ones as possible or the local contributions are prevalent but of similar 

magnitudes. Otherwise, quality predictions will only apply for those nodes whose means 

are close to the Delhi-wide mean. We showed that our algorithm performance is 

insensitive to training window size as the mean prediction error rate and the standard 

error of the mean (SEM) for the 22 reference stations remained consistent at ~30 % and ~3–

4 % when an increment of 2 days’ data were included in the model training. The markedly 

low requirement of our algorithm for training data enables the models to always be nearly 

most updated in the field, thus realizing the algorithm’s full potential for dynamically 

surveilling large-scale WLPMSNs by detecting malfunctioning low-cost nodes and 

tracking the drift with little latency. Our algorithm presented similarly stable 26–34 % 

mean prediction errors and ~3–7 % SEMs over the sampling period when pre-trained on 

the current week’s data and predicting 1 week ahead, therefore suitable for dynamic 

calibration. Despite our algorithm’s non-ideal calibration accuracy for Delhi, it holds the 

promise of being adapted for automated and streamlined large-scale wireless sensor 

network monitoring and of significantly reducing the amount of manual labor involved 

in the surveillance and maintenance. Simulations proved our algorithm’s capability of 

differentiating malfunctioning low-cost nodes (due to either hardware failure or under 

heavy influence of local sources) within a network and of tracking the drift of low-cost 

nodes accurately with less than 4 % errors for all the simulation scenarios. Finally, our 
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simulation results confirmed that the low-cost nodes are beneficial for the spatial precision 

of a sensor network by decreasing the extent of pure interpolation among only reference 

stations, highlighting the substantial significance of dense deployments of low-cost AQ 

devices for a new generation of AQ monitoring network. 

Two directions are possible for our future work. The first one is to expand both 

the longitudinal and the cross-sectional scopes of field studies and examine how well our 

solution works for more extensive networks in a larger geographical area over longer 

periods of deployment (when sensors are expected to actually drift, degrade, or 

malfunction). This enables us to validate the practical use of our method for calibration 

and surveillance more confidently. The second is to explore the infusion of information 

about urban PM2.5 spatial patterns such as high-spatial-resolution annual average 

concentration basemap from air pollution dispersion models (Schneider et al., 2017) into 

our current algorithm to further improve the on-the-fly calibration performance by 

correcting for the concentration range-specific biases. 

6.2 Estimating ground-level PM2.5 using micro-satellite images by 
a convolutional neural network and random forest approach 

This study introduces a deep learning-based computer vision algorithm for 

estimating ground-level PM2.5 at a high spatiotemporal resolution by directly processing 

the global-coverage, daily, near real-time updated, 3 m/pixel resolution, three-band 

micro-satellite imagery available from Planet Labs. The algorithm consists of a 

transferred, modified, and fine-tuned state-of-the-art VGG16 deep architecture to process 
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the imagery by extracting image features that characterize the day-to-day dynamic 

changes in the built environment and more importantly the image colors related to aerosol 

loading, and a RF regressor to estimate PM2.5 based on the extracted image features along 

with meteorological conditions. We conducted the experiment on 35 AQM stations in 

Beijing over a period of ~3 years from 2017 to 2019. We trained our CNN-RF model on 

10,400 available daily images of the AQM stations labeled with the corresponding ground-

truth PM2.5 and evaluated the model performance on 2622 holdout images. Our model is 

able to predict ground-level PM2.5 accurately at a 200 m spatial resolution with a mean 

absolute error (MAE) as low as 10.1 µg m-3 (equivalent to 23.7% error) and Pearson and 

Spearman r scores up to 0.91 and 0.90, respectively. Our trained CNN from Beijing is then 

applied to Shanghai, a similar urban area. By quickly retraining only RF but not CNN on 

the new Shanghai imagery dataset, our model predicts Shanghai 10 AQM stations’ PM2.5 

accurately with a MAE and both Pearson and Spearman r scores of 7.7 µg m-3 (18.6% error) 

and 0.85, respectively. The finest 200 m spatial resolution of ground-level PM2.5 estimates 

from our model in this study is higher than the vast majority of existing state-of-the-art 

satellite-based PM2.5 retrieval methods. And our 200 m model’s estimation performance is 

also at the high end of these state-of-the-art methods. Our results highlight the potential 

of augmenting existing spatial predictors of PM2.5 with high-resolution satellite imagery 

to enhance spatial resolution of PM2.5 estimates for a wide spectrum of applications, 

ranging from epidemiological studies of the health effects of PM2.5, fusion of satellite 
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remote sensing and low-cost air quality sensor network information, to PM2.5 hotspot 

identification. 

Some limitations remain, the biggest being the confined spatial scope of the study. 

Expanding the cross-sectional scope of our future studies to geographical locations that 

bear drastically different PM2.5 levels, meteorological conditions, and built environment 

features (e.g. U.S.) will enable us to further validate the generalization of our pipeline and 

its practical use. Second, this study transferred a VGG16 architecture that was pre-trained 

on the ImageNet (natural image) dataset. Since natural images differ significantly from 

satellite images, we believe that transferring a VGG16 architecture that was pre-trained to 

identify land-use classes from high-resolution satellite imagery such as the one in the 

study by Albert et al. (2017) is likely to further improve our model’s PM2.5 prediction 

performance. Third, as an initial proof of concept study, we constrained ourselves to 

examine only the images on approximately uncloudy days (i.e., images with cloud 

coverages below 5%). Future studies will investigate the robustness of our algorithm to 

the addition of all cloudy images (i.e., images with cloudiness ranging from 5 to 100%). 

Since our model demonstrates good stability to dusty imagery and the imagery 

characteristics on dusty and cloudy days are essentially similar, we are confident that the 

same good stability of our model will extrapolate to cloudy images as well. Fourth, future 

studies will explore the possibility of using significantly deeper CNN architectures (e.g., 

ResNet with 50 layers (He et al., 2015)) in the first stage of the model and boosting 
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ensemble methods (e.g., XGBoost (Chen and Guestrin, 2016)) in the second stage to 

potentially obtain further gains in prediction performance. At last, we will adapt our 200 

m spatial resolution model for automated PM2.5 hotspot identification in a future study 

that involves screening of all the historical images of the target location of interest using 

our 200 m model and analysis of the resulting time series of the estimated PM2.5 spatial 

maps.  

6.3 Estimating ground-level PM2.5 using micro-satellite images by 
a convolutional neural network and random forest approach 

The RF-CNN-LCN pipeline presented in this study can be potentially informative 

about local PM2.5 hotspots at a 300 m resolution in heavily polluted megacities—thanks to 

1) the RF-CNN joint model in the pipeline that was proven to achieve low NRMSE for 

PM2.5 of within ~31% and NMAE of within ~19% on the holdout samples at a 300 m spatial 

resolution in both Delhi and Beijing and 2) the ability of LCN in the pipeline to reasonably 

reveal local major PM2.5 sources by further processing the RF-CNN-estimated PM2.5 maps. 

We placed an emphasis on analyzing the local PM2.5 hotspot patterns in Delhi as an 

example in this study to showcase the effectiveness of RF-CNN-LCN pipeline. The 

pipeline revealed that on average a significant 9.2 ± 4.0 µg m-3 long-term PM2.5 exposure 

difference existed between the local hotspots and coolspots within the same community 

in Delhi based on 20 sampled representative neighborhoods, which at most translates 

approximately into a significant 6.2% (95% CI, 4.2% to 8.5%) average difference in the risks 

of death. In particular, the strictly local hotspots (i.e., only local but not global hotspots) 
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among the 20 representative samples had a comparably significant average difference of 

5.0% (95% CI, 3.4% to 6.8%). The results imply that huge health inequalities arising from 

the environmental inequalities in the long-term outdoor PM2.5 exposure can potentially 

exist within even the same local communities between local (strictly or not) hotspots and 

coolspots. This implication could be a wake-up call for governments and policy makers 

who might have only paid attention to the outdoor air pollution health impacts of the 

populations in global hotspots but not those in strictly local hotspots when designing 

policy interventions to control air pollution in megacities. Future studies should explore 

the synergy between satellite PM2.5 retrievals and low-cost AQS network PM2.5 

monitoring, examine the RF-CNN-LCN pipeline in low PM2.5 concentration environments 

with comparatively limited regulatory monitoring PM2.5 data and local PM2.5 point 

sources, and shed light on the precise health implications of long-term PM2.5 exposure at 

a fine-grain community-level using novel air quality analytic products at high spatial 

resolutions (such as the ones produced by our RF-CNN-LCN pipeline). 

6.4 Assessing solar PV soiling using a micro-satellite-based 
remote sensing approach 

This study presented a simple and low-cost remote sensing approach that 

estimates utility-scale solar farms’ daily solar PV soiling in near real time without 

resorting to solar farms’ proprietary solar energy generation data by directly processing 

the micro-satellite analytic surface reflectance (SR) product from Planet Labs that have 

global coverage, high revisit rate (<1 day on average), 3 m/pixel resolution. Our 
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approach’s annual average soiling estimation matches perfectly with the estimation of an 

established model by Bergin et al. (2017). Future studies should focus on validating our 

method on the ground truth soiling loss measurements from reference soiling stations at 

a daily resolution. More importantly, future studies should provide insights into the 

conditions (such as high vs. low PM levels and predominant deposition of dust vs. PM 

related to anthropogenic sources) under which the remote sensing approach yields 

exceptional and suboptimal performances. 
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