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Abstract 

 In the past two decades there has been a significant interest in the ethical and legal 

concerns surrounding the development of Lethal Autonomous Weapon Systems (LAWS).  

These arguments are principally based on a killer robot conception of future autonomy - 

that is that futuristic LAWS are capable of near-human like moral reasoning and 

judgement.  My argument is twofold – first, I argue that this conception of future weapon 

autonomy might be flawed, and future LAWS technology might be better understood as 

existing on a continuum of weapons autonomy.  Machine guns, precision guided missiles, 

remote piloted drones, and the Aegis Combat System, among others, represent this 

continuum.  While successive technological development might introduce greater levels 

of autonomy to the battlefield, critical human functions of moral reasoning and 

judgement are still a necessary and critical component of their design.  In this framework, 

LAWS can be reduced to just another weapon ultimately put to use by human soldiers 

and commanders.   Understood in this way it becomes difficult for critical arguments to 

hold much force as they must define at what point on this continuum that autonomy 

meaningfully represents a paradigm shift in warfare to the point that it violates just war 

norms and international law. 

 Second, I will argue that even if we do assume a killer robot level of autonomy, 

the utilitarian arguments against LAWS might still be flawed.  The arguments rely on the 

notion that a LAWS could potentially make a mistake and cause unnecessary harm on the 

battlefield.  This notion is flawed because it fails to articulate how that is meaningfully 

different than a battlefield characterized by human warfare.  Humans are also subject to 

mistakes and error in judgement that could result in unnecessary harm.  With that in 
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mind, I will specifically address four of the most prominent utilitarian arguments against 

LAWS – responsibility gap, proportionality, distinction, and the idea of ‘riskless 

warfare’.    
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1. Introduction 

Lethal Autonomous Weapon Systems (LAWS) is defined by the United States 

Department of Defense (DoD) as “a weapon system(s) that, once activated, can select and 

engage targets without further intervention by a human operator” (US DoD 2017).  

International Humanitarian Law (IHL) and the International Committee of the Red Cross 

(ICRC) define it in this way: “Any weapon system with autonomy in its critical functions—

that is, a weapon system that can select (search for, detect, identify, track or select) and attack 

(use force against, neutralize, damage or destroy) targets without human intervention” (ICRC 

2016).  The US Military as well as foreign militaries like Israel, Russia, and China have 

active programs researching and developing LAWS for battlefield use.  Their development is 

highly controversial.  One of the most vocal international critics is the International Human 

Rights Watch (HRW).  The HRW website describes their opposition to LAWS in this way: 

Fully autonomous weapons, also known as "killer robots," would be able to select and 
engage targets without meaningful human control. Precursors to these weapons, such 
as armed drones, are being developed and deployed by nations including China, 
Israel, South Korea, Russia, the United Kingdom, and the United States. There are 
serious doubts that fully autonomous weapons would be capable of meeting 
international humanitarian law standards, including the rules of distinction, 
proportionality, and military necessity, while they would threaten the fundamental 
right to life and principle of human dignity. Human Rights Watch calls for a 
preemptive ban on the development, production, and use of fully autonomous 
weapons. (hrw.org 2021)  
 

To that end, in 2016 HRW initiated the “Campaign to Stop Killer Robots” with its own 

dedicated website – stopkillerrobots.com.  This campaign boasts the support of over 4,500 AI 

experts, the United Nations Secretary General, The European Parliament, and the Human 

Rights Council.  Over 30 governments have also signed a pledge to stop the development of 

LAWS (HRW 2019).   According to a recent international survey commissioned by the 
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campaign, 62% of those surveyed oppose the use of LAWS, 21% support their use, and 17% 

were unsure. (HRW 2021)   

The unleashing of killer robots intuitively seems like something we should be against.  

That sort of terminology immediately invokes Hollywood depictions of a despotic future 

wasteland under the control of soulless robots who indiscriminately enslave and kill humans.  

The storyline of the Terminator movie franchise provides a stark example of this.  The story 

goes that the US develops a super intelligent, world spanning “Global Digital Defense 

Network” system known as Skynet. Skynet eventually becomes self-aware and determines 

that humans are a threat to its existence and must be exterminated.  To that end, it initiates a 

nuclear war with Russia.  In the aftermath of the nuclear war, most of humanity has been 

destroyed.  The few human survivors that remain organize into a resistance to fight Skynet.  

Skynet develops its own robot army to hunt them down and kill them.  The series focuses on 

the ensuing battle between Skynet directed humanoid killer robots and the human resistance.  

The series has yet to provide closure to the question of killer robot vs. human, but it succeeds 

in providing a grim fictional picture of what a future of killer robots might look like. 

(Terminator 1984)     

While that might easily be dismissed as a fictional misrepresentation of futuristic 

technology, there are more realistic narratives that paint lethal autonomous weapons as 

potentially problematic.  An example that is similar to one put forward by LAWS critics 

Robert Sparrow (2007), goes like this - let us imagine that a drone-like airborne autonomous 

weapon system, directed by sophisticated artificial intelligence (AI), deliberately bombs a 

column of enemy soldiers who have clearly indicated their desire to surrender.  These 

soldiers are not engaged in battle – they have laid down their weapons and pose no 
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immediate threat to friendly forces or non-combatants.  Let us stipulate that this bombing 

was not a technical glitch that occurred within just that machine; there was no targeting error, 

no confusion in the machine’s order.  However, due to the programming of the LAWS and 

the limited capability of their sensors, the soldiers did not appear to meet all of the 

requirements of a surrender (say their hands were not up or there’s no white flag), so the 

autonomous weapons destroyed them.  This would be considered a war crime under 

international law, and a serious violation of ethical norms in warfare.    

In another more realistic scenario that might not be too far off in the future, let’s say 

that a ground based autonomous weapon armed with a machine gun is teamed with human 

soldiers who are conducting a raid on an enemy compound.  The robot is tasked with 

providing covering fire from a hill while the human soldiers maneuver on the compound.  

The robot has advanced sensors that, in testing, show that it can fairly reliably distinguish 

between friendly and enemy combatants.  As a failsafe, friendly human soldiers are equipped 

with sensors that communicate their position directly to the robot so that the robot doesn’t 

mistakenly fire on them.  As often happens with technology in the heat of battle, it fails when 

you need it most, and in this scenario one of the human soldier’s sensors fails to transmit to 

the robot once she enters a building.  The battle progresses and the robot detects an enemy 

through a window in that same building and fires on the building.  Unbeknownst to the robot, 

the friendly soldier was entering that same room at that precise moment, and as a result the 

robot kills the friendly soldier and commits fratricide. This is another tragic event, and one 

many modern militaries work hard to avoid.   

Many other scenarios like these can be built to paint a stark picture of autonomous 

weapons and generate a sense of panic around their development.  Critics have constructed 



 

4 
 

their arguments against LAWS claiming that examples like these support the idea that LAWS 

violate just war principles as well as requirements of international humanitarian law.  But, as 

I will argue, the ‘mistakes’ by these systems are not a unique feature of LAWS.  Humans on 

the battlefield throughout history make mistakes, or even more blatantly, commit crimes that 

result in the death of innocents and unnecessary suffering.  The examples of the robot 

machine gun and autonomous drone above seem to be the result of an inability to make 

appropriate distinctions about the threat.  These sorts of errors can readily happen at the 

hands of humans as well.  If a human were operating that machine gun or piloting that drone, 

they could also make similar mistakes.  The battlefield is full of instances of incomplete or 

inaccurate information and often that results in mistakes – whether by a human or by some 

sort of technology. 

Before addressing the LAWS critics, I will begin in Chapter 2 by developing a 

framework for autonomy that seeks to challenge the conception of killer robots that is often 

invoked in critical assessment. I suggest that LAWS might be better understood as existing 

on a continuum of weapon’s development.  In a broad sense, all weapons exhibit a certain 

amount of autonomy.  In this framework, LAWS can be reduced to just another weapon 

being used by human soldiers and commanders.   Understood in this way it becomes difficult 

for critical arguments to hold much force as they must define at what point on this continuum 

that autonomy becomes problematic.  

Chapter 3 will provide the relevant background of just war theory, international law, 

and domestic law.   This normative and legal framework is used to assess the ethical and 

legal concerns over LAWS.     
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At the beginning of Chapter 4 I will argue that the underlying claim in most utilitarian 

arguments against LAWS is potentially flawed.  The arguments rely on the notion that a 

LAWS could make a mistake and cause unnecessary harm on the battlefield.  This notion is 

flawed because it fails to articulate how that is meaningfully different than a battlefield 

characterized by human warfare.  Humans are also subject to mistakes and error in 

judgement that could result in unnecessary harm.  I will then proceed in Chapter 4 to briefly 

address several of the more prominent arguments against LAWS – the responsibility gap, 

concerns over distinction, proportionality, and concerns that it will exacerbate a trend 

towards ‘riskless warfare’ in which military asymmetry creates a system of oppression.  I 

will close Chapter 4 by discussing positive arguments for an ‘ethics by design’ approach to 

LAWS development and the potential for LAWS to create a more just battlefield. 

Before getting started, it’s worth noting that this discussion is focused specifically on 

lethal systems – those whose principal purpose is to apply lethal force on the battlefield.  

This is an important distinction because the United States DoD has over 1000 formal 

AI/Robotics programs.  The vast majority of these programs are benign programs (Huston 

2021).  Many of them are intended to make things more efficient and cut costs, such as 

optimizing maintenance programs such that vehicles only get maintenance when they 

actually need it or automating certain aspects of the operational planning processes of 

military staffs.  Some of them are on the frontline and provide critical functions that keep 

soldiers safe.   These might perform logistics, medical, or reconnaissance functions, like bots 

that can carry ammunition, food, and water to resupply forces on the battlefield; or bots that 

can carry wounded soldiers out of harm’s way.  All of these examples are less controversial 

and as such are outside of the scope of this paper’s discussion.       
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2. Understanding Weapon Autonomy 
 

2.1 Historic Autonomy 

Since the invention of warfare, humanity has debated the morality of warfare and its 

instruments (Arkin 2009).  With each technological advancement comes ethical concerns 

over their use in warfare.  In 1096, Pope Urban II banned the crossbow because it ‘deathly 

and hateful to God and unfit to be used by Christians’. (Nye 2020) Those who were found in 

violation of this ban faced the punishment of excommunication and eternal damnation of the 

soul (Nye 2020).  Despite this, this precursor to the rifle was seen as too advantageous to 

keep on the shelf, and armies across Europe quickly added the crossbow to their formation.   

Despite the churches own ban on the crossbow, in 1239, Pope Gregory IV used mounted 

crossbowmen against an alliance of Christian European Kingdoms known as the Lombard 

League. (Nye 2020) By the 16th Century, advancements in gunpowder technology rendered 

the crossbow obsolete.  Just like the crossbow, the Catholic church did not embrace this new 

firearms technology.  It declared black powder weapons to be demonic, and just like with the 

crossbow, armies embraced them anyway. (Nye 2020) 

In the centuries that followed, military technology continued to improve.  Examples 

include the development of rifling in gun barrels, artillery, machine guns, tanks, aircraft, 

dumb bombs, smart bombs, cruise missiles, remotely operated drones, autonomous defense 

systems, and now increasingly autonomous offensive weapon systems.  These all provide 

various types of advantages on the battlefield including increased destructive ability, 

increased precision, range, and/or speed.  A common theme with recent advancements in 

technology is that they also increasingly displace humans further from the points of action on 

the battlefield.  In ancient times a Greek Hoplite General could be found at the point of attack 



 

7 
 

wielding his sword in direct bloody conflict with an adversary.  In modern times, military 

generals occupy massive command and control (C2) facilities in relative safety, surrounded 

by a large staff manning computers, while managing a myriad of warfighting capabilities 

within their battle space.  This isn’t a criticism, instead it’s meant to highlight how 

technology changes how humans are involved on the battlefield.  Generals and senior 

commanders on today’s battlefield manage vast enterprises of battlefield enablers that 

provide intelligence, precision strike capability, and long-range indirect fire in order to 

support combat troops on the ground.  It’s also important to note, that despite technology 

creating greater displacement between humans and lethal action, it doesn’t render human 

close combat obsolete.  In fact, it’s very much still relevant.  Many of these technologies are 

designed and used in a way that supports troops on the ground.  Or, in certain instances, these 

technologies can provide nations that ability to apply some measure of force in lieu of 

committing ground troops, such as long-range precision cruise missiles.   

What these technological advancements also suggest is that, in a broad sense, an 

element of autonomy has always existed.  Weapon’s themselves bring an element of 

autonomy.  A medieval crossbowman aiming firing at an enemy 100 yards away cannot 

precisely predict what that arrow will do once in flight.  A gust of wind could throw it off, or 

a friendly soldier could mistakenly run-in front of it.  Although it is directed by a human that 

makes some level of calculation right before they fire, in that split second of flight the arrow 

experiences an extremely amount of autonomy.  Fast forward a few centuries to a machine 

gun.  A crew operating a machine gun is trained on the weapon and understands its range, 

ballistic arch, as well as the expected “beaten zone” within which the bullets will land.  A 

bullet fired from a machine gun will not necessarily land at the precise point where the sight 
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is aligned on the target, instead the impact of the bullets will fall within a certain distance of 

that aiming point – this distance could be 8 inches at 100 yards, or 10 feet at 800 yards.  If 

you include human error of the machine gunner then this could increase.  In a certain sense, 

similar to that of the crossbow, the machine gun exercises some level of autonomy in where 

the bullets land.  A machine gun crew and their leaders understand these characteristics and 

limitations of the weapon and thus use the weapon with that understanding in mind.  For 

example, let’s say a high value enemy soldier is found to be in the middle of a crowded 

marketplace surrounded by innocent civilians.  For whatever reason, this enemy must be 

stopped immediately.  The commander that is tasked with stopping the enemy would likely 

not use a machine gun team to kill that soldier because of the understanding that it is not 

precise enough to hit only that soldier and that there is a high likelihood that many of the 

bullets would hit civilians and cause damage to surrounding infrastructure. Instead, the 

commander would use some other weapon system or capability that was better suited for the 

task.  Likewise, if a machine gun crew were found to be overwatching that same market and 

several enemies appeared, then they would have to decide whether to fire or not.  This 

decision is informed by things like rules of engagement, the requirements of the mission, 

their understanding of where the bullets might land, cognitive biases, and the actions of the 

enemy soldier.  If the machine gun team fires in this scenario they might only intend to 

engage the enemy soldier’s, however, the bullet path is imprecise and several of the bullets 

impact a few feet to the left and right of the enemy, tragically killing innocent civilians. 

The counterpoint to this machine gun and crossbow example is that they seem to be a 

bit of a cognitive leap in terms of discussions around futuristic LAWS.  This is true in the 

technical sense as well as in a more narrowly defined conception of autonomy.  But, the 
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example of the machine gun and crossbow provides a simple understanding of how 

ultimately, all weapons on the battlefield display autonomy in a certain way.  With greater 

sophistication comes greater perceived autonomy, but instead of a new paradigm altogether, 

the move toward greater autonomy is better understand as existing on a continuum, instead of 

as a distinct new formulation of warfare.  If we understand autonomy in this way, on a 

continuum, then it becomes difficult to draw a line in the sand with new technology 

development.  Critics that seek to ban LAWS must define where that line exists.  To clarify 

this point, in the following sections I will introduce more relevant modern notions of 

autonomy in weapons development. 

             

2.2 The “Loop” 

Moving on from the machine gun, modern technology might provide a clearer 

framework for how we might understand LAWS on the battlefield.  Before I discuss specific 

modern technologies, it’s relevant to form an understanding of the loop framework that is 

commonly used by critics, policy makers, and advocates to describe the human/machine 

relationship on the modern battlefield.   

The loop is a term commonly used throughout literature to characterize how machine 

decision making operates.  The loop is the decision-making framework by which someone 

(or something) gains information, decides what they are going to do, and then acts.  

Depending on the specific context in which it is being applied the loop can also be called the 

kill chain or simply targeting.  This framework can effectively be applied across the 

spectrum of battlefield decision making - from rapid individual decision making in the heat 

of battle to strategic decision making for a large military formation. In military doctrine it is 
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often referred to as targeting.  US Military Joint Publication (JP) 3-60 defines targeting as 

“the process of selecting and prioritizing targets and matching the appropriate response to 

them considering operational requirements and capabilities”.  In an adversarial context, 

whichever side can execute this loop with the greatest speed and precision has a distinct 

advantage. (Marra and McNeil 2012) In other words, the side with the fastest and most 

precise loop has the initiative in battle because they are able to make the right decisions faster 

than their opponent, breaking their opponents’ loop.1 Instead of establishing their own 

initiative in the conflict, the opponent is constantly reacting to the side with the faster loop.  

In theory, this effect snowballs.  As one side consistently completes the loop faster, the other 

side is pushed further from an appropriate response to their current situation resulting in a 

potentially catastrophic loss by one side. (CRS 2016) The potential for creating a faster and 

more precise loop makes improved technology and greater autonomy in weapon systems 

attractive for strategic and operational planners because it has the potential to provide a 

distinct advantage over adversaries. (Marra and McNeil 2012)  

The loop can contain anywhere from four steps to seven steps.  Different versions are 

tailored to the specific context in which they are intended to be used.  Despite the difference 

in steps, reduced down to their simplest form they all begin with determining what the 

desired target is and end with delivering some sort of effect on the target.  The Targeting loop 

construct was developed in military doctrine with goal of “[facilitating] the engagement of 

the right target with the right asset at the right time” (ATP 3-60, 2-1).   General Targeting 

 
1 John Boyd, a former Air Force fighter pilot, is credited with developing the original conception of the loop.  
This was first introduced in his 1976 presentation titled Patterns of Conflict.  His conception is known as the 
observe, orient, decide, act (OODA) loop.  He stated that in a dogfight between two fighter pilots, the pilot who 
could act the fastest had the distinct advantage because it forced the opponent to constantly react instead of 
completing their own OODA loop. 
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Methodology, or D3A methodology, is the simplest and most commonly used framework.  

D3A stands for – decide, detect, deliver, assess.  A brief overview of each step is listed below  

 
1. Decide – Begins the ‘loop’.  Provides the focus for all activities and resources.  

Commander’s and their staffs make this decision based off of factors like strategic value 
of target (ceteris perebis an enemy general would be of a higher value than an enemy 
lieutenant; or an enemy tank would be more valuable than an enemy soldier with a rifle), 
the reliability of pre-existing intelligence, available Resources, your overall mission 
requirement, and a myriad of other potential factors. 
 

2. Detect – Available resources are directed at the target(s) determined during the decide 
step of the process.  An example might be sending a drone to the templated address and 
using it’s various sensors to find the target.  Once it locates the target it alerts the human 
operator.  The operator alerts the commander or responsible individual.     

 
3. Deliver – Effects are delivered on the target.  If lethal effects are desired, then this could 

be a hellfire missile fired from the drone, an air strike from an aircraft, an artillery shell 
being fired from a howitzer, an infantry platoon assaulting a building or structure, or a 
sniper firing his rifle at the target.  A non-lethal example might be a hostage rescue, 
where a team is sent to the target to rescue a hostage. 

 
4. Assess – the target is continually assessed to determine if the desired effects were 

achieved and for information that could lead to future targets.  If desired effects are not 
achieved, then the operation is adjusted so that the desired end state is achieved.  During 
this step, the target is also assessed for data that could lead to other targets. 

 

Figure 1: D3A Targeting Loop (ATP 3-60, 2-1) 

D3A is relevant for both offensive and defensive operations.  It can be characterized as a 

very fast process where the whole loop plays out in a matter of seconds such as when a 

defensive counter-rocket system detects an incoming rocket and fires a volley of bullets to 
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destroy the rocket before it hits its target.  It can also be a very deliberate process involving 

several people and systems.  In the decide step, intelligence analysts could spend weeks 

collecting intelligence on multiple targets and informing a commander about target 

opportunities. A commander or supervisor decides how to allocate limited resources to detect 

the target(s).  This might involve using unmanned drones, reconnaissance teams, etc. Once 

the target is detected then the commander delivers effects on the target, which could involve 

using the lethal strike capabilities of the detect platform or bringing in aircraft or another 

military unit to take out the target. The target is then assessed, and relevant information is 

provided to analysts who then compile that with existing information and the loop starts 

again.      

 

2.3 The Role of Humans – in the loop, on the loop, out of the loop 

 Throughout literature on LAWS, the level of involvement of the human within the 

weapon’s system loop is invoked to characterize the system’s autonomy.  In this framework 

there are three categories of the role humans play.  First is humans out of the loop, which 

characterizes a scenario where a LAWS is capable of performing all the steps of D3A 

without human involvement or supervision.   Second is human on the loop systems where a 

human is monitoring the actions of the autonomous weapon while it completes the D3A loop.  

In this scheme, the human has the ability to intervene in the D3A process if necessary.  Third 

is human in the loop, which describes a system in which humans are actively required to 

make decisions and direct the technology at points in the loop.  Human in the loop systems 

are often considered semi-autonomous.  A fire and forget cruise missile is an example of a 
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human in the loop system.  An operator provides the system with exact coordinates for its 

target, fires the weapon, and then weapon navigates on its own to the target.  

 This is a simple and easy to understand framework but might lend itself to too narrow 

of an understanding of how LAWS operate.  Marra and McNeil (2012) note that this 

framework has an “all or nothing feel” and doesn’t adequately capture the complexity of 

autonomous technology.  This complexity can actual be helpful to policymakers and military 

strategists because it allows for varying degrees of human involvement even in highly 

advanced autonomous systems of the future.  For example, a future autonomous weapon 

might still be considered a human in the loop system because it is deliberately designed to 

require human input prior to the execution of a mission.  That same system might also have 

human oversight during its operation.  Despite this, it’s functionality while carrying out a 

mission or an operation is the same as a fully autonomous human out of the loop system.  

This also allows systems to be designed with varying levels of autonomy based on the 

context of the engagement or conflict.  I’ll explain this idea in greater detail in the discussion 

of the Aegis Combat System below.   

 Another issue with this framework is it lends itself to a Skynet-like understanding of 

LAWS – a super intelligent robot is responsible for every step of the existence and use of that 

system.  A human out of the loop, in its strictest conception, really just means that a human is 

out of the loop for one specific decision-making cycle.  What this fails to capture are the vast 

array of humans involved in the development, programming, fielding, and ultimately 

deployment of the system.  To highlight this point let’s use the example of the not-so-distant 

civilian autonomous vehicle (AV).  The autonomy of that vehicle exists in its ability to get 

someone or something from point A to point B, however that doesn’t paint the complete 
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picture.  The car, designed by humans, is told where to go by a human, then it uses GPS, map 

data, and traffic data to determine what route to take to get there.  Along the way it uses 

sensors that are designed by humans to feed data to a computer that is programmed by 

humans to accelerate and decelerate the vehicle using brakes and an engine designed by a 

human.  The only reason it is operating on a city’s roads is because it has undergone rigorous 

testing by humans both at the company and through regulatory bodies.  The company exists 

and has the capital to develop these systems because of human shareholders and consumers 

that demand the product.  So, while the human is technically out of the loop throughout of 

the specific operation of the vehicle while it gets from point A to point B, it’s clear that 

humans played a large role in its existence and operation. (Waymo 2021)      

The AV provides a practical example of the shortcoming of defining weapons 

autonomy in terms of the loop framework.  On the military side, there are several weapon 

systems that exist today that are capable of significant levels of autonomy but wouldn’t be 

characterized as fully ‘out of the loop’ systems in its strictest interpretation. I will discuss 

three of these examples below.   

First is Israel’s Harpy 2 drone, a loitering munition that is capable of operating with a 

human ‘out of the loop’.  Prior to launch a human operator provides it with a limited 

geographic ‘box’ that it can operate in.  Once launched, the Harpy flies within the human 

defined ‘box’ and looks for enemy radar signature.  Once a radar is identified, the Harpy 

destroys the system.  If no radar is found, then it flies back to base.  Not only does the human 

provide it with geographic constraints, but it can also be programmed to look for certain 

types of radar so that in an environment saturated with radar emissions, it can be 

programmed to look for a certain type.  The Harpy can also be operated in a human-in-the-
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loop mode where a human can confirm engagement decisions or navigate the drone if 

necessary.  In this sense the Harpy exercises varying amounts of autonomy that is ultimately 

decided by human operators or commanders.  Even when operating in its highest level of 

autonomy, it still requires a significant amount of human involvement prior to take-off.   

The second example is The US Navy’s Aegis Combat System.  The Aegis is a 

counter-threat defensive system used on US Navy Battleships, US Coast Guard Ships, and 

five other Navies around the world (Lockheed 2021).  It has also recently been adapted for 

land-based use.  It is a stationary turret, mounted on a ship and armed with missiles.  It uses a 

sophisticated radar to detect incoming air, submarine, and missile threats.  There are four 

modes of operation that allow for varying amounts of autonomy.  Paul Scharre in his book 

Army of None (2018) provides a good overview of each mode –  

1. Manual (human in the loop) - engagements against radar “tracks” (objects 
detected by the radar) must be done directly by a human, involves the most 
human control.  

2. Semi-Auto (human in the loop) - automates part of the engagement process to 
generate a firing solution on a radar track, but final decision authority is withheld 
by the human operator. 

3. Auto SM (human in the loop) - automates more of the engagement process, but a 
human must still take a positive action before firing. 

4. Auto Special (human on the loop) - automatically fires against threats that meet 
its parameters. The human can intervene to stop the engagement, but no human 
authorization is needed to fire. 
 

The system can also be programmed such that it mixes these four modes.  For example, if it 

detects an aircraft it can revert to auto special (4) whereas if it detects a submarine it can 

switch to semi-auto(2).  No matter what mode it is operating in, the system can be overridden 

at any time by a kill switch that is prominently placed on the operating terminal.  Prior to any 

deployment the operators of the Aegis develop multiple ‘doctrine’ statements that dictates 

exactly how the system will operate in different conditions.  They consider “anticipated 
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missions, intelligence assessments, and information on the region for the upcoming 

deployment” (Scharre 2018) then make recommendations on doctrine to the ship’s Captain 

for approval.  The deliberate and time-consuming human inputs for the system are conducted 

before the system is in the middle of an engagement.  Once at sea, the doctrine can be 

activated in seconds to counter an incoming threat.  The doctrine statements theoretically 

reduce the risk of mistakes and make the system more precise because they are built around 

anticipated threats (i.e., type of enemy aircraft they are likely to encounter) as well as 

anticipated non-military activity in the area (i.e., presence of civilian fishing vessel).  As Paul 

Scharre notes, by developing distinct doctrine for each deployment, humans remain 

meaningfully in control even when it is operating in auto special mode.  Even when the 

system is in auto special with no human involvement, human intent is still guiding its actions.  

It’s also important to note that even though the system can operate with near full autonomy, 

when at sea, the system is still overseen by multiple sailors and officers who are dedicated to 

the operation of that system.       

This process also demonstrates how variable autonomy can be used as a part of a 

commander’s normal risk analysis.  Just like with the machine gun example, a commander 

will weigh the nature and conditions of the threat in determining how wo use the system.  In 

a low threat environment, a Captain can keep the system on semi-autonomous or manual 

mode.  Thereby retaining greater control over what the system does, reducing the chance that 

the machine errantly shoots at civilians or engages the wrong target.  As threats increase, the 

Captain can initiate different doctrine that allows for greater autonomy.  In an exigent 

scenario where the ship or surrounding fleet is overwhelmed by an enemy attack, the system 

can be placed into an auto special mode where the system can autonomously complete the 
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targeting cycle on threats at a much faster rate than humans could.  While this presents higher 

risk for machine generated errors, it’s speed and precision provides the Captain with a 

distinct advantage over humans remaining involved in the process.   

 There are other defensive oriented systems that operate similar to the Aegis.  One 

such system is the R2-D2 looking Counter Rocket, Artillery, and Mortar (C-RAM) system 

that defends US servicemembers at bases overseas.  When its radar detects an incoming 

munition(s), it rapidly orients its guns on the munition(s) and fires a volley of rounds to 

destroy the munition(s).  It is capable of continually tracking the munition and adjusting its 

fire until it is successful.  According to the manufacturer, Northrop Grumman, the system 

goes through targeting cycle continually in a matter of a few seconds.  It is able to operate 

with a speed and precision far greater than any human could provide and has seen a 50-60% 

success rate overseas (Slayen 2020).    

 

2.4 Offensive Weapons and Targeting Humans 

 The commonality between the C-RAM and the Aegis is that they are both stationary 

and defensive in nature.  Human operators are collocated in the general vicinity of the 

weapon and their interface is hardwired to the system.  A commonality between all three 

systems is that they don’t specifically target humans, they target munitions, military craft, or 

military infrastructure.  The DoD recognizes that systems that are offensive in nature and 

designed to target humans might be more problematic.  To that end, DoD Directive (DoDD) 

3000.092 requires that any weapon system that is designed to target humans and/or is 

 
2 Directive 3000.09 establishes DoD policy and assigns responsibilities for the development and use of 
autonomous and semi-autonomous functions in weapon systems.  First published in 2012, most recent update was 
published in 2017.  
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offensive must go through a specific acquisitions process.  (DODD 3000.09 para 4.c.(1) – 

4.c.(3)).   

The offensive use and human targeting distinction seems important and largely 

uncharted terrain at this point.  For this reason, it makes sense for the DoD to exercise an 

extra level of caution when considering their development.  While the future is uncertain, one 

of the likely first early candidates of an offensive autonomous system is a drone aircraft.3  

Remote piloted drones have been used with great effectiveness for several decades.  They are 

relatively low cost, provide greater ‘endurance’ than a pilot4, and some limited strike 

capability.  A more autonomous drone of the future, when considered as existing on a 

continuum with existing systems might operate something like this - a human operator, with 

input from a commander, provides a drone with guidance and restrictions prior to the mission 

– i.e., they can only fly within a certain predefined geographical ‘box’ (like the Harpy).   The 

drones takes off and flies autonomously and identifies the target.  If the type of conflict is 

low intensity and the battlefield is saturated with civilians, much like what we see today in 

places like Iraq and Afghanistan, then the battlefield commander might make the 

determination that she wants greater human control of the autonomous systems and require 

that either the human operator approve all engagements, or that a commander of a certain 

rank must approve all engagements.  In this case, the drone provides the operator with all the 

data relating to how it positively identified the target and generates a firing solution such that 

it maximizes the chance that it successfully destroys the target while minimizing harm to 

non-combatants and civilian infrastructure.  Once the engagement is approved by the 

 
3 Autonomous mini-drone ‘swarms’ are already being researched and tested by the DoD (Hambling 2021). 
4 Human pilots are limited by a requirement to sleep at regular intervals.  Drone operators can switch out while 
the craft remains in flight.  Drones can either be refueled in flight or operate via other types of long-term power 
generation allowing them to stay in flight and provide continuous surveillance for extended periods of time.     
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appropriate human, the drone automatically maneuvers and fires on the target.  This process 

isn’t very different from how we see targeting by drones done today.  If the same drone is 

deployed In a highly kinetic environment, the commander could determine that she will 

allow a greater level of autonomy to speed up the targeting loop.   In this scenario, human 

operators still provide deliberate pre-mission guidance that is relevant to operating 

environment.  Once the LAWS is deployed it operates under the doctrine developed during 

the pre-mission planning.  Within these constraints it finds and engages targets 

autonomously, completing the D3A loop without human intervention.  An important 

component is that, just like the Aegis, it still functions with a ‘human on the loop’ capable of 

taking control of the system or shutting it down at any point.   

Something with capability similar to the autonomous drone example above might still 

be a long time away. The important take away – from the crossbow to the fully autonomous 

drone in the paragraph above – is that autonomy has always existed in some way.  In this 

sense, LAWS might be more accurately viewed as existing on a continuum of weapon’s 

development.  As the technology advances the level of exposure of human agents to 

battlefield threats may change or the speed or tactics of warfare might change, just as they 

have over the past several centuries.  Within this view, LAWS are ultimately just another 

weapon used by human commanders to accomplish a mission – not too different from a 

crossbow, machine gun, or long-range cruise missile.   

 

2.5 Artificial General Intelligence and Sparrow’s Killer Robots 

 Many critics of LAWS might argue that my conception of LAWS in the previous 

section is overly restrictive.  Robert Sparrow, one of the earliest and most often cited critics 
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of LAWS, argues that autonomous weapons are only philosophically interesting when their 

capacities are comparable to humans. (Leveringhaus 2016) He would likely agree that if 

LAWS capabilities are placed on a continuum with other existing technologies, their 

existence isn’t problematic as they don’t introduce anything unprecedented to the nature of 

warfare.  Instead, the killer robots that he argues against, exhibit behavior that is close to 

what is often considered artificial general intelligence (AGI).  As Sparrow describes it, these 

systems exhibit capacities that are close-to, but not quite that of a human.  They have the 

ability to learn from their environment; take action that is based on reason which will be 

responsive to internal states – ‘desires’, ‘beliefs’ and ‘values’ (Sparrow 2007).  This means 

that the actions of these systems will be highly unpredictable5.  From this Skynet-like 

conception of LAWS Sparrow then builds his argument against their eventual development.     

 Contemporary literature on AI, machine learning (ML), and deep neural networks is 

inconclusive about whether or not technology that approximates what Sparrow describes is 

even a realistic expectation, and if so, the actual timeframe involved for the technology to 

mature to a point where it is used on the battlefield suggests it might be several generations 

away. 6 Alex Leveringhaus (2016) notes that it is technologically unrealistic, it would 

constitute a radical shift in how we understand AI capability.  The existence of that level of 

capability by a weapon system would likely also mean that our normal lives look very 

different.  For something like Sparrow’s killer robot to exist, scientists and engineers would 

have to develop machine intelligence and learning capability that looks similar to human 

intelligence across multiple domains.  Outside of implications for warfare, Bill Gates, Elon 

 
5 Civilian machine learning (ML) demonstrations show just how unpredictable the actions of ‘learning’ systems 
can be. Recent examples: Google's ML helium balloon; Google's AlphaGo master's ancient game of Go   
6 Recent scholarly work is inconclusive.  See Brennen, Howard, and Nielsen 2020; Haney, 2018; Shevlin et al., 
2019; Ragnar 2020  

https://www.bbc.com/future/article/20210222-how-googles-hot-air-balloon-surprised-its-creators
https://www.freecodecamp.org/news/explained-simply-how-an-ai-program-mastered-the-ancient-game-of-go-62b8940a9080/
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Musk, and the late Stephen Hawking have all raised serious concerns about AGI.  Stephen 

Hawking warns that AGI may be “the last invention” humanity creates – not because of the 

problems it solves, but because it will take off and re-design itself so that it surpasses human 

intelligence at a pace humans can’t control until it renders humans obsolete. (Scharre 2018) 

Bill Gates and Elon Musk both take more somber tones but assert that AGI presents serious 

concerns. 

 There is much debate about what the future of AI holds.  It is outside the scope of this 

paper to explore in depth the technical arguments surrounding the future of AI and robotics.  

For the purposes of the discussion in Chapter 4, which addresses critics of LAWS, I will 

assume that there is potential for technology to approach something that approximates 

Sparrow’s working conception of human-like killer robots.  Also, I will address these killer 

robots in a somewhat isolated fashion without consideration of the likely societal and 

political realities that the existence of such technology would bring along with it.  Before 

addressing the critics, the next chapter will briefly provide describe the ethical and legal 

framework used to evaluate acceptable behavior in warfare.      
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3. Legal and Ethical Background 

 Joseph Heath (2021) states that “like business ethics, ‘just war theory’ is often 

regarded as oxymoronic”.  This is because everyday intuitions about ethics and the way we 

should treat one another generally prohibit harming one another.  If we apply these everyday 

intuitions about morality to warfare in a decontextualized fashion, then it tends to lead us to 

support pacifism (Heath 2021).  If this is the case, then the arguments for and against LAWS 

end before they even gets started because warfare itself, much less the means of war, is never 

justified.  While there are valuable points to consider in the pacifist critique, I do not intend 

to address them below.  Likewise, I will not address the ‘war is hell’ theorists who deny that 

morality exists at all in warfare and as such any means of achieving victory is justified (Lazar 

2020).  Instead, I will take the middle road and argue from the position that in certain 

instances war is justified but must be conducted within the ethical constraints provided by 

just war theory.  Furthermore, with respect to weapons development generally, I agree with 

Alex Leveringhaus’ notion that the world’s stable political bodies, like the US, are best 

positioned to preserve the peace between warring parties in unstable regions of the world and 

should seek to deter large scale global conflicts by maintaining a monopoly on the use of 

force. (Leveringhaus 2016).  From that premise, the development of more advanced military 

technology by itself is not problematic, but instead must be assessed against the ethical 

restrictions of just war theory and international law.  The first section below will briefly 

describe the just war framework.  The sections that follow will then describe the international 

and domestic legal frameworks that attempt to regulate warfare based on principles of just 

war theory.      

3.1 Just War Theory 
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Just war theory is intended to address the moral principles that should guide the 

conduct of actors within the domain of armed conflict.  Just war theorists divide their enquiry 

into two regulatory frameworks: the justifications for going to war – jus ad bellum and the 

correct way to act during war – jus in bello.  In their traditional formulation each contain 

specific criteria or principles, “satisfying which is necessary and sufficient for a war’s being 

permissible”. (Lazar 2020) Jus ad bellum contains six principles: 

1. Just Cause: the war is an attempt to avert the right kind of injury. 
2. Legitimate Authority: the war is fought by an entity that has the authority to fight 

such wars. 
3. Right Intention: that entity intends to achieve the just cause, rather than using it as an 

excuse to achieve some wrongful end. 
4. Reasonable Prospects of Success: the war is sufficiently likely to achieve its aims. 
5. Proportionality: the morally weighted goods achieved by the war outweigh the 

morally weighted ‘bads’ that it will cause. 
6. Last Resort (Necessity): there is no other less harmful way to achieve the just cause. 

 
Jus in bello contains three principles: 

1. Discrimination: belligerents must always distinguish between military objectives and 
civilians, and intentionally attack only military objectives. 

2. Proportionality: foreseen but unintended harms must be proportionate to the military 
advantage achieved. 

3. Necessity: the least harmful means feasible must be used.7 
 

Lazar (2020) notes that is important not to think of each of these lists as a checklist for going 

war, he states: “[…]it is unhelpful to view them [just war principles] as a checklist of 

necessary and sufficient conditions. When they are properly understood, only proportionality 

and necessity (in the guise of last resort in the jus ad bellum) are necessary conditions for a 

war, or an act in a war, to be permissible, since no matter how badly going to war fails the 

other ad bellum criteria (for example) it might still be permissible because it is the least awful 

 
7 The principles of jus ad bellum and jus in bello listed are from the Stanford Encyclopedia of Philosophy.  There 
are different takes on these principles from different theorists, but all generally revolve around ideas of 
proportionality and necessity.   
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of one’s alternatives, and so satisfies the necessity and proportionality constraints.”  Thus, if 

going to war meets the proportionality and necessity constraints, it necessarily meets the 

other constraints.  For example, in order for a war to be proportional (5) it has to have a just 

cause (1).  If a country goes to war to seize sovereign territory from another country, then 

that war is not proportional because it is conducting a moral harm without achieving a higher 

value moral good and is thus also unjust.  Another example to bring clarity to the idea of 

proportionality and necessity is individual self-defense.  If my life is threatened by another 

individual, then making the decision to harm that individual to save my own life would meet 

the necessity and proportionality requirement of jus ad bellum.  If all I have is a gun and the 

attacker has a knife, then in that moment firing my gun and killing the attacker would also 

satisfy the proportionality and necessity requirements of jus in bello.  Certain nuances can be 

added to that simple story to make justifications of harm under just war theory more 

complicated, but for the sake of understanding the basic concepts I will leave it at that. 

3.2 International Legal Frameworks 

The body of international law that regulates behavior during armed conflict (jus in 

bello) is known as Law of Armed Conflict (LOAC) and International Humanitarian Law 

(IHL).  Importantly, it does not regulate when it is lawful to be involved in armed conflict 

(jus ad bellum).  Six principles underlie the LOAC: distinction, proportionality, military 

necessity, limitation, good faith, and unnecessary suffering (humanity). (ICRC 2002)   

Modern agreements surrounding behavior in war are contained in multiple bilateral 

treaties (treaty law) including the Geneva Conventions (modern version adopted in 1949, one 

provision added in 1977) and Hague Conventions.  Each nation that is a signatory of the 

Geneva Convention agrees to abide by these rules of conduct such that unnecessary 
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suffering, civilian casualties, and damage to civilian infrastructure is considered anytime a 

nation decides to go to war.  The Geneva Convention’s jurisdiction is limited to armed 

conflict between two or more entities where at least one entity is a signatory nation.  While it 

attempts to eliminate haphazard and needless violence and killing, like many international 

legal frameworks, it relies on weak enforcement mechanisms as well as some degree of self-

enforcement.   

Restrictions surrounding the use of certain types of weapons on the battlefield are 

contained in Article 35, which covers the methods and means of warfare.  This article states: 

1. In any armed conflict, the right of the Parties to the conflict to choose methods or 
means of warfare is not unlimited. 

2. It is prohibited to employ weapons, projectiles and material and methods of warfare 
of a nature to cause superfluous injury or unnecessary suffering. 

3. It is prohibited to employ methods or means of warfare which are intended, or may be 
expected, to cause widespread, long-term, and severe damage to the natural 
environment.  

(Geneva 1949) 
 

These guidelines are intended to provide guidance on how nations think of future weapons 

development.  The last century has seen an exponential growth in the advancement of 

weapons technology.  Technology like chemical and biological weapons, expanding bullets, 

land mines, cluster bombs, and tactical nuclear weapons came under intense scrutiny for 

causing unnecessary suffering and the indiscriminate and imprecise nature of the weapons.  

In response, in 1980 the United Nations convened the Convention on Certain Conventional 

Weapons (CCW) in Geneva.  They convention was entered into force in 1983 and 

implemented restrictions around landmines, expanding munitions, booby traps, incendiary 

weapons, and blinding laser weapons.  In 1998 the International Criminal Court developed 

the ‘Rome Statute’ (entered into force in July 2002) which reaffirmed the restrictions of the 
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CCW and added a provision to allow additional specific weapons and munitions prohibitions 

to be negotiated by State Parties and annexed to the Rome Statute. (McFarland 2020) At the 

time of this writing no such prohibitions have been negotiated to address current or future 

technological advancements and it has been almost four decades since specific weapons 

prohibitions have been implemented.  

 Article 36 of the Additional Protocol I to the Geneva Convention of 1977 requires 

that states should “evaluate new or modified weapons to ensure they do not violate the 

provisions of international humanitarian law, also called the laws of war.” According to this 

article, States are expected to have direct involvement and oversight in the development of 

weapons technology from its early development through production.  It is incumbent on 

states to adequately test weapon systems and establish criteria for their use to ensure that they 

do not violate the IHL. 

 

3.3 Military Justice Systems   

Most modern militaries have a distinct internal legal structure and enforcement 

mechanism that govern the behavior of their armed forces.  In the United States these laws 

are contained in the Uniform Code of Military Justice (UCMJ).  The UCMJ provides the 

legal guidance and authorities for commanders with two primary functions - first is to 

provide specific laws that are necessary to maintain the good order and discipline necessary 

for an effective military organization.  An example of this type of law are restrictions on 

fraternization.  Those of lower rank cannot have social ties with those of a higher rank in the 

same organization.  Second, the UCMJ provides battlefield authority for commanders to 

implement specific rules, like those found in rules of engagement, to ensure that the military 
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is conducting operations in accordance with international law.  Violations of the UCMJ can 

result in varying forms of punishment through either non-judicial or judicial processes that 

are distinctly different than the civilian criminal justice system.   

An important component underlying the UCMJ, and one that is relevant for 

discussions on LAWS is the requirement for a unity of command in all military operations, 

both in combat and in peacetime (Manual for Courts Martial 2019).  This requirement is not 

only practical from the perspective of battlefield effectiveness, but also builds a clear chain 

of responsibility when LOAC violations are committed and thus an incentive for 

commanders to create an environment that prohibits certain behaviors.  There must be a clear 

chain of command whereby each echelon of command has responsibility for echelons that 

are assigned under its command.  Within this framework, Commanders are bound by law to 

give legal orders that adhere to the Law of Armed Conflict (UCMJ, Article 92).  This 

commander centric framework also places significant responsibility on those in position of 

authority for the actions of their subordinates including violations of LOAC, what are more 

commonly referred to as war crimes.  Within doctrine this type of responsibility is known as 

command responsibility.  This means that “when military commanders fail to effectively 

prevent suppress, or punish their subordinates war crimes, the commander may be punished 

for their subordinates’ war crimes”. (Dunnaback 2014) UCMJ Article 153 states that 

commanders “may be responsible for war crimes committed by subordinate members of the 

armed forces, or other persons subject to their control”.  The DOD Law of War Manual 

requires commanders to take “all feasible measures within their power” to prevent their 

subordinates from committing war crimes.  This language is very similar to ideas around 

command responsibility codified in IHL.  Rule 153 of IHL states that “Commanders and 
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other superiors are criminally responsible for war crimes committed by their subordinates 

if they knew, or had reason to know, that the subordinates were about to commit or were 

committing such crimes and did not take all necessary and reasonable measures in their 

power to prevent their commission, or if such crimes had been committed, to punish the 

persons responsible.” (International Humanitarian Law Rule 153).   

Commanders are not the only agents responsible for violations of military law on the 

battlefield.  US military legal doctrine also makes it clear that individual soldier’s bear 

responsibility for their actions, even it is the result of orders by their commander.  Brand new 

soldiers are indoctrinated from the very beginning of their training that despite their legal 

obligation to follow orders of superiors, they are still independent moral agents.  As such, 

they are legally bound to disobey any order that is illegal or immoral.  Rule 916d of the US 

Manual for Courts Martial, the legal document that governs behavior of US Service 

Members, states that: “It is a defense to any offense that the accused was acting pursuant to 

orders unless the accused knew the orders to be unlawful or a person of ordinary sense and 

understanding would have known the orders to be unlawful”.  If a war crime is committed 

whereby the soldier was ordered by a superior to commit that crime (an illegal order), the 

soldier is bound to disobey that order.  If they do not, then they can be held criminally 

responsible for that crime regardless of the fact that it was an order given by a superior 

officer.  A key component of individual and command responsibility are that it assumes a 

human-like capacity to make moral judgements.  The ‘human nature’ of moral judgement 

making and Individual and command responsibility are both ideas that are relevant to later 

discussions surrounding responsibility for autonomous systems.   
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4. Arguments Concerning the Development of LAWS 
 

4.1 The Nature of Battlefield Mistakes 

The arguments invoked against killer robots most often involve vignettes similar to 

those in the introduction - a fully autonomous, human-like robot commits a war crime 

because of some failure to understand it’s environment properly.  In the drone example from 

the introduction, the column of surrendering enemy soldiers might display behaviors that 

suggest they have surrendered but the learning algorithm in the drone has never encountered 

(and thus learned) similar behaviors or been programmed to understand these behaviors, thus 

they don’t recognize them as surrendering.  Alternatively, maybe the robot has seen those 

behaviors before, but the context in which they observed those behaviors suggest to the robot 

that they were feigning surrender, and really intended to conduct an ambush.  Regardless of 

the technical explanation for why the robot fired on them, the robot clearly made a mistake. 

If the soldiers were really surrendering, then the robot’s mistake seems ethically and 

potentially legally problematic.   

 The problem with this story isn’t that the robot’s mistake isn’t something we should 

seek to avoid. Instead, the problem rests with the underlying suggestion that an autonomous 

system making a mistake is somehow different or worse than the reality of how humans act 

on a battlefield.  Humans frequently make mistakes on the battlefield.  In fact, humans not 

only make mistakes, but also intentionally break the law and commit serious crimes.  Aside 

from purely criminal acts, the ‘fog of war’ and individual cognitive biases of human soldiers 

can lead to poor decision making that often results in serious mistakes.  There are several 

recent examples of failure by human soldiers on the battlefield including Abu Ghraib, the 

Haditha massacre, the Black Hearts, just to name a few.  These have all been criminally 
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adjudicated, but there are other examples of mistakes that are not necessarily criminal but 

instead seem to be due to error by humans and some of the technology they rely on.  I’ll 

briefly describe two below. 

The first example occurred in Kunduz, Afghanistan on October 3, 2015.  A US Air 

Force AC-130 gunship mistakenly attacked the Kunduz Trauma Center (hospital) killing 42 

innocent patients and medical professionals while wounding 30 others.  A subsequent 

investigation revealed that the attack was carried out at the request of ground forces who 

claimed that terrorists were firing at them from inside the building.  There was confusion as 

to the exact location.  Neither the pilots, nor those who authorized the strike knew that the 

structure was a hospital or that there were innocents inside.  US President Barack Obama 

issued a formal apology.  The Pentagon described the event as a “tragic, avoidable accident, 

caused by human error, faulty computers and a communications breakdown."  16 service 

members were disciplined for making errors in their assessments, but no one was held 

criminally liable.  Additionally, the US government paid the families of the victims $6000 

each.  The US also received significant backlash from the international community. The 

investigation also found that the NATO commander in Afghanistan, GEN Campbell, was 

partially responsible.  It stated that his (GEN Campbell’s) “own lack of strategic guidance 

and dissemination of certain rules of engagement were major contributing factors that led to 

the command-and-control breakdown prior to the airstrike.” (Wagner 2016) The 

investigation also resulted in multiple procedural changes in how air to ground engagements 

are reviewed, approved, and conducted in Afghanistan and elsewhere.   

The second example was the shooting down of Iran Air Flight 655 in 1988 by the 

USS Vincennes, a US Navy guided missile cruiser operating in the Persian Gulf.    The USS 
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Vincennes was with one of the early versions of the Aegis Combat System.  On July 3rd, 

1988, the Aegis radar displayed an icon on the radar that appeared to be an Iranian F-14 

fighter jet.  Other available data, such as the fact that it was emitting a civilian transponder 

signal, suggested that it wasn’t a fighter jet.  Regardless, the crew decided to trust the Aegis 

radar icon and fired on the aircraft.  The missile struck what ended up being a civilian air 

liner, killing all 290 passengers and crew.  Although the relationship between the two 

countries was adversarial, President Reagan publicly stated that the incident was a tragic 

mistake.  Just like the first example, no one was held criminally responsible.  The 

investigation revealed that the Captain was too aggressive when carrying out his 

responsibilities and didn’t exercise due diligence with respect to confirming the identity of 

the aircraft. The case was taken to the International Criminal Court of Justice, and the US 

ended up paying $61.8 million to the families of the victims.  The incident has also had a 

long-lasting impact on the Aegis program and is still a significant focus in the Aegis training 

program (Singer 2009).  According to Paul Scharre (2018) in the years following the incident 

the Aegis’ radar system and software has been improved, and the Navy has placed stricter 

protocols and guidelines on the use of the system. In the 30 plus years since the Flight 655 

incident, the Navy has not had any reported failures or mistakes with their Aegis Combat 

Systems.    

These are two of the more tragic examples of human mistakes on the battlefield.  

There are many others.  These errors are the result of many things and can’t only be reduced 

down to flawed human decision making. However, it does reveal that humans are prone to 

making mistakes.  On the battlefield, these mistakes often result in unnecessary suffering.  

But why do we make mistakes?  Human soldiers are taught how they ‘ought’ to act and think 
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ethically. The Army relies on a virtue-based ethics framework called “Living the Seven 

Army Values” to teach soldiers how they should act and think about ethical problems. 

(goarmy.com 2021) This is reinforced with a warrior ethos that they are required to 

memorize in training.8  The ethical standards for conduct are also reinforced with specific 

training on the laws of war as well as instructed on the rules of engagement for the specific 

theater they are being deployed to.  In a certain sense soldiers are ‘programmed’ to follow 

legal and ethical norms through initial training and various reinforcement mechanisms.  

However, recent research in moral reasoning suggests that this does not always translate well 

into reality.  High stress situations, like combat, that require a moral agent (in this case a 

soldier) to make a moral choice, elicits a psychological and physiological response. This 

response triggers predominantly system one thinking (Kahneman 2011) which leads to 

cognitive biases and moral disengagement mechanisms that are counter to the ethical 

framework that they are expected to make decisions by. (Ordiway Forthcoming) The effect 

of these biases and disengagement mechanisms is sometimes captured in the phrase the ‘fog 

of war’ and of course creates the potential for mistakes to occur.  In certain instances, 

soldiers might fail to recognize that enemy soldiers are surrendering, or that a friendly soldier 

just entered the building you are firing into.  This is exacerbated by urban battlefields that 

might be saturated with non-combatants (Ordiway forthcoming).  Mistakes as a result of a 

‘fog of war’ are mitigated by rigorous and realistic training, as well technology (radios, 

surveillance drones, night vision, etc.) but they still happen. 

 
8 Seven army values: loyalty, duty, respect, selfless service, honor, integrity, and personal courage. Warrior ethos 
– I will always place the mission first; I will never accept defeat; I will never quit; I will never leave a fallen 
comrade. (goarmy.com 2021) 
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This discussion isn’t meant to be a repudiation of human soldiers.  Quite the contrary.  

Ground combat is hard and unforgiving – simple ethical platitudes taught in the classroom 

are easily lost in the confusion and stress of violent conflict.  It’s easy to highlight the clear 

failures or tragedies; however, this belies the far greater number of instances when human 

soldiers overcame natural biological tendencies to make the right decision.  In a certain sense 

it’s actually impressive that human soldiers don’t make more mistakes. 

Instead, what this discussion is attempting to highlight is that critics must overcome 

this notion that the potential for mistakes by LAWS is in some way unprecedented or 

categorically different than the mistakes we already see on the battlefield as a result of 

human biological processes.  The just war and legal critiques of LAWS are based on the 

premise that a robot making a mistake on the battlefield presents a new ethically problematic 

paradigm.  The sections that follow will address many of the arguments against LAWS, but 

within the understanding of battlefield mistakes outlined above, I contend that the arguments 

fail before they even get started.  It’s important to remember that these arguments assume a 

level of intelligence that is a close approximation to a human.  This itself is controversial, but 

for now we will set that aside and assume that this level of AI is feasible.        

 

4.2 Responsibility Gap 

Robert Sparrow was one of the first and most vocal proponents of the idea that 

LAWS are problematic because they create a responsibility gap.  He claims that the 

deployment of LAWS is unethical because if the robot commits a war crime then attribution 

of responsibility is troublesome, because, according to Sparrow, a robot is not a free moral 

agent in the same sense that a human is. (Sparrow 2007)   Even at highly sophisticated and 
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advanced levels of autonomy, it is never granted agency like a human and thus cannot be 

held responsible when it makes a mistake and commits a war crime.  Responsibility, Sparrow 

argues, is a necessary underlying component of jus in bello.  He states: “The question of the 

attribution of responsibility in this situation [robot killing innocents] matters because I take it 

that it is a fundamental condition of fighting a just war that someone may be held responsible 

for the deaths of enemies killed in the course of it. In particular, someone must be able to be 

held responsible for innocent lives.” (Sparrow 2007) Further, from a legal perspective, 

responsibility exists as a necessary precondition in order for a legal system to have any force 

at all.  If violators of law are not held responsible, then the system doesn’t have the ability to 

compel others to obey it.   

To highlight this point, Sparrow uses a vignette similar to my ‘autonomous drone 

killing surrendering soldier’s’ example in the introduction.  If that incident is in fact a war 

crime, he then offers that there are three potential targets for responsibility for that crime – 

military commanders, programmers/engineers/companies, and the robot themselves. He then 

goes on to argue why it would be morally impermissible to hold any of them morally 

responsible.  If the robot is autonomous by design, it seems unreasonable to think that the 

commander could be responsible for an error based on technological shortcomings.  If the 

commander provides a mission that is legal and moral, then she cannot be held responsible 

for an error in judgement or poor programming.  The commander cannot be expected to 

know the detailed technical capabilities of the sensor and also cannot be expected to predict 

that a scenario might play out whereby the robot does not sense that the soldiers are 

surrendering.  Thus, it seems unjust to hold a commander responsible under the doctrine of 

responsibility of command as they had nothing to do with the programming of that robot or 
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why it made the determination in the way that it did.  It also seems unjust to hold 

programmers responsible as they are constrained by the current state of technological 

advancement, and they cannot be expected to know and program all of the multitude of 

unique scenarios a robot will be in.  Robot engineers are given the task to make the robot 

perform specific autonomous functions.  There is no way to predict or program the nuances 

of the scenarios that the LAWS will be involved in, thus it seems unjust to hold them 

responsible.  For similar reasons, it seems problematic to hold the corporation that 

manufactures the robots responsible.  The corporation is limited by the requirements of the 

government contract and the state of technology.  Of course, Sparrow claims, responsibility 

cannot be placed on the robot itself because in his view robots cannot be held morally 

responsible. 

Sparrow seems to suggest that the sort of responsibility he is primarily concerned 

with here is primarily moral responsibility, which can only be attributed to humans9.  I agree 

with the point that moral responsibility cannot be applied to the robot, but I’m not convinced 

that it can’t exist elsewhere.  Similar to the autonomous vehicle discussed in Chapter 2, 

humans are heavily involved throughout the development, fielding, and testing of that 

system.  There is also a human commander, who like with the machine gun, ultimately makes 

risk calculations about how to use that robot on the battlefield.  In warfare, there’s also the 

added element of nation-states who bear responsibility for engaging in war and often the 

atrocities that result from war.     

Another vocal and often cited critic of LAWS is Christof Heyns, a South African 

Professor of human rights law.  He is one of many in the international community calling for 

 
9 This is itself controversial.   
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states to declare a national moratorium on the development of LAWS and has called for 

international legal bodies to develop guidelines surrounding their development and use. From 

2010-2016 he served as the UN Special Rapporteur on extrajudicial, summary, or arbitrary 

executions.  In that role, in a 2013 special report to the United Nations Human Rights 

Council he argued that: “Robots have no moral agency and as a result cannot be held 

responsible in any recognizable way if they caused deprivation of life that would normally 

require accountability if humans had made the decisions. Who, then, is to bear the 

responsibility?” He goes on to state later “The composite nature of [LAW] technology and 

the many levels likely to be involved in decisions about deployment result in a potential 

accountability gap or vacuum. Candidates for legal responsibility include the software 

programmers, those who build or sell hardware, military commanders, subordinates who 

deploy these systems and political leaders.”  Heyns recognizes that a commander seems like 

the likely candidate for AWS responsibility because of the notion of command responsibility 

mentioned earlier.  However, he notes, the actions of an autonomous human subordinate is 

not analogous to the actions of an autonomous robot because commanders are only held 

responsible when they “knew or should have known that an individual was likely going to 

commit a crime” (Geneva 1977).  For that same standard to apply to robots it would be 

important to establish that commanders are in a position to “Understand the complex 

programming of [LAWS] sufficiently well to warrant criminal liability” (Heyns 2013) which 

he doesn’t seem to think is a reasonable expectation.  Trying to trace responsibility back to 

programmers, manufacturers, or political officials seems problematic to Heyns as well.  The 

development, manufacture, and fielding of complex autonomous robots will likely involve a 

large number of people.  The supply chain for the creation of that robot will also likely be 
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horizontally integrated, thus involving multiple manufacturers.  These two realities combined 

would make it difficult to hold an individual or entity accountable. 

This argument adds some nuance to Sparrow’s, but still might have some 

shortcomings.  He is correct in noting that commanders cannot be expected to know the 

complex programming of LAWS, but they can know the capability and limitations.  The 

commander of a naval vessel equipped with an Aegis Combat System does not know the 

complex programming of that system yet is still expected to understand its capabilities and 

limitations such that it is used in a responsible manner.  Similarly, the commander of a 

machine gun team might not necessarily know the detailed specifics of how that machine gun 

operates, however, they are expected to know its capabilities and limitations and thus with 

that in mind, use it in a responsible manner. 

Philosopher Peter Asaro takes a different approach.  He recognizes the inevitability of 

LAWS development.  In this context, he argues that if LAWS must exist, laws must change 

such that there is no limited liability for manufacturers of autonomous robots.  He states that 

“corporations can and should be held legally responsible for their practices and products, 

through liability laws and lawsuits.  If their products harms people through poor design, 

substandard manufacturing, or unintended interactions or side-effects, that corporation can be 

compelled to pay damages to those who have been harmed, as well as punitive damages.” 

(Asaro 2006) If a standard of accountability exists for manufacturers, then they will be 

incentivized to air on the side of risk mitigation when designing and programming their 

equipment.    

Krishnan (2009) takes a similar approach.  He claims that the DOD can build into its 

requirements that any unpredictable and dangerous robot behavior could be interpreted as 
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poor design and could result in some form of penalty for the manufacturer, e.g., the 

cancellation of contracts or a fine. Managers of defense companies or engineers could also be 

held individually responsible for serious flaws of products if they knew about them and did 

not make the armed forces aware of these flaws or limitations. This could be a most effective 

deterrent for defense companies and may stop them from marketing immature and unsafe 

weapons technology.  The problem with Kirshnan and Asaro is that it might be a bit 

unrealistic to expect a company to take on liability for any weapon used on the battlefield.  

With this approach is that it would likely mean that no company would want to take on that 

level of liability risk and thus would likely refuse to develop LAWS or any of their 

precursors for the DoD.    

4.3 Distinction 

 International law requires that armed forces distinguish between combatants and non-

combatants.  According to critics, it seems unlikely that AWS would be able to possess the 

ability to distinguish between combatants and non-combatants. (Asaro 2012, HRW 2012, 

Sparrow 2016) This is especially true on the ‘battlefields’ characterized by the Global War 

on Terror (GWOT).  Unlike uniformed land armies going toe to battling for strategic terrain, 

modern combatants often blend in seamlessly with non-combatants in crowded urban areas.  

Krishnan (2009) notes that “distinguishing between a harmless civilian and an armed 

insurgent could be beyond anything machine perception could possibly do.”  Computer 

Scientist Paul Bello and Philosopher Marcello Guarini coauthored a paper exploring the 

complexities of distinction in the modern theater of war.  They note that “[i]n a context 

where we cannot assume that everyone present is a combatant, then we have to figure out 

who is a combatant and who is not. This frequently requires the attribution of intention.” 
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(Guarini and Bello 2012) One way to determine intention, according to Bello and Guarini, is 

by understanding an individual’s emotional state.  Only a human can do this - a system (like 

a robot) that does not have emotion cannot understand the emotions of a person because the 

system itself does not experience those emotions.  Robot ethicist Noel Sharkey echoes this 

argument - “humans understand one another in a way that machines cannot. Cues can be very 

subtle, and there are an infinite number of circumstances where lethal force is inappropriate.” 

(Sharkey 2012) 

 To animate this idea of a robot’s inability to sense intent, Guarini and Bello (2012) 

uses this stark example: “For example, a frightened mother may run after her two children 

and yell at them to stop playing with toy guns near a soldier. A human soldier could identify 

with the mother’s fear and the children’s game and thus recognize their intentions as 

harmless, while a fully autonomous weapon might see only a person running toward it and 

two armed individuals. The former would hold fire, and the latter might launch an attack. 

Technological fixes could not give fully autonomous weapons the ability to relate to and 

understand humans that is needed to pick up on such cues.” 

 The underlying issue present throughout these statements is that they assume a bit of 

recklessness by humans throughout the development and deployment of that system.  If a 

robot is unable to reliably distinguish between a woman running after her kids who have toy 

guns and an armed combatant who intends to inflict harm, then it would be highly 

irresponsible for human commanders and higher-level bureaucrats and politicians to deploy 

the robot in an environment where it might be likely to make such a mistake.  Also, returning 

to the discussion about mistakes, Guarini and Bello seem to assume that a human soldier 

would reliably make that distinction, but it is highly context dependent.  There could be a 
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scenario where a human soldier gets tunnel vision and mistakes the kids with toy guns for an 

enemy soldier.  What if the kids run out in the middle of a firefight and the combination of 

adrenaline and tunnel vision in the heat of the moment causes the human soldiers to 

misidentify the kids and mistakenly fires on them?  There are many contexts in which a 

human soldier could make distinction mistakes similar to those proposed by critics of LAWS.     

  

4.4 Proportionality 

 IHL states that the use of force and the means employed should “always be 

proportionate to the military objective in order to protect civilians.” (Krishnan 2009) The 

Geneva Convention prohibits “an attack which may be expected to cause incidental loss of 

civilian life, injury to civilians, damage to civilian objects, or a combination thereof, which 

would be excessive in relation to the concrete and direct overall military advantage 

anticipated.” (Geneva, 1977, Protocol I Art 51) A crude example is that it would be illegal to 

bomb an entire city because the one soldier you are trying to kill lives somewhere in the city.  

That is a simplistic example to clearly articulate the idea, but real-world determinations on 

proportionality are difficult, and some would argue the most easily subjective of IHL 

constraints.  It allows for a measure of acceptable collateral damage but only when weighed 

against the military advantage that the attack affords.  The phrase ‘direct military advantage 

anticipated’ has been interpreted to mean different things by different nations.  Australia, 

Canada, and New Zealand have interpreted military advantage to include the security of the 

attacking forces.  Other countries have interpreted military advantage to mean the overall 

concrete and bona fide advantage of the operation in relation to the conflict as a whole 

instead of as the advantage that individual elements might provide. (ICRC Rule 14 2021) 
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Notably, France, voted against this article when it was first up for vote in 1977 because the 

“very complexity would seriously hamper the conduct of defensive military operations 

against an invader and prejudice the inherent right of legitimate defence”. (ICRC Rule 14 

2021) It is a subject that even reasonable people disagree on.  Peter Asaro, roboticist, and 

prominent critic of LAWS, notes that proportionality is “abstract, not easily quantified, and 

highly relative to specific contexts and subjective estimates of value.”  (Asaro 2009) Michael 

Schmitt, writes, “While the rule is easily stated, there is no question that proportionality is 

among the most difficult of LOIAC [law of international armed conflict] norms to apply.” 

(Schmitt 2012).  Part of the reason it is so difficult is because military advantage is hard to 

define, especially when considering it must be weighed in relative terms to collateral 

damage.  This definition also changes as more precise and advanced weapons minimize 

collateral damage.  Acceptable levels of collateral damage as a result of bombing campaigns 

during WWII or the Vietnam War might be different than today due to advancements in 

precision guided munitions.   

To address the proportionality constraint, IHL compliant nations, like the US, expect 

their commanders to establish ROE that strikes a reasonable balance between successfully 

carrying out the mission of defeating an enemy while minimizing collateral damage.  There 

is no formula for this, it is a judgement call made by commanders and individual soldiers and 

is influenced by political considerations as well as the nature of the enemy that is being 

fought.  If the conflict is against an insurgency with a non-state actor, then gaining the 

support of the local population is an important part of mission success and thus the threshold 

for allowable collateral damage is likely much lower than it would be in a high intensity 

conflict against a near peer.  Thus, the idea of proportionality is highly nuanced and must be 
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weighed with several factors that are ultimately determined by high level commanders and 

policy makers.   

Critics of LAWS argue that the complexity and subjectivity of proportionality 

requires human judgement of a type that cannot be replicated in robots.  A HRW LAWS 

position paper titled Losing Humanity (2012) claims that “It is highly unlikely that a robot 

could be pre-programmed to handle the infinite number of scenarios it might face so it would 

have to interpret a situation in real time.”  The paper goes on to state that robots have a 

‘frame problem’ - software limitations mean LAWS have an incomplete understanding of 

their external environment.  This, they claim, would inevitably lead to “faulty behavior”.  

Critics doubt a future where a robot has advanced to the point where it can accurately take in 

all of the environmental and contextual factors and make reasonable judgement assessments. 

(Asaro 2012) Critics claim that this problem is further exacerbated on the modern battlefield 

where it is difficult to distinguish between combatant and non-combatant.  

In response to these arguments, Kirshnan (2009) argues that a robot might in fact be 

better at using proportional force than human soldiers.  He states that “a computerized 

weapon could more quickly and precisely calculate blast and other weapon effects that cause 

collateral damage, while such calculations would be ‘far too complex for the warfighter to 

make in real time. AW could perform hundreds of these same calculations in real time, 

increasing the lethality of the engagement while simultaneously reducing the probability of 

collateral damage”.  Ronald Arkin (2009) puts forward a similar argument and thinks that 

codified principles of proportionality could be programmed into LAWS of the future.  Arkin 

takes this argument a step further by claiming that a robot might in fact be better at making 

proportionality decisions because of their ability to rapidly process data and make 
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calculations relevant to their weapons system such that they are able to use those weapons in 

a way that minimizes collateral damage.  Ronald Arkin’s case for LAWS creating a more 

ethical battlefield will be discussed later. 

 Paul Scharre (2018) builds on Arkin’s argument and states that the proportionality 

issue is easily solved by changing how we view the capability of LAWS.  Scharre contends 

that future LAWS should not make judgements about the proportionality of an attack.  He 

agrees with critics that claim robots will never be able to sense their environment and make 

proportionality judgements the way humans can.  He thinks a far more reasonable 

expectation is that future LAWS are equipped with sensors capable of determining 

combatants from non-combatants.  Human commanders can then set values for acceptable 

number of civilian casualties for each target.  If the threshold for civilian casualties is 

reached, then the robot does not attack. 

 The proportionality argument put forward by critics assumes a level of decision 

making by LAWS that is outside of the norm even for human soldiers.  Commanders at 

multiple echelons place restrictions on how soldier’s fight on the battlefield today.  Returning 

to machine gun team from Chapter 2, a commander is expected to employ the weapon with 

consideration for things like proportionality and thus would likely not place the machine gun 

team in the position where they would likely kill multiple civilians in order to potentially kill 

the one enemy soldier.  If we think of LAWS as another weapon system like a machine gun, 

then ultimately commanders must use judgement in how they employ the weapon.  Even at a 

‘killer robot’ level of autonomy, humans would still make decisions about when and how to 

use a weapon.  If the technology cannot reliably determine the difference between combatant 

and non-combatant at a certain probability then it’s incumbent on the commander to not 
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deploy that weapon in an area with a dense population of non-combatants, in the same way 

that a commander wouldn’t deploy a machine gun team to kill one enemy soldier in the 

middle of a crowded market or unnecessarily drop a 500lb ‘dumb bomb’ in that same 

crowded market to kill one enemy soldier who is hiding.   It ultimately comes down to 

human judgement about military necessity and understanding the risks of the weapon system.  

In their argument, critics seem to assume that these same considerations wouldn’t be applied 

to LAWS, but there doesn’t seem to be any precedent for that assumption, and, if for some 

reason their assumption is correct, and LAWS are deployed without consideration for their 

capabilities and limitations then it seems like it should be treated the same way we would 

treat a commander who deploys any weapon in a reckless manner.   

4.5 Riskless Warfare 

 I will now turn the discussion away from jus in bello arguments briefly to a jus ad 

bellum argument.  The decision to go to war is a costly one, and rightfully so.  Nations that 

decide that war is the best option for conflict resolution are committing to significant 

financial costs, loss of life of its own soldiers, potential civilian casualties, and potential 

political costs. (Greig, Owsiak, and Diehl 2018) The costliest element of war has traditionally 

been human suffering.  Loss of life, damage to infrastructure and economies can have 

detrimental impacts for generations.  The aftermath of both World Wars demonstrate that.  

The creation of the United Nations, international criminal courts and long-standing security 

and regional alliances has provided the global community with peaceful methods for conflict 

resolution that include sanctions, third party mediation, security council resolutions, among 

other things.  In the era of the United Nations, war is reserved for use only as a last resort in 
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conflict resolution.  Critics argue that autonomous weapons problematizes this idea of war as 

a last resort.   

Intuitively, I think critics are right.  Most people, especially those who have 

experienced warfare in some way, wish for a world where warfare is a rare occurrence.  

Unfortunately, the reality is different.  While not at the scale of either World War, war still 

exists on a smaller scale and with it is still immense human suffering.  Since 1946 the 

number of global conflicts has actually increased.10  Greig, Owsiak, and Diehl (2018) 

attribute this partly to a dramatic increase in the number of states - just over 50 post WWII, 

to over 200 now.  A greater number means there is a greater ‘opportunity’ for conflict.  

Coinciding with this trend is an increasing asymmetry in military capability. (Kalmanovitz 

2014) Powerful and wealthy nations like the US can engage in warfare or international 

‘enforcement’ type activities with little risk to themselves.  Drones, high altitude bombers, 

stealth technology, aircraft carriers, and long-range ballistic missiles make it easier for 

powerful countries to use lethal force against others without engaging in all-out war or 

committing to ‘boots on the ground’.  These sorts of activities deter or punish state and non-

state actors without imposing human costs or domestic political costs. 11    

Pablo Kalmanovitz (2014) argues that LAWS will exacerbate this trend.  He states 

that “there are troubling few incentives to duly control and minimize the risks to foreign 

civilians in the contexts of asymmetrical warfare. […] The aversion of states to endure 

casualties among their own forces and their reluctance to deploy ‘boots on the ground’, 

together with the imperative to maximize ‘manpower efficiencies’, feed the development of 

 
10 Conflict data pulled from the Uppsala Conflict Data Program (UCDP).  
11 Domestic political costs seems to be especially salient for democratic countries.  In countries like the US with 
frequent national elections, political leaders are incentivized to minimize costs of war – either by not engaging in 
war and/or investing in technology that lowers the human cost.  (Croco 2011)  
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means of force that generate and externalize virtually all risks to enemy combatants and 

civilians”.  Alex Leveringhaus (2016) calls it the ‘weak state - strong state’ dynamic and 

agrees that autonomous weapons would greatly deepen this dynamic.  At a certain point, in 

theory, the asymmetry would be so vast that ‘weak states’ would function at the will of the 

strong states, creating an oppressive international system.  

Paul Kahn (2002) articulates this argument on the basis of jus ad bellum.  The 

problem with LAWS is that they “hold out the prospect of the use of force without risk to 

one’s troops and the likelihood that such systems will be used in more aggressive postures 

during peace time suggests that these systems will lower the threshold of conflict and make 

war more likely.” (Kahn 2002) Richmond Law School Professor and AWS critic Rebecca 

Crootof (2021) notes that she is concerned that LAWS will reach a point in their 

development at which instead of making war easier they make war too easy.  Once war is too 

easy, it becomes the first option instead of the last option by which nations and non-state 

actors choose to resolve conflict.   

These points might be overstated.  These positions seem to assume a future of warfare 

that is purely robot vs. robot, or at least robot centric.  While the future is uncertain, I contend 

that even fictional depictions of warfare in the future still involve humans and human 

suffering, and as such the costs will always be high.  Part of the reason for this might be 

related to the notion that the purpose of military action is to send a costly signal to another 

country that they should change their behavior. (Greig, Owsiak, and Diehl 2018) Costly 

signals require the destruction of infrastructure or even human life.  Aside from whether it’s 

even feasible or not, pure robot vs. robot battlefields don’t seem like they would be costly 

enough to compel behavior.     
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Another point to be made in response to the riskless warfare critique is that the 

weak/strong dynamic might not always a bad thing.  Leveringhaus himself notes that most of 

the recent strong state interventions against weak states have been humanitarian in nature.  

Conflicts with the greatest human suffering have often been civil wars and/or intrastate 

conflict involving weaker states.  Strong states could be more willing to intervene as the risks 

to themselves are lowered.  Two recent examples of low-risk intervention highlight this point 

- NATO intervened successfully in the humanitarian crisis in Kosovo in the 90s to end the 

ethnic genocide and the UN successfully intervened in Libya in 2011.  Both of these 

operations did not require the deployment of combat troops on the ground.   

This type of riskless warfare also still has its limits and will likely for some time.  

The examples of Libya and Kosovo demonstrate its limited utility in stopping violence.  The 

US intervention in Afghanistan and Iraq demonstrates the limits of this approach.  “The 

Rumsfeld Doctrine” held that the US could lower the cost of war by deploying very small 

and light units to a place like Afghanistan to spot targets for a vast array of remote drones 

and high-altitude bombers that would attack the enemy with precision munitions, minimizing 

the number of soldier’s the US put in harm’s way.  That strategy ultimately failed in both 

places, with both countries relying on their own separate ‘surges’ of ground forces in order to 

get violence under control.  Almost twenty years later both countries still have US and allied 

service members on the ground with a large amount of remote and semi-automated systems 

in support.  Despite our significant technological advantage over our adversaries in both 

countries, we still have not seen decisive victory in either conflict and both conflicts have 

exacted significant human costs for the US, its allies, and the host countries. 
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In a 2021 panel discussion with LAWS advocates and critics, Brigadier General 

Patrick Huston, US Army Judge Advocate General (JAG) and human rights lawyer, stated 

that the best way to win war is to possess so much overwhelming advantage to any potential 

adversary that no one will want to go to war with you.  In this scenario, when a disagreement 

arises you will have the superior bargaining position and most potential adversaries would 

rather come to an agreement than go to war.  This view is of course US centric as we have 

enjoyed a significant military advantage globally since the end of the Cold War.  This view 

also only holds up to moral scrutiny if the country holding that advantage acts in a just way 

and follows international law.    

There is perhaps much more to be said on this topic in the realm of political science 

and international relations.  Frameworks such as mutual deterrence theory, mutually assured 

destruction, and security dilemmas are relevant and worth further exploration.  

 

4.6 Could Robots Make the Battlefield More Just? 

 One element of LAWS that has been suggested throughout this paper but not 

explicitly brought to fore is that they might actually create a more just battlefield of the 

future.  Despite the seemingly vast amount of criticism from roboticists, lawyers, and 

philosophers against LAWS, there are some who see a brighter future for robots on the 

battlefield.  In some cases, they might argue, robots actually make a more ethical battlefield 

and minimize harms from war.  In this sense, LAWS could make war BETTER in the future.  

Georgia Tech Professor of Robotics, Ronald Arkin, is a prominent voice in the 

burgeoning field of robo-ethics.  He has studied and worked with robots for four decades and 
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in that time, he has become an advocate for ethical robotics development.  Arkin’s view of 

the future of LAWS is purely consequentialist.  His work is focused on how to make robots 

that actually produce better, more just, and humane outcomes on the battlefield.  He argues 

that if robots can be more ethical than humans, then we have a “moral imperative to use this 

technology to save human lives”.  (Arkin 2009) His premise relies on the notion that 

technology can do certain things much better than humans.  Computers can do things like 

mathematical computation and process massive amounts of data much better than humans.  

According to Arkin computers also contain much less bias in their decision making than 

humans.12   At the same time, he acknowledges the various ethical concerns that many have 

over LAWS on the battlefield.  His approach to addressing these concerns is to make robots 

‘ethical by design’.  Instead of developing robots and then making ethical determinations 

about their use, he proposes that ethics be integrated into their programming.  To that end, he 

has developed an ‘ethical governor’ that can be built into robot design.  In 2008 he produced 

a technical report for the Department of Defense on outlining what such a system would look 

like and how human operators and commanders would interface with it. (Arkin 2009) This 

system would constrain lethal actions in AWS in accordance with pre-defined restrictions 

that are in accordance with IHL.  It also integrates a responsibility advisor that forces human 

involvement in initial guidance and planning, ensuring that human intent (and thus 

responsibility) still exists in the system.  This governor has absolute veto authority over 

anything the system does.  At any point it can shut the system down.  In a robot these ethical 

codes can be made absolute, there is no judgement made by the robot as to what “ethical” 

 
12 This point is controversial.  Algorithms and computer code contain bias from programmers.  Facial recognition 
technology demonstrate this reality as they are twice as likely to misidentify black females as they are white 
males. (Selinger and Leong 2021) 
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decision to make.  In Arkin’s view, this is actually an advantage over humans.  As already 

discussed, biological survival mechanisms can actually make human soldiers very flawed 

decision makers, whereas a robot can be programmed in a binary sort of fashion with 

absolute ethical constraints that aren’t affected by a variety of biological responses like 

humans.      

An example Arkin (2009) provides to bring these ideas together involves an 

autonomous drone that is similar to what we were already to introduced to in the first 

chapter.  The drone in this scenario is completely autonomous and equipped with Arkin’s 

ethical governor. Prior to the mission the human operator provides the drone with 

information on the target that it is to find and killed.  This includes pictures of the target, 

maybe any digital identifiers (phone number, pictures for facial recognition, known contacts, 

etc.), and a templated geographic zone or area to look for the target.  The robot then assesses 

existing imagery to make determinations on locations of houses, cultural sites, churches, and 

other things that might be protected under IHL.  A human responsibility adviser reviews the 

computer’s assessment and adds/refines any parameters that the robot misses.  This advisor 

also adds any additional mission specific constraints that might not be captured in the ethical 

governor.  The AWS then deploys and patrols the pre-defined zone.  It eventually finds the 

target.  The computer does an assessment on the blast radius of the hellfire as well as and 

determines that if it shoots the target it will also cause damage to some surrounding 

buildings, one of which is a church.  At this point the ethical governor takes over and halts 

the system.  The AWS returns to base without completing its mission.   
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Building on that same example, the LAWS could determine that at a different 

trajectory the missile could still hit its target and not cause damage to the church.  The 

LAWS adjusts its position and fires at the precise moment at which the missile will fly in a 

trajectory such that it hits the target and minimizes collateral damage.  These two versions of 

the scenario, according to Arkin, show how AWS could actually be programmed to be better 

than a human.  A human operator of a drone would not have been able to make the 

calculations that the AWS had made and thus made an error. 

Arkin’s critics take issue with several of his claims.  One of the most frequent targets 

is the idea of an ethical governor.  Sparrow and Asaro both argue in separate papers that 

Arkin presumes that ethics is a system “of clearly defined rules with a clearly defined 

hierarchy for resolving clashes between them.” (Sparrow 2016) The reality, they claim, is 

that real ethical dilemmas are complex and often rely on intuition.  Sparrow articulates his 

objection in this way: 

However, the most fundamental barrier to building an “ethical robot” is that ethics is 
a realm of meanings. That is to say, understanding the nature of our actions—what 
they mean—is fundamental to ethical reasoning and behavior. For instance, most of 
the time intentionally killing a human being is murder—but not during a declared 
armed conflict, when both the killer and the victim are combatants; or in situations of 
self-defense; or when it has been mandated by the state after a fair criminal trial. 
Thus, in order to be able to judge whether a particular killing is murder or not, one 
must be able to track reliably the application of concepts like intention, rights, 
legitimacy, and justice—a task that seems likely to remain well beyond the capacity 
of any computer for the foreseeable future. (Sparrow 2016) 

Sparrow’s point is valid if there is some expectation or requirement that LAWS are 

programmed to conduct moral reasoning that is akin to the way a human conducts moral 

reasoning.  He is correct in his assertion that human moral dilemmas are fraught with 

complexity, but this might incorrectly conflate the process of human moral reasoning with 
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how one might program an ethical robot.  It potentially assumes too wide of an interpretation 

of what we expect from robots – whether in war or in ordinary life. To avoid conflating 

human moral/ethical decision making, it might be more appropriate to say that Arkin’s 

ethical governor is actually just the encoding of rules that are already determined by humans 

under an ideal setting.  These rules wouldn’t be too different from rules of engagement that 

human soldiers receive.  They could be simple formulations unique to the processing 

capabilities of a robot and not to be confused with complex ethical decision making.  An 

example of such a rule might be that a robot can only engage a designated enemy soldier 

only if it knows with 95% certainty that it is an enemy soldier and there is less than a 20% 

chance that the engagement will result in harming one civilian.  Humans cannot readily do 

such calculations, but a robot can.  Humans are still making the harder moral decisions on 

what these exact parameters are, LAWS are just executing the parameters determined by the 

humans.  The advantage is that LAWS decision making wouldn’t be detrimentally impacted 

by physiological or psychological responses unique to the situation.     

Arkin’s technical approach to addressing many of the criticisms of LAWS is most 

relevant when assuming a highly advanced notion of near-human autonomy (killer robot) in 

the (distant) future.  As noted in chapter 2, this level of autonomy isn’t pre-ordained, but 

instead a theoretical potentiality that is up for debate.  Putting that level of autonomy and 

Arkin’s ethical governor aside, there is still an argument that, when viewed as a weapon on a 

continuum of improved weapon’s technology, greater levels of autonomy could lead to more 

just outcomes on the battlefield.  Paul Scharre (2018) notes that the biggest life-saving 

innovation in war to date isn’t a treaty banning a weapon, but a weapon - precision-guided 

munitions. He states: 
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In World War II, bombardiers couldn’t have precisely hit military targets and avoided 
civilian ones even if they wanted to; the bombs simply weren’t accurate enough. A 
typical bomb had only a 50–50 chance of landing inside a 1.25-mile diameter circle. 
With bombs this imprecise, mass saturation attacks were needed to have any 
reasonable probability of hitting a target. More than 9,000 bombs were needed to 
achieve a 90 percent probability of destroying an average-sized target. Blanketing 
large areas may have been inhumane, but precision air bombardment wasn’t 
technologically possible. Today, some precision-guided munitions are accurate to 
within five feet, allowing them to hit enemy targets and leave nearby civilian objects 
untouched. 

I have seen this reality firsthand.  In Baghdad, Iraq, Predator drones gave US forces the 

ability watch targets for an extended period of time.  Our ability to persistently watch these 

individuals for an extended period of time allowed us to confirm their identity to mitigate the 

likelihood that it was the wrong target and to assess their pattern of life to determine if there 

were civilian considerations.  With this knowledge we were able to minimize the chance that 

the strike was in error and time strikes such that they minimized collateral damage and 

civilian casualties. Not only do these systems make us more militarily effective but they also 

minimize collateral harm to civilians and infrastructure.  While there is still a significant 

amount of human involvement in a, for example, drone strike, increasing automation might 

make them even better.  The latency between when the appropriate human authority makes 

the decision to fire, the operator presses the trigger to fire, and when the missile fires is pretty 

long, by computer standards.  With more automation we might do even better.  In the future, 

offensive weapons might be able to make more precise calculations for when to fire their 

weapon in order to minimize collateral damage and munitions might be able to hit their target 

more precisely, among other things. 
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5. Conclusion 

LAWS present an interesting case study in how we view what is acceptable in war.  

Before even trying to argue that LAWS potentially violate of just war theory and 

international law, critics must first assume a level of autonomy such that these robots are 

autonomous to the point that their reasoning and decision-making ability approaches that of a 

human.  On first approximation this might be flawed.  The future and timeline of autonomy is 

up for debate.  There are also societal and political ramifications for that level of autonomy 

that might completely change how we understand traditional structures and global norms that 

render these arguments irrelevant or at least outmoded.  To that end, in Chapter 2 I argued 

that lethal autonomy should be better understood as existing on a continuum with weapons 

development over time.  To support this claim, I provided a brief overview of historic and 

modern weapons that represent variable levels of autonomy as well as an example of what a 

futuristic autonomous drone might look like.   Understanding LAWS within this framework 

suggests that LAWS are just like any other weapon and humans still employ them in a way to 

achieve a certain end with their capabilities and limitations in mind.  Similar to the Catholic 

Church with crossbows in the 1100, critics who argue for banning LAWS under this 

framework might be guilty of drawing an arbitrary line in the sand.  To overcome this, they 

must articulate what point in development do LAWS become morally problematic. 

In chapter 3 I provide a brief overview of just war theory and international and 

domestic law to establish an understanding of the normative and legal framework that is used 

to judge the ethical viability of LAWS.  Before proceeding into the critical arguments of 

chapter 4, I put aside the continuum argument and assume that Sparrow’s and other critics 

conception of a near-human like future of autonomy is valid.  I then proceeded in Chapter 4 
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to discuss the underlying concern that is present in most arguments against LAWS and that is 

that they make mistakes.  The concern consistently seems to be that the LAWS fail to 

distinguish combatant from non-combatant or fails to conduct an attack proportionately and 

thus causes unnecessary harm or suffering.  This fails on two accounts.  First, it fails to 

account for the fact that humans are susceptible to similar mistakes on the battlefield.  

Circumstance dependent, humans might fail to distinguish between combatants and non-

combatants or in the heat of battle might use a weapon that under strict scrutiny might be 

determined to lead to an excessive amount of collateral damage.  Second is that it assumes 

that LAWS would be deployed without these considerations in mind.  Chapter 4 concludes 

by discussing the potential for LAWS to actually create a more ethical battlefield.  Within the 

framework of near-human robots wandering the battlefield, Ronald Arkin argues that those 

who work in the robotics field should design these systems with ethical programming built-

in, something like what he calls an ‘ethical governor’.  Even with that consideration aside, 

when viewed on a continuum of weapon’s development, increasing autonomy alone might 

lend itself to more just outcomes on the battlefield.   

One concern over LAWS that is not addressed in this paper is that they violate the 

requirement for humanity in warfare.13  Very simply, this is a deontological argument that 

claims that if we accept just war theory as a valid normative framework then we must accept 

that humans contain a special moral status in the world and as such the decision to take their 

life should not be relegated to a computer algorithm.  This is sometimes called ‘respect for 

persons’ because, the argument goes, that humans deserve a certain level of respect in 

 
13 Humanity argument can be found in Asaro 2012; Sparrow 2016; Simpson and Muller 2016  
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warfare.  This argument is complex and taken to its logical end might challenge even some of 

the ways we conduct warfare today.   

This paper has argued from the assumption that LAWS development and fielding will 

be done by stable political bodies who adhere to international law and enforce just war norms 

through their own domestic legal system.  It’s naïve to think that the use of the weapons will 

be restricted in this way.  The reality is that in a pseudo-anarchic international system a 

security dilemma persists wherein state and non-state actors who wish to inflict harm and 

oppress others will attempt to acquire military technology without regard for international 

law or just war norms.  We have seen this throughout history with developments like nuclear 

weapon technology.   

The debate over LAWS is far from settled.  While I argue that some of the 

formulations used to argue against LAWS are potentially flawed, I do recognize and value 

the importance of ethical discussions, especially in the domain of warfare.  To that end, 

fortunately, there is a significant amount of literature and interest building around this topic.  

The DoD has also created internal organizations dedicated to AI policy and research with an 

emphasis on ethical design and implementation14.  In February 2020, the DoD completed a 

15-month study that led to the adoption of five ethical principles that will guide the 

development of artificial intelligence in the future. They include – responsible development 

(the exercise of appropriate levels of judgment and care in development); equitable 

(minimize unintended bias in programming); traceable; reliable (well defined use); and 

governable (humans have some level of control). (DoD Press Release Feb 24, 2020) While 

 
14 In 2018, the DoD opened the Joint Artificial Intelligence Center to oversee and manage AI development across 
all of the 6 branches. 
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the US doesn’t speak for the world, as one of the world’s leading economies and most 

advanced military, it seems like a good start.     
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