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Abstract

An important problem in terrain analysis is modeling how water flows across a terrain

and creates floods by filling up depressions. This thesis examines a number of flood-

risk related problems. One such problem is answering terrain-flood queries: given a

terrain represented as a triangulated xy-monotone surface, a rain distribution and a

volume of rain, determine which portions of the terrain are flooded.

The first part of this thesis develops efficient algorithms for terrain-flood queries

under the single-flow direction (SFD) and multiflow-directions (MFD) models, in

which water at a point flows along a single downslope edge or multiple downslope

edges respectively. Algorithms are given for the more specific case of the SFD model,

and then it is shown how to answer queries under the more general MFD model.

Available terrain data is also often subject to uncertainty which must be incorpo-

rated into the terrain analysis. For instance, the digital elevation models of terrains

have to be refined to incorporate underground pipes, tunnels, and waterways under

bridges, but there is often uncertainty in their existence. By representing the un-

certainty in the terrain data explicitly, methods for flood risk analysis that properly

incorporate terrain uncertainty when reporting what areas are at risk of flooding can

be developed.

The second part of the thesis shows how the algorithms for flood-risk can be ex-

tended to handle “uncertain” terrains, using standard a Monte Carlo method. Finally,

the third part of the thesis develops efficient algorithms for computing flow-query re-

lated problems to determine how much water is flowing over a given vertex or edges

as a function of time. We show how to compute the 1D flow rate as well as develop

a model for computing 2D channels as well.

A number of the algorithms are implemented and their efficacy and efficiency are

tested on real terrains of different types (urban, suburban and mountainous.)
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Chapter 1

Introduction

Flooding can be extremely dangerous and damaging. The number of extreme weather

events is increasing and with it comes more frequent and more extreme floods. Be-

ing able to accurately and quickly model flooding can help predict and prepare

for the risks. With improvements in LiDAR and other similar technologies, large

high-resolution terrain datasets are becoming increasingly available. For example

the USGS has publicly available 1 meter resolution datasets for much of the United

States [Uni21]. With these high-resolution datasets comes many opportunities and

challenges. As the resolution increases, so too does the ability of our models to accu-

rately reflect the behavior of water. However, these datasets may consist of billions

of vertices, so efficiency is of utmost importance when designing algorithms for as-

sessing flood risk if they are to be useful in practice. To this end, when the terrain

contains many points close together, it may be reasonable to make some simplifying

assumptions in how flow is modeled.

An important problem in terrain analysis is modeling how water flows across a

terrain and creates floods by filling up depressions. When rain falls, the rate at which

a depression fills up depends not only on its shape and the size of its watershed,

the area of the terrain that contributes water to the depression, but also on other

depressions filling up. Water that falls on the watershed of a full depression will flow

to a neighboring depression, effectively making its watershed larger and thus making

it fill up faster. Modeling how depressions fill and spill into other depressions during

a flash flood event is therefore an important problem.
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This thesis studies a number of flood risk problems: Preprocess a given terrain

Σ, represented as a triangulated xy-monotone surface1 with n vertices, into a data

structure so that for a query rain region R one can quickly answer questions about

the behavior of water flow such as: which regions will become flooded; how much rain

must fall in R before some query point q becomes flooded; and how will the flow of

water on the terrain change over time.

These problems are considered under two different flooding models: the single-flow

direction (SFD) and multiflow direction (MFD). Under the SFD model, water flows

along edges and from each vertex water only flows to a single down-slope neighbor,

usually following the steepest descent. Under the MFD model water can flow to

all downslope neighbors. Throughout this thesis we will see that the SFD model

admits more efficient algorithms for answering flood risk queries, but the MFD model

produces more realistic depictions of how water flows along the terrain.

Previous work. Flood-risk analysis is an important problem. It has been widely

studied in multiple research communities, and many different approaches have been

taken to address this problem. One such approach, coming from the hydrology com-

munity, focuses on accurately simulating fluid dynamics, using non-linear partial dif-

ferential equations such as the Navier-Stokes equations. These equations have no

closed form solutions, and are usually solved using numerical methods. They of-

ten account for additional factors, such as the effects of different terrain types, and

drainage networks. While these models tend to be the most accurate, naive applica-

tions are computationally expensive. As such, there have been many approaches to

reducing the computational cost of these methods.

Bates and De Roo [BDR00] developed a model for simulating flooding on digi-

1An xy-monotone surface is represented by an equation z = h(x, y) for some continuous height
function h : R2 → R.
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tal elevation models (DEMs) using two sets of equations, one to model flow within

channels and one to model flow over floodplains. Comparing it to prior flood events,

they found it correctly predicted 81.9% of (non)-inundated areas in the terrain. Volp

et al. [VVPS13] developed a model that attempts to lower the computational cost of

modeling by computing the flow on a coarse grid, while utilizing a finer subgrid to

account for the roughness of the terrain. They show that this model can accurately

approximate the behavior of a finer grid while being 50-100 times faster, as well as

showing that the inclusion of the subgrid improves the approximation. Ghimire et

al. [GCG+13] approximate flood equations on urban areas using a cellular automata

model. This defines a set of rules for updating the water at each point in the terrain

based on the state of its neighbors. They found this model produced similar results

to an existing hydrological model, while improving computation time by a factor of

30.

Recently machine-learning based approaches have been proposed for predicting

flood risk. These approaches are relatively fast, while maintaining a reasonable level

of predictive power. Tehrany et al. [TPMA15] tested the efficacy of various support

vector machine (SVM) kernels at predicting the overall flood hazard of points in

a terrain, that is the probability that a point would be flooded in a rain event.

Their dataset consisted of a historical flood event in Malaysia and they considered a

number of features for each point in the terrain such as slope, altitude, surface runoff

and distance from a river. Chang et al. [CS14] used self organizing maps and neural

networks to forecast the flood inundation in the near future (1-3 hours) given the

current inundated areas. They trained and tested their model using historical data

of a region of Taiwan that has frequent floods, dividing the region into smaller parts

and building a model for each subregion.

Finally, there has also been extensive work on modeling water flow on a terrain in
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the GIS community [ACH+03, JD88, OM84, AAY06, AR09, CSP10, DMY+07, LS05,

ARZ10, QBCP91, ARRR17, RLA17]. These approaches use simpler models, focusing

on the geometry of the terrain. These tend to be more computationally efficient, and

suitable for large datasets. However, the simplifying assumptions mean that they

may not be as accurate as PDE based models in all situations. For example, they do

not take into account absorption of water into the ground, and are thus more suitable

for flash floods wherein most of the flooding occurs over a shorter timespan.

Some of these models first remove all depressions by flooding the terrain, that is,

they conceptually pour water onto the terrain until all depressions are filled [ACH+03,

JD88, OM84]. However, this approach often leads to unrealistic flow networks, since

many important geographical features are removed. Therefore, several methods based

on partial flooding algorithms that flood only “small” depressions (based on height,

volume or area) have been proposed [AAY06, AR09, CSP10, DMY+07]. Partial flood-

ing methods provide a basis only for approximate solutions to flow modeling, as the

underlying assumption is that all “small” depressions are flooded at a certain time,

while all “big” depressions are not. To model the flow network at time t accurately,

it is necessary to compute all depressions that have been filled by time t and “flood”

them.

Liu and Snoeyink [LS05] (see also [ARZ10]) proposed an O(n log n)-time algorithm

under the SFD model that computes the fill times of all depressions assuming rain is

falling at a constant rate on the entire terrain. In reality, localized extreme rainfall

can affect downstream areas that do not receive heavy rainfall directly,

Lhomme et al. [LSG+08] developed a simplified flooding model, combining PDE

based models with ideas from the GIS community. They do so by utilizing a flow

model similar to Liu and Snoeyink [LS05], as we do in our model. They divide the

terrain into impact zones (a set of depressions) and determine in a preprocessing
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step the interaction between these zones. Then they model the flooding as a series

of zones merging with adjacent flooded zones, and spilling excess water into adja-

cent zones. They incorporate additional parameters for the friction of the terrain.

They compare their model to more traditional hydrological models and find that it

had fairly reasonable accuracy (accurately predicting 56-98% of the (non)-inundated

areas) while improving performance significantly compared to baseline hydrological

models (500-10,000 times faster.)

Quinn et al. [QBCP91] proposed a framework for assigning multiple flow directions

from each vertex in a terrain Σ, so that the proportion of water which flows from a

vertex to a downslope neighbor is proportional to the gradient of the edge connecting

the two. so it is important to model non-uniform rain events.

Arge et al. [ACH+03] describe an I/O efficient algorithm to compute the related

flow routing and flow accumulation problem under both the SFD and MFD models.

The flow-routing problem asks what direction will water flow from any point on a

terrain, and flow accumulation asks if water falls uniformly on the terrain how water

flows over a each point in a terrain. They optimized their algorithms to be efficient

for extremely large datasets.

Arge et al. [ARRR17] described an algorithm under the SFD model to compute

the set of flooded vertices when a given volume of rain ψ ≥ 0 falls on a given region

R. The running time of their algorithm is O(n log n). Their work raises a question

whether Σ can be preprocessed in a data structure so that a point-flood query can be

answered quickly, say, in O(log n) time. This question was answered positively by Rav

et al. [RLA17]. They described data structures to compute flooding queries under

the SFD model in O(|R| log n) time. They also present an algorithm for answering

flood queries that can handle uncertainty in data. Their algorithms, however, do not

extend to the MFD model, as they very strongly use the tree structure of the water
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flow in the SFD model.

As the resolution in available terrain models increases, there is an increasing de-

mand for methods to handle terrain models that do not fit into main memory. How-

ever, the size of the terrain data is only one aspect, and it is equally important to be

able to handle uncertainty in the terrain data. To this end, Agarwal et al. [AMZ15]

proposed data structures for answering a few queries on uncertain terrains such as

the sea-level rise flood risk problem, that is, they compute the flooding probability

of a query point q given that the sea-level at a point p increases by ` unit of height.

They model uncertain terrains by assuming that the height of each vertex is given

by a probability distribution such that vertex heights are independent. They show

that it is enough to evaluate the sea-level rise scenario on a small number of ran-

dom terrains to guarantee that the estimate of the flooding probability is within ε

of correct with high probability. They describe data structures for discrete distri-

butions, in which each terrain vertex can take at most k distinct height values, and

show that continuous distributions can be handled using approximations by discrete

distributions.

Our contributions. In this thesis we present a number of results for efficient flood

risk queries on terrains. We begin by introducing a number of preliminary definitions

in chapter 2 which closely follows [RLA17].

Then in chapter 3 we focus on the SFD model and consider point-flood queries:

given a rain distribution R, a volume of rain ψ falling according to R, and point

q ∈ Σ, determine whether q will be flooded. We present an O(n log n)-time algorithm

for preprocessing a terrain Σ with a linear-size data structure that can answer a

flooding query in O(|R|+m log n) time, where |R| is the number of vertices in R, m

is the number of so-called tributaries of q at which rain is falling, and n is the number

of vertices of the terrain. This chapter is based on joint work with Pankaj K. Agarwal
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and Mathias Rav [RLA17].

Chapter 4 considers the more generalized problem under the MFD model. We

present three main results: First, we present an O(n log n)-time algorithm to answer

a terrain-flood query: if it rains a volume ψ according to a rain distribution R,

determine what regions of Σ will be flooded. Second, we present a O(n log n+ nm)-

time algorithm for preprocessing Σ containing m sinks into a data structure of size

O(nm) for answering point-flood queries. A point-flood query can be answered in

O(|R|k+k2) time, where k is the number of maximal depressions in Σ containing the

query point q and |R| is the number of vertices in R with positive rain fall. Finally,

we present algorithms for answering a flood-time query: given a rain distribution R

and a point q ∈ Σ, determine the volume of rain that must fall before q is flooded.

Assuming that the product of two k × k matrices can be computed in O(kω) time,

we show that a flood-time query can be answered in O(nk + kω) time. We also

give an α-approximation algorithm, for α > 1, that runs in O(n log n logα ρ)-time,

where ρ is a variable on the terrain that depends on the ratio between depression

volumes. We implemented our algorithms for computing terrain and point-flood

queries as well as approximate flood-time queries. We tested the efficacy and efficiency

of these algorithms on three real terrains of different types (urban, suburban and

mountainous.) This chapter is based on joint work with Pankaj K. Agarwal [LA19].

Chapter 5 considers the case when there is underlying uncertainty in the terrain

data. We extend the data structure from chapter 3 to handle “uncertain” terrains,

using a standard Monte Carlo method. Given a probability distribution on terrain

data, our data structure returns the probability of a query point being flooded if a

specified amount of rain falls on a query region. We implement our data structure and

test it on real terrains, showing that a small number of samples suffice to accurately

estimate the flood risk. This chapter is based on joint work with Pankaj K. Agarwal
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and Mathias Rav [RLA19].

In chapter 6 we study a number of flow-query related problems: given a terrain

Σ and a rain distribution R which may vary over time, determine how much water is

flowing over a given vertex or edge as a function of time. We develop internal-memory

as well as I/O-efficient algorithms for flow queries. This chapter contains four main

algorithmic results:

(i) An internal-memory algorithm for answering terrain-flow queries: preprocess

Σ into a linear-size data structure so that given a rain distribution R, the flow-rate

functions of all vertices and edges of Σ can be reported quickly.

(ii) I/O-efficient algorithms for answering terrain-flow queries.

(iii) An internal-memory algorithm for answering vertex-flow queries: preprocess

Σ into a linear-size data structure so that given a rain distribution R, the flow-rate

function of a vertex under the single-flow direction (SFD) model can be computed

quickly.

(iv) An efficient algorithm that given a path P inΣ and flow rate along P, computes

the two-dimensional channel along which water flows.

Additionally we implement a version of the terrain-flow query and 2D channel

algorithms, and examine a number of queries on real terrains. This chapter is based

on joint work with Svend Svendsen, Pankaj K. Agarwal and Lars Arge [LSAA20].

Finally in Chapter 7 we give some concluding remarks and directions of future

research.
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Chapter 2

Preliminaries and Models

In this chapter, we give a number of preliminary definitions and describe the flooding

model.

2.1 Geometric preliminaries

Terrains. Let M be a triangulation of R2, and let V be the set of vertices of M;

set n = |V|. We assume that V contains a vertex v∞ at infinity and that each edge

(u, v∞) is a ray emanating from u; the triangles in M incident to v∞ are unbounded.

Let h : M → R be a height function. We assume that the restriction of h to each

triangle of M is a linear map, that h approaches +∞ at v∞, and that the heights of all

vertices are distinct. Given M and h, the graph of h, called a terrain and denoted by

Σ = (M, h), is an xy-monotone triangulated surface whose triangulation is induced

by M.

Critical vertices. There is a natural cyclic order on the neighbor vertices of a vertex

v of M, and each such vertex is either an upslope or downslope neighbor. If v has

no downslope (resp. upslope) neighbor, then v is a minimum (resp. maximum). We

also refer to a minimum as a sink. If v has four neighbors w1, w2, w3, w4 in clockwise

order such that max(h(w1), h(w3)) < h(v) < min(h(w2), h(w4)) then v is a saddle

vertex. See Fig. 2.1.

Level sets, contours, depressions. Given ` ∈ R, the `-sublevel set of h is the set

h<` = {x ∈ R2 | h(x) < `}, and the `-level set of h is the set h=` = {x ∈ R2 | h(x) =

9



maximum

minimum
(sink)

saddle

regular

Figure 2.1: An example terrain with its critical vertices marked with colored hollow
circles, and regular vertices marked with filled circles.

`}. Each connected component of h<` is called a depression, and each connected

component of h=` is called a contour. Note that the boundary of a depression is not

necessarily simply connected, as a saddle may cause a hole to appear in a depression.

For a point x ∈M, a depression βx of h<` is said to be delimited by the point x if

x lies on the boundary of β, which implies that h(x) = `. A depression β is maximal

if every depression containing β contains (strictly) more sinks than β. A maximal

depression that contains exactly one sink is called an elementary depression. Each

maximal depression is delimited by a saddle, and a saddle that delimits more than

one maximal depression is called a negative saddle. For a maximal depression β, let

Sd(β) denote the saddle delimiting β, and let Sk(β) denote the set of sinks in β. The

volume of a depression β of h<` is

Vol(β) =

∫

β

(`− h(v))dv. (2.1)

Merge tree. The maximal depressions of a terrain form a hierarchy that is easily

represented using a rooted tree called the merge tree [KOB+97, CSA03] and denoted

by T. Suppose we sweep a horizontal plane from −∞ to ∞. As we vary `, the
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𝑣1
𝑣2

𝑣3
𝑢1 𝑢2 𝑢3 𝑢4

𝛼2 𝛽2

𝑢1 𝑢2 𝑢3 𝑢4

𝑣1 𝑣3
𝑣2

𝛼1 𝛽1 𝛼3 𝛽3

𝛼1 𝛽1 𝛼3 𝛽3

𝛽2𝛼2

(a) (b)

Figure 2.2: An example terrain with saddle vertices v1-v3. Each saddle vi delimits
two maximal depressions αi and βi. (a) Terrain seen from above. Sinks are marked
with a square and saddles are marked with a cross. (b) Terrain seen from the side.

depressions in h<` vary continuously, but their structure changes only at sinks and

negative saddles. If we increase `, then a new depression appears at a sink, and

two depressions merge at a negative saddle. The merge tree T of Σ is a tree that

tracks these changes. Its leaves are the sinks of Σ, and its internal nodes are the

negative saddles of Σ. The edges of T are in one-to-one correspondence with the

maximal depressions of Σ, that is, we associate each edge e = (u, v) with the maximal

depression βe delimited by u and containing v. We regard each edge e = (u, v) of

T with a 1D line segment (h(u), h(v)) then the point ξ at height ` corresponds to a

depression Dξ of h<` that contains the maximal depression delimited by v, and all

points of ∂Dξ contract to ξ. Hence, each point of M can be mapped to a point of T. See

Fig. 2.2 for an example. We assume that T has an edge from the root of T extending

to +∞, corresponding to the depression that extends to∞. For simplicity, we assume

that T is binary, that is, each negative saddle delimits exactly two depressions. Non-

simple saddles can be unfolded into a number of simple saddles [EHZ01].

Let u be a negative saddle, let (u, v1) and (u, v2) be two down edges in T from u,

and let (w, u) be the up edge from u. We call the depression associated with (u, v2)

(resp. with (w, u)) as the sibling (resp. parent) (depression) of that associated with

(u, v1).

T can be computed in O(n log n) time [CSA03], and it can be preprocessed in
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O(n) additional time so that for a point x ∈ R2, Vol(βx), the volume of the depres-

sion delimited by x can be computed in O(log n) time [CSA03]. In the I/O model,

T and the volumes of all maximal depressions can be computed using O(Sort(n))

I/Os [AR09]. This algorithm can be extended to compute Vol(βx) and the smallest

maximal depression containing x for all vertices x ∈ Σ [ARZ10].

A refinement of T in which we map each vertex v of M to an edge of T and store

the sequence of vertices mapped to each edge in increasing order of their heights is

called the extended merge tree. It can be computed in the same time as T. We will

be mostly working with the extended merge tree. With a slight abuse of notation, we

use T to denote both merge and extended merge trees of Σ.

2.2 Flooding model

We now describe the flooding model under the multi-flow direction (MFD) model,

and define flow-rate functions.

Flow graph and flow functions. We transform M into a directed acyclic graph

M, referred to as the flow graph, by directing each edge (u, v) of M from u to v if

h(u) > h(v), and from v to u otherwise, i.e., each edge is directed in the downward

direction. We say a vertex v is upstream (resp. downstream) of w if there is a path

of edges with non-zero flow from v to w (resp. from w to v.) For each (directed)

edge (u, v), we define the local flow λ(u, v, t) to be the portion of water arriving at

u that flows along the edge (u, v) to v at time t. By definition, for any u ∈ V,
∑

(u,v)∈M λ(u, v, t) = 1.

The value of λ(u, v, t) is, in general, based on relative heights of the downslope

neighbors of u. If u is not a negative saddle vertex, then λ(u, v, t) remains the same

for all t, so we will often drop t and write λ(u, v) to denote λ(u, v, t). If u is a negative

12



saddle, then λ(u, v) changes when one of the depressions delimited by u fills up as no

water flows from u to that depression; see below for further discussion.

Rain distribution. Let R(v, t) : V × R → R≥0 denote a rain distribution, that is,

for each vertex v ∈ V, R(v, t) indicates the rate at which rain is falling on v at time t.

We assume that for each v, R(v, ·) is a piecewise-constant function of time, with the

function changing at discrete time values {t0 = 0, t1, . . . , tk}, and for all v and t ≥ tk,

R(v, t) = 0. In some instances we will assume the rain distribution is constant, and

omit the variable t. For a depression β, we define R(β, t) =
∑

v∈β R(v, t). For i ≤ k,

let |Ri| denote the number of vertices for which R(v, ti) ≥ 0, and let |R| = ∑k
i=1 |Ri|

. In practice |Ri| � n.

Fill and spill rates. For a maximal depression β, we define the fill rate Fβ :

R≥0 → R≥0 as the rate at which water is arriving in the depression β as a function

of time. That is, the rate at which rain is falling directly in β plus the rate at

which other depressions are spilling water into β. Similarly, we define the spill rate

Sβ : R≥0 → R≥0 as the rate (as a function of time) at which water spills from β

through the saddle that delimits β. If the rain rate is piecewise constant, then so are

fill and spill rates.

Flow rate. Next, we define flow rates φe and φv for edges e and vertices v of M,

which is the amount of water flowing through e and v, respectively, at time t. For an

edge (u, v) ∈M, φ(u,v)(t) is the fraction of water from u that passes along (u, v) as a

function of time. That is,

φ(u,v)(t) = λ(u, v, t)φu(t). (2.2)

The flow rate φv of a non-saddle vertex v is the sum of the flow rates along incoming
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edges to v plus the rain on v. That is,

φv(t) = R(v, t) +
∑

(u,v)∈M
φ(u,v)(t). (2.3)

Letting tv be the time at which a vertex v becomes flooded, φv(t) and φ(u,v)(t) for

any v ∈ M are undefined for t ≥ tv. That is to say, when a vertex is flooded, the

flow-rate function is undefined.

Let v be a negative saddle delimiting two depressions α and β. Until one of α or β

is filled, φv is defined using (2.3). Without loss of generality, assume that depression

α fills first, say at time tα, and water starts spilling from α to β through v. The spill

rate Sα specifies the rate at which water spills from α to β. It is tempting to simply

add Sα to (2.3) to define the flow rate of v for t > tα, but it double counts the amount

of water that was flowing from v to depression α. For t < tα, φv is defined as in (2.3).

For t ≥ tα, φv is defined as,

φv(t) =

(
R(v, t) +

∑

(u,v)∈M
φ(u,v)(t)

)∑

w∈β
λ(v, w, 0) + Sα(t). (2.4)

Finally for t ≥ tα and for any w ∈ β,

λ(v, w, t) =
λ(v, w, 0)∑
z∈β λ(v, z, 0)

. (2.5)

The model can be extended in a straightforward manner if v delimits more than

two depressions. Since we assume the rain distribution to be piecewise constant, flow

rates are also piecewise linear.

We conclude this section by remarking that we denote a piecewise-constant func-

tion f as a sequence (δ1, t1), (δ2, t2), · · · , where 0 < t1 < t2 < · · · with the interpreta-

tion that f(0) = 0 and f(t) = f(ti) + δi for t ∈ (ti, ti+1].
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Chapter 3

Flood Risk Queries Under Single Flow

Direction

In this chapter we study the flooding query problem: Preprocess a given terrain

Σ, represented as a triangulated xy-monotone surface1 with n vertices, into a data

structure so that for a query rain region R and a query point q on Σ, one can quickly

determine how much rain has to fall in R so that q is flooded. In this chapter we

will restrict the flooding query to the single flow direction (SFD) model. We will first

present some additional preliminary definitions for the model in this simpler case

which we will prove useful for computing flooding queries more efficiently.

Our results. We present an O(n log n)-time algorithm for preprocessing Σ into a

linear-size data structure that can answer the flooding query for a query rain region R

and a query point q under the SFD model. We first describe a simple data structure

using the so-called merge tree of Σ with O(|R|+H log n) query time, where |R| is the

number of vertices at which rain is falling, and H is the height of the merge tree, which

is Θ(n) in the worst case. Roughly speaking, it computes the maximal depressions

that need to be filled before q is flooded. We then present a fast data structure with

O(|R| + m log n) query time, where m is the number of so-called tributaries of q at

which rain is falling, where a tributary of q is a depression that spills into a depression

containing q when full; the precise definition is given in Section 3.1. Since there is a

one-to-one mapping between the tributaries of q and the ancestors of q in the merge

1An xy-monotone surface is represented by an equation z = h(x, y) for some continuous height
function h : R2 → R.
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tree, m is less or equal to H. Furthermore, m is bounded by |R|, which implies a

query time of O(log n) when rain is falling at O(1) vertices of the terrain. The fast

data structure uses a heavy-path decomposition [ST83] of the merge tree to compress

the set of “full depressions” to O(log n) sets, and to compute when they are filled.

3.1 Flooding queries

In this section we give a precise definition of the flooding query, and then we present

two data structures to compute the flooding query. The first data structure (Sec-

tion 3.3) traverses the merge tree directly and has a query time that depends on

the height of the merge tree. The second data structure (Section 3.4) speeds up the

worst-case query time by using a heavy-path decomposition of the merge tree.

3.2 SFD model

In this section we will describe the SFD model in more detail. In many ways it is the

same as the MFD model we described, however there are some differences. The first

is that when an edge water flows along under the SFD model becomes flooded, we

cannot rescale the water flowing along other downslope edges as in the MFD model,

as there are none. Instead we will need to define the secondary direction water flows

in. Also water spilling follows a path to a single sink, instead of possibly flowing to

many, so there are some additional terms we will define given this structure.

To model water flow on a terrain under the single-flow direction (SFD) model,

each non-sink vertex v is assigned a flow direction that indicates the neighbor to

which water will flow from v. The flow direction of v is the lowest neighbor v′ of v.

Each sink u defines a unique watershed, consisting of all vertices v that are reachable
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to u by following the flow directions. Note that each vertex belongs to exactly one

watershed, and we assume that each vertex has a pointer to the sink defining the

watershed.

For a negative saddle v, the lowest vertices in the two sets of adjacent downslope

neighbors of v define two directions, of which one is the flow direction of v; the other is

the so-called secondary flow direction. By following flow directions from v, we reach

a sink u1 containing v in its watershed. Furthermore, by following flow directions

from the secondary flow direction of v, we reach another sink u2. We say that u1

and u2 are the spill sinks of v. Let β1 be the maximal depression delimited by v and

containing u1. Then the spill sink of β1 is u2. Similarly we define the spill sink of β2

to be u1.

We let R denote a rain region, which is specified as a vector on the vertices of Σ

such that for each vertex v ∈ V, R(v) ≥ 0 indicates the rate at which rain falls on

v; we require
∑

v R(v) = 1. We denote by |R| the number of vertices with positive

rainfall in R, and we assume that R is represented as a list of |R| pairs (v,R(v)).

Our flooding model follows the depression filling model of Liu and Snoeyink [LS05].

When rain falls on a region R of Σ, water follows flow directions and accumulates

in depressions of Σ. When rain falls on the watershed of a sink u, the rate at which

the elementary depression β containing u fills up is equal to the sum of R(v) over all

vertices v in its watershed. When a maximal depression β containing u fills up, water

on the watershed of u spills over the saddle delimiting β into a neighboring watershed

of a sink u′. We refer to this event as a spill event. At this event the watershed of u

is merged into the watershed of u′, which increases the rate at which u′ is filling up.

The above process defines a sequence of spill events, each event marking a sink u

as full and merging the watershed of u into a neighboring watershed. In our model,

the maximal depressions of Σ fill up at a constant rate between any two consecutive
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Figure 3.1: Example terrain and query (p, q). Sinks are marked with squares, and
saddles are marked with labels 1-8 indicating the saddle elevation. Dotted lines
indicate the two spill sinks of each saddle. Top: Merge tree. Middle: Terrain seen
from the side. Bottom: Terrain seen from above. Blue arrows are the edges in the
q-tributary tree Sq; the shaded depressions form A(p, q).

spill events. That is, after a spill event occurs at time t1 and until the next occurs at

time t2, the volume of water in each elementary depression is a non-decreasing linear

function of time. The R-fill time (or fill time for brevity) of a point q ∈M is the time

when the rain water (on R) reaches q. Given a height function h and a rain region

R, let σh(R, q) denote the total volume it must rain on R before the water surface

reaches q. For simplicity we assume throughout the paper that the point q is not

a saddle. Our definitions and algorithms can easily be extended to handle saddles.

Since we assume that rain falls at the rate of unit volume, the fill time of q is the

same as σh(R, q).

When rain falls on a vertex v, water follows flow directions towards a sink u.
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Figure 3.2: The fill rate Fγ is computed from the spill rates Sβ1 and Sβ2 , and then
the spill rate Sγ is computed from Fγ.

Given a rain region R, we can define an equivalent rain region R′ in which R′(u) for

a sink u is the sum of R(v) over vertices v in its watershed, and R′(v) is zero when v

is not a sink. Then σh(R, q) = σh(R
′, q) for all q, so we may always replace R by R′

in O(|R|) time and then assume that it is only raining on sinks. When all rain in R

is contained in the watershed of a sink p, we denote σh(R, q) by σh(p, q).

Any given point q ∈ M is contained in a sequence of maximal depressions α1 ⊃

· · · ⊃ αk 3 q, each αi delimited by a saddle vi which delimits another maximal

depression βi. Note that these saddles form a path in Th from q to the root. We refer

to the maximal depressions β1, . . . , βk as the q-tributaries. The q-tributaries form the

q-tributary tree, denoted by Sq and defined as follows. Sq is a directed tree, with each

node pointing to its parent, rooted at αk, the smallest maximal depression containing

q, and the non-root nodes are the q-tributaries β1, . . . , βk.
2 We define the parent of

βi in Sq as the node containing the spill sink of βi, which is either the root αk or βj

for some j > i. For example, β1 and β3 are the children of β4 in Figure 3.1.

Given a rain region R and a query point q, for each node β ∈ Sq (either a q-

tributary or αk), we denote by Fβ(t) the fill rate of β at time t, which is the rate at

which rain is falling directly on β plus the rate at which other q-tributaries are spilling

into β. The fill rate Fβ : R≥0 → R≥0 is a monotone piecewise constant function, and

we denote the set of all such functions by F. We denote by tβ the fill time of β and

2There is a natural bijection between the saddles v1, . . . , vk and the q-tributaries β1, . . . , βk, and
thus we sometimes refer to a saddle vi as a node of Sq.
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by Sβ(t) the spill rate of β at time t, and we define these formally as follows. For

any function F ∈ F and ψ ≥ 0 we let τ(F, ψ) be the time at which the integral of

F is ψ, that is, τ(F, ψ) is t0 such that
∫ t0
0
F (t)dt = ψ. Refer to Figure 3.2. Then

tβ = τ(Fβ,Volh(β)), and we define the spill rate as

Sβ(t) =





0 for t < tβ

Fβ(t) for t ≥ tβ.

Using Sq we can now recursively define the fill rate of β as follows: the fill rate

of β is the rate at which rain falls directly into β, plus the spill rates of the children

of β in Sq. Let R(β) =
∑

v R(v) where the sum is taken over all the vertices v in

watersheds of sinks in β, and let B be the set of children of β in Sq. We define

Fβ(t) = R(β) +
∑

γ∈B
Sγ(t).

In particular, when β is a leaf of Sq, Fβ is the constant function R(β).

Using the fill rate of α, the root of Sq, we can obtain the time at which α is full,

i.e. the fill time q, as τ(Fα, µh(q)). Since we assume that rain falls at the rate of unit

volume, the fill time of q is the same as the total volume it must rain on R before q

is flooded, so

σh(R, q) = τ(Fα, µh(q)).

We define the tributaries from R to q, denoted by A(R, q), as the subtree of Sq

induced by the vertices which have non-zero fill-rate functions.

Remark. Note that Sq depends on the smallest maximal depression which contains

q. For all points p, q ∈ Σ on the same edge of Th, we have Sp = Sq, and it follows

that A(R, p) = A(R, q).
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Single-source spilling. If R is contained in the watershed of a single sink p,

A(p, q) is a path of tributaries (γ1, . . . , γ`), and we observe that tγ1 = Volh(γ1), and

tγi+1
= tγi + Volh(γi+1). Thus we have

σh(p, q) =
∑̀

i=1

Volh(γi) + µh(q). (3.1)

3.3 A simple data structure

Now we describe a data structure for computing σh(R, q) for a rain region R and

query point q. Since the terrain Σ will be fixed, we omit the subscript h for the rest

of this section. Our data structure consists of T, and stores the following information:

for each saddle v in T it stores

• pointers to the two spill sinks of v,

• the volumes of the two maximal depressions delimited by v.

We augment the merge tree, using methods from Carr et al. [CSP10], so that for

any point x ∈ Σ, µ(x) can be computed in O(log n) time. Refer to Section 3.5 for

the details. We compute a depth-first numbering of the leaves of T and store at each

node of T the DFS interval associated with its subtree. Using the DFS intervals it

is possible to check in constant time whether a sink u is contained in a subtree of

T. The construction time is O(n log n), and the data structure has size O(n). We

also preprocess T for answering least-common ancestors (lca) queries, using the data

structure by Harel and Tarjan [HT84]. Its preprocessing time, query time, and space

are O(n), O(1) and O(n), respectively, so we apply their technique without increasing

the complexity of our data structure.

Now we describe the query algorithm to compute σ(R, q), first in the single-point
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case when R is restricted to the watershed of a single sink p, and then in the case

when R is any region.

Single-point source. Suppose all rain in R falls on the watershed of a single sink

p. Our algorithm to compute σ(p, q) traverses the path (v1, . . . , vk) in T from the root

to the edge containing q and along the way identifies the path A(p, q) = (γ1, . . . , γ`)

in the q-tributary tree Sq as follows: For each i ≤ `, let pi be the sink in γi at which

water initially collects when γi starts to fill up. Then p1 is p, and pi+1 is the spill sink

of γi. For j = 1, . . . , k we visit the saddle vj while maintaining the invariant that we

have identified the tributaries that are delimited by the first j−1 saddles v1, . . . , vj−1,

and we have furthermore identified the next spill sink pj+1. After we have visited vk,

we have identified all the tributaries between p and q. We return the rain volume

σ(p, q) computed using (3.1), where each term Vol(γi) is computed by looking up the

volume stored at the merge tree node for the saddle delimiting γi.

Computing σ(p, q) in this way requires O(k) time, where k is the number of

maximal depressions that contain q.

Region source. We now extend this algorithm to handle rain on the watersheds

of multiple sinks of the terrain as specified by the rain region R. As in the single-point

case, the algorithm visits the saddles (v1, . . . , vk) on the path in T from the root to

the edge containing q while incrementally identifying A(R, q), the tributaries between

R and q and computing the fill and spill rates of the corresponding depressions as

follows:

First, we add the rain rate R(v) of each non-sink vertex v to the rain rate of the

sink u containing v in its watershed. Next, we add the rain rate of each sink u to the

node βi containing u in the q-tributary tree Sq; βi is found by computing the lca of u

and q in T. For each i ≤ k, let ρi denote the resulting rain rate of βi.

We now visit v1, . . . , vk in this order. We maintain the following invariants when we
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are visiting vi: The children of vi have been computed, and for each edge (βr, βs) ∈ Sq

with r < i ≤ s, the spill function Sβr is stored at the node βs ∈ Sq. We compute the

fill-rate function

Fβi(t) =
∑

j

Sβj(t) + ρi

where the sum is taken over all children βj of βi in Sq. Given Fβi(t), Sβi can be be

computed by computing the fill time tβi . Finally, the parent of βi in Sq is computed

in O(1) time by computing the lca of the spill sink of βi and q in T.

At the end, α, the root of Sq, stores the spill rate functions of the children of

α as well as the rain rate of α, so we compute the fill-rate function Fα and return

σ(p, q) = τ(Fα, µ(q)). The only thing left is to show how Fβi and Sβi are computed

efficiently because they are not constant-size functions.

Let S, S ′ be two spill rate functions. Using the representation described below,

we support the following two operations:

Add. An Add operation replaces S and S ′ by S + S ′.

Truncate. The Truncate operation takes a volume ψ, computes t0 = τ(S, ψ)

and sets S(t) := 0 for t < t0.

Since each spill rate function S is piecewise constant, we represent S as a linked list

of pairs (ti, ∆i), where ti is a time at which S changes value and ∆i is the increase of S

at time ti. The collection of pairs is stored in a strict Fibonacci heap [BLT12] keyed on

time. Add is then performed as a merge of two heaps, and Truncate is computed

by iteratively removing the top pair (ti, ∆i) and maintaining the total volume of rain

at time ti until it exceeds ψ. Add takes constant time, and Truncate takes time

O((r+1) log n), where r is the number of pairs (ti, ∆i) removed by Truncate. Since

Add does not change the total number of spill rate function point-pairs (ti, ∆i) and
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Figure 3.3: Overview of the fast data structure for computing σ(R, q). (a) First,
the merge tree T of Σ is computed along with its heavy-path decomposition. Light
edges are dotted, and heavy paths are circled in purple. (b) Heavy-path tree P of T
of height O(log n). (c) For each heavy path π of T, the tributary tree Sπ is computed
along with its heavy-path decomposition, only pictured for non-singleton paths π1-π3.
Note that we use a heavy-path decomposition both of T and of each tributary tree
Sπ.

the initial number of point-pairs is O(k), the time required in total for the Truncate

operations is O(k log n). We thus obtain the following:

Theorem 3.1. Given a triangulation M of R2 with vertex set V of size n and a

height function h : M → R that is linear on each face of M, a data structure of

size O(n) can be constructed in time O(n log n) that for any rain region R and query

point q ∈ R2 returns σ(R, q) in O(|R| + k log n) time, where |R| is the number of

vertices with positive rainfall, and k is the number of maximal depressions in the

terrain containing q.

3.4 The fast data structure

In this section we present a fast data structure for computing σ(R, q). First we

describe the data structure, which consists of a number of trees, and then analyze

its size and construction time. Finally, we describe the query algorithm to compute

σ(R, q).
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Data structure

We define the heavy-path decomposition [ST83] of T, as follows. For each internal

node v in T, let w be the child of v with the largest subtree, with ties broken arbitrarily.

We call the edge (v, w) heavy and for all other children w′ of v, we say the edge (v, w′)

is light. Then we say a path π = (v1, v2, . . . , vk) in T is a heavy path if the head v1

is either the root of T, or the edge to its parent is light, the tail vk is a leaf of T, and

every edge (vi, vi+1) for 1 ≤ i < k is heavy. Every parent has exactly one heavy edge

to a child, so the set of heavy paths {πi} partitions the nodes of T (where some heavy

paths may consist of a single sink). Refer to Figure 3.3a.

Next, we define the heavy-path tree P, as follows: the nodes of P are the heavy

paths of T, and P contains the edge (πi, πj) whenever the parent of the head of πj in

T is a node in πi. There is a natural bijection between the light edges of T and the

edges of P. We observe that for any light edge (v, w) in T, corresponding to an edge

in P, the subtree rooted at w contains at most half as many vertices as the subtree

rooted at v. Therefore the height of P is at most dlog2(n)e. Refer to Figure 3.3b.

Fix a heavy path π = (v1, . . . , vk, u) where for i < k, vi is the parent of vi+1 in T,

and vk is the parent of the sink u. We define the tributary tree of π, denoted by Sπ,

as the subtree of the u-tributary tree containing only the tributaries delimited by the

saddles v1, . . . , vk. The root of Sπ is αk, the (smallest) maximal depression containing

u. Refer to Figure 3.3c. We define the height of a tributary β ∈ Sπ to be the height

of the saddle delimiting β. For a given node β ∈ Sπ, let ρβ be the path in Sπ from β

to the root αu. Each tributary tree node β ∈ Sπ stores the volume of β, as well as the

suffix sum, defined to be the sum of volumes of the tributaries in ρβ. We compute a

depth-first numbering of each tributary tree Sπ and store with each node of Sπ the

DFS interval associated with its subtree. Each saddle v stores pointers to the two

spill sinks of v, to the heavy path π ∈ P containing v, and to its node in Sπ. After
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Figure 3.4: Example of a β-tributary sum operation on a tributary tree S returning
the desired edge (w,w′). Note that the root of S, having the lowest height, is on
the bottom of the tree. (a) The tributary tree S with the light edges dotted, height
threshold z marked with a horizontal line, and the path from β ∈ π4 to the root
highlighted. (b) The heavy-path tree representation of the tributary tree, with the
path from the node π4 containing β to the root marked.

constructing T in time O(n log n) [KOB+97], the additional structures can be built

in time O(n log n) using standard techniques. Each node stores O(1) information,

so the total space is O(n). Finally we store each Sπ as a heavy-path tree. As in

the simple data structure, we use the data structure by Harel and Tarjan [HT84] to

implement lca queries for both T and Sπ in O(1) time, which uses linear storage and

preprocessing time.

Fix a tributary tree S of a heavy path of T. By storing S as a heavy-path tree, we

can perform the following tributary-sum operation in O(log n) time: Given a node

β ∈ S and a height z such that h(β) > z ≥ h(αu), return the edge (w,w′) of ρβ with

h(w) > z ≥ h(w′) along with the sum of tributary volumes on the path from β to w

in S.

The tributary-sum operation is implemented as follows. Suppose that, as we

traverse the path ρβ of S from αu to β, we encounter the k heavy paths (π1, π2, . . . , πk)

of S in order. In other words, the root αu is the head of π1, and the query node β

lies in πk (refer to Figure 3.4 for an example). For each heavy path πj we say that

its lower height xj and upper height yj are the heights of respectively the first and

last tributary of πj encountered along ρβ. Formally, we define xj to be the height of

26



the head of πj, and for each edge (πj, πj+1) for 1 ≤ j < k, corresponding to a light

edge (v, v′) connecting the two heavy paths, with v′ being the head of πj+1, we define

yj to be h(v). Finally, we define yk to be h(β). As we traverse the heights in order

x1 ≤ y1 < x2 ≤ y2 < · · · < xk ≤ yk there are two possible cases.

Case (i): If xj ≤ z < yj, then (w,w′) is a heavy edge in πj, which can be found

using binary search.

Case (ii): If yj ≤ z < xj+1, then (w,w′) is the light edge connecting πj and πj+1.

Once we have found the edge (w,w′), we compute the sum of tributary volumes

from β to w in ρπ as the difference between the suffix sums stored at β and w′.

We can find the heavy paths (π1, π2, . . . , πk) by storing with each node β the heavy

path πk that contains it. Then we follow parent pointers in the heavy-path tree to

determine the k = O(log n) heavy paths. While we follow parent pointers to find the

k heavy paths, we can determine the values xj and yj in constant time. Either we

find out that (w,w′) is a light edge, in which case we return it, or we find the heavy

path πj that contains the edge (w,w′), and take an additional O(log n) time to search

for the edge. Finally, we can compute the sum of the volumes in constant time using

the stored suffix sums. This gives an overall running time of O(log n).

Query procedure for a single point source

We now describe our procedure for computing σ(p, q), the volume of the rain that

must fall on a single vertex p before q gets flooded. First we describe the case when

the path in T from the root to the edge containing q consists solely of heavy edges,

meaning that only a single heavy path π is involved when computing σ(R, q). Then

we describe the general case when multiple heavy paths are involved in the query.

The overall query time is O(log2 n).

Single heavy path. If the path in T from the root to the edge containing q is
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Figure 3.5: Given the heavy-path decomposition, A(p, q) = (β1, β3, β4, β6, β8) is
partitioned into A1 = (β1, β3), A2 = (β4), A3 = (β6, β8).

contained in a single heavy path π and the rain region R consists of a single sink p, we

start by computing the lca of p and q in T to find the tributary β ∈ Sπ containing p.

Then we perform a tributary-sum operation on Sπ with β and h(q) as input, resulting

in an edge (w,w′) with h(w) > h(q) ≥ h(w′) and a sum Vol of tributary volumes from

β to w. The query procedure returns σ(p, q) = Vol + µ(q), where µ(q) is computed

by querying the merge tree as described in Section 3.5.

Multiple heavy paths. Now suppose the path in T from the root to the edge

containing q is split among O(log n) heavy paths. Let A(p, q) = (γ1, . . . , γ`) be the

sequence of tributaries between p and q. For each i ≤ `, let vi be the saddle that

delimits γi. Then v1 is the lca of p and q in T, which can be computed in O(1) time.

Suppose q lies on the edge (u, v) of T. Let (π1, . . . , πk) be the path in the heavy

path tree P of T from the heavy path containing v1 to the heavy path containing v,

k = O(log n). Our query procedure performs a tributary-sum operation on each of

the paths π1, . . . , πk to determine the contribution of each heavy path to σ(p, q), as

follows.

The sequence of saddles (v1, . . . , v`) delimiting the maximal depressions A(p, q)

form a subsequence of the path in T from the root to q, so we may partition A(p, q) into

contiguous subsequences (A1, . . . , Ak), each Ai consisting of the tributaries delimited
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Figure 3.6: The cases identified by our algorithm when processing a heavy path.

by saddles in πi (Figure 3.5). Fix i ≤ k, and let Ai = (γri , γri+1, . . . , γri+1−1). We

denote by σ(Ai) the contribution of Ai to the sum (3.1), that is,

σ(Ai) =

ri+1−1∑

j=ri

Vol(γj).

Let p(Ai) be the sink in γri on which water initially collects when γri starts to fill

up. For the first heavy path π1, p(A1) is the source p, and for each subsequent path

πi, p(Ai) is the spill sink of the predecessor of γri in A(p, q). Our query algorithm

computes the contribution σ(Ai) using a tributary-sum operation on πi for each i ≤ k,

and it also computes the starting sink p(Ai+1) for i < k. Finally, our query algorithm

returns σ(p, q) as
∑k

i=1 σ(Ai) + µ(q).

We now describe the procedure to compute σ(Ai) and p(Ai+1) from p(Ai). Fix

i ≤ k. For now we assume i < k, which implies that q is contained in a tributary of

πi; the last iteration i = k when q lies on the heavy path πi (Figure 3.6d) is handled

in the same manner as the single heavy path case described previously. Let u be the

sink at the tail of πi, let vp (resp. vq) be the lowest ancestor of p(Ai) (resp. q) in the

merge tree which lies in πi, and let α be the maximal depression delimited by vq and

containing u. We compute vp (resp. vq) in O(1) time by using the data structure for
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constant time lca queries to find the lca between u and vp (resp. vq). There are three

possible cases depending on the relative height of vp and vq.

Case (i): If h(vp) = h(vq) then Ai is empty, and p(Ai+1) = p(Ai).

Case (ii): If h(vp) < h(vq) then Ai consists of the single maximal depression α

(Figure 3.6a).

Case (iii): If h(vp) > h(vq), consider the tributaries γ ∈ Sπi along the path from

vp towards the sink u with h(γ) ≥ h(vq). If vq lies in this path, then the sequence of

tributaries, excluding the last depression delimited by vq, is equal to the sequence Ai

(Figure 3.6b). Then σ(Ai) is the sum of tributary volumes from vp to the predecessor

of vq along this path. If vq does not lie on this path, this sequence of tributaries

followed by the depression α is equal to Ai (Figure 3.6c). Then σ(Ai) is the sum

of tributary volumes along the path, plus Vol(α). In both of these cases, p(Ai+1) is

computed to be the spill sink of the last tributary in Ai, so σ(Ai) = Vol(α), and

p(Ai+1) is the spill sink of α.

We visit k = O(log n) vertices of P and spend O(log n) time on each of them,

so the total query time is O(log2 n). We show below that the query time can be

improved to O(log n).

Query procedure for general rain regions

We now describe our procedure for computing σ(R, q), for general rain regions R,

with non-zero rain rate on m q-tributaries. As in the single point source case, we first

describe the case when the path in T from the root to the edge containing q consists

solely of heavy edges, and then give the query procedure when multiple heavy paths

are involved.

Before we describe the query procedure, we need the following generalization of

the tributary-sum operation on Sπ. Given a height z ≥ h(αu) and a set of nodes
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Figure 3.7: Example of (B, z)-subtree operation on a tributary tree S. Note that
the root of S, having the lowest height, is on the bottom of the tree. (a) The tributary
tree S with the six nodes in B marked, height threshold z marked with a horizontal
line, and each node labeled with its tributary volume. (b) G initialized as the union
of ρβ for β ∈ B. (c) G after removing all nodes v ∈ G with h(v) ≤ z. (d) The result
of the (B, z)-subtree operation is a forest G consisting of nodes in B and nodes that
are the lca of two nodes in B. Each node in G is labeled with its tributary-sum value.

B ⊆ Sπ, |B| = m, such that all β ∈ B have h(β) > z, the (B, z)-subtree operation

returns a subtree G (actually, a forest) of Sπ in time O(m logm), where G is defined

by the following construction (refer to Figure 3.7 for an example):

1. G is initialized as the union of ρβ for β ∈ B.

2. Remove all nodes v ∈ G with h(v) ≤ z.

3. Remove all nodes v ∈ G that are not in B and have only a single child by

splicing out v, that is, removing v and connecting its only child to the parent

of v, if any.

The resulting forest G consists solely of nodes in B and nodes that are the lca of

two nodes in B, so it has at most 2m− 1 nodes. G can be constructed in O(m logm)

time as follows. We sort B by increasing DFS discover time, resulting in a sequence

(β1, . . . , βm), and initialize G to the forest consisting of β1. For i = 2 to m we compute

αi = lca(βi−1, βi) and add βi to G according to the following two cases.

Case (i): If h(αi) ≤ z, then βi is not connected to the previous tree, and we add

βi as a single node in G.
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Case (ii): If h(αi) > z, we follow parent pointers in G from βi−1 until we either

find the edge (β, β′) ∈ G spanning αi such that h(β′) < h(αi) < h(β), or find that αi

is lower than the lowest ancestor β′ of βi−1. We add the edge (αi, β
′) and insert βi

as a child of αi. Finally if αi was spanned by the edge (β, β′), we replace the edge

(β, β′) by (β, αi).

Case (i) takes O(1) time. To see that Case (ii) takes amortized O(1) time, observe

that each edge is visited at most once after it is inserted into G. Thus, constructing

G takes O(m) time after sorting B in O(m logm) time.

Finally, the (B, z)-subtree operation augments each node β ∈ G with a tributary-

sum value, defined as follows (Figure 3.7d): If β has a parent β′ in G, the tributary-

sum value of β is the sum of tributary volumes on the path Sβ up to but excluding

β′. This value is computed by subtracting the suffix sum of β′ from the suffix sum

of β. If β does not have a parent in G, the tributary-sum value of β is the result of

a tributary-sum operation in Sπ on β and z. Computing each tributary-sum value

takes O(log n) time, so the total time for the (B, z)-subtree operation is O(m log n).

Single heavy path. We assume that R consists of m sinks p1, . . . , pm; as described

above, we can ensure this by spending O(|R|) time to collect rain on sinks. We

compute Fq, the fill-rate function of the depression delimited by q, as follows. First,

we compute B = {lca(pi, q) | i = 1, . . . ,m} by performing m lca operations on T and

adding the R-rain rate on each pi to lca(pi, q). As B consists of the q-tributaries at

which rain is falling, |B| = m. For each tributary β ∈ B such that h(β) ≤ h(q), β is

contained in the depression delimited by q, so we remove β from B and add its initial

R-rain rate to Fq. We then perform a (B, h(q))-subtree operation on Sπ resulting in a

forest G. We set the initial fill-rate function Fβ for each node β ∈ B to the constant

function equal to the R-rain rate in β; the initial fill-rate Fβ for each β ∈ G \ B is

simply set to the constant zero function. Then we perform a postorder traversal of

32



G in which we compute the spill-rate function Sβ of each β ∈ G with a Truncate

operation on the fill-rate function Fβ with the tributary-sum value stored for β in

G, and we then perform an Add operation to add Sβ to the fill-rate function of the

parent of β in G, or to Fq if β has no parent in G. After the postorder traversal we

have computed the fill-rate function Fq for the depression delimited by q, and the

query procedure returns τ(Fq, µ(q)) as σ(R, q). The total time is O(|R|+m log n).

Multiple heavy paths. We finally extend to the case in which multiple heavy

paths are queried. As in the single heavy path case, we begin by performing m lca

operations on T to compute the set B of m tributaries on which rain is initially falling,

B = {lca(pi, q) | i = 1, . . . ,m}. We add the R-rain rate on each pi to lca(pi, q); if B

contains any tributaries β with h(β) ≤ h(q), we remove them from B and add the

sum of their initial R-rain rates to Fq, the fill-rate function of the depression delimited

by q. Then we set the initial fill-rate function Fβ for each node β ∈ B to the constant

function equal to the R-rain rate in β.

For each i ≤ k+1 let Fi be the set of fill-rate functions describing the rate at which

the depression delimited by q and the tributaries in πi, . . . , πk fill up when taking only

initial R-fill rate and spilling from π1, . . . , πi−1 into account. Refer to Figure 6.4. Thus

F1 consists of the initial fill-rate functions computed for B (Figure 3.8b), and Fk+1

consists of the final fill-rate function Fq (Figure 3.8f). We compute Fi+1 from Fi as

follows. Fix i ≤ k. Let B′ be the set of q-tributaries that have non-zero fill-rate

functions in Fi, let vq be the first ancestor of q in T which lies in πi, and let α be

the q-tributary delimited by vq. We perform a (B′, h(vq))-subtree operation on πi

to compute a forest G and perform a postorder traversal of G. When processing a

node β ∈ G in the postorder traversal, we compute the spill-rate function Sβ with a

Truncate operation on the fill-rate function Fβ with the tributary-sum value stored

for β in G. Then, if β has a parent in G, we perform an Add operation to add Sβ to
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Figure 3.8: Illustration of Sq, the tributary tree for q, consisting of 20 nodes split
into four sets corresponding to the four heavy paths π1-π4. (a) B consists of seven
tributaries (shaded nodes) that have a positive R-rain rate. (b) The initial set of
fill-rate functions F1 consists of seven constant functions corresponding to the seven
tributaries in R. (c) Fill-rate functions in F2 after processing the first heavy path
π1. (d) Fill-rate functions in F3 after processing π2. (e) Fill-rate functions in F4 after
processing π3. (f) Fill-rate function for q after processing the last heavy path π4.
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the fill-rate function of the parent of β in G. Otherwise, β has no parent in G, and

we compute the lca (in T) of q and the spill sink of β to find the q-tributary β′ to

which β spills. β′ is either the depression delimited by q, in which case we add gβ to

fq, or β′ is α or a q-tributary in one of πi+1, . . . , πk, in which case we add gβ to fβ′ .

After processing G, we conclude the processing of πi by computing Sα from Fα and

adding Sα to the q-tributary α spills to. Once we have processing the last heavy path

πk, we have computed the fill-rate function Fq for the depression delimited by q, and

the query procedure returns τ(Fq, µ(q)) as σ(R, q).

The time spent in each heavy path πi is O(m log n), so the total time for the query

procedure is O(|R|+m log2 n).

Improving the query time to O(|R|+m log n)

The query procedure described above spends O(m log n) time in each heavy path:

• Computing vq takes O(1) time to find the lca between q and the root of the

heavy path.

• Computing the (B, z)-subtree query requires

– O(m) lca queries, each of which takes O(1) time using the fast data struc-

ture

– O(m logm) time to construct the forest G

– O(m) tributary-sum queries in Sπi , each of which takes O(log n) time using

the heavy-path tree structure to implement the (B, z)-subtree query.

We first describe how to improve the time for computing each tributary-sum query

to O(log(ni/ni+1)), where ni is the size of the subtree of T rooted at the head of πi.
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Then we describe how each forest G can be constructed in time O(m log(ni/ni+1))

plus an additional cost of O(m logm) amortized over all the heavy paths.

We wish to modify the tributary-sum operation so that it takes timeO(log(ni/ni+1))

where ni+1 is the size of the sub-problem corresponding to the edge returned. For this

we store the edges of Sπ in a persistent biased search tree, which we define as follows.

A biased search tree is a binary search tree where each node has a weight in addition

to its search key. Bent, Sleator and Tarjan [BST85] showed how to maintain a biased

search tree with updates in O(log n) time and searches in time O(log(n/w)), where n

is the total weight of items in the search tree and w is the weight of the returned item.

A persistent biased search tree is a biased search tree in which any previous version

may be searched. Since the in-degree and out-degree of nodes in a biased search tree

have bounded degree, the biased search tree may be made persistent without affecting

the asymptotic query and update times, with the total space usage of the persistent

structure being proportional to the number of updates to the structure [Bro94].

Given a heavy path π = (v1, . . . , v`, u) in P, for each i ≤ ` let βi be the u-

tributary delimited by vi and |βi| denote the number of merge tree nodes contained

in the depression. We store the edges of the tributary tree Sπ of π in a persistent

biased search tree, where the search key of (vi, vj) is h(vj) and the weight of (vi, vj)

is maxi<k≤j |βk|. Besides the search key and weight, the edge (vi, vj) also stores the

suffix sum of vj, that is, the sum of tributary volumes from vj to u in Sπ.

Starting with the empty search tree, we perform a DFS traversal of Sπ in which

we insert an edge into the search tree when we first encounter it (on the way down),

and delete the edge from the search tree when we encounter it again (on the way

up). The first time we visit a node β we store a pointer to the current version of the

biased search tree, which will at this time contain exactly the edges in ρβ, the path

from β to the root αu in Sπ. At any point in the DFS traversal of Sπ, the weights
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stored in the biased search tree correspond to the sizes of disjoint sub-problems, so

the total weight is at most the sub-problem size of π. When an edge (vi, vj) is inserted

into the biased search tree, the suffix sum of vj is computed by adding the tributary

volume of vj to the suffix sum stored with the successor of (vi, vj) in Sπ, which can

be found in O(log |π|) time, where |π| is the number of edges in π. We note that

the insertion or deletion of an edge of Sπ does not affect the suffix sum stored at any

other node of the biased search tree. Therefore insertion and deletion of an edge in

the biased search tree requires only amortized O(1) changes to ranks and pointers

stored in the tree. Each edge of Sπ is inserted and deleted once. All in all, O(|π|)

information is changed in the biased search tree during the DFS traversal of Sπ, so

constructing the persistent biased search tree takes O(|π| log |π|) time and uses O(|π|)

space. Thus, this representation does not increase the asymptotic preprocessing time

or space usage of the overall data structure.

Now to perform a tributary-sum operation, given a node β and height z, we use

the biased search tree stored at β to search for the node with the largest key no larger

than z. This corresponds to the desired edge (vr, vs), such that h(vr) > z ≥ h(vs).

When we perform a tributary-sum operation on the i-th heavy path πi, the height

for the query will be h(vq), recalling that vq is the lowest ancestor of q which lies

in πi, and we recurse into the tributary βq. For the edge (vr, vs) returned by the

tributary-sum operation, we have that βq ∈ {βr+1, . . . , βs}. This implies that |βq|,

the size of the next sub-problem, is at most the weight of the edge (vr, vs). Thus, the

time spent on the tributary-sum operation is O(log(ni/ni+1)), as required.

To compute the forest G in one of the heavy paths for a set of nodes B′, we first

perform a tributary-sum operation for each β ∈ B′, and store each β with the edge

it returns. Two nodes β, β′ belong to the same tree of the forest G if and only if the

tributary-sum operations return the same edge. By identifying each node of B′ with
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the edge returned by the tributary-sum operation, we group the nodes of B′ into trees

of G. We then proceed with constructing each tree as described previously by sorting

the tree nodes by DFS discover time and performing lca queries. Constructing a tree

of k nodes requires O(k log k) time. The forest G is then computed as the union of

the constructed trees. The following charging argument shows that the total time to

sort all trees in all heavy paths is O(m logm). After processing a tree in G consisting

of k > 1 nodes, the total number of tributaries with non-zero fill-rate functions is

reduced by k− 1, as the k nodes eventually spill to the same tributary of Sπ, namely

that which is the lca of the nodes. Picking an arbitrary representative of the k nodes,

we say that the other k − 1 tributaries merge into the representative. We charge the

O(k log k) time to sort the nodes in the tree to the k − 1 tributaries that are merged

into the representative. Since every tributary is merged at most once, each of the

initial m tributaries is charged at most O(logm) time, and the total time to sort all

trees is O(m logm). Therefore the total time computing the (B, z)-subtree queries

will be at most O(m logm).

Theorem 3.2. Given a triangulation M of R2 with vertex set V of size n and a height

function h : M → R that is linear on each face of M, a data structure of size O(n)

can be constructed in time O(n log n) that for any rain region R and point q ∈ R2,

in O(|R| + m log n) time, returns σ(R, q), where |R| is the number of vertices with

positive rainfall.

3.5 Computing depression volumes

In this section we describe how to extend the merge tree construction algorithm of

Carr et al. [CSA03] to compute the depression volumes of arbitrary points x ∈M.

The algorithm of Carr et al. [CSA03] computes the augmented merge tree, denoted
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by T̂h, which extends Th by inserting each vertex v ∈ V into the edge of Th containing

ρh(v). T̂h is computed by sweeping the vertices of M in increasing order of height.

When a vertex v ∈ V is processed, a new node in T̂h is created for v, and edges

incident to v are added from the highest vertex in each depression delimited by v. The

algorithm maintains the set of depressions of M<h(v) in a union-find data structure,

where each depression is represented by the highest vertex in the depression. Using

the union-find data structure, each downslope neighbor of v is queried to determine

which depressions are delimited by v.

We now describe how to extend the computation to compute the depression vol-

ume of every vertex of the terrain. Suppose (u, v) is an edge of T̂h with h(u) < h(v).

Let Au be the set of points contained in the depression delimited by v but not by u,

that is, Au is the set of points between the contour at u and the contour at v. Re-

stricted to Au, the depression volume function is a cubic function of height denoted

by µu. By storing the coefficients of µu at u, the depression volume of any point in

Au can be computed. Furthermore, by using the set of triangles constructed in the

proof of Lemma 5.3 and denoted by ∆, the coefficients of µv can be computed from

the coefficients of µu and the triangles incident to v in ∆. If v is a negative saddle,

then µu1 + µu2 is used in place of µu, where u1 and u2 are the children of v in T̂h.

Thus the function µv can be computed when v is processed during the construction

of T̂h without increasing the asymptotic construction time. The cubic function µv is

stored in the node v ∈ T̂h without increasing the asymptotic space usage.

To compute the depression volume of a point x in a face φ ∈ M, let v1, v2, v3 be

the corners of φ such that h(v1) < h(v2) < h(v3). Using standard techniques we in

O(log n) time query the node v1 ∈ T̂h to find the edge (u, v) of T̂h containing x, and

then we evaluate and return µu(h(x)) as µh(x).
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3.6 Conclusion

In this chapter, we have presented efficient data structures for the flooding query

problem on terrains under the SFD model. Our data structure uses linear space and

O(n log n) preprocessing time and can determine how much rain has to fall on a region

R before a query point q is flooded in O(|R|+m log n) time, where |R| is the number

of vertices in R, m is the number of tributaries of q at which rain is falling, and n

is the number of vertices of the terrain. For the specific case when rain falls on a

single vertex p, this implies a query time of O(log n). To our knowledge, this is the

first algorithm that can answer a flooding query in sub-linear time in the worst case.

A key ingredient in our data structure is the novel approach of computing fill rates,

that is, functions indicating the rate at which a depression fills up over time, instead

of simply computing the fill time of each depression in the terrain. If we consider

the more general case of the multi-flow direction model, a number of new challenges

arise. In the following chapter these challenges are addressed and efficient algorithms

for flood queries under the MFD model are presented.
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Chapter 4

Flood Risk Queries Under Multi-flow

Direction

The previous chapter assumed that water only flowed along edges of the terrain, and

further assumed a single-flow direction (SFD) model in which water flows from a point

along one downward edge, say, the steepest descent one.1 In this paper we consider

the multiflow direction (MFD) model in which water at a point may split and flow to

multiple downslope neighbors which models flooding on the terrain more accurately.

See Fig. 4.1 for an example.

Flood-risk analysis under the MFD models raises many new challenges. Even

when rain falls on a single point, as it flows across Σ, the water can split and reach

many sinks, as illustrated in Fig. 4.1. In turn, whenever a depression becomes full

and starts spilling, this too can split and end up at many sinks across Σ. In contrast,

under the SFD model, all water falling at a point flows to a single sink in Σ, and

whenever a depression becomes full all the water spilling will again flow to another

singular sink. As such the terrain can be partitioned into “watershed” regions. Each

region associated with one sink, corresponds to the set of all points on the terrain

from where water flows to that sink. In the SFD model, water flows from a point to

a sink only along a single path, while in the MFD model, water may reach from a

point to the same sink along many paths. As such, flood queries on a terrain under

the SFD model are answered by constructing a “flow tree” on the terrain, which is

1Since the modern data sets are high resolution and triangles are small, it is reasonable to assume
that water flows along the edges.
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(a) (b)

Figure 4.1: Rain falls at point p on the terrain, with color indicating relative height,
with darker areas being lower. (a) Under SFD water follows a single path, highlighted
in blue, until it reaches a sink (b) Under MFD it splits and flows to many sinks, with
darker shades of blue denoting more water flowing over that point.

a tree with unweighted edges. In contrast, as we will see below, answering flood

queries on a terrain under the MFD model requires constructing a weighted directed

(acyclic) graph. Consequently, answering flooding queries under the MFD model is

significantly more complicated and the approaches for the SFD model (e.g. as those

in [ARRR17, ARZ10, RLA17]) do not extend to the MFD model.

In this chapter we study three related problems; for each we assume we are given

a terrain Σ, represented as a triangulated xy-monotone surface with n vertices, and

a rain distribution R describing the rate of rain over a region of Σ:

• Terrain-flood query: given a volume ψ of rain falling according to R, which

vertices of Σ will be flooded.

• Point-flood query: given a volume ψ of rain falling according to R and a
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point q ∈ Σ, determine whether q is flooded.

• Flood-time query: given a point q ∈ Σ, determine how much water (or

equivalently how long) must fall before q is flooded.

Our results. We present three main results:

(i) We present an O(n log n)-time algorithm to compute a terrain-flood query for a

rain distribution R and volume ψ (Section 4.1). We do so by traversing the terrain in

a top-down manner and determining for each maximal depression whether it will get

flooded. If a maximal depression is flooded, that extra water spills to its neighboring

depression.

(ii) We first describe how the terrain-flooding algorithm can be expedited for an-

swering point-flood queries. Although the worse case running time remains O(n log n),

it works faster in practice. Next, we present an O(n log n + nm)-time algorithm for

preprocessing Σ into a data structure of size O(nm) for answering a point-flood query.

Given a query point q, a rain distribution R, and volume ψ, the data structure can

answer a point-flood query in O(|R|k + k2) time, where k is the number of maximal

depressions that contain the query point q and |R| is the number of vertices with pos-

itive rainfall. (Section 4.2). The data structure builds a directed acyclic graph that

describes how tributaries of the point q spill into downstream depressions, referred to

as the tributary DAG of q.

(iii) We present an algorithm for answering a flood-time query. If the product of

two k× k matrices can be computed in O(kω) time, it answers a query in O(nk+ kω)

(resp. O(|R|k + kω + k2 log n)) time using O(n) (resp. O(nm)) space. We do so by

showing how we can compute the flow spilling from many tributaries to a set of their

downstream neighbors at once, utilizing fast matrix multiplication (Section 4.3).

We also give an α-approximation algorithm, for any α > 1 for flood-time query
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that runs in O(n log n logα ρ) (resp. O(|R|k+k2 log(n logα ρ)) time, using O(n) (resp.

O(nm)) space where ρ is a parameter depending on the terrain and point q relating

the ratio between the volumes of depressions on the terrain. The algorithm basically

performs a binary search and uses the point-flood query data structure at each step.

We have implemented our algorithms for terrain-flooding, the point-flood query

and the approximate flood-time query and tested them on real terrains. We show

that the algorithms are efficient in practice, across a variety of queries, and give some

analysis as to the how varying the query affects the running time. We also compare

terrain flood queries qualitatively under the MFD and SFD models, showing cases

where the flooded regions are significantly different under the two. (Section 6.5).

4.1 Terrain-Flood Queries

In this section we describe an algorithm for answering a terrain-flood query. That

is, given a rain distribution R and a volume ψ, determine which vertices of M will

be flooded if a volume of ψ rain falls according to the distribution R. Recall that
∑

v∈MR(v) = 1, so ψ is the same as saying that rain falls for ψ units of time on M

with distribution R.

We will first give a rough sketch of the algorithm. We assume the merge tree

T is already computed. We sweep through the vertices in descending height order,

maintaining two sets of values for each height `:

(i) for each depression αi in the sublevel set h<`, maintain the fill volume Fαi
(ψ) and

(ii) for each edge (u, v) of the terrain where h(v) < ` ≤ h(u), maintain the volume of

rain flowing along which we will denote Λ(u, v).

We note that for two depressions α, β that contain the same set of sinks, then

Fα(ψ) = Fβ(ψ). So these values need only be computed for each maximal depressions,
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which will be done when reaching a saddle vertex. At each vertex v, if Fβv(ψ) ≥

Volβv(ψ) we mark the depression as full, and no longer need to process any vertices

contained in βv. If βv is not full, we instead compute how much water flows over v,

as a sum of the rain falling directly on v according to the distribution R plus the

volume of rain flowing on v for each downslope edge (u, v). We then redistribute this

water according to the flow function, and update the rain flowing across each edge

(v, w). Additionally, if v is a saddle delimiting two maximal depressions α and β,

we will compute how much water ends up in each depression (i.e. F(α) and F(β).)

These values will be computed as a sum of the water falling directly on vertices in

the depression, plus the water flowing on edges into the depression. If one depression,

say α is full, we then determine how much excess water is spilling from α over v into

its sibling β and redistribute this water on the downslope edges of v into β.

Before describing the algorithm in detail, we give a few definitions. For a given

depression β, let R(β) =
∑

v∈β R(v) be the portion of rain falling directly in to β.

Further, let E(β) = {(u, v) | u 6∈ β, v ∈ β} be the set of edges that cross the contour

delimiting β. We say these edges “cross into” β. Then, the volume of water in a

depression β is the amount falling directly in it, plus the amount of water flowing

into it,

Fβ(ψ) = ψR(β) +
∑

e∈E(β)

Λ(e). (4.1)

We will now show how to compute the terrain flood query utilizing these functions.

First, we compute how much rain directly falls in each maximal depression initially.

For a maximal depression β, let R̂(β) be the amount of rain falling on vertices in

β which are not contained in any other maximal depression. Iterating through each

vertex v with positive rainfall in R, add a volume of R(v)ψ to the maximal depression
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containing v. Then starting with the root of T, we can recursively compute

R(α) = R̂(α) +
∑

(α,β)∈T
R(β),

for all maximal depressions in T. This procedure takes O(|R|+m) time.

Next we process the vertices in descending height order. For a vertex v with

height `, let D` = {β1, β2, · · · , βk} be the set of non-full depressions corresponding

to `-sublevel sets, i.e. Fβi(ψ) < Vol(βi). We will call these the active depressions.

For each active depression βi we will compute Fβi(ψ) and the values Λ(u, v)for each

(u, v) ∈ E(βi). One key point of the algorithm is that if two depressions α and β

contain the same set of sinks, it will be the case that Fα(ψ) = Fβ(ψ), so we only need

to explicitly compute these values at saddle vertices.

If v is contained in an active depression, let βv be the depression delimited by v

and αv be the smallest maximal depression containing v (i.e. the maximal depression

containing the same set of sinks as βv.) Then as αv contains βv, the saddle delimiting

αv must be higher than v, which implies we have already computed Fαv(ψ) = Fβv(ψ).

Using this value, we check if βv is full. If so, we mark all vertices contained in βv as

flooded, and remove βv from the set of active depressions. Otherwise, for each edge

(v, w) we compute the water flowing along it as,

Λ(v, w) = λ(v, w)

(
R(v) +

∑

(u,v)∈E
Λ(u, v)

)
. (4.2)

Next, if v is contained in an active depression and is a saddle vertex delimiting

two maximal depressions α, α′, we must also compute the volume of rain in each of

the two depressions. To do so, partition the edges E(βv) into the two sets E(α) and

E(α′) and compute the volume of rain crossing into α (resp. α′) as
∑

e∈E(α) Λ(e)
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v
α α′

Figure 4.2: Saddle v, marked in purple, delimits two maximal depressions α and α′.
The edges in E(α) are marked in red, while those in E(α′) are marked in blue.

(resp.
∑

e∈E(α) Λ(e).) See Fig. 4.2 for an example. We claim that these sums can be

computed in a total of O(n log n) time summed over all saddles, the details of which

we will show later. Using this value along with the value of R(α) (resp. R(α′)) in

Equation 4.1 we can compute Fα(ψ) (resp. Fα′(ψ)).

Finally, we use this value along with the depression volumes to check if α or α′

are flooded. Note that it will not be the case that both α and α′ are flooded, as this

would mean that v is flooded, and we would have already marked these depressions

as flooded. If one is flooded, without loss of generality let it be α. In this case, mark

α as flooded, and add α′ to D . Then the volume of rain spilling from α into α′ will

be Fα(ψ) − Vol(α). Let λ′(v, w) be the modified flow function, computed as if the

flooded neighboring vertices have a height of `. Then we update the flow of water

along the edges from v as follows:

Λ(v, w) = λ′(v, w)

(
R(v) +

∑

(u,v)∈E
Λ(u, v) + (Fα(ψ)− Vol(α))

)
. (4.3)

If neither α nor α′ are full, add them both to D .

Partitioning edges efficiently. We will now show how to build a data structure to

store the values of Λ(u, v) so that when we reach a saddle we can partition the edges
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Figure 4.3: Top: The augmented merge tree with the corresponding edges marked.
Bottom: A terrain with contour lines drawn, with 6 saddle points drawn as squares,
and eight edges e1 − e8 marked. Edges take the index of the node below it in the
augmented merge tree. For example e1 has index 1, edge e4 has index 8, and edge e7
has index 10.

efficiently. First, compute the in-order traversal index for the nodes of T. Then, label

each edge (u, v) (h(u) > h(v)) with the index of the node in T corresponding to the

depression which contains the same set of sinks as βv. In the extended merge tree, if

v is contained in the edge (α, β) ∈ T with h(α) > h(β), v is associated with β. Our

data structure will then store the values Λ(u, v) in sorted order, keyed on this index.

See Fig. 4.3 for an example.

When we reach a saddle vertex v delimiting two maximal depressions α, α′ and

wish to partition the edges, the edges with index smaller than the node associated

with v will cross into one depression, while those with index larger than v will cross
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into the other. Noting that

∑

e∈E(βv)

Λ(e) =
∑

e∈E(α)

Λ(e) +
∑

e∈E(α′)

Λ(e),

then, as the value of the left hand side,
∑

e∈E(βv)
Λ(e), is known when we reach v, if

we know the volume of water flowing into α we can determine the volume flowing in

α′ in constant time, and visa versa. We can compute one of these values efficiently

by taking partial sums of the first and last k edges until we reach the dividing point

associated with the saddle.

For example, consider partitioning the edges crossing into the two depressions

delimited by the saddle labeled 6 in Fig 4.3. At this step in the algorithm, we would

have the set of E(β6) as e1 − e8 in sorted order along with the value
∑8

i=1 Λ(ei).

Then, taking partial sums
∑k

i=1 Λ(ei) from the beginning of the sorted list (resp.
∑k−1

i=0 Λ(e8−i) from the end) for k = 1, 2, 3 we then find that e3 is the last edge “to the

left” of the saddle. We can then find the value of
∑8

i=4 Λ(ei) by taking the difference

between the total sum and the partial sum of edges “to the left” of the saddle.

This takes time proportional to O(min{|E(α)|, |E(β)|}). Letting |α| denote the

total number of edges with at least one vertex contained in α (noting |α| ≥ |E(α)|)

and T (β) be the total time to partition the edges for all saddles contained in β, we

have that

T (βv) = O(min {|α|, |α′|}) + T (α) + T (α′).

Noting that set of edges crossing into the two maximal depressions α, α′ are disjoint,

it follows that |α|+ |α′| ≤ |βv|. Using this, we can solve the recurrence, and see that

T (βv) = O(|βv| log |βv|).

Building the merge tree and precomputing how much rain falls in each maximal

depression can be done in O(n log n) time. For each edge e, Λ(e) can be computed
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in O(1) amortized time, and we use an additional O(log n) time adding (and later

removing) Λ(e) from the sorted list. Finally, we spend a total of O(n log n) time at

all saddles to partition the water flowing across edges. This gives an overall running

time of O(n log n) to determine which vertices are flooded.

Theorem 4.1. Given a triangulation of M of R2 with n vertices, a height function

h : M → R which is linear on each face of M, a rain distribution R and a volume of

rain ψ, the flooded vertices of M can be computed in O(n log n) time.

4.2 Point-flood query

Given a rain distribution R, a query point q ∈M, and a rain volume ψ, the point-flood

query asks whether the point q is flooded if a volume ψ rain falls with distribution

R. Of course, the terrain-flood query procedure described in Section 4.1 can answer

this query, but our goal is to answer this query faster when possible. We exploit

two observations: first, we need not compute the fill rate and fill time of all maximal

depressions. In particular, suppose q lies in a maximal depression β and there are

two children depressions β1 and β2 of the sibling depression β′ of β. Then we need

not compute the fill times of β1 and β2. It suffices to compute when β′ fills and at

what rate water spills from β′ to the depression βq. In fact, it suffices to consider

the tributaries of q, defined in Section 2.1. Second, we do not have to compute the

fill rates of the tributaries of βq for all values time. Instead it suffices to determine

whether the volume of water in the depression βq is less than Vol(βq).

We first define the notion of tributary graph that describes where the water spills

when a tributary of q fills. Next, we describe the functions that estimate how much

water has arrived in a tributary of q and how much it has spilled. Roughly speaking,

we compute these estimates assuming that a tributary of q fills before its sibling (which
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Figure 4.4: (a) A merge tree T, with tributaries (β1, β2, β3) of q delimited and flow
from v1 to each sink s, Q(v1, s). (b) Tributary graph G[q], with the edge weights from
β1.

is a maximal depression containing q) fills. We prove that our estimates answer the

point-flood query correctly. Finally, we describe a data structure which uses O(mn)

space and answers a query in O(|R|k + k2) time.

Tributary graph. For a point q ∈ M, the tributary graph G[q] = (Xq,Eq) is a

directed acyclic graph. Xq is the depression βq plus its tributaries, i.e., Xq = Tq∪{βq}.

For a pair of depressions α, β ∈ X, we add the directed edge (α, β) to Eq if h(Sd(α)) >

h(Sd(β)) (if β = βq then by Sd(βq) we mean q) and Q(Sd(α), β) > 0. We set the

weights of the edge (α, β) to be

w(α, β) =
Q(Sd(α), β)∑

(α,γ)∈Eq
Q(Sd(α), γ)

, (4.4)

i.e. the weights are normalized so that the weighted out-degree of each node in G[q]

is 1. See Fig. 4.4 for an example.

It is expensive to compute Fβ and Sβ exactly for each tributary of q, so we define

slightly different functions F̃β, S̃β : R≥0 → R≥0 for all β ∈ Xq. They are fill, spill

volume functions under the assumption that every tributary of βq fills before its

sibling, that is, water spills from a tributary β to various sinks in the sibling β′ of β;

note that β′ is a depression containing q.
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We define F̃β, S̃β recursively using the tributary graph G[q] as follows:

F̃β(t) = Fβ(0)t+
∑

(α,β)∈Eq

S̃α(t)w(α, β),

S̃β(t) = max{0, F̃β(t)− Vol(β)}.

The following lemma is the key observation.

Lemma 4.2. Let tq := tβq be the fill time of the depression βq. For any β ∈ Xq,

(i) F̃β, S̃β are monotonically non-decreasing functions.

(ii) For t ≤ tq, F̃β(t) = Fβ(t) and S̃β(t) = Sβ(t).

Proof. We begin by noting that if the lemma holds for F̃β, for all β ∈ Xq, it also holds

for S̃β, so we prove the lemma for F̃β.

(i) We prove the claim by induction on the topological ordering of Xq. For our

base case, let α be the source of the tributary DAG, we have F̃α(t) = Fα(0)t, which is

monotonically nondecreasing. By induction hypothesis, assume that F̃α(t) is mono-

tonically nondecreasing, for all α appearing before β in the topological ordering of

Xq. Then F̃β is the sum of monotonically nondecreasing functions, so it also is mono-

tonically nondecreasing.

(ii) By the definition of tq, the fill time of all maximal depressions containing q is

greater than q. Therefore none of the sibling depressions of a tributary β of q (each

of which is a maximal depression containing q) spills water into β, and therefore by

definitions of Fβ, F̃β, Sβ, and S̃β, Fβ(t) = F̃β(t) for all t ≤ tq.

Corollary 4.3. F̃βq(t) < Vol(βq) if and only if t < tq.

Proof. If ψ < tq, then F̃βq(t) = Fβq(t) < Vol(βq). The inequalities follows by the
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definition of tq. On the other hand, if t ≥ tq, then by Lemma 4.2 (i) & (ii)

F̃βq(t) ≥ F̃βq(tq) = Fβq(tq) = Vol(βq).

By Corollary 4.3, given ψ, we compute F̃βq(ψ) and return yes if this quantity is

at least Vol(βq). We now describe the algorithm for computing F̃βq(ψ).

In the preprocessing step, we construct the merge tree T and preprocess it so that

for a point q ∈M, (i) the edge of T containing q and (ii) Vol(βq) can be computed in

O(log n) time.

Additionally, for each vertex v ∈ M and for each maximal depression β, we store

the value of Q(v, β). Recall that there are O(m) maximal depressions, so we need

O(mn) storage. Actually we need to store only non-zero values, in practice, the

number of such pairs is much smaller than mn. The total time spent in computing

this additional information is O(nm), by computing it for each sink in O(n) time.

The preprocessing takes O(n log n+ nm) time, and the size of the data structure

is O(nm).

For a query rain distribution R and a query point, we first find the edge e of

T containing q and Vol(βq). Given e, we compute the set Tq of tributaries of q in

O(k) time by traversing T upward from e. We now construct the tributary graph

G[q] = (Xq,Eq) in O(k2) time, using the precomputed values of Q(v, β) in (4.4).

To compute F̃q(ψ) for all depressions β ∈ Xq, we first compute Fβ(0), for each

β ∈ Xq, in O(|R|)-time using the formula

Fβ(0) =
∑

u:R(u)>0

R(u)Q(u, β).
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Finally, we compute F̃β(ψ) for every β ∈ Xq, using the recurrence in a total of

|Eq| = O(k2) time. Hence, a point-flood query can be answered in O(|R|k+ k2) time.

Putting everything together, we obtain the following:

Theorem 4.4. Given a triangulation of M of R2 with n vertices, a height function

h : M→ R which is linear on each face of M, a data structure of size O(mn) can be

constructed in O(n log n + mn) time so that a point-flood query can be answered in

O(|R|k+k2) time, where |R| is the complexity of the query rain distribution, k is the

number of maximal depressions containing the query point, and m is the number of

sinks in the terrain (M, h).

4.3 Flood-time queries

In this section we describe algorithms for answering flood-time queries: given a rain

distribution R and a point q ∈M, how long rain must fall before q becomes flooded.

We first describe an exact algorithm for this problem and then an approximation

algorithm. For both the exact and approximation algorithms, we assume that given

the query point q, we have computed the (directed) tributary graph G[q] = (Xq,Eq),

as described in Section 4.2.

Exact flood-time query. Roughly speaking, we wish to compute the fill rate Fβq

of the depression βq, which in turn requires computing the fill and spill rates of all

tributaries of q. But computing them is expensive, so we use the same observation as

in Section 4.2, namely, we compute “conditional” fill and spill rates of each β ∈ Xq

under the assumption that every tributary of βq fills before its sibling. Abusing

notation slightly, we use Fβ, Sβ to denote these conditional fill and spill rates of β for

all β ∈ Xq. By Lemma 4.2 (ii), Fβ, Sβ are the exact fill rates for all t ≤ tq, so they
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determine the value of tq exactly. By definition,

Fβ(t) = Fβ(0) +
∑

(α,β)∈Eq

Sα(t)w(α, β),

Sβ(t) =





0 if t < tβ,

Fβ(t) if t ≥ tβ.

Both Fβ and Sβ are piecewise-constant non-decreasing functions, and their values

change only at fill times of tributaries of βq. Using this observation, we can rewrite

Fβ, Sβ as follows: Let Eq = 〈β1, β2, · · · , βk+1 = βq〉 be the sequence of depressions

sorted in descending order of their heights. For 1 ≤ i ≤ k + 1, we use Fi, Si, ti to

denote Fβi , Sβi , tβi respectively, and for j ≤ i, we set wj,i = w(βj, βi). Recall that

the fill rate of βi increases only when a βj, for j < i, (i.e. βj is higher than βi) fills

and spills water into βi. For a pair i, j, let fi,j (resp. si,j) denote the increase in

the fill rate Fi (resp. spill rate Si) at time tj. Note that fi,j, si,j = 0 for j ≥ i. Set

fi,0 = Fi(0) and t0 = 0. Then

Fi(t) =
∑

0≤j≤i,tj≤t
fi,j and Si(t) =

∑

1≤j≤i,tj≤t
si,j. (4.5)

Furthermore

fi,j =
∑

j≤`≤i
w`,is`,j for 1 ≤ j < i. (4.6)

That is, the increase in fill rate of F` is the increase in the spill rate of β` for ` < i,

at time tj times the proportion of water that spills from β` into βi summed over all

tributaries higher than βi. Note that the fill rate of β` does not increase at tj for
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` < j. Similarly, si,j can be written as follows:

si,j =





0 if j > i ∨ tj < ti,

∑
`<i,t`<ti

fi,j if j = i,

fi,j if j < i ∧ tj ≥ ti.

(4.7)

Let F = (fi,j)1≤i≤k+1
0≤j≤k+1

and S = (si,j)1≤i,j≤k+1 be fill and spill matrices; both of

them are lower triangular matrices.

Let Fi (resp. Si), for 1 ≤ i ≤ k+ 1, denote the ith row of F (resp. S). For a pair

1 ≤ a, b ≤ k + 1, let Fa:b (resp. Sa:b) denote the submatrix of F (resp. S) consisting

of rows a, a+ 1, · · · , a+ b− 1;Fa = Fa:1 and Sa = Sa:1.

After having computed Fi, Si can be computed in O(i) time using (4.7). We refer

to this procedure as Spill Rate(i,Fi). Here we assume that we do not explicitly set

k − i+ 1 entries of Si as 0.

We now describe a recursive procedure for computing F and S, outlined in Fig.

1. It takes as input two values 1 ≤ a, b ≤ k + 1 and a b × (k + 1) lower-triangular

matrix F<
a:b = (faij)a≤i<a+b

1≤j<i
, where

fai,j =
∑

j≤`<a
w`,is`,j

is a partial prefix sum of fi,j and the procedure returns Fa:b and Sa:b. We note that

for b = 1, fa,j = faa,j for all 1 ≤ j < a. Hence, for b = 1, given F<
a:1, Fa can be returns

in O(a) time by simply setting fa,0 = Fa(0) and fa,j = faa,j for 1 ≤ j < a. We call

this procedure Fill Rate(a,F<
a:1).

The only nontrivial step in Flood Time is the computation of matrix B. A

straightforward algorithm for computing B takes O(b3) time, but we can do better
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Algorithm 1 Flood Time(a, b,F<
a:b)

if b = 1 then
Fa = Fill Rate(a,F<

a:1)
Sa = Spill Rate(Fa)
return (Fa,Sa)

end if
Fa:b/2,Sa:b/2 = Flood Time

(
a, b/2,F<

a:b/2

)

A = (fai,j)a+b/2≤i<a+b
1≤j<i

B =
(∑a+ b

2
−1

`=a w`,is`,j

)
a+b/2≤i<a+b

1≤j<i
F<
a+b/2:b/2 = A + B

Fa+b/2:b/2,Sa+b/2:b/2 = Flood Time
(
a+ b/2, b/2,F<

a+b/2:b/2

)

Fa:b =

(
Fa:b/2

Fa+b/2:b/2

)
, Sa:b =

(
Sa:b/2

Sa+b/2:b/2

)

return (Fa:b,Sa:b)

WT X

wa,i · · ·wa+b/2−1,ii

j

B

...

sa,j

sa+1,j

sa+b/2−1,j

Bi,j =
a+b/2−1∑̀

=a

w`,is`,j=

Figure 4.5: An illustration of how each entry Bi,j is computed via matrix multipli-
cation.

using a faster matrix multiplication algorithm, as follows.

Let

W = (w`,i) a≤`<a+b/2
a+b/2≤i<a+b

and X = (s`,j)a≤`<a+b/2
1≤j<a+b

Then B = W TX (see Fig. 4.5.) Since X is not a square matrix, we partition X

into r =
⌈
2a
b

⌉
blocks of b/2× b/2 matrices, i.e.

X = (X1, · · · ,Xr) .
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Bi,j =
∑

a≤`<a+b/2

w`,is`,jAi,j = fa
i,j

=
∑

j≤`<a

w`,is`,j

+ =

F<
i,j = Ai,j +Bi,j

=
∑

j≤`<a+b/2

w`,is`,j

= f
a+b/2
i,j

A B F<

Figure 4.6: After computing B, we then have A+B = F<.

Then (W TX1 · · ·W TXr) has all entries of B plus some 0 entries. We can keep

the extra entries or discard them. Suppose two n × n matrices can be multiplied in

O(nω) time, then B can be computed in O(rnω) = O (da/be bω) time. The rest of

the steps in Flood Time take O(bk) time. See Fig. 4.6 for an example of how we

compute F<. Let T (a, b) denote the maximum running time of the procedure for

Flood Time(a, b,F<
a:b). Then we obtain the following recurrence for T (a, b):

T (a, b) =





O(a) for b = 1,

T
(
a, b

2

)
+ T

(
a+ b

2
, b
2

)
+O

(⌈
a
b

⌉
bω + bk

)
for b > 1.

The solution to the above recurrence is

T (a, b) = O
(⌈a

b

⌉
bω + bk log k

)
.

Since the procedure is initially called with a = 1, and b = k+1, the overall running

time of the recursive procedure is O (kω + k2 log k). Combining this with the time

spent in computing the tributary graph G[q], we obtain the following:

Theorem 4.5. Given a triangulation of M of R2 with n vertices and a height function
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h : M → R which is linear on each face of M, a data structure of size O(n) (resp.

O(nm)) can be constructed in time O(n log n) (resp. O(nm+n log n)) that for a rain

distribution R and a point q, can answer a flood-time query in time O(nk + kω +

k2 log k) (resp. O(|R|k+kω +k2 log k)). Here k is the number of maximal depressions

containing q, m is the number of sinks in the terrain (M, h), and kω is the time it

takes to multiply two k × k matrices.

Approximate flood-time query. Given a rain distribution R and point q ∈ M,

let the answer to the exact flood-time query be tq. We say that an algorithm is an

α-approximation, for parameter α > 1, if it returns a value τ such that tq ≤ τ ≤ αtq.

Choosing indices ji such that

Vol(βj1) ≤ Vol(βj2) ≤ · · · ≤ Vol(βjk),

let Vi = Vol(βji) for ease of notation, and let Volh+1 = hVolh. We note that Volh+1 ≥
∑h

i=1 Voli, so after a volume of Volh+1 rain falls, all depressions in G[q] will be full. It

follows that σ(R, q) ≤ Volh+1. Performing a binary search, using O(log h) point-flood

queries, we can compute the index i such that q is not flooded at time Vi , but q is

flooded at time Vi+1, in time O(|Eq| log k).

Then we perform a binary search on τ over the set of values {αjVi | 0 ≤ j ≤ dlogα(Vi+1/Vi)e}

to find value τ such that

τ ≤ tq ≤ ατ.

We note that ατ is an α-approximation of the flood-time query.

Let ρ = max1≤j<h
Volj+1

Volj
, be the volume spread of q. We can get an α-approximation

of the fill time tq by performing O (logα ρ) point-flood queries. For example, if the

largest ratio between two consecutively sized tributaries is at most 2h then we can

get a 21/h-approximation in time O(|Eq| · log h).
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Theorem 4.6. Given a triangulation of M of R2 with n vertices and a height function

h : M → R which is linear on each face of M, a data structure of size O(n) (resp.

O(nm)) can be constructed in time O(n log n) (resp. O(n log n+nm)) that for a rain

distribution R and a point q ∈M, returns an α-approximation to the flood-time query

in time O(n log n logα ρ) (resp. O (|R|k + k2 log(n logα ρ))), where k is the number of

maximal depressions containing q, and ρ is the volume spread of q.

4.4 Experiments

In this section we present the experiments we have conducted on real terrains to

demonstrate the efficiency of our algorithms and compare qualitatively the flooding

under SFD and MFD models.

We have implemented the terrain-flood algorithm, described in Section 4.1, in

C++, as well as a version of the point-flood and flood-time approximation algorithms,

described below. We ran the experiments on a Dell R730 with 2 Intel Xenon ®,E5-

2640 v4 2.4GHz 25M Cache and 256 GB RAM running Linux.

Data sets. We study the performance of our algorithm on three publicly available

grid DEMs:

(i) The Indiana dataset (Fig. 6.12a), a 0.89 mi2 model of an area 0.5 mi northeast

of Holland, Indiana, USA, extracted from the publicly available 5 ft resolution DEM of

Indiana [Ind13]. The dataset consists of 106 grid vertices, and the terrain is relatively

flat.

(ii) The Philadelphia dataset (Fig. 6.12b), a 225 km2 model of an urban area in the

northwest area of Philadelphia, extracted from the publicly available 3 m resolution

DEM of Pennsylvania[Pen08]. The dataset consists of 2.5 × 107 vertices, and we

further consider subsets of this dataset of size 9 km2, 81km2, and 144 km2 consisting
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(a) (b) (c)

Figure 4.7: A rendering of the three data sets used: (a) the Indiana dataset, (b) the
Philadelhpia dataset and (c) the Norway dataset.

of 106, 9× 106, 1.6× 107 points respectively.

(iii) The Norway dataset (Fig. 6.12c), a 10000 km2 model of a mountainous re-

gion located in the Jotunheimen National Park, Norway, exacted from the publicly

available 10 m resolution DEM of Norway [Aut13]. The dataset consists of 108 ver-

tices, and we further consider subsets of this dataset of size 400 km2 and 2500 km2

consisting of 4× 106 and 2.5× 107 points respectively.

Flow models. For the SFD model, for a pair of neighboring vertices u, v, we set

λ(u, v) =





1 if v is lowest neighbor of u,

0 otherwise.

For the MFD model, we use a flow model similar to Quinn et al. [QBCP91].

That is, let ∆(u, v) be the gradient of the edge (u, v) ∈ M. We define the flow to be

proportional to the gradient, with the total (local) flow out of every non-sink vertex

being 1:

λ(u, v) =





0 if u is a sink,

max{∆(u,v),0}∑
(u,v)∈E max{∆(u,v),0} otherwise.
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In Fig. 4.1, we give an example of the two models on the Indiana dataset. The

vertex marked p is a local maximum, and each vertex v with Q(p, v) > 0 is marked in

blue, with darker blue indicating a larger value of Q(p, v). In Fig. 4.1 (a), under the

SFD model flow is positive only along the path of steepest descent to a single sink. In

Fig. 4.1 (b), we note that under the MFD model water falling at p reaches multiple

sinks.

Terrain-flood queries. We considered the rain distribution R to be rain falling:

(i) on a single vertex, (ii) uniformly over a small rectangle, or (iii) uniformly over all

vertices on the terrain.

Our experiments show that when rain is falling at a single point, the areas that

are flooded under the SFD and MFD models can be quite different. Under the MFD

model some large areas may become flooded that would not under the SFD model.

As we increase the region on which rain is falling, we still see differences in the

areas flooded, although they may be less pronounced. For example, the same general

regions may be flooded, but under MFD more water might end up in one location

as opposed to SFD, or water may reach more depressions. When we expand the rain

distribution to be falling over the whole terrain, the regions which are flooded tend

be very similar. Another unique difference in the two models, irrespective of the area

of the region where rain is falling is how water flows over the terrain. Under the SFD

model, water flows along disjoint paths while under the MFD model it spreads more

on the terrain (see e.g. Figs. 10-12.) We illustrate these observations below by a few

examples.

For the case when rain falls at a single point, we computed the flooded areas with

rain volume of 105 m3 on the Indiana dataset and 107 m3 on the Norway dataset.

Fig. 4.8 shows the terrain-flood query for two single point rain distributions under

both the SFD and MFD models. In Fig. 4.8 (a) we see that under the SFD model
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water follows a single path from p north east, first filling a large region before spilling

and filling a series of smaller regions as the water flows west towards a feature cor-

responding to a river. In Fig. 4.8 (b), under MFD the water splits at p and fills a

number of depression to the south west of p. We see similar behavior in the Norway

dataset in Fig. 4.8 (c) and (d). We additionally note that under the MFD model

in (b) and (d) water spreads out more, and flows across a wider path between full

depressions.

For the case where rain is falling uniformly over a small square, we set the rain

distribution to be uniform over a square of size 1km × 1km and set ψ = 106m3

and computed the flooded area for the Norway dataset, under both SFD and MFD

models. Fig. 4.9 shows the queries along with enlarged images of the region on which

it is raining and a region on the northern boundary which is flooded. We see that

while similar areas become flooded, water spreads out across the peak more under the

MFD model, and a larger fraction of the water flows to the southwest. In contrast,

under the SFD model, the rain follows narrow bands outside of the rain region, and

a larger fraction of the water flows to the north. In particular, the flooded region

extends 0.35 km further towards the south.

For the case when rain falls uniformly over the entire terrain, we computed the

flooded area when 1 m of rain falls uniformly on the Norway dataset with 2.5 × 107

vertices, and when 1 m of rain falls uniformly on the Philadelphia dataset. Fig. 4.10

shows the flood area under both models. Overall, the terrain flood queries look similar

under the SFD and MFD models, however we note under the SFD model, water flows

across narrow regions corresponding to the path of steepest descent, while under the

MFD model, water tends to spread out and flow across wider paths. Fig. 4.11 (a)

and (b) show a smaller region of the Norway terrain in more detail. We note that

under the SFD model, water flows along many disjoint paths, while under the MFD
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model the water spreads out and accumulates more along major valleys of the terrain.

Fig. 4.11 (c) and (d) shows a smaller region of the Philadelphia terrain in more detail.

We note that under the MFD model, the regions over which the most water flows

clearly correspond to streets in Philadelphia. For example, the line passing diagonally

from the northwest to the southeast corresponds to Ridge Ave.

Terrain-flood performance. Building the merge tree and preprocessing it to com-

pute the depression volume of any point as well as to perform lca queries took an

average of 1.33 seconds over 5 trials for the Indiana dataset.

We also ran tests over the Philadelphia dataset, taking subregions with 1.6 ×

107, 9 × 106 and 106 vertices, and on the Norway dataset. Fig. 4.12 shows the pre-

processing time as the number of vertices in the terrain was increased. We see that

in practice, the preprocessing time is near linear in the size of the terrain. While

preprocessing does require sorting the nodes, which takes O(n log n) time, in prac-

tice the constant on this term is much smaller than that of the linear steps in the

preprocessing.

Fig. 4.13 gives a summary of the running time of the terrain flood query on the

Indiana dataset as we change the number of points with positive rain in R and the

amount of rain ψ. In Fig. 4.13a, we fix R to be uniform rain distribution over a fixed

vertex and vary ψ, the volume of rain. In Fig. 4.13b, the distribution R is uniform

over a square with a fixed upper left corner but varying its side length from 1 to 40

vertices; with the total rain volume fixed. For both these tests, we chose 500 vertices

uniformly at random in both the Indiana dataset.

In Fig. 4.13a, we see that as the volume of rain increases the running time first

increases until it reaches a peak and then decreases, becoming very fast with the

largest volumes of rain. When a small amount of rain is falling in a small area,

water reaches very few depressions and thus only a small portion of the merge tree is
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explored by the algorithm. As the volume and area of rain increases, the algorithm

explores larger portions of the merge tree leading to an increase in the running time.

However, once the volume of rain increases further, large depressions get filled and

the algorithm succeeds in pruning large portions of the merge tree. Roughly speaking,

the running time of the algorithm is proportional to the number of depressions that

are partially filled.

In Fig. 4.13b we see that while the running time increases with the number of

vertices with positive rainfall, it grows slower than the linear dependence indicated

by the worst case time analysis. The query is somewhat faster when there is positive

rainfall on a single point, this is probably in part due to optimizations in the code for

initializing rain on the merge tree in the case when rain falls on a single point. We

saw similar behavior for queries of varying area on the Philadelphia dataset.

Point-flood queries. As noted in Section 4.2, the terrain flood query can be used to

perform point-flood queries in O(n log n) time using a linear-size data structure. We

implemented a modified version of the terrain flood query, which has the same worst

case complexity, but is designed to have faster practical running time. We do so by

only considering vertices which delimit depressions containing the query point q. For

saddle vertices, we only consider those which delimit a tributary of q. At these points,

we either find that the tributary is full, and add the water spilling towards q, or find

that it is not full, in which case we need not look at the vertices in the tributary

as they will have no effect on whether q is flooded or not. Similarly, for non-saddle

vertices, if the depression delimited by the vertex does not contain q, water from this

vertex cannot reach q, so we ignore it.

We considered 1000 point-flood queries on the Philadelphia dataset, with 9× 106

m3 of rain falling on a single vertex, chosen uniformly at random and a query point

also chosen uniformly at random.

65



Fig. 4.14a shows the query time compared to the number of tributaries of the

query point up to the tributary which contains the point on which it is raining. We

see many of these point-flood queries are extemely fast. In the case where there are

no such tributaries, that is when the rain is falling within the depression delimited

by the query point, we need only compare the volume of rain to the volume of this

depression. On the other hand, even when there are a large number of tributaries,

if the rain volume is less than the volume of the tributary it is raining in, we know

the query point will not be flooded. For the point-flood queries which took relatively

longer, we see a linear correlation between the number of tributaries and the query

time.

Fig. 4.14b shows the query time compared to the number of nodes in the extended

merge tree examined by the algorithm. Many queries only require looking at a single

node, and these are therefore very fast. For queries that require looking at more

nodes, the running time is strongly correlated with the number of nodes examined.

Flood-time approximation queries. As noted in section 4.3, the flood-time query

can be approximated by finding an upper and lower-bound on the flood-time, and

using the point-flood query to perform a binary search. Utilizing the point-flood

query described above, we implemented a version of the flood-time approximation.

As noted earlier, by considering a fixed rate of rain, the flood-time query can be

thought of as a flood-volume query. With that in mind, we will refer to the results of

the queries in terms of total volume rather than time to avoid confusion between the

time it took to perform the query and the result thereof.

We considered 1000 flood-time queries on the Philadelphia dataset with 106 points,

with rain falling on a single vertex, chosen uniformly at random and a query point also

chosen uniformly at random. We then calculated a 2-approximation of the volume of

rain needed to fall at the chosen point before the query point was flooded.
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Fig. 4.15a shows the time of these queries compared to the approximate flood-

volume. Fig. 4.15b shows the time of these queries compared to the number of tribu-

taries between the rain and the query point. As the number of tributaries increases,

there is a slight increase in the query time, corresponding to the fact that we first

perform the binary search on the volumes of these tributaries. We also note that when

the depression delimiting the query point contains the point on which it is raining,

we know the exact flood-volume will be equal to the volume of this depression, so the

query time is extremely fast. There is no strong correlation between the flood-volume

and query time, with the exception of a slight downward trend at the upper extreme

of the volume. This corresponds to a negative correlation between the flood volume

and number of tributaries, as query points corresponding to vertices higher in the

extended merge tree tend to have larger volumes and fewer tributaries.

4.5 Conclusion

In this chapter we presented efficient data structures for answering flooding queries

on a terrain Σ under the multiflow-direction (MFD) model in which water at a point

can flow along multiple downslope edges and which more accurately represent flood-

ing events. In particular, we presented three main results: First, we presented an

O(n log n)-time algorithm to answer a terrain-flood query: if it rains a volume ψ ac-

cording to a rain distribution R, determine what regions of Σ are flooded. Second,

we presented an O(n log n + nm)-time algorithm for preprocessing Σ containing m

sinks into a data structure of size O(nm) for answering point-flood queries: given

a rain distribution R, a volume of rain ψ falling according to R, and point q ∈ Σ,

one can determine in O(|R|k + k2) time whether q is flooded, where k is the number

of maximal depressions in Σ containing the query point q and |R| is the number of
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vertices in R with positive rain fall. Finally, we presented algorithms for answering

a flood-time query: given a rain distribution R and a point q ∈ Σ, determine the

volume of rain that must fall before q is flooded. Assuming that the product of two

k × k matrices can be computed in O(kω) time, we showed that a flood-time query

could be answered in O(nk + kω) time. We also presented an α-approximation algo-

rithm, for α > 1, that runs in O(n log n logα ρ)-time, where ρ is a variable on Σ that

depends on the ratio between depression volumes.

There are a few obvious open questions related to improving the performance of

our algorithms. We mention two of them here:

(i) Can the ideas from our results on flood-risk analysis under single-flow direction

(SFD) model be used to develop a data structure for point-flood query with

sublinear worst-case query time?

(ii) Can a flood-time query be answered in the same time (within a polylogarithmic

factor) as a point-flood query?
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(a) (b)

(c) (d)

Figure 4.8: 105 m3 (resp. 107 m3) of rain falls at p in the Indiana data set in b and
a (resp. in the Norway data set in d and c.) The flooded regions of Σ are marked
in blue, with regions that water flows over marked in red. Water flows according to
SFD in (a) and (c) , and MFD in (b) and (d) .
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(a) (b)

(c) (d)

Figure 4.9: 100 m of rain falls uniformly over the rectangle outlined in white in the
Norway data set. (a) water flows according to MFD, (b) water flows according to
SFD. (c) and (d) show a 3km× 3km area around the region it is raining on.
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(a) (b)

(c) (d)

Figure 4.10: 1 m of rain falls uniformly over the Norway dataset with 2.5 · 107

vertices in (a) and (b) (resp. over the Philadelphia dataset in (c) and (d).) The
flooded regions of Σ are marked in blue, with regions that water flows over marked
in red. Water flows according to SFD in (a) and (c) , and MFD in (b) and (d) .
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(a) (b)

(c) (d)

Figure 4.11: 1 m of rain falls uniformly over the Norway dataset with 2.5 · 107 in
(a) and (b) (resp. over the Philadelphia dataset in (c)-(b).) These figures show a
small region of the terrains enlarged. The flooded regions of Σ are marked in blue,
with regions that water flows over marked in red. Water flows according to SFD in
(a) and (c) , and MFD in (b) and (d) .
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Figure 4.12: Preprocessing time for the Philadelphia and Norway data sets as we
vary the input size of the terrain.
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Figure 4.13: On the Indiana Data set, (a) 500 terrain flood queries were performed
for each of nine varying volumes of rain, and (b) 500 terrain flood queries were per-
formed for each of five varying rain region sizes. The results are summerized as box
plots without outliers. Each box spans the first through third quartile of the query
times, with the median marked with a line. The average query time is marked with
a green triangle.
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Figure 4.14: 1000 point-flood queries were performed on the Philadelphia dataset.
(a) Each point-flood query time is plotted against the number of tributaries of the
query point up to the tributary containing the point on which rain is falling (b) Each
point-flood query time is plotted against the number of nodes of the extended merge
tree examined by the algorithm.
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Figure 4.15: 1000 approximate flood-time queries were performed on the Philadel-
phia dataset with 106 vertices, with approximation factor α = 2. The query time is
plotted against (a) the resulting approximate flood-time (given as volume) and (b)
the number of tributaries of the query point.
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Chapter 5

Point Flood Queries Under Uncertainty

Current geographic information systems (GIS) algorithms often assume that the

height of each vertex is specified precisely. In reality, however, terrain models ap-

proximate the ground truth and are subject to a degree of uncertainty. Large high-

resolution terrain datasets such as the ones acquired by LiDAR and other similar

technology contain measurement error; for the publicly available 1.6 m terrain model

of Denmark, the root mean square elevation error is 10 cm [Dan07]. Furthermore,

raw data is noisy as it includes heights of various natural and anthropological features

(e.g. bridges, trees, electric wires, cars, mailboxes, etc.), and one has to clean the data

to get the height of the ground. The data cleaning is performed manually, automat-

ically, or often using a hybrid approach. The output after data cleaning (whether

manual or automatic) is not perfect, and this causes uncertainty in the resulting ter-

rain model. By representing the uncertainty in terrain data explicitly we develop

methods for flood risk analysis that compute the probability of a point q on Σ being

flooded when a specified volume of rain falls on a given region R. See Figure 5.1.

We consider computing the probability of flooding a query point q given that it

has rained a volume of ψ on the rain region R on an uncertain terrain. Our model

of uncertainty is similar to the one of Agarwal et al. [AMZ15]. We assume that the

heights of terrain vertices are given by a probability distribution in which each vertex

can take at most k distinct height values; contrary to [AMZ15] we do not assume that

vertex heights are independent. The parameter k reflects how many different height

values could be obtained during raw data acquisition for a given terrain location, so

for terrain uncertainty arising from data cleaning, k is a small constant in practice.
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Flood risk 10.8%

Flood risk 28.1%

Flood risk 49.8%

(a) (b)

Figure 5.1: When rain falls on p, the existence of each underground pipe (white
segment) determines which areas are flooded. (a) Using the flooding query (without
terrain uncertainty), the flooded areas for a given rain amount ψ on p can quickly be
determined. (b) When each pipe exists with probability 0.5, our algorithm quickly
estimates the flooding probability of each point of the terrain for a given rain amount
ψ.

Our results. In Section 5.1 we show that computing the flooding probability

exactly is #P-hard using a reduction from #KNAPSACK. Our hardness result works

even in the more restricted model where vertex heights must be independent, as our

reduction from #KNAPSACK uses an uncertain terrain in which vertex heights are

independent. We extend our data structure (in Section 5.2) to estimate the flooding

probability by following a standard Monte-Carlo approach: fix a parameter s, choose

s random terrains from the uncertain terrain, and preprocess each of them using the

data structure in Section 3.1 to determine whether q is flooded. The main technical

challenge is to bound the value of s to ensure a desired level of accuracy. Since

the number of different terrains can be kn, a standard analysis based on Chernoff

bounds suggests that one has to set s = Ω(n log k) [AMZ15]. Using sophisticated

techniques from combinatorial geometry and probabilistic methods, we show that

only O( 1
ε2

log nk
δ

) samples are needed for all single-point queries under the SFD model,

and only O(k
3 logn
ε2

log nk
δ

) samples are needed for a general rain region under the SFD

and MFD models, to ensure that the answer is correct within error ε with probability

at least 1− δ.

We have conducted experiments with our algorithms on two realistic datasets,
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and in Section 6.5 we show that in practice the estimates converge to the true risk

after a small number of samples are examined, and that the resulting output imparts

interesting information about the flood risk over the terrains.

5.1 #P-hardness of computing flooding probabil-

ity

In this section we show that computing the exact flooding probability on uncertain

terrains is #P-hard, which motivates the use of an approximation algorithm in the

next section.

Let H be a distribution on height functions of description complexity k. Given a

rain region R, volume ψ ≥ 0, and point q ∈ M, the probability that q is flooded is

equal to the probability of sampling a height function h from the distribution H for

which σh(R, q) ≤ ψ. The only source of uncertainty is the terrain; the rain region R

and volume ψ are not random in our model. To be precise, we define the probability

of flooding as

π(R, q, ψ) = Pr
h∼H

[h ∈ HR,q,ψ],

where HR,q,ψ is the set {h ∈ H | σh(R, q) ≤ ψ}.

We show the hardness of computing π(R, q, ψ) by reduction from #KNAPSACK,

a well-known #P-hard problem. An instance of the #KNAPSACK problem consists

of a set of n items X = {x1, . . . , xn} with corresponding weights w1, . . . , wn and

capacity W . We say a subset S ⊂ X is feasible if

∑

xi∈S
wi ≤ W

and the solution to the #KNAPSACK instance is the number of feasible subsets.
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Given an instance of the #KNAPSACK problem, we construct a planar triangu-

lation M and distribution on height functions H as follows, referring to Figure 5.2.

The exact details of M do not matter, so we only focus on the depressions and the

heights of their saddle points. While in general some vertices in a terrain may be a

saddle point for one height function, but not for another, we assume that our terrain

is constructed such that the saddle points are saddle points over the distribution of

height functions, and the saddles are the only vertices that have uncertainty on their

height. Form one central depression β0 surrounded by n+ 1 depressions β1, . . . , βn+1.

Let vi denote the saddle point between β0 and βi, and pi denote the sink of the de-

pression βi. We set the height of vn+1 to 1 with probability 1. For every other saddle

point vi, its height is 1− ε with probability 1/2 for some sufficiently small ε > 0, and

height 2 with probability 1/2. For simplicity our construction uses a degenerate case

where the height of many vertices can be the same, but one can fix this by perturbing

the heights by some small amount. We assume that the height of each saddle point

is chosen independently, so each of the 2n possible assignments are equally likely in

our distribution H. Further we construct each depression βi so that it has volume wi

when the water is at height 1, with β0 having volume 1.

We prove the following lemma that relates the solution to the #KNAPSACK

problem with a flooding probability on the uncertain terrain.

Lemma 5.1. Given an instance of #KNAPSACK with k feasible subsets, for the

uncertain terrain (M,H) constructed as above, letting p be the sink of β0, and q be

the sink of βn+1 we have

π(p0, pn+1,W + 1) =
k

2n
.

Proof. Given a subset S ⊂ X, let hS be the height function that assigns a height of

1 − ε to each saddle point corresponding to an element x ∈ S, and assigns a height
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Figure 5.2: The construction of an uncertain terrain M to solve an instance of
#KNAPSACK.

of 2 to each saddle point corresponding to x ∈ S̄. We note that there is a bijection

between the possible height functions and subsets of S.

When rain falls on p, depression β0 begins filling until the water reaches a height

of 1− ε. At this point water begins spilling into the depressions whose saddle points

are lower, namely those corresponding to the set S. Once these all become filled, the

water level finally rises to height 1, spilling into depression βn+1 and q will be flooded.

The total volume of rain at this point will be the volume of each of the depressions

plus the volume of β0, which is 1, so we have that

σhS(p, q) = 1 +
∑

xi∈S
wi.

Thus a height function satisfies σhS(p, q) ≤ W + 1 if and only if S is a feasible

subset in the corresponding #KNAPSACK problem. Since each height function is

chosen with probability 1
2n

, the flooding probability is then k
2n

.

Theorem 5.1. Computing the flooding probability π(R, q, ψ) on an uncertain terrain

is #P-hard.
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As such, it is infeasible to compute the flooding probability exactly. However, in

many cases we may not have exact probabilities quantifying the uncertainty in the

first place. Instead we will be satisfied with an algorithm which approximates the

flooding probability.

5.2 Monte Carlo algorithm

In this section we present a data structure to estimate the probability of flooding on

an uncertain terrain. We will first describe how to compute it under the SFD model,

and then show how the analysis extends to the MFD model. Our data structure

to estimate π(R, q, ψ) works as follows. During preprocessing, we sample s height

functions H = {h1, . . . , hs} i.i.d. from H, with s to be specified later. For each i ≤ s,

for the SFD model we construct in O(n log n) time the data structure Di, of size

O(n), described in Section 3.4, on hi. The size of our data structure is O(sn), and

the preprocessing time is O(sn log n). In the case of the MFD model, we can use the

data structure described in Section 4.2 of size O(nms) and the preprocessing time is

O ((n log n+ nm)s)

Given a query (R, q, ψ), we query each Di to determine the number c of height

functions hi ∈ H for which σhi(R, q) ≤ ψ. We return c/s as the probability estimate

π̂(R, q, ψ). The query time is O(s|R| + M log2 n), where M =
∑
mi, and mi is the

number of sinks in R under hi.

Now we bound s, the number of samples in our Monte Carlo scheme, to ensure

that the approximation error does not exceed ε on any query with probability at least

1− δ for fixed parameters ε, δ ∈ (0, 1). First we analyze the rain-volume function σh

to show that it has a nice structure. Exploiting this structure, we apply ideas from

statistical learning to bound the value of s.
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Rain-volume function. Recall that the `-level set of h is the set h=` = {x ∈ R2 |

h(x) = `}. We define the height-level map of h, denoted by Mh, to be the planar

subdivision induced by h=h(v) for all v ∈ V. Note that Mh can have Θ(n2) vertices

in the worst case. We fix the distribution H on the height functions, as defined in

Section 2.1. MH is the distribution of height-level maps induced by H. Let Ξ denote

the triangulation of the overlay of M with all the height-level maps in MH. Agarwal

et al. [AMZ15] showed that Ξ has complexity O(n3k8) despite being the overlay of

kn different height-level maps in the worst case.

Lemma 5.2. The following properties hold for any h ∈ H and for any face φ (of any

dimension) of Ξ:

(i) A level-set through a vertex of Σ is either disjoint from φ or contains all of φ

(in which case φ is 0- or 1-dimensional).

(ii) For any two points x, x′ ∈ φ, the depression delimited by x contains the same

set of sinks as the depression delimited by x′.

(iii) For any fixed p ∈ V and for any x, x′ ∈ φ, A(p, x) = A(p, x′), where A(p, x) is

the set of tributaries between p and x.

Proof. ((i)) follows from the construction. ((ii)) follows from the fact that x and x′

belong to the same edge of Th. ((iii)) follows from the remark in Section 3.2 since x

and x′ belong to the same edge of Th.

Lemma 5.3. For any height function h ∈ H and any face φ (of any dimension) of Ξ,

the depression volume function is a bivariate cubic function denoted by µφh, that is,

for all x ∈ φ,

µh(x) = µφh(x).
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Figure 5.3: Example triangulation with triangle φ ∈ Ξ, triangles δ1-δ3 ∈ ∆, and the
lowest point x1 and highest point x3 in φ. δ1 is contained in βx1 , δ3 is disjoint from
βx3 , and δ2 intersects the boundary of βx for all x ∈ φ.
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Figure 5.4: Measuring depression volume above a triangle ABC of Σ. (a) The
triangle is completely contained in the depression. (b) The triangle with upper flat
edge is intersected by the contour DE. (c) The triangle with lower flat edge is
intersected by the contour DE.
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Proof. We first split each triangle of M into two triangles as follows. For each triangle

of M with vertices A,B,C ∈ V such that h(A) < h(B) < h(C), let D be the point

on AC such that h(D) = h(B). We split the face by the line BD into a bottom half

ABD and a top half BCD. The `-level set, for h(A) ≤ ` ≤ h(C), intersects the face

ABC in a line segment parallel to BD, which implies that no level set intersects both

the bottom half and the top half of a face ABC.

Let ∆ denote this resulting set of triangles in M.

µh(x) =
∑

δ∈∆

∫

δ∩βx
(h(x)− h(y))dy. (5.1)

Fix φ ∈ Ξ. By Lemma 5.2((i)), there are two cases. If φ is contained in a level-set

through a vertex of Σ, then h is constant on φ and every point x ∈ φ delimits the

same depression. This implies that µh(x) is a constant function on φ.

Otherwise, φ is disjoint from all level-sets through vertices of Σ. For now we

assume that φ is 2-dimensional, that is, a triangle; our proof can easily be simplified

to handle the case when φ is 0- or 1-dimensional. Let x1, x2 and x3 be the vertices

of φ such that h(x1) ≤ h(x2) ≤ h(x3) (Figure 5.3). For all x ∈ φ, βx1 ⊆ βx ⊆ βx3 ,

where βx1 , βx, βx3 are the depressions delimited by respectively x1, x, and x3. By

construction, the boundary of βx crosses the same set of edges of M as βx1 . Using

this property, we argue that each term in the sum (5.1) is a cubic function of x ∈ φ,

from which the claim follows.

Fix a triangle δ ∈ ∆. Since no level-set through a vertex of δ intersects φ, δ is

either contained in βx1 , disjoint from βx3 , or δ intersects the boundary of βx for all

x ∈ φ. Thus, the term of µφh corresponding to the half-face δ falls into one of three

cases.

Case (i). If δ is disjoint from βx3 , then the term is an empty integral which is zero.
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Case (ii). If δ ⊆ βx1 (refer to Figure 5.4a), then δ ∩ βx = δ for all x ∈ φ. The portion

of βx over δ is a triangular prism whose top face is a copy of δ at height h(x) and the

bottom face is the triangle of Σ corresponding to δ. Let hδ be the height of the highest

vertex of δ. Then the volume of this prism is a constant plus Area(δ) · (h(x) − hδ),

and thus a linear function.

Case (iii). If for all x ∈ φ, δ∩βx ⊂ δ, meaning the contour through x intersects δ, then

we argue that the integral is a cubic function. Let A,B,C be the vertices of δ such

that either h(A) < h(B) = h(C) (Figure 5.4b) or h(A) = h(B) < h(C) (Figure 5.4c).

The integral over δ ∩ βx equals the volume of the frustum Ω that lies between the

plane z = h(A) and the plane z = h(x). Each vertex of Ω can be written as a linear

function of h(x) with coefficients depending on A, B, and C. By tetrahedralizing Ω

we can write its volume as the sum of volumes of tetrahedra. Since the volume of

each tetrahedron is a cubic function of h(x), it follows that the integral over δ ∩ βx is

a cubic function of h(x).

Finally, h(x) is a linear function of x for x ∈ φ. Hence µh(x) is a bivariate cubic

function of x.

Lemma 5.4. Let h be a height function and p a vertex of M. Restricting the query

point q to a face φ of Ξ, the rain-volume function is a univariate cubic function of

height, denoted by sh,p,φ, that is, for all q ∈ φ,

σh(p, q) = sh,p,φ(h(q)).

Proof. Fix h, p, φ, and consider points in φ. By Lemma 5.3, for all points x ∈ φ,

µh(x) = vφh(h(x)), where vφh is a univariate cubic function. By Lemma 5.2((iii)),

A(p, x) is the same for all x ∈ φ, and furthermore the volume of each tributary in

A(p, x) is independent of x. Therefore, the restriction of σh(p, x) over φ is the cubic
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function

σh,p,φ(x) = vφh(h(x)) + α

where α is a constant that depends on h, p, and φ.

Since h(x) is a linear function of x for x ∈ φ, we immediately obtain the following

corollary.

Corollary 5.2. Let h be a height function and p a vertex of M. Restricting the query

point q to a face φ of Ξ, the rain-volume function is a bivariate cubic function of q

denoted by σh,p,φ, that is, for all q ∈ φ,

σh(p, q) = σh,p,φ(q).

Corollary 5.3. For a fixed rain region R, for any height function h ∈ H, and for any

face φ ∈ Ξ, the rain-volume function is a piecewise cubic function of height denoted

by σh,R,φ with number of pieces being bounded by |R|.

Proof. By Lemma 5.2((ii)), βx has the same set of sinks for all x ∈ φ. As long as

the water from the same set of vertices of R is reaching these sinks, by Lemma 5.4,

the rain-volume function is a cubic function of height. As more rain falls, water from

more source points will reach these sinks, so the rain-volume function is piecewise

cubic with number of pieces being bounded by |R|.

Point-source query. We now bound the number of samples needed in the case

when the source is a single vertex p ∈ V. For a point q ∈ R2 and for a volume ψ ≥ 0,

we use π(p, q, ψ) to denote the flooding probability of q if ψ units of rain falls at p,

and π̂(p, q, ψ) to denote the estimate of π(p, q, ψ) returned by our data structure. Let

err(p, q, ψ) = |π(p, q, ψ)− π̂(p, q, ψ)|.
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For a face φ ∈ Ξ and a vertex p ∈ V, we define

err(p, φ) = sup
q∈φ
ψ≥0

err(p, q, ψ).

Finally, let err be the maximum value of err(p, φ) over all vertices p ∈ V and φ ∈ Ξ.

First we bound the probability of the event that err(p, φ) > ε. We use the so-

called Veronese map [Har92] to map a bivariate cubic function to a linear function

with 9 variables. In particular, each monomial xiyj is mapped to a new variable zij

for 1 ≤ i+ j ≤ 3, i, j ≥ 0. That is, we define the map ν : R2 → R9 as

ν(x, y) = 〈zij | i, j ≥ 0, 1 ≤ i+ j ≤ 3〉.

Now a cubic function

f(x, y) =
3∑

i=0

3−i∑

j=0

aijx
iyj

is mapped to the linear function

f̃(z10, . . . , z03) = a00 +
∑

1≤i+j≤3
aijzij.

Lemma 5.5. For any given p ∈ V and face φ of Ξ,

Pr[err(p, φ) > ε] = exp(O(−sε2)). (5.2)

Proof. Fix a vertex p ∈ V and a face φ of Ξ. We consider the set system (H, Ωp,φ),

where

Ωp,φ = {Hp,q,ψ | q ∈ φ, ψ ≥ 0},

and Hp,q,ψ is the set {h ∈ H | σh(p, q) ≤ ψ}. By Corollary 5.2, for any bivariate
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height function h ∈ H and for a fixed source p ∈ V, σh(p, q) restricted to φ is a

bivariate cubic function σφh(q). Let σ̃φh(ν(q)) denote the linearization of σφh(q) as

defined above. We now define a new set system (S,R) where S = {σ̃φh | h ∈ H} and

R = {{σ̃φh | σ̃φh(ν(q))≤ ψ} | q ∈ φ, ψ ≥ 0}. Note that S is a set of linear functions, so

a classical result in random sampling by Vapnik and Chervonenkis [VC71] (see also

[HP11]) implies for a random sample of size O( 1
ε2

log 1
δ
), err(p, φ) ≤ ε with probability

at least 1− δ. This immediately implies the lemma.

Since |Ξ| = (nk)O(1), using a union bound we obtain the following:

Theorem 5.4. Let (M,H) be an uncertain terrain with n vertices and description

complexity k, and let ε, δ ∈ (0, 1). If the number of samples is s = Ω( 1
ε2

lg nk
δ

),

then the greatest approximation error of our data structure over all queries where R

consists of a single vertex is at most ε with probability at least 1− δ.

Fixed region query. We now extend the above analysis to the case when the

source is a fixed region R. For a point q ∈ R2 and for a volume ψ ≥ 0, we use

π(R, q, ψ) to denote the flooding probability of q if ψ units of rain falls at R, and

π̂(R, q, ψ) to denote the estimate of π(R, q, ψ) returned by our data structure. Let

err(R, q, ψ) = |π(R, q, ψ)− π̂(R, q, ψ)|.

For a face φ ∈ Ξ, we define

err(R, φ) = sup
q∈φ
ψ≥0

err(R, q, ψ).

Finally, let err(R) be the maximum value of err(R, φ) over all φ ∈ Ξ.

Let H∗φ denote the set of all possible height functions for φ. Since φ is contained
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(a) Denmark. (b) Indiana, ∆ = 40 cm, k = 8.
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Figure 5.5: (a-b) Error when 40 cm rain falls on the rain region. (c) Max error when
varying the size of the Indiana region. (d) 95-th percentile error on the Denmark
medium-sized region when the amount of rain varies.

inside a triangle of M, H∗φ is a set of k3 height functions {h∗1, . . . , h∗k3}. For each i ≤ k3

we let Hi be the set of height functions equal to h∗i on φ.

Lemma 5.6. For any fixed rain region R and any face φ of Ξ,

Pr[err(R, φ) > ε] = exp(O(−sε2k3 log n)). (5.3)

Proof. Fix a face φ of Ξ. We consider the set system (H, Ωφ), where

Ωφ = {HR,q,ψ | q ∈ φ, ψ ≥ 0}.

By Corollary 5.3, for any bivariate height function h ∈ H, σh(R, q) restricted to φ is
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a piecewise cubic function σφh(q) = sφh(h∗i (q)) with at most n pieces, where h∗i ∈ Hφ

is the restriction of h to φ. For each i ≤ k3 we define a set system (Si, Ri) where

Si = {sφh | h ∈ Hi} and Ri = {{sφh ∈ Si | sφh(h∗i (q)) ≤ ψ} | q ∈ φ, ψ ≥ 0}. We now

define a new set system (S,R) where S =
⋃k3

i=1 Si and R =
⋃k3

i=1Ri. Note that each

Si is a set of functions that intersect pair-wise at most 6n times, so the analysis

by Grünbaum [Grü75] and Har-Peled [HP11] implies for a random sample of size

O(k
3 logn
ε2

log 1
δ
), err(R, φ) ≤ ε with probability at least 1− δ.

Since |Ξ| = (nk)O(1), using a union bound we obtain the following:

Theorem 5.5. Let (M,H) be an uncertain terrain with n vertices and description

complexity k, let R be a rain region, and let ε, δ ∈ (0, 1). If the number of samples

is s = Ω
(
k3 logn
ε2

lg
(
nk
δ

))
, then the greatest approximation error of our data structure

over all queries with fixed rain region R is at most ε with probability at least 1− δ.

Multi-Flow Direction Model We will now show how the same analysis can be

extended to the MFD model as well. The key property which allowed for a smaller

number of samples in the SFD model relied on the fact that the overlay Ξ = (nk)O(1).

This is a property of the terrain, independent of the flooding model, so we will see

many of the arguments from the SFD model still hold. The key difference is that even

when rain falls at a single point, the fill-rate function of a depression will piecewise

linear with as potentially as many pieces as there are tributaries. However there are

still at most O(n) pieces, so a similar statement in the case when it is raining over a

region can be shown.

First note that properties (i) and (ii) of Lemma 5.2 only rely on the terrain and

are independent of the flooding model. We also have the following similar statement

of property (iii) for the MFD model. For any h ∈ H and any face φ of Ξ, for any

x, x′ ∈ φ, x and x′ and x lie on the same edge of Th. This implies that βx and βx′
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contain the same set of sinks, and therefore for any rain distribution R we will have

Fβx = Fβx′ .

The fill-rate function Fβx will only change when a tributary of βx fills and begins

spilling. There are at most χh tributaries, where χh is the height of the merge tree of

the terrain with height function h. By Lemma 5.3, the depression volume function of

any face φ of Ξ is a function is a bivariate cubic function. Combining this with the

above observation gives the following analogous to Corollary 5.3.

Corollary 5.6. For a fixed rain region R, for any height function h ∈ H, and for any

face φ ∈ Ξ, the rain-volume function is a piecewise cubic function of height denoted

by σh,R,φ with number of pieces being bounded by χh, being the height of Th.

Finally, similar to our argument proving Lemma 5.6, we have that by Corollary 5.6,

for any bivariate height function h ∈ H, σh(R, q) restricted to φ is a piecewise cubic

function σφh(q) = sφh(h∗i (q)) with at most n pieces, where h∗i ∈ Hφ is the restriction of

h to φ.

So Lemma 5.6 holds under the MFD model as well. This implies that Theorem

5.5 also holds under the MFD model.

5.3 Experiments

In this section we present the experiments we have conducted with two real datasets

to demonstrate the efficiency and usefulness of our method. Our experiments show

that only a few samples are needed in practice, and by inspecting the output we learn

something interesting about the flood risk in an uncertain terrain.

We have implemented the simple data structure in Section 3.3 in C++, and we

use a computer with a 3.5 GHz Intel Xeon E5-1650 CPU, 128 GB RAM, running

Linux 4.4, for the experiments.
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Figure 5.6: Varying k on Indiana with ∆ = 40 cm, 40 cm rain.
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Figure 5.7: Varying ∆ on Indiana with k = 8, 40 cm rain.

We did not conduct experiments with the fast data structure, as our experiments

are about uncertainty, not speed.

Terrains. We study the performance of our algorithms on two terrain datasets. The

Indiana dataset is a 0.4 km2 model of an area 1 km northeast of Holland, Indiana,

USA, extracted from the publicly available 5 ft resolution DEM of Indiana [Ind13].

The Denmark dataset is a 33 km2 model of the city of Vejle, Denmark, extracted

from the publicly available 1.6 m resolution DEM of Denmark [Dan07]. Both are

high-resolution grid datasets containing respectively 190 000 and 13 000 000 vertices,

and for efficiency we use an implementation of our algorithm tuned to grid datasets

rather than general TINs. The datasets do not have uncertainty on the vertex heights,

and we introduce uncertainty below.
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Uncertainty. For the Indiana dataset we introduce uncertainty on the vertex

heights by choosing parameters k and ∆ and generating data as follows. For each

vertex v we draw k numbers Hk
v from the uniform distribution U(h(v)−∆/2, h(v) +

∆/2). To instantiate a random terrain we pick the height of a vertex v uniformly

at random from Hk
v . In this uncertain terrain, vertex heights are independent. The

vertex heights on the base dataset are between 150 m and 170 m above sea-level,

and the median height distance between a vertex and its lowest neighbor is 12 cm.

Accordingly we used values of ∆ between 2 cm and 80 cm in our experiments. As for

the parameter k, we chose values from 2 up to 64; as discussed in the introduction,

when terrain data uncertainty stems from multiple height values measured during

raw data acquisition, we expect that the value of k is a small constant, smaller than

64 in practice.

The source of uncertainty in the Denmark dataset is the set of publicly available

so-called hydrological corrections for the terrain model [Dan07]. Each hydrological

correction is a polygon with an associated height function and represents an under-

ground pipe, a waterway under a bridge, or a similar terrain feature that permits

water flow under the surface represented by the terrain model. Of the 114 000 correc-

tions in the dataset for all of Denmark, 220 corrections are inside the Vejle region we

use in our experiments. We assign existential probabilities to each of the 220 correc-

tions by taking independent samples from a normal distribution with mean µ = 0.5

and standard deviation σ = 0.05. To instantiate a random terrain, we update the

base terrain model with the height functions of a random subset of the corrections,

where each correction is included independently according to its probability. The

vertex heights in this uncertain terrain are not independent, since the vertices con-

tained in the same hydrological correction are all updated to the height function of

the correction if the correction is included in the instantiated terrain.
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Figure 5.8: Errors vs. exact values.

Queries. We considered the following queries (R, q, ψ) to our data structure. For

the rain region R we considered convex regions with different sizes from the smallest

region consisting of a single vertex, to the largest region consisting of all terrain

vertices, and we set the same rain rate on all vertices on which rain is falling. For

each dataset we selected regions with large downstreams in the terrain to ensure

that flooding queries would exercise flooding of areas far away from the rain region.

Except where noted, our experiments use a specific small rain region of 4000 m2 for

the Indiana model and 0.24 km2 for the Denmark model. For the point q we query

all vertices of the terrain. We selected rain volumes ψ corresponding to between 1

cm and 80 cm rain on the rain region. As an example of the output of our algorithm,

Figure 5.1b shows a 1.7 km × 0.7 km portion of the output when 800 m3 rain falls on

the marked point p of the Denmark dataset, and Figure 5.9 shows a 3.1 km × 1.2 km

portion of the output when 40 cm rain falls on the region R of the Denmark dataset.

Measuring the convergence. For each query (R, q, ψ) and round j we compute

|π̂j(R, q, ψ) − π(R, q, ψ)|, where π̂j(R, q, ψ) denotes the estimate of π(R, q, ψ) com-

puted on the first j instances of the uncertain terrain. Over all query points q ∈ V

we report the 50-th, 80-th, 95-th, or 100-th percentile of these probability differences.

Note that if π(R, q, ψ) = 0, then π̂(R, q, ψ) = 0 and the error is 0; the error is also 0
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when π(R, q, ψ) = 1. We discard such queries when we measure the errors; including

them would only reduce the error. Figures 5.5a-b illustrate that the error decreases

quickly, with 50 samples yielding a reasonably small error.

Since computing π(R, q, ψ) is hard, we instead apply our Monte Carlo method

with 3000 samples and use the resulting estimates as the exact value of π(R, q, ψ).

Size of region. First we measured the convergence as we vary the size of the rain

region. Figure 5.5c illustrates that the error decreases quickly for both the single-point

case, the small region case, and the case when rain is falling on the entire Indiana

terrain. The error is greatest when rain is falling on the entire terrain which agrees

with our theoretical analysis.

Amount of rain. We measured the convergence as we vary ψ, the amount of rain.

Figure 5.5d illustrates that the error increases as the amount of rain increases. This

is to be expected since the number of vertices with a non-zero flood risk increases as

one increases the amount of rain.

Description complexity k. We considered varying the description complexity k,

that is, the number of possible heights in each vertex on the Indiana model. We fix

∆ = 40 cm and choose k from {2, 8, 32, 64}. For each vertex v we draw random sets

H2
v ⊂ H8

v ⊂ H32
v ⊂ H64

v from the uniform distribution Uv = U(h(v)−∆/2, h(v)+∆/2),

and we compare the probability estimates for k = 2, 8, 32 with the error probability

π(R, q, ψ) computed on 3000 samples of the uncertain terrain with k = 64. We expect

that smaller values of k will converge faster, but will converge at a higher error level.

Figure 5.6 illustrates that the error does decrease as k increases, however, the effect

of k on the rate of convergence is not as clear.

Height variation ∆. We measured the convergence as the height variation ∆ varies

on the Indiana dataset. Figure 5.7 shows that the error increases as ∆ increases from
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Figure 5.9: Example output with 40 cm rain on region R.

10 cm to 80 cm, which is expected.

Distribution of errors vs. exact values. We examined the distribution of

errors as a function of the exact probability. Figures 5.8a and 5.8b illustrate that the

estimation errors of probabilities are independent of the underlying exact probability.

For the simulation in Figure 5.8a we used the Indiana dataset with ∆ = 40 cm,

k = 8, 40 cm rain. For the simulation in Figure 5.8b we used the Denmark dataset

with 40 cm rain.

5.4 Conclusion

For uncertain terrains, where a probability distribution on terrain data is given, we

have proposed a data structure based on a Monte Carlo scheme to estimate the

probability of a query point being flooded if a specified amount of rain falls on a query

region. Our Monte Carlo scheme is efficient, that is, to obtain an ε-approximation

with probability 1−δ, the required number of samples from the distribution on terrains

is a polynomial in 1/ε, log 1/δ, log n, and k, where k is the number of different height

values possible for each vertex. In future work, we would like to extend the analysis

to handle continuous distributions, that is, we would like to remove the dependence
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on the parameter k.

The analysis of our Monte Carlo scheme exploits the fact that the rain volume

function behaves nicely inside each region of the overlay Ξ of height-level maps MH.

This points to several directions for future research into other functions that similarly

behave nicely; we conjecture that a similar approach can be used to design an efficient

Monte Carlo algorithm for estimating the geometric visibility probability, that is,

the probability that the line segment between two query points x, y ∈ Σh does not

intersect Σh.
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Chapter 6

Flow Routing

Besides determining which areas of a terrain become flooded and when they become

flooded, determining the 2D channels (rivers) along which water flows across the

terrain is also important. The flow queries we study can also be used to answer related

flood-risk queries. We assume we are given a terrain Σ, represented as a triangulated

xy-monotone surface with n vertices. As in earlier chapters, we assume that water

flows along the edges of Σ. We consider both the single flow-direction (SFD) and

multiflow-direction (MFD) models and study the following three problems in this

chapter:

• Terrain-flow query: given a rain distribution (possibly varying with time),

compute as a function of time the flow rate (of water) for all vertices and edges

of Σ.

• Vertex-flow query: given a rain distribution and a query vertex q of Σ,

compute the flow rate of q under the single flow-direction (SFD) model.

• 2D flow network: Given a 1D flow network, represented as a set of edges

along with their flow values, compute 2D channels along which water flows.

Finally, as high-resolution terrain data sets are becoming easily available, their

size easily exceeds the size of main memory of a standard computer, so movement

of data between main memory and external memory (such as disk) becomes the

bottleneck in computations. We use the I/O-model with one disk by Aggarwal and

Vitter [AV88]: the computer is equipped with a two-level memory hierarchy consisting
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of an internal memory, which is capable of holding m data items, and an external

memory of unlimited size. All computation happens on data in internal memory.

Data is transferred between internal and external memory in blocks of b consecutive

data items. Such a transfer is referred to as an I/O-operation or an I/O. The cost

of an algorithm is the number of I/Os it performs. The number of I/Os required to

read n items from disk is Scan(n) = O(n/b). The number of I/Os required to sort n

items is Sort(n) = Θ
(
(n/b) logm/b(n/b)

)
[AV88]. For all realistic values of n, m, and

b we have Scan(n) < Sort(n)� n.

Our results. Unlike the previous chapters, which focused on water accumulation

or flooding, this chapter focuses on computing how water flows along each edge of a

terrain as a function of time. It contains four main algorithmic results.

(i) We present (in Section 6.1) an O(n log n)-time algorithm for preprocessing Σ

into a linear-size data structure for answering terrain-flow queries: for a rain distribu-

tionR, it can compute the flow rate of all vertices inO(|φ| log |φ|) time, where |φ| is the

total complexity of nonzero flow-rate functions. In the worst case |φ| = Θ(n(χ+ k)),

where χ, as above, is the height of the merge tree of Σ, and k is the number of times

the rain distribution changes. However |φ| is much smaller in practice. An immediate

corollary of our result is that a flood-time query (i.e. given R and a point q ∈ Σ, when

does q become flooded) can be answered in the same time, which is an improvement

over the result in Chapter 4 in many cases.

(ii) We present (in Section 6.2) two I/O-efficient algorithms for terrain-flow queries.

We first preprocess Σ using O(Sort(n)) I/Os and O(n log n) internal computation

time. The first algorithm assumes m(χ + k) = O(m), where χ, k and m are as

above, and answers a terrain-flow query in O(Scan(n) + Sort(|φ|)) I/Os and O((χ +

k)(n + m logm) + |φ| log |φ|) internal computation time. The second algorithm as-

sumes m = O(m) and answers a terrain-flow query in O(Sort((χ + k)n log n)) I/Os
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and O((χ + k)n log n log(kn)) internal computation time. We additionally note that

since the terrain-flow query is more general than the terrain-flood query, these algo-

rithms also yield I/O-efficient algorithms for the terrain-flood and flood-time queries

under the MFD model studied in [LA19].

(iii) Under the SFD model, we can build, in O(n log n) time, a linear-size data

structure that given a vertex q and rain distribution R computes φq in O(|R| +

|B|k log n) time, where |R| is the complexity of the rain distribution, |B| is the

number of tributaries of q in which rain is falling, and k is the number of times the

rain distribution changes. (See Section 6.3.)

(iv) We present an algorithm that given a 1D flow, represented as a path along

the edges of Σ and the flow values on these edges, computes, in O(|C | log |C |) time,

a 2D channel C along which water flows, where |C | is the number of “wetted” faces

at least partially covered by the water in the channel (Section 6.4.) We do so using

Manning’s equation [Man91], a widely used empirical formula relating flow-rate of

water in an open channel to the geometry of the channel. When computing the 2D

flow network we assume a real RAM model of computation in which the zeros of a

polynomial can be computed in O(1) time; see [AMS13]. We note that previous work

computing the 2D channel assumes the cross section of each channel to have a simple

geometry (e.g. rectangular or trapezoidal) [BDR00]. In contrast, we do not make any

such assumption.

Finally, we have implemented our terrain-flow-query and 2D channel algorithms,

and we report a number of empirical results on real terrains in Section 6.5 to demon-

strate the efficacy and efficiency of our algorithms.
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6.1 Terrain-flow Query

In this section, we describe an output-sensitive internal-memory algorithm that, given

a terrain Σ and rain distribution R = (M, h), computes the flow-rate functions φv(t)

and φe(t) for all vertices and edges v, e ∈M. Note that φ(u,v) for an edge is completely

determined by φu using (2.2), so we focus on computing the flow-rate functions of

vertices. The flow rates of edges can be computed at the end using (2.2).

The overall algorithm is a sweep-line algorithm, each of whose step performs

another sweep. At the top level, it sweeps along the time axis. At time t, it has

computed the flow rates of all vertices and edges for the time interval [0, t]. The

flow rates change at discrete time instances, which we refer to as events. (There will

be additional events, see below.) The algorithm stops at each event and sweeps the

terrain Σ in the (−z)-direction to update the flow rates of relevant vertices and edges.

We first describe the top-level sweep, then describe how each event is processed, and

finally analyze the running time of the algorithm.

The top-level sweep We call a vertex v dry if its flow rate is 0 for all t, and

wet otherwise. We call v flooded if the depression delimited by v is under water.

Initially no vertex is flooded, but as rain water accumulates, some vertices start

getting flooded. Both dry and wet vertices may get flooded. The algorithm maintains

the set W of wet vertices and their flow rates. Recall that once a vertex is flooded,

its flow rate is undefined.

We call a maximal depression β active if its fill rate is positive, all of its children

depressions are flooded, and either β or one of its sibling depressions is not flooded.

The algorithm maintains the set D of active depressions. Recall each maximal de-

pression is associated with an edge e of T. We store a bit be with each edge e of T

and set it to 1 if the corresponding depression βe is active and 0 otherwise. We also
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store a bit bv with each node v of T, which is set to 1 if v is flooded. For each β ∈ D ,

it maintains:

1. the current fill and spill rates of β, denoted by Fβ and Sβ, respectively,

2. the set Wβ of wet vertices in β,

3. the water level in β; this information is maintained in a lazy manner as described

below.

The flow rates of vertices and the set of active depressions change when the rain

distribution changes or a depression becomes full. We refer to the former as a rain

event and the latter as a depression event. More precisely,

• Rain event. A rain event at time tξ is defined by a triple (tξ, X, δ), where

X ⊂ V is the set of vertices at which rain fall changes at time tξ, and δ : X → R

describes the change in the rain at the vertex x ∈ X.

• Depression event. A depression event at time tξ is specified by a pair (tξ, β)

where β is a maximal depression that gets filled at time tξ.

The algorithm processes these events in order, updates the flow rates, the set of

active depressions, and the set of wet vertices at each event; and detects and updates

future events. The algorithm maintains the following two data structures to perform

the sweep efficiently:

• Time-event priority queue QT : It stores the events detected so far. The time

of an event is used as its key. The data structure supports the following four

operations:

– DeleteMin(): Delete and return the event with the smallest key.
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– Insert(ξ)/Delete(ξ): insert or delete an event ξ.

– Decrease key(ξ, t): Decrease the event time of an event ξ from its cur-

rent value tξ to t; it assumes that tξ ≥ t.

• Union-find data structure K : It maintains the set of wet vertices in each active

depression and supports the following three operations:

– Create(x, β): add a new vertex x to an active depression β.

– Union(βx, βy, βz): merge two active depressions βx and βy and refer to the

new depression as βz (which may be the same as βx or βy.)

– Find(x): return the active depression that contains the wet vertex x; if x

does not lie in any active depression then return the maximal depression

that contains x.

The algorithm maintains the invariant that each event ξ with event-time tξ is

stored in the priority queue QT immediately before tξ with the correct key tξ. That

is, if a depression β becomes full at time tβ, we will have the event (tβ, β) in the event

queue by the time we have processed the last event with time before tβ

Initially, φv(0) = 0 for all v ∈ V, D = ∅, and W = ∅. We initialize QT with all

rain events, which are given as part of the input. At each step, the algorithm extracts

the next event from QT using the DeleteMin procedure. It processes each event as

described below:

Handling a depression event. Suppose an active depression β has become full at

time tβ.

Let u be the saddle delimiting β. If all of the sibling depressions of β are full, β

and all of its sibling depressions become inactive and the parent depression β′ of β

becomes active. We reset the bits of β and its sibling bits to 0, and the bit of β′ to
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Figure 6.1: The two types of depression events when a depression β, delimited by u,
becomes full at time tβ, with α (resp. β′) being the sibling (resp. parent) depression
of β. Shown immediately before and after processing; edges corresponding to active
depressions are marked bold in red and the water level in active depressions shaded
blue. (a) If α is already full, α and β become inactive and β′ becomes active, with
Fβ′ = Fβ at tβ. (b) If α is not yet full, we increase the flow rate at the saddle
u accordingly; β remains active. Flow-rates of some downstream vertices of u also
increase and at time tβ, and some empty depressions may receive water, becoming
active at tβ (e.g. α).

1. We set the bit of u to 1 to indicate u is now flooded. Next, we merge the sets

Wξ where ξ is β or its sibling depression into a single set and name it Wβ′ (using

the union-find data structure K .) We also add the wet vertices that lie in β′ but

not in any of its children depressions (i.e. the vertices that map to the edge of T

corresponding to β′) to Wβ′ . We set Fβ′ = Fβ and Sβ′ = 0. Based on the current

fill rate Fβ′ we estimate the time t̂β′ when β′ will become full and add the depression

event (t̂β′ , β
′) to QT .

Next, consider the case when one of the sibling depressions of β is not full. In this

case the water from β spills to its sibling depressions through the saddle u. We set

Sβ = Fβ. We increase the flow rate φu at time te as described in Eq. (2.4) and update

the local-flow rate of downslope neighbors of u. Let δu be the increase in the flow rate
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at u. Since this affects the flow rate at vertices reachable from u in the flow graph, we

update their flow rates by calling the second-level sweep algorithm described below,

which sweeps Σ downward starting from u.

Handling a rain event. Let X be the set of vertices where rainfall has changed at

time t0, and let δ : X → R be the change in the rate. We use the second-level sweep

algorithm to update the flow functions and the set of active depressions.

Second-level sweep We are given a set X ⊂ V of vertices and the change in rain on

X by δ : X → R at time tcurr. The goal is to update the flow rate at all the affected

vertices. The algorithm sweeps in the (−z)-direction and while at z = z0 maintains

a set of pairs (x, δx), where x ∈ V and δx ∈ R, such that x is not flooded, h(x) < z0,

and the change in flow rate at x through direct rainfall or through the incoming edges

whose upslope neighbors have height at least z0 is δx. These pairs are stored in a

vertex-event priority queue QV , with heights of the vertices as the key. It supports

the following operations:

• DeleteMax(): Delete and return the pair with the maximum key value.

• Insert(x)/Delete(x): Insert or delete a pair (x, δx).

• UpdateFlow(x, γ): If (x, δx) is already stored in QV , update it to (x, δx + γ).

If x is not in QV then insert (x, γ) into QV .

This algorithm relies on the following two procedures:

• IsFlooded(x): Given a vertex x, determine whether x is flooded: using the

extended merge tree T, we retrieve the edge e = (u, v) ∈ T, with h(u) > h(v),

that contains x. if bu = 1 then x is flooded, and if bv = 0 then x is not flooded,

so assume that bu = 0 and bv = 1, in which case the depression βe is active.

Let (he, τe) be the previous recording of water level at e. Using the current fill
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rate Fβe and scanning the vertices of βe starting from height he, we compute

the new water level he at time te and update the recording of water level at e.

If he ≥ h(x), then x is flooded otherwise it is not flooded.

• FloodedVertex(x, δ): Given a vertex x ∈M that is already flooded, process

the δ change in water reaching x as follows. using Find(x), it computes the

active depression β that contains x. It sets the fill rate Fβ = Fβ + δ. If β is

not flooded (i.e. bβ = 0) then we recompute the time tβ when β will become

full, based on the new fill rate— this requires computing the current water level

in β (as in the above procedure) and computing the volume of β that is not

full (using the information stored in extended merge tree). If δ > 0, then the

value of the fill time of β has decreased and we use the DecreaseKey(β, tβ)

to update the estimated time of the depression event for β in the priority queue

QT . If δ < 0, we delete β from QT and insert it with the new key tβ. In this

case, the procedure does not return any vertex.

If β is already flooded then we update its spill rate Sβ = Sβ + δ. Let u be the

saddle delimiting β. We call the procedure UpdateFlow(u, δ) and add δ to

the flow rate of u.

With these two procedures at hand, we are now ready to describe the second-level

sweep. We initialize QV as follows. Given X, δ → R, for each x ∈ X, we first call

IsFlooded(x) to determine whether x is flooded. If the answer is no, we insert

(x, δ(x)) into QV . Otherwise we call FloodedVertex(x, δ(x)).

We repeat the following steps until QV is empty (see Fig. 6.2):

1. Retrieve the highest vertex from QV using DeleteMax. Let (v, δv) be the

pair.

2. We add the pair (tcurr, δv) to φv.
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3. For each downslope neighbor u of v with λ(u, v, tcurr) > 0, we do the following:

(a) We call the procedure IsFlooded(v).

(b) If v is not flooded, we call UpdateFlow(v, λ(u, v, tcurr), δv) and add the

pair to QV (e.g. Fig. 6.2(b) and (c).)

i. If v is a minimum, we label v flooded by setting bv = 1 in T and add

the depression containing v to D (e.g. vertex y in Fig. 6.2(d).)

(c) If u is flooded, we call the procedure FloodedVertex(v, λ(u, v, tcurr), δv)

(e.g. vertices v and x in Fig. 6.2(c) and (d).)

This completes the description of the second-level sweep. We make a few remarks:

Remarks. (i) During a single run of the second-level sweep, the fill time of a depres-

sion may be updated multiple times because of different flooded vertices. Instead of

updating QT each time, we can maintain a buffer that stores all active depressions

whose spill times are being updated. Every time FloodedVertex procedure up-

dates the fill time of a depression β, we update it in the buffer. When the second-level

sweep terminates for the current event, we scan the buffer and update QT . Although

this modification does not improve the worst-case running time of the algorithm, it

improves the running time in practice when QT is large.

(ii) We have assumed that no two vertices have the same height but this assump-

tion does not hold for many real data sets, especially for urban areas. If the input

has a flat region we handle it as follows: we treat the plateau as a single node in the

merge tree. Water which reaches the plateau will flow to all downslope neighbors of

any vertex in the plateau.

(iii) We assume that each maximal depression is delimited by a unique saddle,

but some data sets have degeneracies and a maximal depression may be determined
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Figure 6.2: Several steps of a second-level sweep. T is shown with the water level
of each depression at tβ marked in blue. To the left we show Fα immediately before
and after the second level sweep is performed. As we proceed, the vertices in QV at
each step are marked in red. (a) First, β becomes full and spills from the saddle u;
the downslope neighbor z is not flooded, its flow is updated and is added it to the
priority queue. (b) Updating downslope neighbor of z: a downslope neighbor, v, is
flooded. so Fγ (the fill rate of γ) is updated accordingly, and saddle w is added to
QV ; downslopoe neighbor v′ is updated and added to QV . (c) As we continue the
sweep, we find x′ is flooded and contained in the active depression α. As α is not
yet full, when we update the fill rate Fα, we also compute the new estimated time
t̂α when α becomes full, and update the corresponding depression event in QT . (d)
When we look at the downslope neighbor of x, we find y is a minimum and not yet
flooded. We label y as flooded, the depression θ containing it becomes active, and we
add a corresponding event to QT .

by multiple saddles. In this case, the water spills through all these saddles if the

neighboring depressions are not full. A user can specify weight to each such saddle

to describe what proportion of water spills through each of them. For simplicity, we

set the weight of all such saddles to be the same.

(iv) The real data sets contain many tiny depressions, which lead to flow rates

being “noisy”— the flow rate has many breakpoints with very small increase in the

flow rate. We can reduce the noise by hydrologically conditioning the terrain in the
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preprocessing step, e.g. pre-flooding tiny depressions; see Section 6.5 for a discussion

of hydrologically conditioning methods.

Implementation of data structures Priority queues. The time-event priority

queue is implemented as a Fibonacci heap [FT87]. It performs DecreaseKey and

Insert operations in constant time, and DeleteMin operations in O(log n) time

where n is the number of elements in the heap.

There are two possible implementations for the vertex-event priority queue QV .

The first is a Fibonacci heap. The second implementation uses the fact that the

heights of the vertices are known ahead of time. We can associate each vertex with

an integer value in the range [1, n] corresponding to its position in the sorted list of

all vertices. Thorup [Tho04] proposed a priority queue to store a set of integers in the

range [1, n], which requires O(log log n) time for each DeleteMin operation, along

with constant time Insert and DecreaseKey operations. If there are |Vτ | vertices

with non-zero change in flow-rate at time τ , each DeleteMin operation while using

the Fibonacci heap takes O(log |Vτ |) time. While |Vτ | is not known a priori, we can

use the Fibonacci heap until |Vτ | = log log n, and at that point build the integer

priority queue and use it for the rest of the sweep.

Union-find data structure. We now describe how to build and maintain the data

structure K , so that if a vertex is flooded, we can determine the largest maximal

depression which is flooded and contains it (i.e. the active depression.) Each maximal

depression will store an associated set of wet vertices Wβ. When we call Create(x, β),

we add x to the set Wβ.

To support Union and Find, we use a union-find data structure on the maximal

depressions. Each maximal depression starts as its own set. When a depression β

becomes active, we take the union of the set corresponding to β and the sets of its

children. Finally update the representative of this union to the saddle delimiting
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β. To find the maximal flooded depression containing a flooded query vertex v, we

first find the maximal depression β corresponding to the edge of T that contains v.

Then Find(β) returns the desired depression. While the general case of union-find

takes super-linear time, Gabow and Tarjan [GT85] show that if the sets correspond

to nodes in a tree and we restrict the operations to unions of nodes with their parents

in the tree, union find operations can be performed in amortized constant time. We

can see that the operations we perform fall under this restriction by associating each

maximal depression β with the highest vertex in the merge tree contained in β (i.e.

if β is delimited by a saddle v, it is represented by the child of of v in the merge tree

which is contained in β.) We only take the union of β with the sets corresponding to

its children, so it satisfies the restriction.

Analysis of the algorithm The correctness of the algorithm is straightforward. It

is easy to verify that the initial estimate of an event time in QT is correct after the

predecessor event of the event in question has been processed. Similarly we can show

that when a pair (v, δv) is removed from the priority queue QV , δv is the correct value

of the change in φv at that time.

Next, we analyze the running time of the algorithm. First, we examine the time

spent performing operations operations on QT and handling time-events outside of

the second-level sweep. If |ξ| time-events are processed, we spend O(|ξ| log |ξ|) total

time performing DeleteMin operations to remove the time-events as we process

them. We must update an event’s time whenever the fill-rate of an active depression

changes. There are two possible cases where this will occur.

The first case is when we are processing a depression event. The fill-rates of

depressions must be increasing in this case, so each update can be performed with a

DecreaseKey operation, which takes constant time. We update the fill-time of a

depression whenever the flow rate of an edge (u, v) changes where v is flooded (i.e.
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water is flowing into a partially flooded active depression), and the new fill-time can

be computed in constant time. All together, the total time spent updating QT when

handling depression events is O(|φ|).

The second case is when we are processing rain events, where the fill-time of

depressions may increase. If so, we need to first delete the event and then reinsert it

with the new time, which takes O(log |ξ|)-time. In the worse case, we may need to

update O(|ξ|) events at each of the k rain events, so the total time spent processing

them will be O(k|ξ| log |ξ|).

In either case, when processing a time event, we must also update the set of active

depressions. If all sibling depressions are already flooded, we also merge the sets Wξ

of wet vertices and update the fill-time of the newly active parent depression. The

bit representing if a depression is active will only change twice, when it first becomes

active and when it becomes inactive as its parent becomes the active depression.

Therefore updating the active status of each depression can be done in amortized

constant time. As described, merging the sets using the data structure K is also

amortized constant.

Now we will examine the time spent performing the second-level sweeps. For each

change in a vertex flow-rate function, we call DeleteMax and UpdateFlow once.

Letting |Vmax| = maxτ Vτ , these operations will take a total ofO(|φ| log min (log n, |Vmax|))

time. We can perform each IsFlooded operation in constant time, and it will be

called once for each corresponding change in edge flow-rate functions. Therefore the

total time spent performing IsFlooded operations will be O(|φ|). Finally, each

FloodedVertex operation, with the exception of the time spent updating QT

which we accounted for above, can performed in constant time, utilizing the constant

time Find operation on the data structure K .

Therefore the total time spent performing the second-level sweeps, not including
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the time spent updating QT , is O(|φ| log min (log n, |Vmax|). As argued above the time

spent in updating QT is O(|φ| + k|ξ| log |ξ|). Putting this all together, we have the

following:

Theorem 6.1. Given a triangulation M of R2 with n vertices and a height function

h : M → R that is linear on each face of M, a data structure of size O(n) can

be constructed in O(n log n) time so that for a (time varying) rain distribution R,

a terrain-flow query can be answered in O(|φ|(log(min(log n, |Vmax|)) + k|ξ| log |ξ|)

time, where |φ| is the total complexity of all non-zero flow-rate functions, |Vmax| is

the maximum number of flow-rate functions changing at any given time, |ξ| is the

number of events, and k is the number of times the rain distribution changes.

Remark. We note that whenever the fill time of a depression increases, it also

corresponds to a change in flow-rate of an edge. Therefore we can also say the

total time spent processing updates to QT of this type is O(|φ| log |ξ|). Noting that

|ξ| = O(|φ|) and |Vmax| = O(|φ|), we have the simpler, if less precise bound on

running-time of O(|φ| log |φ|).

6.2 I/O-Efficient Algorithms

In this section, we describe two I/O-efficient algorithms that given a terrain Σ =

(M, h) and a rain distribution R determine the flow-rate φ(u,v)(t) for all edges (u, v) ∈

M.

In the preprocessing step of both algorithms, we compute the merge tree T of Σ

and label each node in T according to its in-order traversal as described in [LA19].

Furthermore, we compute Vol(βv) for each vertex v ∈ Σ and augment each edge

(u, v) ∈M with the index of the smallest maximal depression containing v. This can

be computed in O(Sort(n)) I/Os using the algorithm described by Arge et al. [AR09].
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The internal memory terrain-flow algorithm described in the previous section does

not trivially extend to the I/O-model since each time event is handled by sweeping

only the relevant vertices of M. It is difficult to implement this sweep I/O-efficiently

because we do not have random access to disk in the I/O-model. Instead of extending

the previously described algorithm, the algorithms perform a single upward sweep of

the merge tree T followed by a downward sweep of M. By sorting the vertices of

M in an I/O-efficient priority queue, we can trivially sweep the terrain by scanning

through the list of vertices in their descending height order. We use the I/O-efficient

priority queue by Sanders [San01] which performs n insertations and deletions using

O(Sort(n)) I/Os and O(n log n) internal memory computation time.

In the first algorithm, we assume that (χ+ k)m = O(m), where χ is the height of

the merge tree T, k is the number of times at which the rain distribution changes, and

m is the number of sinks in M. Under this assumption, we can explicitly store the

fill-rates of all maximal depressions in internal memory. For the second algorithm,

we relax the assumption to m = O(m) at the cost of a greater number of I/Os. For

both algorithms, we store the merge tree T in internal memory.

Computing flow-rates I/O-efficiently We now describe our first I/O-efficient al-

gorithm. Given a rain distribution R, the algorithm begins by performing an upward

sweep of the merge tree T. During the sweep it computes R(α, ·) for each depression

α delimited by a vertex of T as follows: First assign R(v, ·) for each vertex with

nonzero rainfall to the smallest maximal depression containing v and then perform

an upward sweep on T, maintaining the sum of rainfall functions at each vertex of T.

This upward sweep can be trivially implemented in O(Scan(n) + Sort(|R|)) I/Os and

O(n + |R| log |R|) internal computation time by storing T and the sums of rainfall

functions in memory.

Next, we perform a downward sweep. To describe the sweep, we introduce the
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following notation: For a height ` and a maximal depression α, let E`(α) denote the

set of edges (u, v) ∈ M where h(v) < ` ≤ h(u) and v ∈ α. Let Vα be the subset of

vertices for which α is the smallest maximal depression containing them. We define

the subset Ê`(α) = {(u, v) ∈ E`(α) | v ∈ Vα}.

We process vertices of M in descending height order. When the sweep plane is at

height `, we maintain the following information:

1. for each depression α in the sublevel set h<`, maintain the fill-rate Fα,

2. for each maximal depression β lying below the sweep plane (i.e. the height of

the saddle delimiting β is at most `), maintain Φ̂β =
∑

(u,v)∈Ê`(β)
φ(u,v), and

3. for each edge (u, v) crossing the sweep plane, we maintain the flow-rate φ(u,v)

in an I/O-efficient priority queue Q keyed on the height of vertex v.

Note that Fα depends only on the sinks contained in α, so it changes only at negative

saddles. Furthermore, we initialize Q by inserting the functions R(v, ·) for each vertex

v with R(v, ·) > 0. Whenever we process a vertex v, we remove functions φ(u,v) from

Q, compute φv, and for all outgoing edges (v, w) ∈ M we propagate the flow-rate

φ(v,w) along the edge (v, w) and insert φ(v,w) into Q. The fill-rates Fα, which are

maintained for each depression α in the sublevel set h`, and the functions Φ̂β, which

are maintained for each depression β lying below the sweep plane, can be stored in

memory since we assume m(χ+k) = O(m). We now describe in detail how to process

each vertex v as we encounter it in our sweep.

Non-negative-saddle vertex. If v is a non-negative-saddle vertex lying in a de-

pression αi, we first compute φv using (2.3); note that φ(u,v) for all incoming edges to

v has been computed and can be removed from the front of the priority queue Q. Ad-

ditionally, using Fαi
(t) along with Vol(βv), we determine if or when v becomes flooded
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and update φv accordingly. Let α be the smallest maximal depression containing v,

i.e., v ⊂ Vα. We set Φ̂α = Φ̂α −
∑

(u,v) φ(u,v). Next, for each edge (v, w) ∈ M where

λ(v, w, t) > 0 we compute the flow-rate φ(v,w) using (2.2) and push the result onto

the priority queue Q. Let β be the smallest maximal depression containing w, i.e.,

w ∈ Vβ. We set Φ̂β = Φ̂β +φ(v,w). Note, that each edge flow-rate is added to only one

function and the complexity of each function is O(k + χ), where k is the number of

times the rain distribution changes and χ is the height of the merge tree of the terrain.

Furthermore, for each incoming edge to v with non-zero flow, we perform one deletion

from the priority queue Q. Correspondingly, for each outgoing edge with non-zero

flow, we perform one insertion into Q. Thus, letting |φ| be the total complexity of

the flow-rate functions, we spend O(n(χ+ k) + |φ| log |φ|) internal computation time

and O(Scan(n) + Sort(|φ|)) I/Os processing the non-negative-saddle vertices.

Negative-saddle vertex. Let v be a negative saddle delimiting two depressions α

and β. As discussed in Section 2.2, computing φv is more involved— it depends on

which of α or β fills first and when. We first compute the pseudo-flow-rate function,

φ′v, using (2.3) and note that φ′v(t) = φv(t) for t ≤ min(τα, τβ), i.e., until one of α or

β becomes full. We also compute φ′(v,w) for all edges (v, w) ∈M using (2.2). Let ξ be

the maximal depression such that w ∈ Vξ. Then we update Φ̂ξ as above. Next, we

compute the pseudo-fill-rates F ′α(t) and F ′β(t) as follows: F ′α = R(α, ·) +
∑

αi⊆α Φ̂αi

and F ′β = R(β, ·) +
∑

βi⊆β Φ̂βi , where the sum is taken over all maximal depressions

αi (resp. βi) that lie in α (resp. β), i.e., the edge corresponding to αi (resp. βi) lie

in the subtree below the edge corresponding to α (resp. β). See Figure 6.3 for an

example. Note that F ′α(t) = Fα(t) and F ′β(t) = Fβ(t) for t ≤ min {τa, τb}. Next,

using F ′α, F ′β and Vol(α),Vol(β), we compute which of α and β fills first. If neither of

them becomes full, φ′v, φ
′
(v,w), F

′
α and F ′β are correct flow and fill-rate functions for all

values of t and we are done. So assume that one of them, say, α, becomes full first.
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Figure 6.3: An example terrain where the sweep plane is at negative-saddle vertex v
delimiting depressions α and β. (a) Merge tree with red and blue edges crossing the
sweep line into α and β respectively. (b) Contour of the terrain with the corresponding
edges drawn.

We truncate these functions at τα. Sα(t) = F ′α(t) for t > τα. We now compute φv(t)

for t > τα, using (2.4), and φ(v,w)(t), for t > τα, using (2.2), (2.4) and (2.5). Note

that φ(v,w), for w ∈ α, is not defined for t > tα.

Finally, we propagate the flow-rates on the outgoing edges by pushing φ(v,w) =

λ(v, w, ·) · φv to Q for all vertices w, where λ(v, w, ·) > 0. Furthermore, for each

outgoing edge (v, w) we update Φ̂ξ for the maximal depression ξ with w ∈ Vξ.

Again, each non-zero edge flow-rate is forwarded only once using Q. Thus, we

spend O(|φ| log |φ|) internal memory computation time and O(Sort(|φ|)) I/Os up-

dating flow-rates in Q. Computing the fill-rates at saddle vertices does not require

any additional I/Os, since we maintain R(β, ·) and Φ̂β in internal memory for each

maximal depression β lying below the sweep plane. However, in order to reduce the

total internal memory computation time used, we speed up the computation of the

fill-rates F ′α and F ′β in internal memory; recall that when computing the fill-rate F ′α

(resp. F ′α) we sum over Φ̂αi
(resp. Φ̂βi) for each maximal depression αi (resp. βi) con-
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tained in α (resp. β). Thus, explicitly computing F ′α (resp. F ′β) requires O(|α|(χ+k))

(resp. O(|β|(χ+ k))) internal computation time, where |α| (resp. |β|) is the number

of maximal depressions contained in α (resp. β). Recall that βv is the depression

delimited by v. Since Fβv = F ′α + F ′β, it suffices to compute only one of the fill-rates

F ′α and F ′β. We compute the fill-rate for the depression which contains the fewest

number of maximal depressions. This can trivially be implemented by storing the

sizes of each subtree in the merge tree T. Letting T (βv) be the total internal memory

computation time used to compute fill-rates for all saddles contained in βv, we can

bound T (βv) using the following recursion:

T (βv) = O ((χ+ k) min(|α|, |β|)) + T (α) + T (β) . (6.1)

Noting that α and β are disjoint, it follows that |α| + |β| ≤ |βv|. Using this, the

recurrence solves to T (βv) = O((χ + k)|βv| log |βv|). Thus, we can compute all fill-

rates in time O((χ+ k)m logm). The total internal computation time used at saddle

vertices is thus O((χ+ k)m logm+ |φ| log |φ|) and the total number of I/Os used at

saddle vertices is O(Scan(ρ) + Sort(|φ|)).

Theorem 6.2. Given a triangulation of M with n vertices, a height function h :

M → R which is linear on each face of M and a rain distribution R, a terrain-flow

query can be answered in O(Scan(n) + Sort(|φ|)) I/Os and O((χ+ k)(n+m logm) +

|φ| log |φ|) internal computation time O(Sort(n)) using preprocessing assuming m(χ+

k) = O(m), where |φ| is the total complexity of all flow-rate functions which we return,

χ is the height of the merge tree, k is the number of times at which the rain distribution

changes, m is the number of sinks in M, and m is the size of internal memory.

Assuming smaller internal memory We now extend the algorithm to relax the

assumption on the size of the internal memory from m(χ+ k) = O(m) to m = O(m),
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at the cost of a log factor in the number of I/Os. We use the same framework as

described previously. However, we do not store fill-rates Fα in memory for each

depression α in the sublevel set h`. Furthermore, we do not maintain the functions

Φ̂β for each maximal depression β lying below the sweep plane. Instead, we use the

priority queue Q to forward fill-rates as well as the edge flow-rates used to compute

fill-rates at negative saddle vertices.

Forwarding fill-rates. Let v be a non-negative-saddle vertex, and let α be the

maximal depression such that v ∈ Vα. Let u be the vertex visited after v in the

downward sweep, such that u ∈ Vα. When performing the sweep, we forward Fα

from v to u using Q. We note that we can augment v with the height of u using

Sort(n) I/Os in preprocessing, and thus we can forward Fα to u during the sweep.

Furthermore, for each negative saddle vertex v delimiting depressions α and β, we

forward Fα and Fβ to the first vertices visited in α and β, respectively.

Computing fill-rates at negative saddles. Let v be a negative saddle vertex with

height ` that delimits two depressions α and β. During the execution of the sweep,

we compute the fill-rates of depressions α and β. We recall that the pseudo-fill-rate

of α can be computed as follows:

F ′α = R(v, ·) +
∑

(u,v)∈E`(α)

φ(u,v) . (6.2)

We note that R(v, ·) and the flow-rates used to compute this sum could be forwarded

using Q. However, that would lead to forwarding Θ(nχ) functions in the worst-case.

Recall that Fβv is forwarded to v using Q. Furthermore, since Fβv = F ′α+F ′β, it suffices

to compute either F ′α or F ′β, whichever requires the fewest flow-rates to be forwarded.

The number of flow-rates that need to be forwarded to compute F ′α (resp. F ′β), can

be precomputed by counting the number of edges crossing the boundaries of α (resp.
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β). This precomputation step can trivially be implemented by performing a scan of

the vertices using O(Scan(n)) I/Os and O(m) memory. We, therefore, preprocess for

which depressions we compute fill-rates and forward only the flow-rates required for

computing those.

We now bound the number of edges forwarded using a similar recurrence as pre-

viously; let |α| denote the total number of edges with at least one vertex contained

in the depression α and note that |α| ≥ |E`(α)|. Letting T (βv) be the total number

of flow-rates summed to compute the fill-rates for all saddles contained in βv,

T (βv) = O
(

min(|α|, |β|)
)

+ T (α) + T (β) . (6.3)

Noting that the set of edges with vertices in the two maximal depressions α and

β are disjoint, it follows that |a| + |β| ≤ |βv|. Using this, the recurrence solves

to T (βv) = O(|βv| log |βv|), and we thus need to forward only a total of O(n log n)

flow-rate functions using the priority queue. Since the complexity of each flow-rate

function is bounded by O(χ + k), we spend a total of O(Sort((χ + k)n log n)) I/Os

and O((χ+ k)n log n log(kn)) internal computation forwarding edges and computing

fill-rates.

Theorem 6.3. Given a triangulation of M with n vertices, a height function h :

M → R which is linear on each face of M and a rain distribution R, a terrain-flow

query can be answered in O(Sort((χ+ k)n log n)) I/Os and O((χ+ k)n log n log(kn))

internal computation time assuming m = O(m), where χ is the height of the merge

tree, k is the number of times at which the rain distribution changes, m is the number

of sinks in M, and m is the size of internal memory.
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6.3 Vertex-Flow Query

The terrain-flow query computes the flow-rate for every vertex and edge, so one could

answer vertex-flow queries by computing the terrain-flow query and then returning

φq(t) for the query vertex q ∈ M. While in practice the query time can be im-

proved, the worst-case running time under the MFD model remains the same as for

the terrain-flow query. Under the SFD model, we can improve the running time

significantly, building on the fast algorithm for the flood-time query under SFD by

Rav et al. [RLA19], along with a linear-size data structure supporting constant-time

reachability queries in planar directed graphs given by Holm et al. [HRT15].

The key idea of the algorithm is that under the SFD model, when water falls on

a vertex or spills from a negative saddle, the water flows along a single path to some

sink in the terrain. Thus, if we can find vertices and negative saddles from which

water follows a path containing q in the flow graph, i.e., upstream vertices of q, then

φq will be the sum of water falling directly on or spilling from these sources. Before

describing the algorithm, we introduce a few definitions.

Any given point q ∈ M is contained in a sequence of maximal depressions α1 ⊃

· · · ⊃ αk 3 q. Each αi is delimited by a saddle vi and has a corresponding sibling

depression βi. These saddles form a path in T from q to the root. We refer to the

maximal depressions β1, . . . , βk−1 as the tributaries of q and denote them by Bq. See

Fig. 6.4(b). In the SFD model, all upstream vertices of q must be ancestors in the

merge tree. Therefore the only depressions that can spill and have water reach q

are the tributaries. Further, for the purposes of computing the flow rate at q, the

behavior inside each tributary is irrelevant. The relevant information is when the

tributaries become full, and where the water spills to when they do.

For any point q ∈ M, we define the tributary tree Gq as follows. Gq is a directed
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Figure 6.4: (a) An example terrain, with sinks marked as boxes, and saddles de-
limiting tributaries of q with open circles. The path in the flow graph from labeled
vertices marked blue, and vertices upstream of q marked red. (b) The merge tree with
q-tributaries β1, · · · , β5 and arrows pointing from each saddle to the sink they flow
to when βi is full. (c) The tributary tree Gq rooted at βq with each vertex denoting
a tributary of q

graph with nodes corresponding to the tributaries of q plus βq, the smallest maximal

depression containing q. There is an edge (βi, βj) in Gq if water spills from the saddle

vi to a sink in βj when βi becomes full. Water spills to exactly one sink under the

SFD model, so Gq is a tree rooted at βq. See Fig. 6.4(c).

The set of q-tributaries and Gq are independent of the rain distribution. Given

the set of tributaries the rain distribution initially falls in B, to efficiently compute

the vertex-flow query we also make use of the following. Given a tributary tree Gq

and a set B of tributaries, we say the compressed tributary tree Ĝq(B) is the subtree

of Gq formed by the paths in Gq from each βi ∈ B to the root in Gq, with degree

2 nodes that are not in B removed. Each node Π in Ĝq(B) corresponds to a path

in Gq starting at a node with degree greater than 2 or in B, and all other nodes in

the path consist of degree-2 nodes that are not in B. We define the volume Πi to

be the sum of volumes of the tributaries in the path of Gq corresponding to Πi. See

Figure 6.5.
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Figure 6.5: (a) the tributary tree Gq rooted at βq with each vertex denoting a tribu-
tary of q, rain initially falls in the tributaries marked as squares. (b) the compressed
tributary tree for the given rain distribution. Each node Πi stores the volume of all
tributaries in the compressed path.

We present an O(n log n)-time algorithm for preprocessing Σ into a linear-size

data structure that can answer an vertex-flow query for a given rain distribution R

and query vertex q. The query takes O(|R| + |B|k log n) time, where |B| is the

number of q-tributaries with non-zero initial rainfall.

We note, that one could use the vertex query to compute the flow rate of an

edge as well. Given a query edge (q, r) ∈ M and a rain distribution R, we begin by

assuming that water flows from q to r. Since water only flows from each vertex to one

neighbor in the SFD model, if this were not the case then we would immediately have

that φ(q,r) = 0. Hence, φ(q,r) = φq, so the edge-flow query is equal to the vertex-flow

query.

Vertex-flow query algorithm. With these definitions in hand, we are ready to

describe the algorithm. It begins by building Gq. Refer to Fig. 6.5 for an example.

As we have noted, water will reach q in one of two cases: rain falls on a vertex v and

follows a path that reaches q, or water spills from a tributary of q and reaches q.

Consider first the case when rain falls only on a single point p contained in some

tributary βi1 . Take the path in Gq from βi1 to the root βq, (βi1 , βi2 , · · · , βik , βq). For

each depression βij , let Volj denote the depression volume of βij and let tj be the

fill-time of βij . The fill-time tk, when βik begins spilling into βq, will be when the
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volume of rain falling on p equals
∑k

j=1 Volj. Moreover, we have

Fβq(t) = Sβik (t) =





0 t < tk,

Fβi1 (t) t ≥ tk.

Therefore, instead of computing the fill and spill rates for each tributary along the

path, we can compress all the tributaries in this path and treat it as if it were a single

depression. Then to answer the query, check whether there is a path in the flow graph

from the saddle delimiting βik to the query vertex q. If yes, then φq(t) = Sβik (t). If

no, then water reaches q only when it gets flooded, so while it is defined φq(t) = 0.

In either case, we have that Fβq(t) = Sβik (t), so we can also determine the time

tβq at which q becomes flooded, after which φq is undefined. For simplicity, in the

general case, we assume we first compute the flood-time of q using the algorithm in

Rav et al. [RLA19]. While that algorithm only considers fixed rain distributions, a

straightforward generalization leads to a version that computes the flood-time for a

rain distribution that changes at k times in O(|R|+ |B|k log n) time where |R| is the

complexity of the rain distribution and |B| is the number of tributaries that rain falls

directly in.

Now consider the general case where rain falls on many vertices. There are two

types of upstream vertices of q that can contribute to φq: upstream vertices on which

rain directly falls, and upstream vertices that are saddles delimiting a tributary βi

into βq. In the latter case we will say the tributary βi is upstream of q, as when it

becomes full the water spilling from it follows a path in the flow graph to q. Note

that only children of βq in Gq can possibly be upstream tributaries of q. We then

compute φq as a sum of flow-rate functions on these upstream vertices: namely the

rainfall functions on vertices that are upstream of q, and the spill-rates of upstream
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tributaries of q (e.g. the red vertices in Fig. 6.4).

We begin by computing the initial fill-rate of each tributary in which rain falls

directly. For each vertex v from which rain flows to a sink contained in βq, check

whether v is upstream of q. If so, add the rainfall on v to the sum. In either case, add

the rainfall on v to the fill-rate of βq. If rain falls in multiple tributaries that have

disjoint paths in Gq to βq (excluding the root βq), we can simply perform the single-

point rain algorithm multiple times for each path and add to the sum each spill-rate

of depressions that reach q . However two paths may merge at a tributary γ before

reaching βu. (e.g. Π3 and Π4 in Figure 6.5.) Here, we can compute Fγ as the sum

of spill-rates of its children tributaries, and recurse, treating γ as a new single-point

source. Cases where more than two paths merge at a single vertex can be handled in

a similar manner. Letting B be the set of tributaries with non-zero fill-rate at t = 0,

the tributaries where paths merge will be non-leaf nodes in the compressed tributary

tree Ĝq(B).

Now it remains to show how we can implement this algorithm efficiently. There

are two main operations needed. First, we must compute the fill and spill-rates of

the q-tributaries. Then we must determine which saddles and vertices are upstream

of q. To facilitate the former, we build the data structure in [RLA19], which given a

set of m vertices on which it is raining, letting B be the set of tributaries that rain

initially flows to, it can return, in O(m + |B| log n)-time, the compressed tributary

tree Ĝq(B)1. We omit the details here, but note the key idea that allows these queries

to be performed efficiently. Two tributary trees Gq and Gp will differ if p and q lie

on different edges of T. However the set of tributary trees for all vertices have a

high degree of overlap— for two vertices p and q, all tributaries delimited by saddles

above lca(p, q) in T will be the same. This overlap allows us to preprocess T so

1In [RLA19] this process is referred to as the (B, z)-subtree operation.
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that compressed tributary trees can be queried efficiently. Then with the compressed

tributary tree, rooted at βq, with each node being a path of tributaries, we process

the nodes from the leaves towards the root, computing the fill and spill-rates of each

compressed set of tributaries.

Computing the initial fill-rates takes O(|R|) time. As in [RLA19] we represent

each fill-rate as a sequence of pairs, (t, δ), of times t at which the fill-rate changes

by δ. By storing these fill-rate functions as a Fibonacci heap, keyed on time, we

can compute the sum of two spill-rate functions in constant time by simply merging

the two heaps. Computing a spill-rate function consists of removing a prefix of the

spill-rate functions. Each removal corresponds to a delete-min operation which takes

O(log n)-time, and we begin with |B| fill-rate functions each with complexity k. Since

we only perform removals, the complexity of the spill-rate function of a depression can

never increase compared to the complexity of the fill-rate function. Therefore we can

compute the spill-rate functions of all compressed paths in O(|B|k log |B|k)-time.

To compute which saddles and vertices water are upstream of q, we build the

data structure for planar reachability queries as part of the preprocessing step, as

described in [HRT15], on the flow graph. This data structure is linear in size and

given a pair of vertices p and q returns in constant time if q is reachable in a graph

from p. Water will reach q from a vertex p (i.e. q is downstream of p) if and only if

there is a path from p to q in the flow graph. Thus for each of the O(|R|) vertices on

which it is raining we can simply perform a constant time query of the data structure

to see if the rain at these vertices flows directly over q. Similarly, when we compute

the spill-rate function of each tributary, we can also query the data structure to see

if the water spills over q. Performing these queries will take a total of O(|R| + |B|)

time.

Theorem 6.4. Given a triangulation M with n vertices and a height function h :

124



Figure 6.6: A 2D channel from a 1D netowrk using Manning’s equation. The 1D
network is given in dark blue and cross sections in purple. The figure is generated
using SCALGO softwware [SCA19].

M → R which is linear on each face of M, a data structure of size O(n) can be

constructed in O(n log n) time so that for a (time varying) rain distribution R and a

vertex q a vertex-flow query can be answered in O(|R|+ |B|k log n), where |R| is the

complexity of the rain distribution, |B| is the number of tributaries in which rain is

falling directly, and k is the number of times at which the rain distribution changes.

6.4 Extracting 2D Flow Networks

So far we have assumed that water flows along the edges of Σ and computed the flow

rate of water along these edges. But in reality, the water flows along 2D channels

forming a 2D network of rivers. We first describe a model for determining the 2D

channels given a flow along a path of M, and then present an efficient algorithm for

computing these channels.

Model for 2D channels We assume that we are given a path P along the edges of

M. For each edge e of P, let φe ∈ R≥0 be the flow value along e. Unlike previous
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Figure 6.7: (a) Σ with sweep line `x. (b) Σx with water at height z. The wetted
perimeter is marked in red.

sections, we assume that φe does not vary with time, but it may vary with the edges

of P. The goal is to compute a 2D channel C := C (P, φ) along which water flows.2

See Fig. 6.6. The channel C is defined by its left and right banks. More precisely,

P is parameterized as P : I → R2 where I = [x0, x1] is an interval. For every x ∈ I,

we define Lb(x),Rb(x) ∈ R2 as the left and right bank, respectively, of C at x, and

∆(x) = h(Lb(x)) = h(Rb(x)). The locus of points Lb(x) (resp. Rb(x)), for x ∈ I,

traces a curve Lb (resp. Rb), which is the left (resp. right) bank of C . Here we

assume that each of Lb and Rb is a non-intersecting curve; if either of them is self-

intersecting, then C has to be defined more carefully. We overlay M with Lb and Rb.

C is the portion of this overlay between Lb and Rb. The complexity of C , denoted

by |C |, is the number of vertices in C .

To estimate Lb(x) and Rb(x), we use Manning’s equation [Man91], a widely used

empirical formula relating the channel geometry and flow rate, as follows. Let x be a

point on an edge e ∈M with flow value φe. Let `x be the line in the xy-plane passing

through x and normal to e, and let Πx = `x × R be the vertical plane containing `x.

Let Σx = Σ ∩ Πx be the cross-section of Σ in Πx, which we refer to as the profile

of Σ at x. Σx is a polygonal chain whose vertices (resp. edges) are the intersection

2Intuitively, P and flow values can be constructed from the edge flow-rate computed by the algo-
rithms described in Sections 3 and 4, by fixing a time and thresholding the flow rates.
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points of edges (resp. faces) of Σ with Π. See Fig. 6.7. Let x̂ = (x, h(x)) be the

vertex on Σx corresponding to the point x ∈ e, i.e. x̂ is vertically above x.

We divide Σx into two polygonal rays Lx, Rx at the vertex x̂, with Lx (resp. Rx)

lying to the left (resp. right) of P. For a height z ≥ h(x), let λ(z) (resp. ρ(z)) be the

first point on Lx (resp. Rx) at height z as we walk along Lx (resp. Rx) starting from

x̂. Let Ax(z) denote the area of the polygon formed by the segment λx(z)ρx(z) and

the portion of Σx between λx(z) and ρx(z), and let Px(z), called the wetted perimeter,

denote the arc length of Σx between λx(z) and ρx(z). If the water has height z at x,

then Manning’s equation [Man91] states that the flow rate at x is

φx(z) =
Ax(z)5/3σ

1/2
e

µePx(z)2/3
, (6.4)

where σe is the slope in the z-direction of the edge of Σ corresponding to e, and

µe is Manning’s roughness coefficient. We assume that we are given the value of µe,

which depends on the material of the terrain at e (e.g. concrete, dirt, light brush,

etc.). Manning’s equation is typically used to compute the flow rate φx(z) of rivers

given a measurement of the river depth and approximate channel geometry. Here

instead we solve an inverse problem: given the flow rate φx at x, determine the depth

and width of the river at x. Let ∆(x) be the value of z for which φx(z) = φe. We set

Lb(x) = λ(∆(x)) and Rb(x) = ρ(∆(x)), i.e., the river bank points on Σ corresponding

to x; Let Cx = Σx[Lb(x),Rb(x)] be the profile of the channel at x. See Fig. 6.7.

We first describe how we compute ∆(x) for a fixed x and then describe how to

track Lb and Rb as we vary x. For simplicity, we make the following two assumptions:

(A1) Cx is unimodal for all x ∈ I;

(A2) the point x̂ is the unique minimum of Cx;
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(A3) Lb and Rb are simple curves.

In Section 6.4, we discuss how to relax these assumptions.

Computing ∆(x) Recall that we assume Cx to be unimodal with x̂ as its unique

minimum. Without loss of generality, assume that the edge e containing x is parallel

to the x-axis, so Πx is parallel to the yz-plane. We raise the value of z starting from

h(x) and stopping at the height of vertices of Σx until we find a vertex v̂ = (v, h(v))

such that φx(h(v)) ≥ φe. We now know the edges of Lx and Rx that contain Lb(x)

and Rb(x), so we can then compute the points themselves on those edges.

Next, we describe the procedure in more detail. Let f1,x, f2,x, · · · be the sequence

of edges of Rx, ordered from left to right, and let ei−1,x, ei,x be the endpoints of fi,x;

e0,x = x. Recall that each edge fi,x is the intersection of a face fi of Σ with the

vertical plane Πx, and each endpoint ej,x is ej ∩Πx for some edge ej of Σ. For each

edge fi,x, let f ↑i,x be the semi-infinite trapezoid formed by the edge fi,x and the vertical

rays in the (+z)-direction from the endpoints ei−1,x, ei,x of fi,x. For a value z0 ∈ R,

we define the trapezoid f ↑i,x(z0) to be the intersection of f ↑i,x with the halfspace z ≤ z0;

f ↑i,x(z0) may be empty, or it may be a triangle; see Fig. 6.7(b). We define Ai,x(z) to

be the area of f ↑i,x(z) and Pi,x(z) to be the length of the bottom edge of f ↑i,x(z), which

is a portion of the edge fi,x. Let ei,x = (x, ai(x), bi(x)) denote the coordinates of ei,x

as a function of x, and set wi(x) = ai(x)− ai−1(x) and hi(x) = bi(x)− bi−1(x). Then

Ai,x can be written as

Ai,x(z) =





0 z < bi−1(x),

(z−bi−1(x))
2wi(x)

2hi(x)
bi−1(x) < z < bi(x),

wi(x)(1
2
hi(x) + (z − bi(x)) bi(x) < z.

(6.5)
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Similarly Pi,x can be expressed as

Pi,x(z) =





0 z < bi−1(x),

‖fi(x)‖ (z−bi−1(x))
hi(x)

bi−1(x) < z < bi(x),

‖fi(x)‖ bi(x) < z.

(6.6)

We note that Pi,x (resp. Ai,x) is a piecewise-linear (resp. piecewise-quadratic)

function of z for a fixed x. We can define Fj,x(z), Pj,x(z) and Aj,x(z) for the edges fj,x

of Lx as well. We can now express Px and Ax as:

Px(z) =
∑

i

Pi,x(z) and Ax(z) =
∑

i

Ai,x(z), (6.7)

where the summation is taken over all edges of Σx that contain a point of height

at most z. Px and Ax are also piecewise-linear and piecewise-quadratic functions

respectively.

Let z0 < z1 < z2 < · · · be the heights of vertices of Σx. Px(z0) = Ax(z0) = 0.

Assuming Pi,x(zi−1), Ai,x(zi−1) have been computed, Pi,x(zi), Ai,x(zi) can be computed

in O(1) time using (6.5)–(6.7).

Let zk be the first value for which φx(zk) ≥ φe. Since Pi,x(z) (resp. Ai,x(z)) is a

linear (resp. quadratic) function for z ∈ (zk−1, zk), the value of ∆(x) ∈ (zk−1, zk] can

be computed in O(1) time by plugging these functional forms in (6.4), assuming the

roots of a constant-degree polynomial can be computed in O(1) time. Let fL,x (resp.

fR,x) be the edge of Lx (resp. Rx) at which the vertical sweep stopped. Then Lb(x)

(resp. Rb(x)) is the point on fL,x (resp. fR,x) of height ∆(x) and can be computed

in O(1) time. The total time spent by the procedure is O(|Cx|). Hence, we obtain

the following.

Lemma 6.1. For a given point x ∈ P, ∆(x), Lb(x) and Rb(x) can be computed in

129



O(|Cx|) time.

Computing the channel We now describe our algorithm for computing the channel

C assuming (A1) and (A2) hold. Recall that for any x ∈ I, the vertices of Cx are

intersection points of the edges of Σ with the plane Πx. Let Γx = 〈γ1, · · · , γu〉

denote the sequence of these edges, which implicitly define Cx. We refer to Γx as the

combinatorial structure of Cx. We compute C by varying x continuously from x0 to

x1 and maintaining Cx. As x varies, Cx changes continuously, i.e., each vertex of Cx

traces a curve, but the combinatorial structure Γx changes only at discrete values of

x, called the events. The algorithm works by sweeping the line `x along P, stopping at

events as we traverse P. As long as x lies on the same edge of P, `x simply translates.

At vertices of P, where the sweep line `x shifts from one edge to the next one in

P, the algorithm continues by rotating `x to make it normal to the next edge. We

first describe how we sweep along an edge of P and then we describe how we sweep

through a vertex of P.

Edges. Fix an edge e ∈ P. Without loss of generality, assume that e is parameterized

as e : [0, 1] → R2. As we sweep along e and vary x, the left and right banks Lb,Rb

trace curves that lie inside fixed faces of Σ and the remaining vertices of Cx trace

the corresponding edges of Σ. The algorithm encounters the following two types of

events at which Γx changes (see Fig 6.8):

1. the sweep line reaches an endpoint of an edge (u′, v′) of Γx that is a vertex of

Σ, (Fig. 6.8a) or

2. Lb or Rb intersects an edge e′ (bounding the face containing it) of Σ (Fig. 6.8b.

The first event results in one or more edges in Cx shrinking to the point v′, and

one or more new edges starting at v′. The second event results in either the addition
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Figure 6.8: Two types of events in each: (a) ` reaches the endpoint of the edge
(u′, v′), (b) Lb, is marked in red, intersects the edge (u, v) of Σ.

and/or removal of an extremal edge in Cx (and thus insertion/deletion of an edge in

Γx) depending on whether the height of the channel is increasing or decreasing. (For

instance, in Fig. 6.8b, Cx gains an edge at each of p1 and p2, but loses an edge at p3.)

We store the events in a priority queue Q.

The first type of events are easy to detect, as they correspond to the vertices of Σ.

The second type are more challenging, and we detect them as follows. By maintaining

functions representing the area and wetted perimeter of Cx as a bivariate function

of x and z (using (6.5-6.7)) and using Manning’s equation we can express ∆ as a

function of x. We then compute when ∆(x) reaches the top or bottom boundary of

the face containing Lb (resp. Rb). This step reduces to computing the zeros of a

constant degree polynomial, which we recall we are assuming can be done in O(1)

time. These time instances correspond to the second type of event.

Initially Q contains the event corresponding to the first endpoint of e at x = 0.

Additionally compute ∆(0), Lb(0) and Rb(0) using lemma 6.1. In doing so, we

compute the functions A(x, z) and P (x, z) which we store. Recall that A(x, z) and

P (x, z) are sum of piecewise functions, one for each face in the profile. We store these

functions in a data structure which supports adding or deleting the function for a

face from A(x, z) and P (x, z). We can perform these operations in O(log n) time per

insertion/deletion of a term in A(x, z) and P (x, z) by storing the terms in a height

balanced tree.
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Next we process the events in order, by removing the first event from the priority

queue Q. If it is the first type of event corresponding to a vertex v of Σ, we remove

from Γ the edges of Σ that end at v and insert into Γ the edges of Σ that start

at v. We add the other endpoints of the new edges to Q as new events. We also

remove from A(x, z) and P (x, z) the terms corresponding to the old edges and add

terms corresponding to the new edges. For example, in Fig. 6.8a, we would remove

the functions corresponding to f1, and add the functions corresponding to f2. If an

edge of the face of Σ containing Lb or Rb changes, we also update the second type

of events in Q as discussed above.

If the event corresponds to Lb or Rb reaching an edge of the terrain, either add

the new face it crosses into and/or remove the face it crosses out of. We update Γ as

well as Q. We also update A(x, z) and P (x, z) accordingly. At p2 Lb crosses into f3,

so we add the corresponding functions for this face. At p3 Lb crosses out of f3, so we

delete the corresponding functions for this face.

We continue this process until we reach the event corresponding to x = 1, when

the endpoint of e is reached. Let |Ce| be the number of total faces contained in the

channel from C (0) to C (1). The curves Lb and Rb intersect an edge of Σ only a

constant number of times. Therefore the total number of events is O(|Ce|), giving a

total running time to sweep an edge of O(|Ce| log |Ce|).

Vertex. Let e1 and e2 be two consecutive edges of P with v as their common endpoint.

Using the above algorithm, we can compute the channels Ce1 and Ce2 . Since P is not

C1-continuous at v, Ce1 and Ce2 do not meet at the vertex v, i.e., left and right banks

are not continuous curves at v (Fig. 6.9(a)). Suppose P makes a left turn at v. Let

`1 be the line normal to e1 at v and `2 be the line normal to e2 at v. A simple way

to connect the left and right banks of the two channels is to rotate a line from `1 to

`2 at v and maintain the left and right banks in the same manner as we did when we
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Figure 6.9: (a) The river profiles C(u,v) and C(v,w). (b) Rotating from `′0 to `′1, we
get Cv delimited in purple.

translated the line along an edge. But the difficulty with this approach is that the

right bank becomes a self-intersecting curve as it traces “backwards” (Fig. 6.9(a)).

Instead, we process v as follows:

Let p1 (resp. p2) be the intersection point between `1 at v and the right bank of

Ce2 (resp. `2 with the riverbank of Ce1) at v. We assume that pi lies on ei and on the

same side of `i as ei, for i = 1, 2. Then let `′1 (resp. `′2) be the line parallel to `1 at p2

(resp. `2 at p1), and v′ be the intersection point of `′1 and `′2. We rotate a line at v′

from `′1 to `′2 and maintain the left and right banks. This will connect the two banks

of Ce1 and Ce2 ; see Fig. 6.9(b).

In a similar manner in which we swept along an edge, let Cv′,θ be the profile of v′

with a line ` at angle θ. As we rotate the sweep line, we change the flow rate linearly

from φe1 to φe2 . We will similarly maintain A(θ, z), P (θ, z) as a sum of functions

on each face in the channel. Additionally when computing Manning’s equation, as

we rotate we will linearly interpolate between slope values as well as the roughness

coefficients for the two edges. The main difference is now for each face fi of Σ,

hi(θ, z) and wi(θ, z) are not linear functions in θ as it was when we swept along an

edge. However, we can still compute the events corresponding to the riverbank(s)

crossing edges of faces assuming that the zeroes of corresponding functions can be

computed in O(1) time. Letting |Cv| denote the total number of faces in the channel
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obtained by sweeping at v, the total time spent is O|Cv| log |Cv|). Putting everything

together, we obtain the following:

Theorem 6.5. Given a triangulation M with n vertices, a height function h : M→ R

which is linear on each face of M a path P in M, such that assumption (A1) and (A2)

hold, and a flow rate for each edge in P, we can compute the 2D flow network in

time O(|C | log |C |) where |C | is the total number of faces in the channel obtained by

sweeping along the edges and vertices of P.

Extensions We will now show how to modify the algorithm when assumptions (A1)

and (A2) do not hold, or when the 1D flow network is a forest instead of a simple

path.

Relaxing assumption (A2). If (A2) does not hold but a local minimum lies near

P, we can retract P to the minimum so that it satisfies (A2) using the principle curve

approach by Ozertem and Erdogmus [OE11]: see also [HS89, SR00, CG01] which

roughly speaking maps P to ridges of the terrain. Using the ideas in [GSBW11]

we can also handle the case when the 1D flow network is noisy (e.g. Fig. 6.24a in

Section 6.5) and convert it into a single path. However, these approaches do not work

when water is flowing over a 2D surface, and not along a channel, e.g., over a peak

of a mountain or a plateau; see Fig. 6.10b. In this case Manning’s equation is not

the right framework to compute the 2D channels. Instead one has to use a model

that distributes water on a 2D surface. There has been some work on computing a

1D network of water from flow on flat areas [DMY+07], and these models need to be

extended.

Relaxing assumption (A1). When (A1) does not hold, i.e. some cross-section Cx

of the channel is not unimodal. Cx contains a local maximum in the profile. In this

case, water flows over the ridge into a secondary channel. See Figure 6.11(a).3 We

3Here |Cx| contains all faces between the leftmost and rightmost river banks, i.e., all edges marked
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(a) (b)

Figure 6.10: Rain falls at the point marked in green down a mountainside. (a) The
flow-rate function on vertices when water flows according to MFD model, with red
indicating higher flow and orange less. (b) A 2D channel computed using Manning’s
equation; the 1D path is obained by computing water flow using the SFD model.

must now account for the decrease of the flow-rate in the primary channel as well

as determining the height of water in the secondary channel. Our algorithm can be

extended to handle this case by identifying the next local minima and treating it as

a spill event. We omit the details from this version.

Forest 1D network. When the 1D flow network is a forest, we must consider how

the channels corresponding to two different paths interact (Fig. 6.6). If we assume

the flow network is derived using a SFD model, that is, two rivers may merge together

but they do not split, then here is an approach to handle multiple paths. We also

assume for simplicity that only 2 rivers will touch in a given face of M.

We begin by partitioning the forest into a set of paths. Whenever two downslope

edges (u,w) and (v, w) in the forest merge at a common vertex w, the path with

greater flow rate continues on. On this set of partitioned paths, we use the single

channel algorithm, described above, to compute an initial 2D flow network. Next we

determine the set of faces of M that the 2D channel from two paths intersects, see

red.
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Figure 6.11: (a) A channel profile Σx with local maxima y. If the flow in the
primary channel on the right causes the channel height to exceed h(y), excess spills
to the secondary channel on the left. (b) When two rivers merge, we recompute
the extent of the channel for the region where their channels overlap. This region
is highligted red, with the new sweep direction, detrmined by an weighted average
of the sweep directions of the two rivers, shown as a blue arrow. The 2D channel is
then taken to be the union of the initial 2D channels along with the newly computed
channel.

Fig. 6.11(b). For each such face, we find the region where the 2D channels overlap.

In this region, take the flow rate to be the sum of the flow rates of the two paths.

The flow direction is taken to be the weighted average of the flow direction of the two

paths. We compute the 2D channel using Manning’s equation, as we did in the 1D

channel, with this new flow rate and direction.

6.5 Experiments

In this section we present the experiments we have conducted on real terrains to

demonstrate the efficacy and efficiency of our algorithms.

We have implemented the terrain-flow algorithm, described in Section 6.1, in

C++, along with a simpler version of the 2D channel algorithm, described below. We

ran the experiments on a Dell R730 with 2 Intel Xenon ®,E5-2640 v4 2.4GHz 25M

Cache and 256 GB RAM running Linux.Since we use grid DEMs, every vertex has

constant degree, so the flow-rate functions of edges will be very similar to those of

vertices. We therefore focus on the flow rates of vertices.
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(a) (b) (c)

Figure 6.12: A rendering of the three data sets used: (a) the Indiana dataset, (b)
the Philadelhpia dataset and (c) the Norway dataset.

Data sets. We study the performance of our algorithm on three publicly available

grid DEMs:

(i) The Indiana dataset, (Fig. 6.12a), a 0.89 mi2 model of an area 0.5 mi northeast

of Holland, Indiana, USA, extracted from the publicly available 5 ft resolution DEM of

Indiana [Ind13]. The dataset consists of 106 grid vertices, and the terrain is relatively

flat.

(ii) The Philadelphia dataset, (Fig. 6.12b), a 225 km2 model of an urban area in the

northwest area of Philadelphia, extracted from the publicly available 3 m resolution

DEM of Pennsylvania[Pen08]. The dataset consists of 2.5× 107 vertices.

(iii) The Norway dataset, (Fig. 6.12c), a 10000 km2 model of a mountainous region

located in the Jotunheimen National Park, Norway, exacted from the publicly avail-

able 10 m resolution DEM of Norway [Aut13]. The dataset consists of 108 vertices.

Terrain-flow queries When performing the terrain-flow queries, as the water spreads

out over the terrain it is common that a large number of vertices have an exceedingly

small amount water flowing over them. As these small flows do not cause any depres-

sions to become filled and do not contribute meaningfully, in our implementation we

apply a thresholding and treat a change in flow-rate of less than 10−4 times smaller
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than the initial flow rate of any vertex.

Complexity of flow functions. For the first set of tests, we considered queries

over each dataset, varying the location and size of |R|. In each we considered the rain

distribution to be rain falling uniformly over squares of side length 10, 100, and 1000

vertices in the DEM. For each dataset we chose 12 points that denote the top left

point of the query square over which rain falls. For the queries on the Philadelphia

and Norway datasets, we examined the flow-rate queries at each point with each of

the three side lengths for a total of 36 queries on each. For the Indiana dataset, we

do the same except that a square of side length 1000 encompasses the entire Indiana

dataset. Therefore we only have one query for the largest rain region, for a total of 25

queries on the Indiana dataset. Note that holding the rain region constant, as the total

volume of rain that falls increases (by either increasing the rain rate or duration) more

depressions will begin to fill and spill, which in turn increases the output complexity.

With this in mind, for each of the three datasets, we fixed the total volume of rain

that falls over all queries, so the rate of rain falling over vertices in each query to be

the same regardless of the region size. That is as the rain region increases in size, we

decrease the amount it rains on each vertex in the region. However, since the scales

of the datasets differ, we use a different total volume of rain for each.

For the Philadelphia and Norway datasets, we considered the rate to be falling

at 2cm/s over the largest square (9 km2 and 100 km2 respectively) for a duration of

one hour, and scaled the rate accordingly on the smaller regions so the total rain-rate

was equal, corresponding to a total rainfall of 6.48 × 108m3 and 7.2 × 109m3. For

the Indiana dataset we considered rainfall to be falling uniformly for one hour, scaled

over each query so that total rainfall in each was 1.27× 107m3.

Figs. 6.13 and 6.14 show an example output of one such query on Philadelphia

and Norway respectively, with the flow-rates at one second and one hour after the
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rain starts. Flooded regions are marked in blue. On the Philadelphia dataset we show

a zoomed-in portion of the affected region. Water flows from the rain region towards

the Schuylkill river. It then flows along this channel until it reaches the boundary

of the dataset and begins filling the depression corresponding to the river. At one

second, only small patches of the river are flooded, which correspond to very shallow

depressions. At one hour more of the river is flooded, but we omit these features to

highlight the region over which it is raining. On the Norway dataset water falls over

a region in the west and flows downstream along a valley until reaching the boundary

on the east. This valley begins filling with water. For t = 1 second only small patches

are flooded corresponding to very shallow depressions. For t = 1 hour enough rain

has fallen to fill up a significant portion of the valley. Smaller depressions are filled

along the way as water traverses to the boundary. The total volume of water is large

enough to fill these depressions and reach a local minima near the boundary. As time

progresses, more depressions become full, often flooding regions corresponding to the

valleys or rivers the water flowed along.

Fig. 6.15 shows the distribution of the number of changes in the (non-zero) flow-

rate functions over the queries. We see that for all sizes of |R| the most common size

of |φv| is 1, having a single step. That is, most vertices with non-zero flow rate only

have their flow rate increase once when water begins flowing over them, and then

the rate stays constant until the rainfall ends. This intuitively makes sense, as for

the flow-rate to change multiple times at a vertex, there must be multiple upstream

saddles that delimit depressions becoming full. As the region size increases, the size

of the output increase as well. Figure 6.16 gives the total output complexity for each

type of query, with the single 1000 × 1000 query on the Indiana dataset multiplied

by 12, so that each represents 12 queries. As the rain falls over a larger initial region,

despite being the same total volume of water, it can reach more vertices in the terrain.
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(a) t = 1 second (b) t = 1 hour

Figure 6.13: An example query on Philadelphia at 1 second and 1 hour: rain is falling
inside the square; flow rate is shown in orange and red, with darker red indicating a
higher flow rate; flooded regions are shown in blue.

Additionally, the region over which it is raining has more complex flow-functions

(e.g. there are more depressions filling initially which can spill and contribute the to

flow rate of downstream regions.) For each dataset, as the region size increases, the

maximum complexity of flow-rate functions increases, as does the number of functions

with higher complexities. This also corresponds to an increase in the total output

complexity.

Fig. 6.17 shows the distribution of the step sizes of the flow-rate functions (i.e. the

changes |δv,t|.) In the Indiana and Philadelphia datasets, particularly in the smallest

region of size 10 × 10 is a noticeable peak at the upper range of the change in flow-

rates. This is primarily due to queries where the initial rain-fall mostly flows in a

single direction, so the initial change in the flow-rate functions at time zero of all

downstream vertices will be roughly equal to the total rate at which rain is falling.

On these datasets, when the region increases to 100 × 100, there is a second peak

of smaller step sizes. This most likely corresponds to lower depressions becoming
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(a) t = 1 second

(b) t = 1 hour

Figure 6.14: An example query on Norway, at 1 second and 1 hour: rain is falling
in the west; flow rate is shown in orange and red, with darker red indicating a higher
flow rate; flooded regions are shown in blue.

full and spilling mainly in one direction. This is similar to queries on the smaller

rain regions, but now more water goes in different directions. At the largest size,

we note that the query on the Indiana dataset contains the entire terrain, while the

Philadelphia dataset does not. For the Norway dataset, the water tends to quickly

spread out more with few vertices containing near the total rainfall. The dataset is

very mountainous, and one would expect water on hillsides to spread out quite a bit.

Hydrological conditioning. Terrain data often contains many small depressions,

in part due to noise in the measurement of heights, which add noise to flow rates. It

is therefore desirable to perform some hydrological conditioning to the raw input data

of the terrain. One conditioning step is to remove small depressions by flooding them

using topological persistence, as in [DMY+07, AR09]. We perform the thresholding

based on the volume persistence. Roughly speaking, this means given a threshold

volume δ, we remove all depressions with a volume less than δ by pre-marking them

as “flooded” in the preprocessing step. See [DMY+07, AR09] for a more precise

discussion of the procedure.
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Figure 6.15: Distribution of the complexity of vertex flow rates over queries on
Indiana, Philadelphia, and Norway with varying sizes of |R|. Both axes are shown in
log scale.

While we can use this simplification as described, and treat the small depressions

as already having been flooded, this can change the resulting output if the removed

depressions represented actual (albeit small) depressions in the terrain. Consider if

there were many small divots which were all flooded inside a depression, the sum of

the extra water within all of these may be enough to noticeably impact the water level

in the depression. So we also consider a slight variation of our flow-query algorithm

10× 10 100× 100 1000× 1000
Indiana 3.5×105 1.0×106 6.4×107

Philadelphia 2.0×106 3.8×106 1.1×108

Norway 9.8×105 1.6×106 3.0×107

Figure 6.16: Total output complexity |φ| for each type of query.
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Figure 6.17: Distribution of step size of flow-rate functions (m3/s) over Indiana,
Philadelphia, and Norway with varying sizes |R|.

when we simplify the terrain. We initially treat the pre-flooded depressions as if they

were flooded (e.g. when water flows into one of these depressions, it increases the

spill-rate at the corresponding saddle.) However, when the sibling depression of one

of these pre-flooded depressions becomes flooded (i.e. the parent depression becomes

active) we subtract the volume of the pre-flooded depression from the volume of rain

in this new active depression. In essence, we loan water to the small depression

in the preprocessing step, but reclaim the loaned water when the parent depression

begins filling. See Fig. 6.18 for an example. If we do not reclaim the water, the

flooded portion in the north extends further. But if we do reclaim the water, the

flooded portion is almost identical to the flood query on the original terrain, without
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removing small depressions.

(a) (b) (c)

Figure 6.18: A terrain flow query on the Indiana dataset; (a) and (b) with de-
pressions with persistence volume less than 100m3 removed. (a) Pre-flooded water is
treated as extra rainfall. (b) Pre-flooded water is reclaimed when a parent depression
becomes active. (c) The same terrain flow query with no depressions removed.

We ran 10 flow-terrain queries on each dataset. Each query was run with 5 levels of

simplification, removing depressions with volume 0, 0.1, 1, 10 and 100 m3. For each,

we considered rain falling over a square with side length 100, with the rain falling

uniformly at a rate equal to that in the previous queries. We used the version of the

algorithm that reclaims pre-flooded water. Figure 6.20 shows how many depressions

and total volume of rain that is pre-flooded at each threshold. For the Norway dataset

the resolution is 10 m, with a height resolution of of 10 cm, so the smallest non-zero

depression volume is 10 m3. Therefore for the resulting tests, we only show the results

using a threshold of 0, 10 and 100 m3, as there are no depressions with volume less than

10m3 to be removed. Indiana and Philadelphia datasets show a diminishing number of

depressions being removed as the threshold increases. Fig. 6.22 shows the distribution

of the complexity of the flow-rate functions for all the vertices with non-zero flow rate

in the outputs. For each datasets, the number of depressions with large complexity

decreases as we increase the threshold. Fig. 6.21 shows the distribution of the step

sizes in the flow rate functions as we increase the threshold. For each dataset, while

there is an overall decrease in complexity, there is a significantly large decrease in the
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number of smaller step sizes. This reduction corresponds to tiny depressions which

are no longer filling and spilling very small amounts of water because of hydrological

conditioning.

While increasing the threshold decreases the overall output complexity and noise

in the regions flooded, we want to balance this with the removal of real features.

Fig. 6.19 shows the flooded regions of a query on the Indiana dataset at three levels

of thresholding, with depressions with volume 0, 10 and 100 m3 removed respectively.

We only mark a depression with volume below the threshold as flooded if its sibling

depressions are also flooded to avoid marking all small depressions as flooded even

where there is not water around them. They also correspond to pre-flooded depres-

sions that we have begun reclaiming water from. There are several small depressions

marked as flooded when we do not perform any thresholding. They are removed

and not marked as flooded when we begin pre-flooding small depressions. However,

pre-flooding depressions with volume 100m3 also removes some small pools. So some

care is needed when performing hydrological conditioning to remove the noisy small

depressions while preserving actual features of the terrain.

Figure 6.19: The same terrain flow query on the Indiana dataset with depressions
with persistence volume less than 0, 10 and 100 m3 pre-flooded.

Running time. The time to preprocess the Indiana, Philadelphia and Norway

datasets was 2, 62 and 295 seconds, respectively. Fig 6.23 shows the running times

of the queries with varying region size plotted against the output complexity |φ|.

145



Threshold (m3) 0.1 1 10 100

Indiana
# Depressions 1.75×104 2.23×104 2.29×104 2.30×104

Volume 4.27×102 1.70×103 3.15×103 6.23×103

Philadelphia
# Depressions 3.70×103 2.17×104 4.01×104 4.65×104

Volume 3.37×102 9.23×103 7.31×104 2.40×105

Norway
# Depressions 0 0 6.08×103 1.71×104

Volume 0 0 6.08×104 5.40×105

Figure 6.20: Number and sum volume of depressions with volume less than thresh-
olds.
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Figure 6.21: Distribution of the step sizes of vertex flow rates in 10 queries on the
Indiana, Philadelphia, and Norway data sets with varying sizes of depressions pruned
from the terrain.

For all sets of queries the running time is roughly linear in the size of the output.

Interestingly, queries on the Philadelphia dataset had the largest output complexity.

2D channel queries To compute the 2D channel queries, we used a modified version

of the algorithm described in Section 6.4 to avoid computing roots of polynomials.

Instead of sweeping along the path and computing the boundary analytically, we

discretized the path and computed the boundary of the channel at these discrete

points. To this end, we first computed the path of water flowing under the SFD

flow model, and fixed a flow rate. We then simplified the curve as described in

[AHPMW05], choosing a threshold ε and finding a subset of points along the polygonal
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Figure 6.22: Distribution of complexity of vertex flow rates over vertices in 10 queries
on the Indiana, Philadelphia, and Norway data sets with varying sizes of depressions
pruned from the terrain.

curve that is ε-close to the original curve. Then at each point in this simplified curve,

we determine the boundaries in a similar manner as in Section 6.4.

Fig. 6.24 shows the resulting 2D channel query on the Indiana dataset. We also

show the corresponding terrain-flow query, as well as an overlay of the two. The

channel terminates where the path reaches a local minima. Note that the 2D channel

is wider than the wetted region in the terrain flow query. Additionally if we were to

increase or decrease the flow-rate the wetted region would stay the same, while the 2D

channel would widen or narrow accordingly. This flow is along a valley of the terrain,

so use of Manning’s equation to compute the extent of the channel is appropriate.

Fig. 6.25 shows the resulting 2D channel query on the Norway dataset. We also

show the corresponding terrain-flow query, as well as an overlay of the two. We see

here that Manning’s equation is not the right framework for modeling the 2D flow on

a locally concave or flat region, such as along a mountainside or plateau. Following

the water down, we see two regions where the bank expands suddenly. This is due
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Figure 6.23: Running time of terrain flow queries as a function of the output com-
plexity of the flow-rate functions.

(a) (b) (c)

Figure 6.24: (a) the terrain flow query on Indiana with rain falling at the green
point. (b) the 2D channel produced, taking the path to be the SFD flow from the
green point, the smoothed SFD flow is marked in yellow, with the minima of each
cross section marked in red. (c) the 2D channel overlayed on the results of the terrain
flow query.

to the cross-section being flatter at those points. As we go down further, we see also

that the path of steepest descent is no longer in line with the local minima of the

cross section, marked in red.

6.6 Conclusion

In this chapter we presented algorithms for a number of flow-routing problems. We

developed fast internal-memory as well as I/O-efficient algorithms for the terrain-flow

query problem. After preprocessing the terrain into a linear sized data structure, we
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(a) (b) (c)

Figure 6.25: (a) the terrain flow query on Norway with rain falling at the green
point. (b) the 2D channel produced, taking the path to be the SFD flow from the
green point, the smoothed SFD flow is marked in yellow, with the minima of each
cross section marked in red. (c) the 2D channel overlayed on the results of the terrain
flow query.

can answer terrain-flow queries in time that is near linear in the output size. Since

we must spend at least time proportional to the output size to report the query, this

is close to ideal efficiency. Next, we presented a faster algorithm for computing the

flow rate of only one vertex, after some preprocessing. This result was under the

SFD model. While there are naive extensions of the terrain-flow query to computing

the flow rate of a single vertex, the question remains if we can devise more efficient

algorithms under the MFD model. Finally, given a flow path along the edges of Σ,

we proposed an algorithm to determine the 2D channel along which water flows; our

algorithm does not make any assumption about the geometry of the channel. This

2D channel model is not always the right framework in some cases, such as when

water is flowing down a slope as we saw in the previous section. One direction of

future research is developing a model for determining 2D channels in these cases.

Additionally when the 1D network is a forest, then channels along different paths will

interact. Another open question is how to design a systematical approach to handling

the behavior when channels come together or split apart.
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Chapter 7

Conclusion

We will conclude by giving a high-level overview of the results and then discuss a

number of open problems for future research. The increasing availability of high reso-

lution terrain data opens many opportunities and challenges when assessing flood-risk.

With dense terrain data, some simplifying assumptions are justified. For example,

assuming that water only flows on edges instead of faces makes sense when the ver-

tices are close together. However, as the fidelity increases, so too does the size of the

data we must work with. To this end, we sought to design scalable algorithms for

assessing flood-risk. In this work, efficient algorithms were presented for a number of

flood-risk queries. These queries can be categorized in three broad groups. The first

is flood queries: determining where water accumulates on the terrain. The second is

flow queries: determining how water flows over the terrain, both along edges as in the

SFD and MFD model as well as how it spreads out and forms 2D channels. Finally,

methods for computing flood risk under data uncertainty were shown. However, in all

of these queries the terrain and flow models used are simplified, omitting a number

of factors which contribute the actual mechanics of flooding. While the methods pre-

sented provide a foundation for scalable algorithms, the question remains how far the

models can be extended while admitting efficient flood-risk queries. There remains a

number of open questions and directions for future work.

Flow model. A number of simplifying assumptions are made in this work when

modeling the flow. How the flow is represented can be extended in a number of

ways to more closely represent the physical behavior of flooding. While the model
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preserves the mass of water, it does not incorporate the velocity or higher order

moments. That is, when rain falls or spill events occur water is propagated to all

reachable vertices instantaneously. A more general model would include the time

it takes for water to flow over the terrain. One open question is if the methods of

answering flooding queries can be extended to this model. The challenge here is how

to efficiently represent the flow-rate over time. In our model, flow-rate at each vertex

only changes at spill or rain events. In contrast, when the velocity is incorporated

the flow-rate at a vertex may change once for every upstream vertex, as it may

take a different amount of time from each. This is before any spill or rain-events are

even taken into account. However maintaining the exact flow-rate at all times may be

more information than is needed, so one possible approach is to use an approximation

scheme to reduce the overall complexity of the output.

When computing 2D channels, Manning’s equation assumes that the force of grav-

ity on the water is balanced out by friction of water with the channel bed. However,

this is not the case when the flow-rate changes rapidly as with flash flooding. There-

fore a more appropriate approach may be to use shallow-water equations such as the

Saint-Venant equations which preserves momentum along with the mass of water (see

e.g. [TC10].)

Data model. Besides the height map, the type or material of terrain at each point

also affects the behavior of flow. For example the difference in roughness, and corre-

sponding impedance to flow, between vegetation and concrete would have a large

impact on the behavior of water. Another extension to the model which would

be affected by terrain type is when the terrain can absorb some water as it flows

along. Again, areas of vegetation areas of concrete or roads would have quite differ-

ent amounts of water which they could absorb. Given the data about the terrain type

and the associated absorption, our algorithms can be naturally extended to include
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this. At each vertex we can add a new depression adjacent and a local edge directed

to the sink of this depression. The local flow rate of the edge represents what fraction

of water flowing over the terrain is absorbed, and the volume of the new depression

represents how much water that area of terrain can absorb before becoming saturated.

However, this approach greatly increases the number of sinks and saddles, so it re-

mains to be seen if there are more efficient algorithms for flood risk taking absorption

into account.

Historical data. Another avenue of future research is augmenting the model with

historical data. In addition to increasing frequency of extreme rain events, there is

also the question of how land use has changed over time. Developed areas not only

decrease the amount of water that can drain into the terrain, it is also smoother

which allows water to travel. It would be interesting to investigate how the two

factors impact flood risk. One could incorporate both historical flooding, as well as

how land use (i.e. terrain type) has changed over time.

Additionally if one had historical data of which areas were flooded during rain

events, along with information about the distribution of rain it would be interesting

to compare what our models predict with what actually happened. There are a

number of factors not accounted for, even when considering the extensions to the flow

and data models we have described. One might be able to use machine learning to

make adjustments to the model, such as learning the terrain type, finding undetected

drainage networks, or other factors that would modify the flow behavior. If these

features could be learned it could be one avenue to improve the accuracy of flood-risk

predictions while maintaining efficient algorithms.

Sensitivity analysis and uncertainty. One future direction of research is how

much the flood-risk, as calculated by these models, is affected by small changes in

the terrain. While one can construct examples where small changes in a terrain can
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affect a large change in flooding behavior in the real world, in general we would like

the models used to be robust to small perturbations in the data.

A related question is how much flood-risk is affected by uncertainty of the terrain

data. With the above extensions of the flooding model, in addition to uncertainty of

the height map, one might also consider uncertainty of the roughness and absorption

of the terrain.

Another open question is whether the sample complexity needed for approximat-

ing flood-risk queries could be improved. The model of uncertainty used is very

general, but in practice the underlying uncertainty may be much more constrained.

For example, for the most part the height level map may be quite accurate. Instead

the uncertainty may arise from drainage networks which are not detectable with Li-

DAR (e.g. a bridge and a dam look the same from a top down perspective.) However

the number of such uncertain points may be much smaller relative to the total num-

ber of vertices on a terrain. In this case, one might hope that fewer samples may be

needed. Another possible approach may be not to sample independent terrain models

at all. Instead, it may be possible to modify the algorithms for flood-risk query to

incorporate the uncertainty

Design queries. The flood-risk queries discussed consider the terrain as it currently

is. However there are many ways to modify the terrain to affect water flow, from

raising river banks and building dams to digging catchments and adding drainage

networks. A natural question then is, subject to constraints on the total amount

of change allowed, what modifications can be made to minimize the flood-risk of a

query area. This type of query leads back into the discussion of different types of

uncertainty one can model. When asking these queries one may wish to minimize

flood-risk over a distribution of possible rain events, rather than a single occurrence.

Higher dimensional analogs. In our flooding model for the 1D flow network, we
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extract curves along the valleys of the terrain where each point on the curve is a

local minimum in the subspace orthogonal to the curve. These valleys and ridges

can be thought of as 1D singularities. In machine learning there is a similar concept

known as principal curves which attempts to fit a smooth curve along the middle

of a data set. Ozerem and Erdogmus [OE11] presented a definition principal curves

which finds a curve along a ridge. Each point along the curve is a local maximum in

the subspace orthogonal to the curve at that point. Principle curves can be useful in

feature recognition. A natural extension of our work on 1D channels, is instead of 2D

terrains, consider the general case of n-dimensional manifolds. Now one may wish to

extract analogous lower dimensional principal manifolds. Then one could extend the

algorithms for computing flood-risk to higher dimensional analogs. These methods

may also present new approaches to extracting features of manifolds.
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[Grü75] B Grünbaum. Venn diagrams and independent families of sets. Math-
ematics Magazine, 48(1):12–23, 1975.

156



[GSBW11] X Ge, I Safa, M Belkin, and Y Wang. Data skeletonization via reeb
graphs. In NIPS, pages 837–845, 2011.

[GT85] HN Gabow and RE Tarjan. A linear-time algorithm for a special case of
disjoint set union. Journal of computer and system sciences, 30(2):209–
221, 1985.

[Har92] J Harris. Algebraic geometry: a first course. 1992.

[HP11] S Har-Peled. Geometric approximation algorithms, volume 173. 2011.

[HRT15] J Holm, E Rotenberg, and M Thorup. Planar reachability in linear
space and constant time. In 2015 IEEE 56th Annual Sympos. Founda-
tions of Computer Science, pages 370–389. IEEE, 2015.

[HS89] T Hastie and W Stuetzle. Principal curves. Journal of the American
Statistical Association, 84(406):502–516, 1989.

[HT84] D Harel and RE Tarjan. Fast algorithms for finding nearest common
ancestors. siam Journal on Computing, 13(2):338–355, 1984.

[Ind13] Indiana Spatial Data Portal. Indiana orthophotography (RGBI), Li-
DAR and elevation. http://gis.iu.edu/datasetInfo/statewide/

in_2011.php, 2013.

[JD88] SK Jenson and JO Domingue. Extracting topographic structure
from digital elevation data for geographic information system analysis.
Photogrammetric Engineering and Remote Sensing, 54(11):1593–1600,
1988.

[KOB+97] M Kreveld, R Oostrum, C Bajaj, V Pascucci, and D Schikore. Contour
trees and small seed sets for isosurface traversal. In Proc. 13th Annu.
Sympos. Comp. Geom., pages 212–220, 1997.

[LA19] A Lowe and PK Agarwal. Flood-risk analysis on terrains under the
multiflow-direction model. ACM Trans. Spatial Algorithms Syst., 5(4),
September 2019.

[LS05] Y Liu and J Snoeyink. Flooding triangulated terrain. In Proc. 11th
Intl. Sympos. Spatial Data Handling, pages 137–148, 2005.

[LSAA20] A Lowe, SC Svendsen, PK Agarwal, and L Arge. 1d and 2d flow routing
on a terrain. In Proceedings of the 28th International Conference on
Advances in Geographic Information Systems, pages 5–14, 2020.

157



[LSG+08] J Lhomme, P Sayers, B Gouldby, P Samuels, M Wills, and J Mulet-
Marti. Inundation modelling recent development and application of a
rapid flood spreading method. In Flood risk management: research and
practice, pages 30–39. CRC Press, 2008.

[Man91] R Manning. On the flow of water in open channels and pipes. Trans.
Institution of Civil Engineers of Ireland, pages 161–207, 1891.

[OE11] U Ozertem and D Erdogmus. Locally defined principal curves and
surfaces. The Journal of Machine Learning Research, 12:1249–1286,
2011.

[OM84] JF O’Callaghan and DM Mark. The extraction of drainage networks
from digital elevation data. Computer Vision, Graphics, and Image
Processing, 28(3):323–344, 1984.

[Pen08] Pennsylvania Spatial Data Access. Pamap program dem mo-
saics by lidar delivery zones. http://www.pasda.psu.edu/uci/

SearchResults.aspx?Keyword=PAMAP, 2008.

[QBCP91] PFBJ Quinn, K Beven, P Chevallier, and O Planchon. The predic-
tion of hillslope flow paths for distributed hydrological modelling using
digital terrain models. Hydrological processes, 5(1):59–79, 1991.

[RLA17] M Rav, A Lowe, and PK Agarwal. Flood risk analysis on terrains. In
Proc. of the 25th ACM SIGSPATIAL Int. Conference on Advances in
GIS, page 36. ACM, 2017.

[RLA19] M Rav, A Lowe, and PK Agarwal. Flood risk analysis on terrains.
ACM Trans. Spatial Algorithms and Systems (TSAS), 5(1):1–31, 2019.

[San01] P Sanders. Fast priority queues for cached memory. ACM J. Exp.
Algorithmics, 5:7–es, December 2001.

[SCA19] SCALGO. www.scalgo.com, 2019.

[SR00] DC Stanford and AE Raftery. Finding curvilinear features in spatial
point patterns: principal curve clustering with noise. IEEE Trans-
actions on Pattern Analysis and Machine Intelligence, 22(6):601–609,
2000.

[ST83] DD Sleator and RE Tarjan. A data structure for dynamic trees. Jour-
nal of computer and system sciences, 26(3):362–391, 1983.

[TC10] V Te Chow. Applied hydrology. Tata McGraw-Hill Education, 2010.

158



[Tho04] M Thorup. Integer priority queues with decrease key in constant time
and the single source shortest paths problem. Journal of Computer and
System Sciences, 69(3):330–353, 2004.

[TPMA15] MS Tehrany, B Pradhan, S Mansor, and N Ahmad. Flood susceptibility
assessment using gis-based support vector machine model with different
kernel types. Catena, 125:91–101, 2015.

[Uni21] United States Geological Survey. 3dep lidar explorer. https://

prd-tnm.s3.amazonaws.com/LidarExplorer/index.html#/, 2021.

[VC71] VN Vapnik and AY Chervonenkis. On the uniform convergence of
relative frequencies of events to their probabilities. Theory Probab.
Appl., 16(2):264–280, 1971.

[VVPS13] ND Volp, BC Van Prooijen, and GS Stelling. A finite volume approach
for shallow water flow accounting for high-resolution bathymetry and
roughness data. Water Resources Research, 49(7):4126–4135, 2013.

159


