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Executive Summary

On the border between Paraguay and southern Brazil lies the Itaipu Binacional
Dam, the world’s second largest hydroelectric dam. Both countries contributed to the
construction of the dam, which began in 1971. The dam started operation of the first two
turbines in 1984, the last turbine started operation in 2007. When it was finally finished,
the Itaipu dam possessed twenty turbines with a total of 14,000 MW of installed
capacity. Itaipu Binacional holds two of these turbines in reserve in the event of a
mechanical issue with one of the other eighteen. With these eighteen turbines, the dam
can still produce up to 12,600 MW at any given moment. In a treaty signed in 1973, both
Brazil and Paraguay have agreed to equally share the dam’s power output (6,300 MW
maximum each). This power allocation is enough to cover 85% of Paraguay’s energy
needs and 8% of Brazil’s. Paraguay’s share more than covers their energy needs; terms
of the treaty allow them to sell their surplus to Brazil at production cost. As the treaty
between the two countries expires in 2023, the negotiations will be intense. Brazil wants
to reallocate the power generation from the dam to give it a larger share of the Itaipu
energy production, while Paraguay wants to keep the status quo of equal power
distribution. Paraguay is also pushing to be able to sell the surplus electricity to third
parties at market price. As both countries position themselves for the renegotiation of a
future power sharing agreement, accurate forecasts of future power outputs will become
ever more critical.

Itaipu Binacional has consistently improved its water inflow forecasting models
over the past five decades, and with each improvement, the dam has been able to
produce an increasing amount of power. The improvements to these models are so
consequential that although the Parana River region, where Itaipu is located, has been
under drought conditions for years, the dam currently produces more power than it ever
has in its current lifetime. However, properly forecasting inflows into the dam remains
challenging and there is still room for improvement. The primary models Itaipu uses to
predict these future inflows are deterministic, which means that they predict a single
value rather than a range of values. In essence, they do not forecast with uncertainty.
Furthermore, these models do not fully capture the non-linear relationship of
incremental inflows and other factors that influence hydrological models, such as
precipitation. To aid Itaipu Binacional with forecasting future power outputs and to give
the engineers there a greater understanding of forecast uncertainty, we constructed an
artificial neural network (ANN) to predict future water inflows into the Itaipu water
reservoir.

This ANN uses repeated iteration to gradually reach an understanding of the
relationship between exogenous input variables that may influence the rate of
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incremental inflow into the Itaipu Dam and the incremental inflows themselves. This
iterative process relies on trial and error to form these relationships; eventually the ANN
model will find an optimal connection between the inputs and the incremental inflows
such that the ANN can accurately predict incremental inflows just by looking at the
inputs. The final ANN model can outperform a standard autoregressive integrated
moving average (ARIMA) time series forecast in many situations and can help the
engineers at Itaipu Binacional more comprehensively understand inflow uncertainty to
Itaipu. Even in the situations in which the ARIMA model more accurately forecasts
incremental inflows, the ANN model still consistently provides more useful information to
the user. The ARIMA model forecasts quite conservatively and fails to model the
variability of the incremental inflows. Past data shows incremental inflows into Itaipu to
be constantly increasing or decreasing, and never stagnant for long. In general, the final
ANN model more accurately predicts this variability while the ARIMA generally forecasts
a linear trend, a linear trend that does not align with past observed inflows. Thus, the
ANN model, when combined with the reasonably accurate models currently used by
Itaipu Binacional, provides much more insight than the ARIMA model. For the operators
at the dam to optimize power production, they will need as much information as possible
about future extreme inflows. For the purposes of providing this kind of information, the
ANN model is significantly more useful than the ARIMA model. While the ANN model is
unlikely to replace Itaipu Binacional’s current deterministic hydrological models, its
ability to assist in the forecast of extreme incremental inflows into the dam means it can
provide value to the engineers at Itaipu Binacional.

3



Table of Contents

Executive Summary 2

Table of Contents 4

List of Charts and Figures 5

Introduction 6
Background 6
Operations and Traditional Forecasting at Itaipu 6
Research Question 8

Methods 9
Data 9
Models & Process 10

ARIMA Modeling 10
Artificial Neural Network Modeling 13

Results 22
ARIMA Model 22
Artificial Neural Network 24
Comparing the Models 26

Discussion 33

Conclusion 38

References 40

4



List of Charts and Figures

Figure 1. Historical incremental daily inflow at Itaipu Dam from 1984 to 2019

Figure 2. ARIMA Model method flow chart

Figure 3. Data Table Visualization

Figure 4. ARIMA Training Set and Test Set for December 1 st - 10th, 2019 inflow

forecasting

Figure 5. Ten-day-ahead predictions from regression with ARIMA(3,1,2) compared to

observed inflow data on December 1st - 10th, 2019

Figure 6. DNN Error Minimization by Epoch

Figure 7. DNN Test Set and Prediction

Figure 8. March 1-10, 2019 Model Comparison

Figure 9. May 1-10, 2019 Model Comparison

Figure 10. September 1-10, 2019 Model Comparison

Figure 11. December 1-10, 2019 Model Comparison

Figure 12. December 2019 Observed Incremental Inflows with January 2020 Predicted

Incremental Inflows

Figure 13. Decomposition Plot of the Original Inflow Time Series

Table 1. Test Accuracy Scores for December Forecasting, ARIMA and DNN

Table 2. Comparison Accuracy Scores for ARIMA and DNN

5



Introduction

Background

Itaipu Binacional is the world’s second largest hydroelectric dam and is located

on the Parana River in South America. The dam is a joint project between Paraguay

and Brazil; both countries helped finance its construction and share its electrical output.

The dam has 18 generating units in use, as well as two generating units held in reserve.

Each generating unit has an installed capacity of 700MW for a total installed capacity of

14,000 MW.

Itaipu has produced over 2.73 billion MWh since it began operating and its output

currently accounts for 88% of Paraguay’s energy demands and 11% of Brazil’s. While1

each country is entitled to 50% of the dam’s output, Paraguay has almost never used

that full amount. Instead, the two countries agreed that Paraguay must sell their surplus

generation to the Brazilian regulated market; sales of electricity to a third-party are

prohibited. The treaty terms also dictate that surplus electricity can only be sold at2

production cost and not at market price.3

Both countries signed an initial treaty in 1973 outlining the responsibilities and

profit-sharing of the dam, effective for a 50-year term. As the treaty expires in 2023, it

will be up for re-negotiation soon.

Operations and Traditional Forecasting at Itaipu

Dam operators must constantly set Itaipu’s electricity production to meet

forecasted demand. To optimize production, operators run forecasts and models on the

factors that influence water availability at the dam. These inputs include incremental

inflow into the reservoir, water discharge from dams further upstream, and the combined

3 Andrew Nickson, “Reassessment of the Itaipu Treaty and the ‘brasiguayo’ political power could reshape Paraguay’s
relationship with Brazil,” London School of Economics, March 18, 2019.

2 Ricci E. Ovideo-Sanabria & Reinaldo A. Gonzalez-Fernandez, "Short-term operation planning of the
Itaipu hydroelectric plant considering uncertainties," 2016 Power Systems Computation Conference
(PSCC), 2016, pp. 1-6, doi: 10.1109/PSCC.2016.7540928.

1 Ovideo-Sanabria, de Andrade, and Cabrera-Salina, “Optimized Energy Production Index of Itaipu”, n.d.
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forebay inflow (how much water is flowing into a smaller holding pool immediately

before Itaipu’s reservoir).

At Itaipu, the Hydrological and Energy Studies Division completes the inflow

forecasting process. Their forecasts are made by combining results from two different

models. One model calculates upstream water discharge that will flow to the

downstream Itaipu reservoir, and is tied to the other upstream dams’ generating

operations. The other model calculates the incremental inflow, or the flow of water into

the reservoir from watershed-wide precipitation runoff. This is the model we will be

attempting to improve with this study, as the upstream dam inflow modeling is managed

by ONS, the Brazilian national electricity system operator.

The current incremental inflow model is a hydrological rainfall-runoff model.

Deterministic, hydrological models like the one currently used at Itaipu forecast these

inflows using only one value for each of the inputs. The forecasts are therefore not tied

to a probability distribution of occurrence; there is only one scenario forecasted whose

occurrence is essentially 100 percent. Hydrological models also create a wider

“uncertainty envelope” than other models, which creates issues when planning.4

As the effects of climate change intensify, the value of being able to properly

account for uncertainties will only grow. Unfortunately, recent literature on modeling

inflows to catchment basins has demonstrated that hydrological models struggle to

forecast into the future with a reasonable error rate. Furthermore, deterministic time5

series models fail to properly capture effects for non-linear relationships. These time

series models can only capture linear relationships. When faced with such non-linear

relationships, these models will create an incomplete output. However, relationships

between total dam inflow and rainfall and incremental inflow are non-linear. Therefore,

5 Bastola, Murphy, and Sweeney, “Evolution of the transferability”, Troin et al., “Uncertainty of Hydrological
Model Components in Climate Change Studies over Two Nordic Quebec Catchments,” Journal of
Hydrometeorology 19, 1(2018): 27-46 (2018), https://doi.org/10.1175/JHM-D-17-0002.1.

4 S. Bastola, C. Murphy, and J. Sweeney, J. “Evaluation of the transferability of hydrological model
parameters for simulations under changed climatic conditions,” Hydrol. Earth Syst. Sci. Discuss 8(2011),
:5891–5915, https://doi.org/10.5194/hessd-8-5891-2011.
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traditional autoregressive time-series forecasting models will not provide adequate

inflow forecasts.

The non-linear nature of the variables of interest in hydrological models mean

that a new, more appropriate model could be created for Itaipu’s inflows. The desired

model would have a smaller uncertainty envelope in its predictions, and would deliver

more accurate results for the estimates further in time.

The impacts of climate change also present additional uncertainties in estimating

how much electricity the dam will produce. The accuracy of stream inflow forecasts into

Itaipu’s reservoir affects the accuracy of power output forecasts. Any additional

uncertainty in stream inflow forecasting will mean additional uncertainty for the power

forecasts. The rainfall runoff models currently used by the operators at Itaipu Binacional

therefore may not be  adequate for meeting the challenges presented by a rapidly

changing climate. They have too large a margin of uncertainty. To improve forecasts of

future variability in power generation, Itaipu Binacional must improve its hydrological

inflow models. This improvement will help not just with the daily operation of Itaipu, but

will also better inform negotiators from both Brazil and Paraguay as a new treaty is

drawn up.

Research Question

Our hypothesis is that the use of a neural network model to estimate inflows will provide

more accurate forecasts than linear ARIMA models.
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Methods

Data

Primary data used for our models include historic daily incremental inflow in m3/s

pulled from the national grid operator (ONS), reforecasted historic temperature, and

reforecasted historic daily precipitation. These last two datasets were downloaded

through the Copernicus Climate Data store. Historic daily incremental inflow,6

temperature, and precipitation were selected as inputs due to their relationship to

reservoir incremental inflow, which is recommended for model accuracy.7

The data was pulled from the European Center for Medium Weather Forecasts

(ECMWF) database, housed within the Copernicus Climate Data Store. Data was

downloaded in hourly values for 6-year periods, beginning with January 1, 1984.

Latitude and longitude points were needed to make sure the data selected was accurate

to the Itaipu watershed. The files downloaded in the “General Regularly distributed

Information in Binary form” (GRIB) format. GRIB files are the standard file type for

gridded meteorological data. To read the GRIB files, they were converted into

compressed NumPy arrays in Python. Files were indexed by the closest latitude and

longitude points to Itaipu, and the corresponding arrays of time and values pulled out.

These arrays were then converted into Pandas dataframes to re-aggregate the readings

from hourly to daily data. Total precipitation was calculated by summing hourly values

for each day, and temperature was averaged by day. Data frames were then

concatenated to create one final csv with date and temperature averages, or date and

total precipitation readings.

An initial analysis of the historical incremental inflow data highlighted that this is a

highly variable input, with many fluctuations over time. Data from 1984 to 1998 shows a

slowly increasing trend before inflow levels begin to drop-off in 1999. This decrease

7Banihabib, Mohammad Ebrahim, Reihaneh Bandari and Richard Peralta. “Auto-Regressive Neural-Network
Models for Long Lead-Time Forecasting of Daily Flow.” Water Resources Management 33 (2018): 159-172.

6 https://cds.climate.copernicus.eu/cdsapp#!/home
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continued until 2005, followed by an increase until 2016, where the impacts of a low

years-long drought can start to be seen. We can conclude that inflow data often follows

cyclical patterns influenced by surrounding climatic conditions.

Figure 1.  Historical incremental daily inflow at Itaipu Dam from 1984 to 2019

Models & Process

ARIMA Modeling

The most common models for time series forecasting are ARIMA or SARIMA

models. ARIMA stands for Auto Regressive Integrated Moving Average model, while8

SARIMA is a Seasonal Auto Regressive Integrated Moving Average model. ARIMA

8 Nasir, Najah, Ruhaidah Samsudin, and Ani Shabri. "Monthly streamflow forecasting with auto-regressive
integrated moving average." In Journal of Physics: Conference Series, vol. 890, no. 1, p. 012141. IOP
Publishing, 2017.
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(p,d,q) models use prior lagged data to forecast into the future, and consist of three

components :9

- Autoregression (AR). A regression model represents linear dependencies

between the current value of a changing variable and its own prior lagged values

(p).

- Integrated (I). Differencing a series to achieve stationarity (d).

- Moving Average (MA). A method considers the dependency between current

observations and residual errors from a moving average model applied to prior

lagged observations (q).

We created four ARIMA models: one which only uses past incremental inflow

values  to forecast future incremental inflows, one which uses past incremental inflow

and temperature values as  explanatory variables, one which  uses past incremental

inflow and precipitation values as explanatory variables, and one which  uses past

incremental inflow, temperature, and precipitation values as explanatory variables. We

will be comparing the performance of the ARIMA model which uses past incremental

inflows, temperature, and precipitation as explanatory variables against a fifth model: an

artificial neural network (ANN) model that considers all three explanatory variables. To

find the best fitted ARIMA model, we use the auto.arima function in the forecast

package in R to automatically fit a best model to a  training set of data. This training

data set consists of historical incremental daily inflows, daily precipitation data, and daily

temperature data at Itaipu Dam or in the surrounding river basin from January 1984 to

the last data point before a test set of data in 2019. We vary the test set of data several

times while comparing the model against our ANN model, and each time we change the

location of this test set, the training set adjusts to encompass all the information in our

dataset that precedes this test set . For instance, if we set our test set to be March

2019, our training set becomes all the daily incremental inflow, temperature, and

precipitation data from January 1984 - February 2019. Additionally, when we forecast

9 Sima Siami-Namini, Neda Tavakoli, and Akbar Siami Namin, "A comparison of ARIMA and LSTM in
forecasting time series.", IEEE, 2018.
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our test set, we also provide the ARIMA model with the temperature and precipitation

information data in this test set. Essentially, the ARIMA model only lacks the incremental

inflows in the test set, and tries to predict these values as best it can (see Figure 1).

We forecast on four test sets in 2019: the first 10 days of March, May,

September, and December of 2019. Each forecast was conducted using the forecast

function in the R forecast package. We compare the 10-day incremental inflow forecast

results in these four months to the corresponding observed incremental inflows by using

the accuracy function in the forecast package to calculate Root Mean Standard Error

(RMSE) and Mean Absolute Percentage Error (MAPE). To calculate the Mean Standard

Error (MSE) of the ARIMA forecasts, we square the returned Root Mean Standard Error

(RMSE) value. We will use the MSE and MAPE values to compare our final ARIMA

model against the ANN model.

Figure 2. ARIMA Model method flow chart

MSE is equal to the sum of the squared differences between our predicted incremental

inflows and observed incremental inflows divided by the number of observations in our

sample. MAPE is equal to the sum of the absolute percentage difference between
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predicted and observed incremental inflows divided by the number of observations in

our sample. Both equations are listed below:
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𝑌
𝑖

incremental inflow at time i.

Because the MSE accuracy score relies on the squared difference between

predicted and observed incremental inflow, the score will increase with additional

observations regardless of accuracy. Forecasts on different sized test sets will almost

certainly have different MSE scores that may not reflect a difference in forecast

accuracy. Furthermore, the MSE score dramatically increases when the model forecast

is exceptionally poor. The squared term in the MSE formula means that the final MSE

score reflects a model’s ability (or inability) to forecast extremes. We will use both MSE

and MAPE scores to compare our final ARIMA and ANN models. However, when we

compare the final models, we must ensure that each model forecasts on the same test

set. We may optimize each model with distinct test sets, but in order for the ARIMA and

ANN MSE and MAPE scores to be comparable, these comparison test forecasts must

be over the same time period. Forecasts on different test data sets may bias the MAPE

scores, but will almost certainly bias the MSE scores.

Artificial Neural Network Modeling

ANNs are deep learning algorithms inspired by neurons in the human brain. They

consist of a series of node layers: one input layer, an output layer, and one or more

hidden layers. Each node connects to at least one other node in a different layer and

each node has an associated weight and activation function. If the aggregated weighted

inputs to a node exceeds some threshold determined by the node’s activation function,
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then the node’s information will be carried on in the network in accordance with the

activation function’s output. If the node’s aggregated weighted inputs do not exceed this

threshold value, then the node does not pass along any information.

To train our ANN, we use Google Collaboratory, a hosted Jupyter notebook

service. Because Google Collaboratory is a hosted network environment, we do not

need to have the computing power on hand to train the model. Furthermore, we use a

library called TensorFlow to construct the ANN model in our hosted Google

Collaboratory network environment. TensorFlow has a comprehensive system of tools,

libraries, and perhaps most importantly, community resources that allow machine

learning beginners like us to construct a neural network to forecast future incremental

water inflows into the Itaipu Dam.10

ANN models have several advantages over ARIMA models, and these

advantages are the reason we focus on the results of ANN forecasts. The relationships

that govern the water inflows into the Itaipu dam are non-linear, which means that a

linear ARIMA model will be insufficient to accurately forecast these water inflows. Our

ARIMA model may be able to approximate future inflows reasonably well, but it will fail

to fundamentally grasp the relationship between our explanatory input data and our

incremental inflow output data. Fortunately, ANN models can model non-linear

relationships and can therefore more accurately forecast these future inflows.11

Secondly, when used for inflow modeling, ANN models are simpler to train than other

complex grouped hydrological models. For our purposes, simplicity means repeated

iterations of the model are less of an obstacle. If more iterations of our model increase

its accuracy, and ANN models are easier to train and iterate than grouped hydrological

models, then ANN models will prove to be the superior choice.

The final advantage of ANN models is that the inputs to our model vary

temporally as well as spatially, and ANN models are powerful enough to handle this

11 Somers, Mark John, and Jose. C Casal, “Using Artificial Neural Networks to Model Nonlinearity,” Organizational
Research Methods 12, no. 3. (2009): 403-417.
https://citeseerx.ist.psu.edu/viewdoc/download?doi=10.1.1.727.6836&rep=rep1&type=pdf

10“TensorFlow.”  TensorFLow. April 13, 2022. https://www.tensorflow.org
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level of complexity. These ANN models allow new inputs to be easily incorporated into

the model, even if these inputs vary over time and geography.

Previous research has also shown the value of ANN models for the purpose of

inflow forecasting. Banihabib et al. (2018) created a nonlinear autoregressive neural

network model to forecast reservoir inflows at the Dez Dam for a one-year planning

horizon. The model they created had a Root Mean Square Error (RMSE) 20% lower

than the ARIMA model created with the same data. Assefa and Mariam (2016) were12

able to create an ANN that had a 89% accuracy score during validation, for the

purposes of forecasting reservoir inflows at Halele Warebessa Dam. Salami et al.13

(2015) performed a literature review on ANN for inflow forecasting and found a common

consensus that when trained and validated accurately, ANN models outperform other

comparative models. These papers provide insight on what data to acquire for the14

purposes of increasing accuracy and decreasing error. They also provide evidence that

to optimize efficiency, dam operators should be integrating ANN models for inflow

forecasting into their process.

For this project, we use an autoregressive single step Dense Neural Network

(DNN). DNNs are a type of neural network in which the layers of the neural network are

connected deeply, which means that each neuron in each layer receives input from all

neurons in the previous layer. Deeply connected, or dense layers, are the most15

common type of layers in all neural networks and they function by performing

matrix-vector multiplication with their input data. The multipliers used in the matrix

multiplication, also known as the neuron weights, constantly update as the model trains

itself through repeated trial and error to forecast an incremental inflow value that

15 Sharma, Palash. “Keras Dense Layer Explained for Beginners.” Machine Learning Knowledge. February 10, 2022.
https://machinelearningknowledge.ai/keras-dense-layer-explained-for-beginners/

14Salami, A.W. et al, “Modeling of Reservoir Inflow for Hydropower Dams Using Artificial Neural Network,” Nigerian
Journal of Technology 34, no.1 (2015): 28-36. https://doi.org/10.4314/njt.v34i1.4

13Assefa,  T. Adugna and G.B. Mariam, “Inflow Predictions for Proposed Halele Warebessa Cascaded Reservoirs in
Omo Ghibe Basin using Artificial Neural Networks,” International Journal of Engineering Research 5, no.12 (2016):
454-462.
https://www.ijert.org/research/inflow-prediction-for-proposed-halele-warebessa-cascaded-reservoirs-in-omo-ghib
e-basin-using-artificial-neural-networks-IJERTV5IS100351.pdf

12 M. Banihabib, R. Bandari  and C. Peralta, “Auto-Regressive Neural Network Models”
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corresponds with a row of input (or explanatory) data. The final mathematical calculation

can either establish a linear or non-linear relationship. This flexibility, combined with

their history of use in predicting time series data, makes dense layers and DNNs ideal

for the purposes of our model.16

Single-step models, like the one we have chosen to use here, predict a single

value at a time into the future (t+1). If the users of the model choose to forecast more

than one day in advance, these models reuse their prediction at t+1 as a basis for

prediction t+2. This process can be repeated indefinitely in accordance with the

operator's desires to produce a forecast many days into the future.

Another type of model, called a single-shot model, can predict multiple time steps

into the future and could be used to predict many days in advance all at once. Unlike

our model, which makes multi-step predictions into the future by predicting on past

predictions, these single-shot models could perform the same forecast in a single

prediction. However, single-shot models inherently do not incorporate changing

meteorological conditions into their prediction. These models must rely on a complete

input forecast for what will happen in the future at the moment the prediction is made.

To predict seven days into the future for instance, a single-shot model assumes future

inputs will take on certain assumed or forecasted values and makes a projection for the

entire seven days using those future inputs.

The future inputs of an autoregressive single-step model on the other hand, can

be changed at various timesteps without rerunning the entire forecast. If the

precipitation forecast at t+3 changes after the initial model is run, a single-step model’s

forecasts at t+1 and t+2 will still hold, and the model can be rerun from t+3 onward. In

contrast, a single-shot model must be completely re-run. Because users of our model

should have access to meteorological conditions surrounding the Itaipu Dam, the

flexibility of an autoregressive single-step model is an advantage. The only way a

single-shot model can match the accuracy of a flexible autoregressive single-step

model, like the one we use in this project, is to repeatedly re-run the single-shot model

16 Koenecke, Allison. “Applying Deep Neural Networks to Financial Time Series Forecasting.” Cornell, January 23,
2022. http://infosci.cornell.edu/~koenecke/files/Deep_Learning_for_Time_Series_Tutorial.pdf
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whenever there is a change in future input forecasts. In essence, the models rely on the

same training and means of forecasting, but the autoregressive single-step model is

more user friendly. The downside of both types of models is that we must forecast or

assume future inputs to predict future inflows, in this case for precipitation and

temperature. Thus, we will be forecasting on a forecast, which will limit our model’s

accuracy. For the purposes of this project, we assume precipitation and temperature

hold constant from the last data point as we forecast into the future. Itaipu Binacional

can easily improve model application and accuracy by supplying an actual forecast of

future meteorological information rather than assume a constant future.

In the full formulation of our model, we use an input layer which reads in the data

to our neural network, two hidden dense layers, and a final output layer which produces

a single prediction. The two hidden layers each have 1,000 neurons which work to

develop relationships within the explanatory data and the output incremental inflows.

Once these relationships are established, the second hidden layer feeds data to the

output layer and the model then attempts a prediction. The neurons in the hidden layers

each have an associated weight and activation function that determines how data

passes into and out of a node. In our DNN, each neuron uses a rectified linear unit

(ReLU) activation function, essentially a piecewise linear function that outputs the

weighted sum of the inputs without modification if the sum of these weighted inputs is

positive. If this weighted sum is negative, then the neuron’s output is zero. Activation

functions in our neural network help  transform the cumulative weighted input to a given

node into that node’s output. In the field of machine learning, the ReLU has become the

default activation function for various types of neural networks because it allows a

model to perform better with an easier training process. This ReLU activation function17

is constant for all the neurons in the hidden layers of our model.

The weights of each neuron however, are changeable, and they determine the

relationship between the input data and the output of the model. Our DNN constantly

17 Brownlee, Jason. “A Gentle Introduction to the Rectified Linear Unit (ReLU).” Machine Learning Mastery. January
10, 2022.
https://machinelearningmastery.com/rectified-linear-activation-function-for-deep-learning-neural-networks/
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updates the weights of its neurons to try and ensure the optimal set of information is

passed along into and out of the hidden layers. As the model iterates over the data and

gradually becomes more adept at choosing the weights to optimize information flow, the

model will become more accurate at forecasting incremental inflows, the output of our

DNN. We use an optimization algorithm called Adam to update the weights of the DNN’s

neurons. This Adam optimizer, whose name is derived from the term “adaptive moment

estimation,” dictates the rate at which the DNN updates the weights of its neurons when

trying to find the best output approximation. Our research into the topic stipulates that

the Adam optimizer is a “popular algorithm in the field of deep learning because it

achieves good results fast” furthermore, “empirical results demonstrate that Adam

works well in practice and compares favorably to other stochastic optimization

methods.” With relatively limited experience in the field of deep learning, we selected18

Adam optimizer based on its frequent usage in machine learning and the accuracy of its

empirical results.

We also regularize our model by adding a line of code that performs a “dropout”

should the number of nodes overwhelm the software and cause an excessively high

training time and an overspecified neural network. Regularization is a strategy for

improving the generalization of a model by making minor changes to the learning

algorithm. This regularization prevents overfitting by penalizing the weights of nodes19

that push the model to be overcomplicated. The regularization process both improves

the training time and, if done appropriately, improves the model’s ability to predict future

data.

Prior to any training of this model, we split our data into training, validation, and

test sets. These sets split the data by rows so that the training set, the validation set,

and the test set represent the first 64% of the rows in the data, the next 16% of the

19 Jain, Subham. “An Overview of Regularization Techniques in Deep Learning (with Python code).” Analytics Vidhya.
April 19, 2018.
https://www.analyticsvidhya.com/blog/2018/04/fundamentals-deep-learning-regularization-techniques/

18Brownlee, Jason. “Gentle Introduction to the Adam Optimization Algorithm for Deep Learning.” Machine Learning
Mastery. Last modified January 13, 2021.
https://machinelearningmastery.com/adam-optimization-algorithm-for-deep-learning/
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https://www.analyticsvidhya.com/blog/2018/04/fundamentals-deep-learning-regularization-techniques/
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rows, and the final 20% of the rows in the entire data set, respectively. The model learns

how to construct the relationship that relates the input data to the given set of

incremental inflows by iterating through the training set. However, the model tests the

accuracy of its constructed relationship on the validation set as a form of

cross-validation. Rather than simply measure how well the DNN can predict training

incremental inflows with training inputs, we grade the model on how well it applies its

understanding of the relationship between inputs and inflows with the validation data

set. The worry with repeated iterations on the training set without cross-validation is that

the model will become very accurate at predicting training set inflows based on the

training set inputs, but without understanding the fundamental relationship between the

input data and the incremental inflows. If the model only uses training set data to train

the model without using cross-validation, it may struggle to perform an optimal forecast

using additional inputs not found in the training set.

Our particular DNN predicts incremental water inflow by using all the input data in

a single row of the data set. For every row of input data, there is a single output

incremental inflow value. A fully trained neural network can relate the input data to the

incremental inflow output data with a constructed relationship that allows the neural

network to approximate inflow accurately in each row. This process of predicting the

inflows one at a time is the essence of a single-step model.

Our DNN model relies on a precipitation measurement, lagged precipitation data

(the precipitation of up to 15 days prior), a temperature measurement, lagged

temperature data (the temperature of up to 15 days prior), and lagged incremental

inflows to Itaipu (the incremental inflows of up to 15 days prior) as input data. Using

these 47 input data points in each row of our training set, our DNN predicts an output

incremental inflow to Itaipu (see Figure 3).
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Figure 3. Data Table Visualization

This predicted incremental inflow is compared to the given training inflow and the

difference is compared using MSE as a measurement. This function equals the sum of

the squared differences between the predicted and given incremental inflow value

divided by the number of incremental inflow data points. The model runs through the

training data many times and tries to minimize error each run. Each run-through is

called an epoch. As the number of epochs increases, we expect the model will get more

accurate at predicting the incremental inflows of the training set. However, the purpose

of our model is to accurately predict incremental inflows given any set of inputs, not just

the training inputs. Although the model is created by looking at the relationship between

training inputs and training incremental inflows, the optimization of the model occurs

when the model most accurately predicts the validation incremental inflows using

validation input data. The validation set serves as a means of ensuring the final

formulation of our DNN understands the relationship between input data and the

incremental inflows, and not just the relationship between training set input data and the
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training set incremental inflows. We choose to minimize the validation set MSE rather

than the training set MSE; this validation set MSE minimization is how we perform

cross-validation on our model and is the last step of the optimization process

After running 200 epochs to train and construct the model’s explanatory

relationship, we minimize the MSE of the model’s predictions on the validation set.

Once the validation MSE is minimized, we can use the test data (the final 20% of the

data) as a means of checking the accuracy of the model again. We do not use the test

data in training our DNN model. Rather, the test data serves as a practice run for the

trained DNN before we predict outward beyond our given data. The test set error

calculations serve as good proxies for how well we expect the model to do when we

predict outwardly.

Because our model requires a row of explanatory values to predict a single

inflow, future predictions are challenging. If we wish to forecast into the future, we must

fill a full row of input data points to predict all those future inflows. For the model to

function, we therefore must assume or predict future temperature and precipitation data.

For the purposes of this project, we choose to hold precipitation and temperature data

constant. In essence, our outward predictions assume that temperature and

precipitation remain the same as the last day of our dataset, December 31, 2019. We

also have lagged values for these two parameters, but because we hold them constant,

these lagged values present no issues for our code. To predict t+1, we simply copy all

precipitation and temperature columns (both the current and the lagged values) into the

t+1 row.

The incremental inflows on the other hand, must be updated as our

autoregressive single-step DNN predicts outward. A prediction at t+1 will rely on the

incremental inflow predicted (or given, if this is the first outward step) the day before as

part of the lagged incremental inflows. Similarly, a prediction at t+2 will rely on the

incremental inflow prediction at t+1 as part of the lagged incremental inflows. To

constantly update the lagged incremental inflows, we use a for-loop to repeatedly move

the forecasted (or in the case of the first outward prediction, given) incremental inflow
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into the lagged data. Furthermore, this for-loop drops off the previous t+15 incremental

inflow each time a new incremental inflow is added. Predicting two days (t+2) into the

future essentially requires the model to predict using the data predicted (or assumed, in

the case of the precipitation and temperature data) from the prior day (t+1). Once the

model is trained, this for-loop allows us to conceivably predict infinitely into the future.

Each incremental prediction will be, to an extent, dependent on the incremental inflow

prediction of the prior day, so the accuracy of this model will diminish the further out we

predict. Both the temperature and precipitation data, held constant as we predict

outward, and the lagged incremental inflow data will be increasingly distinct from the

true values as we predict further into the future. Accordingly, this DNN model’s most

accurate and most useful predictions will be made in the short-term future.

Results

ARIMA Model

We used the auto.arima function several times for several 10-day periods in

2019: once with incremental inflow only, once with inflow and temperature as an

external regressor, once with inflow and precipitation as an external regressor, and once

with inflow and precipitation and temperature as regressor. We did this to fully explore

the relationship between inflow and exogenous variables.

The auto.arima function in R’s forecast package found ARIMA(3,1,2) with

precipitation and temperature as regressors to be the best fitted model for training set in

predicting March, September, and December inflow in 2019 while ARIMA(3,1,2) with

only precipitation as an external regressor is the best fitted model for training set that

predicts May 2019 inflow. In order to compare ARIMA model’s performance with our

ANN model, which incorporates temperature and precipitation, we chose the ARIMA

model with these two explanatory variables as two external regressors to serve as our

base model. The full results of our test set error testing can be seen in Table 1.
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Figure 4 shows a graph of best fit for the ARIMA model–from the close tracking

of observations and predicted for December inflow prediction, we can see that this is a

reasonably accurate model. Figure 5 presents a comparison between actual

incremental inflow from December 1st - 10th, 2019 inflow and the forecast results from

the best ARIMA model in the same time period .

Figure 4. ARIMA Training Set and Test Set for December 1 st - 10th, 2019 inflow

forecasting
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Figure 5. Ten-day-ahead predictions from regression with ARIMA(3,1,2) compared to

observed inflow data on December 1st - 10th, 2019

Artificial Neural Network

To train the DNN model we used previous temperature, precipitation, and

incremental inflow data from the Itaipu dam. The model was trained over 200 epochs

and found the optimal set of weights after 140 epochs. After running 140 epochs, the

DNN minimized the validation set MSE with a value of 47,926.15 (see Figure 6).
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Figure 6. DNN Error Minimization by Epoch

Having identified the optimal set of weights at the 140th epoch, we generated a forecast

on the test set (shown in Figure 7) and calculated a test MSE with the validation set

predictions compared to the validation set incremental inflows. We also calculate a

MAPE score to determine the accuracy of the optimal DNN on the test set (shown in

Table 1) .
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Figure 7. DNN Test Set and Prediction

Comparing the Models

To determine the accuracy of the models, we calculated accuracy scores (MSE

and MAPE) for both our ARIMA model and our DNN (Table 1). During the development

of both the ARIMA and the DNN models, we used the test accuracy scores to determine

the optimal ARIMA model and the optimal DNN model. However, we cannot use these

test MSE and test MAPE scores to directly compare the ARIMA model and the DNN

because we calculated the test scores based on predictions of two different slices of our

dataset. The magnitude of the MSE generally depends on the number of observations

used in the error calculation, so if we use different test data sets to compare MSE, we

will unfairly score the model that uses a larger data set. Our DNN calculates its test

MSE on its validation set (described in the Methods section), composed of just 16% of

our data, while our ARIMA model calculates its test MSE on the training inflow dataset

26



from 1984 through the last data point before a test set in 2019. Even the MAPE

calculations that do not inherently depend on the size of the predictions may be biased

if we compare MAPE scores of two different models on two different data sets. Were we

to compare the test MAPE score of the ARIMA model to the test MAPE score of the

DNN, we would be comparing the accuracy of our two models on two distinct portions of

our data. Either MAPE score will be biased if one portion of the data is harder to predict

than the other. Table 1 shows the test MSE and MAPE scores from both the ARIMA and

the final DNN models.

During the models’ forecast of their respective test sets, each model also

constantly had access to the observed incremental inflow of the day prior to the next

forecast. These test forecasts were therefore deceptively accurate. Recall, both the

ARIMA and DNN models are autoregressive models that make future predictions based

on past values. When we force both models to forecast 10 days into the future in a

mock real-world scenario, each model must forecast on prior forecasts 10 times in a row

to predict 10 days into the future. Thus, the comparison forecasts of both models will be

certainly less accurate than the two test forecasts. However, the fact we will be

comparing both models’ accuracy on the same four slices of our dataset means these

forecasts are comparable.

To compare the final ARIMA and DNN models to one another, we used both

models to forecast four different slices of our data (the first ten days of March, May,

September, and December 2019) and we compared the resulting MSE and MAPE error

scores. Unlike the calculation of each model’s respective test error scores, in which both

models forecast one day at a time over different slices of our data set, the calculation of

these comparison error scores involved both models performing a full ten-day

incremental inflow forecast over the same slice of our dataset.
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Test MSE* Test MAPE*

ARIMA Inflow only 98,804.73 5.38%

ARIMA +
Temperature 98,804.73 5.382%

ARIMA + Precipitation 98,777.51 5.379%

ARIMA +
Temperature +
Precipitation

98,777.01 5.382%

Neural Network
Model (DNN) 47,926.15 3.975%

Table 1. Test Accuracy Scores for December Forecasting, ARIMA and DNN

March 1-10, 2019 Comparison

We first compare the forecasts of the ARIMA and the DNN models on a 10-day slice of

March 2019. This timeframe, like the other three timeframes we use to compare the two

models, serves as an ideal period to judge the models against one another, because

this aligns with the nine-day planning horizon at Itaipu Dam. After forecasting both20

models on March 1-10, we can see in Figure 8 that neither model appears to

adequately predict the variation exhibited by the observed incremental inflow values

over that timeframe. Both models forecast a gradually decreasing trend for the 10-day

span while the observed values reach a local minimum 6 days into the timeframe and

then dramatically increase afterwards. The forecast errors for the March 1-10, 2019

prediction (Table 2) show that the ARIMA forecast slightly outperforms the DNN

forecast, but our visualization in Figure 8 shows both forecasts to be quite similar in

their predictions.

20 Ricci E. Ovideo-Sanabria & Reinaldo A. Gonzalez-Fernandez, "Short-term operation planning of the
Itaipu hydroelectric plant considering uncertainties," 2016 Power Systems Computation Conference
(PSCC), 2016, pp. 1-6, doi: 10.1109/PSCC.2016.7540928.
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Figure 8. March 1-10, 2019 Model Comparison

May 1-10, 2019 Comparison

Much like the March 1-10, 2019 forecast comparison, after running an ARIMA and DNN

forecast for May 1-10, 2019, we can see that neither model seems to grasp the

observed variation in the incremental inflows into Itaipu (Figure 9). Notably, the ARIMA

forecast shows almost no variability at all but rather predicts a slightly increasing

incremental inflow trend over the 10 days. The DNN model forecast shows some

variation in the form of a sinusoidal curve that may loosely follow the observed

incremental inflow trend from day 6-9, but that prediction is still quite distinct from the

observed incremental inflows over this period. Table 2 again shows that both models

score quite similarly on accuracy scores, although in this case the DNN MSE is superior

while the ARIMA MAPE score is superior. Given that MSE scores punish exceptionally

bad predictions, it is no surprise that the large gap between ARIMA predicted and

observed values in the last 4 days of the timeframe result in a negative result for the

ARIMA model.
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Figure 9. May 1-10, 2019 Model Comparison

September 1-10, 2019 Comparison

When we forecast the ARIMA and DNN models on September 1-10, 2019 and plot the

results in Figure 10, we can see that our DNN model was able to reasonably capture

the variability of the observed incremental inflows into Itaipu for this period. The ARIMA

model may have predicted an increasing trend for this 10-day period that resulted in the

best MAPE accuracy score in Table 2 for any of the predictions over any time period in

this project, but this forecasted trend showed no variability within the incremental

inflows. The DNN model, while less accurate according to our MSE and MAPE scores,

was able to peak its forecast exactly on time with the observed incremental inflows and

was able to show a decreasing trend afterward similar to the observed incremental

inflows. This DNN is perhaps our most interesting result thus far. For the first time we

can see that one of our models captured the trend of incremental inflows into Itaipu.
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Figure 10. September 1-10, 2019 Model Comparison

December 1-10, 2019 Comparison

The last of our four forecast comparisons in Figure 11 showed the ARIMA model to be

fundamentally outperformed by the DNN for the first time. Again, there is significant

variation in the observed incremental inflows into Itaipu and again, neither model was

perfectly able to capture that variation. However, the ARIMA model forecasted a slightly

decreasing trend over the course of the 10-day timeframe while the DNN model

forecasted an increasing trend that proved to be the more accurate of the two forecasts.

In this case, based on Figure 11 and on the accuracy scores in Table 2, the DNN is

clearly the better model. Table 2 shows a DNN MSE that is more than 3 times smaller

than the ARIMA MSE and a DNN MAPE that is more than 7 percentage points fewer.

From the plotted predictions, it is clear that the DNN is not only able to predict the

general increasing trend of observed incremental inflows over this period, but it is also

able to reasonably approximate some level of the variability of the incremental inflows.

While not perfect, this DNN prediction substantially outperforms the ARIMA in all

regards during this timeframe.
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Figure 11. December 1-10, 2019 Model Comparison

ARIMA MSE DNN MSE ARIMA MAPE DNN MAPE

March 1-10,
2019

288,595.01 313,231.57 14.82% 15.94%

May 1-10,
2019

137,380.31 130,872.55 15.27% 15.92%

September
1-10, 2019

37,224.76 41,721.82 12.23% 15.59%

December
1-10, 2019

483,512.32 142,809.20 24.48% 17.29%

Table 2. Comparison Accuracy Scores for ARIMA and DNN
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Discussion

After repeatedly running both the ARIMA and the DNN and comparing their

ability to predict incremental inflows into Itaipu, we are left with some mixed results. In

three of the four forecasts, the ARIMA had the superior MAPE score but it was unable

to forecast anything other than a rather linear outward prediction. The DNN for its part,

had two MSE scores and one MAPE score that outperformed the corresponding ARIMA

model MSE score and MAPE score for the same timeframe. Even when the ARIMA

outperformed the DNN model, the DNN’s error scores were quite close to the ARIMA’s.

Furthermore, the DNN was much more likely to forecast incremental inflows into Itaipu

with an appropriate characterization of the variability in the observed incremental

inflows. Even when the ARIMA is accurate, this accuracy is generally at the expense of

any serious precision. Over the course of the 10-day forecasts, the ARIMA might be

able to outperform the ANN if we compare MAPE scores, but the ARIMA could never

give the user of the model an impression of the peaks and troughs of the coming

timeframe’s incremental inflows. The DNN’s forecasts provided much more value in this

regard.

This difference in model forecasts is likely due to the way in which both models

predict outward. When we initially trained the DNN model, we optimized its ability to

perform a single step forecast many times in a row. As we discovered in the Results

section, this optimization technique may mean the DNN forecasts are quite variable. If

the DNN model is designed to minimize the next day’s prediction error rather than to

minimize the next 10 day’s prediction error, then even though we might see a higher

MAPE score, we may be able to predict the next 10-days’ variable incremental inflow

general trend more accurately. The ARIMA on the other hand, is designed to average its

forecasts for the future so that the error for the entire forecast is minimized. As we saw

in the Results section, this lower risk method of forecasting tended to show a more

accurate forecast, but it did so with the caveat that our ARIMA forecasts were almost
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entirely linear. Rather than risk a forecast that shows more variability, the ARIMA

forecast sacrifices precision for a relatively small increase in accuracy.

Having demonstrated these varied results, we ran a prediction for the first ten

days of 2020, a year for which we do not have data, with both the DNN model and the

ARIMA model. Thus, we provide a forecast that fulfills the original purpose of our

project. We are able to predict beyond our data, and as if into the future (Figure 12).

The information these predictions convey are actually what the engineers at Itaipu

Binacional would find most useful for optimizing production.

Looking at only the DNN outward predicted values (shown in Figure 12), we can

see that the model does not predict dramatic increases or decreases in inflow values,

but rather shows incremental inflows growing at a rather steady state for the next 10

days. While we do not have data for these 10 days into the future, the lack of an

extreme or obviously erroneous forecast is good news for us. The last few days of the

predictions also show tapering growth, indicating that the model understands the

oscillations of incremental inflow values. Even though we hold temperature and

precipitation constant (as described in Methods), our DNN understands that incremental

water inflows into Itaipu do not trend in one direction or another for too long a time.

Furthermore, when we plot the DNN 10 day forecast along with December 2019 actual

incremental inflow values (Figure 12), we can observe that while our inflow predictions

may not oscillate quite as sharply as previous observed values, our DNN forecasts do

follow previous general trends.

When we combine our plotted DNN predictions with our error calculations from

the Results section, a more complete understanding of the abilities of the model

becomes possible. The low (roughly 4%) test MAPE in Table 1 indicates that this is an

accurate model when making one prediction at a time. The comparison MAPEs in

Tables 1 and 2 also suggest that over a 10-day forecast, the DNN consistently

outperforms the ARIMA model in demonstrating the variability of incremental inflows

into Itaipu. However, the generally superior ARIMA model 10-day MAPE scores in Table

2 show that there is still opportunity for improvement. We expect that there are other
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variables, such as those pulled from hydrological models, that could be added to the

model that would decrease error, particularly over a 10-day forecast. Neural networks

are fundamentally capable of handling non-linear relationships between variables, and

our DNN may significantly benefit from the addition of more information. Even if that

additional information has a non-linear relationship with current data, our DNN should

be able to incorporate that information into its forecast. Our DNN is also a relatively

simple neural network, and could be further enhanced by engineers or operators with

more machine learning experience and knowledge of hydroelectric dam operation. This

customization is a benefit of the ANN models, as is the fact that it was built on entirely

free software. This model is also easy to update with new data for expanded forecasts,

and users can be trained on how to do this in very little time.

The ARIMA model on the other hand, can only handle linear relationships when

making a forecast. Given that the relationships that govern hydrological models are

frequently non-linear, we expect that additional variables would not significantly improve

the ARIMA model. For our 10-day 2020 incremental inflow forecast, we can again see

the simplicity of the generated decreasing trend in Figure 12. Not only is this ARIMA

forecast not likely able to improve upon its current form, its forecast for the first 10 days

of incremental inflow into Itaipu does not provide information on large variation in these

incremental inflows. The forecast itself may still also be substantially inaccurate (see

December 1-10, 2019 forecast in Results), but even when the ARIMA outperforms our

DNN, the ARIMA cannot provide any information about the extremes of future

incremental inflows.
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Figure 12. December 2019 Observed Incremental Inflows with January 2020 Predicted

Incremental Inflows

Still, our DNN model cannot replace Itaipu’s current model pair; the DNN model

cannot handle the system-wide complexity of upstream reservoir releases. However, it

can be a good replacement for the current deterministic hydrological model that predicts

incremental inflow. It incorporates the uncertainty element that the current models lack,

models non-linear relationships, and can handle the complexity that a changing climate

presents.

Another observation from fitting 4 ARIMA models to different combinations of

series (inflow only, inflow + temperature regression, inflow + precipitation regression,

and inflow + temperature regression + precipitation regression) is that precipitation

seems to have a more significant impact on inflow since fitting the best inflow with

precipitation regressor model to training sets returns the lowest MSE and MAPE among

our ARIMA models. Due to the black-box nature of DNN’s, we do not know how
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essential temperature was to the weights, but we hypothesize that similarly to the

ARIMA, precipitation is the more important variable.

As for the standard time-series model, the initial results were not what we

expected. Before using auto.arima to find the best model fit, we thought this function

would return a Seasonal ARIMA (SARIMA) model as our best model because we

expected the original inflow data to show some seasonal patterns. However,

decomposing the original inflow time series, we realized that since we used the daily

incremental inflow data, the seasonal pattern in our daily incremental inflow data is not

distinct, and shows many oscillations (Figure 13). We also expected that the addition of

precipitation and temperature would improve the model’s accuracy, instead of having a

negligible effect.  One reason to explain this is that there is no well-defined rain season

in the Paraná Basin, where Itaipu Dam is located. Hence, it may be hard for ARIMA to

capture any clear seasonal components and return a seasonal ARIMA model. Another

possible explanation of this is that the 34 years of historical inflow data we have may not

be a good representation of incremental inflow at Itaipu, and therefore insufficient for

ARIMA to capture any cyclical changes in seasonal components.
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Figure 13. Decomposition Plot of the Original Inflow Time Series

Conclusion

While we are pleased with how the ANN performed, we think there are several

areas of future study on how to improve the model. One of those areas is on seasonality

as seen in weekly or monthly trends–perhaps longer periods or reaggregated historical

data would show clearer patterns. We also believe that other variables could be added

as regressors to increase accuracy. Our variables were informed by a literature review

and data limitations, but there are likely other pertinent variables relating to hydrology

that we did not explore. Lastly, another area of research could be how optimizing 10-day

forecasts would alter the results of the ANN; it is our hypothesis that it would create
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outputs similar to the ARIMA models. However, this was beyond the scope of our

presentation.

The biggest impact of adding an artificial neural network model into Itaipu’s

forecasting process may be a marginal, maybe 1%, increase in production. However,

even a 1% increase at a facility the size of Itaipu has significant effects. In 2021, Itaipu

produced 66,369 GWh of power. A 1% increase would be the addition of 663.69 GWh of

carbon-free electricity onto the Brazilian and Paraguayan power grids. For scale, this is

comparable to the entire power output of US natural gas plants and non-hydro

renewables in 2020 (EIA, 2021). Using power prices on the Brazilian wholesale market,

this additional electricity would bring in $118,784,400 more revenue. Further optimizing

electricity at Itaipu also helps reduce the need to build more fossil-fuel power plants,

and contributes to Brazil and Paraguay’s clean energy goals.

We hope that Itaipu uses this project as a proof of concept for how to integrate

neural networks into their modeling process, and improves upon it–while we are excited

by our results and work, we are even more excited by the prospect of it helping Itaipu

produce more clean gigawatt hours of electricity!
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