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Abstract

Gene expression and regulation are major determinants of phenotypic traits dis-

played across species. Although the DNA sequence elements that control gene expres-

sion play a crucial role in determining species morphology, predicting cis-regulatory

elements through sequence analysis alone remains a difficult task. A few regula-

tory elements, such as the TATA-box and Initiator sequence, are overrepresented

at specific locations within the proximal promoter. However, the extent to which

this occurs among cis-regulatory elements is not well understood. Here, we take a

genome-wide approach towards detecting such functional sequence elements, using

location-specific overrepresentation as a criterion for regulatory function. We provide

evidence that a surprisingly large number of regulatory elements exhibit locational

overrepresentation with respect to the transcription start site. We then utilize this

characteristic to predict novel cis-regulatory elements overrepresented at particular

locations within the proximal promoter.

Transcriptional regulation is most often controlled not by single protein factors

acting in isolation, but instead multiple transcription factors acting together within

multi-protein complexes. As protein-protein interactions are largely determined

through protein structure, we would expect to see patterns of spatial preference

between motif-pairs binding interacting factors. However, in the absence of meth-

ods to predict such spatial preferences between motifs, comprehensive assessments of

such inter-relationships have not been previously conducted. As our model provides

a general tool for detecting positional specificities of a motif relative to a given ref-

erence point, we expanded our model to measure distance preferences between pairs

of motifs on a genome-wide scale. We show that there often exist patterns of spa-

tial dependencies between pairs of sequence elements that bind interacting protein

factors. We find that regulatory motifs binding interacting proteins often have mul-

tiple inter-motif distances at which they preferentially occur, and we show that the

intervals between preferred distances are highly consistent across motif-pairs. This

distance preference ‘phasing’ was empirically found to occur at consistent intervals

iv



around ∼8-10 bp, corresponding to approximately the number of nucleotides within

a single turn of the DNA double-helix. This finding suggests a tendency for protein

factor-pairs to interact in a specific orientation with respect to the turn of the DNA

molecule, and offers a convenient method by which to determine motif-pairs binding

interacting transcription factors de novo.

While little is known about the mechanisms by which individual cis-regulatory

elements ultimately control gene expression, even less is known about how such ele-

ments evolve over time. A single transcription factor can potentially target hundreds

of genes across the genome, and thus modifications in the binding affinities of such

proteins must induce conversions at a multitude of functional sites in order to pre-

serve the set of target genes that the trans-factor regulates. It is therefore commonly

assumed that such changes occur rarely and at a slow rate over the course of evolu-

tion. Despite this widespread assumption, we find that a surprisingly large number

of cis-regulatory elements have been subject to significant changes in consensus se-

quence in a lineage-specific manner. Here, we demonstrate that the genomic land-

scape is highly adaptable, rapidly adjusting to global changes in preferred regulatory

consensus sequences. Focusing upon regulatory elements exhibiting location-specific

overrepresentation, we find that a substantial fraction of regulatory elements have

been subject to evolutionary modifications, even between closely related eutheri-

ans. These findings have broad implications regarding evolving phenotypes observed

across species.
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1

Introduction

Transcriptional initiation is a major point of control for gene expression [66, 94,

144], and considerable effort has been devoted to deciphering the code by which

transcriptional regulation occurs. Although this aspect of the genotype-phenotype

connection is central to many fundamental biological processes, our understanding

of how this mechanism operates at the molecular level is far from complete.

Transcription is largely driven by proteins called transcription factors that bind

to the DNA in a sequence-specific manner [66, 144]. The mechanisms by which

transcription occurs are highly complex, and transcriptional regulation is often driven

by multiple regulatory elements acting together to control gene expression [4, 10, 33,

35, 144]. However, despite such complexities, the rapidly-growing availability of

genomic data has allowed for computational approaches to be used to study gene

regulation at the DNA sequence level. While it is unlikely that sequence analysis

alone will enable us to understand the entire range of biological processes within the

organism, it serves as a major step towards our knowledge of how such processes

occur.

In this work, we utilize sequence data on a genome-wide scale in order to un-
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derstand various aspects of transcriptional regulation. Our approach is to assess

spatial patterns of sequence element occurrence, such as locational specificity of

DNA sequence motifs relative to the transcription start site (TSS) or postional inter-

dependencies between pairs of sequence elements. In Chapters 3 and 4, we show

that spatial preferences can be used both to discover cis-regulatory elements as well

as functional relationships between regulatory motifs. Our results include many

known cis-regulatory motifs [80] as well as a large number of novel regulatory motif

candidates. We further show that spatial inter-dependencies exist between many

motif-pairs binding interacting transcription factors, and we use this characteristic

to predict previously undocumented relationships between putative regulatory mo-

tifs. In Chapter 5, we assess the prevalence of evolutionary changes within these

location-specific elements across a large array of vertebrate species. We show that

locational specificity can be utilized to study the evolution of such protein binding

elements. Our studies represent a novel means by which to predict cis-regulatory

motifs and their significance within the evolving organism.

1.1 Regulatory motif prediction and locational specificity

At the most fundamental level, understanding transcriptional regulation requires

knowledge about the individual cis-regulatory elements that affect gene expres-

sion. Several methods have been proposed to predict individual transcription factor

binding sites by detecting statistically overrepresented motifs within the promoter

[3, 32, 62, 67, 93, 105, 121, 126, 127]. This approach generally searches for se-

quence elements common across a small handful of co-regulated genes, making the

assumption that co-regulation implies co-occurrence of the same putative regulatory

element. However, in the absence of functional data, overrepresentation of DNA

sequence elements is not a sufficient criterion for functionality for two basic reasons.

First, binding sites are generally short (∼5-10 bp) [124], which means that many
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instances are present by chance rather than for functional reasons. Second, many

motifs occur at increased frequency as a result of mutational bias or dinucleotide

fluctuations near the start of transcription [38, 119, 149]. The widespread overrep-

resentation of these motifs frequently dominates the subtle indicators of regulatory

function, thus limiting the efficacy of these approaches.

In this study, we take a genome-wide approach to predict cis-regulatory motifs,

using locational specificity as a criterion for motif functionality. There are a few

known cases for which cis-regulatory elements function at specific locations within

the proximal promoter [38, 66, 79, 145]. Such regulatory elements are often overrep-

resented at the location at which they function with respect to the surrounding region

[38, 128, 145]. This characteristic can therefore be utilized to determine functional

cis-regulatory elements de novo.

Previously, relatively little information existed about locational specificity of cis-

regulatory sequences. Important questions include whether location-specific regula-

tory motifs are common, how they are distributed around genes, which transcription

factors are involved, and whether they are associated with functional classes of genes.

Here, we report that a large number of known and novel regulatory elements exhibit

location-specific overrepresentation relative to the TSS. We introduce a new model,

denoted as the ‘motif positional function’ (MPF) model, which predicts regulatory

elements by measuring locational specificity at single basepair resolution while con-

sidering the data collectively. By using regression analysis and a likelihood ratio test,

the model differentiates noise in the data from true location-specific overrepresenta-

tion. The method also accounts for location-specific dinucleotide fluctuations that

exist within the promoter, incorporating a non-uniformly distributed background

(null) model based upon the dinucleotide composition across the regulatory region.

We show that this method can be used to predict novel cis-regulatory elements ex-

hibiting previously unrecognized instances of positional specificity on a genome-wide
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scale.

1.2 Spatial patterns of functional regulatory motif inter-dependencies

Beyond a fundamental understanding of how individual cis-regulatory motifs affect

gene expression, it is also crucial to understand how different regulatory elements

work in concert to control gene expression. Transcription is not only regulated by

individual proteins working in isolation, but is instead driven by cooperative inter-

actions between multiple protein factors [4, 10, 33, 144]. Thus, knowledge regarding

such regulatory element relationships is essential to gain a full understanding of gene

regulation.

Since protein-protein interactions are inherently structure-specific, it is natural

to expect that regulatory motifs binding interacting proteins preferentially co-occur

non-randomly with respect to each other. Previous studies have shown that mutual

relationships exist between various regulatory motifs, such as paired co-occurrences

and relative orientations to the TSS [59, 70, 95, 112]. Such relationships have been

effectively utilized in a variety of applications, such as the study of condition-specific

and time-dependent gene expression patterns [5], gene network analyses [95, 118],

and promoter region detection [75]. However, such studies are frequently limited to

analyzing sequence element relationships between either known binding site motifs

or those predicted using standard motif overrepresentation methods. Due to this

limitation, little is known about the nature of cis-regulatory elements relationships,

and tools designed for large-scale assessments of such relationships have not been

previously available.

Here, we provide a means by which to predict pairs of regulatory motifs binding

interacting transcription factors de novo, without any prior knowledge about the

sequences of the particular motifs involved. Our model provides a general tool to

measure positional specificity relative to any given reference point, and is therefore
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not restricted to measure only location-specific preferences relative to the TSS. Thus,

we extend our model to measure positional specificity of a given motif relative to the

known occurrence of a second motif, analyzing spatial relationships between pairs of

motifs with a collective functional role in gene regulation. Our approach effectively

circumvents the limitations of previous studies, for which relationships could only be

analyzed for previously known or predicted regulatory motifs.

It has been previously shown that protein-protein interactions can occur at phased

intervals along the DNA molecule due to the winding of the double-helix or the wrap-

ping within the histone complex [53, 69, 135, 144]. Although this has been shown in

only a few individual cases, without large-scale assessments, the prevalence of such

‘interaction phasing’ has not been studied. In this work, we search comprehensively

across all motif-pairs to discover potential binding site relationships, incorporating a

multi-modal model for inter-motif distance preferences. Here, we show that interac-

tion phasing is a very common characteristic among many motif-pairs, and we find

that binding sites of putatively interacting transcription factors frequently co-occur

preferentially at multiple distances. These preferred inter-motif distances were found

to be consistently phased, with intervals between preferred distances corresponding

approximately to the number of nucleotides in one turn of the DNA double-helix.

This suggests a tendency for certain factor-pair interactions to occur in a particular

orientation relative to the turn of the DNA molecule. We use this periodic phasing

of inter-motif distance preferences to detect motif-pairs binding interacting proteins,

predicting functional binding site relationships between putative regulatory motifs.

We show that this methodology is effective in predicting pairs of regulatory motifs

that bind interacting transcription factor proteins, including both individual reg-

ulatory motifs as well as motif-pairs binding proteins with known and previously

undocumented interactions.
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1.3 Evolution of location-specific cis-regulatory elements

Transcriptional regulation is a major determinant of species morphology [49, 66,

143, 144], and therefore evolutionary changes in cis-regulatory elements can have

broad impacts on phenotypic traits observed across organisms [64, 122, 130, 143].

A single transcription factor can sometimes regulate the expression of hundreds or

even thousands of genes genome-wide, particularly in the case of commonly-occurring

location-specific motifs [38, 148]. Modifications within the preferred protein-binding

sequences therefore involve a massive number of changes in order to preserve the set

of target genes regulated by the corresponding trans-factor.

In this ‘one-to-many’ relationship between a single transcription factor and the

multitude of sites to which it binds, it is often assumed that protein binding affinities,

and thus the preferred DNA binding motifs, are rarely modified over the course of

evolution [31, 44, 60, 61, 72, 128, 146]. This assumption is both convenient from a

computational point of view and, in the absence of evidence to the contrary, may

appear to be plausible. However, the assumption that regulatory motifs remain

mostly static has never been explicitly tested. Large-scale analyses for cross-species

differences in preferred binding motifs are typically unfeasible using experimental

approaches, and in the absence of effective computational approaches, searching for

such differences in silico has previously been proven difficult.

In this work, we take a novel approach to assess the prevalence and nature of

genome-wide regulatory motif modifications within vertebrates. We focus upon mo-

tifs exhibiting location-specific overrepresentation as predicted using the MPF model.

Locational specificity is a convenient characteristic by which to study evolutionary

changes in cis-regulatory motifs. Location-specific overrepresentation reflects a func-

tional role of a given motif within its region of overrepresentation [79, 149], and there-

fore we can infer functionality for motif occurrences at that location. This allows
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us to focus upon instances of the motif that are likely to be functional, while other

instances of the motif outside this region are less likely to play a role in gene reg-

ulation [128]. In contrast, distinguishing between functional occurrences and those

under less evolutionary constraints is difficult for non-location-specific motifs. Many

regulatory motif occurrences are simply due to chance and may not necessarily play

a role in gene regulation, depending upon complex factors such as nearby sequence

elements or structural characteristics of the surrounding DNA [45, 134, 144].

Although many occurrences of location-specific regulatory motifs are also present

due to chance, previous observations have suggested that occurrences of location-

specific motifs within their preferred locations are much more likely to be functional

than occurrences outside this preferred location. For instance, it has been shown that

occurrences within the region of overrepresentation are under stronger evolutionary

constraints than those outside this region [128]. It has also been shown that several

location-specific motifs induce similar expression patterns of the target genes when

occurring within the region of overrepresentation [38], while other motifs target genes

with specific GO categories [128]. These observations suggest that functionality

of location-specific motifs can often be inferred according to the location of the

occurrences, without the complexity of other factors affecting functionality of non-

location-specific regulatory motifs.

In addition, locational specificity allows us to circumvent the need for cross-

species alignments. In our approach, we simply consider motif occurrences targeting

orthologous genes across species, focusing only upon occurrences within the region

of overrepresentation. However, such occurrences need not be paired within cross-

species alignments. This is a significant advantage over previous cross-species com-

parisons that rely upon sequence alignments [60, 61, 128, 141, 146], since obtain-

ing reliable sequence alignments across highly diverged species is largely unfeasible.

Thus, this approach enables us to assess regulatory element evolution across a wide
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range of vertebrate species, including humans, chimp, macaque, mouse, rat, cow,

dog, horse, opossum, platypus, lizard, and frog. In addition, without relying upon

sequence alignments, our methodology naturally incorporates instances of regula-

tory element turnover within regions of overrepresentation, which has been shown to

occur commonly during the course of evolution [44, 72, 91].

In this work, we conduct two different statistical assessments of the prevalence of

regulatory motif modification, each according to a separate statistical model with

differing underlying assumptions. The first, which we denote as the ‘intergenic

background’ model, compares cross-species differences observed within the region

of overrepresentation relative to the expected amount of non-conservation outside

this region (i.e., within a set of intergenic sequences). The second, denoted as the

‘binomial distribution’ model, considers only motif occurrences within the region of

overrepresentation, with the null model assuming an equal rate of substitution to

and from each nucleotide type across lineages. With both models, we show that a

surprisingly large fraction of location-specific regulatory elements have been subject

to evolutionary modifications since the divergence between even relatively closely re-

lated species. For instance, we find that approximately a third of all location-specific

motifs exhibit rapid evolutionary modifications within either human or mouse fol-

lowing species divergence. In many cases, regulatory motifs were modified at a rapid

rate compared to the background frequency of substitution. In some cases, this

genome-wide conversion reflects hundreds of nucleotide-specific substitutions each

occurring independently across the genome. This was found to be the case for even

well-studied regulatory elements such as the GC box, for which we found nucleotide-

specific substitutions (gggAgg→ gggCgg) in approximately 600 promoters along the

eutherian lineage following the split from marsupials.

These findings illustrate a highly adaptable nature of the genome. We show that

the genome is able to accumulate a surprisingly high number of coordinated modi-
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fications in functional sequence elements, with independently occurring nucleotide-

specific substitutions. While many studies focus upon either a single or a small

handful of genes to explain phenotypic differences across species, e.g., [31, 130], the

genome-wide modifications discovered here affect a massive number of genes, and

therefore have broad implications regarding phenotypic differences observed across

species. These results provide motivation for future work regarding cis-regulatory

element evolution.
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2

Background

2.1 Transcriptional gene regulation

Since the landmark paper by King and Wilson in 1975 [64], it has been postulated

that gene regulation is one of the major determinants of organismal phenotype. Of

the many mechanisms by which gene regulation occurs, transcription is generally

thought to be the major point of control [66, 144]. At the molecular level, transcrip-

tion is the process by which the DNA template is used to create a complementary

RNA molecule. RNA is then often, although not always, translated into a protein

that performs a specific biological function. Below we describe the mechanisms by

which the transcriptional process is controlled.

2.1.1 Gene regulation via transcription factors

Transcription is carried out by a multi-protein complex called the basal transcrip-

tional complex [66, 142, 148], whose components include RNA polymerase and a large

number of interacting proteins called ‘general transcription factors’ (GTFs) [142]. As

shown in Figure 2.1, this complex binds to the DNA at a location called the core

promoter and subsequently transcribes the DNA template into mRNA [66, 104, 142].
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Figure 2.1: The transcriptional complex. Transcription is initiated via protein factor
complexes that bind to DNA cis-regulatory elements. The basal transcriptional complex,
comprised of transcription activating factors (TAFs) and RNA polymerase II, carries out
transcription after binding to various promoter elements, such as the TATA-box. Tran-
scription is also regulated by protein factors binding to regulatory DNA modules, often
located farther from the transcription start site.

Although the binding of the basal transcriptional complex to the promoter is suffi-

cient for minimal transcriptional initiation [104], additional protein factors are gen-

erally required to fully activate transcription [104, 142]. Such transcription factor

proteins generally bind to the DNA in a sequence-specific manner, or else act in

concert with other bound proteins via protein-protein interactions [144]. These pro-

teins can either induce or inhibit transcription, according to the characteristics of

the particular protein factor [66, 104].

The mechanisms by which transcription occurs are highly complex, and are

largely driven through the collective efforts of multiple protein factors acting in con-

cert [4, 10, 33, 144]. Although the expression of certain genes (e.g., housekeeping

genes) remains relatively stable across different tissues and external conditions, in

other genes, relationships between interacting factors can often direct complex pat-

terns of expression. Such complex expression patterns are often associated with,

for example, genes involved in cell differentiation and development [99] or signaling

pathways [42]. Transcription factors controlling regulation often bind to the DNA

either inside the proximal promoter region (within ∼200 bp of the TSS), or in distal
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enhancers, which can be located as far as 10 kb away of the start of transcription [66].

Binding sequences for such factors are often arranged in ‘regulatory modules’, which

contain several binding sites in close proximity, affecting transcription collectively.

Such modules then act in a discrete manner, driving specific expression patterns as

a single unit, largely independent of the nearby flanking DNA [144].

2.1.2 Alternate mechanisms of transcriptional regulation

In addition to functions carried out by transcription factors and their specific binding

sequences, other mechanisms can also affect gene regulation. Structural character-

istics of the DNA molecule [24, 103, 150] and accessibility of the DNA outside the

histone complex [13, 36] have both been shown to have effects on gene expression

patterns. For instance, left-handed Z-DNA structures occurring near the promoter

have been known to regulate transcription [87, 103, 106]. Although Z-DNA confor-

mations are physically unfavorable compared to the more common B-DNA conforma-

tions, Z-DNA structures can often be formed by certain nucleotide sequences, such as

ploy(GC), ploy(CA), or poly(TG) dinucleotide repeats [103]. These repeat sequences

and the resulting Z-DNA conformations are often found to inhibit transcription when

occurring upstream of a given target gene [87, 106].

Accessibility of the DNA outside the nucleosome can also affect the transcriptional

process [13, 36]. DNA tightly wound around the histone complex is often inacces-

sible to trans-regulatory elements, and therefore such regions are generally inactive

[36]. Thus, displacement of the nucleosome from the DNA is essential to allow for

the transcriptional process to occur. Various mechanisms allow for displacement of

the histone complex, such as nucleosome remodeling, where the histone complex is

altered via interacting proteins, allowing other transcription factors access to the

DNA [66]. Other mechanisms, such as post-translational alterations of the histone

molecules by phosphorylation, ubiquitination, or acetylation have also been known to
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affect nucleosome packaging [117]. While the mechanisms mentioned above generally

involve trans-regulatory factors, various sequence elements within the DNA them-

selves can inhibit nucleosome compaction. For instance, poly(T) thyamine tracts

have been shown to promote DNA bending, thereby displacing the nucleosome from

the DNA molecule [28, 48, 111]. Although most studies regarding transcriptional

regulation focus primarily on transcription factors and their binding sites, DNA ac-

cessibility plays a crucial role in gene regulation [36] and can also offer a means by

which to detect active promoter regions within the genome [13].

2.1.3 Regulatory sequence analysis

With the recent availability of genomic DNA sequences, researchers have begun to

use sequence analysis to gain an understanding of various biological processes. Of

major interest is the ability to distinguish functional genomic elements from the

non-functional nearby flanking sequences. In terms of transcriptional regulation,

this involves the ability to discover sequence motifs to which transcription factors

preferentially bind. The most common approach used to predict transcription factor

binding sites involves searching for statistically overrepresented motifs upstream of

the TSS [3, 17, 18, 32, 62, 67, 93, 105, 113, 121, 126, 127]. However, regulatory motif

detection through computational methods poses a difficult problem. Regulatory

motifs are usually short (e.g., 10 bp or less) and can be highly degenerate. In most

cases, motif detection methods search for overrepresented motifs within a group of

co-regulated genes, assuming that the same regulatory motif is present upstream

of all, or the majority, of these genes [3, 32, 62, 67, 93, 105, 121]. However, it is

generally not the case that co-regulation implies motif co-occurrence. For instance, a

group of genes in a common pathway can show similar expression patterns, although

genes upstream in the pathway can be regulated by different factors than those

downstream in the pathway. In addition, statistical approaches used to search for
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co-occurring motifs are diverse in methodology, and can be highly sensitive to user-

defined parameters [71, 124]. As a result, different motif detection algorithms produce

varying predictions, even when applied to the same data sets. In general, assessments

of such motif detection programs have shown that this approach has very limited

efficacy, whether applied to biological or to simulated data sets [124].

Other approaches have also been proposed to predict DNA sequence motifs that

play a functional role in gene regulation. For instance, genome-wide scans for over-

represented motifs within the regulatory region have also been proposed [17]. In such

models, a ‘dictionary’ of common motifs is inferred from a large number of proximal

promoter regions across the genome. Another common approach is to conduct cross-

species comparisons in a method termed ‘phylogenetic footprinting’, which predicts

regulatory motifs according to sequence conservation across species [60, 61, 68, 131].

However, it has been shown that many functional binding sites are not conserved

across species [72, 91, 97]. This observation can often be explained simply by evolu-

tionary changes within the binding site [97], or else by regulatory element turnover,

where orthologous target genes share the same, yet non-homologous, regulatory el-

ement [72, 91]. Thus, considerable challenges remain regarding the detection of

functional regulatory elements.

2.2 Available genomic sequence data

2.2.1 RefSeq gene annotations

Biological sequence analysis is facilitated by the ever-growing amount of available

genomic sequence data. Studies regarding transcriptional regulation are often con-

ducted using available TSS data annotations, which allow the user to analyze reg-

ulatory regions near the start of transcription. The RefSeq database in particular

[76, 101] provides a large collection of high-quality gene annotations, including TSS

annotations of mRNA transcripts. RefSeq annotations are maintained and made
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freely available via Entrez [109] through the National Center for Biotechnology In-

formation (NCBI) (http://www.ncbi.nlm.nih.gov/), and can also be accessed using

the UCSC Genome Browser (http://genome.ucsc.edu/) [58].

From a computational point of view, obtaining reliable genomic information is

crucial to conduct DNA sequence analyses. In particular, accurate TSS annotations

are essential to study transcriptional regulation in cases for which the location of a

given regulatory element within the promoter is of interest. With the advent of large-

scale databases containing an albeit comprehensive list of TSS locations, it is now

possible to conduct promoter sequence analyses on a genome-wide scale. In Chapter

3, we describe an approach that utilizes known TSS locations in order to study

location-specific cis-regulatory elements within and near the promoter, effectively

utilizing such high-quality TSS annotations.

2.2.2 Genome projects across diverse vertebrate species

There is now a growing amount of genome sequence data for a diverse number of

organisms, ranging from human to bacteria. Even within vertebrates, complete

genomes are available for more than two dozen organisms, including eighteen mam-

malian species [58]. Such a wide variety of both closely- and distantly-related lineages

has allowed for evolutionary studies across a large array of organisms. In many cases,

whole-genome alignments across multiple lineages are currently available [85], facili-

tating comparisons between species. Although the amount of coverage of the genome

varies greatly across species, rising technology is rapidly increasing both the amount

and quality of genomic sequence data.

Genome comparisons have provided a means by which to assess both similarities

as well as differences between organisms. For instance, cross-species genome com-

parisons have estimated that approximately 80% of all human genes contain clearly

identifiable orthologs in mouse [86], and over half contain orthologs in opossum [83].
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Sequencing and analysis of the chimpanzee genome has shown that the human and

chimp genomes are surprisingly similar, with each species accumulating substitutions

at only 1% of all nucleotide sites since their divergence [120]. In particular, the vast

majority of protein-coding genes shared within primates are strikingly similar, with

∼29% of all genes differing only at 2 or less amino acid residues between human

and chimp. This finding supports the claim made by King and Wilson [64] that

evolutionary changes in phenotype can be largely explained through changes in gene

expression patterns, rather than modifications within protein-coding regions.

These genome comparisons provide an initial survey of similarities as well as

possible differences between species. Of even greater significance, however, is the

availability of these genome sequences for further in-depth studies regarding the

nature of molecular evolution. Prior to high-throughput sequencing technology, the

study of molecular evolution was often limited to theoretical models, without the

ability to conduct large-scale analyses due to the small amount of available data.

The recent availability of such data thus allows for such models to be implemented

on large high-quality data sets. Genomic sequence data therefore provide researchers

with the ability and motivation to conduct cross-species analyses to study the process

of molecular evolution.

2.3 Locational specificity in cis-regulatory elements

2.3.1 Promoter architecture

It has long been recognized that certain cis-regulatory elements function at specific

locations within or near the promoter [15, 148]. Originally, only a few elements were

known to exhibit locational specificity, such as the TATA-box (TBP binding element),

the GC box (SP1 binding element), the CAAT-box (NFY binding element), and the

Inr sequence [15]. The most well-studied of these elements are the TATA-box and the

Inr sequence. Both are known to function at very precise locations within the core
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promoter, defining the location at which transcription is initiated [79, 107, 108, 148].

The TATA-box plays a crucial role in transcription for many of its target genes,

recruiting RNA polymerase II via protein-DNA interactions with TFIID, one of the

GTFs within the basal transcriptional complex [142, 148]. The TATA-box is most

often found approximately ∼30 bp upstream of the start of transcription, and it is

estimated that between 10-25% of all mammalian promoters contain a functional

TATA-box element [107, 148].

Although the TATA-box is commonly found within many promoters, it is con-

spicuously absent from others. This is particularly true for housekeeping genes

[38, 66, 148], i.e., those that display consistent expression patterns across tissues

and external environments. In many genes that lack a TATA-box, the start of tran-

scription can be accurately placed via the Inr sequence, which occurs directly across

the start of transcription [148]. The common Inr sequence, present in approximately

∼46% of all eukaryotic genes, generally controls the location of transcriptional ini-

tiation by binding two transcription factors (TAF1 and TAF2) within the TFIID

protein complex [19, 148]. Interestingly, TBP, the factor within the TFIID complex

that generally binds to the TATA-box, is also recruited to the basal transcriptional

complex in most TATA-less promoters. However, in the absence of the TATA-box,

TBP itself does not bind to the DNA, but is instead recruited to the basal transcrip-

tional complex through protein-protein interactions with other GTFs [19, 79, 148].

The locations of the TSS within promoters lacking both a TATA-box and the Inr

element appear to be largely determined by other protein factors outside the basal

transcriptional complex [66, 137]. These factors, such as the GC box and the CAAT

box, then interact with the basal transcriptional complex and position this complex

in general approximation to the start of transcription [66, 148]. TATA-less promoters

are often located within CpG islands, and thus the dinucleotide composition of these

promoters is qualitatively different than those that possess a functional TATA-box
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[148]. The mechanisms by which TATA- and/or Inr-containing promoters operate

appear to be distinct from TATA- and Inr-less promoters [55, 56, 107]. For instance,

the location of the TSS within promoters containing a TATA-box or Inr element is

generally well-defined, and is accurately located at a specific nucleotide site [56]. In

contrast, promoters lacking both elements are most often found within housekeeping

genes and can contain several initiation sites, interspersed across potentially 50-100

nucleotide sites [55, 107]. Thus, certain authors have emphasized the diversity of

promoter architecture across genes, which can be placed into one of several categories

according to the makeup of their promoters and the mechanisms by which they

operate [55, 56, 115, 148].

2.3.2 Locational-specificity within regulatory motifs

Locational specificity had originally been documented for only a small handful of reg-

ulatory motifs [15], and only recently has the prevalence of location-specific overrep-

resentation been studied among other cis-regulatory elements. Different assessments

of the prevalence of locational specificity among regulatory elements have produced

conflicting results. The predicted number of motifs exhibiting locational specificity

ranges from only nine non-redundant 8mer predictions made by FitzGerald et al [38]

to 1,226 unclustered 8mer predictions made by Tharakaraman et al [119]. Although,

in many cases, there exist similarities in the approaches taken by various studies,

subtle differences in methodology can often lead to varying results.

There are two major challenges to overcome when predicting locational-specificity

among putative regulatory elements. The first obstacle is the difference in the size

of the region at which a motif is overrepresented. Some regulatory motifs are con-

strained to very precise locations within the promoter, while others can be found

overrepresented across large areas of the regulatory region. For instance, the Inr

sequence functions at a single nucleotide site overlapping the TSS [15, 56, 148], and
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the TATA-box is found overrepresented at only a few nucleotide sites upstream of

the TSS [56, 79]. In contrast, most location-specific regulatory elements, such as the

GC box and the CAAT-box, are found overrepresented across much broader regions

of the proximal promoter. Such motifs can often be overrepresented across ∼50-150

nucleotide sites, although the number of sites can vary greatly between regulatory

motifs [15, 149]. With only one exception [119], most studies do not take such dif-

ferences into account. Instead, most studies generally search for location-specific

overrepresentation within several discrete windows of predefined width (e.g., ∼20-25

bp) [38, 128, 145, 146]. Studies that take this low-resolution approach have limited

sensitivity to many instances of location-specific overrepresentation, particularly for

cases in which a motif is found constrained to a highly specific location, or else over-

represented across a broad range of the regulatory region. For instance, none of the

studies using this method could predict locational specificity for the Inr sequence de

novo (Section 3.4.1) [38, 128], despite the fact that the Inr sequence has been known

to exhibit locational specificity for more than two decades [15]. Similar difficulties

were encountered for the TATA-box. For example, Vardhanabhuti et al [128] were

not able to predict location-specific overrepresentation of this well-known element at

the location at which it is known to function.

A second difficulty encountered during location-specific motif prediction is the

effect of dinucleotide fluctuations close to the TSS. Many promoters occur within

CpG islands [56, 148], and thus GC dinucleotide content rises significantly near

the TSS [11, 38, 55]. Studies that do not account for locational fluctuations in

dinucleotide content therefore generally predict a disproportionate percentage of GC-

rich motif predictions [119]. We show in Section 3.4.2 that the majority of these

predictions are simply due to the rise of GC content near the TSS, and they generally

do not comprise true cis-regulatory elements.
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2.3.3 Assessments of locational specificity

There are three major facets regarding location-specific motif predictions. The first

is to determine which previously known TFBSs exhibit locational specificity. This

allows us to predict which transcription factors are likely to be involved in positioning

the basal transcriptional complex within the promoter. We show in Chapter 3 that

many previously known regulatory elements exhibit locational specificity, although

their locational overrepresentation has not previously been documented. Second,

since certain regulatory proteins are known to function at particular locations within

the proximal promoter, a given model can be validated according to the presence of

the protein binding motifs within its list of predictions. As mentioned in the previous

section, many approaches designed to predict locational specificity cannot detect even

well-known location-specific motifs, and therefore fail this test in certain cases [38,

128, 146]. A third purpose for analyzing locational specificity is to predict previously

unknown sequence elements that may play novel roles in transcriptional regulation.

Predicting novel regulatory motifs de novo therefore furthers our understanding of

transcriptional regulation and the sequence elements controlling gene expression.

One common approach taken by studies regarding locational specificity is to scan

for location-specific overrepresentation within either previously known regulatory

elements or across motifs predicted using alternative methods [81, 128, 145, 146]. The

latter case usually includes motifs predicted using either standard motif detection

methods [145] or cross-species conservation [146]. These approaches have certain

drawbacks. For instance, although the prevalence of locational-specificity within a set

of known regulatory elements can be assessed using these approaches, it is limited by

our current knowledge of TFBSs or the efficacy of orthodox motif detection methods.

By the nature of this approach, novel motifs cannot be predicted using locational

overrepresentation as a criteria for functionality.
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The second approach is to predict positionally overrepresented motifs de novo,

scanning across a comprehensive list of k-mers and inferring functionality accord-

ing to locational-specificity itself [38, 128, 119]. In this second approach, no prior

knowledge is required concerning the sequences of potential location-specific regu-

latory motifs. The work described here uses this approach (Chapter 3), and pro-

vides comparisons to the results of various other studies using similar, but distinct,

methodologies.

2.4 Mutual relationships between regulatory elements

2.4.1 Combinatorial regulatory element relationships

As discussed previously in Section 2.1.1, transcription is often controlled by multiple

transcription factor proteins acting collectively within multi-protein complexes [4,

10, 33, 66, 144]. Such complexes are generally bound to the DNA within regions

called ‘cis-regulatory modules’ (CRMs), each of which contains several binding sites

that recruit one of the many protein components [66, 144].

Due to the combinatorial effects of transcription factor proteins upon their tar-

get genes, several studies have analyzed regulatory element combinations within

predicted CRMs [2, 88, 110, 114, 151]. Such studies have analyzed densities of

binding sites within small sequence windows across the regulatory region (e.g., 200

bp [2]). There are various applications of CRM detection, such as predicting dif-

ferential gene expression patterns [5], analyzing binding site combinations within

co-expressed genes [110], de novo prediction of individual regulatory elements and

their functional relationships [88, 151], or simply the identification of CRM loca-

tions within the genome [2, 114]. Approaches used to detect CRMs can vary widely

between studies. Some methods have been applied to a small set of co-regulated

genes without prior knowledge regarding the binding site sequences [88, 110, 151],

while others use previously known binding motifs, either within co-regulated genes
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or across the entire genome [2, 114].

2.4.2 Distance relationships between regulatory motifs

In most studies, functional regulatory motif relationships are studied only according

to binding site densities within discrete windows representing a CRM. However, this

represents an over-simplification of protein-protein interactions. Such interactions

are not only dependent upon proteins binding within the same vicinity of the DNA

molecule, but are also driven by more complex structural conformations of both the

proteins as well as their orientation with respect to the DNA [63, 66, 144]. We might

therefore imagine that certain distances between the binding sites are more favorable

than others to promote protein interactions.

A few previous studies have incorporated models that analyze distance prefer-

ences between specific binding motifs, rather than an all-inclusive density of binding

site occurrences within a single sequence window [5, 16, 88, 114, 128]. In the sim-

plest case, spatial preferences are measured using maximum-distance models, where

regulatory motif-pairs are assumed to function collectively when they occur within

some maximum distance from each other [5]. Although this approach is easy to

implement, it has had little success and does not significantly improve efforts to

study gene expression patterns [5]. A similar approach was used by Sinha et al

[114], who assumed a co-occurrence probability distribution that decreased expo-

nentially according to the distance between two motifs. However, this model does

not accurately reflect true binding site relationships, since binding sites in very close

proximity are unlikely to promote protein-protein interactions. This is due to the

fact that protein binding occurs across a larger portion of the DNA than that of

the canonical sequence specific binding motif [66], and thus the inherent size of the

proteins require some minimal buffer between motifs to allow for protein interactions

to occur.
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A more realistic approach is to use a ‘sliding window’ method, which measures

inter-motif distance preferences according to motif co-occurrences at different dis-

tances within a window of pre-defined width [16, 128]. This model can be applied

using previously known transcription factor binding motifs or those predicted using

alternative methods [16], or it can also be used to predict cis-regulatory elements

de novo by comprehensively searching across all pairs of k-mer motifs [128]. In this

latter case, no prior knowledge is necessary regarding the sequences of the regulatory

motifs involved. Thus, this approach can be used to predict functional motif-pair

relationships between both known as well as previously undocumented motifs.

2.4.3 Periodic distributions of inter-motif distance preferences

All previous approaches designed to study spatial preferences between sequence mo-

tifs assume unimodal distributions between regulatory elements [5, 16, 88, 114, 128],

whether using a maximum-distance approach or the sliding window approach. How-

ever, some experimental evidence has suggested that inter-motif distance preferences

may in fact be periodic [53, 69, 135, 144]. For instance, binding protein-pairs often

prefer to occur in a particular orientation to each other relative to the turn of the

double helix [69, 135, 144]. Such requirements thus produce phased distance prefer-

ences corresponding to the turn of the DNA molecule. Other periodic distributions

have been associated with wrapping of the DNA around the histone complex [53].

Thus, we would expect to see more than one preferred distance between motifs, each

separated by non-preferred distance intervals. Therefore, unimodal approaches are

likely to be oversimplified, as they do not account for periodic distance preferences

between motifs. Although multi-modal distribution approaches are less straight-

forward to implement, we show in Chapter 4 that such models fit the data more

accurately, and that it is a necessary extension of previous approaches designed to

detect spatial preferences between motifs.
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2.5 Evolution of transcriptional regulation

2.5.1 Significance of gene expression on the evolving organism

Gene regulation acts as a major contributor to phenotype, and therefore evolu-

tionary changes in gene expression can have significant impacts upon a given lin-

eage [1, 20, 66, 116, 144, 143]. There is considerable controversy over the rela-

tive importance of cis- and trans-element modifications upon species morphology

[21, 49, 140, 143]. Presently, more is known about protein-coding mutations [140], al-

though a growing body of evidence has shown that changes in cis-regulatory elements

act as major contributors to variation across species [21, 143]. One recent survey of

protein binding events for three liver-specific transcription factors (HNF1A, HNF4A,

HNF6) show that such binding events tend to vary across human and mouse, and

that these differences are caused primarily by evolutionary changes in cis-regulatory

sequence [139]. In contrast, trans-effects in binding proteins, histone remodeling,

and cellular environment play only secondary roles. cis-regulatory changes between

human and stickleback have also been associated with Kit ligand expression, con-

sequently affecting pigmentation [84], and species-specific differences in malaria re-

sistance among primates have likewise been attributed to changes in cis-regulatory

regions [125].

The fact that many differences in gene expression arise from cis-regulatory ef-

fects suggests that differences in expression across species can be studied at the DNA

sequence level. Still, as outlined in the following sections, certain complexities pose

a major challenge to applying sequence analysis approaches towards such problems.

In Chapter 5, we outline an approach that uses cross-species comparisons to study

cis-regulatory elements and evolutionary changes in their consensus sequences. This

approach effectively circumvents such complexities, and further explains the biologi-

cal mechanisms that have previously presented challenges to the study of regulatory
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element evolution.

2.5.2 Preservation of gene expression patterns versus sequence conservation

Recently, there has been a growing body of evidence that contradicts previous as-

sumptions that sequence divergence is correlated with changes in gene expression

[25, 37, 140]. Surprisingly, it has been shown that gene expression patterns are highly

conserved even across very distantly related species, such as between human and fugu

or zebrafish [25, 37]. Interestingly, many of the genes whose expression patterns have

been conserved are not ubiquitously expressed housekeeping genes. Instead, the ma-

jority of genes with conserved expression tend to be tissue-specific, performing unique

functional roles within the cell [25]. Yet, despite the high frequency of conservation

in the expression patterns of many genes, conserved expression patterns correlate

poorly with the amount of sequence conservation [25, 37, 44]. In some cases, changes

in genomic sequences are caused by regulatory element turnover, where the same

regulatory element targets orthologous genes, although the regulatory element sites

themselves are not homologous across species [30, 37, 44, 91]. For instance, studies

conducted across various Drosophila species have shown that individual regulatory

element rearrangements are extremely common within developmental cis-regulatory

modules [44]. This observation suggests that ‘phylogenetic footprinting’ methods

that scan for conserved regulatory elements are not well-suited to predict conserva-

tion of expression patterns across species.

It has further been shown that, in many cases, conserved expression patterns

can exist in the absence of transcription factor binding events [12, 91, 140]. For

instance, many, and in some cases the majority, of transcription binding events in

liver-specific genes do not overlap between human and mouse [91]. Comparative

analyses within different yeast species have also shown that most transcription factor

binding events are species-specific, even in cases for which gene expression patterns
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across orthologous genes have been preserved [12]. The apparent separation between

gene expression patterns and sequence divergence has presented a major obstacle for

sequence analysis approaches regarding the evolution of gene regulation. To date,

such studies have met with little success, with notably high false-positive and false-

negative rates [31].

2.5.3 Evolution of cis-regulatory element consensus sequences

It has been commonly assumed across a broad range of studies that the preferred

binding sequences of regulatory proteins remain largely unchanged over time [31, 44,

60, 61, 72, 128, 141, 146]. For instance, studies using regulatory element conservation

to predict functional sequence elements naturally assume that preferred regulatory

motifs are identical across species [60, 61, 141, 146]. Approaches focusing upon

regulatory element turnover likewise make this assumption [44, 72, 91], and in some

cases these studies focus specifically upon regulatory motifs whose binding proteins

are functionally and structurally conserved [91]. Predicted losses and gains of cis-

regulatory elements are also made under the assumption that regulatory consensus

motifs are identical across species [31], disregarding the presence of TFBSs whose

binding sequences differ between lineages.

Some studies have explicitly argued that protein binding affinities remain un-

changed over time [9, 25], with Berger et al [9] asserting that homeodomain binding

affinities have remained static since the divergence of all animals, including mam-

mals, Drosophila, and C. elegans. This claim rests solely upon the fact that binding

modules within homeobox factor proteins have been largely conserved between lin-

eages, and that computational predictions suggest similar binding sequences across

a wide range of animals. However, their computational predictions were only experi-

mentally verified for one homeodomain in Drosophila and C. elegans, out of a total of

168 homeodomains existing in mouse [9]. Their approach, by design, predicts binding
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motifs according to sequence similarities at 15 specific amino acid sites within the

homeodomain (∼60 residues total). In particular, homeodomains matching at all 15

sites across species automatically result in identical predictions of binding affinity.

As the authors note, there is a higher amount of variation in the 168 homeodomains

present within the mouse genome than there is variation across species, and thus

many homeodomains between mouse and Drosophila match exactly at all 15 sites.

It is, however, unlikely that binding affinities can be characterized completely using

only 15 specific amino acid residues, particularly when disregarding the remaining

∼45 amino acids within the homeodomain. In addition, homeobox proteins are

known to be susceptible to changes in structure according to external stimuli, with

certain homeobox factors altering their structure and binding preferences according

to the presence of interacting protein factors [78, 138].

Despite the claims by Berger et al that binding affinities of nearly all home-

odomains have remained constant since the divergence of all animals, no previous

study has provided strong evidence supporting the hypothesis that regulatory ele-

ments have remained constant even within closely-related lineages. Our observations

discussed in Chapter 5 provide evidence to the contrary, showing that a surprisingly

large fraction of regulatory motifs have been subject to significant modifications even

since the divergence of closely-related species.

The dichotomy between conservation in sequence and the conservation of expres-

sion patterns has previously presented a significant challenge to studies regarding

the evolution of gene expression. Our approach directly addresses this separation

between expression and sequence conservation under the hypothesis that changes

in regulatory element sequences can be systematically modified across the genome.

Modifications in the preferred binding motifs of orthologous transcription factors

may then produce functional conservation in expression, although the cis-regulatory

element sequences themselves may be altered. Our results may then explain one
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of the mechanisms by which modifications in sequence can still preserve gene ex-

pression, providing one interpretation of the paradoxical observations regarding the

nature of regulatory element evolution.
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3

Motif Locational Functions

Many cis-regulatory elements play a crucial role in determining the location at which

transcription is initiated [79, 66]. Several known regulatory motifs have previously

been shown to exhibit locational specificity within the proximal promoter, such as

the Inr sequence and the TBP, SP1, and NFY binding sites [38, 66, 128, 145, 146].

However, the extent to which location-specific overrepresentation occurs among regu-

latory motifs is not well understood. Previous approaches designed to detect location-

specific overrepresentation [38, 119, 145, 146] generally neglect the fact that dinu-

cleotide content fluctuates near the start of transcription, and thus such methods are

typically sensitive to rises in GC content near the TSS. In addition, previous studies

use low-resolution approaches [38, 128, 145, 146], decreasing sensitivity to instances

of overrepresentation occurring at very precise locations. Such approaches often fail

to detect well-known motifs exhibiting locational specificity, such as the TATA-box

[128] and the Inr sequence [38, 128].

In this chapter, we assess the prevalence of location-specific overrepresentation

among cis-regulatory elements and utilize this characteristic to predict novel cis-

regulatory element candidates. We offer a means by which to study locational

specificity that accounts for dinucleotide fluctuations within the promoter and also
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considers the data at single-site resolution, increasing sensitivity to locational over-

representation occurring both across broad ranges of the proximal promoter as well

as those occurring at only one or a few sites.

We provide a general model, denoted as the ‘motif positional function’ (MPF)

model, that can be used to detect spatial preferences relative to any given reference

point. In this work, we describe two such models: the ‘motif locational function’

(MLF) model, as well as the ‘motif relational function’ (MRF) model. The first model

determines locational overrepresentation within the proximal promoter relative to the

TSS. We also discuss the MRF model, which is designed to detect spatial preferences

between pairs of motifs. In this chapter, we focus on the former model; methods

and analyses pertaining to the second (MRF) model are discussed in the following

chapter.

3.1 Motif locational functions (MLFs) predict locational specificity
in cis-regulatory motifs

3.1.1 Overview of the MLF model

In contrast to previous studies, we determine location-specific overrepresentation at

single-site resolution using regression analysis, allowing the data to be considered

collectively across each position. MLFs are modeled using a continuous function

g(x), whose values represent the underlying probability of occurrence according to

position x. Here, x denotes the (single) nucleotide position relative to the TSS. Thus,

x = −20 refers to the site 20 bp prior to the TSS, and g(x) = g(−20) represents the

probability density of motif occurrence at this site.

In our model, g(x) is given as the sum of the background frequency C(x) and a

contribution of location-specific overrepresentation H(x). Thus, g(x) = C(x)+H(x)

(Appendix A.1). Locational overrepresentation, represented by H(x), is modeled

using an unnormalized Gaussian term, incorporating a ‘peak’ into the MLF:

H(x) = a · exp

[
−(x− µ)2

2σ

]
(3.1)
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where a, µ, and σ are free parameters, and vary between motifs.

The mean (µ) of the Gaussian term represents the central location of overrep-

resentation, i.e., the x-value at which the peak of overrepresentation reaches its

maximum value. This maximum value is represented by the coefficient a, which

gives the height of the peak over the background frequency of occurrence (note that

H(µ) = a). The standard deviation (σ) then reflects the ‘width’ of the region at

which the motif is overrepresented. Figure 3.1a illustrates this scheme for two motifs

exhibiting locational overrepresentation, namely, the TBP binding site (TATA box)

and the SP1 binding site (GC box). These motifs are found overrepresented 30 and

65 bp prior to the TSS, respectively (µ = −29.6 and µ = −65.3). The TATA-box

is found overrepresented at only a few sites within the promoter, thus producing a

small σ-value (σ = 1.9), while the GC box is overrepresented across a much broader

range upstream of the promoter (σ = 52.2).

For a given motif, we predict spatial preferences using a likelihood ratio test

(F -test) (Appendix A.4). Namely, we compare the model assuming no locational

specificity to that allowing for location-specific overrepresentation. The former is

modeled by setting H(x) to zero, and thus the underlying frequency of occurrence

g(x) simply equals the background frequency C(x). We compare this model to the

one where H(x) takes on non-zero values, allowing for location-specific overrepre-

sentation. Comparing the log-likelihoods given each of these two models produces a

p-value reflecting the significance of locational overrepresentation. Locational speci-

ficity is then predicted for motifs for which the p-value falls below a given threshold.

3.1.2 Accounting for dinucleotide fluctuations within the promoter

Our model accounts for fluctuations in dinucleotide frequencies across the promoter

by allowing the values of the background frequency C(x) to vary according to loca-

tion (Appendix A.2). For instance, GC content rises near the start of transcription

[38], and therefore the background frequency C(x) of GC-rich motifs likewise in-

creases close to the TSS. In order to determine the background frequency, we first
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Figure 3.1: Raw data and MLFs of four example motifs. x-axis values denote the
position within the promoter, where x = 0 defines the location of the TSS. The y-axis
represents the frequency of occurrence. Solid plots represent the resulting MLFs (g(x)),
long dashes show the background frequency of occurrence C(x), and short dashes show
the expected frequencies derived from dinucleotide composition (c(x)). (a) MLFs of the
SP1 (gray) and TBP (black) binding sites; significant amounts of location-specific over-
representation are predicted for both. (b) Expected frequencies of the TBP-binding site.
Each data point is derived according to the dinucleotide composition at each position. (c)
Two motifs (GGGCGC, gray; TGCTTC, black) without locational specificity. Note that
without positional enrichment (H(x) = 0), the MLF g(x) is the same as the background
frequency C(x). A comparison between C(x) and c(x) illustrates the ability of the back-
ground model to account for uniformly distributed over- and under-representation with
respect to the expected frequency (according to dinucleotide composition). Fluctuation
within the gray plot is attributed to the dinucleotide makeup of the promoter (note c(x));
this motif is therefore not predicted to exhibit locational specificity.
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estimate each motif’s expected frequency across the sequences. This expected fre-

quency is determined strictly according to the dinucleotide makeup of the motif as

well as the dinucleotide makeup of the promoters; this frequency is denoted as c(x).

The values of c(x) are allowed to vary by position according to the dinucleotide

makeup of the regulatory region, thus accounting for location-specific changes in

dinucleotide composition. However, we distinguish between the ‘background’ and

‘expected’ frequency of occurrence (given by C(x) and c(x), respectively), as many

motifs are either over- or under-represented with respect to their dinucleotide compo-

sition. Thus, the background frequency C(x) allows for uniformly distributed over-

and under-representation. Both c(x) and C(x) are important components of our

model. Namely, we must allow for differences between the expected and observed

frequency of occurrence while still incorporating dinucleotide fluctuations into the

background frequency of occurrence. Thus, although the background frequency is

allowed to deviate from the expected frequency, C(x) is restrained to mimic the

‘shape’ of c(x). This preserves the expected fluctuations according to dinucleotide

composition. For instance, for motifs whose frequencies are expected to vary accord-

ing to location, rises and drops in C(x) are restricted to conform to those of c(x).

In contrast, motifs expected to occur at a constant frequency across the region (i.e.,

the values of c(x) are uniform across all positions) likewise have a constant value for

C(x).

We model c(x) in a continuous fashion using a polynomial function (i.e., c(x) =∑
k bkx

k). This function is determined by conducting linear regression on the set

of data points representing the expected frequency of occurrence at each site. Fit-

ting the function c(x) to these data points then gives the expected frequency of

occurrence. An example is illustrated in Figure 3.1b, which shows the raw data and

resulting function c(x) for the TATA-box. We note that sharp rises in the observed

dinucleotide frequencies at a particular location are not directly incorporated into

c(x), but instead remain outlier points after fitting this function to the data. This is

an important aspect of our model, as overrepresentation of a motif can itself cause
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rises in dinucleotide frequency [128]. Incorporation of such rises into c(x) would

therefore obscure the distinction between the signal and the background frequency

at this location.

The ability of the background model to incorporate uniformly distributed over-

and under-representation is illustrated in Figure 3.1c. Here, we show the MLFs

for two motifs that do not exhibit locational specificity. We note that although

the gray plot fluctuates according to location, this would be expected according

to the dinucleotide frequencies within the promoter (note the fluctuations in c(x)).

Thus, our model does not predict this motif to exhibit biologically relevant locational

specificity, as rises in occurrence frequency near the TSS are simply a byproduct of

its high GC content.

3.2 The MLF method predicts location-specific overrepresentation for
many motifs within human promoters

In order to determine which motifs exhibit locational overrepresentation within hu-

man promoters, we scanned for locational specificity across all 6-mer motifs on a

set of non-redundant RefSeq human promoters [76, 101] collected from the UCSC

Genome Browser (http://genome.ucsc.edu) [58]. The data set consisted of 20,609

sequences, each comprising the region 500 bp upstream and 100 bp downstream of a

known TSS. As expected, the vast majority of 6-mer motifs did not exhibit locational

specificity within the promoter data set. However, a few motifs showed highly signif-

icant locational overrepresentation, with 106 6-mers exhibiting locational specificity

at a significance level of p <1e-25.

3.2.1 Predicting locational overrepresentation according to results from control data
sets

To compare these results to those of a control data set, we repeated the analysis

on a set of intergenic sequences, each comprising the 600 bp interval starting 2 kb

upstream of a known TSS. Very few motifs were predicted to exhibit positional en-

richment in this control data set, with less than 1% producing p-values under 1e-5.
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Figure 3.2: Results from the comprehensive MLF analysis. Histograms show the cu-
mulative number of 6-mers with location-specific overrepresentation according to their
p-value significance in human promoters. The plots give the number of 6-mers producing
psim-values under the given thresholds during simulation analyses, where psim represents
the most significant p-value for each individual 6-mer across 100 simulated data sets. Solid
plots refer to simulations conducted according to the dinucleotide frequencies across each
position within the promoter, while the dotted lines represent those generated using mono-
nucleotide frequencies. p-value thresholds above 1e-20 are shown in (a), while the contrast
between the results of the human versus simulated analyses for p < 1e-20 is illustrated
in (b). Note that the dinucleotide-generated simulated data sets produced a significantly
larger number of predictions than the mono-nucleotide-generated simulated data, while the
real human promoters produced more predictions than either of the control data sets.

We then tested our model on two types of simulated data sets. The first was gen-

erated by considering the observed mono-nucleotide frequencies at each site, while

the second was produced using dinucleotide frequencies at each position. One hun-

dred data sets of both the mono- and di-nucleotide simulations were generated, with

each individual data set comprising the same number of sequences as the human

promoter data. For each type of simulation, we scanned for locational overrepre-

sentation across all 100 data sets, recording the most significant p-value for each

individual 6-mer. This p-value, denoted as psim, was thus unique to each 6-mer. Re-
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sults of these analyses, as well as those for the real data analyses, are shown in Figure

3.2. Significantly more predictions were made during the human promoter analysis

than either of the simulation analyses. We also note that the dinucleotide-generated

data sets produced more predictions than those produced using only mono-nucleotide

frequencies, suggesting that our use of a dinucleotide-based background model leads

to a more conservative significance criteria.

We used the results of both the intergenic sequence analysis as well as those of

the simulated data sets to set the prediction criteria for locational specificity within

the human promoters. The lowest p-value produced from the intergenic sequence

analysis was found slightly under 1e-15; motifs above this threshold were excluded

from the list of predictions. The remaining motifs producing p-values under their

psim-values times a stringent multiple hypothesis correction factor of 1e-5 were then

predicted to exhibit locational preferences in the human RefSeq promoters. Thus,

the prediction criteria (p < psim× 1e-5) was unique to each 6-mer, subjecting motifs

with lower p-values within the simulated data sets to a more stringent threshold.

The final list of predictions contained 166 6-mer motifs, representing 4% of the

total number of possible 6-mers. Despite our stringent prediction criteria, the ma-

jority of the top-ranked motifs from the RefSeq promoter analysis were not filtered

due to the simulation analyses. Out of the 50 top-ranked motifs exhibiting locational

overrepresentation within the real promoters, only one motif did not pass the p-value

threshold determined as above.

3.2.2 Motif clustering predicts locational overrepresentation for both known and pu-
tatively novel cis-regulatory elements

We used the list of location-specific 6-mers to generate consensus motifs with degen-

erate sites and flexible lengths. Motifs were clustered computationally according to

sequence similarity as well as the location and width of their locational overrepre-

sentation (Appendix A.5). We then condensed each cluster into a single consensus

sequence, generating a total of 48 consensus motifs exhibiting location-specific over-

representation within human promoters. In order to test whether the predicted mo-
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tifs overlapped with known regulatory elements, we compared our results to known

transcription factor binding sites (TFBSs) in the TRANSFAC database [80] using

STAMP [77]. Thirty-four of the motif clusters matched known cis-regulatory ele-

ments, comprising a total of twenty known binding sites within TRANSFAC as well

as the Inr sequence element (Table 3.1). Several of the motifs predicted were previ-

ously known to exhibit locational specificity, including the TBP, SP1, NFY, CREB,

ETS, NRF1, and MYC factor binding sites [38, 128, 145, 146]. We also predicted

several additional motifs whose locational specificity had not been previously doc-

umented, including fourteen novel regulatory motif candidates, denoted as d1-d14.

The location of overrepresentation for each of the predicted motif clusters is illus-

trated in Figure 3.3. Most of these motifs were found to be overrepresented close to

the TSS, although a few were found farther upstream of the promoter. Motifs over-

represented far from the promoter were frequently found to be overrepresented over

a large range of the regulatory region, as shown in Table 3.1. This is to be expected,

as it is unlikely that a regulatory element enriched far from the promoter would be

constrained to a highly specific location. We note the precision of the method to

predict related clusters at the same location, such as the TBP binding site as well as

the Inr sequence clusters.

Figure 3.4 shows the MLFs for six motifs with locational overrepresentation

within the proximal promoter. The MLFs of the GC-rich NHLH1 and the ZFP161

binding sites are shown at the top of the figure. We note that the rise of GC content

centers directly across the TSS, as indicated by the simulated data plots. However,

the positional enrichment for each motif is found at other locations (µ = +33 and

–51, respectively), indicating that the locational bias of these motifs is not due to

dinucleotide fluctuations near the TSS. The putatively novel d3 motif comprises a

homopolymeric thymine tract. Such poly(T) sequences are known to alter DNA con-

formation, thereby affecting transcriptional regulation by displacing the nucleosome

from the DNA molecule [28, 48, 111]. Similarly, the novel d10 motif, comprising a

CA-dinucleotide repeat, promotes left-handed Z-DNA conformations [87, 103, 106].
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Location-specific motif clusters

Human RefSeq data Mouse RefSeq data Previous studies
Rank p TF Consensus µ (!) Consensus µ (!) Fitz Xi Xie Vard
1 7e-179 SP1(+) AGGGGGCGGGG -68.3 (52.2) GRGGGGGGCGKG -69.6 (42.8) * * * *
2 2e-106 NFY(-) CTSATTGGCT -78.8 (42.7) ATTGGC -100.0 (16.1) * * * *
3 1e-102 CREB CGTGACGTC -49.1 (39.0) GTGACG -44.5 (34.6) * * * *
4 3e-102 ZEB1(-) CAGGTAAG 72.5 (31.6) GGTAAG 71.6 (33.9) * -- -- *
5 5e-96 YY1 GATGGCGG 31.9 (22.1) TGGCGG 23.8 (16.7) * * -- *
6 6e-94 NFY(+) AGCCAATCAG -76.7 (40.7) GCCAAT -91.0 (21.9) * * * *
7 5e-91 d1 GTGAGTG 69.2 (36.4) GTGAGTG 70.1 (32.6) * -- -- *
8 3e-90 NHLH1 CAGCGGCKGC 33.0 (40.9) RGCGGCG 32.6 (44.4) -- -- -- *
9 3e-87 SP1(-) CGCCCC !35.0 (32.2) GCCCCC -66.3 (33.7) * * -- *
10 2e-83 ETS(+) ACCGGAAGTG -25.9 (32.3) GCCGGAAGTG -33.5 (37.0) * * * *
11 9e-83 TBP ATATAAAWR -30.6 (1.9) ATATAAARGC -30.9 (1.7) * * * --
12 4e-74 SP1(-) GCCCCKCCCC -76.2 (45.0) SCYCCKCCCC -78.7 (51.7) * * * *
13 7e-65 REST CRCCATGGA 52.8 (38.0) CGCCATGGCY 50.4 (34.9) * -- -- *
14 2e-58 ETS(-) CACTTCCGGT -24.3 (32.2) CTTCCGG -16.5 (16.0) * * * *
15 1e-54 HBP1 RCGTCAC -47.0 (37.4) CGTCAC -53.2 (39.5) -- -- * *
16 3e-53 ZFP161 GCGCGC -51.8 (95.0) CGCGCGC -32.6 (97.1) -- -- -- --
17 1e-50 d2 TCTGCTGCT 51.0 (33.5) CTGCTGCY 53.1 (37.0) * -- -- --
18 2e-48 YY1 CAAGATGG 22.9 (17.1) CAAGATGG 14.5 (10.7) * * -- --
19 3e-46 d3 TTTTTT -12.7 (11.3) -- -- -- -- -- -- --
20 3e-45 TBP TWTATA -29.9 (2.0) ATATAW -27.9 (1.8) * * * --
21 5e-44 NRF1 RTGCGCA -53.7 (59.8) TGCGCA -57.8 (46.8) -- * -- *
22 5e-40 NRF1 GCGCATGC -46.9 (38.0) -- -- -- -- * * *
23 9e-39 Inr GCTCAGTCC -4.0 (0.2) TCAGTC -2.2 (0.5) -- -- -- --
24 5e-37 MYC CACGTG -51.0 (50.7) CACGTG -53.3 (46.1) * -- * *
25 7e-35 ZIC2 CCCACCC -131.0 (70.2) †CCCCCC -117.6 (99.9) -- -- -- --
26 1e-32 d4 TCCTCCT -71.4 (82.9) †CCCTCC -61.9 (32.8) -- -- -- --
27 8e-32 d5 GTGTGT -325.6 (234.4) TGTGTGT -435.8 (212.5) -- -- -- --
28 1e-25 TBP AAAAGG -27.3 (1.3) -- -- -- * -- -- --
29 2e-25 SRF ATGGCC 53.6 (33.9) GATGGC 26.9 (20.1) -- -- -- --
30 5e-23 SOX9 CAATGG -80.1 (23.9) WCCAATGR -85.7 (40.1) -- -- -- --
31 2e-21 d6 GGCGTG -62.5 (34.1) -- -- -- -- -- * --
32 2e-21 GTF2IRD1 CTCCCTC -111.0 (100.6) †CCCTCC -61.9 (32.8) -- -- -- --
33 3e-21 d7 AAAAAA -165.0 (10.2) -- -- -- -- -- -- --
34 2e-20 MEF2 AAAAAT 77.3 (23.1) AAAATA 202.3 (78.0) -- -- -- --
35 4e-20 d8 GCGCTC -120.6 (174.9) -- -- -- -- -- -- --
36 7e-20 d9 GCAGCA 47.5 (36.0) GCAGCA 28.6 (15.4) * -- -- --
37 1e-18 Inr CAGTTG -1.2 (0.5) †TCAGTC -2.2 (0.5) -- -- -- --
38 2e-18 Inr GTCACT -3.0 (0.1) -- -- -- -- -- -- --
39 2e-18 d10 ACACACA -12.6 (23.7) -- -- -- -- -- -- --
40 3e-18 TBP TAAAAA -27.8 (0.9) †TAAATAG -28.8 (1.7) -- -- -- --
41 6e-18 d11 AAGAAG 96.5 (55.5) †GAAGGT 54.4 (38.3) -- -- -- --
42 2e-17 TRIM63 TCACTT -1.9 (0.5) CACTTC -1.0 (0.3) -- -- -- --
43 3e-17 d12 AGTGCT -529.4 (165.1) -- -- -- -- -- -- --
44 8e-17 TBP AAAAGC -26.9 (0.9) ATATAAARGC -29.9 (1.7) -- -- -- --
45 1e-16 Inr CAGTGC -1.0 (0.2) -- -- -- -- -- -- --
46 2e-16 d13 GGACCC 78.7 (27.8) GGACCC 102.1 (46.4) -- -- -- --
47 3e-16 d14 GAGCCG 37.7 (36.2) -- -- -- -- -- -- --
48 6e-16 PDX1 GTCATT -3.0 (0.5) -- -- -- -- -- -- --

Table 3.1: Location-specific motifs in human promoters. The location (µ) and width
(σ) of overrepresentation are given to the right of each cluster. p-values given on the
left pertain to the most significant 6-mer within the cluster. The third column shows
factor names binding to the known regulatory elements in TRANSFAC [80]; putatively
novel motifs are labeled d1-d14. Motifs found to exhibit locational specificity in mouse
promoters are given to the right of the human analysis results. The right columns show
comparisons to previous studies using the ‘sliding window method’ [38, 128, 145, 146].
Asterisks denote matches to non-redundant consensus motifs produced by these studies
after kmer clustering; only motifs predicted to be enriched at approximately the same
location were considered matches. All sequence matches to TRANSFAC, mouse motif
predictions, and those of previous studies were conducted using STAMP [77] (E-value
threshold: E <1e-6).
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Figure 3.3: Location of overrepresentation for the 48 MLF motif predictions within
human promoters.

The locational biases of these motifs may therefore reflect a functional role for each

motif at these locations. The MLFs of the novel reverse complement motifs d2 and

d9 are shown at the bottom of Figure 3.4; each orientation of this putatively novel

regulatory element exhibits overrepresentation at the same location downstream of

the TSS.

3.3 Many location-specific motifs are shared between human and mouse

We tested whether location-specific motifs found in human promoters would also

show locational overrepresentation within mouse promoters. We conducted a second

comprehensive MLF analysis using a sequence data set of 18,354 non-redundant

mouse promoters in RefSeq [76, 101, 132] across the comprehensive list of all 6mer

motifs. We then compared the motif predictions between the two species according

to sequence similarity as well as the location of overrepresentation.

Our analysis predicted a total of 49 consensus motifs to exhibit location-specific

overrepresentation within mouse promoters. Comparisons of these results to those of
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Figure 3.4: MLFs of six motifs exhibiting location-specific overrepresentation. Top:
MLFs for the GC-rich NHLH1 binding site and the ZFP161 binding site. Each plot shows
results for both real (black) and simulated (gray) data sets. Dashed lines denote the
background functions C(x). Middle: MLFs of the novel poly(T) 5mer d3 and (AC)3 motif
d10. Bottom: MLFs for the GCT-repeat motif d2 and its reverse complement d9. Each
shows significant amounts of locational overrepresentation ∼50 bp after the TSS.
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the human promoter analysis showed a very significant amount of overlap between

the motif predictions across the two species. We found that 36 (75%) of the motif

clusters identified in the human data set matched location-specific motifs detected

in the mouse promoters (Table 3.1). Such a significant overlap provides confidence

in our new motif predictions, as these motifs were predicted during independent

analyses using data from two highly divergent species. In addition, the location of

overrepresentation for our motif predictions was often found to be highly conserved

between the two lineages. Many motifs with well-documented locational specificity

were found overrepresented at very similar locations across the two species, partic-

ularly the TBP, SP1, NRF1, and CREB binding sites. This was also found to be

the case for many of our novel motif predictions. For instance, the novel d1 and d2

motifs exhibited overrepresentation peaks whose location differed by only 1 bp across

the two lineages.

3.4 Study comparisons highlight differences in methodologies to pre-
vious studies

3.4.1 The ‘sliding window’ approach

Several previous studies have analyzed locational specificity of potential regulatory

motifs within the promoter [38, 119, 128, 145, 146]. Most previous analyses, with

one exception [119], have used the ‘sliding window’ approach. In this approach, the

promoter region is divided into several discrete bins of pre-determined width (e.g.,

20-25 bp), and locational specificity is then predicted by comparing the number

of motif occurrences in each window to a background frequency of occurrence. A

previous study conducted by FitzGerald et al [38] used the sliding window approach,

considering motif occurrences within separate windows of 20 bp. FitzGerald et al

predicted a total of 156 8mers to exhibit locational specificity prior to clustering.

A direct comparison of our results to those of FitzGerald et al showed that 97% of

the 8mers predicted by FitzGerald et al matched one of our predicted 6-mers (Table

3.2). We also found that 85% of our individual 6-mers matched an 8mer prediction
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Positionally enriched motifs: Study comparisons

Fitz Thara Vard MPF

Predictions Number 156 1226 168 166
kmer length 8 8 7 6

GC content Fraction 63% 69% 60% 60%
GC rich Number 28 387 19 48

Expected 6 43 11 18
(Numb / Exp) 4.7 9.0 1.7 2.7

AT rich Number 3 39 0 16
Expected 6 43 11 18
(Numb / Exp) 0.5 0.9 0.0 0.9

FitzGerald Matches -- 521 60 141
Fraction 42% 36% 85%

Tharakaraman Matches 149 -- 101 156
Fraction 95% 60% 94%

Vardhanabhuti Matches 125 507 -- 103
Fraction 80% 41% 62%

MPF Matches 151 1004 84 --
Fraction 97% 82% 50%

Table 3.2: Location-specific kmers are compared between studies conducted by FitzGerald
et al. [38], Tharakaraman et al. [119], and Vardhanabhuti et al. [128] as well as the MPF
model. The total number of (unclustered) kmer predictions are shown in the top row. The
number of GC and AT rich motif predictions (those composed of G/C or A/T consensus
sites at all but one site) are shown below, along with the expected number and the ratio
actual/expected. Bottom rows show the amount of overlap between predictions across the
four studies. Overlapping predictions were determined by considering all consensus sites
of the predicted motifs, allowing for any offset such that at most one consensus site of the
smaller motif was not aligned to the larger kmer. For instance, 149 (95%) of the 156 motif
predictions made by FitzGerald et al. matched a prediction made by Tharakaraman et al.
Note that the number of matches is not symmetrical, since a single kmer may match more
than one other motif prediction.

made by FitzGerald et al. However, the vast majority of these matches were to

redundant motifs that had been grouped according to sequence similarity during

the clustering analysis. There were also cases in which distinct 6-mers found within

different cluster groups matched a single 8mer predicted by FitzGerald et al. For

instance, one of the G-rich 8mers predicted by FitzGerald et al matched eight of

our predicted 6-mers, although this group of 6-mers included representatives from

three different motif clusters. These 6-mers clearly represented distinct regulatory

elements, as their enrichment was found at significantly different locations within the

regulatory region.

Thus, we compared the non-redundant consensus sequences produced by both
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studies after clustering. Motif clustering conducted by FitzGerald et al resulted in

nine non-redundant motif clusters. Eight of these clusters overlapped with one of

our consensus motif cluster predictions, while our model attributed the putative loca-

tional bias of the remaining cluster to dinucleotide fluctuations within the promoter.

In contrast, less than half of our consensus sequences were detected by FitzGerald et

al. Table 3.1 contains comparisons between our regulatory motif predictions to those

of FitzGerald et al as well as three other studies providing non-redundant motifs

with locational overrepresentation [128, 145, 146]. We found that many of our mo-

tifs predicted with wider ranges of locational specificity could not be detected using

the sliding window approach. Our approach was also found to increase sensitivity to

location-specific overrepresentation occurring at very precise locations. For instance,

FitzGerald et al, in addition to the three other studies included in Table 3.1, could

not easily detect the well-known Inr sequence element. In Inr sequence has been

previously characterized by the consensus motif YYAnWYY [148]. This element is

known to function specifically at a single nucleotide site at the start of transcription

[98, 148], and therefore it is difficult to detect using low resolution approaches. Out

of 156 8mer predictions made by FitzGerald et al, none included the YYAnW 5mer

overrepresented at the TSS. In contrast, our model identified seven 5mers matching

this consensus with significant enrichment at the start of transcription (p < 1e-15).

The most common version of this motif was TCAGT, which was found overrepre-

sented at the TSS more than seven and a half times over the background frequency

(p = 6e-48). Despite the highly significant amount of locational specificity exhibited

by this motif, none of the studies using the sliding window approach detected any

motifs containing this 5mer [38, 128, 145, 146]. Figure 3.5 shows the occurrence

data of this motif using 20 bp windows and using single-site resolution; we note the

significant decrease of the signal when considering the data using windows of 20 bp.

3.4.2 Comparisons to Tharakaraman et al.

Tharakaraman et al [119] also scanned for locational specificity within human pro-

moters. However, their methodology allowed for varying window sizes, improving
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Figure 3.5: Occurrence frequency of the functional Inr sequence 5mer TCAGT. The
contrast is shown between occurrence data using (a) 20 bp windows and (b) single-site
resolution.

sensitivity for locational overrepresentation considerably. Tharakaraman et al pre-

dicted 1226 unclustered 8mers to exhibit locational specificity within the promoter.

Despite such a large number of predictions made by Tharakaraman et al, 82% of

their predicted motifs overlapped with our results (Table 3.2). However, their model

assumed a uniform background frequency of occurrence across the promoter. Since

GC mono- and di-nucleotide composition rises substantially near the start of tran-

scription [38], about a third of the 8mers predicted by Tharakaraman et al were

highly GC-rich, containing at least seven out of eight G/C consensus sites. This is

nine times more than what would be expected from a random selection of 8mers.

In contrast, the number of GC-rich motifs predicted during our analysis is only 2.7

times higher than would be expected by chance.

As many GC-rich motifs do play functional roles in gene regulation, we looked

to determine whether these GC-rich 8mers do, in fact, comprise true regulatory

elements. To assess the validity of these GC-rich predictions, we compared the

predictions made by Tharakaraman et al to known protein-binding sites found in

humans. We found that, among the GC-rich predictions overlapping our results,

over half matched human binding elements found in the TRANSFAC database [80].

This represents a significant enrichment of known regulatory elements, as only about

a third of all GC-rich 8mers match human binding sites in TRANSFAC. However,

among the GC-rich predictions that did not overlap our results, only 19% matched
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known human binding sites. This is significantly less than would be expected by

chance given a random selection of 8mers. Although this evidence is not necessarily

conclusive, we would still expect some amount of enrichment for known regulatory

elements in this list of predictions. Thus, it is likely that a number of these predictions

are simply the result of the rise in GC content near the TSS, rather than true

regulatory elements.

3.4.3 Comparisons to Vardhanabhuti et al.

In contrast to the analysis of Tharakaraman et al, Vardhanabhuti et al [128] con-

trolled for changes in basepair composition across the promoter. In this analysis,

the observed number of occurrences of a given motif was compared to an expected

number of occurrences in each window of 20 bp. The expected frequency was es-

timated separately within each individual window by considering occurrence data

of other motifs with identical basepair composition. That is, occurrence data was

obtained for motifs whose columns were ‘permuted’ from the original motif, thus

conserving base composition. The observed occurrences of these permuted motifs

were then used to determine the expected frequency of occurrence in each individual

window; both the ‘observed’ and ‘expected’ frequencies were thus unique to each win-

dow. Vardhanabhuti et al first scanned for locational overrepresentation using known

transcription factor binding sites in TRANSFAC, and subsequent analyses predicted

location-specific overrepresentation across all (novel) 7mer motifs filtered for known

binding sites in TRANSFAC. Although these latter predictions were presented as

novel motifs, about a third of these 7mers matched known regulatory elements. The

top fifteen ‘novel’ motifs predicted by Vardhanabhuti et al are given in Table 3.3,

along with the matching TFBS found in TRANSFAC.

Between-studies comparisons showed consistently less overlap between the results

of Vardhanabhuti et al and those of other studies, including the one presented here

(Table 3.2). It is likely that these differences can be explained by the methodol-

ogy used to estimate the background frequency of occurrences. For instance, the

occurrence frequency of a motif rich in a single nucleotide type will not be signif-
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Rank Consensus TF TFBS E-value

1 AGATGGC NF-muE1 AGATGGC 2e-11
2 ATTGGCT alpha-CP1 ATTGGCT 3e-10

NFY ATTGGYT 8e-8
3 CCGACAT -- -- --
4 CACTTCC GABP CnCTTCC 1e-9

ETS nACTTCC 1e-8
5 GGTGAGT -- -- --
6 AGCCAAT alpha-CP1 AGCCAAT 3e-10

NFY ARCCAAT 8e-8
7 GCGGGGC SP1 GCGGGGn 7e-7
8 GGAAGTG GABP GGAAGTG 1e-10

ETS GGAAGTn 1e-8
9 CCATTGG †alpha-CP1 TCATTGG 1e-6
10 GTCAATC COMP1 GTCAATC 2e-7
11 GACGTAA CREB GACGTMW 1e-9
12 GAAGATG †YY1 nAAnATG 1e-6
13 CTGATTG NFY CTGATTG 3e-9
14 TATAAGG SRF WATAAGG 1e-7

†TBP TATAAAn 7e-6
15 ATGGCGG E2F TTSTCGG 3e-7

Table 1

1

Table 3.3: ‘Novel’ motif predictions made by Vardhanabhuti et al [128]. The top fifteen
7mer predictions presented by Vardhanabhuti et al as novel motif predictions are shown in
the 2nd column, along with the TFBS consensus sequence within TRANSFAC (4th column)
as well as the regulatory trans-factor binding protein (3rd column). E-values representing
the statistical significance of the matching sequences (as determined by STAMP [77]) are
given in the last column.

icantly different after permuting its columns, as the motif consensus itself will not

be significantly changed. In particular, mono-nucleotide repeats are impossible to

detect. As a result, sensitivity to many biologically relevant signals is decreased

significantly. Vardhanabhuti et al note within their study that their methodology

predicts enrichment of the well-known TBP binding element (TATA-box) at a loca-

tion that differs from where it is known to function. This motif was predicted by

Vardhanabhuti et al to be overrepresented 45 bp prior to the TSS, although it is

known to function at a very specific location 30 bp upstream of the TSS [148]. The

authors attribute this discrepancy to an increase of A/T nucleotide composition at

this location, increasing the ‘expected’ number of occurrences within this window

and therefore decreasing the observed/expected ratio. However, the increase of A/T

nucleotide composition at this location is simply a result of the overrepresentation
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of the A/T rich TBP binding site itself. This raises the concern that correcting for

basepair composition in a location-specific manner can cause failure to detect real

biological signals, as the signal itself can be incorporated into the background (ex-

pected) frequency. The method presented here effectively circumvents this problem,

as the background frequency is modeled in a continuous fashion. Significant changes

in the expected frequency caused by real biological signals remain outlier points after

fitting the background model to the data (Figure 3.1b). We note that in the case of

the TATA-box, the MLF method predicted overrepresentation at the correct location

30 bp prior to the TSS at a high level of confidence.
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4

Motif Relational Functions

Transcription is not driven by single protein factors acting in isolation, but is instead

controlled by multiple regulatory elements acting in coordination [4, 10, 33, 144].

Knowledge of regulatory element interactions is therefore essential to understand

the mechanisms driving gene regulation. Since protein-protein interactions are inher-

ently structure-specific, it is logical to expect that motifs binding interacting proteins

preferentially co-occur non-randomly with respect to each other. It has been previ-

ously shown that many regulatory motifs do exhibit spatial preferences relative to

each other [2, 5, 43, 51, 110, 128, 129]. However, most studies analyzing inter-motif

distance preferences have generally been limited to discovering spatial relationships

between either known protein binding sites or motifs predicted using standard motif

finding methods.

Since the MPF model is designed to detect positional specificity of a motif rel-

ative to a given reference point, it can also provide a means by which to study

distance preferences between pairs of motifs. While the model described in the pre-

vious chapter can predict distance preferences of a single motif relative to the TSS,

in this chapter, we assess spatial preferences between pairs of potential regulatory
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elements. Thus, we use the MPF model to measure distance preferences of a given

motif relative to a known occurrence of a second motif. Our approach is to compre-

hensively search for spatial inter-dependencies across all possible (5mer) motifs-pairs

on a genome-wide scale. This allows us to predict motif-pairs binding interacting

regulatory proteins de novo, without prior knowledge regarding the sequences of the

individual regulatory elements. We denote this second version of the MPF model as

the ‘motif relational function’ (MRF) model.

4.1 Motif relational functions (MRFs) detect spatial biases between
motif-pairs

4.1.1 Overview of the MRF model

The MRF model represents a simple extension of the MLF model. In this extended

model, we choose the reference point to be a known occurrence of a particular motif

(v). For a second motif (w), an MRF (fw|v(x)) then represents the underlying oc-

currence frequency of w relative to v. In this case, the position x = 0 represents an

occurrence of motif v. Positive values for x then represent the distance of w down-

stream of v, while negative x-values give the distance of w upstream of v. The MRF

fw|v(x) then represents a conditional probability of occurrence for w at x, assuming

the motif v occurs at the location x = 0 within the same sequence (Appendix B.1).

Modeling inter-motif distances preferences using an MRF is more complex than

the MLF model, which assumes that overrepresentation can only occur at a single

location within the promoter. It has previously been shown the pairs of DNA se-

quence elements can bind interacting transcription factors when separated by one

of several preferred distances, with protein-protein interactions occurring at phased

intervals across the DNA [53, 69, 135, 144]. Such periodic distributions have been

associated with DNA sequence features attributed to the structural conformation

of the nucleosome [53] as well as the histone complex or the winding of the DNA
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Figure 4.1: Functional motif-pair inter-relationships. Proteins must often be positioned
in a particular orientation with respect to the DNA molecule to induce potential interac-
tions [69, 135, 144]. Interactions between protein A and protein B occur when the latter
is positioned at B1. The same interaction frequently occurs one turn of the double-helix
away from B1 (i.e., at B2), since the orientation of protein B is consistent relative to the
turn of the DNA molecule. However, the interaction cannot occur when protein B is bound
at B3 due to its inconsistent orientation. The distance between factors A and B is deter-
mined by the size of the proteins and is therefore unique between different transcription
factor-pairs. In contrast, phasing intervals (i.e., the distance between B1 and B2) remains
relatively consistent across factor-pairs, as they correspond approximately to the number
of nucleotides in a turn of the DNA double-helix.

double-helix [69, 135, 144]. This scheme is shown in Figure 4.1, which illustrates a

potential preference for protein-protein interactions to occur in a specific orientation

in relation to the turn of the double-helix.

Figure 4.2 shows two MRFs which were both generated by motif-pairs that bind

transcription factors with known interactions [6, 73], namely, the NFY-NFY and

NFY-SP1 binding motif-pairs. Motif-pairs were often found to co-occur preferentially

at multiple distances, with intervals separating preferred distances corresponding

approximately to the turn of the DNA double-helix.

4.1.2 The MRF model incorporates phased distance preferences between motifs

In order to capture the periodic nature of inter-motif distance preferences, we allow

each MRF to exhibit multiple preferred distances separating each pair of motifs. This

was done by extending the signal function model H(x), as described in the previous

chapter, to allow for multiple overrepresentation peaks. Thus, the the MRF signal
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Figure 4.2: MRFs of two motif-pairs binding interacting transcription factors [6, 73]. A
known occurrence of the reverse-strand NFY binding site defines the position x = 0; x-axis
values denote the position of the (a) plus-strand NFY binding site and the (b) minus-strand
SP1 binding site. y-axis values show the frequency of occurrence of these partner motifs.
Each motif-pair exhibits more than one preferred distance between motifs, with intervals
between peaks being ∼8-10 bp. This is consistent with the scheme illustrated in Figure
4.1, where the location of the peaks represent the positions of B1 and B2, and the position
x = 0 corresponds to the position of factor A.

function takes on the form:

H(x) =
M∑

j=1

aj · exp

[
−(x− µj)

2

2σ2
j

]
(4.1)

This function H(x) contains M overrepresentation peaks, each representing a single

distance at which the two motifs prefer to occur. Note that this is a generalization

of the signal function used during MLF analyses, which only allows for one peak (see

Eq 3.1). Here, the number of overrepresentation peaks M is not pre-defined but is

instead estimated separately for each individual motif-pair. Our model is designed

to predict overrepresentation peaks on an individual basis, continuing to add over-

representation peaks until all statistically significant peaks have been incorporated

into the model.
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4.1.3 Phased intervals between preferred inter-motif distances corresponds to the
turn of the DNA double-helix

In order to determine whether phasing intervals between overrepresentation peaks

are consistent across different motif-pairs, we determined inter-motif distance prefer-

ences across all possible pairwise combinations of 5-mer motifs. Our comprehensive

MRF analysis was thus conducted across each pair of 5-mers, estimating the MRF

produced from each motif-pair. For each motif-pair that produced at least 2 over-

representation peaks, we determined the separation distance between each pair of

overrepresentation peaks. In order to quantify the phasing of inter-motif distance

preferences, we define a ‘peak separation value’, xsep, to be the distance between any

pair of overrepresentation peaks within the same motif-pair MRF. We set this value

to be xsep = |µi−µj| for any two peaks i and j within the same MRF signal function,

i.e., two different Gaussian terms in H(x) as given in Eq 4.1. We controlled for peaks

potentially representing random outlier points by filtering peaks corresponding to a

single-site location. We also filtered double motif occurrences separated by less than

20 bp in order to remove spurious peak phasing caused by repeat sequences and

same-sequence dyads.

Enumerating peak separation values across all MRFs containing at least two

overrepresentation peaks, we found that 619 MRFs exhibited xsep-values ranging

between 7.5-9.5 bp (Figure 4.3). This is more than twice the expected number (i.e.,

the average number of MRFs producing xsep-values within any other 2 bp range).

While these values do not correspond precisely to the number of nucleotides in a turn

of the double-helix (∼10.5 bp), it is possible that this deviation can be explained by

distortions of the DNA caused by protein binding or by other similar mechanisms

(see Section 4.4 for discussion).
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Figure 4.3: MRF peak separation distributions. The distribution of peak separation
(xsep) values shown are produced by enumerating all peak-pairs across all possible 5-mer
motif-pairs. Peak separation values are defined as xsep = |µi−µj | between overrepresenta-
tion peaks i and j within the same MRF; this value is analogous to the distance between
B1 and B2 in Figure 4.1. Note the strong concentration of xsep-values close to ∼8-9 bp.

4.2 Predicting regulatory motifs using peak separation values

4.2.1 Several motifs exhibit consistent peak separation values

Given the high concentration of xsep-values around 8-10 bp, we hypothesized that

motifs producing consistent xsep-values corresponding to the turn of the double-helix

would act as protein binding sites. We chose to use a stringent criterion for motif-pair

predictions by specifically focusing on motifs exhibiting significant concentrations of

xsep-values, whose consistency was unlikely to be due to chance. Thus, for each indi-

vidual (fixed) 5-mer motif, we calculated the distribution of peak phasing intervals

across all MRFs produced from this fixed motif and one of the possible (variable)

motif partners. xsep-values were then accumulated across all variable motif partners.
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Motifs with consistent phasing intervals
Rank Consensus TF xsep p Partners
1 TTTGTA y1 9 7e-26 19
2 ATTTTT MADS(-) 8 3e-21 24
3 AAAAAT MADS(+) 8 4e-19 16
4 GCATGC NRF1 9 7e-19 23
5 ATTGC y2 8 3e-12 8
6 TCTTG EV11 9 1e-11 7
7 GAGCT y3 10 2e-10 7
8 ATTGG NFY(-) 10 4e-8 5
9 CCAAT NFY(+) 10 1e-7 3

Table 4.1: Consensus motifs with consistent phasing intervals. Phasing intervals (xsep-
values) were considered across all MRFs produced by the (fixed) motifs shown above and
one of the possible 5-mer partners. xsep-values denote the interval between preferred inter-
motif distances (i.e., overrepresentation peaks) within the same MRF for a pair of motifs
(xsep = |µi − µj |). xsep-value concentrations were determined across all 2 bp intervals
centered around 8-10 bp. p-values (fifth column) correspond to the significance of this
concentration for the top-ranking 5-mer in each cluster. Transcription factors binding to
known motif in TRANSFAC [80] are shown in the third column (STAMP [77] E-value
threshold: 1e-5); novel regulatory element predictions are label y1-y3. The number of
predicted partner clusters is given in the right column.

Fixed motifs producing a significant xsep-value concentration within one of the 2 bp

windows centered at xsep ≈ 8, 9, 10 were then predicted to be functional.

After correcting for multiple hypothesis testing, thirteen 5-mers were found to

have significant xsep concentrations within one of these regions (p < 1e-5). Clustering

these 5-mers according to sequence similarity and their corresponding xsep distribu-

tions produced nine-consensus motifs (Table 4.1). Six of the nine consensus sequences

matched known TFBSs in TRANSFAC, namely the NRF1, NFY, EVI1, and MADS-

box protein family binding sites. The NFY and MADS-box protein family binding

motifs were predicted on both strands, while the NRF1 binding sequence was palin-

dromic. Three additional motifs, denoted as y1-y3, did not match any known binding

sequences in TRANSFAC and therefore represent novel cis-regulatory element can-

didates. Figure 4.4 shows the xsep-distribution for the highest-ranking 5-mer in four

of the predicted motif clusters. These include the reverse-strand MADS-box protein

family binding site, the NRF1 binding site, the novel y1 motif, and the reverse-strand
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Figure 4.4: MRF peak separation concentrations. Peak separation distributions are
shown for four motifs with significant xsep-value concentrations. Each panel shows the
xsep distributions for the most significant 5-mer of the reverse-strand MADS-box family
binding motif, the NRF1 binding motif, the reverse-strand NFY binding motif and the
novel regulatory element prediction y1.
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NFY binding site. Note the highly significant concentration of xsep-values around

∼8-10 bp for each motif.

4.2.2 Periodic phasing of inter-motif distance preferences detects known and novel
regulatory element relationships

We extended the analysis in order to predict binding site partners for each of the

motifs exhibiting significant xsep-value concentrations. Each fixed motif predicted

during the previous MRF analysis was paired with multiple partner motifs by con-

sidering each individual fixed/partner motif-pair MRF. A 5-mer was predicted to

pair with the fixed motif if the motif-pair produced phased distance preferences cor-

responding to the fixed motif’s xsep concentration. The predicted partner motifs were

then clustered according to sequence similarity as well as the location of their over-

representation peaks. This procedure produced a total of 112 motif partner clusters

pairing with one of the nine fixed motifs predicted in the previous analysis.

Partner motif predictions for the NFY and MADS-box protein family binding

sites are given in Tables 4.2 and 4.3, respectively. Only a few motif clusters were

predicted to pair with the NFY binding motifs; each of the partner clusters corre-

sponded to either the NFY or the SP1 binding sequences. Both factors are known

to have direct interactions with NFY [6, 73].

The MADS-box protein family binding sites were predicted to pair with more

partner motifs than the NFY binding element. The MADS-box family consensus

sequences predicted during the analysis bind both the myocyte enhancer factor 2

(MEF2) and the serum response factor (SRF) [50]. These two factors are known

to be involved in complex extra-cellular signaling pathways, playing multiple roles

involving cell differentiation and development [23, 82, 99]. Both MEF2 and SRF

regulate gene expression through the recruitment of multiple accessory co-factors

whose presence or absence within the complex cause differential expression of their
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NFY binding site partners
TF partner Forward strand Reverse strand
NFY (+) CCAAT GCCAATC

(-) .GATTGGC ATTGG
CGATT...

SP1 (+) GGCGG GGGCGG
(-) CCGCC

Table 4.2: Motif partners for the NFY binding element. Partner motifs for the forward and
reverse strand NFY binding motif are shown in the second and third columns, respectively.
Each partner motif binds either the NFY or SP1 factors (left column). Both NFY-NFY
and NFY-SP1 factor-pairs exhibit known interactions [6, 73].

MADS-box motif parnters

Forward strand: AAAAAT
Consensus TF RC

1 AGACC
2 CAGCTAC TOPORS
3 AGGCTG r1
4 CAGCC
5 CCTGTA AR
6 CGCCA E2F1
7 CTACTC
8 GCTGAG NFE2 r2
9 GAACC
10 GGCAGG TCF3(*)
11 GGAGG MAZ r3
12 GGTTG r4
13 TGTAATCCCA CEBP(*) r5
14 GTGGC r6
15 TGGTG NFY(*) r7
16 GCACT HMX3 r8

Reverse strand: ATTTTT
Consensus TF RC

1 GAACTCCT NR1I2
2 AGCCT R1
3 AGTGC HMX3 R8
4 ATCCG
5 ATGTT
6 CACCA NFY(*) R7
7 CCACG ATF6(*)
8 CCCAA IKZF1
9 CCTCC MAZ R3
10 CCTGA
11 TCGAAC XBP1
12 GCTGGGACA PITX2
13 GATCC
14 GGATTACA CEBP(*) R5
15 GCCAC R6
16 GGGTTT TERF2IP
17 TCAAG NKX2
18 TGACC ESR1
19 TGATC
20 AGCCA PCBP2
21 CAACC R4
22 CTCGG ZNF569
23 TCAGC NFE2 R2
24 TGCCT

Table 4.3: MADS-box family binding site partners. Transcription factors binding to the
known cis-regulatory elements in TRANSFAC [80] are shown in the third columns. Binding
factors with known direct interactions to SRF, a MADS-box family member, are labeled
with asterisks. Reverse complements across opposing strands of the MADS-box fixed motif,
as determined by STAMP (E-value threshold 1e-5) are labeled r1-r8 and R1-R8 (e.g., r1 is
the reverse complement of R1, etc.).
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target genes [41, 42, 134], and therefore we would expect a large number of partner

motifs to pair with their binding elements.

Sixteen and 24 partner clusters were predicted to pair with the forward- and

reverse-strand MADS-box motif, respectively. We found that partner motifs pairing

with the MADS-box binding site were frequently predicted in both orientations.

Eight reverse complement-pairs were predicted to occur across opposing strands of

the MADS-box binding motif (Table 4.3). The mutual directionality between the

MADS-box binding motif and its partner motifs was highly conserved, with each

individual strand of the partner motif pairing with one, but not both, orientations

of the MADS-box binding motif.

A total of 24 (60%) of the partner clusters were found to match known protein

factor binding sequences in TRANSFAC, comprising a total of 19 known regulatory

elements. Several of these regulatory elements are known to bind proteins with direct

interactions to SRF, including the binding motifs of TCF3 [41], CEBP [42], NFY

[147], and ATF [152]. Twelve motif partners bind proteins known to be involved in

either signal transduction pathways or developmental processes. Three such factors

belong to the homeobox family, whose members play a crucial role in early devel-

opment [74, 90, 136]. Many of the remaining partner motifs may play unknown

functional roles in concert with one of the MADS-box protein factors.

4.3 Uni-modal versus multi-modal approaches

In our application of the MRF model, we explicitly use multi-modal characteristics of

the inter-motif distance frequencies as a criterion for functional motif relationships.

This approach is inherently different from previous uni-modal models, which have

generally relied on the sliding window method or maximum-distance approaches

[2, 43, 51, 110, 128, 129]. While uni-modal approaches have had some success in

predicting motif inter-dependencies, our data suggest that high-scale resolution is
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often necessary to detect spatial relationships between motifs. We have found that

individual instances of spatial preferences are generally constrained to widths of

only ∼2-3 bp, and that single overrepresentation peaks often exhibit only minimal

amounts of significance. However, despite the subtlety of each individual instance of

spatial preference between motif-pairs, overall trends in the phasing intervals between

preferred inter-motif distances are highly significant.

Our model was intentionally designed to account for spurious overrepresentation

peaks by considering peak separation distances collectively across a comprehensive

list of all pairs of 5-mers. We explicitly focus on motifs with distinguishing phasing

intervals between preferred distances, and whose consistency was unlikely to be due

to chance. This represents only one particular application of the MRF model, and

as more knowledge is gained regarding cis-regulatory element relationships, other

applications of this model may also prove effective.

4.4 Deviation of phasing interval values

As noted previously, we found that many motif-pairs exhibit multiple preferred sep-

aration distances with phasing intervals often found near the range of ∼8-9 bp. This

corresponds to approximately 2 bp less than the number of nucleotides in one turn

of the DNA double helix (∼10.5 bp). The deviation from the expected number of

10.5 bp is worth noting, particularly due to the robustness of the signal occurring

across such a large number of motif-pairs. There are some possible explanations

available from the literature. Structural analyses have shown that protein binding,

and the binding of multi-protein complexes in particular, distort the conformation

of the DNA [54, 92, 100, 123], thus affecting the helical characteristics of the DNA.

Interestingly, the MADS-box family transcription factors in particular are known to

bend the DNA molecule upon binding [134], largely explaining the consistent devi-

ation of the phasing intervals for this binding motif from 10.5 to approximately 8
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bp.

An alternative, although not necessarily exclusive, interpretation is that the oc-

curring protein-protein interactions may either be stabilized by alterations of the

DNA molecule or require them for collective binding. Selective binding of proteins to

DNA involves not only sequence-specific elements within the DNA, but also topologi-

cal characteristics of the DNA molecule [45, 63, 134]. This is known to be particularly

true during the recruitment of multiple interacting proteins to the DNA [63, 134].

Thus, although the biological explanation of the observed pattern remains unclear,

these results are not inconsistent with our current knowledge of protein-protein and

protein-DNA interactions.
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5

Location-specific cis-regulatory element evolution

Changes in DNA sequence elements that control gene expression can have broad

impacts on species morphology [66, 144, 143]. A single transcription factor can

sometimes regulate the expression of hundreds or even thousands of genes genome-

wide, binding to commonly occurring DNA regulatory motifs in a sequence-specific

manner [38]. Modifications within the preferred protein-binding sequences therefore

involve a massive number of changes in order to preserve the set of target genes

regulated by the corresponding trans-factor. As such changes must each occur in-

dependently across the genome both to and from specific nucleotides, it is often

assumed that these DNA binding motifs are rarely modified over the course of evo-

lution [44, 72, 128, 146].

In this work, we take a genome-wide approach to assess the prevalence and na-

ture of regulatory motif modifications within vertebrates. We examine to what ex-

tent the genome can adapt to global evolutionary changes in cis-regulatory motifs,

such as those illustrated in Figure 5.1. We show that a very substantial fraction

of location-specific cis-regulatory motifs have experienced significant modifications

over the course of evolution, even within relatively closely-related mammals. Fur-
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Figure 5.1: Examples of cis-regulatory motif modifications. Shown are lineage-specific
changes within the (A) NFY binding site and the (B) SP1 binding site. Branch lengths
are drawn to scale, with evolutionary divergence times as estimated in [47].

thermore, such changes are frequently found to occur at a very rapid rate, often

surpassing the background rate of substitution. This work identifies a previously un-

recognized mechanism driving genome sequence evolution, and provides important

insights into the evolution of regulatory sequences in general.
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5.1 Studying location-specific cis-regulatory element evolution

In our study, we focus upon evolutionary modifications occurring specifically within

location-specific motifs. Location-specific overrepresentation is a convenient char-

acteristic by which to study motif evolution. Rises in motif occurrence frequency

suggest that the motif plays a functional role in gene regulation at that location

within the promoter, while occurrences outside the region of preference are presum-

ably less likely to perform the same regulatory function. For certain motifs this is

known to be the case, such as with the commonly occurring TATA-box motif, which

is found highly overrepresented ∼25-30 bp prior to the TSS, where it is known to

function [79, 149]. In previous studies, it has been shown that the location of motif

occurrence, i.e., occurrences within versus outside the region of overrepresentation,

correlates with function and expression patterns of the target gene [128]. We find

that the location-specific motifs do, in fact, evolve differently within their region of

overrepresentation than outside this region; this is discussed in Section 5.1.4. Our

methodology utilizes the ability to distinguish between functional and ‘background’

motif occurrences. Here, we compare evolutionary modifications within functional

motif occurrences inside the region of overrepresentation to substitution frequencies

within the less constrained ‘background’ motif occurrences outside this region.

5.1.1 Location-specific motifs are shared across closely and distantly related species

In Chapter 3, we discussed the high amount of overlap of location-specific regulatory

elements between mouse and human. To test whether such overlap existed between

mammals and non-mammalian vertebrates, we scanned for location-specific motifs in

zebrafish [133] and compared the predictions to those within mouse. These compar-

isons showed that most motifs were shared across even between these highly diverged

lineages. Table 5.1 shows a comparison of the 20 top-ranked location-specific motifs
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Table 5.1: Comparisons between location-specific regulatory motifs within mouse and
zebrafish. The left columns show the top 20 motifs exhibiting location-specific overrepre-
sentation in mouse. The top-ranked 6mer in each cluster, center of the region of overrepre-
sentation (µ), and the width of this region (3 · σ) are shown to the right of each consensus
motif. Matching motifs predicted for zebrafish (danRer5, Zv7 assembly [133]) are shown
at the right. The number of overlapping nucleotide sites within the region of overrepre-
sentation between the two species are given in the last column. Note the strong tendency
for the location of overrepresentation to remain highly conserved even across these very
distantly related species.

found in mouse to predicted location-specific motifs within zebrafish. Of these motifs,

eighteen were found to overlap with location-specific motif predictions in zebrafish.

The location of overrepresentation for these motifs was found highly conserved, with

the center of the peak within 15 nucleotide sites in the majority of cases.

5.1.2 Determining functional motif co-occurrences across species

In order to study the nature of evolution within cis-regulatory elements, we consider

motif occurrences that target orthologous genes across species. Within a given motif,

we search for potential evolutionary modifications at each individual consensus site

separately. Considering a single chosen consensus site within a given motif, our

goal is to determine the presence or absence of cross-species differences in nucleotide

frequencies at the given site. In order to assess cross-species differences in nucleotide
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Figure 5.2: Cross-species nucleotide co-occurrence data across mouse and human at the
6th site of the NFY binding element (motif ATTGGn). Individual elements within each of
the matrices represent the number of motif co-occurrences across species within the region
of overrepresentation.

preferences at the chosen consensus site, any 6 bp element matching the motif at

the five non-chosen sites was considered to be an occurrence of the motif, while

we allowed for one possible mismatch at the chosen site. Co-occurrences of the

motif targeting orthologous genes within the region of overrepresentation were then

determined. Each cross-species co-occurrence then contains a specific nucleotide at

the chosen (mismatch) site in each of the two species.

In this way, we determine the number of nucleotide co-occurrences for each pair-

wise combination of nucleotides at the given consensus site across the entire set of

orthologous promoters. These co-occurrence counts can be illustrated using a 4x4

matrix, such as those provided in Figure 5.2. Note that each consensus site produces

a single matrix, and therefore six different co-occurrence matrices were generated

for each motif, one for each site. In order to avoid ambiguity regarding multiple

motif occurrences within the same gene of the same species, we filter double motif

occurrences found within 150 bp of each other. We then use the nucleotide co-

occurrence matrices to search for differences in nucleotide preferences across species.

5.1.3 Determining background motif co-occurrences

In order to determine the statistical significance of lineage-specific modifications

within each motif, we compared nucleotide occurrence frequencies within the re-

65



gion of overrepresentation to those found in background motif occurrences within

intergenic sequences. Each intergenic sequence comprised the 1 kb region starting 2

kb upstream of a known TSS. Orthologous pairs of intergenic sequences were deter-

mined using the multiz sequence alignments [85]. We then determined orthologous

occurrences of the motif in a similar manner as those within the region of overrepre-

sentation. Specifically, given a particular 6-mer and a single chosen consensus site,

we determined all instances of the motif, allowing for a single possible mismatch at

the chosen site and matching the motif at all other sites. Considering all such aligned

occurrences, we again create a co-occurrence matrix for each consensus site.

5.1.4 Motif conservation is stronger within the region of overrepresentation

A natural question to ask is whether location-specific motifs are subject to different

evolutionary constraints depending upon the location in which they occur. We de-

termined the amount of nucleotide conservation with location-specific 6mers across

human and mouse, both inside the region of overrepresentation as well as within the

set of intergenic sequences. Focusing on a single consensus site of a given regula-

tory motif, we searched genome-wide to determine the fraction of motif occurrences

containing conserved nucleotides at the given site across species. We found that the

majority of these consensus sites were more highly conserved within the region of

overrepresentation than within the intergenic sequences (Figure 5.3). This observa-

tion agrees with those of Vardhanabhuti et al [128], and suggests that location-specific

regulatory motifs are under stronger evolutionary constraints within the region at

which they preferentially occur.

66



Figure 5.3: Conservation frequencies of location-specific regulatory motifs according to
location across mouse and human. The x-axis denotes the frequency of conservation at
a given consensus site of an individual regulatory motif, while the y-axis gives the cumu-
lative number of consensus sites at or above the given frequency of conservation. The
solid plot shows the amount of nucleotide conservation within the region of overrepre-
sentation for each motif, while the dashed plot shows the amount of conservation within
motif occurrences in the intergenic sequences. Note that most consensus sites tend to be
more conserved within the location of overrepresentation than outside this region. At the
half-way point (vertical gray line), half of all consensus sites had 83% or more conserva-
tion within the region of overrepresentation, while only 22% of the consensus sites were
conserved at the same threshold within the intergenic sequences.

5.2 Modeling lineage-specific regulatory motif modifications

5.2.1 Determining motif modifications according to nucleotide co-occurrence asym-
metries

Using the nucleotide co-occurrence matrices constructed as described previously in

Section 5.1.2, we search for lineage-specific modifications within each motif by testing

for differences in nucleotide preferences at each site. Given a single consensus site,

we fixed one nucleotide per species at the chosen site. We then scanned for cross-

species differences by comparing this frequency of nucleotide co-occurrence to that

obtained after switching nucleotides across species. Large differences in these two co-

occurrence frequencies indicate that each nucleotide is found frequently in exactly one
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Figure 5.4: Regulatory motif modification scheme. Evolutionary modifications within
regulatory consensus sequences involve systematic genome-wide substitutions occurring in
a lineage-specific manner. This is illustrated above for a regulatory motif whose ancestral
form contains an ‘A’ nucleotide at the third consensus site (center). This consensus site
is systematically converted from the ancestral ‘A’ nucleotide to the newly preferred ‘C’
nucleotide in species Y (bottom left). Species X maintains the ancestral form of this
regulatory motif (top left), and therefore the frequency of co-occurrence shown on the left
(with A and C in species X and Y, respectively) is observed frequently across the genome.
Such lineage-specific changes produce an asymmetry in nucleotide co-occurrences after
switching nucleotides across species. In this case, the co-occurrence frequency shown on
the right (with nucleotides C and A in species X and Y, respectively) is far less prevalent
than the co-occurrences shown on the left. Such asymmetries can therefore be used to
predict lineage-specific modifications within preferred regulatory sequences.

species, but is far less preferred in the other species (Figure 5.4). Such asymmetries

therefore suggest global evolutionary modifications in the ancestral sequence element

occurring along one of the chosen lineages.

Below we outline the statistical framework by which we determine evolutionary

modifications in regulatory motifs. We used two different statistical models to assess

the prevalence of lineage-specific motif modifications. The first model, denoted as

the ‘intergenic background model’, uses co-occurrence frequencies within the inter-

genic sequences to estimate background nucleotide co-occurrence frequencies. Evo-

lutionary modifications in the regulatory consensus motifs are then determined by

comparing motif occurrences within the region of overrepresentation to these back-

ground occurrences. The second model, denoted as the ‘binomial distribution model’,
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specifically considers motif occurrences only within the region of overrepresentation

without the use of background occurrences in the intergenic sequences. This second

approach is based upon the binomial distribution with a null hypothesis that assumes

an equal probability of substitution to and from each nucleotide across lineages. We

describe each of these two models below.

5.2.2 Intergenic background model

Consider two species, species X and species Y, and a single consensus site within

a given motif. We search for non-identical nucleotides i and j where species X

prefers nucleotide i at the given consensus site while species Y prefers nucleotide j

at the same site. We set a random variable (Tij) that represents the number of times

nucleotide i co-occurs at this consensus site in species X along with nucleotide j at the

same site in species Y. We then consider motif co-occurrences targeting orthologous

genes within the region of overrepresentation across species. The observed value (tij)

of Tij then represents the number of co-occurrences for nucleotides i and j at the

given site found genome-wide across species, as illustrated in Figure 5.2.

In order to determine rapid evolutionary modifications, we compare the value of

tij to the number of nucleotide co-occurrences after switching i and j across the two

species (i.e., the value tji). When no cross-species differences exist, we would expect

that tij ≈ tji, as no species-specific biases exist between the two nucleotides. In

contrast, for cases in which species X has a strong preference for nucleotide i at the

given site while species Y prefers nucleotide j at the same site, we would expect a

significant asymmetry between these two values, giving tij � tji. In such cases, the

difference tij − tji will take on large positive values.

As co-occurrence data is taken across the genome and therefore provides a large

sample size, we assume a normal approximation for Tij − Tji. The significance of

functional asymmetry within the region of overrepresentation can then be assessed
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using a Z-score. This Z-score represents the number of standard deviations by which

the observed asymmetry (tij − tji) deviates from its expected value and is given by

Z =
[tij − tji]− E [Tij − Tji]√

V ar [Tij − Tji]
(5.1)

In our model, we estimate the expected value and variance of Tij−Tji according to

a background frequency of nucleotide co-occurrence within the intergenic sequences.

We determine the number of these background motif occurrence (bij) with nucleotides

i and j at the given site within species X and Y, respectively. We set the total number

of co-occurrences within the intergenic sequences to be Nb and the total number of co-

occurrences within the region of overrepresentation to be Nt. (I.e., Nb =
∑

xy bxy and

Nt =
∑

xy txy.) We show in Appendix C that the Z-score in Eq 5.1 is approximated

by

Z =
tij − tji√

(Nt/Nb)(bij + bji)
(5.2)

Note that, for non-identical nucleotides i and j, the values for bij and bji reflect

the background frequency of substitution at the chosen site, as co-occurrences of

nucleotides i and j represent instances of non-conservation. Similarly, tij reflects

a similar frequency of substitution within the area of overrepresentation. Thus,

our Z-score effectively quantifies the amount of modification within the region of

overrepresentation compared to that expected according to a background (intergenic)

frequency of substitution. Extreme Z-scores therefore indicate rapid evolutionary

changes within functional motif occurrences that are not adequately explained by

the background rate of substitution.

5.2.3 The binomial distribution model

Our second approach considers only motif occurrences within the region of overrepre-

sentation without the use of background nucleotide co-occurrence frequencies. This
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approach is based upon a null hypothesis that does not require a direct comparison

between motif occurrences within the region of overrepresentation to those outside

this region.

For each consensus site, we fix a pair of nucleotides i and j co-occurring in

species X and Y, respectively. Assuming no cross-species differences in preferred

consensus sequence, the number of these co-occurrences tij should approximately

equal the number of co-occurrences after switching nucleotides across species (tji).

Thus, Tij should follow a binomial distribution with probability 1/2 and number of

trials n̂ = tij + tji. For a two-tailed test of the null hypothesis that species X and Y

do not differ in nucleotide preferences, the binomial approach allows us to calculate

a p-value (p) corresponding to an asymmetry between tij and tji. Equivalently, this

p-value measures the deviation of tij from its expected value (tij + tji)/2. These

p-values are then converted to a ‘significance term’ P , where P = − log p. Note that

large values of P indicate large deviations of tij from its expected value.

5.3 Evolutionary modifications within location-specific motifs within
vertebrates

5.3.1 Genome-wide biases in nucleotide preferences are stronger within the region
of overrepresentation

We looked to assess the amount of nucleotide biases among cis-regulatory elements

according to location in which they occur. We conducted an initial scan for cross-

species differences within regulatory motifs both within and outside the region of

overrepresentation between human and mouse. Differences in nucleotide preferences

were quantified using a cross-species ‘asymmetry score’ Q, which we define to be

Q =
∑
i 6=j

|pij − pji| (5.3)
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Figure 5.5: Asymmetry scores Q for regulatory element consensus sites within (solid
plot) and outside (dashed plot) the region of overrepresentation. Q-values represent the
total asymmetry of nucleotide preferences within a given consensus site, defined as Q =∑

i 6=j |pij − pji|, where pij = tij/Nt for occurrences within the region of overrepresentation
and pij = bij/Nb within the intergenic sequences. Note that many consensus sites show
greater amounts of nucleotide biases within the region of overrepresentation compared to
those outside this region.

where pij represents the frequency of nucleotides i and j across species X and Y,

respectively. Namely, pij = tij/Nt for motif occurrences within the region of overrep-

resentation, while pij = bij/Nb for occurrences within the intergenic sequences.

We find that many consensus sites exhibited greater amounts of cross-species

differences within the region of overrepresentation compared to occurrences within

the intergenic sequences (Figure 5.5). For instance, 16% of all consensus sites had

a significant amount of asymmetry at a Q-value threshold of Q > 0.16 within the

region of overrepresentation, while less than 1% exhibited asymmetries above this

threshold within the intergenic sequences.
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Table 5.2: Data sets used for cross-species comparisons. All species comparisons were con-
ducted relative to either human or mouse. We show the number of orthologous sequences
for each pair-wise comparison, as well as the amount of divergence time (in millions of
years) between lineages, as estimated in [47].

5.3.2 Pair-wise species comparisons conducted within vertebrates

We scanned for patterns of evolutionary modifications within the comprehensive

list of predicted 6-mer motifs exhibiting location-specific overrepresentation. Pair-

wise species comparisons were conducted across a large array of twelve vertebrate

species, each relative to human or mouse. Orthologous promoter sequences were de-

termined using the genome-wide multiz28way (hg18) and multiz30way (mm9) align-

ments [85]. We subsequently aligned by dynamic programming to estimate the loca-

tion of each orthologous TSS. Stringent quality controls were applied in order to filter

low-confidence orthologs from our data set. Ortholog-pairs were excluded from the

analysis if more than 25% of the pair-wise alignment columns within the (-10,+10)

window contained gaps, or if less than 70% of these aligned columns contained match-

ing nucleotides. The number of resulting ortholog-pairs for each comparison is shown

in Table 5.2.

To assess the prevalence of evolutionary modifications, we applied both the in-

tergenic background model and the binomial distribution model to each data set. Z-
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and P-values were determined at each consensus site for all location-specific 6-mers

and nucleotide-pair combinations i and j. In addition to single nucleotide consensus

sites, we also considered doubly degenerate sites. For example, we tested for cases in

which one species prefers either a ‘C’ or a ‘G’ nucleotide (S=[C,G]), while a second

species prefers either an ‘A’ or a ‘T’ (W=[A,T]).

Although the vast majority of motifs produced near or over 100 non-conserved

co-occurrences across species, some motifs overrepresented at very precise locations

(e.g., within 1-6 nucleotide sites) produced too few motif co-occurrences to accurately

characterize cross-species differences. Thus, for each species comparison, we excluded

location-specific motifs producing less than 15 non-consered co-occurrences.

5.3.3 Many cis-regulatory elements have undergone rapid evolutionary changes within
mammals

Scans for evolutionary modifications within the list of predicted 6-mer motifs showed

that a very significant fraction of location-specific regulatory motifs have been sub-

ject to rapid evolutionary changes in consensus sequence. Applying the intergenic

background model to the co-occurrence data, we found that close to a third of all

location-specific regulatory elements have been modified on either the human or

mouse lineages following species divergence (Z > 5) (Table 5.3). Comparisons be-

tween other species with divergence times near that of human and mouse produced

similar numbers of modified regulatory elements, with predicted modifications within

approximately 16-35% of all location-specific motifs during the majority of the species

comparisons.

The motif predictions generally appeared to be robust with regards to the RefSeq

annotations used. We note that two human-mouse comparisons were conducted, one

using human RefSeq promoters and another using mouse RefSeq promoters. There

were 140 6-mers predicted to exhibit location-specific overrepresentation in both hu-
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Table 5.3: Fractions of regulatory motifs and consensus sites exhibiting evolutionary mod-
ifications within mammals. For each pair-wise species comparison, we show the number
and fraction of location-specific motifs exhibiting rapid evolutionary modifications (Z > 5)
as well as the fraction of consensus sites with nucleotide preferences differing across species.
The amount of divergence time between species as well as the number of location-specific
motifs considered during each species comparison (i.e., the number of motifs with at least
15 non-conserved co-occurrences across species; see Section 5.3.2) are also shown.

man and mouse. Among these common 6-mers, thirty-four (24%) were predicted to

be modified using the human RefSeq data, and thirty-seven (26%) were predicted

to be modified using the mouse RefSeq data. Twenty-two of these modified motif

predictions overlapped between the two species comparisons. This overlap is highly

significant, comprising 65% of the motif predictions from the human RefSeq data.

Many of the remaining (non-overlapping) motifs also produced high Z-scores, albeit

under the stringent threshold of Z > 5. Of these overlapping predictions, the ma-

jority (59%) comprised reciprocal consensus site modifications, for which the same

consensus site and nucleotide-pair were predicted using both the human and the

mouse RefSeq promoter data.
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5.3.4 Correlation between divergence time and motif modification

We noted a strong correlation between divergence time and the prevalence of regu-

latory motif modification (Figure 5.6). Only 6% of the motifs exhibited significant

differences within primates, which share common ancestry within 30 million years

ago [47]. Similarly, very few motifs were found to differ between mouse and rat

(divergence time ∼26 million years [47]), with only 2% of all location-specific mo-

tifs exhibiting cross-species differences within rodents. In contrast, about half of

all location-specific motifs exhibited differences between eutherians and the more

distantly related opossum lineage (divergence time ∼160 million years [47]). This

correlation was strongly linear (p < 1e-5), suggesting a relatively constant rate of

modification during mammalian evolution.

5.3.5 Simulation analyses and the effect of multiple hypothesis testing

In our scan for motif modifications, we tested each of the six consensus sites and

nucleotide pair i and j across all location-specific motifs. It is therefore natural to

inquire about the effect of multiple hypothesis testing and the expected number of

false-positives within our list of predictions. In order to assess the effect of multiple

hypothesis testing as well as the effects of random fluctuations within the data,

we conducted simulation analyses by randomizing nucleotide co-occurrences for each

pair of nucleotides across species. Specifically, for each motif co-occurrence producing

non-identical nucleotides i and j in species X and Y, respectively, we randomly chose

to switch nucleotide j to species X and nucleotide i to species Y with probability

1/2. Observed co-occurrences of j and i in X and Y, respectively, were randomly

switched in a similar fashion. Note that this preserves the total number of co-

occurrences of i and j across the two species, albeit enforcing a uniform probability

of substitution towards each nucleotide in both species. This amounts to simulating

data sets according to the null hypothesis that i and j randomly co-occur across
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Figure 5.6: Prevalence of rapid evolutionary modifications within location-specific reg-
ulatory motifs according to divergence time. y-axis values represent the fraction of regula-
tory motifs exhibiting rapid evolutionary changes in consensus sequence following species
divergence (Z-score > 5). Species comparisons were conducted in a pair-wise fashion, each
comparison producing a single set of modified motifs. The sets of modified motifs are
separated according to divergence time between the corresponding pair of species (x-axis)
[47]. Each barplot shows the median fraction of modified motifs (center line), the first
and third quartile (bar extremes), and the most extreme comparisons within 80% of the
inter-quartile range (standard bar), while circles represents single outlier points.

species without lineage-specific differences in nucleotide preference.

Our analysis was then conducted using the randomized data set in an identi-

cal fashion to the real data analysis. We scanned for spurious instances of motif

modification at each site of all location-specific motifs and nucleotide pairs i and j,

repeating the process three times for each species comparison and re-randomizing

the data during each of the three analyses.

Very few motifs were predicted using the randomized co-occurrence data, sug-

gesting few false-positives within our set of predictions. Across all three analyses

and species comparisons, our model produced a total of 2 motif predictions using

the randomized co-occurrence data. This gives an estimated false-positive rate of

approximately 3e-8, similar to that expected given the assumption that random
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asymmetries follow a Gaussian distribution as in our null hypothesis (about 3e-7).

Thus, we can be confident that our highly conservative Z-score threshold (Z > 5)

was sufficiently stringent to account for multiple hypothesis testing.

5.3.6 The high prevalence of motif modification is supported by the binomial distri-
bution model

Here, we are less interested in providing a definitive statistical model to predict motif

modifications than collecting evidence that such modifications are in fact prevalent

among cis-regulatory elements. Thus, we tested whether the alternative binomial

distribution model (Section 5.2.3) would support our previous results. We performed

a second scan for regulatory motif modifications according to this model, which

considers only motif occurrences within the region of overrepresentation, without the

use of the background occurrences. A P-value threshold was set to that producing

less than a 5% false positive rate according to our randomized simulation analysis.

This value was empirically found to be P > 6.5.

Results from this alternative statistical model confirmed the high prevalence of

evolutionary motif modification. For instance, approximately 27% of all location-

specific motifs were predicted to exhibit evolutionary modifications since the diver-

gence of human and mouse. Many of these predicted motifs overlapped with those

predicted during the previous analysis, with fifteen of the top 20 motif predictions

also producing significant Z-scores in the previous scan for modifications. Overall,

the majority of comparisons between species with similar divergence times as human

and mouse predicted between 13-33% of all location-specific motifs to exhibit mod-

ifications, with only a few exceptions (Table 5.4). These results confirm the high

prevalence of evolutionary modifications within our set of predicted motifs, and sug-

gest that regulatory element modifications can be detected using statistical methods

based upon different underlying assumptions.
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Table 5.4: Numbers and fraction of location-specific motifs predicted using the binomial
distribution model. A prediction threshold of P > 6.5 (P = -log p for p-value p) according
to a two-tailed binomial test was used during the analysis.

5.3.7 Both site degeneracy and preferred consensus nucleotides change over the
course of evolution

Inspection of the results showed that, in many cases, motifs with evolutionary modifi-

cations exhibited differences in degeneracy. For instance, in the case of the TATA-box

motif (TATAAA), the degenerate ‘G’ nucleotide was far more prevalent at the first

site in non-rodents than in mouse. None of the non-conserved TATA-box occur-

rences contained a ‘G’ at this site in mouse, although it was commonly found among

all non-rodent lineages. This suggests a branch-specific change along this lineage

following the eutherian radiation.

In addition to changes in the amount of degeneracy, there were also numerous

cases in which the most common nucleotide sequence differed across lineages. Be-

tween human and mouse, about 16-19% of all location-specific motifs differed in

their most common consensus sequences. Similar numbers of motifs (approximately
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Mouse Human Z-score
1 cgggMg cgggGg 9.02
2 ccGcct ccCcct 8.79
3 gggcGt gggcCt 8.11
4 ctgccY ctgccG 7.57
5 tgggCg tgggGg 7.38
6 gCggag gGggag 6.98
7 cTgctg cGgctg 6.37
8 tgcGgc tgcCgc 5.49
9 gYccgc gGccgc 5.33

10 cggaSa cggaAa 5.25

Table 5.5: Ten regulatory motifs with consensus sequence differences between human and
mouse.

13-22%) showed cross-species differences across other eutherians. In several cases,

modifications in the most frequent nucleotide consensus sequence were found to oc-

cur at rapid rates, producing significant Z-scores. Ten such motifs differing between

mouse and human are given in Table 5.5. We note that, although many studies have

analyzed cross-species conservation between eutherian lineages such as human and

mouse [146, 128], modification in preferred regulatory consensus sequences appears

to be relatively common along these lineages.

5.3.8 The GC box regulatory motif has been modified along the eutherian branch

Many motifs exhibited differences between eutherians and non-eutherian vertebrates.

One notable example is the SP1 binding site, commonly referred to as the GC box.

We find that the previously studied form of this element (gggCgg) in fact represents

an altered version of its ancestral sequence, consistently found among non-eutherians

as the gggAgg consensus sequence. As the term ‘GC box’ was derived from its well-

studied consensus sequence, we refer to the predicted ancestral sequence as the ‘GA’

box. There is a striking pattern of GC/GA box co-occurrences between eutherians

and non-eutherians, respectively, with the ancestral form commonly appearing in

lineages ranging from opossum to Xenopus (Table 5.6). Interestingly, this pattern

was found upon both strands of this regulatory element.
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Table 5.6: Evolutionary changes within the GC box element. Comparisons were made
between GC box occurrences in its well-studied form (gggCgg) compared to its ancestral
sequence as predicted during our analyses (gggAgg, denoted here as the ‘GA’ box). The
fraction of co-occurrences targeting orthologous genes for each combination of these two
versions is given for mouse relative to five other vertebrate species. We note a strong
trend for the GC box to occur frequently within mouse along with the GA box within
non-eutherians, as shown in the lower-left entry of each matrix. In contrast, the frequency
of co-occurrence is much lower when switching these motifs across species (top-right ma-
trix entries). This pattern was found for both the forward strand (left) and the reverse
strand (right) of the motif. In contrast, no significant difference in nucleotide preference is
found strictly within eutherians, illustrated above by the mouse-human comparisons. This
suggests a lineage-specific modification of the ancestral GA box regulatory element to the
GC box form along the eutherian branch following the split with marsupials.
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The consistency of the preferred GA box motif within non-eutherians indicates

that this regulatory element was modified following the split with opossum but prior

to the divergence of the various eutherians lineages. Separate analyses conducted

upon zebrafish showed significant amounts of locational overrepresentation of the

ancestral form but no locational specificity of the GC box form, suggesting that the

common eutherian version of this regulatory element is largely non-functional along

the zebrafish lineage.

As this regulatory motif is highly prevalent among nearly all vertebrates, the con-

version of the ancestral form to its common eutherian version represents sequence

modifications across hundreds of functional sites genome-wide. Over 9% of all or-

thologous target genes contained a GC/GA box co-occurrence between mouse and

opossum, respectively, while the reverse co-occurrence was only about half as com-

mon. As it has been estimated that opossum and eutherians share approximately

15,000 orthologous genes [83], we estimate a genome-wide difference of ∼600 more

genes containing a GC/GA box co-occurrence in eutherians and non-eutherians, re-

spectively, than vice versa. The rate of modification for this element was particu-

larly high relative to the background rate, producing a Z-score of Z = 8.5 during the

mouse-opossum comparisons.

5.4 Discussion

Our results represent a novel form of molecular co-evolution, as most studies re-

garding macro-molecule co-evolution focus only upon compensatory changes within

specific genes or pairs of genes. For example, although molecular co-evolution has

been documented between interacting protein-pairs [40] as well as within RNA com-

plementary base-paired regions [96], such changes naturally occur either within or

between individual genes. In contrast, the regulatory motif modifications observed

here involve a massive number of changes occurring across the entire genome, poten-
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tially induced by modification within a single trans-factor.

Because of the ‘one-to-many’ relationship between a single trans-factor protein

and the hundreds of functional sites to which it binds, such changes have previously

been assumed to occur only rarely [31, 44, 60, 61, 72, 128, 146], and therefore have

thus far gone unrecognized. These results suggest that the genomic landscape is

highly adaptable, as modifications in preferred consensus sequences reflect a very

high number of substitutions accumulating independently across the genome. In

some cases, such as the modification of the GC/GA box regulatory element de-

scribed above, this can represent multiple hundreds of substitutions occurring in a

relatively short period of time along a particular lineage. The ability of the genome

to accommodate such coordinated modifications is surprising and perhaps counter-

intuitive, yet our results suggest that such modifications have occurred relatively

frequently over the course of vertebrate evolution.

5.4.1 Use of location-specific regulatory motifs

Locational specificity is a convenient characteristic that can be utilized to study

regulatory element evolution, as our results, as well as those from previous studies

[119, 128], suggest that motifs often serve specific functional roles when they occur

within the region of overrepresentation. This therefore allows us to focus upon func-

tional occurrences that are likely to play a role in gene regulation, as determined

according to their location within the promoter. Furthermore, this feature can be

used to distinguish these functional occurrences from the remaining ‘background’

occurrences exhibiting weaker evolutionary constraints.

It is likely that the same modifications are also prevalent within regulatory motifs

without locational specificity, such as those occurring within distal enhancers. How-

ever, distinguishing between functional and putatively non-functional occurrences of

these regulatory motifs is less straight-forward, as many trans-factor proteins bind in
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concert to interacting proteins or according to topological characteristics of the DNA

[45, 134, 144]. In addition, many cis-regulatory elements functioning within distal

enhancers may only target a small handful of genes, in contrast to the frequently oc-

curring functional occurrences of location-specific motifs. Due to this characteristic,

a genome-wide approach is less applicable, and it is difficult to predict evolutionary

modifications using a small number of functional element occurrences. Although the

prevalence of evolutionary modifications within motifs occurring in distal enhancers

has not yet been assessed, there is no reason to assume a priori that the high preva-

lence of evolutionary modification is unique to motifs functioning within the proximal

promoter region.

5.4.2 Mechanisms of cis-regulatory element modification

We can imagine that, through various mechanisms, the observed evolutionary mod-

ifications in consensus sequence would occur. One potential mechanism may simply

involve changes within the binding domain of the corresponding trans-factor. Such

changes would likely induce nucleotide-specific substitutions genome-wide, preserv-

ing the trans-factor’s ability to bind near the same set of target genes. In such cases,

we note a dichotomy between functional preservation and sequence conservation, as

it is likely that sites converted to the modified sequence element would continue to

recruit the trans-factor, preserving the original function. In contrast, sites conserved

in sequence would likely lose the ability to bind the altered protein factor, potentially

affecting the expression patterns of the target gene.

At the present time, it is difficult to directly map the co-evolution of cis-regulatory

elements and their binding trans-factors, and it is plausible that some of the motif

modifications observed may be caused by other mechanisms. For example, paralo-

gous or alternatively spliced proteins may share similar DNA binding sequences, yet

distinct binding modules. Multiple versions of such trans-factors may be lost, gained,
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or modified during evolution; such mechanisms are thought to have a significant im-

pact upon evolutionary changes in morphology [52, 89]. In addition, protein-protein

and protein-DNA interactions can often alter the conformation of a given binding

protein [26, 66], and thus interacting factors that do not directly bind to the DNA

may also cause changes in DNA binding sequences. In some cases, differences in ef-

fective population size between lineages may also produce differences among species

in commonly occurring motifs, particularly in the presence of strong mutational bi-

ases towards a particular nucleotide [8]. Although these latter changes may not

necessarily reflect lineage-specific differences in relative fitness, they are still likely

to have direct consequences upon the expression of the affected target genes. These

mechanisms are all likely to have a substantial impact upon species morphology, and

embody a previously unexplored aspect of genome evolution.
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6

Conclusions

6.1 Summary

This work utilizes locational specificity as a means by which to predict cis-regulatory

elements, spatial relationships between pairs of motifs, as well as the evolution of cis-

regulatory elements. We show that locational specificity within or near the promoter

is common among cis-regulatory elements, and it is a useful characteristic that can

be used to study regulatory motif evolution on a genome-wide scale. We generalize

this model to study spatial characteristics between pairs of regulatory motifs, and we

show that this provides a powerful means by which to predict functional relationships

between cis-regulatory elements.

Although a few studies have utilized location-specific overrepresentation to pre-

dict transcription factor binding sites de novo [38, 119, 128], the prevalence of this

characteristic among cis-regulatory elements has previously been unclear. Some

studies appear to have largely under-estimated the prevalence of locational specificity,

with FitzGerald et al [38] detecting a total of nine motifs exhibiting location-specific

overrepresentation in humans. In contrast, we predict significant amounts of loca-

tional specificity in 48 non-redundant putative regulatory elements. We have shown
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that our methodology allows for a significant increase of sensitivity by considering

instances of location-specific overrepresentation occurring across broad or narrow re-

gions within the proximal promoter, ranging from those occurring at a single site to

those occurring across a hundred or more nucleotide sites. In contrast, most low-

resolution approaches have previously been unable to detect locational specificity

in even the most well-known regulatory motifs, such as the TATA-box [128] and

the Inr sequence [38, 128]. In other cases, previous scans for location-specific reg-

ulatory motifs have neglected the effects of dinucleotide fluctuations near the TSS,

and thus greatly over-estimate the number of GC-rich regulatory motifs [119]. Our

methodology effectively accounts for fluctuations in dinucleotide content across the

promoter, improving specificity and filtering spurious GC-rich motif predictions from

the results.

We extend our model to analyze distance preferences between pairs of motifs,

predicting putative cis-regulatory elements that bind interacting protein factors.

It is known that transcription factors generally function in concert with other in-

teracting factors [4, 10, 33, 144], yet few large-scale analyses regarding functional

binding site relationships have been conducted. Several studies have shown that re-

lationships do exist between pairs of regulatory motifs [5, 59, 70, 75, 95, 112, 118],

although such studies have generally been limited to motifs whose sequence compo-

sition has previously been known. Although previous approaches have been effective

at demonstrating that inter-relationships exist between regulatory elements, very

few computational methods have been available to predict motif-pair relationships

de novo.

Here, we use our model predict motif-pairs binding interacting proteins according

to spatial preferences between pairs of sequence elements. Our methodology allows

us to conduct such analyses without any prior knowledge regarding the sequence

composition of the regulatory elements involved. Using a genome-wide approach, we
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show that many regulatory motif-pairs exhibit inter-motif distance preferences.

Previously, it has been shown that some protein-protein interactions occur in

a periodic nature, with multiple preferred separation distances characteristically

phased according to the turn of the DNA double-helix or around the histone complex

[53, 69, 135, 144]. Our results support the conclusions of these studies, and we show

that motif-pairs binding interacting factors have multiple distances at which they

preferentially occur. In our application of the model, we predict functional relation-

ships between regulatory motifs using this ‘interaction phasing’ characteristic. We

observe that many motif-pairs exhibit periodic spatial preferences, with the distance

between preferred inter-motif distances exhibiting consistent phasing intervals. We

find that the phasing intervals often correspond approximately to the number of

nucleotides in a single turn of the DNA double-helix. It is likely that this reflects

a requirement for the transcription factor-pairs to bind in a consistent orientation

relative to the turn of the DNA molecule. However, we also note that many phasing

intervals deviate slightly from the exact number of nucleotides in a turn of the dou-

ble helix (e.g., 8-10 bp versus 10.5 bp). It is likely that this observation reflects a

distortion of the DNA upon protein binding, which has often been observed during

structural analyses of protein-DNA complexes [54, 92, 100]. We observe that several

regulatory motifs exhibit consistent phasing intervals across a wide range of partner

motifs, and we utilize this characteristic to predict putative functional relationships

between binding site motifs. Our analysis resulted in a total of 112 non-redundant

motif-pair predictions. We show that many of the predictions correspond to motifs

binding proteins with known interactions, while the remaining predictions comprise

putatively novel functional motif-pair relationships.

In this work, we assess the prevalence of evolutionary modifications in location-

specific motifs across a wide array of vertebrate species. Virtually all cross-species

comparison studies have previously assumed that preferred protein binding sequences
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change little over time, and that such modifications occur at a negligible rate during

the course of evolution [31, 44, 60, 72, 128, 141, 146]. In contrast to this assumption,

we find that a surprisingly high number of the predicted regulatory motifs have

been subject to significant modifications over the course of vertebrate evolution,

even among eutherians with divergence times similar to that of human and mouse.

Such modifications occur in a lineage-specific manner, often at rapid rates of change

across the genome. In some cases, the number of nucleotide-specific substitutions,

such as those for the SP1 binding site, can reach into the hundreds genome-wide.

This represents a previously unrecognized mechanism driving genome evolution, and

has broad implications regarding evolutionary changes in phenotype.

6.2 Future directions

In future work, we plan to expand our study of location-specific regulatory element

evolution. Our previous work represents only an initial survey of the prevalence of

motif modification, yet several questions remain regarding the nature of regulatory

element evolution. Such questions include:

1. What is the relationship between regulatory motif modification and changes in

gene expression?

2. What is the nature of cis- and trans-element co-evolution? Are significant

modifications in DNA binding motifs due primarily to large modifications in

protein factors, or are they caused by subtle changes in protein sequence or

structure?

3. What is the role of trans-factor paralogs or alternative splicing in DNA binding

sequence modifications? Are binding motifs more likely to become modified if

several similar, yet distinct, versions of a protein are present within a given

lineage?
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4. Can we predict, either through sequence phylogeny or structural methods,

which evolutionary changes within a transcription factor produce cross-species

differences in preferred binding sequences?

Effects of regulatory motif modification on expression patterns. A natural question

to ask is simply why genome-wide conversions of regulatory motifs occur, particularly

to the extent at which we observe in our results. It is reasonable to hypothesize that

such site conversions reflect a general preservation of the target genes bound by the

given trans-factor, although we have yet to confirm this hypothesis empirically. One

potential approach to answer this question would simply be to analyze expression

patterns of orthologous genes across species, and determine the amount of similarity

in expression patterns in ‘converted’ versus conserved sites. If the conversion at

the non-conserved sites does, in fact, reflect a preservation of the target genes, then

we would expect a conservation of gene expression patterns of the converted genes.

In contrast, we would expect that conserved sites would lose the ability to recruit

the trans-factor, and thus we may observe a change in gene expression patterns.

However, further work must be done to determine whether or not this is the case.

The nature of regulatory protein/binding element co-evolution. As evolution-

ary modifications within regulatory elements represents a largely unexplored area of

study, very little is known regarding the nature of cis- and trans-regulatory element

co-evolution. For instance, one unanswered question is whether changes in protein

binding affinities are primarily due to significant modifications in sequence or struc-

ture of the given trans-factor, or whether significant changes in binding affinities are

more often due only to subtle changes in the protein’s amino acid sequence. If the

former possibility is true, then we would expect that several changes are necessary to

accumulate within the amino acid sequence in order to modify the protein’s binding

affinity. However, in such a case, the co-evolution of the cis- and trans-regulatory el-
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ements would occur in a step-by-step manner. This possibility appears unlikely given

our results, as such a series of incremental changes would be likely to accumulate

across the entire phylogeny. This is not what we observe; instead, motif modifica-

tion appears to occur rapidly and usually along a single lineage. This may indicate

that even significant changes in binding affinities are often caused by subtle changes

in the corresponding trans-factor. However, due to the one-to-many relationship

between a transcription factor and its many binding sequences, it is not clear why

such subtle changes would occur, as they must then induce hundreds of cis-element

substitutions across the genome. Thus, such questions remain, and the nature of

co-evolution between cis- and trans-elements has yet to be fully understood.

Multiple versions of related proteins and their effects upon motif modification.

There is a growing body of evidence that multiple versions of related proteins, such

as protein paralogs and alternatively spliced proteins, have major effects upon the

evolution of species morphology [52, 89]. It is unclear, however, how different forms

of a protein factor affect cis-regulatory element evolution, and how this ultimately

affects phenotype. It is possible, albeit unknown, that the ‘one-to-many’ trans-to-cis-

element model is oversimplified, as similar binding domains within related proteins

may bind to similar motifs. Divergence of these different protein versions can cause

modifications in structure and binding affinities, although the extent to which this

produces modifications in cis-regulatory elements, in comparison with the one-to-

many model, is unknown. Such effects may well be biologically relevant, although

these phenomena have not yet been studied.

Mapping trans-regulatory protein changes to changes in binding affinities. A

complete understanding of the cis-regulatory element modifications presented here

involves knowledge regarding the changes in sequence and structure of the corre-

sponding binding proteins. Not only does this provide insights into the study of

evolution, but it is also generally applicable to any area of research regarding macro-
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molecule interactions. However, whether we are interested in molecular interactions

or in evolutionary mechanisms per se, comparative genomics offers a unique approach

to study the nature of protein-DNA complexes. The advantage is two-fold. First, we

can apply phylogenetic sequence data to predict candidate sites potentially involved

in the modification of the corresponding binding sequence. Second, we can use a

structural approach, either computational or experimental, using orthologous pro-

teins collected from different species to predict changes in potential energy within

the binding complex. In our case, the use of cross-species comparisons facilitates

our study into molecular interactions, since we are able to focus upon related pro-

teins that have been computationally predicted, rather than searching for differences

across an large set of randomly chosen protein structures. From an evolutionary

perspective, it would be of major interest to predict which changes in the protein

modify its binding sequence and which changes are non-functional. Creating mathe-

matical models to study such changes computationally and assessing the validity of

such methods would have broad impacts upon across a wide range of studies.

6.3 Concluding Remarks

The rapid increase of available genomic data has made it possible to study fundamen-

tal biological processes using DNA sequence analysis. Our approach to detect and

study cis-regulatory elements uses DNA sequence data on a genome-wide scale, and

presents a powerful means by which to utilize high-throughput sequence data. Al-

though we do not expect that all biological questions can be answered using sequence

analysis alone, it provides a step forward towards our knowledge of the various molec-

ular mechanisms that ultimately affect organismal phenotype. In silico approaches

in general can be used both to focus future research upon the computationally de-

rived predictions, and also to understand the underlying biological mechanisms that

operate within the organism. It is our hope that future work will demonstrate the
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effectiveness of the approach presented here, and provide further motivation towards

utilizing spatial preferences as a means by which to study gene regulation.
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Appendix A

MLF methodology

A.1 Statistical framework of the MLF model

Below we describe the specifics of the MLF model. Our goal is to predict biologically

relevant instances of location-specific overrepresentation, and to use this characteris-

tic as a criterion for regulatory function. The method is an application of non-linear

regression: given a set of observed motif occurrences within a set of promoter se-

quences, we collectively estimate the underlying frequency of occurrence according

to location. Locational overrepresentation is modeled in a continuous fashion. As

described briefly above, for a given motif w, its MLF gw(x) represents the under-

lying probability of occurrence according to its position x. Suppose our data set s

consists of N sequences, each of length L. Thus, we have s = {s1, s2, ..., sN} where

si = si(1)...si(L). We consider these sequences to be the observed outcome of an

underlying biological process, and define a random variable S analogous to a single

sequence in s, where S = S(1)S(2)...S(L). We then define a random variable Uk(j)

to be the kmer starting at position j in S: Uk(j) = S(j)S(j + 1)...S(j + k− 1). Our
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model then defines the MLF gw(x) to be

gw(x) = Pr(Ulw(x+ t) = w) (A.1)

where x represents the position of the motif, t represents the position of the TSS,

and lw represents the length of w. Note that the position x is relative to t, and thus

the location of the TSS is given by x = 0. The value of gw(x) represents, for any

individual position x, the underlying probability of occurrence of w at this precise

location. The values of this function are not normalized across the values of x, and

therefore the sum of the values do not, in general, equal 1 across the promoter.

As discussed previously, MLFs are modeled as the sum of a ‘background function’

C(x) and a ‘signal function’ H(x). Thus, for any MLF g, we have

g(x) = C(x) +H(x) (A.2)

The background function C(x) represents the background frequency of the motif,

namely, the frequency without explicit locational specificity. This function is allowed

to fluctuate according to the dinucleotide makeup of the promoter and is modeled as

a polynomial (see below). In contrast, the signal function H(x) incorporates possible

locational overrepresentation into the model. We remember that the signal function

is modeled as a single unnormalized Gaussian term times a coefficient a:

H(x) = a · exp

[
−(x− µ)2

2σ2

]
(A.3)

Here, the parameters a, µ, and σ are free parameters that are estimated according

to trends observed within the promoter data; these parameters are determined using

likelihood-maximization as described below in Section A.3.

A.2 Background functions

The background function C(x) represents the background frequency of the motif at

position x. This function is estimated using a ‘prototype background function’ (c(x))
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which represents the expected frequency of occurrence. This expected frequency is

determined according to the dinucleotide composition at each position within the pro-

moters. We distinguish between the background frequency C(x) and the ‘expected’

frequency of occurrence c(x), since most motifs are either over- or under-represented

with respect to their dinucleotide makeup. The underlying expected frequency is

modeled using a polynomial function:

c(x) =
K∑

k=0

hkx
k (A.4)

This function is obtained by conducting linear regression on the set of data points

{〈x,R(x)〉}, where R(x) represents the expected frequency of occurrence at position

x. The value R(x) is determined independently at each nucleotide site according to

the observed dinucleotide frequencies at that particular location. The function c(x)

then gives the underlying probability of occurrence after fitting a polynomial to this

data set. The degree of this polynomial (K) is unique to each motif, and reflects

the expected amount of fluctuation in occurrence frequency according to changes in

dinucleotide content across the promoters.

Formally, R(x) for a motif w of length lw, i.e., w = w(1)...w(lw), is given by a

position-specific 1st order Markov-dependency model as described in Karlin et al.

[57]. The expected frequency R(x) of w at position x is given by

R(x) =

∏lw−1
i=1 Rw(i)w(i+1)(x+ i− 1)∏lw−1

i=2 Rw(i)(x+ i− 1)
(A.5)

where Rw(i)w(i+1)(x) gives the observed frequency of the dinucleotide w(i)w(i+ 1) at

position x, and Rw(i)(x) represents the analogous mono-nucleotide frequency.

Since the expected frequency of many motifs differs from the actual frequency of

occurrence, the background frequency C(x) of a kmer w is allowed to deviate from
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c(x). Namely, we allow, for uniformly distributed over- and under-representation.

We therefore model C(x) as

C(x) = b+ d · c(x) (A.6)

where b and d are free parameters. Thus, the background model is allowed to ‘shift’

and ‘stretch’ vertically using parameters b and d, respectively; this allows for uni-

formly distributed differences in the expected and observed occurrence frequencies.

A.3 Parameter estimation and statistical significance determination

As noted briefly above, parameter estimates (i.e., b, d, a, µ, σ) are obtained using

likelihood-maximization. For the model assuming no locational overrepresentation

(i.e., H(x) = 0), only the parameters b and d must be estimated. In this case, since

both b and d are linear parameters within the model, the likelihood can be maximized

directly using linear regression. For models incorporating locational specificity, how-

ever, the parameters must be obtained through non-linear regression analysis. This

is done by optimizing the log-likelihood L(D; θg) of the data D given the model g,

where θg is the parameter vector of model g. Here, the data set D is given by:

D = {〈x1, z1〉, ..., 〈xn, zn〉}, where zi represents the number of motif occurrences at

position xi. As each MLF g(x) represents the probability of motif occurrence at x,

the log-likelihood of a single data point L(〈xi, zi〉; θg) reflects the outcome of multiple

Bernoulli trials with a ‘success’ being an occurrence of the motif at position xi. Thus,

the log-likelihood of this data point is given by the binomial distribution:

L(〈xi, zi〉; θg) ≡ zi · log[g(xi)] + (N − zi) · log[1− g(xi)] (A.7)

where N is the number of sequences within the data set (i.e., the number of ‘trials’).

The total log-likelihood L(D; θg) of the data is given by the sum of the log-likelihoods

across all data points 〈xi, zi〉. This value is maximized using an iterative method
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called ‘Broyden’s method’ [14] given an initial parameter estimate θ0. Several initial

parameter vectors are used during each MLF estimation; the final parameter esti-

mates are taken to be those producing the highest log-likelihood. Initial parameter

vectors are chosen according to outlier data points whose deviation from the back-

ground frequency may suggest overrepresentation at the specific location in which

they are found.

A.4 Model selection

Model selection for any given MLF involves determining both the degree K of the

prototype background function as well as the existence of a Gaussian term (i.e., ei-

ther a = 0 or a 6= 0 in Eq A.3). These are determined in the same manner; namely,

we use a likelihood ratio test (F-test) to compare the log-likelihoods of the data given

two possible models. To determine the presence or absence of locational overrepre-

sentation, we compare the log-likelihood derived from the (null) model where H(x) is

identically zero to that of the (alternative) model where H(x) takes on non-zero val-

ues. Model selection involves comparing the log-likelihoods L(D; θgA
) and L(D; θg0),

where the MLF gA allows for locational overrepresentation, while its nested model

g0 assumes no locational bias. The ‘scaled deviance’ Z(θgA
, θg0), given by

Z(θgA
, θg0) = 2 · [L(D; θgA

− L(D; θg0)] (A.8)

follows a χ2 distribution with |θgA
| − |θg0| degrees of freedom [29].

Our final statistic is

F =
Z(θgA

, θg0) · (n− |θgA
|)

Z(θS, θgA
) · (|θgA

| − |θg0|)
(A.9)

where n is the number of data points and model S is the ‘saturated model’, i.e.,

the model optimizing the log-likelihood at each data point without limits on the

number of parameters. The value F follows the F-distribution with |θgA
| − |θg0| and
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n − |θgA
| degrees of freedom [29]; p-values reflecting the significance of locational

overrepresentation are derived using this statistic.

Determining the order K of the polynomial c(x) is also determined using an F-

test. This is done in an incremental fashion. Specifically, we first determine whether

c(x) is non-constant by considering the possibility that K = 1, and we compare the

likelihood of this model to that in which K = 0. Comparisons between these two

possibilities are again conducted using an F-test, where significant p-values produced

from this test indicate that c(x) is non-constant (i.e., K ≥ 1), while non-significant

p-values suggest that c(x) is uniform across the promoter (i.e., K = 0). For cases

in which c(x) is non-constant, we then increment the value of K, comparing models

where K = 2 to that in which K = 1. Again, this comparison is conducting using an

F-test, where significant p-values indicate that c(x) is non-linear (i.e., K ≥ 2). This

process is repeated, incrementing the degree K until the F-test no longer produces a

significant p-value. The final value of K is then taken to be the last value of K that

produces a significant p-value; here, we set the p-value threshold to be p < 1e-5.

A.5 Motif clustering procedure

For the MLF clustering analyses, 6mer motifs are clustered for redundancy according

to both sequence similarity as well as the location and width of overrepresentation.

Clustering is conducted by considering 6mers in rank order. At each step, an in-

dividual 6mer motif is either placed in an existing cluster or else a new cluster is

created. 6mers matching at five of the six sites (i.e., containing only one mismatch,

or no mismatches with a single bp offset) are clustered if their signal functions are

similar according to their KL divergence [65]. The KL divergence between two sig-

nal functions is calculated by converting each function into a discrete probability
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distribution p(x) across each position within the promoter:

p(x) =
H(x)∑
iH(xi)

(A.10)

where the values for x are shifted according to any offset between the two motif

sequences. Values of H(x) are buffered by a minimum value of 1e-45 to prevent

extreme KL divergence values (i.e., 0 or infinity). The KL divergence V for two

distributions pw1(x) and pw2(x) is calculated to be

V =
∑

x

pw1(x) · log

[
pw1(x)

pw2(x)

]
(A.11)

The V -value threshold was set to 0.2 during our analyses; motif-pairs with similar

sequences were clustered if their KL divergence fell below this threshold.

A.6 Consensus sequence determination and known cis-regulatory mo-
tif comparisons

Motif clusters are condensed into a single consensus sequence according to the criteria

derived from [80] and [22]. Each aligned site is assigned a single residue consensus if

it comprises 50% of the aligned 6mers and occurs at least twice as frequently as every

other nucleotide. Double nucleotide degeneracy is applied to sites for which the two

residues comprise 75% of the cases, with neither residue matching the criteria for

a single site consensus. Sites not matching the criteria for either single or double

nucleotide degeneracy are considered completely degenerate; triple degeneracy is

not considered. During our analyses, comparisons to known regulatory elements in

TRANSFAC v11.3 [80] were conducted using STAMP [77]; only binding motifs found

in humans were considered.

100



Appendix B

MRF methodology

B.1 Statistical framework of the MRF model

The MRF model provides a measure of inter-motif distance preferences between two

motifs. For any pair of motifs w and v, we define an MRF fw|v(x) to be the underlying

frequency of w to occur exactly x bp from v. Thus we set:

fw|v(x) = Pr(Ulw(x+ i) = w|Ulv(i) = v) (B.1)

We note that the position of v, given by i, defines the position x = 0. The function

fw|v(x) is independent of i; i.e., MRFs are defined as a conditional, rather than joint,

probability.

Like MLFs, MRFs are modeled as the sum of a background function C(x) and

a signal function H(x), as in Eq A.2. However, both the form of both C(x) and

H(x) are extended from that of an MLF. The background function C(x) of an MRF

still represents the background frequency of motif occurrence for w, although in

this case this background frequency is conditioned upon the distance from a known

occurrence of v (see below). The form of the signal function H(x) is also extended

from that of an MLF. Specifically, the signal function of an MRF is modeled in order
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to incorporate multiple peaks into the model, and is therefore modeled using a linear

combination of unnormalized Gaussian terms:

H(x) =
M∑

j=1

aj · exp

[
−(x− µj)

2

2σ2
j

]
(B.2)

where M represents the number of Gaussian terms (overrepresentation peaks). The

number of overrepresentation peaks M is set to zero for motif-pairs not exhibiting

spatial preferences, while motif-pairs exhibiting spatial preferences are modeled us-

ing one or more Gaussian terms (M > 0). For pairs of motifs exhibiting spatial

preferences, the value for M reflects the number of inter-motif distances at which

the pair of motifs tend to co-occur preferentially.

B.2 Background functions

The background function Cw|v(x) of an MRF is estimated using a ‘prototype back-

ground function’ cw|v(x) in a similar as an MLF. In this case, however, cw|v(x) rep-

resents the expected probability for motif w to occur x bp away from motif v. This

expected frequency is estimated according to the background functions of each in-

dividual motif, i.e., the MLF background functions of w and v: Cw(x) and Cv(x).

Estimating the prototype background function first involves obtaining these MLF

background functions as described in the previous chapter. We then assume the two

motifs will occur randomly with respect to each other, and estimate cw|v(x) using

the conditional probability provided in Eq B.1:

cw|v(x) =
Pr(Ulw(x+ i) = w,Ulv(i) = v)

Pr(Ulv(i) = v)
=

∫
i
Cw(x+ i)Cv(i)di∫

i
Cv(i)di

(B.3)

The background function Cw|v(x) is ultimately derived similarly to that of an MLF.

Again, we set C(x) to be Cw|v(x) = b+d·cw|v(x), where b and d are free parameters in
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the model. This allows the background frequency of occurrence to shift and stretch

vertically with respect to its expected value cw|v(x).

B.3 MRF parameter estimation

To estimate the values of the parameters of a given an MRF fw|v(x), we maximize

the log-likelihood of the data D given the model f . This is done in a similar manner

as with an MLF, where the data D is set to be D = {〈x1, z1〉, ..., 〈xn, zn〉}. The

log-likelihood for a single data point is given by the binomial distribution:

L(〈xi, zi〉; θf ) ≡ zi · log[f(x)] + (Ni − zi) · log[1− f(x)] (B.4)

This form is similar to that used for MLF estimation, although for MRFs, the value

Ni represents the maximum possible value for the number of motif occurrence zi

at the given position (xi). This value differs according to position, as the motif w

cannot co-occur with motif v when the latter is located on the edge of the promoter

sequence window (in our application of the MRF model, the promoter sequence

window comprises 500 bp prior to and 100 bp after the TSS). Thus, the value for Ni

decreases as the absolute value of xi increases. The total log-likelihood of the data

given f is then given by the sum of the log-likelihoods across all positions. In our

application, we choose the data points within |x| < 150; additionally, we buffer the

values of x to be greater than 20 bp.

B.4 MRF model selection

The number of Gaussian terms M within the signal function H(x) within an MRF

(Eq B.2) are determined in an incremental fashion. We begin by comparing the

model where M = 0 to the model where M = 1. In each case, we determine the MRF

parameter values by maximizing the log-likelihood of the data given each of these

two models. We then conduct a likelihood ratio test (F-test) in an identical fashion
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as with the MLF model. Significant p-values then suggest that the two motifs share

spatial preferences in relation to each other. In cases for which this first comparison

produces a significant p-value, we then test for the existence of a second significant

overrepresentation peak, comparing the model where M = 1 to that in which M = 2.

Model comparisons are continued, adding statistically significant overrepresentation

peaks (i.e., incrementing the value of M) until the F-test produces a non-significant

p-value. The final MRF is taken to be the last function that produces a significant

p-value.
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Appendix C

Derivation of the intergenic background model
Z-score function

The expected and variance terms of Tij − Tji in Eq 5.1 are estimated according to

a background frequency (pij) of co-occurrence. Consistent with our null hypothe-

sis that nucleotide preferences are identical in the two species and that the back-

ground frequencies of co-occurrence can be estimated using the occurrences within

the intergenic sequences, we estimate pij to be the average of the proportions bij/Nb

and bji/Nb. So, we have that p̂ij = (bij + bji)/(2Nb). Our null hypothesis gives

E [Tij] = E [Tji] = Ntpij. Because E [Tij] = E [Tji], the term E [Tij − Tji] is zero and

vanishes from the numerator.

The variance term V ar [Tij − Tji] is derived in the following way. First, the total

variance V ar [Tij − Tji] is given by

V ar [Tij − Tji] = V ar [Tij] + V ar [Tji] + 2Cov [Tij,−Tji] (C.1)

We see that the variance of the sum, rather than the difference, of Tij and Tji (i.e.,

V ar [Tij + Tji]) can be written in two different ways:

V ar [Tij + Tji] = V ar [Tij] + V ar [Tji] + 2Cov [Tij, Tji] (C.2)

105



and

V ar [Tij + Tji] = Nt(2pij)(1− 2pij) (C.3)

Eq C.3 can therefore be written as V ar [Tij + Tji] = Nt(2pij − 4p2
ij), while Eq C.2

is V ar [Tij + Tji] = 2Ntpij(1− pij) + 2Cov [Tij, Tji]. Considering both equations and

solving for 2Cov [Tij, Tji], we have

2Cov [Tij, Tji] = −2Ntp
2
ij (C.4)

But we note that 2Cov [Tij,−Tji] = −2Cov [Tij, Tji], and thus Eq C.1 becomes

V ar [Tij − Tji] = 2Ntpij(1− pij) + 2Ntp
2
ij (C.5)

Substituting the estimated value of pij to be the observed value p̂ij = (bij+bji)/(2Nb),

our null hypothesis estimates V ar [Tij − Tji] to be 2Ntp̂ij = (Nt/Nb)(bij + bji), as

shown in Equation 5.2.
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