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Abstract

This thesis explores a few geometric optimization problems that arise in robotics and sen-

sor networks. In particular we present efficient algorithms for the hitting-set problem and

the budgeted hitting-set problem. Given a set of objects and a collection of subsets of the

objects, called ranges, the hitting-set problem asks for a minimum number of objects that

intersect all the subsets in the collection. In geometric settings, objects are typically a set

of points and ranges are defined by a set of geometric regions (e.g., disks or polygons),

i.e., the subset of points lying in each region forms a range.

The first result of this thesis is an efficient algorithm for an instance of the hitting-

set problem in which both the set of points and the set of ranges are implicitly defined.

Namely, we are given a convex polygonal robot and a set of convex polygonal obstacles,

and we wish to find a small number of congruent copies of the robot that intersect all the

obstacles.

Next, motivated by the application of sensor placement in sensor networks, we study

the so-called “art-gallery” problem. Given a polygonal environment, we wish to place the

minimum number of guards so that the every point in the environment is visible from at

least one guard. This problem can be formulated as a hitting-set problem. We present a

sampling based algorithm for this problem and study various extensions of this problem.

Next, we study the geometric hitting-set problem in a dynamic setting, where the ob-

jects and/or the ranges change with time and the goal is to maintain a hitting set. We

present algorithms which maintain a small size hitting set with sublinear update time.
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Finally, we consider the budgeted hitting-set problem, in which we are asked to choose

a bounded number of objects that intersect as many ranges as possible. Motivated by

applications in network vulnerability analysis we study this problem in a probabilistic

setting.
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1

Introduction

A range space (also called set system or hypergraph) is a pair Σ = (X,R), where X

is a set of elements and R is a set of subsets of X called ranges. A hitting-set H ⊆

X is a set of elements which intersects all the ranges, i.e., for each r ∈ R, H ∩ r 6=

∅. The hitting-set problem asks for computing a hitting set of the smallest size. More

generally, one can associate a weight w : X → R+, and seek to find a hitting set of the

minimum total weight. Equivalently, in a dual setting, a set-cover is a subset of ranges

T ⊆ R such that their union covers X , i.e., X ⊆ ⋃t∈T t. The set-cover problem asks

for a smallest set of ranges that cover X . The hitting-set problem arises in a wide range

of applications, such as emergency facility location, robotics, databases, sensor networks,

VLSI design, and network vulnerability analysis. In emergency facility location, one has

to locate a small number of emergency facilities (e.g., a fire station) to ensure that at least

one emergency facility is available for each potential consumer. Let X be the set of all

feasible locations for the emergency facilities. Each potential consumer defines a subset of

locations, i.e., a range which can serve the consumer. Let R be the set of all ranges defined

by the consumers. The emergency facility location problem reduces to finding a small size

hitting-set for (X,R). The general hitting-set (and set-cover) problem is NP-hard [62].
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When X is finite, a simple greedy algorithm [33, 83, 94] gives O(log |X|)-approximation

for the hitting-set problem. The greedy algorithm works by choosing an element x ∈ X

which intersects maximum number of ranges and discards these intersected ranges, and

recursively computes a hitting set for the remaining ranges. Feige [55] showed that unless

NP ⊂ TIME (|X|O(log log |X|)), it is not possible to obtain o(log |X|)-approximation for

the hitting-set problem.

In many applications the hitting-set problem occurs in a geometric setting, where the

set X is a set of, possibly infinite, points in Rd, and the set of ranges R is a collection

of subsets of X , where each range is defined by a set of geometric regions (e.g., disks,

polygons) i.e., points lying in each region form a range. We say that the hitting-set problem

is discrete if X is a set of finite points, otherwise we consider it to be continuous. A

very simple geometric hitting-set problem arises in database systems. In continuous query

processing, a database system receives a large set of queries and must respond to them

whenever there is any change in the underlying data stored. One approach used by Agarwal

et. al [12] is to cluster the queries so that answers for similar queries can be reused.

Suppose the queries are for a numerical attribute and ask for all entries within an interval.

For e.g., the queries could be for all the employees of an organization within a specified

age group or for a set of stocks within a specific price range. A key observation is that if all

query ranges share a common point, they can be clustered together for processing. Thus,

the problem reduces to finding a small number of points which intersect all the queries,

and since the queries are intervals this reduces to finding a hitting set of intervals.

Another application of hitting set is the base station location problem, where one has

to place a small number of base stations so that they can serve all the sensor nodes of a

network. When the base stations have fixed range, this problem becomes equivalent to

computing a hitting set of disks; see Figure 1. A natural question that arises is whether

geometry helps in developing better algorithms for the hitting-set problem. There is a rich

set of algorithmic techniques which answer this question affirmatively. Therefore, the goal

2
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FIGURE 1.1. Points {x1, x2, x3} form a hitting set.

of this thesis is to explore how geometry can be exploited to develop faster algorithms for

the hitting-set problem and their variants.

In the rest of the chapter we discuss related work, and summarize our contributions.

1.1 Related Work

In this section we present a high level overview of research pertinent to our work. We say

that an algorithm is a ρ-approximation algorithm for a minimization (resp. maximization)

problem if the ratio of the value returned by the algorithm to the optimal value is at most

(resp. at least) ρ.

The hitting-set (and set-cover) problem has been extended in various directions and

we briefly mention two important directions, namely, multiple coverage, and capacitated

set-cover. In the multi-set multi-cover problem, the set X is a multi-set, and each element

x ∈ X has a positive integral coverage requirement s(x). The goal is to find the smallest

size hitting set such that each element x is covered at least s(x) times. Rajagopalan and

Vazirani [113] extend the standard greedy algorithm to set multi-cover problem and de-

velop an O(log |X|)-approximation algorithm. Another interesting direction of research

is the capacitated covering problem. Let c(r) be the integral capacity of a range r ∈ R,
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which indicates the number of element in r that can be covered by r. A soft capacitated set

cover for Σ is a cover, which obeys the capacity constraints allowing for the flexibility of

choosing more than one copy of a range r, whereas a hard capacitated set-cover is a cover

for Σ which obeys capacity constraints but does not allow multiple copies of any range r.

The goal of a capacitated set-cover problem is to choose a cover of minimum cardinality

(or minimum total weight if the ranges are associated with weights). Motivated by bio-

logical applications, Guha et. al [71] proposed the problem of soft capacitated weighted

vertex covering. Let G = (V,E) be an input graph with edge weights. A vertex cover

for the graph is a subset of vertices U of minimum weight such that for each edge at least

one its end-points is in U . In their formulation, the input is a graph G = (V,E) and each

vertex v is associated with a weight wv and a capacity kv. They gave a 2-approximation

algorithm for the problem of finding a subset of vertices of minimum total weight, allow-

ing replicas, such that all edges are covered and a copy of each vertex v covers at most kv

edges. Wolsey [134] analyzed a more general submodular set-cover problem, and showed

that the standard greedy algorithm achieves O(log |X|) factor approximation. Chuzhoy

[32] gave 3-approximation for the unweighted vertex-cover problem with hard capacities,

and showed that the weighted version is as hard as the general uncapacitated set-cover

problem. There are also other variants of the set-cover problem that arise in the context of

sensor networks, which we do not address in our work; see for e.g., [1, 43].

We now describe results for the hitting-set problem in geometric settings. The hitting-

set problem remains NP-hard even in a geometric setting [97, 98], and in some instances

also hard to approximate [22]. However, in many cases polynomial-time algorithms with

approximation factors better than O(log |X|) are known. For example, Hochbaum and

Maass [81] devise (1 + ε)-approximation algorithms (for any ε > 0), for the problem

of covering a set of points by a set of unit disks, but they assume that disks are not pre-

specified. In geometric settings where range spaces have finite VC-dimension approxima-

tion factor can be improved to O(log c∗), where c∗ is the size of the optimal solution; see,
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e.g., [26, 36, 38]. We briefly describe the Brönniman and Goodrich [26] algorithm below.

Let Σ = (X,R) be a range space. For a subset Y ⊆ X , define the restricted range

space ΣY to be (Y,RY ), where RY = {r ∩ Y | r ∈ R}. The set Y is said to be shattered

by Σ if ΣY = 2Y . The VC-dimension of Σ is the size of a largest set shattered by Σ. For

range spaces that typically arise in geometric problems, the VC-dimension will be finite.

A range space admits a subsystem oracle of degree D, if given a subset Y ⊆ X , it returns

ΣY in O(|Y |D+1) time. An ε-net for a range space Σ = (X,R) is a subset N ⊆ X , such

that for every r ∈ R with |r| > ε, for ε > 0, r ∩ N 6= ∅, i.e. an ε-net is a hitting set for

“heavy ranges”. Haussler and Welzl [77] proved that for any range space of VC-dimension

d, that a random sample of X of size O(d
ε

log ( d
εδ

)) is an ε-net for Σ with probability at

least 1− δ, where 0 ≤ δ ≤ 1. The notion of ε-nets can be extended to a weighted setting

as well. Let Σ be a range space of VC-dimension d, which admits a subsystem oracle of

degree D. The algorithm in [26] proceeds by initially placing equal weight on all the ele-

ments ofX , and computing a weighted ε-netN . For every element of a rangeR ∈ R, such

that R ∩ N = ∅, the weights are doubled and the process is repeated until a hitting set is

found. The running time of this procedure isO(|X|(c∗)D+1 logD(dc∗) log(|X|/c∗)), where

c∗ is the size of an optimal hitting set, and it returns a hitting set of size O(dc∗ log dc∗).

Even et. al [53] formulate the hitting-set problem as an integer program and show relation

between an LP relaxation of the integer program and the bounds on the ε-nets. Further-

more, they show that the approximation ratio of the Brönnimann and Goodrich algorithm

[26] can be improved from O(log c∗) to O(log f), where f is the optimal fractional solu-

tion of the linear program. Clarkson and Varadarajan [38] improved the above bounds by

improving the bounds on the size of the ε-nets in settings where the number of faces on

the boundary of union of the ranges is small. Agarwal et. al [7] gave a near-linear time

algorithm for computing a hitting set of geometric objects in the plane which achieves

close O(log n)-approximation. Aronov et. al [16] improve bounds on the size of ε-nets

and using these improved bounds together with the Brönnimann and Goodrich algorithm

5



to obtain O(log log c∗) approximation algorithm to compute a hitting set of axis-parallel

rectangles in the plane, and for axis-parallel boxes in R3. Mustafa and Ray [101] present

a PTAS for computing a hitting set when X is a set of n points and R is induced by a set

of m halfspaces in R3. The Brönnimann and Goodrich [26] algorithm to compute a hitting

set does not generalize to multi-cover problems. Using the technique of linear program

relaxation and rounding Chekuri et. al [27] gave an algorithm that returns a multi-cover of

size O(d log d log f) times the optimal set multi-cover size, where d is VC-dimension of

Σ and f is the fractional solution to the LP relaxation of the set-cover problem.

1.2 Summary of Results

The geometric hitting-set problems discussed so far, involve computing a hitting set for

simple range spaces. In this thesis, we consider more complex range spaces and develop

efficient algorithms to compute a small size hitting set. We develop efficient algorithms to

compute a small sized hitting set in the following scenarios.

1. Induced range spaces – range space is induced by congruent copies of a robot and

their intersection with a set of obstacles.

2. Continuous range spaces – infinite set of points, i.e., X ⊆ R2, and possibly infinite

set of ranges.

3. Dynamic hitting set – The ranges in R and/or elements of X are not fixed, and can

be inserted or deleted. The goal is to maintain a small sized hitting set efficiently.

4. Budgeted hitting set – One has to pick at most k points that maximize the number

of intersected ranges.

Hitting set in induced range spaces.

Let B be a robot which is either a line segment or a convex k-gon in the plane. Let O be

a set of m convex polygonal obstacles with a total of n vertices. A placement of B is any

6



congruent copy of B (without reflection). In the polygon-stabbing problem the goal is to

find a smallest size set of placements Z of B such that for every obstacle Oi ∈ O there

is placement of B in Z at which B intersects Oi; see Figure 1.2. This problem arises in

the context of machining parts on four axis numerically controlled (NC) machines [125],

where one is given a part to be processed on a machine with a worktable which can rotate

about an axis and a tool which can move along X, Y, Z directions. The goal is to machine

the part with as few reconfigurations of the tool as possible, as configuring the machine is

an expensive step and leads to inefficient utilization of the machine.

B
B

FIGURE 1.2. Two congruent copies of B intersect all the obstacles.

For an obstacle Oi let c-polygon Ki be the set of all placements where B intersects Oi,

and let K = {K1, . . . , Km} be the set of c-polygons. Let X be the set of all placements.

The polygon stabbing problem now reduces to computing a hitting set for the induced

range space (X,K). We develop Monte Carlo algorithms that compute a hitting set of

size h = O(h∗ logm) where h∗ is the size of a smallest hitting set, with running time

better than that of the existing algorithms. A placement is free if at this placement B

does not intersect the interior of any obstacle. A placement is critical if it intersects three

“distinct” the boundary of three distinct obstacles but not their interior. Let ϕ(B,O) be

the number of free critical placements. We show that the running time of our algorithm to

7



compute a hitting set is O(ϕ(B,O)(nε + η) logO(1) n), where η = min{m1/4, h1/3}. We

also improve bounds on ϕ(B,O), which further improves the bounds on the running time

of our algorithm.

Hitting set problem in continuous range spaces.

With advancement in sensing technology, the prospect of having a network of sensors

cooperatively performing a computing task is becoming a reality. As the computation per-

formed is becoming more and more sophisticated, it is increasingly becoming necessary

to carefully design the network to have desired coverage and connectivity properties. In-

creasingly sensors are being deployed in urban environments and terrains, where line of

sight visibility is necessary for sensors to perform sensing and also for communication. In

most cases, one can model not only the region of coverage as a simple geometric shape,

but also the feasible region where a sensor can communicate with another as a geometric

shape. In order for the sensors to perform their task effectively, it is necessary that their

network be well designed to communicate with each other.

We model an urban environment as a simple polygon P with ς holes, and a total of n

vertices on the boundary. A point p ∈ P is visible to a point q ∈ P , if pq ⊆ P . Define

the visibility polygon of p to be V (p) = {q ∈ P | pq ⊆ P}. The goal of sensor-placement

problem is to determine the minimum number of points, i.e, “sensors”, in P , the union

of whose visibility polygons covers P . This is an instance of the hitting-set problem,

albeit in a continuous setting. If the sensors can be chosen at any point in P , there are no

known polynomial time algorithms that achieve sub-linear approximation to the problem

of finding a minimum number sensors to see all of P . Let ε ∈ (0, 1), be a parameter.

We relax the problem to find a small set of sensors that see at least 1 − ε of the area of

P , and show how to compute a set L of O(λ log2 λ) landmarks so that any set of points

in P that see L, can see at least 1 − ε of P , here λ = λ(h, ε) = h/ε log ς , and h is the

number of sensors required to see all of P . Once the set of landmarks is computed, the

8



problem becomes discrete and we also give efficient algorithms which find a set of sensors

of size O(h̃ log λ), where h̃ ≤ h, is the number of points required to see L. We also extend

our approach to the weighted case so that one can find a set of sensors to see 1 − ε of the

weighted area of P , and also to a setting where every point p ∈ P needs to be covered by at

least t ≥ 1 sensors. We show how this approach can be extended to situations where each

sensor has a finite coverage radius. A sensors p can communicate with another sensor q if

q ∈ V (p). Given a placement of a set of sensors, the communication graph G = (V,E),

is a graph with vertices corresponding to sensors and an edge is present between vertices

p, q if p can communicate with q. The sensors placed at locations given by our algorithms

above could be such that the induced communication graph could be disconnected. We

present an algorithm that given a placement of sensors adds extra nodes, namely, relays to

ensure that the communication graph is connected. Furthermore, we prove that the total

number of sensors is larger than the minimum number of sensors which induce a connected

communication graph and cover P by at most a logarithmic factor.

Dynamic hitting sets in geometric settings.

We address the problem of maintaining a hitting set for (X,R) when either points in X

are inserted or the ranges in R are inserted and deleted. One of the motivations for this

problem comes from sensor networks, where it is desirable to develop algorithms which

can efficiently maintain coverage when either there are changes in environment or the

sensors themselves need to be replenished. Towards this end, we develop algorithms to

dynamically maintain a small sized hitting set.

We consider both the discrete and the continuous versions of the hitting-set problem.

We distinguish two scenarios with the discrete hitting-set, namely, the partial discrete

model where the points X are fixed and only ranges in R are being updated, and, full

discrete model or simply the discrete model where both points in X and the ranges in R

are updated. For the discrete model, our results require the following data structure. A

9



pseudo-trapezoid is a region bounded by at most two vertical lines and at most two curves

defined by constant number of algebraic equations of constant maximum degree. Our

results for the partial and full discrete models, rely on a data structure which can return

a point of X contained in a query pseudo-trapezoid, and supports deletion of a point of

X . Let γ(m) be the time taken for these operations. For axis parallel squares γ(m) is

O(log2m) and for disks, we show γ(m) = O(m1/2+ε), where ε > 0 is a constant. We

summarize our results in Figure 1.2. We support insertion and deletion of ranges in all the

models, and, we only support insertion of points in the discrete model.

Model Update time Approximation Ratio
Continuous O(log4 n) O(log2 n)
Partial discrete O(γ(m) log4 n) O(log2 n)

Discrete O(
√
nγ(m) log6 n) O

(
log6(n)
log logn

)
FIGURE 1.3. Running time and approximation ratio for dynamically maintaining a hitting set.

Budgeted hitting-set problem.

In the budgeted hitting-set problem one has to choose at most k points from a set X that

maximize the number of intersected ranges. It is well known that a standard greedy al-

gorithm achieves 1 − 1/e-approximation [79], and, unless P = NP , it is not possible

to achieve an approximation ratio better than 1 − 1/e for the budgeted hitting-set prob-

lem [55].

We study the budgeted hitting-set problem in a probabilistic setting to analyze network

vulnerability. We model a disaster as a probability distribution and study the impact on a

network. We utilize the fact that the graphs of probability distributions are simple shaped

geometric regions and can be discretized easily to develop efficient algorithm to identify

vulnerable parts of a network. Our goal is to develop an algorithm to measure maximum

impact of simultaneous disasters at k locations in the plane, such that certain connectivity

properties of the network are affected. We present an algorithm to measure vulnerability
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of a network under a general probabilistic model for a single attack or disaster and then

extend it to k-simultaneous attacks.

We analyze geographically correlated failures, particularly in the context of fiber optic

backbone networks which typically span large areas. We model the network as a graph

G = (V,E) where the nodes correspond to optical cross-connect (OXC) and links corre-

spond optical fibers between the nodes.

We consider a general probabilistic model and develop algorithms to determine most

vulnerable parts ofG in terms of the maximum expected number of components destroyed.

Our model is general in the sense that we only require that the probability distributions

have constant description complexity, i.e., they can be described by a constant number

of polynomials each of constant maximum degree, and are potentially discontinuous only

where the probability of dsestroying a component falls to zero. We refer to nodes and links

of G as simple components and paths in G as compound components. Let Q be a set of

given network components. We study the following measures of network reliability:

1. Maximum number of components destroyed.

2. Average two terminal reliability (ATTR) which is the expected number of pairs of

vertices of a graph that are connected.

Our algorithm finds a location which destroys at least (1 − ε) times of the expected

number of components destroyed by an attack at any location. If Q is a set of simple

components only, then the running time of the algorithm is O(m
2

ε2
log2 m

ε
), and the algo-

rithm also extends to the case when Q is a set of compound components. For the case

of k-simultaneous failures we develop an algorithm that destroys in expectation at least

(1 − 1
e1−ε

) components of the network destroyed by any location, where ε ∈ (0, 1). Fur-

thermore, under practical assumptions on probabilistic models for the attacks, we develop

an algorithm which finds a location p in the plane that approximately minimizes the value

of ATTR in the graph that survives an attack at p.
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2

Hitting Set in Induced Range Spaces

2.1 Introduction

Problem statement.

Let O = {O1, . . . , Om} be a set of m convex polygons in R2 with a total of n vertices,

and let B be another convex polygon. A placement of B is any congruent copy of B

(without reflection). A set of placements of B is called a stabbing set of O if each polygon

in O intersects at least one copy of B in this set. In this thesis we study the problem of

computing a small-size stabbing set of O. The problem of finding a stabbing set of small-

size arises in the context of some industrial applications, particularly machining parts using

four or five axis numerically controlled (NC) machines [125].

Terminology.

A placement ofB can be represented by three real parameters (x, y, tan(θ/2)) where (x, y)

is the position of a reference point o inB, and θ is the angle between the +x-axis and some

fixed reference axis rigidly attached to B; see Figure 2.1. The space of all placements of

B, known as the configuration space of B, can thus be identified with R3 (a more precise

identification would be with R2×S1; we use the simpler, albeit topologically less accurate

12



identification with R3).

y

x

θ
(x, y)

B

FIGURE 2.1. A placement of a robot B parameterized as (x, y, θ).

For a given point z ∈ R3, we use B[z] to denote the corresponding placement (con-

gruent copy) of B. Similarly, for a point p ∈ B or a subset X ⊆ B, we use p[z] and X[z]

to denote the corresponding point and subset, respectively, in B[z]. A placement z of B is

called free if B[z] does not intersect the interior of any polygon in O, and semifree if B[z]

touches the boundary of some polygon(s) in O but does not intersect the interior of any

polygon. Let F(B,O) ⊆ R3 denote the set of all free placements of B. For 1 ≤ i ≤ m,

let Ki ⊆ R3 denote the set of placements of B at which it intersects Oi. We refer to Ki

as a c-polygon i.e., “configuration space polygon”, indicating it is an object in configu-

ration space R3. Set K(B,O) = {K1, . . . , Km}. If B and the set O are obvious from

the context, we use F and K to denote F(B,O) and K(B,O), respectively. Note that

F(B,O) = cl(R3 \⋃K(B,O)), where cl is the closure operator. Let {B[z1], . . . , B[zh]}

be a stabbing set for O, and let Z = {z1, . . . , zh}. Then Z is a hitting-set for K. Hence, the

problem of computing a small-size stabbing set of O reduces to computing a small-size

hitting set of K.

The standard greedy algorithm (see, e.g., [40]) can be used to compute a hitting set of

K. The efficiency of our algorithm depends on the combinatorial complexity of F, defined

below. We consider the following three cases:

(C1) B is a line segment and the polygons in O may intersect.
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(C2) B is a line segment and the polygons in O are pairwise-disjoint.

(C3) B is a convex k-gon and the polygons in O are pairwise-disjoint.

(ii) (iii) (iv)(i)

FIGURE 2.2. (i), (ii) are double contacts; (iii), (iv) are triple contacts; (ii) are degenerate double contacts;
(iv) are degenerate triple contacts.

A contact C is defined to be a pair (s, w) where s is a vertex of B and w is an edge of

O ∈ O, or w is a vertex of O and s is an edge of B. A double contact is a pair of contacts,

and a triple contact is a triple of contacts. A placement z forms a contact C = (s, w) if s[z]

the vertex s of B at placement z, touches w and B[z] does not intersect the interior of the

polygon O ∈ O containing w. A contact is (V,E) (resp., (E, V )) if a vertex (resp., edge)

of B is incident on an edge (resp., vertex) of B. A placement z forms a double contact

{C1, C2} if it forms both the contacts C1 and C2, and similarly it forms a triple contact

{C1, C2, C3} if it forms all three of them; we also refer to triple-contact placements as

critical. See Figure 2.2 (i) and (iii). A double contact is called a VV (resp., EE)) if in both

the contacts are of type (V,E) (resp. (E, V )), and it is called a VE if one of the contacts

is a (V,E) and the other is an (E, V ). A double (or triple) contact is realizable if there is

a placement of B at which this contact is formed.

We call a double contact {C1, C2} degenerate if both the contacts C1 and C2 involve

the same polygon of O. If z forms a degenerate double contact then either a vertex of B[z]

touches a vertex of O, referred to as V V type or an edge of B[z] is flushed with an edge of

O referred to asEE type; see Figure 2.2(ii). A triple contact is called degenerate if its three
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contacts involve at most two polygons of O, i.e., if it involves a degenerate double contact;

see Figure 2.2(iv). If we decompose ∂Ki into maximal connected components so that

all placements within a component form the same contact(s), then the edges and vertices

on ∂Ki correspond to degenerate double and triple contacts, respectively (more precisely,

the vertices are those triple contacts that involve at most one polygon). A non-degenerate

triple contact (or critical) placement is formed by the intersection of the boundaries of

three distinct c-polygons.

Using the fact each Oi is a convex polygon and B is also a convex polygon, it can be

shown (see, e.g., [92]) that the complexity of F is proportional to the number of semifree

(possibly degenerate) critical placements, which we denote by ϕ(B,O). We use ϕ∗(B,O)

to denote the number of non-degenerate critical placements. In many cases ϕ(B,O) is

proportional to ϕ∗(B,O) but in some cases ϕ∗(B,O) can be much smaller.

Related work.

There is an extensive body of research in the discrete and computational geometry commu-

nities on determining whether a set O of objects can be stabbed by a congruent (or similar)

copy of some given objectB; such a copy ofB is called a transversal or stabber of O. The

work has focused on both bounding the number of “combinatorially different” stabbers,

as well as designing efficient algorithms for computing them; see, e.g., [67, 118]. There

has also been some work on computing a small stabbing set. The lower-bound results on

the geometric hitting-set problem imply that the stabbing-set problem is NP-hard. Hassin

and Megiddo [76] proposed a 2-approximation algorithm for stabbing a set of compact,

connected objects in R2 by a set of axis-parallel lines.

Motivated by motion-planning and related problems in robotics, there is a rich body of

literature on analyzing the complexity of the free space of a variety of moving systems B

(“robots”), and a considerable amount of the earlier work has focussed on the cases where

B is a line segment or a convex polygon translating and rotating in a planar polygonal
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workspace. Cases (C2) and (C3) correspond to these scenarios. It is beyond the scope of

this thesis to review all of this work. We refer the reader to the surveys [74, 116, 118].

We briefly discuss work directly related to our study. Leven and Sharir [91] proved that

ϕ(B,O) = O(n2) if B is a line segment and O is a set of pairwise-disjoint polygons

with a total of n vertices. They also give a near-quadratic algorithm to compute F(B,O);

see also [121]. For the case where B is a convex k-gon, Leven and Sharir [92] proved that

ϕ(B,O) = O(k2n2β6(kn)), where βs(t) = λs(t)/t, and λs(t) is the maximum length of an

(t, s)-Davenport-Schinzel sequence [118]; βs(t) is an extremely slowly growing function

of t. A series of papers [3, 86, 87, 119] described algorithms for computing F(B,O) in this

case, which culminated in a randomized algorithm with O(k2n2β6(kn) log(n) log(kn))

expected running time [3].

Our results.

There are two main contributions in this chapter. First, we refine the previously known

bounds on ϕ(B,O) so that they also depend on the number m of polygons in O, and not

just on their total number of vertices, since m � n in many cases. Second, we present a

general approach for computing a hitting set in geometric settings, which leads to faster

algorithms for computing stabbing sets.

Specifically, we first prove (in Section 2.2), for the case where B is a line segment,

that the complexity of F(B,O) is O(mnα(n)), and that F(B,O) can be computed in

O(mnα(n) log2 n) randomized expected time, where α(n) is the inverse Ackermann func-

tion. If the polygons in O are pairwise disjoint, then ϕ(B,O) = Θ(mn), but ϕ∗(B,O) =

O(m2 + n). We then show that we can compute, in O((m2 + n) logm log2 n) randomized

expected time, an implicit representation of F of size O(m2 + n), which is sufficient for

many applications (including ours).

We then consider case (C3) (Section 2.3) and show that ϕ(B,O) = O(k2mnβ6(kn))

in this case, and that F can be computed in expected time O(k2mnβ6(kn) log(kn) log n),

16



where βs(t) = λs(t)/t and λs(t) is the maximum length of a (t, s)-Davenport-Schinzel

sequence; βs(t) is an extremely slowly growing function of t.

The subsequent results in this chapter depend on the complexity of F. Since we are

mainly interested in bounds that are functions of the number of polygons and of their total

size, we abuse the notation a little, and write ϕ(m,n) to denote the maximum complexity

of F for each of the three cases; the maximum is taken over all m convex polygons with

a total of n vertices, and these polygons are disjoint for cases (C2) and (C3). Similarly

we define ϕ∗(m,n) for the maximum number of nondegenerate critical placements. The

bounds also depend on k for (C3).

For a point z ∈ R3, we define its depth to be the number of c-polygons Ki that contain

z. We present a randomized algorithm DEPTH THRESHOLD , which, given an integer

l ≤ m, determines whether the maximum depth of a placement (with respect to O) is at

most l. If yes, it returns all critical placements (of depth at most l). The expected running

time of this algorithm is O(l3ϕ(m/l, n/l) log n). For (C2), the procedure runs in expected

time O(l3ϕ∗(m/l, n/l) log2 n) time.

Finally, we describe algorithms for computing a hitting set of K of size O(h∗ logm)

where h∗ is the size of the smallest hitting set of K. Basically, we use the standard greedy

approach, mentioned above, to compute such a hitting set, but we use more efficient im-

plementations, which exploit the geometric structure of the problems at hand. The first

implementation runs in O(∆3ϕ(m/∆, n/∆) log n) time, where ∆ is the maximum depth

of a placement. The second implementation is a Monte Carlo algorithm, based on a

technique of Aronov and Har-Peled [17] for approximating the depth in an arrangement.

The expected running time of the second implementation is O(ϕ(m,n)h log3m log n +

mn1+ε) time, where h is the size of the hitting set computed by the algorithm, which is

O(h∗ logm), with high probability. Finally, we combine the two approaches and obtain a

Monte Carlo algorithm whose running time isO(ϕ(m,n)·nε+η3ϕ(m/η, n/η) log n log3m),

for any ε > 0, where η = min{h1/3,m1/4} and h = O(h∗ logm), with high proba-
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bility. For case (C2), the expected running time can be improved to O(ϕ∗(m,n) · nε +

η3ϕ∗(m/η, n/η) logc n)), for some constant c > 1. We believe that one should be able

to improve the expected running time to O(ϕ(m,n) logO(1) n), but such a bound remains

elusive for now.

2.2 Complexity of F for a Segment

Let B be a line segment of length d, and let O be a set of m convex polygons in R2 with a

total of n vertices. We first bound the number of critical placements when the polygons in

O may intersect, and then prove a refined bound when the polygons are pairwise disjoint.

The case of intersecting polygons.

There are several types of critical placements of B (see Figure 2.3):

(i) A placement where one endpoint ofB touches a vertex of one polygon and the other

endpoint touches an edge of another polygon.

(ii) A placement where one endpoint of B touches a vertex of one polygon and the

relative interior of B touches a vertex of another polygon.

(iii) The relative interior of B touches two vertices (of the same or of distinct polygons)

and one endpoint of B touches a polygon edge.

(iv) The relative interior of B touches a vertex of a polygon, and one of its endpoints

touches an intersection point of two edges (of distinct polygons).

(v) One endpoint of B touches an intersection point of two edges (of distinct polygons),

and the other endpoint touches a third edge.

(vi) The relative interior of B touches a vertex of a polygon, and its two endpoints touch

two respective edges (of distinct polygons).
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(i) (ii) (iii)

(iv) (v) (vi) (vii)

FIGURE 2.3. Critical free placements of B.

(vii) The relative interior of B intersects with the relative interior of a polygon, and its

other endpoint touches the relative interior of an edge of another polygon.

There are O(mn) placements of types (i) and (ii): For each vertex v of any of the

polygons, placing an endpoint of B at v leaves B with just one degree of freedom, namely

that of rotating about v. During this rotation, it can touch any other polygon at most twice.

Similarly, there are O(mn) placements of type (vii) due to the fact that when the interior

of an edge ofB intersects with the interior of an edge of a polygon there is only one degree

of freedom, namely translation during which B touch any other polygon at most twice.

There are O(m2 + n) placements of type (iii): In such a critical placement, the line

supporting B is either a common tangent to two distinct polygons, or a line supporting

an edge of a polygon. The number of such lines is clearly O(m2 + n), and each of them

contains at most two critical placements of B.

Consider the placements of types (iv) and (v). Let u be an intersection point of two

polygon boundaries (which lies on the boundary of their union), and let H denote the hole
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FIGURE 2.4. Parameterization of placements of B while it maintains a contact with a vertex v.

(i.e., connected component of the complement) of the union of O which contains u on its

boundary. Again, placing an endpoint of B at u leaves B with one degree of freedom

of rotation about u. However, at any such free placement, B must be fully contained in

(the closure of) H . For any polygon O ∈ O whose boundary contributes to ∂H , there

are at most two critical free placements of types (iv) and (v) where B swings around u

and touches O, and no other polygon (namely, those which do not show up on ∂H) can

generate such a placement. It follows that, for any polygon O ∈ O, the intersection points

u that can form with O critical free placements of type (iv) or (v) are vertices of the zone

of ∂O in the arrangement A(O \ {O}). Since ∂O is convex, the complexity of the zone is

O(nα(n)) [11]. Hence the overall number of such placements is O(mnα(n)).

Finally, consider critical free placements of type (vi). Let v be a fixed vertex of some

polygon (not lying inside any other polygon). The placements of B at which its relative

interior touches v can be parameterized in a polar coordinate system (r, θ), where r is the

distance of one endpoint a of B from v, and θ is the orientation of B, oriented towards a,

so that O lies to the right of (the line supporting) B. The admissible values of (r, θ) can be

restricted to the rectangle [0, d]× I , where I is the range of orientations of tangent lines to

O at v, for which O lies to their right; see Figure 2.4.

For any polygonQ ∈ O\{O}, we define a forward function r = FQ(θ) and a backward

function r = GQ(θ), where FQ(θ) (resp., GQ(θ)) is the distance from v to `θ ∩ Q (resp.,

d minus that distance), where `θ is the line at orientation θ that passes through v (recall d

is the length of B). FQ(θ) (resp., GQ(θ)) is defined only when `θ ∩ Q is nonempty, lies
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ahead (resp., behind) v along `θ, and its distance from v is at most d; in all other cases, we

set FQ(θ) := d (resp., GQ(θ) := 0). If Q has nQ edges, then the graph of FQ (resp., GQ)

consists of at most nQ algebraic arcs whose endpoints are breakpoints of FQ (resp., GQ).

A breakpoint of FQ (or GQ) corresponds to a placement of B at which its one endpoint

lies at a vertex of Q (type (ii) contact) or v lies at one endpoint and the other endpoint lies

on ∂Q (type (i) contact).

Let Lv(θ) = minQ FQ(θ), and Uv(θ) = maxQGQ(θ) be the lower envelope of for-

ward functions and the upper envelope of backward functions, respectively. A breakpoint

in Lv is a breakpoint of a forward function that appears on Lv or a point at which Lv

switches from one forward function to another – the former corresponds to a type (i) or

(ii) placement and latter corresponds to a type (iv) contact – one endpoint of Q lies at

the intersection point of two edges of distinct polygons. Furthermore, the portion of B is

free between these two contacts. Let µv (resp., νv) denote the number of breakpoints in Lv

(resp., Uv). The above argument on the number of type (i), (ii), and (iv) critical placements

implies that: ∑
v

µv + νv = O(mnα(n)). (2.1)

Let Fv = {(r, θ) | Uv(θ) ≤ r ≤ Lv(θ)}. It is clear that Fv is the set of free placements

of B, in appropriate parametric form, at which its relative interior hinges over v, and Fv is

the sandwich region between Lv and Uv. A type (vi) contact corresponds to a breakpoint

of Fv formed by the intersection of an arc of Lv and an arc of Uv. Since the portion of

the graph of Lv or Uv between two consecutive breakpoints is an algebraic arc of bounded

degree, |Fv|, the number of breakpoints in Fv is O(µv + νv). By Equation 2.1,
∑

v |Fv| =

O(mnα(n)).

Putting everything together, we obtain:

Theorem 1. Let B be a line segment and let O be a set of m (possibly intersecting) convex

polygons in R2 with n vertices in total. The number of free critical placements of B is
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FIGURE 2.5. Construction illustrating Ω(mn) degenerate triple contacts.

O(mnα(n)).

The case of pairwise-disjoint polygons.

We now prove a refined bound on the number of free critical placements if the polygons

in O are pairwise disjoint. A trivial construction shows that, even in this case, there can be

Ω(mn) free critical placements of types (i), (ii) and (vii). For e.g., consider set ofm copies

O of an obstacle around circle; see Figure 2.5. One can choose the obstacles small enough

such that from each vertex of an obstacle Oi, tangents can be constructed to every other

obstacle Oj without intersecting any obstacle in O \ {Oi, Oj}, which gives the desired

Ω(mn) lower bound.

However, most of these placements involve contacts with only two distinct polygons,

so they are degenerate critical contacts. As we next show, the number of nondegenerate

critical contacts is smaller. Specifically, we argue that there are only O(m2 + n) free

nondegenerate critical placements.
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We have already ruled out critical placements of types (i), (ii) and (vii) because they

are degenerate, and we rule out placements of type (iv) and (v) because they involve inter-

secting polygons. It thus remains to bound the number of free critical placements of types

(iii) and (vi). There are only O(m2 + n) critical placements of type (iii), as argued above.

For placements of type (vi), we use the same scheme as above, fixing the pivot vertex v

and considering the system of functions FQ(θ), GQ(θ) in polar coordinates about v.

Let Lv, Uv, and Fv be the same as earlier. Let µ∗v (resp., ν∗v ) be the number of inner

breakpoints on Lv (resp., Uv), at which the function appearing on the envelope changes.

Note that the portion of Lv or Uv between two such breakpoints is no longer an algebraic

arc of bounded degree. Using the fact that the functions FQ (andGQ) are pairwise disjoint,

we show the following:

Lemma 1.
∑

v(µ
∗
v + ν∗v) = O(m2 + n).

Proof. We prove that
∑

v µ
∗
v = O(m2 + n). A similar argument proves the bound on∑

v ν
∗
v . Consider the lower envelope Lv(θ) = minQ FQ(θ). The graphs of the functions

FQ(θ) are pairwise disjoint, so the only way one function can replace another on the enve-

lope is through a jump discontinuity, where the swinging line becomes tangent to another

polygon Q, in which case FQ(θ) starts or stops appearing on the envelope. Since such

lines are double tangents to two polygons (Q and the polygon containing v), their total

number is O(m2), over all pivot vertices v.

Another situation that can affect the envelope Lv is when the distance along `θ from v

to ∂Q is exactly d, and Lv(θ) = FQ(θ). In this case, by our convention, the envelope starts

assuming the constant value d past θ. As lθ keeps turning, there are two possibilities:

(i) Lv remains equal to d from this θ on; there are a total of O(n) such events.

(ii) Lv starts assuming smaller values, either when lθ becomes a double tangent, or

when we reach a similar (though symmetrically defined) configuration to the one

23



v
u

d
w

d

z

y

Q′

Q

FIGURE 2.6. FQ and GQ′ intersect at most twice.

just assumed, on the boundary of another polygon Q′. In the first case, we can

charge our event to the double tangent, concluding that there are a grand total of

O(m2) of such events. In the second case, between the two critical θ’s, the line `θ

must become a common tangent to the polygon of v and to Q or to Q′ (both double

tangencies can in fact arise, at two intermediate θ’s). We can then charge the “gap”

to such a double tangent, and again conclude that the overall number of such events

is only O(m2).

This completes the proof of the lemma.

If we mark the θ-values at which an inner breakpoint of Lv or Uv occurs, we partition

the θ-range into intervals so that each of Lv and Uv is attained by (a connected portion of

the graph of) a single function, say FQ and GQ′ , respectively. We claim that FQ and GQ′

intersect in at most two points in this interval, see Figure 2.6. Indeed, let FQ and GQ′ be

the functions attaining the respective envelopes. They are witnessed by two segments uz,

yw, so that u, y ∈ ∂Q, z, w ∈ ∂Q′, |uz| = |yw| = d, and both segments pass through

v. To establish the claim, it suffices to show that any segment that passes through v, has

endpoints on ∂Q, ∂Q′, and lies in between uz, yw, has length smaller than d. This property

is easy to establish. Hence, the number of vertices in the sandwich region Fv formed by
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intersection points of an arc of Lv and an arc of Uv is O(µ∗v + ν∗v). Putting everything

together, we obtain:

Theorem 2. Let B be a line segment, and let O be a set of pairwise-disjoint convex poly-

gons with n vertices in total. The number of nondegenerate free critical placements of B

is O(m2 + n).

2.3 Complexity of F for a Convex k-gon

In this section we derive an improved bound on ϕ(B,O) for the case where B is a convex

k-gon and O is a set of m pairwise-disjoint convex polygons in R2 with n vertices in

total. As in [92], we assume that the the robot and the obstacles and their placement are in

general position. Formally, this means that at any placement the robot and the obstacles

do not satisfy more than three independent constraints, where a constraint requires that a

specific side of the robot make a contact with a vertex of the obstacle, or a sepcific vertex

of the robot make a contact with a side of the obstacle, or requires that a line segment

connecting two contact points at a placement be perpendicular to a side of the robot or an

a side of some obstacle. Furthermore, we assume that the shapes of B and the obstacles

are such that no three vertices are collinear and no two edges are parallel. We first prove

that the number of degenerate free critical placements is O(k2mn), and then show that the

total number of realizable double contacts is O(k2mn), and use these bounds to prove the

bound on the number free critcal placements. Since our argument follows closely that of

Leven and Sharir [92], we give a brief overview of their argument.

A tangent to a contact C = (s, w) at a placement z denoted by τ(C, z) is the line

containing w if w is an edge of O ∈ O, and the line containing s[z] if s is an edge of

B. A double contact {C1, C2} is special at a placement z if τ(C1, z) and τ(C2, z) are

parallel (including being coincident); see Figure 2.7. A critical placement is called special

if it involves a special double contact otherwise it is called regular. Leven and Sharir
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B B

FIGURE 2.7. Special contacts where tangents are parallel.

argue that the number of free, special critical placements is O(k2n2). In order to bound

the number of free, regular critical placements, they introduce the notion of bounding

functions, defined as follows.

B

p2

p1

w1 = p1q1
q1

q2

s1

s2
w2 = p2q2

x12(θ)

FC1,C2
(θ)

FIGURE 2.8. Contact C2 = (s2, w2) bounds contact C1 = (s1, w1) at orientation θ, and FC1,C2(θ) =
||p1 − x12(θ)||.

Suppose a placement z forms a double contact C1 = (s1, w1) and C2 = (s2, w2) and z

is not special. We say that C2 bounds C1 at z if B[z] is translated toward the intersection

point of τ(C1, z) and τ(C2, z) while maintaining the contact s1 then conv(s1 ∪ s2) still

intersects w2 until the last position at which s1 still touches w1; see Figure 2.8. They

show that either C1 bounds C2 or vice-versa at z if z is not special. Let Θ12 ⊆ S1 be the

set of orientations at which C2 bounds C1; Θ12 consists of O(1) intervals. They define

a bounding function FC1,C2 : Θ12 → R. We describe FC1,C2 for the case when s1 and

s2 are vertices of B and w1 = p1q1, w2 = p2q2 are edges of O ∈ O; other cases can

be handled in a similar way [92]. For θ ∈ Θ12, let z(θ) be the placement that forms the

contacts C1 and C2 at orientation θ. Let x12(θ) be the contact point of w1 and s1[z(θ)]. Set
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FC1,C2(θ) = r = ||p1−x12(θ)||. We divide Θ12 into two subsets: Θ−12 (resp. Θ+
12) is the set

of orientations for which x12(θ) lies between p1 (resp. q1) and τ(C1, z(θ)) ∩ τ(C2, z(θ)).

Assuming no two edges ofB or any obstacle are parallel, Θ12 is split into Θ−12 and Θ+
12 only

if (C1, C2) is a VE double contact and the common endpoint of Θ−12 and Θ+
12 corresponds

to a special placement. We define F−C1,C2
(resp. F+

C1,C2
) to be the restriction of FC1,C2

over Θ−12 (resp. Θ+
12). For a contact C, let F−C = {F−C,Ci | Ci 6= C is a contact} and

F+
C = {F+

C,Ci
| Ci 6= C is a contact}.

Let LC(θ) = minCi 6=C F
−
C,Ci

(θ), be the lower envelope of functions in F+
C and similarly

UC(θ) = maxCi 6=C FC,Ci + (θ). Let FC = {(r, θ) | UC(θ) ≤ r ≤ LC(θ)}. A semifree

placement forming the contact C lies on the boundary of the sandwich region FC , lying

below the lower envelope F−C and above the upper envelope of F+
C . Let z be a semi-free

critical placement forming the triple contacts Ci, Cj , Cl. Their bounding relations can be

categorized as:

(CP1) Both Cj and Cl bound Ci with respect to the same coordinate frame.

(CP2) Cj and Cl bound Ci with respect to the opposite coordinate frames.

(CP3) No two contacts simultaneously bound the third, but degeneracies such as tangents

being parallel or perpendicular occur. These correspond to special critical contacts.

(CP4) No two contacts simultaneously bound the third but degeneracies such as tangents

being parallel or perpendicular do not occur.

The semifree critical placements of types (CP1) and (CP2) correspond to the vertices

on the sandwich region FC for some contact C. Moreover, the graphs of any two functions

intersect in at most four points. Hence, the total number of placements of types (CP1) and

(CP2) is proportional to the overall complexity of the lower envelopes of the bounding

functions. If we partition the set of all orientations into intervals so that no degenerate,
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special or regular free critical placement of type (CP1) or (CP2) occurs in the interior of

any interval, then Leven and Sharir [92] show that while each interval defines at most

O(kn) triple contacts, each of which can lead to a critical placement of type (CP4), but

as we move from one interval to the next one, this set of candidate triple contacts changes

by O(1), and can be charged to a vertex of the lower envelope of the bounding functions.

Thus, the total number of critical placements of types (CP1), (CP2), (CP4) is proportional

to the overall complexity of lower envelope of the bounding functions. In their argument,

they assume that each contact can be bounded by O(kn) contacts and thus the complexity

of the lower envelope over all contacts is O(knλ6(kn)). However, we show that while

a single contact can be bound by Ω(kn) (see Section 2.6 for the lower construction)

contacts, the overall number of double contacts, and thus the total number of bounding

functions is only O(k2mn), and use this to prove that the total number of critical place-

ments of type (CP1), (CP2), (CP4) is only O(k2mnβ6(kn)). The contacts of type (CP3)

are handled separately.

For a contact Ci, the bounding functions in which Ci is being bounded have degree

at most 4, and the critical contacts in case (CP1) appear as the breakpoints of the lower

envelope of these functions. Since there are at mostO(kn) contacts that bound Ci the total

number of triple contacts in whichCi is involved in isO(λ6(kn))(see [118], for a definition

of the λ function), which is the complexity of the lower envelope of functions of degree

at most 4. So, the total number triple contacts of type (CP1) is O(knλ6(kn)). Similar

arguments were used to obtain bounds on the other types of contacts. In this analysis, it

was assumed that any contact can be bounded by Ω(kn) double contacts. While this is

true for some contacts (see Section 2.6 for the lower bound construction), we show that

the overall number of double contacts is only O(k2mn) and slightly modify the Leven and

Sharir argument to obtain a bound on the triple contacts. We first prove that the number

of special contacts, i.e., those that correspond to type (CP3) is only O(k2mn) and then

show that the number degenerate triple contacts is also O(k2mn) and use this bound to

28



show that the number of double contacts is only O(k2mn). Suppose for a contact C the

number of bounding functions is fC , then showing that the total number of double contacts

is O(k2mn) implies that
∑

C fC = O(k2mn). The number of contacts of type (CP1),

(CP2), (CP4) is proportional to the overall complexity of the lower envelope of bounding

functions. The complexity of the lower envelope of the bounding functions is thus at most

∑
C

λ6(fC) ≤
∑
C

fCβ6(kn) = O(k2mnβ6(kn)). (2.2)

Bounding special and degenerate triple contacts.

We now show that the total number of triple contacts of type (CP3) is O(k2mn).

Lemma 2. The total number of triple contacts of type case CP3 is O(k2mn).

Proof. We analyze the three generic contacts VV, VE and EE separately. To analyze VV

type contacts in case CP3, consider two vertices say B1, B2 of the robot B and an edge

e of the obstacle Oi. Now, for parallel tangency there are at most 2 orientations of B1B2

where a contact with e and a segment parallel to e can be established. In each of these 2

orientations only translation is possible, and therefore only O(m) additional contacts are

possible. Similar arguments hold for EE type, so that we have a total of O(k2mn) in both

these cases. For the VE type, let f be an edge of some obstacle Oi, and b be an edge of

the robot B which are involved in a singular VE type contact as in case CP3. Because b

needs to be parallel to f the orientation of B is fixed and there is a unique vertex such that

this contact can be established with f . Now since orientation is fixed and only translation

along f is possible, and again the total number of additional contacts is O(m). So for

mixed type case CP3, the total is only O(kmn).

We now proceed to show that the number double contacts is only O(k2mn), by first

showing that number of degenerate triple contacts isO(k2mn) and then charging each non-

degenerate double contact to a degenerate triple contact. We begin by proving a geometric
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FIGURE 2.9. b1b2 is tangent to O in at most two orientations.

lemma:

Lemma 3. Let B = b0b1b2 be a triangle, let O be a convex polygon, and let x be a fixed

point in R2. Then there are at most two semifree placements of B at which the vertex b0

lies at x and the edge b1b2 is tangent to O (touching at a point in the relative interior of

b1b2). See Figure 2.9.

Proof. The points b1 and b2 trace circles S and T respectively as the triangle is rotated

about b0. Consider two orientations of b1b2 denoted by s1t1 and s2t2 where B is a tangent

to the polygon O. Let s2t2 be such that s2 is the extreme point of tangency as we traverse

the circle S from s1 in the counter clockwise direction as shown in Figure 2.9. Let the

halfspace induced by s1t1 (resp. s2t2) in which O is present be h+
1 (resp. h+

2 ), and let h−1

(resp. h−2 ) be the other half space. Let Ch be the circle with center b0 and height of the

triangle B as the radius. Let Λ+ = h+
1 ∩ h+

2 , and Λ− = h−1 ∩ h−2 . Since O ∈ Λ+, s1t1 and

s2t2 must intersect at a point. Any intermediate position sθtθ of b1b2 must intersect Λ+ in

order to be a tangent to O. But it can no longer be a tangent to Ch, because Ch ∈ Λ−.

Thus, there can only be two orientations of tangency.

Lemma 4. Let B be a convex k-gon, and let O1 and O2 be two disjoint convex poly-

gons with n1 and n2 vertices, respectively, then the number of semifree degenerate critical
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placements in F(B, {O1, O2}) is O(k2(n1 + n2)).

Proof. Let z be a semifree degenerate critical placement of B (with respect to O1 and

O2), and let C1 = (s1, w1), C2 = (s2, w2), and C3 = (s3, w3) be the three contacts

formed at z. Two of these contacts form a degenerate double contact, say, C1 and C2

form a double contact with O1. As mentioned in the Introduction, there are two cases of

a degenerate double contact, namely, (i) a vertex b0 of B coincides with a vertex v of O1,

i.e., s1 = s2 = b0 and v is the common endpoint of w1 and w2, and (ii) an edge, say b0b1,

of B is flushed with an edge e of O1 (e.g. s1 = b0, s2 = b1 and w1 = w2 = e).

We fix a degenerate double contact {C1, C2}, let Ξ(C1, C2) denote the set of semifree

triple contacts formed by {C1, C2}, and proceed to bound |Ξ(C1, C2)|. Suppose that

{C1, C2} is of type (i). Since b0 lies at a vertex v of O1, B is only allowed to rotate

around v. A vertex bi 6= b0 of B can contribute at most two triple contacts to Ξ(C1, C2)

since the circle of radius ||bib0|| centered at v intersects the portion of ∂O2 visible from

v at most twice. By Lemma 3, an edge bibi+1 can also contribute at most O(1) critical

placements to Ξ(C1, C2). Hence |Ξ(C1, C2)| = O(k) in this case.

If {C1, C2} is of type (ii), then B is only allowed to translate, by sliding the edge

b0b1 along the edge e of O1. Since each vertex bj of B moves along a line parallel to

e, it intersects ∂O2 at most twice and thus contributes at most two critical placements

to Ξ(C1, C2). Since there are exactly two tangents to O2 for any given orientation, each

edge of B becomes tangent to O2 at most twice during this translation, and only one

of these tangencies can contribute a critical (semifree) placement to Ξ(C1, C2). Hence,

|Ξ(C1, C2)| = O(k) in this case too. There are O(k(n1 + n2)) degenerate double contacts

formed by O1 and O2, so the lemma follows.

The following corollary follows immediately from Lemma 4.

Corollary 1. Let B be a convex k-gon and let O be a set of m pairwise-disjoint convex

polygons with n vertices in total. The number of degenerate critical placements in F(B,O)
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is O(k2mn).

Bounding double contacts.

We are ready to bound the number of realizable double contacts. It is tempting to prove

that a fixed contact C can realize onlyO(km) double contacts, but as shown in Section 2.6

a contact can be involved in Ω(kn) double contacts and can be bound by Ω(kn) double

contacts. Therefore we have to rely on a more global counting argument. Note first that

the preceding argument shows that the number of degenerate double contacts is O(k2mn),

so it suffices to consider only nondegenerate double contacts. Since we assume that the

polygons are in general position, the locus of placements forming a fixed non-degenerate

double contact {C1, C2} is a curve in R3. Let O1 and O2 be the two (distinct) polygons

involved in {C1, C2}. Adapting the argument in [118, Lemma 8.55], one can show that

at least one endpoint of this curve is a degenerate triple contact, which we denote by

z(C1, C2), which is semifree with respect to O1 and O2. We thus charge {C1, C2} to

z(C1, C2), and argue that each nondegenerate triple contact in F(B, {O1, O2}) is charged

at most O(1) times. This is formalized by the lemma below.

Lemma 5. Let B be a convex k-gon and let O be a set of m pairwise-disjoint convex

polygons with n vertices in total. The number of realizable double contacts is O(k2mn).

Proof. We have shown that the number of degenerate triple contacts is O(k2mn). As

described above, using the remaining degree of freedom, a nondegenerate double contact

can (with continuous motion) become a degenerate triple contact. Consider a degenerate

triple contact C. If C has a V V (resp. EE) with degeneracy occurring at a vertex ν

(resp. side σ), then such a degenerate contact can be realized from nondegenerate contacts

involving sides (resp. vertices) adjacent to ν (resp. σ). Hence only, a constant number

of such nondegenerate contacts can be charged to a degenerate contact, and thus the total

number of double contacts is O(k2mn).
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Combining Lemma 2, Corollary 1, Lemma 5, and Equation 2.2 we obtain the main

result of this section.

Theorem 3. Let B be a convex k-gon, and let O be a set of m pairwise-disjoint convex

polygons with n vertices in total. Then ϕ(B,O) = O(k2mnβ6(kn)).

Remark 1. (a) This improves the bound of [92] by replacing one factor of n by m.

(b) The lower-bound construction in [92] shows that ϕ(B,O) = Ω(k2m2). We conjec-

ture that ϕ(B,O) = O(k2m2 +kmn). A more challenging problem is to establish a sharp

bound on ϕ∗(B,O), the number of free nondegenerate critical placements. We conjecture

that ϕ∗(B,O) = f(k)(m2 + n), for an appropriate factor f(k) that depends only on k,

analogous to the case where B is a line segment.

2.4 Computing Critical Placements

So far, we have only considered semifree critical placements, but, since we want to con-

struct a set of stabbing placements of B, we need to consider (and compute) the set of all

(nonfree) critical placements. Using the bounds on the semifree critical placements, we de-

rive bounds on the number of all critical placements. Furthermore, we describe algorithms

to compute F and the set of all critical placements.

Bounding the number of critical placements.

Let K = {K1, . . . , Km} be the set of c-polygons yielded by B and O, as defined in

the Introduction, and let A(K) denote the 3-dimensional arrangement of K. For a point

z ∈ R3 and a subset G ⊆ K, let ∆(z,G) denote the depth of z with respect to G, i.e., the

number of c-polygons in G containing z in their interior; we use ∆(z) to denote ∆(z,K).

Let Φl(K) denote the set of vertices of A(K), of depth l, and let Φ≤l(K) =
⋃
h≤l Φh(K).

Set ϕl(K) = |Φl(K)| and ϕ≤l(K) = |Φ≤l(K)|. We now prove bounds on ϕ≤l.
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Theorem 4. (i) Let B be a line segment, let O be a set of m convex polygons in R2

with a total of n vertices, and let K = K(B,O). Then, for any 1 ≤ l ≤ m, we have

ϕ≤l(K) = O(mnlα(n)). If the polygons in O are pairwise-disjoint, then the number of

non-degenerate critical placements in Φ≤l(K) is O(m2l + nl2).

(ii) Let B be a convex k-gon, let O be a set of m pairwise-disjoint polygons in R2

with a total of n vertices, and let K = K(B,O). Then, for any 1 ≤ l ≤ m, we have

ϕ≤l(K) = O(k2mnlβ6(kn)).

Proof. The proof follows the argument by Clarkson and Shor [37]. We first prove the first

claim of (i). Set p = 1/l. Let R ⊆ O be a random sample obtained by choosing each

polygon with probability p. Let G = {Kj | Oj ∈ R}. A critical placement z ∈ Φj(K) is

in Φ0(G) if the three polygons defining the placement are chosen in R and none of the j

obstacles corresponding to the c-polygons containing z is chosen inR, i.e., the conditional

probability that z ∈ Φ0(G) is:

Pr[z ∈ Φ0(G)|z ∈ Φj(K)] = p3(1− p)j.

Hence, the expected value of ϕ0(G) with respect to the sample G is:

E[ϕ0(G)] =
m∑
j=0

p3(1− p)jϕj(K) ≥
l∑

j=0

p3(1− p)l · ϕj(K) = p3(1− p)lϕ≤l(K),

which implies that

ϕ≤l(K) ≤ E[ϕ0(G)]/(p3(1− p)l). (2.3)

Suppose mR = |R| and nR is the number of vertices in R. Let Xi be a binary random

variable that is 1 ifOi ∈ R and 0 otherwise. Pr[Xi = 1] = p,E[mR] = E[
∑m

i=1Xi] = pm

and E[nR] = E[
∑m

i=1Xini] = pn. Therefore,

mRnR =
m∑
i=1

Xi

m∑
j=1

Xjnj =
m∑
i=1

X2
i ni +

m∑
i=1

∑
j 6=i

XiXjnj.
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Note that E[X2
i ] = p. Moreover, for i 6= j, Xi and Xj are independent, therefore

Pr[XiXj = 1|i 6= j] = p2.

E[mRnR] = pn+ p2mn.

Hence

E[ϕ0(G)] = E[O(mRnRα(nR))] = O((pn+ p2mn)α(n)).

Plugging this into equation ( 2.3) and substituting the value of p we obtain

ϕ≤l(K) = O((nl2 + lmn)α(n)) = O(mnlα(n)).

The proof of (ii) is identical to this one and is omitted. As for the second claim in

(i), we observe that a (free) nondegenerate critical placement of B w.r.t. O is also a (free)

nondegenerate critical placement w.r.t. R, iff all three obstacles defining the contact are

chosen in R. Letting ϕ∗l (K) and ϕ∗≤l(K) denote the number of non-degenerate critical

placements at depth l and at most l, respectively, we obtain:

ϕ∗≤l(K) = E[ϕ∗0(G)]/(p3(1− p)l). (2.4)

One can write

m2
R =

m∑
i=1

Xi

m∑
i=1

Xi =
m∑
i=1

X2
i + 2

∑
i<j

XiXj.

Therefore,

E[m2
R] = pm+ 2

(
m

2

)
p2 = pm+m(m− 1)p2.

Hence,

E[ϕ∗0(G)] = E[O(m2
R + nR)] = O(pm+m(m− 1)p2 + pn).

Plugging this into equation ( 2.4), and substituting the value of p we obtain:

ϕ∗≤l(K) = O(ml2 +m(m− 1)l + nl2) = O(m2l + nl2).
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Computing F.

We first describe a procedure to compute the free space for the case (C1), where B is a

line segment and the convex polygons in O may intersect. Next, we consider the case (C2)

where obstacles are pairwise-disjoint and describe a procedure that computes an implicit

representation of F by computing the set of all free nondegenerate critical placments. Fi-

nally, we describe the modifications necessary to adopt the algorithm for case (C3) where

B is a convex k-gon and obstacles are in O pairwise disjoint.

We now describe an algorithm to compute the boundary of the free space F of a seg-

ment moving amidst a set of m convex polygons with a total of n edges. Our algorithm is

similar to that of Agarwal et. al [3], but incorporates modifications necessary to achieve a

better running time. Fix an obstacle Oi. The corresponding c-polygon Ki, and it’s bound-

ary ∂Ki which consists of surface patches generated by a contact of B with Oi can be

computed in time O(|Oi|). Let Γi = {γij = (∂Ki ∩Kj) | j 6= i}. The overall approach of

Agarwal et. al [3] is to compute the surface patches γij and then compute ∂Ki \
⋃
j 6=i γij

using a randomized divide-and-conquer algorithm. However, computing all the surface

patches γij ∈ Γi is expensive and we only compute those patches which define a semifree

double contact with ∂Ki. We first compute a set Dij of potential semifree double contacts

made by B with obstacles Oi, Oj . We follow the charging scheme in Lemma 5, by com-

puting the degenerate triple contacts and building the set Dij from these contacts. When

an end point of B is incident on a vertex v of Oi the only remaining degree of freedom

is rotation and during this rotation B can make at most two semifree contacts with Oj .

These can be computed in O(log |Oj|) time by finding the tangent to Oj from v and by

verifying that the length of B is sufficient to make such contacts. This gives rise to at most

four potential contacts involving sides of Oi incident on v and the two semifree contacts

with Oj . Similarly, one can compute at most four potential contacts when B is incident

on an edge of Oi and can only be translated. Repeating this over all vertices and edges
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of Oi we can compute the set of degnerate triple contacts. Then we use the charging

scheme in Lemma 5, to determine for each degenerate triple contact the constant number

of triple contacts that can be charged to it, and store these double contacts in Dij . The

running time of this step is O((|Oi| + |Oj|) log(|Oi| + |Oj|)). Let Di =
⋃
j 6=iDij . Let

Γ̃i = {γij = ∂Ki ∩Kj | j 6= i,Dij 6= ∅}. The surface patches γij ⊆ ∂Ki are computed as

follows. For each obstacle Kj and each contact surface on πj ∈ ∂Kj which defines a po-

tential semifree double contact with ∂Ki compute the corresponding portion of ∂Ki ∩ πj .

Repeating this for every such surface πj , we can compute γij in O(|Dij|) time. The re-

gions Γ̃i can therefore be computed in time O(|Di|) time. We now proceed to compute

∂Ki \
⋃
γ∈Γ̃ γ, by modifying the algorithm of Agarwal et. al [3]. Let K′i = K \ Ki. Let

S1 ⊆ K′i be a random subset of K where Pr[Kj ∈ S1] = 1/2, and let S2 = K′i \ S1.

Let Γ̃1 = {γij ∈ Γ̃ | Kj ∈ S1}, and let Γ̃2 = {γij ∈ Γ̃ | Kj ∈ S2}. We recursively

compute A1 = ∂Ki \
⋃
γ∈Γ̃1

γ, and A2 = ∂Ki \
⋃
γ∈Γ̃2

γ, Then we perform a merge by

computing A1 ∩ A2 using a sweep line algorithm [3]. Repeating this for each of the c-

polygons Ki we get a set of surface patches which constitute the boundary of F. These

patches are then glued together using the same techniques mentioned in Agarwal et. al [3].

For a c-polygon Ki, let κi be the number of vertices on ∂Ki that appear as the output of

subproblems. For a given c-polygon Ki the running time to compute the portion of ∂F

restricted to ∂Ki is O((|Di|+κi) log n). The total running time is O((mn+
∑

i κi) log n).

We now show that
∑m

i=1 κi = O(mnα(n) logm), thus implying a total running time of

O(mnα(n) logm log n).

In the analysis below, we borrow some notation from Agarwal et. al [3]. Let ϕl(K)

denote the number of vertices of A(K) contained in l c-polygons. Let R ⊆ K be a

random subset such that Pr[Ki ∈ R] = p. Let mR = |R| and nR be total number of

sides of obstacles in R. Then E[ϕ0(R)] ≤ cE[mRnR]α(n) = c(np + p2mn)α(n), for

some constant c > 0. But, E[ϕ0(R)] =
∑m

l=0 p
3(1 − p)l−3ϕl(K). Combining the two
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expressions above,

m∑
l=0

p3(1− p)l−3ϕl(K) ≤ c(np+ p2mn)α(n)

Lemma 6. E[
∑m

i=1 κi] = O(mnα(n) logm).

Proof. Let νl be the expected number of subproblems that have a level-l vertex in their

output, where the expectation is with respect to the obstacles chosen randomly by the

algorithm. Thus,

E

[
m∑
i=1

κi

]
= E

[
m∑
l=0

ϕl(K)νl

]
.

In the recursion tree at depth h there are 2h expected subproblems. Furthermore, the

probability that an obstacle is an input to a subproblem at depth h is (1/2)h, and for a

vertex of level l to appear as the output of some subproblem all the three obstacles defining

it should be chosen at a level h subproblem and none of the remaining l − 3 should be

chosen for the same subproblem. Therefore, νl ≤
∑dlog2me

h=0 2h(1/2)3h(1 − (1/2)h)l−3.

Taking the summation,

E

[
m∑
l=0

ϕl(K)νl

]
≤

m∑
l=0

ϕl(K)

dlog2me∑
h=0

2h(1/2)3h(1− (1/2)h)l−3.

Switching the order of summation and simplifying:

E

[
m∑
l=0

ϕl(K)νl

]
≤
dlog2me∑
h=0

2h
m∑
l=0

ϕl(K)(1/2)3h(1− (1/2)h)l−3.

Using the bound, proved previously, substituting p = (1/2)h,

E

[
m∑
l=0

ϕl(K)νl

]
≤
dlog2me∑
h=0

2hc((n/2h) + (1/4h)mn)α(n).
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Simplifying,

E

[
m∑
l=0

ϕl(K)νl

]
≤
dlog2me∑
h=0

c(n+ (1/2h)mnα(n)) = O(mnα(n) logm).

We now describe a procedure that computes an implicit representation of F in the

form of free nondegenerate critical placements, when B is a segment and obstacles in

O are pairwise-disjoint, i.e., case (C2). Let I be the increasing sequence of orientations

with respect to positive x-axis, at which a line tangent to an obstacle is either vertical,

or contains a side of some obstacle or is a common tangent to two obstacles. The set

of orientations in I can be computed in time O((m2 + n) log n) time by computing the

common tangents between every pair of obstacles.

σ+i (α) τ−i (α)

σ−i (α) τ+i (α)

Oi
ui(α)

u′i(α)

FIGURE 2.10. Tangent lines σi, and τi during rotational sweep.

We first consider the type (iii) non-degenerate critical placements. The algorithm per-

forms a simultaneous rotational sweep in the clockwise direction around each obstacle Oi

using two parallel tangent lines. For an orientation α ∈ [0, 2π], let σi(α) and τi(α) be the

parallel lines tangent to Oi at orientation α, such that Oi is to the right (resp., left) of σi(α)

(resp. τi(α)). The tangent lines are initially vertical, and we split σi(α) (resp., τi(α)) in

to two rays σ+
i (α) (resp., τ+

i (α)) and σ−i (α) (resp., τ−i (α)) such that the obstacle Oi is to
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Oi

Oj

Oj

Oi

I. Entry type event II. Exit type event

σi σi

FIGURE 2.11. I. Entry type event σi continues to intersect Oj . II. Exit type events σi stops intersecting Oj .

the right of rays σ+
i (α) and τ+

i (α) and to the left of rays σ−i (α) and τ−i (α); see Figure 2.4.

We maintain the following information during the rotational sweep:

1. Parallel tangent lines – σi(α) and τi(α).

2. Pivot vertices – Let ui(α) (resp., u′i(α)) be the vertex at which σi(α) (resp., τi(α))

is a tangent to Oi.

3. Nearest neighbors – The nearest neighbor obstacle toOi along σ+
i (α) (resp., σ−i (α))

are stored in N+
i (α) (resp., N−i (α)). Similarly, the nearest neighbor from Oi along

τ+
i (α) (resp., τ−i (α)) are stored in M+

i (α) (resp., M−
i (α)).

As the lines rotate around the obstacles, the following events occur at critical orienta-

tions I:

1. Edge event – σi(α) (or τi(α)) contain an edge of Oi.

2. Double tangent event – σi(α) (or τi(α)) become a double tangent to some other

obstacle Oj 6= Oi.

The double tangent event can be further classified as follows with respect to a rotating

ray σi; see Figure 2.4.
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• Entry type – As the line σi rotates it continues to intersect Oj .

• Exit type – As the line σi rotates, it stops intersecting Oj .

When an edge event occurs, the pivot vertex ui(α) (resp., u′i(α)) is updated to the next

vertex in the clockwise direction on ∂Oi.

Let α be a critical orientation at which a double tangent event occurs involving obsta-

cles Oi, and Oj . Let α′ be the previous critical orientation. The following cases arise:

1. σi is tangent to Oj .

2. τi is tangent to Oj .

We describe the actions performed by the algorithm for the case when σ+
i becomes a

tangent to Oj , other cases are handled in an similar manner. If σ+
i intersects Oj , either σ−j

or τ+
j intersect Oi. Suppose σ−j intersects Oi. Let θ ∈ (α′, α). If N+

i (θ) = Oj , then the

algorithm determines, using the set of obstacles {Oi, Oj} and each of N−i (θ) ∪ N+
j (θ),

whether a type (iii) contact can be realized, and, if so computes and stores such a contact.

The nearest neighbors are updated by setting N+
i (α) = Oj , and N−j (α) = Oi. If N+

i (θ) 6=

Oj and σ+
i (α) and the previous double tangent event involving σ+

i (·) was an entry type

event, then the event is not processed further. On the other hand if σ+
i (α) does not intersect

N+
i (θ), set N+

i (α) = Oj and the event is handled as in the case of N+
i (θ) = Oj .

Type (vi) non-degenerate crticial placements are computed as follows. First compute

the dualO∗i of each obstacleOi. Let O∗ be the set of all dual obstacles. ComputeA(O∗) the

arrangement of dual obstacles. The algorithm computes the type (iii) critical placements

as explained above, along with the following additional information required to compute

the type (vi) critical placements. Performing a rotational sweep around an obstacle Oi

corresponds to traversing the boundary of the dual obstacleO∗i . The events in I correspond

to vertices in A(O∗). Each segment on the boundary of dual obstacles is refined into

feasible intervals such that within each feasible interval, the distance from point of contact

41



of σi(α) and τi(α), to obstacles in the nearest neighbor lists is at most the length d of B.

Label each interval along ∂O∗i with the obstacles in nearest neighbor lists. Then compute

the at most two type (vi) contacts (see Figure 2.6) involving a vertex of Oi at which σi(α)

or τi(α) is a tangent to and every pair of obstacles in the nearest neighbor lists in O(log n)

time using a binary search based procedure. The dual arrangement can be computed in

O((m2 + n) log n) expected time [118]. At each event point we spend only constant time

to find type (iii) contacts and O(log n) time to find type (vi) contacts, the overall running

time of this procedure O((m2 + n + κ) log n), where κ is the number of non-degenerate

critical placements reported.

When B is a convex k-gon, we repeat the same procedure outlined for case (C1), by

considering each of the k-sides, and O(k2) triangles formed by a vertex v of ∂B and a

side not incident v, separately to compute the potential set of double contacts. Once the

set of potential double contacts is determined we apply the same randomized divide-and-

conquer procedure to compute F. A similar analysis shows that the total running time is

this case is O(k2mnβ6(kn) logm log n).

The DEPTH THRESHOLD procedure.

One of the strategies that we will use for computing a stabbing set is based on determin-

ing whether the maximal depth in A(K) exceeds a given threshold l. For this we use

the DEPTH THRESHOLD procedure, which, given an integer l ≥ 1, determines whether

DEPTH (K) ≤ l. If DEPTH (K) > l, it returns a critical placement whose depth is greater

than l. Otherwise, it returns all critical placements of B (which are all the vertices of

A(K)). For simplicity we first describe the algorithm for case (C1) when B is a line seg-

ment and the polygons in O may intersect; and then describe how it is modified for cases

(C2) and (C3).

We assume that no Oi is contained in another Oj , which implies that Ki 6⊆ Kj for any

pair i 6= j. For each Ki, we compute all critical placements that lie on ∂Ki. As soon as
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the overall number of computed critical placements exceeds O(mnlα(n)), we conclude

that DEPTH (K) > l and stop. If this does not happen, then, for each Ki, we construct

the arrangement of the regions Γi = {γij = ∂Ki ∩Kj | j 6= i} along ∂Ki, and compute

the depth of each vertex in this 2-dimensional arrangement. If one of these arrangements

yields a vertex of depth greater than l, we stop and report this vertex. (Note that in the

former stopping case, one of the vertices that we have already computed must be of depth

> l, and we can detect and output such a vertex.) Otherwise, we will have computed all

vertices of A(K), and output them all. We present the details of the algorithm below.

Fix a c-polygon Ki. For j 6= i, put γij = ∂Ki ∩ Kj , and put Γi = {γij | 1 ≤

j 6= i ≤ m}. We construct A(Γi) (restricted to ∂Ki), using the randomized incremental

algorithm [118]. Actually, the algorithm computes a vertical decomposition, A∇(Γi), de-

fined on ∂Ki by erecting vertical segments at each vertex and x-extreme points of each

of face of A(Γi) and extending the segments until they intersect the boundary of a face;

(see, e.g., [3]). The expected running time of the algorithm is O(µi log µi + κi), where µi

is the total combinatorial complexity of the regions in Γi, and where κi is the number of

vertices in A(Γi). While constructing A(Γi), we check whether the total number of ver-

tices computed so far (in all the A(Γi)’s) exceeds O(mnlα(n)), in which case we report

the point of maximum depth and stop. If the algorithm does not abort, we have A∇(Γi),

for every 1 ≤ i ≤ m, at our disposal. By traversing A∇(Γi), we can compute the depth

of all critical placements (vertices of A(Γi)) in time O(κi). Hence the overall expected

running time of the algorithm is O(
∑m

i=1(µi log µi + κi)). Since
∑

i µi = O(mn) and∑
i κi = O(mnlα(n)), the expected running time is O(mn(log n+ lα(n))).

If the polygons in O are pairwise-disjoint, i.e., case (C2) we represent A(K) implic-

itly, since we cannot afford to compute all the degree-two vertices explicitly. So A(Γi)

is represented by the non-degenerate critical placements in A(Γi). We now describe an

algorithm to compute non-degenerate critical placements when B is a segment and obsta-

cles in O are pairwise-disjoint. Let I be the increasing sequence of critical orientations at
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which a tangent is vertical or contains a side of some obstacle or is a common tangent to

two obstacles.

The DEPTH THRESHOLD procedure is implemented by a simultaneous rotational

sweep procedure to compute type (iii) nondegenerate placements, and then computes the

type (vi) nondegenerate placements are computed by traversing the boundary of dual ob-

stacles in a manner similar to computing free nondegenerate placements. We now describe

the details of this procedure.

The algorithm performs a simultaneous rotational sweep in the clockwise direction,

starting at the vertical orientation, around each obstacle Oi using two parallel tangent

lines σi(α) and τi(α) at orientaion α and computes nondegenerate critical placements by

handling events in a manner similar to computing the free placements. The tangent lines

are again split into σi(α) (resp., τi(α)) into two rays σ+
i (α), and, σ−i (α) (resp., τ+

i (α),

and, τ−i (α)). The algorithm maintains information, namely, the parallel tangent lines,

and pivot vertices ui(α) and u′i(α), in the same way as during computing F, but instead

of maintaining nearest neighbors it maintains a list of l-nearest neighbors. The l-nearest

neighbors to Oi along σ+
i (α) (resp., σ−i (α)) are stored, sorted by increasing distance from

Oi, in a listN+
i (α) (resp.,N−i (α)). Similarly, the l nearest neighbors in order of increasing

distance from Oi along τ+
i (α) (resp., τ−i (α)) are stored in M+

i (α) (resp., M−
i (α)). Let

Ni(α) = N+
i (α) ∪N−i (α), and Mi(α) = M+

i (α) ∪M−
i (α).

As the lines rotate around the obstacles, edge events or double tangent events occur

at critical orientations I. The edge events are handled by updating the pivot vertices. We

now describe the procedure to handle double tangent events.

Let α be a critical orientation at which a double tangent event occurs, involving obsta-

cles Oi, and Oj . Let α′ be the previous critical orientation, and let θ ∈ (α′, α). The double

tangent events are, again, classified as entry or exit type events. The following cases arise:

1. σi is tangent to Oj .
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2. τi is tangent to Oj .

Assume without loss of generality that at the orientation α, σ+
i (α) intersectsOj , and σ−j (α)

intersects Oi; other cases are handled similarly. The algorithm then determines if there

are placements Z at which type (iii) contacts can be made involving obstacles Oi, Oj ,

and any of the obstacles in N−i (θ) ∪ N+
j (θ). The depth of a critical placement is the

number of obstacles along σi(α) and σj(α) which intersect B at placements in Z and can

be determined using the lists Ni(θ) and Nj(θ). If a placement of depth larger than l is

found the algorithm stops and returns the placement, otherwise it continues to compute

the critical placements. The list Ni(θ) is updated as follows; list Mi(θ) is handled in

analogous manner.

First merge the lists N+
i (θ) and N+

j (θ) (resp., N−i (θ) and N−j (θ)) into a list N+ (resp.,

N−). For an entry type event, the nearest l neighbors including Oj (resp., Oi) from the

merged list N+ (resp., N− are stored in N+
i (α) (resp., N−i (α)). For an exit type event the

obstacle Oi (resp., Oj) is not stored. The lists are then trimmed to contain at most l nearest

neighbors. The list Nj(α) is also updated similarly, to contain l nearest neighbors to Oj .

The type (vi) non-degenerate critical placements are computed by traversing the dual

arrangements, as in the case of computing F. The only difference is that the (refined) edges

of the dual obstacles are labeled with l-nearest neighbor lists. The algorithm computes the

at most two type (vi) contacts (see Figure 2.6) involving a vertex of Oi at which σi(α) or

τi(α) is a tangent to and every pair of obstacles in the nearest neighbor lists in O(l2 log n)

time using a binary search based procedure. At each event point we spend only constant

time to find type (iii) contacts and O(log n) time to find type (vi) contacts, the overall

running time of this procedure O((m2l + nl2) log n). If at any point of time the algorithm

finds a point of depth greater than l or if the number of non-degenerate critical placements

exceeds O(m2l + nl2), then the point of maximum depth is reported and the procedure

terminates, otherwise all the non-degenerate critical placements are reported.
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When B is a k-gon and the obstacles are pairwise-disjoint, i.e., case (C3), we proceed

as in case (C1) by building for eachKi the arrangementA(Γi) (more precisely, the vertical

decomposition A∇(Γi)), and check whether the total number of vertices computed so far

(in all A(Γi)’s) exceeds O(k2mnβ6(kn)l). If so, we report the point of maximum depth

and stop, else we traverse theA∇(Γi) and compute the depth of all critical placements. The

overall running time of the algorithm is O(k2mn(log n+ lβ6(kn))). We thus conclude the

following.

Theorem 5. (i) Let B be a line segment, and let O be a set of m convex polygons in R2

with a total of n vertices. For a given integer 1 ≤ l ≤ m, the DEPTH THRESHOLD (l)

procedure takes O(mn(log n + lα(n))) expected time. If the polygons in O are pair-

wise disjoint, the expected running time of the modified procedure, as outlined above, is

O((m2l + nl2) log2 n).

(ii) Let B be a convex k-gon and O be a set of m pairwise-disjoint convex polygons in

R2 with a total of n vertices. For a given integer 1 ≤ l ≤ m, the DEPTH THRESHOLD (l)

procedure takes O(k2mn(log n+ lβ6(kn))) expected time.

2.5 Computing a Hitting Set

Let K = {K1, . . . , Km} be the set of c-polygons, for an input collection O and a line

segment or convex polygon B, as above. Our goal is to compute a small-size hitting set

for K, and we do it by applying a standard greedy technique which proceeds as follows.

In the beginning of the ith step we have a subset Ki ⊆ K; initially K1 = K. We compute

a placement zi ∈ R3 such that ∆(zi,Ki) = DEPTH (Ki), and we also compute the set

Kzi ⊆ Ki of the c-polygons that contain zi. We add zi to H , and set Ki+1 = Ki \Kzi . The

algorithm stops when Ki becomes empty. The standard analysis of the greedy algorithm

[40] shows that |H| = O(h∗ logm), where h∗ is the size of the smallest hitting set for K.

In fact, the size of H remains O(h∗ logm), even if at each step we choose a point zi such
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that ∆(zi,Ki) ≥ DEPTH (Ki)/2. We describe three different procedures to implement this

greedy algorithm. The first one, a Las Vegas algorithm, works well when DEPTH (K) is

small. The second one, a Monte Carlo algorithm, works well when h∗ is small. Finally, we

combine the two approaches to obtain an improved Monte Carlo algorithm. For simplicity,

we focus on case (C1).

The Las Vegas algorithm.

It suffices to find a deepest point in A(K) that lies on ∂Ki for some i, and that (assuming

general position), we may assume it to lie in the relative interior of some 2-face (the depth

of all the points within the same 2-face is the same). Thus, for each 2-face f of A(K) we

choose a sample point zf . Let Z ⊆ R3 be the set of these points. We maintain ∆(z,Ki) for

each z ∈ Z, as we run the greedy algorithm, and return zi = arg maxz∈Z ∆(z,Ki) at each

step, and delete the c-polygons containing zi from K. It will be expensive to maintain the

depth of each point in Z explicitly. We describe a data structure for maintaining the depth

of each placement zi in Z implicitly, that supports deletion of c-polygons and returns a

placement of maximum depth.

Fix a c-polygon Kj . Let Γj = {γji := ∂Kj ∩Ki | i 6= j} be the set of regions on ∂Kj ,

as defined in Section 2.4. We compute A(Γj) using Theorem 5. Let D(Γj) be the planar

graph that is dual toA(Γj), i.e., each node inD(Γj) corresponds to a face ofA(Γj), and its

edges connect pairs of faces adjacent through a common edge. We choose a representative

point zf from each face f of A(Γj), and use zf to denote the node of D(Γj) dual to f .

If an edge e of A(Γj) lies on ∂Ka, we label the edge e of D(Γj) with a and denote this

label by χ(e). We compute a spanning tree T of D(Γj), and then convert T into a path Π

by performing a traversal of T , starting from some leaf v; each edge of T appears twice

in Π; see Figure 2.12. Let 〈v1, v2, . . . , vr〉 be the sequence of vertices in Π; for example,

in Figure 2.12 Π = 〈v1 = 1, 2, 3, 2, 4, 7, 8, 10, 11, 10, 8, 9, 8, 7, 6, 7, 4, 5, 4, 2, v21 = 1〉. By

construction, for each i ≤ r, ei = (vi, vi+1) is an edge of D(Γj).
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FIGURE 2.12. (i). The arrangement A(Γj), its dual graph D(Γj), (ii). Spanning tree T and the spanning
path Π.

Let ei, ei+1, . . . , ej be a subpath of Π such that χ(el) 6= a for any i ≤ l ≤ j. Then

either all of vi, . . . , vj lie inside Ka or none of them lies inside Ka. Hence, the removal

of the edges e of Π with χ(e) = a decomposes the sequence of vertices in Π into maxi-

mal intervals, such that all vertices in each interval either lie in Ka or none of them lies

inside Ka. Let Ja be the subset of those intervals whose vertices lie inside Ka; e.g., in

Figure 2.12, J1 = {[1, 2], [4, 5], [17, 21]}. We represent an interval vx, . . . , vy of vertices

by the pair [x, y]. Set J =
⋃
a6=j Ja. For any vertex vs ∈ Π, we define the weight w(vs) to

be the number of intervals [x, y] in J that contain vs, i.e., intervals satisfying x ≤ s ≤ y.

For a subset G ⊆ K, ∆(vs,G) is the number of intervals in
⋃
Ka∈G Ja that contain vs.

We store J in a segment tree, Σ, built on the sequence of edges in Π. Each node σ

of Σ corresponds to a subpath Πσ of Π. For each σ, we maintain the vertex of Πσ of the

maximum weight. The root of Σ stores a vertex of Π of the maximum weight. Once we

have computed A(Γj), J and Σ can be constructed in O(κj log κj) time, where κj is the

complexity of A(Γj). We have
∑

j κj = O(mn∆α(n)), where ∆ = DEPTH (K). The

information in Σ can be updated in O(log n) time when an interval is deleted from J as
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follows. The weight of a vertex v at a node ν is the number of intervals at ν that contain

v plus the number of intervals in one of subtrees that contain v. When an interval [x, y]

is deleted, it is first removed from the O(log n) nodes of Σ which store [x, y]. The nodes

in Σ, are stored in levels, with the root being at level 0, children of root at level 1 and

so on. At each level at most two nodes store [x, y]. Once [x, y] is deleted the vertices of

maximum weight stored at nodes of Σ might potentially need to be updated. This update

is performed in a bottom-up manner as follows. Let `t > `t−1 . . . `0 be the levels of Σ from

which [x, y] was deleted, where `t is farthest from the root. Suppose [x, y] was deleted at

a level `t node σ then the maximum depth of vertex stored at σ is decremented by one. At

the parent p(σ), if the vertex of maximum depth was chosen from the subtree of σ then

the new depth of the vertex is compared with that of the maximum depth of sibling of σ

and maximum of the two is chosen. If there is another node at level `t from which [x, y]

was deleted this process is repeated. The maximum depth vertices are then propagated

recursively, in a bottom-up manner. Since at each level of the tree only a constant time is

spent, the time to perform deletion is O(log n).

The greedy algorithm chooses a vertex of maximum depth and deletes all the c-polygons

containing it. This process is then repeated until all c-polygons are deleted. In order to

accomplish this efficiently, we first find the tree Σ which has the a vertex v of maximum

depth. Then by traversing the segment tree, one can determine all the c-polygons that

contain v. All the intervals Ja for the c-polygons Ka determined in the previous step are

deleted. When Kj itself is deleted, Σ ceases to exist. Since each interval is deleted at most

once, the total time spent in updating Σ is O(κj log n). Maintaining this structure for each

c-polygon Kj , the greedy algorithm can be implemented in O(mn∆α(n) log n) expected

time.

Lemma 7. A hitting set of K of size O(h∗ logm) can be computed in O(mn∆α(n) log n)

expected time, where ∆ = DEPTH (K) and where h∗ is the size of a smallest hitting set of
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K.

A simple Monte Carlo algorithm.

Let ∆ = DEPTH (K). If ∆ = O(logm), we use the above algorithm and compute a

hitting set in time O(mnα(n) logm log n). So assume that ∆ ≥ c logm for some constant

c ≥ 1. We approximate depth using random sampling, and use a procedure by Aronov

and Har-Peled [17], which computes a placement whose depth is at least ∆/2. Their

main algorithm is based on the following observation. Fix an integer l ≥ ∆/4. Let

G ⊆ K be a random subset obtained by choosing each c-polygon of K with probability

ρ = (c1 lnm)/l, where c1 is an appropriate constant. Then the following two conditions

hold with high probability, i.e., (i) if ∆ ≥ l then DEPTH (G) ≥ 3lρ/2 = (3c1/2) lnm,

and, ii) if ∆ ≤ l then DEPTH (G) ≤ 5lρ/4 = (5c1/4) lnm.

This observation immediately leads to a binary-search procedure for approximating

DEPTH (K). Let τ = (5c1/4) lnm. In the ith step, for i ≤ dlog2(m/ log2m)e, we set

li = m/2i. We choose a random subset Gi ⊆ K using the parameter l = li, and then run

the procedure DEPTH THRESHOLD on Gi with parameter τ . If the procedure determines

that DEPTH (Gi) ≤ τ , then we conclude that DEPTH (K) ≤ li, and we continue with the

next iteration. Otherwise, the algorithm returns a point z ∈ R3 such that ∆(z,Gi) ≥ τ .

We need a data structure for reporting the set of polygons in O intersected by B[z] for a

placement z ∈ R3. We can preprocess O into a data structure of size O(mn1+ε), for any

ε > 0, so that a convex polygon Oi of O can be deleted in time O(m|Oi| · nε), where

|Oi| is the number of vertices of Oi, and so that the set of all κ polygons intersecting a

query placement B[z] of B can be reported in time O((1 + κ) logO(1) n). We modify the

data structure of Agarwal and Sharir [10] to create a data structure which given a query

placement of the robot B determines the obstacles in O are intersected by the placement

and supports deletion. We now describe the details of the data structure, our description

closely follows that of Agarwal and Sharir [10].
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We first consider the case when the robot is a line segment and the obstacles in O may

intersect. Let I = {I1, . . . , Im} be the set of intervals corresponding to the x-projections

of the obstacles. The arrangement of the intervals in I partition the x-axis in to atomic

intervals. Let Γ be a balanced binary tree built on I , where the ith leaf is associated with

the ith leftmost interval, and each node v ∈ Γ is associated with an interval δv = δw ∪ δz,

where δw, and δz are intervals stored at the children of v. An interval Ij ∈ I , and the

corresponding obstacle Oj , are stored at a node v if Ij ∩ δv 6= ∅ and Ij ⊂ δp(v), where

p(v) is the parent of v. Let δv = [lv, rv]. Associate with node v, a list Lv (resp. Rv) which

stores all the polygons intersecting the vertical line through lv (resp. rv). Let Mv be the

list of polygons contained in the interior of the slab ρv = δv × [−∞,∞]. Given a query

segment s = rt, with x-coordinate of r smaller than that of t, Agarwal and Sharir [10]

show that one can determine if s intersects any of the obstacles as follows: For each of

O(logm) nodes v for which one of the end-points of s lies in ρv, determine the face f of

the arrangementA(Lv ∪ lv) and shoot a ray in f from r towards t. If the intersection point

does not lie inside any obstacle or lies outside the segment rt then we conclude that s does

not intersect the obstacle. Otherwise the procedure adds the c-polygon intersected to a list

S, and repeats the process until the end-point t is reached. We repeat the above for Rv, but

perform ray shooting query from t in the direction of r. Once the ray shooting queries are

completed, for each of theO(logm) nodes u for which δu ⊆ sx and δp(u) 6⊆ sx, where sx is

the x-projection of s, do the following. Let s∗ be the dual of the line supporting s. Perform

a point-location query in the arrangement of duals of the obstacles in Pu = Lu∪Ru∪Mu,

to determine the set of obstacles in Pu interesected by the line supporting s. All these

obstacles are then added to the list S for reporting.

We use dynamic ray shooting data structure of [68] which requires O(mvnv log2 nv)

pre-processing time to answer ray shooting queries in O(log2 nv) time. Each segment

of an obstacle Oi can be deleted in time O(mv log2 n) time, so Oi can be deleted in

O(mv|Oi| log2 n) time. For point location queries on the arrangements of obstacles (to
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locate the face the containing an end-point of the query segment) and for queries on the

arrangement of duals, we pre-process the respective connected planar sub-divisions of the

corresponding arrangements for dynamic point location using the data structure of [28],

which takes O(mvnv) space and answers point location queries in O(log2 nv) time and

supports deletion of a polygon Oi in O(mv|Oi| log2 nv) time. The overall space used is

O(mn logm), and the pre-processing time is O(
∑

v∈Γ mvnv log2mvnv) = O(mn log3 n).

The overall time to report κ polygons intersecting a query segment isO((1+κ) log2 n log2m),

overall pre-processing time is O(mn log3 n) and space usage is O(mn logm). The total

time spent in deletion will be O(mn log2 n log2m). This data structure can also be mod-

ified to be used for the case when the obstacles are disjoint with same query time and

O((m2 + n) log3 n) pre-processing time and O((m2 + n) logm) space. For the case when

the robot is a convex k-gon the queries can be answered similarly, by repeating the query

for each segment. However, we need an additional data structure to handle the case when

the obstacles are fully contained inside the robot. For this we pre-process the x-extreme

points of the obstacles for simplex range searching [2], in O(mn1+ε) space to answer tri-

angle intersection queries. The simplex range searching data structure can be modified to

support deletion as follows. When an obstacle is deleted the corresponding x-extreme ver-

tex is deleted from the data structure and not reported for future queries. When a constant

fraction of the obstacles are deleted the simplex range searching data structure is rebuilt.

The overall pre-processing time for this case is O(kmn1+ε), and the time to report the

intersections with a convex k-gon is O(k(1 + κ) log2m log2 n).

Set mi = |Gi|, and let ni be the number of vertices in the original polygons corre-

sponding to the c-polygons in Gi. Then the expected running time of the ith iteration is

O(miniτα(n) log n). The proof of Theorem 4 shows that E[mini] = O(mnρ2 + nρ).

Hence, the expected running time of the ith iteration is O((mn/l2i )α(n) log3m log n).

Since the algorithm always stops after at most dlog2(m/ log2m)e iterations, the overall

expected running time is O(mnα(n) logm log n). Note that if the algorithm stops after i
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steps, then, with high probability, ∆ ∈ [li, 2li]. Hence, the expected running time of the

algorithm isO((mn/∆2)α(n) log3m log n). Plugging this procedure into the greedy algo-

rithm described above, and accounting forO(mn1+ε) time for preprocessing and reporting

the polygons intersecting a placement z, we get the following lemma.

Lemma 8. There is a Monte Carlo algorithm for computing a hitting set of K whose size

is h = O(h∗ logm) with probability at least 1 − 1/mO(1), and whose expected running

time is O(mnhα(n) logm log n+mn1+ε).

An improved Monte Carlo algorithm.

We now combine the two algorithms given above, to obtain a faster algorithm for com-

puting a small-size hitting set of K. For this we use the data structure mentioned above,

which preprocesses O in O(mn1+ε) time to support deletion.

We now run the greedy algorithm as follows. We begin by running the Monte Carlo

algorithm described above, and execute the following steps:

1. In the i-th iteration, it returns a point zi such that ∆(zi,Ki) ≥ DEPTH (Ki)/2, with

high probability.

2. We use the above data structure to report the set Ozi of all polygons that intersect the

query placement B[zi], or, equivalently, the set Kzi of the c-polygons that contain

zi. We delete these polygons from the data structure.

3. If |Ozi | < i1/3 then we switch to the Las Vegas algorithm described earlier, to com-

pute a hitting set of Ki+1.

We now analyze the expected running time of the algorithm. The total time spent in

reporting the polygons intersected by the placements B[z1], . . . , B[zh], is O(mn1+ε), so

it suffices to bound the time spent in computing z1, . . . , zh. Suppose that the algorithm

switches to the second stage after ξ + 1 steps. Then DEPTH (Ki) ≥ ξ1/3, for 1 ≤
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i ≤ ξ. Hence, the expected running time of each of the iterations of the first stage is

O((mn/ξ2/3)α(n) log n log3m). Hence, the expected running time of the first stage is

O(mnξ1/3α(n) log n log3m). Since DEPTH (Kξ+2) ≤ 2ξ1/3, the expected running time

of the second stage is:

O(mnξ1/3α(n) log n).

Suppose h is the size of the hitting set computed by the algorithm. Then ξ ≤ h. Moreover,

for 1 ≤ i ≤ ξ, each zi lies inside at least (ξ1/3)/2 c-polygons of Ki, and all these polygons

are distinct. Therefore, ξ4/3 ≤ 2m. Let η = min{n{m1/4, h1/3}. The overall expected

running time of the algorithm is:

O(mnηα(n) log n log3m+mn1+ε).

We thus obtain the following.

Theorem 6. Let B be a line segment, and let O be a set of m (possibly intersecting)

convex polygons in R2, with a total of n vertices. A stabbing set of O of h = O(h∗ logm)

placements of B can be computed, with probability at least 1− 1/mO(1), in expected time

O(mn(nε + ηα(n) log n log3m)), where η = min{m1/4, h1/3}, h∗ is the smallest size of a

hitting set, and ε > 0 is an arbitrarily small constant.

Remark 2. The expected running time of the above approach is O((m2 + n)nε + (m2η+

nη2) logc(n)) for case (C2) and O(k2mn(nε + ηβ6(kn) log n log3m)) for case (C3). We

conjecture that the value of η can be reduced to polylog(m) for (C1)-(C3), by modifying

the algorithm appropriately.

2.6 Lower Bound Construction for Bounding Contacts

In this section we present a construction that shows Ω(kn) contacts can bound a single

(V,E) type contact.
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FIGURE 2.13. A construction illustrating that n contacts can bound a single contact.

We make the simplifying assumption that the robot B is a line segment of length l and

show a construction with two obstacles in which Ω(n) contacts can bound a single contact.

From, this the Ω(kn) bound follows by letting B to be a regular k-gon with sides of length

l.

Let C be a circle of radius l > ncn (where c > 10 is a constant) centered at the origin

O. Let P (resp., Q) be the intersection of C and positive X (resp., Y ) axis. We use OP

as the side of an obstacle against which bounding contacts are established. Let A0 be a

point arbitrarily close to Q, such that angle Â0OP > π/2. From A0 we draw a line LA0

which makes an angle α0 with positive X-axis and such that π/4 < α0 < π/3. For a point

D0 ∈ ∂C let the intersection point of horizontal line through D0 and LA0 be C0. Let F0 be

a point onOP such thatC0F0 = OP . LetB0 = OD0∩LA0 . The pointD0 is chosen so that

length ofB0C0, namely, d0 = 1, and F0 is as close toO as possible. Extending the segment

A0B0 by ε gives the end-point A1. This construction is then repeated at Ai by constructing

a line with slope αi = αi−1 − δ, with δ = π/3−π/4
n+1

with BiCi chosen appropriately to fit in

a parallelogram. Again AiBi is extended by ε distance to give the end-point Ai+1 until the

maximum index Ap which does not leave the circle C, as illustrated in Figure 2.6.
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Let H denote the height (Y -coordinate) of the point C0 above. Let θi denote the acute

angle made with the X-axis by the line CiFi and let the length CiBi be di, OFi be ti and

let for some arbitrarily small ε > 0, we choose AiCi = BiAi+1 = ε. The choice of ε, will

be made clear below. Since the condition for a contact to bound another is ensured by the

use of parallelograms in the construction, we need to verify for an arbitrarily large n, the

point An lies within the circle. The following lemma shows this to be true.

Lemma 9. If p is the maximum index such that Ap is within the circle, then p = Ω(n).

Proof. Using, the geometry of the above figures we can arrive at:

l sin(θi) = H − (d0 + ε) sin(α0)− ε sin(αi)−
i−1∑
j=1

(dj + 2ε) sin(αj)

ti = l cos θi − l cos θ0 − (d0 + ε) cosα0 − ε cosαi −
i−1∑
j=1

(dj + 2ε) cosαj

di+1 =
ti+1 sin θi+1

sin(θi+1 + αi+1)

Since we measure θj as an acute angle and we are considering the maximum index p,

such that the above construction fits inside the semi-circle for all such p, we have 0 ≤ θj ≤

π/2. We choose αj such that π/4 ≤ αj ≤ π/3. This implies π/4 ≤ θj +αj ≤ π/2 +π/3,

which further implies 1/
√

2 ≤ sin(θj + αj) ≤ 1/2. Using sin(θj + αj) ≥ 1/
√

2,

di+1 ≤ di(2
√

2 + 2
√

2ε+ 3
√

2ε(
l

di
+ 1 + 2

ε

di
))

For ε arbitrarily close 0, we can choose ε such that, di+1 ≤ di10.

Therefore,
p∑
i=0

di ≤
p∑
i=0

10id0 ≤ d0p10p ≤ l

The above inequality holds for p = n also because of the way we choose l.
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2.7 Conclusion

In this chapter we presented improved bounds on the complexity of free space of a robot

B, which was either a segment or a convex k-gon, moving amidst m convex obstacles,

along with algorithms to efficiently compute the free space. A challenging problem is

to tighten bounds on the complexity of the free space of a convex k-gon moving amidst

pairwise-disjoint convex polygonal obstacles. Furthermore, we formulated the problem of

computing the minimum number of copies of a robot that intersect all the obstacles, as a

hitting-set problem, and presented fast O(logm)-approximation algorithms to compute

a hitting set of small size. An interesting open problem is whether one can design a

faster algorithm, which runs in time near-linear in the complexity of the union, and still

achieves O(logm)-approximation. Another open question is whether our algorithms can

be derandomized with similar performance guarantees.
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3

Hitting Set in Continuous Range Spaces

3.1 Introduction

With the advances in sensing and communication technologies, surveillance, security, and

reconnaissance in an urban environment using a limited number of sensing devices dis-

tributed over the environment and connected by a network is becoming increasingly feasi-

ble. A key challenge in this context is to determine the placement of sensors that provides

high coverage at low cost, resilience to sensor failures, and tradeoffs between various re-

sources. In this chapter we present a landmark based approach for sensor placement in

a two-dimensional spatial region, containing occluders (a common model for an urban

environment in the context of the sensor-placement problem). We choose a small set of

landmarks, show that it suffices to place sensors that cover these landmarks in order to

guarantee a coverage of most of the given domain, and propose simple, efficient algo-

rithms (based on greedy approach) for placing sensors to cover these landmarks.

Our model.

We model the 2D spatial region as a polygonal region P , which may contain holes (occlud-

ers). Let n be the number of vertices in P and ς the number of holes in P . A point p ∈ P is
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visible from another point q if the segment pq lies inside P . Let r ≥ 0 denote the sensing

radius. We assume that a point x is covered by a sensor located at p, if ‖xp‖ ≤ r and p is

visible from x. For a point x ∈ R2, we define V (x) = {q ∈ P | ‖qx‖ ≤ r, pq ⊂ P} to

be the coverage (surveillance) region of the sensor located at x. For a set X ⊆ P , define

V (X) =
⋃
x∈X V (x) and V(X) = {V (x) | x ∈ X}. We define a function τ : P → N,

such that τ(p) is the coverage requirement of p, i.e., p should be covered by at least τ(p)

sensors. A placement S ⊂ P is a finite set of locations where sensors are placed. For a

point p ∈ P , define χ(p, S) = |{s ∈ S | p ∈ V (s)}|, i.e., the number of sensors that cover

p. We say that S covers P if χ(p, S) ≥ τ(p), for every p ∈ P . (In Section 3.4, we mention

a few extensions of our model.) The coverage problem asks for computing the smallest

set S that covers P . If τ(p) = 1, for all p, we refer to the problem as the uniform coverage

problem.

We note that it is commonly assumed that connectivity between the sensors mostly

happens when they have a line of sight between them, this is because: (i) There are models,

mostly in the case of swarms of robots [96] that the communication is in infrared signals,

(ii) in an urban environment, wireless transmissions are stronger inside streets (due to the

reflections from walls) while loss of energy occurs in turning corners.

Related work.

The sensor coverage problem has been studied extensively in several research communi-

ties, including sensor networks, machine learning, computational geometry, robotics, and

computer vision [46, 66, 99, 139, 70, 107, 128, 89]. It is beyond the scope of this work

to mention all the related work, so we briefly mention a few of them. The early work

in the sensor-network community on sensor coverage focused on covering an open envi-

ronment (no occluders), so the problem reduced to covering P by a set of disks [139].

The problem is known to be NP-hard and efficient approximation algorithms are known.

Because of measurement errors, the dependence of the coverage quality on the distance,
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Deepest point
Landmarks

FIGURE 3.1. A set of landmarks and their respective visibility polygons.

and correlation between the observations of nearby sensors, statistical models have been

developed for sensor coverage and entropy based methods that try to maximize the infor-

mation acquired through the sensors; see e.g. [70]. These methods are particularly useful

for monitoring spatial phenomena.

In an urban environment, one has to consider line-of-sight constraints and other inter-

ference while placing sensors. The so-called art gallery problem and its variants, widely

studied in computational geometry and robotics (see surveys [120, 128]). In this thesis, we

consider the problem of finding a minimum number of sensors so that every point in P is

visible from at least one sensor. Note that the sensors can be placed at any point inside P .

The art-gallery problem is known to be APX-hard [52], i.e., constant-factor approxima-

tion cannot be computed in polynomial time unless P = NP . No fully-polynomial time

approximation algorithm is known for the art gallery problem. Deshpande et. al [44] gave

a pseudopolynomial time O(log c∗)-approximation algorithm for the art gallery problem,

where c∗ is the minimum number of sensors required to see all of P . Using technique of

quantifier elimination from algebraic geometry, Efrat and Har-Peled [50] obtain an exact

algorithm for the art gallery problem which runs in O((nc∗)3(2c∗+1)) time. However, if the

placement needs to be chosen from a finite set of candidate locations (e.g. uniform grid),

polynomial-time log-approximation algorithms are known; see [65, 50, 29] and the refer-

ences therein. Cheong et. al [29] gave a near quadratic algorithm for finding a point p ∈ P

60



that sees at least 1−δ of the area seen by any single point of P , for any δ > 0, by using the

machinery of ε-approximations [130]. Using this algorithm they also gave an algorithm

that, given any parameter δ > 0, and an integer j, finds a set of j guards which together see

at least (1− eδ−1) times the area seen by any set of j guards, with probability 1− 1/nO(1).

González-Banos and Latombe [66] proposed to choose a set of random positions as can-

didate locations for sensors. They proved that the randomized approach leads to a good

approximation algorithms under some assumptions on P ; similar approaches have been

widely used in the context of path planning. Efrat et al. [51] developed approximation

algorithms for the non-uniform coverage for τ(p) = 2, 3 and with additional constraints

on coverage, under the assumption that the sensor locations are chosen from a set of grid

points.

It is beyond the scope of this thesis to survey various models and algorithms related to

connectivity. We refer the reader to [21, 35, 72, 49] and references therein.

Our results.

We follow a widely used approach for sensor coverage, i.e., sampling a finite a set of points

and then using a greedy algorithm to compute the location of sensors, but with a twist:

instead of sampling the set of candidate placements for sensors, we sample landmarks that

should be covered. There are two main contributions of our work. First, we prove that

the number of landmarks needed is surprisingly small—it is independent of the number

of vertices in P . Second we describe simple, efficient algorithms for implementing the

greedy approach—a straightforward implementation of the greedy approach is expensive

and not scalable.

Suppose h is the number of sensors needed for uniform coverage of P . For a given

parameter ε > 0, set λ := λ(h, ε) = (h/ε) log ς . We prove that one can choose a set L of

m = O(λ log2 λ) landmarks so that if S uniformly covers L, then S uniformly covers at

least (1− ε) fraction of the area of P . We refer to this result as the sampling theorem.
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Next we describe algorithms for computing O(h̃ log λ) sensors, with high probability,

that cover L, where h̃ is the minimum number of sensors needed to cover L; obviously

h̃ ≤ h, but it can be much smaller. We show that a straightforward implementation takes

O(nm2hς log(mn) logm) expected time. The expected running time of our algorithm

can be improved to O(nm2ς log(mn)). We then present a Monte Carlo algorithm, which,

albeit having the same running time as the simpler greedy algorithm in the worst case,

is faster in practice, as evident from our experimental results. If P is a simple region,

i.e., it does not have any holes, the expected running time of the Monte Carlo reduces to

O((mn+m2)h log2m log(mn)).

Our overall approach is quite general and can be extended in many ways. For instance,

it can incorporate other definitions of the coverage region of a sensor, such as when a

sensor (e.g. camera) can cover the area only in a cone of directions. We can extend our

sampling theorem to a weighted setting: We are given a weight function w : P → R+

and we wish to ensure that at least (1 − ε) fraction of the weighted area of P is covered.

This extension is useful because we have hot spots in many applications and we wish to

ensure that they are covered. Finally, we extend our sampling theorem to non-uniform

coverage—the number of landmarks increases in this case.

For simplicity, we assume r, the sensing radius to be∞ for most of the chapter, and

then briefly sketch in Section 3.4 how to extend our results to finite sensing radius. Sec-

tion 3.2 proves the sampling theorem (under the assumption r = ∞), and Section 3.3

describes the greedy algorithms. In Section 3.4, we briefly mention various extensions of

our algorithm. In Section 3.5, we present experimental results with software implemen-

tation of the Monte Carlo algorithm, showing that our approach is useful in practice. In

Section 3.6, we develop an algorithm which adds a small number sensors to ensure that

the sensors can communicate with each other.
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3.2 Landmark Based Algorithm for Uniform Coverage

In this section we describe a landmark based algorithm for the uniform sensor-coverage

problem. For simplicity, we assume the coverage radius to be infinity. We begin by re-

viewing a few concepts from random sampling and statistical learning theory [109]. Let

X be a (possibly infinite) set of objects, let µ be a measure function on X , and let R be a

(possibly infinite) family of subsets of X . For a given ε > 0, a subset N ⊆ X is called

an ε-net of Σ if r ∩ N 6= ∅ for all r ∈ R such that µ(r) ≥ εµ(X). We use a seminal

result by Haussler and Welzl [77] which shows that if VC-dim(Σ) = d, then a random

subset N ⊆ X of size O((d/ε) log(d/εδ)) is an ε-net of Σ with probability at least 1− δ.

In our context, let V = {V (x) | x ∈ P}, and let V = (P,V) be the range space. The

VC-dimension of V is known to be O(1 + log ς) [129]. We conclude this discussion by

mentioning a useful property of VC-dimension: If Σ1 = (X,R1), . . . ,Σk = (X,Rk) are

k range spaces and VC-dim(Σi) ≤ d for all i ≤ k, then the VC-dimension of the range

space Σ = (X,R), where R = {⋃k
i=1 ri | r1 ∈ R1, . . . , rk ∈ Rk}, is O(kd). We now state

and prove the main result of this section.

Theorem 7 (Sampling Theorem). Let P be a polygonal region in R2 with ς holes, and

let ε > 0 be a parameter. Suppose P can be covered by h sensors. Set λ := λ(h, ε) =

(h/ε) log ς . Let L ⊂ P be a random subset of c1λ ln2 λ points (landmarks) in P , and let

S be a set of c2h lnλ sensors that cover L, where c1 ≥ 1, c2 ≥ 1 are sufficiently large

constants. Then S covers (1−ε) fraction of the area of P with probability at least 1−1/λ.

Proof. Set k = c2h lnλ. Let V̄k =
{
P \⋃k

i=1 V (xi) | x1, . . . , xk ∈ P
}
, that is, each

range in V̄k is the complement of the union of (at most) k coverage regions. Set V̄k =

(P, V̄k). Since VC-dim(V) = O(log ς), the above discussion implies that VC-dim(V̄k) =

O(k log ς). Let L ⊂ P be a random subset of size

O((k/ε) log(ς) log((k log ς)/ε)).
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Then L is an ε-net of V̄k with probability at least 1 − ε/(k log ς) ≥ 1 − 1/λ. Let S be

a set satisfying the assumptions in the lemma, that is, S is a set of at most k guards that

cover L, i.e., L ⊂ V (S). Then, clearly, L ∩ (P \ V (S)) = ∅. By the definition of ε-net,

µ(P \ V (S)) ≤ εµ(P ). Hence, S covers at least (1 − ε) fraction of the area of P . This

completes the proof of the theorem.

The Sampling Theorem suggests the following simple approach to compute a place-

ment for P . Given a set L of landmarks, the procedure GREEDYCOVER(P , L), described

in the next section, computes a cover of L of size O(h̃ log |L|), where h̃ ≤ h is the number

of sensors needed to cover L.

1: Sensors S procedure COMPUTEGUARD(P , ε)
2: i← 1
3: repeat
4: h← 2i, d← c2(1 + log ς)

5: k ← c2h log (dh/ε), m← (c1dk/ε) ln(dk/ε)

6: L← m uniform random sample of points in P

7: S ← GREEDYCOVER(P , L) // L ⊂ V (S)

8: i← i+ 1

9: until (|S| ≤ k) ∧ (µ(V (S)) ≥ (1− ε)µ(P ))

10: end procedure

FIGURE 3.2. Algorithm to compute sensors to cover 1− ε of area of P.

Remark: We note that the actual number of guards that the algorithm computes is an

approximation to the optimal number of guards that cover L (and not necessarily the entire

polygon P ), which may be much smaller than h.

3.3 The Greedy Algorithm

In this section we describe the procedure GREEDYCOVER(P , L) that computes a place-

ment of sensors to cover a setL ⊂ P ofm landmarks. We first describe a simple algorithm,

which is a standard greedy algorithm, and then discuss how to expedite the greedy algo-
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rithm. For a point x ∈ P and a finite subset N ⊂ P , we define the depth of x with respect

to N , denoted by ∆(x,N), to be |V (x) ∩ N |, the number of points in N that lie in the

coverage region of x. Set ∆(N) = maxx∈P ∆(x,N).

Simple algorithm.

The simple procedure computes the placement S incrementally. In the beginning of the

i-th step we have a subset Li of mi sensors and a partial cover S; S covers L\Li. Initially,

Li = L and S = ∅. At the i-th step we place a sensor at a location zi that covers the

maximum number of landmarks in Li, i.e., ∆(zi, Li) = ∆(Li). We add zi to S, compute

L′i = V (zi) ∩ Li, and set Li+1 = Li \ L′i. The procedure stops when L′i = ∅. A standard

analysis for the greedy set-cover algorithm shows that the algorithm computes h̃ ln |L|

locations, where h̃ is the number of sensors needed to cover L, see, e.g., [94].

The only nontrivial step in the above algorithm is the computation of zi. Note that

∆(x, Li) = |{p ∈ Li | x ∈ V (p)}|, i.e., the number of coverage regions in V(Li) that

contain x. We compute the arrangement A(Li) of the coverage regions in V(Li), which

is a planar map; see Figure 3.1. It is known that A(Li) has O(m2
inς) vertices, edges, and

faces, and that A(Li) can be computed in time O(m2
inς log n). Next, we compute the

depth of every vertex in A(Li), with respect to Li, within the same time bound. We then

set zi to be the deepest vertex in A(Li). The overall running time of the GREEDYCOVER

procedure is O(m2nς|S| log n).

We note that it is unnecessary to computeA(Li) in each step. Instead we can compute

A(L) at the beginning and maintain A(Li) and the depth of each of its vertices using a

dynamic data structure developed in Chapter 2; see also [4]. The asymptotic running time

now becomes O(m2nς log2 n), which is faster if |S| ≥ log n.
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A Monte Carlo algorithm.

We observe that it suffices to choose a point x at the i-th step such that ∆(x, Li) ≥

∆(Li)/2; it can be shown that the number of iterations then is still O(h̃ ln |L|) [4]. Using

this observation, we can expedite the algorithm if ∆(Li) is large, as follows: We choose

a random subset Ki ⊂ Li of smaller size (which is inversely proportional to ∆(Li)) and

set zi to be a deepest point with respect to Ki. If the size of Ki is chosen appropriately,

then ∆(zi, Li) ≥ ∆(Li)/2, with high probability. More precisely, set ∆ = ∆(Li), and

let q ≥ ∆/4 be an integer. We choose a random subset Ki ⊆ Li by choosing each point

of Li with probability ρ = c1 ln(mi)/q, where c1 > 0 is a constant. Using the arguments

in [8, 17], we can show that with probability at least 1 − 1/mi the following two condi-

tions hold: (i) ∆ ≥ q implies ∆(Ki) ≥ 3qρ/2 = (3c1/2) lnmi, and (ii) ∆ ≤ q implies

∆(Ki) ≤ 5qρ/4 = (5c1/4) lnmi. An exponential search procedure that sets q = mi/2
j

at the jth step, chooses a subset Ki as described above, computes a deepest point xi in

A(Ki), and uses the above two conditions to determine whether return xi or half the value

of q, can compute a point zi of depth at least ∆(Li)/2, with probability at least 1− 1/mi.

The expected running time of this procedure is O(n(mi/∆)2ς log n log2m).

This procedure computes an overly of mi/∆ coverage regions compared with that of

mi regions in the previous procedure. Note that ∆(L) may be small, in which case the

running time of this procedure is the same as that of the previous one. It is, however, faster

in practice, as shown in Section 3.5.

A crucial property that this approach relies on is the fact that the complexity of the

boundary of the union of the visibility polygons (that is, the vertices and edges of the ar-

rangement that are not contained in the interior of any polygon) is significantly smaller

than the complexity of the entire arrangement. Specifically, Gawali et al. [64] showed

that, if P is a simple polygon, the overall number of vertices and edges that appear

along the boundary of the union of the polygons in V (L) is only O(mn + m2). In that
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FIGURE 3.3. Construction showing Ω(m2nς) vertices on boundary of union of visibility polygons.

case, the running time of the overall GREEDYCOVER procedure becomes O((m/∆)n +

(m/∆)2 logm)|S| log2 n), where ∆ = ∆(L). Furthermore, by using a combination of the

previous and the Monte Carlo procedures, the running time can be further improved for

this special case. This, however, does not necessarily hold for a polygon with holes, in

which case the union complexity is Ω(m2nς) in the worst case; we provide a lower bound

construction below. Indeed, consider the following construction. Let P be a polygon,

whose outer boundary is the unit square, and whose set of holes consists of two respective

equal-size subsets of bn/2c holes each, which we also refer to as the “horizontal” holes and

the “vertical” holes, respectively. Each hole in the first set is a rectangle with an horizontal

edge of length 1
n2 − 1

n3 and with area that is infinitesimally close to 0. Thus each of these

holes is infinitesimally close to an horizontal segment of length 1
n2− 1

n3 . These “segments”

are placed at height y = 1/4, where the leftmost one begins at x = 1/2, and are equally

spaced by o
(

1
n3

)
. We apply an analogous construction for the vertical holes. We now

place bm/2c “horizontal” guards at the locations (1/2 + i/n4, ε), for i = 1, . . . , bm/2c,

where ε > 0 is sufficiently small, and additional bm/2c “vertical” guards at the locations

(1 − ε, 1/2 + i/n4), for i = 1, . . . , bm/2c. Each of the horizontal guards induces a vis-

ibility polygon with Ω(n) long and narrow “spikes”, created by the horizontal holes. A
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similar property holds for the vertical guards. It is now easy to verify that the union of the

visibility polygons of the horizontal guards and of the vertical guards generates a grid of

size Ω(m2nς), which concludes our construction; see Figure 3.3 for an illustration.

3.4 Extensions

We now describe the following extensions.

Finite coverage radius.

The algorithms presented above assume that a sensor can cover points that are arbitrarily

far if they are visible from the sensor. In order to extend the Sampling Theorem to the

case of finite coverage radius, we generalize the range-space Vk in Section 3.2 to support

intersections of visibility regions and discs, and show that the VC-dimension increases by

a multiplication factor of three. Therefore the asymptotic size of landmarks remains the

same. Next, we extend the analysis of the greedy algorithm to this case by showing that the

size of arrangement of coverage regions only increases by a constant factor with respect

to that of the original problem, so the running time of the algorithms remains the same.

The algorithms presented above assume that a sensor can view points that are arbitrar-

ily far. In this section, we relax this assumption and associate a sensing radius r with every

sensor g, so that the sensor g can view points located within distance at most r from g. For

simplicity of exposition, we show how to extend our approach to the uniform-coverage

case under restricted visibility. Using similar considerations, this approach is extended to

the multiple-coverage case as well. The algorithm to find a small set of sensors to achieve

uniform coverage is based on two key observations, namely, (a) a random sample L of

size m serves as a set of landmarks, (b) a greedy algorithm, which at every step, finds a

guard that sees, up to a constant factor, maximum number of the uncovered landmarks and

iterates until all the landmarks are covered. In order to extend this approach to restricted

visibility we need to bound the size of L and the running time of the greedy algorithm. We
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analyze the impact of restricted visibility on these ingredients.

The r-polygon of a sensor g, is V ′(g) = V (g) ∩ D(g, r), where D(g, r) is a disk of

radius r centered at g. The range space induced by r-polygons is V′ = (P,V′) where V′ =

{V (g)∩D(g, r) | g ∈ P}. In other words, each range of V′ is the intersection of a range of

V (where V is defined as in Section 3.2) and a disk. It is well-known that the VC-dimension

of the range space (P, {D(x, r) | x ∈ P}) is 3. Therefore V′ has a finite VC-dimension

(see once again [109]). Analogously, we can define the range space V̄′k = (P, V̄′k) for

r-polygons, where V̄′k = {P \⋃k
i=1 V

′(xi) | {x1, . . . , xk} ∈
(
P
k

)
}. It now follows, using

similar arguments as in Section 3.2, that the VC-dimension of V̄′k is O(k log k), and thus

the set of landmarks is a random sample S of size m = O(k log k
ε

log (k/ε)), as it also

serves as an ε-net for V̄′k.

Our next goal is to show, for a simple polygon, that the complexity of the union of m

r-polygons is O(nm+m2). As soon as we have this bound at hand, the analysis proceeds

in a similar manner as in the original problem, for both the uniform- and multiple-coverage

cases, yielding a similar approximation bound within the aforementioned running times.

We thus devote the remainder of this section to deriving the above upper bound on the

complexity of the union.

Let L = {l1, . . . , lm} be a set of the landmarks, and let V ′(L) = {V ′(l1), . . . , V ′(lm)}

be the corresponding set of their r-polygons. We assume that the points of L and the

vertices of P are in general position, this excludes the case where three points lie on

a single line. We first note that the boundary of an r-polygon V ′(l) ∈ V ′(L) consists

of a sequence of line-segments and circular arcs. Moreover, the overall complexity of

this boundary is O(n). Indeed, V ′(l) is created by the intersection of the corresponding

unrestricted visibility polygon V (l) and a disk, and since the boundary of V (l) consists of

O(n) line-segments, the disk can intersect each of these segments at most twice.

Each vertex v of the arrangement A(V ′(L)) is classified, depending on whether it

is defined by intersection of circular arcs or segments, as being either: (i) CC, if v is
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generated by the intersection of a pair of circular arcs, (ii) CS, if v is generated by the

intersection of a circular arc and a segment, (iii) SS, if v is generated by the intersection

of a pair of segments of two respective distinct r-polygons. The number of CC vertices

on the boundary of the union is at most O(m2), since each pair of them intersect at most

twice. We now proceed to bound the number of the remaining vertices along the boundary

of the union, where each such vertex involves at least one line-segment. We use a simple

variant of the analysis of Gewali et al. [63], who showed that the overall complexity of the

union of the unrestricted polygons is O(mn+m2). Their proof is applied almost verbatim

in our case, nevertheless, we repeat some of these details for the sake of completeness.

Consider the set of the subsegments that appear along the boundary of the union. Each

endpoint of these segments is either of type CS or SS. We first classify each of these

subsegments as being either of (i) type-A, if it has at least one endpoint on the boundary

of P . or (ii) type-B, if both its endpoints formed by intersections of r-polygons. We next

bound, for each r-polygon V ′(l), the overall number of subsegments of either type that

it can create along the boundary of the union. Clearly, each segment of V ′(l) can create

at most two type-A subsegments, and since the complexity of V ′(l) is O(n), it follows

that the overall number of type-A segments along the boundary of the union that V ′(l)

contributes is O(n) as well.

In order to bound the number of type-B subsegments that V ′(l) contributes, we con-

sider the process of adding the r-polygons one at a time, where V ′(l) is the first such r-

polygon. Let us fix a line-segment edge e of V ′(l). As the r-polygons are added, there will

be a first time (if any) that a type-B subsegment is created along e. As we continue adding

r-polygons, this subsegment may become smaller or may be split into two type-B subseg-

ments, separated by a subsegment that lies inside the union. This latter event increases the

number of type-B subsegments, which, in order to occur, we must have another r-polygon

V ′(q) that projects a “thin beam” B (possibly trimmed by a disk) of visibility across e.

Since this event increases the number of type-B vertices, none of the endpoints of e lies
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FIGURE 3.4. The thick segments represents the boundary of P . The r-polygon V ′(q) (depicted as a disk in
(a) and as a wedge in (b)) increases the number of type-B vertices on both edges e1, e2 of V ′(s). It cannot
increase the number of these vertices on the third edge e3 of V ′(s), since that would imply that V ′(q) is not
connected.

inside B. Moreover, if B is a wedge (and so it is not trimmed by a disk), this implies that

there must be two reflex vertices which block q from seeing the endpoints of e. We now

claim that the polygon V ′(q) can increase the number of type-B vertices on at most one

additional (line-segment) edge e′ of V ′(l); this is illustrated in Figure 3.4. It thus follows

that the overall number of times we can increase the number of type-B subsegments that

lie on the boundary of V ′(l) is O(m).

Summing the bounds on both type-A and type-B vertices, over all polygons V ′(l), we

obtain an overall bound of O(mn + m2) on the number of CS- and SS-vertices of the

union, which completes our proof.

The case of cameras.

Another natural extension of the coverage region is the case in which each sensor can cover

an area that is contained in a cone of directions (e.g., camera). Our analysis can easily be

extended to this case as well by modifying the range space appropriately and bounding the

complexity of the arrangement of coverage regions.
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Weighted coverage.

We are now given a weight function w : P → R+. The weighted area of P is defined to be

µw(P ) =
∫
x∈P w(x)dx, and is normalized to be 1. The weighted area of a coverage region

V (l) for a location l ∈ P , µw(V (l)), is
∫
x∈V (l)

w(x)dx. The goal is to find a placement

S of sensors such that µ(V (S)) ≥ (1 − ε)µ(P ). This extension is useful in practice as it

enables us to highlight “hot-spots” in the environment. Since the random sampling theory

is applicable to the weighted setting, the above algorithm and the analysis extends to this

case verbatim.

Multiple coverage.

In order to be resilient to sensor failures, we now require that each point p ∈ P to

be covered by at least t distinct sensors, for a given parameter t ≥ 1. The defini-

tion of the range-space becomes more complex: For a set X ⊂ P of k points, we

now define V̄t(X) ⊆ V (X) to be the set of points whose depth is less than t. Set

V̄kt = {V̄t(X) | X ⊂ P is a set of k points} and V̄k
t = (P, V̄ k

t ). In other words, V̄k
t

is formed by the complements of unions of intersections produced by every t of the

k visibility polygons in X . Since there are O(kt) such intersections, VC-dim(V̄k
t ) =

O(ktt2 log(ς) log (kt log ς)) [109]. This in turn leads to a bound on the number of land-

marks. Next, we extend the greedy algorithm to find a placement of sensors so that each

landmark is covered by at least t sensors. Our approach is based on the algorithm of

Rajagopalan and Vazirani [113], which modifies the standard greedy algorithm to handle

multiple coverage.

3.5 Experiments

In this section we present experimental results showing that our approach is also useful in

practice. We have implemented both simple and Monte Carlo algorithms for the uniform-
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FIGURE 3.5. A quadtree representing a polygon. The dots are the landmarks.

coverage case.

Approximated coverage region.

Recall that the algorithms compute the arrangement of the coverage region of the land-

marks. Computing the exact arrangement is, however, inefficient in practice, and might

result in robustness issues, see [73] for a detailed review about the various difficulties that

arise in practice. We thus resort to computing the coverage regions and their arrangement

approximately using quadtrees.

Given the input polygon P , we recursively partition the plane into four quadrants, each

of which contains a portion of the boundary of P (in fact, this portion contains at most half

of the vertices of P ). The recursion bottoms out when we are left with at most a single

polygon vertex inside each cell; see, e.g., [42] for further details about quadtrees. The cells

that are generated at the bottom of the recurrence induce an approximated partition of the

polygon into axis-parallel rectangles, which we also refer to as pixels; see Figure 3.5.

This approximated representation improves as we refine the decomposition. In fact, in our

implementation, we use heuristics to further refine a quadtree cell, so as to get a relatively

good approximation for P . Having the pixels at hand, we represent each of the visibility

polygons induced by the landmarks as the corresponding subset of these pixels. In fact,

this representation is performed implicitly by computing, for each pixel C, the set of the

landmarks that are visible to C, and then setting the depth of C to be the number of these

73



(a) (b) (c) (d)

FIGURE 3.6. The data sets. (a) Bouncy. (b) x-monotone. (c) Orthogonal. (d) General.

landmarks. Then, when we apply the greedy algorithm, we update this data accordingly.

When the algorithm terminates, the depth of each pixel C becomes 0. Technically, the

notion of visibility of a landmark s and a pixelC is not well-defined, we thus fix a threshold

parameter 0 < α < 1, and report that s sees C if it sees at least α of its area.

The quadtree implementation, albeit yielding an approximated representation, is useful

in the sense that it eliminates the need to construct the arrangement of the polygons, and

thus results in good performance in practice, as indicated by our experimental results.

Input sets.

We next describe our data sets. Our input consists of both random polygons and manually

produced polygons, which are interesting as well as challenging in the context of our

problem. For the random polygons, we use a software developed by Auer and Held [18]

for generating random simple polygons, and for the manually produced polygons, we use

the inputs of Amit et al. [15]. Out data sets are listed, as follows:

• Bouncy (Figure 3.6(a)): A random bouncy polygon with 512 vertices.

• x-monotone (Figure 3.6(b)): A random x-monotone polygon with 512 vertices.

• Orthogonal (Figure 3.6(c)): An orthogonal polygon with 20 vertices and 4 holes,

each of which has (additional) 6 vertices.
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FIGURE 3.7. The (average) accumulated covered area (y-axis) at each iteration (x-axis) for the Exact
Greedy and the Monte Carlo algorithms, for each of the data sets.

• General ( Figure 3.6(d)): A general polygon with 16 vertices and 4 holes with

(additional) overall 16 vertices.

Results.

We present experimental results, applying both the simple greedy algorithm presented in

Section 3.3 (which we also refer to as the Exact Greedy algorithm) and the Monte Carlo

algorithm on each of our data sets. We measure various parameters, each of which is

a yardstick for measuring and comparing the performance of the algorithms. Given a

fixed ε > 0, these parameters are listed, as follows: (i) Number of visibility tests that

both algorithms perform. In each of these tests we need to report whether a landmark
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FIGURE 3.8. The number of guards as a function of ε for the bouncy polygon.

l sees a pixel C; the overwhelming majority of the running time is determined by the

overall number of calls to this procedure, as, in our experiments, the preprocessing time

for constructing the quadtree is negligible compared with the overall running time of the

various visibility tests. (ii) Number of landmarks chosen by the algorithm. (iii) Number

of iterations required in order to obtain a coverage of (1 − ε) of the polygon. (iv) The

convergence ratio of the algorithm; at each iteration i we measure the ratio between the

overall area just covered (over all iterations 1, . . . , i) and the entire polygon area.

For each specific input set, we ran each algorithm ten times, and the results reported

below are the averages over each of the above specified parameters. In all our experiments,

we set ε = 0.05.

In all our experiments the Monte Carlo algorithm performs better than the Exact Greedy

algorithm. Specifically, the expected number of visibility tests performed by the Monte

Carlo algorithm is between two and eight times smaller with respect to that of the Exact

Greedy algorithm.

The number of landmarks in each of our experiments is small, as expected. Specifi-

cally, the expected number of landmarks increases almost linearly as a function of 1/ε. For

ε = 0.05, the expected numbers of landmarks, chosen by the Monte-Carlo algorithm, are

75 for the bouncy polygon, 59 for the x-monotone polygon, 56 for the orthogonal polygon,
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and 33 for the general one. These numbers do not depend on the size n of the polygons,

but only in the (optimal) size of the cover and ε.

The number of iterations of the Monte Carlo algorithm cannot be smaller than that of

the Exact Greedy algorithm by definition (see Section 3.3). Nevertheless, our experiments

show (see Figure 3.7) that these values are roughly similar for all our data sets. Moreover,

in all our experiments, the number of iterations of the Monte Carlo algorithm is less than

twice of that of the Exact Greedy algorithm. The convergence ratio for (both of) the

random polygons is rapid, as indicated by our experiments, at the very first iterations, both

algorithms manage to cover most of the polygon. This does not necessarily hold for the

polygons with holes, and in particular, for the orthogonal one, since it is difficult to find a

single guard that sees most of the polygon, and thus any algorithm that aims to cover this

polygon has to use a relatively large number of guards; see once again Figure 3.6(c).

In addition to the results reported above, we have tested the dependency of the number

of guards in ε. As one may expect, the number of guards should decrease as we enlarge

ε. In Figure 3.8 we present these results for the bouncy polygon under the Monte Carlo

algorithm, as indicated by our experiments, the number of guards significantly decreases

as we loose the error-parameter ε.

3.6 Connected Cover

In this section, we develop an algorithm to compute a set of placements for the sensors

where they not only cover a polgonal environment P , but can also communicate with each

other. We consider a simple of model connectivity which is suitable for urban environ-

ments where line of sight visibility is essential. A sensors p ∈ P , can communicate with

another sensor q ∈ P if q ∈ V (p). For a set of sensors V , the communication graph

G = (V,E) is a graph with sensors as vertices and an edge is present between two sensors

if they can communicate with each other. In general, the algorithms presented previously
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might place sensors so that the induced communication graph is not connected. In this

section, we show how to place a small number of additional sensors, namely, relays so

that the communication graph is connected.

Let V be a set of sensors placed inside P . For two sensors u, v ∈ V , the link distance

`(u, v) is defined as the number of straight line segments that are encountered in a shortest

path in P between u, v. Let G = (V,E) be the communication graph induced by sensors

V . Let GS = (V,ES) be a complete weighted graph such that the weight between every

pair of vertices (u, v) is the link distance `(u, v). Let TV be a minimum weight spanning

tree for the graph GS . Consider an edge e of the spanning tree TV such that `(u, v) > 1.

This implies that u, v cannot communicate with each other directly. So, at each corner

along a shortest path between u, v add a relay vertex. This results in a tree T ′V with same

total weight as TV but with each edge having unit weight. Let R be the set of all the

additional relays added for all the edges in TV . Let G′ = (V ∪ R,E ′) be the new com-

munication graph induced by V ∪R. The graph G′ is connected because T ′V has only unit

weight edges. We now bound the number of relays added.

Let V ∗ be a set of minimum number of sensors that cover P and induce a connected

communication graph. Let T ∗V be a minimum weight spanning tree for G∗S = (V ∗, E∗)

where as above, there is an edge (u, v) in with weight equal to the `(u, v) between every

pair of vertices u, v ∈ V ∗. Define a map φ : V → V ∗, such that φ(v) is mapped to any

sensor in V ∗ that sees v. In our analysis, we use the sensors of V ∗ as relays to form a

connected graph H = (VH , EH) from G = (V,E). Traverse the tree TV starting from an

arbitrary leaf vertex and for each edge e = (u, v) execute one of the following steps:

I. If weight of e is equal to 1, then VH ← VH ∪ {u, v}, and EH ← EH ∪ {e}.

II. If weight of e is more than 1, then add a set of vertices and edges such that there is

a path from u to v with unit weight edges, as described below.

VH ← VH ∪ {u, v} ∪ ρ(φ(u), φ(v)).

78



Let ρ(φ(u), φ(v)) (resp. µ(φ(u), φ(v)) is the set of vertices (resp. edges) encoun-

tered along a path from φ(u) to φ(v) in T ∗V . The edges are updated as shown below.

EH ← EH ∪ {(u, φ(u)), µ(φ(u), φ(v)), (φ(v), u)}.

The graph H has only unit weight edges and is connected because each non-unit edge of

the spanning tree TV is replaced by a sequence of unit weight edges. For a tree T , let w(T )

sum of the weights of the edges in T . Let TH be a minimum weight spanning tree for H ,

since all edges have unit weight

w(TH) ≤ |VH | ≤ |V |+ |V ∗|.

Let S∗V be an optimal steiner tree for the points V , since `(·, ·) satisfies triangle inequality,

1
2
w(TV ) ≤ w(S∗V ), and since S∗V is optimal w(S∗V ) ≤ w(TH) ≤ |V | + |V ∗|. Since the

number of added relays is at most weight of TV ,

|R| ≤ w(TV ) ≤ 2(|V |+ |V ∗|).

Furthermore, |V | = O(h̃ logm), where h̃ is the minimum number of sensors required to

cover P , and m is the number of landmarks. But, h̃ ≤ |V ∗|, so |V | = O(|V ∗| logm).

Therefore, we get |R| = O(|V ∗| logm).

3.7 Conclusion

In this chapter we presented a landmark based approach to place a set of sensors. The

main contribution of this research is that a very small number of landmarks are sufficient

to guide the placement of sensors. Our algorithm for sensor placement guarantees that

1 − ε of area of the environment is covered for any ε ∈ (0, 1). It is unknown whether

one can design a fully polynomial time algorithm, with sublinear approximation ratio,

that computes a placement covering the entire environment. The coverage region can be

quite complex under our model, therefore the complexity of the arrangement of coverage
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regions can be quite large, which in turns makes the algorithm expensive. It will be in-

teresting to explore if one can define an alternate practical model of visibility which can

simplify the arrangement of coverage regions. Our sensor placement algorithm does not

guarantee that the sensors can communicate with each other. We presented an algorithm

to add a few relay nodes so that the sensors can communicate with each other. A natural

open problem is whether one can consider more sophisticated models of connectivity and

develop efficient algorithms to compute a connected cover.
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4

Dynamic Hitting-Set Problem

4.1 Introduction

In this chapter, we develop algorithms for maintaining a small size hitting set under in-

sertions and deletion of ranges in R and elements in X . We say that ranges in R are

well-behaved if the number of vertices appearing on the boundary of the union of any set

of n ranges is O(n). We assume throughout this chapter that the ranges are well behaved.

We let n be the total number of ranges inserted and m the total number of points inserted,

and ε > 0 a constant. First, we consider the continuous model where X = R2, and allow

range updates. Next, we consider the discrete model where X is finite. We distinguish

two scenarios with the discrete model, namely, the partial discrete model the points X

are fixed and only ranges in R are being updated, and, full discrete model or simply the

discrete model where both points in X and the ranges in R are updated. All our running

times in this chapter will be amortized and hold in expectation.

Related work.

In this section we describe existing approaches for maintaining a hitting set or set cover

in dynamic and online settings. Chrissis et. al [30] develop heuristics for maintaining a
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dynamic set cover using integer programming. Gambosi et. al [61] develop an algorithm

for dynamically maintaining a set cover under insertion and deletion of elements of X .

The amortized running time of their algorithm and the approximation ratio are propor-

tional to maximum degree of an element of X with respect to the subsets chosen by their

algorithm to cover X , where the degree of an element of x ∈ X with respect to a set of

ranges R′ ⊆ R is the number ranges in R′ that contain x. Telelis et. al [126] present an al-

gorithm for maintaining a set cover under insertion and deletion of ranges and deletion of

points which achieves an approximation ratio of maximum degree of elements of X with

respect to R with update time O(|δ|n), where δ is the number of output updates required

to construct the new solution when there is range or point update. Agarwal et. al [12] give

an algorithnm to maintain a hitting set of a set of intervals in the continuous model, with

(1 + ε)-approximation ratio and O(1/ε log n) amortized update time.

Alon et. al [13] present a polynomial time online algorithm for the set-cover problem.

In their formulation, they assume that the members of X and the ranges R are known in

advance, but an adversary specifies elements of X one at a time to the algorithm whose

goal is to pick ranges from R such that the ranges picked by time t cover all the elements

specified until time t. They describe an algorithm that achieves a O(log n logm) competi-

tive ratio. Even and Smorodinsky [54] describe polynomial time algorithms with improved

competitive ratio.

Our results.

Our overall approach to maintaining a small size hitting set is based on executing the

algorithm of Agarwal et. al [7] in a lazy manner. We refer to each update operation as

a time step. Let n be the number of ranges present at time t. Let κ∗t be the size of the

smallest hitting set at time t. We prove the following result in the continuous model:

Theorem 8. A hitting set of size O(κ∗t log2 n) can be maintained under insertion and

deletion of ranges in the continuous model, with an amortized update time of O(log4 n).
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A pseudo-trapezoid is a region bounded by at most two vertical lines and at most two

curves defined by constant number of algebraic equations of constant maximum degree.

Our results for the partial and full discrete models, rely on a data structure which can return

a point of X contained in a query pseudo-trapezoid, and supports deletion of a point of

X . Let m be the number of points in X at time t. Let γ(m) be the time taken by these

operations. In particular, for axis parallel squares γ(m) is O(log2m) (see for e.g., [6]),

and for disks, we show γ(m) = O(m1/2+ε), where ε > 0 is a constant. Using this data

structure we prove the following result for the discrete models.

Theorem 9. Let X be fixed set of m points. A hitting set of size O(κ∗t log2 n) can be

maintained in amortized time O(γ(m) log4 n) under insertion and deletion of ranges in R.

When insertion of points into set X is allowed, in addition to range updates, a hitting set

of size O
(
κ∗t

log6 n
log logn

)
can be in O(

√
nγ(m) log6 n) amortized time.

We strongly believe that our analysis for the discrete model can be tightened by a
√
n factor to achieve O(γ(m) log6 n) amortized update time. We describe the notation

and tools required by our algorithm and then describe our algorithms for the continuous,

partial discrete, and discrete models.

4.2 Preliminaries

In this section we describe the notations and theoretical framework used in the rest of the

chapter.

The arrangement A(R) of a set of ranges R in the plane is the subdivision of R2 into

vertices, arcs and faces, and the size of the arrangement, |A(R)|, is the number of vertices,

arcs and faces of A(R). The depth of a point p ∈ R2, ∆(p,R), with respect to a set of

ranges R is defined as the number of ranges in R that contain p, i.e, ∆(p,R) := |{r ∈

R | p ∈ r}|. The depth (equivalently, the degree) of R is the maximum depth of any

point, i.e, ∆(R) := maxp∈R2 ∆(p,R). Let R = 〈R1, . . . , Ru〉 be a sequence of ranges,
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and let R≥i =
⋃u
j=iRi. The suffix depth at least i, of a point p is the number of ranges

in R≥i that contain p, i.e., ∆≥i(p,R) := ∆(p,R≥i), and the overall suffix depth at least i,

is, ∆≥i(R) := maxp∈R2 ∆≥i(p,R). When R is clear from the context, we will not use it

as a parameter in ∆. The level-l, of A(R) is the set of points in R2 whose depth is l. The

level at most l, of A(R) is the union of levels 0, . . . , l, i.e, A≤l(R) =
⋃l
i=0Al(R). The

vertical decomposition f || of a face f of A(R), is obtained by erecting a vertical segment

through each vertex and each locally x-extreme point of f and extending it until it meets

the boundary of f again. This partitions f into pseudo-trapezoidal cells, each bounded by

at most two arcs of ∂C and at most two vertical segments.

We now describe a range searching data structure which will be used to achieve faster

update time in the discrete model.

Semi-algebraic range searching data structure.

We now develop a data structure Γ(X) which pre-processes a set X of m points in

O(m logm) time and given a pseudo-trapezoid τ returns some point of X ∩ τ if it ex-

ists, otherwise returns nothing for any ε > 0, and supports deletion of points in X . When

the ranges are disks, the time taken by these operations γ(m) = O(m1/2+ε) for any ε > 0.

We briefly describe the semi-algebraic range searching data structure of Agarwal and Ma-

tousek [9] and modifications required to support deletion of points. Agarwal and Ma-

tousek [9] build a partition tree where each node v of the partition tree stores a subset of

Xv ⊆ X , with root storing all ofX . A node v stores a set of elementary cells each of which

stores a subset of Xv. These subsets partition Xv, and each subset is stored as a child of

v recursively partitioned. The time to construct such a partition tree is O(m logm). In

order to support deletions, when a point x is deleted, it is deleted from every node of the

partition tree that stores x, and the when the m/2 points are deleted the entire partition

tree is reconstructed. The total time spent is O(m logm) giving an amortized update time

of O(logm).
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Shallow cuttings.

A 1
r
-cutting (or shallow cutting) of the A≤l(R) is a collection Ξ of (possibly unbounded)

pairwise-disjoint pseudo-trapezoids that cover A≤l(R) and each cell τ ∈ Ξ is crossed by

at most n/r boundary curves of regions of R. The size of Ξ is the number of pseudo-

trapezoidal cells of Ξ. Agarwal et. al [7] describe an algorithm that computes a (1/r)-

cutting for A≤l(R) of size O((r + lr2/n)), in time O((n log2 r + lr)).

Agarwal et. al [7] describe an algorithm to estimate the maximum depth given a set

of points X , and a set of ranges R using the notion of 1/r-cuttings as follows. In the j-th

step, the algorithm sets δ = n/2j and constructs a cutting to check if the maximum depth

∆(R) ∈ [δ/2, δ] as follows.

1. Set l = δ = n/2j, r = n/l = 2j .

2. Compute a 1/r-cutting Λj of the at most l-level.

3. For each non-empty cell λ ∈ Λj computeNλ the number of regions that fully contain

λ, and nλ the number of ranges whose boundaries cross λ.

4. Find λ0 = arg maxλ∈Λj Nλ.

5. If N0
λ ≥ n0

λ return N0
λ as the estimate of depth, else repeat after incrementing j.

We use the same approach for the continuous model, but make a slight modification for

the discrete model. In order to implement step (3) above in the discrete model, Agarwal et.

al [7] use a point location data structure to determine for each point x ∈ X the cell of Λj

which contains x, and determine the set of all non-empty cells. Since this turns out to be

expensive, we use the semi-algebraic range searching data structure to determine if a cell is

empty or not, and execute the rest of the algorithm without any modification. Since these

two approaches are equivalent, the correctness follows from that of Agarwal et. al [7].

The running time of the algorithm at step j is proportional to time spent in constructing
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the cutting and semi-algebraic range searching queries. The former is O(n log2 nn)), and

the latter can be bound as O(|Λj|γ(m)), where |Λj| is the number of cells in Λj , and

|Λj| = O((2j +
nj
2j

2j2j/nj)) = O(2j+1).

So, the overall time spent in to estimate the depth is O(nγ(m) log2 n).

Using the (1/r)-cutting, Agarwal et. al [7] develop a O(n log3 n) time algorithm to

compute a hitting set in the continuous model and a O(m+n log3 n) time algorithm when

X is a discrete set of m points. In the continuous model, we use the algorithm of Agarwal

et. al [7] without modifications, but spending Ω(m) time for the discrete case turns out

to be expensive. Therefore, we modify it to be more suitable in a dynamic setting. We

sketch their algorithm for the discrete case and describe the modifications. Let X be a

set of m points and let R be a set of n ranges. Their algorithm constructs a hitting set by

performing the following steps. Initially, set i = 0, X0 = X,R0 = R. In the i-th step

algorithm chooses a set of points to intersect ranges which do not intersect points chosen

in steps 0, . . . , i− 1.

(i) Determine a value δi ∈ [∆(Ri)
2
,∆(Ri)].

(ii) Set ri = min{ni, cni/δi} and compute a (1/ri)-cutting Ξi of A≤2δi(Ri).

(iii) For each non-empty cell τ of Ξi choose a representative point from Xi ∩ τ , and add

it to the hitting set.

(iv) Remove the points chosen from Xi and the ranges that are hit from Ri.

(v) Increment i and repeat the above until all the ranges are hit.

The iterative execution of step (ii), produces a sequence Ξ = 〈Ξ0, . . . ,Ξu〉 of cuttings,

where u = O(log n), which we refer to as layers. The step (i), i.e, depth estimation is

performed using the algorithm outlined above. In addition, the steps (iii) and (iv) are
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performed using the semialgebraic range searching data structure Γ(Xi). The proof of

approximation ratio follows from the fact that the depth in successive layers decreases by

a constant factor and the fact that the number of non-empty cells in each layer is at most

O(κ∗t ). To prove the bound on the running time of the modified algorithm it suffices to

bound the number of times a query for a representative for the non-empty cells in layers

Ξ is made, and the number of deletion of points. The number of deletions is at most the

number of ranges n so the total time spent in deletions is O(nγ(m)). Depth estimation

is performed O(log n) times the overall time spent in querying and Γ during the depth

estimation phase is O(nγ(m) log3 n). The number of times a query for a representative is

at most the number of cells in the layers Ξi. Based on calculations in [7], |Ξi| = O(ni),

where ni = |Ri|, so the time spent in query and update is
∑

iO(niγ(mi)) = O(nγ(m)),

and accounting for the time to compute the cutting the overall running time to compute a

hitting set is O(nγ(m) log3 n).

Putting everything together:

Lemma 10. A hitting set of size O(log nκ∗t ) for a set of m points X and a set of n well-

behaved ranges R can be computed in time O(nγ(m) log3 n) time with a preprocessing

time of O(m logm), where κ∗t is the size of smallest hitting set for (X,R).

4.3 The Continuous Model

In this section we present an algorithm to maintain a small size hitting set of a set of well-

behaved ranges under deletion and insertion of ranges. Let Rt denote the set of ranges

available at time t, i.e., after the t-th update, and let nt = |Rt|. Let H∗t be a minimum–size

hitting set at time t, and let κ∗t = |H∗t | be the size of smallest hitting set at time t. Let

Ht be the hitting set maintained by our algorithm for a set of nt ranges Rt at time t. We

first describe an algorithm that maintains a hitting set of size O(κ∗t log nt) and supports

deletion in amortized time O(log4 nt).
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Deletion only data structure.

We now describe a data structure Ψ(R) which maintains a hitting set for ranges in R

under deletions. Initially, the hitting set is computed by invoking the algorithm of Agar-

wal et.al [7]. This results in a sequence of cuttings, which we refer to as layers, Ξt =

〈Ξ0,t, . . . ,Ξu,t〉, and a sequence of corresponding ranges Ct = 〈C0,t, . . . , Cu,t〉, where Ci,t

consists of ranges whose hiting set are points chosen as representatives for cells in Ξi,

and u = O(log nt). This notion can be formalized as an invariant as follows. Let nj,t be

the number of ranges present in Cj,t and n≥j,t be the number of undeleted ranges remain-

ing in layers j, . . . , u at time t. Let σj be the time layer j was last reconstructed, and let

ñj = nj,σj , and ñ≥j = |⋃u
i=j Ci,σi |. Our algorithm maintains the following invariant:

SUFFIX SUM INVARIANT : Each layer j satisfies, n≥j,t ≥ (1/2)ñ≥j .

Intuitively, when ranges are deleted the hitting sets maintained for shallow layers need

to be reconstructed more often to maintain a good approximation ratio. Our algorithm

maintains the suffix sums n≥j,t and ñ≥j for each j ∈ {0, . . . , u}. Whenever a range

is deleted the suffix sums are updated and if the invariant SUFFIX SUM INVARIANT is

violated for some layer a reconstruction is triggered for layers j . . . u by invoking the

algorithm of Agarwal et. al [7] on the all the ranges
⋃u
i=j Ci,t in layers j, . . . , u, where j is

the layer with smallest index for which the invariant is violated. Let r, s be two consecutive

time instants at which reconstructions are triggered. Let Ht be the hitting set at any time

t, and, let H≥j,t be the hitting set maintained for the layers j, . . . , u at any time t. Suppose

layers j, . . . , u were reconstructed at time s. The hitting set maintained by the algorithm

in the interval [r, s] can be described as follows. For any t ∈ [r, s), Ht = Hr and at time s,

Hs = (Hr \H≥j,r) ∪H≥j,s.

We now prove a lemma about relationship between depths in consecutive layers, and

subsequently use it to bound the approximation ratio.
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Lemma 11. For any layer j > 0, ∆̃≥j ≤ ∆̃≥j−1.

Proof. Note that ∆̃≥j = ∆≥j,σj , similarly, ∆̃≥j−1 = ∆≥j−1,σj−1
. In order to complete

the proof, it suffices to show that ∆≥j,σj ≤ ∆≥j−1,σj−1
. We show that the following two

inequalities hold:

1. ∆≥j,σj ≤ ∆≥j−1,σj . At the time σj−1 ≤ σj the reconstruction algorithm would

have ensured that ∆≥j,σj−1
≤ ∆≥j−1,σj−1

. If σj = σj−1 then the inequality trivially

follows. Otherwise, only layers j, . . . , u were reconstructed, and would only result

in decrease of suffix depth in these layers, ensuring the claim holds.

2. ∆≥j−1,σj ≤ ∆≥j−1,σj−1
. Proceeding as in the previous case, if σj = σj−1 the claim

is trivially true, otherwise σj−1 < σj and reconstructions are only triggered in layers

j, . . . , u decreasing the depth in those layers without affecting layer j − 1, so the

inequality holds.

We now prove a lemma on the size of the hitting set using the SUFFIX SUM INVARIANT.

Lemma 12. Let t > 0 be any time instant. Let ∆≥i,t be the depth of the arrangement of

all the ranges in layers i, . . . , u. If for all j ∈ {i, . . . u}, n≥j,t ≥ (1/2)ñ≥j then

u∑
j=i

n≥j,t
∆≥j,t

≥ 1

2

u∑
j=i

ñ≥j

∆̃≥j
.

Proof. The algorithm maintains the invariant n≥j,t ≥ 1
2
ñ≥j . Let Xj be the number of

ranges removed from ñ≥j , i.e., n≥j,t = ñ≥j − Xj . Due to the invariant at most half the

ranges are deleted, so Xj ≤ 1
2
ñ≥j , and let ξj ≥ 0 denote the excess, i.e., Xj = 1

2
ñ≥j − ξj .

Let ξ≥j =
∑u

k=j xj . Therefore, Xj = 1
2
ñ≥j − ξ≥j + ξ≥j+1. We can rewrite

n≥j,t =
1

2
ñ≥j + ξ≥j − ξ≥j+1.
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Let σj be the most recent time when the layers j, . . . , u were reconstructed. Since σj < t,

was the last time layers j, . . . , u were reconstructed and deletion of ranges only decreases

depth, ∆̃≥j = ∆≥j,σj ≤ ∆≥j,t,

n≥j,t
∆≥j,t

≥ 1

2

ñ≥j + ξ≥j − ξ≥j+1

∆̃≥j
.

Taking the summation,

u∑
j=i

n≥j,t
∆≥j,t

≥ 1

2

(
u∑
j=i

ñ≥j

∆̃≥j
+

u∑
j=i+1

ξ≥j

(
1

∆̃≥j
− 1

∆̃≥j−1

)
+

ξ≥i

∆̃≥i

)
.

The proof now follows by applying Lemma 11 to the above and using the fact that ξ≥i ≥ 0,

∆̃≥i ≥ 0, and ñ≥j ≥ 0.

This lemma combined with the result of Agarwal et. al [7] implies the following result.

Lemma 13. At any time t, the algorithm maintains a hitting set Ht for ranges Rt, such

that |Ht| = O(κ∗t log n), and supports deletion of ranges in Rt with an amortized update

time of O(log3 n), where κ∗t is the size of smallest hitting set for Rt and n = |Rt|.

Proof. For each layer i, κ∗t ≥
n≥i,t
∆≥i,t

. Applying the Lemma 12 and summing over all the

layers
u∑
i=0

ñ≥i

∆̃≥i
≤ 2uκ∗t .

The size of hitting set Hi,t maintained for layer i satisfies

|Hi,t| ≤ |Ξi,σi | ≤ c′
ñ≥i
∆≥i

,

where |Ξi,σi | denotes the number of cells in Ξi at time σi. Summing over all the layers,

|Ht| ≤ c′
u∑
i=0

ñ≥i
∆≥i

≤ 2c′κ∗t log n.
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Each range can be charged a credit of c log3 n for some sufficiently large constant

c > 0. This ensures that when reconstructions are triggered the deleted ranges leave

enough credit to execute the algorithm of Agarwal et. al [7].

Algorithm for insert operations.

We build a data structure that supports insertion of ranges on top of the data structure Ψ

which supports deletions. Let Rt be the set of ranges present at time t and nt = |Rt|.

We store the inserted ranges in buckets 〈B0,t, . . . , Bv,t〉 where bucket Bi,t has size 2i, and

v = O(log nt). Within each bucket Bi,t we build the deletion data structure Ψ(Bi,t). Let σ

be the last time all the buckets were reconstructed. Our algorithm maintains the following

invariant:

RANGE COUNT INVARIANT : The number of ranges at any time t satisfies nt ≥ (1/2)nσ.

When a new range R arrives, if B0,t is empty it is inserted to B0,t and a point h ∈ R

is added to the hitting set. Otherwise, let Bi,t be the smallest bucket which can hold all

the ranges in
⋃i−1
j=0Bj,t. The hitting set for ranges in buckets B0,t, . . . Bi−1,t is discarded,

and the ranges in buckets B0,t, . . . , Bi−1,t are stored in Bi,t by creating the data structure

Ψ(Bi) along with a new hitting set. When only insertions are performed, the number of

buckets is O(log nt) because a new bucket is created only if all the buckets of smaller

capacity are full. In order to support both deletion and insertion we make the following

modifications. The insertion algorithm will be oblivious to deletions for the purpose of

creating new buckets, i.e., the size of a bucket Bi,t is not affected by deletions performed

within Bi,t. However, deletions within a bucket cause reconstructions required to maintain

Ψ(Bi,t). Furthermore, all the buckets are reconstructed at certain times. Let σ < σ′ be the

two consecutive times when all the buckets are reconstructed (initially σ = 0). For any

time t ∈ (σ, σ′), let nmax
t be the maximum number of ranges present in the time interval

(σ, t). All the buckets are reconstructed at t if nt < nmax
t /2. These modifications ensure
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that the RANGE COUNT INVARIANT is maintained.

The RANGE COUNT INVARIANT ensures that the number of buckets is O(log nt),

combined with the fact that within each bucket Ψ(·) maintains O(log nt) approximation,

the overall approximation ratio is O(log2 nt).

To bound the running time, fix a sequence of n update operations. The total run-

ning time of the algorithm can be split into time required to perform two tasks namely,

maintaining the suffix sums and performing reconstructions. The total time spent in main-

taining the suffix sums for each of the buckets is O(n log2 n), i.e., O(log2 n) per update.

The time spent on reconstructions can be bounded by the following charging scheme. We

store a credit of 10c log4 n with each range upon insertion, where c > 0 is a sufficiently

large constant. When ranges in buckets of smaller size are merged into a large bucket, the

ranges in the smaller buckets pay for the merger. An element can pay for the merger at

most dlog2 ne times, and each time it pays at most 2c log3 n. The reconstructions during

the deletion are triggered either when the total number of elements are halved or if within

a bucket, the number of elements in certain layers is halved. In either of the cases the

deleted ranges leave sufficient credits to pay for the reconstruction. Overall, a sequence of

n update operations cost O(log4 n) time per update. Putting everything together we have

the following result.

Theorem 10. At any time t > 0, let Rt be a set of well-behaved ranges in the plane, and

let nt = |Rt|. A hitting set of size O(log ntκ
∗
t ) for the range space Σ = (R2,Rt) can be

maintained under insertion and deletion of ranges with O(log4 nt) amortized update time,

where κ∗t is the size of the smallest hitting set for Σ.

4.4 The Discrete Model

In this section we develop an algorithm for insertion and deletion of ranges in the partial

discrete model and later describe an algorithm to perform insertion of points and deletion
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of ranges in the discrete model.

The algorithm presented in the previous section relied on reconstruction of the hitting

set when the ranges were inserted or deleted by invoking the algorithm of Agarwal et.

al [7] for reconstruction. When the points in X are fixed their algorithm [7] takes O(m +

n log4 n) time. Since, spending time linear inm is for each reconstruction is too expensive,

we use the modified algorithm described in Section 4.2 to perform reconstructions. The

O(log2 nt) bound on the approximation ratio follows from the same proofs presented for

the continuous model. The time per update time will beO(γ(m) log4 nt) because invoking

the reconstruction algorithm incurs an extra O(γ(m)) factor.

In the rest of this section we first present a data structure to maintain a hitting set under

insertion of points, and deletion of ranges, and then extend it to handle insertion of ranges

and deletion of points.

Algorithm for insertion of points and deletion of ranges.

We first assume that the set of n ranges R is fixed, and the points in X are being inserted,

and later show our algorithm handles deletion of ranges. Let Xt be the set of points in X

at time t. We describe an algorithm to maintain a small size hitting set Ht for the range

space (Xt,Rt), where Rt = {R ∈ R|R ∩ Xt 6= ∅}. Let H∗t be an optimal hitting set at

time t, and let κ∗t = |H∗t |.

Without loss of generality assume that X0 = ∅. Set ri = (c log n)2i, and li =

n
ri

(c log n)2, for a sufficiently large constant c > 0. As a preprocessing step, the set of

ranges R is used to construct a sequence Ξ = 〈Ξ0, . . .Ξu〉 of cuttings, where Ξi is a

(1/ri)-cutting of the at most li level, and u ≤ 2 + logn
2 log (c logn)

. Note that for convenience

we choose Ξu+1 = ∅, and lu+1 = 0. Let Ct = 〈C0,t, . . . , Cu,t〉 be the set ranges stored at

the corresponding cuttings. Initially, all the ranges are stored in all cuttings, but during the

course of the algorithm, some ranges are promoted (resp. demoted), i.e., moved to a layer

with smaller (resp. higher) index in the sequence.
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For any 0 ≤ j ≤ u, let C≥j,t be the set of ranges not promoted from layers j, . . . , u

at time t, and let n≥j,t = |C≥j,t|. When a point x is inserted at time t, the algorithm

traverses each layer in 〈Ξ0, . . . ,Ξu,Ξu+1 = ∅〉 in order, starting from the deepest layer

Ξ0, and determining if there is a layer Ξi, with largest index i, such that there is a cell

τ ∈ Ξi and such that x ∈ τ and τ ∩ Ht−1 = ∅. If no such layer exists the point x is

ignored. Otherwise, x is chosen as part of the hitting set Ht if it intersects some range

in R, i.e., Ht = Ht−1 ∪ {x}. Furthermore, let C≥i,t(x) := {r ∈ C≥i,t | x ∈ r}. Each

range in C≥i,t(x) is marked for promotion to layer i. Let σj be the time layer j was last

reconstructed, and let ñj = nj,σj , and ñ≥j = |⋃u
i=j Ci,σi |. Our algorithm maintains the

SUFFIX SUM INVARIANT analogous to the case of deletion of ranges in the continuous

model. Whenever this invariant is violated upon insertion of a point x, the algorithm then

determines the smallest index j such that n≥j,t < (1/2)ñ≥j , and if such an index exists

all the layers j, . . . , u are reconstructed by invoking the modified algorithm of Agarwal et.

al [7], presented in the previous section with a slight modification. When the algorithm

of et. al [7] is invoked starting with some suffix j, it involves a depth estimation step

for ranges remaining in layers j, . . . , u. If the value depth for these remaining ranges is

in the range [lj′+1, lj′ ], for some j′ > j, then layers Ξj, . . .Ξj′−1 are constructed but no

representative for cells in these layers is chosen to be a part of the hitting set. We bound

the size of the hitting set Ht maintained by the algorithm at time t, by first proving Ht is a

valid hitting set for (Xt,Rt).

Lemma 14. The set Ht maintained by the algorithm at time t intersects all the ranges in

Rt.

Proof. We prove this by an induction on time t. At time t = 0, X0 = H0 = ∅, and the

claim is trivially true. So assume that at time t− 1, Ht−1 intersects all the ranges in Rt−1.

Suppose a point x is inserted at time t and let S be the additional ranges intersected by x,

i.e, S = Rt \ Rt−1. We distinguish the following two cases:
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Case I: S = ∅. If S = ∅ then Rt−1 = Rt, and Ht−1 will still be a feasible hitting set.

If x is not chosen to be a part of the hitting set Ht = Ht−1, and all the ranges in Rt will be

intersected by Ht. However, Ht might different from Ht−1 if x is chosen to be part of Ht

and causes reconstructions in certain layers Ξi . . .Ξu. For layers 0, . . . , i− 1, the elements

of Ht−1 are used and since the reconstruction algorithm for layers i, . . . u, ensures all the

ranges that can be intersected in layers ≥ i, are indeed intersected by Ht.

Case II: S 6= ∅. Let s = |S| and suppose x is not chosen to be a part of Ht. Let i

be the layer such that li+1 < s ≤ li, i.e., n
(c logn)2i

< s ≤ n
(c logn)2(i−1) . So, there will be

cell τ ∈ Ξi such that x ∈ τ . Furthermore, since ∆≥i,t(x) ≥ s, the index i will be the

largest value, whose cell contains x. If another representative y is chosen for τ in Ht−1,

then y would have to intersect some range in S as the number of crossings of τ is at most

n/ri = n/(c log n)2i < s.

Using the SUFFIX SUM INVARIANT, we now prove that the algorithm maintains a

small size hitting set Ht.

Lemma 15. The algorithm maintains a hitting set Ht which intersects all ranges in Rt

and |Ht| = O
(

log5 n
log logn

)
κ∗t , where κ∗t is the size of smallest hitting set for ranges in Rt.

Proof. Since the invariant n≥i,t ≥ (1/2)ñ≥i is maintained at all layers, from the suffix

sum Lemma 12 we have:
u∑
j=0

ñ≥j

∆̃≥j
≤ 2

u∑
j=0

n≥j,t
∆≥j,t

.

Since n≥i,t
∆≥j,t

≤ κ∗t , for each i, and there are at most u layers,
∑u

j=0
ñ≥j
∆̃≥j
≤ 2uκ∗t . Let Ξ∗i,t be

the set of non-empty cells in layer i at time t. The size of the hitting setHi,t chosen at layer

i is at most |Hi,t| ≤ |Ξ∗i,σi | ≤ |Ξi,σi | ≤ c′(c log n)2ri ≤ c′(c log n)4 ñ≥i
li
≤ 2c′(c log n)4 ñ≥i

∆̃≥i
,

for some constant c′ > 0. The last inequality is due to the following facts. A point h chosen

during insertion (and not during reconstruction) has depth ∆≥i,t(h) ∈ [li+1, 2li]. This is
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because h is chosen at layer i if it is layer with the largest index whose cell contains i, so

∆≥i,t(h) ≥ li+1. The number of crossings in cell τ is at most li/(c log n)2, so ∆≥i,t(h) ≤

li(1 + 1/(c log n)2) ≤ 2li. Furthermore, the reconstruction algorithm performs a depth

estimation step and chooses points only in layers Ξi where depth of points is at most li.

Summing over all the layers,

|Ht| ≤ c′(c log n)4

u∑
j=0

ñ≥j,

∆̃≥j
≤ 4c′(c log n)4uκ∗t = O

(
log5 n

log log n

)
κ∗t .

We now prove bounds on the running time of the algorithm. We first prove an upper

bound on the total number of reconstructions performed. Let %(i) denote the number

of times reconstructions are initiated from any of the layers 1, . . . i. Let %(0) = 1. We

can show %(u) = (1 + log n)u. Indeed, fix a layer i, between every two reconstructions

involving layers 1, . . . , i− 1, layer i is reconstructed at most log n times, so this gives the

recursion %(i) = (1 + log n)%(i − 1). So the total number of reconstructions is %(u) =

(1 + log n)u. Since u ≤ 2 + logn
2 log (c logn)

,

log %(u) = u log(1 + log n) ≤
(

2 +
log n

2 log (c log n)

)
log(1 + log n).

For c sufficiently large, (1 + log n) ≤ c log n. Therefore

log %(u) ≤ 2 log(1 + log n) + (1/2) log n = log
√
n(1 + log n)2.

Thus the total number of reconstructions is O(
√
n log2 n).

Let m = mt, be the number of points inserted upto time t. Using the reconstruction

algorithm from Section 4.2 the total running time is O(n3/2γ(m) log5 n).

In order to support deletion of ranges, we proceed as in the case of the continuous

model and in the case of insertion of points above by maintaining the suffix sums and re-
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constructing when the suffix sum falls. Putting everything together we have the following

result:

Lemma 16. Let R be a set of n ranges. At any time t > 0, suppose Xt is a set of m

points. A hitting set Ht of size O(κ∗t log n) for the range space (Xt,Rt), where Rt = {R ∈

R | R ∩Xt 6= ∅}, and κ∗t is the smallest hitting set for (Xt,Rt) can be maintained under

insertion of points into X and deletion of ranges in R in time O(n3/2γ(m) log5 n) time.

Algorithm for insertion of ranges and deletion of points.

Insertion of ranges is handled in the same manner as the continuous case by maintain-

ing buckets of size 2i, for i ∈ {0, . . . , v} where v = O(log n), where n = nt the total

number of ranges inserted. When a new range arrives the algorithm finds the smallest

bucket i which can hold the new range and all the ranges in buckets with lesser capacity.

The approximation ratio increases by a log n factor. Furthermore, similar to the case of

the continuous model in order to maintain the RANGE COUNT INVARIANT under dele-

tion of ranges, all the buckets will be reconstructed whenever the invariant is broken. The

running time comprises of two parts, namely, reconstruction triggered by insertions and

once reconstructed each bucket will be maintained by the algorithm for insertion of points

and deletion of ranges presented previously. A bucket of capacity 2i is reconstructed at

most n/2i times, so the total time spent in reconstruction is O(
∑logn

i=0
n
2i

2iγ(m) log3 n) =

O(nγ(m) log4 n). The time spent in maintainence is O(
∑logn

i=0
n
2i

23i/2γ(m) log5 n) =

O(n3/2γ(m) log6 n). The maintainence time thus dominates the time spent in each bucket.

Thus we have the following result:

Theorem 11. Let X be a finite set of points, R be a finite set of ranges. At a time instant

either the a point in X will be inserted or a range in R will be inserted or a range will

be deleted. Let Xt and Rt be the point set after the t-th update. One can maintan a

hitting set Ht for the range space (Xt,Rt), where Rt = {R ∈ R | R ∩ Xt 6= ∅} can be
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maintained under insertion of points into X and insertion or deletion of ranges in R in

time O(n3/2γ(m) log6 n) time, where m is the total number of points inserted. Thus the

amortized update time is O(
√
nγ(m) log6 n).

The algorithm can be extended to handle deletion of points as follows. When a point

x is deleted if it is not part of the hitting set it is ignored. If it is a part of the hitting set all

ranges hit by x will be inserted using the insertion algorithm. Thus the running time will

be a function of the depth of the point x.

We strongly believe that the bound on the number of reconstructions due to inser-

tion of points can be tightened signficantly by a more sophisticated analysis to achieve

O(logO(1) n) amortized update time.

4.5 Conclusion

In this chapter we presented algorithms to maintain a small size hitting set under inser-

tion and deletion of ranges and insertion of points. In the continuous model the update

times were polylogarithmic, and achieved a O(log2 n)-approximation. An open question

is whether the approximation factor can be improved to O(log n). Handling insertion of

points in the discrete model turned out to be much harder, and we managed to achieve

sublinear update time and polylogarithmic approximation ratio. A major open problem is

whether the update time can be improved, perhaps by performing the reconstructions in

a more lazy manner. Handling deletion of points seems to be more difficult, because if

a point from the current hitting set is deleted one can has to recompute a new hitting set

and cannot afford to be lazy. It would be interesting to investigate whether considering a

sequence of random deletions simplifies the problem. Extending our algorithms to higher

dimensions would be a significant challenge, as they rely on the technique of Agarwal et.

al [7] which does not extend to higher dimensions. Our algorithms used shallow cuttings

to compute a hitting-set during reconstructions, but the algorithms to compute shallow
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cuttings were randomized which in turn made our update algorithms randomized. Devel-

oping deterministic algorithms to compute shallow cuttings will be a challenging task, and

if fruitful, would lead to deterministic update times for the dynamic hitting-set problem.
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5

Budgeted Hitting-Set Problem

Telecommunication networks are crucial for the normal operation of all sectors of our

society. During a crisis, telecommunication is essential to facilitate the control of phys-

ically remote agents, provide connections between emergency response personnel, and

eventually enable reconstitution of societal functions. However, telecommunication net-

works rely heavily on physical infrastructure (such as optical fibers, amplifiers, routers,

and switches), making them vulnerable to physical attacks, such as Electromagnetic Pulse

(EMP) attacks, as well as natural disasters, such as solar flares, earthquakes, hurricanes,

and floods [25, 57, 133, 56, 135].

Physical attacks or disasters affect a specific geographical area and will result in fail-

ures of neighboring components. Therefore, it is of importance to consider their effects on

the physical (fiber) layer as well as on the (logical) network layer. Increasingly, networks

use a shared infrastructure to carry voice, data, and video simultaneously. Thus, failures

in the this infrastructure will lead to a breakdown of vital services.

Although there has been significant research on network survivability, most previous

works consider a small number of isolated failures or focus on shared risk groups (e.g.,
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FIGURE 5.1. The fiber backbone operated by a major U.S. network provider [112] and an example of two
attacks with probabilistic effects (the link colors represent their failure probabilities).

[23, 108, 122, 41, 102, 140] and references therein). On the other hand, work on large-

scale attacks focused mostly on cyber-attacks (viruses and worms) (e.g., [95, 60, 20]). In

contrast, we consider events causing a large number of failures in a specific geographical

region.

This emerging field of geographically correlated failures has started gaining attention

only recently [105, 106, 104, 135, 114, 75, 78, 115, 5] However, unlike most of the re-

cent work in this field, we focus on probabilistic attacks and on a number of simultaneous

attacks. One example of such a scenario is shown in Figure 5.1 which depicts the fiber

backbone operated by a major U.S. network provider [112] and two attacks with proba-

bilistic effects (the link colors represent their failure probabilities).

Physical attacks rarely have a deterministic nature. The probability that a compo-

nent is affected by the attacks depends on various factors, such as the distance from the

attack’s epicenter to the component, the topography of the surrounding area, the com-

ponent’s specifications, and even its location within a building or a system.1 We con-

sider arbitrary probability functions, as long as they have constant description complex-

ity, i.e., can be described by constant number of polynomials each of constant degree,

and are continuous (except perhaps at points where they evaluate to zero). Then, we de-

velop algorithms that obtain the expected vulnerability of the network. Furthermore, while

[105, 106, 104, 135, 115, 114, 75, 78] consider only a single event, our algorithms allow

1 Characterizing the failure probability function of each component is orthogonal to this research, and we
assume it is given as an input.
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the assessment of the effects of several simultaneous events.

In this thesis, we focus on wavelength-routed WDM optical networks, especially at the

backbone [108, 122]. We model the network as a graph, embedded in the plane, in which

each node corresponds to an optical cross-connect (OXC) and each link corresponds to an

optical fiber (which are usually hundreds or thousands of kilometers long). Along each

link there are amplifiers, which are spaced-out approximately equally and are crucial to

traffic delivery on the fiber. Data is transmitted on this graph on lightpaths, which are

circuits between nodes. While lightpaths can be established by the network dynamically,

lightpath-provisioning is a resource-intensive process which is usually slow. If many links

fail simultaneously (as in the case of a physical attack or a large-scale disaster), current

technology will not be able to handle very large-scale re-provisioning (see for example,

the CORONET project [34]). Therefore, we assume that lightpaths are static, implying

that if a lightpath is destroyed, all the data that it carries is lost.

Our goal is to identify the most vulnerable locations in the network, where vulnerabil-

ity is measured either by expected number of failed components or by the expected total

data loss. Our model allows for the consideration of failure probabilities of compound

components by evaluating the effect of the attack on their sub-components (e.g., the fail-

ure probability of a fiber, due to failure of some amplifiers). We consider the vulnerability

of the network in terms of the following measures: (i) expected component damage: The

expected number of network components directly damaged by attacks, (ii) average two-

terminal reliability: The expected number of node pairs in the network which are able to

communicate post-attack.

We first develop algorithms for a single attack scenario under the vulnerability mea-

sures outlined above. Our algorithms provide a tradeoff between accuracy and running

time; we can provide arbitrarily small errors, albeit with high running time. Although

these algorithms have to be executed offline in preparation for disasters, efficiency is im-

portant as numerous options and topologies need to be considered. Moreover, our algo-
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rithms also work under deterministic attack effects, with performance superior to previous

results [106].

Next, we consider the case of k simultaneous attacks under the vulnerability measure

of expected component damage and provide approximation algorithms for computing the

most vulnerable set of k locations. This problem is hard not only due to its probabilistic

nature but also due to the combinatorial hardness of the deterministic problem.

Finally, we provide experimental results that demonstrate the applicability of our algo-

rithms to real backbone networks. Among other things, we show that even when the ap-

proximation algorithms only guarantee low accuracy (thereby, having low running time),

the obtained results are very close to optimal. This would allow checking various scenarios

and settings relatively fast.

In summary, our contributions are as follows. We present the first general probabilistic

model for geographically-correlated failures, as well as efficient approximation algorithms

for finding the most vulnerable locations in the network under two measures. Our algo-

rithms trade accuracy with efficiency, where we can provide arbitrarily small erros, albeit

with high running time. In addition, we provide the first set of algorithms that deal with

simultaneous attacks.

The rest of the chapter is organized as follows. In Section 5.1, we review related work

and in Section 5.2, we present the network model and formulate the problem. In Sec-

tion 5.3, we develop algorithms that find a single location of attack that approximately

maximizes expected number of components destroyed. In Section 5.4 we present an al-

gorithm to determine an attack location which, under certain practical assumptions, ap-

proximately minimizes the expected number of node pairs that can communicate. We then

extend our algorithms to compute multiple attack locations in Section 5.5. We present

experimental results in 5.6 and conclude and discuss future work in Section 5.7.
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(a) Deterministic circular attack (b) Probabilistic gaussian attack

FIGURE 5.2. Two examples of spatial failure probability distributions of two attack that occurs at location
(0, 0): (a) A component fails if and only if it is within radius 3 of the attack. (b) A component fails with a
probability that corresponds to its distance from the event.

5.1 Related Work

Network survivability and resilience is a well-established research area (e.g., [23, 108,

122, 140] and references therein). However, most of the previous work in this area and,

in, particular in the area of physical topology and fiber networks (e.g., [41, 102]) focused

on a small number of fiber failures (e.g., simultaneous failures of links sharing a common

physical resource, such as a cable, conduit, etc.). Such correlated link failures are often

addressed systematically by the concept of shared risk link group (SRLG) [82]. Additional

works which explore dependent failures, but do not specifically make use of the causes of

dependence [123, 93, 127]).

In contrast with these works, we focus on failures within a specific geographical region

(e.g., [24, 57, 133]), implying that the failed components do not necessarily share the same

physical resource. To the best of our knowledge, geographically correlated failures have

been considered only in a few papers and under very specific assumptions [105, 106, 104,

135, 114, 75, 78]. In most cases, the assumption is that the failures of the components

are deterministic and that there is a single failure. Perhaps the closest to the concepts

studied in this chapter are the problems studied in [106, 115, 24, 47, 48] and [124]. In

particular, Neumayer et. al [106] recently obtained results about the resilience of fiber
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networks to geographically correlated failures when attacks have a circular area of effect

in which links and nodes may fail. However, they only consider a single attack scenario

with deterministic effects.

Another closely related theoretical problem is the network inhibition problem [110,

111], in which the objective is to minimize the value of a maximum flow in the graph,

where there is a cost associated with destroying each edge, and a fixed budget is given

for an orchestrated attack (namely, removing a set of edges whose total destruction cost is

less than the budget). However, previous works dealing with this setting and its variants

(e.g., [111, 31]) did not study the removal of (geographically) neighboring links.

Notice that when the logical (i.e., IP) topology is considered, wide-spread failures

have been extensively studied [95, 60]. Most of these works consider the topology of the

Internet as a random graph [20] and use percolation theory to study the effects of random

link and node failures on these graphs. These studies are motivated by failures of routers

due to attacks by viruses and worms rather than physical attacks.

Based on various measurements (e.g., [58]), it has been recently shown that the topol-

ogy of the Internet is influenced by geographical concepts [19, 88, 137]. These observa-

tions motivated the modeling of the Internet as a scale free geographical graph [132, 138].

Although these models may prove useful in generating logical network topologies, the

generation of physical topologies is still an open problem.

5.2 Model and Problem Formulation

The optical network is represented as a graph G = (V,E), where V is a finite set of

nodes in the plane, and E is a set of links. We assume that each link is a straight line

segment or an approximation of a curve by a piecewise-linear function. Each link e ∈ E

has a capacity ce ≥ 0. A lightpath π consists of an ordered sequence of links (where two

consecutive links share a common node). Let tπ be the amount of data transmitted over π
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(a) Failure probability of a fiber (b) Failure probability of a lightpath

FIGURE 5.3. Examples of the failure probability of a Gaussian attack, taking the component’s perspective:
(a) Function f(q, p), where q is a fiber placed between (−2, 0) to (2, 0). (b) Function f(q, p), where q is a
lightpath that consist on two fibers [(−2, 0), (2, 0)] and [(−2, 0), (−2,−2)].

per unit of time. Generally, we consider the nodes and links as simple components, and

lightpaths as compound components. Thus, the input is a set Q = {q1, . . . , qm} of network

components; each component q has an associated weight wq indicating either lightpath

traffic or link capacity.

Each attack induces a spatial probability distribution on the plane, specifying the dam-

age probability at each location (see Figure 5.2). For a simple component q, given an

attack location p ∈ R2, let f(q, p) be the probability that q is affected by p. For example,

in a deterministic setting, f(q, p) is either 0 or 1. Alternately, one could use more sophisti-

cated models, for example, where f(q, p) depends on the distance from p to q or the length

of the portion of link q within the attack radius. In many applications f(q, p) is given, or

can be computed as a function of the distance from p to q.

For simple components, we consider only probability functions f(·, ·) with constant

description complexity. Intuitively, these are functions that can be expressed as a con-

stant number of polynomials of constant maximum degree, or simple distributions like the

Gaussian distribution. We also require that the probability functions be continuous, ex-

cept at points when they evaluate to zero. In particular, our results hold for the following

important classes of distributions:
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• f decreases linearly with the Euclidean distance. For example, f(q, p) = max{0, 1−

d(q, p)}, where d(q, p) is the Euclidean distance between p and q (more generally, d

could be any norm); and

• Gaussian distribution, i.e., f(q, p) = 1√
2πσ

e−
d(q,p)2

σ2 , where σ, is the standard devia-

tion.

For the compound component case, we are given the set Vπ of components constituting

a compound component π (links constituting a lightpath). The probability that π is affected

by an attack in p is

f(π, p) = 1−
∏
v∈Vπ

(1− f(v, p)). (5.1)

Figure 5.3 illustrates a case where f decreases exponentially with the distance for both

simple and compound components.

We may also have a compound hierarchy: for example in certain types of attacks (e.g.,

EMP attacks), fiber links are not damaged directly. In such cases, we can treat each link

as a compound component consisting of several amplifiers (which are simple components

represented as points in the plane); destroying an amplifier along the fiber makes it un-

usable. In such a scenario, a lightpath is a compound of compound components. More

generally, considering each link to be comprised of a finite set of sample points R, for

an attack at p, the probability that a link q fails is the probability that some point in R

is damaged, i.e., f(q, p) = 1 −∏r∈R(1 − f(r, p)). A simpler definition would be to set

f(q, p) = |R′|/|R| where points in R′ ⊆ R fail with non-zero probability.

Our goal is to find an attack location (or a set of locations) which has the highest

expected impact on the network. Let P denote a set of attack locations. We consider the

following measures of impact of P on the network: (i) expected component damage, and

(ii) average two-terminal reliability.
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Expected Component Damage.

For a set of attack locations P , let Φ(Q,P) denote the expected total weight of failed

components in Q (see the example in Figure 5.4). By linearity of expectation, we get

Φ(Q,P) =
∑
q∈Q

wq

(
1−

∏
p∈P

(1− f(q, p))

)
. (5.2)

When Q is clear from the context, we use Φ(P).

FIGURE 5.4. The function Φ(Q,P) where the set of components Q are the links that belong to the fiber
backbone of a major network service provider [112]. Also shown in red on the network is the location with
the highest impact.

We give approximation algorithms for the problem of finding a set of locations for

multiple attacks which maximizes Φ where the components under consideration are: (i)

Simple Components (links or amplifiers), and (ii) Compound Components (lightpaths).

The weight wq of each component enables us to define various measures in a unified

manner: if Q is the set of amplifiers and wq is set to 1 (for all q), then Φ(Q,P) is the

expected number of failed amplifiers. Similarly, if Q is the set of fibers and for any fiber

q, wq = cq (q’s capacity), then Φ(Q,P) yields the expected capacity loss of attacks in

P . Finally, if Q is the set of lightpaths and wq = tq, then Φ(Q,P) is the expected loss

in traffic. It is important to notice that, by linearity of expectation, Φ(Q,P) corresponds
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to the expected value of the measure under consideration, regardless of any dependency

between the various components in Q. Therefore, even in the extreme situations in which

two components share the same physical resource (e.g., lightpaths that share the same

fiber, or fibers that share the same conduit), one can evaluate Φ(Q,P) by considering each

component separately.

When the components are points in the plane (that is, amplifiers or OXCs) and f(q, p) =

max{0, 1 − d(q, p)}, the problem is related to the Fermat-Weber problem [59, 100] (i.e.,

finding a point that minimizes the average distance to a given set of points). However,

the approximate solutions to the Fermat-Weber problem and to our problem can be quite

different.

Average Two-Terminal Reliability.

Given a set of probabilities of failure on the network components (induced by the attacks

at locations P), the two-terminal reliability for a given node pair s, d in the network is the

probability that they remain connected after the attack. The average two-terminal relia-

bility, denoted by χ(Q,P) is the expected number of node-pairs which remain connected

after the attack. Formally,

χ(Q,P) =
1

|V |2
∑
i,j∈V

Prob(Cij(P)), . (5.3)

Here, Cij(P) indicates the event that i is connected to j given the set of attack locations

P . The quantity χ measures the network connectivity post-attack. We give an algorithm

to find a location for an attack which results in a low value of χ for the case of simple

components (links or amplifiers).

5.3 Assessing Vulnerability to a Single Attack

In this section, we discuss the setting where there is only a single attack and provide

algorithms which find the location with highest impact in terms of Expected Component
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r ϕ

Λq2,Y

Λq3,Y

Λq1,Y

q1

q2 q3

FIGURE 5.5. The arrangement corresponding to probabilistic attacks of 3 links q1, q2, and q3, such that each
has 3 superlevel sets. The shaded region ϕ is an example of one of the faces of the arrangement. All vertices
of the arrangement are marked with ‘x’.

Damage and Average Two-Terminal Reliability respectively. In all the algorithms, the

location of the single attack is denoted by p and thus, P = {p}.

Superlevel Sets and their Arrangement.

The computation of superlevel sets and their arrangement are central to our algorithms in

this section and hence, we present them first. The main purpose of these structures is to

discretize the search space for the location with highest impact from the 2-D plane R2 to a

set of candidate locations.

This discretization is performed in two steps. First, we compute superlevel sets for

the simple components. In the context of this chapter, the superlevel set with respect to a

real value y for a simple component q, denoted by λq,y is the set of points where an attack

causes q to fail with probability at least y, i.e., f(q, ·) ≥ y. We choose a monotonically

decreasing vector Y whose values are termed as level values and construct superlevel sets

for these values for all simple components. The choice of Y determines the approximation

factor of the algorithms and is described later. Formally, given a set of simple components

Q and a vector Y , we have the following useful definition:

For a value y and a component q, the superlevel set λq,y is:

λq,y = {p ∈ R2 | f(q, p) ≥ y}.

For each component q, Λq,Y = {λq,y | y ∈ Y } is the set of all component q’s superlevel

sets, ΛY =
⋃
q Λq,Y is the set of all superlevel sets, and ΛY (p) = {λq,y ∈ ΛY | p ∈ λq,y}
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is the set of all superlevel sets that contain p.

In particular, for probability distributions f(·, ·) which are dependent on distance from

the component q such as the examples in Section 5.2, we note that each superlevel set for

some value y is a geometric region surrounding q and contains superlevel sets of values

y′ ≥ y. Another interesting observation is that, if f is monotonic with the distance from

q, the superlevel sets are contiguous regions in the plane. However, our algorithms do not

require this property. Figure 5.3 depicts two simple examples of superlevel sets induced

by a Gaussian attack on a fiber and on a lightpath; each contour defines the edge of a

superlevel set.

Given ΛY , we define the arrangement AY = A(ΛY ) of the superlevel sets. This is the

subdivision of the plane by the superlevel sets into vertices, arcs, and faces. Under this

division: (i) vertices are the set of all intersection points of the boundaries of the superlevel

sets along with the set of points where a vertical line is a tangent to the boundary of a

superlevel set; (ii) arcs are the maximally connected portions of the boundaries between

the vertices; and (iii) faces are maximally connected regions bounded by arcs (for an

example, see Figure 5.5). We denote the vertices of AY be VY and restrict our search to

this set of points.

Maximizing the Expected Component Damage

In this section, we give (1 − ε)-approximation algorithms for the problem of finding the

maximum expected damage caused by a single attack to a set of network components.

The damage is measured by a weighted sum of the failure probabilities of the affected

links (recall Eqn. 5.2 from Section 5.2). Here, 0 < ε < 1 is a tunable parameter providing

a tradeoff between the approximation factor of the algorithms versus their running time.

We describe the case of simple components followed by the extensions required for the

compound component case. Both cases require the same arrangement AY as described

previously. Finally, we show how to improve the running time (while providing the same
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approximation guarantee) by means of sampling.

Simple Components

The pseudo-code for the algorithm is provided in Figure 5.6. First, using f(q, p), we find

for each component q, the value maxp∈R2 f(q, p). We then scale (linearly) the weights

wq to obtain a normalized weight w′q such that maxq∈Qwqf(q, p) is 1. The rest of our

calculations are performed under this normalized weight function.

As described previously, we construct the superlevel ΛY and their arrangement AY .

The vector Y , which determines how the plane is subdivided, is defined in an exponentially

decreasing manner, such that its i-th element (i ≥ 0) is (1−ε/2)i. The number of elements

of Y is the smallest integer s satisfying (1 − ε/2)s < ε/(2m), where m is the number of

simple components. Note that s = O
(

1
ε

log m
ε

)
. We also add zero as the last element of Y ,

to handle discontinuity in probability functions where they evaluate to zero. Notice that in

Algorithm MAXIMPACTLOCATION , the subroutine COMPUTEVERTICES(ΛY ) returns all

the vertices of A(ΛY ).

The reason behind this choice of Y is to ensure that there exists a vertex p̂ of AY such

that Φ(Q, p̂) ≥ (1 − ε)Φ(Q, p∗) where p∗ is the optimal location. Informally, we may

always move to a vertex of Y from p∗ while maintaining this condition. For example, if

f were monotonically decreasing with distance, there is some point p on a level set of q

which is not too far from p∗. Consequently, the more superlevel sets we choose, i.e., the

higher the length of Y , the lesser the gap between Φ(Q, p̂) and Φ(Q, p∗) thus contributing

to a more accurate algorithm; however, the algorithm will also have higher running time.

The tunable parameter ε controls the length of Y .

Finally, we find the vertex p̂ ∈ VY maximizing Φ(Q, ·). The overall algorithm shares

ideas with a recent algorithm by Vigneron [131]. It returns a point p̂ such that Φ(Q, p̂) ≥

(1 − ε)Φ(Q, p∗), where p∗ = arg maxp∈R2 Φ(Q, p) (namely, the optimal attack location),
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and 0 < ε < 1.2

In the uniform case (all weights correspond to 1), this is the point that belongs to the

largest number of superlevel sets, each might correspond to a different network element

(we count the number of superlevel sets as a weighted sum). In the non-uniform case,

each region of component q can conceptually be viewed as w′q coinciding regions. Thus,

essentially giving the same problem. Finding a point which belongs to the largest number

of regions (usually, referred to as a point of maximum depth or as in our case, the weighted

depth) is a well-studied problem in computational geometry.

First, we prove the correctness of our algorithm. The optimal point is contained within

one of the faces of the arrangement A(Λ), because its Φ-value is at least 1 (that is, the

maximum normalized weight). On the other hand, one can verify that Φ’s value outside the

arrangement is at most 1/2, since the probability to hit any component is less than 1/(2m).

We prove our approximation ratio by fixing a specific network element and looking at a

specific face.

Lemma 17. If two points p1 and p2, such that f(q, p1) ≥ f(q, p2), are in the same face ϕ

of AY , then, for every component q, w′qf(q, p2) ≥ (1− ε/2)w′qf(q, p1)− εw′q
2m

, where w′q is

the normalized weight of q.

Proof. Suppose f(q, p1) ≤ ε
2m

. Then, (1− ε/2)f(q, p1) ≤ (1− ε/2) ε
2m
≤ ε

2m
. Thus,(1−

ε/2)f(q, p1) − ε
2m
≤ 0, and the claim follows since w′qf(q, p2) ≥ 0. Now suppose,

f(q, p1) > ε
2m

. We choose s to be the smallest integer such that (1 − ε/2)s ≤ ε
2m

.

This implies that there are two superlevel sets λq,y, λq,y′ , where y′ = (1 − ε/2)y such

that y ≥ f(q, p1) ≥ y′. Furthermore, since p1, p2 are in the same face ϕ and f(q, ·)

is continuous within this face, y ≥ f(q, p2) ≥ y′. Since y′ = (1 − ε/2)y, we have

f(q, p2) ≥ y′ = (1 − ε/2)y, but y ≥ f(q, p1), so we get f(q, p2) ≥ (1 − ε/2)y ≥
2 The algorithm of [131] returns a point p′ such that Φ(Q, p∗) ≤ (1 + ε)Φ(Q, p′). In addition, in certain

cases, we show how to achieve a better running time.
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1: point p procedure MAXIMPACTLOCATION(Q,W ,f ,ε)

2: wm ← maxq∈Qwqf(q, p)

3: for each q ∈ Q do
4: w′q ← wq/wm

5: end for
6: i← 0, Y ← ∅, ΛY ← ∅
7: while (1− ε/2)i ≥ ε/2|Q| do
8: Y ← Y ∪ {(1− ε/2)i}
9: i← i+ 1

10: end while
11: Y ← Y ∪ {0}
12: for each q ∈ Q do
13: Λq,Y ← ∅
14: for each y ∈ Y do
15: λq,y ← {p ∈ R2 | f(p, q) ≥ y}
16: Λq,Y ← Λq,Y ∪ {λq,y}
17: end for
18: ΛY ← ΛY

⋃
Λq,Y

19: end for
20: VY ← COMPUTEVERTICES(ΛY )
21: p̂← arg maxp∈VY Φ(Q, p)

22: return p̂
23: end procedure

FIGURE 5.6. MAXIMPACTLOCATION : Given a set of componentsQwith weightsW , an attack probability
function f and the parameter ε, computes a location p̂ such that Φ(Q, p̂) ≥ (1− ε)Φ(Q, p∗). Here, p∗ is the
location in the plane maximizing Φ(Q, ·).

(1 − ε/2)f(q, p1) ≥ (1 − ε/2)f(q, p1) − ε
2m

. The proof now follows by rearranging and

multiplying by w′q on both sides.

Let the optimal point p∗ be contained in a face ϕ of AY and p be a vertex of this face.

Let Qϕ be set of components which are destroyed with positive probability by any attack

located at points in ϕ. Applying Lemma 17 to points p∗, p, over all the network elements
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in Qϕ, we get

∑
q∈Qϕ

w′qf(q, p) ≥ (1− ε/2)
∑
q∈Qϕ

w′qf(q, p∗)− ε

2m

∑
q∈Qϕ

w′q.

Using the facts that w′q ≤ 1, and |Qϕ| ≤ m, we get ε
2m

∑
q∈Qϕ w

′
q ≤ ε

2
. Furthermore,

since the optimal point has value at least one, − ε
2
≥ − ε

2

∑
q w
′
qf(q, p∗) which implies∑

q∈Qϕ w
′
qf(q, p) ≥ (1− ε)∑q∈Qϕ w

′
qf(q, p∗).

The arrangement can be computed in time O(m
ε

log2 m
ε

+ |AY |) [14, 118], where |AY |

is the total number of vertices, arcs, and faces in AY ). For simple network components,

one can evaluate the function Φ at each vertex naı̈vely, implying a total complexity of

O(m
ε
|AY | log m

ε
).

One can improve the running time by refining the faces of the arrangement AY into

cells of constant description complexity (i.e., cells that can described by constant number

of polynomial inequalities each of constant maximum degree). This ensures that, in order

to compute the function Φ on each cell, there are only a constant number of updates to per-

form when moving from one cell to another. Thus, by traversing the cells systematically,

one can compute the value at each vertex in a constant time, implying a total complexity

of O(m
ε

log2 m
ε

+ |AY |) (see [131] for details). Notice that |AY | = O
(
m2

ε2
log2 m

ε

)
, when

the superlevel sets themselves have constant description complexity (i.e., as determined

by the function f ).

Thus, we have the following theorem.

Theorem 12. Given a set of simple components Q, f and ε, MAXIMPACTLOCATION

finds a location for an attack p̂ such that Φ(Q, p̂) ≥ (1 − ε)Φ(Q, p∗) where p∗ is the

location maximizing Φ(Q, ·).
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Extensions to the compound component case

For compound components, one can apply the algorithm MAXIMPACTLOCATION using

the function f(q, ·) for each compound component q, as defined in Eqn. (5.1). Function f

incorporates the fact that a single sub-component failure is enough to break down the entire

compound component. However, the description complexity of f may not be a constant,

thus computing the superlevel sets might be difficult (compare the contours of the simple

component in Figure 5.3(a) with those of the compound component of Figure 5.3(b)).

However, we may still work with the superlevel sets of the constituent simple com-

ponents. The algorithm works in two conceptual steps and provides a location with a

(1− ε)-approximation of Φ.

1. Compute a refined arrangement A(ΛY ) on the f(v, ·) for the simple components

v ∈ Vq, as in Section 5.3, where the i-th entry in Y is (1 − ε/4)i. For a com-

ponent v ∈ Vq, the number of levels required is the smallest integer s, such that

(1− ε/4)s < δ, where δ = ε
2κ+1m

, where κ =
∑

q |Vq| is the sum of sizes of all com-

pound components. Thus, s = O(κ
ε

log m
ε

), and the total number of levels becomes

O(κ
2

ε
log m

ε
).

2. For every vertex p of a face of A(ΛY ), we compute the value of f(q, p) using Eqn.

(5.1) and return the point p̂ which maximizes this value. Each such computation

requires up to κ updates to previously obtained value. Thus the total complexity of

our algorithm is O(κ
2

ε
log2 m

ε
+ |AY |κ).

We now prove the correctness of the above algorithm. Let p be a vertex in the face of

the arrangement which contains an optimal point p∗. From Lemma 17, for every simple

component v, we have f(v, p) ≥ (1− ε
4
)f(v, p∗)−δ, i.e., 1−f(v, p) ≤ 1−(1− ε

4
)f(v, p∗)+
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δ implying that, for a compound component q, containing the simple components Vq,

1−
∏
v∈Vq

(1− f(v, p)) ≥ 1−
∏
v∈Vq

(1− (1− ε

4
)f(v, p∗) + δ). (5.4)

We now prove an arithmetic lemma, which enables us to show that f(q, p) ≥ (1 −
ε
2
)f(q, p∗)− 2κδ, for every component q.

Lemma 18. For every point p′ ∈ R2, and a compound component q comprised of simple

components Vq,

1−
∏
v∈Vq

(1− (1− ε

4
)f(v, p′) + δ) ≥ (1− ε

2
)f(q, p′)− 2κδ.

Proof. We prove this in two steps. First we show that:

1−
∏
v∈Vq

(1− (1− ε

4
)f(v, p′) + δ) ≥ (1− ε

4
)(1−

∏
v∈Vq

(1− (1− ε

4
)f(v, p′)))− 2κδ.

Let the components in Vq = 〈v1, . . . vj〉 be ordered arbitrarily, where j = |Vq|. Let ri =

1− (1− ε
4
)f(vi, p

′). Since j ≤ κ, it suffices to prove that:

1−
j∏
i=1

(ri + δ) ≥ (1− ε

4
)(1−

j∏
i=1

ri)− 2jδ.

Equivalently,

j∏
i=1

(ri + δ)− (1− ε

4
)

j∏
i=1

ri ≤
ε

4
+ 2jδ.

We proceed by induction on the number of components j in Vq. For j = 1, since ri ≤ 1,

ri + δ − (1− ε

4
)ri =

ε

4
ri + δ ≤ ε

4
+ δ.

Suppose the claim is true for i = j, consider i = j + 1.

rj+1

(
j∏
i=1

(ri + δ)− (1− ε

4
)

j∏
i=1

ri

)
+ δ

j∏
i=1

(ri + δ).
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Using the inductive hypothesis, and the fact that ri + δ ≤ 2, we prove the claim:

rj+1

(
j∏
i=1

(ri + δ)− (1− ε

4
)

j∏
i=1

ri

)
+ δ

j∏
i=1

(ri + δ) ≤ rj+1(
ε

4
+ 2jδ) + δ2j ≤ ε

4
+ 2j+1δ.

Next, we show that:

1−
j∏
i=1

(1− (1− ε

4
)f(vi, p

′)) ≥ (1− ε

4
)(1−

j∏
i=1

(1− f(vi, p
′))).

Denote by uj =
∏j

i=1(1 − (1 − ε
4
)f(v, p′)) and zj =

∏j
i=1(1 − f(v, p′)). Hence, we

need to show that 1− uj ≥ (1− ε
4
)(1− zj), or equivalently uj − (1− ε

4
)zj ≤ ε

4
.

We prove the inequality by an induction on j.

For j = 1, uj = (1− (1− ε
4
)f(q, p′)) and zj = (1− f(q, p′)), implying that uj − (1−

ε
4
)zj = ε

4
, and the claim follows.

Assume that the claim holds for j. Next we show it also holds for j + 1, namely:

uj+1 − (1− ε
4
)zj+1 =

= uj(1− (1− ε
4
)f(v, p′))− (1− ε

4
)zj(1− f(v, p′))

= uj − (1− ε
4
)zj − uj(1− ε

4
)f(v, p′) + (1− ε

4
)zjf(v, p′)

≤ ε
4
− uj(1− ε

4
)f(v, p′) + (1− ε

4
)zjf(v, p)

≤ ε
4
− (1− ε

4
)f(v, p′)(uj − zj)

≤ ε
4
,

where the third inequality is by the induction hypothesis, and the last inequality is since

uj ≥ zj , for every j. Combining the inductive proofs,

1−
∏
v∈Vq

(1− (1− ε

4
)f(v, p′) + δ) ≥ (1− ε

4
)2f(q, p′)− 2κδ ≥ (1− ε

2
)f(q, p′)− 2κδ.

Using (5.4) and applying Lemma 18 for p∗, we get that,

f(q, p̂) ≥ (1− ε/2)f(q, p∗)− 2κδ = (1− ε/2)f(q, p∗)− ε

2m
.
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Multiplying by w′q and summing over all components Qϕ affected by p∗:

∑
q∈Qϕ

w′qf(q, p̂) ≥ (1− ε/2)
∑
q∈Qϕ

w′qf(q, p∗)− ε

2m

∑
q∈Qϕ

w′q.

Proceeding as in the case of simple components, using w′q ≤ 1, and |Qϕ| ≤ m, and the

fact optimal point has value at least one, we get:
∑

q∈Qϕ f(q, p̂) ≥ (1−ε)∑q∈Qϕ f(q, p∗).

Improving running time by sampling

Our algorithm MAXIMPACTLOCATION computes all the vertices of the arrangement of

superlevel sets, which can be quite large. We present a sampling based algorithm which is

significantly faster when the number of vertices that appear on the boundary of the union

of superlevel sets ΛY is O(|ΛY |), a condition that is true in most practical applications.

Up until now, the errors introduced by our algorithms are a result of a discretization

of function f , as captured by the different superlevel sets and the corresponding arrange-

ment. Once this discretization is done, we find an optimal solution with respect to the

discrete arrangement. In this section, we relax the requirement of optimal solution within

the arrangement, and require only (1 − δ)-approximation. Specifically, we show that by

carefully choosing the values of Y and δ, we can obtain a (1 − ε) overall approxima-

tion with significantly faster algorithm. Our (1− δ)-approximation of the second stage is

conceptually equivalent to finding a point with approximately maximum depth within the

specific arrangement. This problem was solved by Aronov and Har-Peled [17] through

sampling, and therefore, we will build on their technique.

Specifically, fix a level value vector Y , such that the approximation obtained by run-

ning the algorithm MAXIMPACTLOCATION is 1 − ε′/2. Let yi denote the i-th value in

Y , for 1 ≤ i ≤ s. We associate weights αqyi to each superlevel set λq,yi as follows. We

associate to αqys the weight w′q(1 − ε′/4)s, and for i < s we set αqyi = w′q(1 − ε′/4)i −∑s
j=i+1 αqyj Furthermore, for each p ∈ R2, let DEPTH α(p) =

∑
λq,yi∈ΛY (p) αqyi . We call
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this value the weighted depth of p with respect to weights α. By the choice of αqyi , we

get DEPTH α(p∗) ≥ (1− ε′/2)Φ(p∗), where p∗ is the point that maximizes Φ(·). Thus, the

problem of finding a point that approximately maximizes Φ(·) reduces to finding a point

of maximum weighted depth in A(Λ).

We first rescale the weights to be in the range [0, |ΛY |/ε], and then round them to be

integers as follows. Let αmax = maxq∈Q,yi∈Y αqyi . We scale the weights of the superlevel

sets so that the new weights are, ζqyi =
αqyi
αmax

|ΛY |
ε′

. This ensures that DEPTH ζ(p
∗) ≥

|ΛY |/ε′. This is because, one can rewrite, for i < s, αqyi = w′q[(1−ε′/4)i−(1−ε′/4)i+1],

and therefore, αmax = ε′w′max

4
= ε′

4
, which implies DEPTH α(p∗) > αmax. Indeed, suppose

DEPTH α(p∗) < αmax, but we know that DEPTH α(p∗) ≥ (1−ε′/2)Φ(p∗) ≥ (1−ε′/2), and

this would imply ε′/4 > (1 − ε′/2), which is not possible. The bound on DEPTH ζ(p
∗)

follows by using a scaling factor of |ΛY |/ε′. We round the weights by setting βqyi =

bζqyic. Therefore, for any point p, whose depth with respect to weights ζ is at least |ΛY |/ε′,

we have DEPTH β(p) ≥ DEPTH ζ(p)− ε′|ΛY |/ε′ ≥ DEPTH ζ(p)− ε′ DEPTH ζ(p) = (1−

ε′) DEPTH ζ(p). Thus, we can assume that the weights of the superlevel sets are integers

between 0 and b|ΛY |/ε′c. Let Λc
Y be the multiset of superlevel sets obtained by making

βqyi copies for each superlevel set λqyi . The (unweighted) depth of a point p in A(Λc
Y ),

which we call DEPTH (p), is the number of copies that contain p. We can now use the

algorithm of Aronov and Har-Peled [17], which works with unweighted depth, to compute

a point p̂ such that DEPTH (p̂) ≥ (1 − δ) DEPTH (p∗). This implies, DEPTH ζ(p̂) ≥

DEPTH (p̂) ≥ (1− δ) DEPTH (p∗) ≥ (1− δ)(1− ε′) DEPTH ζ(p
∗), and after rescaling we

get DEPTH α(p̂) ≥ (1 − δ)(1 − ε′) DEPTH α(p∗) ≥ (1 − δ)(1 − ε′)2Φ(p∗). We choose

δ = ε′/2 = ε/16, to get the desired (1 − ε)-approximation. Note that if the copies are

stored explicitly, we would need Ω(|Λ2
Y |/ε) copies in the worst case. Therefore, we show

that the copies can be maintained implicitly to achieve a faster expected running time.

Namely, near-linear in |ΛY |.

120



Conceptually, the algorithm of Aronov and Har-Peled works by first generating a ran-

dom sample Rc ⊆ Λc
Y , i.e., by choosing each copy of a superlevel set in Λc

Y with prob-

ability ρ. A decision procedure is then invoked to check if the maximum (unweighted)

depth in the arrangement ofA(Rc) is at least a threshold τ = O(ε−2 log |ΛY |
ε

). If the depth

is less than the threshold, ρ is doubled and we repeat this process until either the depth

is more than τ or the entire arrangement A(Λc
Y ) is computed, in which case, a point of

maximum depth is returned. Thus, the number of iterations is O(log |ΛY |
ε

), and the total

running time is O(TD log |ΛY |
ε

), where TD is the expected time to choose the random sam-

ple and execute the decision procedure to see if the maximum depth is at least τ . We now

show that one can maintain the copies implicitly, and execute the decision procedure so

that, TD = O( |ΛY |
ε2

log2 |ΛY |
ε

). We use the fact that the number of copies of any superlevel

set λqyi chosen in the random sample Rc follows a binomial distribution, B(βqyi , ρ), with

parameters βqyi and ρ. So, for each superlevel set λqyi we generate a binomial random vari-

ate νqyi ∼ B(βqyi , ρ) in O(log βqyi) expected time [45], and associate νqyi , as the weight

of the superlevel set λqyi . Repeating this for each superlevel set, we can generate a set

R = {λqyi | νqyi > 0}, of distinct superlevel sets in expected time O(|ΛY | log |ΛY |
ε

). We

then use a randomized divide-and-conquer algorithm to check if the maximum weighted

depth (with respect to weights ν) in the arrangement A(R) is at most τ . For example,

the algorithm of Agarwal et al. [4] can be adopted for this purpose. Since the number of

distinct superlevel sets in R is at most |ΛY |, the expected running time of this procedure is

O( |ΛY |
ε2

log2 |ΛY |
ε

). This leads to the following result:

Theorem 13. Given a set of components Q, f and ε, we can find a location for an attack

p̂ such that Φ(Q, p̂) ≥ (1− ε)Φ(Q, p∗) where p∗ is the location maximizing Φ(Q, ·), with

high probability, in time O( |ΛY |
ε2

log3 |ΛY |
ε

).
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5.4 Average Two-Terminal Reliability

In this section, we give an algorithm for finding a location for the attack such that the

resulting average two-terminal reliability is minimized.

Given probabilities of failure on links/nodes in a network, the problem of computing

the two-terminal reliability (the probability that a specific pair of nodes is connected) and

all-terminal reliability (the probability that some pair of nodes is disconnected) are well-

known intractable problems [39]. This is an indication that our problem is intractable as

well. In the case of the all-terminal reliability problem, there exists a randomized fully

polynomial time approximation scheme [84, 85] but the problem is significantly different

from our problem. Thus, we make two reasonable assumptions on the network in order to

provide tractable solutions.

A1: We assume a local attack, i.e., an attack whose range is limited. Any component

outside this range is not affect. Consequently, we assume that there is a constant k

such that an attack cannot affect more than k links. We term this constant k as the

maximum depth. This is analogous to the definition provided in Section 5.3.

A2: An attack on the network cannot destroy any component with very low or very

high probability, that is, it is never certain if a link has failed or not. Specifically,

for an attack at location p which affects a component q, either f(q, p) ∈ {0, 1} or

ε ≤ f(q, p) ≤ 1 − ε. Thus, if a component has a probability smaller than ε to fail

(or survive), we assume that this is indeed the case.

Within these constraints, we provide a (1 + ε)–approximation algorithm, i.e., we find

a location p̂ such that χ(Q, {p̂}) ≤ (1 + ε)χ(Q, {p∗}), where p∗ is the location which

minimizes χ(Q, ·).

We use the notion of superlevel sets as in Section 5.3, albeit with a different choice

of vector Y : Y is the concatenation of two vectors Yfail, whose ith element (i ≥ 0) is
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ε(1 + ε
2k

)i (recall that k is the maximum depth), and Ysucc which is 1− Yfail. All elements

in Yfail are between ε and 1−ε, thus the length of Yfail (and hence also Ysucc) isO(k
ε

log 1
ε
).

We first look closely on the superlevel sets induced by a single component q under

vector Y . The largest of which is λq,ys which is defined by ys = min Y (λq,ys contains

λ(q, y) for every y ∈ Y . By assumption A2, q is affected by an attack in p if and only if

p ∈ λ(q, ys).

We next construct two arrangements. A coarse-grained arrangement, which is defined

by the largest superlevel sets of each components (formally, let Λys = {λq,ys | q ∈ Q};

the coarse grained arrangement is Ays = A(Λys).) Each face of this arrangement defines

a set of up to k components that are affected by attack within this face. We will later show

that when k is constant, the average two-terminal reliability can be computed efficiently.

Thus, each of the coarse-grained arrangement defines a tractable sub-problem, which can

be solved separately.

It is important to notice that within each coarse-grained face, the failure probability

of the components can vary significantly. Therefore, we use a fine-grained arrangement

to find the point with highest impact in each such face. Our fine-grained arrangement is

AY = A(ΛY ) which is computed, as in Section 5.3, using the superlevel sets ΛY . Inside

each coarse-grained face, we look at the vertices of the fine-grained arrangement AY and

pick the vertex p̂ with highest impact.

We next point out the following technical details which are necessary for our algo-

rithms:

1. Computing the set of non-affected components within each coarse-grained face:

Maintaining these sets is necessary for the tractability of each sub-problem. We will

show how these set can be maintained efficiently, at most one component can be

added or deducted between two adjacent coarse-grained face.

2. Computing the value of χ(Q, {p}) for each vertex p of the fine-grained arrange-
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ment: Essentially, for each such vertex p, we enumerate all the subsets of Q which

may fail due to an attack at this point. For each one of these subsets we assign a

probability that this subset is indeed the failure event. Then, for each failure event,

we count the number of component pairs that are still connected under the failure

event. Note that the number of the failure events considered is at most 2k, because at

most k elements ofQmay have positive f(., p) value at any point p. As before, since

we consider only vertices of an arrangement, we find only an approximate solution.

As of complexity of the algorithm, in the worst case the coarse-grained arrangement

|Ays| can be quadratic in m but in practice it is near-linear in m. More specifically, if the

maximum depth among this set of superlevel sets is k, the complexity of the arrangement

is O(km)[37, 117]. If the maximum depth of the superlevel sets Λys is k, then the maxi-

mum depth of the superlevel sets ΛY is k2

ε
log 1

ε
. Consequently, the complexity of the the

arrangement AY is O(mk3

ε2
log2 1

ε
).

ϕ1
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ϕ4

ϕ5
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ϕ7

ϕ8

ϕ9

ϕ11
ϕ10

λq1,ys

λq3,ys

λq2,ys

(a) The faces are F = {ϕ1, . . . , ϕ11}. The
spanning tree is shown as dotted lines and
the spanning path (solid BLUE lines) is Π =
(ϕ1, ϕ2, ϕ3, ϕ4, ϕ5, ϕ4, ϕ6, ϕ7, ϕ8, ϕ7, ϕ9, ϕ7, ϕ6,
ϕ4, ϕ10, ϕ4, ϕ11, ϕ4, ϕ3, ϕ2, ϕ1).

λq1,ys

λq3,ys

λq2,ys
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(b) The intervals associated with λq1,ys

(shown in GREY) Iq1 are shown in BLUE.
The RED edges are removed as they have
an endpoint inside λq1,ys . Here, Iq1 =
{[3, 4], [6, 7], [9, 9], [13, 19]}.

FIGURE 5.7. Illustration of the procedure for maintaining Qϕ for every face φ on the arrangement shown in
Fig. 5.5.
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Maintaining the set of non-affected components

Let ϕ be a face of the coarse-grained arrangement, and let Qϕ ⊆ Q be the set of compo-

nents that are not affected had the attack occurred in ϕ. In order to compute Qϕ, we use

a data structure similar to that described by Agarwal et al. [4, Section 5]. We describe the

construction here and the analysis is the same as in [4].

First, we construct a dual graph of the coarse-grained arrangement Ays: In the dual

graph, A∗ys , the faces F of Ays are represented by vertices, and there is an edge between

two vertices ϕi, ϕj if the corresponding faces ϕi and ϕj share an arc in Ays . Each edge

is labeled by the component q, whose superlevel set defines the common arc. Then, we

compute the spanning tree of this dual graph and convert it into a spanning path Π, by

starting from a leaf of the spanning tree and visiting each edge of spanning tree twice

(note that its length is |Π| = O(|Ays|)); see Fig. 5.7a and [4] for details.

Now, consider a single component q ∈ Q and its associated λq,ys in the coarse-grained

arrangement Λys . Removing the edges of Π with one endpoint in λq,ys would result in a

division of Π into sub-paths (called intervals) such that all faces corresponding to vertices

in a sub-path lie outside λ. Each interval is represented by a pair [x, y] which are the

indices of the starting and ending points of the interval in Π. The idea is that any attack

location in the latter set of faces does not affect q. Let the set of intervals associated with q

be Iq. We obtain the set of intervals I =
⋃
q∈Q Iq (see Fig. 5.7b) and construct a segment

tree Σ from I. In addition, we label each interval I ∈ Iq with the link q.

Computing the Connected Components of Qϕ: We construct a minimum-height binary

tree T on Π, i.e., the ith leaf corresponds to the ith vertex of Π. Each internal node ξ ∈ T

is associated with a sub-path Πξ of Π spanning the leaves of the subtree rooted at ξ. Now,

consider any sub-path Πxi = (ϕ1, ϕ2, . . . , ϕk) in Π. We may query Σ constructed above

to obtain the set of intervals Iξ ⊆ I which completely enclose ξ.

We traverse T in a top-down manner, i.e., recursively visit a node and then its children.
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At each node ξ ∈ T, we store a set of intervals Iξ ⊆ I such that for each interval I ∈ Iξ,

Πξ ⊆ I and ΠPar(ξ) 6⊆ I (Par(ξ) denotes the parent of ξ in T). We may obtain Iξ
by querying Σ. Together with Iξ, we also store a set of components Qξ ⊆ Q; If q is

associated with some I ∈ Iξ, q is added to Qξ.

Let Q∗ξ =
⋃
Qξ∗ , where ξ∗ is an ancestor of ξ (including ξ). Thus, Q∗ξ is the set of

components which are unaffected by an attack located in any face of Πξ. Specifically, if ξ

is a leaf ϕ, Q∗ξ = Qϕ.

In addition to the computation of Qξ for each ξ, what we actually need is to compute

the connected components of the subgraph of G induced by Q∗ξ for each ξ. To do this,

we maintain a union-find data structure U to maintain the connected components of G. U

supports the following three operations each in O(logm) time.

1. MERGE(q): Merge the connected components of vertices u, v ∈ q for some q ∈ Q.

2. FIND(v): Return the connected component of a vertex v.

3. MAKE COMPONENT(v): Create a component for a vertex v.

When we visit a node ξ ∈ T, U stores the connected components of (V,Q∗Par(ξ)), so we

insert the components Qξ to get (V,Q∗ξ), and for each link q ∈ Qξ, we perform MERGE(q)

on U. We also maintain a copy of the changes into the data structure U on a stack. If ξ is

a leaf corresponding to a face, then we have the connected components of (V,Q∗ξ) at our

disposal. When we finish traversing the subtree rooted at ξ, we undo all the changes made

to U by MERGE(·) procedures.

Computing χ

For any attack location restricted to a single face of the coarse-grained arrangement Ays ,

the above procedure gives us the exact set of connected components along with their sizes

assuming that all components with positive probability of failure are removed. Now, we
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describe how to determine the average two-terminal reliability χ(ϕ) when the attack is

restricted to lie at the vertices of the arrangement AY of all superlevel sets.

Let the maximum depth of the set of superlevel sets Λys be k. Thus, any point in ϕ

affects at most k components in G. This set is Q̄ϕ = Q \ Qϕ. For a fixed vertex of AY
v ∈ ϕ, we generate all the possible failure scenarios of components in Q̄ϕ and compute a

probability for each scenario. Each scenario corresponds to a subset of components of Q̄ϕ

which fail and thus, the probability for a scenario may be computed easily.

To compute the value of χ(ϕ), all we need now is to find the connected components of

Q̄ϕ ∪Qi where Qi is the set of components which do not fail given a scenario i. This may

be obtained by inserting Qi one by one into U and saving the operations onto a stack so

that they may be undone at the end.

We now analyze the correctness of the algorithm. First, we observe that among all

vertices in AY , we find the vertex p̂ which minimizes χ(Q, ·). Since T is built on a span-

ning path of A∗ys , each face is processed at least once. Thus, whenever a leaf is processed

all the components not affected by the face corresponding to the leaf are inserted into U,

using MERGE(·) operation. Combined with the fact that we examine all possibilities of

the remaining components, the observation follows.

Next, we need to show that this is indeed a (1 + ε)–approximation of the optimal value

of χ. Analogous to Lemma 17, we have the following lemma:

Lemma 19. If two points p1 and p2, such that f(q, p1) ≥ f(q, p2), are in the same face ϕ

of AY , then, for every component q the following two inequalities hold:

f(q, p1) ≤ (1 +
ε

2k
)f(q, p2) and

1− f(q, p2) ≤ (1 +
ε

2k
)(1− f(q, p1).

Proof. Fix a component q, let λyi be the superlevel set corresponding to the highest index

i in Yfail such that yi ≤ f(q, p1) and yi+1 ≥ f(q, p1). The face which contains p1, p2 is
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contained in superlevel set λyi . Thus, yi ≤ f(q, p2) ≤ f(q, p1) ≤ yi+1. Since yi+1 =

(1 + ε
2k

)yi, we have f(q, p1) ≤ yi+1 = (1 + ε
2k

)yi, but yi ≤ f(q, p2), so we get f(q, p1) ≤

(1 + ε
2k

)yi ≤ (1 + ε
2k

)f(q, p2). The proof of the second inequality follows similarly by

considering Ysucc instead of Yfail.

Consider a face ϕ such that any attack in ϕ affects the set Q̄ϕ of components. Consider

a single scenario of failure of components in Q̄ϕ where only the components in a set

Qf ⊂ Q̄ϕ fail. The probability of failure of a component q which is in the set Qf and

thus, fails in this scenario is f(q, p) for an attack at p. Similarly, the probability with

which a component q /∈ Qf does not fail is (1 − f(q, p). Further, we denote by χQf (p),

the probability of this scenario taking place when the attack is at p. We now have the

following lemma.

Lemma 20. For two points p1 and p2 in the same face ϕ of AY and a specific failure

scenario Qf of components in Q̄ϕ, if χQf (p1) ≥ χQf (p2), then χQf (p1) ≤ (1 + ε)χQf (p2).

Proof. For an attack at a point p ∈ ϕ, we have

χQf (p) =
∏
q∈Qf

f(q, p) ·
∏

q∈Q̄ϕ\Qf

(1− f(q, p))

Thus, by Lemma 19, we have the following:

χQf (p1) ≤
(

1 +
ε

2k

)k
χQf (p2)

The proof follows from the fact that (1 + ε
2k

)k ≤ (1 + ε
2
(e− 1)) ≤ (1 + 2ε).

Summing over all scenarios, clearly, the algorithm provides a (1 + ε)−approximation

of the optimal value.

We now analyze the running time of the algorithm. The number of superlevel sets in

ΛY is O(mk
ε

log 1
ε
). Thus, the time required to compute their arrangement is O(m

ε
log m

ε
+
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|AY |). Since |AY | = O(k3 m
ε2

log2 1
ε
), we have a time complexity of O(k3 m

ε2
log2 1

ε
+

m
ε

log m
ε

) to compute the arrangement |AY |. The arrangement Ays may be computed in

time O(m logm + |Ays|) = O(m logm + km) since the complexity of Ays is O(km).

Thus, the total time required to compute both arrangements is O(k3 m
ε2

log2 1
ε

+ m
ε

log m
ε

).

The time to perform the MERGE(·) operation on the components at a vertex ν ∈ T

is O(|Qν | logm). Moreover, the time taken to undo the MERGE(·) operations is also

O(|Qν | logm). Each vertex in Π can appear as an endpoint for at most two intervals in I ,

so |I| = O(|Ays|). For a vertex with index i ∈ Π to be the starting point (resp. ending

point) of some interval in I, the edge (i− 1, i) (resp. (i, i+ 1) must exit (resp. enter) some

superlevel set λ ∈ Λys . This can happen for at most 2 such superlevel sets only. Since,

|Qν | ≤ |Iν |, the time spent at a vertex ν is O(|Iν | logm). We note that at each level of the

segment tree, an interval is stored in at most 2 vertices, so
∑

ν∈T |Iν | = O(|Ays| logm).

Thus, the running time for computing the connected components given the data struc-

tures is O(|Ays | log2m). The segment tree Σ may be constructed in O(|Ays| log |Ays|)

time (see [4]). The complete binary tree can be constructed in O(|Ays|) time. Thus, the

total time for this stage is O(|Ays| log |Ays|) = O(km logm). The total number

of times we need to compute χ is O(|Ays|) since it is once per leaf. For each vertex of

AY , we have 2k scenarios, for each of which we need to compute the number of pairs

of nodes connected to each other. Thus, the time per vertex of AY is O(k2k) since we

may need to insert and remove at most k components from the Union-Find data struc-

ture U depending on the failure scenario. Thus, the total time required for computing

χ is O(k2k|AY |) = O(k42k m
ε2

log2 1
ε
). Thus, the total time taken for the algorithm is

O(k42k m
ε2

log2 1
ε

+ km logm + k3 m
ε2

log2 1
ε

+ m
ε

log m
ε

) = O(k42k m
ε2

log2 1
ε

+ km logm +

m
ε

log m
ε

). Thus, under assumption A1, i.e., a local attack with limited range, we have a

total time complexity of O(m
ε2

log2 1
ε

+ m
ε

log m
ε

).

Theorem 14. Under assumptions A1 and A2, our algorithm finds a point p̂ such that
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χ(Q, p̂) ≤ (1 + ε)χ(Q, p∗) where p∗ is the location that reduces χ(Q, ·) to a minimum.

The running time is O(m
ε2

log2 1
ε

+ m
ε

log m
ε

), where m = |Q|.

5.5 Assessing Vulnerability to Multiple Simultaneous Attacks

We now consider scenarios in which k attacks may happen simultaneously. Our goal

is therefore to identify the set P of k locations, for which Φ(Q,P) is maximized over all

possible choices of k locations. In general, finding this setP is NP-hard, since maximizing

the value of Φ is a generalization of the well-known maximum set cover problem [80].

Nevertheless, we show that the function Φ satisfies two key properties monotonicity and

submodularity, which are used to develop an approximation algorithm. Again, as before,

this approximation algorithm has a tunable parameter ε which provides a tradeoff between

the approximation factor and running time.

At a high level, the greedy algorithm works in k iterations. At each iteration, we choose

a location for an attack. Let Pi = {p1, p2, . . . , pi} be the set of locations chosen after i

iterations. At iteration i + 1, we pick the location that has the highest impact in terms of

expected component damage given that we have already chosen P1. In order to quantify

this impact, we define the notion of revenue of a location p given Pi, which is denoted by

Rev(p,Pi) and defined as follows:

Rev(p,Pi) = Φ(Q,Pi ∪ {p})− Φ(Q,Pi).

A perfect greedy algorithm would pick a point p∗i+1 /∈ Pi which maximizes the revenue

Rev(p,Pi) over all points p ∈ R2. However, implementing the greedy algorithm exactly

may be possible for certain functions f(q, ·) (e.g., square of the Euclidean distance), but

in general it might be difficult. Thus, our approximate greedy algorithm finds the location

p̂i+1 that has an associated Rev(p̂i+1,Pi) within factor (1 − ε) of Rev(p∗i+1,Pi). Notice

thatRev(p,Pi) =
∑

q∈Q µ(q,Pi)f(q, p), where µ(q,Pi) = w′q
∏

pi∈Pi(1−f(q, pi)). Thus,

the approximate greedy procedure may be implemented using the algorithms described in
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Section 5.3 after modifying the weights of the components to µ(q,Pi) (instead of w′q).

Let P∗ be the set of k locations which maximizes Φ(Q,P) over all possible P . We

now show that Φ satisfies the key properties: monotonicity and submodularity. These

two properties immediately imply that a perfect greedy algorithm achieves a (1 − 1/e)-

approximation [103]. Since our algorithm is only approximately greedy, this results in an

overall approximation factor of (1− 1
e1−ε

) [69], for any 0 < ε < 1.

Monotonicity intuitively means that the expected number of failures only increases

with the number of attacks. Formally, Φ(Q, ·) is monotonically non-decreasing, i.e.,

Φ(Q,P1) ≤ Φ(Q,P2), for any set P2 ⊇ P1 (this property stems from the fact that

µ(q,P2) ≤ µ(q,P1), for any q ∈ Q). The function Φ(Q, ·) also exhibits the “law of

diminishing returns” property or submodularity: for a given attack p and two sets of at-

tacks P1 and P2 such that P2 ⊇ P1, the revenue of p is lower with respect to P2 than with

respect to P1. The following lemma captures this property.

Lemma 21. Φ(Q, ·) is a submodular function. Namely, for any two set of points P1 and

P2, such that P2 ⊇ P1, and any point p ∈ R2, Φ(Q,P1 ∪ {p})− Φ(Q,P1) ≥ Φ(Q,P2 ∪

{p})− Φ(Q,P2), i.e., Rev(p,P1) ≥ Rev(p,P2).

Proof. If p ∈ P2, then Φ(Q,P2∪{p})−Φ(Q,P2) = 0 and the claim follows trivially. So,

assume p /∈ P2. Notice thatRev(p,P2) =
∑

q∈Q µ(q,P2)f(q, p). Similarly,Rev(p,P1) =∑
q∈Q µ(q,P1)f(q, p). Since µ(q,P2) ≤ µ(q,P1) for any q ∈ Q, the claim follows.

It is important to note that our proof holds for both types of components (simple and

compound), and hence, the greedy algorithm works for both cases.

5.6 Experimental Results

We have obtained experimental results of the algorithms of Section 5.3 for three differ-

ent networks within the continental USA: Level 3’s network of 230 links [90], Qwest’s

fiber-optic network of 181 links [112], and XO Communications’ long-haul network of 71
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links [136]. We used lightpath information (compound components) for the last two. In

addition, for Qwest’s network, we used the transmission rates of individual lightpaths to

determine weights for the lightpaths.

We conducted simulations with five different accuracy values ε for simple compo-

nents: 0.1, 0.2, . . . , 0.5. For compound components, we used three values of ε′ (recall

Section 5.3): 0.1, 0.2 and 0.3; roughly 0.8−, 0.65−, and 0.5−approximations. In addi-

tion, we considered five different attack radii, ranging between 60 and 300 miles. Finally,

two f functions were used: a function that decreases linearly with the distance, and a

function that follows a Gaussian distribution (see Section 5.2).

We first compared the values of Φ for different accuracy values ε of our algorithms.

Figure 5.6 shows the results for simple and compound components when the attack radius

(resp., standard deviation of radius) is 180 miles for the linear (resp., gaussian) f -function.

Here, ΦL and ΦG respectively denote Φ under linear and Gaussian probability functions.

Our results show no perceptible change in Φ when ε is changed, neither for links nor

for lightpaths. This conclusion holds for all three networks, for both f -functions and for

various attack radii. This may be explained by the fact that, in these networks, the location

found by MAXIMPACTLOCATION lies on, or extremely close to a fiber link, thus avoiding

the worst-case (in terms of approximation ratio).

Level3 Qwest XO
ΦL ΦG ΦL ΦG ΦL ΦG

Simple comp. 20.5 69.4 14.1 37.2 6.1 15.6

Compound comp. - - 475.7 615.1 11.1 15.8

FIGURE 5.8. Values of Φ for simple and compound components under linear f -function (ΦL) and Gaussian
f -function (ΦG).

However, there do exist cases in which Φ vary significantly with ε: in Figure 5.9, four

links of length 5 units are placed as shown with a very small gap between the links at

the center. When the f -function is Gaussian with a standard deviation of 2.2 units and
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ε = {0.1, 0.5}, the values of Φ computed by MAXIMPACTLOCATION are 3.788 and

2.677, respectively, which is a significant difference. While such cases where Φ varies

significantly with ε do exist, our results show that, in practice, the dependence on ε is very

limited.

FIGURE 5.9. Example with four links, where Φ varies significantly with ε. MAXIMPACTLOCATION selects
attack location with Φ = 2.677 for ε = 0.5 (see arrangement on the left) and Φ = 3.788–approximately
40% more–for ε = 0.1 (arrangement on the right). Notice that the fiber-links (in green) do not intersect (but
their end-points are in close proximity).

To validate our algorithm, we also computed Φ for all three networks when attack

locations are restricted to a fine grid of cell size 0.6 × 0.6 miles. Figure 5.4 shows the

effects on Qwest’s network, of attacks of radius 180 miles centered at locations on this

grid. The point corresponding to the maximum value of Φ lies less than 0.5 miles from

MAXIMPACTLOCATION ’s output (shown in red in Figure 5.4) and the values of Φ are also

almost the same. These results further reinforce the conclusion that MAXIMPACTLOCATION

is, in practice, very close to optimal.

Finally, Figure 5.10 shows the change in Φ with the attack radius for a linear f -function

for both simple and compound components. We normalized the value of Φ, so that 100%

implies the sum of the weights of all network components. As can be seen, the marginal

gain for increasing the attack radius is limited, and even small attacks with radius of 60

miles can cause large damage if they are placed in vulnerable locations. Figure 5.11 depicts

an example of these locations on the Qwest network, a Gaussian f -function on simple

components, and various attack radii.
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FIGURE 5.10. Variation of Φ, normalized by the sum over the entire network, with the attack radius for a
linear failure probability function.

FIGURE 5.11. Locations of attacks found by our algorithms on the Qwest network, a Gaussian f -function
on simple components, and various attack radii.

5.7 Conclusion

In this chapter, we provided a unified framework to identify vulnerable point(s), given a

WDM network embedded in the Euclidean plane. A unique feature of our framework is

its ability to cope with a wide range of probabilistic attack and failure models.

The basic building block of our framework is the algorithm MAXIMPACTLOCATION

which locates efficiently a point in the plane that causes arbitrarily close to maximum

impact on a network comprised of simple components. By its tolerance factor ε, the

algorithm MAXIMPACTLOCATION trades accuracy with running time. We further ex-

tended and improved MAXIMPACTLOCATION in various ways that allow it to deal with

compound components, simultaneous attacks. We also evaluated its performance by sim-

ulation on three real WDM networks. Our experimental results show, quite surprisingly,

that MAXIMPACTLOCATION finds a location very close to optimal, even when taking a

high tolerance factor ε (e.g., when it runs very fast but with a loose guarantee on the qual-
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ity of its output). This makes MAXIMPACTLOCATION an even more attractive tool for

assessing network resilience.

We also presented an algorithm to compute average all terminal reliability under cer-

tain assumptions on the probability distributions. Furthermore, the worst case running

time of this algorithm is exponential in the maximum number of components affected by

an attack. It will be interesting to explore if sampling techniques can be used to develop

randomized polynomial time approximation algorithms for this problem. Extending the

algorithm to handle k-simultaneous attacks seems to be a challenging task, even under a

deterministic model of attacks.
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