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Abstract

This paper reviews machine learning methods on forecasting financial data. Although
many authors such as (Hutchinson et. al) has explored this topic intensely, their methods
ignore possible interrelations amongst different group of securities with related price dy-
namics. Thus, we would like to further exploit such possible relationships and improve upon
current methods by introducing multi-task machine learning tools. In addition, we will refor-
mulate our approach as a Gaussian mixed effects model in order to find confidence intervals
and employ prior distributions. Our data set will be the closing prices of 5 stocks in the Dow
Jones Index. Our machine learning models show only a slight improvement to baseline linear
models, but promising results for option pricing.
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1 Introduction
Machine learning is a branch of artificial intelligence that involves the design and develop-
ment of an adaptive algorithm that changes based on the input of empirical data. There
are numerous applications to pattern recognition (1), market modeling (2), and more. This
algorithm “learns” in the sense that as we introduce more empirical data, our future predic-
tions based on this algorithm should become more accurate. If we have several tasks that
we would like to learn, we could apply a machine learning algorithm separately for each
task. However, when these tasks are related, it is reasonable to learn these tasks jointly in
order to exploit the interrelatedness amongst related tasks. This is known as multi-task or
multi-output machine learning (3). We will apply these methods to model financial data. In
addition, the form of the multi-task solution is also conductive to a mixed effects model, so
we will also approach this from a likelihood based perspective to capture confidence inter-
vals.

1.1 Notation and Setup
We begin with T different learning tasks with an input space X and output space Y . In our
case, it is suitable to choose X ⊆ Rd for some d ∈ N+ and Y ⊆ R, since our output will
be the price of the underlying security, and our inputs will be some choice of previous day
closing prices, trading volume, and/or other technical indicators. For the i-th task, we have
ni data points, which we write as{

(x
(i)
1 , y

(i)
1 ), · · · , (x(i)

ni , y
(i)
ni )
}

sampled from a distribution Pt on X × Y .

Define n =
∑T

i=1 ni. For simplicity, we will typically work with the case when all tasks have
the same number of training data (ni = n′ for all i ∈ {1, 2, · · · , T}), though the mathematics
stays virtually the same if the ni differ. Due to the form of the solution which will become
clear later, we would like to avoid writing superscripts, so we denote yk = y

(dk/ne)
k (mod n′) (and

respectively for xk), where we essentially consolidate all the data from all tasks together. We
set aside our input and output data into three sets: our training set, a validation set, and a
test set. We learn our functions f (1), f (2), · · · , f (T ) : X → Y using the training set, adjust the
regularization constants with the parameter adjustment set, and then check our performance
with the validation set. We can also just separate our data into a training set and a test set,
using cross-validation techniques to adjust the parameters.

If the input data points were all distinct, then there are infinitely many functions that per-
fectly fit the data. Merely picking one of these functions does not help us predict future
output data, as this approach is nothing more than just memorization. To solve this prob-
lem, we must restrict our functions to a specific function space. For an analogy, we restrict
the model to linear functions when fitting the standard ordinary least squares regression on
data. As overfitting is a common problem, we would like to choose a function space with
some notion of a norm that gives us some sort of metric to measure function complexity. This
motivates the use of a Reproducing Kernel Hilbert Space (RKHS), which we will define later.
In addition, a RKHS has many convenient properties that help facilitate calculation (4). It
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turns out that each RKHS is uniquely defined by a kernel and vice versa. Thus, we just have
to select a suitable kernel to work with. Due to its many convenient properties, we will use
the Gaussian Kernel

K(x, x′) = e−
||x−x′||2

2σ2 , σ > 0

After being equipped with a RKHS that we denote by H, our next goal is to find an algorithm
picking the best function inside this space. A good function, for one, will have predicted
outputs close to the actual outputs, and hence we would pick a function that minimizes
some notion of error. Secondly, the function should not overfit the data, so we would like
to include a penalization term. In the most general form, our predictive function can be
expressed as

min
f∈H

(
1

n

n∑
i=1

L(f(xi), yi) + PEN(f)

)
,

where L is some loss function. Some possible choices for a loss function are

L1(x, y) = |x− y|
L2(x, y) = (x− y)2

Lε(x, y) = (|x− y| − ε)+ , ε > 0

where c+ represents the greater of 0 or c. These are the absolute loss, square loss, and
epsilon-insensitive loss, respectively. We will typically use the square loss. For the single
task case (T = 1), our penalization term will just be the norm of the function. Putting this
together, we have

min
f∈H

(
1

n

n∑
i=1

||f(xi)− yi||2 +
λ

2
||f ||2H

)
, (1)

where λ is a regularization constant adjusted as a tradeoff between accuracy and preventing
overfitting.

In the multi-task case, we use a superscript (i) to represent the respective vector or matrix
for the i-th task. Our predictive function can be expressed as

min
f (1),f (2),··· ,f (T )∈H

(
T∑
i=1

1

ni

ni∑
i=1

L(f (i)(x
(i)
i ), y

(i)
i ) + PEN(f (1), f (2), · · · , f (T ))

)
, (2)

The penalty term will change depending on the type of multi-task approach adopted. Typi-
cally, this term will still include the function norm in order to account for function complexity,
but we would also like a term that measures the relatedness of the T functions. There are
three common choices, as described in (5), depending on how much information we would
like to include.

2 Multi-Task Regularizers
The literature describes three possible choices for the multi-task regularizer.
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2.1 Mixed Effect
This is the simplest regularizer of the three and is suitable if we would like that all of the
functions of the T tasks be related in the same way. We represent this as

λ

T∑
j=1

||f (j)||2H + γ

T∑
j=1

||f (j) − 1

T

T∑
i=1

f (i)||2H,

where γ is yet another regularization constant.

2.2 Graph Regularization
This regularizer attaches a weight Mij to each pair of tasks i, j ∈ {1, 2, · · · , T}, where M is a
symmetric T ×T matrix. This is suitable if we believe that certain tasks may be more related
to each other

λ

2

T∑
j=1

||f (j)||2H +
γ

4

T∑
i,j=1

Mij ||f (j) − f (i)||2H, (3)

where γ/4 is another regularization constant, and Mij measures the degree of similarity
between tasks i and j. If we just define M such that the regularization constants are factored
in, we can rewrite this equivalently as

T∑
t=1

||f (t)||2KMt,t +
1

2

T∑
t,t′=1

||f (t) − f (t′)||2KMt,t′ ,

assuming all the diagonal entries are equal to each other.

2.3 Clustering
Tasks are grouped into clusters that determine their relatedness between each other. The
penalty term for clustering is

λ
c∑

r=1

mr||f r||2 + γ
c∑

r=1

∑
l∈l(r)

||f (l) − f r||2,

where mr is the number of tasks in cluster r = 1, 2, · · · , c, l(r) is the index set of the tasks
that belong to cluster c, and f r is the mean of the functions in cluster c.

3 Representer Theorem
To solve the minimization problem, we need to be able to compute the function norm. Thus,
we will develop a few essential tools towards this goal. Recall that a Hilbert space is a
complete inner product space, where we define the norm ||f || =

√
〈f, f〉. We will proceed

according to the MIT slides (5).

Let H be a RKHS and g ∈ H. Then, we can define a continuous linear functional Φg : H → R
mapping f 7→ 〈f, g〉. In fact, the following theorem states that every continuous linear func-
tional has this form:
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Theorem 1. (Riesz Representation Theorem) Every continuous linear function Φ can be writ-
ten uniquely in the form

Φ(f) = 〈f, g〉

for some appropriate g ∈ H.

The key property of a RKHS is known as the reproducing property: for each t ∈ X,
there exists a function Kt ∈ H (due to the Riesz representation theorem), known as the
representer, such that

Ft(f) = 〈Kt, f〉H = f(t).

Applying the reproducing property to another arbitrary element x ∈ X, we have that Fx(f) =
〈Kx, f〉 = f(x). We can pick f = Kt to get Kt(x) = 〈Kx,Kt〉 =: K(t, x). We define this
expression as the reproducing kernel of H.

Theorem 2. (Representer Theorem) The minimization problem in (1) can be represented by
the expression

f(x) =
n∑
i=1

ciK(xi, x)

for some (c1, · · · , cn) ∈ Rn.

Proof. Define the subspace

H0 = span (Kx1 , · · · ,Kxn) .

Let f ∈ H. Write f = f0 + f⊥0 , where f0 ∈ H0 and f0 ∈ H⊥0 , the orthogonal complement of
f ∈ H. Applying the reproducing property and the definition of orthogonal complement, we
have

f(xi) = 〈f,Kxi〉 = 〈f0,Kxi〉+
〈
f⊥0 ,Kxi

〉
= f0(xi),

so we can conclude that L(f0(xi) − yi) = L(f(xi) − yi). Combining these together, we get
the inequality

n∑
i=1

L(f0(xi), yi) + λ||f0||2H ≤
n∑
i=1

L(f0(xi) + f⊥0 (xi), yi) + λ||f0 + f⊥0 ||2H.

Thus, the minimum to the equation (1) must belong to the linear spaceH0, which proves the
theorem.

4 Solving the Minimization Equation

4.1 Single Task
We begin with the single task case. The Representer Theorem states that the function f∗ ∈ H
satisfying (1) takes the form

f∗(x) =
n∑
i=1

ciK(xi,x).
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Using this, we can find an explicit expression for the function norm:

||f ||2 =

〈
n∑
i=1

ciKxi ,

n∑
j=1

cjKxj

〉
=

n∑
i,j=1

cicj 〈xi,xj〉 =

n∑
i,j=1

cicjK(xi, xj),

where the last step is due to the reproducing property. Using the above fact, we can rewrite
(1) as

min
f∈H

1

2
||y −Kc||2 +

λ

2
cTKc.

Since this is convex in c (see Appendix), its minimum can be found by setting the gradient
of the objective function to 0. We get

K(Kc− y) + λKc = 0

K ((K + λI)c− y) = 0,

which reduces to

(K + λI)c = y (4)

c = (K + λI)−1y

for the coefficients corresponding to the function that minimizes (1).

4.2 Multi-Task - Joint Kernel Formulation
We will show that the multi-task case reduces to solving a linear equation akin to the single
task case. Define the joint kernel Q : (X × {1, 2, · · · , T})2 → R that encodes the coupling
relations between the tasks, reducing our minimization expression down to the uncoupled
case. If A is a T × T positive definite weight matrix, then a reasonable definition for Q is

Q((x, t), (x′, t′)) = At,t′K(x, x′).

Let n =
∑T

k=1 nk and ti correspond to the task entry of the i-th data point. We would like
our functions to take the form under the Representer Theorem:

f (t)(x) =
n∑
i=1

ciQ((xi, ti), (x, t)) =
n∑
i=1

ciAti,tK(x, xi).

Then, the norm of a function f in Q satisfying the minimization equation is

||f ||2Q =

n∑
i,j=1

cicjAti,tjK(xi, xj). (5)

If we have the tasks f (t
′) and f (t), then〈

f (t
′), f (t)

〉
=

n∑
i,j=1

cicjAt,tiAt′,tjK(xi, xj).
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Thus, we can rewrite (8) as

||f ||2Q =

T∑
t,t′=1

A+
t,t′

〈
f (t), f (t

′)
〉
,

where A+ is the pseudoinverse of A. The problem now boils down to finding the appropriate
matrix A that describes the multi-task regularizer in question. The following two sections
show our proofs of the specific choices of As for the mixed effects case and the graph regu-
larization case. Since we will not use the clustering regularizer, we will not prove that.

4.3 Mixed Effect
If we choose a weight matrix A with 1s on the diagonals and ω on the off-diagonals for
ω ∈ (0, 1), then we induce the mixed effect regularizer with certain weights. Define Aω =

1
2(1−ω)(1−ω+ωT ) and Bω = 2− 2ω + Tω as in the MIT slides (5). Then, one can check that

A+
t,t′ =

{
2(ωT−2ω+1)

(1−ω)(1−ω+ωT ) t = t′

− 2ω
(1−ω)(1−ω+ωT ) t 6= t′

=

{
Aω(Bω + ω(T − 1)) t = t′

−ωAω t 6= t′

We want to show that

Aω

(
Bω

T∑
t=1

||f (t)||2K + ωT
T∑
t=1

||f (t) − 1

T

T∑
t′=1

f (t
′)||2K

)

leads to the joint kernel Q with weight matrix A. To do this, we show that the coefficients of
each

〈
f (t), f (t

′)
〉

term matches up with A+
t,t′ . We get

Aω

(
Bω

T∑
t=1

〈
f (t), f (t)

〉
+ ωT

T∑
t=1

〈
f (t) − 1

T

T∑
t′=1

f (t
′), f (t) − 1

T

T∑
t′=1

f (t
′)

〉)

=Aω

(
[Bω + ωT ]

T∑
t=1

〈
f (t), f (t)

〉
+ ω

T∑
t=1

[
1

T

〈
T∑
t′=1

f (t
′),

T∑
t′=1

f (t
′)

〉
− 2

〈
f (t),

T∑
t′=1

f (t
′)

〉])

=Aω

(
[Bω + ωT ]

T∑
t=1

〈
f (t), f (t)

〉
+ ω

〈
T∑
t′=1

f (t
′),

T∑
t′=1

f (t
′)

〉
− 2ω

T∑
t=1

T∑
t′=1

〈
f (t), f (t

′)
〉)

=Aω

[Bω + ω(T − 1)]
T∑
t=1

〈
f (t), f (t)

〉
− ω

T∑
t,t′=1
t6=t′

〈
f (t), f (t

′)
〉 ,

which indeed does match up with the A+
t,t′ coefficients as computed.

Potential discussion here on computational issues and methods for large Q.
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4.4 Graph Regularization
We consider the penalty term

1

2

T∑
t,t′=1

||f (t) − f (t′)||2KMt,t′ +

T∑
t=1

||f (t)||2KMt,t,

where M is a symmetric matrix. Computing the coefficients of each
〈
f (t), f (t

′)
〉

term yields
us

1

2

T∑
t,t′=1

{〈
f (t), f (t)

〉
+
〈
f (t
′), f (t

′)
〉
− 2

〈
f (t), f (t

′)
〉}

Mt,t′ +
T∑
t=1

〈
f (t), f (t)

〉
Mt,t

=

T∑
t=1

〈
f (t), f (t)

〉(
Mt,t +

T∑
t′=1

Mt,t′

)
+

T∑
t,t′=1
t6=t′

〈
f (t), f (t

′)
〉

(−Mt,t′)

=
T∑

t,t′=1

〈
f (t), f (t

′)
〉
Lt,t′ ,

where L = D −M , where

Dt,t′ = δt,t′

(
T∑
s=1

Mt,s +Mt,t′

)
.

Note that L is the Laplacian. Our resulting joint kernel is

Q((x, t), (x′, t′)) = L+
t,t′K(xt, x

′
t).

4.5 Alternative Approach to Multi Task
We propose another approach which may be suitable if Q becomes too large to compute.
Assuming the multi task regularizer, we can rewrite the minimization expression as

min
f∈H

T∑
i=1

(
||K(i)c(i) − Y (i)||2 +

λ

2
c(i)

T
K(i)c(i)

)
+

γ

2
T

 T∑
i=1

ωijc
(i)TK(i)c(i) +

T∑
i,j=1

c(j)
T
K(i,j)c(i)

 , (6)

where K(i,j) represents the joint kernel evaluated at joint pairs of training data from the
i-th and j-th tasks. One can rewrite the above in terms of a larger system of equations (with
dimension T ×n), but working with multiple tasks and large data sets, the above gets quickly
cumbersome and becomes too computationally intensive to solve directly. In order to make
computation more feasible, we start with some initial solution for

{
c(j)
}T
j=1

, and then solve

the equation ∂
∂c(i)

= 0. As the next approach implies convexity in the minimization equation,
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this iteration converges. Taking the derivative with respect to c(i), we get

∂

∂c(i)
= K(i)

(
K(i)c(i) − y(i)

)
+ λK(i)c(i) + γ

 T∑
j=1

ωijK
(i)c(i) −

∑
j 6=i

ωijK
(i,j)c(j)

 .

Setting this partial to 0 and solving, we see that c(j) satisfiesK(i) +

λ+ γ
T∑
j=1

ωij

 I

 c(i) = y(i) +K(i)−1
T∑
j=1

ωijK
(i,j)c(j). (7)

5 Gaussian Process on Unobserved Values
We perform a Gaussian Process regression, essentially assuming a multivariate normal prior
over the functions. A Gaussian Process is completely determined by a mean function m(x)
and a covariance function k(x,x′), and we represent this as

GP (x) ∼ N
(
m(x), k(x,x′)

)
A function as a valid covariance function if and only if it is positive definite. We choose the
well defined Gaussian process prior

p(f |x1, · · · ,xn) = N (0,K),

where the i-th entry of the vector f is f(xi) and K is a covariance kernel such that Ki,j =
k(xi,xj). This approach allows us to compute confidence intervals. For our purposes, we
will employ the exponential covariance function akin to our kernel. Let f∗ be a vector of
unobserved outputs. Then, we model

p(f , f∗) = N
(
0,

[
Kf ,f K∗,f
Kf ,∗ K∗,∗

])
,

where K∗,f and Kf ,∗ are the matrices consisting of the covariance function evaluated at all
pairs of the observed and unobserved values and K∗,∗ that of all pairs of unobserved values.
Recall the regression standard yi = f(xi) + εi, where ε ∼ N(0, σ2). We represent this as the
prior

p(y|f) = N (f , σ2I).

We would like to compute the posterior distribution of f∗:

p(f∗|y) ∝
∫
f
p(f , f∗)p(y|f)df .

Evaluating the integral gives

p(f∗|y) = N
(
Kf ,∗(Kf ,f + σ2I)−1y,K∗,∗ −Kf ,∗(Kf ,f + σ2I)−1K∗,f

)
.

Note that the posterior mean coincides with the solution in Tikhonov regularization, with
regularization parameter λ = σ2. To see this, note that f∗ = Kf ,∗c and c = (Kf ,f + σ2I)−1y.
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Figure 1: Black Scholes surface and some overlapping predicted values with MSE=0.0367

6 Experiments

6.1 Simulating Black Scholes
Our first goal is to apply Tikhonov regularization to synthetic Black Scholes data. We assume
risk free interest rate and market volatility to be fixed at r = 0.03 and σ = 0.20. We seek to
price a call option with strike price $50 and times to expiration limited to less than t = 0.25.
We model the spot prices returns Zt to be independently generated from the normal distri-
bution N (µ/253, σ2/253), where we assume 253 to be the number of open market days in a
year. Then, we define our spot prices to be St = $50

∑n
i=1 e

Zt . We will draw 2 years of data,
for a total of 506 data points. We calculate our synthetic Black Scholes prices based on these
points. Our feature space will consist of two variables: time to expiration and spot to strike
ratio.

On the training set, the predictive function yields a mean squared error rate of 0.0872%,
significantly lower than the already decent mean squared error of 9.07% in the case of simple
least squares regression. On a test set of 100 further generated data points, we get a mean
squared error of 3.67%. Thus, we conclude that the Black Scholes model can be learned
reasonably accurately. It is important that we be cognizant of which features we relax. When
we allowed strike prices and volatility to vary greatly, we may get a few outliers in predic-
tion, as seen in Figure 1, a graph ordering lowest synthetic price to highest synthetic price
overlapped with the predicted values.

6.2 Predicting Stock Data
We first run Tikhonov regularization in the single task case with 5 arbitrary stocks. For the
purposes of this experiment, these are energy stocks DUK, SO, AEP, PGN, and TE, with daily
closing prices from January 1, 2000 to December 31, 2010. Our input data will be the pre-
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Figure 2: Simulated/Predicted Black Scholes data with varying volatilities. The y-axis is price
and the x-axis indexes.

vious 30 day differences in closing stock prices. The subset of this daily closing price data
we use as the training set will be the first 1700 input and output pairs, and we will use the
remainder as a test set.

Our second experiment will be another 5 stocks chosen randomly from the Dow Jones in-
dex, with daily closing prices from January 1, 2005 to December 31, 2010. Our input data,
this time, will be the previous 5 day return rates at the close of the market. Our training set
will be the first 900 data points, with the rest used as the test set.

The results are not promising. The large training set of the first case yields an essentially
zero predictive function. The magnitudes of the predicted values are off at 10−4 versus the
more typical 10−1 in actual data (Figure 2). The Dow Jones stock data yields similar returns.
Even when allowing overfitting with a 0 regularization constant, predictions still remain un-
reliable in terms of magnitude.

Our first experiment yielded binary accuracies of (53.8%, 53.2%, 52.2%, 48.2%, 53%) for tasks
1, 2, 3, 4, 5, respectively. Although the machine learning algorithm did not predict at all well
the absolute percentage change in prices, in 4 out of the 5 tasks, the sign changes in the
predicted values were correct slightly more than the majority of the time. The values in the
next experiment, however, suggest this to be due to mere chance.

For the 5 stocks in the Dow Jones Index, we construct a table to measure binary accuracy
across the tasks for our predicted values using single task and multi task Tikhonov regular-
ization, along with linear regression for our benchmark. The performance was slightly less
than 50% in all the machine learning cases, suggesting that the presence of tremendous noise
in stock data limits predictive power. We may try other features, such as volume and various
technical indicators, but overcoming the noise is more than an imposing problem.

6.3 Predicting Option Prices
Our goal is to reliably price options using training data that we believe to represent normal
market conditions. We perform two similarly constructed experiments: one on the trio of
stocks IBM, MSFT, and DELL, and the second with three highly correlated energy stocks DUK,
SO, and AEP. Our data is retrieved from the OptionMetrics data set with a Wharton Research
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Task 1 Task 2 Task 3 Task 4 Task 5 Overall
Linear Regression 0.5200 0.5133 0.5133 0.5200 0.5333 52.00%

Single Task 0.5133 0.5000 0.4800 0.4733 0.4400 48.13%
Multi-Task (Mixed Eff.) 0.5400 0.4600 0.4467 0.5000 0.5267 49.47%
Multi-Task (Graph Reg.) 0.4400 0.5133 0.4333 0.5733 0.5067 49.33%

Table 1: Binary Accuracy on Dow Jones Stock Returns

Figure 3: The black points are the actual outputs. The red points are the predicted outputs
with regularization constant 210. Note that the predicted outputs are almost uniformly centered
at 0 with a magnitude of 10−4, which is not at all in tune with the actual data. We ordered
the outputs on the second chart, which shows that despite allowing overfitting with a small
regularization constant of 2−19, the predicted values are still off in magnitude.

Data Services (WRDS) account, taking call options with current dates between February 21,
2011, and March 31, 2012. Our test subset will be options expiring in the month of 2012.
We eliminate thinly traded options with trading volume less than 30. We will further stratify
the data with times to expirations in categories of 0−30 days to expiration and 30−180 days
to expiration. Our model selection encompasses many possibilities. For our input space, we
will have the models with the following features

1. Strike/Spot ratio, time to expiration

2. Strike/Spot ratio, time to expiration, 10 day historical volatility,

3. Strike/Spot ratio, time to expiration, 10 day historical volatility, 30 day historical volatil-
ity

4. Strike, Spot, time to expiration, 10 day historical volatility, 30 day historical volatility

5. Strike/Spot ratio, time to expiration, 10 day historical volatility, 30 day historical volatil-
ity, Black Scholes prediction

The 10 day and 30 day historical volatilities were calculated with stock data from Yahoo!
Finance and are defined, respectively, by the variance of the past 10 and 30 day stock re-
turns multiplied by 252, the number of trading days. The Black Scholes prediction variable is

12



calculated by using the day’s current rate of the 3-month Treasury bill as the risk free return
rate and yesterday’s implied volatility, as calculated by OptionMetrics, as the volatility.

Although we would like to predict option prices, there appears to be a more suitable choice
for the output variable than just the regular options price; we can choose the extrinsic price
of the option, which is defined to be just the option price for out-of-the money and at-the-
money options and the option price minus the difference between the spot and strike price
for in-the-money options. This may help decrease the noise and lead to more accurate pre-
dictions in the overall options price.

In the experiment for IBM, MSFT, and DELL, we compare the performance for single task
and multi-task graph regularization. We use three metrics of performance: mean squared er-
ror, absolute error, and absolute error on the extrinsic prices. Multi-task learning appeared to
do significantly worse in some models with respect to one of these metrics. More specifically,
the general trend appears to be that adding certain features one at a time to multi task mod-
els may strongly perturb one of the performance metrics if it did not fit the model well. In
the multi-task version of model 4, the mean squared error for the three tasks were 1.72, 2.20,
and 2.50, compared to the single task case of 0.1677, 0.2943, and 0.4105. In the multi-task
version of model 2, the mean absolute error for the three tasks on predicted extrinsic option
prices were 1.63, 5.37, and 1.78 compared to the single task version of 0.12, 0.95, and 0.18.
The mean absolute values tended to be higher in the predicted extrinsic option prices than
that of the standard option prices. Thus, we conclude that predicting extrinsic option prices
instead of the option price may not be as helpful as we thought, as perhaps this is already
captured in the strike to spot ratio.

In Model 3 and Model 5, the multi-task model performed significantly better than the corre-
sponding single task metrics across all variables. However, these models did not significantly
beat out the performance of the single task version of model 1, the simplest model. Multi-
task learning shows some promise in performance under certain features, but there does not
seem to be a consistent increase in performance from using multi-task methods compared to
the single task cases.

In the case of the energy options, there the multi task models and single task models per-
formed roughly the same. There were no consistent trends across the mean squared errors,
absolute errors, and absolute errors for extrinsic option prices. Perhaps the added coupling
did not add any new information as these three stocks already had rather high correlation
coefficients (greater than 0.9 for each pair). This is not too discouraging, as this may just
show that multi-task is not necessary in cases where there is not much information in the
coupling. Potential future work would include evaluating the cases when coupling may be
useful.
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Model 1 Model 2 Model 3 Model 4 Model 5
Sing Mult Sing Mult Sing Mult Sing Mult Sing Mult

Task 1 0.0703 0.1375 0.1057 0.1843 0.1178 0.1230 0.1677 1.7216 0.1071 0.0753
Task 2 0.1048 0.1915 0.1968 0.2933 0.2175 0.1481 0.2943 2.2032 0.1958 0.1311
Task 3 0.1199 0.1698 0.2359 0.2477 0.2734 0.1678 0.4105 2.4975 0.2466 0.1565

Table 2: MSE on Predicted Option Prices for IBM, MSFT, and DELL

Model 1 Model 2 Model 3 Model 4 Model 5
Sing Mult Sing Mult Sing Mult Sing Mult Sing Mult

Task 1 0.0509 0.1097 0.0675 0.1535 0.0731 0.0508 0.0885 0.8834 0.0713 0.0393
Task 2 0.4251 0.5679 0.5946 0.7062 0.5701 0.3476 0.6691 2.3329 0.5910 0.3293
Task 3 0.0630 0.0769 0.0904 0.0947 0.0884 0.0513 0.1290 0.9588 0.0911 0.0457

Table 3: Mean Absolute Error on Predicted Option Prices for IBM, MSFT, and DELL

Model 1 Model 2 Model 3 Model 4 Model 5
Sing Mult Sing Mult Sing Mult Sing Mult Sing Mult

Task 1 0.0777 0.1061 0.1185 1.6339 0.1399 0.1074 0.1574 0.3384 0.1106 0.1096
Task 2 0.5909 1.1100 0.9478 5.3661 1.0515 0.9717 1.2184 1.9495 0.8272 0.5634
Task 3 0.1231 0.1444 0.1765 1.7772 0.1947 0.1403 0.2120 0.3931 0.1571 0.1420

Table 4: Mean Absolute Error on Predicted Extrinsic Option Prices for IBM, MSFT, and DELL

Table 5: These are plots of Model 3 for IBM, MSFT, and DELL. The blue plot shows predicted
values, where the actual values in the red plot are ordered from least to greatest. The green plot
below the x-axis measures the absolute error of a given observation. The left plot corresponds
to option prices, while the right plot corresponds to extrinsic option prices.
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Model 1 Model 2 Model 3 Model 4 Model 5
Sing Mult Sing Mult Sing Mult Sing Mult Sing Mult

Task 1 0.2592 0.2207 0.1841 0.2081 0.1702 0.1647 0.1785 0.1861 0.1670 0.1512
Task 2 0.2219 0.2434 0.2020 0.2976 0.1924 0.1837 0.2554 0.2599 0.1824 0.1876
Task 3 0.2741 0.2442 0.2161 0.2432 0.2070 0.2185 0.2639 0.3155 0.1940 0.1909

Table 6: MSE on Predicted Option Prices for DUK, AEP, and SO

Model 1 Model 2 Model 3 Model 4 Model 5
Sing Mult Sing Mult Sing Mult Sing Mult Sing Mult

Task 1 0.4740 0.4753 0.3807 0.3727 0.3563 0.3388 0.3706 0.3493 0.3417 0.3026
Task 2 0.2955 0.3414 0.2888 0.3091 0.2770 0.2449 0.3268 0.2870 0.2669 0.2351
Task 3 0.4243 0.4812 0.3830 0.4288 0.3652 0.3743 0.4470 0.4519 0.3416 0.3270

Table 7: Mean Absolute Error on Predicted Option Prices for DUK, AEP, and SO

Model 1 Model 2 Model 3 Model 4 Model 5
Sing Mult Sing Mult Sing Mult Sing Mult Sing Mult

Task 1 0.3728 0.2608 0.2202 0.2115 0.2036 0.1966 0.2093 0.2047 0.1974 0.1787
Task 2 0.1944 0.1271 0.1069 0.0993 0.1028 0.0949 0.1336 0.1479 0.1049 0.0941
Task 3 0.2587 0.2460 0.2219 0.2346 0.2140 0.2256 0.2523 0.3168 0.2019 0.2033

Table 8: Mean Absolute Error on Predicted Extrinsic Option Prices for DUK, AEP, and SO
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8 Appendix
Proposition 3. The minimization expression in (4) is convex.

Proof. Let

g(c) = ||y −Kc||2

h(c) = cTKc

For i, j,= 1, 2, · · · , n, we have the second partials

∂2g

∂cicj
= 2nK(xi, x) ·K(xj , x)

∂2h

∂cicj
= 2K(xi, xj).
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Both of these terms are strictly greater than 0 for all x ∈ Rd, since kernels are always positive.
Thus, g and h are convex. Since the minimization expression is a positive linear combination
of these two functions, we get our desired result.

We use MATLAB to model our data. We separate the T tasks by placing them in different
entries of a cell structure. We use a predefined “euclidean” function in order to computer the
K kernel matrix, and then use the function “rlsloobest” (6) in the regularized least squares
machine learning package to solve (2).

For the multi-task case, we have to first pick an initial condition
{
c(1), · · · , c(T )

}
. A rea-

sonable choice would be to pick the c(i) obtained in the single task case as the initial con-
dition. Then, we solve for (6) for i = 1, 2, · · · , T in sequence, which can be done through
conventional linear equation solving techniques in MATLAB. We then repeat the procedure
until convergence.
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