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Abstract
Evolutionary dynamics can be notoriously complex and difficult to analyze. In this
dissertation I describe a population genetic regime where the dynamics are simple
enough to allow a relatively complete and elegant treatment. Consider a haploid,
asexual population, where each possible genotype has been assigned a fitness. When
mutations enter a population sufficiently rarely, we can model the evolution of this
population as a Markov chain where the population jumps from one genotype to
another at the birth of each new mutant destined for fixation. Furthermore, if the
mutation rates are assigned in such a manner that the Markov chain is reversible
when all genotypes are assigned the same fitness, then it is still reversible when
genotypes are assigned differing fitnesses.
The key insight is that this Markov chain can be analyzed using the spectral
theory of finite-state, reversible Markov chains. I describe the spectral decomposition
of the transition matrix and use it to build a general framework with which I address
a variety of both classical and novel topics. These topics include a method for
creating low-dimensional visualizations of fitness landscapes; a measure of how easy
it is for the evolutionary process to ‘find’ a specific genotype or phenotype; the
index of dispersion of the molecular clock and its generalizations; a definition for
the neighborhood of a genotype based on evolutionary dynamics; and the expected
fitness and number of substitutions that have occurred given that a population has
been evolving on the fitness landscape for a given period of time. I apply these
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various analyses to both a simple one-codon fitness landscape and to a large neutral
network derived from computational RNA secondary structure predictions.
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1
Introduction

Understanding the structure of the genotype-phenotype map is the most important
challenge facing the field of evolutionary biology today. This is because while organisms vary, and vary heritably, in almost every characteristic one might think to
measure, this variation is nonetheless biased and highly structured, and it has been
clear for some time that this bias has a profound impact on the evolutionary process.
The primary difficulty in understanding the genotype-phenotype map is the scale
of the problem. The number of possible genotypes for a protein a hundred amino
acids long is astronomical. We could never determine the structures or properties of
all such possible proteins. Furthermore, the organism arises as a complex assemblage
of thousands of such proteins, the genes for which are, in general, not inherited
together, but mixed through recombination. Understanding the variability induced
by such a system in a detailed way appears hopeless.
And yet, the limit to our current understanding is not our inability to phenotype all the possible genotypes, but our inability to understand the data that we
already have. Contemporary biotechnology has produced a variety of methods capable of systematically determining certain simple biochemical characteristics for tens
1

of thousands of genotypes (e.g., Berger et al., 2006; Pitt and Ferré-D’Amaré, 2010;
Fowler et al., 2010; Rowe et al., 2010). This is not to mention computational models
of the genotype-phenotype map, which for some time have been able to produce predicted phenotypes in volumes far beyond our current analytical abilities (Hofacker
et al., 1994; Lipman and Wilbur, 1991; Wagner, 1996a). The problem lies in our
own minds, and in our inability to comprehend spaces of possibility with many more
than three dimensions, or spaces with many thousands of states.
The challenge, then, as I see it is to develop the capabilities to understand the
structure of the genotype-phenotype map for these relatively simple, but still nontrivial cases—genotype-phenotype maps with thousands to millions of genotypes.
While understanding these systems will likely only give us minor insights into the
actual, historical evolution of whole organisms, my hope is that our experience with
these simpler genotype-phenotype maps will allow us to develop the intuitions necessary to begin to understand the structure of the genotype-phenotype map at the
level of the organism as a whole.
The essentially cognitive nature of our problem calls for the development of new
intellectual tools. One such tool is the concept of a neutral network, that is, a set
of genotypes that are contiguous under mutation that all share the same phenotype.
Because populations are free to diffuse across and along such a network, the shapes
of these networks, and the geometric relations between them, are thought to be
important for understanding the evolutionary process. This dissertation was born out
of my obsession with visualizing the structure of these networks, because I believed
(and have now demonstrated, see Chapter 5) that there would indeed be something
there to see.
I tried many different visualization methods, but the options were limited in some
respects by the size of these networks, since, for networks with tens of thousands of
genotypes, even storing the full set of pairwise distances between genotypes becomes
2

impractical.
Eventually, I came across a set of methods that attempted to visualize the structure of a network, or graph, in terms of a random walk on that graph. The breakthrough came once I realized that by modifying these methods slightly I could create
visualizations of neutral networks based on the random walk that an evolving population would take on that network. That is, these methods allowed me to visualize
evolution on a neutral network in terms of the evolutionary dynamics induced by the
network itself.
In the evolutionary case, the random walk in question is the random walk taken
by a population evolving under “weak mutation”. In this regime, mutations enter
the population so rarely that each new mutation is either fixed or lost before the
next new mutation enters the population, so that the population as a whole can
be modeled as a single point, moving from genotype to genotype at each fixation
event. Because a population evolving on a fixed fitness landscape can be modeled
in a similar framework, I eventually realized that random walk based visualization
methods were not only applicable to evolution on neutral networks, but to evolution
on arbitrary fitness landscapes as well.
The way these random walk based methods work is that one writes down a
transition matrix for the random walk and then use some of the eigenvectors of the
transition matrix as coordinates for the genotypes. An important technical condition
for the use of these methods is that the random walk is modeled as a reversible
Markov chain. The theory that studies the characteristics of reversible Markov chains
in terms of the eigenvalues and eigenvectors of their transition matrices is known as
the spectral theory of finite state, reversible Markov chains. Exposure to the body
of work on this topic was played two important roles in the development of this
dissertation.
First, I started to think of the eigenvectors of the transition matrix much more
3

concretely. This was in part a consequence of using them in the visualizations, and
in part, because they were so useful in the analysis of the population dynamics. I
believe that the integration between the analytic and visualization methods is one
of the major advantages of the framework presented here.
Second, it introduced me to the unfinished, but nonetheless influential, book of
Aldous and Fill, Reversible Markov Chains and Random Walks on Graphs (Aldous
and Fill, in preparation). Unpublished, incomplete, and unmodified since 2002, it
has nonetheless been cited hundreds of times. I suspect it will never be finished.
Nonetheless, it is an important book and has been very influential on my thinking. In particular, reading it is what alerted me to a general, simple fact about
reversible Markov chains that lead to what I consider the other marquee result in
the dissertation, which is my discussion of the findability of genotypes.
Looking back on the contents of the dissertation, I am increasingly convinced that
the integrated set of tools developed here would be of interest to a community beyond
evolutionary biologists, and I am eager to make a contribution to a community from
which I have taken so many good ideas.

Having completed this brief intellectual history of the project, allow me to move on
to summarize the major themes and structure of the dissertation.
Chapter 2 lays out the basic modeling framework and uses it to propose a method
for making visualizations of fitness landscapes. This material has already been published (McCandlish, 2011).
As I just explained, we begin by assuming that mutations occur sufficiently rarely
that the population is typically monomorphic, so that each new mutation is lost or
becomes fixed before the next new mutation enters the population. We can model
such a population as taking a random walk on the set of possible genotypes, where
the random walk is biased by both the action of mutation and that of selection.
4

I treat this random walk with a meso-scale model, where the object of interest is
the probability distribution that describes the probability that the population will
be fixed for any particular genotype at any particular time. We can think of this
in terms of modeling a kind of cloud of probability that spreads over the fitness
landscape. Suppose a population starts at a given genotype. At short times, the
probability distribution describing the location of the population may spread to a
few adjacent genotypes. Later, it might be concentrated at the closest fitness peak,
and, even later, it may have spread to adjacent peaks. Eventually, this probability
distribution will reach a steady state that is independent of the choice of initial
genotype. We call this steady state the equilibrium distribution.
Critically, the spread of this probability distribution is not isotropic, but rather
depends on the structure of the fitness landscape. It tends to travel ‘up-hill’, rather
than down, and tends to spread along fitness ridges rather than crossing through
fitness valleys. Thus we can use the dynamics of the probability distribution to learn
about the aspects of the fitness landscape that we care most about, i.e. the aspects
of the fitness landscape that affect how a population is likely to evolve.
It turns out that we can express the dynamics of this spreading probability distribution in terms of a set of ‘deviations from equilibrium’, each of which decays at
a characteristic rate. These deviations from equilibrium are vectors whose entries
can be either positive or negative, and each deviation from equilibrium specifies, for
each genotype on the fitness landscape, the excess or deficit in the probability that
a population will be at that genotype relative to the probability that a population
would be at that genotype under the equilibrium distribution.
For instance, in a two peaked fitness landscape, there will typically be a deviation
from equilibrium that is positive in the vicinity of one peak and negative in the
vicinity of the other. This reflects the fact that a population that starts at one peak
will have excess probability of being found at that same peak in the future, and
5

a deficit of probability of being found at the other peak. The rate at which this
deviation decays is determined by the rate at which populations cross the fitness
valley between the two peaks. After the time scale at which a typical population will
have crossed from one peak to the other, the probability that the population will
be found near a particular peak will converge to a value that is independent of the
starting peak.
The shape of these deviations from equilibrium, and their rate of the decay, are
global features of the fitness landscape. What the choice of initial genotype determines is the initial weight given to each deviation from equilibrium. These weights
then completely determine what the probability distribution describing the location
of the population will look like at any point in the future. The eigenvectors and
eigenvectors of the transition matrix come into play due to the fact that the eigenvectors supply the deviations from equilibrium and the weights on these deviations,
while the eigenvalues determine their rates of decay.
The main idea behind the visualization method is to distinguish between the
deviations from equilibrium that decay quickly and those that decay slowly. If we
are mostly interested in the long-term evolution of a population, we can ignore the
deviations from equilibrium that decay quickly. In particular, if we plot each genotype at coordinates given by the weight that starting at that genotype gives to the
most slowly decaying deviations from equilibrium, we will produce visualizations
where clusters of points correspond to sets of initial genotypes that result in similar
probability distributions at long time scales.
Intuitively, these clusters should correspond to major features of the fitness landscape. For instance, in our two-peaked fitness landscape, consider the weights on
the deviation from equilibrium that is positive near one peak and negative near the
other. Genotypes on the slope leading up to a particular peak will have a weight on
this deviation from equilibrium that is similar to the weight at the peak itself. Why
6

is this? A population that begins on the slope leading up to a peak will probably,
after a short adaptive transient, arrive at the peak anyway. Thus, with respect to
whether a population is likely to be found near to one peak or the other at some
point in the future, what matters is mostly which peak the population starts out
near, rather than where in the vicinity of the peak it starts. Because populations
take a long time to cross the fitness valley, the deviation that is positive on one
peak and negative on the other is likely to be the most slowly decaying deviation. A
visualization based on the initial weights given to this deviation would then consist
of two clusters of genotypes, one for each fitness peak.
Of course, not all landscapes are as simple as the two peaked landscape we’ve
been discussing. The purpose of the visualization method is that we can apply it to
a fitness landscape for which we do not already know the large-scale features and
thus gain some understanding about what those large scale features are. Having a
meaningful visualization of the fitness landscape also allows us to visualize other data
defined on the set of phenotypes, for instance, phenotypic data or data derived from
consideration of population genetic regimes where our weak mutation assumption no
longer holds.
While I have presented this visualization method in terms of a set of deviations
from equilibrium that decay at characteristic rates, I show that these visualizations
are also optimal in terms of other criteria that one might want a visualization of a
fitness landscape to satisfy. For instance, one might want a visualization of a fitness
landscape to put genotypes close together if there are frequent fixations from one to
the other at equilibrium. Or one might want a visualization that places genotypes far
apart if it typically takes a long time for a population to evolve from one to the other.
Reasonable methods of formalizing either criterion lead us to use the eigenvectors of
the transition matrix of the random walk as coordinates for the visualizations.
This brings up an important philosophical, or at least methodological, theme
7

underlying much of the work in this dissertation. Aldous and Fill (in preparation)
state it this way: “When formalizing a vague idea, choose a definition that has
several equivalent formulations.” I do not know if the method for visualizing fitness
landscapes is really the best possible method. But the fact that several different, a
priori reasonable ways of thinking about the problem lead us to the same solution
suggests that we have chosen a good place to start.
Chapter 3 is based on a similar idea of attempting to formalize a vague concept
by using a definition with several equivalent formulations. The vague concept in
this case is that certain genotypes and phenotypes are easier for the evolutionary
process to ‘find’ than others. Why aren’t there any wheeled animals? Why is loss
or reduction of a trait so easy to achieve? Are the forms we actually see the most
adaptive, or simply the easiest to produce?
In the context of fitness landscapes, we can translate these questions into questions about waiting times for particular classes of events to occur, for instance, a
population becoming fixed for a specific genotype, or a mutant entering the population that has a certain phenotype. The theory works out most neatly for the
case where we are asking how long it takes for a population to evolve to a specific
genotype, so that is the case we will consider here.
What kinds of facts might we want to be true for us to say that a genotype A is
more ‘findable’ than a genotype B? We might want it to be the case that the ‘average’
time to reach A is less than the ‘average’ time to reach B. Since the time it takes
to evolve from one state to another clearly depends on the starting state, we need
some way of weighting possible starting states. One natural way of weighting states
is by their frequency in the equilibrium distribution. This is the natural weighting
under the supposition that the population has already been evolving on the same
fitness landscape for a very long time before we begin watching it. This leads us to
the idea that if A is more findable than B, it ought to be the case that the expected
8

time to evolve to A given that the starting genotype is drawn from the equilibrium
distribution is less than the expected time to evolve to B given that the starting
genotype is drawn from the equilibrium distribution.
We might also want it to be the case that a population typically arrives at A
before arriving at B, which we can formalize as the probability that the population
arrives at A before B when the initial state is drawn from the equilibrium distribution
being greater than one half. This criterion appears similar to our first criterion, but
they need not be the same for general dynamical systems. For instance, if we begin
watching a clock at a random time, the expected waiting time for the minute hand
to reach ‘1’ is the same as the expected time for it to reach ‘2’, but it reaches the
number ‘1’ before the number ‘2’ eleven out of twelve times.
Finally, we might want some kind of measure that does not depend on the starting
position of a population being drawn from the equilibrium distribution. For instance,
we might want it to be the case that the expected waiting time to evolve from B
to A is shorter than the expected time to evolve from B to A, so that it is always
faster to evolve from a less findable genotype to a more findable genotype than it is
to evolve in the opposite direction.
It turns out that, under the assumption that the mutational dynamics are reversible (a standard assumption in molecular evolution), all three criteria produce
the same ranking, suggesting that there is indeed a coherent concept of ‘findability’
for genotypes.
What is the impact of the assumption that the mutational dynamics are reversible? Reversibility means that the probability of traveling through any closed
cycle of states in one direction is always equal to the probability of traversing the
same cycle in the reverse direction. In essence, this means that there are no cyclic
biases in the system, e.g. nothing like the clock example. It turns out that if the
mutational dynamics are reversible, so are the evolutionary dynamics for a popu9

lation evolving under weak mutation on a fixed fitness landscape (Sella and Hirsh,
2005). Reversibility is a necessary assumption for almost all of the results I present
in this thesis, nonetheless it holds under the simplest model for an arbitrary fitness
landscape: fixed, arbitrary fitnesses, with mutation governed by any of the standard
models from molecular evolution.
It turns out that the criterion that gives the most insight is the first one: that A
is more findable than B if the expected waiting time to reach A from an equilibrial
start is less than the expected time to reach B from equilibrium. This is because
there is a simple formula for the expected waiting time to reach a state when the
starting position is drawn from the equilibrium distribution. I spend most of the
chapter exploring the implications of this formula.
What the formula shows is that the expected waiting time to reach a given genotype is equal to the ratio between 1) the expected number of extra generations a
population spends at that genotype given that it starts there instead of at a genotype drawn from the equilibrium distribution and 2) the equilibrium frequency of
that state. The first of these numbers can be viewed as a measure of how ‘clumpy’
the times when a population is at a state are, in the sense that if the first of these
numbers is large, then being at a state i means that a population is likely to spend
much more time at i than it otherwise would have.
The intuitions behind this formula should be clear to anyone who has regularly
taken a bus that does not run on a fixed schedule (e.g. a shuttle bus, or a bus on
a college campus). If your arrival at the bus stop is random with respect to the
times when buses arrive, the shortest expected waiting time is if the buses arrive at
fixed intervals, since then your expected waiting time is exactly half the inverse of
the average rate at which buses arrive (half the gap between buses). The next best
case would be that buses arrive as a Poisson process, so that knowledge of when the
last bus arrived has no impact on your prediction for when the next bus is going to
10

arrive, in which case your expected waiting time is equal to the inverse of the arrival
rate. The worst case is unfortunately quite common, particularly when you’re in a
hurry. You wait what seems like forever, and then all of a sudden three buses arrive
together. If only the buses were arriving independently, you would have left ages
ago! More generally, if the times at which these clumps of buses arrive are random
with respect to each other, then the expected waiting time is the inverse of the mean
arrival rate times the average clump size; larger clumps mean longer waiting times
for a fixed arrival rate.
Similar considerations hold for two genotypes with the same equilibrium frequencies. A genotype can be occupied at a given equilibrium frequency by being occupied
during many short intervals (e.g. a genotype in a broad neutral network, where the
population always leaves by neutral mutations soon after arriving) or in a few long
ones (e.g. a fitness peak surrounded by a deep fitness valley). The former will be
more findable than the latter.
An obvious question concerns the relationship between fitness and findability.
While increasing the fitness of a genotype always makes it more findable, there is no
necessary relationship between the rank ordering of genotypes by fitness and their
rank ordering by findability, and I give an example of a fitness landscape in which
the least fit genotype is in fact the most findable. Less obvious questions include
the relationship between equilibrium frequency, substitution rate and probability of
reversion on findability. I provide a framework for looking at the relative contributions of these factors to the variation in the waiting times to arrive at particular
genotypes. Finally, I provide an approximate formula for the waiting time to observe
a particular evolutionary event, such as the waiting time for a particular substitution
to occur or the waiting time for a particular mutant to enter the population. The
key term in this approximation is the number of extra events that are expected to
occur given that one has just occurred, relative to the expected number of events
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that would have occurred had the initial position of the population been drawn from
the equilibrium distribution.
Chapter 4 ties together the results for Chapters 2 and 4 by expressing the number
of extra events that are expected to occur given that one has just occurred as a sum
of independent contributions of the various deviations from equilibrium. More generally, Chapter 4 explores the consequences of the fact that the individual deviations
from equilibrium make independent contributions to a variety of statistics of evolutionary interest. Because these deviations correspond to axes in the visualizations,
and because the axes in the visualizations often correspond to intuitively important
features of the fitness landscape, we can use this framework to attribute affects on
our statistics of interest to particular features of the fitness landscape.
I discuss a variety of statistics related to evolution of fitness landscapes such as the
expected fitness of a population at time t, the expected number of substitutions by
time t, as well as the index of dispersion for a somewhat broader class of evolutionary
events than has been treated previously. The main conceptual highlight of Chapter 4
comes at the end, when I propose a definition for the ‘dynamical neighborhood’ of
a genotype i that includes exactly those genotypes that are, in several well-defined
senses, ‘close to’ i. Interestingly, the dynamical neighborhood of i need not include
all the mutational neighbors of i, and I discuss the evolutionary consequences of
misalignment between the dynamical and mutational neighborhoods.
In Chapters 2, 3, and 4, I mostly illustrate the ideas presented with a small,
one codon fitness landscape based on selection for the amino acid serine (this fitness
landscape has 64 genotypes). In order to show the applicability of the techniques
I have developed to larger landscapes, in Chapter 5, I conduct a detailed analysis
of the structure of a ‘classical’ neutral network derived from the RNA sequence to
RNA secondary structure genotype-phenotype map and the evolutionary dynamics
it induces (I also discuss this neutral network briefly in Chapter 2). This network
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has previously been analyzed by van Nimwegen et al. (1999a), and contains 51,028
genotypes. I chose a previously studied network to show how much additional insight
could be gained through a detailed exploration of a neutral network’s structure.
One technical innovation that I introduce in this chapter is that I show how
the visualization technique from Chapter 2 can be extended to ‘zoom-in’ on different pieces of the network to reveal features of the fitness landscape that matter at
shorter time scales. For instance, while all the genotypes on the slopes of a fitness
peak might appear as a dense cluster in the visualization of a complete landscape,
one can use this new technique to create a visualization of the region around the
peak that distinguished genotypes on one side of the peak from those on the other.
I use this extended technique to demonstrate that the RNA neutral network has a
hierarchy of bottlenecks that affect the evolution of a population at different time
scales. I then explain the presence of these bottlenecks in terms of the thermodynamics of RNA folding, thus making some minor progress towards the important
goal of understanding the structure of the genotype phenotype map in terms of the
physical characteristics of the mechanisms underlying that map.
Having understood the basic structure of the neutral network, I proceed to analyze the impact of this structure on a variety of aspects of the evolutionary process,
including the findability of genotypes, the index of dispersion of the molecular clock
and waiting times to produce phenotypic variants. Highlights include a confirmation
of a conjecture I make in Chapter 3 that substitution rate ought to be the major
determinant of findability in high-dimensional neutral networks, and an argument
for why waiting times to produce phenotypic variants are relatively insensitive to
changes in population size (so long as mutation remains weak). I finish by briefly
discussing a different population genetic regime, in which a population is typically
highly polymorphic, and provide an explanation for why the distribution of phenotypic variation is different under this population genetic regime then it is under weak
13

mutation, despite the fact that the simplest argument suggests that these distributions should be similar.
While Chapters 2, 3, 4, and 5 present a unified theoretical framework for the
analysis of fitness landscapes when mutation is weak, each chapter was also written
so that it could stand alone. I apologize for any repetition. Mathematical derivations
that did little to aid in intuitive understanding, and other technical passages, have
been relegated to the appendices.
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2
Visualizing fitness landscapes

In this chapter, I present the basic weak mutation framework that will be used for
the rest of the dissertation and describe my method for visualizing the structure of
fitness landscapes in terms of the dynamics they induce in an evolving population.
The RNA example used here will serve as a running example through Chapters 3
and 4, and I conduct a much more detailed analysis of the RNA neutral network
discussed briefly here in Chapter 5.

2.1 Introduction
The fitness landscape is one of the most influential concepts in evolutionary biology.
First proposed by Sewall Wright (1932), a fitness landscape is a mapping from a set
of genotypes to fitness, where the set of genotypes is organized according to which
genotypes can mutate from one to another (Kauffman, 1993; Stadler, 2002; Gavrilets,
2004). While the structure of the fitness landscape is critical for understanding
evolutionary dynamics (Kauffman and Levin, 1987; Weinreich et al., 2005), gaining
an intuitive understanding of these landscapes has proved difficult due to the large
number of genotypes and high dimensionality of all but the smallest genotypic spaces.
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For instance, to depict the fitness landscape for even the three locus diallelic case
we would ideally need four dimensions (three dimensions to plot the genotypes at
the corners of a cube, plus a fourth dimension if fitnesses are to be displayed as
heights), while for comprehension and display we are typically limited to two, or
perhaps three, dimensions.
Wright proposed two different methods for depicting fitness landscapes. First, for
sufficiently small genotypic spaces, he plotted the genotypes individually, connecting
two genotypes by a line to denote a possible mutation (Wright, 1932). The specific
location at which each genotype was plotted was determined either by designating
one genotype as the wild-type and plotting each of the other genotypes according
to the number of substitutions between it and the wild-type (Wright, 1932, Fig. 1;
1982, Fig. 6), or in an ad-hoc manner meant to reveal the main qualitative features
of the landscape (Wright, 1982, Fig. 3). This type of approach is both useful and
uncontroversial since the genotypes and their mutational connectivity are displayed
explicitly.
Second, Wright argued that we can reason about and understand larger fitness
landscapes by employing a topographical metaphor. Specifically, Wright suggested
that for a large number of loci we can think of the genotypic space as being effectively
continuous, so that as a heuristic matter we can imagine the fitness landscape as being
a two-dimensional surface in a three-dimensional space (Wright, 1932). Wright used
this approach to create an iconic series of figures depicting evolutionary dynamics in
various population genetic regimes (Wright, 1932). These diagrams were incredibly
influential, particularly on Dobzhansky and Simpson (Ruse, 1996), and remain the
standard way of illustrating ideas about fitness landscapes with more than just a few
genotypes (e.g. Orr, 2005; Poelwijk et al., 2007).
This second approach is considerably more controversial. Because Wright provided no explicit or implicit method for producing his diagrams, they were strongly
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criticized by Wright’s biographer, William Provine, as being “unintelligible” and
“meaningless in any precise sense” (Provine, 1986, pg. 310, see also Ruse, 1996;
Skipper, 2004). Provine also criticized Wright for later using the same diagrams to
illustrate what might more properly be called adaptive landscapes, that is, mappings from allele frequencies to mean population fitness, which is a different, albeit
related matter. These criticisms lead Wright to reply, in his last publication before
his death in 1988, that while his representations were indeed “useless for mathematical purposes”, “an intelligible representation depends on some enormous simplification” (Wright, 1988, see also Pigliucci, 2008).
Irrespective of their schematic, non-rigorous nature, the question remains of
whether Wright’s low-dimensional continuous surfaces provide a set of appropriate intuitions for understanding evolutionary dynamics in high-dimensional discrete
spaces. Gavrilets has recently argued that high-dimensional landscapes have qualitatively different features than low-dimensional landscapes (Gavrilets, 1997, 2003,
2004). The crux of the matter is that in a sufficiently large number of dimensions,
each genotype also has a large number of mutational neighbors, so large, in fact,
that even when fitnesses are assigned at random, each genotype is likely to have at
least one neighbor with a similar fitness. If such a situation holds, the set of high
fitness genotypes generically forms a connected network (Gavrilets and Gravner,
1997; Gavrilets, 2003, 2004). Thus, while isolated fitness peaks appear quite natural
when we consider a low-dimensional surface, which suggests the problem of how a
population can move from one local fitness maximum to another (Wright, 1932),
in high-dimensional discrete spaces this problem rarely arises, since at long time
scales populations typically diffuse neutrally along a network of high fitness ridges
that extends throughout the genotypic space. Such criticisms have lead to a serious discussion in the philosophical literature as to whether these low-dimensional
representations, or even the topographical metaphor as a whole, ought to be aban17

doned (Pigliucci and Kaplan, 2006; Kaplan, 2008, see also, Skipper, 2004; Calcott,
2008)
In summary, while adequate methods exist to visualize small fitness landscapes,
the low-dimensional representations most evolutionary biologists use to reason about
larger fitness landscapes may be highly misleading (Gavrilets, 1997, 2003, 2004).
Combined with a rich literature on theoretical and computationally derived fitness
landscapes (e.g. Kauffman, 1993; Gavrilets, 2004; Fontana, 2002; Cowperthwaite and
Meyers, 2007; Bornberg-Bauer and Chan, 1999; Wagner, 1996a; Ciliberti et al., 2007)
and a recent resurgence of interest in empirical fitness landscapes (Poelwijk et al.,
2007; Dean and Thornton, 2007), this suggests the need for rigorous methods capable
of creating low-dimensional representations of large fitness landscapes.
In this paper, I propose just such a method, drawing heavily on recently developed, random walk based techniques for data analysis and dimensionality reduction (Meila and Shi, 2001; Belkin and Niyogi, 2003; Koren, 2005; Coifman and Lafon,
2006; Fouss et al., 2007). The main idea is to create a low-dimensional representation of the genotypic space where genotypes are plotted close together or far apart
depending on how easy it is to evolve from one to another. Crucially, the difficulty in
evolving from one genotype to another should depend on the fitnesses of intermediate
genotypes, so that genotypes separated by a fitness valley should be drawn far apart
even if the mutational distance between them is small, and genotypes connected by
neutral paths should be drawn close together even if they are separated by many
mutations.
The resulting representation of the genotypic space highlights the major features
of the fitness landscape as seen by an evolving population. With such a representation in hand, the fitness of each genotype can be displayed graphically using an
additional axis or by varying the size or color of the symbols used to plot the genotypes. Alternatively, and perhaps more importantly, these representations can be
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used to display other types of data, for instance the value of each genotype with
respect to traits other than fitness or the results of simulated evolution. These additional applications may allow us to gain new insights into the structure of the
genotype-phenotype map and its effects on evolutionary trajectories, a related set
of questions plagued by difficulties associated with the large dimensionality of the
genotypic space.
To understand how we construct these visualizations, consider a population for
which mutations are sufficiently rare that each new mutation either fixes or is lost
prior to the next mutation arising. We can view a population in this weak mutation
regime as a single particle moving from one genotype to another at the birth of each
new mutant destined for fixation. That is, we can view such a population as taking
a biased random walk on the fitness landscape, where the bias is due to the action
of natural selection combined with any biases in the mutational dynamics.
In this context, a natural measure for the difficulty of evolving from genotype i
to genotype j is the expected number of generations it would take to evolve from i to
j. While this notion of evolutionary difficulty is not symmetric, in the sense that it
might take less time to evolve from i to j then it takes from j to i, we can construct
a symmetric notion of difficulty by looking at the sum of the expected time it would
take to evolve from i to j and the expected time it would take to evolve from j back
to i. Call this sum the commute time, or evolutionary distance, between i and j.
It turns out that by plotting each genotype at coordinates given by some appropriately normalized eigenvectors of the transition matrix describing this random walk,
we can construct a high-dimensional representation of the fitness landscape where
the squared Euclidean distance between each pair of genotypes i and j is equal to
the commute time (evolutionary distance) between them. Furthermore, we can construct a low-dimensional representation of the fitness landscape by only using the
eigenvectors associated with the two or three largest subdominant eigenvalues of the
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transition matrix. This low-dimensional representation turns out to be an optimal
projection of the high-dimensional representation in the sense that it is equivalent to
doing a principal component analysis on the high-dimensional representation when
each genotype is weighted by its frequency at equilibrium.
Besides being easy to compute, which allows us to visualize fitness landscapes containing tens of thousands of genotypes, these eigenvectors have a number of useful
graphical and theoretical properties. For instance, the low-dimensional representation I just described is also a stretched version of the representation that minimizes
the sum of the squared distances between genotypes where the squared distance between genotypes i and j is weighted by the frequency of fixations from i to j at
equilibrium, which intuitively places genotypes close together if fixations from one
to the other are frequent at equilibrium. Similarly, when the transition matrix for
the random walk is expressed in terms of its eigenvalues and eigenvectors, it becomes
natural to think of evolution on a fitness landscape in terms of a set of deviations
from the equilibrium distribution, each of which decays geometrically in time at a
rate determined by the associated eigenvalue. The eigenvectors used to create the
visualizations can then be thought of as showing, for each choice of initial genotype,
the weight given to the most slowly decaying of these deviations.
The remainder of the paper is structured as follows. I will describe the evolution
of a population on a fitness landscape in the weak mutation regime and give a simple
way to view this process in terms of the eigenvectors and eigenvalues of the associated
transition matrix. I will then describe the properties of these eigenvectors when
used to visualize fitness landscapes. Finally, I will use these techniques to explore
evolutionary dynamics on two fitness landscapes. Technical results and detailed
methods for the examples are contained in an Appendix at the end of the manuscript.
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2.2 Defining the random walk
Because our strategy is to use the evolutionary dynamics induced by the fitness
landscape to produce a representation of the landscape, we must first describe those
evolutionary dynamics. We will make two basic assumptions.
First, as was mentioned in the introduction, we assume that mutation is weak.
Specifically, if N is the size of a haploid asexual population and µ is maximal total
mutation rate for any genotype, we assume that the expected number of mutants
produced per generation, N µ, is small enough that each mutation will typically go to
fixation or be lost from the population prior to the appearance of the next mutation.
Thus, the probability of fixation for a new mutation is simply a function of the fitness
of its genotype, the fitness of the genotype it was derived from, and the population
size. Furthermore, since a population with small N µ will typically be composed of a
single genotype, we will treat the whole population as a particle that changes state
at the birth of a new mutant that is destined for fixation.
Second, we will assume the technical condition that the mutational dynamics
are reversible in equilibrium. This assumption is common in models of sequence
evolution (see Zharkikh, 1994, for a review), and essentially means that there are no
cyclic mutational biases. Our motivation for using it here is that it guarantees that
the transition matrix of our random walk can be decomposed in a particularly nice
form. Specifically, the mutational dynamics are reversible if and only if for every
pair of genotypes i and j, we have πM (i)M (i, j) = πM (j)M (j, i) where M (i, j) is the
mutation rate from i to j and πM (i) is the frequency of genotype i at equilibrium
in the absence of natural selection. A more illuminating way of putting this is that
M (i, j) = ci,j πM (j) where ci,j = cj,i ≥ 0 for all i, j, i.e. the neutral equilibrium
frequencies of the genotypes determine the ratio of the forward and reverse mutation
rates, but the absolute rates are determined by a nonnegative multiplicative constant
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that can be chosen separately for each pair of genotypes. For large fitness landscapes
most of these constants will be zero, since each genotype will typically only be able
to mutate to a small fraction of all possible genotypes. We do assume, however,
that there exists some mutational path from any genotype to any other, so that the
fitness landscape as a whole is connected. Note that all models with symmetric rates
(M (i, j) = M (j, i) for all i, j) are reversible.
The transition matrix for our random walk is the matrix P whose i, j-th entry
gives the probability that the state of the population in the next generation will be
genotype j, given that the current state of the population is genotype i. Then P (i, j)
for i 6= j is just the probability that a population at genotype i produces a mutant of
type j times the probability that the resulting mutant is destined for fixation, while
P (i, i) is the probability that no mutant destined for fixation is produced. Using
the classical fixation probability (Fisher, 1930; Wright, 1931; Kimura, 1962) derived
from the diffusion approximation to the Wright-Fisher process, we have:

−2(s(j)−s(i))

 N M (i, j) 1 − e−2N (s(j)−s(i))
1−e
P (i, j) =

P

1 − k6=i P (i, k)

if i 6= j
.

(2.1)

if i = j

This model is similar to the strong selection-weak mutation (SSWM) models frequently used for studying evolution on fitness landscapes (Gillespie, 1983, 1984b;
Weinreich et al., 2006, reviewed in Orr, 2005), except that it is more general in that
it allows neutral and deleterious fixations. Allowing these classes of substitutions
is necessary because the long-term behavior of a population evolving on a fitness
landscape under weak mutation will often be dominated by the long waiting times
for the deleterious fixations needed to cross fitness valleys.
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The equilibrium distribution, π for the Markov chain defined by P is given by
πM (i) e2(N −1)s(i)
π(i) = P
,
2(N −1)s(k)
k πM (k) e

(2.2)

which is essentially Wright’s classical stationary distribution in the limit where the
expected number of mutations per generation approaches zero (Wright, 1931). It is
easy to verify that the Markov chain defined by P is reversible (that is, π(i)P (i, j) =
π(j)P (j, i) for all i, j, see e.g., Sella and Hirsh, 2005).
It is useful to analyze Eq. 2.2 in terms of the aspects of the fitness landscape
that do and do not affect the equilibrium distribution. Specifically, the equilibrium
distribution is a function of the population size together with the neutral equilibrium
frequency and fitness of each genotype (N , πM (i) and fi ), but does not depend on the
mutational connectivity between genotypes or the absolute rates of mutation between
genotypes, which are controlled by the ci,j . Thus, with respect to the equilibrium
distribution, it does not matter if each genotype can mutate to all the other genotypes
or if each genotype can only mutate to a few neighbors. Similarly, two genotypes
with the same fitness and the same neutral equilibrium frequency have the same
equilibrium frequency under natural selection regardless of whether one is a local
fitness maximum and the other a local fitness minimum. However, we expect the
dynamics caused by starting at a local fitness maximum to be quite different than
dynamics caused by starting at a local fitness minimum. This suggests that in order
to understand the effects of the fitness landscape on an evolving population we need
to look at the approach to equilibrium, a topic we take up in the next section.
Although our discussion has been based on the discrete-time, haploid, WrightFisher model, analogous results hold when natural selection is modeled using the
exact fixation probability for the Moran process, for the diploid case (assuming fitnesses are multiplicative within loci), and for continuous time (Sella and Hirsh, 2005;
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for additional results and discussion, see also Iwasa, 1988; Barton and Coe, 2009).

2.3 Eigendecomposition of the transition matrix
Because the equilibrium distribution is independent of the structure of the fitness
landscape, we will focus instead on the approach to equilibrium. The decomposition
of the transition matrix in terms of its eigenvalues and eigenvectors can be used to
give a simple and intuitive characterization of these transient dynamics (eigenvector
expansions have a storied history in population genetics, see e.g. Kimura 1955 for
their use in solving the diffusion approximation).
We begin by finding the eigenvectors. Let D be the diagonal matrix with D(i, i) =
π(i). Because the Markov chain defined by P is reversible, π(i)P (i, j) = π(j)P (j, i)
for all i, j which implies that the matrix D1/2 P D−1/2 is symmetric. Thus all the
eigenvalues of D1/2 P D−1/2 are real and it has a full set of orthonormal eigenvectors.
Let λ1 ≥ λ2 ≥ . . . ≥ λn be the eigenvalues of D1/2 P D−1/2 , and let q1 , . . . , qn be its
orthonormal eigenvectors, where qk is the eigenvector associated with λk . Since P and
D1/2 P D−1/2 represent the same linear transformation expressed in different systems
of coordinates, the λk are also the eigenvalues of P . Furthermore, D1/2 qk is a left
eigenvector of P with eigenvalue λk and D−1/2 qk is the associated right eigenvector.
Since P is stochastic, non-negative and irreducible, λ1 = 1 > λ2 , and the assumption
that N µ  1 implies, by the Gersgorin disc theorem, that λn ≥ 1 − 2N µ > 0 (Horn
and Johnson, 1985).
It is easy to verify that the top left eigenvector, D1/2 q1 is just the equilibrium
distribution, π, and the top right eigenvector, D−1/2 q1 , is the vector of all ones,
(1, . . . , 1). Since the left eigenvectors for k ≥ 2 are orthogonal to D−1/2 q1 = (1, . . . , 1),
each of the lower left eigenvectors has entries that sum to zero, so that adding one
of these eigenvectors to the equilibrium distribution still results in a vector whose
entries sum to one. Thus, it is natural to regard the left eigenvectors of P as a basis
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for the set of probability distributions over genotypes, where each of the lower left
eigenvectors can be viewed as a deviation from the equilibrium distribution.
The significance of this interpretation becomes clear when we look at the influence
of the fitness landscape on an evolving population. Suppose our population starts out
at genotype i at generation zero. Let xi,t (j) be the probability that the population
is at genotype j at generation t. By expressing P in terms of its eigenvalues and
eigenvectors we have

xT
i,t

=

t
xT
i,0 P

T

=π +

n
X

λtk (D1/2 qk )T (D−1/2 qk (i)).

(2.3)

k=2

What Eq. 2.3 says is that the probability distribution describing the location of the
population can be expressed as a sum of deviations from the equilibrium distribution,
where each deviation, D1/2 qk for k ≥ 2, decays geometrically in time with parameter
λk < 1. Clearly as t becomes large, the terms λtk become very small, so that xi,t
becomes close to π independent of the initial genotype i. However, the terms λtk for
small k become small more slowly than the others, so that the associated eigenvectors
can be thought of as the deviations from equilibrium that persist longest. Thus, it is
the D1/2 qk for small k that summarize the long-term effects of the fitness landscape
itself, as opposed to the fitnesses of the genotypes that compose it.
What about the right eigenvectors of P ? In Eq. 2.3, the deviations from equilibrium and the rate of decay of each deviation are independent of the initial genotype.
What the initial genotype determines are the weights for each of these geometrically
decaying deviations, and these weights are given by the lower right eigenvectors of
P . That is, if the population starts at genotype i the weight on the deviation from
equilibrium described by the left eigenvector D1/2 qk is given by the i-th entry in the
corresponding right eigenvector, D−1/2 qk (i).
More abstractly, just as the left eigenvectors of P serve as a natural basis for
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probability distributions on the set of genotypes, the right eigenvectors of P serve as
a natural basis for functions on the set of genotypes when each genotype is weighted
by its frequency at equilibrium. For instance, suppose we want to know the covariance
at equilibrium between two functions on the set of genotypes whose values are given
by the vectors a and b, where a and b are mean-centered, i.e. π T a = π T b = 0. Then
P
T
we have covπ (a, b) =
i π(i)a(i)b(i) = b Da. This calculation suggests that the
natural inner product for functions on genotypes is given by ha, bi ≡ bT Da. It is
easy to verify that the D−1/2 qk provide an orthonormal basis with respect to this
new, weighted inner product.

2.4 Characterizing the visualizations
The preceding discussion suggests that for an m-dimensional representation of the
fitness landscape, we might choose to plot genotype i at (D−1/2 q2 (i), D−1/2 q3 (i), . . . ,
D−1/2 qm+1 (i)), since these coordinates express the effects of starting a population at
genotype i in terms of the weights given to the most slowly decaying deviations from
equilibrium. Intuitively, if the long-term evolutionary consequences of starting at two
genotypes are similar to each other, they should be plotted close together in such a
representation, and indeed, this representation has a number of nice properties.
If we consider the frequency of fixations from genotype i to j at equilibrium, it
would make sense to plot i and j close together if such fixations occur frequently.
In fact, the representation given above minimizes the sum of the squared distance
between genotypes, where the squared distance between each pair of genotypes is
weighted by the frequency of fixations from one to the other at equilibrium, subject
to the constraint that when each genotype is weighted by its equilibrium frequency
the representation is mean centered with unit variance along each axis and zero
covariance between axes.
To see why the right eigenvectors of P give the solution to this minimization prob26

lem, it helps to view our fitness landscape as defining an undirected graph with edge
weights W (i, j) = π(i)P (i, j) = π(j)P (j, i), Thus, the weight between two genotypes
is equal to the frequency of fixations from one to the other at equilibrium. Associated
with the graph defined by W is a matrix L, known as the graph Laplacian (Mohar,
P
1991; Godsil and Royle, 2004), where L(i, j) ≡ k6=i W (i, k) if i = j and −W (i, j)
otherwise. The graph Laplacian is useful because it encodes the weighted sum of the
squared distances between genotypes, i.e. for an axis where the position of genotype
i is given by v(i), we have
v T Lv =

1X
π(i)P (i, j) (v(i) − v(j))2 .
2 i,j

(2.4)

The constrained minimization problem given above can then be restated in terms of
finding the generalized eigenvectors of L with respect to the weight matrix D (Koren,
2005). Because L can also be written as L = D(P −I), where I is the identity matrix,
these generalized eigenvectors of L are simply the right eigenvectors of P (see the
Appendix for more details).
One defect of this representation is that it is independent of the absolute time scale
of the evolutionary dynamics. For instance, it is easy to show that multiplying all mutation rates by a constant c will change the eigenvalues of P but not its eigenvectors,
and thus will not change the representation described above. To solve this problem,
recall that by Eq. 2.3, the contribution of each deviation from equilibrium decays
geometrically in time with parameter λk . This geometric decay has an associated
time scale given by the relaxation time 1/(1 − λk ), meaning that the larger λk decay
over longer time scales. By scaling each axis of the representation by the squareroot of the associated relaxation time, we can create a representation where squared
√
distances have units of generations. In particular, let uk = (1/ 1 − λk )D−1/2 qk for
k ≥ 2, and plot genotype i at (u2 (i), u3 (i), . . . , um+1 (i)). This new representation
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has the same fundamental geometry as our original representation, since we have
simply stretched the axes, but now multiplying all mutation rates by a constant c
√
will multiply all coordinates by 1/ c.
This rescaled representation has the following interpretation. Define the first passage time from genotype i to genotype j as the expected number of generations it
would take a population starting at genotype i to evolve to genotype j. Ideally, we
would want distances in our visualizations to reflect these first passage times, but the
first passage time from i to j is generally not equal to the first passage time from j
to i, whereas distances in the visualizations must be symmetric. Instead, define the
commute time between i and j to be the expected time it would take to evolve from
genotype i to genotype j and then back to i. The commute time is clearly symmetric
because it is simply the sum of the first passage time from i to j and the first passage
time back from j to i. It turns out that if we make a high-dimensional representation
of the fitness landscape using all n − 1 of these rescaled axes, then the squared distance between any two genotypes is equal to the commute time between them (see
Appendix). Furthermore, when the position of each genotype is weighted by its equilibrium frequency, the axis corresponding to λk has variance equal to the relaxation
time of the associated deviation from equilibrium, 1/(1 − λk ), which is decreasing in
k, and there is zero covariance between axes. Thus, this high-dimensional representation is already expressed in its principal component axes, so that a low-dimensional
representation where genotype i is plotted at (u2 (i), u3 (i), . . . , um+1 (i)) is equivalent
to conducting a principal component analysis on a high-dimensional representation
where the squared distance between genotypes is equal to the commute time between
them.
Because a principal component analysis creates a variance maximizing projection,
intuitively we can think about this procedure as projecting the high-dimensional representation onto a subspace that lies near the genotypes that are both high fitness
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(and hence have high frequencies at equilibrium) and for which it is difficult to get
from one to the other. However, in the introduction I suggested that the commute
time can be thought of as a kind of evolutionary distance, and indeed the commute
time defines a distance measure (i.e. a metric) on the set of genotypes (Fouss et al.,
2007). This leads to the question of why this type of projection is preferable to a
method that attempts to preserve the distance relations directly, such as Sammon’s
mapping (cf. Kim and Moon, 2003). First, it is important to realize that the largest
commute times will typically be between unfit genotypes, so that these relationships will dominate such a drawing, whereas we are usually most interested in the
evolutionary relationships between the fittest genotypes. Second, for large fitness
landscapes, computing the commute times quickly becomes impractical, since for n
genotypes it requires finding all n eigenvectors. On the other hand, creating a two
or three dimensional representation based on the procedure described above only
requires calculating the three or four eigenvectors associated with the largest eigenvalues, and this is practical for fitness landscapes containing tens of thousands of
genotypes, particularly if the associated transition matrix is sparse, as will typically
be the case.
One concern about our use of commute times is that often we are most interested
in the forward-time dynamics of the Markov chain so that the first passage time in
one direction might be more interesting to us than the reverse first passage time. The
most obvious place where such asymmetry is likely to be important is when genotype
i with lower fitness has a direct path of increasing fitness to genotype j which is a
fitness peak. While the commute time interpretation may not be particularly useful
in this case, remember that by hypothesis a population starting at genotype i will
quickly find itself at genotype j. With respect to the waiting time for the Markov
chain to reach some other genotype k on a different fitness peak, the long-term
consequences of starting at i are similar to starting at j and it makes sense to plot
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the two genotypes close together.
A more serious objection is that we are most often interested in the transient
response of the Markov chain and not the longer time scale where most hitting times
occur (after all, in nature we suspect that the set of genotypes that ever come into
existence will typically be a tiny fraction of the set of possible genotypes). I will have
more to say on this issue in the future, but for now allow me to point out that the
representations proposed here actually have a beautiful geometric interpretation in
terms of the forward-time evolutionary dynamics. Consider the full n−1 dimensional
representation where genotype i is plotted at (u2 (i), u3 (i), . . . , un (i)), and imagine
each genotype as a ball, the weight of which is proportional to its current frequency.
At equilibrium, the representation as a whole is balanced, in the sense that its center
of gravity lies at the origin, since π T uk = 0 for k > 2. On the other hand, when our
population starts at genotype i, we can think of a single ball, with all the weight
lying at (u2 (i), u3 (i), . . . , un (i)), so that there is an imbalance that lies along the line
from the origin to (u2 (i), u3 (i), . . . , un (i)). How does the center of gravity, that is, the
expected position of the population in the high-dimensional representation, approach
√
the origin? Because (D1/2 ql )T uk = (D1/2 ql )T (D−1/2 qk )/ 1 − λk = 0 for l 6= k, the
movement of the expected position of the population along each axis of the representation is controlled entirely by the decay of the corresponding deviation from equilibrium. Thus, at time t the expected position is simply (λt2 u2 (i), λt3 u3 (i), . . . , λtn un (i)),
i.e., the center of gravity decays geometrically along each axis. Because the decay is
fastest along uk for larger k, after a sufficient amount of time, we expect the center
of gravity to lie near the subspace that we plan to project onto to create our lowdimensional representation. Furthermore, what remains of the imbalance, in terms
of the entire probability distribution describing the location of the population, lies
along a direction specified by the vector from the origin to this center of gravity. Since
this vector lies near our subspace, variation along it should be preserved when we
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carry out our projection, resulting in a useful depiction of the remaining imbalance.
Having described several interpretations for the visualizations derived from the
eigenvectors of P , I should stress that the utility of the visualizations does not come
from any one of these interpretations, but rather from their confluence. The visualizations are easy to calculate, and reflect several different features of evolution on
the fitness landscape. It is also important to note that these visualization techniques
will work for any finite state reversible Markov chain and, indeed, a variety of similar
frameworks exist for the more general case (Belkin and Niyogi, 2003; Coifman and
Lafon, 2006; Fouss et al., 2007). Each of these approaches has a different goal at
hand, whether to recover the structure of a manifold embedded in a high-dimensional
space, or calculate the similarities between users in a database, and hence each approach has somewhat different technical properties. Here, at each step, I have strived
to maximize the relevance of the visualization and analytical techniques for questions
of evolutionary interest, for instance by having the visualizations emphasize the relationships between the fittest genotypes and having them reflect the absolute time
scale of the dynamics so that visualizations of different fitness landscapes will be
in some sense comparable. Nonetheless, other visualization methods may be as, or
more, useful than the one proposed here depending on the structure of the fitness
landscape and the specific questions being asked, and such methods should certainly
be pursued.

2.5 Examples
To illustrate these techniques, let us look at two examples. Both examples are
based on two-dimensional versions of the rescaled representation where genotype i is
plotted at (u2 (i), u3 (i)). Visualizations based on the unscaled coordinates are similar,
if somewhat less informative.
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2.5.1

A one codon fitness landscape

Fig. 2.1A shows the fitness landscape for a single codon under selection for the amino
acid serine and selection against stop codons. Mutation is modeled with a realistic
mutation scheme derived from empirical observations in yeast (Lynch et al., 2008, see
Appendix). Codons that code for serine are represented by unfilled circles, the size
of each genotype is proportional to its frequency at equilibrium, and edges connect
genotypes that differ by a single point mutation.
Serine is unique among the amino acids because it is coded for by two sets of
codons that are not contiguous under point mutations. Hence, selection for serine
produces a two-peaked fitness landscape. The visualization shows these peaks as
being broadly separated (Fig. 2.1A) because commute times between codons are short
within a peak (substitutions occur at the neutral mutation rate), but long between
peaks (there is a long waiting time for deleterious fixations, and there is also a
reasonable probability that a population which does leave one peak will simply return
to the same peak). Note that the various serine codons have different equilibrium
frequencies due to the strong AT mutational bias in yeast.
Just as the coordinates derived from a principal component analysis sometimes
correspond to intuitively identifiable features of the data set (for instance, the first
principal component in a morphometric data set sometimes corresponds to overall
size), the axes in Fig. 2.1A also have intuitive interpretations. For instance, one
obvious question is: given that a population starts at a particular codon, what is
the expected waiting time until it evolves to a genotype that codes for serine? This
waiting time can be calculated using standard results in the theory of finite state
Markov chains (Kemeny and Snell, 1976) and corresponds roughly to the the u3
coordinate (y-axis in Fig. 2.1A; Fig. 2.1B shows the u3 coordinate of each genotype
plotted against this waiting time). Similarly, we can calculate the probability that
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Figure 2.1: A one codon fitness landscape with selection for serine and against stop
codons. The six serine codons have fitness 1.001, the three stop codons have fitness
.999, all other codons have fitness 1.000, N = 3000, natural selection is modeled as a
Moran process, and mutation is based on empirically observed rates for yeast (Lynch
et al., 2008). (A) Genotypes coding for serine are shown as unfilled circles, all other
genotypes are shown as filed circles, and the area of each circle is proportional to
its frequency at equilibrium. Edges connect genotypes that differ by a single point
mutation. (B) The u3 coordinate of each genotype is plotted against the expected
number of generations before a population starting at that genotype would evolve a
serine. (C) The probability that a population starting at a given genotype evolves a
serine coded for by TCA, TCG, TCC, or TCT before evolving a serine coded for by
AGT or AGC is plotted against the u2 coordinate of that genotype.
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a population starting at any given genotype will first reach the cluster of serine
genotypes containing the codons TCA, TCG, TCC and TCT. This probability has a
strong linear relationship with the u2 coordinate of each genotype (x-axis in Fig. 2.1A;
Fig. 2.1C shows the probability of first reaching this larger cluster plotted against
the u2 coordinate of each genotype). Returning to Fig. 2.1A, we can at a glance
assess the mutational connectivity, equilibrium frequency, and evolutionary fate of
each genotype.
Because the transition matrix for the evolutionary random walk will typically
be a function of population size (the strength of natural selection, and hence the
bias in this random walk, increases with increasing population size), each fitness
landscape actually defines a family of visualizations parametrized by the population
size, N . Fig. 2.2 shows a sequence of visualizations of the serine fitness landscape
with increasing N . In the absence of natural selection, N = 1, the visualizations are
highly symmetric (see Appendix), reflecting the symmetries of the genotypic space
and the mutational dynamics. As N increases, the visualizations are increasingly
deformed by the action of natural selection. In particular, notice the increasing
distance between the two fitness peaks with increasing N , which reflects the increased
waiting time for deleterious fixations.
2.5.2

A neutral network

To demonstrate these techniques on a larger landscape, we will visualize a landscape
previously investigated by van Nimwegen et al. (1999a). This landscape is derived
from the RNA sequence to RNA secondary structure genotype-phenotype map (Cowperthwaite and Meyers, 2007), and consists of 51 028 single-stranded RNA sequences
of length 18 that are contiguous under point mutations and which all share a single
minimum free energy secondary structure (see Appendix for details). Such a set is
known as a neutral network (Cowperthwaite and Meyers, 2007). We assume strong
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Figure 2.2: The fitness landscape from Fig. 2.1A is shown for three different population sizes, N . For N = 1, the representation is highly symmetric, reflecting the
neutral population dynamics. As N increases, the representation becomes increasingly deformed, reflecting the increasing power of natural selection. Notice that for
increasing N , the equilibrium frequency of codons coding for serine increases (unfilled
circles), and the distance between the two fitness peaks also increases, reflecting the
longer waiting time for deleterious fixations.

stabilizing selection on secondary structure so that genotypes on the network are
neutral relative to each other and genotypes off the network never fix. We can think
of this as a ‘fitness mesa’, that is, a fitness peak that is flat on top, with very steep
sides. Our visualizations allow us to picture the top of this mesa.
Strikingly, the visualization of this network picks out 3 well-separated clusters
along the u2 axis (Fig. 2.3). On the left is a cluster of 47 019 genotypes, and on the
right is another cluster of 3718 genotypes. These clusters are connected to each other
only via a much smaller third cluster of 291 genotypes, each of which has exactly
one neighbor in the left cluster and one neighbor in the right cluster. In other words,
this fitness mesa is really composed of two large, separate regions, connected by a
bottleneck or narrow ridge.
RNA chemistry provides a simple explanation for these clusters. When a single
stranded RNA molecule folds up on itself to form a secondary structure, it can
make three types of basepairs: the Watson-Crick GC and AU basepairs, and also
the ‘wobble’ basepair GU. A sequence of mutations that changes a GC into an
AU basepair while maintaining the basepair in question (and hence the secondary
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Figure 2.3: A neutral network from the RNA sequence to RNA secondary structure
genotype-phenotype map previously studied by van Nimwegen et al. (1999a). 51 028
single stranded RNA sequences of length 18 are shown, each of which folds into
the same secondary structure. The visualization was produced by assuming that
each possible point mutation occurs with probability 1/1000 per generation, that
all sequences with the target secondary structure are of equal fitness, and that only
such sequences are viable. The sequences fall into 3 clusters (shown by the range
bars at the top of the figure), which correspond to the possible base identities for the
basepair formed between the 2nd and 17th bases. In the inset, genotypes are colored
according to their equilibrium frequency in the strong mutation regime. Genotypes
whose occupation is greater than 2.0 × 10−5 = 1/51 028 are shown in black.

structure) must go through a GU intermediate (Gruner et al., 1996). It turns out
that the clusters correspond to these three possible options (GC, GU and AU) for
the basepair formed between the 2nd and 17th basepairs in this particular secondary
structure (see the range bars at the top of Fig. 2.3).
Indeed, this narrow ridge has a profound affect on the evolutionary dynamics.
Just as transitions between separated fitness peaks are unlikely because of the necessity of deleterious fixations, transitions between the two large clusters in this neutral
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network occur infrequently because it is unlikely for a wandering population to find
the narrow ridge that connects them. For instance, for a population to pass from the
GC region to the AU region, it is necessary that it first be at one of the .6% of genotypes in the GC region that can even mutate to the GU region. Then, from the GU
region, it has a 50% chance of mutating back to the GC region rather than passing
through to the AU region. This causes the time scale over which the base identities
equilibrate to be approximately 100 times longer for bases 2 and 17 than for an
unpaired base (see Appendix). Because the situation that would create this type of
narrow ridge is typical of RNA chemistry, I hypothesize that these narrow ridges, and
their attendant effects on sequence evolution, are common in RNA neutral networks.
Why does the visualization pick out these clusters? Because all genotypes on the
network are equally fit and there are no mutational biases, Eq. 2.2 tells us that at
equilibrium, that is at the very longest time scales, an evolving population is equally
likely to be at any genotype. However, the narrow ridge means that at shorter time
scales a population that starts on one side of the ridge is likely to remain on the
same side. Recall that the position of each genotype along the u2 axis corresponds
to the contribution of starting at that genotype to the most slowly decaying deviation
from the equilibrium distribution. The fact that the two large regions and the ridge
between them are arrayed across the u2 axis tells us that the effects of the ridge
correspond to the most slowly decaying deviation from the equilibrium distribution.
The fact that the u2 values of most genotypes within each of the large regions fall in
a relatively narrow range tells us that what matters with respect to this deviation is
which region a population starts in, and not which particular genotype within that
region.
The original purpose of the van Nimwegen et al. paper was to discuss the differences between the weak mutation regime that these visualizations are based on,
where the product of population size and mutation rate is very small, and the strong
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mutation regime where the product of population size and mutation rate is very
large so that mutation becomes deterministic and populations are typically polymorphic. In contrast to the weak mutation regime where at equilibrium a population
is equally likely to be at any single genotype, in the strong mutation regime a population spreads to cover the whole neutral network in a manner that increases the
long-term proportion of mutants that remain on the network, a phenomenon van
Nimwegen et al. call “the neutral evolution of mutational robustness”. In Fig. 2.3
(inset), genotypes that are enriched in the strong mutation regime relative to a uniform distribution are colored black while all other genotypes are colored gray. Only
16% of the genotypes are enriched, but 91% of a population at equilibrium in the
strong mutation regime is composed of these genotypes. Notice that the region of
enrichment appears quite compact in the visualization, and is limited to the GC cluster. The AU cluster, on the other hand, is highly depleted under strong mutation.
Although this region contains 8% of the genotypes, it contains only 1/200 000-th of
the population in the strong mutation regime. Thus, even though our visualizations
are based on the weak mutation regime, they can be used as a scaffold to understand
other population genetic situations.

2.6 Discussion
In this paper I have presented a rigorous and interpretable method for visualizing
fitness landscapes. This solves a long-standing problem in evolutionary biology because much of the reasoning about fitness landscapes has involved a visual metaphor
in which the fitness landscape is depicted as a low-dimensional continuous surface.
However, such reasoning may not provide appropriate intuitions for evolutionary dynamics in high-dimensional discrete spaces (Gavrilets, 1997, 2004), and furthermore,
no procedure exists to construct these surfaces from actual data (Provine, 1986).
To summarize my main results, when mutations are sufficiently infrequent, a
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population can be viewed as taking a biased random walk on the set of genotypes,
where the bias is due to the combined action of natural selection and any mutational biases present. This random walk can be understood intuitively in terms of
the eigenvalues and eigenvectors of its transition matrix. The left eigenvector of the
transition matrix associated with its largest eigenvalue, which is 1, gives the equilibrium distribution of the random walk, while the left eigenvectors associated with the
lower eigenvalues can be thought of as deviations from the equilibrium distribution,
each of which decays geometrically in time. Meanwhile, the right eigenvectors of the
transition matrix give, for each choice of initial genotype, the initial weight of each
of these deviations, and provide a natural set of coordinates with which to represent
the fitness landscape. When these eigenvectors are rescaled appropriately, they can
be used to create a high-dimensional representation where the squared Euclidean
distance between genotypes is equal to the commute time between them, and this
commute time can be thought of as a kind of evolutionary distance that reflects
the difficulty of evolving from one genotype to another. By only using the right
eigenvectors associated with the most slowly decaying deviations from equilibrium,
we can construct low-dimensional visualizations that both reflect the evolutionary
distances between genotypes and summarize the most important effects of the fitness
landscape on an evolving population.
These pictorial representations may be particularly useful for hypothesis generation, intuition building, and the display of phenotypic or population-genetic data.
Patterns that may not be obvious by other means can be readily apparent in visualizations, and the large-scale features of the fitness landscape may have broad
explanatory significance, particularly if these large-scale features are comprehensible
in terms of the structural, or biophysical, basis of the genotype-phenotype map (Dean
and Thornton, 2007). This was indeed the case in the two examples studied here.
The RNA secondary structure neutral network turned out to have three clusters,
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and these clusters corresponded to the three possible RNA basepairs (GC, GU and
AU) at a particular location in the secondary structure. Similarly, the fixity of the
amino acid code means that selection for serine will generally create multi-peaked
fitness landscapes. Peak shifts at conserved serine residues should be observable in
nature. More generally, because the visualization methods are so closely related to
the evolutionary dynamics being studied, the qualitative features of any particular visualization are likely to correspond to evolutionarily important features of the
fitness landscape.
One limitation of these methods is that they require exhaustive knowledge of
the fitnesses over the genotypic space in question. Fortunately, advances in highthroughput technologies are making it increasingly possible to systematically phenotype large numbers of genotypes, and this phenotypic data can be used to define
fitness landscapes by assuming an additional mapping from phenotype to fitness.
For instance, it is now possible to determine the affinity of a transcription factor
for every short DNA sequence of length 8 (Berger et al., 2006). These affinities can
be viewed as defining a fitness landscape with respect to selection for transcription
factor binding (Rowe et al., 2010), which can then be visualized to better understand
the evolution of transcription factor binding sites. In the same manner, computational methods that can predict phenotype from genotype, such as the RNA sequence
to RNA secondary structure genotype-phenotype map investigated above (Fontana,
2002; Cowperthwaite and Meyers, 2007), can be used to define fitness landscapes
over even larger spaces. These visualization methods may also provide new insights
into well studied theoretical models, such as Kauffman’s NK-landscapes (Kauffman,
1993) and Wagner’s model for transcriptional regulation (Wagner, 1996a), where
determining the fitness of each genotype presents no difficulty.
Previous investigations into the structure of fitness landscapes have tended to consider the fitness landscape independently from its effects on population dynamics.
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For instance, the few previously proposed methods for visualizing fitness landscapes
that are too large to treat in an ad hoc manner have focused on the hamming distances between local fitness maxima (Kim and Moon, 2003; Ashlock and Schonfeld,
2005) or attempted to expose repeated features of the landscape (Wiles and Tonkes,
2006), but the resulting visualizations are not particularly informative from a population genetic perspective. Similarly, the mathematically sophisticated theory of
fitness landscapes developed by Stadler and colleagues (for a review, see Stadler,
2003) attempts to decompose the fitness function in terms of a basis determined by
the structure of the genotypic space (which is permitted to be much more general
than the mutational spaces considered here). Indeed, if we were to remove natural selection from our analysis, then we would have exactly the type of analysis
advocated by Stadler. The key benefit of incorporating natural selection is that it
usually will produce evolutionary dynamics that are less symmetrical than for the
neutral case. This reduction of symmetry is what allows us to make an informative
low-dimensional representation of the fitness landscape (see Fig. 2.2).
The action of natural selection may also increase the predictability of evolution.
While results from small empirical fitness landscapes suggest that adaptive evolution
may follow relatively few paths (Weinreich et al., 2006; Lozovsky et al., 2009), the
inclusion of neutral and deleterious fixations and the consideration of longer times
scales and larger fitness landscapes is likely to result in each particular evolutionary
trajectory being extremely unlikely. Nonetheless, we might be able to regain a sense
of predictability by using the eigendecomposition of the transition matrix. For instance, if a set of genotypes are clustered in the low-dimensional representation, it
means that the probability distribution describing the long-term fate of a population
is similar regardless of which of those genotypes the population starts at. That is, we
may be able to gain intuitions about distributions of outcomes, even if any specific
outcome is unlikely. Likewise, if there is a gap between the largest subdominant
41

eigenvalues of the transition matrix and the smaller eigenvalues, it means that there
is a separation of time scales, so that there is fast mixing within certain sets of genotypes and much slower mixing between such sets. This situation might suggest a
coarse-grained view of evolution on fitness landscapes where we can predict which
transitions between fast-mixing sets are likely to occur, and via what sort of paths,
without predicting any particular sequence of genotypes.
More broadly, the techniques developed here provide an integrated framework
for both analyzing and visualizing the structure of fitness landscapes. These techniques may provide the beginnings of a new, large-scale view of evolution on fitness
landscapes.
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3
On the findability of genotypes

In this chapter I propose a definition for the findability of genotypes and explore
the relationship between findability and fitness, and analyze the features of a fitness
landscape that make one genotype more findable than another. While this chapter is not couched in the language of ‘deviations from equilibrium’, the connections
with Chapter 2 will become clear in Chapter 4, where I discuss how each deviation
from equilibrium makes an independent contribution to the measures of ‘clumpiness’
proposed in this chapter. In addition, an analysis in terms of deviations from equilibrium is helpful for calculating many of the relevant quantities described in this
chapter for large fitness landscapes, see Chapter 5 and Appendix G. The basic weak
mutation framework remains unchanged from Chapter 2.

3.1 Introduction
It is intuitively obvious that certain genotypes may be easier for a population to
evolve to than others. For instance, a genotype that is accessible via a sequence of
adaptive substitutions from a large fraction of possible genotypes ought to be easier
for a population to find than an equally fit genotype surrounded by a fitness val43

ley (Wright, 1931, 1932; Kauffman and Levin, 1987; Weinreich et al., 2005). The
same idea can be explored at the phenotypic level, where the interaction of developmental and selective constraints may render one phenotype easier to evolve than
another (Maynard Smith et al., 1985).
Is there a way to quantify the “findability” of a genotype or phenotype? In this
paper, I present an analysis of a population genetic regime where the findability
of individual genotypes can be quantified in a rigorous and elegant manner. I also
suggest an approximation that can, when it holds, provide considerable insight into
the findability of phenotypes as well.
In particular, consider a haploid, asexual population with mutation rates determined by a time reversible mutational model. Suppose, in addition, that mutations
occur sufficiently infrequently that each new mutation is either lost or goes to fixation
prior to the time when the next new mutant enters the population. We can model
the evolution of this population as a Markov chain that jumps from one genotype to
another at the birth of each new mutant destined for fixation (this model is similar to
Gillespie’s strong selection weak mutation model (Gillespie, 1983, 1984b), except that
we use Kimura (1962)’s fixation probability to incorporate neutral and deleterious
fixations). If fitnesses are assigned to genotypes in a time and frequency independent manner, then the Markov chain we’ve just described is also reversible (Sella and
Hirsh, 2005), which allows us to apply various results from the theory of finite-state,
reversible Markov chains (Aldous and Fill, in preparation).
The main idea is to quantify the findability of a genotype as the expected time
it takes for a population to become fixed for that genotype, given that the initial
genotype is drawn at random from the equilibrium distribution of the Markov chain.
The shorter this expected waiting time, the more findable we consider a genotype to
be.
This particular measure of the findability of a genotype also characterizes two
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other aspects of the evolutionary dynamics that would themselves be candidates for
quantities that characterize the findability of a genotype. First, one might want it
to be the case that more findable genotypes are typically evolved before less findable
genotypes. Here I show that using my proposed definition for the findability of a
genotype, a population that begins at equilibrium will tend to arrive at the more
findable of a pair of genotypes before the less findable. Second, and more importantly,
one might desire a definition of findability that also characterizes the dynamics when
the population starts at a specific genotype rather than having its starting position
be drawn from the equilibrium distribution. Using my proposed definition for the
findability of a genotype, it turns out that the expected time to evolve from the more
findable to the less findable of a pair of genotypes is always longer than the expected
time to evolve from the less findable to the more findable. Thus, if we consider the
expected time it takes to evolve from genotype A to genotype B as a measure of the
difficulty of evolving from A to B, this result says that it is always more difficult to
evolve from a more findable genotype to a less findable genotype than it is to evolve
in the opposite direction.
These results suggest that it is useful to view the expected waiting times to
arrive at each genotype from an equilibrial start as defining a rank order on the set of
genotypes (Aldous and Fill, in preparation). Because fitnesses (Weinreich et al., 2005;
Weinreich, 2005) and equilibrium frequencies can also usefully be viewed as defining a
rank order on the set of genotypes, it is natural to ask about the relationships between
these orderings. While I demonstrate that increasing the fitness of a genotype always
increases its findability, it is not the case that these rank orderings need be the
same. Indeed I provide an example where the least fit, lowest equilibrium frequency
genotype is also the most findable.
The fundamental reason for the disconnect between the rank ordering of the
genotypes by fitness and the rank ordering of the genotypes by findability is that the
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findability of a genotype depends on both the equilibrium frequency of that genotype
and a measure of the clumpiness of the times a population is at that genotype. In
particular, it turns out that the expected time to evolve to a genotype when the
initial genotype is drawn at random from the equilibrium distribution is equal to
the ratio between 1) the expected number of extra generations, over all time, that
a population spends at that genotype given that it starts at that genotype instead
of at a random genotype drawn from the equilibrium distribution of the Markov
chain (this is the measure of clumpiness) and 2) the equilibrium frequency of that
genotype. The intuitions behind this formula are simple. When a population visits
a genotype, it tends to visit that genotype at a ‘clump’ of nearby times, where each
clump is composed of one or more intervals during which the population is fixed
for that genotype (there may be more than one such interval per clump in the case
of reversion, e.g. in the neighborhood of a local fitness maximum). If a population
spends a fixed proportion of time at a genotype, the longer on average the population
stays at that genotype per clump of visits, the longer the wait between clumps of
visits must be, and hence the longer the expected wait if we begin observing at a
random time.
For instance, consider a genotype that lies at the top of an isolated fitness peak
and a genotype on a broad neutral plateau that both have the same fitness (and
hence the same equilibrium frequency, assuming that mutation rates are pairwise
symmetric). Once a population becomes fixed at the isolated fitness peak it is likely
to stay there for a very long time. This is both because the population must wait for
a deleterious fixation to enter the surrounding fitness valley and because even once
the population enters the fitness valley, natural selection favors a return to the fitness
peak. In contrast, each time the population arrives at the genotype on the neutral
plateau it leaves almost immediately by a neutral substitution and, by a sequence
of such substitutions, quickly finds itself outside the immediate vicinity of our focal
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genotype. Thus, if we think of the times at which a population is at a particular
genotype as discrete clumps, where each clump is a set of nearby intervals during
which the population is fixed at that genotype, the size of the clumps are much larger
for the isolated fitness peak than for the genotype on the neutral plateau. In order
for a population to, on average, spend the same amount of time at both genotypes,
the waiting time between clumps for the fitness peak must be much larger than the
waiting times between clumps for the genotype on the neutral plateau; this renders
the genotype on the neutral plateau the more findable of the pair.
Expressing the findability of a genotype in terms of its equilibrium frequency
and the clumpiness of its occupation gives us insight into the sources of variation
in findability among the genotypes in a single fitness landscape. Because equilibrium frequency and clumpiness of occupation are often positively associated, there
can be much less variation in findabilities than would be expected if clumpiness of
occupation and equilibrium frequency varied independently. I also discuss how the
contribution of equilibrium frequency to the variation can be further broken down
into the contributions of mutation and selection, while the contribution of clumpiness
to the variation can be broken down into the contributions of substitution rate and
the probability of reversion.
While being able to quantify the findabilities of individual genotypes provides a
powerful new theoretical perspective for evolution on fitness landscapes, being able
to understand the findability of phenotypes is of greater practical interest. Unfortunately, the simple theory for the findability of phenotypes does not extend in a
straight-forward manner to a theory for the findability of phenotypes. Nonetheless,
I argue that many of our intuitions for the findability of genotypes still apply to the
case of phenotypes. It is well known that in an equilibrial system, waiting times for
rare events can often be treated with a compound Poisson model, suggesting that
the expected waiting time at equilibrium for a population to become fixed for said
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phenotype will tend to be inversely proportional to the phenotype’s equilibrium frequency and directly proportional to the size of these clumps (Aldous, 1989). Here, I
take a different, but related, approach in which I attempt to generalize the exact formula for the findability of a genotype into an approximate formula for the expected
waiting time for a population to be fixed at a particular subset of genotypes, and
also discuss waiting times for specific evolutionary events to occur, for instance the
expected waiting time to observe a substitution from one particular phenotype to
another.

3.2 The findability of genotypes
The basic population genetic setting is to consider a population in which mutations
arise sufficiently infrequently that each new mutant is typically lost or goes to fixation
before the next mutation enters the population. In this regime, we can model the
evolution of the population as a single particle that jumps from genotype to genotype
at the birth of each new mutant destined for fixation; we can formalize this process
as a Markov chain with a transition matrix P such that P (i, j) for i 6= j is the per
generation probability that a population fixed for genotype i will produce a mutant
of genotype j destined for fixation. Then assuming a haploid, asexual population of
size N evolving by according to a Wright-Fisher process, we have:

−2(s(j)−s(i))

 N M (i, j) 1 − e−2N (s(j)−s(i))
1−e
P (i, j) =

P

1 − k6=i P (i, k)

if i 6= j
(3.1)
if i = j

where M (i, j) is the mutation rate from genotype i to genotype j, s(i) is the selection
coefficient of genotype i, and the probability of fixation is taken from Kimura (1962).
The characterization for the findability of genotypes presented here relies critically
on the Markov chain defined by P having a formal property known as reversibility.
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The most concrete way of understanding reversibility is given by the Kolmogorov
criterion (see, e.g. Kelly, 1979, Section 1.5), which states that a Markov chain is
reversible if and only if the probability of traversing a closed cycle of states in one
direction is equal to the probability of traversing the same cycle in the opposite direction. Thus, reversibility is a statement about the absence of a certain type of
cyclic bias. Fortunately, the Markov chain defined by P is reversible provided that
the mutational dynamics are reversible (i.e., P is reversible if the Markov chain P ∗
is reversible, where P ∗ is constructed from P by setting s(i) = s(j) for all i, j or by
setting N = 1, Sella and Hirsh, 2005). Thus, we will assume that the mutational
dynamics are reversible; such an assumption is extremely common in molecular evolution (see Zharkikh, 1994, for a review, but c.f. Squartini and Arndt 2008).
Assuming that there exists a path of mutations with positive probability between
any pair of genotypes, there also exists an equilibrium probability distribution for
this Markov chain, given by the vector π, such that πT P = πT . It is easy to confirm
that the equilibrium frequency of genotype i is given by:
πM (i) e 2(N −1)s(i)
.
π(i) = P
2(N −1)s(k)
k πM (k) e

(3.2)

where πM (i) is the equilibrium frequency of genotype i in the absence of selection.
With this stationary distribution in hand, we can also express a more common characterization of reversibility, given by the so-called detailed balance condition, which
in our context states that at equilibrium the frequency of fixations from genotype i
to genotype j is equal to the frequency of fixations from genotype j back to genotype
i (π(i)P (i, j) = π(j)P (j, i)). This will be the case so long as the mutational dynamics obey detailed balance, which in turn holds when πM (i)M (i, j) = πM (j)M (j, i).
A variety of alternatives for the fixation probability (including the use of the exact
fixation probability for a Moran process) can also be used to model evolution under
49

weak mutation as a reversible Markov chain; see Sella and Hirsh (2005) for details.
The expression for π(i) given by Equation 3.2 also provides our first insight into
the findability of genotypes. Intuitively, the structure of the fitness landscape in the
neighborhood of a genotype ought to affect its findability. For instance, a genotype
surrounded by a fitness valley ought to be difficult for a population to find due to
the long waiting time for the deleterious fixations needed to reach such a genotype.
However, by Equation 3.2, the equilibrium frequency of a genotype basically just
depends on its own fitness and not its place in the fitness landscape as a whole;
the fitnesses of the neighbors of a genotype only influence its equilibrium frequency
to the extent that the time spent at the neighbors of a genotype is time not spent
at that genotype itself (π(i) is proportional to πM (i) e 2(N −1)s(i) irrespective of the
structure of the rest of the fitness landscape). Thus, there must be something more
to the findability of a genotype than its frequency at equilibrium.
Another characterization of the Markov chain defined by P is given by the matrix
Z, where
Z(i, j) ≡

∞
X

P t (i, j) − π(j).

(3.3)

t=0

In words, Z(i, j) is the expected number of extra generations a population spends at
genotype j given that it starts at genotype i relative to the number of generations
it would have spent at genotype j had its initial position been a random draw from
the equilibrium distribution. Intuitively, a population starting at some particular
genotype is expected to spend extra time in the neighborhood of that genotype and
therefore spends less time in regions of the fitness landscape far from its starting
point, and the matrix Z summarizes this effect (see Chapter 4 for more on how the
Z matrix can be used to define the natural dynamical neighborhood of a genotype)
More formally, Z is known as the fundamental matrix of the Markov chain defined
by P (Aldous and Fill, in preparation), and can serve as an equivalent description
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of the Markov chain, since each choice of Z defines a P and vice-versa. Z will play
a central role in what follows, so it will be useful to note a few of its properties.
Because π(i)P (i, j) = π(j)P (j, i), it is easy to show that π(i)P t (i, j) = π(j)P t (j, i),
P
and hence that π(i)Z(i, j) = π(j)Z(j, i). Furthermore k Z(i, k) = 0, since if a
population spends more time at one genotype it must spend less time at another,
P
and k π(k)Z(k, j) = 0 since a population that starts at equilibrium does not spend
extra time at any particular genotype. To calculate Z, we can use the formula:
Z = (I − P + Π)−1 − Π

(3.4)

where Π is the square matrix whose rows are all πT (Hunter, 1983b). (For those
interested in further exploring the literature on Markov chains, it is worth noting
that sometimes the Matrix Z + 1πT is instead called the fundamental matrix (e.g.
Kemeny and Snell, 1976), and that our matrix Z is also sometimes referred to as the
group inverse of I − P , where I is the identity matrix. For a complete discussion of
the matrices that can play the role of the fundamental matrix in the theory of finite
state, irreducible Markov chains, see Hunter 1983b Sections 7.2 and 7.3; our use of
Z leads to the most intuitive results in the present context.)
The fundamental matrix can be used to provide simple formulas for the expected
time that a Markov chain first arrives in a particular state (Aldous and Fill, in
preparation; Kemeny and Snell, 1976). This time is known as the hitting time,
which we denote Ti for genotype i. The main argument of this paper is that the
natural measure for the findability of a genotype is Eπ Ti , the expected hitting time
for genotype i given that the starting location of the population is drawn from the
equilibrium distribution. The formula for Eπ Ti is well known (Aldous and Fill, in
preparation, see also, Appendix D.1):

Eπ Ti =

Z(i, i)
.
π(i)
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(3.5)

The intuition behind this equation is that Z(i, i) quantifies the clumpiness of the
times when a population is at genotype i; the larger Z(i, i), the more currently being
at i increases the probability of being at i in the future, and hence the larger the
clump of times during which the population is at i. For a constant proportion of
time spent in genotype i, the clumpier the times that the population is at i are, the
longer the gaps between these clumps must be, and hence the longer the expected
waiting time to arrive at i from an equilibrial start. The fact that this waiting time
depends on the ratio between the clumpiness and the equilibrium frequency can lead
to unexpected behavior, as we shall see shortly.
The power of viewing Eπ Ti as the findability of genotype i is that two other
interesting quantities having to do with waiting times to arrive at genotype i can be
characterized in terms of Eπ Ti .
First, the Eπ Ti characterize the asymmetries in hitting times from a non-equilibrial start (Aldous and Fill, in preparation, Chapter 3, Section 4.1). In particular
we can write the expected hitting time on i starting at j as (Appendix D.1):

Ej Ti = Eπ Ti −

Z(j, i)
.
π(i)

(3.6)

Since Z(i, j)/π(j) = Z(j, i)/π(i), we have:
Ei Tj − Ej Ti = Eπ Tj − Eπ Ti .

(3.7)

What this means is that given a pair of genotypes, the expected time to get from the
more findable genotype to the less findable genotype is greater than the expected
time to get to the less findable genotype to the more findable genotype, and in fact,
the difference in these hitting times is equal to the difference in findabilities.
Second, from an equilibrial start one might be interested which of two genotypes
a population is likely to arrive at first. The answer is that one is more likely to arrive
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at the genotype with the lower value of Eπ Ti . In particular, I show in Appendix D.1
that:
Pπ (Ti < Tj )
Ei Tj
=
Pπ (Tj < Ti )
Ej Ti

(3.8)

where Pπ (Ti < Tj ) is the probability that the population becomes fixed for genotype
i before genotype j given that the starting position of the population is drawn from
the equilibrium distribution. To put this another way, the odds of arriving at one
genotype before another depend on the ratio of the expected times to get from one
genotype to the other. But we just saw that if Eπ Ti < Eπ Tj , then Ei Tj > Ej Ti
so that Ei Tj /Ej Ti > 1. Thus, the odds are always in favor of arriving at the more
findable genotype first.

3.3 Findability and fitness
Now that we have established that Eπ Ti characterizes the findability of a genotype,
it is natural to ask about the relationship between findability and fitness. On the
one hand, increasing the fitness of a genotype always increases its findability. First,
by Equation 3.2, increasing the fitness of genotype i monotonically increases the
equilibrium frequency of that genotype and decreases the equilibrium frequencies of
all other genotypes. This decreases the expected time to reach genotype i from an
equilibrial start, since the population has a greater chance of starting there. Second,
increasing the fitness of genotype i increases the probability that a mutation from
some other genotype k to i will fix, which increases P (i, k). This means that the
expected amount of time that it takes to reach i from any other starting genotype
decreases, again decreasing Eπ Ti and hence increasing the findability of i (see Appendix D.2 for details). Indeed, in the Appendix I demonstrate the stronger result
that increasing the fitness of a subset A of genotypes decreases the expected time to
arrive in that subset A from an equilibrial start, Eπ TA . Viewing the set of genotypes
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with a given phenotype as a subset of genotypes, we can interpret this stronger result
as saying that increasing the fitness of a phenotype always increases the findability
of that phenotype.
While increasing the fitness of a genotype always increases the findability of that
genotype, the effects of increasing the fitness of one genotype on the findability of another can be complex. Increasing the findability of one genotype can either increase
or decrease the findability of another genotype; sometimes increasing the fitness of
one genotype will increase the findability of one subset of genotypes and simultaneously decrease the findability of another subset. Similarly, increasing the population
size, N , can have complex effects on the findability of genotypes. First, while increasing the population size will always increase the equilibrium frequency of a fit
genotype relative to a less fit genotype, the absolute equilibrium frequencies of all
but the very fittest genotype will, in general, change in a complex and non-monotonic
manner. Second, changes in N can have complex effects on the clumpinesss of the
times a population as it genotype i by changing the substitution rate at i and by
changing the character of the local fitness landscape (for instance, a small fitness valley may change from being nearly neutral to being a substantial barrier to evolution
as N increases). The end result is that, in general, there is no necessary relationship
between the rank ordering of genotypes by fitness and their rank ordering by findability. Indeed, I will provide an example later where the least fit, lowest equilibrium
frequency genotype is also the most findable.

3.4 The determinants of findability
Given the complex relationship between fitness and findability, how can we understand the relative influence, for any particular fitness landscape, of the various evolutionary factors in determining the variation in findability? One way forward is
based on Equation 3.5, which expresses the findability of a genotype in terms of the
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equilibrium frequency of that genotype and the clumpiness of the times a population
is at that genotype. In particular, since Eπ Ti depends on the ratio of Z(i, i) and π(i)
it seems reasonable to ask how much variation in the π(i) and variation in the Z(i, i)
contribute to variation in the findabilities of the genotypes. This can be achieved
most easily by instead examining the variation in log Eπ Ti = log Z(i, i) + log 1/π(i),
since then we can write:
Var (log Eπ Ti ) = Var (log π(i)) + Var (log Z(i, i)) − 2 Cov (log π(i), log Z(i, i)) (3.9)
where we interpret the variances and covariances as being nominal (i.e. with each
genotype equally weighted, as opposed to weighted by its equilibrium frequency,
P
P
Var (log Eπ Ti ) = i (log Eπ Ti )2 /n − ( i log Eπ Ti /n)2 ). Taking logs is reasonable
because both the ratios of equilibrium frequencies and the ratios of the Z(i, i) are
meaningful. In particular, the ratios of equilibrium frequencies determine the ratios in forward and backward transition probabilities by reversibility (π(i)/π(j) =
P (j, i)/P (i, j)). Similarly, the ratios of Z(i, i) are invariant under multiplication of
all mutation rates by a constant, or equivalently under a rescaling of time, since multiplying all mutation rates by c also changes the Z(i, i) by a factor of c. Thus, ratios
of the Z(i, i) compare relative clumpiness in a time and mutation rate independent
manner.
Because the ratio of Z(i, i) and π(i) determines the findability of genotype i, a
positive association between equilibrium frequency and clumpiness of occupancy will
result in decreased variation in findability relative to what one would expect if the
Z(i, i) and πi were distributed independently. This suggests looking at the statistic:
Var (log Eπ Ti )
Var (log π(i)) + Var (log Z(i, i))

(3.10)

which is simply the variance of the log Eπ Ti compared to what the variance of the
log Eπ Ti would have been if the Z(i, i) and π(i) had been distributed independently
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of each other.
In addition, each of the terms in Equation 3.9 can be decomposed further. First,
the variance of the log equilibrium frequencies of genotypes depends on 1) the variance of the log equilibrium frequencies under neutrality, 2) the variance of the scaled
selection coefficients, 2(N − 1)s(i), which is equal to the log variance in equilibrium frequencies due to selection, and 3) the covariance between log equilibrium frequencies under neutrality and the scaled selection coefficients. For a Wright-Fisher
process, this gives us:
Var (log π(i)) = Var (log πM (i))+4(N −1)2 Var (s(i))−8(N −1)2 Cov (log πM (i), s(i)) .
(3.11)
This means that if selection tends to favor the mutationally favored genotypes, the
variation in findability will tend to be decreased.
Second, the Var (log Z(i, i)) can be broken up further by decomposing Z(i, i) in
terms of the substitution rate at genotype i and the short term probability that a
population that has just left genotype i will revert to genotype i. In particular, given
that the population is currently at a genotype i, the amount of time until it leaves i
is geometrically distributed with mean 1/(1 − P (i, i)). That is, a typical epoch at i
has length 1/(1 − P (i, i)). We can thus factor Z(i, i) into the product of the expected
time at i per epoch at i, 1/(1 − P (i, i)), and the expected effective number of extra
epochs at i given that the population is currently at i, (1 − P (i, i))Z(i, i). Note
that while 1/(1 − P (i, i)) scales linearly under multiplication of all mutation rates
by a constant, (1 − P (i, i))Z(i, i) is invariant under such an operation – rescaling
time or mutation rate only affects the Eπ Ti through the amount of time spent at
each genotype per epoch. The above discussion suggests that we can decompose the
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variability in Z(i, i) as follows:
Var (log Z(i, i)) = Var (log(1 − P (i, i))) + Var (log Z(i, i)/(1 − P (i, i)))
(3.12)
− 2 Cov (log(1 − P (i, i)), log Z(i, i)/(1 − P (i, i))) .
Third, the term Cov (log π(i), log Z(i, i)) may be to expanded by decomposing
both log π(i) and log Z(i, i) as above to yield:
2 Cov (log π(i), log Z(i, i)) = 2 Cov (log πM (i), log(1 − P (i, i)))
+ 2 Cov (log πM (i), log Z(i, i)/(1 − P (i, i)))
(3.13)
+ 8(N − 1)2 Cov (s(i), log(1 − P (i, i)))
+ 8(N − 1)2 Cov (s(i), log Z(i, i)/(1 − P (i, i))) .
To summarize, one can decompose the variation in findability to the variation
in equilibrium frequencies under neutrality, the variation in equilibrium frequencies due to natural selection, the variation in instantaneous substitution rates, and
the variation in the probability of reversion. A positive association between any of
these factors will tend to decrease the variation in findability relative to what that
variation would have been had these various sources of variation been distributed
independently.
It is particularly useful to note that in large genotypic spaces the probability
of reversion is often very low ( (1 − P (i, i))Z(i, i) is often ≈ 1 with little variation
between genotypes), and so almost all of the variation in findability is due to the
variation in equilibrium frequencies and the variation in instantaneous substitution
rates. Intuitively, after leaving a genotype a population quickly becomes lost in the
vastness of the genotypic space, so that the expected number of returns beyond the
initial epoch at i is small. The result is that variation in clumpiness is primarily
driven by variation in substitution rate. Because increasing the fitness of a neighbor
of a genotype increases the substitution rate at that genotype, and hence decreases
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the clumpiness of its occurrences, having relatively fit neighbors tends to increase
the findability of a genotype, all other things being equal.

3.5 A one codon fitness landscape
To investigate these ideas further, let us consider an example of a small, but biologically relevant, fitness landscape (see Chapters 2 and 4 for more on this fitness
landscape). In particular, consider a single codon with selection for serine codons
and against stop codons (serine codons have fitness 1.001, stop codons have fitness
.999, and all other codons have fitness 1.000). Mutation is modeled using realistic
mutation rates for yeast (based on Lynch et al., 2008, see Appendix B for details);
this incorporates both the strong bias in favor of A/T nucleotides present in yeast
and allows us to express all times in terms of generations (cell divisions). Natural
selection is modeled using the exact fixation probability for a Moran process.
Serine is unique among the amino acids in that the set of amino acids that code
for serine are not connected under point mutations. In particular, serine is coded
for by codons of the form CTN, where N stands for A,T,G or C, and codons of the
form AGY, where Y stands for C or T. Because it takes at least two mutations to
get from a CTN to an AGY, selection for serine inherently produces a two-peaked
fitness landscape.
We are interested in how the structure of the amino acid code interacts with the
mutational process to determine the findability of the various codons under selection
for serine and against stop codons. We will begin by considering the findability of
the various codons in the absence of natural selection in order to first understand
the dynamics induced by the mutational process alone.
In the absence of natural selection, all three positions in the codon are symmetrical and so the equilibrium frequency and findability of a genotype only depend
on its A/T content. Table 3.1 shows the Eπ Ti , π(i), Z(i, i), 1/(1 − P (i, i)) and
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Table 3.1: Descriptive statistics for the findability of genotypes under a neutral one
codon model based on realistic mutation rates for yeast. Eπ Ti is the expected waiting
time to evolve to i, 1/(1−P (i, i)) is the expected time to leave i, and (1−P (i, i))Z(i, i)
is the expected number of extra epochs at i given that the population starts at i.
Due to the symmetries of the model, all genotypes with the same A/T content have
the same values for these descriptive statistics, and thus only one member of each
class is shown.
Genotype
AAA
GAA
GGA
GGG

Eπ Ti
4.21 × 1010
6.85 × 1010
1.29 × 1011
2.66 × 1011

π(i)
0.0490
0.0180
0.0066
0.0024

Z(i, i)
1/(1 − P (i, i)) (1 − P (i, i))Z(i, i)
2.06 × 109
1.72 × 109
1.20
9
9
1.23 × 10
1.05 × 10
1.17
8.46 × 108
7.60 × 108
1.11
8
8
6.41 × 10
5.94 × 10
1.08

(1 − P (i, i))Z(i, i) for genotypes with 3,2,1 and 0 A/T nucleotides. Interestingly,
while the strong A/T bias in the mutation rates result in a set of π(i) that vary
over a 20-fold range, the Eπ Ti vary over only a 6.3-fold range due to the positive
association between π(i) and Z(i, i). This intuition is confirmed by the fact that
Var (log Eπ Ti ) / (Var (log π(i)) + Var (log Z(i, i))) = .33, meaning the the variance in
the log Eπ Ti is only a third as much as it would be if π(i) and Z(i, i) were distributed
independently. We can interpret these results as saying that genotypes with low A/T
content are much easier to find than their low frequency suggests.
In order to better understand this phenomenon, it is helpful to decompose Z(i, i)
into 1/(1 − P (i, i)), the expected time it takes to leave genotype i, and
(1 − P (i, i))Z(i, i), the expected effective number of extra epochs at i given that
the population starts at i instead of at equilibrium. It turns out that almost all
the variation in Z(i, i) is determined by the differing substitution rates at genotypes
with different A/T content and that little of the variation is due to variation in
the number of extra epochs at i, which is restricted to the narrow range 1.08–1.20
(Table 3.1). Note that under a scheme where all mutations occur with equal frequency, the probability that the next mutant that fixes after a population leaves
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i results in a reversion to i is 1/12 ≈ .08. Since this probability is on the same
order as (1 − P (i, i))Z(i, i) − 1, the expected effective number of extra returns to
i, most of the returns to i probably occur by this mechanism rather than a return
after several mutations have accumulated. In summary, the mutational bias towards
A/T nucleotides results in a negative association between equilibrium frequency and
substitution rate; this produces a positive association between equilibrium frequency
and clumpiness of occupation, and a correspondingly damped range of variation in
findability.
We will now turn to understanding how natural selection affects findability in this
simple example. First, we will look at how the findability changes with population
size, N , since N controls the strength of natural selection. Second, we will explore
the determinants of the findability of genotypes in more detail for a single value of
N.
Figure 3.1 shows the findability of all 64 codons as a function of N . For N = 1,
findability is determined by A/T content as shown in Table 3.1, creating four different findability classes. However, as N increases the findabilities of some genotypes
increases, while the findabilities of others decreases. Most notably, the findability
of genotypes that code for serine initially increase substantially with increasing N
before eventually decreasing (several genotypes that code for other amino acids also
have findabilities that increase initially with N , but the effect is more slight). As
N becomes larger, the waiting times to reach genotypes become dominated by the
long waiting times to leave the fitness peak that the population starts at; these waiting times become longer with larger N , resulting in decreasing findabilities for all
genotypes at large N .
Focusing only on the genotypes that code for serine, it is interesting that as
N becomes large, the CTN genotypes become substantially more findable than the
AGY genotypes (in Figure 3.1, the lower four serine codons at large N are the CTN
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Figure 3.1: Eπ Ti is plotted a function of N for each genotype in the one codon
fitness landscape with selection for serine and against stop codons.

codons, while the upper two are the AGY). We can understand this situation using
the theory proposed here as follows. At large N , the equilibrium distribution becomes
highly concentrated at genotypes that code for serine; for instance, at N = 6000 over
97% of the equilibrium distribution is contained in the serine codons. At the same
time, for all N , the total equilibrium frequency of CTN serines is always twice that
of AGY serines. Thus for large N , we can approximate the equilibrium distribution
as having two thirds of its weight at the CTN serines and the other third at the AGY
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serines. Furthermore, at large N the expected waiting time for deleterious fixations
becomes long, so that the waiting time to first arrive at a genotype on the initial
peak is typically negligible compared to the waiting time to arrive at a genotype on
the opposite peak. This suggests the following approximation for a pair of genotypes,
say TCT and AGT, on opposite peaks:
Eπ TT CT ≈
Eπ TAGT

1
1
2
0 + EAGT TT CT = EAGT TT CT
3
3
3

(3.14)

2
1
2
≈ ET CT TAGT + 0 = ET CT TAGT .
3
3
3

Now, by Equation 3.7, the differences between expected hitting times from a stationary start also characterize the differences between expected hitting times from
non-stationary starts, and in particular we have:
Eπ TAGT − Eπ TT CT = ET CT TAGT − EAGT TT CT .

(3.15)

Substituting the values from Equation 3.14 into Equation 3.15 and rearranging yields
ET CT TAGT ≈ 2 EAGT TT CT . Putting this expression back into Equation 3.14 we have:
Eπ TT CT ≈

1
ET CT TAGT
6
(3.16)

Eπ TAGT ≈

2
ET CT TAGT
3

or Eπ TAGT /Eπ TT CT ≈ 4 for large N . Numerical calculations confirm that this
is indeed the case.

At the end of the range shown in Figure 3.1, N = 6000,

Eπ TAGT /Eπ TT CT = 3.399, but by N = 12000 we have Eπ TAGT /Eπ TT CT = 3.999,
and the ratio continues to approach 4 for larger N . Our use of Equation 3.15 demonstrates the integrated nature of our concept of findability since we have used arguments about the asymmetry in hitting times between a pair of genotypes to compare
the waiting times to reach those genotypes from an equilibrial start.
Because the theory developed here is based on the assumption that mutation is
weak, it is important to justify this assumption for the range of population sizes
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that we have just discussed. The worst case is clearly the largest population size,
since for a fixed mutation rate mutations enter a large population more frequently.
In Figure 3.1, the largest population size is N = 6000. Now, for a population of
size N evolving under a Moran process with weak selection, the class of mutants
that segregates for the longest time are neutral mutants, and the expected time a
neutral mutant destined for fixation segregates is approximately N generations (see
e.g., Taylor et al., 2006). Thus, the expected number of total individuals that are
born during the time it takes a neutral mutation to reach fixation is approximately
N 2 , so that the expected number of mutations that enter the population during
this same period of time is N 2 µ. Now, for N = 6000 and our choice of mutational
scheme, we have N 2 µ ≤ .061, so that the criterion for weak mutation that N 2 µ  1
is marginally satisfied at the top of the range we have discussed here. However,
this assessment is in some sense too pessimistic, because few of these mutations
will be destined to reach fixation. The maximal fixation probability in our example
for N = 6000 is 2.0 × 10−3 , so that the expected number of new mutations that
are destined for fixation per neutral substitution is less than 1.2 × 10−4 . Given the
expected substitution rate of 2.7 × 10−10 substitutions per generation, the average
time between fixations that would not be permitted under a weak mutation model is
greater than 3.1 × 1013 generations, which is longer than the expected hitting times
for all but the least findable genotypes.
To understand the variation in findability under selection for serine and against
stop codons in a more detailed manner, we will concentrate on the case N = 3000.
Figure 3.2 shows Eπ Ti plotted against π(i) for each genotype when N = 3000.
Clearly, on the whole, the genotypes with higher equilibrium frequencies are more
findable. But there are several substantial deviations from the intuitions associated
with this gross trend.
First, while there is a 403-fold range in the equilibrium frequencies of
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Figure 3.2: Eπ Ti is plotted against π(i) for each genotype in the one codon fitness
landscape with selection for serine and against stop codons for N = 3000. The
organization of the data into vertical clusters is due to the fact that genotypes with
the same fitness and the same A/T content necessarily have the same equilibrium
frequency but need not have the same Eπ Ti .
genotypes, the Eπ Ti span only a 36-fold range.

Indeed, Var (log Eπ Ti )

/ (Var (log π(i)) + Var (log Z(i, i))) = .28 and Var (log Eπ Ti ) / Var (log π(i)) = .34.
This means that the positive association between Z(i, i) and π(i) is so strong that
not only is the log variance in hitting times much less than would be expected if
Z(i, i) and π(i) were distributed independently, but the variance in log hitting times
is actually less than the variance in log equilibrium frequencies.
Second, the rank ordering of the equilibrium frequencies is not the same as the
rank ordering of the findabilities. For instance, the genotypes in the TCN cluster of
serines are uniformly and substantially more findable than the genotypes in the AGY
cluster even though AGT has the same equilibrium frequency as TCA and TCT, and
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AGC has the same equilibrium frequency as TCC and TCG. It is also worth noting
the broadly overlapping findabilities of the non-serine, non-stop codons that differ
from each other by the presence or absence of one A/T nucleotide and thus have a
2.7-fold difference in equilibrium frequency.
Finally, the rank ordering of the fitnesses is not the same as the rank ordering of
findabilities. In particular, the stop codon TAA, is both less fit and more findable
than CGG, which codes for arginine, and GGG, which codes for glycine (although
it is worth noting that TAA has a higher equilibrium frequency than either of these
genotypes due to its high A/T content). Also, some non-serine codons are almost as
findable as the least findable serine (AGC), such as TTT, which codes for phenylalanine, and ATT, which codes for isoleucine. Most importantly, there are substantial
differences in findability within each of the three fitness classes.
In order to better understand the lack of a necessary relationship between fitness
and findability, it may be helpful to explore the following simple example where the
least fit, lowest equilibrium frequency genotype is in fact the most findable.
Consider a population of size N with genotypes composed of n biallelic sites, each
of which can either have state “+” or “−”, and each of which mutates from “+” to
“−” and “−” to “+” at rate µ. Suppose that these sites have equal and additive
contributions to a trait, and that natural selection favors an intermediate value for
this trait: any genotype with exactly one “+” allele has fitness 1, the genotype with
all “−” alleles has fitness 1 − s, and all other genotypes are inviable. This creates a
situation where there are n equally fit optima, separated from each other by the all
“−” genotype. All evolutionary trajectories from one of these optima to another must
pass through the all “−” genotype since any mutant that adds an additional “+”
allele on the background of an optimum is inviable. Thus, one can think of this fitness
landscape as having a viable portion that looks like a star graph with the all “−”
genotype at its center. Because a population must pass through the all “−” genotype
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to get to any of the other genotypes, I can show (see Appendix D.3 for details) that
for n ≥ 2 the expected waiting time to arrive at the all “−” genotype is less than
the expected waiting time to arrive at any of the other genotypes. Furthermore,
the difference between these waiting times can be made arbitrarily large and the
equilibrium frequency of the all “−” genotype arbitrarily small for fixed N and s
by increasing n. Thus, in this case the least fit of the viable genotypes is the most
findable due to its central location in the fitness landscape and the rapidity with
which populations leave it.

3.6 The findability of phenotypes and waiting times for specific subsets of substitutions
It is natural to ask whether the theory for the findability of genotypes we have
developed so far can be extended to a theory for the findability of phenotypes. In
the context of modeling the evolution of a population under weak mutation as a
reversible Markov chain, we can define a phenotype as the subset of genotypes that
produce that phenotype. Thus, it seems as if we ought to be interested in the
expected time for a population at equilibrium to first become fixed for any member
of the set of genotypes that produce our phenotype of interest. Unfortunately, there
is no general, simple, exact formula analogous with Equation 3.5 for the expected
hitting time on a subset of states, let alone analogs for Equations 3.7 and 3.8. While
it is certainly possible to find the expected hitting time on a subset of states using
the theory of absorbing Markov chains (Kemeny and Snell, 1976), or to approximate
these hitting times by a variety of methods (Aldous and Brown, 1992, 1993; Aldous
and Fill, in preparation), both of these options require a separate analysis for each
phenotype, and the relationship between these techniques and the theory that we’ve
developed so far is unclear.
Instead, I suggest that we approximate the expected hitting time for a subset
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of states by the ratio of 1) a measure of the clumpiness of the times a population
is at that phenotype and 2) the frequency of that phenotype at equilibrium. The
basic intuition behind this approximation is the same as before: if the appearance
of a phenotype occurs in clumps, the larger these clumps are, the longer the times
between them must be if the population is to spend a fixed total amount of time
at that phenotype (Aldous, 1989). The resulting formula is often a reasonable first
approximation, and its simple, general form can provide insights that more advanced
methods cannot.
While it is certainly useful to estimate the expected waiting times for a population
to reach a particular phenotype from an equilibrial start, it is also reasonable to ask
about waiting times for other events, such as the expected waiting time to see a
particular substitution occur, or the waiting time until the first mutant of a particular
phenotype is produces. In order to accommodate this broader class of events, we will
need to introduce some additional notation.
First, we need to define the probability of an event occurring as a function of
the behavior of the population. This can be achieved through a matrix V , where
V (i, j) is the probability that an event occurs at time t given that the population is
at genotype i at time t − 1 and genotype j at time t. Thus V (i, j) = c(i, j)P (i, j)
for some set of constants 0 ≤ c(i, j) ≤ 1. Using the matrix V allows us to specify a
broad range of possible events. For instance, to look at the expected waiting time
for a population to be or arrive at genotype k, we would use V (i, j) = P (i, j) for
j = k and zero otherwise. Similarly, to study the waiting time for a fixation from one
genotype k to another genotype l, we would let V be the matrix of all zeros except
that its k, l-th entry would be equal to P (k, l). We will use the notation Eπ TV to
designate the expected time for an event defined by V to occur, given that the initial
position of the population is drawn from the equilibrium distribution.
Second, we will require some expressions for the probability of an event occurring
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given that the population is currently at genotype i, and an expression giving the
location of a population at equilibrium, conditional on an event having just occurred.
In particular, let g(i) be the probability that an event occurs at time t + 1 given that
the population is at genotype i at time t. Then g = V 1, where 1 is the vector of all
ones. Also, let c(i) be the probability that a population at equilibrium is at time t
conditional on an event having occurred at time t. Then, if we write the frequency
of events at equilibrium as Eπ g = πT g, we can also write cT = πT V /Eπ g.
Using this notation allows us to understand the clumpiness of occurrence for
this general class of events as follows. Given that a population is at equilibrium,
conditioning on an event occurring means that the location of the population is
distributed as c rather than π. This means that the population is expected to spend
more time at some genotypes and less time at others in the short term, relative
to if had we let the population start at equilibrium without having conditioned on
an event occurring. These times are given by the vector cT Z. Now, g(i) gives the
probability that an event occurs given that the population is at genotype i. Thus,
the total expected number of extra events that occur given that a population is at
equilibrium and an event has has just occurred is given by:
cT Zg.

(3.17)

This term, cT Zg, has two other theoretically important qualities that make it
a natural measure for the clumpiness of the times at which an event occurs once
a population has reached equilibrium. First, the term cT Zg appears in the exact
formula for the asymptotic index of dispersion of an event defined by the matrix V ,
R∞ = 1 − Eπ g + 2cT Zg

(3.18)

where the asymptotic index of dispersion is the limit, as t goes to infinity, of the
ratio between 1) the variance in the number of events that have occurred by time
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t and 2) the mean number of events that have occurred by time t (see Chapter 4).
Because the index of dispersion of an event is also a measure of the clumpiness of the
times at which an event occurs, it seems natural to try and include this term in our
approximation for the waiting time to see an event at equilibrium. Second, it turns
out that a reversible Markov chain can be viewed as a superposition of deviations
from equilibrium, each of which decays at a characteristic rate (see, e.g., Chapter 2).
Because the matrix Z can be decomposed in terms of the contributions of each of
these deviations from equilibrium, so can the quantity cT Zg. This means that we
can assess how each of these deviations contributes to the clumpiness of the times
at which an event occurs, which is useful, since often these deviations correspond to
intuitively identifiable features of the fitness landscape (see Chapter 4). The features
of the fitness landscape that are responsible for each deviation from equilibrium can
often also be identified visually using my recently-proposed method for visualizing
fitness landscapes (Chapter 2) since the position of a genotype along a given axis
of the visualization displays the contribution of the corresponding deviation from
equilibrium for a population that starts at that genotype (see also the discussion in
Chapter 4).
Despite these useful qualities, cT Zg cannot serve as the numerator for our desired
approximation because cT Zg can be zero, or even negative for some choices of V
(Chapter 4). To determine the appropriate form for the numerator, we will impose
the additional requirement that our approximation should reduce to the answer given
by our theory for genotypes when the event of interest is defined as arriving or staying
at a single genotype,j. For this case, all the entries of V are equal to zero except for
the j-th column, which is equal to the j-th column of P . Now
Eπ TV = Eπ Tj + 1 =

Z(j, j)
+ 1.
π(j)

(3.19)

where the difference between Eπ TV and Eπ Tj arises due to our definition of when
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an event occurs: our convention is that events are defined by transitions between
states, meaning that an event cannot occur until one time step has already past.
Our motivation for this convention is our desire is to be able to estimate waiting
times for the appearance of a mutation or to observe a specific fixation; in practice
this shift in when events occur from our treatment of genotypes is negligible because
our weak mutation assumption implies that the expected waiting times for almost
all events will be much greater than 1. For the case at hand, TV = Tj if our initial
choice of genotype is not j. If our choice of initial genotype is j, which happens
with probability π(j), we have Ej TV = 1/π(j) while Ej Tj = 0. Thus Eπ TV =
Eπ Tj + π(j) × 1/π(j) = Eπ Tj + 1, as claimed. In order to rewrite Equation 3.19 in
terms of cT Zg, we can use the identity:
Z(j, j) = 1 − π(j) +

X

P (j, i)Z(i, j) = 1 − π(j) +

i

X

Z(j, i)P (i, j),

(3.20)

i

which is easy to verify using a first-step argument and the fact that π(i)P (i, j) =
π(j)P (j, i) and π(i)Z(i, j) = π(j)Z(j, i) for reversible Markov chains. Now in this
P
case i Z(i, j)P (i, j) = cT Zg, and thus Z(j, j) = 1 − π(j) + cT Zg. Substituting this
expression into Equation 3.19 gives us the exact result:

Eπ TV =

1 + cT Zg
Eπ g

(3.21)

for the case when V is all zeros except that its j-th column is equal to the j-th
column of P .
The preceding formula suggests that we should use 1 + cT Zg for the numerator
of our approximation. Intuitively, we are estimating the size of a typical clump of
events as 1, for the first event, plus the expected number of extra events that will
occur, for a population at equilibrium, given that an event has just occurred. Thus,
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our final approximation, for any choice of V is:
Eπ TV ≈

1 + cT Zg
.
Eπ g

(3.22)

Although we developed this approximation as an extension of the exact result for the
expected waiting time to arrive or stay at genotype j, it is easy to show that in fact
this result is exact for the expected waiting time for any event whose corresponding
matrix V has all zero entries except for a single row or column (see Appendix D.4).
To investigate the accuracy of approximating Eπ TV as (1 + cT Zg)/Eπ g, we compare Eπ TV , as calculated exactly using the theory of absorbing Markov chains, with
our approximation, defining V to be the event of arriving or remaining at each amino
acid or stop for the single codon fitness landscape with selection for serine and against
stop codons with N = 3000. The approximation is always an overestimate of the
true waiting time (except for the amino acids with only one codon, for which it is exact), with a maximum error of 7.7% for serine (Figure 3.3). Thus, for this particular
fitness landscape the approximation appears to be reasonable.
It is also worthwhile to ask how well our approximation compares to attempting
to model the expected hitting times for the various amino acids by the equilibrium
frequencies of those amino acids. Figure 3.4 shows Eπ TV and Eπ g for each amino
acid and stop. The gray line gives the least squares prediction of the log waiting
time given the log equilibrium frequency for each amino acid. The maximum error
of this prediction is 2.0-fold, again for serine, which is quite a bit worse than the 7.7%
error using our approximation. The figure also shows the equilibrium frequencies and
expected waiting times to arrive at the AGY and TCN serines, viewed separately;
the data for these subsets was not included in the calculation of the best-fit line, and
thus they serve as a better test of the ability of equilibrium frequencies to predict
expected waiting times. The prediction of the hitting times for these sets is quite
poor based on the best fit model for the amino acid and stop codons, with a 3.6-fold
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Figure 3.3: The approximation (1 + cT Zg)/Eπ g is plotted against Eπ TV , as determined numerically using the theory of absorbing Markov chains, for the single codon
fitness landscape with selection for serine and N = 3000. Here, V corresponds to
the event of arriving or remaining at a codon that codes for a particular amino acid
or stop. The line y = x is shown in gray.

error for AGY and a 2.4-fold error for TCN. In comparison, our approximation is
extremely accurate for these subsets, with a 0.94% and a 0.42% error, respectively.
Just as we can use a measure of clumpiness of an event together with the equilibrium frequency of an event to estimate the expected waiting time for that event,
we can define a new measure of clumpiness by multiplying the true expected waiting
time by the equilibrium frequency, Eπ g × Eπ TV . Using this measure of clumpiness
we can construct a statistic, analogous to the one presented in Equation 3.10, that
expresses the log variance in waiting times as a fraction of the log variance in waiting times that would be expected if clumpiness of occurrence (Eπ g × Eπ TV ) and
equilibrium frequencies were distributed independently. For instance, for the case
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Figure 3.4: The expected waiting time to arrive or remain at codon coding for a
particular amino acid or stop is plotted against the equilibrium frequency of that
amino acid (black circles) for the one codon fitness landscape with N = 3000. Each
point is marked with the symbol for the corresponding amino acid and the number
of codons that code for that amino acid. The gray line is the least squares prediction
of the log waiting time given the log equilibrium frequency. The waiting times for
each of the two serine clusters are shown with red points; these were not used in the
calculation of the least squares fit.

at hand, this statistic is only 0.58. While there is a 349-fold range of equilibrium
frequencies, the Eπ TV for amino acids and stop codons vary by only 124-fold. Thus,
the positive correlation between clumpiness and equilibrium frequency again results
in a decreased range of findabilities, but this time at the amino acid rather than
genotypic level.
The serine codons provide an interesting illustration of the importance of the
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clumpiness of occurrence on the findability of subsets of genotypes. For instance,
the expected waiting time to arrive or stay at any serine is 16.5 times shorter than
arriving at AGY even though the equilibrium frequency of the event of arriving or
staying at serine is only 3 times the equilibrium frequency of arriving or staying at
AGY. Likewise the expected waiting time to arrive or stay at any serine is 6.6 times
shorter than the expected time to arrive or stay at TCN, even though the event of
arriving or staying at any serine occurs only 1.5 times more frequently than the event
of arriving or staying at a TCN serine.
To understand this phenomenon, it helps to approximate Eπ TV in terms of cT Zg;
this approximation is reasonable, since the errors due to the approximation are small
compared to the large differences in the Eπ TV we are investigating. In particular,
we will decompose cT Zg into terms corresponding to the clumpiness of events within
each cluster and some terms corresponding to how being at one cluster results in
more or less time spent in another cluster. This technique is broadly useful, just
like the technique of decomposing cT Zg into separate contributions from each of the
deviations from equilibrium mentioned earlier.
Let VS be the event matrix for arriving or staying at any serine, let VT CN be
the event matrix for arriving or staying at a TCN serine, and let VAGY be the event
matrix for the event matrix for arriving or staying at an AGY serine. Furthermore,
let gS , gT CN and gAGY , and cS , cT CN and cAGY be the corresponding g and c vectors.
Then
VS = VT CN + VAGY

(3.23)

gS = gT CN + gAGY

(3.24)
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and
cS =
=

Eπ gT CN
Eπ gAGY
cT CN +
cAGY
Eπ gS
Eπ gS

(3.25)

1
2
cT CN + cAGY
3
3

where for the last equation we use the fact that Eπ gS = π(S) = (3/2)Eπ gT CN =
(3/2)π(T CN ). Thus, we can rewrite cST ZgS as
T

1
2
T
cT CN + cAGY Z (gT CN + gAGY )
cS ZgS =
3
3
2
2
1
1
= (cT CN )T ZgT CN + (cT CN )T ZgAGY + (cAGY )T ZgT CN + (cAGY )T ZgAGY .
3
3
3
3
(3.26)
Each of the four terms in the last line has an intuitive meaning. The first and last
terms summarize the clumpiness of the times a population stays or arrives at TCN
and AGY codons respectively. Each is weighted by relative frequency at which a
population is in the corresponding cluster. The middle two terms describe the extra
number of generations a population spends at each cluster, given that it is currently in
the other cluster, again weighted by the probability that a population would currently
be in each cluster. Thus, we can view cST ZgS as the weighted average of the cT Zg
for each cluster plus an interaction term, 32 (cT CN )T ZgAGY + 31 (cAGY )T ZgT CN . In this
case, (cT CN )T ZgT CN = 6.9×109 and (cAGY )T ZgAGY = 8.7×109 , so that the weighted
average is 7.5 × 109 . However, the interaction term is negative and approximately of
the same magnitude, −5.8 × 109 , so that in total cST ZgS = 1.7 × 109 . Thus, because
starting in one cluster decreases the amount of time spent in the other, cT Zg is much
larger for either cluster on its own than for both clusters together; the corresponding
decrease in clumpiness is responsible for the much shorter expected waiting time.
This fact makes sense intuitively in terms of the evolutionary dynamics: because a
population that is not at one peak is likely to be at the other, the waiting time for
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both peaks taken together as a single subset is much shorter than the waiting time
for either peak alone.

3.7 Discussion
A basic question in theoretical population genetics is how to understand the evolution
of a population on a definite, arbitrary, time-invariant fitness landscape (Wright,
1932; Kauffman and Levin, 1987; Kauffman, 1993; Hartl and Taubes, 1998; Fontana
and Schuster, 1998a; Gavrilets, 2004; Orr, 2005; Weinreich et al., 2005; Jain and Krug,
2007; Kryazhimskiy et al., 2009; Lobkovsky et al., 2011). Here, I have presented a
theory that quantifies how easy or difficult it is for a population to evolve to any
particular genotype, under the assumption that mutation is weak relative to drift
and that the mutational dynamics are governed by a reversible model. In particular,
I have proposed that the ‘findability’ of a genotype can be expressed in terms of the
expected time it takes a population that is at equilibrium on the fitness landscape to
evolve to that genotype, where a genotype is more findable the smaller this expected
waiting time.
While questions concerning expected waiting times have certainly been asked
before in population genetics (e.g., Phillips, 1996; Durrett and Schmidt, 2007; Weissman et al., 2009) the main theoretical benefit of this definition of findability is that
it characterizes several features of the evolutionary dynamics that are intuitively related to the ease with which a population can evolve to a given genotype. These
properties are easiest to understand by interpreting them in terms of rank orderings
on the set of genotypes. Consider the following possible orderings, in which genotype
A is ranked higher than genotype B if:
1. The expected time to evolve to genotype A starting at equilibrium is less than
the expected time to evolve to genotype B at equilibrium.
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2. A population evolving at equilibrium tends to evolve to genotype A before it
evolves to genotype B.
3. It takes longer on average to evolve from genotype A to genotype B than it
does to evolve from genotype B to genotype A.
4. The equilibrium frequency of genotype A is greater than the equilibrium frequency of genotype B.
5. Genotype A is fitter than genotype B.
The central result of this paper is that the orderings defined by 1, 2 and 3 are
identical. This is perhaps surprising, particularly because it is not obvious that
criteria 2 and 3 would even describe consistent orderings (for instance, the fact that
3 describes an ordering means that if the expected time to evolve from genotype
A to genotype B is longer than the expected waiting time to evolve from B to A,
and the expected time to evolve from B to C is longer than the expected time to
evolve from C to B, then it is necessarily the case that the expected waiting time to
evolve from genotype A to genotype C is longer than the expected waiting time to
evolve from C to A). Thus, simply knowing the rank ordering of the genotypes by
findability provides substantial insight both quantitatively, by bounding and ordering
various other quantities, and qualitatively, by increasing the comprehensibility of the
evolutionary dynamics through a simple and informative set of summary statistics.
Critically, there is no simple, necessary relationship between the orderings defined
by either equilibrium frequency (4) or fitness (5) and the ordering defined by our
concept of findability (for more on ordering (5), see Weinreich et al., 2005; Weinreich,
2005). To better understand this disconnect, it is helpful to note that the equilibrium
frequency of a genotype is determined (up to a multiplicative constant) by the fitness
of that genotype, the equilibrium frequency of the genotype under neutrality, and
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the population size. Importantly, the fitnesses of the other genotypes are irrelevant
except in determining the normalizing factor such that the sum of all the equilibrium
frequencies is one. In particular, this means that the local topography around a
genotype (e.g. whether it is a local fitness maximum or local fitness minimum) has no
effect on its equilibrium frequency. Nonetheless, this local topography is important
for the findability of a genotype, which is determined by a ratio of the equilibrium
frequency of the genotype and a measure of the clumpiness of the times at which
the genotype is occupied. The larger the equilibrium frequency of a genotype is
compared to the clumpiness of its occurrences, the smaller the expected waiting
time for a population to arrive at that genotype from an equilibrial start.
The relevant notion of clumpiness is given by the expected number of extra generations a population spends at a genotype given that the population starts at that
genotype instead of at equilibrium. It is worth noting that this provides a kind of
backwards view on the waiting time to arrive at a particular genotype from an equilibrial start. Instead of focusing on the barriers a population starting far away from
that genotype would need to overcome in order to arrive at the genotype in question,
the theory described here presents a view based on the difficulty a population has
in leaving that genotype (as measured by the extra time a population spends at a
genotype given that it starts there). That is, we can understand barriers to entry
in terms of the barriers to exit. Here I show that similar intuitions can, in some
cases, provide insight into the waiting time for a population at equilibrium to evolve
a particular phenotype or to experience a particular type of fixation event. More
work is needed on these important problems.
It is natural to ask about the relationships between findability and evolvability (Wagner, 1996a; Kirschner and Gerhart, 1998; Wagner, 2005, 2011; Pigliucci,
2008) and between findability and constraint (Maynard Smith et al., 1985). Viewed
in a rigorous context (e.g., Draghi et al., 2010), evolvability concerns the question of
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how changing the genotype-phenotype map or changing the population genetic scenario changes the waiting time for a population to produce or evolve to a particular
set of variants (say adaptive, or potentially adaptive, variants). Findability, on the
other hand, concerns the situation where we are given a fixed genotype-phenotype
map and population genetic scenario and where we want to know 1) the waiting
time for each possible variant, and 2) what explains why one variant is easier to
evolve than another. In this sense, the two concepts are complementary: evolvability
varies the genotype-phenotype map and asks about changes in the waiting time for a
particular event, while findability fixes the genotype-phenotype map and asks about
variation in the waiting times between different events. Turning to the relationship
between findability and constraint, one often conceives of constraints in terms of developmental constraints (i.e., biases in the production of phenotypic variation) and
selective constraints (e.g., fitness valleys or direct selection against a phenotype).
The findability of a genotype can be viewed as a single measure that summarizes the
combined effects of both forms of constraint in terms of their impact on an evolving
population.
The fact that our theory of findability is based on a fixed genotype-phenotype
map makes it particularly amenable to empirical investigation. Indeed, because
existing models of molecular evolution, including those that incorporate selection,
are already formalized as reversible Markov chains, parameter estimates derived from
these models are also necessarily implicit estimates of the findabilities of the various
states in these models. In this context, the results developed here can be used to
motivate a number of important empirical questions:
1. What is the empirical relationship between fitness and findability? Although
it seems clear that highly unfit genotypes will not be highly findable, is it
indeed the case that the most fit genotypes are also the most findable? Are
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there examples of moderately deleterious genotypes that nonetheless are highly
findable due to their placement in the fitness landscape, for instance, along the
lines of the example from Section 3.5 where the least fit genotype was the
most findable? The strong compositional biases observed in yeast are typical
of other organisms as well. What are the relative contributions of selection and
mutational biases to the variation in findability?
2. Intuitively, genotypes with high fitness should have lower substitution rates
(since most mutations from a fit genotype will be deleterious) and higher probabilities of reversion (since a population is more likely to return to a fit genotype after a deleterious fixation). This suggests a positive association between
the clumpiness of the times a population is at a genotype and its equilibrium
frequency, since fitter genotypes will have higher equilibrium frequencies. However, a positive association between equilibrium frequency and clumpiness of
occupation will tend to decrease variation in findability. To what extent does
this effect compress the observed range of waiting times?
3. Are more findable genotypes in fact found more? Using ancestral state reconstruction, one can ask whether the set of genotypes that are fixed in a population during a set interval of evolutionary time are enriched for highly findable
genotypes, where the highly findable genotypes can either be determined based
on the inferred model of sequence evolution or knowledge of the characteristics
of the system at hand. Deviations from the expected enrichment might serve
as evidence of departures from the assumptions of the model developed here
including departures from equilibrium due to the immensity of the genotypic
space (Jordan et al., 2005; Povolotskaya and Kondrashov, 2010) or fluctuating
selection at shorter time scales (Mustonen and Lassig, 2007, 2009, 2010). Indeed, a pattern of alternating selection may result in a set of genotypes that
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are encountered frequently not because of their findability at equilibrium in
either environment, but because of their role as adaptive intermediates after
environmental changes (cf. Plotkin et al., 2004, 2006).
4. Due to the large dimensionality of genotypic space, it is a common assumption in evolutionary studies that reversion to an identical genotype occurs at
a negligible frequency (consider, for instance, the infinite alleles model). Thus,
it is interesting that the clumpiness of the times a population is at a particular
genotype can be factored into 1) a term corresponding to the probability of a
population reverting to that genotype before the time scale at which a population starting at that genotype reaches equilibrium and 2) the substitution
rate at that genotype. It is certainly possible to construct fitness landscapes
in which reversion would both occur frequently and where differences in the
probability of reversion play a major role in determining the relative findability of genotypes. However, investigations into the best studied models for the
genotype-phenotype map (Wagner, 2005, 2011) as well as studies of random fitness landscapes (Gavrilets and Gravner, 1997; Gavrilets, 2003, 2004; Gravner
et al., 2007) suggest that, in general, the set of high fitness genotypes will
not exist as isolated peaks but will rather form a nearly neutral network of
genotypes that extends throughout the genotypic space. Assuming the local
dimensionality of the nearly neutral network is sufficiently high, it seems likely
that a population leaving a genotype on such a network would quickly become
lost in the immensity of the network, so that reversion would not play a major
role in the dynamics. This leads to the following conjecture, which remains to
be tested: among genotypes with similar equilibrium frequencies, variation in
findability will be due primarily to differences in substitution rate rather than
differences in the probability of reversion.
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5. What is the relationship between findability and robustness? For high fitness
genotypes, mutational robustness implies that many neighboring genotypes
have similar fitnesses. Thus, mutationally robust genotypes should also have
relatively high substitution rates and thus be more findable than less robust
genotypes, all other things being equal. Indeed, in the protein evolution literature, it has been hypothesized that because highly stable proteins can tolerate a
greater proportion of destabilizing mutations, high stability genotypes will tend
to have a larger number of neighbors that fold and hence a higher substitution
rate (Bastolla et al., 2007; Bloom et al., 2005). Variation in substitution rate
due to this mechanism has been proposed as an explanation for the overdispersion of the molecular clock (Bastolla et al., 1999, 2003a,b, 2007; Wilke, 2004;
Bloom et al., 2007); another implication of this mechanism is that high stability
protein sequences should also be the most findable.
While we have focused on the findability of genotypes because that is the case
for which the theory is best developed, it is also interesting to ask about the
relationship between the mutational robustness of a phenotype and the findability of that phenotype. Do the sets of genotypes corresponding to particular
phenotypes vary in their geometry in a manner that renders some more findable
than others? Certainly being easily accessible from the regions of the genotypic
space that are highly occupied at equilibrium ought to make a genotype more
findable. However, if we define the mutational robustness of a focal phenotype
to be the average probability that a mutant born from that genotype will retain
the focal phenotype, it would seem that greater mutational robustness would
lead to greater clumpiness in the times that a population exhibits the focal phenotype, and hence, all other things being equal, less robust phenotypes ought
to be more findable.
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The theory presented here makes several important assumptions. While our
results have been for haploid, asexual populations, they also apply to diploid, sexual
populations (with N replaced by 2N ) so long as fitness effects are additive within loci
(note that recombination is irrelevant once we assume that there are no more than
two alleles segregating in the population at any time). Another assumption is that
the mutational dynamics are reversible. Reversibility, however, is a point condition,
and so will never be satisfied exactly in nature. Fortunately, the expected waiting
times to arrive to arrive at a particular state in a Markov chain depend continuously
on the entries in the transition matrix (Meyer, 1980, Corollary 3.1), and so the
theory presented here will still be a good approximation for small deviations from
reversibility. Furthermore, the basic formula for the waiting time to arrive at a
genotype from an equilibrial start (Equation 3.5), together with its interpretation
in terms of the ratio of the clumpiness of occupancy and equilibrium frequency, is a
characteristic of general, not necessarily reversible, Markov chains.
Our most important assumption is that the product of the population size and
total mutation rate is small enough that each new mutation is lost or becomes fixed
in the population before the next mutation event occurs. A consequence of this assumption is that crossing fitness valleys requires deleterious fixations, and the waiting
times for these deleterious fixations can be very long. However, the expected time
to cross fitness valleys for populations that are typically polymorphic can be much
smaller because mutations destined for fixation can arise from segregating deleterious alleles, a phenomenon known as stochastic tunneling (Carter and Wagner, 2002;
Iwasa et al., 2004; Weinreich and Chao, 2005; Durrett and Schmidt, 2008; Weissman
et al., 2009). Thus, whatever measure of findability is appropriate for polymorphic
populations may be quite different than the one presented here. By assuming that
mutation is weak, we have benefited both from the mathematical economy of having
the number of states in the system simply be the number of genotypes and from the
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formal properties implied by the reversibility of the evolutionary dynamics; this has
allowed a relatively simple, practical, and elegant treatment of a variety of aspects of
evolution on arbitrary fitness landscapes (see Sella and Hirsh 2005 and Chapters 2
and 4). Developing comparable tools for the case of polymorphic populations is an
important direction for future research.

84

4
Evolution on arbitrary fitness landscapes when
mutation is weak: fitness trajectories and a
generalized molecular clock

This chapter helps unify Chapters 2 and 3 through its treatment of the fundamental
matrix in terms of the deviations from equilibrium. I have simplified the notation
for the eigenvectors of the transition matrix by writing the left eigenvectors as lk ,
instead of D1/2 qk and the right eigenvectors as rk instead of D−1/2 qk . The weak
mutation framework stays the same as it was in Chapters 2 and 3.

4.1 Introduction
Understanding evolutionary dynamics on general fitness landscapes remains an important project for theoretical population genetics (Wright, 1932; Kauffman and
Levin, 1987; Kauffman, 1993; Gavrilets, 2004). This project consists of two complimentary sets of goals. First, there is a quantitative component: we must be able to
mathematically characterize the dynamics that a fitness landscapes induces for an
evolving population. For instance, we might want to know the number of mutations
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fixed before a population reaches a local fitness maximum (Gillespie, 1983, 1984b,
1991; Macken and Perelson, 1989; Orr, 1998) or the expected time for a population to
cross a fitness valley (Iwasa et al., 2004; Weinreich and Chao, 2005; Weissman et al.,
2009). Second, there is a qualitative component whose goal is to simplify the structure of the fitness landscape and the evolutionary dynamics it induces in order to aid
understanding and allow useful generalizations. Common approaches in this vein include methods to summarize the ruggedness of fitness landscapes through correlation
distances and related statistical approaches (Weinberger, 1990, 1991; Fontana et al.,
1993; Stadler, 2003), studying epistasis (Wolf et al., 2000; Phillips, 2008; Beerenwinkel et al., 2007; Carneiro and Hartl, 2010; Østman et al., 2011; Szendro et al.,
2012), or through comparison with NK-landscapes (Rowe et al., 2010). It also includes methods meant to summarize the repeatability of evolutionary trajectories by
considering the rank ordering of genotypes by fitness (Weinreich et al., 2005; Weinreich, 2005; Weinreich et al., 2006), or by looking at the variation between trajectories (Lobkovsky et al., 2011). The need for this second component arises due to the
size of fitness landscapes available to be analyzed. The fitness landscapes available
today, whether computational (Kauffman, 1993; Gruner et al., 1996; Wagner, 1996b,
2005, 2011; Bornberg-Bauer and Chan, 1999; Fontana, 2002; Cowperthwaite and
Meyers, 2007) or empirical (Weinreich et al., 2006; Lozovsky et al., 2009; de Visser
et al., 2009; Berger et al., 2006; Pitt and Ferré-D’Amaré, 2010; Fowler et al., 2010;
Hinkley et al., 2011), contain anywhere from 16 or 32 genotypes up to hundreds
of thousands of genotypes; a full description of the evolutionary dynamics at this
scale would be unwieldy at best and unintelligible at worst. More subtly, these highdimensional fitness landscapes may have geometric features that are very different
from those suggested by Wright (1932)’s original pictorial metaphor (Gavrilets and
Gravner, 1997; Gavrilets, 1997, 2003, 2004; Gravner et al., 2007), and thus developing a new, more accurate set of intuitions for dynamics in high-dimensional spaces
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remains an important challenge.
Theses two goals, calculation and comprehension, need not remain separate. Indeed, one of the signs of a mature theory is that the same set of quantities can be
used for both. Here, I present a method for both calculating and understanding various quantities of evolutionary interest for a population evolving on an arbitrary, time
invariant fitness landscape. The main idea is to use the spectral theory of finite-state,
reversible Markov chains (Lovasz, 1993; Aldous and Fill, in preparation) to model the
probability that the population is in any particular state in terms of a set of deviations from the equilibrium distribution, where the equilibrium distribution describes
the probability that a population will be in any particular state after the population
has been evolving on the fitness landscape for a sufficient period of time, and where
each of these deviations from equilibrium decays independently at a characteristic
rate. These deviations from equilibrium often correspond to intuitively recognizable
features of evolution on the fitness landscape, and, in particular, the most slowly
decaying deviations from equilibrium can be viewed as defining the major features
of the fitness landscape, since these deviations summarize the features of the fitness
landscape that matter at long time scales (Chapter 2). Because these deviations from
equilibrium also make independent contributions to many quantities of evolutionary
interest, we can use this framework to express the impact of the major features of
the fitness landscape on the evolutionary process.
The application of these methods requires two important assumptions. First,
we assume that mutations enter the population sufficiently infrequently that each
new mutation is either lost or goes to fixation prior to the appearance of the next
mutation (i.e., we assume that mutation is weak relative to drift). Such an assumption is common in studies of evolution on fitness landscapes (e.g., Hartl and Taubes,
1998; Poon and Otto, 2000; Berg et al., 2004; Kryazhimskiy et al., 2009; Sella, 2009;
Lobkovsky et al., 2011), particularly in conjunction with the assumption that se87

lection is strong, (Gillespie, 1983, 1984b; Orr, 2002, 2005; Weinreich et al., 2006),
although we do not make this additional, strong selection, assumption here. By assuming that mutation is weak we can model the population as jumping from one
genotype to another at each fixation event. This greatly decreases the state-space
of our model, since the number of states of the population is equal to the number
of possible genotypes, as opposed to all possible populations composed of our set of
genotypes. However, this also means that our model cannot capture features of the
evolutionary process that are critical to the evolution of polymorphic populations
such as stochastic tunneling (Carter and Wagner, 2002; Iwasa et al., 2004; Weinreich
and Chao, 2005; Durrett and Schmidt, 2008; Weissman et al., 2009), clonal interference (Gerrish and Lenski, 1998; Wilke, 2004; Desai and Fisher, 2007), and the
evolution of mutational robustness (van Nimwegen et al., 1999a; Ancel and Fontana,
2000; Wilke, 2001a). Second, we assume that the mutational dynamics are governed
by a reversible model; this assumption is almost universal in models of molecular
evolution (for a review, see Zharkikh 1994; for tests of this assumption, see Squartini
and Arndt 2008).
The critical consequence of assuming weak mutation together with a reversible
mutational model is that the resulting Markov chain is also reversible (Sella and
Hirsh, 2005). This means that, at a mathematical level, modeling a population
evolving on a fitness landscape under weak mutation and a reversible mutational
scheme is no more difficult than modeling that population under neutrality: both
processes are the same sort of mathematical object, one can always propose a contrived mutational scheme that would produce neutral dynamics identical to those
under natural selection, and proofs derived for one situation can typically be generalized to the other. Furthermore, the dynamics of reversible Markov chain can
be understood in a manner that is both elegant and biologically relevant. While
statistical physics provides a ready-made set of tools for understanding the dynam88

ics of reversible Markov chains (Iwasa, 1988; Berg et al., 2004; Sella and Hirsh,
2005), the quantities defined by these methods provide greater understanding in a
physical rather than biological context (Barton and Coe, 2009). Here I develop an
approach based on the spectral decomposition of the transition matrix describing the
Markov chain, that is, a decomposition of the transition matrix into its eigenvectors
and eigenvaluess (Lovasz, 1993; Aldous and Fill, in preparation). In particular, the
eigenvectors of the transition matrix will provide a set of natural deviations from the
equilibrium distribution, and the associated eigenvalues will define the rate at which
each deviation decays. Such an approach allows an analysis in terms of quantities
that would seem to have a more straightforward biological meaning such as the expected time to evolve from one genotype to another or the expected number of extra
substitutions (relative to the equilibrium substitution rate) that will occur given that
a substitution has just occurred. I have recently used this same framework to propose a method for visualizing fitness landscapes that reflects the impact of the fitness
landscape upon an evolving population (Chapter 2) and a measure for how easy or
difficult it is for a population to evolve to a particular genotype (the ‘findability’
of a genotype, Chapter 3). Many of the formal objects underlying these different
methods are shared, so that together they provide an integrated set of techniques for
understanding evolutionary dynamics when mutation is weak.
A natural quantity of interest is the expected fitness of a population at a time t in
the future, given that the population starts at time 0 fixed for a particular genotype.
Kryazhimskiy et al. (2009) called this set of expected fitnesses the fitness trajectory
and provided methods for writing down the fitness trajectory in the special case
where the distribution of mutational effects depends only on the fitness of the current
genotype. Here, I present an equation giving the fitness trajectories for a finite
landscape. In essence, each deviation from the equilibrium distribution describing
the location of the population on the fitness landscape also induces a deviation from
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the expected fitness at equilibrium; because each deviation decays independently at
a fixed rate, the fitness trajectory follows immediately. Less obviously, this formula
provides a rationale for thinking that fitness trajectories will often be non-monotonic.
In particular, it turns out that there is a connected region of the fitness landscape
in which all the fitness trajectories approach their asymptotic value from above and
another where all the fitness trajectories approach their asymptotic value from below.
Any genotype from the first of these regions with a below average fitness, or any
genotype from the second region with an above average fitness is guaranteed to have
a non-monotonic fitness trajectory.
In this framework, fitness is just viewed as a function on genotypes, and so a
similar analysis can be given for any other function on the set of genotypes. For
instance, one can use this technique to calculate the expected substitution rate at
time t. By summing these instantaneous substitution rates over time, we can also
calculate the expected number of substitutions by time t. Kryazhimskiy et al. (2009)
have studied this quantity, viewed as a function of time, the substitution trajectory,
and have calculate this trajectory for fitness landscapes where the distribution of
mutational effects is parametrized by the current fitness.
Another statistic related to the substitution trajectory is the ratio of the variance
and the mean of the number of substitutions by time t, which is known as the index
of dispersion of the molecular clock. Interest in this statistic has historically been
tied to the selectionist/neutralist debates, since under the simple neutral hypothesis
that mutations enter the population as a Poisson process, the asymptotic index of
dispersion of the molecular clock ought to be 1 (Ohta and Kimura, 1971), whereas in
nature it is often substantially greater than 1 (e.g., Ohta, 1995), in which case we refer to the molecular clock as being overdispersed. Broadly speaking, the conclusion of
the literature on the index of dispersion of the molecular clock is that a great many
different processes, both neutral and non-neutral, can results in an overdispersed
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molecular clock (Gillespie, 1984b,a, 1991, 1993, 1994a,b; Takahata, 1987, 1991; Ohta
and Tachida, 1990; Iwasa, 1993; Cutler, 2000a,b; Zheng, 2001). Because the constraint that a protein must spontaneously fold naturally produces a situation where
the neutral mutation rate varies over sequence space, recently there has been a renewed interest in neutral models for the overdispersion of the molecular clock (Wilke,
2004; Bloom et al., 2007; Raval, 2007; Bastolla et al., 1999, 2002, 2003b,a, 2007).
Although several authors have presented formulas for the asymptotic index of dispersion of the molecular clock for a population evolving under weak mutation (Iwasa,
1993; Bloom et al., 2007; Raval, 2007). I extend these results to counting processes
other than the number of substitutions by time t (for instance, the number of advantageous substitutions, or the number of mutant individuals with a particular
phenotype that have entered the population; for more on similar counting processes,
see Minin and Suchard, 2008) and give bounds on the index of dispersion at finite
times for a population evolving at equilibrium.
More importantly, the spectral approach provides added insight into why these
formula work by allowing us to give intuitive meanings to each of the terms. Because each deviation from equilibrium makes an independent contribution to the
asymptotic index of dispersion, often only one or two deviations from equilibrium
make a significant contribution to the index of dispersion of the counting process in
question, and hence that index of dispersion can be attributed to the features of the
fitness landscape that induce the corresponding deviation. In addition, while it is
well known that the asymptotic index of dispersion of the molecular clock is typically greater than one for the class of model considered here (Cutler, 2000b), I give a
sufficient condition for the asymptotic index of dispersion of a counting process to be
greater than one and give examples of counting processes for which the asymptotic
index of dispersion is asymptotically less than one. I also give examples of counting
processes for which the index of dispersion changes non-monotonically in time.
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A final contribution is to propose a definition for the ‘dynamical neighborhood
of a genotype’. In contrast to the mutational neighborhood of a genotype, which
is simply the set of genotypes that a particular genotype can mutate to, or the dneighborhood, which is the set of genotype within d substitutions of that genotype,
I define the dynamical neighborhood of genotype i to be the set of genotypes j such
that the expected total amount of time a population spends at j is increased when
the population starts at i instead of at equilibrium. I show that:
1. The genotypes in the dynamical neighborhood of i are exactly those genotypes
j such that the expected time to evolve from j to i is less than the expected
time for a population at equilibrium to evolve to i.
2. j is in the dynamical neighborhood of i if and only if i is in the dynamical
neighborhood of j (dynamical neighborhoods are symmetric).
3. The dynamical neighborhood of a genotype need not include all the genotypes
in its mutational neighborhood, and furthermore, substitutions from i to a
genotype j not in its dynamical neighborhood occur with an index of dispersion
that is non-trivially less than one.
4. The dynamical neighborhood of i is connected (i.e., the genotypes in the dynamical neighborhood are contiguous) and the dynamical neighborhood of i
includes i.
This notion of neighborhood is in some ways more natural than a neighborhood
based on mutational distance because it includes the action of natural selection and
thus reflects the fact that a pair of genotypes may be close mutationally without it
being easy for a population to evolve from one to the other.
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4.2 Evolution when mutation is weak
Our first order of business is to model evolution under weak mutation as a Markov
chain, where we view a population as jumping from one genotype to another at the
birth of each new mutant destined for fixation. We can then analyze the dynamics
of this Markov chain in terms of a set of deviations from the equilibrium distribution
that decay independently in time; this can be achieved by writing the transition
matrix in terms of its eigenvectors and eigenvalues. Because these deviations from
equilibrium make independent contributions to various statistics of evolutionary interest, and because they are often simply related to the major features of the fitness
landscape, they will serve as our major theoretical object for the remainder of the
paper.
Assume a haploid, asexual population of size N where mutations arise sufficiently
infrequently that each new mutation is typically lost or fixed before the next new
mutation enters the population. We can capture the dynamics of such a population
by defining a transition matrix P such that P (i, j) is the probability that a population
currently fixed for genotype i will produce a mutant of genotype j that is destined
to become fixed in the population. In particular, if we model evolution as a WrightFisher process, we have:

−2(s(j)−s(i))

 N M (i, j) 1 − e−2N (s(j)−s(i))
1−e
P (i, j) =

P

1 − k6=i P (i, k)

if i 6= j
(4.1)
if i = j

where M (i, j) is the mutation rate from genotype i to genotype j, and s(i) is the
fitness of genotype i. That is, the per generation probability of a population moving
from genotypes i to genotype j is the probability that a population fixed for genotype
i will produce a mutant of genotype j, times the probability of fixation for that
mutant.
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Subject to two technical conditions, we can write down the stationary distribution, π, for this Markov chain. The first condition is that the fitness landscape must
be connected, so that a population in principle can evolve from any genotype to each
of the others (this, together with the weak mutation assumption guarantees that the
Markov chain is regular). The second condition is that the mutational dynamics are
governed by a reversible model. That is, suppose we flatten our fitness landscape,
so that all genotypes have the same fitness, and that the equilibrium distribution of
the resulting Markov chain is given by the vector πM . What we are assuming is that
πM (i)M (i, j) = πM (j)M (j, i) for all i, j. Such an assumption is ubiquitous in models
of molecular evolution (Zharkikh, 1994).
Under these two conditions, it is easy to confirm that the stationary distribution for this Markov chain in the presence of selection is given by the probability
distribution π such that πT P = πT where:
πM (i) e 2(N −1)s(i)
π(i) = P
2(N −1)s(k)
k πM (k) e

(4.2)

and that π(i)P (i, j) = π(j)P (j, i) for all genotype i and j. This means that if
the neutral dynamics are reversible then so are the dynamics once we add natural
selection (Sella and Hirsh, 2005). The purpose of making these assumptions is that
reversibility guarantees a number of desirable mathematical properties, which we will
exploit in the remainder of the paper.
The most useful of these properties of reversible Markov chains is that their dynamics can be understood in a particularly simple manner, as a set of deviations
from the equilibrium distribution, each of which decays independently and at a specified rate. In order to present this point of view, we will need to introduce some
additional notation, however, all the mathematical objects I introduce have intuitive
interpretations which will be explained as we go. For a formal justification of the
properties of these objects see Chapter 2.
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Consider a vector lk such that lkT P = λk lkT , that is, a vector whose direction
remains unchanged when multiplied by the transition matrix P but whose length is
changed by a constant λk . Such a vector is known as a left eigenvector of P , and
the constant is known as the associated eigenvalue. It will be convenient to consider
a particular set of eigenvectors lk of P , specifically those for which lkT D−1 lk = 1
and lkT D−1 lm = 0 for k 6= m, where D is a diagonal matrix with D(i, i) = π(i). It
turns out that if our fitness landscape has n genotypes, we can construct a set of
eigenvectors l1 , . . . , ln that satisfy these constraints. Furthermore, we can order these
eigenvectors according to their associated eigenvalues such that λ1 = 1 > λ2 ≥ . . . ≥
λn > 0.
What are these eigenvectors? The left eigenvector with the largest eigenvalue, l1 ,
is simply π, the equilibrium distribution, and its associated eigenvalue, λ1 , is 1. The
critical fact about the remaining left eigenvectors of P is that the entries of any one of
them sum to zero. Thus, if we perturb the equilibrium distribution by some multiple
of lk for k ≥ 2, the resulting vector still has entries that sum to one and is thus still
a probability distribution (provided, of course, that its entries remain non-negative,
which they will for a sufficiently small multiple of lk ). Now suppose xt is a probability
distribution describing the probability that our population is fixed at any particular
genotype at time t. Suppose further that we can write xt = π +c lk for some constant
c. Then because πT P = πT and lkT P = λk lk , we have xt+1T = xtT P = πT + c λk lkT , so
that the difference between the current distribution and the equilibrium distribution
is in the same direction at times t and t + 1, but the difference is smaller by a factor
of 1/λk at time t+1. This means that we can view the lk for k ≥ 2 as defining a set of
deviations from the equilibrium distribution each of which decays at a characteristic
rate. More generally, since we can always write xt as a sum of the equilibrium
P
distribution and these deviations from equilibrium, say, xt = π + nk=2 ak lk for some
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set of constants ak , we can also write:

xt+1T

=

xtT P

T

=π +

n
X

ak λk lkT

(4.3)

k=2

which shows that each deviation from equilibrium is decaying independently from the
others. Because each deviation from equilibrium is decaying at its own rate, it will
often be the case that some of the deviations from equilibrium will decay much more
slowly than the rest. To better understand the time scale over which a particular
deviation from equilibrium decays, we can define the relaxation time τk = 1/(1 − λk )
associated with the deviation from equilibrium given by lk . In particular, the lk for
small k decay the most slowly and hence have the longest relaxation times; these
deviations from equilibrium summarize the features of the fitness landscape that
matter to an evolving population at long time scales.
In addition to the left eigenvectors that we have been discussing so far, there is
also a set of right eigenvectors, the rk , where rk ≡ D−1 lk , and P rk = λk rk . Just
as l1 = π, the equilibrium distribution, r1 = 1, the vector all 1s. However, we are
mostly interested in the rk for k ≥ 2. In particular, rk (i) is the initial weight given to
the deviation from equilibrium specified by lk when the population starts at genotype
i. That is, if xi,t (j) is the probability that a population with initial genotype i is at
genotype j at generation t, we can write

xi,tT

=

xi,0T P t

T

=π +

n
X

λtk lkT rk (i).

(4.4)

k=2

That is, given that a population starts at genotype i, the probability distribution at
any time in the future can be specified as a sum of geometrically decaying deviations
from equilibrium where the initial weight on each of these deviations from equilibrium
is given by the i-th entry of the associated right eigenvector.
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To make this more concrete, consider the following hypothetical example. Suppose we have a fitness landscape with two broad peaks, A and B, separated by a
deep fitness valley, so that typically a population will spend a very long time on one
peak before reaching the other. Intuitively, the most slowly decaying deviation will
be a vector that is positive on one peak (say A) and negative on the other (say B),
and the relaxation time of this deviation from equilibrium will be longer than all the
others. The right eigenvector associated with this deviation from equilibrium gives
the weight on this most slowly decaying deviation from equilibrium; on peak A this
weight will be positive (since a population starting on peak A will tend to be found
on peak A more than would be expected at equilibrium on the time scale of the
relaxation time of this deviation from equilibrium), while on peak B this weight will
be negative (the deviation from equilibrium is negative for genotypes in peak B, this
deviation must therefore have a negative weight in order to represent an enrichment
of the probability that the population will be found on peak B). Indeed, the weights
should be almost constant within each peak, since if the fitness valley is a substantial
enough barrier to evolution, all that matters at long time scales will be which peak
the population starts on and not where on that peak.
More generally, starting a population at either of two genotype with similar
weights on the most slowly decaying deviations will result in similar distributions
describing the location of the population at long time scales. This suggests using the
rk for small k as coordinates for the genotypes, since this will produce a visualization where clusters of genotypes correspond to sets of initial genotypes that produce
similar evolutionary outcomes. I have recently proposed this very method (Chapter 2), with the one alteration that the genotype are plotted using the entries of
√
the uk = τk rk , which further emphasizes the most slowly decaying deviations from
equilibrium. This change also gives squared distances in the resulting visualizations
units of generations, and one can relate these squared distances to the expected time
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it would take to evolve from one genotype to another.
Although for clarity we have presented this discussion in terms of a haploid,
Wright-Fisher population and have used Kimura (1962)’s formula for the fixation
probability, the evolutionary dynamics can also be modeled as a reversible Markov
chains for diploid populations assuming that the fitness effects of alleles are additive,
using the exact fixation probability for a Moran process (Sella and Hirsh, 2005), or
using the classical probability of fixation from Fisher (1930) or Wright (1931) (see
Berg et al., 2004). The above theory applies in all these cases with the obvious
modifications to the formulas for P and π.

4.3 Expected value of a function at time t: The fitness trajectory and
instantaneous substitution rate
Having expressed the dynamics of a population exploring a fitness landscape in terms
of the eigenvalues and eigenvectors of the corresponding transition matrix, we can immediately write down an expression for the expected value at time t for any function
defined on the set of genotypes. Such functions include many statistics of evolutionary interest such as fitness, instantaneous substitution rate, AT content, etc. Because
each of the left eigenvectors of P defines a deviation from equilibrium that decays at
a characteristic rate, it also defines a deviation from the equilibrium expected value
of a function that decays at the same rate. Furthermore, to the extent that these
deviations from equilibrium are associated with identifiable features of the fitness
landscape, we can attribute these deviations and their rate of decay to those features. This allows us to intuitively understand how the major features of a fitness
landscape affect the expected value of our function of interest.
In particular, for any function f defined on the space of genotypes, the expected
value of f with respect to a population distributed as xt at time t is simply xtT f .
Note that we are treating f as vector since a function on the set of genotypes is
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just a vector of the value that function takes on each genotype. Thus, we can use
Equation 4.4 to write the expected value of a function at time t as:

xi,tT f

=

xi,0T P t f

T

=π f+

n
X


λtk lkT f rk (i).

(4.5)

k=2

In words, this equation says that for a population that starts at genotype i, the deviation from equilibrium given by lk for k ≥ 2 induces a deviation from the expected

value of f at equilibrium, Eπ f = πT f , of lkT f rk (i), which decays geometrically in
time at rate 1 − λk .
The power of the spectral approach is to interpret the various terms in the sum in
Eq. 4.5. Suppose that f is the fitness function, so that the expected value of f at time
t given that the population starts at genotype i is the fitness trajectory (Kryazhimskiy et al., 2009) when starting at genotype i. We can say many useful things about
the fitness trajectory by looking at these terms. For instance, the sign of the term

l2T f r2 (i) tells us whether the expected fitness asymptotically approaches its equilibrium value from above (if it is positive) or below (if it is negative). Combining
this information about the approach of the fitness trajectory to its asymptotic value
with the fitness of the initial genotype can give us significant insights into the shape
of the fitness trajectory. In particular, if the population starts at a genotype whose
fitness is less than the average fitness at equilibrium and its fitness trajectory approaches the equilibrium fitness from above, then the fitness trajectory is necessarily
non-monotonic (the expected fitness overshoots its equilibrium value); similarly if
the population begins at a genotype with greater fitness than the expected fitness

at equilibrium and has a negative value for l2T f r2 (i), indicating that the fitness
trajectory approaches its asymptotic value from below, then its fitness trajectory is
also necessarily non-monotonic (the expected fitness decreases below its equilibrium
value before asymptotically approaching it from below). Thus, this analysis provides
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a simple, sufficient condition for a fitness trajectory to be non-monotonic.
We will illustrate these ideas using a simple, but biologically relevant, fitness
landscape (see also Chapters 2 and 3). In particular, consider the case where natural
selection is acting on a single codon with selection for serine and against stop codons.
We will model mutation using realistic rates for yeast (based on the data from Lynch
et al., 2008, see, Appendix B), so that all times are given in yeast generations (cell
divisions), and we will model natural selection using the exact fixation probability for
a Moran process where serine codons have fitness 1.001, stop codons have fitness .999,
and all other codons have fitness 1.000. Further, we assume a haploid population
with N = 3000.
Serine is unique among the amino acids in that it is coded for by two sets of
codons that are not contiguous under point mutations: TCA, TCT, TCG, and TCC
(which we will collectively call the TCN cluster), as well as AGT and AGC (which we
will call the AGY cluster). Consequently, selection for serine produces a two peaked
fitness landscape. A visualization of this fitness landscape is shown in Figure 4.1
using the method described in Chapter 2. In particular, each genotype i is plotted
√
√
at coordinates given by (r2 (i) τ2 , r3 (i) τ3 ) = (u2 (i), u3 (i)). Thus, the visualization
displays the effects of the two most slowly decaying deviations from equilibrium.
The most slowly decaying deviation from equilibrium is exactly as suggested by my
previous, intuitive, discussion of a two-peaked fitness landscape. This most slowly
decaying deviation takes the form of a long-lasting enrichment in the probability that
a population will found on the fitness peak at which it starts, and a deficit in the
probability that it will be found at the opposing peak, relative to the probability of
it being found at either peak at equilibrium. Because the deviation is positive at one
peak and negative at the other, the genotypes on one peak should be at one end of
the u2 axis, with the genotypes from the other peak at the other end, which is indeed
the case in Figure 4.1. Furthermore, because the time scale at which a population
100

0.0001

0

l2T f  r 2

0.0001
AGT

TCT

50 000

0

u3

50 000

TCG

TCA

0.00025

TGT
TCC

TAT

GGT CGT
ACT
ATT

GCT

TAG (Stop)

AGC

0

AAT

0.00025

TGA (Stop)
TTA

100 000

AAC

AGA

TAA (Stop)

l3T f  r 3

0.00050

AAG

150 000

0.00075
ATA

200 000

Serine
Non-serine
100 000

GAA

0

CAA

AAA

100 000

u2

0.00100
200 000

Figure 4.1: Visualization of a one codon fitness landscape with selection for serine
and against stop codons. Genotype i is plotted at coordinates (u2 (i), u3 (i)) (Chapter 2); this position also corresponds to an initial deviation from the equilibrium
fitness (l2T f )r2 (i) due to the most slowly decaying deviation from equilibrium and
(l3T f )r3 (i) due to the second most slowly decaying deviation from equilibrium. These
deviations from the expected fitness at equilibrium are shown along the top and right
sides of the figure respectively. Serine codons are shown as unfilled circles and all
other codons are shown as filled circles, and the size of the circle is proportional to
the frequency of that genotype at equilibrium; edges connect genotypes that differ
by a single point mutation.

explores the current peak is faster than the time scale at which a population leaves
that peak, the weight on this most slowly decaying deviation from equilibrium should
be almost constant within each peak; this is also the case as shown by the restricted
spread of the genotypes within each peak along the u2 axis. The relaxation time
for this most slowly decaying deviation from equilibrium, τ2 , is much longer than
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any of the other relaxation times at 1.6 × 1010 generations. Nonetheless, the next
most slowly decaying deviation from equilibrium, whose relaxation time is 5.3 × 109
generations, is also quite useful for understanding the evolutionary dynamics on the
fitness landscape. This deviation corresponds to an enrichment of genotypes at or
near the two serine fitness peaks relative to those genotypes far from either peak,
and the position along the corresponding axis of the visualization, u3 provides a
reasonable indication of the expected time for a population to evolve a serine, where
genotypes plotted lower along the axis take longer (Chapter 2). Thus, each of these
deviations from equilibrium has an intuitive interpretation: the most slowly decaying
deviation concerns the effects of the fitness valley separating the two peaks, while
the second most slowly decaying deviation concerns the neutral evolution necessary
for a population to find itself near a peak in the first place.
These two deviations from equilibrium also induce deviations in the expected
value of various statistics of interest. Here we will discuss their effect on the expected fitness of a population and its expected instantaneous substitution rate. The
auxiliary axes in Figure 4.1 show (l2T f )r2 (i) and (l3T f )r3 (i), the initial deviations in
fitness due to the first and second most slowly decaying deviations from equilibrium.
Note that we can use the same figure to show both the uk and the (lkT f )rk because
√
uk = rk τk , so that uk (i) is a constant multiple of (lkT f )rk (i) and thus the axes of
the visualization can just be relabeled to display these initial deviations. The first
thing to notice is that the range of sizes for the initial deviations from the equilibrium
fitness due to l3 are much larger than those due to l2 , for instance the genotype, for
instance the largest magnitude initial deviation from the expected fitness at equilibrium induced by l3 is −0.00103 is seven times larger than the largest magnitude
initial deviation induced by l2 , which is −.00015. The differing contributions of the
two deviations from equilibrium makes sense because the fitnesses on both fitness
peaks are the same, so that moving from one peak to the other (i.e. across u2 ) should
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not have much of an effect on mean fitness, whereas moving from a non-serine to
a serine (i.e. up u3 ) should substantially increase fitness. This comparison of the
relative effects of different deviations from equilibrium on a particular statistic is
broadly useful for understanding the impact of the corresponding features of the
fitness landscape on the statistic in question.
This analysis is also helpful in understanding why fitness trajectories may be nonmonotonic. Consider, for instance, the fitness trajectory of a population that begins
at AGT. AGT, has fitness 1.001 and the equilibrium fitness is 1.00063. Thus, the
expected fitness must, on the whole, decrease over time. Now u2 (AGT) = 190064,
meaning that the initial weight on the most slowly decaying deviation from equilib√
rium is r2 (AGT) = u2 (AGT)/ τ2 = 1.52. Also l2T f = −9.6 × 10−5 , so that the
initial deviation from the equilibrium fitness that decays most slowly has a value of

l2T f r2 (AGT) = −1.5 × 10−4 . This means that while the fitness trajectory must
on the whole decrease from its initial value, it approaches its asymptotic value from
below (i.e. via the decay of a negative deviation from the equilibrium fitness), and
so its fitness trajectory must be non-monotonic. The whole trajectory is shown in
Fig. 4.2. This approach from below makes intuitive sense in terms of the basic structure of the fitness landscape. Although the l2 does not induce a large deviation from
equilibrium fitness, it does have a small effect due to the proportion of fit genotypes
being lower near AGT than in the landscape as a whole, since two thirds of the fit
genotypes are contained in the other, TCN, fitness peak. Thus, at time scales large
enough that populations start to cross from being near the AGY fitness peak to
being near the TCN fitness peak, the expected fitness increases.
This non-monotonic behavior is quite generic. By the same argument, AGC
has a non-monotonic fitness trajectory, as does every non-serine genotype whose
value for u2 is negative (these genotypes have fitnesses less than the expected fitness
at equilibrium, but their fitness trajectories approach this equilibrial value from
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Figure 4.2: Expected fitness at time t for a population that begins at AGT
(EAGT,t f ) on the one codon fitness landscape with selection for serine and against
stop codons.

above). In total, 22 of the 64 genotypes are guaranteed to have non-monotonic fitness
trajectories by this criterion. More generally, if we think of u2 as partitioning the
genotypes into two regions where fitness trajectories are asymptotically decreasing
in one region and increasing in the other, any sufficiently high peak on the increasing
side or sufficiently deep valley on the decreasing side will result in non-monotonicity.
In fact, this idea that there are two regions of the fitness landscape, one of which
approaches the equilibrium fitness from above and one that approaches it from below,
can be made more rigorous. Consider the matrix W ≡ DP , so that W (i, j) is the
frequency of fixations from genotype i to genotype j at equilibrium. It is often useful
to think of W as defining a weighted graph on the genotypes where the weight on
the edge between genotypes is teh frequency of fixations from one to the other at
equilibrium. Let L ≡ D − W be the graph Laplacian associated with W ; L is known
as the graph Laplacian of the weighted graph defined by W and has many useful
properties (we will discuss L at greater length later). For now, it is easy to see that
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the rk are also eigenvectors of L. In particular, r2 is known as the Fiedler vector of
L, and it is well known that the set of nodes on a graph for which the Fiedler vector
is negative are connected, as are the set of nodes for which the Fiedler vector is
positive (e.g. Godsil and Royle, 2004). Because the sign of r2 (i) determines whether
the fitness trajectory of a population starting at i approaches equilibrium from above
or below, this shows that there is a single connected region of the fitness landscape
that approaches from above, and a single connected region of the fitness landscape
that approaches from below. Furthermore, these regions correspond exactly to the
genotypes to the left and to right of the origin with respect to the u2 axis in the
visualizations.
Another useful function to examine is the expected substitution rate at time t.
For a population at genotype i, the expected substitution rate is g(i) ≡ 1 − P (i, i) =
P
j6=i P (i, j). Figure 4.3 shows a visualization of the serine fitness landscape where
the genotype size is proportional to the substitution rate at that genotype, g(i).Two
things are worth noticing about the distribution of substitution rates. First, selection against deleterious substitutions decreases substitution rates at serine codons.
Second, substitution rates vary as a function of AT content, since in yeast there
is a strong mutational bias in favor of A and T. In particular, genotypes with the
highest AT content tend to have the lowest substitution rates. The first observation
is the most relevant in terms of understanding the contributions of the two most
slowly decaying deviations from equilibrium to the expected substitution rate. Because substitution rates are reduced at both fitness peaks, the most slowly decaying
deviation from equilibrium in general results in much smaller initial deviations from
the expected substitution than the second most slowly decaying deviation from equilibrium which roughly corresponds to the difference between the serine codons (low
substitution rates) and everything else (high substitution rates).
Let us use these intuitions to understand how the expected substitution rate
105

1.0 1011

l2T g r 2

0

1.0 1011

2.0 1011
2.0 1010

50 000

0

u3

0

50 000
2.0 1010

l3T g r 3

100 000

4.0 1010

150 000

200 000

Substitution Rate
1.0109

100 000

0

100 000

u2

6.0 1010
200 000

Figure 4.3: Visualization of the one codon fitness landscape with selection for
serine as in Figure 4.1 except that the size of each genotype is now proportional to
the substitution rate, g(i) ≡ 1 − P (i, i), at that genotype. The initial deviation from
the mean substitution rate at equilibrium, Eπ g = πT g = 5.7 × 10−10 , due to the most
slowly decaying deviation from equilibrium is given by the position of a genotype
along the top axis, and the initial deviation from the mean substitution rate at
equilibrium due to the second most slowly decaying deviation from equilibrium is
given by the position of a genotype along the rightmost axis. Notice the decreased
substitution rate in the two serine clusters.
changes over time for a population that starts at AAA, the farthest genotype down
on the u3 axis. Because of its high AT content, AAA has a low substitution rate
for a non-serine codon, 5.5 × 10−10 . On the other hand, a population spends most
of its time at serines where the substitution rate is depressed, and so in total the
substitution rate at AAA is only slightly below the asymptotic substitution rate
of 5.7 × 10−10 . Now, the initial deviation from the equilibrium substitution rate
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Figure 4.4: Trajectory of the expected instantaneous substitution rate for a population starting at AAA.

induced by the most slowly decaying deviation from equilibrium is relatively small

( l2T g r2 (AAA) = 9.6 × 10−12 ), so that the large scale dynamics in substitution
rate will mostly be due to the decay of the second most slowly decaying deviation

from equilibrium, which induces a large, positive initial deviation, l3T g r3 (AAA) =
5.8 × 10−10 , from the equilibrium expected substitution rate, as well as the more
quickly decaying deviations from equilibrium. The preceding analysis explains why
the expected substitution rate when starting at AAA is so strongly non-monotonic
when viewed as a function of time, Figure 4.4. The population starts off with an
expected substitution rate approximately equal to the asymptotic rate. Then, once
a population first leaves AAA (a process controlled by the more quickly decaying
deviations from equilibrium), it finds itself in a broad neutral plain with elevated
substitution rates so that the expected substitution rate is elevated at medium time
scales. Finally, the expected substitution rate decreases towards its asymptotic value
as the probability increases that the population has reached one of the fitness peaks
with their greater degree of selective constraint and hence decreased substitution
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rates.

4.4 Summing over the deviations: substitution trajectories and the
fundamental matrix
Now that we have an expression for the expected substitution rate at time t, we
can easily construct an expression for the expected number of substitutions by time
t, which Kryazhimskiy et al. (2009) call the substitution trajectory. In particular,
the expected number of substitutions by time t is simply the sum of the expected
substitution rate from times 0 through t − 1. Furthermore, each of these rates can be
expressed in terms of the expected rate at equilibrium, plus a set of deviations from
this equilibrial rate, each of which decays geometrically over time. Because it is easy
to write down the partial sums in a geometric series, one strategy would be to express
the expected substitution trajectory as a sum over these partial sums. Instead, we
will take a more general approach that will be convenient later and which will also
allow us to count a somewhat larger class of events.
In particular, consider an event that occurs with some probability given the most
recent transition, i.e. let an event occurs with probability q(i, j) at time t given that
Xt−1 = i and Xt = j. We can describe define such an event using a matrix V , where
V (i, j) = q(i, j)P (i, j) for some set of constants 0 ≤ q(i, j) ≤ 1 for all i, j. Thus if
we wanted to count the number of substitutions we could let V (i, j) = P (i, j) for
i 6= j and 0 otherwise. Or if we wanted to count the number of new mutants of
genotype l that have entered the population we could let V (i, j) = P (i, j) for j = l
and i 6= l (since a new mutation of type l destined for fixation is still a new mutation
of type l), let V (i, i) = 2N M (i, l) − P (i, l) for i 6= l (for all the new mutations of
type l that are not destined for fixaiton), let V (i, j) = 0 otherwise. We can use
this framework to study other classes of events as well, such as non-synonymous
substitutions, advantageous substitutions, the number of generations a population
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spends at genotype i or in some set of genotypes A, etc.
Now, given a fixed matrix V , we can derive two other useful vectors. First, let g
be the vector such that g(i) is the probability that an event occurs in generation t
P
given that the population is at genotype i in generation t−1. Then g(i) = j V (i, j),
i.e.

g = V 1. If our event is that a substitution has just occurred, then g is the

vector of substitution rates just as before. Second, let c be the probability distribution
describing the genotype of a population at equilibrium at time t, given that an event
P
also occurs at time t. Then c(i) = j π(j)V (j, i)/Eπ g. For instance if our event is
that a substitution has just occurred, c is the vector describing the location of the
population evolving at equilibrium given that a substitution has just occurred.
The key idea is that given that the population starts in some genotype i, it is
expected to spend more time at some genotypes and less at others than it would have,
had it started at equilibrium. If it is expected to spend more time at genotypes with
low values for g than it would have at equilibrium, then the expected number of
events will be lower than the expected number under an equilibrial start. If, on the
other hand, the population is expected to spend more time at genotypes with large
values for g than it would have at equilibrium, then the expected number of events
will be greater than the expected number under an equilibrial start.
How much extra time does a population spend at genotype j given that it starts
at genotype i instead of at equilibrium? We can calculate this expected time by
summing each deviation from equilibrium over time, and then summing over the
k − 1 deviations from equilibrium. In particular, since lk decays geometrically at rate
P
t
t
1 − λk , and t−1
m=0 λk = (1 − λk ) / (1 − λk ), the expected number of extra generations
a population spends at genotype j given that it starts at genotype i instead of at
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equilibrium is given by:

Zt (i, j) ≡

t−1
X

(P m (i, j) − π(j)) =

m=0

X 1 − λt

k

k≥2

1 − λk

rk (i) lk (j).

(4.6)

Now, let St be the number of events that occur through time t. Then we can
P
write St = tm=1 Im where is an indicator variable such that It = 1 with probability
g(j) given that the population was at genotype j at t − 1 and It = 0 otherwise.
Taking the expectation of St , we have:
Ei St = Ei

t
X

Im

m=1

=

t
X

Ei Im

m=1

=

t−1
XX
j

T

P m (i, j)g(j)

(4.7)

m=0

= tπ g +

t−1
XX
j

(P m (i, j) − π(j)) g(j)

m=0

= tπT g + (Zt g) (i).
Thus the expected number of events through time t is equal to the expected number
of substitutions that would have occurred had the population started at equilibrium
plus the i-th entry of the vector Zt g, which quantifies the deviation from the expected
number of events under an equilibrial start given that the population actually started
at genotype i. More generally, Zt g is a vector that gives the expected excess or deficit
in the number of events by time t for each choice of starting genotype. This excess
or deficit is simply the sum, over all genotypes j, of the number of extra generations
a population spends at genotype j by time t given that it starts at i, Zt (i, j), times
the rate at which events occur at genotype j, g(j).
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How do events accumulate for large t? Clearly the first term in Equation 4.7,
tπT g, grows linearly at all t. Turning to the second term, let us look first at what
happens to Zt for large t. Taking the limit as t → ∞, we can define a matrix Z whose
i, j-th entry is the expected total amount of extra time a population that starts at
genotype i spends at genotype j relative to the amount of time it would have spent
at genotype j had it started at equilibrium:
Z ≡ Z∞ =

X

τk rk lkT .

(4.8)

k≥2

Thus for large t, Zt g ≈ Zg. This means that the expected number of events that
have occurred by large t differs between initial genotypes by a constant (Zg)(i) that
depends only on the initial genotype i and not on t. Intuitively, a population may
start in a region of the fitness landscape in which events happen at an elevated or
depressed rate. In the long term the initial genotype will be forgotten and events
will occur at the equilibrium rate, but the initial deficit or excess will nonetheless
persist in the total.
The matrix Z that we have just introduced will be important in what follows, and
so it is worthwhile to review some of its properties. Z is known as the fundamental
matrix (Aldous and Fill, in preparation), or sometimes as the group inverse (Meyer,
1975), and can be used to calculate many quantities of interest such as the expected
waiting time to reach one state starting at another (Meyer, 1975; Hunter, 1983b;
Aldous and Fill, in preparation). Clearly by Equation 4.8, we have Z = (I − P +

1πT )−1 − 1πT , and indeed this formula can be used to calculate Z even if P does
not define a reversible Markov chain. Z can also serve interchangeably with P as
an equivalent description of a Markov chain since given Z one can calculate P and
P
vice versa. The entries of Z have various special properties: k Z(i, k) = 0, since if
a population spends more time at one genotype it must spend less time at another;
P
k π(k)Z(k, j) = 0 since a population that starts at equilibrium does not spend extra
111

time at any particular genotype; and π(i)Z(i, j) = π(j)Z(j, i) if P is reversible. For
those interested in learning more about the theory of finite state Markov chains, it
is important to note that often the related matrix Z + 1πT is called the fundamental
matrix instead (e.g. Kemeny and Snell, 1976); although computationally it suffices for
the same purposes, it does not give formulas with as clear an intuitive interpretation,
either here or in general (for more on a larger class of matrices that can play the role
of the fundamental matrix, see Chapter 7 of Hunter, 1983b).

4.5 Overdispersion of the molecular clock for general events
Having characterized the expected number of events through time t, it is natural
to ask whether we can characterize second-order properties of the accumulation of
events such as the variance in the number of events that have occurred through time
t. Traditionally, the variance in the number of events that has occurred has been
described through the index of dispersion Rt , which is the ratio between the variance
in the number of substitutions that have occurred through time t divided by the
expected number of events that have occurred in the same interval:
Rt ≡

Varπ St
Eπ St

(4.9)

for t ≥ 1. In Appendix E.1, I show that

Rt = 1 − Eπ g + 2cT

X
k≥2

τ 2 (1 − λtk )
τk − k
t



!
rk lkT g.

(4.10)

Thus, for large t we have:
Rt ≈ 1 − Eπ g + 2cT Zg

(4.11)

with equality in the limit as t → ∞. Notice that although for mathematical convenience we have defined Rt in terms of an equilibrium start, Equation 4.11 also gives
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the large t value for Vari St /Ei St ; using the equilibrium behavior seems more natural
if one intends to use the index of dispersion as a measure of the clumpiness of the
times at which events occur.
To understand this second interpretation, let us focus on the asymptotic index of
dispersion, R∞ (Equation 4.11). The key term is cT Zg. Given that an event occurs
in a particular generation, a population at equilibrium is distributed as c. That
population then is expected to spend extra time in some states and less time in other
states; these times are given by the vector cT Z. Finally, the fact that the population
is expected to spend more time in some states and less time in others means that
more events or fewer events are expected to occur than would have occurred if the
population was distributed according to the equilibrium distribution rather than c.
Thus, the total term cT Zg is just the expected number of extra events that will
occur, given that an event has just occurred. If cT Zg is positive, having an event
occur increases the expected number of events that will occur in the future, which
results in events occurring in clumps. If, on the other hand, cT Zg is negative, having
an event occur decreases the expected number of events that occur in the future,
which results in the events being more evenly spaced. Finally, cT Zg could be zero,
for instance in the case where the probability of an event occurring is constant for
all genotypes, or for the case where given that an event has occurred, the population
is distributed according to the equilibrium distribution (c = π).
Because a Poisson process has an index of dispersion of one, it is common to call
a continuous time stochastic process overdispersed if its index of dispersion is greater
than one and underdispersed if its index of dispersion is less than one. In discrete
time, the analog of a Poisson process has geometric waiting times between events;
in our context this can be achieved by a choice of V such that g(i) = Eπ g for all i.
Because R∞ = 1 − Eπ g for such an event, we will say that an event is overdispersed
if R∞ > 1 − Eπ g and underdispersed if R∞ < 1 − Eπ g. Thus, the sign of cT Zg
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Figure 4.5: The contribution to the clumpiness of the molecular clock corresponding to the deviation from equilibrium given by lk , cT (τk rk lkT )g, is shown for k ≥ 2
for the one codon fitness landscape with selection for serine and against stop codons.
The sum of these contributions is cT Zg. Notice the very large contribution from l3 .
determines whether the event defined by V is overdispersed or underdispersed.
Interestingly, each deviation from equilibrium makes an independent contribution
to the index of dispersion. In particular, by using Equation 4.8 we can write:
cT Zg =

X


cT τk rk lkT g

(4.12)

k≥2

Thus, to the extent that we can identify each deviation from equilibrium with a
specific set of features of the fitness landscape, we can quantify the manner in which
these features effect the asymptotic index of dispersion for an event defined by V .
To illustrate this idea, let’s consider the index of dispersion of the molecular
clock (V (i, j) = P (i, j) for i 6= j and 0 otherwise) for our running example of a single
codon under selection for serine. In this case, the asymptotic index of dispersion

is 2.42. Figure 4.5 shows the cT τk rk lkT g for k ≥ 2. The first thing to notice is
that the contribution of each deviation to the index of dispersion is non-negative, a
point that we shall return to shortly. Second, a single deviation from equilibrium, l3 ,
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makes the dominant contribution to the overdispersion (cT τ3 r3 l3T g/(cT Zg) = .49).
Looking back at Figure 4.3, we see that the corresponding axis of the visualization,
u3 , separates the two clusters of serine codons from a large neutral plateau consisting
of codons that code for other amino acids. Furthermore, the substitution rate is
elevated on this plateau due to the larger proportion of neutral neighbors for these

genotypes. The large value for cT τ2 r2 l2T g corresponds to the fact that just after
a substitution occurs, the population is on average at a negative position on the u3
axis (i.e. a negative value along r3 , which is in the same direction as u3 ). However,
given a population with a negative initial weight on l3 (i.e. a negative value of r3 ),
a population will tend to have a transiently elevated substitution rate relative to a
population starting in equilibrium. To put this less abstractly, substitutions tend
to occur in clumps during the periods when the population is on the large neutral
plain instead of at either of the serine fitness peaks. Given that a substitution has
occurred, the population is more likely to be on the plain and hence will probably
experience additional substitutions in the short term. This dynamic results in a large
contribution of l3 to the asymptotic index of dispersion because r3 distinguishes the
two serine peaks from the neutral plateau between them.
Of course, cT Zg need not be positive. To give an example where cT Zg is negative,
consider the occurrence of substitutions from codons that code for threonine to the
TCN cluster of serines. Because the codons that code for threonine are of the form
ACN, each of these codons is mutationally adjacent to a serine of the form TCN (the
corresponding substitutions are shown in Figure 4.6). For this class or substitutions,
we have R∞ = .95, so that they occur in an underdispersed manner. To more
deeply understand what is going on, we again look at the contributions of each of
the deviations from equilibrium to the index of dispersion. Figure 4.7 shows that
by far the dominant contribution is a negative contribution corresponding to l2 .
Now, r2 separates the TCN serine fitness peak from the AGY serine fitness peak.
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Figure 4.6: A visualization of the one codon fitness landscape with selection for
serine and against stop codons. Substitutions from ACN threonines to TCN serines
are shown with red arrows.
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Figure 4.7: The contribution to the clumpiness of substitutions from ACN threonines to TCN serines corresponding to the deviation from equilibrium given by lk ,
cT (τk rk lkT )g, is shown for k ≥ 2 for the one codon fitness landscape with selection
for serine and against stop codons. The sum of these contributions is cT Zg. Notice
the very large contribution from l2 (the leftmost point).
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After a ACN to TCN substitution, the population is at the TCN fitness peak, and
thus has an extremely negative value for r2 . But, in order to have another ACN
to TCN substitution, the population must first return to a codon that codes for
threonine. This takes a very long time, because it requires a deleterious fixation for
the population to leave the fitness peak and because the threonine codons are in a
sense closer to the AGY serines, as shown by their positive values along the r2 axis
(positive coordinates along u2 ). Thus, the fact that a substitution from ACN to TCN
corresponds to a shift from the “basin of attraction” of one fitness peak to another
explains why having had such a substitution decreases the expected number of these
substitutions that will occur in the future.
Since we have seen that different choices of the matrix V can result in events
that are either asymptotically over or under dispersed, it is natural to attempt to
characterize the conditions under which St is overdispersed. A sufficient condition
for Rt ≥ 1 − Eπ g met for many useful choices of V is that DV 1 = (DV )T 1, i.e. that
the row sums of DV are equal to its column sums. In words, this means that at
equilibrium, the probability of arriving at a state i when an event occurs is always
equal to the probability of leaving state i just before an event occurs. Clearly by
detailed balance this holds for the substitution process. It also holds for any subset
of the set of substitutions that is symmetric, for instance the set of non-synonymous
substitutions for a codon model, but need not hold for non-symmetric subsets such
as the set of advantageous substitutions.
In particular, if DV 1 = (DV )T 1 then c = Dg/Eπ g. This means that we can
write:


cT τk rk lkT g = τk gT D rk lkT g/ (Eπ g)

= τk gT lk lkT g/ (Eπ g)
= τk lkT g
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2

/ (Eπ g)

(4.13)

which is non-negative because the numerator is non-negative and the denominator
is positive. Thus if DV 1 = (DV )T 1, cT Zg is also non-negative, by Equation 4.12.
Actually, we can say quite a bit more about the index of dispersion when DV 1 =
(DV )T 1, both asymptotically and for finite t. For instance, because τk > 0, Equa
tion 4.13 also shows that cT rk lkT g ≥ 0. If we interpret cT rk as the effective weight
on the deviation given by lk , and lkT g as the influence on the event rate conferred
by a unit weight on lk , the preceding statement says that that the effective weight
on a deviation from equilibrium when an event occurs always results in an increase
in the event rate. Another way to put this is that using the visualization method
from Chapter 2, the mean position of a population at equilibrium conditional on an
event occurring is always on the same side of any particular axis as one would want
to start on to transiently increase the event rate. Furthermore, because
τk2 (1 − λtk )
τk −
t

(4.14)

is nonnegative and monotonically increasing in t for t ≥ 1 and 1 > λ > 0 (see Appendix E.1), the whole rightmost term in Equation 4.10 is nonnegative and monotonically increasing. Because the first two terms in Equation 4.10 are independent
of t, this shows that if DV 1 = (DV )T 1, Rt is monotonically increasing in time.
Under this same assumption we can extend a treatment of the molecular clock
by Raval (2007), which addressed the case when evolution is restricted to a network
of neutral genotypes. In particular, for general fitness landscapes, we can bound the
value of Rt in terms of Eπ g, Varπ g (the equilibrium weighted variance in the event
rate), maxi (1 − P (i, i)) and τ2 :
Varπ g
1 − Eπ g + 2
Eπ g



1
τ2 −
2t maxi (1 − P (i, i))


≥ Rt

Varπ g
≥ 1 − Eπ g + 2
Eπ g
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Varπ g τ22
−
gT Lg
t


(4.15)

where L = D(I − P ) is the graph Laplacian associated with W = DP mentioned
earlier (see Appendix E.3 for details). Letting t → ∞ we have the bounds:
Varπ g
1 − Eπ g + 2
τ2 ≥ R∞ ≥ 1 − Eπ g + 2
Eπ g



Varπ g
Eπ g



Varπ g
gT Lg


.

(4.16)

This gives us a better idea of when the asymptotic index of dispersion will be large.
To understand Equation 4.16, notice that the only difference between the upper and
πg
τ for the
lower bounds is in the rightmost terms of each side, where we have 2 Var
Eπ g 2



Varπ g
πg
for the lower. A useful property of the graph
upper bound and 2 Var
Eπ g
gT Lg

Laplacian is that for any function f , fT Lf = (1/2)

P

i,j

π(i)P (i, j)(f (i) − f (j))2 ,

i.e. fT Lf is half the expected squared per-generation change in f at equilibrium.


Varπ g
Thus gT Lg will be large when the event rate varies a great deal at equilibrium
nonetheless changes smoothly through time.
To make the preceding idea more precise, first note that

Varπ g
gT Lg

is invariant if g is

altered by either an additive or a multiplicative constant. This means that

Varπ g
gT Lg

only

depends on the direction of g 0 ≡ g − (Eπ g) 1. If we express g 0 as a linear combination
P
of the rk , i.e. g 0 = k≥2 ak rk for some set of weights ak , we can write:
P
2
Varπ g
(g 0 )T Dg 0
k≥2 ak
P
=
=
2
gT Lg
(g 0 )T Lg 0
k≥2 (1 − λk )ak

(4.17)

where for the last equality we’ve used the facts that rkT Drm = 1 for k = m and 0
P
otherwise, L = k≥2 (1 − λk )lk lkT , and lkT rm = 1 for k = m and 0 otherwise. Now, if
any choice for the ak is permissible, the quantity in Equation 4.17 is maximized for
a2 = 1 and all other ak = 0 so that g 0 is in the direction of r2 ,

Varπ g
gT Lg

= 1/(1−λ2 ) = τ2 ,

πg
and Equation 4.16 reduces to R∞ = 1−Eπ g+2 Var
τ . However, this does not specify
Eπ g 2

the choice of g that maximizes R∞ , since the actual value of R∞ also depends on
Varπ g
Eπ g

and since g is a vector of probabilities so that g(i) must be between 0 and
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1 for all i. Nonetheless, intuitively the conclusion is that g will result in a large
R∞ if it has a large (equilibrium weighted) variance compared to its (equilibrium
weighted) mean and if the deviations of g from its equilibrium weighted mean are in
the direction spanned by the first few right eigenvectors of P .
Cutler (2000a,b) has noted that in order for variation in the mutation rate or
fixation probability to result in substantial overdispersion of the molecular clock, the
time-scale of these fluctuations must be on the time-scale of the substitution rate or
slower. Raval (2007) builds on this idea by pointing out that the index of dispersion is
larger if the variation in the substitution rate at particular genotypes is built up over
the space of genotypes by the cumulative effects of small local changes substitution
rate (see also Takahata, 1991, for a model where the substitution rate changes in
a manner that has non-zero autocovariance). The above discussion generalizes and
clarifies these ideas, at least for the case where mutation is weak. The dynamics of
the Markov chain itself determines π and the rk , independently of our choice of event.
All that matters with regard to the overdispersion of the event, at least in the case
that DV 1 = (DV )T 1, is the vector g that determines the probability that an event
occurs in the next generation given that the population is currently at i. Furthermore,
the index of dispersion will be large if this vector g has a large equilibrium variance
compared to its equilibrium weighted mean and if the deviations from its mean is near
the subspace spanned by the rk , (k ≥ 2) for which the associated relaxation time
is large. Intuitively, one can understand this subspace in terms of mean-centered
functions on the set of genotypes whose values change smoothly at equilibrium,
since the rk for small k are the D-generalized eigenvectors of L corresponding to
the D-orthogonal directions in the space of mean-centered functions whose expected
squared per generation change at equilibrium is smallest (see, e.g., Chapter 2). This
perspective is particularly useful when combined with the visualization technique
from Chapter 2 because the rk are used as coordinates for the genotypes, and thus,
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when each genotype is colored according to its deviation from the mean of g, St will
be more overdispersed when the deviations from the mean change linearly as one
moves across the image.
Although we have been able to prove many characteristics of Rt for the case
DV 1 = (DV )T 1, much less can be said for the case where DV 1 6= (DV )T 1. Just
as events for which DV 1 6= (DV )T 1 can be either asymptotically overdispersed or
underdispersed, they also need not approach their asymptotic value monotonically.
The key to understanding this phenomenon is to realize that the contribution of each
deviation from equilibrium does not converge to its asymptotic value at the same
rate. Rather, as I show in Appendix E.2, for a given value of t the faster decaying
deviations have reached a larger proportion of their asymptotic contribution. For
example, if a quickly decaying deviation from equilibrium makes a large negative
contribution to the asymptotic index of dispersion and a slowly decaying deviation
from equilibrium makes an even larger positive contribution to the asymptotic index
of dispersion, Rt may transiently decrease (perhaps to a value less than 1), prior to
increasing to its asymptotic value.
An example of a non-monotonic trajectory for Rt in the one codon landscape with
selection for serine is given by the substitution from TCA to TCT (both codons in the
TCN cluster of serines). The trajectory is shown in Figure 4.8 and dips down below 1
before heading to an asymptotic value of 1.067. Figure 4.9 shows the contribution to
the asymptotic index of dispersion of each of the deviations from equilibrium. Two
deviations make major contributions, l2 and l4 , with the contribution of the former
being larger and positive and the second contribution being smaller and negative.
Nonetheless, because the contribution from l4 approaches its asymptotic value more
quickly, the index of dispersion decreases before its final increase. Intuitively what
is going on here is that in the short term after a substitution from TCA to TCT
another substitution from TCA to TCT is unlikely to occur because the population
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Figure 4.8: Rt is shown for substitutions from the serine TCA to the serine TCT
for the one codon fitness landscape with selection for serines and against stop codons.
The upper dashed line shows the asymptotic index of dispersion R∞ = 1.067, and the
lower dashed line shows the asymptotic index of dispersion for independent events
that occur at the same rate as TCA to TCT substitutions, 1 − 5.5 × 10−12 , which
marks the line between an underdispersed and overdispersed process. Note that Rt is
non-monotonic and is transiently underdispersed before approaching its asymptotic
index of dispersion.
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Figure 4.9: The non-monotoncity of Rt for substitutions from TCA to TCT on
the one codon fitness landscape with selection for serines and against stop codons is
due to the opposition between a negative contribution to Rt that converges quickly
to its asymptotic value, cT (τ4 r4 l4T )g, and a positive contribution that converges to
its asymptotic value more slowly, cT (τ2 r2 l2T )g. cT (τk rk lkT )g is shown for k ≥ 2.
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is at TCT whereas it would need to be at TCA for this substitution to occur again.
However, at longer time scales, a population starting at TCT is expected to spend
more time at TCA than a population starting at equilibrium, in large part because
these two genotypes are both on the TCN fitness peak and it takes a long time to
leave this peak via deleterious fixations (as shown by the large value of τ2 ).

4.6 The dynamical neighborhood of a genotype
To better understand why certain events are asymptotically underdispersed while
other events are overdispersed, we will now investigate the index of dispersion for
an event defined by a matrix V that has a only a single non-zero entry. This includes the index of dispersion for single, specific substitutions as well as the index of
dispersion for the event that a population remains at a specific genotype. We will
couch this discussion in terms of a new theoretical object that is of interest in its
own right: the dynamical neighborhood of a genotype. In particular, we will see that
the underdispersion of specific substitutions arises due to a misalignment between
the mutational and dynamical neighborhood of a genotype.
Suppose we are interested in an event defined by a matrix V , such that V is
zero everywhere except for its i, j-th entry. For simplicity, we’ll let this i, j-th entry
be equal to P (i, j), so the events that we are looking at are either substitutions
from genotype i to genotype j or the event of staying at genotype i (in the case
that i = j). Now, in this case, we have cT Zg = P (i, j)Z(j, i), since the population
is always at genotype j when an event has just occurred and an event can only
occur in the generation after the population has been at i, in which case it happens
with probability P (i, j). We can assume that P (i, j) is non-negative, since otherwise
our event never occurs, and so by Equation 4.11, the occurrences of the event at
equilibrium are overdispersed if Z(j, i) > 0 and underdispersed if Z(j, i) < 0.
Now, let us define the dynamical neighborhood of a genotype i as follows: a
123

genotype l is in the dynamical neighborhood of i if Z(i, l) > 0. Thus the dynamical neighborhood of i is simply the set of genotypes that a population will tend to
spend more time at if the population starts at i instead of at equilibrium. However, reversibility imbues the dynamical neighborhood of i with a number of other
interesting properties. First, I show in Appendix F that the set of genotypes in the
dynamical neighborhood of i are connected (that is, contiguous) and that i is in its
own dynamical neighborhood. Second, if i is in the dynamical neighborhood of l
then l is in the dynamical neighborhood of i, since π(i)Z(i, l) = π(l)Z(l, i) implies
that Z(i, j) and Z(j, i) have the same sign. Finally, the genotypes in the dynamical
neighborhood of i are exactly those genotypes l for which the expected time to evolve
from l to i is less than the expected time to first evolve to i at equilibrium. This
follows immediately from the standard formulas for the expected time to first reach
i when starting at equilibrium (Eπ Ti ) and for the expected time to first reach state
i from state l (El Ti ):
Eπ Ti =

Z(i, i)
π(i)

Ej Ti = Eπ Ti −

Z(j, i)
π(i)

(4.18)

(4.19)

(see, e.g., Aldous and Fill, in preparation; Hunter, 1983b) together with the fact
that Z(i, j) and Z(j, i) have the same sign. Thus, the dynamical neighborhood of
a genotype i contains those genotypes that are in several important senses “close”
to i. Figure 4.10 shows several visualizations of the fitness landscape with selection
for serine, where for each genotype j the size of genotype j shows the magnitude of
Z(i, j) and the color of genotype j shows the sign of Z(i, j) for each of three choices
of i (designated in each panel by the arrow). The dynamical neighborhood of the
starting genotype corresponds to the positive values of Z(i, j), which are shown by
the unfilled circles. Notice that the dynamical neighborhoods in Figure 4.10 appear
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Figure 4.10: The expected amount of time a population spends at a given genotype
relative to what it would have been expected to spend at that genotype given an
equilibrial start, for each of three indicated choices of initial genotypes.

to be localized in the visualization. This is because in this case the starting genotypes
were chosen to have extreme values for the deviations from equilibrium associated
with the axes in the visualization; these same deviations from equilibrium then also
make large contributions to the row of Z corresponding to the starting genotype.
It is helpful to compare the dynamical neighborhood of a genotype i with its
mutational neighborhood, that is, the set of genotypes that i can directly mutate
to. These neighborhoods are not necessarily the same. First, the dynamical neighborhood of a genotype might include other genotypes many substitutions away. For
instance, a low fitness genotype may have a fitness peak that is a few substitutions
away in its dynamical neighborhood because a population starting at that genotype will reach that fitness peak at high probability (see for instance the dynamical
neighborhood of AAA in Figure 4.10, which includes the AGY fitness peak). Second,
the mutational neighborhood may include genotypes that are not in the dynamical
neighborhood. For instance, a low fitness genotype may be within one substitution
of a fitness peak without this peak being in its dynamical neighborhood because
there are many more paths to a different fitness peak. More generally, we can see
that misalignment between these neighborhoods is the source of the underdispersion
of the occurrence of a specific substitution from i to j: this substitution occurs in
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an underdispersed manner when j is not in the dynamical neighborhood of i, since
in this case cT Zg = P (i, j)Z(j, i) is negative.
As an example, let us return to the underdispersion of ACN threonine to TCN
serine substitutions for our fitness landscape with selection for serine. No TCN
serine is in the dynamical neighborhood of any ACN threonine, and hence no ACN
threonine in in the dynamical neighborhood of a TCN serine, despite the fact each
ACN threonine can mutate directly to a TCN serine and that this substitution is
favored by natural selection. A consequence of this is that all of the entries of Z that
contribute to cT Zg for this set of substitutions are negative, and thus the product
cT Zg is necessarily negative as well. In addition, we can see immediately that each
of these substitutions taken individually is underdispersed.
Interestingly, the waiting time to see any particular underdispersed substitution
will be less than would be expected based on the frequency at which the substitution occurs at equilibrium. This is because underdispersion corresponds to the
occurrences of this substitution being spaced more evenly than they would be if the
substitution was just occurring at a constant probability each generation, and this
more even spacing results in smaller expected waiting times. More formally, I show
in (Chapter 3) that the expected waiting time for a substitution from genotype i to
j at equilibrium is given by:

Eπ TV =

1 + cT Zg
π(i)P (i, j)

(4.20)

where V is the corresponding event matrix. Thus, if cT Zg < 0, Eπ TV is less than
1/(π(i)P (i, j)), the expected waiting time if the substitution occurred with a constant probability π(i)P (i, j). This result is emblematic of the more general intuition
that the less clumpy the occurrences of an evolutionary event are relative to the
equilibrium frequency of the event, the shorter the expected waiting time for that
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event will be (Chapter 3).

4.7 Discussion
This paper describes an integrated set of techniques for calculating and interpreting a variety of statistics describing the evolution of a population on an arbitrary,
time-invariant fitness landscape. Under the assumption that mutation is both sufficiently weak and governed by a reversible model, the evolution of such a population
can be modeled as a finite-state, reversible Markov chain (Sella and Hirsh, 2005).
This allows us to employ tools from the spectral theory of finite-state, reversible
Markov chains (Lovasz, 1993; Aldous and Fill, in preparation), a field that attempts
to understand the structure of a Markov chain in terms of the eigenvalues and eigenvectors of its transition matrix. In an evolutionary context, these techniques allow
us to understand the evolution of a population in terms of a set of deviations from
the equilibrium distribution that describes the probability that a population that
has been evolving on the same fitness landscape for a sufficient amount of time is
currently fixed for any particular genotype. These deviations from equilibrium are
useful for understanding the evolutionary dynamics because each deviation decays
independently and at a characteristic rate; furthermore, as we’ve seen here, these
deviations also often make independent contributions to statistics of evolutionary interest. In addition, these deviations from equilibrium often correspond to intuitively
recognizable features of the fitness landscape, which allows us to examine the relative
contributions of the features of the fitness landscape to our statistics of interest. Recognizing the relationship between the deviations from equilibrium and the features of
the fitness landscape is made easier by the fact that one can also use these deviations
to construct low-dimensional visualizations of the fitness landscape (Chapter 2). The
results presented here are also closely related to a recently proposed measure for the
‘findability’ of genotypes (i.e. how easy it is for a population to evolve to a particular
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genotype), which is based on the entries of the fundamental matrix, Z, and the stationary distribution of the Markov chain (Chapter 3). The power of this approach
is both that it couches the evolutionary dynamics in terms of a more general and
elegant mathematical theory and that the resulting theoretical objects have simple,
intuitive interpretations.
Because each deviation from equilibrium induces a deviation in the expected
value of any function on the set of genotypes, the expected value of a function at
any point in the future can be expressed in terms of these induced deviations and
their rates of decay. A particularly interesting function is the expected fitness of
a population at time t given its initial genotype, which Kryazhimskiy et al. (2009)
call the fitness trajectory. While it is clear that the fitness trajectory will often be
monotonically increasing due to adaptive evolution, or decreasing, for instance due
to mutation accumulation in small populations, I show that that fitness trajectories
can also be non-monotonic under realistic conditions. This is an important realization because the possibility of non-monotonic fitness trajectories is often precluded
by assumption (for instance by assuming that selection is strong and hence deleterious fixations do not occur Gillespie, 1983, 1984b), or neglected due to a focus on
asymptotic results (Kryazhimskiy et al., 2009). The essential ingredient that has
been missing is the idea that exploration of a fitness landscape occurs on multiple
time scales. For instance, a population on the slopes of a large fitness peak in a
broad neutral plain may typically climb the fitness peak at short time scales, but
eventually slide down it and become lost in the neutral plain at longer time scales,
resulting in a fitness trajectory that at first increases, but finally decreases to its
asymptotic value. Another important point is that different statistics may converge
to their asymptotic values at different time scales, since as a practical matter the
time scale of convergence is determined by the relaxation time of the most slowly
decaying deviation from equilibrium with a non-neglibile initial contribution to the
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statistic of interest.
The results presented here are also particularly interesting with respect to the
literature on the index of dispersion of the molecular clock. While Equation 4.11 for
the asymptotic index of dispersion has appeared elsewhere in the literature (Iwasa,
1993; Bloom et al., 2007; Raval, 2007), the treatment here includes several novel features. First, I consider the case of a broader range of counting processes besides the
number of substitutions by time t, such as the number of substitutions from one specific amino acid to another specific amino acid, or even the number of mutations of a
particular type that have entered the population (note that this is slightly more general than the “labeled counting processes” discussed by Minin and Suchard, 2008).
These other classes are important because they can show qualitatively different features from the index of dispersion of the number of substitutions such as asymptotic
underdispersion and an index of dispersion that changes non-monotonically through
time. I also generalize the various bounds derived by (Raval, 2007) for the neutral
case to both accomodate selection and apply to this more general class of events.
Second, I give a clearer interpretation of the terms in Equation 4.11 and relate
them to established mathematical objects. Given that an event has occurred at the
current time step, a population at equilibrium is distributed according to the vector c.
This means that it is expected to spend an extra number of generations at genotype
i relative to what it would have had we no knowledge of whether an event occurred
given by the i-th entry of cT Z, where Z is the fundamental matrix of the Markov
chain. If the probability of an event occurring given that the population is currently
at genotype i is specified by the i-th element of the vector g, then summing over all the
genotypes in the fitness landscape, we see that the critical term in Equation 4.11,
cT Zg, is the expected number of extra events that will occur, given that one has
just occurred. Indeed, we can compare this with Cutler (2000b)’s phenomenological
treatment of the index of dispersion, where this quantity is called DS . Incidentally,
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because Cutler (2000b)’s treatment is even more general, and the expected number
of extra events that will occur given that one has just occurred is given by cT Zg even
for a non-reversible Markov chain, we can see that Equation 4.11 is correct even if
mutation rates are not governed by a reversible model. More generally, since we are
modeling the evolution of a population as a Markov chain, it is is satisfying to see the
index of dispersion of the molecular clock explicitly cast in terms of the fundamental
matrix of that Markov chain.
Third, and, finally, I suggest that because each deviation from equilibrium makes
an independent contribution to the index of dispersion, it can be useful to look
at what these contributions actually are. In particular, it may often be the case
that only one or a few deviations from equilibrium make a substantial contribution
to the index of dispersion. Thus, in so far as we can identify the deviations from
equilibrium with features of the fitness landscape, we can also evaluate the impact
of these features on the index of dispersion.
Stadler and others (Weinberger, 1990, 1991; Stadler, 2003) have previously suggested expanding a function on the set of genotypes in terms of the eigenvectors
of a transition matrix, but have chosen to use the transition matrix of the neutral
dynamics rather than than the transition matrix for a population evolving under
natural selection. They have also noted that some fitness landscapes that arise in
computer science and discrete mathematics have variation in fitness in the direction
of a single eigenvector of the neutral transition matrix; such a landscape is termed an
‘elementary’ landscape (Stadler, 2003). The advantage of Stadler’s formalism is that
because it only depends on the neutral dynamics, i.e. on the structure of mutation
and recombination, it provides insights into the structure of the fitness landscape in
general, rather than the effects of the fitness landscape in any particular population
genetic regime. The advantage of our current formalism is that by using the eigenvectors of the transition matrix that describes the actual evolution of the population,
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we can gain much greater insight into the specific population genetic regime assumed
here, i.e. evolution under weak mutation.
Lastly, I have proposed that we view the set of genotypes that a population is
expected to spend more time at when starting at i than it would had the population
started at equilibrium as constituting the “dynamical neighborhood” of genotype i;
these same genotypes are “close” to genotype i in several well-defined senses, suggesting that this is a natural grouping. One can contrast the dynamical neighborhood
of i with its mutational neighborhood of i, which is simply the set of other genotypes that i can mutate to. Here I show, for instance, that a substitution from i
that leaves its dynamical neighborhood will be underdispersed, but the waiting time
for this substitution is less than one would expect from the long term frequency at
which it occurs because when the substitution occurs it decreases the number of
times it is expected to occur in the future. Thus the occurrences of the substitution are more evenly spaced in time, which results in a decreased expected waiting
time to observe this substitution (Chapter 3). One can also define a mutational
d-neighborhood of a genotype i, which is the set of genotypes within d mutations of
i. While the d-neighborhood is often used in studies of fitness landscapes and the
genotype-phenotype map, the dynamical neighborhood of a genotype (or perhaps
some other neighborhood concept more closely tied of the evolutionary dynamics) is
likely to be more useful. After all, the evolutionary dynamics have their own natural
structure that is not necessarily closely related to our a priori notion of the distance
between genotypes, since, for instance, two genotypes might be close mutationally
but separated by a fitness valley such that it is in practice difficult for a population
to evolve from one to the other.
Perhaps a more useful comparison is to the concept of an evolutionary neighborhood at the phenotypic level. In particular, Fontana and Schuster (1998a,b)
proposed that we think of j is a neighbor of phenotype i if phenotype j is produced
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at a sufficiently high rate by a population dominated by individuals with phenotype
i (see also, Stadler et al., 2001). They then argued that an evolutionary transition
between a phenotype and another genotype in its neighborhood should be viewed
as continuous, while a transition to a phenotype outside its neighborhood should be
viewed as discontinuous, in analogy with the concept of continuity in topology. Further, they argued that this concept could explain patterns of punctuated evolution:
if a population is at a phenotype with a fitter neighbor, that fitter neighbor is fixed
rapidly, and this process continues until a population arrives at a genotype with no
fitter neighbor. There is then a long period of stasis as the population evolves neutrally waiting for a rare beneficial mutation. After such a discontinuous transition,
the process begins again.
We can make a similar analysis of continuous versus non-continuous change based
on the dynamical neighborhood concept proposed here. Continuous transitions from
a genotype i are to genotypes contained in the dynamical neighborhood of i. In such
a transition there is a sense in which a population has not travelled far, since if j is
in the dynamical neighborhood of i then i is in the dynamical neighborhood of j, so
that the probability that the population will be at i at some point in the future is
still higher than it would be at equilibrium. On the other hand, after a discontinuous transition from genotype i to some other genotype j outside of its dynamical
neighborhood, there is less of a chance of finding the population at genotype i in the
future, as if the population has jumped to a new region of the fitness landscape. It
would be interesting to look further at the role these rare, contingent events play in
the evolutionary process.
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5
Detailed structure of a classical neutral network

This chapter applies the techniques developed in the previous chapters to analyze a
neutral network with 51,028 genotypes, but also includes some new results such as
how to ‘zoom-in’ to visualize the local details of a fitness landscape and an analysis
of the effects of changing the population size on the production of variation. Because
all genotypes on the neutral network have the same fitness, my definition of the
transition matrix for the Markov chain and my treatment of the eigenvectors of the
transition matrix simplify somewhat, but the basic framework and notation remain
the same as in Chapters 2, 3 and 4.

5.1 Introduction
The neutral network framework for understanding the genotype-phenotype map has
become increasingly influential in recent years. The main idea is to partition the
space of genotypes into sets of genotypes that A) share the same phenotype and are
thus neutral with respect to phenotype, and presumably fitness, and B) are contiguous under point mutations, i.e. that form networks. Evolutionary dynamics are
then analyzed in terms of the structure of these networks and the geometric rela133

tionships between them. Such analyses have been applied to questions ranging from
the production of evolutionary innovations (Wagner, 2011) to the production of new
species (Gavrilets and Gravner, 1997; Gavrilets, 1999, 2004), and a variety of systems,
including protein evolution (Lipman and Wilbur, 1991; Bornberg-Bauer and Chan,
1999; Bastolla et al., 2003b), the evolution of gene regulatory networks (Wagner,
1996b; Ciliberti et al., 2007) and host-pathogen interactions (Koelle et al., 2006) (see
also Wagner, 2005, 2011, for book length reviews).
By far the most work in the neutral network framework has been conducted based
on the RNA sequence to RNA secondary structure genotype-phenotype map (reviewed by Fontana, 2002; Cowperthwaite and Meyers, 2007). A single stranded
RNA molecule in solution will typically form basepairs with itself; the set of paired
positions define its secondary structure. The existence of efficient algorithms to predict the minimum free energy secondary structure of an arbitrary sequence (e.g.,
the Vienna RNA package Hofacker et al., 1994), has resulted in a rich literature on
both the structure of the neutral networks defined with respect to the minimum free
energy secondary structure of RNA sequences (e.g., Fontana et al., 1993; Schuster
et al., 1994; Gruner et al., 1996; Sumedha et al., 2007b; Cowperthwaite et al., 2008;
Aguirre et al., 2011; Schaper et al., 2011), and the evolutionary dynamics induced
by selection for a target minimum free energy secondary structure (Huynen, 1996;
Fontana and Schuster, 1998b,c; van Nimwegen et al., 1999a; Ancel and Fontana,
2000; Wilke, 2001b; Sumedha et al., 2007a). This literature has directly stimulated
fundamental insights into topics such as the punctuated nature of evolutionary trajectories (Fontana and Schuster, 1998b,c), the organization of phenotypic space (Stadler
et al., 2001; Stadler, 2003), the conditions under which neutral networks are likely
to form (Reidys et al., 1997), the evolution of mutational robustness (van Nimwegen
et al., 1999a; Wilke, 2001b; Forster et al., 2006), and the relationship between phenotypic plasticity and the production of phenotypic variation by mutation (Ancel
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and Fontana, 2000).
Needless to say, much of this work is extremely abstract. Part of the reason for
this abstraction is the enormous size and high dimensionality of RNA sequence space.
Because the volume of data is too large to understand directly, this literature has
generally relied on summary statistics to describe both the structure of the genotypephenotype map and the structure of the evolutionary dynamics it induces. While
this approach has been quite valuable, an obvious question is whether we can develop
techniques to understand the structure of particular neutral networks in detail, as
well as whether this more detailed understanding can give us further insight into the
effects of this structure on the evolutionary dynamics.
In this paper, I conduct an in-depth exploration of a particular neutral network
that was previously studied by van Nimwegen et al. (1999a) and whose structure was
briefly addressed Chapter 2 (Sumedha et al., 2007b, investigated a closely related
landscape, but simulated the RNA folding at a different temperature, resulting in a
somewhat different set of networks). The cornerstone of this approach is to apply
and extend a method I have developed for visualizing fitness landscapes (Chapter 2).
We will use this visualization method to construct detailed diagrams of the structure of the neutral network at multiple scales. We will then use these diagrams to
better understand both the physical causes for the structure of the network (e.g. the
thermodynamics of RNA folding) and to understand the evolutionary consequences
of this structure.
The basic idea behind the visualization method is to attempt to understand
the structure of the network through its effects on an evolving population. We
assume that only genotypes on our target neutral network are viable, and also assume
that mutations enter the population sufficiently infrequently that the population is
typically monomorphic, i.e., we assume that mutation is weak. We can model the
evolution of such a population as a single particle that wanders the neutral network,
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moving from one genotype to another at the birth of each new neutral mutant that
is destined for fixation (in the framework of van Nimwegen et al., 1999a, this is
known as the “blind ant” regime). The resulting evolutionary dynamics can be
conceptualized in terms of the probability that a population that starts at a particular
genotype will be found at any other genotype at a specific time in the future. At
the very longest time scales, the population is equally likely to be found at any
genotype, so that this uniform distribution is the equilibrium distribution. However,
the approach of this probability distribution to uniform can be decomposed as the
superposition of a set of deviations from the equilibrium distribution, each of which
decays at a characteristic rate. Furthermore, the choice of initial genotype gives
a weight to each of these deviations from equilibrium. By using these weights as
coordinates for the genotypes, we can create a low-dimensional visualization of the
network where clusters of genotypes correspond to sets of genotypes that tend to
result in similar evolutionary dynamics.
This visualization method is particularly sensitive to the presence of ‘bottlenecks’,
or narrow ridges, in the structure of the network. This is because a population that
starts on one side of such a bottleneck is likely to stay there for a long time. I
have previously shown that the structure of the neutral network we study here has
a severe bottleneck at the large scale (Chapter 2). Here, I extend my previous
technique to show how we can “zoom in” on particular regions of the network in
order to understand their finer scale structure. This allows me to demonstrate that
the network in fact has bottlenecks at multiple scales and that these bottlenecks also
correspond to the various basepairs in the target RNA secondary structure.
Once we have an understanding of the structure of the neutral network, we can
also use these deviations from equilibrium to gain a better understanding of the
evolutionary dynamics induced by the structure of the network (Chapters 3 and 4).
One important issue is how the structure of the network influences the expected
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waiting time for a population to arrive at a particular genotype or to produce a
particular phenotypic variant; that is, how the structure of the network influences
the “findability” of genotypes and phenotypes (Chapter 4). The strongest influence
on the findability of a genotype turns out to be the number of neutral neighbors
that genotype has rather than the structure of the network itself, but, at the same
time, the variation in the number of neutral neighbors is aligned with the structure
of the network, so that there are regions of the network where genotypes are more
findable than others. Because the number of neutral neighbors is proportional to the
instantaneous substitution rate, this structured variation in the number of neutral
neighbors also results in the molecular clock being strongly overdispersed (for related
work see Takahata, 1987, 1991; Bloom et al., 2007; Raval, 2007; Bastolla et al., 2007,
Chapter 4)
A final issue concerns the applicability of results based on studying the dynamics
of a population evolving under weak mutation to other population genetic regimes.
To show that our knowledge of the structure of the network is transferable to other
situations, I return to the other case considered by van Nimwegen et al. (1999a) in
which mutations enter the population so frequently that the mutational process can
be modeled deterministically. In this regime, the population is highly polymorphic
and reaches a stable distribution under mutation-selection balance. I use the visualizations to better understand the shape of this stable distribution and its effects
on the relative ratios of phenotypic variants in the weak mutation and deterministic
mutation regimes.

5.2 Mathematical Preliminaries
Before we can analyze the structure of the van Nimwegen et al. (1999a) neutral
network, we need to introduce the methods we will use for studying it. The unifying theme behind these methods is that the eigenvectors of the transition matrix
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describing the evolution of a population on the neutral network provide a natural framework for understanding the evolutionary dynamics induced by the network
structure. These eigenvectors can be used to create rigorous visualizations of the
network structure (Chapter 2), and can also be used to calculate various statistics
that described the evolutionary dynamics (Stadler, 2003, and Chapter 4).
In the present study, we will make two main population genetic assumptions.
First, we assume both that there is strong stabilizing selection on minimum free
energy RNA secondary structure and that all genotypes with the same minimum
free energy RNA secondary structure have the same fitness. In particular, we will
treat all genotypes with the target secondary structure as selectively neutral with
respect to each other and will treat genotypes with any other secondary structure as
inviable. Thus, evolution is restricted to genotypes on our focal neutral network.
Second, we assume that mutations enter the population sufficiently infrequently
that each new mutation is either lost from the population or becomes fixed before
the next new mutation occurs. If we write the total mutation rate of a genotype as
µ, and assume a haploid population of size N , we are thus assuming that N µ  1.
We also assume that the absolute mutation rate is sufficiently small that double
mutations can be neglected.
With these two assumptions in hand, we can model the evolution of a population
evolving on our focal neutral network as follows. Because the period between the
time that a new mutant that is destined for fixation is produced and the time that it
fixes is short compared to the period between the production of successive mutations
destined for fixation, we can the evolution of our population as a Markov chain
that jumps from one genotype to another at the birth of each new mutant destined
for fixation. We would like to write down a transition matrix that describes the per
generation probability that a population currently fixed for genotype i will produce a
mutant with genotype j destined for fixation. Note that we can always take genotypes
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i and j to be genotypes on our neutral network since we have assumed that all other
genotypes are inviable.
Now, if genotype i differs from genotype j at a single position, then mutations
can occur directly from i to j. Such a mutation enters a population currently fixed
at i with probability N µ/(18 × 3), since µ is the total mutation rate and our neutral
network of interest consists of genotypes of length 18 where each position can mutate
to any of 3 alternative nucleotides. Because genotypes i and j have the same fitness,
each genotype in the population has an equal probability that at some future time the
population will be composed completely of its descendants, and so the probability
of fixation for our new mutation is 1/N . This yields a transition probability of
(N µ/(18 × 3)) (1/N ) = µ/(18 × 3). More generally, if P (i, j) is the probability that
a population currently at i will be at genotype j in the next generation, we can write:

P (i, j) =


 G(i, j) µ/ (18 × 3)

if i 6= j

1 − d(i) µ/ (18 × 3)

if i = j



(5.1)

where G is the adjacency matrix of the neutral network and d(i) is degree of genotype
i (i.e. G(i, j) = 1 if genotypes i and j differ by a single point mutation and G(i, j) =
0 otherwise, while d(i) is the number of neighbors genotype i has on the neutral
network).
It is easy to show that the equilibrium distribution π of the Markov chain defined
by P (i.e. π such that πT P = πT ) is given by the uniform distribution. Since our
network of interest has 51,028 genotypes, we have π(i) = 1/51,028 ≈ 2.0 × 10−5 .
Furthermore, the Markov chain defined by P is reversible, so that π(i)P (i, j) =
π(j)P (j, i) for all i, j; this follows immediately from the fact that P is symmetric
and π(i) = π(j) for all i, j.
The equilibrium distribution describes the asymptotic behavior of a Markov chain
at large times, i.e. π gives the probability that a population will be fixed for any
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particular genotype after it has already been evolving on the neutral network for
an indefinite amount of time. It is also useful to have an understanding of how
the probability distribution describing the state of the population approaches the
equilibrium distribution given that the population starts at a particular genotype.
In particular, let xi,t be the probability distribution describing the location of the
generation at time t given that the population began at time zero at genotype i.
Then, because P is symmetric, we can write:
51,028

xi,tT

=

xi,0T P t

T

=π +

X

λtk lkT rk (i)

(5.2)

k=2

where lkT P = λk lkT , lkT lm = 0 for k 6= m and 1/51,028 for k = m, and rk = 51,028 lk .
lk is known as a left eigenvector of P with eigenvalue λk , and rk is the associated right
eigenvalue, and we have indexed the eigenvectors so that their associated eigenvalues
satisfy λ1 = 1 > λ2 ≥ . . . ≥ λ51,028 > 0, (as a technical matter, the first inequality
follows from the Perron-Frobenius theorem and the last follows by the Gersgorin disk
theorem, where we’ve used the fact that µ < 1/2 as implied by our weak mutation
assumption; for statements of these theorems, see Horn and Johnson, 1985).
These eigenvectors and eigenvalues can be understood as follows. The dominant
left eigenvector, l1 , is simply π. Now, the subdominant eigenvectors, lk for k ≥ 2,
are interesting in that each of them has entries that sum to zero. Thus, adding a
sufficiently small multiple of one of these subdominant eigenvectors to the equilibrium
distribution still results in a probability distribution. Furthermore, Equation 5.2 says
that the contribution of lk decays geometrically in time with parameter λk . Thus, we
can think of the lk for k ≥ 2 as a set of deviations from the equilibrium distribution,
each of which decays independently at a characteristic rate.
The right eigenvectors can then be thought of as providing the initial weights
on each of these deviations from equilibrium. r1 , the dominant right eigenvector,
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is simply the vector of all 1s, since the probability distribution describing the location of the population converges to the equilibrium distribution regardless of the
initial genotype. However, different choices of initial genotype provide different initial weights for the deviations from equilibrium given by the lk ; in particular, the
initial weight given to lk when the population starts at genotype i is given by rk (i).
Finally, because the eigenvalues define the rate at which these deviation decay
from equilibrium, they can be thought of as specifying a time scale for this decay,
given by τk = 1/(1 − λk ) for k ≥ 2; τk is known as the relaxation time for lk , and τk
is larger for smaller k, since the lk for small k take the longest to decay.
This analysis immediately suggests a method for constructing a low-dimensional
visualization of our neutral network. In particular, genotypes that have similar
initial weights on the most slowly decaying deviations from equilibrium will result in
similar probability distributions describing the position of the population at long time
scales. This suggests plotting genotype i at, say, (r2 (i), r3 (i)) for a two-dimensional
visualization, since clusters in such a visualization correspond to sets of starting
genotypes where the evolutionary consequences of starting at any genotype within
a cluster are similar. Such a visualization will be particularly useful if, for instance,
there is a gap between τ3 and τ4 , so that there is a substantial period of time in
which the deviations from equilibrium are dominated by l2 and l3 .
Indeed, I have suggested exactly this procedure for making low-dimensional visualizations of fitness landscapes more generally (Chapter 2). There, I suggest the
√
refinement that we instead plot genotype i at (u2 (i), u3 (i)) where uk ≡ τk rk . This
simply corresponds to stretching the axes in the visualization based on the rk where
the axes corresponding to the more slowly decaying deviations are stretched more.
The advantage of this modification is that it gives squared distances in the resulting
visualizations units of generations and relates the squared distance between genotype
i and genotype j to the sum of the expected amount of time it takes a population to
141

evolve from i to j and the expected amount of time it takes a population to evolve
from j to i (for more on the properties of these visualizations, see Chapter 2).
Another use of the eigenvectors of P is to construct the fundamental matrix of
the Markov chain defined by P , which we will write as Z (see, e.g. Aldous and Fill in
preparation; this matrix is also known as the group inverse of I − P , where I is the
identity matrix, see Meyer 1975, or Hunter 1983b; also sometimes Z + (1, . . . , 1)πT
is called the fundamental matrix instead, e.g. Kemeny and Snell 1976). The fundamental matrix describes the expected extra amount of time that a population spends
in a state i given that it started at state j instead of at equilibrium, and is useful for
calculating a number of statistics related to the Markov chain as well as the expected
time to evolve from one state to another. In particular,

Z(i, j) ≡

∞
X

P t (i, j) − π(j)

(5.3)

t=0

so that we can also write
Z=

X

τk rk lkT .

(5.4)

k≥2

The matrix Z is involved in a number of results concerning the expected time to
arrive at a particular genotype or the expected time until an event occurs; these
results will be introduced later as needed.
As a practical matter, neither Equation 5.3 nor Equation 5.4 can be used to
calculate Z for a network of the size discussed here. Equation 5.3 has the problem
that the values of t that contribute to the sum may be very large, so that Equation 5.3
would require an enormous number of matrix multiplications. On the other hand,
Equation 5.4 requires that we have calculated all the eigenvalues and eigenvectors
of Z, which is impractical. Indeed, even storing all the eigenvectors of P , or the
entries of Z itself, is difficult because of the enormous size of the resulting matrices
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(note that while P is the same size, almost all of its entries are zero, i.e. P is sparse,
and so we need only store the nonzero entries and their locations). The solution
is, in a sense, to combine Equations 5.3 and 5.4. Viewing Z as a sum over the
deviations from equilibrium, one can use the eigenvectors of k for small k to account
for the most slowly decaying deviations from equilibrium. Because the remaining
deviations decay more quickly, it becomes practical to compute the contribution of
these deviations by repeated matrix multiplication along the lines of Equation 5.3.
See Appendix G for more details.
A final concern is the value of µ. As long as mutation is weak, rescaling µ is a
great deal like rescaling time. In particular, the theory described so far holds for any
value of µ so long as the product N µ is sufficiently small, and multiplying µ by a
constant changes all the values described in simple ways. For instance, suppose we
pick a neutral network and define P for that network using a mutation rate µ and
P 0 using a mutation rate µ0 , where µ0 = aµ. Then, using 0 to denote a corresponding
quantity for P 0 , we have lk0 = lk , rk0 = rk and τk0 = τk /a, so that λ0k = 1 − a(1 − λk )
and Z 0 (i, j) = Z(i, j)/a.
In particular, rather than choosing a definite value of µ, in what follows, we
will express all times in units of expected substitutions under complete neutrality,
where one expected substitution is 1/µ generations. This is in some ways a more
concrete measure than generations, since we can think of it as the expected number
of transitions between states for a random walker, and it has the benefit that then
our results apply for all valid values of µ.

5.3 Construction of the neutral network
The neutral network was constructed using breadth-first-search from the RNA sequence AGAAGGCGGACCUAAUCU; this found all sequences on the neutral network containing AGAAGGCGGACCUAAUCU as well as all sequences within a
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Figure 5.1: The minimum free energy second structure for the 18 base RNA sequence 5’-AGAAGGCGGACCUAAUCU-3’ is show, with its six basepairs and two
stacks labelled, where each stack consists of three stacked basepairs. The neutral
network containing AGAAGGCGGACCUAAUCU consists of the set of contiguous
18 base RNA sequences that fold into this same minimum free energy secondary
structure.
mutation radius of this neutral network together with their secondary structures.
Secondary structure predictions were obtained with the Program RNAfold from the
Vienna RNA 1.6.1 package, and using the values from version 1.3.1 (found in the file
vienna13.par and based on the results from Walter et al., 1994), and no dangling end
energies. Both of these choices were made to replicate the results of van Nimwegen
et al. (1999a).
RNA secondary structures consist of base pairings between different positions in
the primary sequence. In reality, an RNA molecule at a non-zero temperature will
explore an ensemble of possible secondary structure, out of which it will spend the
most time at its minimum free energy secondary structure (see, e.g. Fontana, 2002).
Strictly speaking, the phenotype we are interested in is the set of positions that are
paired together in the minimum free energy secondary structure; in the literature
this is called the minimum free energy secondary structure shape, but we will refer
to it simply as the secondary structure when no confusion would result.
The predicted secondary structure for AGAAGGCGGACCUAAUCU (and consequently the predicted secondary structure for the other genotypes on the same
neutral network) consisted of 6 base pairings (Figure 5.1). We will refer to these as
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basepairs 1 through 6, indexed by the lower number in each of the paired positions:
(1,18), (2,17), (3,16), (4,13),(5,12),and (6,11). These basepairs form two stems, or
stacks of basepairs; energetically, the strong interactions are actually between adjacent basepairs (SantaLucia and Turner, 1997; Fontana, 2002) rather than between
the bases within a single basepair. We will refer to these interacting sets of basepairs
as stacks 1 and 2, where the first stack is composed of basepairs 1,2, and 3, and the
second stack is composed of basepairs 4,5, and 6.
The neutral network of genotypes accessible by neutral paths from AGAAGGCGGACCUAAUCU that fold into this secondary structure contained 51,028 genotypes
connected by 611,102 different mutations (directed edges). There were 1,656,945
genotypes that did not fold into the target secondary structure within a single point
mutation from our network of interest. These genotypes folded into 460 distinct
secondary structures and were accessible via a total of 2,144,410 different mutations.
The average degree of a genotype on the network was 12.0, with a minimum of 1 and
a maximum of 24. Consequently, the average genotype was adjacent 42.0 genotypes
that were not on the network; these comprised an average of 16.9 alternative secondary structures, with a maximum of 29 and a minimum of 6. The subset of these
statistics that were provided by van Nimwegen et al. (1999a) are identical to those
described here, suggesting that we have successfully replicated their procedure and
are investigating the same network.
Because the degree of a genotype is proportional to the substitution rate at that
genotype, a population evolving on our neutral network at equilibrium would on
accumulate mutations at 22.2 % of the rate it would have if it were not constrained
to the neutral network. Since we are scaling time in units of expected substitutions
at complete neutrality (1/µ), this means that on average there is approximately one
substitution for a population evolving on the neutral network every 5 time steps.
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Figure 5.2: The relaxation times τ2 , . . . , τ30 are shown for the van Nimwegen et al.
(1999a) neutral network, where time is measured in units of expected substitutions
under complete neutrality.

5.4 Structure of the neutral network
Now that we have determined the set of genotypes that compose our neutral network
of interest, we can use the framework suggested in Chapter 2 and in Section 5.2 to
develop a detailed understanding of its structure. The first step is to calculate the
eigenvectors of P . Figure 5.2 shows the relaxation times for the 29 most slowly
decaying deviations from equilibrium, τ2 , . . . , τ30 . Clearly, τ2 = 1768.8 is much larger
than the rest of relaxation times (τ3 = 665.6), so that the most slowly decaying
deviation from equilibrium decays much more slowly than the others. For k greater
than 30, the relaxation times continue to decrease relatively smoothly with τ30 =
130.2, decreasing to 18.7 for τ1000 . Recalling that I am reporting these times in
terms of expected substitutions for a sequence of length 18 evolving under complete
neutrality, for concreteness it might also be helpful to consider these times in units
of expected number of substitutions for a population evolving at equilibrium on
the neutral network itself. Using this measure, τ2 corresponds to an average of
392 substitutions for a population constrained on the neutral network, τ3 to 148
substitutions, and τ1000 to 4 substitutions.
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Figure 5.3: Visualizations of the van Nimwegen et al. (1999a) neutral network
using the method of Chapter 2. Colors indicate the nucleotides that constitute the
circled basepair, where green denotes GC, orange GU, and yellow AU.

What is this most slowly decaying deviation from the equilibrium distribution and
what features of the neutral network are responsible for it? In Chapter 2, I showed
that this most slowly decaying deviation was caused by a strong bottleneck in the
structure of the neutral network. In particular, the network consists of two large
clusters of genotypes connected by a narrow ridge. Because a population is unlikely
to find its way over this narrow ridge, the probability distribution describing the
location of the population is enriched for other genotypes on the same side of the
bottleneck and depleted for those on the other side. Furthermore, I showed that the
two large clusters of genotypes corresponded to the nucleotides that made up the
second basepair, with the two large clusters corresponding respectively to genotypes
that had a Watson-Crick GC or AU basepair, while the ridge between them was
composed of genotypes with the ‘wobble’ GU intermediate needed to traverse from a
GC to an AU while maintaining the presence of the basepair. Here I will show that
similar bottlenecks corresponding to GU intermediates for the other basepairs also
exist, and I will give some intuitions for the reason that these bottlenecks exist in
terms of the thermodynamics of RNA folding.
Figure 5.3 shows a visualization of the structure of the network, where each of the
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three panels shows the genotypes on the network colored according to the nucleotides
that make up one of the basepairs in the first stack. The two large clusters and the
ridge connecting them appear as clusters along the u2 axis. The left-most cluster
consists of those genotypes with a GC for the second basepair and contains 47,019
genotypes. The right-most cluster is smaller, containing the 3,718 genotypes with an
AU at the second basepair. These two clusters are joined by the 291 genotypes with
a GU at the second basepair, and each of these genotypes has exactly one mutational
neighbor in the GC cluster and one mutational neighbor in the AU cluster. Notice
that all the pairs are of the purine-pyrimidine type (GC, GU or AU) and not of
the pyrimidine-purine type (CG, UG, or UA), since any trajectory from a purinepyrimidine basepair to a pyrimidine-purine basepair must go through an unpaired
intermediate (Gruner et al., 1996). Because our starting genotype had purines for
the first six bases, so must all genotypes on its neutral network (van Nimwegen et al.,
1999a).
Besides the intuitive appeal of being able to visually identify regions of the neutral
network, the actual positions of the various clusters along the u2 axis are comprehensible and informative. First, the fact that each of the clusters is plotted in a narrow
range along the u2 axis tells us that that the weight on the most slowly decaying
deviation from equilibrium, r2 (i), is similar no matter where the population starts in
a cluster. Thus, what matters most in terms of where a population is likely to be at
long time scales is which side of the bottleneck it started on and not which particular
genotype. Second, the mean position of a population at equilibrium along any axis
of the visualization is the origin, i.e. πT uk = 0. Imagining that the visualization as
balanced on a fulcrum at the origin, we can see that the density of points must be
very high in the GC cluster, in order to balance the genotypes in the AU cluster
that are so much farther away. That is, while we can certainly count the points in a
cluster using a computer, we can also get an idea about the relative sizes of the clus148

ters visually, albeit not by looking at the area as one might like. Finally, notice that
the GU genotypes are approximately half way between the GC cluster and the AU
cluster. This makes sense in terms of the random walk because each genotype with
GU for its second basepair has one neighbor in each of the two other clusters, and so
the odds that a population will arrive first in the GC cluster versus the AU cluster
are 50-50. Thus, the weight on the most slowly decaying deviation from equilibrium
for a GU genotype should be approximately the average of the weight that would be
on this deviation if a population started in one of the clusters or the other.
Viewing the three panels of Figure 5.3 together also reveals profound correlations
between the bases that make up one pair and those that make up another. In
particular, notice that every genotype that does not have a GC at the second basepair
has a GC at both the first and third basepairs. We will discuss the reasons for this
correlation after studying the finer scale structure of the network in more detail.
Looking carefully at basepairs one and three reveals a more subtle interaction.
Note that the genotypes whose first basepair is AU occur in two vertical strips in the
first cluster, one at the very left-most side of the cluster (this is admittedly difficult
to see) and the other down the middle. Now, note that the genotypes whose third
basepair is GU appears as a strip in the cluster that seems to be between the two AU
strips and not overlapping with either. These appearances turn out to be correct:
there are no genotypes on the network with an AU at the first basepair and a GU
at the third. A consequence of this fact is that the two sets of genotypes with an
AU for the first basepair are not contiguous, and thus any path from a genotype in
the first set to one in the second set that remains on the neutral network must be
longer than the Hamming distance between the starting and ending genotypes since
it contains at least one reversion (the first basepair must change from AU to GU and
then back to AU).
Finally, note that the leftmost cluster of genotypes with AU at the first basepair
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is also leftmost for a reason: these genotypes have AU for the first basepair, GC
for the second and AU for the third. This is maximally distant from the genotypes
on the opposite side of the second basepair GU bottleneck which have the highest
values along u2 axis and have GC for the first basepair, AU for the second basepair
and GC for the third. To get from one to the other takes at least six substitutions
that traverse through three GU intermediates.
5.4.1

‘Zooming in’ on pieces of the network

Looking at the visualizations of the whole network has been quite informative, but it
would be helpful to be able to visualize the structure of subsections of the network in
more detail. This is particularly the case for the large cluster of genotypes with GC as
their second basepair. The vast majority of the genotypes in the neutral network are
found in this cluster, but visually it takes up only a fraction of the area in Figure 5.3
and squinting can only get us so far. More generally, while the visualization method
proposed in Chapter 2 works by creating clusters of genotypes that produce similar
dynamics at long time scales, this clustering necessarily obscures the relationships
between these genotypes at shorter time scales. It would be useful to have a method
to investigate these shorter time-scale dynamics and the finer structure of the fitness
landscape or neutral network.
Indeed, one can ‘zoom in’ on a piece of a fitness landscape or neutral network by
creating a new Markov chain that is the same as the old one but restricted to that
piece of the network. In particular, if we order the genotypes so that those in our
subset of interest appear first, we can write our transition matrix P in block matrix
form:



P1 E1,2
P =
.
E2,1 P2

(5.5)

Thus, P1 describes the dynamics of our Markov chain while it is in our subset of
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interest. In order to restrict our Markov chain to this subset we can construct the
matrix P1∗ which describes a Markov chain that is identical to our original chain as
long as the population remains in our subset of interest, but which remains at its
current genotype at any time when our original Markov chain would have left this
subset. That is, P1∗ ≡ P1 + K such that K is a diagonal matrix where K(i, i) is
the sum of the entries in the i-th row of E1,2 ; this is the discrete-time equivalent
to conditioning the continuous time analog of our Markov chain on not leaving our
subset of interest. It is easy to show that P1∗ also defines a reversible Markov chain, so
that we can use P1∗ to create a new set of vectors u2 , . . . , un for creating visualizations.
Figure 5.4 shows this technique applied to the large cluster with second basepair
GC of the van Nimwegen et al. (1999a) neutral network, with genotypes colored
according to their nucleotide identities at the first, third, fifth and sixth basepairs.
The main observation is that the first three axes of this zoomed-in visualization
reveal that that the section of the network with GC as its second basepair is divided
into 27 clusters, each of which corresponds to a possible combination of GC, GU or
AU at the third, fifth and sixth basepairs. That is, this portion of the network is
shaped like a three dimensional grid, where each side corresponds to the nucleotide
identities at one of these three positions. One can also see that some of these clusters
are composed of subclusters. This is particularly clear for the genotypes with third,
fifth and sixth basepairs GC, GC, and AU, where we can see the division into a
subcluster where the first basepair is GC or GU and another where the first basepair
is AU. Incidentally, this is part of the two disconnected regions with first basepair
AU that we mentioned earlier, the other being plotted, still quite densely, at low
values of u3 .
To see more of this sub-cluster structure, one can use the zooming in procedure
again. In Figure 5.5, I show a visualization of the largest of the 27 clusters formed
by the possible combinations of GC, GU and AU for basepairs three, five and six
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Figure 5.4: Visualizations of the region of the van Nimwegen et al. (1999a) neutral
network for which the second basepair is GC (this region of the larger network
is designated in the inset to the first panel). Colors indicate the nucleotides that
constitute the circled basepair, where green denotes GC, orange GU, and yellow AU.
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Figure 5.5: Visualizations of the region of the van Nimwegen et al. (1999a) neutral
network for which the second basepair is GC, the third basepair is AU and the fifth
and sixth basepairs are GC. The corresponding subset of the set of genotypes with
GC as the second basepair is shown by arrows in the inset picture. Colors indicate
the nucleotides that constitute the circled basepair, where green denotes GC, orange
GU, and yellow AU.

among the genotypes, given that basepair 2 is GC. The largest cluster contains the
sequences with AU for the third basepair and GC for the fifth and sixth basepairs,
and contains 9,864 genotypes. The cluster again shows a clear grid patten, with
subclusters corresponding to the different combinations of GC, GU and AU for the
two remaining basepairs, basepairs one and four.
Thus, it seems that for all six basepairs, the genotypes with GU form a bottleneck
separating the genotypes with GC at that position from those with AU. This can
be confirmed by looking at the numbers of genotypes with each set of nucleotide
identities at any particular basepair, Table 5.1. First, note that there are always fewer
genotypes with GU for a particular basepair than there are with GC or AU. Second,
note that the extremity of this deficit matches the order in which the bottlenecks
appeared in our visualizations. The second basepair has by far the most extreme
bottleneck and dominates the structure of the full network. Then, basepairs three,
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Table 5.1: Number of genotypes with the specified nucleotide identities at a given
basepair.
Basepair
1
2
3
4
5
6

GC
27,912
47,019
17,505
18,127
36,742
23,748

GU
10,635
291
3,856
13,640
2,850
3,977

AU
12,481
3,718
29,667
19,261
11,436
23,303

five and six, have substantial bottlenecks that determine the clusters within the
section of the network visualized in Figure 5.4 (i.e. the large section of the network
that has a GC for the second basepair). Finally, the first and fourth basepairs have
only a very minor GU bottleneck, but this nonetheless influences the dynamics of a
population at the finest scale, i.e. evolution within one of the clusters defined by the
other four basepairs.
5.4.2

Explaining the structure of the network

Our discussion so far leads to two natural questions:
1. Why do GU basepairs result in bottlenecks in the structure of the neutral
network?
2. What accounts for the strong correlations between the basepairs present in the
first stack?
In order to answer these questions, we will first need to review certain aspects of
RNA chemistry and RNA secondary structure prediction.
Recall that what we have been referring to as the RNA secondary structure is
actually more properly called the minimum free energy secondary structure shape,
which is the set of paired positions that minimizes the free energy for any particular
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sequence. The major negative (i.e. stabilizing) contribution to free energy for a particular set of paired positions comes from the stacking interaction between adjacent
basepairs, while the positive (i.e. destabilizing) contributions come from the loops of
unpaired bases formed as a consequence of stack formation. The energy associated
with stacking interaction depends on the identities of both interacting basepairs in
a complex manner (see, e.g., SantaLucia and Turner, 1997, for a review), and in
practice the secondary structure prediction procedure that we are using here (Hofacker et al., 1994) assigns a change in the free energy due to folding to each pair of
adjacent basepairs (this is known as a nearest-neighbor model). Thus, for instance,
the energy associated with the first stack in our secondary structure would have two
terms, one for the interaction between the first and second basepairs, and another
for the interaction between the second and third.
Even though energies are assigned to adjacent basepairs, one can nonethless make
some generalizations about how GC, GU and AU basepairs typically contribute to
these energies. Looking carefully at the parameters used by the folding algorithm (parameters from Walter et al. 1994, originally described in Jaeger et al. 1989 and He
et al. 1991), one can see that the number of GC pairs in a particular interaction
defines a rank ordering on the energies associated with the stacking interaction between two adjacent basepairs. In particular, any pair that includes at least one GC
is strictly more stable than a pair that includes no GCs, and any pair that includes
two GCs is strictly more stable than a pair that includes only one.
Now, suppose we have a genotype and we know the set of paired positions that
minimizes its free energy when folded. Given any specific mutation, we can ask
whether the set of paired positions that minimizes the free energy is the same as
for our original genotype. For instance, when the C in a GC basepair is mutated
to a U, this can only increase the free energy (i.e. destabilize) for the set of base
pairings that had previously minimized it. Thus, one might expect that such a
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mutation would often result in a change in the minimum free energy set of paired
positions. On the other hand, consider a mutation that changes an AU basepair in
the minimum free energy set of paired positions of our original genotype to a GU.
While the energy of the set of paired positions that had previously minimized the free
energy is unlikely to change dramatically, the appearance of a G may allow a new GC
basepair to form, resulting in a novel base pairing scheme with a lower free energy.
Thus one might think that mutations from GC to GU would tend to destabilize the
current secondary structure, while mutations from AU to GU would tend to stabilize
alternative structures. Both effects would tend to decrease the number of genotypes
with GU basepairs in a neutral network, thus creating a bottleneck.
We can test the predictions of the preceding analysis by systematically creating
mutations at particular basepairs and asking about the results of those mutations on
the minimum free energy secondary structure. For instance, given a basepair that is
currently GC, consider the four things that could happen to the G when we mutate
the C to a U:
1. The minimum free energy secondary structure will remain unchanged, so that
the neighbor created by the mutation will still be on the neutral network, and
the G will be paired with the U at the position formerly occupied by the C.
2. The G will be paired with the U at the position formerly occupied by the C,
but some other position will change, so that the resulting mutant is not on the
neutral network.
3. The G will be unpaired as part of a different minimum free energy secondary
structure.
4. The G will be paired with a different position in a different minimum free
energy secondary structure. If this occurs, we can ask about the percentage of
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Table 5.2: Causes of non-neutrality for GC → GU mutations. Non-local means
that the mutation changes the secondary structure but not at the basepair that was
mutated. Unpaired means that the G in the original pair is not paired in the new
secondary structure. Mispaired means that the G is paired to a nucleotide at a
different position than the original C it was paired with. The final column gives the
probability that the G is paired with a C conditional on the G being mispaired.
Basepair

% Non-local

% G unpaired

% G mispaired

1
2
3
4
5
6

0.0
0.0
0.0
0.0
1.7
28.2

56.8
60.1
55.7
36.6
31.5
30.5

43.2
39.9
44.3
63.4
66.8
41.4

% G paired with C,
given mispaired
69.4
80.2
61.4
77.6
73.7
58.8

the time the G is paired with a C and the percentage of time the G is paired
with a U.
Clearly, the same analysis is possible when we change the A in an AU to a G. In
this case it will again be most informative to track whether and where the G is
paired and what it is paired to. Tables 5.2 and 5.3 give the relative frequencies of
these last three classes of events, that is, the relative frequencies of the causes for
non-neutrality for non-neutral GC to GU and AU to GU mutations, respectively.
For both classes of mutation, non-neutrality is generally caused by the G in the
basepair that would have otherwise been GU not pairing with the same base or not
pairing at all, rather than a non-local effect. Furthermore, while mispairings are
common for both classes of mutation, they dominate much more heavily for AU to
GU mutations. To better understand the cause of these mispairings, we can look
at whether the G that would have formed a GU is paired with a C or a U in the
new secondary structure. While mispairings with C are prevalent for both classes of
mutation, they occur at extremely high frequency for AU to GU mutations. These
results suggest that AU to GU mutations that change the secondary structure are
157

Table 5.3: Causes of non-neutrality for AU → GU mutations. Non-local means
that the mutation changes the secondary structure but not at the basepair that
was mutated. Unpaired means that the new G is not paired in the new secondary
structure. Mispaired means that the G is paired to a nucleotide at a different position
than the original U that the A was paired with. The final column gives the probability
that the G is paired with a C conditional on the G being mispaired.
Basepair

% Non-local

% G unpaired

% G mispaired

1
2
3
4
5
6

0.0
0.0
2.1
0.0
3.3
20.5

0.0
17.8
26.9
13.7
16.1
29.4

100.0
82.2
70.9
86.3
80.6
50.1

% G paired with C,
given mispaired
100.0
97.7
87.2
99.8
94.5
94.9

indeed doing so because of the opportunity for the new G to bind to a C. On the
other hand, GC to GU mutations that change the secondary structure appear to be
doing so both because the change to GU destabilizes the original set of basepairings
and because the G has a tendency to pair with a C elsewhere in the sequence.
Our analysis of RNA secondary structure thermodynamics also makes some predictions about the strong correlations between basepairs within the first stack. In
particular, the observation that all genotypes on our neutral network have either a
GC for basepair 2 or a GC for both basepairs 1 and 3 suggests that at least two GC
stacking interactions are necessary to stabilize the first stack: either the GC can be
in the middle forming GC containing stacking interactions with the two basepairs
on either side, or the GCs can be at the first and last basepairs in the stack, each of
which forms a GC stacking interaction with the middle basepair. Thus, one might
expect that the loss of GCs from the first stack would destabilize the stack as a
whole.
This indeed appears to be the case. For instance, of the 47,091 genotypes that
have a GC at the second basepair, the only ones that produce a secondary structure
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with the first stack intact when the GC is changed to a GU are the 291 where the
resulting mutant remains on our focal network. Furthermore, none of the variant
secondary structures produced by this method maintain the presence of the first
stack, or even a single one of the base pairings that comprise it. In fact, the most
common alternative secondary structure among these variants, held by 28.6 % of
them, is identical to our target secondary structure except for the absence of the
whole first stack. Note also that this extreme bias towards the loss of the first stack
is not typical of all mutations that change the secondary structure; out of 2,144,410
such mutants, 28.2 % leave the first stack entirely intact.
These observations suggest that the relative stability of the stacking interactions
of GC basepairs with any other adjacent basepair are responsible for several major
features of the neutral network discussed here. Features of a similar character might
be expected in other RNA neutral networks more generally.
Before we go on, it is perhaps worth commenting briefly on our zooming in
technique from a more technical perspective. In particular, there are actually several
other matrices besides P1∗ whose eigenvectors could have been used to produce a
similar visualization. First, because transitions out of this cluster are so rare, the
entries in E1,2 are necessarily very small and so P1∗ ≈ P1 . Because the eigenvectors
of a matrix are continuous in its entries, we could have used the transition matrix
P1 of the absorbing Markov chain describing the dynamics of a population until it
leaves our subset of interest to make a similar visualization. Likewise, considering
this problem in the context of nearly decomposible matrices (e.g., Simon and Ando
1961, Courtois 1977, for a review from a population genetic perspective, see Shpak
et al. 2004), it is clear that if E1,2 and E2,1 are sufficiently small, any eigenvector of P1
can be padded with zeros to create an approximate eigenvector of P as whole, so that
their ought to exist eigenvectors of P that would produce similar results. Nonetheless,
both alternative methods have their drawbacks. It can be shown that using the
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eigenvectors of P1 results in visualizations where genotypes that are on the boundary
of the subset of interest (i.e. genotypes where the full chain could leave the subset) are
deflected towards the center of the visualization, which can be distracting. Similarly,
the presence of extraneous genotypes in visualizations using the other eigenvectors of
P can also be distracting and, in addition, the eigenvectors of P corresponding to the
first few eigenvectors of P1∗ need not have adjacent eigenvalues, so that a priori, the
corresponding eigenvectors eigenvectors can be difficult to find. To give an example,
u2 and u3 for the cluster where the second basepair is GC correspond, respectively,
to u3 and u5 for the full network. In any case, all three methods give fundamentally
similar results when the cluster being visualized is a ‘good’ cluster in the sense that
there is a gap between the largest and second largest eigenvalues of P1 . The method
based on P1∗ is both the most practical and conceptually the simplest, so it is the
one that we present here.

5.5 The findability of genotypes on a neutral network
Now that we understand something about the structure of the network, we can ask
about how this structure of the network affects other aspects of the evolutionary
dynamics besides the approach to equilibrium. One interesting question is to ask
how the structure of the network affects how easy it is for a population to arrive
at any particular genotype. For instance, we have already seen that the genotypes
on our network with AU for their second basepair are separated from the rest of
the network by a narrow ridge. Does the presence of this bottleneck make these
genotypes more difficult to find? What is the effect of the other bottlenecks in the
network?
I have recently suggested (Chapter 3) that the ease or difficulty that the evolutionary process has in ‘finding’ a genotype i can be summarized using the expected
time it takes a population to become fixed for that genotype when the initial po160

sition of the population is drawn from the equilibrium distribution. Writing Ti for
the time at which a population first becomes fixed at genotype i, we can then write
this expected time as Eπ Ti , the expected waiting time from an equilibrial start for a
population to become fixed for genotype i. It turns out that under the assumptions
that mutation is both weak and governed by a reversible model, the rank ordering
of genotypes by Eπ Ti also characterizes two other aspects of how easy it is for a
population to ‘find’ genotype i. In particular, if Eπ Ti < Eπ Tj then:
1. The expected time to evolve from j to i is shorter than the expected time to
evolve from i to j. That is, it is always easier to evolve from a less findable
genotype to a more findable genotype than in the other direction.
2. If the starting position of the population is drawn from the equilibrium distribution, the odds are in favor of the population arriving at i before j.
The coherence, or conformity, between these various properties means that we can
think of Eπ Ti as a kind of broad, but nonetheless precise, summary of the ‘findability’
of a genotype, where small Eπ Ti (short waiting times) correspond to more findable
genotypes.
Eπ Ti can be calculated using the fundamental matrix:
Eπ Ti = Z(i, i)/π(i).

(5.6)

In order to understand this expression, recall that Z(i, i) is the expected extra amount
of time a population spends at genotype i given that it starts at genotype i rather
than at equilibrium. Z(i, i) can be viewed as a measure of the clumpiness of the times
that a population is at genotype i, since the larger Z(i, i) is, the more currently being
at i inflates the extra amount of time a population is expected to spend at genotype
i in the future. For a fixed equilibrium frequency π(i), the larger the clumps of times
at which a population is at i, the larger the gaps between these clumps must be, and
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hence the longer the expected waiting time to arrive at i if we begin watching the
population at a random time.
Of course, for our neutral network π(i) = 1/51,028 for all i, and thus all the variation in the findability of genotypes is due to variation in Z(i, i). We can decompose
Z(i, i) in a useful manner. Each time a genotype arrives at genotype i, it spends a
geometric amount of time at i before the next substitution with mean 1/(1 − P (i, i))
which is proportional to the reciprocal of the degree of i, 1/d(i), for fixed µ. Then
the effective number of extra intervals the population spends at i given that it starts
at i is Z(i, i)(1 − P (i, i)), which is independent of µ. We can think about this in
terms of an effective probability that the probability returns to i before it “reaches”
equilibrium of 1 − 1/ (Z(i, i)(1 − P (i, i))). Thus, the clumpiness of the times a population is at i is the product of a term that depends on the substitution rate at i
and another that depends on the probability that a population will return to i soon
after leaving it, i.e. the probability of reversion.
I calculated the Eπ Ti for a random sample of 2,000 genotypes from our neutral
network to within a 0.05% error using the method described in Appendix G. The
mean of these waiting times was 3.09 × 105 (standard error of the mean = 3.3 × 103 )
substitutions in a completely neutral sequence of length 18. To see whether this
number is small or large, it is helpful to compare it to those of simpler neutral
networks.
The best case in terms of mean findability would be a network where the genotype
was chosen uniformly amongst the other genotypes at each substitution. If we were
to construct a network of the same size as our current network for which mutations
accumulated at the same mean rate, the expected waiting time to arrive at any
particular genotype would be approximately ((1 − π(i))/π(i)) /.222 = 2.30 × 105
substitutions for a completely neutral sequence of length 18. All clumpiness for such
a network would be due to the waiting time for substitutions, rather than due to
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reversions. Real sequences lie in sequence space, which increases the probability of
reversion, for instance, because the waiting time to arrive at a genotype i is typically
much shorter for a genotype one mutation away than it is at equilibrium. The space
of DNA sequences of length 8 under point mutations is of approximately the same
size as our neutral network; for this space, Durrett and Schmidt (2007) show that
reversion increases the expected waiting time by 5.4%.
In relation to the best case of each mutation drawing randomly from among
all the other genotypes, our mean waiting time is 34.4% longer. Thus while the
structure of the network retards the process by which a population arrives at new
genotypes substantially more than simply having the genotypes organized into a
neutral sequence space with a similar number of genotypes, the absolute magnitude
of this effect is not very large.
On the other hand, looking at the mean of the expected waiting times to arrive at
genotypes masks the variation in these expected times. While the expected waiting
time to arrive at each genotype in the too simple examples I just gave is the same
for every genotype, findability varies substantially over the network we are studying
here. For instance, out of the 2,000 genotypes I sampled, the most findable had a
waiting time of 1.29 × 105 substitutions, which is 79% faster than the network where
each genotype can mutate to each of the others; the least findable had an expected
waiting time that was 7.3 times as long as in this simplest model.
In order to investigate the variation in findability, it will be helpful to decompose
Z(i, i) into 1/(1 − P (i, i)) and Z(i, i)(1 − P (i, i)). Taking logs, and using the fact
that 1 − P (i, i) is proportional to d(i), we can write
Var (log Eπ Ti ) = Var (log Z(i, i))
= Var (log d(i)) + Var (log Z(i, i)(1 − P (i, i))
− 2 Cov (log d(i), log Z(i, i)(1 − P (i, i))) .
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(5.7)
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Figure 5.6: Eπ Ti is plotted against the number of neighbors genotype i has on the
neutral network, d(i), for 2,000 genotypes sampled from the network.

Note that all the terms are independent of µ. For our focal network, there is
much more variation in substitution rate, proportional to d(i), than there is in
the effective expected number of epochs, Z(i, i)(1 − P (i, i)). Indeed, in our sample the minimum degree and the maximum degree were 3 and 24 respectively,
while the effective number of epochs was restricted between 1.09 and 2.43, and
Var (log d(i)) / Var (log Z(i, i)(1 − P (i, i)) = 19.0. This is consistent with the more
general intuition that reversion is unlikely in large spaces of genotypes (e.g. infinite alleles models). Thus, most variation in the clumpiness with which genotypes
are occupied will be due to variation in substitution rate rather than probability of
reversion. Figure 5.6 shows Eπ Ti as a function of d(i).
We can also ask about the association between substitution rate (degree) and
probability of reversion. If these two sources of variation were independent, we
would have Var (log Eπ Ti ) = Var (log d(i)) + Var (log Z(i, i)(1 − P (i, i)) which sug-
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gests looking at:
Var (log d(i)) + Var (log Z(i, i)(1 − P (i, i))
.
Var (log Eπ Ti )

(5.8)

For our neutral network, this ratio is 1.25, which shows that a negative association between node degree and probability of reversion is substantially inflating the
variation in findability.
Why should there be a negative association between node degree and the probability of reversion? In a high-dimensional genotypic space, it is likely that most
reversions to genotype i will occur via the fixation of a direct back mutation because
the number of genotypes within a mutational radius r of i increases very rapidly
with r, which decreases the chances of returning to i in the short term. In contrast,
if there is a substitution from i to j, the probability that the next fixation will bring
the population back to i is simply 1/d(j). Thus, if genotypes with high degree (and
thus high substitution rates) tend to have neighbors with high degree (where having
neighbors of high degree decreases the probability of reversion), then there will be a
negative association between substitution rate and probability of reversion.
A positive association between substitution rates at neighboring genotypes would
tend to produce two other important evolutionary consequences. First, this would
tend to create clusters of genotypes with similar findabilities, since there would be
whole regions of the network with high substitution rates and others with low substitution rates, and, furthermore, these regions would also have relatively low and
relatively high probabilities of reversion respectively. Second, if genotypes tend to
have similar substitution rates to their neighbors, this will create positive autocorrelation in the instantaneous substitution rate, and hence overdispersion of the molecular
clock (Takahata, 1987, 1991; Raval, 2007), a topic we will return to momentarily.
Now that we have characterized the major contributors to the variation in findability, we can ask questions at a finer scale. In particular, we can ask if the regions
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Figure 5.7: Distribution of the expected waiting time to first arrive at a genotype
from an equilibrial start based on calculations for 2,000 genotypes drawn randomly
from the neutral network. The distribution for the 145 genotypes with second basepair AU is shown in purple and the distribution for all other basepairs is shown in
blue.
that we identified in our visualizations tend to have genotypes with different findabilities? The best candidate for such an effect would seem to be the set of genotypes
whose second basepair is AU, since this region is separated from the rest of the network by a narrow bottleneck. The mean Eπ Ti for the genotypes from our sample with
second basepair AU is 4.07 × 105 (n = 145, standard error of the mean = 1.76 × 104 )
and for the remaining genotypes the mean Eπ Ti is 3.01 × 105 (n = 1855, standard
error of the mean = 3.21 × 103 ). Figure 5.7 shows histograms of the two distributions. While the variation within each distribution dwarfs the difference between the
means, the mean expected waiting time to reach a particular genotype with AU for
its second basepair is approximately 32 % longer than the mean expected waiting
time to reach a particular genotype with a non-AU second basepair. What accounts
for this difference?
One possibility is that the bottleneck itself is responsible for the decrease in
findability. We can investigate this possibility by rewriting Z(i, i) in terms of the
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Figure 5.8: The mean contributions to Eπ Ti corresponding to the first 29 most
slowly deviations from equilibrium, where the mean is taken over all genotypes with
second basepair AU.

contributions from the various deviations from equilibrium (Chapter 4):

Eπ Ti =

Z(i, i) X τk rk (i)lk (i)
=
.
π(i)
π(i)
k≥2

(5.9)

If it were the case that the bottleneck per se was the cause of the decreased findability,
then the average value of the corresponding contribution to Eπ Ti ,τ2 r2 (i)l2 (i), should
be large for the genotypes that have AU as their second basepair, and the difference
between this mean for genotypes with AU for the second basepair and the mean for
all other genotypes should be approximately equal to the difference in the mean Eπ Ti
for the two groups. Figure 5.8 shows the mean contribution of each of the deviations
from equilibrium to Eπ Ti for genotypes with an AU for the second basepair. While
the mean value of τ2 r2 (i)l2 (i),2.17 × 104 ,is much larger than the values for the other
deviations from equilibrium and much larger than the corresponding value for all
other genotypes (which is 204.9), it still only contributes approximately 5% to the
typical Eπ Ti for a genotype with second basepair AU and 20% of the mean difference
in findablities.
What else could be going on? Recall that most of the variation in findability
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was due to the variation in substitution rate at different genotypes and that this
substitution rate is proportional to the degree of the genotype. Now, the time scale
at which a population leaves a particular genotype is much faster than the time scale
at which a population explores the network as a whole. Thus, we expect that the
eigenvectors corresponding to these leaving rates will not appear amongst those that
we have calculated. These more quickly decaying deviations from equilibrium are
also implicated by the fact that the total of all the contributions made by the first 29
most slowly decaying deviations from equilibrium is only 15% of the mean expected
hitting time for a genotype with AU as its second basepair.
Let’s consider what would happen if all of the variation in Eπ Ti was due to
differences in substitution rates. In this case, we would suppose that the effects of
reversion were the same at all genotypes (Z(i, i)(1 − P (i, i)) is constant) so that Eπ Ti
would be proportional to 1/d(i). Thus, the mean value of Eπ Ti for a set of genotypes
would be proportional to the mean of 1/d(i) for those genotypes. Note that this
implies that in this limit where Z(i, i)(1 − P (i, i)) is constant, the appropriate notion
of the ‘average’ degree of a set of genotypes with respect to the findability of those
genotypes is the harmonic mean of their degrees, since then the average findability
is then inversely proportional to the average degree (recall that the harmonic mean
of a collection of numbers is the reciprocal of the mean of their reciprocals).
Applying this analysis to the problem at hand, we find that the harmonic mean
degree of genotypes with AU for their second basepair is 8.82 while the harmonic
mean for of the degrees of all other genotypes is 11.0. Thus, we predict that the ratio
of the mean Eπ Ti for these two groups ought to be approximately (8.82/11.0)−1 =
1.24.This 24% increase in the waiting time is much more comparable with the 32%
increase in Eπ Ti that we actually observe. Thus, while the bottleneck itself appears
to have a moderate effect of approximately a 7% increase in Eπ Ti for these genotypes
((2.17×104 -204.9)/(3.01×105 )), the bulk of the effect appears to be due to decreased
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substitution rates at genotypes whose second basepair is GU.
To summarize our results on the findability of genotypes for the van Nimwegen
et al. (1999a) neutral network, the structure of the network induces a modest increase
in the mean waiting time to arrive at a particular genotype relative to the artificial
case of a neutral network where all genotypes are directly connected to each other or
the less artificial case of completely neutral evolution in nucleic acid sequence space.
The primary source of variation in findability among genotypes on the network was
variation in substitution rate due to variation in node degree, which resulted in more
than 10-fold variation in the Eπ Ti . The variation in node degree was negatively
correlated with the effective probability of reversion, resulting in a modest amplification of the variation in findability. The major bottleneck in the neutral network
was associated with only a modest increase in the expected waiting time to reach
a genotype on the far side of the bottleneck. This increase was due in part to the
effects of the bottleneck in increasing the amount of time it takes to get from one
side of the network to the other, but was mostly due to differences in substitution
rate between the regions of the network on the two sides of the bottleneck.
5.5.1

Index of dispersion of the molecular clock

Our analysis of the findability of genotypes suggested that the substitution rate at
a particular genotype may have a positive association with the substitution rates at
its neighbors. This could create a situation where substitutions occur in a clumpier
manner than they otherwise would have, had the substitution rate been constant
at all genotypes. Historically, this clumpiness has been quantified using the index
of dispersion of the molecular clock. In particular, if we start a population at a
given genotype, we can ask, for any time t in the future, what the expected number
of substitutions that have occurred by that time is, as well as the variance in the
number of substitutions that would be observed if many replicate populations had
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started at that genotype. The ratio between the mean number of substitutions and
the variance in the number of substitutions is known as the index of dispersion of
the molecular clock, which we will write as Rt . For evolution on a neutral network in
the limit of weak mutation, the asymptotic value of Rt , which we will write as R∞ ,
is independent of the starting genotype and is given by:
R∞ = 1 + 2cT Zg

(5.10)

where g(i) is the substitution rate at genotype i, c is the probability distribution
describing the location of a population at equilibrium given that a substitution has
just occurred and Z is the fundamental matrix (Chapter 4; see also Iwasa 1993;
Raval 2007).
The way to understand this equation is that conditional on a substitution occurring at equilibrium, the population is not distributed as π but rather as c. Then
cT Z is a vector describing the expected excess or deficit in the amount of time that
a population is expected to spend at each genotype given that its starting position
is drawn from c rather than π. If a population spends an excess amount of time
in genotypes with high substitution rates and a deficit of time in genotypes with
low substitution rates, this will tend to result in extra substitutions. The expected
number of extra substitutions that will occur given that one has just occurred is then
simply cT Zg. If all genotypes have the same substitution rate, then cT Zg = 0, and
thus R∞ = 1. However, if the expected number of substitutions that will occur is
increased by having had one occur, we will have cT Zg > 0, and because substitutions
happen in a clumpy manner we will have R∞ > 1. This latter condition is known as
overdispersion of the molecular clock.
For our network, we can calculate (using the method in Appendix G) that
cT Zg = 3.34 so that R∞ = 7.39, which is comparable with the values of R∞ observed in nature (e.g., Ohta, 1995). In order to better understand why having one
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Figure 5.9: The contribution to the asymptotic index of dispersion of the molecular
clock from each of the 59 most slowly decaying deviations from equilibrium.
substitution is likely to result in several more than would be expected if substitution
simply accumulated at the mean rate, it is helpful to expand cT Zg in terms of the
independent contributions of the various deviations from equilibrium:
cT Zg =

X


cT τk rk lkT g.

(5.11)

k≥2

The first 59 terms on the righthand side are shown in Figure 5.9. Clearly, most
deviations only make small contributions to cT Zg, while r2 , r3 and r5 make much
larger contributions. Together, these three deviations contribute 2.38 substitutions
to cT Zg, and so by looking more closely at the features of the neutral network that
induce these deviations from equilibrium we can learn about which features of the
neutral network have the primary responsibility for the elevated index of dispersion.
In order to identify these features of the neutral network, it will be helpful to use
our visualizations. In particular, Figure 5.10 shows visualizations of the full network,
the region of the network where the basepair two is GC, and the largest cluster from
this region, all with their genotypes colored according to their degree. Notice that
the genotypes with the greatest degrees (and hence highest substitution rates) are
concentrated in the most densely plotted clusters.
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Figure 5.10: Visualizations of the full neutral network; the set of genotypes with
second basepair GC; and the region where the second basepair is GC, third basepair
is AU, and fifth and sixth basepairs are GC, are shown with each genotype colored
according to its degree. Genotypes with the mean degree (12.0) are shown in black,
those with higher degrees red, and those with lower degrees blue. The histogram
shows the distribution of vertex degrees, and the color of each bar in the histogram
is the same color as genotypes with the corresponding degree.

The first axis that makes a large contribution to the asymptotic index of dispersion is u2 for the full network, which, as we’ve seen, separates the genotypes with
AU for the second basepair from those with GC. This suggests that a population
may spend a long time with a relatively low substitution rate in the region where
the second basepair is AU, and then experience substitutions at a much higher rate
for an extended period of time when the population is in the region of the network
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with GC for the second basepair. That is, because a population tends to spend a
long time on each side of the bottleneck before going to the other, differences in the
typical substitution rate on these two sides results in overdispersion of the molecular
clock.
We can be somewhat more precise by looking more closely at the associated
eigenvectors. Because l2T g is negative, the region of elevated substitution rates must
correspond to a negative weight on this deviation and hence a negative value on the
u2 axis. This pinpoints the region of the network with negative values on the u2
axis as being the region with elevated substitution rates; this region includes, for
instance, the large cluster visualized in Figure 5.5 (genotypes with second basepair
GC, third basepair AU, and fifth and sixth basepairs GC).
The second axis that makes a large contribution to the asymptotic index of dispersion is u3 . This axis separates the sparsely connected bottom section of the cluster
with second basepair AU from the densely connected region at the top of both the
second basepair GC and second basepair AU clusters (this densely connected region
is also marked by having an AU at the sixth basepair on both sides of the second
basepair bottleneck). In this case, we have l3 gT > 0, so that genotypes with positive
coordinates along the u3 axis will tend to have increased substitution rates. Populations may spend a long time away from the lower region of the AU cluster, but once
there, they may stay for a long time while experiencing decreased substitution rates,
which again concentrates the occurrence of substitutions during the time that the
population is not in this region of the cluster.
The third axis that makes a major contribution to the asymptotic index of dispersion is u5 . We have not constructed a visualization with u5 for the full network,
but it turns out that u5 is basically the same as u3 derived from when we restrict the
evolutionary dynamics to the cluster with GC for its second basepair. Looking at
the visualization in Figure 5.10 where we ‘zoom in’ on the cluster of genotypes with
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second basepair GC, we can see that u3 separates the densely connected clusters with
negative values along u3 (for instance the large cluster visualized in Figure 5.5) from
the sparsely connected region of the main cluster with GC for the second basepair
(the sparse region can be identified as the region that does not have AU for the first
basepair or GC for the fifth).
To summarize, there are regions of the neutral network with very different substitution rates that are broadly separated, and which have extreme values, along
the first several axes of the visualizations. Because a population that is currently in
one of these regions will tend to spend less time in the future in the other regions
(which are difficult for it to get to), this means that the typical substitution rate is
heterogeneous through time, depending on which region of the network the population is currently in. This is the primary mechanism that results in overdispersion
of the molecular clock. Critically, note that it is not enough for the molecular clock
to be substantially overdispersed that a network have, say, large contiguous sets of
genotypes with similar substitution rates, if a population typically passes rapidly
from one such set to another. Rather, the variation in substitution rates needs to be
aligned in some sense with the natural division of the network into clusters for which
it is difficult to evolve from one to the other. See Chapter 4 for more on this point.

5.6 The production of phenotypic variation
Another question that we can address now that we understand the structure of
the neutral network is how this structure affects the waiting times for particular
phenotypic variants to be produced. Recall that while a mutation from one genotype
on a neutral network to one of its neighbors on the network preserves the phenotype,
in this case RNA secondary structure. However, mutations from a genotype on the
network to genotypes off the network result in a new RNA secondary structure. In
total, there are 460 such alternative RNA secondary structures accessible by point
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mutations from our focal network.
While the dynamics of a population evolving on the network are independent of
the population size, N , so long as our weak mutation assumption holds, the waiting
time for the introduction of a particular phenotypic variant into the population is
not in general independent of population size even under weak mutation. To see why,
let us consider the expected time to produce our phenotype as being composed of
the expected time until a population first arrives at a genotype that can produce our
phenotype of interest and the expected time once the population can first produce
that phenotype until at actually does so. Since the movement of a population over the
neutral network is independent of N , this first waiting time must also be independent
of N .
In contrast, the second waiting time in general does depend on N . To examine
this second waiting time, suppose that the population is currently fixed at genotype
i, and that i has p(i) mutational neighbors with our phenotype of interest and degree
d(i). Then the population leaves genotype i at rate 1 − P (i, i) = µd(i)/(3 × 18) and
produces our phenotype of interest at rate N µp(i)/(3/18). Thus, the expected time
in units of 1/µ until the population leaves genotype i or produces a mutant with our
focal phenotype is given by:
3 × 18
d(i) + N p(i)

(5.12)

which approaches 0 for large N , and the probability that the population produces
our phenotype of interest before leaving genotype i is
N p(i)
N p(i) + d(i)

(5.13)

which approaches 1 for large N . Intuitively, then, large (but still mutationally limited) populations will tend to produce a target phenotype soon after arriving at a
genotype from which that phenotype can be produced by mutation (see also Dur175

rett and Schmidt, 2007), while a small population may leave that genotype before
producing the target phenotype, which can add substantially to the waiting time.
This analysis suggests that we consider two limiting cases. First, we consider a
large population and assume that a mutation to our phenotype of interest is produced
effectively instantaneously once a population arrives at a genotype that can mutate
to our phenotype of interest. If we call the set of genotypes that can mutate to our
phenotype of interest A, we can write the time we are interested in as Eπ TA , the
expected time for a population to first reach a member of the subset A. This is
clearly a lower bound on the expected time to produce a mutant of our phenotype
of interest.
Second, we consider the smallest possible population, N = 1. In this case, let V
be a diagonal matrix with V (i, i) = g(i), where g(i) = µp(i)/(3 × 18). Then V is an
event matrix (Chapters 3 and 4), where we say that an event occurs at time t with
probabilityV (i, j)/P (i, j) given that the population is at genotype i at time t − 1 and
genotype j at time t. In this case, the event is that a mutation for our phenotype of
interest has just entered the population, and we are interested in Eπ TV , the expected
waiting time until this occurs. This will serve as an upper bound on the expected
time to produce a mutant of our phenotype of interest.
Intuitively, then, the scenario we are considering is a population that has been
evolving under stabilizing selection on the neutral network for a long time, when
suddenly there is an environmental change such that another phenotype becomes
favorable. In this context, we might also be interested in the time until the production
of the first mutant of the new phenotype that is destined for fixation. Our two
limiting cases are relevant to this situation as well. The lower bound is then the
shortest possible expected waiting time in the case that the population is large and
the phenotype is so fit that any mutation to it is destined to fix, while the upper
bound provides the expected waiting time for the case where the new phenotype is
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Figure 5.11: Upper (Eπ TV ) and lower (Eπ TA ) bounds for the expected waiting
time to see any of the 460 phenotypes accessible by point mutations from the neutral
network.
neutral (this limit is again independent of population size, since the probability of
fixation for the new mutant is 1/N ).
These bounds are shown in Figure 5.11 and were calculated using the methods
described in Appendix G. While both the upper and lower bounds scale over more
than five orders of magnitude, the ratios of the upper and lower bounds for any
particular phenotype range from 1.2 to 14.3, with a mean of 4.5. Thus, while differences in population size play a minor role at the level of the variation between
in waiting times between phenotypes, it can be extremely important in determining
the expected waiting time for any particular phenotype.
To get a better idea of why the upper and lower bounds are relatively close, as
well as to get a deeper understanding of why they have the values they do in any
particular instance, it is helpful to use a rough approximation for these waiting times
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from Chapter 3. In particular, we can write
Eπ TV ≈

1 + cT Zg
Eπ g

(5.14)

for a general event matrix V and its associated vectors c and g. The intuition behind
this approximation is that the expected waiting time for an event that happens in
the next generation with constant probability Eπ g is 1/Eπ g. However, if events tend
to occur in clumps, the larger the clumps, the larger the gaps between the clumps
must be for a fixed average event rate. Thus, we can estimate waiting times using an
appropriate measure of clumpiness, which in this case is given by 1 plus the expected
extra number of events that will occur given that one has just occurred, cT Zg.
Now, consider our previous choice of V , V (i, i) = µd(i)/(3 × 18) for all i and zero
otherwise, so that g(i) = V (i, i) and c is in the same direction as g but normalized
so that its entries sum to one. We are interested in the equivalent event matrix for a
population of size N , in which case mutations enter the population N times as fast.
This means that we can write VN (i, i) = N µd(i)/(3 × 18), so that V1 = V and more
generally VN = N V . We also have gN = N g, but note that cN is simply c.
We can now use our approximation from Equation 5.14, to estimate Eπ TVM . In
particular, we have
Eπ TVN ≈

1 + cNT ZgN
Eπ gN

=

1 + N cT Zg
N Eπ g

=

1
cT Zg
+
.
N Eπ g
Eπ g

(5.15)

What this equation is saying is that we can approximate the waiting time to produce a
particular variant as the sum of two terms. The first term is just the inverse of the rate
that the variant is produced; this would be the waiting time if there was no structure
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to the network, so that there would be a constant probability per generation that
the phenotype would be produced. This term is inversely proportional to population
size, since increasing the population size increases the rate at which mutants enter
the population.
The second term is the difference between our estimate for the expected waiting
time for a population of size one, and what this expected waiting time would have
been for a population of size one if there was no structure to the network and the
variant was produced with a constant probability per generation. This term is independent of the population size, but depends on the structure of the network (through
Z) and how the places from which the phenotype of interest is accessible from that
network (through c and g).
Because the first term is inversely proportional to N and the second term is
independent of N , the first term drops out as N becomes large, leaving us with the
following approximation for Eπ TA :
Eπ TA ≈ Eπ TVN ≈

cT Zg
.
Eπ g

(5.16)

Thus, the ratio between our lower and upper bound is approximately
Eπ TA
cT Zg
≈
.
Eπ TV
1 + cT Zg

(5.17)

This implies that the waiting times to produce phenotypes that tend to be produced
in a clumpy manner (large cT Zg) are much less affected by changes in population
size than those that are produced in a less clumpy manner (cT Zg ≈ 0). We can think
about this intuitively in terms of our original decomposition of the waiting time to see
a particular variant enter the population. If a phenotype can only be produced from a
localized set of genotypes, then it will tend to be produced in a clumpy manner (i.e. it
will only be produced when the population is in that localized region of the network).
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Figure 5.12: Clumpiness in the production of phenotypic variation as implied by
the upper bound on the expected waiting time to see a particular variant, Eπ TV . A)
shows the empirical clumpiness for each alternative phenotype, Eπ TV × Eπ g, plotted
against the fraction of mutations that produce that phenotype, Eπ g. B) again shows
the empirical clumpiness for each phenotype, in this case plotted against our estimate
for this clumpiness, 1 + cT Zg.

Most of the waiting time to produce such a phenotype will be spent waiting for the
population to arrive in that locality, and this time is independent of the population
size. On the other hand, a phenotype that is not produced in a clumpy manner will
be accessible at a low frequency from many regions of the network. The time to
produce such a sequence will be greatly decreased by increasing the population size.
Let us see how well the preceding argument applies to our case at hand. We’ll
begin by looking at Eπ TV . One statistic of interest is Eπ TV × Eπ g, which is the ratio
between the true value of Eπ TV and what it would be if variants were entering the
population with a constant probability equal to the mean rate every generation. We
can view this as the empirical clumpiness, in contrast to 1+cT Zg which is our estimate
of this clumpiness. Figure 5.12 A shows Eπ TV × Eπ g plotted against Eπ g, where Eπ g
is scaled in units of the mutation rate (this makes Eπ g equal to the probability of
producing our phenotype of interest from a random mutation on a random genotype;
Eπ TV × Eπ g is independent of mutation rate). The mean empirical clumpiness is
1.93, so that the structure of the genotype phenotype map increases the structure of
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the waiting time by roughly two-fold; the maximum empirical clumpiness is 8.45, and
the more common phenotypes (higher Eπ g) appear to occur in a clumpier manner.
This association reduces the variation in waiting times, as can be seen by the statistic
Var (log Eπ TV )
= .795
Var (log Eπ g) + Var (log(Eπ TV × Eπ g))

(5.18)

which would be equal to 1 if Eπ g and Eπ TV × Eπ g were distributed independently.
The logic is the same as that used for the analysis of the variation in the findability
of genotypes, see Section 5.5.
Figure 5.12 B plots the empirical clumpiness against our estimate, 1 + cT Zg.
1 + cT Zg is always an overestimate of the empirical clumpiness (except for the 19
phenotypes that are only accessible from a single genotype, for which the estimate
is always exact, Chapter 3 and Appendix D.4). 1 + cT Zg appears to be a good
estimate of the empirical clumpiness when that clumpiness is slight, but strongly
overestimates the empirical clumpiness when the empirical clumpiness is large.
Moving on to the lower bound, Eπ TA , we can also construct an empirical clumpiness as Eπ TA × N Eπ g for a population of size N . Figure 5.13 A shows Eπ TA × Eπ g
plotted against Eπ g; values on the y-axis need to be multiplied by N to get the
true empirical clumpiness. Clearly this empirical clumpiness can be large for large
N . This makes sense considering that in this regime a population is consistently
producing several mutants of our phenotype of interest each time it is at a genotype
that can produce such a phenotype via mutation. We also observe a reduction in
the variation in waiting times to observe particular phenotypes due to a positive
association between the clumpiness, Eπ TA × Eπ g, and the rate at which a variant is
produced, Eπ g, since:
Var (log Eπ TA )
= .719
Var (log Eπ g) + Var (log(Eπ TA × Eπ g))
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(5.19)
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Figure 5.13: Clumpiness in the production of phenotypic variation as implied by
the lower bound on the expected waiting time to see a particular variant, Eπ TA . A)
shows the empirical clumpiness for each alternative phenotype, this time based on
the lower bound expected waiting time Eπ TA × Eπ g, plotted against the fraction of
mutations that produce that phenotype, Eπ g. B) shows the empirical clumpiness for
each phenotype, again based on the lower bound to the expected time to produce
that phenotype, which is plotted against our estimate for this clumpiness, cT Zg.

(note that this quantity is invariant upon using the true rate of introduction, N Eπ g
). Figure 5.13 B shows the performance of cT Zg as a predictor of the empirical
clumpiness. Again, cT Zg is always at least as large as the empirical clumpiness and
performs better at lower levels of clumpiness.
We can now check Equation 5.17, which predicts that the ratio between the
lower and upper bounds, Eπ TA /Eπ TV , ought to be approximately cT Zg/(1 + cT Zg).
Figure 5.14 shows the performance of the approximation; cT Zg/(1 + cT Zg) is always
at least Eπ TA /Eπ TV and performs better when the effects of increasing population
size are larger (this is consistent with the above results because the approximations
involving cT Zg perform better when cT Zg is small).
5.6.1

Waiting times to produce particular variants

Having characterized the variation among different phenotypes in the waiting times
to produce those phenotypes, we can move on to ask about the impact of the network
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Figure 5.14: Here we compare the actual ratio between the lower bound expected
waiting time to produce a particular variant, Eπ TA , and the upper bound expected
waiting time to produce a particular variant Eπ TV , to our estimate for this ratio,
cT Zg/(1 + cT Zg).

on the waiting times to produce particular phenotypes. The right hand panel of
Figure 5.15 shows a visualization of the neutral network where genotypes that can
produce a particular phenotype are highlighted in red; a diagram of this phenotype is
inset. The phenotype in question has three basepairs, which are between bases 3 and
17, 4 and 16, and also 5 and 15. Interestingly, this phenotype is only accessible from
genotypes that have AU for their second basepair. In fact there are 23 phenotypes
that are only accessible from genotypes that have AU for their second basepair, of
which this particular variant is produced at the greatest rate (Eπ g = 3.24 × 10−4 ).
14 out of these 23 phenotypes share a structure similar to the phenotype shown in
Figure 5.15 in that the RNA folds into a ‘hairpin’ in which the outer-most basepair
is between bases 3 and 17, and furthermore, no such structure can be produced
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Figure 5.15: The left hand panel shows a visualization of the neutral network
where the genotypes that can produce mutants of a particular phenotype are colored
red. The specific phenotype is shown in the inset. The right hand panel shows the
contribution of each of the first 59 most slowly decaying deviations from equilibrium
to the value of cT Zg for this variant.

by mutation from the rest of the network. Thus, populations must usually cross the
bottleneck corresponding to the set of genotypes with GU at their second basepair to
produce these structures, and one might predict that this would increase the waiting
times to observe these structures.
For the structure shown in Figure 5.15, the expected waiting time for a population of size 1 to produce this structure, based solely on the long term frequency at
which this variant is produced, is 3,019 substitutions, but Eπ TV and Eπ TA are much
longer, at 2.58 × 104 and 2.11 × 104 substitutions, respectively. Because our approximations are reasonably accurate in this case (Eπ TV × Eπ g = 8.35, 1 + cT Zg = 8.84,
5.6% error; Eπ TA × Eπ g = 6.83, cT Zg = 7.84, 14.6% error), we can attempt to
explain the empirical clumpiness of the production of this variant by expanding
cT Zg in terms of the contributions from each deviation from equilibrium. The right
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hand panel of Figure 5.15 shows these contributions; clearly cT Zg is dominated by
the term corresponding to the most slowly decaying deviation from equilibrium,

cT τ2 r2 l2T g = 6.00. Thus, the presence of the bottleneck increases the expected
waiting time by on the order of six or seven-fold, depending on the population size,
relative to what this time would have been had the network been unstructured and
variants simply produced at their equilibrium rates for a population of size one. The
relatively small impact of population size on the expected waiting time also makes
sense in terms of the structure of the network as a whole, since the main waiting
time to produce this variant is the waiting time for a population to enter the region
of the network that has AU for its second basepair, rather than the expected waiting
time to actually produce the variant in question once the population is in that region
of the network.

5.7 The deterministic mutation limit
So far we have been concentrating on the population genetic regime where mutations enter the population sufficiently infrequently that the population is typically
monomorphic, i.e. the weak mutation regime, N µ  1. As mentioned earlier, the
neutral network we are considering here was first studied in a paper comparing
this weak mutation regime with the population genetic regime where mutations enter the population so frequently that we can ignore the effects of genetic drift in
removing variation from the population and treat the evolutionary dynamics deterministically (van Nimwegen et al., 1999a). In this regime, the population comes to
mutation-selection balance on the neutral network such that the relative frequencies
of the various genotypes in the population are given by the eigenvector of the adjacency matrix, G, of the neutral network (see, Section 5.2), that has the largest
eigenvalue (van Nimwegen et al., 1999a). We can write this as the probability dis-
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tribution α such that
αT G = ραT

(5.20)

where ρ is the greatest eigenvalue of G.
van Nimwegen et al. (1999a) show that ρ is also the average degree when the
degree of genotype i is weighted by α(i), and that this is larger than than the
average degree when the degree of genotype i is weighted by π(i). van Nimwegen
et al. (1999a) call this the “neutral evolution of mutational robustness”, since it
implies that a mutant produced by a highly polymorphic population is more likely
to remain on the neutral network than a mutant produced by a population that is
mutation limited and evolving monomorphically. Having extensively explored the
structure of our neutral network, we can can use our newfound knowledge to gain
insight into the evolutionary consequences of the neutral evolution of mutational
robustness by actually looking at the shape of the distribution α.
Figure 5.16 show this distribution. While π is uniform over the neutral network, α
is highly uneven, with the maximum value of α(i) being 5.6 × 10−4 and the minimum
being 3.2 × 10−15 . Furthermore, α is highly concentrated in the structure of the
network. Even though genotypes with AU for their second basepair comprise 7%
of the neutral network, only 5.1 × 10−4 % of the population is in this region at
mutation selection balance. Furthermore, the population is not evenly distributed
over the genotypes set of genotypes with GC for their second basepair, but is instead
concentrated in the largest cluster (for which the third basepair is AU and fifth and
sixth basepairs are GC, shown in Figure 5.5). At mutation selection balance 86.8 %
of the population is concentrated in this one cluster. Looking at Figure 5.16 we can
see that the probability mass is even further concentrated into the subcluster for
which the first basepair is GC and the fourth basepair is AU. At mutation selection
balance, a majority of the population (56.1 %) is located in this subcluster, which
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Figure 5.16: The value of α(i), the proportion of a population evolving in the
deterministic mutation regime at genotype i at mutation-selection balance, is shown
by the color of each genotype for our three visualizations of the neutral network.
The histogram shows the frequency of each proportion (notice the log scale on the
x-axis of the histogram), and serves as a key for the colors. Genotypes occupied at a
higher proportion than they would under a uniform distribution (i.e., π) are shown
in red, and those that are occupied to a lesser extent are shown in blue. Genotypes
are shown in gray instead of blue if their occupation is less than 1/2000-th of what
it would have been under a uniform distribution.
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contains only 4.7% of the genotypes on the network. Comparing Figure 5.16 with
Figure 5.10 shows that the α is not large in all the regions of the network where the
degree of genotypes is high, but rather in one specific region of the network that also
has high degree. Thus while it is true that the average degree increases when the
degree of genotype i is weighted by α(i) instead of π(i) (in this case from 12.0 to
15.7, which agree with the figures given by van Nimwegen et al. 1999a), it is also true
that the distribution α may be very different from π and not simply π with greater
weight on high degree genotypes.
Because the population is so highly localized in the deterministic mutation regime,
and because, as we’ve seen, the set of genotypes from which a particular variant can
be produced are also sometimes localized (see, e.g., Figure 5.15), it is interesting to
ask how the production of phenotypic variation differs between the weak mutation
and deterministic mutation regimes. Unfortunately, a theory that would predict
waiting times for large, finite populations in the deterministic mutation regime does
not currently exist (although see, e.g., Jain and Krug, 2007; van Nimwegen et al.,
1999b; Crutchfield and Nimwegen, 2003, for steps in this direction). While a truly
infinite population would produce every variant in each generation, a large finite
population may reach a distribution at mutation selection balance that approximates
α, but where genotypes with very low frequencies in α are in fact unoccupied, which
might result in non-zero waiting times to produce particular variants. For instance,
because the total frequency in α of genotypes with AU for the second basepair is only
5.1 × 10−6 , even a population of a million individuals evolving in the deterministic
mutation regime may typically only have a few individuals with AU for their second
basepair. Thus, waiting times for phenotypes that are only accessible from this region
of the network may be long.
Although we cannot address the question of waiting times in the deterministic mutation regime, we can address the relative frequencies at which the various
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phenotypes are produced. That is, we can compare the distributions of phenotypic
variation for the two regimes based on the long-term average rate with which each
phenotype is produced. Figure 5.17 shows the fraction of phenotypic variants that
are of each of the 460 alternative phenotypes, with this fraction under weak mutation
shown along the x-axis, and the fraction under deterministic mutation shown on the
y-axis. Clearly the fraction of variants that are of any particular type are very different in these two regimes. The line y = x is also shown; genotypes plotted above this
line are enriched under deterministic mutation and those below it are depleted. The
maximum enrichment is 12.7-fold, while the maximum depletion is 6.6 × 107 -fold.
Interestingly, such a dramatic difference between the two regimes is not predicted
under random assignments of phenotypes to the genotypes that are adjacent to the
network. In particular, if a phenotype can be produced by more than just a handful
of mutations, the law of large numbers suggests that the average frequency of a
phenotype when phenotypes are assigned at random, under both weak mutation
and deterministic mutation, should just be the fraction of genotypes adjacent to
the network that fold into that phenotype. Intuitively, this is because even under
deterministic mutation, one is likely to pick some genotypes that are adjacent to the
region of the network where the population is concentrated, and others that are not,
and these effects cancel out on average.
To show that the difference between the distributions under these two regimes
is not expected under random assignments of phenotypes to the genotypes adjacent
to our neutral network, I constructed 10,000 random sets of genotypes adjacent to
the neutral network, and calculated the fraction of variants that would be part of
each set under weak mutation and the fraction of variants that would be part of each
set under deterministic mutation. To construct each set, I included each genotype
adjacent to the network with probability p. For each set, p was selected randomly
such that log10 p was distributed uniformly between log10 (1/1,656,945) and log10 0.1,
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Figure 5.17: Each alternative phenotype accessible from the network is plotted in
black according to the fraction of all non-neutral mutants with the corresponding
phenotype under deterministic mutation (i.e. based on the probability distribution
α) and under weak mutation (based on π). The small gray points correspond to
random subsets of the non-neutral genotypes accessible from the neutral network by
mutation (see main text for details); each is again plotted according to the fraction
of non-neutral mutants that would be produced in that subset in the two population
genetic regimes. The gray line is a plot of y = x.
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Figure 5.18: Histograms show the fold-enrichment of the proportion of non-neutral
mutations that result in a particular phenotype. The purple histogram is for phenotypes that are accessible by mutation from the subcluster containing 56.1 % of a
population at mutation selection balance under deterministic mutation, while the
blue histogram is for phenotypes that are not accessible from this subcluster. Notice
the log scale on the x-axis.

where 1,656,945 is the number of genotypes adjacent to the neutral network. The
results are plotted in gray in Figure 5.17. Clearly, for all but the rarest phenotypes,
the fraction of variants of any particular phenotype varies much more between the
two regimes than the proportion of a random set of genotypes would have.
The most natural explanation for this phenomenon is that the genotypes that
produce a particular alternative phenotype are adjacent to a set of genotypes that
are close to each other on the network. Under this hypothesis, we would expect
phenotypes that can be produced from genotypes in the region that is enriched
in α relative to π to themselves be enriched or at least remain roughly constant
in frequency, while those that cannot be produced from this region ought to be
depleted. Figure 5.18 shows a histogram of the fold-enrichment of phenotypes that
can be produced from the subcluster whose frequency in α is 56.1 % (first, second,
fifth and sixth basepairs GC, third and fourth basepairs AU, see Figures 5.5 and 5.16),
together with a histogram showing the fold enrichment of phenotypes that cannot
be produced from this subcluster. This histogram shows that none of the most

191

strongly depleted phenotypes are adjacent to the highly enriched subcluster, further
confirming the importance of the fact that particular phenotypic variants are only
produced in certain regions of the network and not others.

5.8 Discussion
In this paper, I have explored both the structure of a classical RNA neutral network
containing 51,028 genotypes and the effects of this structure on the evolutionary
process, with a focus on the population genetic regime where mutation is weak such
that the population can be viewed as a single particle moving from genotype to
genotype at each fixation event.
The network itself is composed of a set of dense clusters connected by narrower
bottlenecks. These bottlenecks correspond to the GU intermediates necessary to
pass from a genotype with a GC at a particular basepair to a genotype with an AU
at that basepair. I have argued that the presence of these bottlenecks is a generic
consequence of the thermodynamics of RNA folding. Because stacking interactions
between adjacent basepairs in a helix are the main contributors to stability in RNA
secondary structures and because stacking interactions containing GC basepairs are
more strongly stabilizing than those that are not, GU basepairs are likely to be stable
in fewer sequence contexts than GC or AU basepairs. This is easiest to understand by
looking at the effects of A → G and C → U mutations separately. A → G mutations
in an AU background are likely to result in new secondary structures because the new
G base has a tendency to form a new basepair with a C elsewhere in the sequence. C
→ U mutations in a GC background are likely to result in a new secondary structure
both because the ancestral G has a tendency to pair with a C elsewhere and because
the mutation itself is destabilizing do to the loss of a GC basepair. The strength of
these effects differs at the various basepairs in the secondary structure, resulting in
a hierarchy of clusters and bottlenecks that affect the evolution of a population at
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different time scales and which became visible sequentially as we visualized smaller
and smaller regions of the network. While the role of GU intermediates in RNA
neutral networks has been noted before (Gruner et al., 1996; Higgs, 1998; Schaper
et al., 2011, Chapter 2), the pervasive role of these bottlenecks in shaping RNA
neutral networks has not been previously recognized.
I have recently proposed a theory for the “findability” of genotypes for populations evolving under weak mutation, where the findability of a genotype is quantified
as the expected time for a population to evolve to that genotype when its initial
genotype is drawn at random from the equilibrium distribution (Chapter 3). The
smaller this time, the more findable we consider a genotype to be. It is natural to
ask what effect the bottlenecks have on the findability of genotypes. At the most
general level, the structure of the network increases the average (over genotypes)
of the expected waiting time by about one-third relative to the waiting time for a
neutral network where all genotypes are connected to each other or for a complete
nucleic acid sequence space of a comparable size. On the other hand, this small
change in the mean findability was dwarfed by the variation in findability between
sequences on the network, which ranged over more than a 10-fold range.
The major determinant of the findability of particular genotype turned out to
be the number of neutral neighbors of that genotype. To understand this result,
recall that the findability of a genotype is determined by the ratio of the expected
number of extra generations a population is expected to spend at a genotype given
that it starts there rather than at a genotype drawn at random from the equilibrium
distribution, and the equilibrium frequency of a genotype. Because all genotypes on
a neutral network have the same equilibrium frequency, the findability of a genotype
is determined by the first of these quantities, which can be viewed as a measure
of the clumpiness of the times at which a population is at that genotype. This
clumpiness can be further decomposed into the effects of substitution rate and the
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probability of reversion. Because of the large dimensionality of the neutral network,
the effects of reversion are relatively minor so that the variation in findability is
primarily determined by substitution rate.
Interestingly, the minor variation in probability of reversion was negatively associated with the variation in substitution rate, and this increased the observed
variation in findabilities. The source of this effect was that the number of neutral
neighbors of a genotype was correlated across the structure of the network, so that,
for instance, genotypes with a large number of neutral neighbors tended to also have
neighbors with large numbers of neutral neighbors. These correlations had two interesting effects. First, they resulted in the index of dispersion of the molecular
clock being substantially larger than the expectation of the index of dispersion for
a Poisson process. This is because substitutions tended to be clustered during the
periods when populations were in the regions of the network where genotypes had
larger numbers of neutral neighbors. Second, these correlations were the major reason why some regions of the network were more findable than others. In particular,
I showed that the waiting time to arrive at a genotype in the portion of the network
where the second basepair is AU is approximately one-third longer than the waiting
time. While the waiting time to cross the major GU bottleneck corresponding to the
second basepair contributed non-negligably to this increased waiting time, the bulk
of the effect was due to the fact that the typical waiting time for a substitution was
longer in this region of the network.
It is also worth noting that the observed pattern of increased variation due to a
negative association between the variation in substitution rates and the probability
of reversion for this neutral network is very different than the typical case for more
general fitness landscapes. There, increasing the fitness of a genotype tends to both
increase its equilibrium frequency and the clumpiness of the times at which it occurs,
where this increased clumpiness arrises both from decreased substitution rate and
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increased probability of reversion. Thus, on a more general landscape the association
between equilibrium frequency tends to result in decreased variation in findability.
It will be interesting to see if this contrast continues to hold for other examples.
Another important question involves the expected waiting time for a particular
phenotypic variant to first enter the population. Here, we address the expected waiting time to see a variant phenotype given that the initial position of the population
is drawn from the equilibrium distribution. This measure is relevant, for instance,
to the situation in which a population has been evolving under stabilizing selection
for the current phenotype for a long period of time, after which an environmental
change causes a different phenotype to be selectively advantageous; for alternative
scenarios in which a population enters the network at a specific genotype or from a
specific phenotype, see Sumedha et al. (2007b); Rendel (2011).
The main result of our investigation into the production of variation is to stress
the importance of the fact that particular phenotypes are only accessible from certain
regions of the network. For instance, if each alternative phenotype was just produced
in each generation with a constant probability equal to its average rate of production,
then the expected waiting time to see a particular variant would scale as the inverse of
population size N (so long as the weak mutation assumption continues to hold). Here
I show, in contrast, that the change in waiting times due to a change in population
size is quite limited, and I connect the extent of this change to the clumpiness with
which the phenotypic variant is produced. In essence, this insensitivity to population
size arises because most of the waiting time to observe a variant depends on the time
it takes a population to arrive at a genotype that is capable of producing that variant,
and this time is independent of population size. I also show that a positive association
between the average rate at which a variant is produced and the clumpiness with
which that variant is produced results in the variation in waiting times for specific
phenotypes being less than it would have been had these two factors been distributed
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independently.
Finally, I briefly investigate the other population genetic regime described by van
Nimwegen et al. (1999a) in which mutation is treated deterministically and populations are typically highly polymorphic. In particular, such a population will reach
a mutation-selection equilibrium at which the mean number of neutral neighbors is
greater than or equal to the time-average number of neutral neighbors for a population evolving on the neutral network under weak mutation. I used the visualizations
to display the structure of this mutation selection balance, and to pinpoint the small
region of the neutral network that contains a majority of the population at mutation
selection balance. This intense localization of the population also had a large effect
on the distribution of phenotypic variants produced. I show that this effect is not
expected under a model where the genotypes that are mutationally accessible from
the neutral network take their phenotypes at random. Instead, the major determinant of whether the relative frequency at which a phenotype is produced increases
or decreases is whether that phenotype can be produced at all from the region of the
neutral network that is most enriched under deterministic mutation.
It is interesting to ask whether bottlenecks corresponding to allowable GU intermediates exist in the neutral networks of biologically important RNA sequences such
as tRNAs. In a recent study, Meer et al. (2010) attempted to distinguish whether
switches between AU and GC basepair types in mammalian mitochondrial tRNAs
occurred via neutral GU intermediates or by crossing fitness valleys. Using a combination of phylogenetic methods for the analysis of fixed differences and human
polymorphism data, they concluded that both AC and GU intermediates were likely
to be substantially deleterious, and that transitions from AU to GC basepairs were
likely to have occurred via the slightly less deleterious GU intermediate. They also
viewed the data as supporting Kimura (1985)’s hypothesis that these switches occur
through “compensatory neutral mutations”, in which, for instance, a neutral GC
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allele arrises via a mutation from a segregating, deleterious GU allele, and then happens to fix neutrally. Note that such a process inherently entails a violation of our
weak mutation assumption, meaning that these conclusions are inconsistent with the
theory that mammalian tRNAs are evolving under weak mutation, but are not necessarily inconsistent with tRNA neutral networks having bottlenecks corresponding
to rare, neutral GU intermediates.
If strong bottlenecks capable of severely curtailing the diffusion of populations
turn out to be a typical feature of neutral networks, current thought on the evolutionary role of neutral networks would have to be re-evaluated. In particular,
many authors emphasize that these networks are expected to extend long distances
throughout the space of genotypes (Reidys et al., 1997; Gavrilets and Gravner, 1997;
Gavrilets, 1997, 2004; Wagner, 2005), a characteristic that is supposed to play a critical role in the ability of these network to produce new phenotypic variation (Huynen,
1996; Huynen et al., 1996; Fontana and Schuster, 1998c,b; Wagner, 2008, 2011). If
populations cannot easily find the path from one region of a network to another, and
if the range of phenotypic variants produced in any one region is relatively limited,
then neutral networks will have little importance in terms of increasing the range
of evolutionary accessible phenotypes. Connectivity in terms of network topology is
not sufficient for ensuring that a population is likely to evolve from one region of a
network to another.
One theme running through our current investigations is that many features of the
neutral network (the production of phenotypic variants, substitution rates, findability) tend to be aligned with the natural decomposition of the network in terms of its
effects on a population evolving under weak mutation. Is this alignment merely a coincidence? In an important and under appreciated paper, Ancel and Fontana (2000)
argue that the tendency of various aspects of the genotype-phenotype map to co-vary
is actually a reflection of the basic physical underpinnings of the genotype-phenotype
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map. They discuss these ideas in terms of a concept that they call ‘plastogenetic
congruence’, arguing for a connection between the sub-optimal secondary structures
of a particular RNA sequence and the minimum free energy secondary structures
of its mutational neighbors, as well as a relationship between number of neutral
neighbors and the degree of orderliness in the dynamics of secondary structure denaturation under increasing temperature. By allowing investigators to understand
enormous amounts of information at a glance, effective visualization techniques such
as the ones used here provide a powerful method for exploring the complex and idiosyncratic correlations between the various aspects of the genotype-phenotype map
and the evolutionary dynamics induced by these features. These methods may be
particularly useful for exploring the extent of such correlations in other systems.

198

Appendix A
Characteristics of the visualizations

In the main text, I claim that the representation plotting genotype i at (D−1/2 q2 (i),
. . . , D−1/2 qm+1 (i)) minimizes the sum of the weighted squared distance between genotypes (where the weight on the distance between genotypes i and j is given by the
frequency of fixations from i to j at equilibrium, π(i)P (i, j)), under the constraint
that when each genotype is weighted by its equilibrium frequency, the representation
has unit variance along each axis, zero-covaraince between axes, and mean position
at the origin. Following Koren (2005), recall that the graph Laplacian associated
with W = DP is given by L = D − W = D(I − P ). Using the fact that L is
symmetric, we have:
v T Lv =

X

π(i)P (i, j)v(i)2 − π(i)P (i, j)v(i)v(j)

i,j

=

1X
π(i)P (i, j) (v(i) − v(j))2 .
2 i,j

Then for an l dimensional representation where genotype i is given coordinates
(v1 (i), . . . vl (i)), the weighted sum of the squared distances between genotypes (where
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the weight on the distance between genotypes i and j is given by π(i)P (i, j)) is:
l
X

vkT Lvk .

(A.1)

k=1

It is well-known that since L is a symmetric matrix and D is positive definite, the
minimizers of this expression subject to the constraint that viT Dvj = 1 for i = j
and 0 for i 6= j are given by the D-orthonormal generalized eigenvectors of (L, D)
corresponding to the l smallest eigenvalues of L (Koren, 2005). These eigenvectors
are simply D−1/2 q1 , . . . , D−1/2 ql since
λi (D−1/2 qi ) = P (D−1/2 qi )
λi qi = D1/2 P D−1/2 qi
λi qi = (I − D−1/2 LD−1/2 )qi
(1 − λi )D(D−1/2 qi ) = L(D−1/2 qi ).
That is, the eigenvalues of L are given by 1 − λi and the associated D-orthonormal
generalized eigenvector of (L, D) is D−1/2 qi . We wish to introduce the additional constraint that π T Dvi = 0 for all i. This condition is satisfied by D−1/2 q2 , . . . , D−1/2 ql ,
and indeed, these are the minimizers of Expression A.1 under this additional constraint if only m = l−1 vectors are required. To see why, note that (D−1/2 q1 )T L(D−1/2 q1 ) =
(D−1/2 q1 )T (1 − λ1 )(D−1/2 q1 ) = 0, since λ1 = 1. This means that the first term in
Expression A.1 is zero for the minimizers of the unconstrained problem, and the
remaining terms have the same value as our proposed minimum for the constrained
problem. Thus, if the D−1/2 q2 , . . . , D−1/2 ql were not the solution to the constrained
problem, then we could have found better minimizers in the absence of this additional
constraint.
In the main text we rescaled the axes defined by the D−1/2 qk by plotting genotype
√
i at coordinates (u2 (i), . . . , um+1 (i)), where uk = (1/ 1 − λk )D−1/2 qk for k ≥ 2. I
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claimed, for the case m = n − 1, that the squared distance between each pair of
genotypes was equal to the commute time between them. Let H(i, j) be the expected
number of generations it would take to evolve from genotype i to genotype j and call
this the first passage time from i to j. We can compute the commute times by first
computing the first passage times (after Lovasz, 1993). By a first step argument, we
have
H(i, j) = 1 + P (i, k)H(k, j) for i 6= j

(A.2)

since if the population is not initially at j it has to be somewhere after the first time
step, and then it still needs to get to j from there. Let J be the matrix of all 1s
and 1 be the vector of all 1s. Then by Equation A.2 we know that J + P H − H is
diagonal. Furthermore, since π is a probability distribution and π T P = π T , it is easy
to show that π T (J + P H − H) = 1T , and hence J + P H − H = D−1 . Rearranging,
we get
(I − P )H = J − D−1

(A.3)

Ideally we would like to solve for H by inverting I − P , but this is impossible since
I − P has a single zero eigenvalue corresponding to its eigenvector 1. Thus, we can
only solve for H up to the addition of some matrix 1aT for any vector a. However we
can eliminate this uncertainty by using the fact that H(i, i) = 0 for all i. If we can
find a matrix X that satisfies Eq. A.3 when used in place of H, we can find H by, for
each j, subtracting X(j, j) from each entry in column j of X. It is easy to verify that
one solution is given by X = (I − P + 1π T )−1 (J − D−1 ). Expanding P in terms of
P
P
the uk as P = 1π T + nk=2 λk D−1/2 qk (D1/2 qk )T = 1π T + nk=2 λk (1 − λk )uk (Duk )T ,
we have:
X(i, j) =

n
X

−uk (i)uk (j).

k=2
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Then, since H(i, j) = X(i, j) − X(j, j) we have

H(i, j) =

n
X

uk (j)2 − uk (i)uk (j).

(A.4)

k=2

Finally, the commute time between i and j is

H(i, j) + H(j, i) =

n
X

uk (i)2 − 2uk (i)uk (j) + uk (j)2

k=2

=

n
X

(uk (i) − uk (j))2 ,

k=2

which is simply the squared distance between genotype i and j in the representation
of the fitness landscape using all n − 1 of the ui .
The commute time characterization of the visualizations is also useful for demonstrating the utility of these methods for the continuous-time case. If xt is the vector
whose i-th entry describes the probability that our population is at genotype i at
time t, we can define a continuous-time stochastic process as
dxt (i) X
=
xt (k)P (k, i) − xt (i)P (i, k).
dt
k
This process is reversible and has the same equilibrium distribution as the discretetime process (Sella and Hirsh, 2005). A useful interpretation of the continuous-time
model is that the deterministic length 1 waiting times between events in the discretetime model are replaced with independent exponential waiting times with mean
length 1 (we interpret staying at the same genotype as a possible event). Suppose
our population starts at genotype i and we want to know the first passage time
for genotype j 6= i. The population is at some genotype after this first event, the
probability that it is at any given genotype is still given by the j-th row of P , and the
expected waiting time for this first event is 1. Hence the first-step argument leading
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to Eq. A.2 holds in the continuous-time case, first passage and commute times are
identical between the two models, and the interpretation of the visualizations based
on the ui are the same.
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Appendix B
Methods for the serine landscape

The serine landscape was constructed by assuming that codons that code for serine
have fitness 1.001, all other amino acids have fitness 1.000, and stop codons have
fitness 0.999. Natural selection was modeled using the exact fixation probability for
the Moran process with N = 3000.
The mutational dynamics were based on data from a recent study where Saccharomyces cerevisiae mutation accumulation lines were subject to high-throughput
sequencing (Lynch et al., 2008). There were 4 lines, which went through approximately 4800 generations each. An average of 4.99 × 106 nucleotides were sequenced
per line, and the A/T content was 59%. 33 mutations were observed in these lines, 2
A:T → T:A, 4 A:T → G:C, 5 A:T → C:G, 8 G:C → A:T, 9 G:C → T:A, and 5 G:C
→ C:G (note that the data reported in Lynch et al., 2008, are not internally consistent; M. Lynch has confirmed to me that these are the correct numbers, personal
communication).
If the two strands of the DNA molecule are treated symmetrically, then the
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mutation rates for each position in the codon are given by a matrix of the form:

1 − (a + b + c)
a
b
c


a
1 − (a + b + c)
c
b

M =


d
e
1 − (d + e + f )
f
e
d
f
1 − (d + e + f )


where M (i, j) gives the probability that a parent with nucleotide i at a particular
position will have an offspring with nucleotide j when the nucleotides are listed in
the order A, T, G, C. The stationary distribution for such a Markov chain is given
by

πM


1
= 
2


d+e
b+c+d+e
d+e
b+c+d+e
b+c
b+c+d+e
b+c
b+c+d+e




.



It is easy to confirm that the mutational dynamics will be in detailed balance in the
absence of selection if and only if eb = cd.
The Lynch et al. (2008) data imply that M is given by

I−

1
.59

 0
1

4 × 4800 × (4.99 × 106 )  0
0

0
1
.59

0
0

0
0
1
1−.59

0

0
0
0
1
1−.59



11
  −2

  −8
−9

−2
11
−9
−8

−4
−5
22
−5


−5
−4 

−5 
22

where I is the identity matrix. Thus,

1 − 1.9 × 10−10
3.5 × 10−11
7.1 × 10−11
8.8 × 10−11
 3.5 × 10−11
1 − 1.9 × 10−10
8.8 × 10−11
7.1 × 10−11 
.
M ≈
−10
−10
−10
 2.0 × 10
2.3 × 10
1 − 5.6 × 10
1.3 × 10−10 
2.3 × 10−10
2.0 × 10−10
1.3 × 10−10
1 − 5.6 × 10−10


As will be typical for empirical data, eb is not exactly equal to cd, and so this matrix
will not produce a Markov chain in detailed balance. However, we can make some
small changes to this matrix to produce a Markov chain in detailed balance. One
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way to do this is to make equal proportional changes to b, c, d and e. In particular,
p
if x = 4 (cd/eb), and we replace b with bx, c with c/x, d with d/x and e with ex,
p
then for the Lynch et al. data we have x = 4 (5 × 8)/(9 × 4) ≈ 1.03 so that M is
given by

I−

1
.59

 0
1

4 × 4800 × (4.99 × 106 )  0
0

0
1
.59

0
0

0
0
1
1−.59

0

0
0
0
1
1−.59




11
−2
−4x −5/x
  −2
11
−5/x −4x 


  −8/x −9x
22
−5 
−9x −8/x −5
22


1 − 1.9 × 10−10
3.5 × 10−11
7.3 × 10−11
8.6 × 10−11
 3.5 × 10−11
1 − 1.9 × 10−10
8.6 × 10−11
7.3 × 10−11 
.
≈
 2.0 × 10−10
2.4 × 10−10
1 − 5.6 × 10−10
1.3 × 10−10 
2.4 × 10−10
2.0 × 10−10
1.3 × 10−10
1 − 5.6 × 10−10


This altered M matrix gives a Markov chain in detailed balance and was used to
create Figures 1 and 2 in the main text. Calculating the expected number of mutations of each type under this new model, we find there should be 4.1 A:T → G:C (4
observed), 4.9 A:T → C:G (5 observed), 7.8 G:C → A:T (8 observed) and 9.2 G:C
→ T:A (9 observed). Since only a whole number of mutations can be observed, and
our expected number of mutations for each class is always within 1 of the observed
number, this minor modification is clearly reasonable.
For the case of N = 1 in Fig. 2, the top three non-unit eigenvalues of P were
all equal, i.e. λ2 = λ3 = λ4 , which is another reflection of the highly symmetric
neutral dynamics. In such an instance any choice of two out of the three associated
eigenvectors is equally optimal mathematically, and so the choice can be made on the
basis of which subset of eigenvectors provides the most useful representation. Note
that for N > 1 the action of natural selection breaks this symmetry and provides an
unambiguous set of coordinates.
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Appendix C
Methods for the RNA neutral network

The network was constructed using breadth-first-search, starting from the 18 base
RNA sequence AGAAGGCGGACCUAAUCU (van Nimwegen et al., 1999a). Minimum free energy RNA secondary structures were predicted using the program
RNAfold from the Vienna RNA 1.6.1 package (Hofacker et al., 1994) using the parameter values from Walter et al. (1994), which can be found in the file vienna13.par,
and no dangling-end energies. These choices were made in order to replicate the network originally investigated by van Nimwegen et al. (1999a). The network contains
all sequences with the same minimum free energy secondary structure as the seed
sequence that are accessible through a sequence of point mutations that at each step
maintain the same secondary structure. The predicted minimum free energy secondary structure had 6 basepairs arranged in two “stacks” of 3 basepairs each. The
first stack contained basepairs 1/18, 2/17, and 3/16, and the second stack contained
basepairs 4/13, 5/12, and 6/11.
Evolution on this network was modeled under the assumption that genotypes
with the target secondary structure were viable and of equal fitness, while all other
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genotypes were inviable. At each replication, each position in the sequence had a
probability of 1/1000 of mutating to each of the other possible nucleotides. Since all
viable mutations were neutral, the per generation probability of producing a mutant
of a neighboring genotype destined for fixation was equal to the mutation rate, which
is independent of N . Hence the visualization is also independent of N .
To demonstrate the effect of the bottleneck corresponding to sequences with a
GU at bases 2/17, I compared the approach to equilibrium for three positions in the
sequence, positions 8 (unpaired), 4 (paired), and 2 (paired). For each position, I
started the population with equal probability at each sequence on the network with
a G in that position and calculated the probability that there would be an A at
that same position in a given number of generations. I counted a position as being
near its stationary distribution when the probability of having an A was 95% of the
probability at equilibrium. For base 8 this took 830 generations, for base 4 it took
10 265 generations, and for base 2 it took 96 550 generations. Clearly base identities
at position 2 take much longer to equilibrate than less constrained positions.
The stationary distribution in the deterministic mutation regime (N µ  1) was
calculated using the adjacency matrix of the neutral network, as described by van
Nimwegen et al. (1999a).
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Appendix D
Proofs concerning the findability of genotypes

D.1 Hitting times for reversible Markov chains
Any number of sources give Ei Tj = Z(i, i)/π(i) − Z(j, i)/π(i) (e.g. Meyer 1975, Aldous and Fill in preparation; Kemeny and Snell 1976, Hunter 1983a using a different
version of the fundamental matrix). The formula for Eπ Ti (Equation 3.5) follows immediately:
Eπ Ti =

X

π(j)Ej Ti

j

=

X

π(j)

j

Z(i, i) X
Z(j, i)
−
π(j)
π(i)
π(i)
j
(D.1)

Z(i, i) X
=
−
Z(i, j)
π(i)
j
=

Z(i, i)
π(i)

where we’ve used the fact that π(i)Z(i, j) = π(j)Z(j, i) and the fact that each row
of Z sums to zero.
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Aldous and Fill (in preparation) take a systematic approach to characterizing
these and several other simple properties of Markov chains based on renewal theory.
Their Chapter 2, Corollary 10 states that for any distinct i, j, k
Pk (Ti < Tj ) =

Ej Ti + Ek Tj − Ek Ti
.
Ei Tj + Ej Ti

(D.2)

Indeed, this formula holds as long as i 6= j, since for k = i the numerator is equal to
the denominator, and for k = j the numerator is zero, which are both as they should
be. Now
Pπ (Ti < Tj ) =

X

π(k)Pk (Ti < Tj )

k

=

X
k

π(k)

Ej Ti + Ek Tj − Ek Ti
Ei Tj + Ej Ti

=

Ej Ti + Eπ Tj − Eπ Ti
Ei Tj + Ej Ti

=

Z(j, j)/π(j) − Z(j, i)/π(i)
Ei Tj + Ej Ti

=

Ei Tj
Ei Tj + Ej Ti

(D.3)

where we’ve used the fact that Z(i, j)/π(j) = Z(j, i)/π(i) to arrive at the last line.
Thus, we have
Pπ (Ti < Tj )
Ei Tj
=
Pπ (Tj < Ti )
Ej Ti

(D.4)

for i 6= j, as required.

D.2 Increasing the fitness of a genotype increases its findability
In the main text, I claim that increasing the fitness of a genotype always increases
its findability. Here I will prove the stronger result that increasing the fitness of any
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proper subset, A, of genotypes decreases the expected waiting time for a population
at equilibrium to reach that subset, Eπ TA .
By re-ordering the states so that the elements of A of are indexed last, we can
write the transition matrix for our Markov chain in the following form:


P1 E1 2
P =
E2 1 P2


(D.5)

where P1 describes the transition probability among the states not in A, P2 describes
the transition probabilities among the states in A, E1 2 describes the transition probability into A from the rest of the states and E2 1 describes the transition probability
from A to the rest of the states. Furthermore, we can rewrite the equilibrium distri

bution πT as π1T π2T . Then, using the theory of absorbing Markov chains (Kemeny
and Snell, 1976), we have
Eπ TA = π1T N1 1
where N1 = (I − P1 )−1 =

P∞

t=0

(D.6)

P1t .

Now, consider the transition matrix P ∗ corresponding to the Markov chain after
having increased the fitness of each of the genotypes in A, as well as the equilibrium
distribution for this new chain π ∗ . We can write these as:
P1∗ E1∗ 2
P =
E2∗ 1 P2∗



(D.7)

h
i
and (π ∗ )T = (π1∗ )T (π2∗ )T . Then for P ∗ , we have:
Eπ TA = (π1∗ )T N1∗ 1.

(D.8)

Thus, we want to show that (π1∗ )T N1∗ 1 < π1T N1 1.
Now, it is easy to see from Equation 3.2 that π1∗ = c π1 for some c where 0 < c < 1.
Thus it suffices to show that N1∗ < N1 , since π1 , π1∗ ,N1 , and N1∗ are all non-negative.
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Let K = P1 − P1∗ . Then N1∗ =

P∞

t
t=0 (P1 − K) . Since N1 =

P∞

t=0

P1t and

(P1 − K)t = P1t for the case t = 0, it will be enough to show that (P1 − K)t < P1t for
t ≥ 1. We proceed by induction. Because increasing the fitness of the genotypes in
A strictly increases any non-zero transition probability from the rest of the states to
A, we know that K ≥ 0 and that at least one of the diagonal entries of K is positive.
Thus for t = 1, we have (P1 − K)1 < P11 . Furthermore, if (P1 − K)t−1 < P1t−1 , then
(P1 − K)t = (P1 − K)t−1 (P1 − K)
< P1t−1 (P1 − K)

(D.9)

< P1t .
Thus, (P1 − K)t < P1t for all t ≥ 1, and increasing the fitness of a subset of genotypes
always decreases the waiting time for the population to become fixed for a member
of that subset.

D.3 Calculations for the star-like fitness landscape
Number the genotypes so that genotype 0 is the all “−” genotype and genotype i is
the genotype which has a “+” in the i-th position. Then for i 6= 0:


P (0, i) = N µ 1 − e−2s / 1 − e−2N s


P (i, 0) = N µ 1 − e2s / 1 − e2N s .

(D.10)
(D.11)



Furthermore, π(0) = e−2(N −1)s / e−2(N −1)s + n and π(i) = 1/ e−2(N −1)s + n for
i 6= 0, so that the all “−” genotype has the smallest equilibrium frequency for
N > 1.
Let i, j 6= 0 and for convenience let a ≡ P (0, i), b ≡ P (i, 0); then we can write
π(0) = b/(na + b) and π(i) = a/(na + b). We want to know Eπ T0 and Eπ Ti . Ei T0
is obviously 1/b because the only way to leave one of the optimal genotypes is for
the population to go to genotype 0. Similarly we can write Ei Tj = 1/b + E0 Tj . Now
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to get from 0 to i takes an expected 1/na generations to wait at genotype 0 for the
final, successful mutant of type i to be formed plus some number of failures where
an optimal mutant other than i fixes, each of which has an expected waiting time
of 1/na at genotype 0 plus 1/b waiting to get back to genotype 0. The expected
number of failures before the first success is n − 1 so that we have


1
1
1
+ (n − 1)
+
E0 Tj =
na
na b

(D.12)

1 n−1
= +
a
b
and
Ei Tj =

1 n
+ .
a b

(D.13)

We can now find the expected hitting times from an equilibrial start by summing
over all possible starting genotypes:
n
X
π(k)Ek T0
Eπ T0 =
k=0

=

b
na 1
×0+
na + b
na + b b

=

1
1
−
b na + b

(D.14)

and
Eπ Tj =

n
X

π(k)Ek Tj

k=0

b
=
na + b
=



1 n−1
+
a
b



1
(n − 1)a
+
(0) +
na + b
na + b



1 n
+
a b



(D.15)

1 n−1
1
+
−
.
a
b
na + b

Thus, Eπ Tj − Eπ T0 = 1/a + (n − 2) /b ≥ 0 for n ≥ 2; this difference becomes
arbitrarily large as n increases. Note that using Eq. 3.7, we could have found the
same result by looking at Ei T0 − E0 Ti .
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D.4 Proof that the approximation in Equation 3.22 is exact for any
event that either always ends or always begins in a single genotype

We want to show that Eπ TV = 1 + cT Zg /Eπ g for any V that is all zeros except
that either A) a single row of V contains non-zero entries (the event always begins
in a particular genotype i) or B) a single column of V contains non-zero entries (an
event always ends in a single genotype i) .
First we will consider the expected waiting time until an event that always begins
in genotype i. The expected time until such an event can be viewed as the sum of
two waiting times: the waiting time to first reach i, and then the waiting time for
the event to occur when starting at i. Thus, we have
Eπ TV = Eπ Ti + Ei TV .

(D.16)

Now Eπ Ti is simply Z(i, i)/π(i), and so what we want to know is Ei TV .
Given that the population is at i, the total number of times the population will
be at i before TV is geometrically distributed, where the success probability is g(i).
Thus, on average there are (1 − g(i)) /g(i) failures before the first success. After a
failure, the population is distributed as:
(P (i, 1) . . . P (i, n)) − (V (i, 1) . . . V (i, n))
1 − g(i)

(D.17)

and one step has occurred. So after a failure, the expected time to return to i is:
P
P
X P (i, j) − V (i, j)
Z(i, i)
j P (i, j)Z(j, i)
j V (i, j)Z(j, i)
1+
Ej Ti = 1 +
−
+
1 − g(i)
π(i)
(1 − g(i)) π(i)
(1 − g(i)) π(i)
j
=1+

=

Z(i, i) Z(i, i) + π(i) − 1
cT Zg
−
+
π(i)
(1 − g(i)) π(i)
(1 − g(i)) π(i)

1 − π(i)g(i) − Z(i, i)g(i) + cT Zg
.
(1 − g(i)) π(i)
(D.18)
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In addition, there is exactly one success, which takes exactly one time step. Thus,
multiplying the duration for each failure by the expected number of failures and
adding one for the final success, we have:
Ei TV =

1 − π(i)g(i) − Z(i, i)g(i) + cT Zg
+1
π(i)g(i)
(D.19)
1 − Z(i, i)g(i) + cT Zg
=
.
π(i)g(i)

Plugging Equation D.19 into Equation D.16 gives us:
Eπ TV =

Z(i, i) 1 − Z(i, i)g(i) + cT Zg
+
π(i)
π(i)g(i)
(D.20)

1 + cT Zg
=
Eπ g
as required.
Next, let’s consider an event V that always ends in genotype i. In order to do
so, we will need to take a finer-grained view of the times at which an event occurs.
First, instead of viewing the initial genotype as being drawn from the stationary
distribution, let us instead imagine that the population has been evolving for an
infinite amount of time in the past and that we designate a random as t = 0 (i.e.,
we are considering the doubly infinite stationary chain). In particular, the Markov
chain is still distributed as π at time t = 0, but now we can ask about events in the
past as well as events in the future.
For a general event that can be specified by a choice of matrix V , we can mark the
times at which this event occurs. Let τ be the first time an event occurs after zero
(i.e. τ ≥ 1) and let v = (τ − 1, τ ). Clearly Eπ τ = Eπ TV . Similarly let −σ be the first
time an event occurs at or before zero (i.e. σ ≥ 0) and let u = −(σ − 1, σ). Because
the process we have defined is stationary, and hence invariant under translations, the
distributions describing the position of the intervals u and v must be symmetrical
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around t = 0, and therefore the distribution of τ is identical to the distribution of
σ − 1 and that the distribution of τ − 1 is identical to the distribution of σ.
Instead of looking at an equilibrium Markov chain as a progressing in time with
increasing t, one can look at it in reverse, so that the index t is decreasing with time.
The transition matrix for a non-necessarily reversible Markov chain with transition
Matrix P run in reverse is given by P 0 π(i)P (i, j) = π(j)P 0 (i, j). For a reversible
Markov chain at equilibrium, the reverse process is the same as the forward process
at equilibrium, P 0 = P , which, incidentally, is why a reversible Markov chain is
called reversible. Viewing a single realization of our reversible Markov chain as
being simultaneously a realization of the forward and reverse chains, given an event
defined by the Matrix V , we can define an event for the reverse chain defined by the
matrix V 0 such that when an event given by V occurs at time t in the forward chain,
an event defined by V 0 occurs at time t − 1 in the reverse chain. In particular, for the
reverse chain the first event given by V 0 before or at t = 0 occurs at τ − 1 and the
first event strictly after t = 0 occurs at σ − 1. Because an event occurs at time t with
probability r(i, j) = V (i, j)/P (i, j) given Xt−1 = i and Xt = j for the forward chain,
the same event must occur with probability r(i, j) = V 0 (j, i)/P (j, i) given Xt = j
and Xt−1 = i for the reverse chain, so that V 0 (j, i) = r(i, j)P (j, i) defines the event
we are looking for. Given that we can construct such a V 0 , we have:
Eπ TV 0 = Eπ (σ − 1).

(D.21)

Furthermore, we have already shown that Eπ τ = Eπ (σ − 1) because τ and σ − 1 are
identically distributed. Because we hae also shown that the expectation of τ is equal
to Eπ TV , we have:
Eπ TV 0 = Eπ TV .

(D.22)

We can apply the preceding result in the context of an event defined by a matrix
V such that the event only occurs when the population is at a fixed genotype i,
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because the corresponding V 0 is an event that always occurs when the population
has just been in state i, and we have already proved that in such a case we have:
1 + (c0 )T Zg 0
.
Eπ g 0

Eπ TV 0 =

(D.23)

Thus, it suffices to show that Eπ g 0 = Eπ g and (c0 )T Zg 0 = cT Zg.
First, we have
Eπ g 0 = π(i)

X

V 0 (i, j)

j

= π(i)

X

r(j, i)P (i, j)

j

=

X

(D.24)

π(j)V (j, i)

j

= Eπ g.
Similarly,
T

(c0 ) Zg 0 =

X

V 0 (i, j)Z(j, i)

j

=

X

r(j, i)P (i, j)Z(j, i)

j

=

X

r(j, i)P (j, i)Z(i, j)

(D.25)

j

=

X

V (j, i)Z(i, j)

j

= cT Zg
where we’ve used the fact that by reversibility P (i, j)Z(j, i) = P (j, i)Z(i, j) for all
i, j. Thus, Eπ TV = (1 + cT Zg)/Eπ g for an event V that always ends in some fixed
genotype i, as required.
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It is perhaps worth noting a different method of proof that yields a slightly
stronger result, although I shall not go into the details here. For an equilibrium
discrete time renewal process, the expected waiting time for the next renewal event
depends only on the first two moments of the inter-renewal time distribution. Now
the mean inter-renewal time is simply 1/Eπ g and the asymptotic index of dispersion
of the number of events by time t, which is given by Equation 3.18, also depends only
on the first two moments. Thus, we can use Equation 3.18 to solve for the second
moment, since we already have the first, and plugging these values into the expression
for the expected waiting for an equilibrium discrete time renewal process shows that
Equation 3.22 is exact for any event defined by a suitable V that occurs as a renewal
process. This obviously includes events that always occurs when the population is at
genotype i; it also includes events such that the population is always at some fixed
genotype i one time step before they occur, because the times just before an event
form a renewal process and thus so do the times when an event occurs.
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Appendix E
Proofs concerning the index of dispersion for
general events

E.1 The index of dispersion for generalized events
To write down a formula for Rt , it will be helpful to write down formulas for Eπ It ,
which is the probability that an event occurs at time t given that the initial genotype
is a draw from the equilibrium distribution, and Eπ (It1 It2 ), which is the probability
that an event occurs at both time t1 and time t2 given that the initial genotype is a
draw from the equilibrium distribution. Of course,
Eπ It = πT P t−1 g = πT g = Eπ g

(E.1)

and for t1 < t2
Eπ (It1 It2 ) = πT P t1 −1 V P t2 −t1 −1 g
= πT V P t2 −t1 −1 g
= (Eπ g) cP t2 −t1 −1 g

(E.2)


since the probability that an event occurs at time t1 is Eπ g, and given that an event
occurs at t1 the distribution of the location of the population is given by c.
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Using Equation E.1, we have:
t
X

Eπ St = Eπ

!
Im

m=1

=

t
X

(E.3)
Eπ Im

m=1

= tEπ g.
Furthermore using the general formula for the variance of a sum of random variables
and noting that Eπ (Im1 Im2 ) = Eπ (Im2 Im1 ) depends only on |m2 −m1 | and Eπ (Im )2 =
Eπ Im , we have:
Varπ St = Var

t
X

!
Im |x0 = π

m=1

=

t
X
m=1

=

t
X

Varπ Im + 2

t
X

t
X

Covπ (Im1 , Im2 )

m1 =1 m2 =m1 +1

Eπ Im − (Eπ Im )

2

+2

m=1

t
X

t
X

(Eπ (Im1 Im2 ) − Eπ Im1 Eπ Im2 )

m1 =1 m2 =m1 +1

= tEπ g(1 − Eπ g) + 2 (Eπ g)

t−1
X

(t − m) cT P m−1 g − Eπ g



m=1

= Eπ St 1 − Eπ g + 2

t−1 
X
m=1

!

m  T m−1
1−
c P
g − Eπ g .
t
(E.4)

Concentrating on the last term, we have Eπ g = πT g = cT Πg, where Π ≡ 1πT is a
projection matrix corresponding to the stationary distribution of P . Thus:
t−1 
X
m=1

1−

t−1 
 X

m  T m−1
m  T m−1
c P
g − Eπ g =
1−
c P
− Π g.
t
t
m=1

By expanding P into its eigenvalues and eigenvectors, we have P m−1 −Π =
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(E.5)

P

k≥2

λm−1
rk lkT ,
k

so that
t−1 
X
m=1

X

m  T m−1
1−
c P
− Π g = cT
t
k≥2

t−1 
X
m=1

!
!
m  m−1
1−
λk
rk lkT g.
t

(E.6)

The weight gvien to each rk lkT can be further simplified using standard identities for
geometric and related series:
t−1 
X
m=1

t−1
t−1
m  m−1 X m−1 1 X
1−
λk =
λk −
mλm−1
k
t
t
m=1
m=1

1
1 − λt−1
k
−
=
1 − λk
t
=



1 − λtk
λt−1
−t k
2
(1 − λk )
1 − λk



(E.7)

1
1 1 − λtk
−
.
1 − λk
t (1 − λk )2

Plugging these last few results into Equation E.4 and using the definition of τk gives
us:
Varπ St = Eπ St 1 − Eπ g + 2cT

! !

X
τk2 (1 − λtk )
τk −
lk rkT g
t
k≥2

(E.8)

and Equation 4.10 follows immediately.

E.2 The approach of Rt to its asymptotic value
It is useful to consider how the contribution of each deviation from equilibrium
to Rt approaches its asymptotic value. By Equation 4.10, the contribution to Rt
corresponding to the eigenvalue λk is proportional to:
s(t, λk ) ≡

1
1 − λtk
−
.
1 − λk t(1 − λk )2

We have the following proposition:
Proposition 1. For, t ≥ 1, 0 < λk < 1:
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(E.9)

1. s(t, λk ) is increasing with increasing t.
2. s(t, λk ) is increasing with increasing λk .
3. s(t, λk )/s(∞, λk ) = s(t, λk )/τk is decreasing with increasing λk .
Proof: To show that s(t, λk ) is increasing monotonically in t, it is sufficient to show
that (1 − λtk ) /t > 0 is decreasing with t for t ≥ 1. Now
∂ 1 − λtk
λt (1 − t log λk ) − 1
= k
∂t t
t2

(E.10)

so that it is sufficient to show that the numerator on the right hand side is ≤ 0. For
t=0
λtk (1 − t log λk ) − 1 = 0,

(E.11)


∂
λtk (1 − t log λk ) − 1 = −λtk t (log λk )2 ≤ 0,
∂t

(E.12)

and for t ≥ 0

so that (1 − λtk ) /t > 0 is decreasing with t for t ≥ 1 > 0, as required.
To show that s(t, λk ) is monotonically increasing in λk , 0 < λk < 1 for t ≥ 1,
consider its derivative with respect to λk :
∂
∂λk


τk −

1 − λtk
t(1 − λk )2


=

(t − 2)(1 − λtk ) − tλk (1 − λt−2
k )
.
3
t(1 − λk )

(E.13)

The derivative takes the same sign as its numerator, and thus it suffices to show that
(t − 2)(1 − λtk ) − tλk (1 − λt−2
k ) ≥ 0. We will demonstrate this by induction on t. First,
note that for t = 0, the numerator is 0 and so the claim is satisfied. Now, suppose
the claim is satisfied for t. The difference between the numerator for t and t + 1 is:


t−1
t−2
t
(t − 1)(1 − λt+1
k ) − (t + 1)λk (1 − λk ) − (t − 2)(1 − λk ) − tλk (1 − λk )

= (1 − λk ) 1 + (t − 1)λtk − tλt−1
(E.14)
k
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which is nonnegative if 1 + (t − 1)λtk − tλt−1
≥ 0. Now
k

∂
= (λk − 1)(t2 − t)λt−2
1 + (t − 1)λtk − tλt−1
k
∂λk

(E.15)

which is ≤ 0 for t ≥ 1. Thus, 1 + (t − 1)λtk − tλt−1
is decreasing in λk in the interval
k
[0, 1]. In particular, it takes its minimum at λk = 1, and this minimum is 0. Thus
the difference shown by Equation E.14 is nonnegative, so that if the numerator in
Equation E.13 is nonnegative for t, then it is also nonnegative for t + 1. Together
with the fact that the numerator is 0 for t = 1, this shows that the numerator is
nonnegative for t ≥ 1 and hence that s(t, λk ) is increasing in λk .
To show that
1 − λtk
s(t, λk )
=1−
τk
t(1 − λk )

(E.16)

is decreasing in λk for 0 < λ < 1, it suffices to show that
1 − λtk
t(1 − λk )

(E.17)

is increasing over the same range. Now
1 + (t − 1)λtk − λt−1
∂ 1 − λtk
k
=
∂λk t(1 − λk )
t(1 − λk )2

(E.18)

t−1
t
which takes the same sign as 1 + (t − 1)λtk − λt−1
≥
k . Now, 1 + (t − 1)λk − λk

1 + (t − 1)λtk − tλkt−1 for t ≥ 1, and we just showed that this latter quantity is
nonnegative on the interval [0, 1]. Thus,

1−λtk
t(1−λk )

is decreasing, as required. This

completes the proof.

E.3 Bounds on Rt
Following Raval (2007)’s work for the neutral case, we construct upper and lower
bounds on R∞ . We then construct upper and lower bounds on R∞ − Rt and combine
these bounds to construct Equation 4.15. Throughout, we assume DV 1 = (DV )T 1.
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By Equation 4.11, we have:
R∞ = 1 − Eπ g + 2cT Zg.

(E.19)

Concentrating on the term for the clumpiness of events, cT Zg, we have
X

cT Zg =
τk cT rk lkT g
k≥2

(E.20)
≤ τ2

X

2
lkT g

/ (Eπ g)

k≥2


2
where we’ve used Equation 4.13 to write cT rk lkT g = lkT g / (Eπ g), which we
note is non-negative, and the fact that τ2 ≥ τk for k ≥ 2. Rewriting lk as D1/2 qk , we
have:
X

lkT g

2

=

k≥2

X

T

(D1/2 qk ) g

2

!


2
T
− (D1/2 q1 ) g

k

=

X

qkT D1/2 g

2

!
− (Eπ g)2

(E.21)

k

= Eπ g 2 − (Eπ g)2
= Varπ g
where we’ve used the fact that the qk are an orthonormal basis for Rn and hence
preserve sums of squares. Putting this all together, we have
R∞ ≤ 1 − Eπ g + 2

Varπ g
τ2 .
Eπ g

(E.22)

To make a lower bound for R∞ , we can use Jensen’s inequality for convex functions:
P

ak φ(xk )
kP
k

ak

P

ak x i
k
≥φ P
k ak
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(E.23)

where φ is a convex function of the xk and the ak are a set of non-negative weights.
Choosing φ(x) = 1/x and rearranging gives us:
X
k

For ak = lkT g

2

P
( k ak )2
.
ai x i ≥ P
k ak /xk

(E.24)

and xk = 1/(1 − λk ) we can then use Equation 4.12 to write:
cT Zg =

2
1 X 1
lkT g
Eπ g k≥2 1 − λk
P

≥

1
Eπ g P

k≥2

lkT g

(E.25)

2 2

T
k≥2 (1 − λk ) lk g

2 .

Recall that the Laplacian matrix associated with the weighted graph with adjacency
P
P
matrix W = DP is given by L = D(I − P ) = D k≥2 (1 − λk )rk lkT = k≥2 (1 −
2
P
λk )lk lkT . Thus, we can write k≥2 (1 − λk ) lkT g = gT Lg. Using Equation E.21,
we then have
T



c Zg ≥

Varπ g
Eπ g



Varπ g
gT Lg


.

(E.26)

This gives us a lower bound on R∞ :

R∞ ≥ 1 − Eπ g + 2

Varπ g
Eπ g



Varπ g
gT Lg


.

(E.27)

Moving on to bounds for R∞ − Rt , recall that Rt is monotonically increasing,
since DV 1 = (DV )T 1 and thus R∞ − Rt ≥ 0 for t ≥ 1. In particular,

2 X 1 1 − λtk T
rk lkT g.
R∞ − Rt =
2 c
Eπ g k≥2 t (1 − λk )

(E.28)

1 1 − λtk
1
1
τ22
≤
≤
t (1 − λk )2
t (1 − λk )2
t

(E.29)

Using the fact that
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together with Equation E.21, we have the upper bound:

R∞ − Rt ≤ 2

Varπ g τ22
.
Eπ g t

(E.30)

To get a lower bound for R∞ − Rt we note that for t ≥ 1, 1 > λk > 0
1 − λtk
1
2 ≥
1 − λk
(1 − λk )

(E.31)

since the minimum of the original function is at t = 1. Furthermore, by the Gersgorin
disk theorem (Horn and Johnson, 1985), λk ≥ λn ≥ 1 − 2 maxi (1 − P (i, i)), which,
together with Equation E.21, gives us the bound:
R∞ − Rt ≥

Varπ g
1
.
Eπ g t maxi 1 − P (i, i)

(E.32)

Combining Equations E.22, E.27, E.30, and E.32 yields upper and lower bounds for
Rt for all t ≥ 1, Equation 4.15.
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Appendix F
The dynamical neighborhood of a genotype

F.1 The dynamical neighborhood of i is connected and includes i
We want to show that for a fixed i, the set of genotypes j such that Z(i, j) > 0 is
connected, in the sense that there is a path l1 , . . . , lk such that Z(i, l1 ), . . . , Z(i, lk ) > 0
and P (j, l1 )P (l1 , l2 ) · · · P (lk , i) > 0. In fact, we will show that for a fixed choice of
genotype i and constant a, the set of genotypes j with Ej Ti < a is connected.
Because Ei Tj = (Z(j, j) − Z(i, j)) /π(j) and Eπ Tj = Z(j, j)/π(j), this reduces to
the previous condition for a = Eπ Ti
Suppose to the contrary that the set A of genotypes j such that Ej Ti < a is
not connected. Then let A0 be the component of A that contains i (i.e. let A0
be the maximal connected subset of A containing i), and let A00 be some other
component of A. Now, let k be a genotype in A00 and consider Ek Ti . We can write
Ek Ti = ET (1) + ET (2) where ET (1) is the expected time for a population that begins
at k to first arrive at a genotype that is not in A and then ET (2) is the expected
remaining waiting time for the population to first arrive at i. Of course, ET (1) > 0
since the population begins at genotype i ∈ A0 . Furthermore, ET (2) > a since at
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T (1) the population is no longer in A. Thus we have:
Ek Ti = ET (1) + ET (2)
< ET (2)

(F.1)

<a
which contradicts our original assumption that k ∈ A. Thus, the set of genotypes j
such that Ej Ti < a is connected, as is the set of genotype j such that Z(i, j) > 0.
We also need to show that i is in its own dynamical neighborhood, i.e. Z(i, i) > 0.
From Equation 4.6, we have:

Zt (i, i) =

X 1 − λt

k

k≥2

1 − λk

rk (i) lk (i) =

X 1 − λt

k

k≥2

1 − λk

qk (i)2

(F.2)

which is clearly non-negative and increasing with t. Now, Z1 (i, i) = 1 − π(i), which is
positive except in the trivial case, which we choose to exclude, of a fitness landscape
with only one genotype. Because Zt is increasing with t, it follows that Z(i, i) =
Z∞ (i, i) ≥ 1 − π > 0, so that i is in its own dynamical neighborhood.
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Appendix G
Calculating hitting times on subsets and quantities
involving the fundamental matrix

As discussed in Section 5.2, calculating Z explicitly is impractical for neutral networks as large as the one we are investigating here. Nonetheless, we relatively easily
calculate quantities involving Z to any desired accuracy by combining Equations 5.3
and 5.4. The essence of the strategy is that we can calculate a few eigenvectors of
P in order to account for the contributions of the most slowly decaying deviations
from equilibrium to Z, and then run the Markov chain forward in time, by iterating
P , for a relatively short period of time in order to capture the contributions of the
more quickly decaying deviations from equilibrium.
Suppose we want to calculate xT Z for some probability distribution x. We begin
by calculating the first k 0 ≥ 1 eigenvectors and eigenvalues of P . We then separate x
into two components, a1 and a2 , such that x = a1 +a2 . We’ll let a1 be the component
of x that contributes to the equilibrium distribution and the first k 0 − 1 most slowly
decaying deviations from equilibrium, and a2 be the component of x that contributes
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to the more quickly decaying deviations from equilibrium. In particular, let:
0

a1T

k
X
≡
(xT rk )lkT

(G.1)

k=1

and a2 ≡ x − c1 . Then we can write:
xT Z = a1T Z + a2T Z.

(G.2)

Now, using Equation 5.4 to write Z in terms of the eigenvectors of P , and using the
fact that lmT rn = 0 for m 6= n, it is easy to see that
a1T Z =

X

τk (xT rk )lkT .

(G.3)

Furthermore, we can use Equation 5.3 to write Z in terms of powers of P , we have:
a2T Z = a2T

∞
X

P t − r1 l1T



t=0

=

∞
X

(G.4)
a2T P t

t=0

where we’ve used the fact that a2 = x − a1 =

Pn

T
T
k=k0 +1 (x rk )lk

and lkT r1 = 0 for

k ≥ 2. Of course, we cannot take the sum in Equation G.4 all the way to infinity, but
must instead stop at some finite value of t, which we will call t0 . We are interested
in the error induced by this truncation.
Giving a bound on the error induced by this truncation will in general depend on
what we are trying to do with xT Z. In this paper, we are either trying to calculate
Z(i, i), so that x(i) = 1 and all other entries of x are zero, or we are trying to
calculate cT Zg in the special case where c = g/gT 1,(1 ≡ (1, . . . , 1)), which holds for
both our application to the index of dispersion and for studying the production of
phenotypic variants.
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For the case where we are interested in calculating Z(i, i), we note that
Z(i, i) =

n X
∞
X

λtk rk (i)lk (i)

k=2 t=0

=

n X
∞
X

(G.5)
λtk (lk (i))2 /π(i)

k=2 t=0

so that each term is nonnegative, and the terms are decreasing in t for fixed k. Our
error is then equal to
0≤

n
X

∞
X

λtk (lk (i))2 /π(i)

≤

k=k0 +1 t=t0 +1

n
∞
X
X

λtk





0
λtk (lk (i))2 /π(i)

k=k0 +1 t=1

≤

n
X

τk





0
λtk (lk (i))2 /π(i)

k=k0 +1

≤ τk0 +1

(G.6)
n
X

!
0

λtk (lk (i))2 /π(i)

k=k0 +1



0
≤ τk0 +1 a2T P t (i),
i.e., our error is at most the relaxation time of the first eigenvector that we didn’t
use to construct a1 multiplied by the i-th entry of the last term in Equation G.4 that
we actually calculated. Because the terms in Equation G.4 are decaying at least as
fast as λtk0 +1 , this procedure takes much less computational power than iteratively
multiplying xT by P t , since then the corresponding errors need only decay as fast as
λt2 , which can be much slower.
Similarly, if c = g/gT 1, then
cT Zg =

n X
∞
X

λtk (cT rk )(lkT g)

k=2 t=0

=

n X
∞
X

(G.7)
λtk (lkT g)2 / π(i)gT 1

k=2 t=0
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so that again, each term is nonnegative and the terms are decreasing in k for fixed t.
Analogously, the error for truncating the sum in Equation G.4 is nonnegative, and
bounded from above by:


0
τk0 +1 a2T P t g .

(G.8)

We are also interested in calculating Eπ TA , the expected waiting time for a population to arrive in some set of genotypes, A. If we order the states so that genotypes
in A come last, we can write the transition matrix as:



P1 E1,2
P =
.
E2,1 P2

(G.9)

Then writing π = (π1 , π2 ), we have (Kemeny and Snell, 1976)

Eπ TA =

π1T

(I − P )

−1

1=

∞
X

π1T P t 1.

(G.10)

t=0

Because P1 is symmetric, it has a full set of orthonormal eigenvectors. Because π1
is in the same direction as 1, the contributions of each eigenvector are again nonnegative and decreasing in time. This means that a similar technique can be applied
here as well, with the one exception that we are interested in summing over all the
eigenvectors, including the dominant eigenvector.
Finally, we end with two practical issues. First, it is worth noting that changing
multiplying µ by a constant a decreases all entries in Z or (I − P1 )−1 by a factor of
a. Thus, it is beneficial to use as large a mutation rate as possible while keeping P
non-negative when doing these calculations, since the results for this large mutation
rate can easily be converted to apply to other mutation rates and the convergence
will be faster. Second, it is natural to ask how to pick the number of eigenvectors,
k 0 , to compute. In general, if there is a gap in the τk in the sense that τl  τl+1 , it
is best to include all the eigenvectors corresponding to these most slowly decaying
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deviations, since then you will only require a number of matrix multiplications that is
a small multiple of τl+1 instead of a small multiple of τl . It is also worth remembering
that the eigenvectors of P can be used for many different computations, while the
eigenvectors of P1 will change for each choice of A, and so it is better to only calculate
a few eigenvectors of P1 .
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