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Abstract
In this thesis, I take up two important issues for understanding
neurobiological systems: normative functions and information. After introducing the
topic and my methodology in chapters 1 and 2, chapter 3 contains an extended
critique of the most prominent theory of biological functions, the selected-effects
theory of functions. My arguments center on the influential recent selected-effects
theory arguing that it has trouble accounting for certain cases and does not seem to
capture the sense of malfunction employed in the neurosciences. Chapter 4 defends
an alternative theory of normative biological functions that I label the statistical
fitness theory. Roughly, this theory holds that tokens of a trait type have the
normative function to do something y if it is typical for tokens of that type of trait to
y and their doing y contributes to the inclusive fitness of the organism that possesses
the trait. In turn, this theory defines malfunctioning trait tokens as those whose effects
that typically make positive contributions to fitness fall below the “normal” range in
the population. Chapter 5 argues that several other recently popular theories of
normative functions have significant flaws.
Chapter 6 takes up the issue of a certain kind of information, namely natural,
propositional information. I provide a general framework that explains when signals
carry this kind of information about their signifieds based upon stable, perfect
correlations holding between the two. Hence, I label this the “stable correlation
theory”. I also argue that there are good reasons to think that neurons in our brains
carry natural, propositional information and that their ability to do so is also
grounded in stable correlations.

iv

Contents
Abstract .................................................................................................................................. iv
Contents ...................................................................................................................................v
List of Figures....................................................................................................................... vii
Acknowledgements............................................................................................................ viii
1. Introduction.........................................................................................................................1
1.1 Chapter Summaries....................................................................................................2
2. Introduction to Functions in Biological Systems ...........................................................6
2.1 Functions in the Biological Sciences and Methodology........................................7
2.2 Non Normative Functions ......................................................................................11
2.3 Normative Functions and the Importance of Normativity ................................16
3. The Selected Effects Theory of Functions and Its Problems.......................................20
3.1 Introducing the (Recent) Selected-Effects Theory of Functions.........................22
3.2 How SE Theories Account for Normativity .........................................................23
3.3 Griffiths’ Recent Selection Theory .........................................................................26
3.4 A Dilemma for Godfrey-Smith’s Recent SE theory .............................................29
3.5 Dysfunctional Selected Traits .................................................................................51
3.6 The Direction of Selection Approach.....................................................................57
3.7 Conclusion.................................................................................................................60
4. How to Use Statistics to Account for Normative Functions ......................................62
4.1.1 Boorse’s Theory of Normative Functions ........................................................63
4.1.2 The Problem of Epidemic Disease ....................................................................67
v

4.2.1 Introducing the Statistical Fitness Theory of Normative Functions (SFT)..69
4.2.2 SFT and Dopaminergic Neuron Loss in Parkinson’s Disease.......................79
4.2.3 SFT and the Problem of Epidemic Diseases ....................................................86
4.3 Objections to SFT ......................................................................................................92
4.4 Conclusion...............................................................................................................100
5. Organizational and Other Recent Theories of Functions ........................................101
5.1 Organizational Theories ........................................................................................101
5.2 Schwartz’s Continuing Usefulness and Frequency and Negative
Consequences Theories ...............................................................................................107
6. On Neurons and Natural Information ........................................................................112
6.1 The Veridicality Thesis ..........................................................................................114
6.2 Stable Correlations as a Basis for Natural Information ....................................118
6.3 Unity and Counterfactual Theories .....................................................................124
6.4 Weaker Statistical Theories ...................................................................................133
6.5 Causal Theories.......................................................................................................139
6.6 Propositional Information in the Brain ...............................................................143
6.7 Conclusion...............................................................................................................156
References………………………………………………………………………………….157
Biography.............................................................................................................................172

vi

List of Figures
Figure 1: SNPC Dopaminergic Neuron Loss in Normal Individuals and Parkinson’s
Patients ...................................................................................................................................81
Figure 2: Age Distribution of the US Population in the Year 2000................................83
Figure 3: Approximate Rate of Absence of Parkinson’s Disease in Different Age
Groups....................................................................................................................................84
Figure 4: Distribution of Average SNPC Dopaminergic Neuron Retention by Age
and PD Status in the 2000 U.S. Population .......................................................................85

vii

Acknowledgements
The completion of this dissertation would not have been possible without the
help of numerous people that I wish to thank here. First and foremost, I wish to
thank my advisor Karen Neander. She has provided me with invaluable direction as
well as insights and feedback on my work over many years both at Duke and at UC
Davis. She has also been a source of constant support for which I am incredibly
grateful. I could not have asked for a better thesis advisor. Secondly, I wish to thank
Fred Dretske for serving as a philosophical inspiration and for his valuable feedback
on many drafts of my thesis. I am grateful that he has consistently pushed me to “do
better” and I have no doubt that my thesis is much improved as a result. I also wish
to thank Owen Flanagan for his support and for showing me how to think and act
philosophically.
I’ve been privileged to have had the opportunity to learn from many great
teachers over the course of my philosophical training. Those who have had the most
influence on my philosophical and teaching abilities and for whom I am most
grateful include the following people (in alphabetical order): Abraham Roth, Alex
Rosenberg, Andrew Hamilton, Andrew Hsu, Connie Rosati, Michael Thau, Robert
Brandon, Seana Shiffrin, Tyler Burge and Victor Caston.
Lastly, I wish to thank my parents, Amir and Barbara Kraemer, my sister Lia
Kraemer and my fiancé Kate Clancy for their constant support, love and
encouragement.

viii

1. Introduction
This thesis is about normative biological functions and natural, propositional
information. Though these may sound like abstract, pedantic notions they are the
sorts of thing of which all of us are familiar. For instance, someone with 20/20 vision
has eyes that are functioning normally. Someone whose heart has stopped beating
generally has a malfunctioning heart. These are examples of normative functions in
biological systems: the sorts of functions that can function properly or
malfunction/dysfunction.
Turning to natural, propositional information: Smoke is generally thought to
be a natural sign that there is fire. Another way to put this is that smoke carries
natural information that there is fire. The information is propositional because it has
a content appearing with a “that” clause attached to it (i.e. that there is fire).
Similarly, five tree rings is a natural sign (or carries the natural information) that a
tree is five years old. Neurons in the brain also seem to be natural signs carrying
natural information. For instance, certain neurons in the Macaque area MT carry the
information that there is movement occurring in front of the animal.
My project in this dissertation is to try to explain these phenomena in an
illuminating manner. More specifically, I attempt to answer the following set of
questions: Under what conditions does a biological trait have a normative function?
Under what conditions does it malfunction or dysfunction? What naturalistic
property can ground this normativity? What makes one thing a natural sign of
something else? What enables neurons to carry natural information about stimuli in
the world?

1

1.1 Chapter Summaries
Chapter 2 serves as more of an official introduction to the following three
chapters on normative functions. In chapter 2, I lay out some of the issues that arise
with biological functions that I am tackling and explain the methodology that I’m
employing. In section 2.1, I explain that I will be treating normative functions
through the lens of philosophy of science: attempting to explicate what normative
biological functions are and how normative functional language is used in certain
biological sciences. I also explain what the desiderata are for a successful theory of
normative biological functions.
Section 2.2 introduces a sense of function that is also present in the biological
sciences but is not normative. This is a sense of function that merely refers to the
causal role of a biological entity and is even used to describe cancers. In section 2.3, I
give several examples of normative functions in biology and explain why the
normativity of functions is important to biology. The normativity of functions plays
a central role in characterizing disease processes, which constitutes a large
component of what physiologists and neuroscientists study. Identifying
dysfunctional systems/components also helps these scientists draw a distinction
between these cases and what usually occurs in normal systems.
Chapter 3 includes a critical analysis of the most widely accepted theory of
normative functions in biology, the selected effects (SE) theory. I focus mainly in this
chapter on the recent SE variety of selected effects theories. As I explain in 3.1, this
theory holds roughly that the function of a biological trait is to do that which
previous tokens of that trait did in the past that contributed to the survival and
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reproductive success of past individuals with that trait and which thereby caused
the trait to be recently selected by natural selection. In section 3.2, I explain how SE
theories account for malfunctions, namely as traits that have lost the capacity to have
the effect that past tokens of the trait were selected for having.
I argue in section 3.3 that Griffiths’ recent SE theory has difficulty
accommodating cases where evolution occurs on a rapid timescale. I utilize an
instance of rapid changes in the direction of selection in a population of Darwin’s
finches to make this point. Section 3.4 presents a dilemma for Godfrey-Smith’s recent
SE theory. I argue that he is pressured to define “recent” in a certain way to
accommodate the PTC case that I describe. But doing so, leads to problems in a
different case (the Tibetan case). Section 3.5 presents another problematic type of
case for recent SE theories, namely, traits that are thought to have been adaptive and
favored by selection but which are still regarded as dysfunctional. I develop an
example along these lines with a hypothesis regarding the evolution of
schizophrenia. 3.6 turns to a different version of the SE theory, the direction of
selection approach advocated by Neander and Rosenberg. I argue here that this
version of the SE theory has similar issues as the recent SE theory.
Chapter 4 articulates and defends my positive view on normative biological
functions. I label the view that I defend the statistical fitness theory of normative
functions (SFT). Roughly, the theory that I defend holds that tokens of a trait type
have the normative function to do something y if it is typical for tokens of that type
of trait to y and their doing y contributes to the inclusive fitness of the organism that
possesses the trait. In turn, this theory defines malfunctioning trait tokens as those
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whose effects that typically make positive contributions to fitness fall below the
“normal” range in the population.
In 4.1.1, I summarize Boorse’s influential statistical /fitness account of normal
and abnormal functions. 4.1.2 introduces the notorious problem of epidemic disease
that plagues statistical theories like Boorse’s. In 4.2.1, I outline the statistical fitness
theory of functions and clarify some of its central components. I demonstrate how
the theory works with a particular example of dopaminergic neuron loss in
Parkinson’s disease in 4.2.2. SFT appears to accurately demarcate the malfunctioning
individuals from the properly functioning individuals in this case. In section 4.2.3, I
show how SFT handles various different cases of epidemic diseases. In 4.3, I respond
to numerous objections that could be raised against SFT while 4.4 concludes the
chapter.
In chapter 5, I critically examine several other theories of normative functions
that have become popular in recent years: This includes a family of theories that I
label “organizational theories” (5.1) and the Continuing Usefulness and Frequency and
Negative Consequences theories of Peter Schwartz (5.2). I argue that these other
theories have significant problems that SFT avoids such as the problem of
accounting for the nuances of malfunctions for organizational theories.
Chapter 6 switches gears and turns to the issue of natural information and the
question of whether neurons carry natural information and if so, what enables them
to do so. I argue eventually that neurons do carry natural information and provide
several illustrative examples. I also defend a particular account of natural
information that I label the stable correlation theory. Roughly, this theory holds that a
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signal carries the information that s is F if the presence of the signal is perfectly
correlated with s being F and the correlation is stable.
This chapter is divided into 7 sections. In 6.1, I discuss the widely held view
that information requires veridicality. In 6.2, I outline the stable correlation theory of
information and defend it from several objections that have been raised against
theories like it in the literature. Section 6.3 points out the similarities and differences
that it has with other well-known theories of information such as Dretske’s unity
theory and Cohen and Meskin’s more recent counterfactual theory. Section 6.4
discusses problems with several statistical theories of information that have been
proposed that hold that a statistical relation “weaker” than unity is sufficient for
information. In 6.5, I discuss problems with several causal theories of natural
information. Section 6.6 turns to the neuroscience and discusses several instances of
sensory neurons carrying natural information. I also show how these cases comport
well with the stable correlation theory. Section 6.7 concludes the chapter.

5

2. Introduction to Functions in Biological Systems
Functions have received considerable philosophical attention in recent
decades. On the one hand, there was interest in functions in philosophy of mind due
to the influential ideas of Hilary Putnam, Jerry Fodor and others. Their proposal
being that mental states are functional states. At roughly the same time, there was
also a burgeoning philosophical literature on biological functions. Perhaps the
greatest motivation for the philosophical interest in biological functions was due to
the observation that biological functions seem to have a teleological and normative
flavor. The teleology is apparent in the claim that biological organisms have certain
traits (e.g. eyes, hearts) in order to have certain effects (e.g. seeing, pumping blood).
Normativity is present when it is said that biological traits are supposed to have
certain effects or that they malfunction if they fail to have those effects.
Given that teleological language has been absent from the physical sciences
for centuries, this raised concerns about the legitimacy of functions in the biological
sciences. We also don’t find normativity in the physical sciences, e.g. no
contemporary physics text would claim that gravitational forces are supposed to bring
two objects together. Some worried that biology might have retained the teleological
and normative concept of functions due to a “creationist hang-over”. For example,
it’s easy to see how a heart is supposed to pump blood or is present in mammals in
order to pump blood if the heart was designed by a creator to do so. In postDarwinian biology, where biological organisms are not explained in terms of the
intentions of a creator, it appeared to some that the teleological and normative
notions that we still find there are inappropriate.

6

Another motivation for the philosophical interest in biological functions
stemmed from the concern that the teleology inherent in functions coupled with the
widely accepted idea that the function of a trait explains its presence seemed to
involve a problematic commitment to reverse causation. If the function of hearts is to
pump blood and their having this function explains why we have hearts, it is also
evident that the pumping of blood is an effect of hearts that occurs after we have
already acquired them. It appears then that the effect (pumping blood) is being said
to cause something (the presence of the heart) that occurs earlier in time. It is widely
agreed that reverse causation of this sort is impossible.
The aim of this chapter is to set up the issues with biological functions that
will be the focus of the following three chapters and the methodology that I’ll be
employing. I’ll begin in section 2.1 with a rough specification of the goals of this
endeavor and the methodology that will be utilized. As I will explain, I plan to focus
on normative functions as they arise in the context of certain biological sciences.
Section 2.2 expounds on an important sense of function in the biological sciences that
is not normative, what are known as causal role functions. Since this sense of function
is not normative, it will only play a minor role in subsequent chapters. Section 2.3
provides several examples of normative functional language in the biological
sciences and discusses why this normativity is of great importance to those sciences.

2.1 Functions in the Biological Sciences and Methodology
In this dissertation, I will be treating the issue of biological functions in part
as a paradigmatic case of a scientific notion that could benefit from philosophical
treatment. Functions are ubiquitous in biology and in the biological sciences but
rarely is the relevant sense of function defined or clarified in those sciences.
7

Furthermore, many functions in the biological sciences involve a kind of normativity
that is rare in contemporary science. This normativity is invoked when it is said that
items that have functions that cannot perform them malfunction or dysfunction1. For
example, a heart that cannot pump blood is a dysfunctional heart. However, the
relevant sciences are generally not explicit about what grounds these biological
norms. Accounting for the normativity of biological functions will be my main focus
in the following chapters. In general, I will not be dealing with concerns about
teleology as they arise in connection with functions.2
In simple terms, my approach in this dissertation is to treat normative
biological functions from the perspective of philosophy of science. I will attempt to
explain how normative functional language in the biological sciences is used: what
might be referred to when it is said that, “item i has the function to f” or “item i
malfunctions for its failure to (or inability to) f”. By extension, I will attempt to
explicate what normative biological functions are. However, I will not merely be
explaining how the relevant scientists use these functional notions since they might
be used in problematic ways. Generally, unless a case can be made for certain usages
as being problematic, the departures should be as minimal as possible. This stems
from the fact that there appear to be many legitimate uses of normative functional
language in the biological sciences (see below).
As such, an adequate account of normative biological functions should
specify when to regard an item as having a/the function to y as well as when an
item counts as dysfunctional for it’s inability (or failure) to y. The account should
1

I take “malfunction” and “dysfunction” to be equivalent terms.
This stems largely from my focus on biological sciences where functions are generally not used
to explain why traits are present so many of the issues connected with teleology don’t arise. This
will become clearer shortly.
2
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also be naturalistic, using only notions that can be legitimately grounded in the
natural sciences.3 The functions and dysfunctions licensed by the theory should
accord with the legitimate function and dysfunction attributions in the relevant
biological sciences.
As should be apparent, my approach is conceptual analysis to a certain
extent, though it differs in fundamental ways from traditional philosophical
conceptual analysis. Much of the philosophical literature on functions from the
1950’s through the 1970’s had the flavor of traditional philosophical conceptual
analysis. Attempts were made to formulate necessary and sufficient conditions that
covered functions in both the biological and artifact (i.e. man made objects) realms.
Theories were then tested (in part) based on whether the functions that they licensed
matched up with our intuitions or with “what we would say” in such cases. For
instance, it was frequently argued that the function of hearts is to make heart sounds is
implausible because unintuitive and not something that we would ordinarily say. 4
The conceptual analysis that I employ is different. It is not an attempt to
analyze functional language in ordinary English. Rather, it is an analysis of the
functional language in certain biological sciences. The biological sciences that I am
primarily concerned with are physiology (including neurophysiology) and the
neurosciences. It strikes me that a unified account of the normative functions in
these sciences can be formulated in a largely ahistorical way that is not dependent on
natural selection. This point will be defended in the following two chapters. These

3

This is admittedly vague but it is notoriously difficult to specify precisely what naturalism
amounts to. There are clear cases of non-naturalistic notions, however. Supernatural beings such
as ghosts and divine entities clearly fall in this category. It is debatable whether other notions are
suitably natural as for example, in the case of ethics.
4
I discuss several examples of this in chapter four.
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biological sciences contrast with biological disciplines such as evolutionary biology
in that evolutionary considerations are more at the forefront of the latter than the
former. I will not be analyzing the normative functions in evolutionary biology or
related disciplines in this dissertation.5 For the moment, I will assume that there is
such a unified account and will refer to it as the biological concept of normative function.
Since I am interested in the biological concept of normative function, the
intuitions of the ordinary language user about what are and are not functions do not
carry as much weight. Instead, how functional language is used (and would be used)
in the biological sciences mentioned above is paramount.6 Under the presumption
that biological scientists have a generally accurate conception of what functions are,
an analysis of their functional language will also provide us with an understanding
of the extension of their terms (i.e. biological functions). This presumption is
warranted by the success that these disciplines have had by characterizing their
subject matter in functional terms.7 However, to repeat, I am not suggesting that the
analysis must stay precisely within the bounds of actual biological usage given that
their usage might be problematic in certain ways. If so, emendations will be

5
Many have argued that normative functions in evolutionary biology are fixed by selection
history (see chapter three). I’m not certain of this but in any case, this question is outside of the
purview of my inquiry.
6
The sense in which my approach is conceptual analysis is roughly equivalent to Neander’s
(1991a, 2002b) conceptual analysis except that I prefer not to characterize it as the search for the
criteria of application that the relevant users “have in mind” (or “what’s in the head”). This could
be construed as a psychological investigation, which is not my aim. Another writer who explicitly
states that he is performing a conceptual analysis of a function concept operative in biology is
Godfrey-Smith (1994).
7
Nearly all philosophers who have contributed to the biological functions literature would grant
this presumption. Along these lines, Neander (2002b) says, “Since they [modern biologists] also
have the a posteriori knowledge needed for our theoretical definition, there is a presumptive case
here in favor of the relevant conceptual analysis and the relevant theoretical definition
converging.” We can understand a theoretical definition here as specifying what functions are, in
actuality. Despite this near consensus, there probably are a few dissidents. Davies (2001) might be
one such example.
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suggested.8 This is another respect in which my approach differs from traditional
conceptual analysis.
To sum up, my aim will be to provide an analysis of normative functions that
stays as close to biological usage as possible (unless we think that certain uses are
confused or problematic), sheds light on the notion being employed in ways that are
only implicit in the scientific literature and provides a naturalistic analysis of
normative biological functions.9 As Neander (2002b) says, the ultimate test of a
conceptual analysis is “how well it explains actual use and how well it explains how
the notion can be used to do whatever it is used to do.”

2.2 Non Normative Functions
In this section, I will briefly describe a sense of function that is found in the
biological sciences that is not going to be the primary focus of my investigation
because it is non-normative and analyzing it is fairly straightforward and less
controversial. I’ll begin with several examples of functions in this sense with the
following statements about tumors and cancers.

8

Schwartz (2004), p. 144 says that, “any account will require some modification or clarification of
biological usage.” He may be right about this.
9
Millikan is one player in the functions debate who is extremely critical of conceptual analysis.
She notoriously once remarked that conceptual analysis is “…a confused program, a
philosophical chimera, a squaring of the circle, the misconceived child of a mistaken view of the
nature of language and thought.” (Millikan (1989a), p. 290) Her criticisms of conceptual analysis,
in part, stem from her views on language and thought (which interestingly rely, in turn, on her
notion of proper functions). Despite this negative attitude towards conceptual analysis, her
criticism seems to take aim at traditional philosophical conceptual analysis so it is unclear
whether she would object as vehemently to the form of conceptual analysis being advocated here.
Schwartz (2004) is also critical of conceptual analysis in the functions debate arguing that instead,
philosophers should be engaged in what he calls philosophical explication. This involves proposing
entirely new concepts that are supposed to play particular theoretical roles in biology. I am not
convinced that such whole-scale revisionism is either necessary or appropriate here. If a scientific
conception is wholly workable, it seems more reasonable to use it as a foundation and add to it
and revise it as we deem fit.
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It has been firmly established that the tumor also functions as a nitrogen trap,
actively competing with the host for nitrogen compounds. This process
produces in the host a negative nitrogen balance and a characteristic weight
loss and, in the tumor, a reciprocal nitrogen increase. (Carrascosa et al. (1984),
p. 3831) (italics added)
However, the most recognized ezrin function is to connect membrane
proteins to the actin cytoskeleton, whereas the tumor functions that are directly
related to metastatic behavior are the capacity of tumor cells to migrate
within tissues, transmigrate through vessels and to adhere to the metastatic
organs. (Fais (2004), p. 249) (italics added)
The local microenvironment that supports malignant growth, invasion, and
dissemination of the solid primary tumor into the vasculature is composed of
activated stroma that includes scaffolding consisting of materials that
promote the tumor function, and vascular structures to provide conduits for
travel and nutrient delivery. (Kassis et al. (2005), p. 316) (italics added)
In support of this, we have described that hypoxia can influence the
positioning and function of cancer and stromal cells… (Allavena et al. (2008), p.
5) (italics added)
Beginning with the first example, Carrascosa et al. are considering the role of
tumors in nitrogen consumption and the effect that this has on the rest of the
organism. In this context, the tumor functions to commandeer a large quantity of
nitrogen that leads to detrimental effects on the organism such as weight loss. In the
second quotation, Fais is discussing the role that a particular protein known as ezrin
plays in a tumor’s ability to grow and metastasize. The tumor does numerous things
in the process of metastasis (e.g. it migrates within tissues and adheres to metastatic
organs) and these are described as tumor functions. In the third example, Kassis et al.
claim that tumor function can be promoted by materials within effusions, which
constitute the microenvironment of the tumor. Finally, Allavena et al. maintain that
the function of cancer cells can be influenced by a lack of oxygen (hypoxia).
The effects that the tumor has on the rest of the organism are emphasized in
the first two examples. In the third and fourth examples, the focus seems to be on the
12

working of the tumor itself but at other points in the papers, the authors make it
clear that they are also interested in how tumors affect the human body with an eye
towards finding therapeutic measures against them. Thus, in all of these examples,
whether it is at the forefront or a background assumption, functions seem to refer to
the causal effects of tumors on certain containing systems such as the organism that
has them.
It is also apparent that functions, in this sense, are not normative. Biological
scientists do not and would not describe tumors or cancers as malfunctioning (or
dysfunctional) when they fail to perform or lose the capacity to perform the
functions described above. For instance, if a tumor failed to consume much nitrogen,
or failed to migrate to and invade other organs, or failed to grow and survive, it
would not be described as dysfunctional. This indicates that the sense of function
employed here is not normative.
Functions, as seen in the above examples, seem to be well analyzed by a
rough approximation to Cummins’ theory of functions (see Cummins (1975, 1983,
2002)).10 Functions, in this sense, are the causal contributions that a (token or group
of tokens) component makes to a containing system. Let us refer to functions in this
sense (as many others do) as “causal role” functions or CR functions for short.11

10

Walsh and Ariew (1996) similarly argue that Cummins’ functions are used in explaining how
the immune system causes the symptoms of rheumatoid arthritis.
11
One difference between CR functions as I’ve characterized them and Cummins’ actual account
is that for Cummins, function attributions are relative to particular explanations. CR functions are
not explanation relative.
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Many philosophers have acknowledged that CR functions play a prominent role in
various aspects of the biological sciences.12
CR functions, un-supplemented and taken on their own, are not normative.
Nothing in the notion as it has been characterized above suggests that if an item
doesn’t (or can’t) make the specified causal contribution to a containing system, that
it is malfunctioning. It is either simply not making that causal contribution in which
case the function is wholly absent or it is making a different causal contribution, in
which case, it has a different CR function. We might also say that it is not doing
what other tokens of the same type are doing but that on its own needn’t imply
malfunction just as failure of my laptop to sit on a solid surface when I take it with
me into outer space doesn’t imply malfunction though other tokens of the type all do
so (assuming that the remainder of them are on earth). Either way, there are no
malfunctions. In Cummins’ original paper (Cummins (1975)) this point was fairly
explicit. For instance, he said there (p. 757) that, “if something functions as a pump
in system s or if the function of something in a system s is to pump, then it must be
capable of pumping in s.” And again (p. 758), “If the function of x in s is to phi, then
x has a disposition to phi in s.” These remarks seem to rule out CR malfunctions
suggesting that CR functions are not normative.13

12
See especially Amundson and Lauder (1994) who make a strong case that CR functions play a
prominent role in functional anatomy. See also Wouters (2003) who argues that this sense of
function is “the central notion of function in biology.” (p. 661)
13
Cummins and Roth have recently suggested that there is a kind of normativity licensed by
Cummins’ analysis. Here is what they say:

Systematic accounts relativize failures to function properly to a target explanandum:
component x is failing to function properly, relative to a capacity C of the containing
system S, if (other things equal) S fails to have C (or has a relatively diminished capacity)
because of what x is doing. Thus, systematic accounts allow for a kind of relativized or
instrumental normativity: what something needs to do for the containing system to

14

It is important to note that the above examples are not merely aberrations and
that this functional language is systematic.14 The notion of a non-normative causal
role function plays an important role in the biological sciences. Since I am about to
argue that there is also a normative sense of function in the biological sciences, my
overall position is one of functional pluralism that recognizes these two distinct
notions.15

exercise the target capacity (e.g., multiply, produce Fords, block serotonin re-uptake).
(Cummins and Roth (2010), p. 79)
Godfrey-Smith (1993), p. 200 suggested a similar way for Cummins’ account to accommodate
malfunctions:
If a token of a component of a system is not able to do whatever it is that other tokens do,
that plays a distinguished role in the explanation of the capacities of the broader system,
then that token component is malfunctional.
It is worth noting that this proposal for accommodating malfunctions was not suggested
by Cummins’ earlier statements of his theory and appears incompatible with several remarks he
made in those papers (see above). The biggest problem with the proposal is its instrumentality
whereas malfunctions in the biological sciences are not explanation relative. To see this, on
Cummins and Roth’s and Godfrey-Smith’s proposals, hearts that can’t pump blood malfunction
with respect to the explanation of the capacity of the circulatory system to move nutrients around
the body and hearts that can pump blood function normally relative to this explanation. But
relative to an explanation of the capacity of a person to have a heart attack, the heart that can
pump blood is malfunctioning and the one that can’t is functioning normally. Biological scientists
would balk at the idea that a heart that pumps blood (normally) is malfunctioning even though
they may be interested in explaining the capacity of people to have heart attacks. A heart that
cannot pump blood is deemed dysfunctional in the biological sciences regardless of what they are
trying to explain.
14
Boorse (2002) claims that in biology, fitness-reducing effects of traits are not functions. I agree
with Boorse with respect to normative functions. However, this is not true of non-normative
functions as the cancer examples illustrate.
15
Some might argue that CR functions can be applied too liberally and therefore should be
banished from the biological sciences. For instance, they allegedly apply to “purely physical”
systems such as weather systems or geological systems (see e.g. Nissen (1997) and Neander
(2002b)). I don’t share this sentiment because the awkwardness of the examples can be explained.
These function statements might be legitimate but they are probably uninteresting due to a
failure to meet Cummins’ criteria for interesting functional analyses:
The explanatory interest of an analytical account is roughly proportional to (i) the extent
to which the analyzing capacities are less sophisticated than the analyzed capacities, (ii)
the extent to which the analyzing capacities are different in type from the analyzed
capacities, and (iii) the relative sophistication of the program appealed to, i.e. the relative
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2.3 Normative Functions and the Importance of Normativity
In this section, I will outline a normative sense of function that we find in the
biological sciences but first, I will reiterate what is meant by normativity in this
context. It has been said by numerous philosophers that a central feature of items
with functions is that they might not always work as they are “supposed to”. Ruth
Millikan states this point in dramatic fashion:
The characteristic mark of the purposive, of that which has a function, is that
it may not in fact fulfill that purpose or serve that function. (Millikan (1989a),
p. 296)
When an item that has a function loses the capacity to perform it, it is often
designated as malfunctioning. The fact that an item with a function can malfunction
introduces normativity. It should be noted that that is all that is meant by normativity
in this context. There are no ethical connotations to it. For example, consider the
heart. As we all know, the function of the heart is to pump blood. If a diseased heart
loses the ability to pump blood, it is said to malfunction. In the philosophical
literature, it is often regarded as a major failing of a theory of functions if it fails to
allow for individual items to malfunction.16
In addition to the intuitive sense that biological functions are normative, we
find normative functional language throughout the biological sciences. I will focus
on neuroscience here but what I say about neuroscience holds of any of the

complexity of the organization of component parts/ processes that is attributed to the
system. (Cummins (1975), p. 764)
It’s not clear that these criteria are met by weather and geological systems as in Nissen and
Neander’s examples. Furthermore, we should remember that CR functions are not normative,
which means that accepting them need not result in weather or geological systems gaining the
capacity to malfunction.
16
See e.g. Manning (1997), Nissen (1997), and Neander (1991a, 1991b, 2002b).
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biological sciences. Neuroscientists frequently use the normative terms
“malfunction”, “dysfunction” and their derivatives to describe an assortment of
structures, processes and conditions in the central nervous system.17 This normative
language is often used by neuroscientists to describe disorders and diseases of the
central nervous system. The normativity of functions thus plays a central role in
characterizing disease processes, which constitutes a large component of what
neuroscientists study. Identifying dysfunctional systems/components also helps
neuroscientists draw a distinction between these cases and what usually occurs in
normal systems.18 It also has practical implications because perhaps a prima facie case
can be made in medicine for treating malfunctions.19
Here are some examples from neuroscience, first of function attributions
made to normal systems followed by descriptions of the systems when they are not
functioning properly:
We would extend this line of speculation about possible basal ganglia
sensorimotor integration by hypothesizing that one of the functions of the basal
ganglia is to regulate sensorimotor interactions in a way that determines
which sensory stimuli are used to initiate motor action and which are
disregarded. (Albin et al. (1989) p. 373) (italics added)
Major functions of serotonin include the central regulation of autonomic
functions, sensory and motor systems, cognition and associative learning,
arousal and the sleep-wake cycle, as well as mood and emotional states. (Fite
et al. (1999), p. 469) (italics added)

17

Though the terms “malfunction” and “dysfunction” are generally equivalent both in
philosophy and neuroscience, the former is more commonly used in philosophy and the latter is
more common in neuroscience. I use the two terms interchangeably.
18
For present purposes, a normal system should be understood as a non-diseased, nonmalfunctioning system.
19
This is prima facie because it is defeasible. Some dysfunctions are probably not worth treating.
There are also non-dysfunctional conditions that doctors sometimes treat (e.g. breast
augmentations) so I am not claiming that being a dysfunction is either necessary or sufficient for
medical treatment.
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When the same structures are not functioning properly they are described as
follows:
Dysfunction of the basal ganglia and the brain nuclei interconnected with them
leads to disturbances of movement and cognition exemplified in Parkinson’s
disease (PD) and Huntington’s disease, including disordered timing of
movements and impaired time estimation. (Malapani et al. (2002), p. 311)
(italics added)
Dysfunction of serotonergic neurons has been implicated as one of the causes
of endogenous depression. (van de Kar (1989), p.237) (italics added)
A major theory to explain the pathophysiology of depression is a malfunction
of the brain serotonergic system, including serotonin receptors, serotonergic
neurons and/or circuits, and presynaptic serotonin transporters. (Yu et al.
(2003), p. 235) (italics added)
Another area where the normativity of functions is central is in physiology. It
is thought by many that physiology (including neurophysiology) is interested in
breaking down systems into their components and explaining how each part
causally contributes to the functioning of the whole (see e.g. Griffiths (2006, 2009)).
This seems to Griffiths and others to provide a natural home for CR functions. But it
is important to recognize that physiologists are not merely describing any token
biological system that they happen to come upon. Rather, standard explanations of
how biological systems work are describing normal systems or systems that are not
malfunctioning. This is not to say that physiologists don’t also describe how
diseased systems work (they do). But when a general description is provided of how
say, the nervous system works, this is a description of a non-malfunctioning nervous
system. There will usually be a separate description of how diseased/
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malfunctioning systems work. The normativity of functions is therefore central to
demarcating the systems that physiologists study and describe.20
In sum, given the important role that normativity plays in biological
functional classifications, an adequate theory of functions for these sciences should
be able to capture this normativity. It should provide us with a naturalistic,
workable account of functions and dysfunctions that accords with (legitimate)
ascriptions of functions and dysfunctions in the biological sciences.
In the next chapter, I turn to an evaluation of the most widely accepted
theory of normative functions in biology, the selected-effects theory.

20

Neander (forthcomingb) has an extended discussion of this point.

19

3. The Selected Effects Theory of Functions and Its
Problems
In the previous chapter, I introduced the notion of normative functions that
we find throughout the biological sciences and maintained that it would be useful to
have an account of the key notions associated with it, i.e. functions and
dysfunctions/malfunctions. The present chapter will critically examine the
dominant theory of normative functions in philosophy of biology: what is known as
the selected effects (SE) theory of functions.1 I will focus primarily on a widely
influential variant of it that looks at the recent maintenance of traits under selection
and is known as the “modern history” or “recent selection” theory of functions.2 This
version of the theory is preferred by many influential SE theorists because it is
specifically designed to accommodate vestigial traits and changes in functions over
an evolutionarily significant span of time. The SE theory in general (including the
recent selection version of it) has been regarded as the theory that best accounts for
the normativity of biological functions.
In this chapter, I will argue that SE theories that rely entirely on selection
history to fix functions have some significant flaws as accounts of the normative
functions in biology. The “recent selection” theory that I am focusing on has been
articulated most clearly by Griffiths (1993) and Godfrey-Smith (1994) although there
are differences between the two. I will argue that Griffiths’ version is problematic
while Godfrey-Smith’s is also likely problematic based on a dilemma that I will

1

It was said by Godfrey-Smith (1993) that a “consensus” was building in favor of the theory and
that, “It is a point upon which much of the functions literature has been converging for the best
part of two decades, and there are implicit or partial statements of the view to be found in many
writers.” (Godfrey-Smith (1994), p. 344)
2
Proponents of this view include Millikan (1989b), Griffiths (1993) and Godfrey-Smith (1994).
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present for it. In addition, I will argue that both of these recent SE theories have
trouble handling certain cases in neuroscience where a trait is thought to have been
adaptive and favored by selection in the past but is still regarded as dysfunctional.
Towards the end of the chapter, I will also argue that a related yet slightly different
SE theory that I label the “direction of selection” approach has similar problems as
the recent SE theory.3 In the next chapter, I will outline and defend my own proposal
for how to better account for normative biological functions.
This chapter is divided into the following sections: In section 3.1, I outline the
SE theory and its “recent selection” variant while 3.2 shows how the SE theory
attempts to account for the normativity of functions. Section 3.3 focuses on Griffiths’
recent selection theory and argues that it is inherently flawed. Section 3.4 turns to
Godfrey-Smith’s recent SE theory and presents a dilemma for it that is likely to be
problematic. Section 3.5 presents a difficult case for either of these versions of recent
SE theories in the guise of traits that may have been adaptive and favored by
selection in the past but which are still regarded as dysfunctional. In section 3.6, I
argue that the “direction of selection” approach has similar vulnerabilities as the
recent selection theory that I pointed out in sections 3.3-3.5. Section 3.7 concludes the
chapter.

3
The direction of selection approach is defended by Neander (2002a, forthcominga) and Neander
and Rosenberg (forthcoming).
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3.1 Introducing the (Recent) Selected-Effects Theory of
Functions
The selected effects (SE) theory of normative functions4 is an etiological
theory that holds that the functions of items, traits etc. are determined by the past
history of other items, traits etc. of that type. Specifically, the relevant historical
feature is the past selection history of items/traits of that type. Roughly, SE theorists
claim that the function of a biological trait is to do that which previous tokens of that
trait did in the past that contributed to the survival and reproductive success of past
individuals with that trait and which thereby caused the trait to be selected by natural
selection. Many philosophers maintain that the selection history of a trait determines
the function of current tokens of that trait.5
SE theorists were pushed towards a “recent selection” theory of functions by
several issues that arise for the SE theory simpliciter.6 One difficulty that SE theories
encounter is how to handle vestigial traits. For instance, it is thought that the human
appendix has become vestigial with respect to the ability to digest cellulose but in
some of our remote ancestors the appendix had the function of digesting cellulose. It
would also appear that the appendix was selected for digesting cellulose in those
ancestors. Thus, if an SE theory stipulated that the function of a trait was what past

4

For ease of exposition, I will henceforward just say “functions” to refer to normative functions. It
is normative functions that are the focus of this chapter though many SE theorists also recognize
the existence of non-normative functions such as causal role functions (see previous chapter,
section 2.2).
5
This includes: Ayala (1970), Brandon (1981, 1990), Godfrey-Smith (1993, 1994), Griffiths (1993),
Millikan (1984, 1989a, 1989b, 1993), Mitchell (1995), Neander (1991a, 1991b, 1995, 2002a, 2002b,
forthcominga , forthcomingb), Neander and Rosenberg (forthcoming), Wright (1973, 1976).
6
See especially Griffiths (1993) and Godfrey-Smith (1994). Millikan (1989b) is perhaps the first
statement of the recent selection approach when she says that, “A trait’s function is what it
actually did- did most recently- that accounts for its current presence in the population, as over
against historical alternative traits no longer present.” (Millikan (1989b), p. 174)
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tokens of the type were selected for doing at any point in the past, the human
appendix would mistakenly count as having the function to digest cellulose.
Furthermore, some non-vestigial traits may have been selected in the remote
past for doing something very different from what present (or recent) tokens of that
trait do. Along these lines, Godfrey-Smith (1994) mentions a hypothesis that
neurotransmitters might have originally been selected as a way for different
individuals to communicate with each other. That is clearly not their current (or
recent) role in mammalian brains so it seems incorrect to read off the current
function of neurotransmitters from this fact about their remote selection history.
To remedy these problems, a number of SE theorists have stipulated that the
function of a trait is what it was selected for doing in the recent past.7 On this view,
the fact that appendices were selected for digesting cellulose in the distant past does
not make this the function of human appendices because they were not selected for
this recently. It also allows neurotransmitters to have a function (among other things)
of facilitating communication between neurons, as that is one of the things that they
were (presumably) recently selected for by maintenance selection. As is common in
the literature, I will refer to this view as the recent selection (or recent SE) theory of
functions. While this appears to be the preferred way for SE theorists to deal with
vestigial traits, it leads to other problems as I discuss in sections 3.3- 3.5 below.

3.2 How SE Theories Account for Normativity
The SE theory of functions is naturally amenable to an account of
malfunction/dysfunction. As Neander (1995, p. 111) puts it, “Roughly speaking, a
7

This comes closest to Godfrey-Smith (1994)’s formulation of the recent selection theory. Griffiths
(1993)’s formulation instead speaks of selection during the “last evolutionarily significant time
period”. I discuss Griffiths’ formulation in section 3.3.
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biological part functions properly when it can do what it was selected for and
malfunctions when it cannot.” This leads to what I will call the basic SE account of
malfunction/dysfunction, which holds that when a trait loses the capacity to have the
effect that past tokens of the trait were selected for having, it malfunctions.8
The basic SE account of malfunction, as it stands, inherits one of the
difficulties with the SE theory of functions, namely, how to handle vestigial traits.
Presumably, the appendix should not be labeled as malfunctioning for its failure to
digest cellulose even though this is an effect that appendices were selected for
having in the distant past. An obvious remedy is to amend the basic SE account of
malfunction so that it refers to the recent selection history of a trait. This would
enable the theory to better handle vestigial traits.
Another difficulty for the basic SE account of malfunction arises from
conditions such as cerebral achromatopsia. In severe cases of this condition, the
individual is unable to see color as a result of damage to part of his/her ventral
occipital cortex (see Bouvier and Engel (2006)). In an individual with this condition,
the cones in his/her eyes are still providing information about color but due to the
cortical lesion the individual cannot see color.9 Assume for the sake of argument that
retinal cones were selected for their capacity to provide color information to the
cortex, which was adaptive to our ancestors. Yet, it also appears that cones were
selected for enabling the individuals with them to see color. In the case of cerebral
achromatopsia, the cones fail to do the latter since the individual cannot see color.
8

A similar SE account of malfunction can be found in Mitchell (1995). Buller (1998) offers what he
calls a “weak” etiological account of malfunction predicated on the failure of a trait token to
make the contribution to fitness that past tokens of the trait made. Since his is not a selectionist
account, I will not discuss it further in this chapter.
9
I assume for the sake of this example that colors are objective features of the natural world.
Nothing important hinges on this.
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That means that the cones (partly) fail to do what they were selected for and would
be designated as malfunctioning by the basic SE account. Yet, a neuroscientist would
say that there is nothing wrong with the cones in these individuals (i.e. they are
functioning normally). Instead, it is the ventral occipital cortex that is
malfunctioning.
Recognizing this issue, Neander (1995) suggested a remedy for SE theories.
Instead of simply designating a trait as malfunctioning if it fails to do any of the
things that it was selected for doing, she suggests that a trait malfunctions if it
cannot perform the function that is most specific to it (Neander (1995), p. 119-120). This
involves the idea that one can give a SE functional analysis of a system, the system in
which every part can do what it was selected for. A trait counts as malfunctioning if
it cannot perform the function that is assigned to it at the level of analysis at which it
is an unanalyzed component. According to Neander, this also makes designations of
malfunctions more informative. On this view, individuals with cerebral
achromatopsia typically have properly functioning cones because their cones are
performing the function that is most specific to them for which they were selected
(i.e. providing color information).10
Taking into account the modification to the basic SE account of malfunction
suggested by Neander and the move towards recent selection history, a sophisticated
SE account of malfunction can be formulated which holds the following:

10
Cones do much more than provide color information but I am ignoring their other functions in
this example.

25

A token of a trait malfunctions if and only if it lacks the capacity that is most
specific to it for which this type of trait was selected by natural selection in the
recent past.
In the next three sections, I will critically evaluate the sophisticated SE
account of malfunction and the related recent SE theory of functions.

3.3 Griffiths’ Recent Selection Theory
The two most developed recent selection theories are those of Paul Griffiths
(Griffiths (1993)) and Peter Godfrey-Smith (Godfrey-Smith (1994)). In this section, I
will focus on Griffiths’ theory while the next section will deal with Godfrey-Smith’s
version. Griffiths ((1993), p. 417-418) frames his recent selection theory in terms of
selection during the last “evolutionarily significant time period”. This is defined as,
“a period such that, given the mutation rate at the loci controlling T and the
population size, we would expect sufficient variants for T to have occurred to allow
significant regressive evolution if the trait was making no contribution to fitness.”
On his view, so long as a trait was selected to x during the last evolutionarily
significant time period defined in this manner, then it has the function to x. If it was
not selected to x during that period, then it does not have the function to x.
Griffiths’ recent SE theory has a significant fault: it is unable to handle cases
where evolution occurs on a rapid timescale. A good example of this is the rapid
evolution of a population of Darwin’s finches on one of the Galapagos islands that
occurred in the late 1970’s and early 1980’s. I will focus on the evolution of medium
ground finches (Geospiza fortis) on Isla Daphne Major. During a major drought on the
island in 1977, the food supply of these finches changed dramatically where small
seeds diminished in abundance and larger, harder seeds remained. Larger finches
26

with larger beaks were able to eat the larger, harder seeds whereas smaller finches
could not. This likely caused the larger, large beaked finches to outlive and outreproduce the smaller variety leading to an instance of directional natural selection
(Boag and Grant (1981)). Boag and Grant suggested that weight and bill dimensions
seemed to be the most important finch traits that were selected. It is important to
note that this instance of directional selection occurred over a relatively short time
span of a little more than a year.
Interestingly, a different weather phenomenon on the island led to selection
in the opposite direction in this same population of finches. After a severely wet
season due to an El Nino event in 1982-83, large seeds became more scarce while
small seeds became more abundant. Finches with small beaks tend to have an easier
time consuming the smaller seeds than finches with large beaks, so as expected the
smaller birds with smaller beaks were favored by selection for several years
following the El Nino event (Grant and Grant (1993)). The target of selection in this
case was beak width with it being selected to decrease in size (ibid.).
The importance of this case for present purposes is the rapid timescale in
which evolution can occur and how quickly the direction of selection can change
from favoring larger beaks to smaller beaks. It is even possible for an El Nino event
to immediately follow a drought, in which case we would expect the direction of
selection in this population of finches to change over a span of a couple of years.
The problem that this case poses for Griffiths’ recent SE theory is that the
period such that, given the mutation rate at the loci controlling T (where T is beak
size) and the population size, that we would expect sufficient variants for T to have
occurred to allow significant regressive evolution if the trait was making no
27

contribution to fitness, seems to be much longer than a couple of years (I explain this
below). If so, then during the last evolutionarily significant time period as defined by
Griffiths, there has been both selection for large beaks and selection against large
beaks as well as selection for small beaks and selection against small beaks. It
follows that according to his recent SE theory, large beaks, for instance, have the
function to x (i.e. enable the consumption of large, hard seeds) and do not have the
function to x because they were both selected to x and not selected to x during that
time period. This is contradictory. 11
To see why the evolutionarily significant time period should extend back in
time more than a couple of years in this case, we need to consider how regressive
evolution works. Regressive evolution can occur either due to drift by the random
accumulation of deleterious mutations or to selection processes.12 Let’s start with
drift. Prior to the 1977 drought the population of medium ground finches on Isla
Daphne Major was in the vicinity of 1200 individuals (Boag and Grant (1984)). It
appears that immigration both into and out of the population was minimal (ibid.).
For the years 1976 and 1978, the mean clutch size for each pair of finches was 3.6 and
they had an average of 3.65 clutches per year.13 Given the population size and
reproduction rates, it seems quite unlikely that there would be much regressive
evolution in beak size due to an accumulation of deleterious mutations over a span

11

Griffiths might be able to avoid contradiction by stipulating that a trait does not have the
function to x only if it has not been selected to x at any point during the last evolutionarily
significant time period. This would still lead to the objectionable result that a trait would be said
to have a certain function according to his theory though it has been selected against most recently.
12
The wording of Griffiths’ formulation of his theory suggests that he has in mind regressive
evolution due to drift but I will consider regressive evolution due to selection as well.
13
These finches did not reproduce during the drought year of 1977.
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of several years even if beaks did not make any contribution to fitness.14 It would
probably take much longer than that.
There could also be regressive evolution in beak size due to selection if say,
beaks are energetically expensive to maintain and they don’t contribute to fitness. It
seems highly unlikely that there could be regressive evolution in beak size due to
selection over such a short time period in this sort of scenario that anyone would be
tempted to call significant. Certainly, nothing that would compare to the significant
regressive evolution that we see in cave dwelling organisms that have lost their eyes.
What this suggests is that the several year stretch of finch evolution would fall
within a single evolutionarily significant time period by Griffiths’ criterion, and
hence, the case is problematic for his theory, as I’ve argued. In the next section, I’ll
turn to Godfrey-Smith’s recent SE theory.

3.4 A Dilemma for Godfrey-Smith’s Recent SE theory
Unlike Griffiths’ version, Godfrey-Smith’s recent SE theory does not define
“recent” in terms of the last evolutionarily significant time period. In fact, he leaves
the notion of “recent” fairly vague. While this detracts from the concreteness of his
theory, it does give it more flexibility. The extent of Godfrey-Smith’s elaboration on
what “recent” amounts to is the following:
Some might wonder how recent the selective episodes relevant to functional
status have to be. The answer is not in terms of a fixed time- a week, or a
thousand years. Relevance fades. Episodes of selection become increasingly
irrelevant to an assignment of functions at some time, the further away we
get. (Godfrey-Smith (1994), p. 356)

14

It’s difficult to imagine a scenario where beak size doesn’t make any contribution to the fitness
of finches, which is required to evaluate the counterfactual that defines the evolutionarily
significant time period. Perhaps it would be something like a situation where they change to a
liquid diet.
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Since Godfrey-Smith does not define “recent” in terms of an exact length of
time, my challenge to his recent SE theory will be in the form of a dilemma. The
dilemma suggests that he will probably want to count a certain length of time into
the past as recent to accommodate a particular case (the PTC case) but treating that
length of time as recent is problematic in a different case (the Tibetan case). My point
is that consistency requires him to either treat both cases as recent or neither as
recent. Treating neither as recent is problematic in the PTC case while treating both
as recent is acceptable in the PTC case but problematic in the Tibetan case. Either
way, his recent SE theory of functions is in trouble. This will become clear as we go
along.
The first case that I will present involves a genetically and phenotypically
uniform population of phenylthiocarbamide (PTC) tasters. In order for the case to
make sense, I need to provide some background on PTC tasting and its genetic basis.
Since the 1930’s, it has been known that some people are capable of tasting a
substance, phenylthiocarbamide (PTC) whereas others cannot.15 So called “tasters”
taste small to moderate amounts of PTC as being rather bitter whereas “non-tasters”
do not taste the compound at these amounts and only taste it, if at all, at very high
concentrations. Moreover, it is often found that the distribution of PTC tasting
abilities in human populations is bimodal (Drayna et al. (2003), Prodi et al. (2004)).16
Although PTC does not occur naturally, it is structurally similar to compounds
(isothiocyanate and glucosinolate) found in cruciferous vegetables since it, like them,

15

For a good review of the literature on PTC tasting through the 1990’s see Guo and Reed (2001).
A bimodal distribution is a distribution that has two modes where a mode is a measurement of
the most common class.
16
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contains the thiocyanate structure or “moiety”, N-C=S, which is also responsible for
the bitter taste of these substances (Tepper (2008)). Isothiocyanates are the
breakdown product of glucosinolates that are found in plants of the family
Brassicaceae, which includes vegetables such as broccoli, cabbage, cauliflower,
Brussels sprouts, Chinese cabbage, turnips, mustard greens and radishes.
Isothiocyanates impair the uptake of iodine by the thyroid and can effectively
be thyroid toxins if the individual has a low consumption of iodine in his/her diet
(ibid.). Similarly, glucosinolate interferes with the transport of iodine into the
thyroid and with the production of organic iodine (Sandell and Breslin (2006)). The
reason that these substances can act as thyroid toxins is because iodine is essential
for the synthesis of thyroid hormones (Delange (2000)). Severe iodine deficiency
leads to endemic goiter and cretinism, mental retardation, decreased fertility rate,
increased perinatal death and infant mortality (ibid.). Moderate iodine deficiency
has been correlated with low visual-motor performance, motor skill, perceptual and
neuromotor abilities and intelligence (ibid.). The rate of cretinism can even be as
high as 15% in severely iodine deficient populations. In addition to the mental
retardation that accompanies this condition, it also may involve a combination of
deaf mutism, motor rigidity, dwarfism and sexual immaturity (ibid.).
Again, consumption of substances such as glucosinolates (which are broken
down into isothiocyanates) without having sufficient iodine in the diet can
contribute to the negative effects of iodine deficiency mentioned above (Tepper
(2008), Sandell and Breslin (2006)). Such consumption would be especially
problematic in low iodine regions during periods of extreme metabolic stress such as
rapid growth in infancy or childhood or during seasonal cold temperatures (Greene
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(1974)). The significance of these potential negative effects of consuming substances
similar to PTC to my argument will become clear shortly.
It was long suspected that there is a significant genetic component to the
ability to taste PTC but in 2003, it was determined that a single gene, TAS2R38,
appears to be responsible for the ability to taste the substance in the vast majority of
cases.17 For ease of exposition, I will refer to this as the “PTC gene” in what follows.
Haplotype 18 differences in this gene completely explained the bimodal distribution
of PTC taste sensitivity and accounted for up to 85% of the variance in the trait (i.e.
ability to taste PTC) in an NIH sample of 45 individuals (Kim et al. (2003)) and 75%
of the variance in the trait in a sample from the Sardinian village of Talana (Prodi et
al. (2004)). The remaining variance could be accounted for by environmental
differences during development, age (older individuals tend to taste PTC as less
bitter than younger individuals), developmental noise, head trauma or other injuries
that influence taste and olfaction, various pathologies (Sharma et al. (2008)) and
possibly other genetic influences such as perhaps a secondary locus for the trait on
chromosome 16 (Drayna et al. (2003), Kim et al. (2003)). In building my case, I will
assume that the remaining variance in PTC tasting ability that is not explained by
differences in the PTC gene can be accounted for entirely by the non-genetic factors
mentioned above. This assumption may turn out false.
The PTC gene consists of 1002 base pairs in a single exon (Kim et al. (2003)).
This gene codes for a 333 amino acid, G-protein coupled receptor that is expressed in

17

In line with this, Prodi et al. (2004), p. 698 say that Kim et al. (2003) “identified the gene
responsible for PTC taste ability, which is the TAS2R38 bitter receptor.”
18
Haplotypes in this context appear to refer to combinations of single nucleotide polymorphisms
(SNP’s), which are relatively common single nucleotide differences between different alleles of a
gene.
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taste receptor cells on the circumvallate portion of the tongue (Bufe et al. (2005)).
Earlier studies found seven different allelic forms of this gene but only two of them
existed at high frequencies outside of sub-saharan Africa (Kim and Drayna (2004)).
A later study that examined numerous African populations found 21 SNP’s in the
coding region of the PTC gene yielding 21 different haplotypes (Campbell et al.
(2011)). Most of these have not been found outside of Africa, however. Of the alleles
that have been discovered for this gene, two of them are found at much greater
frequency worldwide than the others (Drayna (2005)). The two common alleles differ
in three SNP’s that result in three amino acid changes to the protein encoded at
amino acid position 49 (proline or alanine), 262 (alanine or valine) and 296 (valine or
isoleucine) (Kim et al. (2003), Kim and Drayna (2004)). These two common alleles are
named according to the amino acids that they code for at those positions: PAV
(proline, alanine, valine) and AVI (alanine, valine, isoleucine).
The PAV allele is associated with sensitivity to PTC while AVI is not. Most
homozygotes with AVI/AVI can’t taste PTC when presented with moderate
amounts of the substance19 while most homozygotes with PAV/PAV can taste it at
these amounts (Kim et al. (2003)). Individuals with only a single copy of the PAV
allele usually display an intermediate sensitivity to PTC (ibid.). These two alleles
(PAV and AVI) can each be found in large numbers in most human populations. It
has been argued that they have each been maintained at high frequencies by
balancing selection that favored heterozygotes (Wooding et al. (2004)). Wooding et
al. claim that the AVI allele probably encodes a receptor that binds to some as yet,

19

In fact, the receptor that the AVI allele codes for doesn’t respond to PTC in in vitro functional
assays (Bufe et al. (2005)).
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unknown toxic bitter substances. According to this hypothesis, heterozygotes would
have some sensitivity to both PTC-like compounds and these as yet, unknown
compounds giving them an overall adaptive advantage.20
Now that we have seen some empirical data on PTC tasting and its genetic
basis, I will turn to the evolutionary benefit of the PTC tasting trait. It has been
suggested that the ability to taste substances with the N-C=S structure such as PTC
as bitter helps prevent the ingestion of goitrogens (i.e. substances that suppress
thyroid function) particularly in areas with little natural iodine and thereby provides
an adaptive advantage compared to less sensitive tasters and non-tasters (Tepper
(2008), Greene (1974)). There is considerable support for this hypothesis. Most
directly, in a study of 634 random Italian subjects from the European Prospective
Investigation into Cancer and Nutrition, Sacerdote et al. (2007) found that
individuals who had the AVI/AVI genotype had a mean consumption of cruciferous
vegetables that was significantly higher than that of individuals who had at least one
copy of the PAV allele suggesting that the latter group might be avoiding those
vegetables due to their bitter taste. Similarly, in a study of 59 individuals from a
university community, Duffy et al. (2010) found that individuals with the AVI/AVI
genotype reported consuming significantly more servings of vegetables than
individuals carrying at least one copy of the PAV allele.21

20

Wang et al. (2004) dispute their claim that TAS2R38 has been subject to balancing selection
arguing instead that TAS2R genes might be relaxed from selective constraints. They argue that
Wooding et al.’s methods lead to false positive instances of balancing selection. They do admit,
however, that balancing selection could occur at a few TAS2R genes.
21
Not all studies have found an association between different alleles of TAS2R38 and brassica
vegetable intake. For instance, Gorovic et al. (2011) failed to find such an association in a group of
Danes between the ages of 50-64. It is possible that this could be due to the age of the participants
in the study as older individuals may be more inclined to consume these vegetables than younger
people regardless of their bitter taste, which could also be reduced in older individuals. Similarly,

34

Additionally, in a study of 108 college students, Dinehart et al. (2006) found
that vegetable preference was a predictor of intake of certain vegetables and the
perceived bitterness of some vegetables was a predictor of preference for said
vegetables (with less preference for more bitter vegetables).22 Finally, Sandell and
Breslin (2006) found that individuals with the PAV/PAV genotype rated
glucosinolate containing vegetables as 60% more bitter than AVI/AVI subjects rated
them.
These studies collectively show that tasting vegetables as bitter can make
individuals avoid them, that individuals who taste PTC as bitter tend to also taste
more bitterness in certain goitrogenous vegetables and subsequently avoid them and
finally, as mentioned earlier, it has been shown that it is maladaptive to consume
goitrogenous, bitter vegetables when one has an iodine deficient diet. This all seems
to point toward the PTC tasting trait and the PAV allele having conferred a
reproductive advantage on those who possessed them and their having been
selected in the past for preventing consumption of goitrogenous vegetables in
conditions of iodine deficiency. It doesn’t prove it, but it is certainly suggestive.23

in a study of British women between the ages of 60-79, Timpson et al. (2005) didn’t find an
association between PTC taster status and consumption of green vegetables. They admit,
however, that this could be due to the fact that these older women were raised in times of
austerity leaving them with less marked food preferences or because of “debiterring” of food
through cooking or adding salt, sugar and fat.
22
Whether the PTC tasting ability is adaptive in modern westernized societies appears uncertain.
It might be maladaptive because iodine is plentiful and tasters may avoid cruciferous vegetables
that reduce the risk of cancer due to their bitter taste (Tepper (2008)). Additionally, children with
the PAV allele were found to prefer more sugar in their diet than AVI homozygotes, which puts
them at a greater risk for diabetes and obesity (Mennella et al. (2005)). However, the PTC tasting
ability might help prevent alcoholism since it has been found that those with the PAV allele tend
to consume less alcohol on average than those with non-taster alleles (Duffy et al. (2004)).
23
Two other pieces of evidence are relevant here as well: It was found that individuals with the
PAV allele are more sensitive to the taste of a substance, goitrin (a thyroid toxin that is a
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Now, there are several entities with functions associated with the ability to
taste PTC-like substances under iodine deficient conditions. First, there is the taster
trait itself, which seems to have the function of preventing individuals from
consuming thyroid toxins. For instance, Greene (1974) says that,
We hypothesized that the PTC taste system functions as a mechanism for the
avoidance of bitter tasting substances metabolically harmful to the organism.
(p. 139) 24
Similarly, the taster allele (PAV) is thought to have the function to code for a
receptor that detects thyroid toxins as Mennella et al. say,
Thus it is likely that the benefit of the taster allele is to detect thyroid poisons.
However, the function of the nontaster allele, if any, is not known. (Mennella
et al. (2010), p. 5)
Finally, there is the receptor coded by the PAV allele, which looks to have the
function of detecting PTC-like, anti-thyroid substances on the tongue. This view is
expressed in several passages from Bufe et al. (2005):
Our results suggest that hTAS2R38-PAV is a bitter taste receptor for
chemicals that contain the N-C=S moiety. (p. 2 of online edition)
…further suggesting that hTAS2R38-PAV is a specific detector of anti-thyroid
toxins. (p. 2 of online edition) 25
Are these instances of normative functions or are they merely non-normative
causal role functions (see 2.2)? There are several reasons to think that biologists are

breakdown product of chewing cruciferous vegetables) than those with the AVI allele (Wooding
et al. (2010)). Secondly, other compounds with the N-C=S structure (including cruciferous
vegetables) activated the receptor that is coded by the PAV allele in in vitro functional assays at
concentrations that correspond to the bitter threshold of PTC tasters (Bufe et al. (2005)).
24
He later adds that their data support this hypothesis.
25
Yet another statement of this view is found in Drayna (2005):
These observations suggest that the authentic function of the TAS2R38 receptor is to
detect PTC or some other compound of closely related structure, and that PROP
represents a suboptimal and perhaps somewhat artificial ligand for this receptor.
(Drayna (2005), p. 223)
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referring to normative functions in these instances. First, mention of the “benefit” of
the PTC taster trait suggests that if the benefit wasn’t conferred that there might be a
malfunction. Second, there seems to be some evidence that in cases where an
individual who has the genotype associated with PTC tasting loses this tasting
ability, that biologists would describe him/her as dysfunctional. For instance,
Sharma et al. (2008), p. 1070 discuss a case where an individual who tastes PTC as
sweet (instead of bitter) has a taste dysfunction as follows:
Phenylthiocarbamide tasting ability is a recognition threshold trait, as the
individual must recognize that the stimulus of phenylthiocarbamide is bitter.
Any other type of recognition stimulus (e.g. sweet) should ideally not be
included in the category of tasting phenylthiocarbamide bitter, because this
may be due to a gene mutation at the phenylthiocarbamide locus, resulting in
taste dysfunction; alternatively, some other factor may cause such a taste
dysfunction.
This seems to be a fairly clear indication that if a mutation or some other
factor were to prevent an individual from tasting PTC as bitter (instead causing him
to taste it as sweet), that this would lead to dysfunction in the authors’ eyes.
Finally, given that it is thought that the PAV allele has been selected in
certain environments for preventing the ingestion of thyroid toxins, the SE theory
would hold that the functions here are normative. I am inclined to agree with them
on the latter point. Thus, I will be assuming in what follows that the function
attributions associated with PTC tasting and the PTC gene, at least as they apply to
individuals in iodine deficient regions, are normative.
We are now in a position to consider the first case that I will be presenting as
part of the dilemma against Godfrey-Smith’s recent SE theory. It is worth
emphasizing that the case is largely hypothetical and involves numerous
assumptions that I will point out along the way. However, I think the case is
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biologically realistic and certain considerations suggest that it is reasonable to think
that such a case may exist or have existed at some point in the past though as far as I
know, no such case has been documented. In fact, whether it existed or not is
somewhat immaterial. The more important question is whether it is realistic; because
if it is, it will help demonstrate how Godfrey-Smith’s recent SE theory must treat
cases like it.
The case is the following: Suppose that there is a small, relatively isolated
population where the “founder” members of the population were mostly PAV
homozygotes. Furthermore, the PAV allele has been driven by local selection
pressures, i.e. lack of iodine and abundance of goitrogenous vegetables, to fixation in
this population. Hence, everyone in the population is also a PTC taster. There is also
little to no immigration into the population for a considerable length of time (up to
several thousand years). As I will show below, mutation is not expected to introduce
much genetic variation in the PTC gene into the population during that stretch of
time. The population is hence phenotypically and genotypically uniform for an
extended period of time of up to three thousand years.
Now, by definition, for selection to take place there must be variation in the
population with respect to the trait (or gene) selected.26 If a trait (or gene) is
uniformly present in a population then selection for it cannot occur. In that case, it
follows that there won’t be selection for PTC tasting or the PAV allele during this
stretch of time. But the trait still has a normative function i.e. to prevent the
individual from ingesting thyroid toxins during that time which does not simply

26

More specifically, it is said that there needs to be “heritable variation in fitness”.
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disappear. I see no reason to think that biologists (or anyone else) would withdraw
our normative function attributions from this trait simply because it is uniformly
present in a population. Functions don’t disappear when they become more
common.
To accommodate this case, a recent SE theorist like Godfrey-Smith is forced to
hold that “recent” can extend backwards potentially for three thousand years. This
would enable him to say that PTC tasting was still “recently” selected in this
population and still has a normative function even when the population has been
uniform for some time. This is the first horn of the dilemma.27
I will now show why I believe that this case is realistic. The first issue to
address is whether a population that consists of all PAV homozygotes with uniform
PTC tasting abilities is possible. Although most human populations contain large
numbers of PTC tasters and non-tasters, some populations of native North and
South Americans were discovered to contain few, if any, non-tasters. MacRoberts
(1964) found only 1.4% of the members of a group of Papago Indians in Arizona to
be non-tasters. Even more striking is that Junqueira et al. (1957) reported that all 86
Carajas Indians from Brazil that they tested were tasters. Genetic testing of these
individuals was not conducted, as the PTC gene was not known at the time.
However, in a more recent sample composed of 9 native southwest American
Indians, 100% of the alleles in the sample were PAV (Kim et al. (2003)). Though the
small sample size should be noted.

27

Others (Buller (1998), Schlosser (1998) and Schwartz (1999, 2002)) have attempted to raise
problems for the recent SE theory based on similar cases of “no variation”. But they do so in a
very different way than I do here.
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From these facts, I suggest that it is possible that the Carajas Indians or some
other population of native North or South Americans are all, or have been,
homozygous for the taster allele (PAV) and all members of the population are (or
were) capable of tasting PTC. The empirical data do not prove this, but I think they
suggest that the possibility is genuine because certain populations have been shown
to be composed of all PTC tasters such as the Carajas Indians (though they were not
genotyped) and other samples of native populations (albeit with small sample sizes)
consisted of all PAV homozygotes. Furthermore, others have stressed that local
adaptation in certain environments to toxins present in those environments could
drive certain alleles of this gene (such as PAV) to high frequencies. 28 Given the fact
that certain isolated populations may have been founded by mostly PAV
homozygotes and potentially have strong selective pressures favoring PAV alleles to
help prevent the ingestion of thyroid toxins, it seems possible to have a population
that is composed entirely of PAV homozygotes. 29
The next issue that needs to be addressed is that even if a population is
composed of all PAV homozygotes, could it realistically remain genetically uniform
with respect to this allele for any stretch of time? I will argue that it can. The three

28
For instance, Kim et al. (2005) say that, “We hypothesize that local adaptation in human bitter
taste receptor genes is common and has been driven by the fitness advantages of avoiding toxins
found in plants.” (p. 203) Even more to the present point, Wooding et al. (2004), p. 644 say that,

It is also possible that specific PTC alleles have been favored by positive natural selection
in particular environments, resulting in local adaptation. Such effects might account for
the high frequency of PTC taster alleles in New World populations…
29

As far as I know, no large scale TAS2R38 genotyping has been conducted on native North or
South Americans or on populations living in iodine deficient regions outside of Africa. This
would be needed to locate a population like the one I’m conceiving if it currently exists.
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major sources of new genetic variation in a population are recombination, migration
and mutation. I will consider each of these in turn.
In this example, since I am supposing that all members of the population are
homozygous for the PAV allele that means that each person has two identical copies
of this allele of the PTC gene. As a result, there will be no new genetic variation
arising from recombination (i.e. crossing-over) as would occur, if say, there were
heterozygotes in the population. Any crossing over would simply swap identical
portions of DNA with each other. Hence, recombination would not introduce new
genetic variation into the population.
Next, there is the issue of migration. Given that the population that I’m
considering is a relatively isolated one, I will be assuming that the amount of
immigration into the population is extremely minimal for a long stretch of time and
non-existent for large portions of that time span. Can I assume this? Geographic
isolation of populations (even human populations) has occurred throughout human
history. Furthermore, given that this population lives in a low iodine region, it is
possible that neighboring populations also have iodine deficiency issues. That could
drive the PAV allele to high frequencies in those populations as well. Thus, even if
individuals migrated into this population from neighboring ones, there is a good
chance that the migrant will also be a PAV homozygote and therefore, won’t
introduce genetic variation into the population.
Even if a migrant did introduce an allelic variant of the PTC gene into the
population, it could be removed by genetic drift or be selected against for reasons
unrelated to the PTC sensitivity that it confers (I explain this more below). Hence, it
seems possible for there to be minimal migration of PTC variants into the population
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for a time as I have stipulated though the exact length of time that we could
realistically expect there to be minimal genetic variation at a particular locus
introduced into an isolated population by migration is unclear. I will assume that for
several thousand years in this population there is either no new genetic variation at
this locus introduced by migration or that the amount that is introduced is not
sufficient to overcome drift or is selected against for “other reasons”.
Finally, there is the important issue of mutation. Some might argue that my
PTC case is unrealistic because mutation is bound to introduce new genetic variants
in the PTC gene in any given population.30 I will address this argument directly by
attempting to calculate how often we would expect mutation to lead to genetic
variation at this locus in the population at issue, given the best information that is
available.
As mentioned previously, the PTC gene contains 1002 base pairs in a single
exon. Different estimates have been offered for the mutation rate in the human
genome. It should be noted that these are average mutation rates for single
nucleotides across the entire human genome. Individual sections of the genome
might have higher or lower mutation rates. I know of no mutation rate estimates that
are specific to the PTC gene, so I will assume that this section of the genome is
“average” in that its mutation rate is equal to the average. I will utilize two

30

Neander (2006), p. 594 comes very close to making this argument:
For one thing, it needs to be stressed that cases where there is absolutely no variation
over an evolutionarily significant length of time will almost never-perhaps never-occur...
To say that a trait has “gone to fixation” is NOT to say that mutations cease to occur.
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particular human mutation rate estimates in my calculation that appear to be among
the most inclusive estimates available.31
Roach et al. (2010) studied the genomes of a family of four with two siblings
and their parents and were able to locate 70% of the areas of the genomes of the two
children that should have been identical but were not due to mutation. From this,
they extrapolated a human intergeneration mutation rate of 1.1 x 10-8 per
position/per haploid genome/ per generation which corresponds to a mutation rate
of 2.2 x 10-8 per position/per diploid genome/ per generation.32 Their estimate was
only for single nucleotide mutational events.
Another estimate of the mutation rate in humans is provided by Lynch
(2010). By studying humans with autosomal dominant and X-linked disorders he
identified individuals as having new mutations based on a comparison with their
parental phenotypes. Roughly, if the parents of an individual with the disorder
don’t have the disorder and it is dominant, then there must have been a mutation.
Lynch found a base substitutional mutation rate of 2.0 x 10-9 per site /per generation.
This rate takes into account missense (non-synonymous), nonsense 33 and
presumably synonymous mutations. He also estimated the rate of single nucleotide
insertions and deletions as 0.2 x 10-9 and 0.5 x 10 -9 respectively. That yields an overall
estimate of the rate of single nucleotide mutations of 2.7 x 10-9 per site/ per

31

Other mutation rate estimates don’t take into account certain types of mutations such as
missense mutations as well as insertions and deletions.
32
This is similar to the mutation rate estimate of Nachman and Crowell (2000) (2.5 x 10-8 ).
Nachman and Crowell made their estimate by comparing pseudogenes between humans and
chimpanzees taking into account divergence time and generation length.
33
Nonsense mutations change a codon for one amino acid to a stop codon that stops transcription.
Synonymous and non-synonymous mutations are explained in the next paragraph.
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generation. As with Roach et al., multiple nucleotide substitutions were not included
in Lynch’s estimate.
In performing my calculation, it is important to differentiate synonymous
from non-synonymous mutations. Synonymous mutations change a codon for an
amino acid into another codon for that same amino acid whereas non-synonymous
mutations change the codon from coding for one amino acid to one that codes for a
different amino acid. It is usually assumed that synonymous mutations are generally
neutral and I will assume this for the sake of the calculation (though see below). 1/3
of the potential mutations in the coding exon of the PTC gene are expected to result
in synonymous substitutions (Campbell et al. (2011)). That means that 2/3 of all
mutations at this locus are expected to be non-synonymous. It is the latter that
pertains to my calculation since it is only genetic variation that might be selected
against that is relevant.
Among non-synonymous mutations, not all of them are detrimental to the
fitness of the organism. Some few are beneficial while others change the codon to
code for a similar amino acid with small (if any) effects on protein function (these are
called conservative substitutions). Thus, we also need an estimate of the percentage of
non-synonymous mutations that are detrimental to fitness. I will use the estimate of
Boyko et al. (2008) that 27-29% of non-synonymous mutations are neutral or nearly
neutral. Taking the intermediate value of 28%, it follows that 72% of nonsynonymous mutations are non-neutral. It is unknown exactly what effects on PTC
tasting would result from mutations at most locations along the PTC gene. Certain
variant alleles have been shown to have intermediate PTC sensitivity between PAV
and AVI (Campbell et al. (2011)) while others have either not been observed in
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nature or have not been systematically tested for their PTC sensitivity. Though
Boyko et al’s estimate does not guarantee that 72% of non-synonymous mutations
over any given stretch of DNA are non-neutral, given the absence of this data for the
PTC gene, I will assume for the sake of the calculation that the 72% rate applies to
this gene.
Using these estimates of mutation rate, the percentage of mutations that are
non-synonymous and the percentage of those that are detrimental to fitness, we can
use some basic math to calculate a rough estimate of how frequently fitnessdecreasing variants in the PTC gene would arise from genetic mutation. I’ll begin by
calculating the expected number of fitness decreasing mutations per generation (and
per year) at the TAS2R38 site in our small uniform population. This involves
multiplying the mutation rate for this site, the number of base pairs in the PTC gene,
the percent of mutations that are non-synonymous, the percent of non-synonymous
mutations that are fitness decreasing and the population size. Given that I am
hypothesizing a small, isolated population, a population size of 1,000 individuals
seems appropriate. For example, assuming a population size of 1,000 and Roach et
al.’s mutation rate estimate of 2.2 x 10-8 per site/ per generation, the calculation goes
as follows:
(mutation rate) (number of base pairs in the gene) (percentage of mutations
that are non-synonymous) (percentage of mutations that are fitness
decreasing) (population size) = (2.2 x 10-8) (1002) (2/3) (0.72) (1000) = .0105
deleterious mutations at TAS2R38/per generation, in this population.
This translates to an expectation of 1 deleterious mutation in the exon of this
gene (in this population) every 96 generations. If the generation length (i.e. average
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time until reproduction) is 25 years then this is an expectation of 1 deleterious
mutation every 2,400 years. If we instead employ the mutation rate estimate from
Lynch (2010) of 2.78 x 10-9 per site/ per generation, we end up with an even lower
rate of .0013 deleterious mutations per generation or 1 expected deleterious mutation
every 770 generations. Assuming a generation time of 25 years, that is 1 expected
deleterious mutation every 19,250 years.
Given this low rate of expected deleterious mutations and if migration is
extremely minimal as I’m assuming, then in order for a recent SE theorist like
Godfrey-Smith to still be able to hold that PTC tasting (and the PAV allele) were
selected “recently” in this population, he would have to maintain that “recent”
extends back quite a long ways potentially for thousands of years since the relevant
variation might not arise from mutation for this length of time. It also should be born
in mind that even if a relevant mutation occurred, there is no guarantee at all that it
would be removed from the population by selection. There is a good chance that it
will be removed by genetic drift before it has a chance to be selected against. For
instance, the individual with the mutation might fail to reproduce for reasons
unrelated to PTC tasting ability as he may simply decide not to have children. Even
if he does reproduce, the mutation might not be passed on to his children due to the
independent assortment of alleles on chromosomes (i.e. the sperm cells that produce
his children may not carry the mutated allele). For there is a 50% chance that any
child of the individual with the mutation will carry the mutation. Even if the
mutation was passed on to the next generation, there will be new opportunities for it
to be eliminated by drift at each generation.
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The mutation could also be eliminated by selection but for reasons unrelated
to its affect on the PTC tasting phenotype. It is possible that the PTC gene has other
pleiotropic effects and a mutation in it could for instance be lethal if it caused a
deficiency in an enzyme that catalyzes an essential chemical reaction.34 This would
involve selection against the mutant allele but it would be for the “wrong reasons”.
These considerations suggest that “recent” should extend back even further
in time to ensure that there was a variant that was actually selected against for the
“right reasons”. Otherwise, Godfrey-Smith’s recent SE theory could not say (as it
should) that PTC tasting has a normative function in this population after thousands
of years of uniformity. It is hard to say precisely how far “recent” needs to extend
backwards in this case. With Lynch’s mutation rate estimate, it might be on the order
of tens of thousands of years. Even using the more conservative mutation rate
estimate of Roach et al., once we take into account drift and selection for the wrong
reasons, recent might have to extend back over three thousand years.
Before moving on, I should note that the frequency of deleterious mutation
estimates that I made are probably a bit lower than what we would actually expect.
For instance, I did not consider mutations in the regulatory regions of the PTC gene,
which could potentially impact PTC tasting. Though they are less likely to impact
phenotype than mutations in the protein coding regions, mutations in the regulatory
regions of a gene could affect transcription of the gene by potentially preventing it or
by causing it to occur at an abnormally high or low rate. There doesn’t appear to be
any empirical data on the impact of mutations in the regulatory region of the PTC

34

Schwartz (1999) makes a similar point.
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gene. Taking these regions into account could increase the frequency of expected
fitness decreasing genetic variants that we’d expect to arise in a given unit of time.
Another reason that my estimate might be too low is that I only estimated
single nucleotide mutations whereas multiple nucleotide mutations also occur. For
instance, there could be multiple nucleotide insertions (or additions) as well as
multiple nucleotides being damaged or deleted. Mutational events of this sort could
potentially have dramatic effects on phenotype as something like it is thought to be
responsible for certain diseases of large effect such as Huntington’s disease.
However, it should be born in mind that multiple nucleotide mutations are far less
common than single nucleotide mutations. For instance, it has been suggested that
single nucleotide mutations are 25 times more common than all other mutations and
account for over 90% of all mutations (Kondrashov (2002)).
A third reason that my estimate might be too low is that like many others,
I’ve assumed that synonymous mutations are neutral but this isn’t entirely true.
Some alternative codons for the same amino acid may differ in the speed and
accuracy of transcription. They may also have affects on the stability of mRNA and
on the rate of translation (Griffiths et al. (2002)). So my calculations need to be taken
with a grain of salt.
The dilemma that the PTC case poses for Godfrey-Smith’s recent SE theory is
that in order to accommodate that case under my assumptions and estimations, he
must maintain that “recent” extends backwards in time potentially for many
thousands of years. That way, it would be more likely for there to have been a fitness
decreasing mutation that was selected against. But if many thousands of years into
the past (over 2,750 to be exact) counts as “recent” then his theory has trouble
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accommodating a different case where evolution occurs rapidly. The second case
that I will discuss is, so far as I can tell, the fastest rate of evolution that has been
demonstrated in humans (though much faster rates have been shown in other
species such as the finches that I discussed in the previous section).
It has been argued that an allele of a gene that contains a particular single
nucleotide polymorphism (SNP) that might be related to the regulation of red blood
cell production has undergone rapid evolution between Tibetans and Han Chinese
(Yi et al. (2010)). Yi et al. maintain that natural selection has driven the allele with
this SNP to a higher frequency in Tibetan populations because it is advantageous in
dealing with the altitude of Tibet (the SNP differs in frequency by 78% between the
two populations). This evolutionary change has occurred over the last 2,750 years
since it is thought that the Tibetans and the Han Chinese diverged.
The PTC case suggested that depending on the mutation rate estimate (again,
with no migration), Godfrey-Smith’s recent SE theory might have to consider
“recent” to extend back from several thousand to perhaps tens of thousands of years.
If the truth lies somewhere in between, that is still longer than the time that
evolution occurred in the Tibet case. Consistency requires that what counts as
“recent” in one case also counts as recent in the other case. The problem with this is
that if “recent” extends back say ten thousand years, then “recently” the Tibetan red
blood cell enhancing allele has both been selected and not been selected. Hence, it
both does and does not have a normative function according to Godfrey-Smith’s
recent SE theory. This is contradictory. The PTC case forces recent SE theories like
Godfrey-Smith’s to hold that “recent” extends back a considerable length of time
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which prevents the theory from being able to accommodate cases where evolution
occurs rapidly, as in the Tibetan case.35
Perhaps Godfrey-Smith would respond that how much time counts as
“recent” varies depending on the details of the case. For instance, the PTC case
involves a trait that has gone to fixation whereas the Tibetan case does not. So it
might be argued that what counts as “recent” in the one case needn’t be the same as
the other due to this difference between them.36
In response, we can easily imagine the red blood cell allele going to fixation
in the Tibetan case, perhaps in the same length of time if the trait was highly
beneficial to fitness and those without it could not survive at altitude. If so, the two
cases (PTC and Tibetan) would not differ in this respect and it would appear that
what counts as recent in the two cases should be similar. We should allow that
Godfrey-Smith might be able to articulate principles that specify how “recent” varies
in different contexts but he has not, as of yet, produced such principles. In any event,
I still think that we can generate problems for his theory based upon distinct cases
that occur in similar contexts.
Again, whether my specific argument here succeeds depends on whether the
details of the PTC case turn out as I have supposed and there was significant
speculation involved. For instance, my assumption of minimal to no migration for

35

Godfrey-Smith could modify his theory to hold that a trait has a normative function to x so long
as it was selected to x at any point in the “recent” past where this could extend back over tens of
thousands of years. A trait lacks such a normative function if it was not selected to x at any point
in the “recent” past. This removes the contradiction but it leads to other problems. For instance,
selection for the trait may have occurred in the very distant reaches of the “recent” past but over
the many (thousands) of years since, the trait could have been selected against or it could have
been neutral and subject to regressive evolution. In either case, this modified version of GodfreySmith’s theory holds that the trait still has a normative function today, which seems wrong.
36
Robert Brandon raised this objection to my argument.
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this long might be unrealistic and it’s also possible that there are other genetic
influences on PTC tasting so that other genes or the regulatory regions of genes
would need to be considered in the calculation.37 But the more general conceptual
point remains. A case like this with similar genetic influences on a phenotype in a
small, isolated, uniform population puts pressure on the recent SE theory to extend
“recent” back in time. Yet, cases like the altitude adaptation gene in Tibet suggest
that this could be problematic. The recent selection theory cannot simultaneously
accommodate both types of cases38. Hence, the dilemma. It is not clear how this can
be resolved.
In the next section, I will discuss another problem for the recent SE theory:
traits that are thought to have been adaptive and favored by selection in the recent
past but which are still regarded as dysfunctional.

3.5 Dysfunctional Selected Traits
A second kind of problem for recent SE theories are cases where a trait is
thought to have been adaptive in the recent past and favored by selection but is still
thought to be dysfunctional. In such cases, the recent SE theory mistakenly implies
that the individual with the trait is functioning properly. I will discuss an example
along these line proposed by evolutionary psychiatrists though I will be treating it
from the perspective of neuroscience. The example that I will focus on here is
schizophrenia.39

37

It’s also possible that the mutation rate in this gene is higher than the estimates I used and that
more than 72% of mutations in this gene are deleterious.
38
At least, not without introducing other problems. See note 35.
39
A similar argument to the one that I’m making here has been proposed against evolutionary
theories of disorder such as that of Wakefield (1992a, 1992b). This argument alleges that a trait can
be functioning just as it was “designed” by selection but still constitute a disorder (see Murphy
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Schizophrenia is generally a maladaptive condition in most present-day
societies with individuals who suffer from it having a lower rate of survival and
reproduction, the latter especially among males, than normal individuals. Several
studies appear to confirm this. For instance, a study of mentally ill patients in
London (Chang et al. (2011)) found that male schizophrenics have a life expectancy
that is 14.6 years less than the average UK male while that of female schizophrenics
is 9.8 years less than average females in the population.
Another study compared the fertility rates of schizophrenics who had been
admitted to psychiatric hospitals in Denmark to that of normal individuals (Laursen
and Munk-Olsen (2010)). They found that among Danish schizophrenic women who
had not yet had children at their time of admission to the hospital, that their rate of
having a first child subsequently was only 18% that of normal Danish women from
the same age group. The rate of having a first child for male schizophrenics in the
same group was only 10% that of normal Danish men from the same age group.
Though it should be noted here that other studies have not always found that
schizophrenic women have lower reproductive rates than normal women in present
day societies.40 The lower rates of survival and reproduction of schizophrenics were
probably even more pronounced in past times.

and Woolfolk (2000), Lilienfeld and Marino (1995, 1999) and Woolfolk (1999)). However, these
writers don’t make the further claim that these cases of disorders are also dysfunctions, which is
my present concern. As a result, unlike my argument, theirs does not directly challenge the
recent-SE or other etiological theories of functions, which do not, as such, offer an account of
disorder. Roe and Murphy (2011) on the other hand, do extend the argument to dysfunctions, as I
do.
40
I am thankful to Gary Gala for pointing this out to me.
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The maladaptive nature of schizophrenia raises a puzzle about why it wasn’t
eliminated long ago by selection. One hypothesis that is postulated by Polimeni and
Reiss (2002, 2003) is that the presence of schizophrenia might have been beneficial to
the group in past human tribes. They point to similarities between the characteristics
of schizophrenics and shamans in ancient tribes of hunter-gatherers. Psychotic
experiences in shamans may have helped them lead their tribes in spiritual
ceremonies, which fostered group cohesion. The hallucinations, delusions and social
withdrawal of the schizophrenic shamans would have added to the believability that
they are conduits of supernatural forces. As a result, Polimeni and Reiss argue that
the presence of schizophrenics would have made past tribes more successful and
hence, using a group selection model, schizophrenia might have been favored by
selection.
Aside from the obvious question of whether there is any more direct evidence
in favor of this “shaman” hypothesis, it also has another complication. This stems
from the fact that many individuals who are diagnosed with schizophrenia have
symptoms that differ widely from one another. Some schizophrenics have
symptoms of hallucinations and bizarre delusions while others might lack these and
instead be catatonic and lacking in volition. This leads to an ambiguity when it is
said that “schizophrenia” was selected. It also seems highly unlikely that the latter
group of catatonic schizophrenics would have been at all beneficial to past groups of
hunter-gatherers. Perhaps Polimeni and Reiss can resolve this issue by narrowing
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down their claim to a particular type of schizophrenia that they claim was favored
by selection so as not to include all types. 41
Now, it is highly unlikely that schizophrenia has these postulated adaptive
effects on most present day societies since they are not organized into small groups
with schizophrenic shamans leading their spiritual lives. Furthermore, it was noted
above that present day schizophrenics generally have shorter life expectancies and at
least for men, less reproductive success than normal individuals. Thus, it seems
unlikely that it is currently being favored by selection. Yet, on some construals of
what counts as “recent” selection such as perhaps Griffiths’ and Godfrey-Smith’s
views, if Polimeni and Reiss are correct, then schizophrenia is a properly functioning
condition since it was favored “recently” by selection. Even if it is argued that the
condition wasn’t favored in the recent past from the present moment in time, we can
simply look back to the period when it was selected in the recent past and raise the
issue for the recent SE theory from that moment in time.
The problem with this outcome is that schizophrenia is universally regarded
as a dysfunctional condition, not only in psychiatry but also in neuroscience, whether
it occurs at present or at a past moment in time where it may have been recently
selected. In fact, one could argue that it is a paradigmatic example of dysfunction in
biology. We see this clearly in the following quotations from articles in The Journal of
Neuroscience and The Journal of Neurophysiology:
Abnormalities in gamma and beta synchronization are implicated in many
brain disorders involving cognitive dysfunction, including schizophrenia,
Parkinson’s, autism, and Alzheimer’s disease. (Vierling-Claassen et al. (2008),
p. 2656)

41
I am thankful to Gary Gala and Dan Moseley for bringing this complication about
schizophrenia to my attention.
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Our findings suggest that schizophrenia patients are impaired in the longrange synchronization of neural responses, which may reflect a core deficit in
the coordination of neural activity and underlie the specific cognitive
dysfunctions associated with the disorder. (Uhlhaas et al. (2006), p. 8168)
Even Polimeni and Reiss, who argued that schizophrenia was selected in the
past, would likely regard it as dysfunctional.42 This presents a problem for the recent
SE theory as a purported attempt to capture the conception of normative functions
in the biological sciences, because in certain circumstances, it would regard
schizophrenia as a properly functioning condition not as dysfunction. This does not
accord with how neuroscientists (and psychiatrists) regard the condition.
Now I want to be clear about what I am arguing here and what I am not
committing myself to. I am not arguing that the shaman hypothesis about the
evolution of schizophrenia is correct. It may very well be wrong and I am not going
to assess it here. The point is rather that if this hypothesis became widely accepted in
the scientific community, neuroscientists still would regard schizophrenia as
dysfunctional both at present and in the past. 43 Yet, the recent SE theory holds that in
certain circumstances, schizophrenia is not dysfunctional. This suggests that the
concept of dysfunction employed in the neurosciences is not captured by the recent
SE theory.44

42

For example, they write that schizophrenia is a “mental disorder with little adaptive benefit to
the individual in western culture.” (Polimeni and Reiss (2002, p. 246)) Granted, that doesn’t quite
say that schizophrenia is “dysfunctional” but it’s very close.
43
Discussions with several psychiatrists and neuroscientists have supported this. I am thankful to
Alison Adcock, Peter Nicholls and Gary Gala here.
44
Roe and Murphy (2011) similarly argue that the concept of dysfunction in psychiatry isn’t tied
to selection history because of the possibility that conditions such as schizophrenia, depression
and psychosis may be adaptations. Unlike my argument, however, they don’t mention any
specific reasons for thinking that these are adaptations nor do they extend the argument beyond
psychiatry to the neurosciences.
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Let us now evaluate a potential response that a recent SE theorist could give
to this argument. One response is to flat out deny that schizophrenia is a dysfunction
if the shaman hypothesis turns out correct. One might say that there is a “mismatch”
between the environment of selection (i.e. people living in small groups) and the
current environment but this does not make schizophrenia dysfunctional; just as a
recent SE theorist would say that my eyes are not dysfunctional if I enter a pitchblack cave and can no longer see. Or perhaps one wants to say that schizophrenia is
proper functioning at the group level if it was recently selected in the manner
proposed by the shaman hypothesis but it is a malfunctioning condition at the
individual level. If neuroscientists continue to regard schizophrenia as dysfunctional
across the board, in light of good evidence in favor of this evolutionary hypothesis,
they are simply wrong.
The problem with this response is that the dysfunctional nature of
schizophrenia is simply not “up for grabs” in the neurosciences. Recall that I am
working largely within the framework of conceptual analysis of the normative
function concept in certain of the biological sciences as I outlined in 2.1. This
approach generally accepts the function and dysfunction assignments of the
biological sciences unless we have a good reason to think that they are in error. Is
there such reason in the schizophrenia case? It seems that the only grounds that the
recent SE theorist could give of their erring here is that they are assigning
dysfunctions in a way that doesn’t accord with the recent SE theory. But that, in
itself, is not sufficient reason to think that biologists are in error. It might be if the
theory was extremely well confirmed like Darwin’s theory of evolution by natural
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selection. But despite its wide acceptance, it is not so well confirmed as my
arguments in 3.3 and 3.4 attest.
In the next section, I will discuss another version of the SE theory (the
direction of selection approach) to see if it better handles the problems that I’ve
raised with the recent SE theory. I will argue that it does not.

3.6 The Direction of Selection Approach
A similar SE theory that is also geared to handle vestigial traits and relatively
quick changes in selection pressures is that proposed by Neander and Neander and
Rosenberg in several recent papers (Neander (2002a, forthcominga), Neander and
Rosenberg (forthcoming)). To see how this theory works, we start out with a trait
that currently performs the function F but we are wondering whether it has the
function to F. On their view, we draw up a lineage of the trait through time and
demarcate the points where selection for the trait doing F started and stopped,
which documents changes in the direction of selection for this trait. Once this is
done, Neander and Rosenberg (forthcoming) tell us that we determine the function
of the trait as follows:
Draw a line in the lineage whenever there is a stop or start in selection for
performing F. If there was selection for performing F operating on traits
ancestral to x within its segment of the lineage, then x has the function to F.
Let’s see how this works by considering the heart. On this view, we look back
to the time where selection for the heart’s pumping blood (F) started prior to which
there was no selection for its pumping blood. Presumably, this occurred a very long
time ago. Since there was selection for pumping blood in ancestors of current hearts
within their segment of the lineage, current hearts have the function to pump blood
according to this theory. In this way, the theory does not confine itself to merely
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“recent” selection history since in the case of the heart, its segment of the lineage
extends back pretty far in time. I will call this the direction of selection approach.
Given this characterization, it appears that the direction of selection approach
founders on “no variation” cases just like the recent selection theory. In the example
of the small, uniform population of PTC tasters, selection ceases (by definition) when
the population becomes uniform. Assuming that the population remains uniform for
a time, subsequent PTC tasters in the population then belong to a segment of the
lineage in which there wasn’t selection for tasting, meaning that they don’t seem to
have the normative function to taste PTC according to the direction of selection
approach. This runs contrary to what the biological sciences tell us.
Despite this appearance, Neander (forthcominga) claims that absence of
variation doesn’t count as a change in the direction of selection:
Even if there had been an absence of variation for a time, this would not
amount to a change in the direction of selection. If the episodes of selection
become exceedingly thin or even non-existent for a time due to a lack of
variation from which to select, the direction of selection does not thereby
change. Like a hiker on a path, it can walk a while and then pause before
resuming the same path again.
The problem with this proposal is that it prevents the theory from being able
to label certain traits as vestigial. In cases where a trait ceases to perform a function
for numerous generations and selection for it ceases, we wish to say that the trait has
gone vestigial with respect to that function. But on Neander’s proposal, we can’t say
that unless there was a change in the direction of selection such as, perhaps,
selection against the trait. Yet, we want to say that a trait has gone vestigial even
when that doesn’t occur. It will be easiest to see this point by considering a fictional,
but realistic example.
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Consider the following scenario: suppose there is a population of
salamanders composed mostly of individuals with poor but still functional vision
living at the outskirts of a cave where there is limited light. A small number of those
salamanders have worse vision than the rest and can’t really see at all. Ordinarily,
the latter salamanders would be selected against for their poor vision but by random
chance, a flood happens to kill off the sighted salamanders but spares those with
extremely poor vision. The surviving salamanders continue to live in their present
location but notice that there is no variation in the visual abilities (or lack thereof) of
the surviving salamanders in this scenario.
In this case, we want to say that the eyes of the cave dwelling salamanders
have gone vestigial. But now suppose that by some lucky mutations, rudimentary
sight is slowly restored to their eyes and is selected for once again. On Neander’s
proposal, we are forced to say that the salamander eyes were never vestigial because
like a walker on a path, selection has paused for a while and then resumed the same
path again. To better handle vestigial traits of this sort, selection ceasing for lack of
variation or otherwise, should amount to a change in the direction of selection. But if
that is admitted, then the direction of selection approach is in the same boat as the
recent selection theory. It is forced to say that if selection for PTC tasting ceases for
lack of variation then the normative functions associated with this trait also
disappear for individuals who share this segment of the lingeage, which is
problematic, as we’ve seen.
The direction of selection approach also has trouble with the schizophrenia
case under the assumption that the shaman hypothesis is correct. With respect to
current schizophrenics living in westernized societies, the theory implies that the
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condition is not proper functioning because there has been a change in the direction
of selection from the point where it was allegedly favored by selection. In other
words, the segment of the lineage that includes current schizophrenics lacks
ancestors of the trait who were selected for. But in that case, schizophrenia is a
condition without a function; not a dysfunctional condition as it is regarded in the
biological sciences. This point is not decisive, however, because it could be argued
that schizophrenia involves a failure to perform other functions that have been
selected for and on that grounds, it is dysfunctional.
But there is a more serious problem. If we look back to the time when
schizophrenia was, on the hypothesis under consideration, favored by selection, i.e.
when human populations were mostly organized into small groups of hunter
gatherers, the direction of selection approach implies that it was a proper
functioning condition then (or soon thereafter). Yet, according to biological scientists,
schizophrenia was a dysfunctional condition even then. The general problem here is
the same as it was for the recent SE theory: a condition can be selected but still be
dysfunctional according to the biological sciences, which suggests that dysfunction,
in those sciences, is not determined by selection history.

3.7 Conclusion
In sum, I have argued in this chapter that the best worked out ways for SE
theories to handle vestigial traits and changes in functions still have significant
problems accounting for the normative functions in biology. I argued that the recent
SE theory and the direction of selection approach falter when there hasn’t been
recent variation and have trouble with traits that were favored by selection, perhaps
recently, but which are still regarded as dysfunctional. Given that these are the most
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plausible SE theories out there, I think it is safe to conclude that any pure SE theory is
going to have similar problems if it hopes to also handle vestigial traits and changes
in functions.45 These problems suggest that SE theories that rely entirely on selection
history to fix functions do not adequately account for the normative functions in
biology.
In the next chapter, I will propose a theory of normative functions that I claim
can evade the problematic issues that SE theories face.46

45

Schwartz (1999, 2002) offers a “mixed” (or impure) SE theory that attempts to handle the “no
variation” cases by appealing to recent contributions to fitness independently of whether that led
to selection. However, given that his is not a pure SE theory, I will not discuss it here though I do
discuss it in more detail in chapter 5.
46
I am grateful to Fred Dretske for comments on several editions of this chapter and I am
especially grateful to Karen Neander for extremely helpful comments on multiple versions of the
chapter. Robert Brandon raised some interesting criticisms of my arguments at my dissertation
defense. I am also thankful to the UNC Philosophy and Psychiatry research group for useful
discussion of portions of the chapter. Lastly, I would like to thank the participants in the Duke
Philosophy Work-in-Progress Seminar for their feedback.
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4. How to Use Statistics to Account for Normative
Functions
In the previous chapter, I argued that SE theories that rely entirely on
selection history to fix functions do not adequately account for the normative
functions in biology. Specifically, I discussed several problematic types of cases for
different versions of the theory. The present chapter develops an alternative theory
of normative functions that does a better job of handling these cases.
Roughly, the theory that I defend here holds that tokens of a trait type have
the normative function to do something y if it is typical for tokens of that type of trait
to y and their doing y contributes to the inclusive fitness of the organisms that
possess the trait. In turn, this theory defines malfunctioning trait tokens as those
whose effects that typically make positive contributions to fitness fall below the
“normal” range in the population. I call this theory the statistical fitness theory of
normative functions, abbreviated as SFT.
The general strategy of accounting for normative biological functions by
utilizing statistics and contributions to fitness (in some sense) is not a novel one.
Several philosophers have suggested that a biological malfunction is a token of a
type that does not have the standard or typical effect or make the standard or typical
contribution of its type to survival and reproduction (see Prior (1985), Craver (2001)
and Lewens (2004)). Statistical considerations are also involved in many theories’
claim that the biological (or normal) function of a trait is what it typically, standardly,
or characteristically does (or did) to significantly contribute to fitness (see Wimsatt
(1972), Ruse (1973), Boorse (1976, 1977, 2002), Walsh and Ariew (1996), Schwartz
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(1999, 2002) and Lewens (2004)). However, these theories do not offer much
elaboration of what typically, standardly and characteristically amount to.
SFT tries to make these notions more precise. Statistical theories such as
Boorse’s were also vulnerable to serious objections such as the notorious problem of
epidemic disease. SFT attempts to handle this case (as well as other objections) in
ways that Boorse’s theory did not. I will also argue that SFT avoids the problems
with the SE theory that I discussed in the previous chapter and provides a viable
theory of normative functions for biology.
This chapter is divided into the following sections: In 4.1, I begin with an
explication of Boorse’s theory of normative functions, as it is the most developed
statistical/ fitness theory in the literature. I also discuss a significant objection that
was posed against Boorse’s theory, the problem of epidemic disease. 4.2 (including
its subsections) outlines the statistical fitness theory of normative functions (SFT)
and demonstrates how it works with a particular example. I also argue in this
section that SFT can handle the problem of epidemic disease. In section 4.3, I defend
SFT from numerous other objections that have been raised against theories of its kin.
4.4 concludes the chapter.

4.1.1 Boorse’s Theory of Normative Functions
Christopher Boorse developed an influential theory of normal and abnormal
functions in a series of papers several decades ago (see especially Boorse (1976,
1977)). The theory is revisited in Boorse (2002) where he responds to numerous
objections to his account. I’ll begin with Boorse’s most general view on functions
though I am primarily interested in his account of normal and abnormal functions. My
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explication of Boorse’s theory will not be entirely descriptive, as I will suggest some
friendly emendations where appropriate.
In general, Boorse holds that, “Functions are, purely and simply,
contributions to goals.” (Boorse (1976), p. 77) He takes a cybernetic, behaviorist
approach in his analysis of “goal-directedness”, initially siding with Sommerhof’s
account, which holds that,
To say that an action or process A is directed to the goal G is to say not only
that A is what is required for G, but also that within some range of
environmental variation A would have been modified in whatever way was
required for G. (ibid., p. 78)
With regards to physiology, Boorse suggests that there exists a hierarchy of
goals with the goals of individual survival and reproduction at the apex of this
hierarchy. Furthermore, whatever contributes to these goals reliably, in a species or
other reference class is assigned a physiological function (ibid., p. 84, Boorse (1977), p.
556).
The cybernetic conception of goal-directedness is highly controversial.
Concerns have been raised in the literature that it (even with sophisticated
modifications) has numerous problems including one of over breadth, in that it
assigns goals to systems that allegedly lack them (see Bedau (1992a) and Nissen
(1997), chapters 1 and 2). I want to avoid getting into these issues. We can make
Boorse’s account less controversial by leaving out goal-directedness and taking it to
hold that traits with functions (in physiology and in the other biological sciences) are
traits that reliably or standardly, in a species or other reference class, contribute to
individual survival and reproduction. Some of Boorse’s later remarks are consistent
with this, as he says that: “within biology the GGC [general goal contribution]
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analysis gives the same results as one defining biological functions, specifically, as
causal contributions to fitness.” (Boorse (2002), p. 64)1
Boorse’s theory gives rise to the question of what a reliable or standard
contribution to fitness amounts to. In his earlier writings, Boorse suggested that this
depends on our background interests (or whatever relevance conditions we impose)
in the context in which the function statement is made (Boorse (1976), p. 81). In a
later paper (Boorse (2002), p. 71, 87), how often or consistently the function is
performed determines “reliability”, while how often is “often enough” depends on
our background interests. All of this suggests that for Boorse, something has the
physiological function to y if it consistently, in a species or other reference class,
contributes to individual survival and reproduction by doing y where the criterion
for “consistently” is determined by our background interests.
Boorse’s account of physiological functions is extremely similar to his account
of normal functions that was developed initially in Boorse (1977) and holds that:
A normal function of a part or process within members of the reference class is
a statistically typical contribution by it to their individual survival and
reproduction.
The reference class is defined as “a natural class of organisms of uniform
functional design; specifically, an age group of a sex of a species.” (Boorse (1977), p.
555) Boorse relativizes the reference class to sex because some traits are unique to
particular sexes. Similarly, reference classes are age group specific because in species

1

Though he insists that functions, in general, should not solely be understood in terms of reliable
contributions to survival and reproduction because that would fail to account for artifact
functions (Boorse (2002), p. 64). Since I am only concerned with biological functions here, I set
this issue to the side.
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that have dissimilar life stages such as caterpillar, pupa, and butterfly, functions can
be specific to the different life stages.
Turning to abnormal functioning for Boorse, it “occurs when some function’s
efficiency falls more than a certain distance below the population mean.” (ibid., p.
559) According to Boorse, this distance “can only be conventionally chosen.” (ibid.,
p. 559) A point to notice here is that when Boorse divides a population into normal
and abnormal functioning groups, he doesn’t differentiate between them by the
actual production of some effect, e.g. how many hormones thyroids secrete. Instead,
the demarcation is based on how efficiently a function is performed, e.g. how
efficiently thyroids contribute to survival and reproduction by secreting hormones.
However, according to Boorse, a token trait must have some positive amount
of functional efficiency for it to have a function. In the case of a token of say, a
human heart, that has completely lost the ability to perform what is the normal
function of other tokens of its type (i.e. completely lost the ability to pump blood),
Boorse maintains that, “it has no function.” (Boorse (2002), p. 89) This leads to the
bizarre outcome that a severely damaged heart is functioning abnormally with
respect to the other hearts in its reference class yet it has no function. It is usually
thought that for something to function abnormally or dysfunction with respect to y
is for it to have the function to y but lose the capacity or fail to y in the right
circumstances. Thus, Boorse’s view is counterintuitive in this respect. He can easily
avoid this potential problem by dropping the requirement that a trait must have
some positive functional efficiency in order for it to have a function.
To enable Boorse’s theory to encompass all of the normative functional
language in the biological sciences, I will interpret his account of abnormal
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functioning to also apply to dysfunction and malfunction.2 On this interpretation,
Boorse holds that a token trait malfunctions (or dysfunctions) if the efficiency of its
contribution to survival and reproduction by performing a function falls more than a
certain distance below the mean in a reference class consisting of an age group of a
sex of a species.3

4.1.2 The Problem of Epidemic Disease
I’ll now turn to what has probably been the most influential objection to
Boorse’s theory. Defusing the force of this objection is a central objective for SFT as
we’ll see in the next section. A major hurdle facing statistical accounts of
malfunction like Boorse’s is the problem of pandemic/epidemic disease. This
problem was brought to the fore by Neander (see Neander (1983, 1991a, 1991b, 1995,
2002b).4 She says that,
However, biological norms cannot be reduced to statistical norms, as we can
see by noting that dysfunction can become widespread within a population
through epidemics or major environmental disasters. A statistical definition
of biological norms implies that when a trait standardly fails to perform its
function, its function ceases to be its function; so that if enough of us are
stricken with disease (roughly, are dysfunctional) we cease to be diseased,
which is nonsense. (Neander (1991a), p. 182)
The issue that Neander is raising is if a disease epidemic or environmental
disaster hits a population that causes what we take to be widespread functional
failures, Boorse’s and other statistical theories could not designate them as such. If

2

Though Boorse says that “malfunction” is not really a biomedical term. He is clearly mistaken
about this (see 2.3).
3
This view is similar to Prior (1985)’s account of malfunction.
4
Also see Griffiths (1992) and Wachbroit (1994). Schwartz (2007) raises what he calls “the
problem of common disease”, which is allegedly distinguishable from the issue of epidemic
disease because in “common disease” cases 1) function is reduced, not lost 2) the problem arises if
a significant minority of the population have decreased function. As far as I can tell, Neander also
thought that these cases fell under the heading of the problem of epidemic disease as she presents
it.
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the epidemic caused the functional efficiency of a trait to drop considerably then this
comparably low level of efficiency would become the new population mean and
hence count as normal functioning for Boorse. In that case, it would not be
malfunction. For example, suppose that the drinking water in a population became
contaminated and the entire population came down with hepatitis E. The mean
functional efficiency of livers in that population would now be quite low compared
to what it was prior to the hepatitis outbreak. Boorse’s theory would not designate
the diseased livers as malfunctioning because they are now the norm. This seems flat
out wrong according to Neander and it appears that biological science is on her side.
Boorse had earlier considered a similar problem for his theory of universal
diseases such as atherosclerosis, minor tooth decay and lung irritation and has
proposed a number of ways to deal with the problem in different places. He
suggested initially that these are environmentally caused injuries and added a
stipulation to his theory that any environmental injury automatically results in
dysfunction (Boorse (1977), p. 566-7). At another point, he claimed that universal and
pandemic diseases are dysfunctional according to his theory if we extend the
reference class far enough back in time prior to the onset of the pandemic or
universal prevalence of the disease. Relative to the historical time slice of the species,
the present “poorly” functioning traits would not be standard or typical and could
as such, be designated as dysfunctional.5 However, Boorse says that he no longer
favors these moves (Boorse (2002), p. 103).6 Instead, he says that he has come to

5

Arguments against this “time slice” maneuver can be found in Neander (2002b).
Though strangely, earlier in the paper (p. 85-6) when discussing an example of an isolated
population of birds on a windy island where flight is detrimental to survival, he appeals to an
extended time slice of the species to explain how a current broken bird wing counts as being
6
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believe that medicine is wrong to recognize universal diseases because it lacks a
coherent concept of pathology that can make them pathological (Boorse (2002), p.
103). Similarly, with respect to devastating pandemic diseases that debilitate the
functional efficiency of a trait in a species, Boorse now holds that this results in
species wide losses of function, not dysfunction (Boorse (2002), p. 94).
Unfortunately, Boorse’s latest suggestions do not shed light on how he would
deal with the much more common epidemic or pandemic diseases that reduce the
standard or typical functional efficiency of a trait in a population without completely
debilitating it. Such epidemic diseases certainly occur and both intuitively and
according to biological science, those who suffer from the disease in such cases are
dysfunctional.7 Yet, as we’ve seen, these cases are problematic for statistical theories
like Boorse’s and his latest remarks on the issue do not point the way towards a
solution. Dealing with this issue is one of the primary objectives for the statistical
fitness theory of normative functions that I introduce in the next section.

4.2.1 Introducing the Statistical Fitness Theory of Normative
Functions (SFT)
The statistical fitness theory of normative functions (SFT) that I will defend
here holds roughly that traits that have normative functions typically contribute to
the inclusive fitness of their possessors. We saw that this is approximately Boorse’s
view once we remove the controversial goal-directed aspect of his theory. However,
SFT differs in important ways from Boorse’s theory, as will become clear shortly. I’ll

abnormal in function. It’s not clear how to reconcile this with his later disavowals of the “time
slice” maneuver.
7
His latest remarks also don’t address the issue of epidemic diseases that eliminate the functional
efficiency of a trait in the majority of, but not the entire population.
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first state SFT’s canonical account of “having a function” and then proceed to
unpack it. SFT holds that where x refers to a token of a type of trait and r refers to a
reference class,
x has the function to y in r under certain circumstances if and only if it is
typical for x’s in r to do y under those circumstances and by doing y under
those circumstances it contributes to the inclusive fitness of the individual
that possesses that token x.8
Numerous components of this account need to be clarified; I’ll begin with
inclusive fitness.9 Fitness is to be understood in accordance with the propensity theory
of fitness espoused by Mills and Beatty (1979) and Brandon (1978). The propensity
theory of fitness holds that fitness is a complex dispositional property of an
organism. More specifically, the fitness of an organism is its propensity to survive
and reproduce in a particularly specified environment. Since it is inclusive fitness
that SFT appeals to, the propensity to reproduce aspect of fitness should be understood
as the propensity of the organism to pass its genes on to future generations. In this
way, worker bees that attack invaders of their hive contribute to their inclusive
fitness even though they do not, themselves, reproduce. Thus, SFT holds that if x has
the function to y in a reference class r, under certain circumstances, then typically x’s
in r do y under those circumstances and their doing so contributes to the propensity
of the individual possessing x to survive and/or reproduce.

8

Many other philosophers have expressed sympathy towards ahistorical “fitness” theories of
having a function that bear some similarity to SFT’s account. This includes: Canfield (1964), Ruse
(1971), Bechtel (1986), Bigelow and Pargetter (1987), Horan (1989), Lewens (2004) and Griffiths
(2009).
9
For ease of exposition, I will just say “fitness” from now on to refer to inclusive fitness.

70

Notice that by interpreting fitness as a propensity, I do not claim that traits
that contribute to fitness necessarily cause the individual to live longer or reproduce
more. An individual with the trait may fail to do so by sheer accident, despite this
contribution. For example, he/she may be struck by lightning before he/she has a
chance to reproduce. However, traits that have functions typically contribute to the
propensity of the individual that possesses them to either survive and/or reproduce.
Now, according to SFT, when a trait contributes to the fitness of an organism that
means that it performs a causal role function (see 2.2) towards the organism’s
propensity to survive and/or reproduce. This is similar to how Buller (1998)
understands contributions to fitness.10 Buller says that if we treat fitness as the
containing system then,
A trait T can thus be said to make a contribution to fitness by producing an
effect E if T’s producing E constitutes a causal contribution to a complex
process involved in a component of fitness. (Buller (1998), p. 509)
According to Buller, the components of fitness include viability, fertility,
fecundity and mating ability. Likewise, SFT holds that when a trait contributes to
fitness, it plays a causal role function towards the organism’s propensity to be viable,
fertile, etc.11

10

Schwartz (1999, 2002) also has a similar understanding.
According to other “fitness” theories of functions, to say that a trait contributes to survival and
reproduction means that in the absence of the trait, the individual would survive or reproduce
less. Critics have pointed out that this counterfactual consideration is problematic for several
reasons. First, we cannot remove a trait without affecting other characteristics of the organism
meaning that in this counterfactual scenario we are not really considering the absence of only one
trait. Second, if hypothetically, a trait were removed this raises the question of what the organism
does instead, which is allegedly indeterminate. For a discussion of these issues see Frankfurt and
Poole (1966), Baublys (1975) and Millikan (1989b, 2002). SFT avoids these issues because it does
not use counterfactuals to evaluate whether a trait contributes to fitness. Millikan (2002) appears
to also object to SFT’s approach holding that contributions to fitness only make sense in the
context of natural selection. See Lewens (2004) for a convincing reply.
11
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Another feature of SFT’s account of having a function that should be clarified
is the notion of typicality. As I mentioned at the beginning of the chapter, numerous
“fitness” theories of functions hold that traits with functions typically contribute to
fitness but don’t specify how typical should be quantified. SFT makes this notion
more precise. It holds that when x’s typically do y in a reference class under certain
circumstances, that entails that roughly 30% or more of the x’s in the reference class
do y at some point, under those circumstances.12 If fewer than 30% of the x’s do y in a
reference class under certain circumstances, then x’s do not have the function to y in
that reference class under those circumstances. This percentage (30%) is a
conservative estimate of how many members of a reference class must perform a
function for the type, and by extension, its individual tokens, to posses it as a
normative function.
While SFT has set the bar, so to speak, at roughly 30%, we should remember
that this is intended to be a rough boundary. In cases where the percentage is
slightly lower (e.g. 29% or 28%) biological scientists may still attribute normative
functions to the trait though the lower we get from 30%, the less inclined they would
be to say that x has the function to y as opposed to x functions as a y for those
organisms in which their x’s do y. In contrast to “has a function”, “functions as”
employs a non-normative, causal role sense of function (see 2.2).
In this way, SFT is compatible with the widely held intuition that fortuitous,
rare contributions that traits make to fitness aren’t the normative function of those

12

I will shortly define the normal functional range of a trait as consisting of +/- two standard
deviations from the mean of its effects in a reference class. 30% is analogous to the very bottom of
the normal functional range in a uniform statistical distribution.
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traits.13 To borrow an example from Boorse (1977), a squirrel might catch its tail in a
crack preventing it from being run over by a car but that would not make defense
against cars a function of tails. In such cases, we are inclined to say that the trait is
performing the y function or functioning as a y where y refers to what the trait is doing
to contribute to fitness (see Boorse (2002)). Biological scientists appear to treat such
cases in a similar fashion.
In measuring how many x’s do y to determine whether the conditions for
typicality are satisfied we do not just observe what x’s are doing at this exact
moment in time. Doing so would clearly be problematic. For example, if everyone on
earth is currently stationary, say they are all watching a monumental event on
television that would not prevent human legs from having the function of
locomotion. It seems that to determine typicality, we need to look at how many x’s
have done y during a time period that extends somewhat backwards in time. SFT
holds that this time period is approximately the average lifespan of a member of the
species.14 In that sense, SFT is “backwards looking” though it clearly differs
substantially from historical theories such as SE theories.15
SFT adds its “certain circumstances” clause because many functions are not
performed continuously, around the clock. Some are only performed under specific
circumstances. If we were to determine a trait’s function based on what it usually
does, taking all times into account, then sperm would have the function of residing

13
We find endorsements of this intuition in Canfield (1964), Wimsatt (1972), Adams (1979) and
Millikan (1993).
14
Boorse (2002) expresses a similar view on this matter.
15
It’s also possible that the circumstances for performing a function may not arise within certain
generations for a species. In that case, their traits would still have normative functions according
to SFT so long as it would have been typical for them to perform the function if those
circumstances would have arisen. I am thankful to Karen Neander for prompting me to clarify
this point.
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in male reproductive organs. They do not, of course, typically fertilize ova if we
consider what sperm usually do under all circumstances. However, in the
circumstance of being in the very immediate presence of a viable, non-fertilized
ovum, when various other steps prior to the exchange of nuclear material occurs,
certain types of sperm typically (in the above sense) fertilize those ova and would
have the function to do so in those circumstances according to SFT.
For traits that do perform their functions “around the clock” such as the
heart’s pumping of blood, the circumstances under which it has this function are
much more general. SFT claims that normative function attributions in the biological
sciences are always made relative to certain circumstances though they are often left
implicit.16 These circumstances generally depend on a diversity of factors including
the development of the organism, the environment (both internal and external to the
organism) and what the organism is doing. The circumstances also need to have
some level of generality. For instance, they cannot merely refer to a specific
spatiotemporal moment. However, aside from this generality requirement and a
need to take into account factors like those mentioned above (developmental stage,
environment etc.), SFT does not place further restrictions on what can count as
certain circumstances. In general, biologists seem to make function attributions
relative to circumstances that are common for the species, but this is not always the
case.
Next, there is the issue of reference class. According to SFT, the reference class
for function attributions in biology is usually an entire species but in some cases, it is
16

Boorse also recognized the need to index normal functions to certain circumstances as when he
says that normal functions are typically performed on “appropriate occasions” (Boorse (1977), p.
562 and (2002), p. 93). However, this point was not heavily emphasized in his work as Kingma
(2010) points out.
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a relatively geographically isolated group of members of a certain species. This
account differs from Boorse’s characterization of the reference class as a group of
organisms of “uniform functional design” which is typically an age group of a sex of
a species. My main issue with his account of reference classes is that it’s difficult to
specify the age groups in a precise manner and age is the wrong metric by which to
circumscribe different reference groups for functions (see below).17 The problem
with relativizing functions to sex is that the majority of function attributions in
biology are not sex relative. It turns out that we can accommodate Boorse’s
motivation for circumscribing reference classes to age and sex in a less problematic
way.
The motivation for Boorse’s view on reference classes stems from the
following sorts of cases: a newly hatched larva of an insect species is not
malfunctioning for failing to make a strong cocoon but the same cannot be said of
developed larvae in some species of insects. Similarly, the female breast of homo
sapiens sometimes has the function of producing milk but the male breast never does
and newborn human infants can’t walk but that doesn’t make their legs
dysfunctional though they would be dysfunctional in an adult human who can’t
walk (Schwartz (2007)). As Schwartz also points out, even cessation of function can
be normal as menopause is normal in some women but when it occurs at younger
ages, it is regarded as “premature ovarian failure”. These sorts of cases led Boorse to
relativize the reference class for functions to age and sex.

17
A concern has been raised by Neander (2002b) that Boorse’s choice of reference class is circular
because of its invocation of individuals with a uniform functional design. Boorse (2002), p. 91
replies that once you know that functions are causal contributions to goals, you can compare the
functional organization of different individuals (i.e. how their parts contribute to survival and
reproduction) to one another using similarities in this organization to determine reference classes
with uniform functional designs. In that way, he claims to avoid circularity.
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In contrast, SFT handles these cases not by narrowing down the reference
class but by utilizing its certain circumstances clause. In certain circumstances in the
lives of members of certain species of insect, it is typical for them to produce strong
cocoons and an insect of one of those species that was in that circumstance and
couldn’t do so would malfunction. In other circumstances for these insects, this
behavior is not typical and the inability to perform it wouldn’t count as
malfunctioning. Similarly, cessation of ovarian function is typical in homo sapiens in
certain circumstances and atypical in others. The certain circumstances clause can be
utilized to deal with sex-specific functions.
The problem with using age to narrow down the reference class can be seen
by returning to the example of cocoon producing behavior. It turns out that this
behavior is not just age dependent. It depends on such factors as temperature and
how much the larva has been able to grow. Age is much less important here
compared to factors such as development and environment. In my view, cases like
this show that it is a mistake to relativize functions to age groups as Boorse does. We
do better to leave the reference class as the whole species and index functions to
certain circumstances that take into account such factors as development and
environment. That is SFT’s strategy.
We can now turn to how SFT accounts for malfunction/ dysfunction. As before I
will begin with a statement of SFT’s account of malfunction before proceeding to
unpack it. Where x refers to a token of a type of trait and r refers to a reference class,
An x in r under certain circumstances malfunctions if x has the function to y
in r under those circumstances and x’s y-ing in those circumstances falls
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below the normal range of the performance of y by x’s in r under those
circumstances.18
The reference class, certain circumstances, as well as having a function invoked in
this account should be understood as they were previously defined for SFT. What
requires elaboration is the normal range of a trait’s performance of a function. The
normal range is defined as a subset of the full range of the performance of y (or ying) by x’s in a reference class. To determine it, we start by taking all of the tokens of
a trait in a reference class that have an effect (y) that typically makes a positive
contribution to inclusive fitness and we order them according to how much they y.
This ordering ranges from the minimal amount of the effect (y) that is greater than
zero to the maximal effect that the trait has in the reference class. Unlike Boorse’s
theory, the ordering is not made according to efficiency at contributing to survival
and reproduction but by the actual effects of token traits.19

18
SFT’s account of malfunction is similar to Prior (1985)’s view. She holds that malfunctions are
failures to perform what she calls an “s-function”, which is defined as the standard contribution
that a part of the organism makes to survival and/or reproduction for that type of organism.
Unlike SFT, Prior does not specify what standard amounts to nor does she mention the need to
relativize standard contributions to certain circumstances. Another difference between her
account and SFT is that SFT does not attempt to directly quantify contributions that traits make to
survival and/or reproduction (see below).
Another superficially similar account of malfunctions is the “relational” theory of Walsh
(1996). The relational theory holds that, “The/a function of a token of type X with respect to
selective regime R is to m iff X’s doing m positively (and significantly) contributes to the average
fitness of individuals possessing X with respect to R.” (Walsh (1996), p. 564, also see Walsh and
Ariew (1996)) This is supposed to be equivalent to the idea that “the function of (trait token) x in
R is just what (trait type) X is being selected for in R.” (Walsh and Ariew (1996), p. 501)
Malfunctions occur, on the relational view, when an individual’s x’s are incapable of doing what
their type (X) is being selected for in a selective regime (Walsh (1996), p. 568 and Walsh and
Ariew (1996), p. 502). Unlike the relational theory, functions are not relative to selective regimes
according to SFT. This makes the relational theory vulnerable to “no variation” cases (see
previous chapter). SFT also does not appeal to average fitness, which is one among other
differences that it has with the relational theory.
19
Boorse (1977) says that he uses functional efficiency rather than actual effects because he thinks
that too much of an effect can be a disease but this is not the case with too much functional
efficiency. Whether too much of an effect is a disease will clearly depend on the case since for
instance, someone who can take in more oxygen than most people such as perhaps John Havlicek
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Once the ordering is in place, we find the weighted mean value of that set
and determine the standard deviation of all the values in the set.20 According to SFT,
the normal range of effects of the trait is clustered around the weighted mean. The
normal range is roughly up to two standard deviations above and below the
weighted mean. Malfunctioning trait tokens fall two standard deviations below the
weighted mean and further below that.21 Any token of a trait, including tokens with
zero y effect, that falls below the normal range for that trait is designated as
malfunctioning by SFT. There will inevitably be some cases on the borderline
between normal functioning and malfunctioning where it isn’t clear which
classification is most appropriate. Such uncertainty is inevitable on any biological
classification of this sort. In these cases, we can simply say that the trait is on the
borderline between normal functioning and malfunctioning.
SFT is especially formulated to deal with cases where there is a deficiency in
the performance of a function. These appear to be the predominant cases of
malfunction in physiological systems. However, there are probably also cases where
too much of an effect occurs also leading to dysfunction as perhaps in certain cases
of blood coagulation disorders. I don’t deal with these cases directly here but am
hopeful that a statistical fitness framework can also account for these types of
dysfunctions. Perhaps, it could classify a subset of effects above the normal range as
dysfunctional as well.

or Lance Armstrong does not have malfunctioning lungs (this example is due to Robert
Brandon). I discuss this issue more below.
20
Standard deviation in statistics is defined as the square root of the variance of a distribution. It
shows how much variation there is from the mean value in the distribution.
21
Schwartz (2007) also mentions that statistical theories of malfunctions would consider
malfunctioning traits to fall roughly two standard deviations below the mean.
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To be clear, unlike Boorse’s theory, SFT does not require that we quantify the
actual contributions that individual traits make to fitness. Doing so would be
extremely difficult in practice because it is hard to isolate precisely an effect on
fitness as being caused by one trait to the exclusion of others (see e.g. Baublys
(1975)). Instead, SFT requires that we quantify the effects of the trait that typically (in
at least 30% of the population) make some contribution to fitness. Though we may
not be able to quantify the exact contribution that a trait makes to fitness, we can still
be reasonably (though fallibly) certain, in many cases that a trait is contributing to
fitness in some way. We may not know exactly how much having a working visual
system contributes to fitness but it seems evident that it makes some contribution in
most members of the animal species that have them.

4.2.2 SFT and Dopaminergic Neuron Loss in Parkinson’s Disease
I will now develop a detailed example to both illustrate how SFT works and
to demonstrate its plausibility. The example I use is loss of dopaminergic neurons
resulting from normal aging and from Parkinson’s disease. Following that, I will
explain how SFT handles epidemic and universal diseases.
An unfortunate consequence of Parkinson’s disease is a dramatic loss of
dopaminergic neurons in several areas of the patient’s brain. This loss is especially
pronounced in the substantia nigra pars compacta (snpc) where Parkinson’s patients
have been reported to have lost 95% of their dopaminergic neurons (Damier et al.
(1999)). The death of dopaminergic neurons in the snpc is thought to lead to a
number of the debilitating effects of Parkinson’s disease including bradykinesia
(slowness of movement), rigidity (resistance to passive movement of the joints) and
tremor of various body parts when at rest (Tompkins et al. (1997)). Bradykinesia
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makes it especially difficult to perform fine or repetitive movements such as
fastening buttons or brushing teeth (Nutt and Wooten (2005)). Walking is also much
slower and it is difficult to get out of cars or chairs (ibid.). Rigidity can lead to a
frozen shoulder (ibid.). Aside from these debilitating motor deficits, Parkinson’s
patients also have a mortality rate that is two to five times as high as healthy
individuals of similar age (Lang and Lozano (1998)).
Though the loss of nigral dopaminergic neurons is especially pronounced in
Parkinson’s patients, it also occurs to a lesser extent in healthy individuals as they
age. Dopaminergic neurons in the snpc have been found to decrease throughout the
life of healthy individuals between the ages of 20-90 at a rate of 4.7% per decade of
life (Fearnley and Lees (1991)). In contrast, Parkinson’s patients have an average loss
of 45% of these neurons in the first decade alone of their illness (ibid.). It turns out
that the classic motor symptoms of Parkinson’s disease (i.e. bradykinesia, rigidity
and tremor) don’t manifest until around 50% of nigral dopaminergic neurons are
lost (ibid.). That explains why healthy individuals generally don’t have Parkinson’s
symptoms despite progressively losing dopaminergic neurons as they age. Figure 1
shows snpc dopaminergic neuron loss in representative healthy individuals of
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different ages and Parkinson’s patients.

Figure 1: SNPC Dopaminergic Neuron Loss in Normal Individuals and Parkinson’s Patients
A: Healthy 20 year old
B: Healthy 30 year old
C: Healthy 40 year old
D: Healthy 50 year old
E: Healthy 60 year old
F: Healthy 70 year old

G: Healthy 80 year old
M. PD Patient (duration unknown)
H: Healthy 90 year old
N. PD Patient (duration unknown)
I: PD Patient aged 50 (10 years ill) O. PD Patient (duration unknown)
J: PD Patient aged 60 (10 years ill) P. PD Patient (duration unknown)
K: PD Patient aged 70 (10 years ill) Q. PD Patient (duration unknown)
L: PD Patient aged 80 (10 years ill)

Persons A-H in figure 1 represent typical healthy (i.e. non-Parkinsonian)
individuals of the age specified. I-L represent typical Parkinson’s patients of the age
specified with a 10 year disease duration. M-Q are loosely based on actual
Parkinson’s patients with disease duration unknown.22 Persons I-Q would all have

22
They are loosely based on actual patients discussed in Damier (et al.) (1999). Damier et al.
compared dopaminergic neuron counts in these patients to the average number of dopaminergic
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malfunctioning snpc’s according to biomedical classifications, as they would likely
be exhibiting the classic Parkinson’s motor symptoms mentioned above.
As I explained, according to SFT, malfunctioning traits are traits whose effects
fall more than two standard deviations below the mean for traits of that type in a
reference class. To determine which members of a reference class have a
malfunctioning snpc, it will help to have data on the age distribution as well as the
distribution of Parkinson’s disease among different age groups. For ease of
calculation, I will use the population of the United States in the year 2000 as the
reference class though ordinarily in the biological sciences, the reference class is the
entire species. Figure 2 shows a graph of the US population circa the year 2000
while figure 3 reflects an approximate distribution of Parkinson’s disease
(represented as rate of absence of the disease) among different age groups in the U.S.
population.

neurons in five normal individuals. I have changed their numbers to percent of dopaminergic
neurons lost in the individual since their childhood. Since these are merely intended to be
representative cases, nothing important hinges on this change.
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Figure 2: Age Demographic of the US Population in the year 2000 (Source: US census
http://www2.census.gov/census_2000/datasets/demographic_profile/0_United_States/
2kh00.pdf
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Figure 3: Approximate US Distribution of Parkinson’s Disease by Age (Represented as
Rate of Absence of the Disease) (Source: de Lau and Breteler (2006))

Combining the US population demographic (figure 2), the distribution of
Parkinson’s disease among different age groups (figure 3), and the average rate of
snpc dopaminergic neuron loss in healthy individuals and Parkinson’s patients,
allows us to calculate the distribution of average snpc dopaminergic neuron retention
by age group (and Parkinson’s disease status) in the US population. This is shown in
figure 4.
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Figure 4. Distribution of Average SNPC Dopaminergic Neuron Retention by
Age and PD Status in the 2000 U.S. Population
Percent of Total
Population

Percent of snpc
Dopaminergic
Neuron Retention

Healthy, Age 0-20
Healthy, Age 20-34

28.6
20.9

100
100 - 93.4

Healthy, Age 35-44

16

93 - 88.7

Healthy, Age 45-54

13.37

88.3 - 84

PD, Age 45-54
Healthy, Age 55-64

.03
8.57

51.2 - 48.8
83.6 - 79.3

PD, Age 55-64
Healthy, Age 65-74

.03
6.44

48.6 - 46.2
78.9 - 74.6

PD, Age 65-74
Healthy, Age 75-84

.06
4.31

46 - 43.6
74.2 - 69.9

PD, Age 75-84
Healthy, Age 85-95
PD, Age 85-95

.09
1.46
.04
Weighted Mean
Retention
Arithmetic Mean
Standard Deviation

43.4 - 41
69.5 - 64.8
40.8 - 38.2
90.98
68.85
21.85

Figure 4 Notes:
1) PD= Parkinson’s disease
2) I assume for ease of calculation that all members of the population over 85
are not older than 95
3) I also assume for ease of calculation that all Parkinson’s patients have had
the disease for 10 years
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I will now put these numbers to use. Given that there is a clear correlation
between the quantity of snpc dopaminergic neurons and motor function, figure 4
roughly correlates with the snpc’s average functional efficacy with respect to motor
functions, among different age groups.23 According to SFT, the normal functional
range includes the (weighted) mean +/- two standard deviations. In the case at
issue, that includes those individuals who range from 47.28-100% of snpc
dopaminergic neuron retention. Those with malfunctioning snpc’s have a
dopaminergic neuron retention that is more than two standard deviations below the
weighted mean; here that includes those below 47.28% retention. SFT’s assignment
of malfunctions in this case is extremely close to biomedical science’s classification,
which in Parkinson’s disease is marked by the onset of Parkinsonian symptoms at
around 50% of snpc dopaminergic neuron loss. The numbers don’t fit exactly, but
my estimates were very rough and presumably some Parkinson’s patients initially
exhibit symptoms when they are slightly above or below 50% dopaminergic neuron
loss. Thus, SFT seems to demarcate normal functioning from malfunctioning in a
way that closely matches how those designations are made in the biomedical
sciences.

4.2.3 SFT and the Problem of Epidemic Diseases
Now that we have seen how SFT works in some detail, I return to the
epidemic/universal disease problem for statistical theories of normative functions.
There are in actuality many different types of cases of epidemic/universal diseases
and I will now discuss several of them. Perhaps the easiest such case for SFT to

23
I assume here that the relationship between quantity of snpc dopaminergic neurons and motor
function is linear. This may not be entirely accurate.
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handle is one where some members of a reference class (<70%) are diseased such
that some trait (or traits) of theirs entirely loses its capacity to have effects that when
performed by others with the trait are typically fitness enhancing. SFT can
adequately handle this case because it defines normal functioning by using an
ordering of those traits that actually have certain effects, which typically contribute
to fitness. As such, in these sorts of epidemics there are bound to still be some
individuals who are not afflicted in whom the trait has the relevant effects. SFT
suggests that we determine an ordering of the effects of the traits of those individuals
in the reference class, determine the weighted mean and any trait in the reference
class that falls two standard deviations or below of the weighted mean is
malfunctioning. That should include the diseased members of the reference class in
such cases.
A more extreme case is one where literally every token of a trait in a reference
class has its ability to perform a function reduced to zero not just momentarily but
for the entire lifespan of the organism. Neander suggests a case along these lines
when she asks, “What if we all became blind?“ (Neander (1983, 1995, 2002b)) SFT
holds that initially those who are blind are malfunctioning as they are part of a
reference class that extends back in time for the average lifespan of an individual
where sight is normal functioning in this extended reference class. However, SFT
implies that once this widespread inability to see has been present for the average
lifespan of members of the species, the normative function is lost. In other words, at
that point the trait has gone vestigial with respect to that function. Vestigial traits
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don’t malfunction so at that point none of the tokens of the trait in the reference class
are malfunctioning according to SFT.24
A related case is one where an epidemic disease eliminates the ability of a
trait to perform a function not in the entire reference class but in more than 70% of it.
During the first generation after this transpired, SFT holds that those traits are
malfunctioning. However, according to SFT, after a generation, the traits that still
had this functional ability would now be equivalent to the fortuitous contribution to
fitness cases and would no longer have the normative function to have this effect. In
that case, the others would no longer malfunction for losing this ability. Is this a
problem? I’m not sure that it is. I’d like to emphasize here how unlikely it is for such
a case to arise. In general, while epidemic diseases may damage, albeit severely, the
functional abilities of certain traits, they rarely (if ever) entirely eliminate those
abilities in the majority of the members of a reference class.25 At least, I am not aware
of any such cases. Cases where functional abilities are entirely lost occur gradually,
not in a single generation. Thus, it isn’t clear that any such epidemic disease cases
exist to serve as counterexamples to SFT. Setting that issue to the side, would

24

Some might argue that traits shouldn’t be labeled vestigial when they have lost the capacity to
perform a function for a single generation. Instead, they think that a trait goes vestigial when it
has lost the capacity to perform a function for “an evolutionarily significant time period” (see e.g.
Griffiths (1992)). It’s not clear to me that biological usage conforms to Griffiths’ suggestion in
contrast to SFT. Would biologists oppose regarding such a trait as vestigial after a single
generation? It’s not clear that they would. Part of the problem here might be the artificiality of the
case. In real cases, the ability of a trait type to perform a function generally wanes over many (not
a single) generations if the trait is no longer benefiting the organism. By the time every single
token of the trait has zero ability to perform the function, it will be apparent that the trait has
become vestigial. Due to the fact that it is so unusual, we might be reluctant to call a trait vestigial
after a single generation, but that in itself is not sufficient reason to refrain from so labeling the
trait. It appears that I am not alone in my assessment of this case. Davies (2001) argues that the SE
theory’s attribution of functions to completely useless traits for several generations after they
become useless is counter-intuitive. Boorse (2002) says that if we all go blind it is “far from
obvious” that blindness is still dysfunction.
25
The same could be said for the case of everyone becoming blind due to a widespread illness.
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biological scientists treat these cases differently than SFT does in the unlikely event
that they occurred? Again, I’m not certain that they would. If so, this would put
pressure on SFT as conceptual analysis of the biological normative function concept
but it would not show that it fails to account for actual biological functions.26
Perhaps the most common type of epidemic disease is one where, in a
significant number of the members of a population, tokens of a trait still perform a
function but are generally regarded as malfunctioning. One such case might be the
prevalence of myopia in certain populations. For instance, it was estimated that
approximately half of all college-aged students in the United Kingdom suffer from
myopia (Logan et al. (2005)). The prevalence of myopia is even higher in other
groups such as among East Asian teenagers. It was estimated that 73.1% of 15 year
olds in China have myopia (He et al. (2004)). Due to the large number of myopes in
the population, the mean of the distribution of the effects of eyes may still be
classified as malfunctions (or “refractive error”). A similar case that I mentioned

26
Schwartz (2007) raises another issue with statistical theories of malfunctions that he labels “the
problem of healthy populations”. This allegedly arises in cases where malfunctions in a reference
class are incredibly rare. In such cases, statistical theories supposedly consider the lower portion
of a statistical distribution to be malfunctioning even though Schwartz thinks that all members of
the reference class are functioning normally. He tells us to imagine that the ejection frequency
(EF) of the hearts of 20 year old men all ranged from 50%-70% so physicians won’t diagnose any
of them with congestive heart failure yet statistical theories seem to imply that the lowest 1-2% of
the reference class are malfunctioning.
As we’ve seen, SFT doesn’t consider 20 year old men to be their own reference class as
the usual reference class in biology includes the entire species. Once we take into account the
entire species, the statistical distribution is bound to have much more variation and the lowest
end of the distribution would include clear cases of malfunctions. Of course, we could artificially
narrow the circumstances to only include 20-year-old men, but that is not the usual comparison
class that biologists are interested in when they assess malfunctions. Moreover, even if we
imagine a uniformly distributed reference class with hearts that have an EF of 50-70%, SFT would
not designate any members of the reference class as malfunctioning because none of them fall
two standard deviations below the weighted mean, as two standard deviations below the
weighted mean is not defined in this set.
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earlier involves a population where the majority of its members come down with
hepatitis E due to contamination of the water supply.
As they have been presented, the myopia and hepatitis cases do not present a
problem for SFT because SFT does not regard teenagers in China or even the
population of a country or location as its own unique reference class. Instead, the
reference class for assigning normal functions and malfunctions is the entire species
(or a geographically isolated component of the species). Relative to the entire
species, the myopic teenagers in China probably fall outside of the normal range and
would be malfunctioning according to SFT. But what if everyone or simply a large
majority of the entire human species came down with myopia or hepatitis E and it
lasted for multiple generations? Although there are certainly local outbreaks of
conditions like hepatitis, it’s not clear that there are cases where similar conditions
affect an entire species at any one time, let alone for the average length of a lifespan
of a member of the species.
But what if it did? How would biologists treat this case? Probably initially,
they would still regard livers with hepatitis as malfunctioning even after one
generation, but one has to think that eventually, once this condition has been the
statistical norm for long enough (say for 20 generations), that the classification of the
condition would change from malfunction to normal function. It would be the typical
condition of livers in the species and had been for quite some time at that point. It’s
unclear exactly how long this would take, so perhaps for a time SFT would call a
condition “normal function” that biologists are still calling “malfunction”. SFT’s
doing so is principled, based on a theory that seems to work in all other real cases, so
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perhaps this is a place where a slight revision to the biological concept of normative
function is warranted.
Finally, there are the allegedly universal diseases such as small amounts of
atherosclerosis and minor lung irritation. Supposing that these really are universal
across the species, should they be regarded as malfunctions? SFT implies that they
are not and it’s far from clear that this is problematic. While these conditions may be
regarded as diseases, it’s not clear that they are regarded as malfunctions in biology.
SFT does not offer an account of disease, just malfunction.
Before addressing objections to SFT, I will now show how it handles the
problematic cases for certain SE theories of functions. In the previous chapter, I
argued that certain selected effects theories of functions have difficulty accounting
for cases where there was no variation with respect to a trait in the recent past and
where a trait was recently maintained by selection but is still regarded as
dysfunctional. I provided examples that illustrate each of these cases: the ability to
taste PTC like substances in small isolated populations and schizophrenia,
respectively. Let’s see how SFT handles these cases.
In the case of the isolated population of PTC tasters, it was assumed that all
members of the population are capable of tasting PTC as bitter. With little iodine in
their diet, this ability presumably prevents thyroid problems and thereby
contributes to each individual’s inclusive fitness. If we consider the distribution of
the effects made by the PTC tasting trait in this isolated population, everyone would
fall in the positive range clustered at the mean. That means that according to SFT,
there are no malfunctioning tokens of this trait in that population; they are all
functioning normally. So far, so good.
91

Turning to schizophrenia, it is a somewhat tricky matter to say precisely what
the relevant trait(s) is. For the sake of simplicity, let’s just consider the mental life
and social personality of schizophrenics. The mental life of many schizophrenics is
littered with hallucinations, delusions and scattered thought. Clearly, at present or at
any point in the past (even when humans lived mostly as hunter-gatherers), the
effects of a schizophrenic’s mental abilities that also contribute to their inclusive
fitness will be substantially lower than that of normal individuals in the species.
Schizophrenia is also frequently characterized by social withdrawal, paranoia and an
inability to form relationships. These aspects of a schizophrenic’s social abilities
would also place them outside of the normal range. Consequently, SFT would
designate the mental life and social personality of schizophrenics as malfunctioning
based on their lower than normal mental and social abilities. This is again, as it
should be. In the next section, I’ll respond to several objections that could be raised
against SFT.

4.3 Objections to SFT
A common line of argument against “fitness” theories of functions like SFT
maintains that making systematic contributions to fitness is not sufficient to grant a
trait functional status. For instance, it has been argued that fitness theories
incorrectly imply that a function of hearts is to produce heart sounds since they can
be used by doctors as a diagnostic tool to potentially lengthen a patient’s life. This
example recurs repeatedly in the functions literature as an argument against fitness
theories (as well as causal role theories) where it is taken to be patently absurd for
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heart sounds to have a function.27 This is usually just argued on intuitive grounds.
Similarly, Wright (1972, 1973) claimed that fitness theories mistakenly imply that it is
a function of noses in myopic people to support eyeglasses as this capacity is fitnesspromoting (also see Neander (1983) and Manning (1997)). Many other examples of
this nature exist in the literature.28 Another way of stating this objection is that
fitness theories of functions allegedly fail to distinguish functions from accidental
contributions to fitness.
While many have claimed that it is absurd for heart sounds to have a
function, it is worth noting that numerous others do not share this intuition arguing
that heart sounds do have a function in certain contexts (see Ruse (1972), Cummins
(1975), Achinstein (1977), Bechtel and Mundale (1999), Craver (2001), Boorse (2002),
Mossio et al. (2009), Cummins and Roth (2010)). If this is merely a battle of
intuitions, it’s not clear that there is a winner.
In response to this objection, I suggest that the examples mistakenly rely
heavily on the ordinary sense of the word “function” but this sense of function is not
particularly relevant to biological functions. In support of my suggestion, we find it
alleged in some of the early functions literature that, “the function of the heart is to
produce heart sounds” is not an “acceptable (or true) function statement.” (see
Lehman (1965), p. 6 and Munson (1971), p. 206) We can even see this tendency in
more recent work as when Manning (1997), p. 72 says that the claim that the nose
has the function to support eyeglasses is “a paradigmatically counterintuitive
function ascription.” Perhaps (though I am not convinced of this), in the ordinary
27

See Canfield (1964), Lehman (1965), Munson (1971), Wright (1972, 1973, 1976), Neander (1983),
Bedau (1992b).
28
Wright (1972) offers a fictional example of an ulcer in someone’s digestive tract fortuitously
preventing infection.
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sense of “function”, we wouldn’t say that it is a function of hearts to make heart
sounds or of noses to support eyeglasses. But it is not the ordinary sense of function
that is relevant to biological function attributions. Rather, it is the biological
concept(s) of function. Yet, we generally don’t find biologists claiming that a
function of hearts is to make sounds or that of noses is to support eyeglasses so why
think that these function attributions are biologically legitimate?
I maintain that biologists would make these function attributions if they
extended the scope of the systems that they are considering. Let’s confine our
attention to physiology. Physiologists generally take the organism as a system and
attribute functions to components of that system. Given that heart sounds don’t
generally play a role within the organism itself nor are glasses a component of an
organism, function attributions are not made to these items by physiologists. But if
they were to treat patients-in-hospitals as the relevant system, then they probably
would regard one of the functions of hearts in this context is to produce particular
sounds. At the very least, those who have pressed the “heart sounds” objection have
offered no evidence to the contrary. As for the claim that fitness theories cannot
distinguish functions from accidental contributions to fitness, that is not true of SFT.
According to SFT, contributions to fitness have to be typical for them to constitute
normative functions. Those that are not typical count as accidental.
Another common objection to understanding functions in terms of fitness
maintains that functions are allegedly not environment-relative in the way that
fitness is. For example, in the case of polar bear fur, it is argued that it has the
function to reduce the loss of body heat and it allegedly still has this function even
when it is fitness reducing in bears that have been moved to zoos in the tropics.
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Even if the entire polar bear species was moved to the tropics where having a thick
coat is not fitness-enhancing, some have argued that it would still be the function of
the coat to retain body heat (see Munson (1972), Nagel (1977) and Neander (1983,
2002b)).
The case of a single displaced polar bear is clearly not an issue for SFT
because it is an atypical case. Since it is still typical for the species for fur to
contribute to fitness by retaining body heat, the fur of the displaced individual
would continue to have retaining body heat as its function. As for the case where the
entire polar bear species is moved to the tropics, SFT holds that after about a
generation, polar bear fur would lose the function of retaining body heat (assuming
that it no longer contributes to fitness). SFT agrees with the objectors that
immediately upon the species’ relocation, polar bear fur still has the function to
retain body heat. Any residual issues with this case center on when a trait should be
labeled “vestigial”, which I’ve already discussed in the previous section.
Another objection that could be raised against SFT argues that it is unable to
individuate traits in an “abnormality inclusive” manner. The issue here is that
malfunctioning trait tokens still must be classifiable as belonging to the same type of
trait as normally functioning tokens if we are to say that they are malfunctioning
tokens of that trait. However, if traits are individuated by their effects that typically
contribute to fitness then tokens that have lost the ability to have those effects would
not appear to satisfy the criterion for belonging to the trait type. If so, then we
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couldn’t say that they are malfunctioning traits of that type as opposed to being traits
of a different type, which are simply not functioning.29
The short answer to this objection is that SFT does not individuate traits
solely by their effects. In general, I think it best to be pluralists about trait
individuation. In biology, traits can be (and are) individuated historically in terms of
homology, by morphology, structure and anatomy, by typical function, and more
commonly by some combination of the above. Let’s look at an example to see how
the objection and my response would go. Consider a malfunctioning snpc of a
Parkinson’s patient: why is it classified as a malfunctioning snpc as opposed to being
a trait of a different sort? Recall that in most Parkinson’s patients there are still some
dopaminergic neurons remaining in their snpc. Dopamine has a unique chemical
structure by which we can identify the molecule. That is not to say that the presence
of dopaminergic neurons makes for an snpc (it doesn’t) but that the abnormality
(loss of dopaminergic neurons) is generally not so profound that it entails a loss of
the very structure that is present in normal individuals. But what if a Parkinson’s
patient lost all of the dopaminergic neurons in his snpc, what still makes it an snpc?
It can still be classified as an snpc because it has structural properties that are typical
of that brain region such as a certain size, shape, location, composition and
development.30
But what if all or a large number of these structural properties were also
missing in an abnormal snpc? After all, there are atypical structures in addition to
29

This objection is raised by Millikan (1989a) and Manning (1997) against views like SFT.
Craver (2001) maintains that parts of mechanisms can be identified through their possession of
these kinds of properties. Also see Amundson and Lauder (1994). Roe and Murphy (2011)
similarly hold that a heart that has lost its pumping capacity still retains its identity as a heart
because it is in the position characteristic of hearts and it retains some of the musculature and
internal anatomy of a heart.
30
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abnormal functions (see Neander (1995, 2002a) and Nanay (2010)). Supposing that
all or a large number of the structural properties of an “snpc” are different from a
normal snpc, then I think we would be genuinely confused about what
structure/trait we are dealing with. We might say that it is no longer an snpc.
Consider what would happen if many of the typical structural properties of a heart
were to change if say, the heart was dissected into many small pieces and spread
around a room. Intuitively and it would seem according to biological usage, it is no
longer clear that this is a heart. There may be cardiac tissue in different parts of the
room, but these aren’t hearts. This shows that once properties such as cohesiveness,
location and shape change that can coincide with a different classification of a
biological item.
While I have not said here exactly what properties make something a heart,
or a substantia nigra pars compacta, I have shown that classifications of many traits
in biology can still be made using typical structural properties even in the absence of
functional abilities. When some of these structural properties are absent in abnormal
cases, others are still present to allow us to categorize the abnormal token as still
belonging to the general category. If all or a large number of the typical structural
properties are absent, then it is unclear what category to place a trait in but I have
argued that this coincides with genuine confusion about how to categorize the trait.
Thus, I think that SFT can adequately individuate traits in an abnormality inclusive
manner.
The final two objections to SFT that I will consider focus on its “certain
circumstances” clause. For instance, Kingma (2010) argues that the indexing of
functions to certain circumstances leads to counterintuitive results. Consider the
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“circumstance” of having overdosed on Tylenol. This usually results in severe and
irreversible liver failure, which is typical of human livers in that circumstance.
According to Kingma’s argument, SFT would incorrectly designate liver failure in
the circumstance of Tylenol overdose as normal functioning and not as a
malfunction. A similar objection is that if we consider the set of circumstances of
having Down’s syndrome then it turns out that the cognitive abilities of a typical
individual with Down’s syndrome count as functioning normally relative to that set
of circumstances.31
A concern with these objections is that they might be considering
circumstances that are too narrow, which violate the generality requirement. If we
aren’t careful about this, we end up asking for things like the normal function of
jaws in the circumstance of have been punched by Mike Tyson. This is an
unacceptable circumstance for a function attribution both intuitively and according
to biological practice. But let’s suppose that generality is not an issue.
In the Down’s syndrome case, I agree that relative to the set of circumstances
of having Down’s syndrome (which reflects certain facts about the development of
the individual), typical Down’s syndrome individuals have cognitive capacities that
function normally relative to those circumstances. Though it would be uncommon,
we can imagine biological scientists making such a claim. However, they are
probably more interested in comparing the functional abilities of the Down’s
syndrome individual to those of others with a typical degree of development for
persons of that age. Relative to the latter reference group (or circumstances), the
cognitive capacities of the Down’s syndrome individual are abnormal. When it

31

The Down’s syndrome case is due to Karen Neander.
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comes to normative functions, biologists are often trying to draw a comparison
between the functional abilities of different individuals (see 2.3). If we set the
reference group (or circumstances) too narrowly, the comparison becomes trivial
and uninteresting because we are just comparing individuals that are nearly
identical to one another. Hence, there is a greater interest in broader circumstances.
Similarly, relative to the circumstance of having overdosed on Tylenol, a
liver that is failing is functioning normally. But relative to the circumstance of
having ingested Tylenol (any amount), that same liver counts as malfunctioning
because it is not typical for people who have ingested Tylenol to experience liver
failure. Again, biologists are usually more interested in the latter set of
circumstances for their generality and because it enables them to draw more
meaningful comparisons, but in some cases, they might be interested in the former
as well.
In this way, functions are relative to reference groups or circumstances just as
intelligence is. For instance, someone can count as being highly intelligent relative to
one reference group but would not so count relative to a different reference group
(e.g. Rhodes scholars). Functions are similar. A trait can be functioning normally
when considered within one set of circumstances but be functioning abnormally
when considered within a different set of circumstances.
A similar objection also targets the certain circumstances clause of SFT. It
might be argued that if we define the circumstances narrowly enough, it will turn
out that squirrel tails end up having the function to get caught in cracks and protect
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the squirrel against being run over by cars in those circumstances.32 This is allegedly
counter-intuitive.
I am not certain that we could specify the circumstances in such a case to
satisfy the generality requirement, but let’s suppose that we can. In that case, SFT
implies that it is the normative function for squirrel tails to get caught in cracks
relative to that very narrow set of circumstances. But relative to more general
circumstances that squirrels find themselves in more frequently, this is not the
normative function of their tails because it is not what tails typically do more
generally. It is the latter set of circumstances that biologists and common folk are
usually more interested in. The fact that the tails might have this function relative to
a very narrow set of circumstances might be true but for the most part, is irrelevant
and uninteresting.

4.4 Conclusion
In this chapter, I have outlined and defended a statistical fitness theory of
functions from the most common objections that have been raised against theories of
its ilk. Given that this theory can also avoid the issues that I raised in the previous
chapter for SE theories, I maintain that it should be taken seriously as a viable theory
of normative biological functions.33

32

This concern was also raised by Karen Neander.
I am thankful to Karen Neander and Fred Dretske for useful comments and discussion. I am
also thankful to Robert Brandon and Alex Rosenberg for raising interesting challenges to my
view at my dissertation defense.
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5. Organizational and Other Recent Theories of
Functions
In this chapter, I will compare the statistical fitness theory of functions that I
developed in the previous chapter to several related theories. This includes a family
of theories that I label “organizational theories” (5.1) and the Continuing Usefulness
and Frequency and Negative Consequences theories of Peter Schwartz (5.2) (see
Schwartz (1999, 2002, 2007)). I will argue that these other theories have significant
problems that SFT avoids.

5.1 Organizational Theories
Recent years have seen a revival of interest in what I am calling organizational
theories of functions. At a rough first approximation, organizational theories hold
that traits have the function to y if their y-ing contributes to the self-maintenance or
self-reproduction either of the trait type or of the organism that possesses them. Many
organizational theorists also claim that the perspective of self-maintenance/selfreproduction gives rise to an accompanying notion of normativity. Organizational
theories have some similarity to SFT, however, I will argue that they do not
adequately account for malfunctions.1
One of the first organizational theories in the recent “revival” is that of
Schlosser (1998). He defines the function of something, roughly, as those effects that
are necessary for its re-production under certain circumstances, at a particular time. 2
Given that there are generally many ways for something to re-produce itself leading

1

Another difficult issue for organizational theories is how they can license function attributions
to reproductive traits in sexually reproducing organisms since those traits don’t strictly speaking
contribute to the self-maintenance (or self-reproduction) of the organism itself. Delancey (2006)
and Saborido et al. (2011) attempt to address this issue.
2
A more precise definition can be found in Schlosser (1998), p. 315.
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to “functional redundancy”, the circumstances have to be very narrowly
circumscribed to capture the relevant necessity. Schlosser also claims that his theory
can account for malfunctions as follows:
X has the function F, if X is necessary for the realization of F and for its own
re-production under certain circumstances c. As this definition only requires
necessity but not sufficiency of X for its own reproduction, it allows us to say
that F is the function of X even when F is occasionally not realized by a token
of X. (Schlosser (1998), p. 327)
Schlosser’s view seems to be that when a token of the type X fails to do what
is necessary for its re-production in certain circumstances, it thereby malfunctions.
A similar theory was advocated by Christensen and Bickhard (2002). Within
autonomous systems3 , Christensen and Bickhard claim that functional norms derive
from the idea of functional usefulness where a useful structure or process contributes
to the other processes that constitute the system. Usefulness can also be understood
in terms of autonomy as they say, “processes that contribute to the autonomy of the
organism are useful to it.” (Christensen and Bickhard (2002), p. 18) Malfunctions are
possible on their view because,
Departures from being useful are possible, since an item X can be either
useful or not to an autonomous system S. And there is a perspective with
respect to which usefulness has value, namely, the autonomy of the system.
(Ibid., p. 14)
At other points in their paper, malfunctions are defined as failures to meet
requirements of the system (not merely failures to make useful contributions to it):
Each of the processes that form part of the system requires outputs from
other processes in the system to function, and in turn contributes to the
requirements of other processes. These process interdependencies constitute
norms on adaptive functioning, since if the requirements of a particular
system aren’t met it will cease to produce the outputs required by other

3
An autonomous system is one that “interactively generates the conditions required for its
existence.” (Christensen and Bickhard (2002), p. 17)
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processes, potentially resulting in propagating dysfunction that may reduce
or destroy the viability of the system. (Ibid., p. 4)
Since there appear to be two logically distinct accounts of malfunction in their
paper, I will use the principle of charity and take Christensen and Bickhard to hold a
disjunctive account of malfunction where a structure or process malfunctions if it
fails to make a contribution to the autonomy of the system or if it fails to produce an
output that is required by another part of the system.
A third recent organizational theory of normative functions is that of Mossio
et al. (2009) (also see Saborido et al. (2011)). They argue that traits with normative
functions (generally) contribute in certain ways to self-maintaining systems.4 Their
account of having a function involves three conditions:
A trait T has a function if and only if: C1: T contributes to the maintenance of
the organization O of S; C2: T is produced and maintained under some
constraints exerted by O; C3: S is organizationally differentiated.5 (Mossio et
al. (2009), p. 828)
In turn, they define malfunctioning trait tokens as traits that satisfy C2 and
C3 but not C1 as they say,
Dysfunctions appear whenever a trait fails to adequately perform its primary
and/or secondary function…When a dysfunction occurs, the system has to
react in order either to compensate for the dysfunction and maintain the
current regime of self-maintenance, or to shift to a new one if the function is
not indispensable. (Ibid., p. 833)
This idea that functions are essential to the self-maintenance of a system is
elaborated in the following, which I quote at length:

4

Self-maintaining systems are systems that make a contribution to maintaining the conditions that
are required for their existence. They are similar to what Christensen and Bickhard labeled
“autonomous” systems.
5
Organizational differentiation means that it is possible to distinguish the different contributions to
self-maintenance made by the different components of the system.
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Organizational closure 6 grounds normativity. Because of the organizational
closure, the activity of the system has an intrinsic relevance for the system
itself, to the extent that its very existence depends on the effects of its own
activity. Such intrinsic relevance, we hold, generates a naturalized criterion to
determine what the system is ‘supposed’ to do. In fact, the whole system (and
its constitutive processes) ‘must’ behave in a specific way, otherwise it would
cease to exist. Accordingly, the activity of the system becomes its own norm
or, more precisely, the conditions of the existence of its constitutive processes
and organization are the norms of its own activity. (Ibid., p. 825)
Like Schlosser, Mossio et al. acknowledge the possibility of functional
redundancy by noting that in some cases, without a part making a certain
contribution, the system would cease to exist but in other cases, the system may still
exist but a “specific organization” would no longer exist. The system would then
shift to a “new regime of self-maintenance” in which it performs the same functions
through a different physical organization (Mossio et al. (2009), p. 830). In that sense,
a trait’s contribution to a specific organization is allegedly necessary for that
organization to remain in existence (Ibid., p. 829).
Thus, the account of malfunctions that Mossio et al. provide holds that a trait
or process malfunctions when it fails to make a contribution to the organization of
the system of which it is a part (which could include the entire organism) that is
necessary for the maintenance of that organization.7
While these theories all claim to be able to account for normative functions,
they fail to capture its nuances. One glaring problem for them are traits that
biologists regard as malfunctioning though the trait is still functioning to some
extent. For instance, consider the serotonergic system in major depression, the snpc

6

Organizational closure is defined as “a circular causal relation between some macroscopic (or
higher-level) pattern or structure and microscopic (or lower-level) dynamics and reactions.”
(Ibid., p. 824)
7
Several other recent organizational theories that I don’t discuss here are defended by
Mclaughlin (2001) and Delancey (2006).
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in most Parkinson’s patients and the kidneys of many people with kidney disease. In
all these cases, there is still some contribution being made by the trait to the
autonomy of the system or organization, yet the trait is still malfunctioning. In fact,
most cases of malfunction in biology are like this. These cases present a problem
most directly to Christensen and Bickhard’s account but they are also problematic
for Mossio et al.’s theory on some understandings of what counts as an
“organization”. Someone can have kidney disease or major depression and still have
their kidneys or serotonergic system make sufficient contributions to keep other
bodily systems in existence. In other words, they do what is necessary to keep those
organizations in existence, but they malfunction, nonetheless. This runs counter to
Mossio et al.’s and Christensen and Bickhard’s accounts.
A second problem for organizational theories, most notably Christensen and
Bickhard’s, is that a trait may fail to contribute to the maintenance of a system and
still not be considered to be malfunctioning by biologists. Consider severe cases of
cerebral achromatopsia (see 3.2), where an individual is unable to see color as a result
of damage to part of his ventral occipital cortex. In this condition, the cones in the
individual’s eyes are still providing information about color but due to the cortical
lesion the individual cannot see color. In this case, neuroscientists would say that the
cones are functioning normally but the ventral occipital cortex is malfunctioning.
The cones’ signaling of color information fails to make a contribution to the
maintenance of the system due to malfunction in a process upstream but this does
not lead neuroscientists to consider them to be malfunctioning.
A third problem with organizational theories of malfunction is that if a
process can be achieved in a different way, in other words, some particular way of
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achieving it isn’t necessary, then malfunctions disappear according to these theories.
This leads to some highly objectionable claims. For instance, in the presence of a
dialysis machine, a kidney that can’t filter the blood is no longer malfunctioning.
Biologists would scoff at this claim. Christensen and Bickhard directly bite the bullet
on this issue when they say that with respect to a heart that stops beating, “If the
process requirement can be met in some other way, such as with an artificial heart,
then the autonomy-theoretic dysfunction goes away.” (Christensen and Bickhard
(2002), p. 21) This cannot be accepted for malfunctions do not go away that easily.
Schlosser’s view, in particular, is problematic because something can fail to
do what’s necessary for its re-production without malfunctioning. It may be
necessary for the re-production of many of a person’s traits in the next generation
that he refrains from using contraception during intercourse but his use of
contraception does not make him malfunction. Similarly, it may be necessary for the
re-production of a rabbit heart in certain circumstances, e.g. when the rabbit is being
chased by a wolf, that it beat faster than rabbit hearts are capable of beating, but it
doesn’t malfunction for failing to do so.
Finally, Mossio et al.’s account makes malfunctions relative to particular
organizations in a way that does not accord with biology. On their view, something
is only a malfunction relative to some organization of the system being able to
maintain itself in existence. But if the organism can still accomplish the same effect
by switching to a different organization, then what is malfunction relative to one
organization is not malfunction relative to a different organization. This does not
accord with biology where a trait or process is said to malfunction independently of
particular organizations. For instance, if I can’t see because my eyes stop working
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but I can navigate perfectly well using audition and somatosensation, Mossio et al.
would have it that my eyes are only malfunctioning relative to the organization that
was present earlier when I used to use sight for navigation. But in the new
organization, where I navigate using my other senses, the eyes are not
malfunctioning. They are not necessary for that organization to maintain itself in
existence. This does not accord with biological science as malfunctions in biology are
not relative to organizations in the way Mossio et al. maintain.
Due to all of these problems, I conclude that organizational theories of
functions, as they have been presented thus far, do not provide satisfactory accounts
of malfunction and therefore must be rejected as accounts of the normative functions
in biology.

5.2 Schwartz’s Continuing Usefulness and Frequency and
Negative Consequences Theories
I will conclude my examination of biological functions with a critical
discussion of Peter Schwartz’s continuing usefulness theory of having a function and
his frequency and negative consequences approach to malfunction. These are perhaps
the best-developed alternatives to SFT in the literature but I will argue that they still
have significant problems. Schwartz’s continuing usefulness (CU) theory of having a
function is a “mixed” theory with a selected-effects component and a fitness
component (Schwartz (1999, 2002)). The CU theory states that,
A trait-type X has the proper function F (at time t) if and only if
C1) X has arisen, been modified, or been maintained by natural selection at
some point (prior to t) because its doing F contributed to the fitness of
individuals with X, and
C2) X’s doing F has recently and importantly (before t) causally contributed
to the survival and reproduction of organisms in this species with this trait.
(Schwartz (2002), p. 253)
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The continuing usefulness theory is especially formulated to accommodate
cases where there hasn’t been variation in the recent past and hence, no recent
selection. Instead of recent selection, according to CU there only needed to be a
recent contribution to survival and reproduction, which doesn’t require variation.
CU still falls within the etiological (selected effects) camp due to condition C1 that
specifies that a trait with a proper function must have been subject to selection at
some point in the past, however distant that may be.
In my view, CU errs by relying on recent contributions to fitness as opposed
to relatively current ones. “Recent”, especially in an evolutionary context, probably
goes back too far in time. This makes CU unable to handle cases of traits that have
contributed “recently” to fitness but don’t currently so contribute and are regarded
as dysfunctional by biologists (see 3.5). Despite its name, CU is really a “recent
usefulness” theory not a “continuing usefulness” theory. Schwartz says that his
motivation for opting for recent as opposed to current contributions to fitness is to
avoid the issues that are thought to be decisive against “fitness” theories of functions
(see Schwartz (2002), p. 253). I have already responded to these concerns, which
paves the way for a true continuing usefulness theory like SFT.
CU is also extremely vague with regards to several of its key notions. For
instance, Schwartz doesn’t specify precisely what counts as “recent”, “important”
nor how many tokens of a type must have recently contributed to fitness to satisfy C2.
In Schwartz (2002), he does say that “recent” is best calculated in terms of a number
of generations rather than years but doesn’t specify how many generations that is.
Schwartz (2002) adds that “important” is necessary to prevent a single (presumably
unimportant) event from restoring a vestigial trait’s functionality. That suggests that
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an important contribution to fitness from a single token might be sufficient to satisfy
C2. However, we have seen that a single accidental contribution to fitness, no matter
how large, does not a function make as in the case of a squirrel whose tail getting
caught in a crack prevents it from being run over.8 Given that there are many
different ways to interpret these key notions in CU, they would need to be spelled
out more before we could assess the theory fully. In my view, a more precise
defensible theory like SFT is preferable to CU.
I will now turn to the account of malfunction defended in Schwartz (2007)
that he labels the frequency and negative consequences theory (FNC). On this view, in
determining malfunctions, we take into account the frequency of an effect’s
occurrence (where it seems that infrequent effects have a prima facie case for being
malfunctions) but also importantly, the “negative consequences” of the effect factor
in as well. So in the case of Alzheimer’s disease, which is extremely prevalent in
certain age groups, it is still malfunction because of its severe negative consequences.
Where there are serious negative consequences, more “levels” of functioning at the
lower end of the spectrum count as malfunction. In the absence of negative
consequences fewer levels of functioning count as malfunction. The relevant negative
consequences also need to impact certain kinds of traits as Schwartz says,
Instead, the relevant negative consequences should be those that impact some
standard activity or capacity of the organism. More precisely, they should be
effects that significantly diminish the ability of a part or process in the
organism, or of the overall organism, to carry out an activity that is generally

8

To be fair, Schwartz adds that,
The relevant aspects to determine whether X’s contribution to survival and reproduction
has been ‘important’ include the percentage of the time an average token accomplishes
the effect, the percentage of tokens that ever do, and the magnitude of the effect. There
seems to be no problem with knowing ‘importantly’ when we see it, even though (again)
there will always be borderline cases. (Schwartz (2002), p. 255)
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standard in the species and has been for a long period of time. In most cases,
and perhaps all (I cannot settle this fine point here), this will be an activity or
capacity that has been subject to the process of natural selection in the
species. (Schwartz (2007), p. 379)
Due to this qualification on the scope of negative consequences, FNC has
difficulty with traits that arose recently that are beneficial to the organisms that
possess them. These may have even been subject to selection though they haven’t
been around “for a long time”. In such cases, it seems incorrect to hold that the trait
cannot malfunction because it is not standard in the species nor has it been for a long
period of time. Secondly, FNC has difficulty with traits that are standard in certain
geographically isolated populations but aren’t standard in the species as a whole. In
such cases, these traits would not fall within the scope of the negative consequences
clause of FNC. Hence, they cannot malfunction according to this theory, which also
seems incorrect.
Third, consider the capacity of a species for its members to die. This capacity
is standard and has been for a long time (by any measure). If a trait significantly
diminishes the capacity of an organism to die (i.e. it makes it live longer), that
wouldn’t be rendered a malfunction in physiology (contra FNC). In fact, just the
opposite. Schwartz might respond that the capacity to die hasn’t been subject to
selection and perhaps it hasn’t. But his theory doesn’t make past selection necessary
for the possibility of malfunction. If it did, his theory would collapse into an SE
theory, and I’ve already dealt with SE theories in chapter three. 9

9

Schwartz also does not define “standard” (or “significantly”, for that matter) so it’s unclear how
many members of a population need to have a capacity or ability for it to be “standard”. This
leads to the following sorts of questions that FNC doesn’t answer: If a population has had more
females than males for some time, is being female standard? If a genetic mutation arose that
prevented people from being able to smell daisies (and related scents) and by sheer happenstance
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For these reasons, I think that FNC has difficulties that SFT can avoid and so
the latter theory is preferable to the former.

it spread through a population, would this count as a “significant” diminution of our ability to
smell?
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6. On Neurons and Natural Information
Natural information, as it is ordinarily understood is quite widespread. For
instance, it is thought that tree rings carry natural information about the age of a
tree. Smoke carries natural information that there is fire. The presence of certain
spots on the body carries natural information about the presence of measles. These
are all examples of what is known in the philosophical literature as “natural” or
“environmental” information.1 The bearers of such natural information are often
referred to as “natural signs” or “indicators”. I will also refer to them as “signals” in
this chapter. It is generally thought that natural signs carry natural information
independently of whether any intentional beings interpret them as such. 2 In other
words, if all life ceased to exist on our planet, smoke would still carry natural
information that there is fire. There just wouldn’t be anyone around to interpret it.
In some instances of natural information, the information carried is to the
effect that a certain proposition is the case. This is the (informational) content of the
signal. For instance, five rings on a tree carry the information that the tree is five
years old. Light from a star carries the information that the celestial body has such
and such chemical constitution. I will call information of this sort “propositional
information”.
An interesting question is whether, like tree rings and smoke, our brains also
carry natural, propositional information. Many common ways of describing the
1

This notion dates back to Grice (1957), though he called it “natural meaning”. Floridi (2011)
terms it “environmental” information.
2
For instance, see Dretske (1983a), p. 57. Jablonka (2002) seems to be a rare exception. She holds
that natural information requires a receiver to respond to a signal (or sign) in certain ways in
order for that signal to count as carrying information: “It is thus the receiver that actively
constructs information: it is the receiver that makes the source, the black cloudy sky, into an
informational input.” (Jablonka (2002), p. 583) Her view is certainly not the standard one in
philosophy on this matter.
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brain suggest that neurons do carry this kind of information. For instance, it is often
said that V1 neurons are “edge detectors” which carry the information that an edge
of such and such orientation and direction of motion is present in the receptive field
of the neuron. Similarly, cells in the optic tectum of frogs and toads are described as
“bug detectors”, which are said to carry the information that a bug is present. 3 Thus,
it seems that neurons might be natural signs as well. This idea has not escaped the
notice of philosophers. For instance, Dretske (1988), p. 62-63 says that,
The firing of neural cells in the visual cortex, by indicating the presence and
orientation of a certain energy gradient on the surface of the photoreceptors,
indicates the whereabouts and the orientation of “edges” in the optical input
and therefore indicates something about the surfaces in the environment
from which light is being reflected. The activity of these cells, not to mention
comparable activity by other cells in a wide variety of sensory systems, is as
much a natural sign or indicator as are the more familiar events we
commonly think of as signs- the autumnal change in maples leaves, growth
rings in a tree, and tracks in the snow.
In this chapter, I will argue that Dretske is correct that neurons are natural
signs carrying natural information. I will discuss several examples of neurons
carrying information about the presence of face-like objects and of other neurons
carrying information about motion and motion direction. That these neurons are
natural signs also follows from the general account of natural information that I will
develop. This account specifies under what conditions natural signs carry
information and what informational contents they carry.
The account of natural information that I’ll expound is very similar to the
well-known theory defended by Fred Dretske in Dretske (1981). Roughly, I will
suggest that a signal carries the information that s is F if the presence of the signal is
3

To be clear, I am not here endorsing the idea that V1 cells are edge detectors or that cells in the
optic tectum of frogs are bug detectors. These claims are somewhat controversial. I am merely
pointing out that these ways of describing the brain are quite commonplace and that these
descriptions suggest that neurons carry propositional information of a sort.
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perfectly correlated with s being F and the correlation is stable. I call this the stable
correlation theory. This view fits nicely with how sensory neurons carry information
via certain features of their spike patterns. There are other interesting ways in which
information is carried in the brain such as through various occurrences at synapses,
changes in receptor potentials as well as by neurons that are part of the motor
system. For reasons of space, I will not discuss these cases directly but the
framework that I defend is general enough to apply to them as well.
This chapter is divided into the following sections: In 6.1, I discuss the widely
held view that information requires veridicality. In 6.2, I will outline the stable
correlation theory of information and defend it from several objections that have
been raised against theories like it in the literature. Section 6.3 points out the
similarities and differences that it has with other well-known theories of information
such as Dretske’s theory and Cohen and Meskin’s more recent counterfactual theory.
Section 6.4 will discuss the problems with several statistical theories of information
that have been proposed that hold that a statistical relation “weaker” than unity is
sufficient for information. In 6.5, I point out problems for several causal theories of
natural information. Section 6.6 turns to the neurosciences and discusses several
instances of sensory neurons that carry natural information. I also show how these
cases comport well with the stable correlation theory. Section 6.7 concludes the
chapter.

6.1 The Veridicality Thesis
Before I discuss the veridicality thesis, I need to distinguish natural,
propositional information from several other things that are also referred to as
“information”. For starters, natural, propositional information should be
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distinguished from Shannon information. Shannon information is associated with
the reduction in uncertainty about a certain state of affairs from among the
numerous possible ways that it could have been. Shannon information is also
quantitative where signals that reduce more uncertainty carry more information
than signals that reduce less uncertainty. Many different projects in neuroscience
utilize information in Shannon’s sense. But as has been pointed out by Dretske
(1981) and others, Shannon information is not semantic in the sense that it is not
inherently contentful. For my purposes, the relevant point is that there is no way to
translate the Shannon information carried by a signal into a propositional content.
For instance, a signal may carry 2 bits of Shannon information about another state of
affairs but there is no direct way to translate that into a propositional, contentful
message about that state of affairs. The sense of information that I am concerned
with in this chapter is contentful in this sense and so it should be kept distinct from
Shannon information.
On some occasions, philosophers use the term “semantic information” to
refer to representational content.4 It is also quite common for neuroscientists to talk
about “information” when what they seem to have in mind is much closer to what
philosophers think of as representational content than natural information.
Representation and natural information should be distinguished. One of the
hallmarks of representations is that they are capable of misrepresenting. For example,
if I token a representation of a color, say red, in my brain when I am looking at an

4
Cao (2012) seems to be an instance of this. She thinks that there can be mis-information (p. 54),
which, as I discuss below is usually associated with representational content. A remark that she
makes in a footnote also suggests that she might be thinking of semantic information as
synonymous with representational content: “Here as elsewhere in the paper, “representing” is
shorthand for “playing receiver to a signal which consequently carries the semantic information
that”.” (p. 65)
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object that is not red (say, falls lake) I thereby misrepresent the color of the lake. The
ability for individual representations to potentially misrepresent what it is that they
are representing (i.e. their targets) is a fundamental feature of representations. One
of the most difficult and contentious issues in recent philosophy of mind has been
providing a theory of representational content that can handle misrepresentation.5
In contrast, natural information does not have this property of potentially
misrepresenting. While we do have expressions in ordinary English such as
“misinformation” and “false information”, these don’t seem to reflect genuine ways
that information could be. At the very least, information in the natural sense is not
capable of being misinformation or of being false. In light of this point, Dretske says,
In this sense of the term, false information and mis-information are not kinds
of information- any more than decoy ducks and rubber ducks are kinds of
ducks. (Dretske (1981), p. 45)
Returning to our previous examples, on this understanding of natural
information, smoke cannot carry the natural information that there is fire unless
there actually is fire. Spots on the body cannot carry the natural information that the
person has the measles unless they do have the measles. And V1 neurons cannot
carry the natural information that an edge is present unless an edge is present.
Indicators and natural signs don’t carry natural information that falsities are the
case. This idea is captured in the following veridicality thesis:6
Veridicality Thesis: an individual signal x cannot carry the natural
information that y is the case if y is not the case.

5

See e.g. Dretske (1986) and Fodor (1990a).
I borrow the expression “veridicality thesis” from Scarantino and Piccinini (2010) though they
formulate it somewhat differently than I do.
6
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The veridicality thesis as I have formulated it is endorsed by nearly everyone
who has written about natural information in the philosophical literature (Grice
(1957), Dretske (1981), Israel and Perry (1990), Cummins (1996), Millikan (2001,
2007), Floridi (2005), Cohen and Meskin (2006), Adams (2010) and Neander
(forthcomingc)).7 In what follows, I will be taking the veridicality thesis to reflect a
fundamental feature of natural information.
Perhaps one of the reasons for the widespread appeal of the veridicality
thesis is that natural information is thought to be the sort of thing that enables a
suitably placed observer to learn or acquire knowledge about something else
(Dretske (1981), p. 44-45). This is tied to the understanding of natural information as
connected with intelligence, news and knowledge. As Dretske also points out, since
knowledge requires truth, natural information requires it as well. Notice that this is
not to suggest that natural information requires any intentional beings to interpret it
nor is it suggesting that the only potential effect that natural information has is to
impart knowledge to an intentional being. It is merely suggesting that natural
information is the sort of thing that could be used to impart knowledge if a suitably
placed intentional being was in a position to interpret it.
Now that we have distinguished natural, propositional information from
several other things that are sometimes called “information”, I will henceforward
7

My formulation of the veridicality thesis would even be endorsed by Scarantino and Piccinini
(2010) who are otherwise critical of the idea that information requires truth. They contend that a
signal can carry information about s’s being f if the signal makes s’s being f more probable than it
would have been without the signal, even when s is not f. However, they agree that this wouldn’t
be the information that s is f which requires that s actually is f. They contend that the main notions
of information in cognitive and computer science allow a signal to carry information about s’s
being f even when s is not f. I think that they are correct about this if the main notions of
information in these disciplines are those that are most widely used. Though it should be noted
that the sense of information that they are referring to is not propositional and probably not
contentful either. The only philosopher that I know of who has explicitly denied the veridicality
thesis is Shea (2007). I discuss his view in section 6.4.
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simply say “information” when I mean to be referring to natural, propositional
information. This will make the writing less convoluted. In the next section, I will
develop the stable correlation theory of information.

6.2 Stable Correlations as a Basis for Natural Information
The account of information that I will defend I label the stable correlation
theory. I will start with a statement of the fundamental thesis of the theory and then
explain its various features. Where r stands for token signals of type R:
A particular signal r carries the information that s is f if there is a perfect
unidirectional correlation between R and s being f that is stable within a
particular reference class.
When I say that there must be a perfect unidirectional correlation between R
and s being f, I mean that r’s (tokens of the type R) are only present when s is f.
However, this is not to say that every time that s is f an r is present. It might not be.
In that sense, there is a perfect one-way or unidirectional correlation between the
two such that whenever one is present (r), so is the other (s is f) but the correlation
need not go in both directions (i.e. s is f can occur without r). In what follows,
correlations should be understood to be unidirectional correlations where the
direction of correlation should be clear from the context. It should also be noted that
I am using “correlation” generally in the intuitive sense such that when one thing is
correlated with something else that means that the two happen to co-occur on some
occasions. I am not using correlation in the way that it is used by statisticians, for
instance.8

8

I am thankful to Robert Brandon for prompting me to clarify this point.
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The stable correlation theory also requires that the correlations are stable in
order for them to serve as the basis for information. The reason for this requirement
is that correlations between two things can occur wholly by accident and such
accidental correlations don’t seem to carry information. Dretske (1981, p. 74) offers
several examples of this. For instance, if all of Herman’s children have the measles a
signal might carry the information that Alice is one of Herman’s children without
thereby carrying the information that she has the measles. Yet, at this moment in
time there is a perfect correlation between being one of Herman’s children and
having the measles. However, this correlation is not stable. For instance, the children
will (hopefully) recover from the measles and then the correlation will no longer
hold.
Another example Dretske gives in this context is of two separate systems that
happen by chance to transmit the same message at the same time but don’t transmit
any other messages. In this instant, the one system is perfectly correlated with the
other in the messages that it sends but the one system’s sending the message does
not carry the information that the other sent the same message. Again, I would
suggest that the reason for this is the absence of a stable correlation between the two
systems since there is nothing to prevent each system from sending out additional
non-identical messages in the future. If there is some condition that ensures that
when one system sends out a message, then so does the other, then the two would
be correlated in a stable manner and the message from one system would carry
information about the other system.
Now what makes a correlation a stable one? A correlation is stable if it
continues to hold under various perturbations to the situation across different
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moments in time. For instance, it doesn’t matter whether you are in a forest, on an
arctic glacier, on a city street or in a restaurant kitchen, smoke still correlates with
fire in all of these diverse situations. 9 The correlation is therefore stable. However,
other correlations are not stable as in the correlation between my consumption of a
tofu dinner and the consumption of a tofu dinner by SunHee in Seoul at the same
moment in time. On other days, our dinner menus usually differ so the correlation
tonight is merely a coincidence.
It is difficult to say precisely over how many potential perturbations in a
situation a correlation must hold in order for it to be stable or over how many
different moments in time it must hold. There may not be a precise answer to these
questions just as there may not be a precise amount of money that someone must
possess to be wealthy. But that doesn’t mean that the notion of stability as it is used
here is devoid of meaning or incapable of telling us something important. There are,
after all, clear cases of stable correlations and clear cases of correlations that are not
stable. There are also cases in between where we aren’t so sure whether the
correlation is stable. This is not a concept that always admits of absolutes.
Next there is the issue of reference classes. The reference class is important
because a type of signal that carries information when subsumed under one
reference class might not carry information when subsumed under a different
reference class. For instance, smoke in the reference class of the “natural”
environment of many species10 carries information about fires but fails to do so
when subsumed under the reference class of smoke-on-movie sets where more often

9
Perhaps it’s more accurate to say that smoke stably correlates with burning. I ignore this
complication here.
10
I will have more to say about “natural” environments in 6.6.
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than not, the smoke is artificial and does not reliably correlate with the presence of
fire (or even burning). In my view, it is a mistake to try to specify a single reference
class under which all signals carry information. There are many different reference
classes under which different signals carry information in varying contexts. We can
specify reference classes however we like so long as we are clear on what the
reference class is in any particular case.11 Some reference classes make informational
claims true but trivial and uninteresting. This is brought out in some of Millikan’s
examples that I discuss momentarily. Other reference classes make informational
claims false. In section 6.6, I will take up the issue of what reference class neurons
are being subsumed under when they are said to carry natural information.
Millikan would certainly object to my cavalier approach to reference classes.
She has argued that the only way to specify a reference class under which
correlations hold is arbitrarily. Furthermore, she says, “If no single natural or nonarbitrary reference class can be defined, the notion of correlational information is
empty.” (Millikan (2007), p. 449) She develops this argument using the example of
certain bacteria with magnetosomes that track the earth’s magnetic field and some
think provide information about the direction of oxygen-free water that is toxic to
the bacteria (this corresponds to magnetic north in the northern hemisphere).
Millikan then asks,
What then is the probability that magnetic north corresponds to the direction
of lesser oxygen?...But if the reference class is given instead as the points
within a chosen area, the probability will depend on the area chosen. It will
depend on the hapstance of local environmental arrangements, such as, say,
how many electric fish and wind generators are in the area producing

11

Though the reference class must extend somewhat through time otherwise the notion of a
stable correlation doesn’t make any sense. It also shouldn’t violate the laws of logic or natural
laws of the universe.
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magnetic fields, how many bar magnets have accidentally been dropped in
the area and, of course, within which hemisphere the area lies… Certainly the
statistics on points universe-wide cannot be what determines whether the
magnetosome of a certain bacterium in one of our oceans is or is not carrying
natural information. Should the reference area then be the oceans of the earth,
or of the northern hemisphere, the southern hemisphere, the western
hemisphere, all regions within two miles of shore, within seven feet of a
dolphin- or within some specified distance from the particular bacterium you
are interested in? Any single bacterium lies within an infinite number of
different designatable areas, but to speak meaningfully of “correlational
information” we must decide on some limited reference class. How?
(Millikan (2007), p. 449-50) 12
The answer that I would give here is simply “pick one”. So long as we are
reasonably clear on what the reference class is when we make a particular
informational claim, I’m not seeing a problem here.13 For instance, we can arbitrarily
specify the reference class for the magnetotactic bacteria as some small part of the
ocean surrounded by magnets that were dropped in off a boat. In this reference
class, their magnetosomes do not carry information about the direction of magnetic
north. However, scientists are not generally interested in such arbitrary reference
classes. Instead, they seem to have in mind something like the natural environment or
natural habitat of the organism (Dretske (1981), p. 254, (1988), p. 57). What this
amounts to, of course, differs between different species but it clearly seems to rule
out strong magnetic interfering influences that are not generally part of the bacteria’s
natural environment. In the natural environment of this species of magnetotactic
bacteria, their magnetosomes do carry information about the direction of the

12

Millikan (2001), p. 110 and (2004), p. 38 raises similar concerns about reference classes.
Does this make information a mind-dependent entity? It shouldn’t. The reference classes are
objective features of the world and information is carried relative to those features. With regards
to any given informational claim, whether it is true or false depends on the reference class that the
signal is being subsumed under and for that, the person making the informational claim needs to
make clear what that reference class is.
13
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magnetic pole for the hemisphere in which they reside.14 Saying exactly what the
natural environment amounts to is somewhat tricky and I take this up again in
section 6.6.
Before moving on, I briefly note that the stable correlation theory satisfies the
veridicality thesis (see previous section). According to this theory, a signal carries
the information that s is f only if there is a perfect and stable correlation between the
signal type and s being f. As I have explained the theory, this entails that if the signal
perfectly (and stably) correlates with s being f, then s is f whenever a token of the
signal occurs. Hence, the veridicality thesis is satisfied.
The stable correlation theory also satisfies Dretske’s xerox principle, which
seems intuitive and Dretske takes to be a regulative principle that is fundamental to
the flow of information (Dretske (1981), p. 57). The xerox principle states that if A
carries the information that B, and B carries the information that C, then A carries the
information that C. According to the stable correlation theory, if A carries the
information that B that means that A’s are perfectly correlated with the presence of
B’s. If B carries the information that C, then B’s are perfectly correlated with the
presence of C’s. It follows that A’s will be perfectly correlated with the presence of
C’s so A’s carry the information that C according to the theory. The xerox principle is
satisfied.
In the next section, I will point out several differences between the stable
correlation theory and several other theories that it is very similar to including
Dretske’s unity theory and the counterfactual theory of Cohen and Meskin.

14

I am assuming that certain species of these bacteria only reside in one hemisphere. I don’t know
whether this is true. If not, then we would need to talk about the natural environments of isolated
sub-populations of the species.

123

6.3 Unity and Counterfactual Theories
The stable correlation theory bears much similarity to Dretske’s unity theory
of information but there are some differences between the theories that are worth
highlighting. Dretske’s unity theory was first expounded in his Knowledge and the
Flow of Information and it centers on a principle that he calls Informational Content:
A signal r carries the information that s is F = The conditional probability of
s’s being F, given r (and k) is 1 (but, given k alone, less than 1). (Dretske
(1981), p. 65)
In this principle, ‘k’ stands for what the receiver already knows (if anything)
about the possibilities that exist at the source. There are concerns about Dretske’s
appeal to knowledge in this principle as knowledge is presumably an intentional
state and Dretske, in turn, attempts to analyze intentionality in terms of information.
Dretske tries to avoid circularity by stipulating that the account of information is
recursive and eventually “bottoms out” in information that doesn’t depend on
background knowledge. As he says, “Eventually we reach the point where the
information received does not depend on any prior knowledge about the source,
and it is this fact that enables our equation to avoid circularity.” (Dretske (1981), p.
87)
This view seems to imply that the information carried by some neurons
presumably does not depend on any background knowledge (this would be where
information “bottoms out” in the brain). Since I am interested in how information is
carried in the brain in a way that does not depend on other intentionality, I will
consider Dretske’s theory only as it applies to such neural signals.15 Furthermore, it

15
I am also unconvinced by Dretske’s argument intended to support a relativization of
information to the agent’s background knowledge. His principle argument for this point is that
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is worth noting that Dretske no longer includes the agent’s background knowledge
in latter statements of his unity theory. 16 Removing the relativization to background
knowledge yields the following slightly modified unity account:
a signal r carries the information that s is f if and only if the conditional
probability that s is f given r, is 1 but given not-r, would be less than 1.
A couple of further points should be mentioned about Dretske’s unity theory
to make full sense of it. Firstly, it is only as a token of a type of signal “r” that a token
r carries the information that s is f. Only individual token signals carry information
according to Dretske, but it is as tokens of particular types that they do so. 17 That
means that for a token r to carry the information that s if f, it must be the case that
the conditional probability of the type of event that s is f, given the type of signal that
r belongs to, is 1.

he thinks that it accurately reflects our ordinary way of thinking about these matters as reflected
in his shell game example (Dretske (1981), p. 79). In this example, there is one peanut that has
been placed under one of four different shells. Suppose that you have already turned over shells
1 and 2 and seen that there is no peanut under them though your friend has not seen this. Now
both you and your friend turn over shell 3 and observe that the peanut is not under it. Dretske
thinks that the event of turning over shell 3 carries the information that the peanut is under shell
4 for you but not for your friend. This would suggest that the same signal can carry different
information for different observers depending on their background knowledge.
My own intuitions about this case do not align with Dretske’s. It seems to me that
turning over shell 3 provides the same information to both you and your friend that the peanut is
not under shell 3. You can combine that information with your background knowledge about
shells 1 and 2 being empty to reach the conclusion that the peanut is under shell 4. But that is not
to say that the event of turning over shell 3 carried this information for you (and not for your
friend). Cohen and Meskin (2006), p. 340 seem to have similar intuitions as I have regarding this
case. Note that this point about an intuition clash is only meant to show why I am not convinced
by Dretske’s argument that we need to relativize information to background knowledge.
16
See Dretske (1990), p. 820.
17
We see this clearly in the following (and also see Dretske (1981), p. 245):
Though the indicator (like the causal) relationship holds between token events, what
gives the tokens their power to indicate (or cause, as the case may be) is the relationship
between the types of which they are tokens in the circumstances in which those types are
tokened. Let C and F be types, c and f tokens of these types. c indicates that f exists when
the right relationship exists between C and F. (Dretske (1990), p. 820)
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Second, according to Dretske, a signal r is said to carry information about
some state of affairs when certain channel conditions are in place. Channel conditions
are those conditions that are “stable, lack relevant alternative states, in fact generate
no (new) information.” (Dretske (1981), p. 119) These are the sorts of conditions that
for a time, there are no “genuine” or “relevant” possible alternatives to them
(Dretske (1981), p. 115, 118).
An example will help here. Consider a standard gas gauge in a car. When a
gas gauge functions properly, it provides information about how much fuel is in the
tank. Of course, they don’t always work; over time, they frequently stop providing
information about how much gas is in the tank. The channel conditions here are
those conditions that when set a certain way (e.g. the wires aren’t eroded, the float
inside the tank is floating, the sending unit is in proper order etc.) allow the gauge to
carry information about the amount of gas in the tank. These conditions are stable
for a period of time after they have been set. Gas gauges need to be checked
periodically but once they’ve been checked, we can treat certain conditions as stable
for a length of time- these are the channel conditions. Of course, it is possible in
some sense that even after checking, the wires might turn into mush thanks perhaps
to the work of an evil demon but that does not count as a “genuine” or “relevant”
possibility.
A final point about channel conditions is that in order for information to be
transmitted over such a channel, it is not required for an individual to know that the
conditions are stable. For instance, you don’t have to know that the channel
conditions in the fuel gauge case are stable for it to transmit and for you to receive
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information about how much fuel is in the tank. Instead, it is required that the
conditions have to actually be stable. (Dretske (1981), p. 119)18
The stable correlation theory incorporates something like Dretske’s channel
conditions under the heading of reference classes. As the theory was formulated,
signals carry information relative to certain reference classes and these reference
classes include the sorts of stable conditions that Dretske calls channel conditions.
I will now mention one last point about Dretske’s unity theory before I
discuss several differences between it and the stable correlation theory. Dretske
maintains that the conditional probability of one between signal and state of affairs
is underwritten by a nomic or lawful connection between the two (Dretske (1981), p.
76, 245, (1983a), p. 56, (1986), p. 17).19 This nomic connection precludes the signal’s

18

Strangely, Dretske comments at one point that what counts as the channel conditions may not
have an objectively correct answer. He says,
Whether or not a signal carries a piece of information depends on what the channel is
between source and receiver, and the question of whether an existing condition is stable
or permanent enough to qualify as part of the channel, as a condition which itself
generates no (new) information, is a question of degree, a question about which people
(given their differing interests and purposes) can reasonably disagree, a question that
may not have an objectively correct answer. When a possibility becomes a relevant
possibility is an issue that is, in part at least, responsive to the interests, purposes, and,
yes, values of those with a stake in the communication process. (Dretske (1981), p. 132133)
This doesn’t appear to be consistent with the idea that natural information is an objective mindindependent quantity. It also threatens circularity for Dretske’s attempt to use information as a
basis for his theory of representational content.
In contrast to this anomalous remark, the stable correlation theory holds that channel
conditions are objective, mind-independent features of the world (see the main text). People may
disagree about what should count as the channel conditions in certain cases but the conditions
themselves are fixed features of the world. Dretske himself seems to say as much later on the
very same page:
Knowledge and information are no different. To know, or to have received information,
is to have eliminated all relevant alternative possibilities. These concepts are absolute. What
is not absolute is the way we apply them to concrete situations- the way we determine
what will qualify as a relevant alternative. (Dretske (1981), p. 133)
19
Others who have endorsed the idea that lawful connections underwrite informational relations
include Churchland and Churchland (1983a) and Adams (2010).
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occurrence when that state of affairs isn’t the case. As he says, “A conditional
probability of 1 between r and s is a way of describing a lawful (exception less)
dependence between events of this sort.” (Dretske (1981), p. 245) In line with this,
Dretske see laws as possessing a modal quality in that they tell us what must be the
case or what cannot happen (ibid., p. 77).
In later work, Dretske slightly relaxes the requirement of a nomic connection
between signal and signified. He admits that,
Sometimes there are merely regularities, non-lawful but none the less
pervasive, that help secure the connection between sign and significance. It is
partly the fact, presumably not itself lawful, that animals (for example,
squirrels or woodpeckers) do not regularly ring doorbells while foraging for
food that makes the ringing bell mean that someone (i.e. some person) is at
the door. If squirrels changed their habits (because, say, doorbells were made
out of nuts), then a ringing doorbell would no longer mean what it now does.
But as things now stand, we can (usually) say that the bell would not be
ringing unless someone was at the door, that the bell indicates someone’s
presence at the door, and that, therefore, that is what it means. But this
subjunctively expressed dependency between the ringing bell and someone’s
presence at the door is a reflection of a regularity which, though not
conventional, is not fully lawful either. None the less, the doorbell retains its
natural meaning as long as this regularity persists. (Dretske (1986), p. 19)20
Dretske’s invocation of laws to underwrite the informational relation has
been widely criticized in the literature. One such criticism is that natural laws do not
apply to individuals as such yet presumably signals should be able to carry
information about individuals (Millikan (2001), p. 115, (2004), p. 35, Shea (2007), p.
421). Millikan (2004), p. 42 even suggests that the look of Johnny’s face carries
natural information as to the presence of Johnny but there are no laws that concern
individuals as such. If we suppose that Johnny’s face is entirely unique, then this

20

Dretske (1988), p. 57 says something similar that “There must actually be some condition,
lawful or otherwise, that explains the persistence of the correlation.” Notice the “or otherwise”
clause.
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seems plausible. Cohen and Meskin (2006) have also argued that Dretske’s appeal to
laws is “ontologically expensive” and that a theory that appeals to counterfactuals
instead of laws is preferable on grounds on ontological economy (I discuss their
counterfactual theory below).
I am sympathetic to these criticisms and for similar reasons the stable
correlation theory does not invoke laws to underwrite the informational relation.
Clearly there is something that keeps the correlations stable, but I don’t think that it
is a specific law pertaining to the signal and signified. There are three main reasons
for this. First, we should leave open the possibility that certain signals carry
information specifically about individuals and as others have argued, natural laws
don’t apply to individuals as such. In the case of the brain, it seems that we should
leave open the possibility that certain patterns of neural activity might carry
information about individuals. The stable correlation theory allows for this because
there might be a stable correlation between various tokens of a type of neural signal
and the presence of an individual at some location in front of the organism.
Secondly, I think it would overly proliferate the laws of nature if we stipulate
laws between every type of neural signal and the various things that they correlate
with and hence carry information about. In my view, the laws of the universe aren’t
that numerous but admittedly someone may reasonably disagree with this point.21
Third, the connection between signals in the brain and what they signify
appears contingent and could have been rather different. For instance, there is no
law of the universe that area MT neurons in Rhesus Macaques had to be sensitive to
21

Perhaps this is what Loewer (1983), p. 86 has in mind when he suggests that it is implausible to
think that there is a law connecting types of brain states and s being a dog as Dretske would
require for the former to carry information about the latter. The present point is also similar to
Cohen and Meskin’s claim that appealing to laws here is “ontologically expensive”.
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movement (I discuss this example more in section 6.6). They could have just as easily
been sensitive to some other quantity if monkey brains had evolved differently. In
this alternative scenario, motion could have been processed by a different part of
their brain. Contingent outcomes of evolution such as the connection between MT
neurons and movement don’t qualify as laws of the universe. They don’t have the
relevant kind of necessity. Since I am primarily interested in how neurons carry
information, it seems unwise to ground this capacity in natural laws when the
connection between neurons and what they carry information about is contingent.
A second difference between Dretske’s unity theory and the stable correlation
theory is that the former but not the latter appeals to probabilities to ground the
informational relation. The main reason for this is that I want to allow neurons to
carry information about the objective probabilities of certain occurrences. I do not
however, know how to make sense of objective probabilities of objective
probabilities.22 I discuss several instances of neurons carrying information about
probabilities in section 6.6.23 Dretske was sensitive to this concern and said,
The best we can do in such cases is to say that the signal carries the
information that s is probably in state B. This comes the closest to satisfying
our definition of informational content, since (we may suppose) the
conditional probability of s’s probably being B, given r, is unity. I am not sure it
makes sense to talk this way. It is silly, of course, to think of s’s probably being
B as itself a condition of s that we could receive information about, as
something that could have a conditional probability of 1 and therefore qualify
as the informational content of a signal. (Dretske (1981), p. 69)

22

This might make more sense for subjective probabilities but that is not what we are dealing with
here.
23
Scarantino and Piccinini (2010) also think that a signal can carry the information that a state of
affairs is probably the case. For instance, they say that,
If the ringing doorbell is a standard one in standard conditions, it carries the natural
information that a visitor is probably at the door. It is on account of this information, the
only natural information a standard doorbell manages to carry about visitors, that we
reach for the door and open it.
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I agree that it would be silly (or at least, mysterious) to think of s’s probably being B
as having a conditional probability of 1. But while Dretske sees this as a reason to
doubt whether information is carried about probabilities, I see it instead as a reason
not to rely on conditional probabilities as the basis for information. 24
Another theory that bears considerable similarity to Dretske’s unity theory
and the stable correlation theory is Cohen and Meskin (2006)’s counterfactual theory
of information.25 This theory holds that information relations are constituted by the
truth of certain counterfactuals, as they say in their principle S*,
(S*) Information relations are constituted by the non-vacuous truth of
counterfactuals connecting the informational relata. Thus, x’s being F carries

24
Loewer (1983) and Cohen and Meskin (2006) have argued that Dretske’s unity theory is
problematic because it relies on a sense of probability, i.e. inverse conditional probability, that is
incompatible with standard interpretations of probability. They argue that Dretske cannot appeal
to subjective interpretations of probability because that would render his account of
representational content circular since it is based upon information that is defined in terms of
probability. Furthermore, they argue that neither frequency nor propensity theories of probability
are compatible with the probabilities that he invokes. I don’t wish to quarrel with these claims.
(Though I am not convinced by their argument that Dretske’s account is incompatible with the
frequentist notion of probability because “such understandings are inapplicable to unrepeatable
event tokens; but, presumably we want a notion of information that extends to singleton events.”
(Cohen and Meskin (2006), p. 336) I don’t know why Dretske would want to say that an
unrepeatable event carries information. It’s hard to think of any such examples and neither
Loewer nor Cohen and Meskin provide any. For his part, Dretske (1981, p. 245) originally said
that he wasn’t thinking about probabilities as frequencies but later changed his mind saying that
he sees no reason not to think of probabilities as limiting relative frequencies among condition
types (Dretske (1983b, p. 84).)
However, I think that there is a more fundamental response to these arguments. Namely,
that neither the frequency nor propensity theories of probability are well-confirmed theories as
there are numerous powerful criticisms against each in the literature (For numerous objections to
frequency theories of probability see Hajek (1997) and (2009). For no less than twenty-one
arguments against propensity theories of probability, see Eagle (2004)). The failure to conform to
well-criticized theories of probability is surely not a mark against Dretske’s use of inverse
conditional probabilities.
25
A related view is that simple conditionals can be used to ground information relations.
Churchland and Churchland (1983b) made this point in their comments on Dretske’s unity
theory. Similarly, Loewer (1983) suggested that Dretske’s unity theory could be improved by
appealing to backtracking conditionals instead of probabilities by taking the following form: “r’s
being R carries the information that s is F iff r is R, and if r is R then s must have been (or must be)
F.” (Loewer (1983), p. 76) For these views to be plausible, they would also need to make some
mention of channel conditions. My take on these alternatives is similar to what I will say about
the counterfactual theory shortly.
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information about y’s being G if and only if the counterfactual conditional “if
y were not G, then x would not have been F” is non-vacuously true. (Cohen
and Meskin (2006), p. 335)26
We can see the similarities between the counterfactual theory and the unity
and stable correlation theories by examining how each of them handle a particular
example. For instance, in the event of smoke in the forest, it carries information
about the presence of fire according to the counterfactual theory because “if there
was no fire, there would not have been smoke” is non-vacuously true. Similarly,
smoke carries information about fire according to Dretske’s unity theory because the
conditional probability of the latter given the former is one (provided that certain
channel conditions hold). And the stable correlation theory gives the same result
because smoke is perfectly correlated with fire in forests and this correlation is stable
within the relevant reference class. It seems that in many real life cases, these
theories deliver the same results.
In general, if a perfect, stable correlation between signal and signified holds,
then the counterfactuals that Cohen and Meskin appeal to will also be true. There is
a key difference between the theories though. The difference is that the stable
correlation theory specifies what makes the counterfactuals come out true while the
counterfactual theory does not. For this reason, I regard the counterfactual theory as
an incomplete version of the stable correlation theory. Another way to put this point
is that the counterfactuals that Cohen and Meskin appeal to can serve as a useful
diagnostic about when information relations hold. However, the truth of the
counterfactuals does not itself constitute the information relation despite their claims.

26

Cohen and Meskin say that the counterfactual must be “non vacuously” true in order to
prevent every signal from carrying information about all necessary truths, which they regard as
problematic.
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It does not point to a real relation in the world that can constitute the information
relation. The stable correlation theory on the other hand, fills in this gap. 27
In the next section, I will discuss some other “weaker” statistical theories of
information and argue that they have significant problems.

6.4 Weaker Statistical Theories
Unsatisfied with the stringent nature of Dretske’s unity theory, several
philosophers proposed weaker statistical theories of information. These theories are
problematic though, as I will now argue. One such example is Ruth Millikan’s idea
of “local natural information”. In short, Millikan suggests that this information
derives from correlations between different states of affairs that persist for a reason
(see Millikan (2001, 2004, 2007)). As she says,
Besides natural informationL 28 , then, we should recognize another equally
important kind of support for intentional representation, resting on what
may also be called ‘natural signs’ carrying-to keep the terminology parallel‘informationC’ (for ‘correlation’). Natural signs bearing informationC are, as
such, instances of types that are correlated with what they sign, there being a
reason, grounded in natural necessity, why this correlation extends through a
period of time or from one part of a locale to another. One thing carries
information about another if it is possible to learn from the one something
about the other not as a matter of accident but for a good reason. (Millikan
(2001), p. 124)
These correlations that Millikan is referring to are supposed to be based upon
statistics at the source of information as well as on those in the channel conditions
that are stable and non-accidental (Millikan (2004), p. 34-35). To say that they are

27
Dretske could also maintain that the counterfactual theory is an incomplete version of his unity
theory. The relevant counterfactuals also come out true according to his theory but what makes
them true and what constitutes the information relation is the conditional probability of 1 between
signal and signified. Again, Cohen and Meskin’s theory doesn’t specify what makes the
counterfactuals true.
28
InformationL stands for information based on lawful connections of the sort discussed in the
previous section.
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non-accidental is for Millikan, to say that there is a “reason” why the correlation
persists (Millikan (2004), p. 40). In addition, Millikan thinks that the organism needs
to be able to keep track of the regions in which the statistics hold (ibid., see also p.
33-34, 40). These correlations are often limited to certain localities and hence, she
calls this “local natural information”. 29
How strong does the correlation have to be according to Millikan to serve as
the basis for information? She says that, “a strong enough correlation to count in
determining a local sign to be such is one that is strong enough to have actually
influenced sign use, either through genetic selection or through learning.” (Millikan
(2004), p. 44) Elsewhere, Millikan (2001), p. 124 adds that the relevant correlations
are usually not perfect and they may be either weak or strong. However, she holds
that “informationC, like informationL, cannot be false by definition” (ibid., p. 124).
I will now briefly discuss an issue that is specific to Millikan’s theory though I
will also discuss more general issues that apply to her theory and the other weaker
statistical theories shortly. The specific issue for Millikan’s theory is that by
attempting to accommodate the veridicality thesis, Millikan’s theory is bound to
collapse into either a unity-type theory or what I call a “causal simpliciter” theory. It
turns out that the correlation of which she speaks is doing no work in her theory.
Let’s consider a particular example. A shadow can be taken to be a natural
sign of an eagle for a rabbit according to Millikan’s theory because there is a

29

Though she later insists that these signs are not defined by reference to their locations and that
they are not signs of their signifieds because of their locations (Millikan (2007), p. 452-453).
Despite this, it still seems that Millikan’s local natural signs generally only hold over particular
spatiotemporal regions. In other words, they needn’t hold over all locations on earth or for all
time. She adds that these signs have a “historically positioned domain” (Millikan (2004), p. 35).
But that is just to say that the temporal dimension of the signs extends backwards beyond the
present moment yet, it is still temporally limited.
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correlation between shadows and eagles and this correlation seems to persist for a
reason.30 Let’s suppose that shadows correlate with the presence of eagles in the
domain of the rabbits 5% of the time. We can imagine that this correlation,
admittedly weak, could have influenced sign use as those rabbits who took shadows
to be signs of eagles would have had an evolutionary advantage over those that
didn’t.
Now, according to her theory, though shadows correlate with eagles only 5%
of the time, they can still carry information about eagles but only on those rare
occasions when there actually were eagles present because information cannot be
false by definition. We can easily see here that the (weak) correlation is not really
doing any work in Millikan’s theory to determine what information signs carry. The
correlation could have been even weaker still (say eagles correlate with shadows
.001% of the time) and individual shadows would still carry information about
eagles on those extremely rare occasions when an eagle was present. What is doing
the work here to determine when information is carried is the actual correspondence
between sign and signified not the (weak) correlation. The weak correlation is doing no
work. Millikan may as well have said that whenever one thing directly corresponds
with another, then it carries information about the other. If this is a type-type direct
correspondence, then we are moving closer to something like a unity theory or the
stable correlation theory. If it is instead a token-token correspondence, then we have
something akin to the causal simpliciter theory that I discuss in the next section (a

30
I have to admit that I’m unclear on what Millikan means by a “reason” here. There is a sense of
“reason” in which it is synonymous with cause. This is the sense in which it is true that
everything happens for a reason. Presumably, this is not what Millikan has in mind here. I’m also
unsure about what it would mean for the reason to be grounded in natural necessity if it is not
lawful, as Millikan maintains. In any case, the rabbit example seems to be the sort of case that
Millikan has in mind when she talks about local natural information.
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view which holds that token effects carry information about their token causes). In
any case, Millikan’s theory is bound to collapse into one of these other theories:
either those that she explicitly rejects (unity theories) or those that have other
problems (see the next section).
A similar statistical theory of information as Millikan’s was proposed by Shea
(2007). He maintains that,
R carries the correlational information that condition C obtains iff for a
common natural reason within some spatio-temporal domain D: chance (C/R
is tokened) > chance (C/R is not tokened) (Shea (2007), p. 421)31
Shea maintains that “these chances are not just a matter of frequencies. Instead they
are like the 50% chance that a lump of 4.5 billion atoms of uranium-238 will emit an
alpha particle in a year.” (ibid., p. 420) He does not provide an account of these
objective probabilities saying that it is a topic “for another day”. For Shea, the usual
but not the only, “natural reason” for the persistence of a correlation in a spatiotemporal domain is that the two items (C and R) are related as cause and effect.
However, he admits that there might be other natural reasons responsible for the
correlation holding even if the two are not causally related. The crucial point is that
the correlation is not purely accidental (ibid., p. 421).
The final statistical theory of information that I will discuss holds that effects
carry information that their most likely cause is present. I’ll dub this the most likely
cause theory. Statistical theories of representational content along these lines have been
offered for the content of mental and neural representations (see Lloyd (1987), Usher

31

Scarantino and Piccinini (2010) also suggest something along these lines though their claim is
that a signal carries information about s being f (not that s if f) if the signal makes s’s being f more
probable than it would have been without the signal.
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(2001) and Eliasmith (2000, 2005)). Perhaps these theorists would be amenable to a
similar account of natural information (though they don’t discuss this).
I will now turn to several issues with these “weaker” statistical theories. First,
both Shea’s theory and the most likely cause theory are incompatible with the
veridicality thesis. A signal can make an event more probable without that
guaranteeing that the event occurs. Similarly, the most likely cause of an event, in
some cases (i.e. when its likelihood is less than 1), is not the actual cause. It follows
that according to both Shea’s theory and the most likely cause theory, a signal can
carry the information that something is the case when it is not, in fact, the case. This
straightforwardly violates the veridicality thesis. It’s hard to see how this is
compatible with the way that natural information is generally understood and it
strikes me as highly counter-intuitive.
More counter-intuitive still, on Shea’s view even a signal that makes an event
ever so slightly more probable carries the information that the latter is the case. To
return to the case of shadows, which are rarely caused by eagles (say .001% of the
time), if this makes the probability of eagles greater than their probability in the
absence of shadows, it carries the information that an eagle is present even in the
vast majority of cases when it is not. This is highly counter-intuitive. It’s not at all
clear why we would want to call this “information” as it bears little resemblance to
any real sense of the term.
The most pressing issue facing the most likely cause theory, to my mind, is
that it appears to be committed to an objectionable form of arbitrariness. Consider the
following scenario: let’s suppose that there are three potential causes of an event e,
labeled a, b, and c. Suppose that the most likely cause of e is a, which has a 34%
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probability of being the cause while b and c’s likelihood of being the cause are each
33%. It seems objectionably arbitrary to hold, in accord with the most likely cause
theory, that e carries the information that a occurred (since it is the most likely cause)
but not the information that b or c occurred. For the chances are almost as high that
either b or c is the actual cause in any given case.
Another problem with these weaker statistical theories is that they license
violations to Dretske’s xerox principle. Preserving this principle was one of the
original reasons that Dretske opted for a conditional probability of one in his theory
of information. The general problem is that say we settle on a conditional probability
of .9 as sufficient for information. Then A might carry the information that B because
the conditional probability of B, given A is .91. Similarly, B carries the information
that C because the conditional probability of C given B is .91. But it no longer follows
that A carries the information that C because the conditional probability of C given
A is below the threshold (.81). As Dretske says, information doesn’t get through to
the end even though it is nowhere lost (Dretske (1983a), p. 57).
For Shea’s theory, A might carry the information that B because B is more
probable given A than without it. B carries the information that C because C is more
probable given B than without it. Yet, it is possible that C is not more probable given
A than without it, so A would fail to carry the information that C. Similarly, for the
most likely cause theory, A might carry the information that B because B is the most
likely cause of A. B carries the information that C because C is the most likely cause
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of B. But now assuming that A, B, and C are distinct, A will not carry the
information that C because C is not its most likely cause. 32
Based on the above arguments, I don’t regard these weaker statistical theories
as viable accounts of information. In the next section, I’ll discuss the inadequacies of
several types of causal theories of information.

6.5 Causal Theories
Some philosophers have used causality as the basis for a theory of
information. Reliable causal covariance theories have been proposed (Fodor
(1990a))33 as well as theories that claim that effects carry information about their
causes. I will call the latter, the causal-s theory (the “s” stands for simpliciter). I’ll
discuss each of these theories independently beginning with reliable causal
covariance theories.
The reliable causal covariance theory is committed to something like the
following:
RCC) Tokens of a type of signal, Y, carry information about whatever, X,
reliably causes them.
In assessing this theory, it’s clear that a lot will hinge on what is meant by reliably
causing something. Here is how Fodor elaborates on this:

32
This is also a problem for Millikan’s local natural information. Since however we set the
threshold for correlations according to Millikan, it is possible that A carries the information that B
because they are weakly correlated (just over threshold) and B carries the information that C
because they are weakly correlated, again just over threshold. But A doesn’t carry the
information that C because their correlation falls just below the threshold.
These weaker statistical theories also license violations to Dretske’s conjunction principle
(Dretske (1983a), p. 57), which states that if r carries the information that s is F and it carries the
information that s is G then it should also carry the information that s is F and G. The
argumentation is similar to the xerox principle, so I won’t go through the details again.
33
“That’s because all you need for information is reliable causal covariance, whereas for meaning
you need (at least) asymmetric dependence too.” (Fodor (1990a), p. 93)
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Finally, I assume that it’s common ground among IBSTs34 that “carrying
information” is to be naturalized by reference to relations of causal covariance
between symbols (viz. the information carriers) and things symbolized (viz.
the things that the information carried is about). For our purposes, the Urversion of IBST is: As carry information about Bs iff the generalization “Bs
cause As” is true and counterfactual-supporting. (Fodor (1990b), p. 514)
I will therefore stick with the version of IBST that makes As carry information
about Bs whenever the causal connection from Bs to As is backed by a
counterfactually supporting generalization, albeit one that may be
statistically imperfect. (Fodor (1990b), p. 514-515)
This still leaves open the question of how reliable the generalization has to be.
One possibility is to adopt a strict standard of reliability where X reliably causes Y if
and only if Y’s are only caused by X’s. If so, the reliable causal covariance theory
would preclude neural signals from carrying information since they lack reliable
causes in this sense. Neuroscientists can, after all, cause neural signals by artificial
stimulation so it won’t be the case that a type of neural signal can only be caused by
some single (type of) item.
It’s clear that a weaker standard of reliability is needed, but once it is
weakened the theory condones violations to the veridicality principle, i.e. in some
cases Y’s will be caused by something other than what reliably causes them and
what they carry information about. Another problem is that any standard less than
perfect reliability appears to be, in a sense arbitrary. This problem is similar to the
arbitrariness issue for statistical theories that was discussed in the previous section,
so I will not repeat it here.
A final problem with this theory is that it seems that we could have
information without direct causal connections. To take a simple example, suppose
that you and I both have television sets that are always on and always tuned to the

34

“IBST” stands for information based semantic theory.
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same station (such is the case in much of Pyongyang, North Korea). The pictures on
my television set carry information about what is on your television even though
there is no direct causal connection between the two. Thus, causation does not seem
necessary for information.
Let’s now turn to the causal theory simpliciter (causal-s theory). The causal-s
theory adheres to the following simple principle:
CS) A token signal, y, carries information about whatever, x, caused it.
The causal-s theory is suggested by a number of remarks by Fodor (1990a,
1990b)35, Millikan (2004) 36, and defended most explicitly by Neander (forthcomingc)
who says that,
On a simple, alternative proposal, r carries the natural indicative information
that e if e is a cause of r, where this is singular causation and r and e are
particulars. (Neander (forthcomingc), p. 9)
The causal-s theory has several problems when it comes to neural
information. The main issue with the causal-s theory is that it holds that rare single
events carry the information that their causes occurred. Suppose that we were to put
an electrode in someone’s brain and artificially stimulate an area of V1 which causes
him to experience a small colored bar of light (i.e. a phosphene). According to the
causal-s theory, the V1 neurons that were stimulated carry the information that they
were stimulated (caused) by an electrode, despite the fact that this is a highly
unusual cause of V1 activity. This seems intuitively incorrect and it seems highly

35

“Information is tied to etiology in a way that meaning isn’t…If some “cow” tokens are caused
by cows and some “cow” tokens aren’t, then it follows that some “cow” tokens carry information
about cows and some “cow” tokens don’t.” (Fodor (1990a), p. 90) Another quote along these
lines: “This doesn’t work and it violates the basic tenet of IBST; viz. that symbol tokens carry
information about their causes.” (Fodor (1990b), p. 522)
36
“That is, we’ll have to wait and see which they really do mean, for they do mean whichever was
their actual cause. No probability of one is in view here, but only a real causal connection.”
(Millikan (2004), p. 36)
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unlikely that any neuroscientist would endorse it. Neander (forthcomingc) seems to
embrace this result holding that if a red representation in the head of an animal (she
calls this a “RED”) was caused by something green, that it carries information that
there was green. Neander warns us “not to conflate an epistemic or evidential sense
of information with the non-intentional notion.” (Neander (forthcomingc), p. 11) Yet,
it is hard to see how information in her sense bears any resemblance to anything that
is recognizable as information given its implication about rare events.
Another issue for the causal-s theory aside from the relation not being
informational in any recognizable sense is that it isn’t clear how the information
could be extracted by the system. In other words, it’s not clear how the information
could be used or decoded. If we stimulate a monkey’s MT neurons so the animal
becomes convinced that there was motion even though there wasn’t, according to
this theory, the neurons’ increased firing rate carries information about the electrode.
But how could the animal possibly extract that information from the neural signal?
It’s not clear how the signal could “tell” the monkey about the electrode or how the
monkey’s brain could use the signal to “learn” about the electrode. In short, the
“information” carried by these neurons about electrodes doesn’t seem extractable by
the organism so it isn’t clear what explanatory benefit there is to describing the brain
in informational terms. We may as well just stick to causal language.
Finally, like the reliable causal covariance theory, the causal-s theory runs
into the issue that causality doesn’t seem necessary for information.37 Hence, I must

37
Though some defenders of the causal-s theory (such as Neander) may have only wanted
causality to be sufficient for information.
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conclude that neither the causal covariance theory nor the causal-s theory are
plausible theories of information.38
Now that I have laid out the stable correlation theory, and compared it to
numerous other theories of information, it is time to see how it works with respect to
neurons. In the next section, I will discuss a number of instances of neurons carrying
information and explain how the stable correlation theory seems to handle these
cases well.

6.6 Propositional Information in the Brain
I will begin by discussing neurons that were found to respond particularly
well to faces in higher visual areas of the brain. Perrett et al. (1982) investigated
neurons in the fundus of the superior temporal sulcus (STS) of alert macaques that
responded (i.e. fired off spikes) much more to faces than to other stimuli. The faces
presented to the animals during their experiment included real human faces as well
as pictures of human and primate faces. Neurons were classified as “face selective”
if their response to faces was 2-10 times as large as their response to the other
stimuli.
One such face selective neuron is of particular interest here. It gave a large
response to the sight of a face (with an average firing rate of about 45 spikes per
second) but didn’t generally respond above its spontaneous firing rate 39 for any of
the other stimuli that were presented to the monkey. This included geometrical

38

Dretske (1981) also has an extended discussion of how causation is neither necessary nor
sufficient for information but it isn’t clear from the context whether he is endorsing these points
generally or arguing that it is neither necessary nor sufficient for information in the Shannon
sense.
39
Most neurons fire at a low rate even in the absence of any pertinent stimulus. This is referred to
as either the spontaneous firing rate of the cell or as its background firing rate.
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stimuli (high contrast wave gratings, bars, slits and spots of various sizes), 3dimentional objects of various sorts as well as arousing auditory and tactile stimuli
such as loud noises, voices and touching the leg of the monkey.
A few other results of their experiment are noteworthy. First, the vast
majority of the “face neurons” that they studied (44 of 48) gave sustained discharges
for as long as the monkey looked at the face. The majority of these face neurons also
didn’t respond to other arousing or visually aversive stimuli such as an air puffer or
objects looming toward the monkey nor to reward related stimuli. The face neurons
in their study responded similarly to faces of different sizes as well as to changes in
the orientation of a face to horizontal or inverted. However, if the face was moved to
profile, this eliminated the neural response for 21 of 32 cells. Finally, some cells
didn’t show their heightened response to a face if parts of the face were covered.
They seemed to require the whole face for a significant response.
I want to focus on one of the latter face neurons that shows a greatly
increased firing rate when an entire face is present but doesn’t respond to any of the
other stimuli mentioned above nor does it respond to a face if parts of it are removed
such as by cutting out or blocking from view the eyes or the mouth. When such a
neuron shows a greatly increased firing rate, I maintain that it carries the
information that there is a face like object here. A face-like object is very roughly one
with two eyes, a nose, a mouth etc. in certain spatial relations to each other. The
stable correlation theory can account for the information carried by this neuron
because there is a perfect correlation between this type of neuron firing at a greatly
increased rate and a face like object being present within a certain reference class (more
on this below). This correlation is also stable because for instance, it still holds if the
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face is seen at different distances, with different sizes and from different viewing
angles.
Another set of neurons that show heightened responses to faces in the
anterior part of the STS are discussed in Rolls et al. (1997). They examined a
population of cells (14) that responded primarily to faces (both primate and human),
meaning in their case that a cell’s response to the optimal face (i.e. the face that
causes it to fire the most) was more than twice its response to the optimal non-face
stimulus presented. These cells didn’t individually only respond to particular faces.
Instead, they each responded to many different faces and showed characteristic
response profiles to each of the different faces.
Rolls et al. obtained 10 trials of data with each face stimulus for each of the 14
neurons in the population. From this, they extracted the mean firing rate (measured
in spikes per second) for each neuron to each stimulus by recording the number of
spikes produced between 100 and 600 ms after the presentation of the stimulus and
averaging this over the number of trials. By taking the mean firing rate of each cell in
the population to a particular stimulus and employing a decoding algorithm that
they claimed to be neurally plausible, they were able to estimate fairly well which
actual stimulus was present.40 Using this algorithm based on the response rates of
the 14 neuron population produced 66% correct “guesses” of which of 20 different
faces were present. With more cells in the population, more faces can be
discriminated from each other so although this is an artificially small number of

40

The experimenters themselves of course knew what the actual stimulus was. But this was
supposed to be a potential way that the animal could use the responses of the population of
neurons to estimate which stimulus was present.
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faces that an animal might encounter (20), it is also a smaller number of neurons
than are present in these face regions of the monkey’s brain.
In this case, I maintain that the population vector (i.e. the average firing rate
of each cell in the population in the presence of a particular stimulus) carries the
information that a face shaped object of a certain sort with characteristics x, y and z is likely
present. This is not to say that it is present for it might not be. But only that it is likely
present. To say that it is likely present means at least, that it’s more likely than
chance that that type of stimulus is present. The stable correlation theory can also
account for the information carried in this case because within a particular reference
class, there is a perfect correlation between this population vector and that type of
stimulus being likely present.
When I say here that certain neurons carry the information that a kind of
stimulus is likely, I am not assuming any particular interpretation of probability. I
don’t have a theory of probability to offer. Instead, I am intending to use probability
in the way that we ordinarily do when we say that it is unlikely that I will win the
lottery and likely that the sun will rise tomorrow. These are objective facts about the
world and hence, objective probabilities. Similarly, I would argue that it is an
objective fact about the world that the presence of a face shaped object with certain
characteristics is likely given a population vector of activity of STS face neurons.
The next set of instances of neural information that I will focus on are motion
sensitive neurons in monkey area MT. Zeki (1974) was one of the first to study these
neurons in detail and found some cells in the posterior bank of the STS (area MT)
that responded (i.e. increased their firing rate) to movement in any direction within
their receptive field. These cells responded to different moving stimuli such as splits,
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bars, edges and spots and their responses were similar for any of the stimuli moving
in any direction. It therefore seems reasonable to regard the responses of these
neurons as carrying the information that there is movement of some sort in their receptive
fields.41 Again, this is in accord with the stable correlation theory because there is a
perfect correlation between movement in the receptive field of the neuron and the
neuron responding in this fashion. Zeki himself even suggests this interpretation of
these MT neurons:
There are, in addition, cells which respond to movement in any direction
within their receptive fields, presumably thereby signaling the presence of
movement per se… (Zeki (1974), p. 568)
The last example that I will discuss also concerns monkey MT neurons.
Britten et al. (1992) recorded from MT neurons while a monkey watched a stochastic
visual display (random dots moving). The stimuli were shown to the monkey for
two seconds each and the experimenters recorded the total number of action
potentials that occurred during that time from certain MT neurons. They then used
signal detection theory to compute a neurometric function for each cell that reflects
the probability that an ideal observer could accurately report the direction of
correlated motion in the visual stimulus, basing his judgment on responses like
those recorded from the neuron under study.
In the condition under which the correlation of motion in the dots is 100%, i.e.
all of the dots are moving in the same direction, say upward, by using signal
detection theory and inputting the response of a cell tuned to upward movement
one could always “guess” the correct direction of motion of the stimulus (upward).
41

It might be possible to “fool” these neurons to respond significantly in cases of motion illusions.
I don’t know whether this is possible in natural environments. But if it is, then we should say that
their heightened responses carry the information that there is probably motion, not that there
actually is motion.

147

In such circumstances (i.e. 100% correlated motion), the monkey also nearly always
gets the movement direction correct.
In this case, I maintain that the response in number of spikes from one of
these direction-tuned cells in the circumstance of 100% correlated motion in its
preferred direction, carries the information that there is probably movement in that
direction. Similarly, when one of these neurons responds with its maximal firing rate
(setting aside the exact number of spikes) under any circumstances, that also carries
the information that there is probably motion in the direction that the neuron
“prefers”. Again, this is in line with the stable correlation theory because the
likelihood of movement in that direction is perfectly correlated with the neural
responses.
I have claimed in several of the above examples that certain neural signals
carry information about likelihoods (or probabilities) and I’ve shown that this
follows from the stable correlation theory. Aside from that, why should we accept
this point? For starters it seems intuitively correct and seems to accord with how
neuroscientists treat these cases. Equally important, these neural signals allow one to
“guess” which stimulus was present at an above chance rate as compared to a
situation where the signal is absent. This is particularly evident in cases where the
animal has less than perfect information about which stimulus is present. Given that
these signals allow a suitably placed observer to “guess” correctly more often than
not which stimulus was present, it seems irresistible to regard the signal as carrying
information about the likelihood of the stimulus being present, which enables this
type of guess to occur.
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We say similar things about more familiar natural signs. For instance,
suppose that the vast majority of the black colored birds on a large island are crows
but there are a few black birds there as well. If you find a black feather near your
camp, that probably means that a crow was there though it’s still possible that it
wasn’t a crow and was instead, a black bird. You could use the presence of the
feather to guess correctly more often than not, which bird was present. I see no
reason not to regard the feather as carrying natural information about a probability.
The same is true of the neural signals that I have discussed. The population vector
from the 14 neuron population of face neurons allows one to “guess” more
accurately than chance which face like object is present though it doesn’t tell you
which face like object was definitely present. For that reason, we should regard it as
carrying information about the likelihood that certain face like objects are present.
Though the examples that I have discussed here are of sensory neurons
carrying information about stimuli that impinge on the sense organs of the
organism, it should be apparent that the stable correlation theory also allows motor
neurons to carry information as well. So long as there is a stable correlation between,
say the activity of certain motor neurons and particular bodily movements, the
activity of the motor neurons carries information about the bodily movements.
It is now time to address the question of the reference class or channel
conditions within which neurons carry information. The reference class includes
several items. First, it involves the organism being in a “normal” or “natural”
environment. I prefer to understand this statistically as the environment that it is
overwhelmingly typical for the species to occupy during a time period stretching
backwards approximately for an average lifespan of a member of the species. This is
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admittedly somewhat vague as I am not saying exactly how typical an environment
must be to be “overwhelmingly” typical but I think that clear cases of such
environments stand out. For certain species of monkeys, being in a tree in a forest is
a typical environment. Being dehydrated with corneal burns on the sands of the
Sahara desert is not typical.
One might object at this point that the environment that a monkey occupies
in a neuroscience lab strapped in to a primate chair with its head immobilized is not
typical for the species. Indeed, it surely is not. Particularly if the lab artificially
stimulates neurons with electrodes, which would altogether prevent sensory
neurons from carrying information about external stimuli since there wouldn’t be a
stable correlation between sensory neural signals and external stimuli under those
conditions.42
However, I think that it is an implicit assumption in much (but probably not
all) neurophysiology that the way that many neurons behave in the laboratory is
similar to the way that they would behave under natural or typical conditions. For
instance, it is being assumed that face neurons stably correlate with faces in natural
conditions, MT neurons with motion in natural conditions etc. If these assumptions
turn out to be false, then so will the information claims. Thus, information claims in
neuroscience are generally made relative to these presumptive natural or typical
environments. This is not to say that a signal couldn’t also carry information in an
unusual environment. It’s just that there would have to be stable correlations
holding in that type of environment between signal and signified, as well.

42

Dretske (1983b, p. 89) appears to be sensitive to this concern as well.
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Another aspect of the reference class or channel conditions for anterior STS or
MT neurons to carry information is that earlier steps in visual processing need to be
working normally (or typically). There are numerous causal steps between the retina
and either the anterior STS or MT including the lateral geniculate nucleus (LGN) and
primary visual cortex (V1). These need to be working in a certain stable manner for
neurons in higher visual regions of the brain such as STS or MT to carry information
just like the wires and sending unit need to be working in a certain stable manner for
gas gauges to carry information (see 6.3).
It might be thought that this is problematic in light of my claim that neurons
carry natural information that is independent of other intentionality because surely
there are representations of some sort in V1 and at other steps along the visual
stream prior to these higher-level visual areas. However, all that is required for the
higher-level visual areas (STS and MT) to carry information is that there is normal
causal activity at the earlier stages of visual processing. The informational content of
such higher-level neurons does not depend on the content of any of these earlier
representations. In that sense, their information carrying abilities do not depend on
any other content though they do depend on the causal affects of certain
representations that serve as channel conditions for them.
Another issue that the stable correlation theory confronts is how to type
neurons for the purpose of assigning informational properties to them. For instance,
with respect to the face neurons that I claimed carry information about the presence
of whole face like objects, we can’t simply type them as neurons that respond to faces
more than to other objects because this category includes neurons that respond to faces
with parts removed (such as an eye). If we include the latter neurons in the type
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category, then the increased firing rate of members of this type does not perfectly
correlate with the presence of a whole face like object. To get this perfect correlation,
we need to only type the neurons together that respond significantly to an entire
face. It turns out that if we type the neurons one way, they don’t carry information
about the presence of whole face like objects but if we type them another way, they
do carry this information. Why then should we type them in the way that allows
them to carry information about whole faces rather than in the alternative way?
Ultimately, I am not arguing that we must type signals only in one particular
way. We are free to type them in many different ways. But it is only in virtue of
being a member of certain types that the signals carry information. This is clear in
other familiar cases of information. For instance, the thermometer on my wall carries
information about the temperature if we type it as a mercury-filled piece of glass.
But if we type it as an object on my wall, which is also a category that it belongs to,
then it doesn’t carry information about temperature in virtue of being a member of
that type because objects on my wall includes many things that don’t correlate with
and hence, don’t carry information about temperature (e.g. paintings, decorations
etc.).43
A final point of clarification is that I have not shown here how the
information carried by anterior STS and MT neurons is exploited/decoded/used.
That is an interesting question that I hope to answer another day. It is even possible
that the information carried by e.g. average firing rates is not that useful in certain

43

We might also be able to type neurons in such a way that they would still have a stable
correlation with certain external objects without typing them by their response properties.
Perhaps we could type them by their inputs and outputs (i.e. which other parts of the brain they
connect to) or by the size of their receptive fields among other properties. This suggestion is
largely speculation at present.
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situations because it requires summing the results in a time bin and averaging over
multiple trials. This might take too long for some moment-to-moment decisions that
the organism has to make.
Instead, my point here is that the information is there and it is exploitable. It
is exploitable in the same sense in which spots can be taken as a natural sign of
measles and tree rings of the age of a tree based upon the perfect and stable
correlation between the two. It is also wholly possible that there are other sources of
information in the brain that are more easily exploited than neural firing rates.
Nothing that I have said should rule out that possibility.
I will now respond to several potential objections to the stable correlation
theory before concluding the chapter. A first objection is that inevitably in any of the
experiments that I cited, the experimenter can only present the organism with a
finite number of objects. Perhaps some not yet tested, non-face like object would
greatly stimulate the “face neurons” that I described. In that case, those neurons
would not carry the information that a face like object is present.
I agree that this possibility cannot be ruled out definitively. However, given
that many other stimuli were tested in the experiments, I think we can reasonably
conclude at present that no such other stimulus would strongly activate the neuron.
If it would, then the neuron simply doesn’t carry the information that a face like
object is present. It might still carry the information that a face like object is probably
present. The neural information claims that I endorse here are tentative in this way:
for all we now know, these neurons carry the information that such and such.
Secondly, it might be argued that I have failed to take into account the
variability of neural spike patterns. For instance, it is well known that the number of
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spikes and timing between spikes fluctuate from trial to trial in response to the very
same stimulus. Even the firing rate fluctuates from trial to trial (see Shadlen and
Newsome (1998) and Rieke et al. (1997)). In this sense, neural responses are
stochastic. Thus, it seems that there is never a perfect correlation between precise
numbers of spikes, temporal patterns of spikes or precise firing rates and worldly
stimuli.
Notice though that in most of the examples that I discussed, it is the neurons
responding with a greatly increased firing rate (not the exact rate itself) that is said to
carry the information that a stimulus is definitely or probably present. The
stochasticity of neural responses as measured empirically does not show that there
couldn’t be a stable correlation between stimuli and individual neurons (or
populations) showing a greatly increased firing rate. Further, in the one instant
where I claimed that the precise number of spikes carries information, it was said to
carry information about the likelihood that there is movement in a particular
direction (upward). Even if that same number of spikes could occur when there is
movement in a different direction that does not show that there isn’t a stable
correlation between that number of spikes and the likelihood of upward movement.
A third objection is one that has been raised against Dretske’s unity theory
but which also applies to the stable correlation theory in light of its requirement for
perfect correlations. Many people have questioned Dretske’s reliance on conditional
probabilities of one. For instance, Eliasmith (2005) claims that as measured
experimentally, probabilities are never one so it is an implication of Dretske’s view
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that neural responses never carry information about stimuli.44 Cohen and Meskin
(2006), p. 339 worry that Dretske’s insistence on a probability of one is “too
demanding”.45 Similarly, along these lines Scarantino and Piccinini (2010) say,
Yet correlations are rarely perfect. Spots are occasionally produced by
mumps, smoke is occasionally produced by smoke machines, and doorbell
rings are occasionally produced by naughty kids who immediately run away.
It follows that these paradigmatic signals do not guarantee the occurrence of,
respectively, measles, fire and visitors.46
In response, I think that these arguments fail to appreciate that all
informational claims are made relative to certain reference classes or channel
conditions. Contrary to what Eliasmith says, channel conditions do make a
difference here. Certainly, if we ignore channel conditions, then the objectors are
correct. Smoke is occasionally produced by smoke machines, for instance. But when
we restrict the informational claim to natural environments, this is not the case.
Similarly, with neurons in natural environments. The objectors have not shown that
there are no perfect correlations between neurons and stimuli in natural
environments. This is ultimately, an empirical question. The current state of
neuroscience suggests that there are such perfect correlations at the very least,
between neural signals and probabilities of worldly occurrences.

44

He adds that appealing to channel conditions makes no difference here.
Godfrey-Smith (1992), p. 288 voices this worry as well.
46
They add later in the paper that, “Even granting for the sake of argument Dretske’s notion of
“channel conditions”, there appear to be innumerable nonchannel conditions that make most
signals of practical interest equivocal (e.g., naughty kids ringing doorbells).” Cummins (1996), p.
55 expresses a similar concern when he says that, “It is just a fact of life that, even under optimal
or ideal conditions, detectors can fail.”
45
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6.7 Conclusion
In this chapter I have outlined and defended the stable correlation theory of
natural information. I have argued that this theory explains under what conditions
signals carry information and does so better than numerous alternatives. It also
accounts quite nicely for the ability of neurons to carry information. Neurons turn
out to be natural signs just like smoke and tree rings.47

47

I am extremely grateful to Fred Dretske and Karen Neander for very helpful comments and
discussion of previous versions of this chapter. I am also thankful to the participants in the Duke
Philosophy work in progress lecture series for useful discussion of matters informational.
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