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Abstract
Mixture modeling of continuous data is an extremely effective and popular method
for density estimation and clustering. However as the size of the data grows, both
in terms of dimension and number of observations, many modeling and computational problems arise. In the Bayesian setting, computational methods for posterior
inference become intractable as the number of observations and/or possible clusters
gets large. Furthermore, relabeling in sampling methods is increasingly difficult to
address as the data gets large. This thesis addresses computational and methodological solutions to these problems by utilizing modern computational hardware and
new methodology. Novel approaches for parsimonious covariance modeling and information sharing across multiple data sets are then built upon these computational
improvements.
Chapter 1 introduces the fundamental approaches in mixture modeling including
Dirichlet processes and posterior inference using Gibbs sampling. Chapter 2 describes
the utilization of graphical processing units for massive gains in computational performance in both mixture models and general Bayesian modeling. Chapter 3 introduces
a new relabeling approach in mixture modeling that can be scaled far beyond current
methodology to massive data and high dimensional settings. Chapter 4 generalizes
chapters 2 and 3 to the hierarchical Dirichlet process setting to “borrow strength”
from multiple studies in classification problems, with a motivating application using
flow cytometry studies in immunology. Chapter 5 develops novel theory and meth-

iv

ods for sparse covariance estimation using new classes of probability distributions
over sparse, full rank, orthogonal matrices. In Chapter 6, these new methods are
applied to mixture modeling with measurement error in classification problems. Finally, Chapter 7 summarizes the thesis and outlines important and exciting areas for
future research.
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1
Introduction

Clustering and density estimation are extremely popular tools in many data analysis settings. Taking a model-based approach by using a mixture of distributions
is effective in many settings, especially Bayesian statistics due to the availability
and popularity of hierarchical modeling. However, these methods suffer from many
computational issues due to the lack of scalability and parameter identifiability. An
example that I consider in this work is the analysis of flow cytometry studies where
a data set may contain 10 – 20 dimensions and often more than one million observations (Chan et al. 2008). The analysis requires parameter learning on unobserved
clusters which is traditionally problematic due to the lack of identifiability of the
cluster labeling and hence the cluster parameters. Furthermore, running a single
analysis using posterior sampling could take days on a standard computer.
In Bayesian inference for mixture model parameters using MCMC (Markov chain
Monte Carlo) sampling, an unidentified mixture model leads to a posterior distribution with many regions representing the same model; the only difference is the
“labeling” of the clusters. In EM (expectation maximization) style algorithms, this
is not a problem, but sampling algorithms tend to suffer from label switching: the
1

chain moves between different labelings of the cluster. These Markov chains cannot be effectively used for posterior inference due to their multi-modality. Stephens
(2000) and others have proposed several methods for addressing relabeling; however,
these methods do not scale to settings with many clusters and/or many observations.
In the massive data setting, new hardware and algorithms must be considered
to make computations feasible. While most popular Bayesian MCMC methods are
sequential in nature, it is not impossible to achieve large computational performance
gains using parallelism within each serial iteration. This is especially prevalent in
models with some (often latent or unobserved) conditional independence structure.
In the case of finite mixture models, conditioning on each observation’s unobserved
cluster membership makes the majority of the computation within each MCMC
sample parallelizable.
One of the primary focuses of this thesis is developing computational approaches
to take advantage of this model structure using GPUs. I then create a more efficient
relabeling algorithm to make cluster inference in mixture models much more accessible. However, being able to scale with the sample size is often not enough; I have
found that finite mixture modeling performance also suffers as the dimension of the
data gets large. In particular, finding small clusters and understanding their withincluster dependence structure is often difficult. I address two possible solutions to this
issue. The first is “borrowing information” from other data sets. In flow cytometry,
it is often possible to find a separate data set where the small clusters of interest are
more prevalent. I take advantage of Bayesian hierarchical modeling approaches to
increase sensitivity in these settings.
In the more general setting, I focus on dimension reduction in the within-cluster
covariance structure. I propose a new approach for parsimoniously modeling covariance matrices by parameterizing the eigenstructure in such a way as to enable
standard Bayesian variable selection to flexibly learn sparse models. This is done
2

by developing novel classes of probability distributions over sparse Givens factorizations of orthogonal matrices. This approach can be naturally applied to the mixture
modeling setting in a similar fashion to mixtures of factor analyzers (McLachlan
et al. 2003). However, my approach maintains the computational convenience of an
orthogonal parametrization, imposes fewer assumptions, and has easily interpreted
hyperparameters.
This thesis is organized as follows. The remainder of this chapter introduces
Gaussian mixture models and their Dirichlet process extensions. I also introduce
the two primary data sets used in my studies. Chapter 2 develops the use of low
cost graphical processing units (GPUs) to achieve huge performance gains in mixture models and also explores more general software development and applications
in statistical computing. Chapter 3 describes a new method for dealing with relabeling in mixture models while maintaining low computational complexity. Chapter 4
extends the work with GPUs and relabeling to the hierarchical Dirichlet settings and
shows that greater sensitivity to rare clusters can be achieved in the flow cytometry
applications. Chapter 5 proposes a novel approach to modeling sparse orthogonal
matrices in covariance modeling. In Chapter 6, this work is demonstrated in mixture modeling with measurement error, in a study of gene expression data. Finally,
Chapter 7, summarizes the thesis and proposes some areas for future research and
extensions of the new models and methods I have introduced in the thesis.

1.1 Finite mixture models
I denote observed data by X “ tx1 , . . . , xn u where each xi is a p-dimensional vector. Furthermore, I assume that there is some unknown clustering of the data and
observations from the same cluster arise independently from a multivariate normal
density. I denote the unknown cluster indicator for each observation by zi , such that
xi |zi „ N pµzi , Σzi q and P pzi “ cq “ wc for c “ 1, . . . , C where C is the maximum
3

number of possible clusters. Marginalizing zi implies a probability density function
for xi having pdf
P pxq “

C
ÿ

wc N px|µc , Σc q,

(1.1)

c“1

where N px|µc , Σc q is the p-dimensional multivariate normal density with mean µc
and covariance matrix Σc evaluated at x. Fraley and Raftery (2007) give a nice
overview of the Bayesian approach to model-based clustering using finite mixture
models. To accomplish model-based clustering, we need to create posterior inference
for z “ tz1 , . . . , zn u. Several challenges arise in both prior specification and posterior
computation.
A fundamental problem is the likelihood is not identified. Let ρpcq be any permutation function that creates a one-to-one and onto mapping from t1, . . . , Cu to
itself. Then
C
ÿ
c“1

wc N px|µc , Σc q “

C
ÿ

wρpcq N px|µρpcq , Σρpcq q

c“1

which in words simply indicates that any relabeling of the clusters yields the same
likelihood. This creates computational issues that manifest themselves in several
ways. For optimization algorithms, there will be C! modes in the likelihood representing equivalent models. The same will be true for the posterior if priors on the
cluster parameters are exchangeable. The problems in posterior sampling are more
severe. As the chain moves across the sample space, the chain will jump between the
regions around these modes. This renders the chain useless as summary statistics for
the chain will have little interpretation. In Chapter 3, I propose a computationally
efficient and statistically effective solution to this problem that is scalable to massive
data settings.
In many applications, C is very difficult to specify and posterior inferences can be
very sensitive to the specified number of clusters. An effective solution in Bayesian
4

nonparametrics is to use the Dirichlet process prior to learn the number of clusters
from the data; I give a brief description of the Dirichlet process and its truncated
stick breaking representation in the following section.

1.2 Dirichlet process mixture models
The Dirichlet process is simply an infinite dimensional probability distribution over
probability distributions; a draw from the Dirichlet process is a probability distribution. Formally, let H be a finite probability measure on some set S and α some
positive number. Then a draw from the Dirichlet process denoted by
P „ DPpα, Hq
is also a probability measure on S such that for any partition of the parameter space
tSi uni“1 ,
tP pS1 q, . . . , P pSn qu „ DirichletpαHpS1 q, . . . , αHpSn qq.
In the realm of clustering, the most interesting property of the Dirichlet process is
that P is a discrete distribution with probability one due to the fact that the infinite
dimensional sample path representing P will have repeated values. Specifying a
larger α increases the number of repeats; α is naturally called the concentration
parameter (Ferguson 1973). This implies that P can be written as

P psq “

8
ÿ

wc δsc psq

c“0

iid

where s resides in S and sc „ H. Sethuraman (1994) gives a constructive definition
of the weights wc using the “stick-breaking” process. Specifically,
c´1
ź
wc “ w̃c p1 ´ w̃l q where w̃c „ Betap1, αq.
l“1

5

(1.2)

In the Gaussian case, if H is a probability measure over the mean and covariance,
we can specify an infinite mixture model using a Dirichlet process as
P „ DPpα, Hq,
pµi , Σi q „ P,
xi „ N pµi , Σi q.
This can be written equivalently by assuming xi are i.i.d. with pdf

P pxq “

8
ÿ

wc N pµc , Σc q

c“1

where wc follows the stick-breaking prior in equation (1.2) and µc , Σc are given prior
measure H which is usually the conjugate normal and inverse Wishart specification
(Escobar and West 1995). This model gives a Gaussian clustering specification similar to equation (1.1) that does not require specification of the number of clusters.
Furthermore, the number of large clusters–equivalently the number of repeats in the
Dirichlet process–is controlled by a single parameter α. Escobar and West (1995)
extend this model by giving α a conditionally conjugate gamma prior and derive
posterior samplers for this model.
A popular modification of this model that is more computationally convenient is
the truncated Dirichlet process (TDP). This comes from considering only the first
C draws of a stick-breaking process. If C is large enough, the resulting posterior
inference will be very similar to using the full Dirichlet process. A key advantage of
the truncated Dirichlet process specification is that it results in automated inference
on the number of clusters based on a pre-specified large value C. That is, with a large
enough choice of C, many of the wc will be inferred as very close to zero, leaving a
reduced set of effective clusters (Ishwaran and James 2001).

6

1.2.1

Posterior inference

For completeness, the full model specification is given as
α „ Gape, f q,
c´1
ź
w̃c |α „ Betap1, αq and wc “ w̃c p1 ´ w̃l q for c “ 1, . . . , C ´ 1,
l“1

Σc „ IW pν ` 2, νΨq for c “ 1, . . . , C,

(1.3)

µc |Σc „ N pm, τ Σc q for c “ 1, . . . , C,
z „ Multinomialpn, wq,
xi |zi , µ, Σ „ N pµzi , Σzi q for i “ 1, . . . , n.
Note that wC “ 1 ´

řC´1
c“1

wc . Also, there are multiple conventions on parameterizing

the inverse Wishart distribution: if Σ „ IW pν ` 2, νΨq, then EpΣq “ Ψ. The standard approach for fitting truncated Dirichlet process mixture models is Gibbs sampling in which each parameter is sampled by conditioning on the data and all other
parameters in the model. This is repeated until convergence. In mixture modeling,
Gibbs sampling relies heavily on the latent classification variable parametrization,
since it creates a convenient conditional independence structure; this will become
clear in the algorithmic details that follow.
ř
Let nc “ ni“1 Ipzi “ cq for c “ 1, . . . , C be the number of elements in each cluster.
ř
Let x̄c “ p1{nc q i:zi “c xi be the corresponding sample mean of the data in those
ř
clusters. Finally, let S c “ i:zi “c pxi ´ x̄c qpxi ´ x̄c q1 be the sample sum-of-squares
matrices for each cluster.

Latent cluster indicator z:

Conditioned on the other variables in the model and the

data, each element of z follows an independent categorical distribution with proba-

7

bility mass function
πc pxi q ” P pzi “ c|´q 9 wc N pxi |µc , Σc q, for c “ 1, . . . , C.

(1.4)

In applications where n is large, nC multivariate normal densities must be evaluated
at every iteration of the MCMC. Note that C is also large in truncated Dirichlet process models. Moreover, n different but independent categorical distributions must be
sampled. Evaluating the categorical probabilities along with the sampling takes the
majority of the computation time. I address these computational issues in Chapter 2
by using graphical processing units to achieve massive speedups in these settings.
This is crucial for scaling MCMC for mixture models to large data applications.

Mixture component weights w:

The stick breaking weights, w̃, are conditionally dis-

tributed as
w̃c „ Betap1 ` nc , α `

C
ÿ

nr q

(1.5)

r“c`1

for each c “ 1, . . . , C ´ 1
Component means µc :

The component means are sampled in parallel from the C

conditional normal posteriors N pmc , V c q with means and variance matrices
ˆ
mc “

1
nc `
τ

˙´1 ˆ

˙
1
nc x̄c ` m ,
τ
(1.6)

ˆ
Vc“

nc `

1
τ

˙´1
Σc

for c “ 1, . . . , C.
Component covariances Σc :

The component variances are also sampled in parallel.

They have conditional inverse Wishart posteriors IW pνc , Ψc q with degrees of freedom
8

and scale matrix
νc “ ν ` n ` 2,
1
Ψc “ Ψ ` S c ` pµc ´ mqpµc ´ mq1 ,
τ

(1.7)

respectively.
Dirichlet process concentration α:

The concentration parameter has a conditional

gamma posterior distribution

Gape ` C ` 1, f `

C´1
ÿ

logp1 ´ w̃c qq.

(1.8)

c“1

This is the fundamental algorithm considered in Chapters 2 and 3. One of the
major contributions of my work is making this approach and algorithm accessible
for model-based clustering without label switching in a feasible amount of time on
massive data sets. A primary application area is flow cytometry where it is very
common to do automated, model-based clustering on large data sets.
1.2.2

Applications in flow cytometry

Current methods of flow cytometry analysis rely on “gating” of cell clusters to identify
and quantify cell subsets of interest. Biologists essentially perform sequential clustering manually in two dimensions at a time by looking at scatter plots. However,
the choice of sequence for the scatter plots and where to draw the gating boundaries
is highly dependent on operator expertise and may not be easily reproducible, as illustrated in recent international proficiency panels (Welters et al. 2012). As a result,
there has been increasing interest in the use of objective, automated methods for
cell subset identification. One approach that I and others have promoted is the use
of statistical models to estimate the data distribution (Chan et al. 2008; Pyne et al.
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2009; Lo et al. 2009), followed by a mapping of summaries of the statistical distribution to cell subsets of biological interest. This approach is often more numerically
intensive than other ad hoc approaches to data clustering due to the issues described
above.
However, the model-based approach has the advantage of using a declarative
probabilistic framework that can be extended using well-established and understood
mechanisms to improve discriminative power. In particular, hierarchical models that
incorporate information from both the individual and group levels when fitted to
batched flow cytometry data samples increase both interpretability and sensitivity.
These hierarchical models increase interpretability by aligning clusters in a way that
enables direct comparison of cell subsets across data samples, and increase sensitivity
for detecting very low frequency cell subsets by “borrowing strength” across multiple
samples. I demonstrate that my computation improvements in Chapters 2 and 3 can
be generalized to these truncated hierarchical Dirichlet process mixture models in
Chapter 4.

1.3 Dimension reduction in mixture modeling
Discriminative power in mixture modeling can be increased not only by sharing information from other data sets but also by representing the parameters of the Gaussian
mixture components in a parsimonious fashion. I focus on modeling the covariance
structure in each mixture component with a reduced, parsimonious set of parameters.
Two primary approaches to reducing the degrees of freedom in covariance matrices in
Gaussian mixture models are to represent the covariance with either a factor model
or graphical model (McLachlan et al. 2003; Rodriguez et al. 2011). Traditional sparsity priors from model selection in regression have been exploited in sparse extensions
of Bayesian factor analysis (e.g. West 2003; Carvalho et al. 2008; Yoshida and West
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2010), and in complementary approaches using Gaussian graphical models (e.g Jones
and West 2005; Dobra et al. 2012; Rodriguez et al. 2011).
My new model arises from an inherent theoretical feature of the covariance eigenmatrix, rather than hypothesized model structures. It faces fewer challenges in
hyper-parameter specification and tuning to fit models. My model can in fact be
viewed as full-rank factor models with sparse, square factor loadings matrices. The
fundamental principle is based on rewriting the eigenmatrix of the component covariance as a product of ppp ´ 1q{2 Givens rotations (Anderson et al. 1987; Yang and
Berger 1994). Each Givens rotation has a corresponding angle that can be given a
very interpretable variable selection prior. The result is a full rank parametrization
of the covariance with a data informed reduce set of parameters. Conveniently, by
effectively avoiding taking inverses this parametrization on the eigenstructure allows
for extremely fast computation for the other mixture model parameters.
1.3.1

Applications in gene expression analysis

In Chapter 5, I develop the theory behind this decomposition and propose multiple
algorithmic solutions for statistical learning. As an application, I consider a gene
expression data set for breast cancer tumors where there are multiple cancer types
represented. This heterogeneity can be modeled as arising from a mixture of subpopulations, or “subtypes” that, in terms of expression data outcomes, are hugely
overlapping (Sorlie 2004; Carvalho et al. 2008; Lucas et al. 2009a). Moreover, measurement errors are ubiquitous. The gene expression example and broader context is
a good example, as the experimental and data extraction contexts are well-known to
overlay underlying biological variation with meaningful uncertainties that must be
accommodated within a more general model in order to avoid obscuring relationships
and leading to potential biases in resulting inferences (e.g. Lucas et al. 2006; Carvalho
et al. 2008; Lucas et al. 2009b, 2010). In Chapter 6, I demonstrate this new sparse
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Givens rotation model by representing the covariance of each mixture component as
a combination of a parsimonious, full-rank covariance matrix and idiosyncratic measurement error. This could be considered a mixture of sparse, orthogonal, full-rank
factor analyzers.
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2
GPU Computing for Bayesian Mixture Models

2.1 Introduction
Due to the high theoretical computational power and low cost of graphical processing units (GPUs), researchers and scientists in a wide variety of fields are becoming
increasingly interested in utilizing them within their problem domains. Recent developments in available languages for implementing parallel algorithms on GPUs has
led to further interest. GPUs are dedicated numerical processors originally designed
for rendering graphics; the current generation of GPUs have hundreds of processor
cores on a single chip and can be programmed to apply the same numerical operations simultaneously to each element of large arrays under a single instruction,
multiple data (SIMD) paradigm. Because the same operations function simultaneously, GPUs can achieve extremely high arithmetic intensity if one can transfer the
input data and output results onto and off of the processors quickly. Extensions
to common programming languages (CUDA: NVIDIA, 2012) and open-standard libraries (OpenCL: www.khronos.org/opencl) open up the GPU to general purpose
computing (GPGPU), and the computational power of these units has increased to
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the stage where they can process data intensive problems many orders of magnitude
faster than conventional CPUs. The current NVIDIA GeForce GTX 680 can achieve
a maximum computing performance of 3 TeraFLOP/s (floating-point operations per
second) while the previous model performed at 1.5 TeraFLOP/s (NVIDIA 2012).
This incredible computing power and rate of growth is unparalleled in CPU speed
and development.
While CUDA and OpenCL libraries provide greater access to the computer science community for GPGPU applications, they require writing large amounts of C
code for even basic tasks, which can be a significant barrier to many scientific communities including statistics. To address this problem, PyCUDA provides a high-level
Python interface to the CUDA language, while also streamlining the process of writing and testing new GPU functions. PyCUDA compiles the GPU code on-the-fly
and uploads it to the graphics card, eliminating the need to recompile a C executable with each coding iteration (Klöckner et al. 2009). The result is a much more
rapid and user-friendly GPU development experience, as the libraries take care of
much of the repetitive code for interacting with the GPU. They also provide seamless integration with NumPy and SciPy (Jones et al. 2001)–the primary packages
for manipulating arrays and performing numerical tasks efficiently in Python–which
allows GPU functionality to integrate easily within a larger set of NumPy based
computing applications. Since the GPU code is compiled in real time, it is relatively straight-forward to implement meta-programming approaches to dynamically
generate customized GPU code within a Python program to rapidly produce many
applications with similar functionality; I discuss this later in this chapter.
GPGPU adoption is growing quickly dynamic phenomena simulation in physics,
signal and image processing and visualization techniques (Owens et al. 2007). Computational statistics and statistical inference tools have yet to substantially embrace
this new direction, though early forays are encouraging (e.g. Charalambous et al.
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2005; Manavski and Valle 2008; Silberstein et al. 2008; Lee et al. 2010). Silberstein
et al. (2008); Suchard et al. (2012) first demonstrated the potential for GPGPU computing to impact the statistical fitting of simple Bayesian networks, and recent work,
such as studies using novel GPU/CPU-based algorithms for MCMC fitting of highly
structured Bayesian models of molecular sequence evolution (Suchard and Rambaut
2009b,a), clearly exemplify the opportunities; the latter example realized a greater
than 100-fold reduction in run-time in very challenging and otherwise inaccessible
computations. Geweke and Durham (2011) and others have considered the sequential Monte Carlo approach to Bayesian inference with GPUs which is promising due
to its intrinsically parallel approach.
In this chapter, I discuss some of the challenges and mechanics of GPU computing in Python using PyCUDA. I demonstrate how GPUs can be applied to general
statistical inference applications then specifically MCMC and EM algorithms for
Dirichlet process mixture models as in Section 1.2.1. I conclude with benchmarks
demonstrating the substantial speedups available when GPU computing is used in
ideal settings. This work includes material published by Cron and McKinney (2011).

2.2 Development challenges in GPU computing
While a CPU may have 4 or 8 cores, a latest generation GPU may have 256, 512,
or more computational cores. However, the GPU memory and computation architecture is highly specialized to SIMD problems. Specifically, threads (programs) run
identical instructions in parallel where the only difference in computation is the input
and hence the output. This generally limits the usefulness of GPUs to highly parallelizable data processing applications. The developer writes a function, the kernel,
to process a unit of data. The kernel function is then executed once for each unit
of data. Note that “data” in this context can refer to actual observed data from a
statistical prospective and/or model parameters. In the remainder of this section I
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describe architectural issues that apply to developing optimal kernels. The definition
of optimal depends on the chip architecture. I consider version 1.0, which is in most
cases the hardest to optimize. Furthermore, respecting this architecture will still
provide good performance for the newer chips in most cases.
Each instance of the kernels running on the GPU is known as a thread; these
are organized in a very specific fashion. Threads are first grouped into blocks where
the maximum size is 512 or larger depending on the graphics card. These blocks of
threads will share the same cache memory and their calculations can be synchronized;
note that these threads still execute the same program. The entire collection of
blocks are launched in a grid. Communications cannot be sent between blocks and
these blocks may be run in any order. When a job is launched on the GPU, the
multiprocessors are assigned arbitrary blocks of threads to execute. Within each
block, the threads are executed in groups of 32 called warps. The warps may execute
in any order and the multiprocessor tries to mask memory latency by executing other
warps while it waits for memory reading or synchronization. It is, therefore, ideal
to create jobs with many blocks and within each block as many threads as possible,
provided that the total number of threads is divisible by 32.
One may consider executing different instructions in the SIMP framework by
simply conditioning in the thread ID in the kernel. However, this can cause the
threads in a warp to diverge if all threads in the warp do not execute the same
instruction; divergent threads will be executed serially, forcing all other threads
in the warp to wait. Parallel computing continues when the threads in the warp
converge to the same instruction. It may be necessary at times to write code with
divergent warps, but it should be avoided as much as possible. For instance, when
computing a sum in parallel, we may break the task into many sums then sum the
results. While the last sum should be small and very fast, it does not make sense to

16

run in parallel. A divergent thread in the warp could handle the final sum in this
case.
The GPU has a large single global memory store (typically 512MB to 4GB) with
which data sets can be transferred to and from the CPU memory space. However,
each block of threads is assigned a small piece (16K) of very fast shared cache memory
which is orders of magnitude faster than the global memory. Therefore, the main
challenge for the developer, outside of writing the kernel function, is structuring the
computation to optimally utilize each thread block’s shared memory and minimizing
reads from and writes to the global memory. Careful coordination of the threads
is required to transfer memory efficiently from global to shared (NVIDIA 2012).
Therefore, a typical CUDA kernel takes the following structure given the data has
been copied to GPU global memory:
1. Coordinate threads within a block to transfer relevant data from global to
shared memory.
2. Perform computation using (fast) shared memory.
3. Coordinate threads to transfer results back into global memory.
As mentioned above, a GPU programmer must be very mindful of the memory
architecture of the GPU. The memory architecture is part of what makes the GPU
so efficient, but it is also the primary barrier between mediocre speed and very large
performance gains. There are two primary memory issues to address:
1. Coalescing transactions between global and shared memory; that is, coordinating groups of 32 threads to copy a contiguous chunk of data in a single
transaction.
2. Avoiding shared memory bank conflicts, i.e. threads competing for read/write
access to a shared memory address.
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Each multiprocessor managing a given warp is only able to make two memory
transactions at a time even though it can do 32 computations in parallel. However,
because the threads in the warp are at the same point in the kernel, when they
attempt to read from global memory, the multiprocessor tries to use as few transactions as possible. The transaction size depends on the version of the processor,
but essentially if each thread attempts to read the next data point in memory, the
processor will perform the minimum number of transactions. In most cases, this will
be a single transaction. If the threads are reading from arbitrary points in memory,
it could take many serial memory transactions before the threads continue parallel
computation. The multiprocessor will attempt to run other warps while waiting for
a memory transaction, but this can only hide a fraction of the latency if the kernel
is poorly designed.
While in a simple case a group of threads may just read from global memory,
do some operation, then write the result, the threads are usually copying the data
to shared memory. Once the data is in shared memory, many operations can be
performed on the data with almost no transaction cost. However, shared memory
transactions can be optimized as well. The GPU shared memory is organized into 16
32-bit banks such that if data is written to successive locations in memory the first
16 will go in different banks the 17th will go back into the first, etc. Transactions in
and out of the shared memory banks can be performed in parallel. Therefore, it is
essential that threads within a warp read and write from different banks. Otherwise,
shared memory transactions will be performed sequentially. Bank conflicts then
arise from two or more threads reading from the same memory bank and causing a
momentary thread divergence. A simple solution to bank conflicts is shared memory
padding. For instance if each thread is operating on a vector of length 16, there will
be many bank conflicts because the consecutive elements of the vectors will reside in
the same memory banks. If this is the case, the simplest solution is to add an extra
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element to the end of each vector, called padding the vector. Computation will never
be carried out on that element, but all transactions from that warp will come from
different banks.
My goal in the following sections is to provide a computational framework for
computing and sampling from statistical distributions in parallel while masking as
much of the GPU hardware as possible. I then apply this work to Dirichlet process
mixture models. In Chapter 4, this is also extended and applied to hierarchical
Dirichlet process mixture models on many GPUs simultaneously.

2.3 GPU computing in Bayesian likelihood-based inference
Many standard and Bayesian statistical models, involve factorized likelihoods of the
form
P px1 , . . . , xn |Θq “ Πni“1 P pxi |Θq,
where P pxi |Θq is the probability density for xi given the model parameters Θ. As a
simple example, one may wish to estimate the mean µ and variance σ 2 of a normally
distributed population, in which case Θ “ pµ, σ 2 q and
1
2
2
e´pxi ´µq {2σ .
P pxi |µ, σ 2 q “ ?
2
2πσ
In many statistical inference algorithms, the “goodness of fit” of the parameters Θ
is evaluated based on the full data likelihood.
Many numerical algorithms for fitting likelihood-based models, especially Monte
Carlo-based algorithms, require evaluating the log-likelihood over thousands of iterations. The classic example is the Metropolis Hastings approach in which calculating
the acceptance probability involves calculating the likelihood twice. Thus as the
size of the observed data grows, computational expense grows as least linearly in
the number of data points. As above, if the data are assumed to be independently
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generated, the quantities log P pxi |Θq can be evaluated in parallel then summed to
compute the full log-likelihood. This becomes a very natural setting for GPUs, as it
is quite easy for GPUs to perform even better than large CPU clusters because of
the large number of computing cores and very low memory latency.
Another source of significant computation in statistical applications that I address
is generating draws from random variables. In many algorithms (e.g. MCMC), large
data sets may require generating thousands or millions of random draws from various
probability distributions at each iteration of the algorithm. The example we consider
is sampling many categorical random variables, which is an essential task in MCMC
sampling for mixture models with large data.
Given a data set with n observations, one needs to evaluate the pdf on each point
for a set of parameters, i.e. the mean µ and variance σ 2 . Note that this is exactly the
requirement for sampling the latent indicators for Gaussian mixture models, which is
the primary bottle neck when using big data sets. Thus, all that needs to be passed
to the GPU are the data set and the parameters. A C-function which can compute
the log pdf for a single data point is:
f l o a t l o g n o r m a l p d f ( f l o a t ∗ x , f l o a t ∗ params ) {
f l o a t mu = params [ 0 ] ;
f l o a t s t d = params [ 1 ] ;
f l o a t x s t d = ( ∗ x ´ mu) / s t d ;
r e t u r n ´ ( x s t d ∗ x s t d ) / 2 ´ 0 . 5 ∗ LOG 2 PI ´ l o g ( s t d ) ;
}

Ideally, implementing a probability density such as this would be as simple as writing
this 5-line function. Unfortunately, to achieve optimal performance, the majority of
one’s attention must be focused on properly addressing the above data coordination
and cache optimization problems. Thus, the full form of a GPU kernel implementing
a pdf is typically as follows:
1. Coordinate threads to copy (coalesce, if possible) data needed for thread block
to shared memory.
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2. Similarly, copy parameters needed by thread back to shared memory.
3. Each thread computes a density result for a single data point, writing results
to shared memory.
4. Copy (coalesce) resulting density values back to global memory.
Fortunately, the function signature is, for the vast majority of probability density
functions of interest, is the same, requiring only data and parameters. While the
actual pdf function is very simple, the rest of the code is much more involved. Since
the kernels are structurally the same, a way to reuse the code for steps 1, 2, and
4, which will likely be nearly identical for most of the functions would be useful.
PyCUDA makes this possible using metaprogramming techniques, as I discuss later.
In a more general framework, one might wish to evaluate the pdf for multiple
2
parameters at once, e.g. pµ1 , σ12 q, . . . , ..pµK , σK
q. This occurs in mixture models

when nK densities need to be computed for the classification probabilities. A naive
approach would be to make K round trips to the GPU for each of the K sets of
parameters. A more efficient approach is to divide the data and parameter combinations among the GPU grid to maximize data reuse via the shared memory and
perform all nK density computations in a single GPU kernel invocation. This introduces the additional question of how to divide the problem among thread blocks,
namely optimally utilizing shared memory. As the available GPU resources are device specific, I dynamically determine the optimal division of labor among thread
blocks based on the GPU being used.
Avoiding bank conflicts is, as mentioned above, a thorny issue as it depends on
the thread block layout and memory access pattern. In the gpustats framework,
that bank conflicts can be avoided with multivariate data by ensuring that the data
dimension is not a multiple of 16. Thus, some data sets must be padded with
arbitrary data to avoid this problem, while passing the true data dimension to the
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GPU kernel. If this is not done, bank conflicts will lead to noticeably degraded
performance.
For sampling random variables on the GPU, the process is reasonably similar.
Just as with computing the density function, sampling requires the same parameters
for each distribution to be passed. Many distributions can be sampled by transforming draws from a uniform random variable on the interval [0, 1]. For those distributions, it is best to precompute uniform draws (either using the CPU or the GPU)
and pass these precomputed draws to the GPU kernel. However, there are widelyused distributions, such as the gamma distribution, which are commonly sampled
via adaptive rejection sampling. With this algorithm, the number of uniform draws
needed to produce a single sample is not known a priori. Thus, such distributions
would be very difficult to sample on the GPU.
2.3.1

gpustats: Library for statistical distributions on the GPU

The primary goal of the gpustats library is to create an easy-to-use Python toolset
for calculating the value of a distribution at many points and possibly many parameters, and to provide parallel sampling from distributions as well. This is motivated
by the mixture modeling algorithm described in Section 1.2.1 in which the bulk
of the computation is in calculating classification probabilities and sampling from
those classification distributions. The secondary goal is to create an automated and
standardized setting for creating new kernels for calculating densities on the GPU
without repeating the entire coding process.
Continuing the theme of evaluating the normal distribution many times for many
parameter settings, I first created code that respects the optimization issues in section Section 2.2 independent of the particular univariate density function (or any
function). This is as follows:
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global

4

v o i d gpu %(func name ) s ( f l o a t ∗ output ,
f l o a t ∗ data ,
f l o a t ∗ params ,
int data per block ,
in t params per block ,
i n t nobs ,
i n t nparams ) {

i n t t i d = t h r e a d I d x . y ∗ blockDim . x + t h r e a d I d x . x ;

9

/∗ C a l c u l a t e misc i n d e x i n g v a r i a b l e s .
........
∗/
// s e t
extern
float∗
float∗
float∗

14

up s h a r e d
shared
sh params
sh data =
sh result

data
f l o a t shared data [ ] ;
= shared data ;
sh params + p a r a m s p e r b l o c k ∗ nparams ;
= sh data + data per block ;
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copy chunks ( data + f i r s t o b s , // b l o c k ’ s s t a r t i n g p o i n t
s h d a t a , // data ’ s s h a r e d d e s t i n a t i o n
tid ,
num to read ) ; // number o f e l e m e n t s t o r e a d
24

/∗ Parameters a r e l o a d e d i n t h e same way . ∗/
// Make s u r e a l l t h e data i s l o a d e d b e f o r e c o n t i n u i n g .
syncthreads () ;
29

s h r e s u l t [ t i d ] = %(func name ) s ( s h d a t a + r e l d a t a ,
sh params + r e l p a r a m ∗ p a r a m s s t r i d e ) ;
// A l l t h e data f o r t h i s b l o c k must be p r o c e s s e d b e f o r e
// w r i t i n g t o g l o b a l memory .
syncthreads () ;

34

i n t r e s u l t i d x = nobs ∗ param num + obs num ;
// Write r e s u l t s c o a l e s c i n g a s much a s p o s s i b l e .
i f ( obs num < nobs & param num < nparams ) {
output [ r e s u l t i d x ] = s h r e s u l t [ t i d ] ;
}
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}

Using PyCUDA, the GPU kernel is simply passed as a string and sent to the CUDA
compiler on-the-fly. Therefore, we can use Python’s string manipulation functionality
to replace “%(func name)” with the name of the function for calculating the particular
pdf. For example:
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device
f l o a t l o g p d f n o r m a l ( f l o a t ∗ x , f l o a t ∗ params ) {
f l o a t mean = params [ 0 ] ;
f l o a t s t d = params [ 1 ] ;
f l o a t x s t d = ( ∗ x ´ params [ 0 ] ) / s t d ;
r e t u r n ´ ( x s t d ∗ x s t d ) / 2 ´ 0 . 5 ∗ LOG 2 PI ´ l o g ( s t d ) ;

5

}

By using Python to add this code before the kernel string and replace “%(func name
)s”

with “log pdf normal”, a developer requiring a new distribution or function with

this input form writes a minimal amount of C and Python code. Furthermore, all
of the optimization considerations are handled by gpustats. This includes specifying
the number of threads in each block based on the available shared memory and chip
type.
Using the new function is also extremely straight-forward:
import g p u s t a t s
d e n s i t i e s = g p u s t a t s . mvnpdf multi ( data , mu, Sigma )

By importing the library, GPU initialization, code generation, and compilation are all
performed. Calling the actual function handles copying data to the GPU, performing
the calculations, and gathering the results from the device. Note that if we use the
same data several times, it can be sent to the GPU in advance. The code will detect
that the data is already on the GPU and use it as-is. Similarly, an extra option can
be passed signaling the code to leave the results on the device in the case that the
results will be passed to another GPU function. A more realistic example would be
as follows:

3

import g p u s t a t s
import g p u s t a t s . sample
from pycuda . gpuarray import t o g p u
gdata = t o g p u ( data )
d e n s i t i e s = g p u s t a t s . mvnpdf multi ( data , mu, Sigma , g e t=F a l s e )
Z = g p u s t a t s . sample . s a m p l e d i s c r e t e ( d e n s i t i e s )
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2.3.2

Benchmarks

Table 2.1 provides some comparisons of computation time in calculating the multivariate normal densities for sample sizes ranging from 100 to those common in flow
cytometry studies, and for p “ 15 to reflect the current ranges of variables of interest
in such studies. In all cases C “ 100. Note that the CPU version is written with
well optimized NumPy code. Benchmarks were all run on the same machine, and
differ in utilizing different processors: either a single NVIDIA Tesla C1060 GPU
with 240 cores or a single serial Intel Xeon E5504 CPU. Copying data to GPU global
memory and copying results back to CPU memory has considerable overhead. In a
real application, this would be avoided as much as possible by performing further
reductions–like sampling categorical distributions–before copying the results back to
the CPU. Therefore, we show benchmarks with and without data copying. It is clear
that the GPU offers a massive speedup over the single core CPU implementation.
Furthermore, as the size of the data and results grow, data management becomes
a significant overhead cost and should be managed carefully. However even in the
presence of the overhead, the speedup is formidable.
Table 2.1: Comparisons of running times (in seconds) for MCMC analysis of TDP
model.
n

cpu

102
103
104
105
106

0.06
0.12
0.74
8.07
97.4

gpu
0.06
0.06
0.07
0.20
1.55

gpu (no copy)
0.06
0.06
0.07
0.15
0.96

2.4 Mixture modeling with GPUs
Computing on massive data in Bayesian analysis of mixture models with sample sizes
in the millions and hundreds of mixture components results in massively expensive
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computations for Markov chain Monte Carlo (MCMC) analysis and/or Bayesian
EM (BEM) for local mode search and optimization. I focus on multivariate normal
mixture models under truncated Dirichlet process (TDP) priors as in Chapter 1.
Substantive variations of the model, involving heavier-tailed or skewed mixture components, or hierarchical extensions in which component densities are non-normal,
themselves modeled as mixtures of normals, add detail to the computations but
do not impact on the main themes and results of interest here. In fact, with the
metaprogramming ideas introduced in this chapter, accommodating such variations
would be trivial.
The p´dimensional data vector x has mixture density

P pxq “

C
ÿ

wc N px|µc , Σc q.

c“1

Analysis uses conditionally conjugate, parametrized priors of standard form for the
pµc , Σc q, coupled with the specific class of priors arising in the TDP model for the
mixture weights w. Details are given in Section 1.2.1. Lin et al. (2010) present
details for the BEM mode search, and I do not not present them here. Furthermore,
Suchard et al. (2010b) demonstrate the use of GPUs in this setting.
For both MCMC and BEM algorithms, by far the most computationally expensive
aspect of the analysis lies in evaluation of posterior configuration probabilities
πc pxi q “ P pzi “ c|´q 9 wc N pxi |µc , Σc q, for i “ 1, . . . , n and c “ 1, . . . , C.
This is exacerbated by the subsequent multinomial draws of configuration indicators
pzi |xi , ´q „ Multinomialp1, π1:k pxi qq, for i “ 1, . . . , n,
in the MCMC. The n ˆ C computational tasks imply billions of subsidiary calculations in problems of interest where C and n are large. The conditional independence
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coupled with the relative simplicity of the operations makes this a prime target for
GPU implementations. Note, however, that BEM calculations involve a complete
scan over all n observations, weighted by their current configuration probabilities,
for each of the C components at each iterate; MCMC involves component-specific
calculations that require only the data subset currently configured into that component. However, these tasks can be easily accomplished using the multivariate normal
pdf and discrete sampler given in gpustats along with basic reductions, which are
supplied by PyCUDA and other GPU libraries for Python.
2.4.1

dpmix: Using gpustats for Dirichlet process mixture models

A full implementation of the MCMC algorithm outlined in Section 1.2.1 and the
BEM algorithm mentioned above are given in the “dpmix” package. It utilizes both
“gpustats” and parallel computing facilities available in Python to bring posterior
inference for TDP models on massive data to a high-level user interface. Since Python
has an easy-to-use interface with MPI, we also generalize the code to multiple GPUs.
Multiple sub-processes, each with an assigned GPU, are created and chunks of the
data are passed to each process where computation is performed using the gpustats
functionality. Furthermore, MPI allows the code to be generalized to multiple GPUs
on many machines in a computing cluster. This MPI+GPU framework could scale
to even larger data sets. Also, note that the identification methodology presented in
Chapter 3 and the hierarchical Dirichlet process generalization in Chapter 4 are also
available in dpmix.

2.5 Future work
As gpustats currently uses PyCUDA, it can only be used with NVIDIA graphics
cards. OpenCL, however, provides a parallel computing framework which can be
executed on NVIDIA and ATI cards as well as on CPUs. Thus, it makes sense to
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enable the gpustats code generator to emit OpenCL code as well. As PyOpenCL is
developed in lockstep with PyCUDA, altering the Python interface code to use PyOpenCL should not be too onerous. However, using OpenCL currently has drawbacks
for statistical applications: most significantly the lack of a pseudorandom number
generator equivalent in speed and quality to NVIDIA’s “curand”. For simulationbased applications this can make a big impact. I am optimistic that this issue will
be resolved in the next year or two.
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3
Computationally Efficient and Statistically
Effective Relabeling in Mixture Models

3.1 Introduction
Component label switching has long been known to be a practically challenging
problem in Bayesian analyses of mixture models using MCMC posterior simulation
methods (e.g. Lavine and West 1992; West 1997; Stephens 2000; Yao and Lindsay
2009). As the statistics community addresses problems in increasing dimension and
with increasingly large sample sizes using mixture models for classification and discrimination (Suchard et al. 2010b), the need for computationally efficient as well as
statistically effective strategies for relabeling of MCMC output streams is increasingly pressing. Using flow cytometry data, researchers are interested in posterior
summaries for sub-population structure based on tens of thousands to millions of
observations from distributions in five to more than twenty dimensions and in which
the distributional structure can require a few hundred mixture components (Chan
et al. 2008, 2010). These data sets are routinely generated in many contexts in ex-
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perimental biology, and posterior samplers require effective relabeling strategies that
can be executed in real time.
The mixture model context is general but for focus here I use the example of
normal mixture components as in the previous chapter. In this case, I have a random
sample of size n from a p´dimensional, C´component normal mixture

ppxq “

C
ÿ

wc N px|µc , Σc q with

c“1

C
ÿ

wc “ 1

c“1

The likelihood function for the parameters Θ ” pw, µ1:C , Σ1:C q based on the observed data set is invariant under permutations of the mixture component labels
1 : C, leading to C! regions in the parameter space that are reflections of each other
under permutations of component indices, denoted by 1 : C Ñ ρp1 : Cq. Under commonly used exchangeable priors on the pµc , Σc q, the same is true of the posterior.
With the popular priors based on Dirichlet process models (MacEachern and Müller
1998b,a) this symmetry is reduced as the wc are no longer exchangeable, although the
inherent identification problem– and the resulting random switching of component
labels through MCMC iterates– remains.
Stephens (2000) pioneered relabeling strategies based on decision analytic considerations, and his methods can work well in situations with a relatively small number
of components and samples. More recently, Yao and Lindsay (2009) presented successful results based on matching posterior modes between successive iterates, but
the method requires subsidiary iterative computations for every posterior sample
in order to identify local modes and then match between iterates. Unfortunately,
neither of these methods scales well with the number of components or, critically,
the number of observations. Given the computational gains from GPU computing
demonstrated in the previous chapter, I aim to demonstrate a method that scales at
least as well as the GPU implementation of these models.
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My strategy builds on these previous ideas but extends to a method that is
statistically effective, computationally very efficient, scalable with sample size and
complexity (in terms of the number of components) and unaffected computationally
by dimension. I summarize the approach and provide examples and computational
benchmarks. Code implementing the relabeling method is available as free-standing
software implemented in Matlab and Python as well as being integrated into efficient
MCMC code implemented in C++, Matlab, and Python (dpmix) for mixture models
using distributed processing and GPU implementations. Some of the work reported
here apprears in Cron and West (2011).

3.2 Classification-Based Relabeling in Gibbs Sampling
Stephens (2000) considers a post-processing algorithm to relabel all of the MCMC
samples simultaneously while aiming to minimize a predetermined loss function.
While this algorithm is reasonable for moderate C and n, the computational complexity grows very quickly. Stephens (2000) also considers an online version where the
current MCMC iterate is matched with a cumulative mean. This can be an effective
approach. However, I have found that high correlations in MCMC streams makes
matching with the previous iteration a poor strategy, and it can also be difficult
to identify sets of samples for which no label switching had occurred, an ingredient
of the algorithm. Moreover, computation becomes prohibitively demanding beyond
modest dimensions.
3.2.1

Reference mixture distribution

My strategy uses a similar idea to that of Stephens, focused on the essential role
of data:component match in mixture models but now based on the imputed integer
configuration indicators zi themselves. I further build on the concept of matching
labels each MCMC iterate by comparing it to a pre-evaluated reference mixture.
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This idea, introduced to alleviate the impact of auto-correlation and subjectivity
issues, involves comparing the labels at a current MCMC iterate with those of a
specific mixture at a reference parameter set ΘR . Ideally, ΘR is taken as a posterior mode identified by modal search such as BEM. To aid in identification of local
posterior modes, I typically use a strategy of running multiple, long MCMC chains,
and initiate local EM-style search at multiple resulting posterior samples in order
to explore the posterior and avoid local traps. EM-style modal search for Bayesian
mixture models is standard; see Lin et al. (2010) for their extension to Bayesian
mixtures using truncated Dirichlet process priors. Note that the identification issue
due to label switching is irrelevant in this strategy. The resulting highest posterior
mode so identified (whether or not it represents the actual global posterior mode)
defines a reference ΘR .
3.2.2

Mixture density summary

Given parameters at a current MCMC iterate Θ, a metric is needed to measure
match/mismatch relative to the reference ΘR that will underlie relabeling. The two
key desiderata are that: a metric (i) focuses on configuration indicators as canonical
ingredients, and that (ii) the resulting optimal label matching to the reference can be
computed very quickly even with very large data sets and many mixture components.
These are satisfied as follows.
Given the current parameter draw Θ, define the corresponding classification vector ẑ with n elements where ẑi “ argmaxcP 1:C πc pxi q; thus ẑ assigns each observation
to its modal component under the current set of classification probabilities. Define
ẑ R as the classification vector at the reference ΘR . Note that each classification vector can be stored as n short integers, compared to the nˆC floats or doubles required
for component classification probabilities πc pxi q. In terms of memory requirements,
I can scale indefinitely in C and very substantially in n; holding 107 short integers
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translates to only „ 20Mb, for example, for a problem with C “ 10 components and
n “ 107 samples, regardless of their dimension. Furthermore, this computation is
highly parallelizable and can be easily implemented on the GPU. In fact, the independent sampling of categorical distributions requires finding the maximum over the
probabilities and can be easily modified to return the index of the maximum. This
effectively hides the computational cost of calculating ẑ.
3.2.3

Loss function

The focus on ẑ leads to a natural, intuitive loss function: the misclassifications that
ẑ implies relative to ẑ R . Permuting the component labels in z to maximize the
match with z R then minimizes the misclassification. Formally, define the C ˆ C
misclassification matrix D via Dhj “ |tm P 1 : n|ẑ R
m “ h ^ ẑ m ‰ jqu|, pj, h “ 1 : Cq.
This matrix of misclassification costs can be calculated swiftly even with very large
sample sizes. Then the maximally efficient Hungarian Algorithm can be used to
find the relabeling that minimizes the overall misclassification rate with complexity
OpC 3 q (Munkres 1957); I use this algorithm in my implementation.

3.3 Relabeling Algorithm
The resulting algorithm can be performed completely on-line, computing optimal
component permutations to minimize referenced misclassification costs at each iterate
within the MCMC. In summary:
1. Given the current MCMC iterate, Θ, calculate ẑ.
2. Calculate the misclassification cost matrix D.
3. Apply the Hungarian Algorithm to identify the optimal permutation of component indices, denoted by ρp1 : Cq, in the current MCMC state.
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4. Permute the component parameters accordingly.
5. Move to the next MCMC iterate.
This algorithm can be implemented simply and efficiently in any MCMC sampler.

3.4 Examples
I summarize analyses of one data set similar to the second example in Yao and
Lindsay (2009) and a second, much larger example using flow cytometry data.
3.4.1

Synthetic data example

As in Yao and Lindsay (2009), I drew 400 univariate observations from a mixture of
ř
Gaussians with pdf ppxq “ 8c“1 0.125N pµc , 1q where µc “ 3 ˚ pc ´ 1q for c “ 1 : 8.
After a long run for burn-in of the MCMC, several EM solutions were identified
by running iterative posterior mode searches from the MCMC parameters at every
1,000 iterates. The highest posterior mode so identified defined ΘR . This reference
point was also used as a starting point for 100,000 MCMC iterates, resulting in the
summaries in Figure 3.1. Frequent label switching occurs in the marginal posterior
density estimates based on the raw MCMC output, while those under relabeling are
all unimodal and capture the true values.
Further evaluations show performance similar to the preceding approaches of
Stephens (2000) and Yao and Lindsay (2009) in this simple setting. It is worth
repeating that the computations are substantially more burdensome in these earlier
approaches, even in this “low p, low C, low n” context.
3.4.2

Flow cytometry example

The second example uses a subset of flow cytometry data from Suchard et al. (2010b),
the applied context being one of identifying sub-populations in distributions of cell
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Figure 3.1: Plots of estimated marginal posterior densities for the component
means in the 8´component univariate mixture, simulated data example. Plots for
µ1:8 show results based on the raw MCMC samples, clearly evidencing the label
r1:8 show results under the relaswitching issues via multimodal margins. Plots for µ
beling strategy, giving unambiguous and accurate identification of posteriors.

surface markers (Chan et al. 2008, 2010). Here I have selected p “ 2 cell surface
markers representing levels of protein abundance on n « 100, 000 cells in an immune
response assay. These marker proteins, CD8 and CDSE, are often critically relevant
in identifying functional subtypes of immune cells. The scatter plot of measured
levels in Figure 3.2 shows the expected non-normal scatter within subtype. This is
a classic setting where the posterior will favor many overlapping mixtures allowing
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the MCMC sampler to move freely between multiple labelings. The applied strategy
is that of fitting an encompassing normal mixture model and then grouping subsets
of normal components to define subtypes (Chan et al. 2008, 2010; Lin et al. 2010).
Dealing adequately with label switching is critical to this enterprise.

Figure 3.2: Dataset (normalized) from flow cytometry showing CFSE vs CD8

The mixture model uses a truncated Dirichlet process prior with an encompassing
C “ 32 components; the prior structure allows for fewer than this upper bound C to
be represented in the data reflecting the use of these models to automatically cutback to fewer components (e.g. MacEachern and Müller 1998b,a; Chan et al. 2010;
Ji et al. 2009). As in the previous example, the Gibbs sampler was run for thousands
of iterations to ensure convergence; this was followed by many local searches using
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Bayesian EM to identify local posterior modes and fix a reference ΘR as the highest
posterior mode so identified. Initializing at this set of parameters, I then ran the
Gibbs sampler to identify and save a posterior sample of size 50,000. Figure 3.3
shows trace plots for the means of 8 (of the 32 components) on the CFSE dimension,
with these 8 components selected according to their EM summary starting points.
Figure 3.4 shows the corresponding estimates of marginal posterior densities for both
the raw MCMC results and for the relabeled results.
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Figure 3.3: Trace plots for 8 of the component means in the CFSE dimension of
the flow cytometry example. Plots for µ1:8 are the raw Gibbs sampler output, while
r1:8 shows relabeled samples.
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Figure 3.4: Marginal density estimates for 8 of the component means in the CFSE
dimension of the flow cytometry example, using the original Gibbs sampler outputs
r1:8 .
for µ1:8 and the relabeled samples for µ
3.4.3

Compute time benchmarks and higher dimensions

Computational efficiency and ability to scale with the number of mixture components
C and, critically, the sample size n is a major concern. I investigated this by running
analyses in several contexts with data randomly sub-sampled from a flow cytometry
data set for realism. The C++ code is available stand-alone as well as integrated with
the Duke CDP software for MCMC and Bayesian EM in truncated Dirichlet process
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mixture models (among other models), and available at http://www.stat.duke.
edu/gpustatsci/ (Suchard et al. 2010b). The test machine used was configured
with a CPU (Intel Core i7-975 Extreme Quad-Core 3.33 GHz Processor) and GPU
(Nvidia GTX 285 graphics card), and the software used core code in C++ and
CUDA. The algorithm is also available in the “dpmix” Python package mentioned
in the previous section. Only the C++ version is considered here, but similar results
hold for the Python implementation as well as Matlab.
The example data set is in p “ 15 dimensions. The number of observations and
components analyzed were varied as in Table 3.1. This table summarizes running
time results.
Table 3.1: A simulation study to illustrate the percent computation time occupied
by the relabeling algorithm for 1,000 iterations of MCMC using a C++ extension of
efficient CPU/GPU code for Bayesian analysis of truncated Dirichlet process mixture
models. All times are in seconds.
n
104

105

106

C
Total Time
32
28.03
64
53.83
128 114.9
256 287.4
32
77.82
64
118.01
128 206.80
256 452.09
32
511.97
64
734.13
128 1156.16
256 2100.11

Relabeling Time Percent Time
0.29
1.04
1.46
2.71
10.28
8.94
78.87
27.4
0.94
1.21
2.10
1.78
10.93
5.28
79.59
17.6
7.23
1.41
8.29
1.13
17.16
1.48
85.78
4.08

3.5 Further Comments
I have explored a number of other examples and simulation studies that bear out
the results exemplified above. The specific, classification-based relabeling strategy
has the ability to perform as well or better than existing methods with major com39

putational advantages, and an ability to move beyond the very modest dimensions
pp, C, nq that prior methods can address at all. As data sets increase in size and
complexity, use of mixture models for sub-structure identification is increasing, and
having effective, automatic relabeling is fundamental to practical utility. I have provided efficient code to enable interested readers to explore and evaluate the method
presented and hope and expect that it will find broad utility.
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4
Hierarchical Mixture Models for Multiple Datasets

4.1 Introduction
4.1.1

Model-based analysis for cell subset identification in flow cytometry

This chapter extends the works on GPU computing and mixture identification to
a highly optimized non-parametric hierarchical Gaussian mixture model based on a
Dirichlet process prior. This model is used to identify and quantify rare cell subsets in
flow cytometry data. The computational improvements demonstrated on Chapter 2
are generalized to the hierarchical modeling setting. The identification issues are
addressed using a generalization of the relabelling approaches developed in Chapter 3.
I also present a Metropolis within Gibbs sampler for posterior inference which is
included for ease of use in the “dpmix” python package. Simulated data is first used
to demonstrate the advantages of hierarchical models over conventional clustering
approaches. This is followed by validation of the model on experimental samples,
using recently developed retrovirally TCR-transduced T cells that are spiked into
autologous peripheral blood mononuclear cell (PBMC) samples to give a defined
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number of antigen-specific T cells (Singh et al. 2012). Note that aspects of this work
appear in the paper by Cron et al. (2012a).
The objective of flow cytometry analysis is clustering. Each cluster potentially
represents a certain cell type in the sample. Statistical mixture models are a standard approach for the construction of the underlying distribution, using the sum
of many simpler probability distributions (e.g. multivariate Gaussian, Student-t or
skewed distributions) to approximate arbitrary multi-dimensional distributions. For
biological interpretation, fitted models are then used for clustering, i.e. using statistical properties of individual events to assign them to biological cell subsets. For
example, with statistical mixture models, this can be done by grouping events with
the highest probability of coming from a specific mixture component together, or
merging of multiple components using specified criteria such as having a common
mode (Finak et al. 2009; Chan et al. 2010).
The number of distinguishable cell subsets and Gaussian components necessary
to fit the model satisfactorily is not known in advance. To avoid having to specify the
number of mixture components needed in the model, I use a nonparametric approach
with a Dirichlet process prior in which the number of components necessary is directly
estimated from the data; see Chapter 1. Computationally, this is much more efficient
than fitting multiple models with different numbers of components and testing with
some penalized likelihood (e.g. Akaike or Bayesian information criteria) to choose the
best model, as only a single model fit is performed. Since I use multivariate Gaussian
distributions as components, the overall approach is described as a Dirichlet process
Gaussian mixture model (DPGMM). DPGMM are extremely flexible models that can
fit flow data from flow cytometry experiments using different antibody-fluorochrome
labels (e.g. 4-color multimer and 11-color intracellular staining (ICS) panels), and
a natural evolution of the fixed C Gaussian mixture models originally proposed
by Chan et al. (2008).
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Clustering methods applied to data samples independently face two major limitations. The first is that cluster labels are not aligned across data samples, posing
a problem for comparing subsets across multiple samples which is usually the purpose of the original experiment. The second is that there are limits on the ability of
clustering models to identify very rare event clusters due to masking by abundant
event clusters. In particular, this makes it difficult to identify clusters matching only
antigen-specific HLA-multimer labeled or polyfunctional T cells that may be biologically meaningful at frequencies of 0.1% or lower. I show in this chapter that both
issues are successfully addressed by the use of hierarchical Dirichlet process Gaussian
mixture models (HDPGMM).

4.2 Methods
4.2.1

Hierarchical Dirichlet process for information sharing

Hierarchical, or multi-level models, represent individual events in flow cytometry
data as being organized into successively higher units. For example, individual events
belong to a sample, and a sample may belong to a batch of samples. The critical
idea is that cell subset phenotypes that are common across data samples can be
used to inform and hence better characterize events in individual samples. This can
be modeled by placing all data samples under a common prior, such that the mean
and covariance in any of the individual sample Gaussian components are shared
across all samples, but the weight (proportion) of the component in each sample is
unique. As described by Teh et al. (2006), this can be achieved by using a set of
random measures Gj , one for each data sample, where Gj is distributed according to
a sample-specific Dirichlet process DP pα0j , G0j q. The sample-specific DPs are then
linked by a common discrete prior defined by another DP pγ, Hq. This hierarchical
model leaves the cluster locations and shapes constant across data sets, and hence
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aligns the clusters.That is, by requiring that the location of the normal components
is common to all data samples.
I now generalize DPGMM to simultaneously classify T cells across multiple data
sets using the hierarchical stick-breaking construction given by Teh et al. (2006).
Assume I observe J different sets of FCM measurements X j “ txj1 , . . . , xjnj u. Each
data set then has its own probability density function given by

pj pxq “

C
ÿ

wjc N px|µc , Σc q.

(4.1)

c“1

Note the primary difference between DPGMM and HDPGMM is wjc . The sets of
cluster locations and shapes, µ1:C and Σ1:C , are assumed to be the same across data
sets while the prevalence of the clusters wj is allowed to vary across data sets. This
approach allows the inherent, latent component indicators zji such that, for each
observation i and data set j, P pzji “ cq “ wjc ; this leads to conditional distributions
xji |zji “ c „ N pµc , Σc q and opens the path to routine computational methods similar
to those in Section 1.2.1.
Teh et al. (2006) give multiple representations for a hierarchical Dirichlet process
for clustering across multiple data sets. I take their stick breaking approach for
c “ 1, . . . , C ´ 1:

ṽc „ Betap1, αq and vc “ ṽc

c´1
ź
p1 ´ ṽl q
l“1

(4.2)
˜

˜

w̃jc „ Beta α0 vc , α0 1 ´

c
ÿ

¸¸
vl

and wjc “ w̃jc

l“1

As before, vC “ 1 ´

řC´1
l“1

c´1
ź

p1 ´ w̃jl q.

l“1

vl and wjC “ 1 ´

řC´1
l“1

wjl . Teh et al. (2006) show

that this construction is equivalent to letting each data set have its own Dirichlet
process where the base measures also arise from a Dirichlet Process. I complete
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equation (4.1) and (4.2) with the following priors
α „ Gape, f q,
α0 „ Gape0 , f0 q,
(4.3)
Σc „ IW pν ` 2, νΨq for c “ 1, . . . , C,
µc |Σc „ N pm, τ Σc q for c “ 1, . . . , C.
This is analugous to the priors given by Escobar and West (1995) in the standard
Dirichlet process case.
The hierarchical DP mixture model allows information sharing over data sets. In
other words, if a rare cell subtype is found in more than one of the samples, I share this
information across the data sets to detect the subtype even though the frequency in a
particular data set may be vanishingly small. HDPGMM thus increases sensitivity for
clustering cell subsets that are of extremely low frequency in one sample but common
to many samples or present in high frequency in one or more samples. In principle,
there is no lower limit to the size of a cluster that can be detected in a particular
sample, as long as the algorithm is able to “borrow strength” from other samples
where it is well represented as described. In practice, vanishingly small clusters (e.g.
3-5 events out of 100,000) require expert interpretation to distinguish background
from signal, but it is not uncommon for biologically significant antigen-specific cells
to be present at such frequencies.

4.3 Posterior computation
I perform posterior inference by sampling via a Markov chain Monte Carlo (MCMC)
algorithm using the latent classification variable z. However, several challenges arise.
First, the usual Gibbs sampling approach does not work because the conditional
distributions of ṽc and α cannot be easily sampled. Crepet and Tressou (2011) use
a similar model, but do not give details for sampling these key parameters which
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I present in this section. Secondly, the naming, or labeling, of the clusters is not
well defined, so I extend the work in Chapter 3 to the HDPGMM setting to handle
relabeling issues. Finally, the computation within each sampling iteration is very
expensive, but the “gpustats” package can be easily applied.
4.3.1

Metropolis within Gibbs

Since the conditional distributions for v and α0 are not conjugate, I develop a
Metropolis within Gibbs approach. For each MCMC iteration, all other parameters are sampled via their full conditional distributions. I then propose a new α1
from a normal distribution centered at α where I reflect negative values onto the
positive half line and accept or reject the move according to the Metropolis Hastings
(MH) ratio. I take the same approach for each ṽc except I reflect onto the unit
interval. The variability in the random walks is tuned during the burn-in period
to target a 50% acceptance rate supported by Gelman et al. (1996). I give the full
details of this sampler including relabeling and GPU computing in the remainder of
this section.
řnj

řJ

Ipzji “ cq for c “ 1, . . . , C be the number of elements in
ř
all data sets assigned to cluster c. Furthermore, let x̄c “ p1{nc q i,j:zji “c xji and
ř
S c “ i,j:zji “c pxji ´ x̄c qpxji ´ x̄c q1 be the cluster sample mean and sum of squares
řnj
given the cluster indicator respectively. Finally, denote njc “ i“1
Ipzji “ cq which
Let nc “

j“1

i“1

is simply the number of elements in data set j assigned to cluster c.

Latent cluster indicator z j :

Sampling the latent clustering is completely analogous

to the Dirichlet process case. Each zji conditioned on all other parameters are independent categorical distributions with probabilities
P pzji “ c|´q 9 wjc N pxji |µc , Σc q for c “ 1, . . . , C.
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(4.4)

As in the standard Dirichlet process case, this takes the majority of the computation
time which I accelerate using gpustats.
Component means µc and covariances Σc :

Given the new definition above, µc and Σc

are sampled exactly as in equations (1.6) and (1.7) respectively.
Stick weights w̃jc :

Updating the cluster weights is slightly less routine but still con-

jugate. Conditioned on the other parameters, sample
˜
˜
¸
¸
c
C
ÿ
ÿ
w̃jc „ Beta α0 vc ` njc , α0 1 ´
vr `
njr .
r“1

Dirichlet process concentrations α and α0 :

r“c`1

Sampling α is performed exactly as in the

standard Dirichlet process case. Conditionally,
α „ Gape ` C ` 1, f `

C´1
ÿ

logp1 ´ ṽc qq.

c“1

However, sampling α0 conditioned on the other parameters in the model is not
tractable, so I use Metropolis Hastings sampling. I propose a new α0 via
α01 “ |ξ| where ξ „ N pα0 , σα2 0 q.
I then accept the proposal and set α “ α01 with probability
ˆ

P pα0 |´qP pα0 q
min 1,
P pα01 |´qP pα01 q

˙

where
P pα0 |´qP pα0 q9

C ź
J
ź

˜

˜

Beta w̃jc |α0 vc , α0 1 ´

c“1 j“1

c
ÿ

¸¸
vl

Gapα0 |e0 , f0 q.

l“1

Note that Betapy|a, bq denotes the beta probability density function with parameters
a and b evaluated at y. The proposals densities do not factor into the acceptance
probability since the symmetric proposal cancels in the MH ratio.
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Latent base measure v:

The latent stick weights ṽc also lack tractable conditional

distributions, so I employ Metropolis Hastings here as well. However, the proposal
distribution is slightly less intuitive:
ṽc1 “ Rpξ, 0, 1q where ξ „ N pṽc , σṽ2c q.
The function Rp¨, 0, 1q recursively reflects the input over the boundaries until the
result lies in p0, 1q. This is only one of many ways to reflect a distribution onto p0, 1q
and the choice is not terribly important for the success of the algorithm. I then
accept the proposal and set ṽc “ ṽc1 with probability
ˆ

P pṽc |´qP pṽc q
min 1,
P pṽc1 |´qP pṽc1 q

˙

where
P pṽc |´qP pṽc q9

c ź
J
ź

˜

˜

Beta w̃jc |α0 vc , α0 1 ´

r“1 j“1

c
ÿ

¸¸
vl

Betapṽc |1, αq.

l“1

It is important to note that it can be shown that the pdf for this reflected proposal,
while difficult to write analytically, also cancels in the MH ratio.
4.3.2

Identification

To address the label switching issue, I use the method proposed in Chapter 3, which
maintains a coherent classification for each data set defined by ẑ j with nj elements
where ẑji “ argmaxcP 1:C πc pxji q. This is accomplished by defining a reference classification taken from the last iteration of the burn-in phase of the MCMC. I define
the reference clusters as the most likely cluster assignment for each event in all the
data sets at that iterate. Then, at every further iteration, the clusters are relabeled
to minimize the misclassification rate when compared to the reference. Using the
notation defined in Section 3.2.3, we relabel according to the cost matrix D where
Dab “ |tj P 1 : J, i P 1 : nj |ẑ R
ji “ a ^ ẑ ji ‰ bqu| for a, b “ 1, . . . , C.
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The primary difference here is that missclassification is aggregated across all J data
sets. This is a natural extension since the cluster shapes and locations do not vary
across data set. Therefore, the overall classification coherence is a natural target for
identification. This method is computationally efficient and maintains good performance in other settings. Critically, this allows us to estimate the true posterior by
component-wise averaging over multiple iterations after the burn-in phase, instead
of using a point estimate as is typically done.
4.3.3

GPU computation

In each iteration of the MCMC, the multivariate normal distribution must be evaluated at every event (in every data set) for each of the C clusters to get assignment
probabilities. Without parallel computing, this takes the majority of the computation
time. Therefore, I adapted the GPU computing ideas by Suchard et al. (2010b,a)
used in the “gpustats” python library to massively accelerate the computation. I
also employed MPI techniques that use multiple GPUs simultaneously to optimize
performance.
4.3.4

Consensus modal clustering for cell subset identification and alignment

As cell subsets may have non-Gaussian distributions, it is often necessary to merge
several mixture components to represent a single cell subtype. An intuitively appealing concept is to cluster components together when the components lie in the basis
of attraction of a common mode in the full mixture, since the mode is an objective
feature that links multiple components. I have previously described efficient numerical methods for mode identification (Chan et al. 2010); here I adapt the procedure
to find a coherent modal assignment across data sets. I first create a consensus
Gaussian mixture model distribution whose components have the same means and
covariance matrices as the fitted HDPGMM model, but whose component weights
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are averaged over all data sets. The components in this consensus GMM are then
merged via modal clustering to create a mapping of Gaussian components to modal
clusters representing discrete cell subsets. The mapping is then used for all the fitted
data sets, resulting in cell subset (modal cluster) alignment across multiple data sets.
Note that only the mapping of component to modal cluster is shared by all data sets;
the component weights for each data set remain unique.

4.4 Results
4.4.1

Simulation study

I illustrate the ability of hierarchical modeling to simultaneously overcome the problem of masking of rare event clusters and provide an alignment of cell subsets over
multiple data samples. Four simulated data sets were created, each with up to four
bivariate normal clusters in four quadrants. Clusters in each quadrant may have different means or covariance matrices, or be absent entirely; see Figure 4.1. I compared
three different approaches to clustering the data – independent fitting of DPGMM
to each data sample, using pooled data, and using hierarchical modeling. All models used a truncated (H)DPGMM base with 16 components, a burn-in of 10,000
iterations, and sampling of 1,000 post burn-in iterations for the calculation of the
posterior distribution.

Independent fitting of DPGMM to simulated data:

In Figure 4.1 row 1, DPGMMs were

independently fitted to each of the data samples and modal clustering was performed
on the posterior distribution by averaging over post burn-in iterations. Events were
assigned to the modal clusters for which the posterior probability was highest and
color coded by the identity of the modal cluster. The first obvious issue with this
approach is that modal cluster labels are not coherent over data samples, and it is
not possible to directly compare modal cluster frequencies across data sets without
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further post-processing. The second more subtle issue is that the small (5 event)
cluster in data sample 3 has been masked by the large green cluster even though it
matches the distinct blue cluster in data sample 1 and the red cluster in data sample
2 and should be interpreted as a separate cell subset.
Using pooled data:

In row 2, I fitted a DPGMM to pooled data from all four data

samples. Pooled data is problematic because the resulting distribution is for an
“averaged” data sample, and may result in the loss of information specific to a
particular sample. I observe artifacts from clusters present in the pooled distribution
but not in the specific sample in data sample 2 (green events in blue cluster) and
data sample 4 (red events in blue cluster). A subtle issue is the over-counting of red
cluster events in data sample 3 (9 events) due to the excessive influence of the red
clusters in data samples 1 and 2.
Hierarchical modeling:

Finally, in row 3, I fitted an HDPGMM to all four data sets

simultaneously with the consensus modal clustering approach to identify cell subsets.
Clusters are aligned across data sets, there is no spurious mixing of clusters, and the
rare event cluster in data sample 3 is correctly classified (5 events).
4.4.2

Experimental study

To consider a real data settings, for model evaluation, one needs to know the number
of cells in the rare subset in advanced, so I considered real data with certain cells
“spiked” into the sample. The generation of the standard samples with a defined
number of antigen-specific CD8 T cells spiked into autologous PBMC for use in HLApeptide multimer has been described (Singh et al. 2012). Briefly, Phytohemagglutinin
(PHA; 0.5 µg/ml) and IL-2 (20 U/ml) stimulated PBMC were retrovirally transduced
with an HLA-A*0201 restricted NY-ESO157-165 specific TCR construct after the CD4
T cells were depleted using Dynex beads (Invitrogen). After 5 days, the transduced
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Figure 4.1: Comparison of clustering methods for fitting multiple data samples.
Row 1 shows independent fitting of DPGMMs to each data set; row 2 shows a
DPGMM fitted to pooled data from all samples; and row 3 shows fitting of an
HDPGMM to all 4 data samples. The color corresponds to the most likely clustering
under the posterior mean for each model.

cells were harvested and purified using APC-conjugated NY-ESO-1 specific multimer
and magnetic cell sorting. Purified cells were clonally expanded, harvested and spiked
at the desired percentage of NY-ESO-1 specific TCR expressing CD8 T cells into
autologous PBMC. These samples were analyzed using a FACSCalibur (BD) flow
cytometer and flow cytometry standard (FCS) format data files were collected for
analysis of multimer positive events by manual gating as well as by the hierarchical
modeling approach described here.
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The TCR-transduced cells were spiked into autologous PBMC to give six data
samples with concentrations of spiked cells at 0%, 0.013125%, 0.02625%, 0.0525%,
0.105% and 0.21% of CD45+ lymphocytes against a background of 0.035% TCRspecific T cells that are already present in the unspiked sample. A total of 50,000
events were then collected from each sample for analysis. This is a challenging
clustering problem as the frequency of expected multimer-positive events is extremely
low, but ideal for validation since the expected number of T cells that bind with highaffinity to the HLA-multimer is known.
DPGMM and HDPGMM models were then separately fitted to these six data
samples using the FSC, SSC, CD45, CD8 and HLA-multimer channels (5 dimensional), using a truncated Dirichlet process with 192 mixture components, 10,000
burn-in steps and 1,000 identified iterations to calculate the posterior distribution as
described in Methods. After consensus modal clustering, the multimer positive clusters were visually selected (one per sample) and the frequency of multimer-positive
events calculated. The fitting was performed 5 times for each algorithm and the
summary frequencies of multimer-positive events for the replicate runs is shown in
Figure 4.4. A side-by-side comparison of DPGMM and HDPGMM classifications for
a typical run is shown in Figures 4.2 and 4.3.
The advantages of the hierarchical modeling are clearly shown in Figures 4.2
and 4.3 – cell subsets are consistently labeled across data samples, allowing direct
comparison of any cell subset of interest, not just of the multimer positive events.
The red boxes manually gated classification, where events are classified as tetramers
if they lie within all 3 gates with boundaries shown. The gates have been set to
capture typical CD8 T cells that have high affinity for HLA-multimers, but severely
undercount the spiked cells because the retrovirally transfected spiked cells may have
atypical phenotypic properties, especially in the FSC and SSC channels. For the
multimer binding detection, the hierarchical model finds a more consistent cluster
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Figure 4.2: DPGMM clustering results for three of the six spiked data sets in
three different 2-D projections. The red boxes represent the clustering rule defined
by manual gating. The estimated frequencies are shown in the yellow boxes.

of events across all data samples, has fewer outlier events that are likely to be false
positives (e.g. the CD45 low events in the DPGMM fits shown in rows 4 and 5),
and is also more sensitive (higher detection frequency for all spiked samples). As
illustrated in Figure 4.3, HDPGMM is also more likely to detect the background
binding to peptide-multimer (found in 4 out of 5 replicates) while DPGMM often
fails to identify it as a separate modal cluster (found in 2 out of 5 replicates) due to
masking by more dense nearby clusters.
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Figure 4.3: HDPGMM clustering results for three of the six spiked data sets in
three different 2-D projections. The red boxes represent the clustering rule defined
by manual gating. The estimated frequencies are shown in the yellow boxes.

4.5 Discussion
I have shown that an hierarchical version of the DPGMM improves on fitting individual samples with DPGMM in two ways: 1) it aligns clusters, making direct
comparison of cluster counts across samples possible, and 2) by sharing information
across samples, it can identify even extremely rare but biologically relevant cell subsets, since “real” cell subsets would naturally be expected to be present in multiple
data samples. The hierarchical model is also preferable to using a reference data
sample or pooling the data from all samples, since individual sample characteristics
are lost with these alternative strategies. Finally, while the model uses Gaussian
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Figure 4.4: Quantification of CD45+CD8+multimer+ events with DPGMM (left) and
HDPGMM (right) methods in five replicate MCMC runs each with different random number seeds. Solid red circles are the spiked percentages and open black circles are the
DPGMM and HDPGMM estimates. The DPGMM method is more likely to have outliers,
and also a higher variance, especially when the spiked percentages are higher.

components, cell subsets are identified with merged components using the consensus
modal clustering strategy described and can have arbitrarily complex distributions.
Technically, my implementation of the HDPGMM integrates several innovations
necessary to make such hierarchical models a practical tool for flow cytometry analysis, including the use of a Metropolis-within-Gibbs step for sampling, an identification
strategy to maintain consistent component labels across iterations that allows us to
calculate the posterior distribution from multiple MCMC iterations, and a consensus
modal map to merge components in such a way that non-Gaussian cell subsets are
aligned across multiple data sets. I have also implemented MPI and CUDA optimized
code to fit a single model to multiple data sets using multiple GPUs simultaneously.
I provide software for HDPGMM fitting to flow cytometry data sets, together
with pre-specified robust default parameters and hyper-parameters that make practical usage simple. In my experience, I have never needed to adjust these parameters

56

for data sets ranging from 3-color to 11-color flow cytometry data sets. The only
parameters I individually set are the number of burn-in iterations, the number of
iterations to collect for the posterior distribution, and the maximal number of components for the truncated DP algorithm. These parameters are tuned mainly for
computational efficiency since conservative defaults that would be expected to be
effective in all common use cases can be given, with the trade-off being longer run
times. Of course, as with all Bayesian models, informative priors (e.g. from fits
to previously collected similar data samples) can be provided to greatly reduce the
computation time.
The fitting of HDPGMM is computationally demanding but can be tremendously
accelerated with cheap commodity graphics cards as previously described (Suchard
et al. 2010b). For example, fitting an HDPGMM to the six multimer data sets shown
in Figure 4.2 took approximately 60 minutes per replicate on a Linux workstation
using a single Nvidia GTX 580 card costing under USD 500. Open source code for
fitting DPGMM and HDPGMM models to flow cytometry data is available from
http://code.google.com/p/py-fcm/. The code is written in the Python programming language, and will run on regular CPUs, but is optimized for massively parallel
computing using the CUDA interface (a suitable Nvidia GPU is required for CUDA).
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5
Bayesian Inference for Sparse Orthogonal Matrices

5.1 Introduction
In this chapter, I am interested in Bayesian models of sparse structure in dependencies in multivariate distributions. With growing interests in parsimony and scalability
of analysis of multivariate data in models such as Gaussian mixture models, priors
that encourage sparse component covariance patterns are increasingly key. New
modeling frameworks also need to enable efficient computational methods for model
fitting, which can otherwise be a barrier to application.
Traditional sparsity priors from model selection in regression have been exploited
in sparse extensions of Bayesian factor analysis (e.g., West 2003; Carvalho et al.
2008; Yoshida and West 2010), and in complementary approaches using Gaussian
graphical models (e.g., Jones and West 2005; Dobra et al. 2012; Rodriguez et al.
2011). My approach represents a natural extension of the thinking behind these
models while structurally linking and bridging between factor models and graphical models. In particular, my proposed model over sparse eigenmatrices of variance
matrices also defines new priors over Gaussian graphical models. Compared to fac-
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tor analysis, I avoid the required assumption of a reduced dimensional latent factor
structure, and the choices it involves. My new models arise from an inherent theoretical feature of eigenmatrices, rather than hypothesized model structures. I also
face fewer challenges in hyper-parameter specification and tuning to fit models. My
models can in fact be viewed as full-rank factor models with sparse, square factor
loadings matrices. Additional related work has explored new classes of priors over
variance matrices through varying parametrizations, such as partial correlations or
Cholesky decompositions (e.g., Daniels and Pourahmadi 2009; Lopes et al. 2010),
that could be extended with sparsity priors. My approach relates to these in that
it uses an inherent theoretical property of eigenmatrices that naturally defines the
reparametrization as well as defining an underlying set of parameters over sparsity
priors are defined to naturally reduce dimension.
Section 5.2 introduces the theoretical ideas; the approach is based on the Givens
rotation representation of full-rank eigenmatrices (Anderson et al. 1987). I describe
how this can be exploited to define new classes of random sparse eigenmatrices, and
relate these to decomposable graphical models. Section 5.3 considers prior specification using this new parametrization, in the context of normal random samples.
Section 5.4 discusses properties of the likelihood and aspects of exploratory data
analysis that give insights into sparsity structure of eigenmatrices in my framework,
with an example using a 20´dimensional gene expression data set. Section 5.5 discusses full Bayesian model fitting using a customized reversible jump Markov Chain
Monte Carlo approach. Chapter 6 discusses embedding the basic model into more
practicable contexts involving measurement errors and normal mixture models. That
section concludes with a detailed example using breast cancer gene expression data,
where underlying components relate to known, broad, and intersecting cancer subtypes with expected sparsity in dependence, and conditional dependence patterns of
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subsets of the genes. I note that some of the work here is presented in Cron and
West (2012).

5.2 Structure and Sparsity in Eigenmatrices
5.2.1

Givens rotator product representation

Consider a random q´vector x with variance matrix V “ V pxq. The spectral representation (principal component decomposition) is V “ RDR1 where R is the
q ˆ q orthogonal matrix of eigenvectors, the eigenmatrix, and D “ diagpd1 , . . . , dq q
is the matrix of non-negative eigenvalues. The corresponding precision matrix is
K “ RAR1 with A “ D ´1 “ diagpa1 , . . . , aq q. The general Givens rotator product
representation of R (Anderson et al. 1987; Yang and Berger 1994) is
R “ O 1,2 pω1,2 q O 1,3 pω1,3 q . . . O 1,q pω1,q q ˆ
O 2,3 pω2,3 q . . . O 2,q pω2,q q ˆ
..
.

(5.1)

O q´1,q pωq´1,q q ˆ Q
where Q is diagonal with elements ˘1, and each O i,j pωi,j q is a Givens rotation
matrix
i

j

¨

O i,j pωi,j q “

˛

˚I
˚
i˚
˚0
˚
˚
˚0
˚
˚
j˚
˝0
0

0

0‹
‹
cospωi,j q 0 sinpωi,j q 0 ‹
‹
‹
‹
0
I
0
0‹
‹
‹
´ sinpωi,j q 0 cospωi,j q 0 ‹
‚
0

0

0

0

0

(5.2)

I

for some rotator angles ωi,j , (i “ 1 : q, j “ i ` 1 : qq. Some comments and notation
follow.
• The angles ωi,j lie in p´π{2, π{2s. Write ω for the set of these m “ qpq ´ 1q{2
angles.
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• This decomposition of R is unique and linked to the order of the variables in
x.
• For covariance modeling, note that Q cancels in RDR1 ; hence, Q plays no role
and I set Q “ I q with no loss of model flexibility when focused on modeling
variance matrices using this decomposition.
• Covariance patterns in V can be viewed as successively built-up by pairwise
rotations of initial uncorrelated random variables. Take a q´vector e with
V peq “ D; then dependencies are defined by successive left multiplication of
e by the rotator matrices: first by O q´1,q pωi,j q, then O q´2,q pωi,j q, and so on up
to O 1,2 pωi,j q to define x “ Re (assuming Q “ I q as noted).
• If ωi,j “ 0 for any pi, jq, then O i,j p0q “ I q and that rotation has no contribution to the build-up of dependencies and is effectively removed from the
representation of equation (5.1).
• If ωi,j “ π{2 for any pi, jq, then O i,j pπ{2qM O 1i,j pπ{2q permutes rows i and j,
and columns i and j, of any square matrix M and hence does not affect the
sparsity of M .
• The spectral representations of V and K are unique only up to permutations
of the columns R, i.e., reordering of the eigenvalues. Any reordering the eigenvalues will generate a decomposition as in equation (5.1) but with different
values of the rotator angles. For identification, therefore, I will constrain to
d1 ą d2 ą ¨ ¨ ¨ dq . For variance matrices in models of data distributions, the di
will be distinct so a strict ordering can be assumed.
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5.2.2

Sparse Givens representation

The general representation above reparametrizes V to the m “ qpq ´ 1q{2 angles in
ω and the q eigenvalues in D. I note above the role of zero angles, and this opens
the path to defining sparser representations. If a large number of the angles are zero,
then R will become sparse.
Let M “ tpi, jq; i “ 1 : pq ´1q, j “ pi`1q : qu with |M| “ qpq ´1q{2 :“ m. Then
ś
th
equation (5.1) is compactly written as R “ m
pair
k“1 O mk pωmk q where mk is the k
of dimensions in M. Now allow exact zeros in ω. Define a sparsity defining index
sequence S “ tpi, jq P M : ωi,j “ 0u with cardinality |S| “ s, and set Z “ MzS with
size z “ m ´ s. In words, Z is a sequence of z ď m ordered pairs pik , jk q denoting
the relevant, non-identity Givens rotations in equation (5.1) and

R“

z
ź

O Zk pωik ,jk q.

(5.3)

k“1

Assuming that priors support exact zeros in ω, a primary modeling goal is then to
learn Z and the corresponding non-zero angles.
Among the features of this approach is that I am able to model full-rank, orthogonal matrices with a parsimonious set of angles, and I maintain the computational
convenience of the full-rank spectral parametrization when inverting V and K. This
is especially useful in evaluating density functions in Metropolis Hastings acceptance
ratios and in computing normal mixture classification probabilities.
5.2.3

Conditional independence graphs from sparse Givens models

The process of successively building dependencies by adding rotators (from right to
left) in equation (5.3) induces ties between the variables whose variance matrix is
the resulting V . The resulting structure of K “ V ´1 connects to Gaussian graphical
modeling (e.g Jones and West 2005; Dobra et al. 2012; Rodriguez et al. 2011).
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View the q variables in x as nodes of a planar graph in which conditional independencies are represented by lack of edges between node pairs. Specifically, this
is the undirected graph G “ pV, Eq with the q nodes, or vertices, in the vertex set
V “ t1 : qu; two vertices pi, jq are connected by an edge in the graph if, and only if,
Ki,j ‰ 0 where Ki,j is the pi, jq´element of K. The edge set is E “ tpi, jq : Ki,j ‰ 0u.
Any precision matrix K 0 “ R0 A0 R10 having some off-diagonal zero elements has
an implied graph G0 . Now take K 1 “ O i,j K 0 O 1i,j where ωi,j ‰ 0 and ωi,j ‰ π{2,
with implied graph G1 . Notice that left multiplication of R0 by O i,j simply replaces
the ith and j th rows with a linear combination of the two. Therefore, the indices
of the non-zero elements of the ith and j th rows of R1 are the union of the indices
of the ith and j th rows of R0 . Similar comments apply to right multiplication. As
a result, the sparsity pattern of K 1 is the same as that of K 0 except in rows and
columns i and j. Specifically, those rows and columns have sparsity indices that are
the unions of the those in K 0 . This shows that the additional rotator O i,j maps the
graph G0 “ pV, E0 q to G1 “ pV, E1 q as follows. With Nj piq “ tpj, kq : pi, kq P E0 u,
then E1 “ E0 Y pi, jq Y Ni pjq Y Nj piq. In words, G1 takes G0 , connects i and j, and
unions their neighborhoods.
This structure also generates constructive insights into the nature of the graphical
models so defined. It shows that adding a new rotator to an existing sparse Givens
model merges the complete subgraphs (cliques) in which the rotators pair pi, jq reside
into one larger clique. Starting at an empty graph, this leads to graphs that are
decomposable, formally shown as follows.
Theorem 1. The conditional independence graph G implied by a sparse K “ RAR1
under Z is a decomposable graph.
Proof. It is enough to show that G has a perfect elimination ordering; that is, an
ordering of the vertices of the graph such that, for each vertex v P V, the neighbors
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of v that occur after v in the order form a clique (Fulkerson and Gross 1965). I do this
by induction, beginning with with no rotations: R0 “ I q and K 0 “ A. This implies
that G0 is the empty graph and the perfect elimination ordering is trivial. For the
inductive step, assume that an ordering exists for the graph implied by a current set
of Givens rotations defining R0 and G0 . Now take K 1 “ O i,j K 0 O 1i,j where ωi,j ‰ 0
and ωi,j ‰ π{2, with implied graph G1 . Note that there is no loss of generality here;
ωi,j “ π{2 would imply simply swapping the i and j rows and columns of K 0 to
make K 1 , and so always yields another decomposable graph. It is now enough to
show that G1 has a perfect elimination ordering.
Start with the ordering of G given by U “ tv1 , v2 , . . . , vq u ” t1, 2, . . . , qu. Now
take the ordering for G1 to be Ũ “ tv1 , . . . , vi´1 , . . . , vi`1 , . . . , vj´1 , vj`1 , . . . , vq , vi , vj u.
It is enough to show that Ũ is a perfect elimination ordering for G1 . Take v ‹ P Ũ and
let η be v ‹ and its neighbors that occur after v ‹ in Ũ . I need to show that η forms
a clique in G1 . If v ‹ “ v1 , vi , or vj , this is trivial. If v ‹ is not a neighbor of either vi
or vj in G0 , the rotation has no effect on the neighborhood of v ‹ and η is a clique.
Now suppose that v ‹ is a neighbor of vi in G0 . Due to my construction of G1 , the
neighbors of v ‹ in G0 become neighbors of vi in G1 . Since ηzvi is a clique in G0 , then η
will remain a clique in G1 . Since vi and vj were moved to the end of the ordering and
ηzvi comes after v ‹ in Ũ by the inductive hypothesis, then Ũ is a perfect elimination
ordering of G1 .
Note that the above concerns general, unrestricted values of the non-zero angles.
Furthermore, this applies to any ordering of the rotators where equation (5.1) is a
special case. There are sparse precision matrices whose graphs are decomposable
but that do not have a sparse Givens representations for their eigenmatrices. These
arise, in particular, in parametric models where the variance and precision matrix
are initially defined as functions of lower dimensional parameters; in such cases,
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the resulting eigenmatrices are inherently structured and typically not sparse, even
though the precision matrices are sparse. The simplest example is that of the dependence structure for a set of q consecutive values of a stationary, linear, Gaussian
first-order autoregressive process. There K is tri-diagonal, and neither R nor V is
sparse. While R has the Givens representation, all m angles are required and they
are deterministically related.
In the next section I define priors for the rotator angles ω. This includes conditional priors for the effective angles– excluding values of 0 and π{2– under which
these angle are a random sample from a continuous distribution. In such cases, which
can be regarded as all practicable cases for applied data analysis, I find a surprising
connection between sparse graphical models and sparse factor models; that is, they
coincide in this new sparse Givens approach.
Theorem 2. If the angles ωi,j P Z defining a sparse eigenmatrix are a random
sample from a continuous distribution, then the resulting patterns of zeros in V and
K “ V ´1 are the same with probability one.
Proof. For any pi, jq pair,

Vi,j “

q
ÿ

dk Ri,k Rj,k and Ki,j “

k“1

q
ÿ

ak Ri,k Rj,k .

k“1

Therefore, zero values of Vi,j and Ki,j follow when
@k P t1, . . . , qu Ri,k “ 0 or Rj,k “ 0.
However, any other case giving Vi,j “ 0 requires specific values of D, and/or specific
relationships among elements of V and D defining the deterministic constraint that
the above sum be zero. Such a constraint will not yield Ki,j “ 0 under a continuous
prior over the angles.
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5.3 Sparsity Priors Over Eigenstructure
5.3.1

Priors

I specify priors that give positive probability to zero values among the angles, allowing
row and column flips via angles of π{2, and that otherwise draw angles independently
from a continuous distribution. Specifically, the m angles ωi,j are a random sample
from a distribution with density
P pωq “ β π2 Ipω “ π{2q ` p1 ´ β π2 qβ0 Ipω “ 0q ` p1 ´ β π2 qp1 ´ β0 qPc pωq

(5.4)

where Ip¨q is the indicator function and Pc pωq is a continuous density on p´π{2, π{2q.
Since ωi,j “ π{2 does not affect the sparsity of R and is needed for permuting the
effects of the eigenvalues as discussed earlier, I do not want to penalize permutations
in the same way as other non-zero angles. I specify the prior in three stages. First,
with probability β π2 , ωi,j “ π{2 to complement the constraint on eigenvalues di being
ordered. Then, for angles that do not induce a permutation, I allow zero values with
a non-zero conditional probability β0 . Finally, given that ωi,j is not zero or π{2, I
consider a continuous prior given by Pc p¨q.
Many possible choices for the continuous prior component Pc p¨q can be considered.
My examples here use a specific form that seems relevant for use as a routine. That
is,
(
Pc pωq “ cpκq exp κ cos2 pωq Ip|ω| ă π{2q

(5.5)

where cpκq is the normalizing constant. In Bayesian analyses via reversible jump
MCMC methods I need the value of cpκq; however, this only needs to be calculated
once and can be accomplished easily using any standard numerical integration technique. This prior density is unimodal and symmetric about zero representing an
appropriate centering relative to the “null hypothesis” value at zero. The prior concentrates more around zero for larger values of κ, while κ Ñ 0 leads to the limiting
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uniform distribution on p´π{2, π{2q. The specific mathematical form is also suggested by the forms of conditional likelihood functions for angles in normal models,
as noted below in Section 5.4.
The prior is completed via specifying a distribution for the eigenvalues D “
diagpd1 , d2 , . . . , dq q of V . As discussed above, I take them ordered as d1 ą d2 ą ¨ ¨ ¨ ą
dq . The natural, conditionally conjugate class of priors takes the dj as ordered values
of q independent draws from an inverse gamma distribution: given some chosen
hyperparameters pη1 , η2 q, draw d´1
i „ Gapη1 {2, η2 {2q independently then impose the
ordering.
A specified prior over pω, Dq leads to the implied prior over V and K, and within
that a prior over the sparsity structure that relates to the random graphical model
induced. Simulation of P pω, Dq yields simulations from the latter. One aspect of
interest is to understand how sparsity in R is related to the number of rotators. A
follow-on question is how these then relate to sparsity in K and hence the sparsity of
the implied graph. This is trivially explored by simulation and then simply counting
the number of zeros in R and K. For a given set of rotator pairs Z with z “ |Z|,
randomly pick which rotations will be non-zero then sample their angles uniformly
and generate R and K. I repeat this process 10,000 times for each 0 ă z ă m. For
each dimension q “ 20, 30, Figure 5.1 shows the median proportion of zeros in R and
K as the proportion of non-zero rotators increases. Note how quickly the sparsity
of K, defining the sparsity of the underlying graph, decreases relative to sparsity of
R. This gives some insights into how the choice of the prior sparsity probability β0
plays a role in generating sparse graphs.

5.4 Likelihood and Exploratory Analysis in Normal Models
I discuss aspects of the likelihood function for the new parametrization pω, Aq without considering sparsity, and then link that to an easily implemented forward selec67

Figure 5.1: Sparsity of R and the graphical model represented by K conditional
on the number of random rotators in the model. For q “ 20 and 30, this displays
the prior median percent sparsity, i.e., proportion of zeros in R and K out of the
possible qpq ´ 1q and qpq ´ 1q{2 respectively. The prior for location of rotator pairs
and values of the non-zero angles are each uniform, conditional on a given number
of rotators selected.
tion algorithm that works well when defining starting values for full MCMC analysis
under my sparsity priors.
5.4.1

Likelihood

Consider a random sample X “ tx1 , . . . , xn u where xi „ Nq p0, V q. With sumof-squares matrix S “ XX 1 , the log likelihood function has a form in R that
is a constant minus trpRAR1 Sq{2. Note that O i,j pωi,j q can be mapped onto an
underlying 2 ˆ 2 rotation matrix Gpωq where, for any ω,
ˆ
O i,j pωq “ I q `

H 1i,j pGpωq

´ I 2 qH i,j

with Gpωq “
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˙
cospωq sinpωq
´ sinpωq cospωq

(5.6)

and
i

j

¨
H i,j “

˛

˝0 ¨¨¨

0 1 0 ¨¨¨

0 0 0 ¨¨¨

0 ¨¨¨

0 0 0 ¨¨¨

0 1 0 ¨¨¨

0‚
.
0

(5.7)

Write R “ Ri,j,0 O i,j pωi,j qRi,j,1 ; that is, Ri,j,0 is the product of ordered rotators
preceding O i,j pωi,j q and the following Ri,j,1 . Also, define S i,j “ R1i,j,0 SRi,j,0 and
Ai,j “ Ri,j,1 AR1i,j,1 . Note that S i,j has the interpretation of a decorrelated version
of S based on the subset of rotators represented in Ri,j,0 , i.e., all those preceding
pi, jq in the product making up R. Then, as a function of ωi,j conditional on all other
parameters, the log likelihood reduces to
log P pX|ωi,j , ´q “ c ´ trrΨi,j Gpωi,j q1 Φi,j Gpωi,j q ` Gpωi,j q1 Γi,j s{2

(5.8)

where Φi,j “ H i,j S i,j H 1i,j , Ψi,j “ H i,j Ai,j H i,j and Γi,j “ H i,j Ai,j S i,j H 1i,j ´
Ψi,j Φi,j . Some specific points to note are as follows:
• The conditional likelihood is the kernel of a matrix Bingham von-Mises Fisher
distribution for Gpωi,j q (e.g., Hoff 2009), which suggests such distributions as
conditionally conjugate priors.
• As a function of the scalar angle ωi,j , it is trivially shown that the log likelihood is a quadratic form in psinpωi,j q, cospωi,j qq. It is easy to numerically maximize this conditional log likelihood. As a result, iterative maximum likelihood
estimates can be derived by sequentially maximizing the above conditional
likelihood functions as I iterate over rotators pi, jq, coupled with conditional
maximization over the eigenvalues.
• In the special case of Ri,j,1 “ I q , i.e., when pi, jq is the right-most rotator pair
and Ai,j “ A, the conditional likelihood can be maximized analytically if the
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diagonal of A is not constrained to be ordered. The maximizing ωi,j value
satisfies tanp2ω̂i,j q “ 2si,j {psj,j ´ si,i q where sa,b are the scalar entries of the
“decorrelated” sample variance matrix S i,j . Given this value, including A in
the conditional log likelihood maximization gives the following:
ˆ
˙
2si,j
1
,
ω̂i,j “ arctan
2
sj,j ´ si,i
2
2
nâ´1
i “ si,i cos pω̂i,j q ` sj,j sin pω̂i,j q ` 2si,j cospω̂i,j qsinpω̂i,j q,

(5.9)

2
2
nâ´1
j “ sj,j cos pω̂i,j q ` si,i sin pω̂i,j q ´ 2si,j cospω̂i,j qsinpω̂i,j q,

nâ´1
k “ sk,k for k ‰ i, j.
• Continuing in the above case, if all correlation between variables i and j has
been rotated away by the application of the preceding rotators so that si,j “ 0,
then the conditional MLE of ωi.j is zero. In this case, it can also be shown that
the conditional likelihood function in ωi,j is proportional to cos2 pωi,j q.
• The above confirms the role of a continuous prior Pc p¨q, as in equation (5.5),
as a conditionally conjugate prior centered around the region of no residual
correlation between the two variables.
5.4.2

An exploratory data analysis algorithm

The investigations of likelihood structure above suggests a simple exploratory analysis that can be of use in generating insights into potential sparsity structure as well
as, particularly, defining starting values for a full Bayesian MCMC-based analysis
of the sparse eigenmatrix model. This is discussed here in the case of κ “ 0 in the
prior, for simplicity, although could be trivially modified.
Begin with S ˚ “ S and R˚ “ I q defining the “current” versions of the decorrelated sample variance matrix and corresponding candidate eigenmatrix, respectively.
1. Set variable index i “ 1 and j “ 2.
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2. Compute the sample correlation ri,j from S ˚ .
3. If |ri,j | is large enough based on some pre-specified threshold which can be
linked to the log likelihood difference it implies, add a rotator on pair pi, jq
with angle ω̂i,j from equation (5.9).
4. If the choice is to include a new rotator, update R˚ to R˚ Opω̂i,j q and further
decorrelate the sample variance matrix by updating S ˚ to Opω̂i,j q1 S ˚ Opω̂i,j q.
5. Sequence through the remaining pi, jq in the order of the rotations in equation (5.1). Finally, set A˚ to be the MLE based on the decorrelated S ˚ .
This forward selection process successively adds optimized rotators via right multiplication, building up the corresponding sequence of pairs of variable indices pi, jq to
define an empirical set Z of included rotators. It delivers this empirical estimate of Z
and the corresponding, optimized estimate of R, and hence of V and K based on a
final re-maximization of the likelihood for A given the optimized R. There are many
rules that can be used for the thresholding rule in step 3. For instance, I could use
the absolute value of the conditional MLE, ω̂i,j . However, the effect of the rotation
on the likelihood is unclear as it depends on the eigenvalues which makes a particular
threshold hard to interpret. Simple thresholding on the current, “residual” sample
correlation |ri,j | is natural and interpretable; the squared correlation is the degree
of residual structure in S˚ that will be removed in that iteration of the exploratory
algorithm. Hence a natural approach is to add a new rotator so long as |ri,j | ą ρ for
some specified threshold ρ.
I note that this fast exploratory algorithm cannot constrain the diagonal of my
estimate A˚ to be ordered. For exploration purposes, this is not an issue as the
resulting estimate of V and K will not be effected. Furthermore if I denote A˚ to be
my exploratory estimate and let P be the permutation matrix such that A “ P A˚ P 1
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where the diagonal of A is ordered, then V “ RAR1 where R “ R˚ P . In words,
I am simply finding a sparse spectral decomposition that has the interpretation of a
forward selection process based on residual correlation. I then order the eigenvalues
and their corresponding eigenvectors. Generating MCMC starting values for ω is
now simply a matter of finding the unique ω that represents R in the general Givens
rotator product representation. Anderson et al. (1987) recursively derive ω exactly
from R. In the same way that zero elements in ω induce zeros in R, basing the
starting value for ω on the decomposition of the sparse R will cause many of its
elements to be zero, making this a very fast and effective method for finding sparse
starting values.

Example.

I consider a subset of the microarray-based gene expression data analyzed

in Chapter 6. The subset of size n “ 66 represents tumors that would be regarded
as aggressive in term of their expression profiles, based on higher levels of expression
of genes related to the two key hormonal pathways: the ER (estrogen receptor) and
Her2 growth factor pathways (West et al. 2001; Huang et al. 2002). Activity of genes
in these two primary, distinct pathways, and their interactions with other biological pathways in cell growth and development, play into the understanding of the
heterogeneity in breast cancer, and critically into advances in understanding clinically relevant cancer subtypes (Sorlie 2004; Carvalho et al. 2008; Lucas et al. 2009a).
Several of the q “ 20 genes, notably the leading 6 in Figure 5.2 (CA12, GATA3,
HNF-3α, LIV-1, Annexin, TFF3), are in part co-regulated in the ER network, some
being directly transcribed by ER along with other factors. These genes vary across
this subset of samples and are at relatively high levels of expression. These genes, as
well as other breast cancer biomarker genes (C-MYB, BCL-2) that also interact with
the ER network, play roles in multiple biological pathways. As a result, their interrelationships in expression are more complicated than a simple one-dimensional ER
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factor would explain. Three of the variables (ERB-B2, HER2a, HER2b) are highly
related read-outs of activity of the hormonal Her2 pathway (the first two are in fact
different sequences from the same primary Her2 gene); other genes in the sample
(GRB7, CAB1) are known to be regulated or co-regulated with Her2. Two additional gene sequences (BRCA1, BRCA2) relate to inherent susceptibility to breast
cancer; their transcriptional relationships with ER and Her2 are poorly understood,
although higher levels tend to be related to low ER and HER1 activity. To give a
sense of robustness, 5 additional variables are included: these “Junk” genes represent
random Gaussian noise.
After centering each of the q “ 20 variables, the exploratory analysis was applied
twice for a comparison of choice of stopping rule: I used thresholds of |ri,j | ě 0.5 and
|ri,j | ě 0.25. A third analysis simply computes the sample correlation matrix and
the corresponding eigenmatrix. Graphical summaries of the final estimates of the
correlation matrix and the corresponding scaled eigenmatrix appear in Figures 5.2
and 5.3, respectively. There is increasing sparsity moving from no thresholding (the
sample eigenmatrix) to a threshold of 0.25 and then 0.5. Furthermore, the sparse
Givens construction, via this simple exploratory estimation method, naturally denoises the raw sample estimates. The major ER and Her2 “clusters” evident in the
correlation matrices are sustained as the level of thresholding increases, and the corresponding “factor loadings” structure represented in the eigenmatrices successively
reduces the numbers and patterns of genes related to each factor (column). The
most sparse structure in the first row shows that, assuming this level of sparsity, I
uncover a dominant Her2 factor loaded on four of the Her2 clusters of genes, two
main ER factors, and a few minor factors that each represent only modest levels
of variation explained while contributing to the break-down of the complexity of
expression relationships in the data.
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ρ “ 0.5

ρ “ 0.25

Sample correlations

Figure 5.2: Breast cancer gene expression data example in Section 5.4.2. Grayscale heat maps show absolute values of elements in the estimated correlation matrix
using the exploratory algorithm (white “ 0 correlation, black “ 1). The first two
frames correspond to stopping the algorithm when the maximum absolute value of
the residual correlation drops below ρ “ 0.5 compared to ρ “ 0.25, respectively. The
third frame shows the full sample correlation matrix.
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ρ “ 0.5

ρ “ 0.25

Sample eigenstructure

Figure 5.3: Breast cancer gene expression data example in Section 5.4.2. Gray-scale
heat maps show absolute values of elements in the first ten columns of the estimated
scaled eigenmatrix RD 1{2 corresponding to the correlation matrix in Figure 5.2. The
x-axes show the percent variation explained by each eigenvector (column) as implied
by the empirical estimates of the dj in each case.
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5.5 Reversible Jump Markov Chain Monte Carlo
In target applications with modest and increasingly high values of q, and hence larger
m “ qpq ´ 1q{2, the focus is on sparse structures so that posterior distributions
will concentrate on smaller numbers of non-zero angles. In these circumstances,
visiting every element of ω using a Gibbs sampling approach will be computationally
expensive and other MCMC strategies are recommended. Most effective MCMC
analysis can be achieved using reversible jump Markov Chain Monte Carlo (RJMCMC) (Green 1995). I have implemented such an approach based on exploring
the space of non-zero elements of ω using a birth/death RJ-MCMC. Each move
through this “model space” involves proposed changes that introduce non-zero values,
including the possible values ω “ π{2, and/or setting current non-zero values to zero.
I present the details of the sampling algorithm by first outlining an approximation to
the conditional posterior of a single, non-zero ωi,j that I recommend as conditional
proposal distribution for the MCMC.
5.5.1

Wrapped Cauchy proposals

Consider any rotator pair pi, jq assuming ωi,j ‰ 0. The conditional posterior is proportional to the conditional mixture prior, mixing a point mass at π{2 with Pc p¨q,
multiplied by the conditional likelihood of the form discussed in the previous section–
the conditional likelihood for ωi,j given all other rotators and eigenvalues. My MCMC
adopts a conditional proposal distribution for ωi,j based on direct approximation.
Specifically, I use a proposal gpωi,j q given by
gpωq ” β π2 Ipω “ π{2q ` p1 ´ β π2 qgc pωq
and where the continuous density gc p¨q in the second component is a wrapped Cauchy
density chosen to approximate the conditional posterior for ωi,j conditional on 0 ă
|ωi,j | ă π{2; i.e., a Cauchy “wrapped” onto the interval p´π{2, π{2q (Fisher 1993).
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Specifically,
gc pωq “

sinhp2σq
1
π coshp2σq ´ cosr2px ´ θqs

where pθ, σq are chosen so that gp¨q approximates the conditional posterior under
prior Pc p¨q. The proposed values of pθ, σq are based on direct numerical approximation. I set θ as the exact conditional posterior mode; this is easily evaluated
numerically. Under any conjugate prior over non-zero values, which includes my
recommended default prior Pc p¨q in (5.5), note that log P pωi,j |X, ´q is a quadratic
form in psinpωi,j q, cospωi,j qq on a bounded domain and can be evaluated along with
any number of derivatives very quickly. Resulting numerical maximization is then
routine and extremely efficient. At the solution θ, the curvature generates a value
for the scale σ from
ˇ
ˇ
B2
1
ˇ
“
´
log
P
pω
|X,
´q
.
i,j
ˇ
σ2
Bωi,j
ωi,j “θ
The wrapped Cauchy can be viewed as a diffuse posterior approximation, the result
of an initial Laplace approximation subject to inflating the tails to ensure good
coverage of the exact conditional posterior. If the mode θ lies on the boundary,
simply replacing gc p¨q with a Betapω|0.25, 0.25q density has been empirically found
to provides an effective, default proposal.
5.5.2

Reversible jump MCMC

Denote all parameters of interest by Θ “ tZ, ω, Au where, as introduced above,
Z is the set of pairs of indices pi, jq corresponding to included rotators with nonzero angles. In an overall MCMC, suppose I am at a current state at iterate t with
parameters Θptq “ tZ ptq , ω ptq , Aptq u with a current z ptq “ |Z ptq | rotators. Consider
now either adding or removing a rotator index pair from Z ptq . Set probabilities
of adding a rotator (birth) and removing a rotator (death) at values denoted by
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pB and pD , respectively. For a proposed birth, randomly select an ordered pair,
pi˚ , j ˚ q P MzZ ptq to index a proposed angle, and then generate a proposal ωi˚˚ ,j ˚
from gpωi˚ ,j ˚ q described in the Section 5.5.1. This implies the following birth step
accept/rejection ratio:

αB “

P pX|ωi˚˚ ,j ˚ , ´qP pωi˚˚ ,j ˚ qpz ptq ` 1qpD
ptq

P pX|ωi˚ ,j ˚ , ´qP p0qgpωi˚˚ ,j ˚ qpm ´ z ptq qpB

.

(5.10)

For a proposed death step, choose an element from Z ptq uniformly and set its cor´1
responding angle to zero. The resulting rejection ratio is simply αD “ αB
. I then
pt`1q

set ωi˚ ,j ˚ “ ωi˚˚ ,j ˚ with probability minp1, αB q. To facilitate better mixing, I do several reversible jump proposals in each MCMC iteration. This results in the updated
(possibly, of course, also the same) set of rotator pairs Z pt`1q .
The MCMC next updates all non-zero angles indexed in Z pt`1q . For each pair
pt`1q

˚
pi, jq P Z pt`1q , generate a proposal ωi,j
from gpωi,j q and set ωi,j

˚
“ ωi,j
with proba-

bility
#

ptq

min 1,

˚
˚
P pX|ωi,j
, ´qP pωi,j
qgpωi,j q
ptq

ptq

˚
q
P pX|ωi,j , ´qP pωi,j qgpωi,j

+
.

(5.11)

Since I update the elements of ω ptq in order, the recursive relationship between the
conditional log likelihoods given in equation (5.8) makes computation extremely fast.
This recursive update is initialized at
ptq

ptq

Ai1 ,j1 “ O i1 ,j1 pωi1 ,j1 q1 Rptq O i1 ,j1 pωi1 ,j1 q and S i1 ,j1 “ S.
The log likelihood can then be optimized and evaluated quickly as described in the
previous section. For k ą 1 as I step through updates of rotator k, compute
ptq

ptq

Aik ,jk “ O ik ,jk pωik ,jk q1 Aik´1 ,jk´1 O ik ,jk pωik ,jk q and
pt`1q

pt`1q

S ik ,jk “ O ik´1 ,jk´1 pωik´1 ,jk´1 q1 S ik´1 ,jk´1 O ik´1 ,jk´1 pωik´1 ,jk´1 q.
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Note that the recursions for Aik ,jk and S ik ,jk only involve taking linear combinations
of two rows and columns, so I can avoid recomputing the entire eigenmatrix for every
proposal. In words: (i) start with the sum of squares matrix and the eigenmatrix;
(ii) remove the first rotation by multiplying by its transpose; (iii) perform a fast
Metropolis move by exploiting the quadratic form of the likelihood; (iv) decorrelate
the sum of squares matrix with the new rotator and remove the next rotation from
the eigenmatrix.
The final step is to update the entries of the diagonal precision matrix A. Let
B “ Rptq1 SRptq .
Then for each j “ 1, . . . , q
ptq

ptq

ptq

ptq

ptq

P paj |X, ´q 9 Gapaj |pη1 ` nq{2, pη2 ` Bj,j q{2q Ipaj´1 ă aj ă aj`1 q

(5.12)

Since the eigenvalues are constrained to be ordered, the conditional distributions are
constrained as well. The resulting constrained gamma distribution is sampled using
the inverse cdf method.
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6
Mixtures of Sparse Factor Analyzers

Many applied contexts involve evident non-Gaussian structure as well as measurement error overlaid on the underlying dependency patterns I am interested in inferring via the sparse eigenmatrix models. The gene expression example of Section 5.4.2
is just one case-in-point. First, in the broader contexts of samples from the full breast
cancer population, there is inherent non-Gaussianity representing heterogeneity in
cancer states. This heterogeneity can be regarded as arising from a mixture of subpopulations, or “subtypes” that, in terms of expression data outcomes, are hugely
overlapping (Sorlie 2004; Carvalho et al. 2008; Lucas et al. 2009a). More broadly,
use of discrete mixtures of Gaussians is a well-established strategy for modeling what
might be quite non-Gaussian distributional forms, whether or not there is an inherent in mixture components and discrimination/classification (e.g. Escobar and West
1995; Chan et al. 2008; Suchard et al. 2010b). Second, measurement errors are ubiquitous. Again the gene expression example and broader context is a good example,
as the experimental and data extraction contexts are well-known to overlay underlying biological variation with meaningful uncertainties that must be accommodated
within a more general model in order to avoid obscuring relationships and leading to
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potential biases in resulting inferences (e.g. Lucas et al. 2006; Carvalho et al. 2008;
Lucas et al. 2009b, 2010).

6.1 Model Context and Posterior Analysis
These considerations are of course quite general. I address them by fitting a Gaussian mixture model overlaid with measurement errors. In the context of my sparse
Givens full-rank factor model for underlying “‘structural” dependencies, this defines
a generalized, adaptively sparse model context for “mixtures of (full-rank, sparse)
factor analyzers” (McLachlan et al. 2003; Rodriguez et al. 2011). Extend the model
as follows.
Assume I observe n independent q´vector observations Y “ ty 1 , . . . , y n u where
y i “ xi ` i with independent measurement errors i „ N p0, Ψq having variance
matrix Ψ “ diagpψ1 , . . . , ψq q. Suppose the latent signals xi are independently drawn
from a discrete mixture of multivariate normals having pdf

P pxq “

C
ÿ

wc N px|µc , Σc q.

c“1

Equivalently,
y i |γi „ N pµc , Σc ` Ψq,

where P pγi “ cq “ wc ,

involving the underlying latent mixture component indicators γi that are independently drawn from the multinomial distribution on cells t1 : Cu with the vector of
cell probabilities w “ pw1 , . . . , wC q1 .
I develop this mixture model under sparse Givens factor structures for each of the
mixture components. That is, Σc “ Rc D c R1c where I model each of the pRc , D C q
with the prior structure of Section 5.3, independently across components c. This
allows for differing degrees and patterns of sparsity as I move across components of
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the mixture, in the context of also accommodating realistic assessment of overlaid
measurement errors. I couple this with conditionally conjugate normal priors for the
mean, µc |Σc „ N p0, τ Σc q independently across components, and a similarly conditionally w „ Dirichletp1{C, . . . , 1{Cq for the mixture weights. The final component
of prior specification is a set of q conditionally independent inverse gamma priors for
the measurement error variances ψj´1 „ Gapφa , φb q, j “ 1 : q.
The traditional MCMC analysis of multivariate normal mixtures (Lavine and
West 1992; Cron and West 2011) is easily extended to apply here. The inherent
component labeling issue is automatically addressed each iteration using the efficient
component relabeling strategy in Chapter 3. The following outlines the complete
Metropolis within Gibbs sampling approach for this model.
Rotator structure and angle updates:

For each cluster c “ 1 : C defined at the current

iterate of the MCMC, I update the rotators selected and corresponding angles using
the RJ-MCMC analysis of Section 5.5.2.
Latent data X:

Each xi is resampled from the complete conditional normal posterior

whose mean vector mi and variance matrix M i are given by
´1
´1
` Σ´1
mi “ M i pΨ´1 y i ` Σ´1
γi .
γi µγi q and M i “ Ψ

Note that the Σ´1
c can be calculated trivially even in high dimensional cases simply
by inverting the eigenvalues.
Measurement error variances ψj :

Each of the q elements of the diagonal matrix Ψ is

resampled from a complete conditional given by
ψj´1

„ Gapφa ` n{2, φb `

n
ÿ

2ji {2q

i“1

for j “ 1 : q, where ji is the j´the element of y i ´ xi .
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Component indicators γ:

The set of n component classification indicators

γ “ pγ1 , . . . , γn q1 are drawn from conditionally independent multinomials, each with
sample size 1 and probabilities over the C cells defined by
P pγi “ c|´q9wc N pxi |µc , Σc q,

c “ 1 : C,

where N px|¨, ¨q denotes the multivariate normal pdf.
Component weights w:

Resampled weights come from the complete conditional Dirich-

let posterior with parameter pα1 , . . . , αC q1 and αc “ 1{C ` nc where

nc “

n
ÿ

Ipγi “ cq,

c “ 1 : C.

i“1

Component means µc :

Denote by x̄c the sample mean in group c given a current

set of component indicators. Then the component means are sampled in parallel
from the C conditional normal posteriors with means pnc ` 1{τ q´1 nc x̄c and variance
matrices pnc ` 1{τ q´1 Σc , c “ 1 : C.
Eigenvectors D c :

Finally, the complete conditional distributions of the diagonal

elements of D c “ A´1
c are independent inverse gammas constrained by the ordering;
see (5.12), applied to each of the C groups in parallel. These are sampled in sequence
using the inverse cdf method.
6.1.1

Example

I analyse a set of n “ 295 breast cancer gene expression sample that represent the
full range of breast cancers. The data set uses the same 15 genes as in the example
of Section 5.4.2, but now reflects full population heterogeneity; variations in the
expression levels of these 15 breast cancer related genes is much greater across this
full set of 295 tumor samples. The q “ 20´dimensional data set again includes 5
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“Junk” genes generated as Gaussian noise, to add dimension for the evaluation of
the the model analysis.
As discussed in Section 5.4.2, breast cancer heterogeneity based on molecular
markers related to ER and Her2 pathways is often regarded in terms of overlapping
cancer subtypes. The genes selected for this study relate to these pathways, and
the variability across samples is certainly empirically consistent with at least three
underlying components; see some scatter plots on a few genes in Figure 6.1. I fit the
sparse Givens, finite mixture model C “ 4. Priors for residual measurement error
variances are informed by a wealth of prior information from studies of gene expression data using Affymetrix microarrays in breast cancer and other contexts (e.g. Seo
et al. 2004, 2007; Carvalho et al. 2008; Lucas et al. 2006, 2009b,a, 2010). Specifically,
I adopt ψj „ IGp3.1, 0.17q with implied 95% prior credible intervals for measurement
error standard deviations of about p0.15, 0.5q. For the mixture weights w, I take a
uniform Dirichlet prior. For component locations, I take µc |Σc „ N p0, τ Σc q where
τ is large to induce a rather diffuse marginal prior on mixture locations; the analysis
summarized below has τ “ 1, 000. The prior over the sparse Givens parameters for
each Σc takes β0 “ 0.99, βπ{2 “ 0.25, and κ “ 0. This prior expresses an expectation
of a fair degree of sparsity in each Rc , coupled with a vague uniform prior on values
of non-zero angles. Finally for D c , I have η1 “ 0.001 and η2 “ 0.001 representing
a rather uninformative prior on the eigenvalues, up to the constraints imposed by
their their ordering.
For starting values, I use k´means clustering to define initial, crude classification of the data into C groups, giving starting values for component indicators γ.
Group means and proportions define starting values µc and wc . Initial values for
the Givens structures within each group are then created using the exploratory algorithm of Section 5.4 with a correlation threshold of 0.05. Beginning with the sample
variance matrix of each group c, this algorithm produces a sparse Givens structure
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Figure 6.1: Aspects of estimated component classification summaries in the analysis of the mixture model for the gene expression data. The filled circles correspond
to the estimated means of the mixture components and their sizes are proportional
to the estimated component weights.

with starting values for the rotator pairs, angles and eigenvalues, and hence Rc , D c
and Σc . The measurement error variances ψj in Ψ are initialized at draws from the
prior.
I ran the MCMC for 200,000 iterations, discarding the first 100,000 for burnin to ensure convergence, verified a number of subjective assessments. The analysis identified 3 main components with posterior means of components weights of
p0.564, 0.303, 0.125, 0.008q1 . Figure 6.1 shows some aspects of the posterior through
scatter plots of data on a few selected genes. From the MCMC, I compute estimates of the sample component classification probabilities P pγi “ c|Y q for each
i “ 1, . . . , n, and allocate sample i to the most probable component for the purpose
of this graphical display; the data points are plotted as symbols corresponding to
their most probable component. The dominant identified component c “ 1 represents
cases with expression varying across high levels for genes linked to the ER pathway,
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including TFF3, CA-12 and GATA3 shown in Figure 6.1, and with Her2 pathway
genes varying at relatively low levels; these represent the broad luminal subtype of
breast cancers (Sorlie 2004; Carvalho et al. 2008; Lucas et al. 2009a). The second
main component c “ 2 represents cases generally high in Her2 expression levels, with
other genes varying across the spectrum; this corresponds to high-risk Her2 breast
cancers that are generally targets for the Her2 receptor inhibiting drug herceptin.
The third, smaller component c “ 3 represents the so-called triple-negative/basallike tumors, with generally low levels of activity of both ER and Her2 related genes.
The patterns in the figure, and in those of other genes in the example, as well as
the posterior estimates of relative sizes of these three main components, are quite
consistent with the known cancer biology and relative probabilities of these three
broad and imprecisely defined clinical subtypes of tumors.
Table 6.1 summarizes the posterior for the number of angles in each mixture
component and the sparsity of Rc . The maximum number of rotators is 105 and the
maximum sparsity of R is 210. The posterior favors a very sparse set of angles in
each mixture component and the eigenstructure in each component is quite sparse
as a result.
Table 6.1: Posterior medians and end-points of approximate posterior 95% credible
intervals for the percentage of sparse elements of Rc and of the number of rotators
in each of the mixture components c “ 1, 2, 3.

Component 1
Component 2
Component 3

% non-zero rotators
2.5% 50% 97.5%
9.5 10.5
12.1
8.4 10.0
11.0
1.6
3.2
4.2

%
2.5%
66.8
74.5
95.3

zeros in R
50% 97.5%
71.8
73.7
82.6
87.4
92.1
97.6

Figures 6.2 and 6.3 give graphical summaries generating insights into the inferred
sparse structures underlying the Σc for each component c “ 1 : 4. Figure 6.2 shows
heat maps of approximate posterior probabilities of non-zero values in the precision
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matrices K c “ Σ´1
indicating the nature of sparsity and the underlying graphical
c
model structure. Component c “ 1 has high probabilities on multiple edges linking
pairs of ER related genes, Her2 related genes and tying in the two BRCA genes.
Component c “ 2 more sharply identifies a Her2-related cluster and a distinct ERrelated cluster, with somewhat weaker links to the two related BRCA genes. The
much sparser component c “ 3 highlights links only between Her2 related genes.
The low probability component c “ 4 has really no structure at all, consistent with
prior for a basically empty component. These conditional dependencies and independencies are better understood in terms of the estimated factor structure underlying
eigenmatrices and eigenvalues of the sparse Givens models in each component; these
are shown in the left column of Figure 6.3 for the three main components. For the
“high ER” tumors in component c “ 1, there is one dominant and two subsidiary
eigenvectors, indicating three “ER-related factors” based on non-zero loadings of the
ER-related genes; these presumably reflect several dimensions of the underlying patterns of variability in these genes as a result of the complexity of the ER network.
The second dominant eigenvector relates to the Her2 cluster. For the “high Her2”
tumors in c “ 2, I see the dominant factor is indeed linked to the Her2 gene cluster,
while the fact that ER related genes vary across the scale in these tumors leads to
a natural set of three or four ER-related factors. For the triple negative/basal-like
tumors in component c “ 3, I see residual biological pathway activity highlighted
involving HNF-3α and C-MYB genes, as well as important factors in both ER and
Her2 pathways. Although these two pathways are less active in tumors in this group,
there is still meaningful variation among subsets of some of these genes.
For comparison, the right column in Figure 6.3 shows the corresponding eigenstructure extracted from an analysis using traditional inverse Wishart priors on the
Σc , i.e., in the standard analysis with no sparsity. It is very clear how the sharp
factor-based groupings in the sparse Givens mixture model “cleans-up” the much
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noisier standard results. In addition to cleaner and focused inference on dependency
structures, I also found that the standard analysis, by comparison with the sparse
model, generates over-diffuse estimates of the spread of mixture components and so
less sharp classification of samples as a result.
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Figure 6.2: Heat maps showing posterior probabilities of non-zero entries in K c
for each normal mixture component c “ 1 : 4 in analysis of cancer gene expression
data. Shading runs from white “ 0 to black “ 1 in each.
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Figure 6.3: Heat maps showing posterior means of the first 10 columns of Rc D 1{2
c
for the three main mixture components in analysis of cancer gene expression data.
Left column: Sparsity model, and Right column: full non-sparse model. The percent
variation explained by each eigenvector is indicated on the x-axes.
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7
Summary and Future Work

The research summarized in my thesis has focused on computational and methodological issues in mixture modeling and sparsity, especially in the large data setting.
Chapter 2 focused on utilizing GPUs as powerful, low cost tools for massive parallel
processing. I demonstrated the issues in developing algorithms in the SIMD setting
and created Python-based utilities for doing statistical computations on the GPU
and creating new GPU functionality. Chapter 3 addressed relabeling in MCMC algorithms for mixture models with an effective and scalable approach that occupies
a small amount of computation time even relative to GPU accelerated applications.
Chapter 4 extended the GPU and relabeling work to the hierarchical Dirichlet process
case. We find that this model accompanied by these new computational methods
improves sensitivity to rare cluster detection and also provides cluster alignment
across multiple datasets. Finally, Chapter 5 developed a new approach to sparse
covariance modeling by considering a variable selection model for eigenmatrices. I
demonstrate properties of the implied sparsity after transforming the eigenstructure
to a set of angles using Givens rotations. Chapter 6 shows the posterior inference

91

for inter-cluster covariance structure is improved in a gene expression setting using
a mixture of factor analyzers model.
Another area of my work focusing on high dimensional statistics not mentioned
in the work relates to sequential learning on hierarchical models for extremely high
dimensional matrix factorizations. I first investigated using sequential variants of the
EM algorithm for these models in Cron et al. (2012c). I then generalized this work
to the multivariate response setting, specifically multinomial responses. This can be
thought of as an online approach to tensor factorizations for learning multinomial
probabilities. I used a stochastic gradient descent methods for online learning with
massive data sets. The details of the work can be found in Cron et al. (2012b).
I now discuss some possible areas of future work.
When addressing relabeling approaches, no method will work wholly and consistently well. Overlapping components– that may be overlapping in a subset of the p
dimensions– provide challenges for any method of addressing the inherent identification problem. The realization of label switching is increasingly hard to diagnose
as p increases, and looking at marginal dimensions under one or more relabeling
methods can obscure and mask the realities of random label switches in higher dimensions. Low probability components, that may be “real” and of key biological
interest, although they may aslo reflect minor non-normal aspects of the distribution,
can exacerbate the problem. One area of future potential development is to explore
the ideas of Yao and Lindsay (2009) by identifying with multiple posterior modes.
Since my method is computationally cheap, using several reference summaries would
not be too costly and offers additional opportunity to dissect and resolve labeling
identification ambiguities. Evidently, also, the approach is general with respect to
component distributional form– that is, not specific to mixtures of normals– and
the underlying ideas and strategy can be applied to more complex mixtures with
hierarchical structure as well as non-normal and mixed components.
92

In hierarchical mixture modeling, one limitation of my model is that all the data
to be fitted need to be simultaneously available. This is not an issue for many
studies, but may be limiting for longitudinal studies that collect samples serially
over an extended period. Even in these cases, it may be useful to batch process cell
samples in stages using a hierarchical model, then perform post-processing to align
cell subsets over different stages. Because the HDPGMM “borrows strength” across
data samples, cell subsets that are consistent across data samples will be extremely
robust features in the posterior distribution. Hence, it is likely that features across
batches will be more consistent and easier to align for HDPGMM-fitted batch samples
than if every sample was independently fitted. It could also be interesting to consider
a more principled sequential learning approach in tandem with a true longitudinal
model.
Using the Givens construction for covariance models, I have run the MCMC
analysis for higher-dimensional variance matrices including extensions of the gene
expression examples with q “ 300 genes. The overall performance of the MCMC
is scalable, in terms of acceptance rates, while of course the running time and implementation overheads increase. In particular, as the number of rotators grows, a
number of computational challenges arise. First, the numerical optimization to define
Metropolis proposals gc pωi,j q becomes increasingly time consuming, so one immediate
area of research is to explore more computationally efficient proposal strategies for
the MCMC. Second, based on my positive experience with the exploratory analysis to
define ad-hoc starting values for increasingly high-dimensional problems, one direction for improving the MCMC would be to consider alternatives to the birth/death
strategy based on more aggressive local search in neighborhoods of “good” sparsity
configurations. Some of the concepts and computational strategies underlying shotgun stochastic search in regression and graphical models (Jones et al. 2005; Hans
and West 2006; Hans et al. 2007a,b) may be of real benefit here. The potential for
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distributed computation, including using GPU hardware (Suchard et al. 2010a) is
also of interest.
In terms of modeling variations and extensions, one interesting question relates to
the interpretation of the sparse Givens model as factor analysis. My examples have
stressed this interpretation from an applied viewpoint. Theoretically, the Givens
model is a full-rank, orthogonal factor analysis model. I can imagine extensions to
include reduced rank approximations that would be based on the use of priors giving
positive probability to zero values among the di , relating more directly to alternative
factor modeling frameworks (Yoshida and West 2010). Also, rigorous considerations
should be given to default priors on the eigenvalues that maintain consistency, as
in Carvalho and Scott (2009), and have nice theoretical justifications as reference
priors, as in Sun and Berger (2006). Another interesting direction is to combine the
Givens rotation parametrization with the works of Nakajima and West (2012) on
temporal variable selection to create a new temporal covariance learning approach
with dynamic sparsity.
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