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Abstract

Analyzing the ever-increasing data of unprecedented scale, dimensionality, diversity,

and complexity poses considerable challenges to conventional approaches of statistical

modeling. Bayesian nonparametrics constitute a promising research direction, in

that such techniques can fit the data with a model that can grow with complexity to

match the data. In this dissertation we consider nonparametric Bayesian modeling

with completely random measures, a family of pure-jump stochastic processes with

nonnegative increments. In particular, we study dictionary learning for sparse image

representation using the beta process and the dependent hierarchical beta process,

and we present the negative binomial process, a novel nonparametric Bayesian prior

that unites the seemingly disjoint problems of count and mixture modeling. We show

a wide variety of successful applications of our nonparametric Bayesian latent variable

models to real problems in science and engineering, including count modeling, text

analysis, image processing, compressive sensing, and computer vision.

iv



Contents

Abstract iv

List of Tables xi

List of Figures xiii

Acknowledgements xviii

1 Introduction 1

1.1 Nonparametric Bayesian Dictionary Learning . . . . . . . . . . . . . . 2

1.2 Negative Binomial Process Count and Mixture Modeling . . . . . . . 3

2 Review of Completely Random Measures 5

2.1 Poisson Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.2 Gamma Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.3 Beta Process . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.4 Dirichlet Process and Chinese Restaurant Process . . . . . . . . . . . 7

2.4.1 Dirichlet Process . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.4.2 Chinese Restaurant Process . . . . . . . . . . . . . . . . . . . 8

3 Nonparametric Bayesian Dictionary Learning for Analysis of Noisy
and Incomplete Images 9

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

3.1.1 Sparseness and Dictionary Learning . . . . . . . . . . . . . . . 9

3.1.2 Exploiting Structure and Compressive Measurements . . . . . 11

v



3.1.3 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3.2 Dictionary Learning and Sparse Coding . . . . . . . . . . . . . . . . . 13

3.2.1 Sparse Coding . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

3.2.2 Dictionary Learning . . . . . . . . . . . . . . . . . . . . . . . 14

3.2.3 Sparse Image Representations . . . . . . . . . . . . . . . . . . 15

3.3 Problems Under Study . . . . . . . . . . . . . . . . . . . . . . . . . . 16

3.4 Sparse Factor Analysis with the Beta-Bernoulli Process . . . . . . . . 19

3.4.1 Beta-Bernoulli Process for Active-Set Selection . . . . . . . . . 19

3.4.2 Full Hierarchical Model . . . . . . . . . . . . . . . . . . . . . . 20

3.4.3 Connections to Optimization-Based Methods . . . . . . . . . . 21

3.4.4 Comparison to MOD and K-SVD . . . . . . . . . . . . . . . . 22

3.4.5 Sequential Dictionary Learning for Large Training Sets . . . . 23

3.5 Patch Clustering via Dirichlet and Probit Stick-Breaking Processes . 24

3.5.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24

3.5.2 Dirichlet Process . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.5.3 Probit Stick-Breaking Process . . . . . . . . . . . . . . . . . . 26

3.5.4 Discussion of Proposed Sparseness-Imposing Priors . . . . . . 29

3.5.5 Possible Extensions . . . . . . . . . . . . . . . . . . . . . . . . 29

3.6 Example Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

3.6.1 Reproducible research . . . . . . . . . . . . . . . . . . . . . . 31

3.6.2 Parameter Settings . . . . . . . . . . . . . . . . . . . . . . . . 31

3.6.3 Denoising . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

3.6.4 Image Interpolation . . . . . . . . . . . . . . . . . . . . . . . . 35

3.6.5 Interpolation of Hyperspectral Imagery . . . . . . . . . . . . . 39

3.7 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

vi



3.A Gibbs Sampling Inference . . . . . . . . . . . . . . . . . . . . . . . . 44

4 Dependent Hierarchical Beta Process 48

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

4.1.1 Related Models . . . . . . . . . . . . . . . . . . . . . . . . . . 50

4.1.2 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

4.2 Preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

4.3 Dependent Hierarchical Beta Process . . . . . . . . . . . . . . . . . . 53

4.3.1 Model Constructon . . . . . . . . . . . . . . . . . . . . . . . . 53

4.3.2 Handling New Samples . . . . . . . . . . . . . . . . . . . . . . 55

4.3.3 Covariate-Dependent Correlations . . . . . . . . . . . . . . . . 57

4.4 Dictionary Learning for Interpolation & Denoising . . . . . . . . . . . 58

4.4.1 Dictionary Learning with Beta Process . . . . . . . . . . . . . 58

4.4.2 Dictionary Learning with dHBP . . . . . . . . . . . . . . . . . 59

4.4.3 Implementation . . . . . . . . . . . . . . . . . . . . . . . . . . 59

4.4.4 Inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

4.5 Experimental Results . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

4.5.1 Images with Missing Pixels and WGN . . . . . . . . . . . . . 63

4.5.2 Images with Spiky and WGN Noise . . . . . . . . . . . . . . . 67

4.5.3 Analysis of multiple images on a manifold . . . . . . . . . . . 68

4.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

5 Landmark Dependent Hierarchical Beta Process 72

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

5.2 Review of Motivating Models . . . . . . . . . . . . . . . . . . . . . . 74

5.3 Landmarks and Kernels . . . . . . . . . . . . . . . . . . . . . . . . . 75

5.3.1 Properties . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

vii



5.4 Dictionary Learning with Landmark-dHBP . . . . . . . . . . . . . . . 78

5.4.1 Beta Process Factor Analysis . . . . . . . . . . . . . . . . . . 78

5.4.2 Landmark-dHBP Sparse Factor Analysis . . . . . . . . . . . . 79

5.4.3 Handling Missing Data and Outliers . . . . . . . . . . . . . . 80

5.4.4 Brief Discussion of Inference . . . . . . . . . . . . . . . . . . . 81

5.5 Example Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

5.5.1 Local Latent Feature Discovery and Spiky Noise Removal . . . 82

5.5.2 Video Background/Foreground Modeling . . . . . . . . . . . . 85

5.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

6 Bayesian Convolutional Dictionary Learning 91

6.1 Convolutional Dictionary Learning . . . . . . . . . . . . . . . . . . . 92

6.2 Gibbs Sampling Inference . . . . . . . . . . . . . . . . . . . . . . . . 93

7 Negative Binomial Process Count and Mixture Modeling 97

7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

7.1.1 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

7.1.2 Outline of the Chapter . . . . . . . . . . . . . . . . . . . . . . 103

7.2 On the Negative Binomial Distribution . . . . . . . . . . . . . . . . . 104

7.2.1 Poisson-Logarithmic Bivariate Count Distribution . . . . . . . 105

7.3 Negative Binomial Process Joint Count and Mixture Modeling . . . . 108

7.3.1 Poisson Process for Joint Count and Mixture Modeling . . . . 108

7.3.2 Gamma-Poisson Process and Negative Binomial Process . . . 109

7.3.3 Posterior Analysis and Predictive Distribution . . . . . . . . . 111

7.3.4 Relationship with the Dirichlet Process . . . . . . . . . . . . . 113

7.3.5 Restrictions of the Gamma-Poisson Process . . . . . . . . . . 114

viii



7.4 Count and Mixture Modeling of Grouped Data with the Gamma-
Negative Binomial Process . . . . . . . . . . . . . . . . . . . . . . . . 114

7.4.1 Posterior Analysis and Predictive Distribution . . . . . . . . . 116

7.4.2 Relationship with the Hierarchical Dirichlet Process . . . . . . 118

7.5 The Negative Binomial Process Family . . . . . . . . . . . . . . . . . 120

7.6 Negative Binomial Process Topic Modeling and Poisson Factor Analysis122

7.6.1 Poisson Factor Analysis . . . . . . . . . . . . . . . . . . . . . 124

7.6.2 Negative Binomial Process Topic Modeling . . . . . . . . . . . 125

7.6.3 Approximate and Exact Inference . . . . . . . . . . . . . . . . 128

7.7 Example Results and Discussions . . . . . . . . . . . . . . . . . . . . 129

7.8 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136

7.A Gamma Scaled Dirichlet Distribution . . . . . . . . . . . . . . . . . . 137

7.B Chinese Restaurant Table Distribution . . . . . . . . . . . . . . . . . 137

7.C Proof of Lemmas 7.2.1 and 7.2.2 . . . . . . . . . . . . . . . . . . . . . 139

7.C.1 Proof of Lemma 7.2.1 . . . . . . . . . . . . . . . . . . . . . . . 139

7.C.2 Proof of Lemma 7.2.2 . . . . . . . . . . . . . . . . . . . . . . . 140

7.D Hierarchical Negative Binomial Count Modeling . . . . . . . . . . . . 140

7.E Related Discrete Latent Variable Models . . . . . . . . . . . . . . . . 141

7.F Model and Inference for Negative Binomial Process Topic Models . . 144

7.F.1 Block Gibbs Sampling for the Negative Binomial Process . . . 144

7.F.2 Block Gibbs Sampling for the Gamma-Negative Binomial Process146

7.F.3 CRF-HDP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 147

7.F.4 NB-LDA . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

7.F.5 NB-HDP . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

7.F.6 NB-FTM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 149

7.F.7 Beta-Negative Binomial Process . . . . . . . . . . . . . . . . . 150

ix



7.F.8 Marked-Beta-Negative Binomial Process . . . . . . . . . . . . 152

7.F.9 Marked-Gamma-Negative Binomial Process . . . . . . . . . . 154

8 Conclusions and Future Research 156

8.1 Future Research . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157

Bibliography 159

Biography 169

x



List of Tables

3.1 Grey-scale image denoising PSNR results, comparing KSVD (Elad
and Aharon, 2006) and BPFA, using patch size 8 × 8. The top and
bottom parts of each cell are results of KSVD and BPFA, respectively. 35

3.2 RGB image denoising PSNR results comparing KSVD (Mairal et al.,
2008c) and BPFA, both using a patch size of 7×7. The top and bottom
parts of each cell show the results of KSVD and BPFA, respectively. . 36

3.3 Comparison of interpolation of the Castle and Mushroom images,
based upon observing 20% of the pixels, selected uniformly at random.
Results are shown using BPFA and PSBP-BPFA, and the analysis is
separately performed using 8× 8× 3 and 5× 5× 3 image patches. . 36

3.4 Top: BPFA gray-scale image interpolation PSNR results, using patch
size 8 × 8. Bottom: BPFA RGB image interpolation PSNR results,
using patch size 7× 7. . . . . . . . . . . . . . . . . . . . . . . . . . . 38

3.5 Simultaneous image denoising and interpolation PSNR results for BPFA,
considering the Barbara256 image and using patch size 8× 8. . . . . . 39

3.6 BPFA hyperspectral image interpolation PSNR results. For this ex-
ample the test image is a 150 × 150 urban image with 210 spectral
bands. Results are shown as a function of the percentage of observed
voxels, for different sized patches (e.g., the 4× 4 case corresponds to
4× 4× 210 “patches”). . . . . . . . . . . . . . . . . . . . . . . . . . . 42

4.1 Gray-scale image interpolation results (PSNR) for BP and dHBP, both
using patch size 8×8. The top and bottom rows of each cell show the
results of BP and dHBP, respectively. . . . . . . . . . . . . . . . . . . 65

4.2 Joint image interpolation and denoising results (PSNR) for BP and
dHBP, considering the Barbara256 image and patch size 8 × 8. The
observed data ratio ranges from 20% to 50% and the noise standard
deviation ranges from 0 to 25. The top and bottom rows of each cell
show the results of BP and dHBP, respectively. . . . . . . . . . . . . 65

xi



7.1 A variety of negative binomial processes are constructed with distinct
sharing mechanisms, reflected with which parameters from θjk, rk,
rj, pk, pj and πk (bjk) are inferred (indicated by a check-mark X),
and the implied variance-mean-ratio (VMR) and overdispersion level
(ODL) for counts {njk}j,k. They are applied for topic modeling of a
document corpus, a typical example of mixture modeling of grouped
data. Related algorithms are shown in the last column. . . . . . . . . 125

xii



List of Figures

1.1 Comparison of the beta process (BP) and dependent hierarchical beta
process (dHBP) on restoring the 256 × 256 Barbara image with 80%
of its pixels missing at random. . . . . . . . . . . . . . . . . . . . . . 2

3.1 Left: Representative denoising results, with the top through bottom
rows corresponding to noise standard deviations of 15, 25 and 50,
respectively. The second and third columns represent K-SVD (Elad
and Aharon, 2006) results with assumed standard deviation equal to
30 and the ground truth, respectively. The fourth column represents
the proposed BPFA reconstructions. The noisy images are in the first
column. Right: Inferred BPFA dictionary elements for noise standard
deviation 25, in order of importance (probability to be used) from the
top-left. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3.2 From left to right: the original horses image, the noisy horses image
with the noise standard deviation of 25, the denoised image and the
inferred dictionary with its elements ordered in the probability to be
used (from top-left). The low-probability dictionary atoms are never
used to represent {xi}i=1,N , and are draws from the prior, showing the
ability of the model to learn the number of dictionary atoms needed
for the data. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3.3 Images with 80% of the RGB pixels missing at random. Although only
20% of the actual pixels are observed, in these figures the missing
pixels are estimated based upon averaging all observed neighboring
pixels within a 5 × 5 spatial extent. Left: castle image (PSNR 22.58
dB), right: mushroom image (24.85 dB). . . . . . . . . . . . . . . . . 37

xiii



3.4 PSBP-BPFA analysis with 80% of the RGB pixels missing uniformly
at random (see Figure 3.3). The analysis is based on 8× 8× 3 image
patches, considering all possible (overlapping) parches. For a given
pixel, the results are the average based upon all patches in which it is
contained. For each example, recovered image based on an average of
Gibbs collection samples (left), and each color representing one of the
PSBP mixture components (right). . . . . . . . . . . . . . . . . . . . 38

3.5 Expected variance of each pixel for the (Mushroom) data considered
in Figure 3.4. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

3.6 From left to right: the original barbara256 image, the noisy and in-
complete barbara256 image with the noise standard deviation of 15
and 70% of its pixels missing at random (displayed based upon im-
puting missing pixels as the average of all observed pixels in a 5 × 5
neighborhood), the restored image and the inferred dictionary with
its elements ordered in the probability to be used (from top-left). . . 40

3.7 Comparison of recovered band (average from Gibbs collection itera-
tions) for hyperspectral imagery with 106 spectral bands. The inter-
polation is performed using 2% of the hyperspectral datacube, selected
uniformly at random. The analysis employs 4× 4× 106 patches. All
spectral bands are analyzed at once, and here the data (recovered and
original) are shown (arbitrarily) for bands 1 (top) and 50 (bottom).
Results are computed using the BPFA model. . . . . . . . . . . . . . 41

4.1 Comparison of interpolation results, considering BP (PSNR 26.90 dB)
and dHBP (PSNR 29.92 dB) on the Barbara256 image, with 80% of
its pixels missing uniformly at random. In the first row, the left two
images show the spatially-dependent number of atoms ‖Xi‖0 used for
representation of the patches throughout the image, as computed by
BP and dHBP, respectively, the third is the dHBP reconstruction, and
the fourth and fifth images show two different enlarged regions (top
left, top right, bottom left and bottom right quarters corresponding
to the original image under test, the BP reconstruction, the dHBP
reconstruction, and the original versions, respectively). In the second
row, the first two images show the dictionaries (the atoms are ordered
based on their probabilities to be selected) inferred by BP and dHBP,
respectively, and the third to sixth images show four dictionary atoms
(resized from the size of 8 × 8 to 80 × 80 for visualization) and the
associated atom activation probabilities across the image (each patch
has a corresponding πik). . . . . . . . . . . . . . . . . . . . . . . . . 64

xiv



4.2 Comparison of interpolation results, considering BP and dHBP on
the 512× 512 Boat and Hill images, with 80% of their pixels missing
uniformly at random. The left-most and third images show the dHBP
reconstructions of Boat and Hill, respectively. The second and fourth
images show two enlarged regions as in Figure 4.1. . . . . . . . . . . . 64

4.3 Left: Denoising results for BP (PSNR 18.53 dB) and dHBP (PSNR
29.69 dB) on the Peppers256 image, with 15% of its pixels corrupted
by spiky noise situated uniformly at random. The spike amplitudes are
uniformly distributed between -255 and 255. WGN with the standard
deviation of 15 is also added to the image. Right: Denoising results for
BP (PSNR 21.63 dB) and dHBP (PSNR 35.32 dB) on the House image
with 10% of its pixels corrupted by spiky noise situated uniformly at
random. The spike amplitudes are uniformly distributed between -
255 and 255 at random. WGN with the standard deviation of 10 is
also added to the image. In both the left and right parts, in the first
column, the top and bottom images are the original and corrupted
images, respectively. The second and third columns show the learned
dictionaries (the atoms are ordered based on their probabilities to be
selected) and the recovered images, respectively, with the top and
bottom rows showing the results of dBHP and BP, respectively. . . . 66

4.4 The first column shows the first 105 dictionary atoms (ordered by their
probabilities to be selected) learned by dHBP and the two dimensional
embedding of the high dimensional face data learned by Isomap. The
second and third columns show four representative atoms and their
activation probabilities in the Isomap space. . . . . . . . . . . . . . . 69

4.5 The atom activation density maps (each data point has a correspond-
ing πik) inferred by the dHBP on a set of MNIST handwirtten digits.
The left image show the three dimensional embedding of the high di-
mension digits learned by the Isomap. The second to fourth images
show the most used atoms by digits 0, 7 and 9 and their activation
probabilities in the manifold. . . . . . . . . . . . . . . . . . . . . . . . 69

5.1 Graphical model for beta process factor analysis, Landmark-dHBP,
the missing data layer and robustness term. . . . . . . . . . . . . . . 79

xv



5.2 Denoisng results of BP, dHBP, Landmark-dHBP on “House” image
using in-situ or offline learning. 10% pixels are corrupted by spiky
noise situated uniformly at random, whose amplitudes are uniformly
distributed between -255 and 255. Zero-mean WGN with standard
deviation 10 is also added to the image. (a) the original image; (f)
the noisy image; (b)-(d) show dictionaries learned in situ, and (g)-(i)
show the denoised images for BP, dHBP and Landmark-dHBP with
J = bN/64e, respectively; (e) shows a dictionary learned off line with
Landmark-dHBP, and (j) show the denoised images for Landmark-
dHBP with J = bN/64e; (k) shows the denoising results as a function
of the landmark size J for both in situ and off line learning. . . . . 83

5.3 Comparison of the extracted foreground between RPCA and the pro-
posed model, on a gray-scale and a RGB videos with constant irregular
camera motion. Detected non-foreground pixels are displayed in blue,
and detected foreground pixels of RPCA are scale normalized for vi-
sualization. (a)-(c), (d)-(f): Each column is a frame and its rows from
top to bottom are the RPCA extracted foreground, using the best two
stopping points of ALM (Lin et al., 2009) found with experiments, the
foreground extracted by our model and the original video, respectively. 86

5.4 Comparison of the extracted background and foreground between RPCA
and the proposed model. (a)-(c) Detected background and foreground
of RPCA and for the proposed model; in each sub-figure, the left and
right columns show frames 50 and 150, respectively. . . . . . . . . . 86

7.1 The Poisson-logarithmic bivariate count distribution models the to-
tal numbers of customers and tables as random variables. It has two
equivalent representations, which connect the Poisson, logarithmic,
and negative binomial distributions and the Chinese restaurant pro-
cess. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 106

7.2 Graphical models of the gamma-negative binomial process under the
gamma-gamma-Poisson (left), gamma-compound Poisson (center), and
gamma-negative binomial-Chinese restaurant table constructions (right).
The center and right constructions are equivalent in distribution. . . . 115

xvi



7.3 Distinct sharing mechanisms and model properties are evident be-
tween various NB process topic models, by comparing their inferred
NB dispersion and probability parameters. Note that the transition
between active and non-active topics is very sharp when pk is used
and much smoother when rk is used. Both the documents and topics
are ordered in a decreasing order based on the number of words asso-
ciated with each of them. These results are based on the last Gibbs
sampling iteration, on the Psychological Review corpus with 80% of
the words in each document used as training. The values are shown
in either linear or log scales for convenient visualization. Document-
specific and atom-specific parameters are shown in blue and red colors,
respectively. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132

7.4 Comparison of per-word perplexity on held out words between vari-
ous algorithms listed in Table 7.1 on the Psychological Review corpus.
LDA-Optimal-α refers to an LDA algorithm whose topic proportion
Dirichlet concentration parameter α is optimized based on the re-
sults of the CRF-HDP on the same dataset. (a) With 60% of the
words in each document used for training, the performance varies as
a function of K in both LDA and NB-LDA, which are parametric
models, whereas the NB, Beta-Geometric, NB-HDP, NB-FTM, Beta-
NB, CRF-HDP, Gamma-NB and Marked-Beta-NB all infer the num-
ber of active topics, which are 225, 28, 127, 201, 107, 161, 177 and
130, respectively, according to the last Gibbs sampling iteration. (b)
Per-word perplexities of various algorithms as a function of the per-
centage of words in each document used for training. The results of
LDA and NB-LDA are shown with the best settings of K under each
training/testing partition. Nonparametric Bayesian algorithms listed
in Table 7.1 are ranked in the legend from top to bottom according to
their overall performance. . . . . . . . . . . . . . . . . . . . . . . . . 133

xvii



Acknowledgements

I would like to express my highest gratitude to my advisor, Professor Lawrence Carin,

for his invaluable guidance, encouragement, support, vision, and leadership. It has

been my great privilege to work with him and learn from him. I am grateful to

Professors David Dunson and Guillermo Sapiro for their insightful comments and

valuable suggestions on my work over the past five years. Fruitful collaborations

with both of them are indispensable for me to complete this Ph.D. dissertation.

I would like to thank my other committee members including Professors Rebecca

Willett, Robert Calderbank, and Mauro Maggioni for their time and advices. I also

need to thank Professors Loren Nolte, Xuejun Liao, Stantley Osher at UCLA, Wotao

Yin at Rice University, Volkan Cevher at EPFL, and Lauren Hannah at Columbia

University for their help during my doctoral studies.

I am indebted to all members of our group for building a diverse and dynamic

research environment. Amongst many others, I would especially like to thank:

Zhengming Xing, John Paisley, Bo Chen, Hongxia Yang, Dehong Liu, Gungor Po-

latkan, Eric Wang, Minhua Chen, Chunping Wang, Lihan He, Haojun Chen, Lu Ren,

Chenghui Cai, Lan Du, Yu Zhou, Esther Salazar, Xinghao Ding, Nathaniel Strawn,

Qisong Wu, Yingjian Wang, Shaobo Han, and David Carlson.

Last but not least, I would like to thank Lingbo and my parents Jinlian and

Xuewen for their love and support.

xviii



1

Introduction

Bayesian nonparametrics, using stochastic processes as prior distributions, is a rel-

atively young and rapidly growing research area in statistics and machine learning.

It provides an elegant framework that allows the model to grow with complexity to

match the data, with potentially infinitely many parameters. Using the Gaussian

process and Dirichlet process that are well studied, nonparametric Bayesian mod-

els have been successfully applied to a wide range of problems such as regression,

classification and mixture modeling. In this dissertation, moving beyond the Gaus-

sian process and Dirichlet process, we construct nonparametric Bayesian latent vari-

able models with completely random measures, a family of pure-jump nonnegative

stochastic processes that are easy to construct and amenable to posterior compu-

tation. In particular, we study the beta process and dependent hierarchical beta

process for dictionary learning, and study the negative binomial process for count

and mixture modeling.
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(a) 80% pixels missing (b) BP dictionary (c) BP recovery (d) dHBP dictionary (e) dHBP recovery

Figure 1.1: Comparison of the beta process (BP) and dependent hierarchical
beta process (dHBP) on restoring the 256 × 256 Barbara image with 80% of its
pixels missing at random.

1.1 Nonparametric Bayesian Dictionary Learning

In the first part of the dissertation, we consider nonparametric Bayesian techniques

for dictionary learning and sparse coding. There has been significant interest in

sparse representations. Conventional sparse learning methods often assume prior

knowledge of noise variance, sparsity level, or regularization parameters and usually

require tuning the dictionary size. Our nonparametric Bayesian models remove these

restrictive assumptions and at the same time produce state-of-the-art results in gray-

scale, RGB and hyper-spectral image denoising, inpainting and compressive sensing.

The proposed beta process (BP) factor analysis is applicable for dictionary learn-

ing on a wide array of data matrices constituted from gray-scale/RGB/hyperspectral

images, video frames, movie ratings, or gene expression, which can be noisy, incom-

plete, and corrupted by outliers (Chen et al., 2010; Li et al., 2012; Paisley et al.,

2010; Polatkan et al., 2012; Wu et al., 2012; Zhou et al., 2012a, 2009, 2010, 2011).

Further, we develop a dependent hierarchical beta process (dHBP) as a nonpara-

metric prior for data that may be represented in terms of a sparse set of latent

features, with covariate-dependent feature usage (Zhou et al., 2011). For example,

Figure 1.1 (b) shows the dictionary learned with the BP and Figure 1.1 (c) shows

the recovered image under that dictionary; exploiting spatial covariate dependence
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between image patches, as shown in Figures 1.1 (d)-(e), the dHBP infers a dictionary

matched to local image textures and leads to a much better recovery of missing pix-

els. A landmark-dependent hierarchical beta process is presented in Chapter 5 and a

convolutional dictionary learning algorithm is presented in Chapter 6. We also gen-

eralize nonparametric Bayesian dictionary learning to a number of different settings.

For example, we use the Gaussian process to exploit correlations between spectral

bands of hyperspectral images for better data recovery (Xing et al., 2012), and we

integrate dictionary learning and topic modeling into a unified Bayesian setting, with

applications to joint analysis of multiple images and associated annotations (Li et al.,

2011).

1.2 Negative Binomial Process Count and Mixture Modeling

In the second part of the dissertation, we propose nonparametric Bayesian techniques

for count and mixture modeling. Mixture modeling is a key research area of statistics

and machine learning. To revolutionize the way mixture models are constructed, we

consider mixture modeling as a count-modeling problem by directly modeling the

counts assigned to clusters as negative binomial (NB) random variables. The seem-

ingly disjoint problems of count and mixture modeling are united under the negative

binomial process (Zhou and Carin, 2012b; Zhou et al., 2012b). We reveal relation-

ships between the Poisson, multinomial, gamma and Dirichlet distributions, and

construct a Poisson-logarithmic bivariate count distribution that connects the NB

and Chinese restaurant table distributions. Fundamental properties of the models are

developed, and we derive efficient Bayesian inference. It is shown that with augmen-

tation and normalization, the gamma-Poisson (NB) process and gamma-NB process

can be reduced to the Dirichlet process and hierarchical Dirichlet process, respec-

tively. These relationships highlight theoretical, structural and computational ad-

vantages of the NB process. A variety of NB processes including the beta-geometric,
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beta-NB, marked-beta-NB, marked-gamma-NB and zero-inflated-NB processes, with

distinct sharing mechanisms, are also constructed. These models are applied to topic

modeling, with connections made to existing algorithms under the Poisson factor

analysis framework. Example results show the importance of inferring both the NB

dispersion and probability parameters, which respectively govern the overdispersion

level and variance-to-mean ratio for count modeling.
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2

Review of Completely Random Measures

Following (Wolpert et al., 2011), for any ν+ ≥ 0 and any probability distribution

π(dpdω) on the product space R×Ω, let K ∼ Pois(ν+) and {(pk, ωk)}1,K
iid∼ π(dpdω).

Defining 1A(ωk) as being one if ωk ∈ A and zero otherwise, the random measure

L(A) ≡
∑K

k=1 1A(ωk)pk assigns independent infinitely divisible random variables

L(Ai) to disjoint Borel sets Ai ⊂ Ω, with characteristic functions

E
[
eitL(A)

]
= exp

{∫ ∫
R×A

(eitp − 1)ν(dpdω)

}
(2.1)

where ν(dpdω) is the Lévy measure with ν(dpdω) ≡ ν+π(dpdω). A random signed

measure L satisfying (2.1) is called a Lévy random measure. More generally, if the

Lévy measure ν(dpdω) satisfies

∫ ∫
R×S

min{1, |p|}ν(dpdω) <∞ (2.2)

for each compact S ⊂ Ω, the Lévy random measure L is well defined, even if the

Poisson intensity ν+ is infinite. A nonnegative Lévy random measure L satisfying

(2.2) was called a completely random measure in (Kingman, 1967, 1993) and an
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additive random measure in (Çinlar, 2011). It was introduced for machine learning

in (Thibaux and Jordan, 2007) and (Jordan, 2010).

2.1 Poisson Process

Define a Poisson process X ∼ PP(G0) on the product space Z+ × Ω, with a finite

continuous base measure G0 over Ω, such that X(A) ∼ Pois(G0(A)) for each subset

A ⊂ Ω. The Lévy measure of the Poisson process can be derived from (2.1) as

ν(dudω) = δ1(du)G0(dω) (2.3)

where δ1(du) is a unit point mass at u = 1. If G0 is discrete (atomic) as G0 =∑
k λkδωk , then the Poisson process definition is still valid that X =

∑
k xkδωk , xk ∼

Pois(λk). If G0 is mixed discrete-continuous, then X is the sum of two independent

contributions. As the discrete part is convenient to model, without loss of generality,

in this dissertation we consider the base measure to be continuous and finite if not

specified.

2.2 Gamma Process

We define a gamma process (Wolpert et al., 2011; Wolpert and Ickstadt, 1998) G ∼

GaP(c,G0) on the product space R+ × Ω, where R+ = {x : x ≥ 0}, with scale

parameter 1/c and base measure G0, such that G(A) ∼ Gamma(G0(A), 1/c) for each

subset A ⊂ Ω, where Gamma(λ; a, b) = 1
Γ(a)ba

λa−1e−
λ
b . The gamma process is a

completely random measure, whose Lévy measure can be derived from (2.1) as

ν(drdω) = r−1e−crdrG0(dω). (2.4)

Since the Poisson intensity ν+ = ν(R+×Ω) =∞ and
∫ ∫

R+×Ω
rν(drdω) is finite, there

are countably infinite points and a draw from the gamma process can be expressed as

G =
∞∑
k=1

rkδωk , (rk, ωk)
iid∼ π(drdω) (2.5)
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where π(drdω)ν+ ≡ ν(drdω).

2.3 Beta Process

The beta process was defined by (Hjort, 1990) for survival analysis with Ω = R+.

Thibaux and Jordan (Thibaux and Jordan, 2007) modified the process by defining

a completely random measure B on the product space [0, 1]×Ω with Lévy measure

ν(dpdω) = cp−1(1− p)c−1dpB0(dω) (2.6)

where c > 0 is a concentration parameter and B0 is a finite and continuous base

measure over an arbitrary measurable space Ω. Since the Poisson intensity ν+ =

ν([0, 1]×Ω) =∞ and
∫ ∫

[0,1]×Ω
pν(dpdω) is finite, there are countably infinite points

and a draw from the beta process B ∼ BP(c, B0) can be expressed as

B =
∞∑
k=1

pkδωk , (pk, ωk)
iid∼ π(dpdω) (2.7)

where π(dpdω)ν+ ≡ ν(dpdω).

2.4 Dirichlet Process and Chinese Restaurant Process

2.4.1 Dirichlet Process

Denote G̃ = G/G(Ω), where G ∼ GaP(c,G0), then for any measurable disjoint parti-

tionA1, · · · , AQ of Ω, we have
[
G̃(A1), · · · , G̃(AQ)

]
∼ Dir

(
γ0G̃0(A1), · · · , γ0G̃0(AQ)

)
,

where γ0 = G0(Ω) and G̃0 = G0/γ0. Therefore, with a space invariant scale parame-

ter 1/c, the normalized gamma process G̃ = G/G(Ω) is a Dirichlet process (Ferguson,

1973; Ishwaran and Zarepour, 2002) with concentration parameter γ0 and base prob-

ability measure G̃0, expressed as G̃ ∼ DP(γ0, G̃0). Unlike the gamma process, the

Dirichlet process is no longer a completely random measure as the random variables

{G̃(Aq)} for disjoint sets {Aq} are negatively correlated.
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A gamma process with a space invariant scale parameter can also be recovered

from a Dirichlet process: if a gamma random variable α ∼ Gamma(γ0, 1/c) and a

Dirichlet process G̃ ∼ DP(γ0, G̃0) are independent with γ0 = G0(Ω) and G̃0 = G0/γ0,

then G = αG̃ becomes a gamma process as G ∼ GaP(c,G0). This property is a

generalization of a relationship between the gamma and Dirichlet distributions, as

described in Lemma 7.A.1.

2.4.2 Chinese Restaurant Process

In a Dirichlet process G̃ ∼ DP(γ0, G̃0), we assume Xi ∼ G̃; {Xi} are independent

given G̃ and hence exchangeable. The predictive distribution of a new data point

Xm+1, conditioning on X1, · · · , Xm, with G̃ marginalized out, can be expressed as

Xm+1|X1, · · · , Xm ∼ E
[
G̃
∣∣∣X1, · · · , Xm

]
=

K∑
k=1

nk
m+ γ0

δωk +
γ0

m+ γ0

G̃0 (2.8)

where {ωk}1,K are discrete atoms in Ω observed in X1, · · · , Xm and nk =
∑m

i=1Xi(ωk)

is the number of data points associated with ωk. The stochastic process described in

(2.8) is known as the Pólya urn scheme (Blackwell and MacQueen, 1973) and also

the Chinese restaurant process (Aldous, 1983; Pitman, 2006; Teh et al., 2006).
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3

Nonparametric Bayesian Dictionary Learning for
Analysis of Noisy and Incomplete Images

Nonparametric Bayesian methods are considered for recovery of imagery based upon

incomplete and/or noisy measurements. A truncated beta-Bernoulli process is em-

ployed to infer an appropriate dictionary for the data under test, and also for image

recovery. Spatial inter-relationships within imagery are exploited through use of the

Dirichlet and probit stick-breaking processes. The proposed method can learn a

dictionary in situ; training images may be exploited if available, but they are not

required. Further, the noise variance need not be known, and can be non-stationary.

Several example results are presented, with comparisons to other methods in the

literature.

3.1 Introduction

3.1.1 Sparseness and Dictionary Learning

There has been significant recent interest in sparse image representations, in the

context of denoising and interpolation (Aharon et al., 2006; Elad and Aharon, 2006;

Mairal et al., 2009a, 2008b, 2009b, 2008c,d; Ranzato et al., 2006), compressive sensing
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(CS) (Candès and Tao, 2006; Duarte-Carvajalino and Sapiro, 2008), and classifica-

tion (Wright et al., 2009b). All of these applications exploit the fact that images may

be sparsely represented in an appropriate dictionary. Most of the denoising, interpo-

lation, and CS literature assumes “off-the-shelf” wavelet and DCT bases/dictionaries

(Ji et al., 2008), but recent research has demonstrated the significant utility of learn-

ing an often over-complete dictionary matched to the signals of interest (e.g., images)

(Aharon et al., 2006; Bruckstein et al., 2007; Duarte-Carvajalino and Sapiro, 2008;

Elad and Aharon, 2006; Mairal et al., 2009a, 2008b, 2009b, 2008c,d; Raina et al.,

2007; Ranzato et al., 2006; Yang et al., 2009).

Many of the existing methods for learning dictionaries are based on solving an op-

timization problem (Aharon et al., 2006; Elad and Aharon, 2006; Mairal et al., 2009a,

2008b, 2009b, 2008c,d), in which one seeks to match the dictionary to the imagery

of interest, while simultaneously encouraging a sparse representation. These meth-

ods have demonstrated state-of-the-art performance for denoising, super-resolution,

interpolation, and inpainting. However, many existing algorithms for implementing

such ideas also have some restrictions. For example, one must often assume access

to the noise/residual variance, the size of the dictionary is set a priori or fixed via

cross-validation type techniques, and a single (“point”) estimate is learned.

To mitigate the aforementioned limitations, dictionary learning has recently been

cast as a factor-analysis problem, with the factor loadings corresponding to the dictio-

nary atoms. Utilizing nonparametric Bayesian methods like the beta process (BP)

(Paisley and Carin, 2009; Thibaux and Jordan, 2007; Zhou et al., 2009) and the

Indian buffet process (IBP) (Griffiths and Ghahramani, 2005; Knowles and Ghahra-

mani, 2007), one may for example infer the number of factors (dictionary atoms)

needed to fit the data. Further, one may place a prior on the noise or residual vari-

ance, with this inferred from the data (Paisley and Carin, 2009; Zhou et al., 2009).

An approximation to the full posterior may be manifested via Gibbs sampling, yield-
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ing an ensemble of dictionary representations. Recent research has demonstrated

that an ensemble of representations can be better than a single expansion (Elad and

Yavneh, 2010), with such an ensemble naturally manifested by statistical models of

the type described here.

3.1.2 Exploiting Structure and Compressive Measurements

In image analysis there is often additional information that may be exploited when

learning dictionaries, with this well suited for Bayesian priors. For example, most

natural images may be segmented, and it is probable that dictionary usage will be

similar for regions within a particular segment class. To address this idea, we ex-

tend the model by employing a probit stick-breaking process (PSBP), with this a

generalization of the Dirichlet process (DP) stick-breaking representation (Sethura-

man, 1994). Related clustering techniques have proven successful in image processing

(Mairal et al., 2009b). The model clusters the image patches, with each cluster corre-

sponding to a segment type; the PSBP encourages proximate and similar patches to

be included within the same segment type, thereby performing image segmentation

and dictionary learning simultaneously.

We demonstrate that one may perform compressive measurements of natural

images by simply sampling pixels measured by a conventional camera, with the pixels

selected uniformly at random. This is closely related to recent research on matrix

completion (Candès and Tao, 2010; Lawrence and Urtasun, 2009; Salakhutdinov and

Mnih, 2008), but here we move beyond simple low-rank assumptions associated with

such previous research.

3.1.3 Contributions

This Chapter develops several hierarchical Bayesian models for learning dictionaries

for analysis of imagery, with applications in denoising, interpolation and compressive
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sensing (CS). The inference is performed based on a Gibbs sampler, as is increasingly

common in modern image processing (Geman and Geman, 1984). Here we demon-

strate how generalizations of the beta-Bernoulli process allow one to infer the dictio-

nary atoms directly based on the underlying degraded image, without any a priori

training data, while simultaneously inferring the noise statics and tolerating signifi-

cant missingness in the imagery. This is achieved by exploiting the low-dimensional

structure of most natural images, which implies that image patches may be rep-

resented in terms of a low-dimensional set of learned dictionary atoms. Excellent

results are realized in these applications, including for hyperspectral imagery, which

has not been widely considered in these settings previously.

The basic hierarchical Bayesian architecture developed here serves as a founda-

tion that may be flexibly extended to incorporate additional prior information. As

examples, we here show how dictionary learning may be readily coupled with cluster-

ing, through use of a Dirichlet process (Ferguson, 1973). We also incorporate spatial

information within the image via a probit stick-breaking process (Ren et al.). The

basic modeling architecture may also exploit additional information manifested in

the form of general covariates, as considered in a recent paper (Zhou et al., 2011).

The remainder of the Chapter is organized as follows. In Section 3.2 we review

dictionary learning and sparse coding for sparse image representations. In Section

3.3 we review the classes of problems being considered. The beta-Bernoulli pro-

cess is discussed in Section 4.2, with relationships made with previous work in this

area, including those based on the Indian buffet process. The Dirichlet and probit

stick-breaking processes are discussed in Section 3.5, and several example results are

presented in Section 3.6. Conclusions and a discussion of future work are provided

in Section 3.7, and details of the inference equations are summarized in Section 3.A.
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3.2 Dictionary Learning and Sparse Coding

3.2.1 Sparse Coding

With the given dictionary D ∈ RP×K and signal x ∈ RP , sparse coding seeks the

sparse representation w ∈ RK by solving

min
w
‖w‖0 subject to ‖x−Dw‖2

2 ≤ ε (3.1)

where ‖w‖0 represents the `0 norm, counting the number of non-zero elements in

w. The exact solution of (3.1) requires searching over all combinations of non-zero

components, which is proved to be a NP-hard problem (Davis et al., 1997).

One approximate solution is using greedy algorithms, such as orthogonal match-

ing pursuit (OMP) (Tropp, 2004), to select the dictionary entries sequentially with

appropriate stopping criteria (Aharon et al., 2006; Bruckstein et al., 2007). The com-

putation is simple. It iteratively selects the dictionary entry mostly correlated with

the residual part of the signal and seeks the least-square solution under the currently

selected dictionary entries until a stopping criterion is met. The stopping criterion

of the iteration, however, requires a prior knowledge of either the noise variance or

the sparsity level (Bruckstein et al., 2007).

A second approach is to relax the `0 constraint in (3.1) to an `1 constraint, yielding

a convex problem as

min
w
‖w‖1 subject to ‖x−Dw‖2

2 ≤ ε.

It can be expressed in another closely related form as

min
w
‖x−Dw‖2

2 + γ‖w‖1

which can be solved by Lasso (Tibshirani, 1996) and other related methods (Aharon

et al., 2006; Bruckstein et al., 2007). A fully Bayesian treatment of this problem,
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which gives a measure of confidence and an estimate of the noise variance, can be

found in (Ji et al., 2008).

It is proved that if w is sparse enough, both approaches can recover it well with a

unique minimizer and with its every sufficiently large components identified (Tropp,

2004). The sparsity pattern of w, though, is decided by the properties of the given

dictionary D. The dictionary can either be prespecified or adapted to the signal of

interest, with the later approach receiving considerable attentions recently.

3.2.2 Dictionary Learning

“Off-the-shelf” bases/dictionaries like discrete fourier transform (DFT), discrete co-

sine transform (DCT), wavelet and their overcomplete versions can lead to sparse

representations, and they are appealing due to their simple computations. But using

dictionaries adapted to the data under test might better fit the signal of interest,

leading to improved performance over a prespecified transform dictionary.

The K-SVD is an iterative algorithm for designing overcomplete dictionaries for

sparse representations. It alternates between the sparse coding and the dictionary

update stages, solving the global objective function as

min
D,W
{‖X−DW‖} subject to ∀i, ‖wi‖0 ≤ T0

where X = [x1,x2, · · · ,xN ] and W = [w1,w2, · · · ,wN ] are the input signal and

representation matrices, respectively.

In the sparse coding stage, the current dictionary is fixed, if the noise variance

σ2 is assumed to be known, the objective function is written as

min
wi
‖wi‖0 subject to ‖xi −Dwi‖2

2 ≤ Cσ2

where C is a constant, or it is written as

min
wi
‖xi −Dwi‖2

2 subject to ‖wi‖0 ≤ T0
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if the sparsity level T0 is assumed to be known. With a stopping criterion defined

by the noise variance or sparsity level, the OMP and other related algorithms can

be used to compute wi.

In the dictionary update stage, enforcing the support (non-zero component lo-

cations) of wk:, the kth row of W, unchanged, the corresponding kth dictionary

column/entry dk is updated by a rank-1 approximation to its representation error as

d̃kw̃k: ≈ X−
∑
j 6=k

djwj:

where d̃k and w̃k: represent the updated kth entry of the dictionary and kth row of

the representation, respectively, and w̃k: is forced to have the same support as wk:.

The method of optimal directions (MOD) is an appealing dictionary training

algorithm preceding the K-SVD. The MOD uses similar sparse coding approaches as

the K-SVD but uses the equation

D = XWT (WWT )−1 (3.2)

to update the dictionary, which does not explicitly utilize the information of the

locations of non-zero component obtained in the sparse coding stage.

Comparing the MOD, the K-SVD, and the method proposed in this Chapter,

it is interesting to find that although they are trying to solve the same problem

from different perspectives, they are closely related, yet with apparent differences in

the level of exploiting previously obtained information. Detail explanations on the

connections and differences are given in Section 3.4.4.

3.2.3 Sparse Image Representations

Two dictionary training approaches are commonly used for sparse image represen-

tations. One approach is to train a global dictionary on a set of image patches

extracted from natural images, and the other one is to train a specific dictionary on
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the overlapping patches from the image under test. The first approach applies well

to image compression (Aharon et al., 2006; Bryt and Elad, 2008) and compressive

sensing (Duarte-Carvajalino and Sapiro, 2008), while the second one is well suited

for image denoising and interpolation (Elad and Aharon, 2006; Mairal et al., 2008c).

Assuming the knowledge of either the noise variance or sparsity level, the K-SVD

algorithm can be readily applied for gray-scale image denoising, in the manner of

extracting overlapping patches from the image under test as the data for dictionary

training, and using the learned dictionary and the inferred sparse representations to

reconstruct the image (Elad and Aharon, 2006). Modifications are made to further

extend the K-SVD for color image denoising and inpainting (Mairal et al., 2008c),

which commonly need a pre-trained global dictionary to achieve satisfactory perfor-

mance.

In order to handle large data sets efficiently, an online learning version of the

K-SVD has been considered for point estimates of D (Mairal et al., 2009a), in which

considerations are required to assure algorithm convergence.

We will show that the single model proposed in this Chapter can be directly

applied without modifications to the denoising and inpainting applications on not

only gray-scale and RGB but also hyperspectral images, with state-of-the art results

achieved without requiring any additional training data. It is also noted that an

online version of our model is handled naturally via the proposed Bayesian analysis.

3.3 Problems Under Study

We consider data samples that may be expressed in the form

xi = Dwi + εi (3.3)

where xi ∈ RP , εi ∈ RP , and wi ∈ RK . The columns of the matrix D ∈ RP×K

represent the K components of a dictionary with which xi is expanded. For our
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problem, the xi will correspond to B × B (overlapped) pixel patches in an image

(Aharon et al., 2006; Elad and Aharon, 2006; Mairal et al., 2009a, 2008b,c; Zhou

et al., 2009). The set of vectors {xi}i=1,N may be extracted from an image(s) of

interest.

For the denoising problem, the vectors εi may represent sensor noise, in addition

to (ideally small) residual from representation of the underlying signal as Dwi. To

perform denoising, we place restrictions on the vectors wi, such that Dwi by itself

does not exactly represent xi. A popular such restriction is that wi should be sparse,

motivated by the idea that any particular xi may often be represented in terms of a

small subset of representative dictionary atoms, from the full dictionary defined by

the columns of D. There are several methods that have been developed recently to

impose such a sparse representation, including `1-based relaxation algorithms (Mairal

et al., 2009a, 2008b), iterative algorithms (Aharon et al., 2006; Elad and Aharon,

2006), and Bayesian methods (Zhou et al., 2009). One advantage of a Bayesian

approach is that the noise/residual statistics may be nonstationary (with unknown

noise statistics). Specifically, in addition to placing a sparseness-promoting prior

on wi, we may also impose a prior on the components of εi. From the estimated

posterior density function on model parameters, each component of εi, corresponding

to the ith B×B image patch, has its own variance. Given {xi}i=1,N , our goal may be

to simultaneously infer D and {wi}i=1,N (and implicitly εi), and then the denoised

version of xi is represented as Dwi.

In many applications the total number of pixels N · P may be large. However,

it is well known that compression algorithms may be used on {xi}i=1,N after the

measurements have been performed, to significantly reduce the quantity of data

that need be stored or communicated. This compression indicates that while the

data dimensionality N · P may be large, the underlying information content may be

relatively low. This has motivated the field of compressive sensing (Candès and Tao,
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2006; Donoho, 2006; Duarte et al., 2008; Shankar et al., 2010), in which the total

number of measurements performed may be much less than N ·P . Toward this end,

researchers have proposed projection measurements of the form

yi = Σxi (3.4)

where Σ ∈ Rn×P and yi ∈ Rn, ideally with n � P . The projection matrix Σ

has traditionally been constituted randomly (Candès and Tao, 2006; Donoho, 2006),

with a binary or real alphabet (and Σ may also be a function of the specific patch,

and generalized as Σi). It is desirable that matrices Σ and D be as incoherent as

possible.

The recovery of xi from yi is an ill-posed problem unless restrictions are placed

on xi. We may exploit the same class of restrictions used in the denoising problem;

specifically, the observed data satisfy yi = Φwi + νi, with Φ = ΣD and νi = Σεi,

and with sparse wi. Note that the sparseness constraint implies that {wi}i=1,N (and

hence {xi}i=1,N) occupy distinct subspaces of RP , selected from the overall linear

subspace defined by the columns of Φ.

In most applications of compressive sensing D is assumed known, corresponding

to an orthonormal basis (e.g., wavelets or a DCT) (Candès and Tao, 2006; Donoho,

2006; Ji et al., 2008). However, such bases are not necessarily well matched to

natural imagery, and it is desirable to consider design of dictionaries D for this

purpose (Duarte-Carvajalino and Sapiro, 2008). One may even consider recovering

{xi}i=1,N from {yi}i=1,N while simultaneously inferring D. Thus, we again have

a dictionary-learning problem, which may be coupled with optimization of the CS

matrix Σ, such that it is matched to D (defined by a low coherence between the rows

of Σ and columns of D (Candès and Tao, 2006; Donoho, 2006; Duarte-Carvajalino

and Sapiro, 2008; Ji et al., 2008)).
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3.4 Sparse Factor Analysis with the Beta-Bernoulli Process

When presenting example results, we will consider two problems. For denoising,

it is assumed we measure xi = Dwi + εi, where εi represents measurement noise

and model error; for the interpolation problem we observe yi = Qφ(Dwi + εi) =

Σi(Dwi + εi) = Φiwi + νi, where Φi = ΣiD, νi = Σiεi and Qφ(xi) is a vector

of elements from xi contained within the set φ. For both problems our objective

is to infer the underlying signal Dwi, with wi assumed sparse; we generally wish

to simultaneously infer D and {wi}i=1,N . To address each of these problems, we

consider a statistical model for xi = Dwi + εi, placing Bayesian priors on D, wi and

εi; the way the model is used is modified slightly for each specific application. For

example, when considering interpolation, only the observed Qφ(xi) are used within

the model likelihood function.

3.4.1 Beta-Bernoulli Process for Active-Set Selection

Let the binary vector zi ∈ {0, 1}K denote which of the K columns of D are used

for representation of xi (active set); if a particular component of zi is equal to one,

then the corresponding column of D is used in the representation of xi. Hence, for

the data {xi}i=1,N there is an associated set of latent binary vectors {zi}i=1,N , and

the beta-Bernoulli process provides a convenient prior for these vectors (Paisley and

Carin, 2009; Thibaux and Jordan, 2007; Zhou et al., 2009). Specifically, consider the

model

zi ∼
K∏
k=1

Bernoulli(πk) , π ∼
K∏
k=1

Beta(a/K, b(K − 1)/K) (3.5)

where πk is the kth component of π, and a and b are model parameters; the impact

of these parameters on the model are discussed below. Note that the use of product

notation in (3.5) is meant to denote that each component of zi and π are drawn
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independently from distributions of the same form.

Considering the limit K →∞, and after integrating out π, the draws of {zi}i=1,N

may be constituted as follows. For each zi, draw ci ∼ Poisson( a
b+i−1

) and define

Ci =
∑i

j=1 cj, with C0 = 0. Let zik represent the kth component of zi, and zik = 0

for k > Ci. For k = 1, . . . , Ci−1, zik ∼ Bernoulli( nik
b+i−1

), where nik =
∑i−1

j=1 zjk (nik

represents the total number of times the kth component of {zj}j=1,i−1 is one). For

k = Ci−1 + 1, . . . , Ci, we set zik = 1. Note that as a/(b + i − 1) becomes small,

with increasing i, it is probable that ci will be small. Hence, with increasing i, the

number of new non-zero components of zi diminishes. Further, as a consequence of

Bernoulli( nik
b+i−1

), when a particular component of the vectors {zj}j=1,i−1 is frequently

one, it is more probable that it will be one for subsequent zj, j ≥ i. When b = 1

this construction for {zi}i=1,N corresponds to the Indian buffet process (Griffiths and

Ghahramani, 2005).

Since zi defines which columns of D are used to represent xi, (3.5) imposes that

it is probable that some columns of D are used repeatedly among the set {xi}i=1,N ,

while other columns of D may be more specialized to particular xi. As demonstrated

below, this has been found to be a good model when {xi}i=1,N are patches of pixels

extracted from natural images.

3.4.2 Full Hierarchical Model

The hierarchical form of the model may now be expressed as

xi = Dwi + εi

wi = zi � si

dk ∼ N (0, P−1IP )

si ∼ N (0, γ−1
s IK)

εi ∼ N (0, γ−1
ε IP ) (3.6)
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where dk represents the kth component (atom) of D, � represents the elementwise

or Hadamard vector product, IP (IK) represents a P × P (K ×K) identity matrix,

and {zi}i=1,N are drawn as in (3.5). Conjugate hyperpriors γs ∼ Gamma(c, d) and

γε ∼ Gamma(e, f) are also imposed. The construction in (3.6), and with the prior

in (3.5) for {zi}i=1,N , is henceforth referred to as the beta process factor analysis

(BPFA) model. This model was first developed in (Knowles and Ghahramani, 2007),

with a focus on general factor analysis; here we apply and extend this construction

for image-processing applications.

Note that we impose independent Gaussian priors for dk, si and εi for modeling

convenience (conjugacy of consecutive terms in the hierarchical model). However,

the inferred posterior for these terms is generally not independent or Gaussian. The

independent priors essentially impose prior information about the marginals of the

posterior of each component, while the inferred posterior accounts for statistical

dependence as reflected in the data.

3.4.3 Connections to Optimization-Based Methods

To make connections of this model to more-typical optimization-based approaches

(Mairal et al., 2009a, 2008b), note that the negative logarithm of the posterior density

function is

− log p(Θ|D,H) =
γε
2

N∑
i=1

‖xi −D(si � zi)‖2
2 +

P

2

K∑
k=1

‖dk‖2
2 +

γs
2

N∑
i=1

‖si‖2
2

− log fBeta−Bern({zi}Ni=1;H)− log Gamma(γε|H)− log Gamma(γs|H) + Const.
(3.7)

where Θ represents all unknown model parameters, D = {xi}i=1,N , H represents

model hyper-parameters (i.e., a, b, c, d, e and f), and fBeta−Bern({zi}Ni=1;H) repre-

sents the beta-Bernoulli process prior in (3.5). Therefore, the typical `2 constraints

(Mairal et al., 2009a, 2008b) on the dictionary atoms dk and on the non-zero weights
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si correspond here to the Gaussian priors employed in (3.6). However, rather than

an employing an `1 (Laplacian prior) constraint (Mairal et al., 2009a, 2008b) to

impose sparseness on wi, we employ the beta-Bernoulli process and wi = si � zi.

The beta-Bernoulli process imposes that the binary zi should be sparse, and that

there should be a relatively consistent (re)use of dictionary atoms across the image,

thereby also imposing self-similarity. Further, we do not constitute a point estimate,

as one would do if a single Θ was sought to minimize (3.7). We rather estimate

the full posterior density p(Θ|D,H), implemented via Gibbs sampling. A signifi-

cant advantage of the hierarchical construction in (3.6) is that each Gibbs update

equation is analytic, with detailed update equations provided in the Appendix. Note

that consistent use of atoms is encouraged because the active sets are defined by the

binary vectors {zi}i=1,N , and these are all drawn from a shared probability vector π;

this is distinct from drawing the active sets i.i.d. from a Laplacian prior. Further,

the beta-Bernoulli prior imposes that many components of wi are exactly zero, while

with a Laplacian prior many components are small but not exactly zero (hence the

former is analogous to `0 regularization, with the latter closer to `1 regularization).

3.4.4 Comparison to MOD and K-SVD

Comparing the MOD, K-SVD, and BPFA methods in this Chapter, we can find

that they are closely related, but with apparent differences in exploiting previously

obtained information.

The MOD and K-SVD both have two alternative stages in each iteration. In the

sparse coding state, both of them only keep the dictionary and completely discard

the sparsity pattern (Z in our model) and the sparse weights (W = Z � S in our

model) obtained in the previous iteration. Assuming knowledge of the noise variance

or sparsity level as required to define the stopping criteria, the OMP or other related

algorithms are then used to obtain a new set of W.
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In the dictionary update stage, the MOD uses the least-square solution as given in

(3.2) to update the dictionary, which does not enforce that the sparse representation

under the updated dictionary would have a similar sparsity pattern as before. The K-

SVD, however, enforces that the updated weight row vector w̃k: associated with the

updated dictionary entry d̃k has exactly the same locations of non-zero components

as wk:. That is to say, in the dictionary update stage, the MOD does not use the

sparsity pattern to influence the dictionary update while the K-SVD fully exploits

this information.

Examining the Gibbs sampling inference, we can find that in the dictionary up-

date stage, the BPFA is similar to the K-SVD in the manner that the sparsity pattern

of zk: is explicitly utilized to influence the update of the associated dictionary entries

dk. The difference is that rank-1 approximations based on the singular value decom-

position (SVD) of the residual error matrixes are required in K-SVD while here only

basic arithmetic operations are needed (due to the diagonal form of Σdk).

The sparse coding stage of the BPFA, however, is distinct from that of the MOD

and K-SVD. It involves two steps: in the first step, with both the kth dictionary

entry dk and the associated pseudo row weight vector sk: fixed, the sparsity pattern

zk: is updated by (6.9); in the second step, with both the dictionary dk and the

sparsity pattern zk: fixed, the pseudo weights sk: is updated by (6.10). Note that zk:

is updated based on dk, sk: and πk; sk: is updated based on dk and zk:, and these

sik corresponding to zik = 0, having no impact on the actual weights wik, are drawn

from the priors and severed as candidate weights for the next iteration.

3.4.5 Sequential Dictionary Learning for Large Training Sets

In the above discussion, we implicitly assumed all data D = {xi, ti}i=1,N are used

together to infer the dictionary D. However, in some applications N may be large,

and therefore such a “batch” approach is undesirable. To address this issue one
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may partition the data as D = D1 ∪ D2 ∪ . . .DJ−1 ∪ DJ , with the data processed

sequentially. This issue has been considered for point estimates of D (Mairal et al.,

2009a), in which considerations are required to assure algorithm convergence. It is of

interest to briefly note that sequential inference is handled naturally via the proposed

Bayesian analysis.

Specifically, let p(D|D,Θ) represent the posterior on the desired dictionary, with

all other model parameters marginalized out (e.g., the sample-dependent coefficients

w); the vector Θ represents the model hyper-parameters. In a Bayesian analysis,

rather than evaluating p(D|D,Θ) directly, one may employ the same model (prior)

to infer p(D|D1,Θ). This posterior may then serve as a prior for D when considering

next D2, inferring p(D|D1∪D2,Θ). When doing variational Bayesian (VB) inference

we have an analytic approximate representation for posteriors such as p(D|D1,Θ),

while for Gibbs sampling we may use the inferred samples.

3.5 Patch Clustering via Dirichlet and Probit Stick-Breaking Pro-
cesses

3.5.1 Motivation

In the model discussed above each patch xi had a unique usage of dictionary atoms,

defined by the binary vector zi, which selects columns of D. One may wish to place

further constraints on the model, thereby imposing a greater degree of statistical

structure. For example, one may employ that the xi cluster, and that within each

cluster each of the associated xi employ the same columns of D. This is motivated

by the idea that a natural image may be clustered into different types of textures or

general image structure. However, rather than imposing that all xi within a given

cluster use exactly the same columns of D, one may want to impose that all xi

within such a cluster share the same probability of dictionary usage, i.e., that all xi

within cluster c share the same probability of using columns of D, defined by πc,
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rather than sharing a single π for all xi (as in the original model above). Again,

such clustering is motivated by the idea that natural images tend to segment into

different textural or color forms. Below, we perform clustering in terms of the vectors

πc, rather than explicit clustering of dictionary usage, which would entail cluster-

dependent zc; the “softer” nature of the former clustering structure is employed to

retain model flexibility, while still encouraging sharing of parameters within clusters.

A question when performing such clustering concerns the number of clusters

needed, this motivating the use of nonparametric methods, like those considered in

the next subsections. Additionally, since the aforementioned clustering is motivated

by the segmentations characteristic of natural images, it is desirable to explicitly

utilize the spatial location of each image patch, encouraging that the patches xi in

a particular segment/cluster are spatially contiguous. This latter goal motivates use

of a probit stick-breaking process, as also detailed below.

3.5.2 Dirichlet Process

The Dirichlet process (DP) (Ferguson, 1973) constitutes a popular means of per-

forming nonparametric clustering. A random draw from a DP, G ∼ DP(αG0), with

precision α ∈ R+ and “base” measure G0, may be constituted via the stick-breaking

construction (Sethuraman, 1994)

G =
∞∑
l=1

βlδθ∗l , θ∗l ∼ G0 (3.8)

where βl = Vl
∏l−1

h=1(1−Vh) and Vh ∼ Beta(1, α). The βl may be viewed as a sequence

of fractional breaks from a “stick” of original length one, where the fraction of stick

broken off on break l is Vl. The θ∗l are model parameters, associated with the lth data

cluster. For our problem it has proven effective to set G0 =
∏K

k=1 Beta(a/K, b(K −

1)/K) analogous to (3.5), and hence G =
∑∞

l=1 βlδπ∗l . The π∗l , drawn from G0,
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correspond to distinct probability vectors for using the K dictionary atoms (columns

of D). For sample i we draw πi ∼ G, and a separate sparse binary vector zi is drawn

for each sample xi, as zi ∼
∏K

k=1 Bernoulli(πik), with πik the kth component of πi.

In practice we truncate the infinite sum for G to NL elements, and impose VNL = 1,

such that
∑NL

l=1 βl = 1. A (conjugate) gamma prior is placed on the DP parameter α.

We may view this DP construction as an “Indian buffet franchise,” generaliz-

ing the Indian buffet analogy (Griffiths and Ghahramani, 2005). Specifically, there

are NL Indian buffet restaurants; each restaurant is composed of the same “menu”

(columns of D), and is distinguished by different probabilities for selecting menu

items. The “customers” {xi}i=1,N cluster based upon which restaurant they go to.

The {π∗l }l=1,NL represent the probability of using each column of D in the respective

NL different buffets. The {xi}i=1,N cluster themselves among the different restau-

rants in a manner that is consistent with the characteristics of the data, with the

model also simultaneously learning the dictionary/menu D. Note that we typically

make the truncation NL large, and the posterior distribution infers the number of

clusters actually needed to support the data, as represented by how many βl are of

significant value. The model in (3.6), with the above DP construction for {zi}i=1,N ,

is henceforth referred to as DP-BPFA.

3.5.3 Probit Stick-Breaking Process

The DP yields a clustering of {xi}i=1,N , but it does not account for our knowledge of

the location of each patch within the image. It is natural to expect that if xi and xi′

are proximate then they are likely to be constituted in terms of similar columns of D1.

To impose this information, we employ the probit stick-breaking process (PSBP). A

logistic stick-breaking process is discussed in detail in (Ren et al.). We employ the

1 Proximity can be modeled as in “spatial proximity,” as here developed in detail, or “feature
proximity” as in non-local means and related approaches, see (Mairal et al., 2009b) and references
therein.
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closely related probit version here because it may be easily implemented in a Gibbs

sampler. We note that while the method in (Ren et al.) is related to that discussed

below, in (Ren et al.) the concepts of learned dictionaries and beta-Bernoulli priors

were not considered. Another related model, that employs a probit link function, is

discussed in (Chung and Dunson, 2009).

We augment the data as {xi, ri}i=1,N , where xi again represents pixel values from

the ith image patch, and ri ∈ R2 represents the two-dimensional location of each

patch. We wish to impose that proximate patches are more likely to be composed of

the same or similar columns of D. In the PSBP construction, all aspects of (3.6) are

retained, except for the manner in which zi are constituted. Rather than drawing a

single K-dimensional vector of probabilities π as in (3.5), we draw a library of such

vectors:

π∗l ∼
K∏
k=1

Beta(a/K, b(K − 1)/K) , l = 1, . . . , NL (3.9)

and each π∗l is associated with a particular segment in the image. One πi is associated

with location ri, and drawn

πi ∼
NL∑
l=1

βl(ri)δπ∗l (3.10)

with
∑NL

l=1 βl(ri) = 1 for all ri, and δπ∗l represents a point measure concentrated at

π∗l . Once πi is associated with a particular xi, the corresponding binary vector zi is

drawn as in the first line of (3.5). Note that the distinction between DP and PSBP is

that in the former the mixture weights {βl}l=1,NL are independent of spatial position

r, while the latter explicitly utilizes r within {βl(r)}l=1,NL (and below we impose

that βl(r) changes smoothly with r).

The space-dependent weights are constructed as βl(r) = Vl(r)
∏l−1

h=l[1 − Vh(r)]

where 0 < Vl(r) < 1 constitute space-dependent probabilities. We set VNL = 1, and
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for l ≤ NL − 1 the Vl are space-dependent probit functions:

Vl(r) =

∫ gl(r)

−∞
dxN (x|0, 1), gl(r) = ζl0 +

N∑
i=1

ζliK(r, ri;ψl) (3.11)

where K(r, ri;ψl) is a kernel characterized by parameter ψl and {ζli}i=0,N are a

sparse set of real numbers. To implement the sparseness on {ζli}i=0,N , within the

prior ζli ∼ N (0, α−1
li ), and (conjugate) αli ∼ Gamma(a0, b0), with (a0, b0) set to favor

most αli being large (if αli is large, a draw N (0, α−1
li ) is likely to be near zero, such

that most {ζli}i=0,N are near zero). This sparseness-promoting construction is the

same as that employed in the relevance vector machine (RVM) (Tipping, 2001). We

here utilize a radial basis function (RBF) kernel K(r, ri;ψl) = exp[−‖ri − r‖2/ψl].

Each gl(r) is encouraged to only be defined by a small set of localized kernel

functions, and via the probit link function
∫ gl(r)

−∞ dxN (x|0, 1) the probability Vl(r) is

characterized by localized segments over which the probability Vl(r) is contiguous and

smoothly varying. The Vl(r) constitute a space-dependent stick-breaking process.

Since VNL = 1,
∑NL

l=1 βl(r) = 1 for all r.

The PSBP model is relatively simple to implement within a Gibbs sampler. For

example, as indicated above, sparseness on ζli is imposed as in the RVM, and the

probit link function is simply implemented within a Gibbs sampler (which is why

it was selected, rather than a logistic link function). Finally, we define a finite

set of possible kernel parameters {ψj}j=1,Np , and a multinomial prior is placed on

these parameters, with the multinomial probability vector drawn from a Dirichlet

distribution (Ren et al.) (each of the gl(r) draws a kernel parameter from {ψj}j=1,Np).

The model in (3.6), with the PSBP construction for {zi}i=1,N , is henceforth referred

to as PSBP-BPFA.
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3.5.4 Discussion of Proposed Sparseness-Imposing Priors

The basic BPFA model is summarized in (3.6), and three related priors have been de-

veloped for the sparse binary vectors {zi}i=1,N : (i) the basic truncated beta-Bernoulli

process in (3.5), (ii) a DP-based clustering of the underlying {πi}i=1,N , and (iii) a

PSBP clustering of {πi}i=1,N that exploits knowledge of the location of the image

patches. For (ii) and (iii), the xi within a particular cluster have similar zi, rather

than exactly the same binary vector; we also considered the latter, but this worked

less well in practice. As discussed further when presenting results, for denoising and

interpolation, all three methods yield comparable performance.

For the denoising and interpolation problems, we are provided with the data

{xi}i=1,N , albeit in the presence of noise and potentially with substantial missing

pixels. However, for this problem N may be made quite large, since we may consider

all possible (overlapping) B×B patches. A given pixel (apart from near the edges of

the image) is present in B2 different patches. Perhaps because we have such a large

quantity of partially overlapping data, for denoising and interpolation we have found

that beta-Bernoulli process in (3.5) is sufficient for inferring the underlying relation-

ships between the different data {xi}i=1,N , and processing these data collaboratively.

However, the beta-Bernoulli construction does not explicitly segment the image, and

therefore an advantage of the PSBP-BPFA construction is that it yields comparable

denoising and interpolation performance as (3.5), while also simultaneously yielding

an effective image segmentation.

3.5.5 Possible Extensions

The “Indian buffet franchise” and probit stick-breaking process constructions consid-

ered above and in the results below draw the K-dimensional probability vectors π∗l

independently. This implies that within the prior we impose no statistical correlation

between the components of vectors π∗l and π∗l′ , for l 6= l′. It may be desirable to
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impose such structure, imposing that there is a “global” probability of using partic-

ular dictionary atoms, and the different mixture components within the DP/PSBP

constructions correspond to specific draws from global statistics of dictionary usage.

This will encourage the idea that there may be some “popular” dictionary atoms

that are shared across different mixture components (i.e., popular across different

buffets in the franchise). One can impose this additional structure via a hierarchical

BP construction (HBP) (Thibaux and Jordan, 2007), related to the hierarchical DP

(HDP) (Teh et al., 2006). Briefly, in an HBP construction one may draw the π∗l via

the hierarchical construction

π∗l ∼
K∏
k=1

Beta(cηk, c(1− ηk)) , η ∼
K∏
k=1

Beta(a/K, b(K − 1)/K) (3.12)

where ηk is the kth component of η. The vector η constitutes “global” probabilities

of using each of the K dictionary atoms (across the “franchise”), and π∗l defines

the probability of dictionary usage for the lth buffet. This construction imposes

statistical dependencies among the vectors {π∗l }.

To simplify the presentation, in the below example results we do not consider the

HBP construction, as good results have already been achieved with the (truncated)

DP and PSBP models discussed above. We note that in these analyses the truncated

versions of these models may actually help inference of statistical correlations among

{π∗l } within the posterior (since the set {π∗l } is finite, and each vector π∗l is of finite

length). If we actually considered the infinite limit on K and on the number of

mixture components, inference of such statistical relationships within the posterior

may be undermined, because specialized dictionary atoms may be constituted across

the different franchises, rather than encouraging sharing of highly similar dictionary

atoms.

While we do not focus on the HBP construction here, a recent paper has employed
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the HBP construction in related dictionary learning for image-processing applica-

tions, yielding very encouraging results (Zhou et al., 2011). We therefore emphasize

that the basic hierarchical Bayesian construction employed here is very flexible, and

may be extended in many ways to impose additional structure.

3.6 Example Results

3.6.1 Reproducible research

The test results and the Matlab code to reproduce them can be downloaded from

http : //www.ee.duke.edu/ ∼ mz1/Results/BPFAImage/.

3.6.2 Parameter Settings

For all BPFA, DP-BPFA and PSBP-BPFA computations, the dictionary truncation

level was set at K = 256 or K = 512 based on the size of the image. Not all K

dictionary atoms are used in the model; the truncated beta-Bernoulli process infers

the subset of dictionary atoms employed to represent the data {xi}i=1,N . The larger

the image, the more distinct types of structure are anticipated, and therefore the more

dictionary atoms are likely to be employed; however, very similar results are obtained

with K = 512 in all examples, just with more dictionary atoms not employed for

smaller images (therefore, to save computational resources, we set K = 256 for the

smaller images). The number of DP and PSBP sticks was set at NL = 20. The library

of PSBP parameters is defined as in (Ren et al.); the PSBP kernel locations, {ri}i=1,N ,

were situated on a uniformly sampled grid in each image dimension, situated at every

fourth pixel in each direction (the results are insensitive to many related definitions

of {ri}i=1,N). The hyperparameters within the gamma distributions were set as

c = d = e = f = 10−6, as is typically done in models of this type (Tipping, 2001)

(the same settings were used for the gamma prior for the DP precision parameter α).

The beta-distribution parameters are set as a = K and b = 1 if random initialization

31

http://www.ee.duke.edu/~mz1/Results/BPFAImage/


is used or a = K and b = N/8 if a singular value decomposition (SVD) based

initialization is used. None of these parameters have been optimized or tuned. When

performing inference, all parameters are initialized randomly (as a draw from the

associated prior) or based on the SVD of the image under test. The Gibbs samplers

for the BPFA, DP-BPFA and PSBP-BPFA have been found to mix and converge

quickly, producing satisfactory results with as few as 20 iterations. The inferred

images represent the average from the collection samples. All software was written

in non-optimized Matlab. On a Dell Precision T3500 computer with a 2.4 GHz CPU,

for N = 148, 836 patches of size 8 × 8 × 3 with 20% of the RGB pixels observed at

random, the BPFA required about 2 minutes per Gibbs iteration (the DP version was

comparable), and PSBP-BPFA required about 3 minutes per iteration. For the 106-

band hyperspectral imagery, which employed N = 428, 578 patches of size 4×4×106

with 2% of the voxels observed uniformly at random, each Gibbs iteration required

about 15 minutes.

3.6.3 Denoising

The BPFA denoising algorithm is compared with the original KSVD (Elad and

Aharon, 2006), for both grey-scale and color images. Newer denoising algorithms

include block matching with 3D filtering (BM3D) (Dabov et al., 2007), the multi-

scale KSVD (Mairal et al., 2008d), and KSVD with the non-local mean constraints

(Mairal et al., 2009b). These algorithms assume the noise variance is known, while

the proposed model automatically infers, as part of the same model, the noise vari-

ance from the image under test. There are existing methods for estimation of the

noise variance, as a preprocessing step, e.g., via wavelet shrinkage (Donoho et al.,

1995). However, it was shown in (Zhou et al., 2009) that the denoising accuracy of

methods like that in (Elad and Aharon, 2006) can be sensitive to small errors in the

estimated variance, which are likely to occur in practice. Additionally, when doing
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joint denoising and image interpolation, as we consider below, methods like that in

(Donoho et al., 1995) may not be applied directly to estimate the noise variance,

as there is a large fraction of missing data. Moreover, the BPFA, DP-BPFA and

PSBP-BPFA models infer a potentially non-stationary noise variance, with a broad

prior on the variance imposed by the gamma distribution.

In the denoising examples we consider the BPFA model in (3.5); similar results

are obtained via the DP-BPFA and PSBP-BPFA models discussed in Section 3.5. To

infer the final signal value at each pixel, we average the associated pixel contribution

from each of the overlapping patches in which it is included (this is true for all results

presented below in which overlapping patches were used).

In Table 3.1 we consider images from (Elad and Aharon, 2006). The proposed

BPFA performs very similarly to KSVD. As one representative example of the

model’s ability to infer the noise variance, we consider the Lena image from Ta-

ble 3.1. The mean inferred noise standard deviations are 5.83, 10.59, 15.53, 20.48,

25.44, 50.46 and 100.54 for images contaminated by noise with respective standard

deviations of 5, 10, 15, 20, 25, 50 and 100. Each of these noise variances were au-

tomatically inferred using exactly the same model, with no changes to the gamma

hyperparameters (while for the KSVD results it was assumed that the noise variance

was known exactly a priori).

Note that K-SVD works well when the set noise variance is at or near truth,

but the method is undermined by mismatch, as shown in Figure 3.1. The proposed

BPFA is robust to changing noise levels. Quantitative performance comparison can

be found in (Zhou et al., 2009).

In Table 3.2 we present similar results, for denoising RGB images; the KSVD

comparisons come from (Mairal et al., 2008c). An example denoising result is shown

in Figure 3.2. As another example of the BPFA’s ability to infer the underlying noise

variance, for the castle image, the mean (automatically) inferred variances are 5.15,
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Figure 3.1: Left: Representative denoising results, with the top through bottom
rows corresponding to noise standard deviations of 15, 25 and 50, respectively. The
second and third columns represent K-SVD (Elad and Aharon, 2006) results with
assumed standard deviation equal to 30 and the ground truth, respectively. The
fourth column represents the proposed BPFA reconstructions. The noisy images are
in the first column. Right: Inferred BPFA dictionary elements for noise standard
deviation 25, in order of importance (probability to be used) from the top-left.

10.18, 15.22 and 25.23 for images with additive noise with true respective standard

deviations 5, 10, 15 and 25. The sensitivity of the KSVD algorithm to a mismatch

between the assumed and true noise variances is shown in Figure 1 in (Zhou et al.,

2009), and the insensitivity of BPFA to changes in the noise variance and to requiring

knowledge of the noise variance is deemed an important advantage.

Figure 3.2: From left to right: the original horses image, the noisy horses image
with the noise standard deviation of 25, the denoised image and the inferred dic-
tionary with its elements ordered in the probability to be used (from top-left). The
low-probability dictionary atoms are never used to represent {xi}i=1,N , and are draws
from the prior, showing the ability of the model to learn the number of dictionary
atoms needed for the data.

It is also important to note that the grey-scale KSVD results in Table 3.1 were
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initialized using an over-complete DCT dictionary, while the RGB KSVD results in

Table 3.2 employed an extensive set of training imagery to learn a dictionary D that

was used to initialize the denoising computations. All BPFA, DP-BPFA and PSBP-

BPFA results employ no training data, with the dictionary initialized at random

using draws from the prior or with the SVD of the data under test.

Table 3.1: Grey-scale image denoising PSNR results, comparing KSVD (Elad and
Aharon, 2006) and BPFA, using patch size 8× 8. The top and bottom parts of each
cell are results of KSVD and BPFA, respectively.

σ C.man House Peppers Lena Barbara Boats F.print Couple Hill

5
37.87 39.37 37.78 38.60 38.08 37.22 36.65 37.31 37.02
37.32 39.18 37.24 38.20 37.94 36.43 36.29 36.77 36.24

10
33.73 35.98 34.28 35.47 34.42 33.64 32.39 33.52 33.37
33.40 36.29 34.31 35.62 34.63 33.70 32.42 33.63 33.31

15
31.42 34.32 32.22 33.70 32.37 31.73 30.06 31.45 31.47
31.34 34.52 32.46 33.93 32.61 31.97 30.23 31.73 31.64

20
29.91 33.20 30.82 32.38 30.83 30.36 28.47 30.00 30.18
30.03 33.25 31.10 32.65 31.10 30.70 28.72 30.34 30.47

25
28.85 32.15 29.73 31.32 29.60 29.28 27.26 28.90 29.18
28.99 32.24 30.00 31.63 29.88 29.70 27.58 29.28 29.57

50
25.73 27.95 26.13 27.79 25.47 25.95 23.24 25.32 26.27
25.67 28.49 26.46 28.29 26.03 26.50 24.14 25.94 26.81

100
21.69 23.71 21.75 24.46 21.89 22.81 18.30 22.60 23.98
21.93 24.37 22.73 24.95 22.13 23.32 20.44 23.01 24.22

3.6.4 Image Interpolation

For the initial interpolation examples, we consider standard RGB images, with 80%

of the RGB pixels missing uniformly at random (the data under test are shown

in Figure 3.3). Results are first presented for the Castle and Mushroom images,

with comparisons between the BPFA model in (3.5) and the PSBP-BPFA model

discussed in Section 3.5. The difference between the two is that the former is a “bag-

of-patches” model, while the latter accounts for the spatial locations of the patches.

Further, the PSBP-BPFA simultaneously performs image recovery and segmentation.
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Table 3.2: RGB image denoising PSNR results comparing KSVD (Mairal et al.,
2008c) and BPFA, both using a patch size of 7 × 7. The top and bottom parts of
each cell show the results of KSVD and BPFA, respectively.

σ Castle Mushroom Train Horses Kangroo

5
40.37 39.93 39.76 40.09 39.00
40.34 39.73 39.38 39.96 39.00

10
36.24 35.60 34.72 35.43 34.06
36.28 35.70 34.48 35.48 34.21

15
33.98 33.18 31.70 32.76 31.30
34.04 33.41 31.63 32.98 31.68

25
31.19 30.26 28.16 29.81 28.39
31.24 30.62 28.28 30.11 28.86

The results are shown in Figure 3.4, presenting the mean reconstructed images and

inferred segmentations. Each color in the inferred segmentation represents one PSBP

mixture component, and the figure shows the last Gibbs iteration (to avoid issues

with label switching between Gibbs iterations). While the BPFA does not directly

yield a segmentation, its PSNR results are comparable to those inferred by PSBP-

BPFA, as summarized in Table 3.3.

Table 3.3: Comparison of interpolation of the Castle and Mushroom images, based
upon observing 20% of the pixels, selected uniformly at random. Results are shown
using BPFA and PSBP-BPFA, and the analysis is separately performed using 8×8×3
and 5× 5× 3 image patches.

Castle Castle Mushroom Mushroom
8× 8× 3 5× 5× 3 8× 8× 3 5× 5× 3

BPFA 29.32 28.48 31.63 31.17
PSBP-BPFA 29.54 28.46 32.03 31.27

An important additional advantage of Bayesian models like BPFA, DP-BPFA

and PSBP-BPFA is that they provide a measure of confidence in the accuracy of the

inferred image. In Figure 3.5 we plot the variance of the inferred error {εi}i=1,N ,
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Figure 3.3: Images with 80% of the RGB pixels missing at random. Although
only 20% of the actual pixels are observed, in these figures the missing pixels are
estimated based upon averaging all observed neighboring pixels within a 5×5 spatial
extent. Left: castle image (PSNR 22.58 dB), right: mushroom image (24.85 dB).

computed via the Gibbs collection samples.

To provide a more-thorough examination of model performance, in Table 3.4 we

present results for several well-studied grey-scale and RGB images, as a function of

the fraction of pixels missing. All of these results are based upon BPFA, with DP-

BPFA and PSBP-BPFA yielding similar results. Finally, in Table 4.2 we perform

interpolation and denoising simultaneously, again with no training data and without

prior knowledge of the noise level (again, as discussed above, it would be difficult to

estimate the noise variance as a preprocessing step in this case using methods like

that in (Donoho et al., 1995), as in this case there are also a large number of missing

pixels). An example result is shown in Figure 3.6. To our knowledge, this is the first

time denoising and interpolation have been performed jointly, while simultaneously

inferring the noise statistics.
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Figure 3.4: PSBP-BPFA analysis with 80% of the RGB pixels missing uniformly at
random (see Figure 3.3). The analysis is based on 8×8×3 image patches, considering
all possible (overlapping) parches. For a given pixel, the results are the average based
upon all patches in which it is contained. For each example, recovered image based
on an average of Gibbs collection samples (left), and each color representing one of
the PSBP mixture components (right).

For all of the examples considered above, for both grey-scale and RGB images,

we also attempted a direct application of matrix completion based on the incomplete

matrix X ∈ RP×N , with columns defined by the image patches (i.e., for N patches,

with P pixels in each, the incomplete matrix is of size P ×N , with the ith column

Table 3.4: Top: BPFA gray-scale image interpolation PSNR results, using patch
size 8× 8. Bottom: BPFA RGB image interpolation PSNR results, using patch size
7× 7.

data ratio C.man House Peppers Lena Barbara Boats F.print Man Couple Hill

20% 24.11 30.12 25.92 31.00 24.80 27.81 26.03 28.24 27.72 29.33

30% 25.71 33.14 28.19 33.31 27.52 30.00 09.01 30.06 30.00 31.21

50% 28.90 38.02 32.58 36.94 33.17 33.78 33.53 33.29 35.56 34.23

80% 34.70 43.03 37.73 41.27 40.76 39.50 40.17 39.11 38.71 38.75

data ratio Castle Mushroom Train Horses Kangroo

20% 29.12 31.56 24.59 29.99 29.59

30% 32.02 34.63 27.00 32.52 32.21

50% 36.45 38.88 32.00 37.27 37.34

80% 41.51 42.56 40.73 41.97 42.74
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Figure 3.5: Expected variance of each pixel for the (Mushroom) data considered
in Figure 3.4.

Table 3.5: Simultaneous image denoising and interpolation PSNR results for BPFA,
considering the Barbara256 image and using patch size 8× 8.

σ 10% 20% 30% 50% 100%
0 23.47 26.87 29.83 35.60 42.94
5 23.34 26.73 29.27 33.61 37.70
10 23.16 26.07 28.17 31.17 34.31
15 22.66 25.17 26.82 29.31 32.14
20 22.17 24.27 25.62 27.90 30.55
25 21.68 23.49 24.72 26.79 29.30

defined by the pixels in xi). We considered the algorithm in (J.-F. Cai and Shen,

2008), using software from Prof. Candès’ website. For most of the examples consid-

ered above, even after very careful tuning of the parameters, the algorithm diverged,

suggesting that the low-rank assumptions were violated. For examples for which the

algorithm did work, the PSNR values were typically 4 to 5 dB worse than those

reported here for our model.

3.6.5 Interpolation of Hyperspectral Imagery

The basic BPFA, DP-BPFA and PSBP-BPFA technology may also be applied to

hyperspectral imagery, and it is here where these methods may have significant
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Figure 3.6: From left to right: the original barbara256 image, the noisy and
incomplete barbara256 image with the noise standard deviation of 15 and 70% of
its pixels missing at random (displayed based upon imputing missing pixels as the
average of all observed pixels in a 5 × 5 neighborhood), the restored image and the
inferred dictionary with its elements ordered in the probability to be used (from
top-left).

practical utility. Specifically, the amount of data that need be measured and read off

a hyperspectral camera is often enormous. By selecting a small fraction of voxels for

measurement and read-out, selected uniformly at random, the quantity of data that

need be handled is reduced substantially. Further, one may simply modify existing

hyperspectral cameras. We consider hyperspectral data with 106 spectral bands,

from HyMAP scene A.P. Hill, VA with permission from U.S. Army TEC. Because of

the significant statistical correlation across the multiple spectral bands, the fraction

of data that need be read is further reduced, relative to grey-scale or RGB imagery.

In this example we considered 2% of the voxels, selected uniformly at random, and

used image patches of size 4×4×106. Other than the increased data dimensionality,

nothing in the model was changed.

In Figure 3.7 we show example (mean) inferred images, at two (arbitrarily se-

lected) spectral bands, as computed via BPFA. All 106 spectral bands are analyzed

simultaneously. The average PSNR for the data cube (size 845× 512× 106) is 30.96

dB. While the PSNR value is of interest, for data of this type the more important

question concerns the ability to classify different materials based upon the hyper-

spectral data. In a separate forthcoming paper we consider classification based on
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Figure 3.7: Comparison of recovered band (average from Gibbs collection it-
erations) for hyperspectral imagery with 106 spectral bands. The interpolation is
performed using 2% of the hyperspectral datacube, selected uniformly at random.
The analysis employs 4× 4× 106 patches. All spectral bands are analyzed at once,
and here the data (recovered and original) are shown (arbitrarily) for bands 1 (top)
and 50 (bottom). Results are computed using the BPFA model.

the full datacube, and based upon the BPFA-inferred datacube using 2% of the vox-

els, with encouraging results reported. We also tried the low-rank matrix completion

algorithm from (J.-F. Cai and Shen, 2008) for the hyperspectral data, and even af-

ter extensive parameter tuning, the algorithm diverged for all hyperspectral data
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considered.

In Table 3.6 we summarize algorithm performance on another hyperspectral data

set, composed of 210 spectral bands. We show the PSNR values as a function of

percentage of observed data, and as a function of the size of the image patch. Note

that the 1× 1 patches only exploit spectral information, while the other patch sizes

exploit both spatial and spectral information.

Table 3.6: BPFA hyperspectral image interpolation PSNR results. For this example
the test image is a 150×150 urban image with 210 spectral bands. Results are shown
as a function of the percentage of observed voxels, for different sized patches (e.g.,
the 4× 4 case corresponds to 4× 4× 210 “patches”).

Observed data (%) 1× 1 2× 2 3× 3 4× 4
2 15.34 21.09 22.72 23.46
5 17.98 23.58 25.30 25.88
10 20.41 25.27 26.36 26.68
20 22.22 26.50 27.02 27.16

3.7 Conclusions

The truncated beta-Bernoulli process has been employed to learn dictionaries matched

to image patches {xi}i=1,N . The basic nonparametric Bayesian model is termed a

beta process factor analysis (BPFA) framework, and extensions have also been con-

sidered. Specifically, the Dirichlet process (DP) has been employed to cluster the

{xi}i=1,N , encouraging similar dictionary-element usage within respective clusters.

Further, the probit stick-breaking process (PSBP) has been used to impose that

proximate patches are more likely to be clustered similarly (imposing that they are

more probable to employ similar dictionary atoms). All inference has been per-

formed by a Gibbs sampler, with analytic update equations. The PBFA, DP-BPFA

and PSBP-BPFA have been applied to two problems in image processing: (i) denois-

ing, and (ii) image interpolation based upon a subset of pixels selected uniformly
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at random. We have also considered jointly performing (i) and (ii). Important

advantages of the proposed methods are: (i) a full posterior on model parameters

are inferred, and therefore “error bars” may be placed on the inverted images; (ii)

the noise variance need not be known, it is inferred within the analysis and may be

nonstationary, and it may be inferred in the presence of significant missing pixels;

(iii) while training data may be used to initialize the dictionary learning, this is

not needed, and the BPFA results are highly competitive even based upon random

initializations.

The interpolation problem is related to compressive sensing (CS), in that we

exploit the fact that {xi}i=1,N reside on a low-dimensional subspace of RP , such that

the total number of measurements is small relative toN ·P (recall xi ∈ RP ). However,

in CS one employs projection measurements Σxi, where Σ ∈ Rn×P , ideally with

n� P . The interpolation problem corresponds to the special case that each sample

has its own projection matrix Σi, the rows of which are randomly selected rows of

the P × P identity matrix. This problem is closely related to the problem of matrix

completion (Candès and Tao, 2010; Lawrence and Urtasun, 2009; Salakhutdinov and

Mnih, 2008; Zhou et al., 2010), where the incomplete matrix X ∈ RP×N has columns

defined by {xi}i=1,N .

While the PSBP-BPFA successfully segmented the image while performing de-

noising and interpolation of missing pixels, we found that the PSNR performance of

direct BPFA analysis performed very close to that of PSBP-BPFA in those appli-

cations. The use of PSBP-BPFA utilizes the spatial location of the image patches

employed in the analysis, and therefore it removes the exchangeability assumption

associated with the simple BPFA (the location of the patches may be interchanged

within the BPFA, without affecting the inference). However, since in the denoising

and interpolation problems we have many overlapping patches, the extra information

provided by PSBP-BPFA does not appear to be significant.
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3.A Gibbs Sampling Inference

The Gibbs sampling update equations are given below; we provide the update equa-

tions for the BPFA, and the DP and PSBP versions are relatively simple extensions.

Below, Σi represents the projection matrix on the data, for image patch xi. For the

CS problem, Σi is typically fully populated, while for the interpolation problem each

row of Σi is all zeros except for a single one, corresponding to the specific pixel that is

measured. The update equations are the conditional probability of each parameter,

conditioned on all other parameters in the model.

Sample dk

p(dk|−) ∝
N∏
i=1

N (yi; ΣiD(si � zi), γ−1
ε I‖Σi‖0)N (dk; 0, P−1IP )

It can be shown that dk can be drawn from a normal distribution

p(dk|−) ∼ N (µdk ,Σdk)

with the covariance Σdk and mean µdk expressed as

Σdk =

(
P I + γε

N∑
i=1

z2
iks

2
ikΣ

T
i Σi

)−1

µdk = γεΣdk

N∑
i=1

ziksikx̃
−k
i

where

x̃−ki = ΣT
i yi −ΣT

i ΣiD(si � zi) + ΣT
i Σidk(sik � zik).

Sample zk: = [z1k, z2k, · · · , zNk]
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p(zik|−) ∝ N (yi; ΣiD(si � zi), γ−1
ε I‖Σi‖0)Bernoulli(zik; πk)

The posterior probability that zik = 1 is proportional to

p1 = πk exp
[
−γε

2
(s2
ikd

T
kΣT

i Σidk − 2sikd
T
k x̃
−k
i )
]

and the posterior probability that zik = 0 is proportional to

p0 = 1− πk

so zik can be drawn from a Bernoulli distribution as

zik ∼ Bernoulli(
p1

p0 + p1

). (3.13)

Sample sk: = [s1k, s2k, · · · , sNk]

p(sik|−) ∝ N (yi; ΣiD(si � zi), γ−1
ε I‖Σi‖0)N (si; 0, γ−1

s IK)

It can be shown that sik can be drawn from a normal distribution

p(sik|−) ∼ N (µsik ,Σsik) (3.14)

with the variance Σsik and mean µsik expressed as

Σsik =
(
γs + γεz

2
ikd

T
kΣT

i Σidk
)−1

µsik = γεΣsikzikd
T
kΣT

i Σix̃
−k
i .

Note zik is equal to either 1 or 0, Σsik and µsik can be further expressed as

Σsik =

{ (
γs + γεd

T
kΣT

i Σidk
)−1

if zik = 1
γ−1
s if zik = 0
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µsik =

{
γεΣsikd

T
kΣT

i Σix̃
−k
i if zik = 1

0 if zik = 0
.

Sample πk

p(πk|−) ∝ Beta(πk;
a

K
,
b(K − 1)

K
)
N∏
i=1

Bernoulli(zik; πk)

It can be shown that πk can be drawn from a Beta distribution as

p(πk|−) ∼ Beta(
a

K
+

N∑
i=1

zik,
b(K − 1)

K
+N −

N∑
i=1

zik)

Sample γs

p(γs|−) ∝ Γ(γs; c0, d0)
N∏
i=1

N (si; 0, γ−1
s IK)

It can be shown that γs can be drawn from a Gamma distribution as

p(γs|−) ∼ Γ

(
c0 +

1

2
KN, d0 +

1

2

N∑
i=1

sTi si

)

Sample γε

p(γε|−) ∝ Γ(γε; e0, f0)
N∏
i=1

N (yi; ΣiD(si � zi), γ−1
ε I‖Σi‖0) (3.15)

It can be shown that γε can be drawn from a Gamma distribution as

p(γε|−) ∼ Γ

(
e0 +

1

2

N∑
i=1

‖Σi‖0, f0 +
1

2

N∑
i=1

‖ΣT
i yi −ΣT

i ΣiD(si � zi)‖2
`2

)
. (3.16)
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Note that ΣT
i Σi is a sparse identity matrix, Σdk is a diagonal matrix, and Z is

a sparse matrix, it is easy to find that only basic arithmetical operations are needed

and many unnecessary calculations can be avoided, leading to fast computation and

low memory requirement.
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4

Dependent Hierarchical Beta Process

A dependent hierarchical beta process (dHBP) is developed as a prior for data

that may be represented in terms of a sparse set of latent features, with covariate-

dependent feature usage. The dHBP is applicable to general covariates and data

models, imposing that signals with similar covariates are likely to be manifested in

terms of similar features. Coupling the dHBP with the Bernoulli process, and upon

marginalizing out the dHBP, the model may be interpreted as a covariate-dependent

hierarchical Indian buffet process. As applications, we consider interpolation and de-

noising of an image, with covariates defined by the location of image patches within

an image. Two types of noise models are considered: (i) typical white Gaussian

noise; and (ii) spiky noise of arbitrary amplitude, distributed uniformly at random.

In these examples, the features correspond to the atoms of a dictionary, learned

based upon the data under test (without a priori training data). We also consider

the simultaneous sparse modeling of multiple images, with the covariate of a given

image linked to its similarity to all other images (as applied in manifold learning).

State-of-the-art performance is demonstrated, with efficient inference using hybrid

48



Gibbs, Metropolis-Hastings and slice sampling.

4.1 Introduction

There has been significant recent interest in the Indian buffet process (IBP) (Griffiths

and Ghahramani, 2005; Knowles and Ghahramani, 2007; Miller et al., 2008; Rai and

Daumé, 2008; Williamson et al., 2010a) and in the related beta process (BP) (Paisley

and Carin, 2009; Teh and Gorur, 2009; Thibaux and Jordan, 2007; Zhou et al., 2012a,

2009). These models have been applied to factor analysis to infer a set of factors

(features/dictionary atoms) with which data may be sparsely represented. In many

applications the signal (and hence features) are dependent on observable covariates.

For example, in image-processing applications (Mairal et al., 2009a, 2008b; Zhou

et al., 2009) one often represents an image in terms of a set of local patches (each

composed of a contiguous subset of pixels), and the objective is to represent each

patch as a sparse linear combination of dictionary atoms (features). All patches

are processed jointly, and it is desirable to account for their spatial locations (the

covariates in this application) when learning the underlying dictionary.

For sparse image analysis, xi ∈ RP represents the ith image and {xi}i=1,N rep-

resents the set of images under analysis. The xi may represent the ith of N patches

from a single image, or it may represent the ith entire image in a set of N ; in both

cases, all N images {xi}i=1,N are analyzed jointly (“collaboratively”). Each xi is

assumed to be represented as a linear combination of a sparse set of atoms from a

dictionary D ∈ RP×K , where the columns of D represent dictionary atoms. A prior

is placed on D, and a posterior density function on D is to be learned in situ, based

on {xi}i=1,N (no additional training data). Further, the size of the dictionary (total

number of active atoms across all xi) is unknown, and to be inferred. Specifically,

xi = Dαi+εi, where αi is sparse and εi represents noise or residual. A prior is placed

on {εi}i=1,N , and the statistics of the residual/noise are also to be inferred. In recent
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research, it has been demonstrated that the beta process (BP) and Bernoulli process

(BeP) may be coupled to constitute a prior on {αi}i=1,N and D (Zhou et al., 2009),

to impose the desired sparseness and to infer the dictionary size and composition.

One may wish to impose a prior belief that samples (here {xi}i=1,N) with similar

covariates are likely to employ the same or similar factors; this is related to previ-

ous work on joint sparse analysis of multiple data vectors, but in that work (Chen

and Huo, 2006; Mishali and Eldar, 2008; Tropp, 2006) covariates were not explicitly

employed. To address this challenge, we develop a new model, termed the depen-

dent hierarchical beta process (dHBP), and relate it (via the Bernoulli process) to a

dependent hierarchical IBP.

Using the IBP metaphor, the proposed model imposes that data (“customers”)

that are far away from each other in covariate space interact and possibly share

atoms/parameters (“dishes”) via a “global buffet”; this global buffet is manifested

as in a conventional IBP, and reflects dish popularity across all data. However,

customers that are closer to each other in covariate space tend to have more sharing,

manifested by “local buffets” that reflect popularity of dishes in local neighborhoods

of covariate space.

4.1.1 Related Models

The phylogenetic IBP removes the assumption of sample exchangeability by impos-

ing prior knowledge on inter-sample relationships via a tree structure (Miller et al.,

2008). The form of the tree may be constituted as a result of covariates that are

available with the samples, but the tree is not necessarily unique, and therefore it

may be desirable in some applications to design a model based on the covariates di-

rectly. Toward this end, a dependent IBP (dIBP) model has been introduced recently,

with a hierarchical Gaussian process (GP) used to account for covariate dependence

(Williamson et al., 2010a), with the covariates embedded into the covariance matrix
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through a kernel. For the problem of interest here, when considering a potential

set of K features and N samples, one need perform K N -dimensional GP draws,

which may be expensive for the large N and K of interest in large-scale applications.

The proposed model is most related to Bayesian density regression (BDR) (Dunson

et al., 2007). The original BDR construction was developed for models based on the

Dirichlet process (DP), and here we extend it to a beta-Bernoulli process construc-

tion. Additionally, we here develop a covariate-dependent hierarchical beta process,

related to the work in (Thibaux and Jordan, 2007), while (Dunson et al., 2007) did

not consider a hierarchical DP.

4.1.2 Contributions

In this Chapter a new dependent hierarchical beta process is developed, its prop-

erties analyzed, and an efficient framework is constituted for analysis of large-scale

problems. Efficient inference is performed by integrating Gibbs, Metropolis-Hastings

and slice sampling. The model is applied to image interpolation and denoising, where

in this case the samples correspond to patches of pixels within the image, and the

covariates are linked to the position of the patches within the overall image. For the

denoising applications we jointly consider two types of noise: (i) traditional white

Gaussian noise; and (ii) sparse spiky noise of arbitrary amplitude, situated uniformly

at random within the image. The noise considered in (ii) generalizes ideas from ro-

bust principal components analysis (PCA) (Candès et al., 2011; Chandrasekaran

et al., 2009; Wright et al., 2009a) to a new class of problems.

4.2 Preliminaries

We review the BP, BeP and IBP, to set notation and to motivate the need to account

for covariates; we follow (Thibaux and Jordan, 2007). A beta process B ∼ BP(c, B0)

is a positive random measure on a space Ω, where c is a positive function over Ω,
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and B0 is a fixed measure on Ω, called the base measure; we assume c is a constant.

If B0 is non-atomic, then a draw B may be represented as B =
∑∞

k=1 pkδωk , where

ωk are i.i.d. draws from B/B(Ω) and pk are i.i.d. draws from a degenerate beta

distribution with parameter c. If B0 is discrete and of the form B0 =
∑

k qkδωk , then

B =
∑

k pkδωk , with pk ∼ Beta(cqk, c(1−qk)). If B0 is mixed discrete-continuous, B is

the sum of the two independent contributions. We now consider a draw X ∼ BeP(B)

from a Bernoulli process, for measure B on Ω. If B is continuous, then X =
∑K

k=1 δωk ,

where K ∼ Poisson(B(Ω)), and ωk are i.i.d. draws from B0/B0(Ω). If B is discrete

and of the form B =
∑

k pkδωk , then X =
∑

k bkδωk , where the bk ∼ Bernoulli(pk)

independently.

If we consider B ∼ BP(c, B0) and Xi ∼ BeP(B), for i = 1, . . . , n, then the

posterior distribution of B is

B|{Xi}i=1,n ∼ BP

(
c+ n,

c

c+ n
B0 +

1

c+ n

n∑
i=1

Xi

)

Hence, the BP is the conjugate prior for the BeP. Further, by integrating out B

Xn+1|{Xi}i=1,n ∼ BeP

(
c

c+ n
B0 +

1

c+ n

n∑
i=1

Xi

)
.

Note that 1
c+n

∑n
i=1 Xi =

∑
k
mn,k
c+n

δωk , where ωk represent the unique dishes/atoms se-

lected by the first n “customers” and mn,k represents the number of customers select-

ing the kth dish ωk. Additionally, Xn+1|{Xi}i=1,n = U + V , where U ∼ BeP( c
c+n

B0)

and V ∼ BeP( 1
c+n

∑n
i=1Xi). Thibaux and Jordan (Thibaux and Jordan, 2007)

explicitly relate the above construction to the Indian buffet process (Griffiths and

Ghahramani, 2005).

Note that the posteriors p(B|{Xi}i=1,n) and p(Xn+1|{Xi}i=1,n) are only depen-

dent on the count of atom usage among {Xi}i=1,n, and therefore the order of the
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{Xi}i=1,n may be interchanged with no change in the posterior probabilities. This

exchangeability assumption is inappropriate in many applications, and motivates the

proposed model.

4.3 Dependent Hierarchical Beta Process

4.3.1 Model Constructon

We consider data {xi}i=1,N with xi ∈ RP , and our objective is again to associate a

set of features represented by Xi =
∑

k δωk with sample xi. We also now introduce

a corresponding set of covariates {`i}i=1,N . The form of the covariates is general,

but to be explicit, we here assume `i ∈ RL. The covariates are used to impose

relationships between the N samples, summarized by a matrix A ∈ RN×N , where

each row of A sums to one, and its (i, j)th component is

aij = K(`i, `j)

/ N∑
j′=1

K(`i, `j′) (4.1)

where K(`i, `j) is a kernel which diminishes with increasing distance between `i and

`j and has the properties 0 ≤ K(`i, `j) ≤ 1 and K(`i, `i) = 1. The matrix A is

analogous to the random-walk matrix associated with diffusion analysis methods

(Nadler et al., 2005).

A measure Bi is associated with each sample i:

Bi =
N∑
j=1

aijB
∗
j , B∗j ∼ BP(c1, B) , B ∼ BP(c0, B0) (4.2)

where c0 and c1 are positive constants, and B0 is a base measure on Ω. The latent

feature vector Xi ∼ BeP(Bi) is associated with each sample i. The relationship

between the B∗j and B is analogous to the hierarchical BP in (Thibaux and Jordan,

2007), but now the covariate-dependent sample inter-relationships are accounted for
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via the aij. To help elucidate its properties, we express the dHBP in an alternative

manner, introducing the latent indicator Zi, as

Xi ∼ BeP(B∗Zi) , Zi ∼
∑N

j=1 aijδj ,

B∗j ∼ BP(c1, B) , B ∼ BP(c0, B0). (4.3)

If we marginalize out {B∗i }i=1,N and B, the {Xi}i=1,N may be generated as follows,

as a covariate-dependent generalization of the Indian buffet process (IBP).

For X1, which is associated with x1, we first draw Z1 ∼
∑N

j=1 a1jδj; X1 is drawn

from BeP(B∗Z1
), meaning M1 ∼ Poisson(B0(Ω)) atoms {ωk}k=1,M1 are drawn from

the base measure B0, and X1 =
∑M1

k=1 δωk . We now have

B∗i |i 6= Z1 ∼ BP(c1, B)

B∗Z1
|X1 ∼ BP

(
c1 + 1,

c1

c1 + 1
B +

1

c1 + 1
X1

)
B|Xg1 ∼ BP

(
c0 + 1,

c0

c0 + 1
B0 +

1

c0 + 1
Xg1

)
,

where X1 = Xg1. For X2, we draw Z2 ∼
∑N

j=1 a2jδj. If Z2 6= Z1, then X2 ∼

BeP( c0
c0+1

B0 + 1
c0+1

Xg1). In this case the M1 atoms in Xg1 are selected for inclusion

in X2 via i.i.d. sampling from Bernoulli( 1
c0+1

). Further, M2 ∼ Poisson( c0
c0+1

B0(Ω))

new atoms are drawn i.i.d. from B0; X2 is a sum of the selected atoms from Xg1

as well as the new draw of M2 atoms, and in this case again X2 = Xg2. On the

other hand, if Z2 = Z1, we need to distinguish dishes selected off the “local” buffet

from those selected off the “global” buffet. Since X2 ∼ BeP( c1
c1+1

B+ 1
c1+1

X1), in this

case X2 selects from among the M1 atoms of X1 on the “local” buffet, these drawn

i.i.d. as Bernoulli( 1
c1+1

); it also selects M2 ∼ Poisson( c1
c1+1

c0
c0+1

B0(Ω)) new atoms

drawn i.i.d. from B0; finally, it selects from among the atoms in Xg1 on the “global”

buffet, drawn i.i.d. Bernoulli( c1
c1+1

1
c0+1

). The vector X2 is represented as a sum of
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all selected atoms, as well as the new set of M2 atoms; Xg2 corresponds only to the

new atoms and the ones selected from among the atoms in Xg1. After doing this N

times, we have

B∗i |XN ,XgN ,ZN ∼

BP
(
c1 + ni,

c1
c1+ni

B + 1
c1+ni

∑N
j=1 1(Zj = i)Xj

)

B|XgN ∼ BP
(
c0 +N,

c0

c0 +N
B0 +

1

c0 +N

N∑
j=1

Xgj

)
where XN = {X1, . . . , XN}, XgN = {Xg1, . . . , XgN}, ZN = {Z1, . . . , ZN}, ni =∑N

j=1 1(Zj = i), and 1(·) is equal to one if the expression inside the brackets is true,

and it is zero otherwise. The 1
c1+ni

∑N
j=1 1(Zj = i)Xj defines the “local” buffet of

atoms at node i, and the probability of selecting each atom; 1
c0+N

∑N
j=1Xgj similarly

defines the “global” buffet, constituted as all N local buffets are formed. The global

buffet is still exchangeable, as in the original IBP, but the local buffets change with

index i, removing exchangeability.

4.3.2 Handling New Samples

Assume we employ the dHBP to analyze data {xi}i=1,N , and we now wish to use

this model to infer the appropriate set of features/atoms for new sample xN+1, with

associated covariate `N+1. We wish to do this without having to go back and analyze

{xi}i=1,N+1, as before, but rather we wish to directly use the result from the previous

analysis of {xi}i=1,N . For the specific examples we consider below all the {xi}i=1,N

are known a priori and therefore this issue of handling new samples does not occur.

However, the subsequent analysis nevertheless provides insight into the model, and

there are other applications for which one may wish to add a new sample xN+1.

Based upon the previous analysis of {xi}i=1,N , assume access to the atoms used

by each sample, this denoted XN = {Xi}i=1,N , as well as the set of atoms XgN =
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{Xgi}i=1,N associated with the “global” buffet. Further, we initially assume access

to ZN+1 = {Zi}i=1,N+1. Then XN+1, associated with xN+1, is drawn

XN+1|XN ,XgN ,ZN+1 ∼

BeP

(
c1BN

c1+
∑N
i=1 1(Zi=ZN+1)

+
∑N
i=1 1(Zi=ZN+1)Xi

c1+
∑N
i=1 1(Zi=ZN+1)

)
(4.4)

where BN = c0
c0+N

B0 + 1
c0+N

∑N
i=1Xgi.

Assume N � c0, such that c0
c0+N

B0(Ω) ≈ 0, and therefore the probability of

drawing new atoms for representation of xN+1 is negligibly small. Assuming we

know ZN+1 and assuming c0
c0+N

B0(Ω) = 0, we therefore have

XN+1|XN ,XgN ,ZN+1 = U + V

U ∼ BeP

(
c1

c1+
∑N
i=1 1(Zi=ZN+1)

1
c0+N

∑N
i=1Xgi

)

V ∼ BeP

( ∑N
i=1 1(Zi=ZN+1)Xi

c1+
∑N
i=1 1(Zi=ZN+1)

)
(4.5)

Equation (4.5) provides further insight into the model. Specifically, if xN+1 is

in a neighborhood of many members of {xi}i=1,N (i.e., if c1 is small relative to∑N
i=1 1(Zi = ZN+1)), then c1

c1+
∑N
i=1 1(Zi=ZN+1)

is likely to be small, and therefore U

is unlikely to contribute atoms for XN+1. In this case V will dominate, it corre-

sponding to a buffet of atoms that are popular within a neighborhood of xN+1, and

these atoms are more probable to be selected by xN+1 if they are popular within the

neighborhood. By contrast, if xN+1 is isolated from the samples in {xi}i=1,N , then

it is expected that
∑N

i=1 1(Zi = ZN+1) will be small or zero, in which case the atoms

associated with xN+1 will be constituted primarily from U , which corresponds to the

global buffet.

Using (4.1), we may compute aN+1,j for all j ∈ {1, . . . , N+1}, with
∑N+1

j=1 aN+1,j =

1. Doing this, we may now marginalize out ZN+1 in (4.5). However, we are not inter-

ested explicitly in what the values of {Zi}i=1,N are, only in whether Zi = ZN+1. We
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therefore marginalize out Zi, and consider all possible outcomes for 1(Zi = ZN+1).

Toward this end, let mi = 1 if Zi = ZN+1, while mi = 0 otherwise. Then upon

marginalizing out ZN+1, we have

XN+1|XN ,XgN ∼∑N+1
j=1

∑1
m1=0 · · ·

∑1
mN=0 p(j,m1, . . . ,mN)

BeP

(
c1

c1+
∑N
i=1mi

1
c0+N

∑N
i=1 Xgi +

∑N
i=1miXi

c1+
∑N
i=1mi

)

where

p(j,m1, . . . ,mN) =

aN+1,ja
m1
1j (1− a1j)

1−m1 · · · amNNj (1− aNj)1−mN (4.6)

Note that the expression for XN+1|XN ,XgN involves 2N summation terms for each

j ∈ {1, . . . , N + 1}. However, typically only a small number of terms need actually

be computed, as aN+1,j will only be non-negligible for j for which the associated xj

are within a neighborhood of xN+1. Further, it is only probable that mi 6= 0 when

xi is within a neighborhood of xN+1, and therefore one only need consider sums over

mi for i associated with xi in a neighborhood of xN+1. Therefore, in practice only a

small set of the sums need actually be computed, this constituting an efficient prior

for the atoms needed to model the new sample xN+1.

4.3.3 Covariate-Dependent Correlations

Theorem 1: For any measurable subset S and xi,xi′ ∈ RP , Bi and Bi′ are depen-

dent random probability measures, with

corr{Bi(S), Bi′(S)} =
< ai,ai′ >

‖ai‖ · ‖ai′‖
(4.7)

where ai = [ai1, . . . , aiN ]T . �

Proof : The correlation between Bi(S) and Bi′(S) can be expressed as
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corr{Bi(S),Bi′(S)}=
E{Bi(S)Bi′ (S)}−E{Bi(S)}E{Bi′ (S)}

[V {Bi(S)}V {Bi′ (S)}]1/2 .

Following (Dunson et al., 2007), the numerator can be simplified as

N∑
j=1

aijai′jV {B∗j (S)}.

Since V {B∗i (S)} = V {B∗j (S)} for i 6= j, V {Bi(S)} can be expressed as V {Bi(S)} =

‖ai‖2V {B∗j (S)}. Hence, corr{Bi(S), Bi′(S)} may be expressed as

∑N
j=1 aijai′jV {B∗j (S)}[

‖ai‖2V {B∗i (S)}‖ai′‖2V {B′∗i (S)}
]1/2 =

< ai,ai′ >

‖ai‖ · ‖ai′‖
. �

4.4 Dictionary Learning for Interpolation & Denoising

4.4.1 Dictionary Learning with Beta Process

When not considering the covariate dependence (assuming {xi}i=1,N are exchange-

able), we draw the dictionary atoms and the associated atom usage probabilities

from a (truncated) beta process (BP) and link them to a sample’s atom usage via a

Bernoulli process (BeP). The data xi is represented as

xi = D(si � zi) + εi (4.8)

where � represents the Hadamard product, D = [d1, · · · ,dK ], si = [si1, · · · , siK ]T ,

zi = [zi1, · · · , ziK ]T , sik ∈ R, zik ∈ {0, 1} indicates whether the kth atom is active

within sample i, and εi is the residual error; the truncation level K is set large

enough such that not all K atoms are actually used in the representation of the data

{xi}i=1,N , and in this sense the size of active dictionary elements is inferred. The

binary indicator zik = Xi(dk) is drawn as zik ∼ Bernoulli(πk) with πk = B(dk).

The hierarchical form of the model is

xi ∼ N (D(si � zi), γ−1
ε IP ) (4.9)

dk ∼ N (0, P−1IP ), si ∼ N (0, γ−1
s IK) (4.10)

zik ∼ Bernoulli(πk), πk ∼ Beta(cη, c(1− η)) (4.11)
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where gamma hyper-priors are placed on both γε and γs. The probability distribution

N (0, P−1IP ) plays the role of the base measure B0; we set η = 1/K, and for large K

Beta(c/K, c(1− 1/K)) approximates the improper beta distribution with parameter

c.

4.4.2 Dictionary Learning with dHBP

When employing the hierarchical construction in (5.1), equation (5.9) generalizes as

zik ∼ Bernoulli(πik), πik =
∑
j∈Qi

aijπ
∗
jk

π∗jk ∼ Beta(c1ηk, c1(1− ηk))

ηk ∼ Beta(c0η0, c0(1− η0)). (4.12)

where zik = Xi(dk), πik = Bi(dk), π
∗
jk = B∗j (dk) and ηk = B(dk).

4.4.3 Implementation

In the application of image interpolation and denoising, we are given an incomplete

and noisy image of size Mx ×My, which is partitioned into N overlapping W ×W

patches {xi}i=1,N , with xi ∈ RP , P = W 2 and N = (Mx −W + 1)× (My −W + 1);

we typically set W = 8. In this case the ith patch is assumed to have an associated

covariate vector `i = [ix, iy]
T , representing its spatial location in the original image.

We consider the kernel function

K(`i, `j) = δ(j ∈ Qi) exp(−‖`i − `j‖2/σ) (4.13)

where Qi = {j : ‖`i − `j‖2 ≤ L} is a pre-defined spatial neighborhood of i, δ(·) = 1

if the argument is true and it is zero elsewise, and σ is the kernel width. We can

calculate aij by (4.1) and we have aij 6= 0 if and only if j ∈ Qi. This way of defining

neighborhoods is similar to that used in Isomap (Tenenbaum et al., 2000).

Missing Pixels

With missing pixels, we observe yi = Σixi, where Σi is the sampling matrix, con-

structed by selecting a subset of rows from the identity matrix IP . The matrix Σi is
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a function of the patch index i, and ΣiΣ
T
i = I‖Σi‖0 . With ΣT

i ΣiΣ̄
T
i Σ̄i = 0P , where

Σ̄i is the sampling matrix for missing pixels in patch i (it identifies the missing-pixel

locations), the likelihood term can be expressed as

N (xi; D(si � zi), γ−1
ε IP ) =

N (ΣT
i yi; Σ

T
i ΣiD(si � zi),ΣT

i Σiγ
−1
ε IP )

N (Σ̄T
i Σ̄ixi; Σ̄

T
i Σ̄iD(si � zi), Σ̄T

i Σ̄iγ
−1
ε IP ). (4.14)

Thus the missing-pixel values can be integrated out analytically, and one may only

consider the observed yi when performing inference.

Sparse Spiky Noise

The sparse spiky noise may exist at any pixel, uniformly at random, and the spike

amplitude may be large. The presence of a spike at a given pixel, particularly when

the spike amplitude is large, is similar to the case of missing pixels discussed above,

as the original pixel value is essentially lost. The complexity of this problem is that

the location of the spike is assumed unknown, and must be inferred by the model.

We add a sparse noise term vi �mi to the model as

xi = D(si � zi) + εi + vi �mi (4.15)

where vi = [vi1, · · · , viP ]T and mi = [mi1, · · · ,miP ]T , vip ∈ R and mip ∈ {0, 1} is the

binary indicator. A beta-Bernoulli prior is constituted on mi as

mip ∼ Bernoulli(π′ip), π′ip ∼ Beta(a0, b0). (4.16)

Additionally, we impose vi ∼ N (0, γ−1
v IP ) with a gamma hyper-prior on γv, allowing

inference of the spike level. After performing analysis with this model, the noise free

data is estimated as x̂i = D(si � zi). In the experiments a0 = 1 and b0 = 100.

The model developed here, with a usually over-complete dictionary, generalizes

the assumptions of robust PCA (Wright et al., 2009a) (which assumes low-rank),

widening the class of problems for which sparse spiky noise models are appropriate.
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4.4.4 Inference

The inference is performed using MCMC analysis. Update equations not associated

with the BP model discussed in (Zhou et al., 2009), are summarized below.

Sample π∗jk. Denote π−jik =
∑

`6=j ai`π
∗
`k = πik − aijπ∗jk, the posterior of π∗jk can be

expressed as

p(π∗jk|−) ∝ Beta
(
π∗jk; c1ηk, c1(1− ηk)

)
∏

i:{j∈Qi}

Bernoulli(zik; aijπ
∗
jk + π−jik ) (4.17)

which cannot be directly sampled from. However, we can connect π∗jk with the

popularity of the kth atom dk in the neighborhood of patch j by assuming

π∗jk ∼ Beta

(
c1ηk +

∑
i:{j∈Qi}

zik, c1(1− ηk) +
∑

i:{j∈Qi}

(1− zik)
)
. (4.18)

We use this as the proposal distribution Q in a Metropolis-Hastings (M-H) indepen-

dence chain (Hastings, 1970) and accept π∗jk
t+1 = π∗jk

′ with probability min{pjk, 1},

where

pjk =
p(π∗jk

′)

p(π∗jk
t)

Q(π∗jk
t)

Q(π∗jk
′)

=
(π∗jkt
π∗jk
′

)∑
i:{j∈Qi}

zik
(1− π∗jkt

1− π∗jk ′
)∑

i:{j∈Qi}
(1−zik)

∏
i:{j∈Qi}

(
1 +

∆jk

πikt

)zik(
1− ∆jk

1− πikt
)1−zik

(4.19)

where ∆jk = aij(π
∗
jk
′ − π∗jkt).
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Sample ηk. The posterior of ηk can be expressed as

p(ηk|−) ∝ Beta
(
ηk; c0η0, c0(1− η0)

)
N∏
j=1

Beta
(
π∗jk; c1ηk, c1(1− ηk)

)
. (4.20)

Considering the special case of c1 = 1 and with the Euler’s reflection formula Γ(1−

x)Γ(x) = π/sin(πx), we have

p(ηk|−) ∝ ηc0η0−1
k (1− ηk)c0(1−η0)−1 sinN(πηk)

exp

(
c1ηk

N∑
j=1

log
( π∗jk

1− π∗jk

))
. (4.21)

With slice sampling (Damlen et al., 1999), we let

uk ∼ Unif
(
0, ηc0η0−1

k

)
, wk ∼ Unif

(
0, sinN(πηk)

)
vk ∼ Unif

(
0, (1− ηk)c0(1−η0)−1

)
(4.22)

and then draw ηk from the truncated exponential distribution as

ηk ∼ Exp

(
− c1

N∑
j=1

log
( π∗jk

1− π∗jk

))
I(ηk). (4.23)

where I(ηk) represents the range of ηk derived from (4.22). We use a default value

c1 = 1 in this Chapter which gives a flexible prior for π∗jk and also obtains efficient

computation. Other values of c1 can also be used and the random walk M-H can be

applied.

Sample vip and mip. It is easy to show that vip and mip can be sampled as

vip ∼ N
(
γεmipx̄ip(γv + γεm

2
ip)
−1, (γv + γεm

2
ip)
−1
)

mip ∼ Bernoulli

(
π′ip exp[− γε

2
(−2x̄ipvip+v2ip)]

1−π′ip+π′ip exp[− γε
2

(−2x̄ipvip+v2ip)]

)
where x̄i = xi −D(si � zi) and x̄ip is its pth element.
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4.5 Experimental Results

In the analysis that follows, 2500 MCMC iterations are used (2000 burn-in and 500

collection, from a random start). Each MCMC sample produces an image estimate.

The results reported here are based on an average of the collection samples. Ad-

ditionally, the pixel value for each MCMC sample is the average across 64 patches,

from the 64 overlapping patches in which each pixel resides (except for near the

image edges). Similar image-analysis results were found using as few as 250 MCMC

iterations, and using just the last MCMC sample (again averaging patches to con-

stitute the value of each pixel). A quantitative comparison between using 2500 and

250 MCMC iterations is discussed at the end of this section. For dHBP, the M-H

acceptance rates were found to be greater than 90%. Finally, in all examples no pa-

rameter tuning has been performed; the gamma hyper-priors placed on all precision

terms throughout the models were set as Gamma(10−6, 10−6).

Before proceeding, we note that most nonparametric Bayesian models are under-

identified in a frequentist sense, as we have more parameters than data points and

certainly cannot obtain unique maximum likelihood estimates of these parameters.

Many of the nonparametric and rich parametric models in the literature are over-

parameterized in this sense (e.g., (Dunson et al., 2007)), and there are many different

regions of the parameter space corresponding to similar likelihoods on observables.

For this reason, if we monitor latent quantities not on the observed data level, we

may obtain poor mixing. However, this is not a problem in conducting inferences on

identifiable quantities (e.g., the observed data density, at the layer of the image in

our studies) and indeed for over-parameterized hierarchical models one often obtains

excellent mixing for identifiable quantities (see (Bhattacharya and Dunson, 2010) for

a discussion); we observed this behavior in the proposed model.

4.5.1 Images with Missing Pixels and WGN

We assume {xi}i=1,N represent data from (overlapping) patches from a single image,

with a subset of pixels missing uniformly at random. The interpolation objective is to
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Figure 4.1: Comparison of interpolation results, considering BP (PSNR 26.90
dB) and dHBP (PSNR 29.92 dB) on the Barbara256 image, with 80% of its pixels
missing uniformly at random. In the first row, the left two images show the spatially-
dependent number of atoms ‖Xi‖0 used for representation of the patches throughout
the image, as computed by BP and dHBP, respectively, the third is the dHBP recon-
struction, and the fourth and fifth images show two different enlarged regions (top
left, top right, bottom left and bottom right quarters corresponding to the original
image under test, the BP reconstruction, the dHBP reconstruction, and the original
versions, respectively). In the second row, the first two images show the dictionaries
(the atoms are ordered based on their probabilities to be selected) inferred by BP
and dHBP, respectively, and the third to sixth images show four dictionary atoms
(resized from the size of 8× 8 to 80× 80 for visualization) and the associated atom
activation probabilities across the image (each patch has a corresponding πik).
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Figure 4.2: Comparison of interpolation results, considering BP and dHBP on
the 512 × 512 Boat and Hill images, with 80% of their pixels missing uniformly at
random. The left-most and third images show the dHBP reconstructions of Boat
and Hill, respectively. The second and fourth images show two enlarged regions as
in Figure 4.1.

recover the missing pixels, with this also to be performed in the presence of additive
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Table 4.1: Gray-scale image interpolation results (PSNR) for BP and dHBP, both
using patch size 8× 8. The top and bottom rows of each cell show the results of BP
and dHBP, respectively.

ratio C.man House Peppers Lena Barbara Boats F.print Man Couple Hill

20%
24.11 30.12 25.92 31.00 24.80 27.81 26.03 28.24 27.72 29.33
24.43 32.23 27.06 32.00 29.51 28.66 26.80 28.86 28.55 29.94

30%
25.71 33.14 28.19 33.31 27.52 30.00 29.01 30.06 30.00 31.21
26.50 35.64 29.30 34.23 32.29 30.90 29.23 30.76 30.65 31.67

50%
28.90 38.02 32.58 36.94 33.17 33.78 33.53 33.29 35.56 34.23
29.89 38.83 32.90 37.14 36.03 33.92 32.70 33.72 33.54 34.14

Table 4.2: Joint image interpolation and denoising results (PSNR) for BP and
dHBP, considering the Barbara256 image and patch size 8 × 8. The observed data
ratio ranges from 20% to 50% and the noise standard deviation ranges from 0 to 25.
The top and bottom rows of each cell show the results of BP and dHBP, respectively.

0 5 10 15 20 25

20%
26.90 26.81 26.25 25.30 24.44 23.74
29.92 29.22 27.90 26.65 25.63 24.73

30%
30.01 29.73 28.38 27.00 25.94 25.00
32.49 31.43 29.71 28.20 27.01 26.02

50%
35.41 33.59 31.16 29.31 27.89 26.80
36.83 34.42 31.94 30.20 28.77 27.77

noise (for this problem the noise is assumed to not be spiky). For this application,

the model parameters are set as L = 3 (i.e., 28 spatial neighbors), c0 = 10, c1 = 1,

σ = 5, and η0 = 0.5. The dictionary size K is set as 256 or 512, depending on the

size of the image. The dictionary atoms are initialized at random.

We compare dHBP results with those of BP (Zhou et al., 2009) (which assumes

exchangeability of the patches). The BP results are similar to those produced by

KSVD (Aharon et al., 2006; Elad and Aharon, 2006). In Fig. 4.1 we consider the

256 × 256 Barbara256 image, with 80% of its pixels missing uniformly at random.

In Fig. 4.2 we show the comparison on the 512 × 512 Boat and Hill images. The

dHBP yields sharp dictionary atoms, and the atom usage frequency map (spatial

dependence of ‖Xi‖0) reflects the local complexity of the image. Note from Fig. 4.1
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Figure 4.3: Left: Denoising results for BP (PSNR 18.53 dB) and dHBP (PSNR
29.69 dB) on the Peppers256 image, with 15% of its pixels corrupted by spiky noise
situated uniformly at random. The spike amplitudes are uniformly distributed be-
tween -255 and 255. WGN with the standard deviation of 15 is also added to the
image. Right: Denoising results for BP (PSNR 21.63 dB) and dHBP (PSNR 35.32
dB) on the House image with 10% of its pixels corrupted by spiky noise situated
uniformly at random. The spike amplitudes are uniformly distributed between -255
and 255 at random. WGN with the standard deviation of 10 is also added to the im-
age. In both the left and right parts, in the first column, the top and bottom images
are the original and corrupted images, respectively. The second and third columns
show the learned dictionaries (the atoms are ordered based on their probabilities to
be selected) and the recovered images, respectively, with the top and bottom rows
showing the results of dBHP and BP, respectively.

that the dHBP yields substantially more structured dictionary elements than BP,

implying that dHBP better tailors dictionary elements to local structure in the image.

Quantitative comparisons between BP and dHBP on image interpolation are

shown in Table 4.1. Quantitative comparisons for joint image interpolation and

denoising on the Barbara256 image are shown in Table 4.2. The noise level is auto-

matically estimated during the learning (in terms of the inverse precision of the noise

εi). For example, the noise standard deviations are estimated by dHBP to be 11.91,

16.47, and 21.25 when the percentage of observed data and and the true noise stan-

dard deviation are respectively 20% and 10, 30% and 15, and 50% and 20 (similarly

accurate estimates were found in all cases, and were also inferred via the BP model

in (Zhou et al., 2009)). In the case for which 80% pixels of the pixels are missing at

random, across the 10 test images considered here, the PSNR improvements range
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from about 0.3 dB to 4.7 dB, with the improvements mainly coming from regions

of an image with detailed local structure, such as edges and striped patterns, as

demonstrated in Figs. 4.1 and 4.2.

4.5.2 Images with Spiky and WGN Noise

We consider denoising an image corrupted simultaneously by additive noise of two

types: (i) sparse spiky noise situated uniformly at random within the image, with

amplitude distributed uniformly at random between −255 and 255; and (ii) WGN

(with results shown with standard deviation 10 and 15). Comparison between BP

and dHBP on the Peppers256 and House images under these two noise settings are

shown in Fig. 4.3. The dHBP successfully separates out the sparse spiky noise,

leading to a clean dictionary and an excellent restoration of the original image, while

BP fails to do so, with BP yielding dictionary atoms that are severely corrupted

by sparse spiky noise. We further tested the dHBP algorithm using joint priors for

WGN and spiky noise, considering images only corrupted by sparse spiky noise or

only WGN; we found that the algorithm performs well in both of these cases.

We have also considered using a heavy-tailed residual distribution for this spiky

noise. Specifically, we considered εi ∼ N (0,Γ−1
i γ−1

s ), with Γi = diag(γi1, . . . , γiP ) and

γij ∼ gamma(ν/2, ν/2) with ν the degrees of freedom in the induced t-distribution

for the residuals (one may place a prior on ν). The main point of this work is not

which of these spiky noise models is selected, since both work well. The key is that

we need to use spatial structure (covariates) when learning the model, otherwise it

will learn spikes in the dictionary elements.

All algorithms have been implemented in non-optimized Matlab. As an example,

when considering denoising a 256×256 image with 62, 001 8×8 patches, considering

joint WGN and spiky noise, BP required 24 seconds per Gibbs iteration, while dHBP

required 55 seconds per MCMC iteration using a PC with 2.4 GHz CPU. As a rep-

resentative example, for 20%, 30% and 50% observations in the image interpolation

experiments of Table 1 , the average PSNRs are increased by about 0.4, 0.6 and 1.1

dB when considering 2500 MCMC iterations, as opposed to only 250.
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4.5.3 Analysis of multiple images on a manifold

We assume that the {xi}i=1,N represent N images drawn from a data manifold, of

the type considered in previous manifold research (Nadler et al., 2005; Tenenbaum

et al., 2000). Our objective is to simultaneously learn a discriminative dictionary

and infer the probability of utilizing specific dictionary elements, as a function of

position on the manifold. In this example `i = xi. We consider the kernel function

K(`i, `j) = δ(j ∈ Qi) exp(−‖`i − `j‖2/σ) (4.24)

where δ(·) = 1 if the argument is true and it is zero otherwise, σ is the kernel width,

and Qi consists of the L nearest samples to the ith sample in terms of Euclidean

distance, with L as the pre-defined neighborhood size. This way of defining neighbor-

hoods is similar to that used in Isomap (Tenenbaum et al., 2000). We can calculate

aij by (4.1) and we have aij 6= 0 if and only if j ∈ Qi.

The model is truncated to K atoms, with the atoms {D = [d1, · · · ,dK ]} drawn

from a base measure B0, as in (Zhou et al., 2009). The truncation level K is set

large enough such that not all K atoms are actually used in the representation of

{xi}i=1,N , and in this sense the size of active dictionary elements is inferred. The

model parameters are set as K = 500, σ = 0.5, L = 15, c0 = 10 and c1 = 1. The

most unique aspect of the proposed model is the manner in which the covariates are

handled. Each xi is represented as

xi =
K∑
k=1

dk(sikzik) + εi (4.25)

where K is the truncation level on the possible number of dictionary elements, dk

is the kth dictionary atom, zik ∈ {0, 1} indicates whether the kth atom is active

within sample i, sik ∈ R, and εi is the residual error. In (Zhou et al., 2009) the

Beta-Bernoulli process is employed as the sparseness-promoting prior, with zik ∼

Bernoulli(πk) and πk ∼ Beta(c0η0, c0(1−η0)), so all the samples are assumed to have

the same probability πk of selecting the kth dictionary atom. In this Chapter we
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Figure 4.4: The first column shows the first 105 dictionary atoms (ordered by their
probabilities to be selected) learned by dHBP and the two dimensional embedding
of the high dimensional face data learned by Isomap. The second and third columns
show four representative atoms and their activation probabilities in the Isomap space.
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Figure 4.5: The atom activation density maps (each data point has a correspond-
ing πik) inferred by the dHBP on a set of MNIST handwirtten digits. The left image
show the three dimensional embedding of the high dimension digits learned by the
Isomap. The second to fourth images show the most used atoms by digits 0, 7 and
9 and their activation probabilities in the manifold.

draw the zik via the dHBP coupled to the Bernoulli process, as discussed in Section

4.3. The parameters associated with dHBP are not conjugate and they are sampled

with Metropolis-Hastings and slice sampling, while all the others are sampled with

Gibbs sampling as in (Zhou et al., 2009).

We test the proposed dHBP algorithm on both a face data set with 698 samples

(Tenenbaum et al., 2000) and a data set of 1500 samples, 150 per digit, taken from the
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MNIST handwritten digit database (Ranzato et al., 2006). The input data matrix

is pre-whitened with the Principle Component Analysis (PCA) transformation. The

dictionary atoms are initialized at random (using the same construction for B0 as in

(Zhou et al., 2009)). As shown in Fig. 4.4, the dHBP learns a face dictionary with

very distinct and discriminative atoms. To illustrate how these atoms are activated

in different regions of the manifold spanned by the data, we use Isomap to project

the high-dimensional data to a two-dimensional space (the analysis is performed

using the original high-dimensional data, with Isomap used here for visualization),

and in Fig. 4.4 we depict four representative atoms and their activation probabilities

across the manifold. One observes that an atom’s activation level (probability to be

selected) in a specific region of the manifold is closely related to its similarity to the

face samples residing in the respective region. In Fig. 4.5 we similarly show the dHBP

dictionary learning results on the MNIST digits. The activation probabilities of the

atoms most used, respectively, by 0, 7 and 9 are visualized in the three-dimensional

space again visualized via Isomap. One observes that the 7 and 9 atom activation

densities have a degree of overlap, but are distinct from that of the 0 atom. This

is intuitive because handwritten digits 7 and 9 have a certain confusion level with

each other, but both are distinct from 0. The discriminative dictionary atoms and

their intuitive activation patterns are desirable for the applications of clustering and

classification (Mairal et al., 2008a,b), with this to be studied in the future; these

results are only computed based on the goal of sparsely representing the data under

test (unsupervised).

4.6 Conclusions

A dependent hierarchical beta process (dHBP) is proposed and its properties are an-

alyzed. Efficient hybrid MCMC inference including Gibbs, Metropolis-Hastings and

slice sampling are presented. Encouraging performance is demonstrated on image-

processing applications including interpolation, denoising and sparse spiky noise re-

moval. Intuitive examples are presented for dictionary learning on images residing in
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a manifold. The dictionary elements appear to be highly discriminative, despite the

fact that the model is unsupervised. It is of interest in future research to extend this

methodology to classification, explicitly leveraging labels in a supervised manner.
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5

Landmark Dependent Hierarchical Beta Process

A landmark-dependent hierarchical beta process is developed for nonparametric

Bayesian dictionary learning, for data with associated covariates. The landmark

locations are learned, to which the data are linked through normalized kernels. A

dictionary-usage probability vector is associated with each landmark, encouraging

data with similar covariates to be represented in terms of similar dictionary atoms.

We consider two distinct applications: (i) denoising of an image corrupted by a su-

perposition of white Gaussian and spiky noise, and (ii) video background/foreground

modeling. The same framework achieves state-of-the-art results on both applications,

without parameter tuning.

5.1 Introduction

There has been significant recent interest in dictionary learning and sparse coding,

with applications in denoising, interpolation, feature extraction and classification

(Aharon et al., 2006; Boureau et al., 2010; Elad and Aharon, 2006; Jiang et al.,

2009; Lee et al., 2009; Mairal et al., 2009a; Wright et al., 2009b; Yu et al., 2010).

In the nonparametric Bayesian framework, it has been shown that dictionary learn-
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ing and sparse coding can be naturally formulated under a sparse factor analysis

(SFA) model (West, 2003), using the Indian buffet process (IBP) (Griffiths and

Ghahramani, 2005; Knowles and Ghahramani, 2007; Rai and Daumé, 2008) or the

closely related beta-Bernoulli process (Paisley and Carin, 2009; Teh and Gorur, 2009;

Thibaux and Jordan, 2007) as the sparseness-promoting prior (Zhou et al., 2009).

The factor loading and factor score correspond to the dictionary and sparse codes,

respectively.

These nonparametric Bayesian priors usually assume exchangeability between

samples, and there has been a fruitful line of research on removing this assumption in

the Dirichlet and Chinese restaurant processes, by introducing covariate-dependence

(Blei and Frazier, 2010; Dunson and Park, 2008; Dunson et al., 2007; Grifin and

Steel, 2006). Similar efforts have been devoted to the IBP. The phylogenetic IBP im-

poses prior knowledge on inter-sample relationships via a tree structure (Miller et al.,

2008). A dependent IBP (dIBP) model has been introduced recently, with a hierar-

chical Gaussian process (GP) used to account for covariate dependence (Williamson

et al., 2010a). When considering large-scale applications, the utilization of a GP may

be computationally expensive. Following these efforts, a dependent hierarchical beta

process (dHBP) has been recently introduced to regularize dictionary learning with

covariate-dependence (Zhou et al., 2011), replacing the basic beta process (BP) as

the sparseness-promoting prior. Using an N ×N random-walk matrix summarizing

the relationship between the N samples in covariate space, dHBP substantially out-

performs BP and demonstrates state-of-the-art performance on image reconstruction

applications. Despite the success of dHBP, it has unfavorable scaling with N , which

we wish to ameliorate in this Chapter.

Based on the hierarchical beta process (HBP) (Thibaux and Jordan, 2007), we

address nonparametric Bayesian dictionary learning and sparse coding for data that

are endowed with an associated covariate. We explore the idea that data nearby in
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covariate space are likely to be represented in terms of a similar subset of dictionary

atoms. Hence we employ “landmarks” in covariate space to guide the dictionary

usage probabilities, with the landmarks learned along with the dictionary atoms. We

refer to the proposed model as landmark-dependent HBP (Landmark-dHBP), whose

limiting cases are BP and dHBP for landmark sizes J = 1 and J = N , respectively.

With J � N , Landmark-dHBP has comparable computational complexity to BP,

and is considerably more efficient than dHBP for large-scale learning and out-of-

sample prediction.

We develop theoretical properties of Landmark-dHBP, summarize an efficient in-

ference algorithm, and apply it to challenging learning tasks. Specifically, we demon-

strate state-of-the-art results for dictionary learning employed for (i) denoising of an

image corrupted by a superposition of white Gaussian and spiky noise, and (ii) video

background/foreground modeling.

5.2 Review of Motivating Models

Building on the HBP (Thibaux and Jordan, 2007), a dependent HBP (dHBP) was

recently proposed to introduce covariant dependence, demonstrating significant im-

provements over BP in image interpolation and denoising applications. The model

can be express as

Bi =
N∑
j=1

aijB
∗
j , B

∗
j ∼ BP(c1, B), B ∼ BP(c0, B0), aij = K(`i, `j)/

N∑
j′=1

K(`i, `j′)

(5.1)

where c0 and c1 are constants, aij is an element of the random-walk matrix A ∈

<N×N , whose ith row ai = [ai1, . . . , aiN ] sums to one, `i ∈ RL is a covariate associated

with the ith sample, and the kernel K(`i, `j) monotonically decreases towards 0 with

increasing ‖`i − `j‖. As shown in (Zhou et al., 2011), for any measurable subset S,
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the dependent random measures Bi and Bi′ constituted as above satisfy

corr{Bi(S), Bi′(S)} =
< ai,ai′ >

‖ai‖ · ‖ai′‖
. (5.2)

When constructing the random-walk matrix, (Zhou et al., 2011) used a neighborhood

constraint on the kernel that K(`i, `j) 6= 0 if and only if j ∈ Qi, whereQi includes the

indexes of the L nearest covariates of `i from {`j}j=1,N . This construction, enforcing

that each row of A has only L nonzero elements, directly links B∗j to {Bi}{i:{j∈Qi}}.

Since given Bi, Xi is independently drawn as Xi ∼ BeP(Bi), this construction makes

it feasible to infer the posterior distribution of B∗j based on
∑

i:{j∈Qi}Xi.

5.3 Landmarks and Kernels

The salutary characteristics of (5.2) are undermined by several additional attributes.

First, the complexity of the model grows with the number of data samples N , even if

many of them provide redundant information. Second, inference on a new sample i′ is

complicated by the fact that one must retain all training data to compute the weights

{ai′j} when subsequently using the model. We seek to remove these deficiencies of the

dHBP model, while retaining its desirable characteristics, particulary the covariate-

dependent removal of exchangeability. Toward this end, we introduce the concept of

“landmarks” in the covariate space.

Consider the J landmarks { ˜̀
j}j=1,J to be learned, where each ˜̀

j ∈ RL. These

landmarks are meant to capture the support of the set of covariates {`i}i=1,N , serving

as reference points to guide the covariate-dependent usage of atoms {ωk}. We are

typically interested in J � N . For general covariate `, the landmark-dependent
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probability measure for atom usage is expressed as

B` =
J∑
j=1

a`jB
∗
j , B

∗
j ∼ BP(c1, B), B ∼ BP(c0, B0), a`j = K(`, ˜̀

j)/
J∑

j′=1

K(`, ˜̀
j′)

(5.3)

where K(`i, ˜̀
j) is a kernel as discussed above. Note that B` varies smoothly with the

covariate `. To complete the model specification, the landmarks are assumed drawn

from a probability measure H in RL, as ˜̀
j ∼ H. A natural and simple approach is to

densely select Ñ positions {`i}i=1,Ñ in the covariate space as potential landmarks, and

assume H =
∑Ñ

i=1 θiδ`i with θ = [θ1, . . . , θÑ ]T drawn from a Dirichlet distribution.

In this way the model selects a subset of the Ñ covariates as landmarks. The kernel

is constructed as

K(`i, ˜̀
j) = δ

(
j ∈ Qi

)
exp(−‖`i − ˜̀

j‖2/σ) (5.4)

where the kernel width σ is a constant and Qi includes the indexes of the L nearest

landmarks of `i from { ˜̀
j}j=1,J . We now have a random walk matrix A ∈ <N×J ,

each row of which ai ∈ <J has L nonzero components and sums to one. We are

typically interested in J � N , with dHBP and BP recovered as two limiting cases

as J increases to N and decreases to one, respectively.

5.3.1 Properties

Consider a fixed set of landmarks { ˜̀
j}. It directly follows (5.2) that draws from the

landmark-dependent measure B` in (5.3) satisfy

corr{B`(S), B`′(S)} = < a`,a`′ >/(‖a`‖ · ‖a`′‖) (5.5)

where a` = [a`1, . . . , a`J ]. This is true for any fixed set of landmarks, { ˜̀
j}, which

may not necessarily be well matched to the data. When using the proposed prior

in a model to fit data, the likelihood function encourages the posterior distribution
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on landmark positions to be well matched to the data, as discussed below when

considering specific applications.

To address further model properties, conditioned on fixed landmark positions

{ ˜̀
j}, we consider the marginal properties by which atoms are drawn. For sample i

we draw a set of atoms represented by Xi, where Xi =
∑∞

k=1 bikδωk ; Xi ∼ BeP(B`i),

with BeP(·) representing a Bernoulli process. If B`i =
∑∞

k=1 π`ikδωk , then bik ∼

Bernoulli(π`ik). Recall (Thibaux and Jordan, 2007) that if X1 ∼ BeP(B) with B ∼

BP(c, B0), then marginalizing out B we have X1 ∼ BeP(B0). Assuming B0 is non-

atomic, this implies that X1 is composed of m1 ∼ Poisson(B0(Ω)) atoms, each drawn

i.i.d. from B0/B0(Ω). Assuming X1 is so drawn, we have B|X1 ∼ BP(c+ 1, c
c+1

B0 +

1
c+1

X1), and again marginalizing out B we have X2|X1 ∼ BeP( c
c+1

B0 + 1
c+1

X1),

yielding X2 = X
(n)
2 + X

(e)
2 , with X

(e)
2 ∼ BeP( 1

c+1
X1) and X

(n)
2 ∼ BeP( c

c+1
B0).

Expression X
(e)
2 selects from among previously existing atoms (as defined by X1),

and X
(n)
2 selects a set of m2 new atoms from B0.

For fixed landmarks { ˜̀
j}, the generative process may be expressed as

Xi ∼ BeP(B∗zi) , zi|`i ∼
J∑
j=1

a`ijδj , B
∗
j ∼ BP(c1, B) , B ∼ BP(c0, B0) (5.6)

where zi is a latent indicator variable. If the generative process is followed sequen-

tially to constitute {Xi}i=1,N , one may show that with zN+1|`N+1 ∼
∑J

j=1 a`N+1jδj

XN+1 = X
(n)
N+1 +X

(e)
N+1 (5.7)

where X
(n)
N+1 ∼ BeP( c1

c1+nzN+1
VN) and X

(e)
N+1 ∼ BeP(

nzN+1

nzN+1
+c1

∑N
i=1 δ(zi = zN+1)Xi)

with VN = c0
c0+N

B0 + N
N+c0

∑N
i=1 X

(n)
i and nj =

∑N
i=1 δ(zi = j).

Each landmark has an associated “local” buffet. The probability of which land-

mark (and associated local buffet) sample i with covariate `i visits is dictated by
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its proximity in covariate space to all J such buffets, computed via {a`ij}j=1,J ; the

closer the landmark, the more likely it is visited. When sample N + 1 visits its cor-

responding local buffet (landmark), it may sample dishes (atoms) that already exist

at that buffet,
∑N

i=1 δ(zi = zN+1)Xi, with the probability of selecting from among

these dishes dictated by their popularity among the previous nzN+1
customers to that

local buffet. In addition, customer N + 1 may select new dishes from a “global” buf-

fet
∑N

i=1Xni shared among all covariate-dependent local buffets; this global buffet

accounts for all dishes across all N previous samples. Hence, XN+1 has two contri-

butions, with X
(n)
N+1 coming from the global buffet, and X

(e)
N+1 from existing dishes

at the local buffet associated with landmark ˜̀
zN+1

. When drawing from the global

buffet, a new dish may also be drawn from B0; however, when N � c0 it is unlikely

that such new dishes will be selected. Further, as nj becomes large relative to c1,

any subsequent customer to the jth local buffet is unlikely to select dishes off the

global buffet.

5.4 Dictionary Learning with Landmark-dHBP

5.4.1 Beta Process Factor Analysis

As shown in Fig. 5.1, a beta process sparse factor analysis (BPFA) model (Zhou

et al., 2009) can be constructed as

xi ∼ N (D(si � zi), γ−1
ε IP ), dk ∼ N (0, P−1IP ), si ∼ N (0, γ−1

s IK) (5.8)

zik ∼ Bernoulli(πk), πk ∼ Beta(cη, c(1− η)) (5.9)

where xi is the ith sample, � represents the Hadamard product, D = [d1, . . . ,dK ] ∈

RP×K is the dictionary, si = [si1, . . . , siK ]T , zi = [zi1, . . . , ziK ]T , sik ∈ R, zik =

Xi(dk) ∈ {0, 1} indicates whether the kth atom is active within sample i, and

πk = B(dk) is the probability for the kth atom to be selected. Gamma hyper-priors

are placed on both γε and γs. Additional hierarchical components shown in Fig. 5.1
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Beta process factor analysis Landmark‐dHBP Missing data layer Robustness term

Figure 5.1: Graphical model for beta process factor analysis, Landmark-dHBP,
the missing data layer and robustness term.

and explained below – including the covariate-dependence term, missing-data layer

and robustness term – do not change the basic structure of the model. Therefore,

the model inference and complexity stays about the same, and these additional com-

ponents can be independently turned on or off based on the requirements of specific

applications.

5.4.2 Landmark-dHBP Sparse Factor Analysis

Assuming we have data and associated covariates {xi, `i}i=1,N , when employing the

landmark-based construction in (5.3), (5.9) generalizes as

zik ∼ Bernoulli(πik), πik =
J∑
j=1

aijπ
∗
jk, (5.10)

π∗jk ∼ Beta(c1ηk, c1(1− ηk)), ηk ∼ Beta(c0η0, c0(1− η0)) (5.11)

where zik = X`i(dk), πik = B`i(dk), π
∗
jk = B∗˜̀

j
(dk), ηk = B(dk) and aij is constructed

via the landmarks as in (5.3). In the applications, we use all the observed covariates

as potential landmarks and learn the landmark positions with

˜̀
j = `gj , gj ∼

N∑
i=1

θiδi , θ ∼ Dir(α0, . . . , α0). (5.12)

In one application considered below, the objective is to denoise an image, poten-

tially in the presence of non-Gaussian noise. In this case the data {xi} correspond to

pixels from image patches, and the associated covariates {`i} locate patch positions
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within the image. For applications in which data reside on a manifold (or approx-

imate manifold), and we do not have spatial covariates as above, we may define

covariates as sample locations relative to each other. Specifically, we can define

`i = xi/‖xi‖2 (5.13)

and we have ‖`i−`i′‖2 =
√

2− 2 cos(xi,xi′), where the cosine distance cos(xi,xi′) =

xTi xi′/(‖xi‖2‖xi′‖2) is widely used to measure similarity between vectors. We will

utilize (5.13) for dictionary learning when spatial covariates in an image are unavail-

able.

After the dictionary and landmark locations are learned on the training data,

the jth landmark is encoded with a dictionary usage probability vector as π∗j =

[π∗j1, . . . , π
∗
jK ]T . Although we do not consider such in the applications below, this

framework may readily be employed to encode a new sample, without having to

return to the training data (as required in (Zhou et al., 2011)). For the sparse

coding of a new sample xi′ , we can calculate its kernel distances to the J landmarks

and calculate πi′ as

ai′j =
K(`i′ , ˜̀

j)∑J
j′=1K(`i′ , ˜̀

j′)
, πi′k =

J∑
j=1

ai′jπ
∗
jk. (5.14)

With πi′ and the learned dictionary D, we can infer the landmark-dependent sparse

codes of xi′ .

5.4.3 Handling Missing Data and Outliers

For data with missing components, we can add an additional layer to the model, as

yi = Σixi, where Σi is the sampling matrix (rows of Σi are all zeros except for a

single one, and the rows are orthogonal); Σi indicates which components of xi are

observed, and we only use the observed data {yi}i=1,N to infer the latent parameters

for missing data estimation.
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For data with outliers, motivated by recent increased interest in robust PCA

(RPCA) (Candès et al., 2011; Lin et al., 2009; Wright et al., 2009a), we assume that

in addition to the Gaussian noise εi, there are additive sparse spiky data components

as

xi = D(si � zi) + εi + vi �mi (5.15)

where vi = [v1, . . . , vP ]T andmi = [m1, . . . ,mP ]T , vip ∈ R is the weight and mip is the

binary spiky indicator. A beta-Bernoulli sparseness-promoting prior is constituted

on mi as mip ∼ Bernoulli(π̃ip) and π̃ip ∼ Beta(a0, b0). We impose vi ∼ N (0, γ−1
v IP )

and εi ∼ N (0, γ−1
ε IP ), with gamma hyperpriors on γv and γε. After performing

analysis with this model, the underlying data are estimated as x̂i = D(si � zi),

(ideally) free of outliers and noise.

5.4.4 Brief Discussion of Inference

The inference is performed using MCMC analysis, with slice sampling for ηk, Metropo-

lis - Hastings (M-H) for π∗jk and gj and Gibbs sampling for all the other parameters. In

practice we have found that the MCMC inference mixes well, yielding robust results

for a wide class of sophisticated applications, as discussed below. Space limitations

prohibit listing the update equations here, but they are provided as Supplemental

Material.

5.5 Example Results

The model parameters are here set as a0 = 1, b0 = 100, c0 = 10, c1 = 1, η0 = 0.5, and

the gamma hyper-priors are e0 = f0 = 10−6; these parameters were not optimized,

and many related settings yield similar results. Note that the landmark size J and the

number of closest landmarks L are two parameters selected based on a compromise

between computational complexity and the desired level of covariant dependence.

In general, as J increases, more finely calculated landmark-dependent sparseness
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properties are obtained, but the computational complexity increases at a fast rate,

and the number of latent parameters to estimate also rapidly increases, which might

lead to slower mixing and hence slower convergence. Let L0 denote the prior belief

that a local region formed by a set of L0 nearest samples share similar features,

we set L = max{bL0
J
N
e, 2}, where b·e represents the closest integer, and L is lower

bounded by 2 to enforce the dependance in case J is too small. All the experiments

are implemented with non-optimized Matlab, and the computational time is reported

based on a 2.67 GHz PC.

5.5.1 Local Latent Feature Discovery and Spiky Noise Removal

We consider denoising an image corrupted by a superposition of both sparse spiky

noise and white Guassian noise (WGN). We consider the 256 × 256 House image,

with similar results found on many different images (omitted for brevity). We extract

all 8× 8 overlapping patches and use their spatial locations as covariates. When the

patches are spatially proximate they tend to be similar; by contrast, the spiky noise

associated with nearby patches are less likely to share common features. However,

if one examines all patches, independent of their location (as in an exchangeable

model), it is possible for widely separated patches to have similar spiky anomalies;

in fact, for large images with many patches, it is likely. Hence, we anticipate that the

spatial covariates, which localize dictionary learning, will yield significant advantages

for this problem (i.e., good results are anticipated for dHBP and Landmark-dHBP,

but poor results are likely for BP and related non-Bayesian approaches (Lin et al.,

2009), because the latter employ the exchangeability assumption).

Due to the spatial contiguity observed in natural images, we set L0 = 29 based

on the assumption that a patch and its 28 spatial neighbors (within the radius of

3) are similar. Our objective is to separate out unusual components (spiky noise)

within local spatial regions. The dictionary size is set as K = 256 and not all the
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Figure 5.2: Denoisng results of BP, dHBP, Landmark-dHBP on “House” image
using in-situ or offline learning. 10% pixels are corrupted by spiky noise situated
uniformly at random, whose amplitudes are uniformly distributed between -255 and
255. Zero-mean WGN with standard deviation 10 is also added to the image. (a) the
original image; (f) the noisy image; (b)-(d) show dictionaries learned in situ, and (g)-
(i) show the denoised images for BP, dHBP and Landmark-dHBP with J = bN/64e,
respectively; (e) shows a dictionary learned off line with Landmark-dHBP, and (j)
show the denoised images for Landmark-dHBP with J = bN/64e; (k) shows the
denoising results as a function of the landmark size J for both in situ and off line
learning.

atoms are used, based on the posterior usage of dictionary atoms (not shown, for

brevity). With the same robustness term in (5.15) to model the sparse spiky noise,

we apply BP, dHBP, and Landmark-dHBP to discover latent local features.

We first consider in situ feature learning, in which no a priori training images are

employed, and all the latent parameters (including the dictionary) are inferred solely

based on the corrupted data under test. As shown in Figs. 5.2(b) and (g), BP learns

dictionary atoms containing sparse spiky noise, which are not rare when observed

across the entire image, leading to the worst denoising performance (PSNR of 26.71

dB); this is a result of the exchangeability assumption. The dHBP and Landmark-

dHBP models use the locations of the patch centers as covariates, imposing spatial-

dependence and spatial locality. As shown in Figs. 5.2(c) and (h), dHBP successfully

regularizes dictionary learning and sparse coding, leading to uncontaminated dictio-

nary atoms and much better denoising results (35.32 dB). The Landmark-dHBP

learns the positions of landmarks, in addition to learning the dictionary, and as
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shown in Figs. 5.2(d) and (i), with J = bN/64e, where N = (256− 8 + 1)2 = 62001,

it learns localized dictionary atoms and has the best denoising results (although it

learns more spiky contaminated atoms than dHBP, it discovers the most local struc-

tures). If we set J equal to bN/4096e, bN/1024e, bN/256e, bN/64e, and bN/16e,

each MCMC iteration takes about 20, 27, 31, 49 and 95 seconds, and it learns re-

spectively 14, 61, 232, 801 and 2564 unique landmark positions. As shown by the

blue curve in Fig. 5.2(k), as the landmark size increases, the performance generally

improves until it saturates. The results reported here are based on 2000 burn-in and

500 collection samples (results averaged across collection samples), but we find that

even 250 MCMC iterations can produce satisfactory denoising results, whose PSNRs

are about 1 dB worse than those reported here.

We also considered using Landmark-dHBP to learn a dictionary offline, based on

3× 104 patches of size 8× 8, extracted at random from 300 images in the Berkeley

image segmentation dataset (similar offline dictionary learning has been employed

elsewhere, for example in (Jenatton et al., 2010)). In this case we do not have spatial

covariates, because the patches come from many different images. We therefore for

this application use (5.13) as covariates; by using (5.13), we impose that patches

that are similar in form are likely to be represented by similar dictionary atoms.

The offline-learned dictionary with K = 256 is shown in Fig. 5.2(e). This dictionary

is then fixed within BP, dHBP and Landmark-dHBP for executing the denoising

of test images. With this offline-learned dictionary, on the test image dHBP and

Landmark-dHBP again employ covariates defined by the spatial locations of the

patches in the image to be denoised, as was done above for online learning. Hence,

in this application covariates are employed in two distinct forms: (i) Landmark-

dHBP employs (5.13) to learn the dictionary offline, and (ii) this learned dictionary

is employed on the noisy test image, and for denoising spatial locations of the patches

are used as covariates by dHBP and Landmark-dHBP.
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Figure 5.2(j) shows the denoising results based on offline dictionary learning,

for the best choice of J , and the red curve in Fig. 5.2(k) shows PSNR values of

the offline approach, for all J considered. From these results we infer that offline

learning of the dictionary provides reasonable results. However, it only recovers

major structure in the image, and fails to recover detailed structure unique to the

image under test, such as the brick texture on the wall of the house. We also

tried using a larger size of training data and a larger size of dictionary, but the

performance gains were insignificant. This is not surprising, since an offline-learned

dictionary tends to capture general behavior across a wide range of randomly selected

images, and therefore it may miss detailed local structure specific to a test image.

By contrast, in the in situ dictionary feature learning, with covariate-dependence

introduced via Landmark-dHBP and dHBP, the model is able to recover detailed local

structures from the corrupted data, leading to the best results. This phenomemon

was also observed on many other images, especially for these with complicated local

structure.

As a comparison to a non-Bayesian approach to this denoising problem, we also

considered the augmented Lagrange multiplier (ALM) (Lin et al., 2009) method, a

state-of-the-art implementation of RPCA, designed for removal of spiky noise like

that considered here. In this case, with the N = 62001 patches in the image, ALM

was here applied to a matrix of size R64×62001. ALM proved ineffective at removing

the noise, most likely because of a violation of the low-rank assumption; additionally,

ALM does not employ covariates, and in that sense it is like BP (assumes exchange-

ability).

5.5.2 Video Background/Foreground Modeling

Recent research on robust PCA (RPCA) has resulted in new ways to analyze video.

RPCA (Candès et al., 2011) constitutes a video matrix X ∈ RP×N , with N frames,
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Figure 5.3: Comparison of the extracted foreground between RPCA and the pro-
posed model, on a gray-scale and a RGB videos with constant irregular camera mo-
tion. Detected non-foreground pixels are displayed in blue, and detected foreground
pixels of RPCA are scale normalized for visualization. (a)-(c), (d)-(f): Each column
is a frame and its rows from top to bottom are the RPCA extracted foreground, using
the best two stopping points of ALM (Lin et al., 2009) found with experiments, the
foreground extracted by our model and the original video, respectively.
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Figure 5.4: Comparison of the extracted background and foreground between
RPCA and the proposed model. (a)-(c) Detected background and foreground of
RPCA and for the proposed model; in each sub-figure, the left and right columns
show frames 50 and 150, respectively.

each of dimension P (after “unwrapping” the image into a vector). RPCA employs

the decomposition X = L + V, where the background L is modeled as low rank and

the foreground V is modeled as sparse. When implementing RPCA one typically

must pre-specify the stopping criteria based on the noise variance or the “true” rank

of the background, making careful parameter tuning unavoidable.

Under the nonparametric Bayesian dictionary learning framework, we propose to
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replace (5.15) with

xi = li � (1−mi) + vi �mi + εi (5.16)

to model a video frame, where li = D(si � zi) is the modeled background, while

li � (1 −mi), and vi �mi are models of the actually observed background and

foreground, respectively. Further, mip ∈ {0, 1} is a binary background/foreground

indicator, with mip ∼ Bernoulli(π̃ip). The noise is now explicitly modeled, and its

variance is inferred (RPCA requires knowledge of the noise variance); specifically,

we assume εi has components drawn i.i.d. from a Gaussian with associated preci-

sion that is inferred, using a gamma prior. Within the video analysis, we employ

covariates in two ways. First, landmark-dHBP is employed with time (frame index)

as the covariate, encouraging proximate frames to employ similar dictionary atoms

to model the background (this part of the model controls zi in (5.16)). Secondly, we

employ pixel locations as covariates, and use Landmark-dHBP (more precisely, an

analogous construction without explicit dictionary atoms) to model the variation of

π̃ip as a function of pixel location; in this case we do not impose a vector of probabil-

ities with each landmark, but only one probability, associated with π̃ip above. This

latter use of landmarks controls mi, encouraging spatially and temporally contigu-

ous foreground objects. All videos from the below analysis can be viewed online at

http://www.youtube.com/user/bayesianvideo.

As a comparison, we consider the ALM algorithm (Lin et al., 2009), a state-of-

the-art implementation of RPCA, and search the two best stopping points through

experiments, with which we compare to the results of our model (ALM is often sensi-

tive to its stopping point, so we tune that to provide its best results). It is anticipated

that results from the proposed model will be significantly better than ALM because

the former imposes more structure: frame consistency on the background and pixel

consistency on the foreground. Additionally, the proposed method has the advantage
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of learning the noise variance, and therefore there are no stopping-point issues with

the associated inference.

The first example has 101 frames of gray-scale video 176 × 120 pixels, and the

second has 120 frames of RGB video with 160×120 pixels; both videos are character-

ized by irregular camera motion and real noise. The proposed model required 10 and

25 seconds per MCMC iteration, respectively, for these two examples. Results are

shown in Fig. 5.3, demonstrating that the proposed dual-landmark model is robust

to the non-stationary background, and accurately detects the full body of the moving

objects, even when parts of them are not easily visible due to low contrast relative

to the background. For reasons anticipated above, RPCA is much more sensitive

to camera motion, and it is sensitive to the stopping criteria. In both examples,

when the iterations are stopped early enough to produce a reasonable foreground

estimation, it estimates the background with a rank too small to reveal background

variations. Whereas if the iterations are stopped later, it produces reasonable back-

ground estimation, but the foreground is severely corrupted with noise.

The third video example has 250 gray-scale frames, each frame 144 × 192, cor-

responding to a traffic-surveillance video. This video is fairly complicated since the

background is time-varying, e.g., there are major changes when the traffic light signal

switches, and the foreground objects appear in a large variety of intensities, sizes,

shapes and quantities. As shown in Fig. 5.4, the proposed model unambiguously

captures background transitions caused by traffic light switching, and captures well

the moving objects, including walking persons and moving vehicles. Pixel intensity

fluctuations caused by waving trees are modeled as non-stationary noise, affecting

neither the background nor the foreground. By contrast, RPCA yields an overly

smoothed background estimate, and it usually breaks slowly moving objects into

both background and foreground. In addition, if it does not stop early enough (in

its iterative solution), the detected foreground is severely corrupted by noise.
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5.6 Conclusions

A landmark-dependent hierarchical beta process is developed and applied for non-

parametric Bayesian dictionary learning and sparse coding. The model infers a rel-

atively low-dimensional set of landmarks in covariate space, and each landmark has

an associated probability vector, controlling dictionary usage. The probability of

dictionary usage varies smoothly as a function of covariates, as manifested by a ker-

nel that relates the landmark covariates to the covariates of the data of interest.

Results have been presented for a series of sophisticated image-processing and video-

analysis applications, motivated by recent research on robust PCA (Candès et al.,

2011; Lin et al., 2009; Wright et al., 2009a). In these applications the covariates

have taken different forms. Specifically, we have considered the problem of denois-

ing an image characterized by a combination of Gaussian and spiky noise. When

the dictionary atoms are learned in situ, with no training data, the covariates cor-

responded to the location of patches in the image. When we learned a dictionary

offline, based on a set of training images, the covariates were related to the rela-

tive similarity of the patches, imposing that patches with similar structure should

be characterized in terms of similar dictionary usage. The proposed model yielded

state-of-the-art performance on the denoising application, significantly better than

BP, and much more efficient computationally than dHBP (Zhou et al., 2011). We

also presented state-of-the-art results on separating background/foreground in video.

In this case the covariates took two different forms, simultaneously within the same

analysis. Specifically, to impose consistency of dictionary usage in representing the

background, from frame to frame in the video, the covariate corresponded to the

frame index (time). Additionally, landmarks were also learned in the spatial pixel

space, imposing that foreground pixels (objects) should be spatially and temporally

contiguous. The flexibility of the model to address these diverse and complicated in-
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ference tasks, and the quality of the results, demonstrate the promise for exploiting

covariates in the context of Bayesian modeling, and particularly when performing

dictionary learning.
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6

Bayesian Convolutional Dictionary Learning

In patch based method, an image A ∈ RNx×Ny is first partitioned into N = (Nx −

B + 1) × (Ny − B + 1) (or N = (Nx + B − 1) × (Ny + B − 1), with zero-padding)

overlapping B×B patches. Denote X = f−1(A) ∈ RP×N as the patch matrix, where

P = B2 and f−1(·) denotes the operation of extracting patches from an image. Each

patch xij is represented as a sparse linear combination of the K atoms in a dictionary

D = [d1, · · · ,dK ] ∈ RP×K as

xij =
K∑
k=1

dkαijk + εij (6.1)

where εij is the residual error and the weight vector αij = [αij1, · · · , αijK ]T is con-

strained to be sparse. With x̂ij =
∑K

k=1 dkαijk, the original image can be esti-

mated as Â = f(X̂), where X̂ = [x̂11, · · · , x̂(Nx−B+1)(Ny−B+1)]
T (or X̂ = [x̂11, · · · ,

x̂(Nx+B−1)(Ny+B−1)]
T considering zero-padding) and f(·) denotes reconstructing an

image with the overlapping sum of patches.

The patch based method demonstrates tremendous success in image denoising,

inpainting and classification. However, it dose not exploit the relationship between
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patches and requires a large amount of memory to store the patch matrix.

6.1 Convolutional Dictionary Learning

Instead of explicitly extracting patches to formulate the patch matrix X and repre-

senting a patch as in (6.1), we consider decomposing A as

A =
K∑
k=1

Ak + εA (6.2)

where Ak ∈ RNx×Ny is the kth sub-image, εA ∈ RNx×Ny is the residual error image.

Assume we can have

Ak = f(dkαk:) (6.3)

where αk: = [α11k, · · · , α(Nx−B+1)(Ny−B+1)k] and f(·) is an operator that reconstructs

Ak as

Ak(i, j) =

∑B
bx=1

∑B
by=1 dk(bx, by)α(i−bx+1)(j−by+1)k∑B

bx=1

∑B
by=1 δ(i− bx + 1 > 0)δ(j − by + 1 > 0)

(6.4)

or with zero padding

Ak(i, j) =
1

B2

B∑
bx=1

B∑
by=1

dk(bx, by)α(i+bx−1)(j+by−1)k (6.5)

It is clear that (6.4) and (6.5) can be calculated with two dimensional convolution

and correlation, respectively.

We can express (6.2) as

f(f−1(A−k)) = f(dkαk:) + f(f−1(εA)) (6.6)

where A−k = A −
∑K

k=1 Ak + Ak. Assuming f(X) = 0 if and only if X = 0, then

we have

f−1(A−k) = dkαk: + f−1(εA) (6.7)
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Assume we have a Guassian noise with the precision of γε, it is easy to show that

x−kij ∼ N (dkαijk, γ
−1
ε IP ) (6.8)

where x−kij is the ijth column of X−k = f−1(A−k). Due to full conjugacy, we can use

Gibbs sampling to sample dk and αijk, and we can utilize two-dimensional convolu-

tion to achieve efficient computation with low memory requirement.

Comparing the convolutional approach with the patch based approach, we can

find that the convolutional approach decomposes an image into K sub-images, each

of which is obtained by convolving a dictionary atom with a sparse activation map,

whereas the patch based approach is trying to minimize the `2 error in the patch

space, which is proved to be good for reconstruction, but might not be optimal for

extracting discriminative features.

The convolutional approach has a very similar structure to the convolutional neu-

ral network, which yields state-of-the-art classification results. However, instead of

minimizing a proposed energy function and tuning the non-linearity function to yield

appropriate sparse representation, here we learn features to minimize the reconstruc-

tion error and automatically infer the sparsity pattern, therefore the proposed model

may outperform the convolutional neural network for classification.

It is straightforward to extend this model to learn features from multiple images.

It is straightforward to extend this model for deep learning.

Note that in this model, for each sub-image Ak, the dictionary dk is not required

to have the same size. Therefore, we can integrate various kinds of dictionary sizes

together, such as 8× 8, 16× 16 and 32× 32, to achieve multiscale image analysis.

6.2 Gibbs Sampling Inference

The Gibbs sampling inference for the model are given below.
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Sample dk

p(dk|−) ∝
N∏
i=1

N (x−ki ;dk(sikzik), γ
−1
ε IP )N (dk; 0, P−1IP )

It can be shown that dk can be drawn from a normal distribution

p(dk|−) ∼ N (µdk ,Σdk)

with the covariance Σdk and mean µdk expressed as

Σdk =

(
P + γε

N∑
i=1

z2
iks

2
ik

)−1

I

µdk = γεΣdk

N∑
i=1

ziksikx
−k
i = γεΣdkVec

[
Mat(Z� S) � A−k

]
or

µdk = γεΣdk

N∑
i=1

ziksikx
−k
i = γεΣdkVec

[
A−k � Mat(Z� S)

]
with zero padding, where A � B is equivalent to the matlab function filter2

(A,B, ‘valid’);

Sample zk: = [z1k, z2k, · · · , zNk]

p(zik|−) ∝ N (x−ki ;dk(sikzik), γ
−1
ε IP )Bernoulli(zik; πk)

The posterior probability that zik = 1 is proportional to

p1 = πk exp
[
−γε

2
(s2
ikd

T
k dk − 2sikd

T
kx
−k
i )
]

where

dTkX−k =
(
Vec

[
Mat(dk) � A−k

])T
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or

dTkX−k =
(
Vec

[
Mat(dk) 	 A−k

])T
considering zero-padding, where A 	 B is equivalent to the Matlab function conv2(A,

B, ‘full’). The posterior probability that zik = 0 is proportional to

p0 = 1− πk

so zik can be drawn from a bernoulli distribution as

zik ∼ Bernoulli

(
p1

p0 + p1

)
. (6.9)

Sample sk: = [s1k, s2k, · · · , sNk]

p(sik|−) ∝ N (x−ki ;dk(sikzik), γ
−1
ε IP )N (si; 0, γ−1

s IK)

It can be shown that sik can be drawn from a normal distribution

p(sik|−) ∼ N (µsik ,Σsik) (6.10)

with the variance Σsik and mean µsik expressed as

Σsik =
(
γs + γεz

2
ikd

T
k dk

)−1

µsik = γεΣsikzikd
T
k x−ki .

Note zik is equal to either 1 or 0, Σsik and µsik can be further expressed as

Σsik =

{ (
γs + γεd

T
k dk

)−1
if zik = 1

γ−1
s if zik = 0

µsik =

{
γεΣsikd

T
k x−ki if zik = 1

0 if zik = 0
.
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Sample πk

p(πk|−) ∝ Beta(πk; c/K, c(1− 1/K))
N∏
i=1

Bernoulli(zik; πk)

It can be shown that πk can be drawn from a beta distribution as

p(πk|−) ∼ Beta

(
c/K +

N∑
i=1

zik, c(1− 1/K) +N −
N∑
i=1

zik

)

Sample γs

p(γs|−) ∝ Gamma(γs; c0, d0)
N∏
i=1

N (si; 0, γ−1
s IK)

It can be shown that γs can be drawn from a Gamma distribution as

p(γs|−) ∼ Gamma

(
c0 +

1

2
KN, d0 +

1

2

N∑
i=1

sTi si

)

Sample γε

p(γε|−) ∝ Gamma(γε; e0, f0)
Nx∏
i=1

Ny∏
j=1

N (Aij; Âij, γ
−1
ε ) (6.11)

It can be shown that γε can be drawn from a Gamma distribution as

p(γε|−) ∼ Gamma

(
e0 +

1

2
NxNy, f0 +

1

2

Nx∑
i=1

Ny∑
j=1

‖Aij − Âij‖2
`2

)
. (6.12)
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7

Negative Binomial Process Count and Mixture
Modeling

The seemingly disjoint problems of count and mixture modeling are united under the

negative binomial (NB) process. A gamma process is employed to model the rate

measure of a Poisson process. The normalization of the Poisson rate measure pro-

vides a random probability measure for mixture modeling, and the marginalization

of it leads to a NB process for count modeling. A draw from the NB process with

a finite and continuous base measure consists of a finite number of distinct atoms,

each of which with a logarithmic distributed number of data samples. We reveal

relationships between the Poisson, multinomial, gamma and Dirichlet distributions,

and construct a Poisson-logarithmic bivariate count distribution that connects the

NB and Chinese restaurant table distributions. Fundamental properties of the mod-

els are developed, and we derive closed-form Bayesian inference. It is shown that

with augmentation and normalization, the NB process and gamma-NB process can

be reduced to the Dirichlet process and hierarchical Dirichlet process, respectively.

These relationships highlight theoretical, structural and computational advantages
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of the NB process. A variety of NB processes including the beta-geometric, beta-NB,

marked-beta-NB, marked-gamma-NB and zero-inflated-NB processes, with distinct

sharing mechanisms, are also constructed. These models are applied to topic model-

ing, with connections made to existing algorithms under the Poisson factor analysis

framework. Example results show the importance of inferring both the NB disper-

sion and probability parameters, which respectively govern the overdispersion level

and variance-to-mean ratio for count modeling.

7.1 Introduction

Count data appear in many settings, such as modeling the number of insects in re-

gions of interest (Bliss and Fisher, 1953; Zhou et al., 2012c), predicting the number

of motor insurance claims (Dean et al., 1989; Zhou et al., 2012c), analyzing infectious

diseases (Lloyd-Smith, 2007) and modeling topics of document corpora (Blei et al.,

2003; Canny, 2004; Hofmann, 1999; Zhou et al., 2012b). There has been increasing

interest in count modeling using the Poisson process, geometric process (Kingman,

1993; Miller, 2011; Thibaux, 2008; Titsias, 2008; Wolpert and Ickstadt, 1998) and

recently the negative binomial (NB) process (Broderick et al., 2012; Zhou and Carin,

2012a; Zhou et al., 2012b). Notably, we have shown in (Zhou et al., 2012b) and

further demonstrated in (Zhou and Carin, 2012a) that the NB process, originally

constructed for count analysis, can be naturally applied for mixture modeling of

grouped data x1, · · · ,xJ , where each group xj = {xji}i=1,Nj . For example, in topic

modeling (mixed-membership modeling), each document consists of a group of ex-

changeable words and each word is a group member that is assigned to a topic; the

number of times a topic appears in a document is a latent count random variable

that could be well modeled with a NB distribution (Zhou and Carin, 2012a; Zhou

et al., 2012b).

Mixture modeling, which infers random probability measures to assign data sam-
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ples into clusters (mixture components), is a key research area of statistics and

machine learning. Although the number of points assigned to clusters are counts,

mixture modeling is not typically considered as a count-modeling problem. It is of-

ten addressed under the Dirichlet-multinomial framework, using the Dirichlet process

(Antoniak, 1974; Escobar and West, 1995; Ferguson, 1973; MacEachern and Müller;

Neal, 2000a; Teh, 2010) as the prior distribution. With the Dirichlet multinomial

conjugacy, Dirichlet process mixture models enjoy tractability because the poste-

rior of the probability measure is still a Dirichlet process. Despite its popularity, it

is well-known that the Dirichlet process is inflexible in that a single concentration

parameter controls both the variability of the mass around the mean (Teh, 2010;

Wolpert et al., 2011) and the distribution of the number of distinct atoms (Escobar

and West, 1995; Lijoi et al., 2007). For mixture modeling of grouped data, the hi-

erarchical Dirichlet process (HDP) (Teh et al., 2006) has been further proposed to

share statistical strength between groups. The HDP inherits the same inflexibility

of the Dirichlet process, and due to the non-conjugacy between Dirichlet processes,

its inference has to be solved under alternative constructions, such as the Chinese

restaurant franchise and stick-breaking representations (Fox et al., 2007; Teh et al.,

2006; Wang et al., 2011). To make the number of distinct atoms increase at a rate

faster than that of the Dirichlet process, one may consider the Pitman-Yor process

(Ishwaran and James, 2001; Pitman and Yor, 1997) or the normalized generalized

gamma process (Lijoi et al., 2007) that provide an extra shape parameter to add

flexibility.

To construct more expressive mixture models with tractable inference, in this

Chapter we consider mixture modeling as a count-modeling problem. Directly mod-

eling the counts assigned to mixture components as NB random variables, we per-

form joint count and mixture modeling via the NB process, using completely random

measures (Jordan, 2010; Kingman, 1967, 1993; Wolpert et al., 2011) that are easy to
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construct and amenable to posterior computation. We reveal relationships between

distributions for both count and mixture modelings, and we discover a bivariate count

distribution that connects the Poisson, logarithmic, NB and Chinese restaurant table

distributions. We develop data augmentation and marginalization techniques unique

to the NB distribution and augment a NB process into both the gamma-Poisson and

compound Poisson representations, yielding unification of count and mixture mod-

eling, derivation of fundamental model properties, as well as closed-form Bayesian

inference.

Under the NB process, rather than modeling a probability measure with a Dirich-

let process or a normalized random measure, we employ a gamma process to directly

model the rate measure of a Poisson process. The normalization of the gamma pro-

cess provides a probability measure for mixture modeling, and the marginalization of

the gamma process leads to a NB process for count modeling. For mixture modeling

of grouped data, we construct hierarchical models by employing a NB process for

each group and sharing their NB dispersion or probability measure across groups.

Different parameterizations of the NB dispersion and probability parameters result in

a wide variety of NB processes, which are connected to previously proposed nonpara-

metric Bayesian mixture models. The proposed joint count and mixture modeling

framework provides new opportunities for better data fitting, efficient inference and

flexible model constructions.

For mixture models whose probability measures are normalized from gamma pro-

cesses, if the gamma scale parameters are space invariant, their values are irrelevant;

and if they are space dependent, then it is not clear how they can be inferred after

normalization, under the multinomial likelihood. Under the NB process, the gamma

scale parameters appear as NB probability parameters when the gamma processes

are marginalized out; the NB probability parameters could be conveniently inferred

with the beta-NB conjugacy and they are shown to directly control the prior distri-
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butions of the number of data samples on each distinct atom and the total number of

distinct atoms. Thus directly working with gamma processes under the NB process

count-modeling framework makes the gamma scale parameters become relevant for

mixture modeling, providing additional free parameters with tractable inference at

one’s disposal.

7.1.1 Related Work

Parts of the work presented here first appeared in our papers (Zhou and Carin,

2012a; Zhou et al., 2012b,c). In this Chapter, we unify related materials scattered

in these three papers and provide significant expansions. New materials include:

we construct a Poisson-logarithmic bivariate count distribution that tightly connects

the NB and Chinese restaurant table distributions, extending the Chinese restaurant

process to describe the case that both the numbers of customers and tables are

random variables. We show how to derive closed-form Gibbs sampling for hierarchical

NB count models that can share statistical strength in multiple levels. We show a

draw from the NB process with a finite and continuous base measure consists of

a finite number of distinct atoms almost surely, on each of which the number of

data samples follows a logarithmic distribution. We provide necessary conditions to

recover the NB process and the gamma-NB process from the Dirichlet process and

HDP, respectively. We show that in Dirichlet process based models, the number of

points assigned to a cluster is marginally beta-binomial distributed, distinct from the

NB distribution used in NB process based models. We discuss Pólya urn sampling

schemes for NB processes and reveal some potential advantages relative to these of

Dirichlet processes.

We mention that a related beta-NB process has been independently1 investigated

1 Our paper on the beta-NB process (Zhou et al., 2012b) was submitted to the Fifteenth Inter-
national Conference on Artificial Intelligence and Statistics in October 2011. The first version of
(Broderick et al., 2012) appeared on arXiv in November 2011.
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in (Broderick et al., 2012), with several notable distinctions. Our constructions of a

wide variety of NB processes, including the beta-NB processes in (Zhou et al., 2012b)

and (Broderick et al., 2012) as special cases, are built on our thorough investigation of

the properties, relationships and inference of the NB and related stochastic processes.

We show that the gamma-Poisson construction of the NB process is key to uniting

count and mixture modeling, and there are another two equivalent augmentations of

the NB process that allow us to develop analytic closed-form conditional posteriors.

We show a draw from the NB process with a finite and continuous base measure

would be finite almost surely and the number of data samples on each distinct atom

would be logarithmic distributed. These insights are not available in (Broderick

et al., 2012), in which only the gamma-Poisson construction is discussed and the NB

dispersion parameters are empirically set rather than inferred. We show the gamma-

Poisson process can be marginalized as a NB process and normalized as a Dirichlet

process, thus suitable for mixture modeling but restrictive for mixed-membership

modeling. We construct a gamma-NB process and show it can be augmented as

a gamma-gamma-Poisson process and then normalized as an HDP. We show that

the beta-NB process can be augmented as a beta-gamma-Poisson process, and thus

we can draw group-specific Poisson rate measures for count modeling and then use

their normalization to provide group-specific probability measures for mixture mod-

eling. Therefore, the beta-NB process, gamma-NB process and HDP are comparable

to each other in hierarchical structures and are all suitable for mixed-membership

modeling. The relationships between the gamma-Poisson process, beta-NB process

and HDP are viewed differently in (Broderick et al., 2012): the gamma-Poisson

process is treated parallel to the beta-NB process and considered suitable for mixed-

membership modeling, and the beta-NB process is considered less flexible than the

HDP, motivating the construction of a hierarchical-beta-NB process.
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7.1.2 Outline of the Chapter

The remainder of the Chapter is organized as follows. In Section 7.2, we review

the negative binomial distribution and present a Poisson-logarithmic bivariate count

distribution that connects various discrete distributions. We show in Section 7.3 how

the seemingly distinct problems of count and mixture modeling are united under

the NB process, and present in Section 7.4 joint count and mixture modeling of

grouped data with the gamma-NB process. We analyze their conditional posteriors

and prediction rules, and show how they can be reduced to the Dirichlet process and

the HDP, respectively, with augmentation and then normalization. We highlight their

unique theoretical, structural and computational advantages relative to the Dirichlet-

multinomial framework. In Section 7.5, We show that a wide variety of NB processes

can be constructed with distinct model properties, for which the shared random

measure can be selected from completely random measures such as the gamma,

beta, and beta-Bernoulli processes. In Section 7.6, we apply these NB processes for

topic modeling, a typical example for mixture modeling of grouped data, and make

connections to previous discrete latent variable models under the Poisson factor

analysis framework. In Section 7.7, we present example results and discussions,

making it clear that key to constructing a successful mixture model is appropriately

modeling the distribution of latent counts, preferably to adjust two parameters for

each count to achieve a balanced fit of both the mean and variance. Conclusions are

provided in Section 7.8. Details of all the proofs and inference are summarized in

the Appendices.
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7.2 On the Negative Binomial Distribution

The Poisson distribution m ∼ Pois(λ) is commonly used to model count data. It has

probability mass function (PMF)

fM(m) =
λme−λ

m!
, m ∈ Z+ (7.1)

with both the mean and variance equal to λ. Due to heterogeneity (difference between

individuals) and contagion (dependence between the occurrence of events), count

data are usually overdispersed in that the variance is greater than the mean, making

the Poisson assumption restrictive. By placing a gamma distribution prior with

shape r and scale p/(1− p) on λ as

m ∼ Pois(λ), λ ∼ Gamma
(
r, p

1−p

)
(7.2)

and marginalizing out λ, a NB distribution m ∼ NB(r, p) is obtained, with PMF

fM(m|r, p) =
Γ(r +m)

m!Γ(r)
(1− p)rpm, m ∈ Z+ (7.3)

where r is the nonnegative dispersion parameter and p is the probability parameter.

Thus the NB distribution is also known as the gamma-Poisson mixture distribution

(Greenwood and Yule, 1920). It has a mean µ = rp/(1−p) smaller than the variance

σ2 = rp/(1− p)2 = µ + r−1µ2, with the variance-to-mean ratio (VMR) as (1− p)−1

and the overdispersion level (ODL, the coefficient of the quadratic term in σ2) as r−1,

and thus it is usually favored over the Poisson distribution for modeling overdispersed

counts.

As shown in (Quenouille, 1949), m ∼ NB(r, p) can also be generated from a

compound Poisson distribution as

m =
∑l

t=1 ut, ut
iid∼ Log(p), l ∼ Pois(−r ln(1− p)) (7.4)
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where u ∼ Log(p) corresponds to the logarithmic distribution (Barndorff-Nielsen

et al., 2010; Johnson et al., 2005; Quenouille, 1949) with PMF fU(k) = −pk/[k ln(1−

p)], k = 1, 2, · · · , and probability-generating function (PGF)

CU(z) = ln(1− pz)/ln(1− p), |z| < p−1. (7.5)

One may also show that NB(r, λ
λ+r

) becomes Pois(λ) as r →∞, and conditioning on

m > 0, m ∼ NB(r, p) becomes m ∼ Log(p) as r → 0.

In a slight abuse of notation, but for added conciseness, in the following discussion

we use m ∼
∑l

t=1 Log(p) to denote m =
∑l

t=1 ut, ut
iid∼ Log(p).

The NB distribution has been widely investigated and applied to numerous sci-

entific studies (Bliss and Fisher, 1953; Cameron and Trivedi, 1998; Robinson and

Smyth, 2008; Winkelmann, 2008). Although inference of the NB probability param-

eter p is straightforward with the beta-NB conjugacy, inference of the NB dispersion

parameter r, whose conjugate prior is unknown, has long been a challenge. The max-

imum likelihood (ML) approach is commonly used to estimate r, however, it only

provides a point estimate and does not allow incorporating prior information; more-

over, the ML estimator of r often lacks robustness and may be severely biased or even

fail to converge, especially if the sample size is small (Lawless, 1987; Lloyd-Smith,

2007; Piegorsch, 1990; Pieters et al., 1977; Saha and Paul, 2005; Willson et al., 1984).

Bayesian approaches are able to model the uncertainty of estimation and incorporate

prior information, however, the only available closed-form Bayesian inference for r

relies on approximating the ratio of two gamma functions (Bradlow et al., 2002).

7.2.1 Poisson-Logarithmic Bivariate Count Distribution

Advancing our previous research on the NB distribution in (Zhou et al., 2012c) and

(Zhou and Carin, 2012a), we construct a Poisson-logarithmic bivariate count dis-

tribution that assists Bayesian inference of the NB distribution and unites various
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Assign customers to tables using a Chinese restaurant
process with concentration parameter r

Draw NegBino(r, p) customers Draw Poisson( r ln(1 p)) tables

Draw Logarithmic(p) customers on each table

The joint distribution of the customer count and table count are equivalent:

− −

Figure 7.1: The Poisson-logarithmic bivariate count distribution models the total
numbers of customers and tables as random variables. It has two equivalent represen-
tations, which connect the Poisson, logarithmic, and negative binomial distributions
and the Chinese restaurant process.

univariate count distributions. We define the Chinese restaurant table (CRT) distri-

bution as an univariate count distribution described in Appendix 7.B.

Lemma 7.2.1. The Poisson-logarithmic (PoisLog) bivariate count distribution with

PMF

fM,L(m, l|r, p) =
|s(m, l)|rl

m!
(1− p)rpm (7.6)

where m ∈ Z+ and l = 0, 1, · · · ,m, can be expressed as the product of a Chinese

restaurant table (CRT) and a negative binomial (NB) distributions and also the prod-

uct of a sum-logarithmic and a Poisson distributions as

PoisLog(m, l; r, p) = CRT(l;m, r)NB(m; r, p)

= SumLog(m; l, p)Pois(l;−r ln(1− p))

where SumLog(m; l, p) denotes the sum-logarithmic distribution generated as m ∼∑l
t=1 Log(p).

The proof of Lemma 7.2.1 is provided in Appendix 7.C. As shown in Fig. 7.1, this
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bivariate count distribution intuitively describes the joint distribution of two count

random variables m and l under two equivalent circumstances:

• 1) There are m ∼ NB(r, p) customers seated on l ∼ CRT(m, r) tables;

• 2) There are l ∼ Pois(−r ln(1−p)) tables, each of which with Log(p) customers,

with m customers in total.

Lemma 7.2.2. Let m ∼ NB(r, p), r ∼ Gamma(r1, 1/c1) represent a gamma-NB

distribution, then m can also be generated from a compound distribution as

m ∼
∑l

t=1 Log(p), l ∼
∑l′

t′=1 Log(p′),

l′ ∼ Pois(−r1 ln(1− p′)) (7.7)

where p′ = − ln(1−p)
c1−ln(1−p) , which is equivalent in distribution to

m ∼
∑l

t=1 Log(p), l′ ∼ CRT(l, r1), l ∼ NB(r1, p
′). (7.8)

The proof of Lemma 7.2.2 is provided in Appendix 7.C. Using Lemma 7.2.1, it is

evident that to infer the NB dispersion parameter, we can place a gamma prior on

it as r ∼ Gamma(r1, 1/c1); with the latent count l ∼ CRT(m, r) and the gamma-

Poisson conjugacy, we can update r with a gamma posterior. We may further let

r1 ∼ Gamma(r2, 1/c2); using Lemma 7.2.2, it is evident that with the latent count

l′ ∼ CRT(l, r1), we can also update r1 with a gamma posterior. Using Lemmas

7.2.1 and 7.2.2, we can continue this process repeatedly, suggesting that for data

that have subgroups within groups, we may build a hierarchical gamma-NB model

to share statistical strength in multiple levels, with tractable inference. To be more

specific, we provide an example of hierarchical count modeling in Appendix 7.D.

The Poisson-logarithmic bivariate count distribution reveals close connections

between various discrete distributions. These connections are key ingredients of this
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Chapter, which not only allow us to unite count and mixture modeling and derive

closed-form inference, but also, as shown in Sections 7.3 and 7.4, let us examine

the posteriors to understand fundamental properties of various NB processes, clearly

revealing connections to previous nonparametric Bayesian mixture models.

7.3 Negative Binomial Process Joint Count and Mixture Modeling

7.3.1 Poisson Process for Joint Count and Mixture Modeling

The Poisson distribution is commonly used for count modeling (Dunson and Herring,

2005) and the multinomial distribution is usually considered for mixture modeling.

To connect these two distributions, we generalize Lemma 4.1 of (Zhou et al., 2012b)

to obtain the following Corollary.

Corollary 7.3.1. Let X ∼ PP(G) be a Poisson process defined on a completely

random measure G such that X(A) ∼ Pois(G(A)) for each subset A ⊂ Ω.

Define Y ∼ MP(Y (Ω), G
G(Ω)

), Y (Ω) ∼ Pois(G(Ω)) as a multinomial process, with

total count Y (Ω) and base probability measure G
G(Ω)

, such that (Y (A1), · · · , Y (AQ)) ∼

Mult
(
Y (Ω); G(A1)

G(Ω)
, · · · , G(AQ)

G(Ω)

)
for any disjoint partition {Aq}1,Q of Ω.

According to Lemma 4.1 of (Zhou et al., 2012b), X(A) and Y (A) would have

the same Poisson distribution for each A ⊂ Ω, thus X and Y are equivalent in

distribution.

Using Corollary 7.3.1, we illustrate how the seemingly distinct problems of count

and mixture modeling can be united under the Poisson process. Denote Ω as a

measure space and for each Borel set A ⊂ Ω, denote Xj(A) as a count random

variable describing the number of observations in xj that reside within A. Given

grouped data x1, · · · ,xJ , for any measurable disjoint partition A1, · · · , AQ of Ω, we

aim to jointly model the count random variables {Xj(Aq)}. A natural choice would
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be to define a Poisson process

Xj ∼ PP(G) (7.9)

with a shared completely random measureG on Ω, such thatXj(A) ∼ Pois
(
G(A)

)
for

each A ⊂ Ω and G(Ω) =
∑Q

q=1 G(Aq). Following Corollary 7.3.1, letting Xj ∼ PP(G)

is equivalent to letting

Xj ∼ MP(Xj(Ω), G̃), Xj(Ω) ∼ Pois(G(Ω)) (7.10)

where G̃ = G/G(Ω). Thus the Poisson process provides not only a way to generate

independent counts from each Aq, but also a mechanism for mixture modeling, which

allocates the Xj(Ω) observations into any measurable disjoint partition {Aq}1,Q of

Ω, conditioning on the normalized measure G̃.

In most mixture models the number of observations Xj(Ω) is assumed given and

Xj(A) ∼ Binomial(Xj(Ω), G̃(A)), and the weights of atoms are negatively correlated,

whereas here Xj(A) ∼ Poisson(G(A)) for each A ⊆ Ω and the weights of the atoms

remain independent.

7.3.2 Gamma-Poisson Process and Negative Binomial Process

To complete the Poisson process, it is natural to place a gamma process prior on the

Poisson rate measure G as

Xj ∼ PP(G), j = 1, · · · , J, G ∼ GaP(J(1− p)/p,G0). (7.11)

For an observed discrete atom ωk, we have njk ∼ Pois(rk), where njk = Xj(ωk) and

rk = G(ωk). Marginalizing out G of the gamma-Poisson process leads to

X =
∑J

j=1Xj ∼ NBP(G0, p) (7.12)

which is a NB process such that X(A) ∼ NB(G0(A), p) for each A ⊂ Ω; X(Ω) ∼

NB(γ0, p), where γ0 = G0(Ω), and X(ω) ∼ NB(G0(ω), p).
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Since the characteristic function of X(A) can be expressed as

E[eiuX(A)] = exp{G0(A)(ln(1− p)− ln(1− peiu))}

= exp{G0(A)
∑∞

m=1(eium − 1)p
m

m
} (7.13)

the Lévy measure of the NB process can be derived from (2.1) as

ν(dndω) =
∞∑
m=1

pm

m
δm(dn)G0(dω). (7.14)

Since ν+ = ν(Z+ × Ω) = −γ0 ln(1− p) and π(dndω)ν+ ≡ ν(dndω), a draw from the

NB process can be expressed as

X =
K+∑
k=1

nkδωk , K
+ ∼ Pois(−γ0 ln(1− p)) (7.15)

{(nk, ωk)}1,K+
iid∼ Log(nk; p)dnk

G0(dωk)

γ0

. (7.16)

Therefore, even though a draw from the gamma process with a finite and continuous

base measure consists of countably infinity atoms, a draw from the NB process, which

is a gamma-Poisson mixture process, would consist of a finite number of distinct

atoms almost surely as K+ ∼ Pois(−γ0 ln(1 − p)), and the number of data samples

on each of these atoms would follow a logarithmic distribution as nk ∼ Log(p).

It is evident that the NB probability parameter p directly controls the prior

distributions of the total number of data samples X(Ω) ∼ NB(γ0, p), the number of

distinct atoms K+ ∼ Pois(−γ0 ln(1 − p)), and the number of data samples on each

of these atoms nk ∼ Log(p), where E[X(Ω)] = γ0
p

1−p , E[K+] = −γ0 ln(1 − p), and

E[nk] = 1
− ln(1−p)

p
1−p . However, its value would become irrelevant if one directly uses

a normalized random measure such as the normalization of G for mixture modeling.

Define L ∼ CRTP(X,G0) as a CRT process that

L(A) =
∑

ω∈A L(ω), L(ω) ∼ CRT(X(ω), G0(ω)) (7.17)
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for each A ⊂ Ω. Under the Chinese restaurant process metaphor, X(A) and L(A)

represent the customer count and table count, respectively, observed in each A ⊂

Ω. Using Lemma 7.2.1, their joint distribution is the same for: 1) first drawing

X(A) ∼ NB(G0(A), p) customers and then assigning them into L(A) tables accord-

ing to (7.17); 2) first drawing L(A) ∼ Pois(−G0(A) ln(1 − p)) tables and then in-

dependently drawing Log(p) customers for each table, with X(A) total number of

customers. Therefore, the NB process augmented under the compound Poisson rep-

resentation as

X ∼
∑L

t=1 Log(p), L ∼ PP(−G0 ln(1− p)) (7.18)

is equivalent in distribution to

L ∼ CRTP(X,G0), X ∼ NBP(G0, p). (7.19)

The gamma-Poisson process has also been discussed in (Miller, 2011; Thibaux,

2008; Titsias, 2008; Wolpert and Ickstadt, 1998) for count modeling. Here we demon-

strate that it can be naturally applied for mixture modeling, and we show that it

can be represented as a NB process and be further augmented as (7.18) and (7.19),

leading to fully tractable closed-form Bayesian inference, as discussed below.

7.3.3 Posterior Analysis and Predictive Distribution

Imposing a gamma prior Gamma(e0, 1/f0) on γ0 = G0(Ω) and a beta prior Beta

(a0, 1/b0) on p, using the conjugacy, we have all conditional posteriors in closed-form

as

(G|X, p,G0) ∼ GaP(J/p,G0 +X)

(p|X,G0) ∼ Beta(a0 +X(Ω), b0 + γ0)

(L|X,G0) ∼ CRTP(X,G0)

(γ0|L, p) ∼ Gamma
(
e0 + L(Ω), 1

f0−ln(1−p)

)
. (7.20)
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If the base measureG0 is continuous, thenG0(ω)→ 0 and we have L(ω) ∼ CRT(X(ω),

G0(ω)) = δ(X(ω) > 0) and thus L(Ω) =
∑

ω∈Ω δ(X(ω) > 0), i.e., the number of ta-

bles L(Ω) is equal to K+, the number of distinct atoms. The gamma-Poisson process

is also well defined with a discrete base measure G0 =
∑K

k=1
γ0
K
δωk . With such a base

measure, we have L =
∑K

k=1 lkδωk , lk ∼ CRT(X(ωk), γ0/K); it becomes possible that

lk > 1 if X(ωk) > 1, which means L(Ω) ≥ K+. Thus when G0 is discrete, using

K+ instead of L(Ω) to update the mass parameter γ0 may lead to a biased estimate,

especially if K is not sufficiently large.

As the data {xji}i are exchangeable within group j, the predictive distribution

of Xji, conditioning on X−ji = X\Xji and G0, with G marginalized out, can be

expressed as

Xji|G0, X
−ji ∼ E[G|G0, p,X

−ji]

E[G(Ω)|G, p,X−ji]
=

G0

γ0 +X(Ω)− 1
+

X−ji

γ0 +X(Ω)− 1
. (7.21)

This prediction rule, similar to the Chinese restaurant process described in (2.8), is

useful for developing a Pólya urn sampler.

Following the Chinese restaurant process metaphor (Teh, 2010), when a new

customer comes in, he either sits at one of the K+ existing tables (atoms) with a

probability proportional to the number of customers already at that table, or he sits

at a new table with a probability proportional to γ0 or

E[γ0|L, p] =
e0 + L(Ω)

f0 − ln(1− p)
=

e0 +K+

f0 − ln(1− p)
(7.22)

if γ0 is marginalized out.

Thus the tendency to add a new table is controlled by both the current table

count K+ and the NB probability parameter p. Since E[X(Ω)] = γ0
p

1−p , E[K+] =

−γ0 ln(1 − p), and E[nk] = 1
− ln(1−p)

p
1−p , a small p would favor a small number of

customers for each table and a large γ0 and hence encourage a large K+, whereas
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a larger p would usually favor a smaller K+. Therefore one may adjust both the

hyperparameters of p, a0 and b0, and the hyperparameters of γ0, e0 and f0, to prefer

more or less distinct atoms. This adds flexibility as the Dirichlet Process only allows

tuning γ0 to control K+, and the Pitman-Yor and normalized generalized gamma

processes can only add atoms at a rate faster that of the Dirichlet process.

7.3.4 Relationship with the Dirichlet Process

Based on Corollaries 7.3.1 and Lemma 7.A.1, the gamma-Poisson process can be

equivalently expressed as

Xj ∼ MP(Xj(Ω), G̃), G̃ ∼ DP(γ0, G̃0)

Xj(Ω) ∼ Pois(α), α ∼ Gamma(γ0, p/(J(1− p))) (7.23)

where G = αG̃ and G0 = γ0G̃0. Thus without modeling Xj(Ω) and α = G(Ω) as

random variables, the gamma-Poisson process becomes the Dirichlet process, which is

widely used for mixture modeling (Escobar and West, 1995; Ferguson, 1973; Ishwaran

and Zarepour, 2002; MacEachern and Müller; Teh, 2010).

Note that for the Dirichlet process, the inference of γ0 relies on a data augmen-

tation method of (Escobar and West, 1995) when G̃0 is continuous, and no rigorous

inference for γ0 is available when G̃0 is discrete. Whereas for the proposed gamma-

Poisson process augmented from the NB process, as shown in (7.20), regardless of

whether the base measure G0 is continuous or discrete, γ0 has an analytic con-

ditional gamma posterior. When a Pólya urn sampler is employed, the proposed

gamma-Poisson process has increased flexibilities over the Dirichlet process in that

γ0 can be conveniently marginalized out and the NB probability parameter p can be

controlled to encourage more or less atoms.
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7.3.5 Restrictions of the Gamma-Poisson Process

The Poisson process has an equal-dispersion assumption for count modeling. For

mixture modeling of grouped data, the gamma-Poisson process augmented from the

NB process might be too restrictive in that, as shown in (7.23), it implies the same

mixture proportions across groups, and as shown in (7.16), it implies the same count

distribution on each distinct atom. This motivates us to consider adding an addi-

tional layer into the gamma-Poisson process or using a different distribution other

than the Poisson to model the counts for grouped data. As shown in Section 7.2,

the NB distribution is an ideal candidate, not only because it allows overdispersion,

but also because it can be augmented into either a gamma-Poisson or a compound

Poisson representation and it can be used together with the CRT distribution to

form a bivariate count distribution that jointly models the counts of customers and

tables.

7.4 Count and Mixture Modeling of Grouped Data with the Gamma-
Negative Binomial Process

For joint count and mixture modeling of grouped data, e.g., topic modeling where a

document consists of a group of exchangeable words, we replace the Poisson processes

in (7.11) with NB processes. We explore sharing the NB dispersion across groups

while the probability parameters are group dependent, and construct a gamma-NB

process2 as

Xj ∼ NBP(G, pj), G ∼ GaP(c,G0). (7.24)

As a draw from the gamma process can be expressed as G =
∑∞

k=1 rkδωk , for an

observed discrete atom ωk, we have

njk = Xj(ωk) ∼ NB(rk, pj). (7.25)

2 One may also let Xj ∼ NBP(αjG, pj) and place a gamma prior on αj to increase model flexibility,
whose inference will only be slightly more complicated and thus omitted here for brevity.
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Figure 7.2: Graphical models of the gamma-negative binomial process under
the gamma-gamma-Poisson (left), gamma-compound Poisson (center), and gamma-
negative binomial-Chinese restaurant table constructions (right). The center and
right constructions are equivalent in distribution.

The gamma-NB process can be augmented as a gamma-gamma-Poisson process

as

Xj ∼ PP(Θj), Θj ∼ GaP
(1−pj

pj
, G
)
, G ∼ GaP(c,G0) (7.26)

and with θjk = Θj(ωk), we have

njk ∼ Pois(θjk), θjk ∼ Gamma(rk, pj/(1− pj)). (7.27)

This construction introduces gamma processes {Θj}, whose normalization provide

group-specific probability measures {Θ̃j} for mixture modeling. The gamma-NB

process can also be augmented under the compound Poisson representation as

Xj ∼
∑Lj

t=1 Log(pj), Lj ∼ PP(−G ln(1− pj)),

G ∼ GaP(c,G0) (7.28)

which, using Lemma 7.2.1, is equivalent in distribution to

Lj ∼ CRTP(Xj, G), Xj ∼NBP(G, pj), G ∼ GaP(c,G0). (7.29)
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These three constructions are graphically presented in Fig. 7.2.

With Lemmas 7.2.1 and 7.2.2, p′ =
−

∑
j ln(1−pj)

c−
∑
j ln(1−pj) and L =

∑
j Lj, we further have

two equivalent augmentations as

L ∼
∑L′

t=1 Log(p′), L′ ∼ PP(−G0 ln(1− p′)); (7.30)

L′ ∼ CRTP(L,G0), L ∼ NBP(G0, p
′) (7.31)

from which we also have (L(ω)|L(ω) > 0, p′) ∼ Log(p′). These augmentations allow

us to derive a sequence of closed-form update equations for inference with the gamma-

NB process, as described below.

7.4.1 Posterior Analysis and Predictive Distribution

With pj ∼ Beta(a0, b0) and the beta-NB conjugacy, we have

(pj|−) ∼ Beta (a0 +Xj(Ω), b0 +G(Ω)) . (7.32)

Using (7.29) and (7.31), we have

Lj|Xj, G ∼ CRTP(Xj, G); (7.33)

L′|L,G0 ∼ CRTP(L,G0). (7.34)

If G0 is continuous and finite, we have G0(ω) → 0 ∀ ω ∈ Ω and thus L′(Ω)|L,G0 =∑
ω∈Ω δ(L(ω) > 0) =

∑
ω∈Ω δ(

∑
j Xj(ω) > 0) = K+; if G0 is discrete as G0 =∑K

k=1
γ0
K
δωk , then L′(ωk) = CRT(L(ωk),

γ0
K

) ≥ 1 if
∑

j Xj(ωk) > 0, thus L′(Ω) ≥

K+. In either case, let γ0 = G0(Ω) ∼ Gamma(e0, 1/f0), with the gamma Poisson

conjugacy on (7.30) and (7.28), we have

γ0|{L′(Ω), p′} ∼ Gamma
(
e0 + L′(Ω), 1

f0−ln(1−p′)

)
; (7.35)

G|G0, {Lj, pj} ∼ GaP
(
c−

∑
j ln(1− pj), G0 + L

)
. (7.36)
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Using the gamma Poisson conjugacy on (7.26), we have

Θj|G,Xj, pj ∼ GaP (1/pj, G+Xj) . (7.37)

Since the data {xji}i are exchangeable within group j, the predictive distribution

of Xji, conditioning on X−ij = Xj\Xji and G, with Θj marginalized out, can be

expressed as

Xji|G,X−ij ∼
E[Θj|G,X−ij ]

E[Θj(Ω)|G,X−ij ]
=

G

G(Ω) +Xj(Ω)− 1
+

X−ij
G(Ω) +Xj(Ω)− 1

. (7.38)

This prediction rule, similar to that of the Chinese restaurant franchise (CRF), is

useful for developing a Pólya urn sampler. Note that G is an unnormalized gamma

process whereas the related component in (Teh et al., 2006) is the product of a

concentration parameter and a Dirichlet process.

Assume G0 is finite and continues and thus L′(Ω) = K+. As shown in (7.36), the

analytic conditional posterior of G can be further decomposed as the summation of

GaP
(
c−
∑

j ln(1− pj), L
)

and GaP
(
c−
∑

j ln(1− pj), G0

)
. This analytic expression

allows the development of a Pólya urn sampler in which G is marginalized out.

Following the CRF metaphor (Teh et al., 2006), when a new customer comes into the

jth restaurant, he either selects the kth dish (atom/topic/mixure component) ωk with

a probability proportional to njk +rk, where rk = G(ωk) ∼ Gamma
(
lk,

1
c−

∑
j ln(1−pj)

)
,

or he selects a new dish with a probability proportional to r∗ = G(Ω\{ωk}) ∼

Gamma
(
γ0,

1
c−

∑
j ln(1−pj)

)
; here lk = L(ωk) and Ω\{ωk} is the space excluding all the

observed discrete atoms {ωk}. The analytic expressions of G in (7.36) and γ0 in

(7.35) allow us to marginalize G out, with

E[rk|lk, {pj}] =
lk

c−
∑

j ln(1− pj)

E[r∗|γ0, {pj}] =
γ0

c−
∑

j ln(1− pj)
(7.39)
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and to further marginalize γ0 out, with

E[r∗|K+, {pj}] =

e0+K+

f0−ln(1−p′)

c−
∑

j ln(1− pj)
. (7.40)

Thus whether to add a new dish is related to both the current dish count K+ and

the NB probability parameters {pj}.

7.4.2 Relationship with the Hierarchical Dirichlet Process

Based on Corollaries 7.3.1 and Lemma 7.A.1, we can equivalently express (7.26) as

Xj(Ω) ∼ Pois(θj), θj ∼ Gamma(α, pj/(1− pj)) (7.41)

Xj ∼ MP(Xj(Ω), Θ̃j), Θ̃j ∼ DP(α, G̃)

α ∼ Gamma(γ0, 1/c), G̃ ∼ DP(γ0, G̃0) (7.42)

where Θj = θjΘ̃j, G = αG̃ and G0 = γ0G̃0. Without modeling Xj(Ω) and θj

as random variables, (7.42) becomes an HDP (Teh et al., 2006). Thus the aug-

mented and then normalized gamma-NB process leads to an HDP. However, we

cannot return from the HDP to the gamma-NB process without modeling Xj(Ω)

and θj as random variables. Theoretically, they are distinct in that the gamma-NB

process is a completely random measure, assigning independent random variables

into any disjoint Borel sets {Aq}1,Q in Ω, and the count Xj(A) has the distribution

as Xj(A) ∼ NB(G(A), pj); by contrast, due to normalization, the HDP is not, and

marginally

Xj(A) ∼ Beta-Binomial
(
Xj(Ω), αG̃(A), α(1− G̃(A))

)
.

Practically, the gamma-NB process can exploit conjugacy to achieve closed-form

conditional posteriors. The inference of the HDP is a challenge and it is usually solved

through alternative constructions such as the CRF and stick-breaking representations
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(Teh et al., 2006; Wang et al., 2011). In particular, both concentration parameters

α and γ0 are nontrivial to infer (Fox et al., 2007; Teh et al., 2006) and they are often

simply fixed (Wang et al., 2011). Under the CRF metaphor α governs the random

number of tables occupied by customers in each restaurant independently; further,

if the base probability measure G̃0 is continuous, γ0 governs the random number of

dishes selected by tables of all restaurants. One may apply the data augmentation

method of (Escobar and West, 1995) to sample α and γ0. However, if G̃0 is discrete as

G̃0 =
∑K

k=1
1
K
δωk , which is of practical value and becomes a continuous base measure

as K → ∞ (Fox et al., 2007; Ishwaran and Zarepour, 2002; Teh et al., 2006), then

using that method to sample γ0 is only approximately correct, which may result in

a biased estimate in practice, especially if K is not sufficiently large.

By contrast, in the gamma-NB process, the shared gamma process G can be

analytically updated with (7.36) and G(Ω) plays the role of α in the HDP, which is

readily available as

(G(Ω)|−) ∼ Gamma

(
γ0 + L(Ω),

1

c−
∑

j ln(1− pj)

)
(7.43)

and as in (7.35), regardless of whether the base measure is continuous, the total mass

γ0 has an analytic gamma posterior whose shape parameter is governed by L′(Ω),

with L′(Ω) = K+ if G0 is continuous and finite and L′(Ω) ≥ K+ if G0 =
∑K

k=1
γ0
K
δωk .

Equation (7.43) also intuitively shows how the NB probability parameters {pj} gov-

ern the variations among {Θ̃j} in the gamma-NB process. In the HDP, pj is not

explicitly modeled, and since its value appears irrelevant when taking the normalized

constructions in (7.42), it is usually treated as a nuisance parameter and perceived

as pj = 0.5 when needed for interpretation purpose.

Another related model is the DILN-HDP considered in (Paisley et al., 2011), in

which group-level Dirichlet processes are normalized from gamma processes, with
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the gamma scale parameters either fixed as
pj

1−pj = 1 or learned with a log Gaussian

process prior. Yet no analytic conditional posteriors are provided and Gibbs sampling

is not considered as a viable option. The main purpose of (Paisley et al., 2011) is

introducing correlations between mixture components. It would be interesting to

compare the differences between learning the {pj} with beta priors and learning the

gamma scale parameters with the log Gaussian process prior.

When a Pólya urn sampler is employed, the proposed gamma-NB process has

increased flexibilities over the HDP in that both the gamma process G and the mass

parameter γ0 can be marginalized out, as shown in (7.39) and (7.40), and the NB

probability parameters {pj}, which govern the group-specific count variance-to-mean

ratios, can be explicitly controlled.

7.5 The Negative Binomial Process Family

The gamma-NB process shares the NB dispersion across groups while the NB proba-

bility parameters are group dependent. Since the NB distribution has two adjustable

parameters, it is natural to wonder whether one can exploring sharing the NB prob-

ability measure across groups, while making the NB dispersion parameters group

specific or atom dependent. That kind of construction would be distinct from both

the gamma-NB process and HDP in that Θj has space dependent scales, and thus its

normalization Θ̃j =
Θj

Θj(Ω)
, still a probability measure, no longer follows a Dirichlet

process.

It is natural to let the NB probability measure be drawn from the beta process

(Hjort, 1990; Thibaux and Jordan, 2007). In fact, the first discovered member of the

NB process family is a beta-NB process (Zhou et al., 2012b). A main motivation of

that construction is observing that the beta and Bernoulli distributions are conjugate

and the beta-Bernoulli process is found to be quite useful for dictionary learning (Li
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et al., 2011; Paisley and Carin, 2009; Zhou et al., 2012a, 2009, 2010, 2011), whereas

although the beta distribution is also conjugate to the NB distribution, there is

apparent lack of exploitation of that relationship (Zhou et al., 2012b).

A beta-NB process (Broderick et al., 2012; Zhou et al., 2012b) can be constructed

by letting

Xj ∼ NBP(rj, B), B ∼ BP(c, B0) (7.44)

with a random draw expressed as

Xj =
∑∞

k=1 njkδωk , njk ∼ NB(rj, pk). (7.45)

Under this construction, the NB probability measure is shared and the NB dispersion

parameters are group dependent. Note that if {rj} are fixed as one, then the beta-NB

process reduces to the beta-geometric process, related to the one for count modeling

discussed in (Thibaux, 2008); if {rj} are empirically set to some other values, then

the beta-NB process reduces to the one proposed in (Broderick et al., 2012). These

simplifications are not considered here, as they are often overly restrictive.

As in (Zhou et al., 2012b), we may also consider a marked-beta-NB process, with

both the NB probability and dispersion measures shared, in which each point of

the beta process is marked with an independent gamma random variable. Thus a

draw from the marked-beta process becomes (R,B) =
∑∞

k=1(rk, pk)δωk , and the NB

process Xj ∼ NBP(R,B) becomes

Xj =
∑∞

k=1 njkδωk , njk ∼ NB(rk, pk). (7.46)

Since the beta and NB distributions are conjugate, the posterior of B is tractable, as

shown in (Broderick et al., 2012; Zhou et al., 2012b) and also presented in Appendix

7.F. Similar to the marked-beta-NB process, we may also consider a marked-gamma-

NB process, where each point of the gamma process is marked with an independent

beta random variable, whose performances is found to be similar.
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If it is believed that there are excessive number of zeros, governed by a process

other than the NB process, we may introduce a zero inflated NB process as Xj ∼

NBP(RZj, pj), where Zj ∼ BeP(B) is drawn from the Bernoulli process (Thibaux

and Jordan, 2007) and (R,B) =
∑∞

k=1(rk, πk)δωk is drawn from a gamma marked-

beta process, thus

njk ∼ NB(rkbjk, pj), bjk = Bernoulli(πk). (7.47)

This construction can be linked to the focused topic model in (Williamson et al.,

2010b) with appropriate normalization, with advantages that there is no need to fix

pj = 0.5 and the inference is fully tractable. The zero inflated construction can also

be linked to models for real valued data using the Indian buffet process (IBP) or beta-

Bernoulli process spike-and-slab prior (Griffiths and Ghahramani, 2005; Knowles and

Ghahramani, 2007; Paisley and Carin, 2009; Zhou et al., 2012a, 2009, 2011). More

details on the NB process family can be found in Appendix 7.F. Below we apply

various NB processes for topic modeling and illustrate the differences between them.

7.6 Negative Binomial Process Topic Modeling and Poisson Factor
Analysis

We consider topic modeling of a document corpus, a special case of mixture modeling

of grouped data, where the words of the jth document xj1, · · · , xjNj constitutes a

group xj (Nj words in document j), each word xji is an exchangeable group member

indexed by vji in a vocabulary with V unique terms. Each word xji would be assigned

to a topic φzji , where zji = 1, 2, · · · ,∞ is the topic index. The likelihood F (xji;φk)

is simply φvjik, the probability of word xji under topic φk = (φ1k, · · · , φV k)T ∈ RV
+,

with
∑V

v=1 φvk = 1. We refer to NB process mixture modeling of grouped words

{xj}1,J as NB process topic modeling.

For the gamma-NB process described in Section 7.4, with a draw from the gamma
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process expressed as G =
∑∞

k=1 rkδφk , φk ∼ G0(dφ)/γ0, we have

xji ∼ F (φzji), Nj =
∑∞

k=1 njk

njk ∼ Pois(θjk), θjk ∼ Gamma(rk, pj/(1− pj)). (7.48)

Denote θj = Θj(Ω) =
∑∞

k=1 θjk, nj = (nj1, · · · , nj∞)T and θj = (θj1, · · · , θj∞)T .

Using Corollary 7.3.1, we can equivalently express Nj and njk in (7.48) as

Nj ∼ Pois (θj) , nj ∼ Mult (Nj;θj/θj) (7.49)

Since the data {xji}i=1,Nj are fully exchangeable, rather than drawing nj as in (7.49),

we may equivalently draw it as

zji ∼ Discrete(θj/θ·j), njk =
∑Nj

i=1 δ(zji = k). (7.50)

This provides further insights on how the seemingly distinct problems of count and

mixture modeling can be united.

Denote nvjk =
∑Nj

i=1 δ(zji = k, vji = v), nv·k =
∑

j nvjk and n·k =
∑

j njk. For

modeling convenience, we place Dirichlet priors on topics φk ∼ Dir(η, · · · , η), then

for the gamma-NB process, we have

Pr(zji = k|−) ∝ F (xji;φk)θjk = φvjikθjk (7.51)

(φk|−) ∼ Dir (η + n1·k, · · · , η + nV ·k) (7.52)

which would be the same for the other NB processes, since the gamma-NB process

differs from them only on how the gamma priors of θjk and consequently the NB

priors of njk are constituted. For example, marginalizing out θjk, we have njk ∼

NB(rk, pj) for the gamma-NB process, njk ∼ NB(rj, pk) for the beta-NB process,

njk ∼ NB(rk, pk) for both the marked-beta-NB and marked-gamma-NB processes,

and njk ∼ NB(rkbjk, pj) for the zero-inflated-NB process.
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7.6.1 Poisson Factor Analysis

Under the bag-of-words representation, without losing information, we can form

{xj}1,J as a term-document count matrix M ∈ RV×J , where mvj counts the number

of times term v appears in document j. Given K ≤ ∞ and M, discrete latent variable

models assume that each entry mvj can be explained as a sum of smaller counts, each

produced by one of the K hidden factors, or in the case of topic modeling, a hidden

topic. We can factorize M under the Poisson likelihood as

M = Pois(ΦΘ) (7.53)

where Φ ∈ RV×K is the factor loading matrix, each column of which is an atom

encoding the relative importance of each term; Θ ∈ RK×J is the factor score matrix,

each column of which encodes the relative importance of each atom in a sample.

This is called Poisson Factor Analysis (PFA) (Zhou et al., 2012b).

We may augment mvj ∼ Pois(
∑K

k=1 φvkθjk) as

mvj =
∑K

k=1 nvjk, nvjk ∼ Pois(φvkθjk). (7.54)

If
∑V

v=1 φvk = 1, we have njk ∼ Pois(θjk), and with Lemma 4.1 of (Zhou et al.,

2012b) and θj = (θj1, · · · , θjK)T , we also have

(nvj1, · · · , nvjK |−) ∼ Mult
(
mvj;

φv1θj1∑K
k=1 φvkθjk

, · · · , φvKθjK∑K
k=1 φvkθjk

)
; (7.55)

(nv·1, · · · , nv·K |−) ∼ Mult(n·k;φk); (7.56)

(nj1, · · · , njK |−) ∼ Mult (Nj;θj) (7.57)

where (7.55) would lead to (7.51) under the assumption that the words {xji}i are

exchangeable, and (7.56) would lead to (7.52) if φk ∼ Dir(η, · · · , η). Thus the NB

process topic modeling can be considered as factorization of the term-document count

matrix under the Poisson likelihood as M ∼ Pois(ΦΘ), with the requirement that∑V
v=1 φvk = 1 (implying njk ∼ Pois(θjk)).
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Table 7.1: A variety of negative binomial processes are constructed with distinct
sharing mechanisms, reflected with which parameters from θjk, rk, rj, pk, pj and πk
(bjk) are inferred (indicated by a check-mark X), and the implied variance-mean-
ratio (VMR) and overdispersion level (ODL) for counts {njk}j,k. They are applied
for topic modeling of a document corpus, a typical example of mixture modeling of
grouped data. Related algorithms are shown in the last column.

Algorithms θjk rk rj pk pj πk VMR ODL Related Algorithms

NB θjk ≡ rk X (1− p)−1 r−1
k Gamma-Poisson (Tit-

sias, 2008), Gamma-
Poisson (Thibaux, 2008)

NB-LDA X X X (1− pj)−1 r−1
j LDA (Blei et al., 2003),

Dir-PFA (Zhou et al.,
2012b)

NB-HDP X X 0.5 2 r−1
k HDP (Teh et al., 2006),

DILN-HDP (Paisley
et al., 2011)

NB-FTM X X 0.5 X 2 (rk)−1bjk FTM (Williamson et al.,
2010b), SγΓ-PFA (Zhou
et al., 2012b)

Beta-Geometric X 1 X (1− pk)−1 1 Beta-Geometric
(Thibaux, 2008), BNBP
(Zhou et al., 2012b),
BNBP (Broderick et al.,
2012)

Beta-NB X X X (1− pk)−1 r−1
j BNBP (Zhou et al.,

2012b), BNBP (Broder-
ick et al., 2012)

Gamma-NB X X X (1− pj)−1 r−1
k CRF-HDP (Fox et al.,

2007; Teh et al., 2006)

Marked-Beta-NB X X X (1− pk)−1 r−1
k BNBP (Zhou et al.,

2012b)

PFA provides a unified framework to connect previously proposed discrete la-

tent variable models. As discussed in details in Appendix 7.E, these models mainly

differ on how the priors of φvk and θjk are constituted and how the inferences

are implemented. For example, nonnegative matrix factorization (Lee and Seung,

2001) with an objective function of minimizing the Kullback-Leibler (KL) diver-

gence DKL(M||ΦΘ) (Lee and Seung, 2001) is equivalent to the ML estimation of Φ

and Θ under PFA, and latent Dirichlet allocation (Blei et al., 2003) is equivalent to

a PFA with Dirichlet priors imposed on both φk and θj.

7.6.2 Negative Binomial Process Topic Modeling

From the point view of PFA, a NB process topic model factorizes the term-document

count matrix under the constraints that each factor sums to one and the factor scores
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are gamma distributed random variables, and consequently, the number of words

assigned to a topic (factor/atom) follows a NB distribution. Depending on how the

NB distributions are parameterized, as shown in Table 7.1, we can construct a variety

of NB process topic models, which can also be connected to previous parametric and

nonparametric topic models. For a deeper understanding on how the counts are

modeled, we also show in Table 7.1 both the variance-to-mean ratio (VMR) and

overdispersion level (ODL) implied by these settings.

Eight differently constructed NB processes are considered:

• (i) The NB process described in Section 7.3 is used for topic modeling. It im-

proves over the count-modeling gamma-Poisson process discussed in (Thibaux,

2008; Titsias, 2008) in that it unites mixture modeling and has closed-form

Bayesian inference. Although this is a nonparametric model supporting an

infinite number of topics, requiring {θjk}j=1,J ≡ rk may be too restrictive.

• (ii) Related to LDA (Blei et al., 2003) and Dir-PFA (Zhou et al., 2012b), the

NB-LDA is also a parametric topic model that requires tuning the number

of topics. However, it uses a document dependent rj and pj to automati-

cally learn the smoothing of the gamma distributed topic weights, and it lets

rj ∼ Gamma(γ0, 1/c), γ0 ∼ Gamma(e0, 1/f0) to share statistical strength be-

tween documents, with closed-form Gibbs sampling. Thus even the most basic

parametric LDA topic model can be improved under the NB count modeling

framework.

• (iii) The NB-HDP model is related to the HDP (Teh et al., 2006), and since

pj appears as an irrelevant parameter in the HDP due to normalization, we

set it in the NB-HDP as 0.5, the usually perceived value before normalization.

The NB-HDP model is comparable to the HDP in (Paisley et al., 2011) that
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constructs the group-level DPs with normalized gamma processes, whose scale

parameters are also set as one.

• (iv) The NB-FTM model introduces an additional beta-Bernoulli process under

the NB process framework to explicitly model zero counts. It is the same

as the sparse-gamma-gamma-PFA (SγΓ-PFA) in (Zhou et al., 2012b) and is

comparable to the focused topic model (FTM) (Williamson et al., 2010b), which

is constructed from the IBP compound Dirichlet process. The Zero-Inflated-

NB process improves over these approaches by allowing {pj} to be inferred,

which generally yields better data fitting.

• (v) The Gamma-NB process explores sharing the NB dispersion measure across

groups, and it improves over the NB-HDP by allowing the learning of {pj}. It

reduces to the original HDP in (Teh et al., 2006) by normalizing both the

group-level and the shared gamma processes.

• (vi) The Beta-Geometric process explores sharing the NB probability measure

across groups, which is related to the one proposed for count modeling in

(Thibaux, 2008). It is restrictive that the NB dispersion parameters are fixed

as one.

• (vii) The Beta-NB process explores sharing the NB probability measure across

groups, which improves over the Beta-Geometric process and the beta negative

binomial process (BNBP) proposed in (Broderick et al., 2012) by providing

closed-form inference of {rj}.

• (viii) The Marked-Beta-NB process is comparable to the BNBP proposed in

(Zhou et al., 2012b), with the distinction that it provides closed-form inference

of {rk}.
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7.6.3 Approximate and Exact Inference

Note that although all proposed NB process models have closed-form conditional

posteriors and a draw from a NB process contains a finite number of distinct atoms,

the normalized random measures used in NB processes for mixture modeling usu-

ally contain a countably infinite number of atoms, which are infeasible to explicitly

represent in practice. This infinite dimensional problem can be addressed by using

a discrete base measure with K atoms, i.e., truncating the total number of atoms to

be K, and then doing Bayesian inference via block Gibbs sampling (Ishwaran and

Zarepour, 2000). This is a very general approach and is used in our experiments to

make a fair comparison between a wide variety of models. The infinite dimensional

problem can also be addressed by discarding the atoms with weights smaller than a

small constant ε (Wolpert et al., 2011) or by modifying the Lévy measure to make

its integral over the whole space be finite (Zhou et al., 2012b). A sufficiently large

(small) K (ε) usually provides a good approximation in practice, however, there is

an increasing risk of wasting computation as the truncation level gets larger.

To avoid truncation, the slice sampling schemes of (Damlen et al., 1999) have been

utilized for Dirichlet process and normalized random measure based mixture models

(Griffin and Walker, 2011; Kalli et al., 2011; Papaspiliopoulos and Roberts, 2008;

Walker, 2007). These slice samplers introduce one or multiple auxiliary slice latent

variables to allow adaptive truncations in each MCMC interaction, transforming the

infinite dimensional problem into a finite one. This idea has also been applied to the

beta-Bernoulli process (Teh et al., 2007) and the beta-NB process (Broderick et al.,

2012). Since NB process models do not impose normalization on its atoms and

maintain their independence, there might be advantages to develop slice samplers

under the NB process count-modeling framework. As it is not the focus of this

Chapter, we leave it for future study.
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Both the block sampler with truncation and the slice sampler explicit represent a

finite set of atoms and infer their posteriors, and algorithms based on these samplers

are commonly referred as “conditional” methods (Kalli et al., 2011; Papaspiliopoulos

and Roberts, 2008). Another approach of solving the infinite dimensional problem

is employing a Pólya urn scheme that marginalizes out the atoms and their weights

(Escobar and West, 1995; MacEachern and Müller; Neal, 2000b; Teh, 2010; Teh

et al., 2006). Algorithms based on the Pólya urn sampler are usually referred as

“marginal” methods (Kalli et al., 2011; Papaspiliopoulos and Roberts, 2008). A

well-defined prediction rule is usually required to develop a Pólya urn sampler, and

the conjugacy between the likelihood and the prior distribution of atoms is desired

to avoid numerical integrations. In topic modeling, a word is linked to a Dirichlet

distributed atom with a multinomial likelihood, thus the atoms can be analytically

marginalized out; since their weights can also be marginalized out as in (7.38)-(7.40),

we may develop a collapsed (Pólya urn) Gibbs sampler for topic models based on

the gamma-NB process. As it is not the focus of this Chapter and the prediction

rules for other NB processes need further investigation, we leave the collapsed Gibbs

sampling algorithms for future study.

7.7 Example Results and Discussions

Motivated by Table 7.1, we consider topic modeling using a variety of NB processes.

We compare them with LDA (Blei et al., 2003; Griffiths and Steyvers, 2004) and

CRF-HDP (Fox et al., 2007; Teh et al., 2006), in which the latent count njk is

marginally distributed as

njk ∼ Beta-Binomial(Nj, αr̃k, α(1− r̃k)) (7.58)

with r̃k fixed as 1/K in LDA and learned from the data in CRF-HDP. For fair

comparison, they are all implemented with block Gibbs sampling using a discrete

129



base measure with K atoms, and for the first fifty iterations, the Gamma-NB process

with rk ≡ 50/K and pj ≡ 0.5 is used for initialization. We set K large enough that

only a subset of the K atoms would be used by the data. We consider 2500 Gibbs

sampling iterations and collect the last 1500 samples. The details of the model and

inference of various NB processes and related algorithms in Table 7.1 are presented

in Appendix 7.F.

We consider the Psychological Review3 corpus, restricting the vocabulary to terms

that occur in five or more documents. The corpus includes 1281 abstracts from 1967

to 2003, with V = 2566 and 71,279 total word counts. We randomly select 20%,

40%, 60% or 80% of the words from each document to learn a document dependent

probability for each term v and calculate the per-word perplexity on the held-out

words as

Perplexity = exp

(
− 1

y··

J∑
j=1

V∑
v=1

yjv log fjv

)
, fjv =

∑S
s=1

∑K
k=1 φ

(s)
vk θ

(s)
jk∑S

s=1

∑V
v=1

∑K
k=1 φ

(s)
vk θ

(s)
jk

(7.59)

where yjv is the number of words held out at term v in document j, y·· =
∑J

j=1

∑V
v=1

yjv, and s = 1, · · · , S are the indices of collected samples. Note that the per-word

perplexity is equal to V if fjv = 1
V

, thus it should be no greater than V for a func-

tional topic model. The final results are averaged over five random training/testing

partitions. The performance measure is the same as the one used in (Zhou et al.,

2012b) and also similar to those used in (Asuncion et al., 2009; Wallach et al., 2009;

Wang et al., 2011).

Note that the perplexity per held-out word is a fair metric to compare topic

models. As analyzed in Section 7.6 and Appendix 7.E, NB process topic models

can also be considered as factor analysis of the term-document count matrix under

the Poisson likelihood, with φk as the kth factor that sums to one and θjk as the

3 http://psiexp.ss.uci.edu/research/programs data/toolbox.htm
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factor score of the jth document on the kth factor, which can be further linked to

nonnegative matrix factorization (Lee and Seung, 2001) and a gamma Poisson factor

model (Canny, 2004). If except for proportions θ̃j and r̃, the absolute values, e.g.,

θjk, rk and pk, are also of interest, then NB processes based joint count and mixture

models would be more appropriate than Dirichlet process based mixture models.

We show in Fig. 7.3 the NB dispersion and probability parameters learned by

various NB process topic models listed in Table 7.1, revealing distinct sharing mech-

anisms and model properties. In Fig. 7.4 we compare the per-held-out-word predic-

tion performance of various algorithms. We set the parameters as c = 1, η = 0.05

and a0 = b0 = e0 = f0 = 0.01. For LDA and NB-LDA, we search K for optimal

performance. All the other NB process topic models are nonparametric Bayesian

algorithms that can automatically learn the number of active topics K+ for a given

corpus. For fair comparison between various models, we use block Gibbs sampling

an set K = 400 as an upper-bound. When θjk ≡ rk is used, as in the NB process,

different documents are imposed to have the same topic weights, leading to the worst

held-out-prediction performance.

With a symmetric Dirichlet prior Dir(α/K, · · · , α/K) placed on the topic pro-

portion for each document, the parametric LDA is found to be sensitive to both the

number of topics K and the value of the concentration parameter α. We consider

α = 50, following the suggestion of the topic model toolbox provided for (Griffiths

and Steyvers, 2004); we also consider an optimized value as α = 2.5, based on the

results of the CRF-HDP on the same dataset. As shown in Fig. 7.4, when the

number of training words is small, with optimized K and α, the parametric LDA

can approach the performance of the nonparametric CRF-HDP; as the number of

training words increases, the advantage of learning r̃k in the CRF-HDP than fixing

r̃k = 1/K in LDA becomes clearer. The concentration parameter α is important for

both LDA and CRF-HDP since it controls the VMR of the count njk, which is equal
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Figure 7.3: Distinct sharing mechanisms and model properties are evident be-
tween various NB process topic models, by comparing their inferred NB dispersion
and probability parameters. Note that the transition between active and non-active
topics is very sharp when pk is used and much smoother when rk is used. Both
the documents and topics are ordered in a decreasing order based on the number of
words associated with each of them. These results are based on the last Gibbs sam-
pling iteration, on the Psychological Review corpus with 80% of the words in each
document used as training. The values are shown in either linear or log scales for
convenient visualization. Document-specific and atom-specific parameters are shown
in blue and red colors, respectively.

to (1− r̃k)(α+Nj)/(α+ 1) based on (7.58). Thus fixing α may lead to significantly

under- or over-estimated variations and then degraded performance, as evident by

comparing the performance of LDA with α = 50 and LDA-Optima-α in Fig. 7.4.

When (rj, pj) is used, as in NB-LDA, different documents are weakly coupled

with rj ∼ Gamma(γ0, 1/c), and the modeling results in Fig. 7.3 show that a typical

document in this corpus usually has a small rj and a large pj, thus a large ODL

and a large VMR, indicating highly overdispersed counts on its topic usage. NB-

LDA is a parametric topic model that requires tuning the number of topics K. It

improves over LDA in that it only has to tune K, whereas LDA has to tune both

K and α. With an appropriate K, the parametric NB-LDA may outperform the

nonparametric NB-HDP and NB-FTM as the training data percentage increases,

showing that even by learning both the NB dispersion and probability parameters rj

and pj in a document dependent manner, we may get better data fitting than using
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Figure 7.4: Comparison of per-word perplexity on held out words between various
algorithms listed in Table 7.1 on the Psychological Review corpus. LDA-Optimal-α
refers to an LDA algorithm whose topic proportion Dirichlet concentration param-
eter α is optimized based on the results of the CRF-HDP on the same dataset. (a)
With 60% of the words in each document used for training, the performance varies
as a function of K in both LDA and NB-LDA, which are parametric models, whereas
the NB, Beta-Geometric, NB-HDP, NB-FTM, Beta-NB, CRF-HDP, Gamma-NB and
Marked-Beta-NB all infer the number of active topics, which are 225, 28, 127, 201,
107, 161, 177 and 130, respectively, according to the last Gibbs sampling iteration.
(b) Per-word perplexities of various algorithms as a function of the percentage of
words in each document used for training. The results of LDA and NB-LDA are
shown with the best settings of K under each training/testing partition. Nonpara-
metric Bayesian algorithms listed in Table 7.1 are ranked in the legend from top to
bottom according to their overall performance.

nonparametric models that share the NB dispersion parameters rk across documents,

but fix the NB probability parameters.

When (rj, pk) is used to model the latent counts {njk}j,k, as in the Beta-NB

process, the transition between active and non-active topics is very sharp that pk

is either far from zero or almost zero. That is because pk controls the mean as

E[
∑

j njk] = pk/(1− pk)
∑

j rj and the VMR as (1− pk)−1 on topic k, thus a popular

topic must also have large pk and thus large overdispersion measured by the VMR;

since the counts {njk}j are usually overdispersed, particularly true in this corpus,
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a small pk indicating an small mean and small overdispersion is not favored by the

model and thus is rarely observed.

The Beta-Geometric process is a special case of the Beta-NB process that rj ≡ 1,

which is more than ten times larger than the values inferred by the Beta-NB pro-

cess on this corpus, as shown in Fig. 7.3; therefore, to fit the mean E[
∑

j njk] =

Jpk/(1− pk), it has to use a substantially underestimated pk, leading to severely un-

derestimated variations and thus degraded performance, as confirmed by comparing

the curves of the Beta-Geometric and Beta-NB processes in Fig. 7.4.

When (rk, pj) is used, as in the Gamma-NB process, the transition is much

smoother that rk gradually decreases. The reason is that rk controls the mean

as E[
∑

j njk] = rk
∑

j pj/(1 − pj) and the ODL r−1
k on topic k, thus popular topics

must also have large rk and thus small overdispersion measured by the ODL, and

unpopular topics are modeled with small rk and thus large overdispersion, allowing

rarely and lightly used topics. Therefore, we can expect that (rk, pj) would allow

more topics than (rj, pk), as confirmed in Fig. 7.4 (a) that the Gamma-NB process

learns 177 active topics, significantly more than the 107 ones of the Beta-NB process.

With these analysis, we can conclude that the mean and the amount of overdisper-

sion (measure by the VMR or ODL) for the usage of topic k is positively correlated

under (rj, pk) and negatively correlated under (rk, pj).

The NB-HDP is a special case of the Gamma-NB process that pj ≡ 0.5. From

a mixture modeling viewpoint, fixing pj = 0.5 is a natural choice as pj appears

irrelevant after normalization. However, from a count modeling viewpoint, this would

make a restrictive assumption that each count vector {njk}k=1,K has the same VMR

of 2. It is also interesting to examine (7.43), which can be viewed as the concentration

parameter α in the HDP, allowing the adjustment of pj would allow a more flexible

model assumption on the amount of variations between the topic proportions, and

thus potentially better data fitting.
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The CRF-HDP and Gamma-NB process have very similar performance on pre-

dicting held-out words, although they have distinct assumption on count modeling:

njk is modeled as a NB distribution in the Gamma-NB process while it is modeled as

a beta-binomial distribution in the CRF-HDP. The Gamma-NB process adjust both

rk and pj to fit the NB distribution, whereas the CRF-HDP learns both α and r̃k to

fit the beta-binomial distribution. The concentration parameter α controls the VMR

of the count njk as shown in (7.58), and we find through experiments that prefixing

its value may substantially degrade the performance of the CRF-HDP, thus this op-

tion is not considered in this Chapter and we exploit the CRF metaphor to update

α as in (Fox et al., 2007; Teh et al., 2006).

When (rk, πk) is used, as in the NB-FTM model, our results show that we usually

have a small πk and a large rk, indicating topic k is sparsely used across the docu-

ments but once it is used, the amount of variation on usage is small. This modeling

properties might be helpful when there are excessive number of zeros which might

not be well modeled by the NB process alone. In our experiments, we find the more

direct approaches of using pk or pj generally yield better results, but this might not

be the case when excessive number of zeros are better explained with the underlying

beta-Bernoulli processes, e.g., when the training words are scarce, the NB-HDP can

approach the performance of the Marked-Beta-NB process.

When (rk, pk) is used, as in the Marked-Beta-NB process, more diverse combi-

nations of mean and overdispersion would be allowed as both rk and pk are now

responsible for the mean E[
∑

j njk] = Jrkpk/(1 − pk). For example, there could be

not only large mean and small overdispersion (large rk and small pk), indicating a

popular topic frequently used by most of the documents, but also large mean and

large overdispersion (small rk and large pk), indicating a topic heavily used in a rel-

atively small percentage of documents. Thus (rk, pk) may combine the advantages

of using only rk or pk to model topic k, as confirmed by the superior performance of
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the Marked-Beta-NB over the Beta-NB and Gamma-NB processes.

7.8 Conclusions

The negative binomial (NB) process is a gamma process mixed Poisson process. Al-

though a draw from the gamma process with a finite and continuous base measure

consists of countably infinite atoms, a draw from the NB process consists of a fi-

nite number of distinct atoms almost surely; the number of distinct atoms follows

a Poisson distribution parameterized by the NB mass and probability parameters,

and the number of data samples on each of these atoms follows a logarithmic dis-

tribution parameterized by the NB probability parameter. We propose a variety of

NB processes for count modeling, which can be naturally applied for the seemingly

disjoint problem of mixture modeling. The proposed NB processes are completely

random measures, which assign independent infinite divisible random variables to

disjoint Borel sets of the measure space, as opposed to the Dirichlet process and

the hierarchical Dirichlet process (HDP), whose measures on disjoint Borel sets are

negatively correlated. We reveal connections between various distributions and dis-

cover unique data augmentation methods for the NB distribution, with which we

are able to unite count and mixture modeling, analyze fundamental model proper-

ties, and derive efficient Bayesian inference. We demonstrate that the NB process

and the gamma-NB process can be normalized to produce the Dirichlet process and

the HDP, respectively. We show in detail the theoretical, structural and computa-

tional advantages of the NB process. We examine the distinct sharing mechanisms

and model properties of various NB processes, with connections made to existing

discrete latent variable models under the Poisson factor analysis framework. Exper-

imental results on topic modeling show the importance of modeling both the NB

dispersion and probability parameters, which respectively govern the overdispersion

level and variance-to-mean ratio for count modeling.
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7.A Gamma Scaled Dirichlet Distribution

Lemma 7.A.1. Suppose that random variables y and (y1, . . . , yK) are independent

with

y ∼ Gamma(γ, 1/c), (y1, . . . , yK) ∼ Dir(γp1, · · · , γpK)

where
∑K

k=1 pk = 1, c is a constant and γ is both the shape parameter of the

gamma distribution and the concentration parameter of the Dirichlet distribution.

Let xk = yyk, then {xk}1,K are independent gamma random variables with xk ∼

Gamma(γpk, 1/c).

Proof. Since xK = y(1−
∑K−1

k=1 yk) and
∣∣∣∂(y1,··· ,yK−1,y)

∂(x1,··· ,xK)

∣∣∣ = y−K+1, we have

fX1,··· ,XK (x1, · · · , xK)

=fY1,··· ,YK−1
(y1, · · · , yK−1)fY (y)y−K+1

=
K∏
k=1

Gamma(xk; γpk, 1/c).

7.B Chinese Restaurant Table Distribution

Under the Chinese restaurant process, the number of nonempty tables (distinct

atoms) L is a random variable dependent on the total number of customer m and

the concentration parameter γ0. Denote s(m, l) as Stirling numbers of the first kind,

it is shown in (Antoniak, 1974; Escobar and West, 1995; Teh et al., 2006) that the

random table count L has PMF

fL(l|m, γ0) =
Γ(γ0)

Γ(m+ γ0)
|s(m, l)|γl0, l = 0, 1, · · · ,m. (7.60)

We refer to this distribution as the Chinese restaurant table (CRT) distribution.
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Lemma 7.B.1. A CRT random variable l ∼ CRT(m, r) with PMF

fL(l|m, r) =
Γ(r)

Γ(m+ r)
|s(m, l)|rl, l = 0, 1, · · · ,m (7.61)

can be generated as

l =
m∑
n=1

bn, bn ∼ Bernoulli

(
r

n− 1 + r

)
. (7.62)

Proof. Since l is the summation of independent Bernoulli random variables, its

probability-generating function (PGF) becomes CL(z) =
∏m

n=1

(
n−1
n−1+r

+ r
n−1+r

z
)

=

Γ(r)
Γ(m+r)

∑m
k=0 |s(m, k)|(rz)k. Thus we have fL(l|m, r) =

C
(l)
L (0)

l!
= Γ(r)

Γ(m+r)
|s(m, l)|rl, l =

0, 1, · · · ,m.

Corollary 7.B.2. If fL(l|m, r) = Γ(r)
Γ(m+r)

|s(m, l)|rl, l = 0, 1, · · · ,m, i.e. l ∼

CRT(m, r), then

E[l|m, r] =
m∑
n=1

r

n− 1 + r
= rψ(n+ r)− rψ(r)

Var[l|m, r] =
m∑
n=1

(n− 1)r

(n− 1 + r)2
(7.63)

where ψ(r) is the diagram function with ψ(r + 1) = ψ(r) + 1/r. Approximately we

have the mean and variance as

µ̂l =

∫ m+1

1

r

x− 1 + r
dx = r ln

m+ r

r

σ̂2
l =

∫ m+1

1

(x− 1)r

(x− 1 + r)2
dx = r ln

m+ r

r
− (m+ 1)r

m+ 1 + r
. (7.64)

Thus around r ln m+r
r

tables would be required to accommodate m customers.
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Although l ∼ CRT(m, r) can be generated as the summation of independent

Bernoulli random variables, it may be desirable to directly calculate out its PMF in

some cases. However, it is numerically instable to recursively calculate the unsigned

Stirling numbers of the first kind |s(m, l)| based on |s(m, l)| = (m− 1)|s(m− 1, l)|+

|s(m − 1, l − 1)|, as |s(m, l)| would rapidly reach the maximum value allowed by a

finite precision machine as m increases. Denote Pr(m, l) = Γ(r)
Γ(m+r)

|s(m, l)|rl, then

Pr is a probability matrix as a function of r, each row of which sums to one, with

Pr(0, 0) = 1, Pr(m, 0) = 0 if m > 0 and Pr(m, l) = 0 if l > m. We propose to

calculate Pr(m, l) under the logarithmic scale based on

lnPr(m, l) = lnP1(m, l) + l ln(r) + ln Γ(r)

− ln Γ(m+ r) + ln Γ(m+ 1) (7.65)

where lnP1(m, l) is iteratively calculated with lnP1(m, 1) = ln m−1
m

+ lnP1(m−1, 1),

lnP1(m, l) = ln m−1
m

+lnP1(m−1, l)+ln(1+exp(lnP1(m−1, l−1)− lnP1(m−1, l)−

ln(m− 1))) for 2 ≤ l ≤ m− 1, and lnP1(m,m) = lnP1(m− 1,m− 1)− lnm. This

approach is found to be numerically stable, but it requires calculating and storing

the matrix P1, which would be time and memory consuming when m is large.

7.C Proof of Lemmas 7.2.1 and 7.2.2

7.C.1 Proof of Lemma 7.2.1

Proof. With both the NB and CRT PMFs, we have the joint distribution of counts

m and l as

fM,L(m, l|r, p) = fL(l|m, r)fM(m|r, p)

=
Γ(r)|s(m, l)|rl

Γ(m+ r)

Γ(r +m)(1− p)rpm

m!Γ(r)
=
|s(m, l)|rl(1− p)rpm

m!
.

Since m ∼ SumLog(l, p) is the summation of l iid Log(p) random variables, its PGF

becomes CM(z) = C l
U(z) = [ln(1− pz)/ln(1− p)]l , |z| < p−1. With [ln(1 + x)]l =

139



l!
∑∞

n=l s(n, l)x
n/n! and |s(m, l)| = (−1)m−ls(m, l) (Johnson et al., 2005), its PMF

can be expressed as

fM(m|l, p) =
C

(m)
M (0)

m!
=

pml!|s(m, l)|
m![− ln(1− p)]l

. (7.66)

Let l ∼ Pois(−r ln(1− p)), we have the joint distribution of counts m and l as

fM,L(m, l|r, p) = fM(m|l, p)fL(l|r, p)

=
pml!|s(m, l)|

m![− ln(1− p)]l
(−r ln(1− p))ler ln(1−p)

l!
=
|s(m, l)|rl(1− p)rpm

m!
.

7.C.2 Proof of Lemma 7.2.2

Proof. We can augment the gamma-NB distribution as m ∼
∑l

t=1 Log(p), l ∼

Pois(−r ln(1 − p)), r ∼ Gamma(r1, 1/c1). Marginalizing out r leads to m ∼
∑l

t=1

Log(p), l ∼ NB (r1, p
′) . Augmenting l using its compound Poisson representation

leads to (7.7). Using Lemma 7.2.1, we have that (7.7) and (7.8) are equivalent in

distribution.

7.D Hierarchical Negative Binomial Count Modeling

Assuming we have counts {mj1, · · · ,mjNj}j=1,J from J data groups; to model their

distribution, we construct a hierarchical model as

mji ∼ NB(rj, pj), pj ∼ Beta(a0, b0)

rj ∼ Gamma(r1, 1/c1), r1 ∼ Gamma(r2, 1/c2).
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Then Gibbs sampling proceeds as

(pj|−) ∼ Beta
(
a0 +

∑Nj
i=1mji, b0 +Njrj

)
(lji|−) ∼ CRT(mji, rj), (l′j|−) ∼ CRT

(∑Nj
i=1 lji, r1

)
r1 ∼ Gamma

(
r2 +

∑J
j=1 l

′
j,

1

c2−
∑J
j=1 ln(1−p′j)

)
rj ∼ Gamma

(
r1 +

∑Nj
i=1 lji,

1
c1−Nj ln(1−pj)

)
where p′j =

−Nj ln(1−pj)
c1−Nj ln(1−pj) .

7.E Related Discrete Latent Variable Models

We show below that previously proposed discrete latent variable models can be

connected under the Poisson factor analysis (PFA) framework, with the differences

mainly on how the priors of φvk and θjk are constituted and how the inferences are

implemented.

Latent Dirichlet Allocation

We can construct a Dirichlet-PFA (Dir-PFA) by imposing Dirichlet priors on both

φk = (φ1k, · · · , φV k)T and θj = (θj1, · · · , θjK)T as

φk ∼ Dir(η, · · · , η), θj ∼ Dir (α/K, · · · , α/K) . (7.67)

Sampling zji with (7.51), which is the same as sampling nvjk with (7.55), and using

(7.56) with the Dirichlet multinomial conjugacy, we have (φk|−) the same as (7.52)

and

(θj|−) ∼ Dir (α/K + nj1, · · · , α/K + njK) . (7.68)

Using variational Bayes (VB) inference (Beal, 2003; Bishop and Tipping, 2000),

we can approximate the posterior distribution with the product of Q(nvj1,··· ,nvjK) =
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Mult
(
mvj; ζ̃vj1, · · · , ζ̃vjK

)
, Qφk = Dir (ãφ1k, · · · , ãφV k) andQθj = Dir (ãθj1, · · · , ãθjK)

for v = 1, · · · , V , j = 1, · · · , J and k = 1, · · · , K, where

ζ̃vjk =
exp (〈lnφvk〉+ 〈ln θjk〉)∑K

k′=1 exp (〈lnφvk′〉+ 〈ln θjk′〉)
(7.69)

ãφvk = η + 〈nv·k〉, ãθjk = α/K + 〈njk〉; (7.70)

these moments are calculated as 〈lnφvk〉 = ψ(ãφvk) − ψ
(∑V

v′=1 ãφv′k

)
, 〈ln θjk〉 =

ψ(ãθjk)− ψ
(∑K

k′=1 ãθjk′
)

and 〈nvjk〉 = mvj ζ̃vjk. Therefore, Dir-PFA and LDA (Blei

et al., 2003; Hoffman et al., 2010) have the same block Gibbs sampling and VB

inference. It may appear that Dir-PFA should differ from LDA via the Poisson

distribution; however, imposing Dirichlet priors on both factor loadings and scores

makes it essentially lose that distinction.

Nonnegative Matrix Factorization and a Gamma-Poisson Factor Model

We can construct a Gamma-PFA (Γ-PFA) by imposing gamma priors on both φvk

and θjk as

φvk ∼ Gamma(aφ, 1/bφ), θjk ∼ Gamma(aθ, gk/aθ). (7.71)

Note that if we set bφ = 0, aφ = aθ = 1 and gk =∞, then we are imposing no priors

on φvk and θjk, and a maximum a posterior (MAP) estimate of Γ-PFA would become

an ML estimate of PFA. Using (7.54) and (7.71), one can show that

(φvk|−) ∼ Gamma(aφ + nv·k, 1/(bφ + θ·k)) (7.72)

(θjk|−) ∼ Gamma(aθ + njk, 1/(aθ/gk + φ·k)) (7.73)

where θ·k =
∑J

j=1 θjk, φ·k =
∑V

v=1 φvk. If aφ ≥ 1 and aθ ≥ 1, using (7.55), (7.72) and

(7.73), we can substitute E[nvjk|φvk, θjk] =
mvjφvkθjk∑K
k=1 φvkθjk

into the modes of φpk and θki,
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leading to a MAP Expectation-Maximization (MAP-EM) algorithm as

φvk = φvk

aφ−1

φvk
+
∑J

j=1
mvjθjk∑K
k=1 φvkθjk

bφ + θk·
(7.74)

θjk = θjk

aθ−1
θjk

+
∑V

v=1
mvjφvk∑K
k=1 φvkθjk

aθ/gk + φ·k
. (7.75)

If we set bφ = 0, aφ = aθ = 1 and gk = ∞, the MAP-EM algorithm reduces to the

ML-EM algorithm, which is found to be the same as that of non-negative matrix

factorization (NMF) with an objective function of minimizing the KL divergence

DKL(M||ΦΘ) (Lee and Seung, 2001). If we set bφ = 0 and aφ = 1, then the update

equations in (7.74) are the same as those of the gamma-Poisson (Gap) model of

(Canny, 2004), in which setting aθ = 1.1 and estimating gk with gk = E[θjk] are

suggested. Since all latent variables are in the exponential family with conjugate

update, following the VB inference for Dir-PFA in Section 7.E, we can conveniently

derive the VB inference for Γ-PFA, omitted here for brevity.

Note that the inference for the basic gamma-Poisson model and its variations have

also been discussed in detail in (Buntine and Jakulin, 2006; Cemgil, 2009). Here we

show using Lemma 4.1 of (Zhou et al., 2012b), the derivations of the ML-EM, MAP-

EM, Gibbs sampling and VB inference are all straightforward. The NMF has been

widely studied and applied to numerous applications, such as image processing and

music analysis (Févotte et al., 2009; Lee and Seung, 2001). Showing its connections

to NB process topic modeling, under the Poisson factor analysis framework, may

allow us to extend the proposed nonparametric Bayesian techniques to these broad

applications.
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7.F Model and Inference for Negative Binomial Process Topic Models

7.F.1 Block Gibbs Sampling for the Negative Binomial Process

For a finite continuous base measure, a draw from the gamma processG ∼ GaP(c,G0)

can be expressed as an infinite sum as in (7.15). Here we consider a discrete base mea-

sure as G0 =
∑K

k=1
γ0
K
δωk , then we have G =

∑K
k=1 rkδωk , rk ∼ Gamma(γ0/K, 1/c),

ωk ∼ g0(ωk), which becomes a draw from the gamma process with a continuous base

measure as K → ∞. Let xji ∼ F (ωzji) be observation i in group j, linked to a

mixture component ωzji ∈ Ω through a distribution F , where zji = 1, · · · , K is an

index. Denote njk =
∑Nj

i=1 δ(zji = k), we can express the NB process as

xji ∼ F (ωzji), ωk ∼ g0(ωk), Nj =
∑K

k=1 njk

njk ∼ Pois(rk), rk ∼ Gamma(γ0/K, p/(J(1− p)))

p ∼ Beta(a0, b0), γ0 ∼ Gamma(e0, 1/f0) (7.76)

where marginally we have nk =
∑J

j=1 njk ∼ NB(γ0/K, p). Note that if J > 1,

one need avoid marginalizing out rk in njk ∼ Pois(rk), rk ∼ Gamma(γ0/K, 1) as

njk ∼ NB(γ0/K, 1/2). Denote r =
∑K

k=1 rk, using Lemma 4.1 of (Zhou et al.,

2012b), we can equivalently express Nj and njk in (7.76) as

Nj ∼ Pois(r), (nj1, · · · , njK) ∼ Mult
(
Nj;

r1

r
, · · · , rK

r

)
. (7.77)

Since the data {xji}i=1,Nj are fully exchangeable, rather than drawing (nj1, · · · , njK)

once, we may equivalently draw index zji for each xji and then calculate njk as

zji ∼ Discrete
(r1

r
, · · · , rK

r

)
, njk =

Nj∑
i=1

δ(zji = k). (7.78)

This provides further insights on how the seemingly disjoint problems of count and

mixture modeling are united under the NB process framework. Following (7.20), the
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block Gibbs sampling is straightforward to write as

Pr(zji = k|−) ∝ F (xji;ωk)rk

(p|−) ∼ Beta
(
a0 +

∑J
j=1Nj, b0 + γ0

)
(lk|−) ∼ CRT(nk, γ0/K)

(γ0|−) ∼ Gamma

(
e0 +

∑K
k=1 lk,

1
f0−ln(1−p)

)
(rk|−) ∼ Gamma (γ0/K + nk, p/J)

p(ωk|−) ∝
∏

zji=k
F (xji;ωk)g0(ωk). (7.79)

If g0(ω) is conjugate to the likelihood F (x;ω), then the conditional posterior of ω

would be analytic. Note that when K → ∞, we have (lk|−) = δ(nk > 0) and∑K
k=1 lk = K+.

Without modeling Nj and r as random variables, we can re-express (7.76) as

xji ∼ F (ωzji), zji ∼ Discrete(r̃)

r̃ ∼ Dir(γ0/K, · · · , γ0/K), γ0 ∼ Gamma(e0, 1/f0) (7.80)

which loses the count modeling ability and becomes a finite representation of the

Dirichlet process (Ferguson, 1973; Ishwaran and Zarepour, 2002). The conditional

posterior of r̃ is analytic, whereas γ0 can be sampled as in (Escobar and West, 1995)

when K →∞. By using the Dirichlet process as the foundation, traditional mixture

modeling may discard useful count information from the beginning.
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7.F.2 Block Gibbs Sampling for the Gamma-Negative Binomial Process

As with the NB process described in Section 7.3, with a discrete base measure as

G0 =
∑K

k=1
γ0
K
δωk , we can express the gamma-NB process as

xji ∼ F (ωzji), ωk ∼ g0(ωk), Nj =
∑K

k=1 njk

njk ∼ Pois(θjk), θjk ∼ Gamma(rk, pj/(1− pj))

rk ∼ Gamma(γ0/K, 1/c), γ0 ∼ Gamma(e0, 1/f0)

pj ∼ Beta(a0, b0) (7.81)

where marginally we have njk ∼ NB(rk, pj). Following Section 7.4.1, the block Gibbs

sampling for (7.81) is straightforward to write as

Pr(zji = k|−) ∝ F (xji;ωk)θjk

(ljk|−) ∼ CRT(njk, rk), (l′k|−) ∼ CRT
(∑

j ljk, γ0/K
)

(pj|−) ∼ Beta (a0 +Nj, b0 +
∑

k rk) , p
′ =

−
∑
j ln(1−pj)

c−
∑
j ln(1−pj)

(γ0|−) ∼ Gamma
(
e0 +

∑
k l
′
k,

1
f0−ln(1−p′)

)
(rk|−) ∼ Gamma

(
γ0/K +

∑
j ljk,

1
c−

∑
j ln(1−pj)

)
(θjk|−) ∼ Gamma(rk + njk, pj)

p(ωk|−) ∝
∏

zji=k
F (xji;ωk)g0(ωk) (7.82)

which has similar computational complexity as that of the direct assignment block

Gibbs sampling of the CRF-HDP (Fox et al., 2007; Teh et al., 2006). Note that when

K →∞, we have (l′k|−) = δ(
∑

j ljk > 0) = δ(
∑

j njk > 0) and thus
∑

k l
′
k = K+.

Without treating Nj and θj as random variables, we can re-express (7.81) as

xji ∼ F (ωzji), zji ∼ Discrete(θ̃j), θ̃j ∼ Dir(αr̃)

α ∼ Gamma(γ0, 1/c), r̃ ∼ Dir(γ0/K, · · · , γ0/K) (7.83)
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which becomes a finite representation of the HDP, the inference of which is usually

solved under the Chinese restaurant franchise (Fox et al., 2007; Teh et al., 2006) or

stick-breaking representations (Wang et al., 2011).

7.F.3 CRF-HDP

The CRF-HDP model [7, 26] is constructed as

xji ∼ F (φzji), φk ∼ Dir(η, · · · , η)

zji ∼ Discrete(λ̃j), λ̃j ∼ Dir(αr̃)

α ∼ Gamma(a0, 1/b0), r̃ ∼ Dir(γ0/K, · · · , γ0/K). (7.84)

Under the CRF metaphor, denote njk as the number of customers eating dish k

in restaurant j and ljk as the number of tables serving dish k in restaurant j, the

direct assignment block Gibbs sampling can be expressed as

Pr(zji = k|−) ∝ φvjikλ̃jk, (ljk|−) ∼ CRT(njk, αr̃k)

wj ∼ Beta(α + 1, Nj), sj ∼ Bernoulli
(

Nj
Nj+α

)
α ∼ Gamma

(
a0 +

∑J
j=1

∑K
k=1 ljk −

∑J
j=1 sj,

1
b0−

∑
j lnwj

)
(r̃|−) ∼ Dir

(
γ0/K +

∑J
j=1 lj1, · · · , γ0/K +

∑J
j=1 ljK

)
(λ̃j|−) ∼ Dir (αr̃1 + nj1, · · · , αr̃K + njK)

(φk|−) ∼ Dir (η + n1·k, · · · , η + nV ·k) . (7.85)

When K →∞, the concentration parameter γ0 can be sampled as

w0 ∼ Beta
(
γ0 + 1,

∑J
j=1

∑∞
k=1 ljk

)
, s0 ∼ Bernoulli(π0)

γ0 ∼ Gamma
(
e0 +K+ − 1 + s0,

1
f0−lnw0

)
(7.86)
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where K+ is the number of distinct atoms and

π0 =
e0 +K+ − 1

e0 +K+ − 1 + (f0 − lnw0)
∑J

j=1

∑∞
k=1 ljk

. (7.87)

Since it is infeasible in practice in a block Gibbs sampler to let K → ∞, directly

using this method to sample γ0 is only approximately correct, which may result in a

biased estimate especially if K is not set large enough. Thus in the experiments, we

do not sample γ0 and fix it as one. Note that for implementation convenience, it is

also common to fix the concentration parameter α as one (Wang et al., 2011). We

find through experiments that learning this parameter usually results in obviously

lower per-word perplexity for held out words, thus we allow the learning of α using

the data augmentation method proposed in (Teh et al., 2006), which is modified from

the one proposed in (Escobar and West, 1995).

7.F.4 NB-LDA

The NB-LDA model is constructed as

xji ∼ F (φzji), φk ∼ Dir(η, · · · , η)

Nj =
∑K

k=1 njk, njk ∼ Pois(θjk)

θjk ∼ Gamma(rj, pj/(1− pj)), pj ∼ Beta(a0, b0)

rj ∼ Gamma(γ0, 1/c), γ0 ∼ Gamma(e0, 1/f0) (7.88)

Note that letting rj ∼ Gamma(γ0, 1/c), γ0 ∼ Gamma(e0, 1/f0) allows different doc-

uments to share statistical strength for inferring their NB dispersion parameters.
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The block Gibbs sampling can be expressed as

Pr(zji = k|−) ∝ φvjikθjk

(pj|−) ∼ Beta (a0 +Nj, b0 +Krj) , p′j =
−K ln(1−pj)
c−K ln(1−pj)

(ljk|−) ∼ CRT(njk, rj), l′j ∼ CRT(
∑K

k=1 ljk, γ0)

γ0 ∼ Gamma

(
e0 +

∑J
j=1 l

′
j,

1

f0−
∑J
j=1 ln(1−p′j)

)
(rj|−) ∼ Gamma

(
γ0 +

∑K
k=1 ljk,

1
c−K ln(1−pj)

)
(θjk|−) ∼ Gamma(rj + njk, pj)

(φk|−) ∼ Dir (η + n1·k, · · · , η + nV ·k) . (7.89)

7.F.5 NB-HDP

The NB-HDP model is a special case of the Gamma-NB process model with pj = 0.5.

The hierarchical model and inference for the Gamma-NB process are shown in (42)

and (43) of the main paper, respectively.

7.F.6 NB-FTM

The NB-FTM model is a special case of zero-inflated NB process with pj = 0.5,

which is constructed as

xji ∼ F (φzji), φk ∼ Dir(η, · · · , η)

Nj =
∑K

k=1 njk, njk ∼ Pois(θjk)

θjk ∼ Gamma(rkbjk, 0.5/(1− 0.5))

rk ∼ Gamma(γ0, 1/c), γ0 ∼ Gamma(e0, 1/f0)

bjk ∼ Bernoulli(πk), πk ∼ Beta(c/K, c(1− 1/K)). (7.90)
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The block Gibbs sampling can be expressed as

Pr(zji = k|−) ∝ φvjikθjk

bjk ∼ δ(njk = 0)Bernoulli
(

πk(1−0.5)rk

πk(1−0.5)rk+(1−πk)

)
+ δ(njk > 0)

πk ∼ Beta

(
c/K +

∑J
j=1 bjk, c(1− 1/K) + J −

∑J
j=1 bjk

)
p′k =

−
∑
j bjk ln(1−0.5)

c−
∑
j bjk ln(1−0.5)

(ljk|−) ∼ CRT(njk, rkbjk), (l′k|−) ∼ CRT
(∑J

j=1 ljk, γ0

)
(γ0|−) ∼ Gamma

(
e0 +

∑K
k=1 l

′
k,

1

f0−
∑K
k=1 ln(1−p′k)

)
(rk|−) ∼ Gamma

(
γ0 +

∑J
j=1 ljk,

1

c−
∑J
j=1 bjk ln(1−0.5)

)
(θjk|−) ∼ Gamma(rkbjk + njk, 0.5)

(φk|−) ∼ Dir (η + n1·k, · · · , η + nV ·k) . (7.91)

7.F.7 Beta-Negative Binomial Process

We consider a beta-NB process that the NB probability measure is shared and drawn

from a beta process while the NB dispersion parameters are group dependent. As

in Section 2.3, a draw from the beta process B ∼ BP(c, B0) can be expressed as

B =
∑∞

k=1 pkδωk , thus a beta-NB process can be constructed as Xj ∼ NBP(rj, B),

with a random draw expressed as

Xj =
∞∑
k=1

njkδωk , njk ∼ NB(rj, pk). (7.92)

Posterior Analysis

Assume we already observe {Xj}1,J and a set of discrete atoms D = {ωk}1,K . Since

the beta and NB distributions are conjugate, at an observed discrete atom ωk ∈ D,
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with pk = B(ωk) and njk = Xj(ωk), we have

pk|{rj, Xj}1,J ∼ Beta(
∑J

j=1 njk, c+
∑J

j=1 rj).

For the continuous part Ω\D, we have the Lévy measure as ν(dpdω)|{rj, Xj}1,J =

cp−1(1− p)c+
∑J
j=1 rj−1dpB0(dω). Following the notation in (Kim, 1999; Thibaux and

Jordan, 2007; Thibaux, 2008), we have the posterior of the beta process as

B|{rj, Xj}1,J ∼ BP
(
c+

∑J
j=1 rj,

c

c+
∑J
j=1 rj

B0 + 1

c+
∑J
j=1 rj

∑K
k=1

∑J
j=1 njkδωk

)
.(7.93)

Placing a gamma prior Gamma(c0, 1/d0) on rj, we have

ljk|rj, Xj ∼ CRT(njk, rj)

rj|{ljk}k, B ∼ Gamma
(
c0 +

∑K
k=1 ljk,

1

d0−
∑K
k=1 ln(1−pk)

)
. (7.94)

Note that if rj are fixed as one, then the beta-NB process reduces to the beta-

geometric process discussed in (Thibaux, 2008), and if rj are empirically set to some

other values, then the beta-NB process reduces to the one proposed in (Broderick

et al., 2012). These simplifications are not considered in this Chapter, as they are

often overly restrictive.

With a discrete base measure B0 =
∑K

k=1
1
K
δφk , the beta-NB process topic model

is constructed as

xji ∼ F (φzji), φk ∼ Dir(η, · · · , η)

Nj =
∑K

k=1 njk, njk ∼ Pois(θjk)

θjk ∼ Gamma(rj, pk/(1− pk))

rj ∼ Gamma(e0, 1/f0), pk ∼ Beta(c/K, c(1−K)) (7.95)
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The block Gibbs sampling can be expressed as

Pr(zji = k|−) ∝ φvjikθjk

(pk|−) ∼ Beta
(
c/K +

∑J
j=1 njk, c(1− 1/K) +

∑J
j=1 rj

)
ljk ∼ CRT(njk, rj)

(rj|−) ∼ Gamma
(
e0 +

∑K
k=1 ljk,

1

f0−
∑K
k=1 ln(1−pk)

)
(θjk|−) ∼ Gamma(rj + njk, pk)

(φk|−) ∼ Dir (η + n1·k, · · · , η + nV ·k) . (7.96)

7.F.8 Marked-Beta-Negative Binomial Process

We may also consider a marked-beta-NB process that both the probability and dis-

persion measures are shared, in which each random point (ωk, pk) of the beta pro-

cess is marked with an independent gamma random variable rk taking values in

R+. Using the marked Poisson process theorem (Kingman, 1993), we may regard

(R,B) =
∑∞

k=1(rk, pk)δωk as a random draw from a marked beta process defined in

the product space [0, 1]× R+ × Ω, with Lévy measure

ν(dpdrdω) = cp−1(1− p)c−1dpR0(dr)B0(dω) (7.97)

where R0 is a continuous finite measure over R+. A marked-beta-NB process can be

constructed by letting Xj ∼ NBP(R,B), with a random draw expressed as

Xj =
∞∑
k=1

njkδωk , njk ∼ NB(rk, pk). (7.98)

Posterior Analysis

At an observed discrete atom ωk ∈ D, with rk = R(ωk), we have pk|R, {Xj}1,J ∼

Beta
(∑J

j=1 njk, c+ Jrk

)
. For the continuous part Ω\D, with r = R(ω) for ω ∈ Ω\D,
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we have ν(dpdω)|R, {Xj}1,J = cp−1(1 − p)c+Jr−1dpB0(dω). Thus the posterior of B

can be expressed as

B|R, {Xj}1,J ∼ BP
(
cJ ,

c
cJ
B0 + 1

cJ

∑K
k=1

∑J
j=1 njkδωk

)
(7.99)

where cJ is the concentration function as cJ(ω) = c + JR(ω) +
∑J

j=1 Xj(ω). Let

R0(dr)/R0(R+) = Gamma(r; e0, 1/f0)dr, then for ωk ∈ D, we have

ljk|R,Xj ∼ CRT(njk, rk)

rk|{ljk}j=1,J , B ∼ Gamma
(
e0 +

∑J
j=1 ljk,

1
f0−J ln(1−pk)

)
(7.100)

and for ω ∈ Ω\D, the posterior of r = R(ω) is the same as the prior r ∼ Gamma

(e0, 1/f0).

With a discrete base measure B0 =
∑K

k=1
1
K
δφk , the Marked-Beta-NB process

topic model is constructed as

xji ∼ F (φzji), φk ∼ Dir(η, · · · , η)

Nj =
∑K

k=1 njk, njk ∼ Pois(θjk)

θjk ∼ Gamma(rk, pk/(1− pk))

rk ∼ Gamma(e0, 1/f0), pk ∼ Beta(c/K, c(1−K)) (7.101)

The block Gibbs sampling can be expressed as

Pr(zji = k|−) ∝ φvjikθjk

pk ∼ Beta
(
c/K +

∑J
j=1 njk, c(1− 1/K) + Jrk

)
ljk ∼ CRT(njk, rk)

(rk|−) ∼ Gamma
(
e0 +

∑J
j=1 ljk,

1
f0−J ln(1−pk)

)
(θjk|−) ∼ Gamma(rk + njk, pk)

(φk|−) ∼ Dir (η + n1·k, · · · , η + nV ·k) . (7.102)
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7.F.9 Marked-Gamma-Negative Binomial Process

We may also consider a marked-gamma-NB process that each random point (rk, ωk)

of the gamma process is marked with an independent beta random variable pk taking

values in [0, 1]. We may regard (G,P ) =
∑∞

k=1(rk, pk)δωk as a random draw from

a marked gamma process defined in the product space R+ × [0, 1] × Ω, with Lévy

measure

ν(drdpdω) = r−1e−crdrP0(dp)G0(dω) (7.103)

where P0 is a continuous finite measure over [0, 1].

Posterior Analysis

At an observed discrete atom ωk ∈ D, we have

ljk|G,Xj ∼ CRT(njk, rk)

rk|{ljk}j=1,J , P ∼ Gamma
(∑J

j=1 ljk,
1

c−J ln(1−pk)

)
(7.104)

where rk = G(ωk) and pk = P (ωk). For the continuous part Ω\D, with p = P (ω)

for ω ∈ Ω\D, the Lévy measure of G can be expressed as ν(drdω)|P, {Xj}1,J =

r−1e−(c−J ln(1−p))rdrG0(dω). Thus the posterior of G can be expressed as

G|P, {Xj}1,J ∼ GaP
(
cJ , G0 +

∑K
k=1

∑J
j=1 ljkδωk

)
(7.105)

where cJ is the concentration function as cJ(ω) = c− J ln(1− P (ω)).

Let P0(dp)/P0([0, 1]) = Beta(p; a0, b0)dp, then for ωk ∈ D, we have

pk|R, {Xj}1,J ∼ Beta
(
a0 +

∑J
j=1 njk, b0 + Jrk

)
(7.106)

and for ω ∈ Ω\D, the posterior of p = P (ω) is the same as the prior p ∼ Beta(a0, b0).
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With a discrete base measure G0 =
∑K

k=1
γ0
K
δφk , the Marked-Gamma-NB process

topic model is constructed as

xji ∼ F (φzji), φk ∼ Dir(η, · · · , η)

Nj =
∑K

k=1 njk, njk ∼ Pois(θjk)

θjk ∼ Gamma(rk, pk/(1− pk)), pk ∼ Beta(a0, b0)

rk ∼ Gamma(γ0/K, 1/c), γ0 ∼ Gamma(e0, 1/f0). (7.107)

The block Gibbs sampling can be expressed as

Pr(zji = k|−) ∝ φvjikθjk

pk ∼ Beta
(
a0 +

∑J
j=1 njk, b0 + Jrk

)
p′k = −J ln(1−pk)

c−J ln(1−pk)

ljk ∼ CRT(njk, rk), l
′
k ∼ CRT(

∑J
j=1 ljk, γ0/K)

γ0 ∼ Gamma
(
e0 +

∑K
k=1 l

′
k,

1

f0−
∑K
k=1 ln(1−p′k)/K

)
(rk|−) ∼ Gamma

(
γ0/K +

∑J
j=1 ljk,

1
c−J ln(1−pk)

)
(θjk|−) ∼ Gamma(rk + njk, pk)

(φk|−) ∼ Dir (η + n1·k, · · · , η + nV ·k) . (7.108)
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8

Conclusions and Future Research

We have developed nonparametric Bayesian methods for both dictionary learning and

count and mixture modeling. For dictionary learning, the beta process factor analysis

is first presented and it is applied to sparse image representation, with state-of-the-

art results in gray-scale/RGB/hyperspectral image denoising, inpainting and com-

pressive sensing. A dependent hierarchical beta process and a landmark-dependent

hierarchical beta process are further presented to introduce covariate dependence into

dictionary learning, encouraging data nearby in the covariate space to select simi-

lar features. To avoid explicitly extracting patches from images, we also consider a

convolutional dictionary learning algorithm for images, which could be much more

memory efficient than conventional algorithms. For count and mixture modeling,

we present the negative binomial process to unite these two seemingly disjoint prob-

lems. Rather than directly modeling a random probability measure using a Dirichlet

process or a normalized random measure, we employ a gamma process to model the

rate measure of a Poisson process. The normalization of the gamma process provides

a random probability measure for mixture modeling, and the marginalization of the

gamma process leads to a negative binomial process, a draw from which with a finite
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base measure would consist of a finite number of atoms almost surely. We construct

a variety of negative binomial processes and apply them to topic modeling, a typical

example of mixture modeling for grouped data. Experimental results show that key

to constructing a successful mixture modeling is modeling both the negative binomial

dispersion and probability parameters.

8.1 Future Research

My long-term research goal is to develop new statistical methods, novel statisti-

cal models, and efficient computational tools to solve emerging large-scale/high-

dimensional/complex problems in science and engineering. My short-term objectives

are to advance research in count & mixture modeling and feature learning, by push-

ing the boundaries of the negative binomial process and nonparametric Bayesian

dictionary learning. To address big data challenges, I am also working on statistical

computation that can harness the power of cloud computing. Some specific examples

include:

• Development of inference algorithms that can fit the MapReduce cloud com-

puting framework.

• Development of multi-modal factor analysis to jointly model binary, count, cat-

egorical, and Gaussian data for missing data imputation, prediction, regression,

and classification.

• Development of stick-breaking constructions, collapsed Gibbs sampling, slice

sampling, variational inference, integrated nested Laplace approximation, on-

line and parallel learning algorithms for the negative binomial process.

• Application of the negative binomial process to nested/correlated/dynamic

topic models, hidden Markov models, analysis of next-generation sequencing
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data (e.g, DNA-seq, RNA-seq), analysis of tree-structured data, and factor

analysis of count matrices together with the log-Gaussian process.

• Development of embarrassingly parallel nonparametric Bayesian convolutional

dictionary learning algorithms for extracting features from large datasets of

images.

Our development of statistical methods and construction of hierarchical models

have been strongly motivated by real applications, with successful examples in im-

age processing, count modeling, and text analysis. I believe our current work in

Bayesian statistics and machine learning has the potential to be successfully used

in a wide array of applications, including those in business analytics, text mining,

social networks, dynamic systems, speech and audio processing, statistical genomics,

neural data analysis, multi-modal data analysis, infectious diseases, and biological

and environmental sciences.
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