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Abstract
Cell division and growth are complex processes fundamental to all living organisms.
In the budding yeast, Saccharomyces cerevisiae, these two processes are known to
be coordinated with one another as a cell’s mass must roughly double before division. Moreover, cell-cycle progression is dependent on cell size with smaller cells at
birth generally taking more time in the cell cycle. This dependence is a signature
of size control. Systems biology is an emerging field that emphasizes connections or
dependencies between biological entities and processes over the characteristics of individual entities. Statistical models provide a quantitative framework for describing
and analyzing these dependencies. In this dissertation, I take a statistical systems
biology approach to study cell division and growth and the dependencies within and
between these two processes, drawing on observations from richly informative microscope images and time-lapse movies. I review the current state of knowledge on these
processes, highlighting key results and open questions from the biological literature.
I then discuss my development of machine learning and statistical approaches to
extract cell-cycle information from microscope images and to better characterize the
cell-cycle progression of populations of cells. In addition, I analyze single cells to uncover correlation in cell-cycle progression, evaluate potential models of dependence
between growth and division, and revisit classical assertions about budding yeast
size control. This dissertation presents a unique perspective and approach towards
comprehensive characterization of the coordination between growth and division.
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1
Introduction

In this dissertation, I discuss my work towards greater understanding of two fundamental biological processes in the budding yeast, Saccharomyces cerevisiae and
the connections between them: cell growth and division. In brief, cell division is
the process by which a cell (a mother) generates a new daughter cell, identical to
itself. During this process, the cell duplicates its contents, including its genome, and
partitions those contents between itself and the newborn daughter cell. Once the
mother and daughter separate from one another, they undergo subsequent divisions,
doubling the number of cells in the growing population with each division. Along
with replicating their genomic DNA, a cell must grow in mass to support its synthesis
of new proteins to execute vital biological processes and to build cellular organelles
such as membranes or mitochondria. In the budding yeast, a unicellular organism,
cell division is also the process by which the organism reproduces. The two processes
are known to be highly coordinated resulting in a consistent size distribution from
generation to generation. However, the characteristics and extent of this coordination are still being explored. A more thorough review of the two processes as well as
the coordination between them is the subject of Chapter 2.
1

Three central themes permeate this research. First, this work takes an interdisciplinary approach to characterize cell division and growth, drawing on insights
and expertise from molecular and cellular biology, statistics, and computer science
to model properties of budding yeast cells. This interdisciplinary approach has demanded close collaboration with biological scientists, even participation in the acquisition of biological observations (reviewed in Mayhew et al. (2012)). This dissertation
falls in the scope of computational biology, a discipline, as the name suggests, at the
intersection of computational and biological sciences. Computational biology facilitates the discovery of novel biology with development of algorithms and models
to characterize and analyze biological phenomena. Thus, a second theme of this
research is the analysis of biological observations and the development of machine
learning tools and statistical models. These methods were developed to automate
the acquisition of biological data, more accurately characterize biological processes
by incorporating new types and numbers of observations, and address specific biological questions about dependencies between biological processes with formal models
representing those dependencies. Third and on this last point, my work subscribes
to the views of the relatively new biological sub-discipline of systems biology, a field
that prioritizes investigation of connections between biological entities and the effects
of these interactions on emergent cellular and organismal phenomena.

1.1 A Systems Biology Approach to Characterizing Biological Processes
Systems biology represents both an ideological approach to biological questions and
a family of methods for studying biological connections and the properties of cells,
tissues and organisms that result from those connections (Kitano (2002b), Kitano
(2002a) and Noble (2008)). Systems biology emphasizes investigation of the connections between molecular “parts” in a biological “machine” (a system or process)
2

and how those connections bring about some property of that system over investigation of the activity of individual parts. Inherently, biological connections can
traverse multiple scales. For example, interaction between molecules might affect
cellular properties which in turn might affect the organization of some higher-scale
system (e.g. tissue). In this way, systems biology depends on formal representations of the correlation or dependence between biological entities within and across
scales. Indeed, systems biology lends itself to quantitative approaches and has led
to development of a variety of mathematical and statistical methods for representing
regulatory networks of cell signaling and gene transcription to name a few (Chen
et al. (2009), Xu et al. (2010), Oates et al. (2010) and Oates and Mukherjee (2012)).
This dissertation is concerned with modeling cell division and growth as well as
the dependence between the two processes, and, therefore, I take a systems biology
approach to formulate these models.

1.2 Themes of Observing and Analyzing Cell Division and Growth in
Budding Yeast
1.2.1

Leveraging Observations from both Populations of Cells and Single Cells

Synchrony Experiments for Population-Based Analysis of Cell-Cycle Progression
Transitions in cell division are marked by genetic and morphological changes that
make possible monitoring of the process (Figure 1.1). For example, late in G1 ,
a contractile ring composed of myosin as well as other proteins takes shape at the
periphery of the mother cell. This structure, termed the myosin ring, marks the point
of emergence of the nascent daughter cell or bud (Bi et al. (1998); Figure 1.1). Shortly
thereafter, the bud or nascent daughter cell emerges from the mother. Later on,
following growth of the bud, replication of the DNA, and mitosis (nuclear division),
the myosin ring disappears at cytokinesis when the cytoplasms of the mother cell
and newborn daughter cell pinch off from one another. It is at this point that
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Figure 1.1: The process of cell division begins at the top of the diagram and
proceeds clockwise. Cell division is divided into the four phases of G1 , S, G2 , and M.
The latter two have been merged since classical studies demonstrate that they largely
overlap in yeast. Along the outer ring of the diagram are depicted different stages
of division, as reflected by the different markers of cell-cycle progression. The green
feature at the neck joining the mother and daughter cell represents the myosin ring.
The myosin ring appears late in G1 , marking the point of emergence of the bud, and
disappears with cytokinesis, indicating the separation of the mother and daughter
cytoplasms. After cell wall separation, the mother and daughter cells are free to
undergo more rounds of division (top). In budding yeast, division is asymmetric and
daughters are born smaller than their mothers (top).

the daughter can be considered a new cell, distinct from the mother. Such cellular
features indicative of cell-cycle state are known as markers of cell-cycle progression.
Observations of markers of cell-cycle progression are acquired at one of two different scales: at the level of a cell population and at the level of single cells. Both
methods have their strengths and drawbacks. In the former setting, a population of
4

cells growing in liquid media is synchronized at a particular point in the cell cycle.
Methods to achieve this synchronization can be mechanical, chemical, or genetic and
can position the population at different points in the process. The cell population is
subsequently released from synchrony, and the experimenter withdraws samples of
the dividing population at intervals from the time of release. The experimenter then
prepares a portion of each time point sample for marker quantitation: the evaluation
of the proportion of cells with a particular cell-cycle marker state in the sample. For
example, if the chosen marker is the bud, an experimenter would visualize a time
point sample with a light microscope and count some predetermined number of cells,
recording how many of the counted cells had buds.
Synchrony experiments are often straightforward to set up and run in terms of the
equipment and reagents required to induce synchrony and culture the cell population
over time. Also, the number of observations at each time point generally numbers in
the several hundreds. However, synchrony experiments have their drawbacks. First
and foremost, the observations acquired are independent of one another in time.
Thus, estimating correlations in the characteristics of two cells becomes challenging as
information about the genealogical relationships between cells in any two time point
samples is lost. Second, population observations at each time point represent sample
averages. Consequently, accuracy in estimation of the true underlying proportion
of budded cells in the entire time point sample depends on the total number of
cells counted by the experimenter. Third, experimental constraints often restrict the
time point sampling frequency to no less than 3-4 minutes, limiting the temporal
resolution of synchrony experiments. For cell-cycle analysis, these limitations in
temporal resolution can be addressed by the measurement of multiple non-redundant
markers of cell-cycle progression (discussed in more detail below; Orlando et al.
(2009) and Mayhew et al. (2011)). Finally, progressively increasing asynchrony in
the population (see below) limits the number of informative time point observations
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derived from the experiment.
Achieving perfect synchrony in synchrony experiments is practically impossible,
and different sources of asynchrony have been identified that complicate characterization of cell-cycle progression (Orlando et al. (2007)). First, the synchronization
procedures used to prepare a population of cells for cell-cycle analysis are not perfect.
At best, cells in the population are concentrated near the same approximate point
in the cell cycle, but they remain somewhat distributed around this point. Second,
individual cells proceed at different rates through the process of cell division. Third,
and specific to budding yeast, cells divide asymmetrically, and as a result, daughter
cells tend to require more time to complete the G1 phase than mother cells (Figure 1.1). These different sources of asynchrony imply that observations at each time
point are based on mixtures of cells at different stages of the cell cycle rather than a
homogeneous population of cells moving in lock-step with one another through the
process.
Single-Cell Analysis by Time-Lapse Microscopy
Another method for acquisition of cellular data is time-lapse microscopy. Recent advances in time-lapse microscopy and fluorescence imaging allow for tracking of cells
as well as features within cells to visualize and analyze biological processes over time
(Tsien (1998), Muzzey and van Oudenaarden (2009) and references therein). In this
paradigm, single cells are suspended in some culture medium under a microscope
equipped with a time-lapse camera. The camera records images of the same field
of view–and thereby the same cells–over time, usually at shorter intervals than in
synchrony experiments (1-3 minutes). In a cell-cycle setting, the expression and
excitation of fluorescent reporter proteins appended to cell-cycle-regulated proteins
of interest allows visualization of different cell-cycle events. Since repeated measurements are taken over the lives of single cells and since genealogical relationships are
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directly observed, time-lapse microscopy permits direct estimation of correlations in
the behaviors and phenotypes of related cells.
However, time-lapse microscopy is not without its drawbacks. Equipment and
time investments are more considerable compared with those required for synchrony
experiments. Also, as cell density in a field of view increases with time, the ability
to track individual cells and cell lineages diminishes. Consequently, the number of
cells tracked in a single time-lapse movie is much smaller (5-20) than the number
of cells monitored in a typical synchrony experiment (several hundreds at each time
point). As a result, an experimenter must acquire multiple time-lapse movies to
achieve sufficient sample sizes for analysis. Increasing cell density over the course
of a time-lapse movie doesn’t just limit sample size. The number of cell divisions
observed in any given experiment is usually no more than three or four. Thus, it is
difficult to observe long-term patterns in the characteristics of individual cells and
their progeny. In addition, efforts to characterize the effects of increasing cell density
on nutrient availability–say at the interior of the growing microcolony–and thereby
on individual rates of growth and division have been limited.
I consider both types of observations in this work. In particular, I use populationderived measurements in my development of methodology to enhance cell-cycle analysis (discussed in Chapters 3 and 4). I then turn to single-cell measurements for my
analysis of dependence within and between cell growth and division.
1.2.2

Potential of Microscopy Image Data for High-Resolution Analysis of Biological Processes

Biological images from light and fluorescence microscopy are not only the primary
source of cellular observations in this research but they also represent a powerful
platform for high-resolution tracking and analysis of biological processes (Ljosa and
Carpenter (2009)). Bioimaging offers nearly unlimited potential to characterize dy-
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namical biological processes for two main reasons. First, bioimages are rich with
information. The size, shape, or texture of cells or tissues can be recorded. Fluorescence from a reporter construct can identify the localization status or relative levels
of a protein of interest, and a multitude more features and statistics can be developed to more finely distinguish different types of cells or tissues from one another.
This last point is particularly relevant as many human diseases (particularly cancer)
are characterized by clonal heterogeneity or the presence of multiple cell types (e.g.
Chaidos et al. (2013)), making bioimaging a vital tool for disease study and diagnosis. Second, bioimages are readily quantifiable. For example, the localization of a
protein of interest or the occurrence of a biological event can be marked by the presence or absence of high fluorescence in a region of interest. In this way, image data
can be used to assign discretely valued states to cells or tissues. However, imagederived biological features need not be restricted to discrete values. For example, the
amount of a protein of interest can be recorded by identifying the region of interest
of higher fluorescence and counting the total fluorescence of all pixels in that region.
This kind of information enables continuous phenotyping of cells or tissues, allowing
higher-resolution tracking of dynamical biological processes and more fine-grained
categorization of cell or tissue types.
There are two main challenges to more widespread adoption of bioimaging. In
a given fluorescence microscopy setting, an experimenter is limited in the number
of reporter constructs he/she can use. To distinguish biological entities fused to
fluorescence reporter constructs from one another requires selection of fluorophores
whose wavelengths of emitted fluorescence from are sufficiently distinct from one
another and requires use of filters on the microscope that allow the passage of emitted
fluorescence of ranges of wavelengths specific to each reporter. These choices in a
microscopy experiment determine the efficiency of fluorescence of each fluorophore
and one’s ability to distinguish the signal of one biological entity from another.
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However, the combinations of sufficiently separable and high-efficiency wavelengths
is limited (e.g. one combination would be blue fluorescence at low wavelength, green
fluorescence at medium wavelengths and red fluorescence at higher wavelengths).
Adding more reporters along the fluorescence spectra increases the risk that the
emission from one reporter will be picked up the filter of another. Thus, unless the
constructs being tagged are known to never co-localize or produce the same type of
signal (e.g. punctate dots of similar size), it is prohibitive to use fluorophores whose
emission spectra and/or associated filter sets overlap.
A second challenge to use of data from biological images is the computational
infrastructure required to store relatively large (100-500MB per time point; 2030 time points per synchrony experiment replicate;

2-15GB per replicate) image

and movie datasets and, more importantly, the algorithms and models needed to
process and extract information from these data. Indeed, the latter challenge is an
important consideration for any biological analysis using images as errors in an image
processing pipeline can have downstream consequences on biological interpretation.
As an example relevant to this work, a study of cell size is highly dependent on how
the edges of each cell are detected. Edges can be detected by manual tracing of
the cell edges in the image with the aid of graphic design software. However, this
procedure can be rather tedious. For this reason, software-aided automatic detection
of cell edges has often been used. However, both approaches have the potential to
bias results (making certain cells appear larger or smaller than they really are) which
might affect conclusions, say, about the distribution of cell sizes in a population.
Methods development for bioimage processing requires careful consideration of the
goals of the analysis and the kinds of information to be extracted from the image
data.

9

1.2.3

Representing Biological Dependencies with Bayesian Statistical Models

As aforementioned, this work takes a systems biology approach–emphasizing the connections between biological entities and processes–to address questions related to cell
division and growth. Statistical models provide a formal language and framework for
describing biological processes: namely the dynamics or characteristics of the molecular regulators that implement them and the cellular properties they manifest as well
as the relevant dependencies or correlations across or within these scales. Cellular
observables like the size of a cell or the amount of a particular molecule inside the cell
can be modeled by a joint probability distribution (e.g. multivariate normal distribution). Dependencies between these cellular observables can be identified by inferring
the correlations between each pair of observables. Importantly, as one expands cellular analysis to look at more and more observables, dimensionality of the correlation
parameter space as well as the potential for model overfitting will increase. Current
statistical methodology allows for restrictions to be placed on these parameter spaces
to prevent overfitting and still detect meaningful associations (discussed in Chapter
5). In addition, statistical models, particularly hierarchical statistical models, enable
“borrowing strength” or pooling of information from experimental replicates to aid
in parameter estimation. Moreover, the type of model that best explains a set of biological observations represents another source of uncertainty. In adopting a Bayesian
approach to parameter inference, one can formally represent this model uncertainty
in the form of prior probability distributions on parameters and model spaces. In
this way, Bayesian statistical modeling provides a useful framework for evaluation of
the probability of different parameters or models after conditioning on observations
as well as rigorous comparison of models that best explain those observations.
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1.3 Three Main Challenges Addressed by this Dissertation
Computational biology research is often carried out with one of two primary and
complementary goals. In one setting, computational biology addresses biologically
motivated questions by extracting novel insights from biological data. In other
words, computational biology facilitates discovery of novel biology by question- or
hypothesis-driven analysis of data. In this setting, it is the biological question driving
the analysis. This relationship can be inverted in the second setting of computational
biology research where the development of models and algorithms to analyze biological data dictates the work. In this paradigm, a model or computational tool is
developed to serve some general purpose in biological research. Examples of these
kinds of methods might be software to facilitate biological data acquisition or to
enhance the resolution of a particular type of common biological observation. Thus,
methods-driven computational work is meant to be more general or applicable to
a range of different types of observations. This approach to computational biology
research is driven more by the observations one wants to model or analyze, and specific biological questions the method can address are usually conceived ex post facto,
after development of the method.
In this dissertation, I outline three major contributions that fall in both these
paradigms. As was previously discussed, my work relies heavily on biological observations derived from microscope images, and processing of these bioimages is still an
area of active research. In cell-cycle analysis, images can be acquired at each time
point in a synchrony experiment to enable the tracking of cell division in the population. However, manually quantifying the marker status of cells in these images is
tedious and somewhat subjective (e.g. no two people would come up with the same
set of edges for cells in an image). In Chapter 3, I discuss the first contribution of
my work: a methods-driven project involving the development of a machine learning
11
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Figure 1.2: In a synchrony experiment, an experimenter records the proportion of
cells with a particular marker of cell-cycle progression (here, the bud) at each time
point. As the population advances through the cell cycle, the proportion of budded
cells changes. Shown in the upper left and upper right panels of the diagram are
differential interference contrast microscopy images of two fields of view of budding
yeast cells at different points in the synchrony experiment. The times indicated are
in minutes. Records of the proportion of budded cells at each time point are compiled
to make a budding index curve (bottom panel).

approach to automatically identify cells as well as the markers within those cells. I
evaluate the performance of this approach and the utility of similar approaches in
the extraction of biological information from image data (Mayhew and Hartemink
(2013)).
The proportions of cells that show a marker (e.g. bud) at each time point in a
synchrony experiment constitute the marker index (Figure 1.2) and enable cell-cycle
analysis. These observations can be acquired manually by counting cells under a
microscope without capturing the corresponding images, or they can be acquired
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automatically by computational processing of microscope images (Chapter 3). Single markers such as the bud have limited temporal resolution to determine cell-cycle
progress: the bud only indicates whether cells are in G1 phase or not (Figure 1.1).
Previous work has shown that including additional markers of cell-cycle progression
that don’t delineate the same interval of cell-cycle time improves accuracy in estimation of cell-cycle parameters (e.g. average cell-cycle duration). With the observation
of more markers of cell-cycle progression, one can more finely pinpoint the position
in the process at which cells in the population are located. For instance, while the
bud categorizes cells as being in one of two states (i.e. without bud, with bud),
observing the myosin ring (Figure 1.1) in addition to the bud expands the space of
cell-cycle states to four. More specifically, a cell can show neither a myosin ring nor
a bud, can have a myosin ring but no bud, can have both a myosin ring and bud,
or can have only a bud. Fluorescence microscopy enables the tracking of many more
markers of cell-cycle progression. For the second major contribution of this dissertation, I extend a previously developed statistical model of cell-cycle observations
from population-based synchrony experiments to allow for incorporation of arbitrary
numbers of binary-valued markers of cell-cycle progression. I also extend the model
to allow for cells with visible markers at the onset of the synchrony experiment, a
feature lacking in the original model specification that is important for accurate parameter estimation. This second more methods-driven work is discussed in Chapter
4 (Mayhew et al. (2011)).
The third major contribution of my work is the result of a more biological
question-driven analysis that re-evaluates conventional wisdom on the dependencies
within and between cell division and growth. Cell division is known to be coordinated in multicellular biological systems (Neufeld et al. (1998), Hawkins et al. (2009)
and Pauklin and Vallier (2013)). However, if and the extent to which cell division is
correlated between individual budding yeast cells of a dividing lineage has not been
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determined. In addition, cell growth and division are known to be coordinated with
one another in the budding yeast. Suggestive of this coordination, budding yeast cells
have been observed to maintain a consistent cell size distribution from one generation
to the next (also termed size homeostasis; Rupes (2002)). In addition, cell growth
appears to continue unabated upon cell-cycle arrest while halted cell growth (for
example, by nutrient starvation) leads to inhibited cell-cycle progression (Johnston
et al. (1977)). This observation led to an extensive and still ongoing investigation
of the points in the cell cycle that were dependent on cell size. Classical studies
have identified the point of cell-cycle entry towards the end of G1 phase–START–
as an important size-dependent transition in the cell cycle (Hartwell et al. (1974))
with G1 duration being explained, at least in part, by the birth size of the cell.
More specifically, the larger a cell is at birth the less time it spends in G1 phase. It
has been postulated that this dependence is necessary for smaller cells (particularly
daughters) to achieve a sufficient ‘critical size’ for cell-cycle entry. Meanwhile, the
combined duration of phases subsequent to G1 (S/G2 /M) have been presumed to be
both size-independent and roughly constant from cell to cell (Hartwell and Unger
(1977)). Under these two assumptions, achieving a sufficient size at budding will
lead to a consistent single-cell size at division and, thereby, a consistent cell size distribution for the population. In Chapter 5, I explore whether cell-cycle progression is
correlated in lineages of single cells with a hierarchical model I previously developed.
I also investigate the dependence between growth and division within a single cell
cycle of a given cell as well as between cells. In this analysis, I critically re-examine
the two previously mentioned tenets of budding yeast size control: size independence
of combined S/G2 /M duration and roughly constant S/G2 /M duration from cell to
cell (Mayhew et al. (2014)). I also discuss statistical models to jointly fit division
and growth observations.
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1.4 Other Work Not Discussed in this Dissertation
Not all of my scholarly work appears in this dissertation: in particular, my work on
two projects. In the first project, a collaboration with the lab of Dr. Steve Haase,
I developed a statistical approach to align dynamic gene expression profiles between
two strains of budding yeast, to identify genes with periodic expression patterns,
and to unbiasedly determine cell-cycle period from gene expression dynamics (Simmons Kovacs et al. (2012)). As part of the project, I explored the role of the vital
cyclin/cyclin-dependent kinase (cyclin-CDK) protein complexes in the regulation of
cell-cycle events and periodic transcription (discussed in some detail in Chapter 2).
While cyclin-CDKs are essential for cell-cycle progression and have been generally
regarded as the regulators responsible for coordinating the timing and ordering of
periodic events in the cell cycle, studies by the Haase lab revealed that removal
of S-phase and mitotic B-cyclin genes did not inhibit rebudding (Haase and Reed
(1999)) and that nearly 70% of periodic transcription was retained and occurred
on time (Orlando et al. (2008)). The lab had acquired gene expression dynamics
by microarray for wild-type strains of budding yeast as well as a strain containing
a temperature-sensitive mutant of the cyclin-dependent kinase, Cdc28. When the
latter strain was cultured at a higher, restrictive temperature, Cdc28 was effectively
functionally inactive (Hartwell et al. (1973)). Furthermore, this mutant strain did
not produce buds or other markers of cell-cycle progression. Available methods were
dependent on observations of markers like the bud to infer cell-cycle period and could
not identify periodically transcribed genes. So, I developed a mixture model-based
approach to both identify periodically expressed genes from the data and infer cellcycle duration using the gene expression profiles directly. The model revealed that
average cell-cycle period in the population nearly doubled and, surprisingly, 66% of
periodic transcription was retained in the absence of the cyclin-dependent kinase,
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Cdc28 (Simmons Kovacs et al. (2012). This analysis facilitated downstream perturbation studies exploring the role of a proposed network of transcription factors (TFs)
in maintaining the fidelity and timing of periodic transcription.
The second project is related to the machine learning approach to cell-cycle phenotyping developed in Chapter 3 and involved my exploration of different methods
to segment cells and identify cell-cycle markers. I developed a library of software
routines to identify cell edges and segment cell regions from microscope images.
My initial attempts to identify cells relied solely on differential interference contrast
(DIC) images, and I used variations of the watershed transform (Beucher and Meyer
(1993)) and circular Hough transform (Duda and Hart (1972)) to segment cells and
identify cell edges in these images. These “out of the box” approaches were each
promising but were either hampered by the kind of image information available (watershed needed complete cell edges; DIC cell contours were often incomplete) or
by aspects of cellular morphology and orientation (e.g. detecting cells with Hough
transform made difficult by buds and space of possible orientations for each cell). I
also investigated the utility of an approach called SEMU that used the effects characteristic of DIC imaging to highlight likely cellular regions (Li and Kanade (2009)).
While the approach was fairly useful, it introduced some artifacts (e.g. streaks on
the edge of cell regions). Also, buds tended to be separated from their mothers
upon application of the method, making determination of the number of budded
cells in the image difficult. In addition to testing these approaches, I also developed
a Markov chain Monte Carlo (MCMC) approach to identify centroids of mother cells
and buds in DIC images. In these initial attempts, I was detecting cells and cell-cycle
markers separately, ignoring information from fluorescence microscopy images that
could aid in segmentation and information from one fluorescence microscopy that
could be informative for the detection of markers in another channel. I arrived at
the approach described in Chapter 3 to avoid separately identifying cell regions and
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cell-cycle markers, making use of as much available image data as possible.

1.5 Organization of Dissertation
In Chapter 2, I review current knowledge and highlight important concepts on cell
growth, division and the coordination between the two processes. As has been previously discussed, cell growth and division can be monitored in a cell population and at
single-cell level by microscopy techniques. These analyses are based on quantifying
the status of markers of cell-cycle progression and growth in cells. In Chapter 3,
I outline a computational approach to analyze these microscope images and automatically quantify cell-cycle marker status. In Chapter 4, I discuss developments to
increase temporal resolution and accuracy of a population-based model of cell-cycle
progression using microscope image-derived counts of cell-cycle marker status. In
Chapter 5, I introduce a hierarchical model of single-cell division and growth as well
as comprehensive analysis of dependence within and between the two processes. Finally, in Chapter 6, I outline future directions for each of the projects discussed in
Chapters 3 through 5 as well as take-home points and conclusions from my work.
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2
Coordination between Cell Growth and Division in
the Budding Yeast

Over the course of the cell cycle, a cell must not only replicate its genome but must
also (roughly) double in mass. For individual cells, this growth is important as it
involves synthesis of new protein content that will be important for current function
of the cell as well as the future function of the soon-to-be-born daughter cell. At a
population level, budding yeast cells appear to maintain a consistent size distribution
from generation to generation, implying that the processes of cell growth and division
are coordinated with one another. In this chapter, I review current knowledge on
the two component processes as well as the ways in which they’re coupled, with
a particular focus on the budding yeast, Saccharomyces cerevisiae. I discuss the
effects of nutrients on growth and division as well as potential molecular mechanisms
underlying their coordination. I end with a discussion of several open or unexplored
lines of research.
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2.1 Brief Review of Cell Division
Cell division is the process by which two identical cells are generated from one. A
mother cell replicates its genome as well as other cellular contents and partitions
the newly replicated material between herself and a new daughter cell. During the
process, a cell undergoes a series of regulated events (Figure 1.1). The process is
divided into four phases: an initial period of growth (G1 phase); a period in which
the cell’s DNA is replicated (S phase); a second period of growth (G2 phase); and
finally a period of nuclear and cell division (mitotic or M phase). As the G2 and
M phases largely overlap, the two phases are merged and treated as a single period
called G2 /M phase (Figure 1.1).
In the unicellular budding yeast, cell division is a means of reproduction and
differs from division of human cells in three main ways. First, budding yeast divide
asymmetrically: at division the mother cell is larger than the daughter cell. Second,
budding yeast cells have a cell wall in addition to a cell membrane. So, after cytokinesis takes place to separate the mother and daughter cytoplasms, the two cells are
still joined by a cell wall. New cell wall material must be synthesized to allow the
mother and daughter cells to fully separate. Third, budding yeast nuclear division
is closed: the nuclear envelope never breaks down prior to mitosis as in human cells
(De Souza and Osmani (2007)).
Transitions in the process are marked by genetic and morphological changes that
facilitate monitoring and analysis of the cell cycle. For example, late in G1 , a contractile ring composed of myosin as well as other proteins takes shape at the periphery
of the mother cell. This structure, termed the myosin ring, marks the point of emergence of the nascent daughter cell or bud (Bi et al. (1998)). Shortly thereafter,
the bud emerges. Around the same time, replication of the mother’s DNA commences. The bud continues to grow during this period of DNA synthesis. Following
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the completion of DNA replication, one of each of the two copies of the genome
are partitioned into the mother and daughter cell during mitosis (Figure 1.1). The
myosin ring then disappears at cytokinesis when the cytoplasms of the mother cell
and newborn daughter cell pinch off from one another. It is at this point that the
daughter can be considered a new cell, distinct from the mother. These different
features indicative of cell-cycle state are known as markers of cell-cycle progression
(discussed in more detail in Chapters 3 and 4).
2.1.1

Regulation of Cell-Cycle Events by Cyclin-Dependent Kinase Complexes

In a seminal genetic screen by Hartwell & colleagues, regulators of cell-cycle events
like DNA synthesis and bud emergence were identified (Hartwell et al. (1973) and
Hartwell et al. (1974)). The screen was based on the construction of budding yeast
mutants. In each mutant strain a single protein became functionally inactive upon
growth of the strain at higher (called restrictive) temperatures (37 degrees Celsius).
Thus, strains with mutated alleles of important cell-cycle regulators would not be
able to progress past a certain point in the cell cycle when grown at the restrictive
temperature. These mutants were termed cell division cycle or cdc mutants (Hartwell
et al. (1973)).
One such mutant uncovered by this screen was Cdc28. cdc28 mutant cells grown
at the restrictive temperature did not undergo any cell-cycle events and were arrested
in G1 phase (Hartwell et al. (1974) and Hartwell (1974)), indicating that the protein
is essential to cell-cycle progression. Further studies found that Cdc28 encoded a
kinase (an enzyme that transfers phosphate groups to its substrates; Reed et al.
(1985)). The activity and set of substrates targeted by Cdc28 for phosphorylation
depends on the binding of Cdc28 to regulatory subunits called cyclins (Carter and
Sudbery (1980), Sudbery et al. (1980) and Hadwiger et al. (1989)). Thus, Cdc28
is also known as the cyclin-dependent kinase Cdk1. It is the only cyclin-dependent
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kinase in budding yeast, and the active complex of Cdk1 and cyclins is called a
cyclin-CDK complex.
While Cdc28 expression is roughly constant over the cell cycle (Mendenhall et al.
(1987)), cyclin expression is periodic with the different cyclins peaking in expression
at different points during cell division. The cyclins are largely categorized by the
cell-cycle phase during which they’re predominantly expressed. The G1 cyclins are
Cln1, Cln2 and Cln3. The S phase cyclins are Clb5 and Clb6. The G2 and M
phase cyclins are Clb1, Clb2, Clb3, and Clb4. The periodic expression of the cyclins
provides a mechanism by which cyclin-CDK complexes can target substrates specific
to particular periods of the cell cycle and thereby dictate the timing of cell-cycle
events. Indeed, Cln1 and Cln2 have been implicated in bud emergence, Clb5 and
Clb6 are known to play important roles in the initiation of DNA replication, and
the G2 and M phase cyclins Clb1, Clb2, Clb3 and Clb4 are vital for entry and exit
from mitosis (reviewed in Morgan (2007)). Cyclin-CDK complexes are known to
promote their own destruction as mitotic cyclin-CDK (Clb1-4) complexes activate
the anaphase promoting complex (APCCdc20 ; a ubiquitin ligase with a Cdc20 protein
subunit) leading to degradation of mitotic cyclins (Morgan (2007)).
2.1.2

Alternative Models of Regulation of Cell-Cycle Event Timing

Recent experimental work has advanced a different model for control of the timing
of cell-cycle events and gene expression. When S phase and mitotic cyclin activity
(Clb1-6) was removed from a strain of budding yeast, G1 events like budding and
global oscillations in gene expression levels persisted at cell-cycle periods (Haase and
Reed (1999) and Orlando et al. (2008)). This periodic gene expression was found
to persist even in cdc28 mutant cells, suggesting that alternative mechanisms could
be responsible for the timing of cell-cycle gene expression (Simmons Kovacs et al.
(2012). Modeling work found that an interacting network composed of periodically
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expressed transcription factors (TFs) could produce oscillatory behavior leading to
the proposal that a TF-network oscillator rather than periodic cyclin-CDK activity
could be responsible for the proper timing of cell-cycle transcription (Orlando et al.
(2008)).

2.2 Brief Review of Cell Growth
During division, cells must also grow, roughly doubling in mass by the time they
divide. This growth involves the synthesis of new proteins for the execution of cellular
processes as well as the growth and construction of new cell membrane and other
organelles. Cells are also sensing available nutrients both extracellularly (in their
surrounding environment) as well as intracellularly (internal stores of raw materials
for growth). In this section I describe different metrics of cell growth, their dynamics
and the ways in which they are measured. I discuss the protein synthetic machinery
of the cell–the ribosomes–and how they’re synthesized in the budding yeast. I also
review the effects that nutrients like nitrogen and fermentable sugars (e.g. dextrose)
have on cell growth.
2.2.1

Volume as a Measure of Cell Size

Volume Growth in Cells
Volume has been observed to increase in a piecewise linear fashion (Cookson et al.
(2010) and Ferrezuelo et al. (2012)) at two rates of accumulation (α and β). In G1
phase, volume accumulates at the slower of the two rates (α). At cell-cycle entry,
the rate of volume accumulation increases (β
Vt
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¡ α). More formally:
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Here, Vt is the volume of the cell at time t, V0 is the birth volume of the cell, and
tbud is the time of budding of the cell. Thus, the instantaneous rate of change of cell
volume is a constant (either α or β depending on where in the cell cycle the cell is
positioned) and is not dependent on size.
Volume increase involves the synthesis of new cell wall material (Elliott and
McLaughlin (1983)). In budding yeast, cell wall synthesis primarily takes place
in the growing bud. Initially, this synthesis results in isotropic growth of the bud
wall. Subsequently, cell wall synthesis is directed to promote growth at the bud tip
(Elliott and McLaughlin (1983)). Cell volume increases with ploidy, and the correlation between the two has been observed across a wide range of eukaryotic cells
(Jorgensen and Tyers (2004)). This ploidy increase is required to keep genomic DNA
from limiting cell growth (Edgar and Orr-Weaver (2001) and Jorgensen and Tyers
(2004)). Cell volume is also tied to the status of the vacuoles, membrane-bound
organelles that contain water and other materials. Vacuoles are important for homeostatic mechanisms such as isolating harmful ions from the rest of the cell and for
maintaining pH balance. In the budding yeast, vacuoles are fewer and larger up until the point of bud emergence. At that point, the few large vacuoles fragment into
many small vacuoles resulting in reductions in cell volume (Wiemken et al. (1970)
and Elliott and McLaughlin (1983)).
Measuring Cell Volume
Cell volume is the most common measurable of cell size (Johnston et al. (1977), Lord
and Wheals (1981), Lord and Wheals (1983), Jorgensen et al. (2002), Goranov et al.
(2009) and Ferrezuelo et al. (2012)) and can be found by either microscope image
analysis or by a Coulter counter. In the former setting, cell contours are traced in
a microscope image and the minor and major axes of the cell are determined. The
cell is often assumed to be a prolate spheroid and so cell’s height is assumed to be
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equal to the cell’s minor axis length. The volume of the cell can then be computed
accordingly. In the case of the Coulter counter, single-cell size information is lost,
as samples from populations of cells are used in the device. The Coulter counter
works by passing particles (or cells) through a conductive microchannel joining two
chambers of electrolyte solution with opposite electrical charges. As cells are poor
conductors, once they pass through the microchannel the electrical resistance of the
channel changes. This change in resistance is proportional to the cell’s volume and
is recorded for each cell in the sample passed through the channel. In this way, the
Coulter counter gives the volume distribution of the sample of cells, providing useful
information on population average cell volume and variability in cell volume.
2.2.2

Total Protein Content or Mass as a Measure of Cell Size

Mass Accumulation in Cells
Total protein (including constituent proteins of the translational machinery, ribosomes) increases exponentially during the cell cycle in Saccharomyces cerevisiae (Elliott and McLaughlin (1983) and references therein). More formally:
Mt

 M0eαt

(2.3)

Mt is the mass of a cell at time t, M0 is the birth mass of the cell, and α is the
cell’s rate of mass accumulation. A consequence of this mode of cell growth is that
the instantaneous rate of change of cell mass is proportional to cell size. That is,
dM
dt

 αM0eαt.

Another consequence of exponential cell growth is that a cell has a

single rate of growth at birth.
Total RNA (including ribosomal and transfer RNA) synthesis also increases exponentially over the course of the cell cycle (Elliott and McLaughlin (1983)). Granted,
while total protein content may increase continuously, individual protein and enzymatic activity levels may show other dynamics.
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Measuring Cell Mass
In a recent time-lapse microscopy studies, authors used a fluorescent reporter construct in which the red fluorescent protein, DsRed, was placed under the control of
the promoter of the constitutively expressed gene ACT1 (ACT1pr-DsRed; Di Talia
et al. (2007) and Di Talia et al. (2009)). Under the assumption that DsRed messenger RNA (mRNA) transcript was produced at the same rate as ACT1 mRNA and
that DsRed was translated along with other cellular mRNAs, total red fluorescence
in the cell was used as a readout of total protein content or cell mass.
Fluorescence from the construct showed several properties consistent with those
expected of total protein (or mass) accumulation. With this construct, total protein
content followed exponential accumulation at a single-cell level. Consistent with
empirical observations of ploidy effects on cell size, total protein content as measured
by the construct roughly doubled with ploidy doubling (Di Talia et al. (2007)). In
addition, average mass accumulation rate across all cells was consistent with doubling
time of the population (mass should roughly double in each cell prior to every division
for size homeostasis).
2.2.3

Other Measures of Cell Size

Cell Density
Cell density is the ratio of cell mass to volume. Cell density has been observed to
change periodically over the course of the cell cycle (Elliott and McLaughlin (1983)
and Cookson et al. (2010)). These changes correlate with changes in vacuolar status,
as vacuoles decrease in size and become fragmented at the point of bud emergence.
After bud emergence, vacuoles grow and fuse (Wiemken et al. (1970)). While total
protein concentration or density might oscillate, the concentration of specific proteins
might not. Moreover, the localization of a particular protein is important to consider.
For example, an important regulatory protein might change localization from the
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cytoplasm to the nucleus as part of its function. While total cellular concentration
(e.g. as measured by quantifying total fluorescence in a cell region) would not change,
the local (nuclear) concentration of the protein would change dramatically.
Nucleo-cytoplasmic Ratio
In metazoan embryonic development, the nucleo-cytoplasmic ratio–the ratio of nuclear to cytoplasmic volume–plays an important role. Following fertilization, the
zygote undergoes several rounds of rapid and synchronous cleavage division. At a
certain point, termed the mid-blastula transition (MBT), cell-cycle duration increases
and divisions become asynchronous. The MBT appears to correspond to a particular nucleo-cytoplasmic ratio (Jorgensen and Tyers (2004) and refs therein), with
artificial alterations to the ratio leading to compensation with more or less cleavage
divisions. Thus, this important developmental transition hinges on monitoring this
ratio. As nuclear volume also increases with cytoplasmic volume in budding yeast
(Jorgensen et al. (2007)), this ratio might represent a relevant measure of cell size in
Saccharomyces cerevisiae cells.
2.2.4

Ribosomes and the Protein Synthetic Machinery of the Cell

Ribosomes are the molecular machines responsible for protein translation. They are
complexes composed of a variety of protein subunits and ribonucleic acids (RNAs).
In Saccharomyces cerevisiae, there are 78 ribosomal proteins encoded by 137 genes.
Most of the ribosomal proteins are encoded by two genes that result in nearly identical
protein products (Warner (1999)).
Strikingly, studies have shown that budding yeast commit vast resources to the
synthesis of ribosomes. Ribosomal RNA (rRNA) transcription accounts for nearly
60% of total transcription in a yeast cell (reviewed in Warner (1999)). Moreover,
an estimated 50% of transcription initiation events mediated by RNA polymerase
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II involve ribosomal protein genes. Interestingly, while ribosome synthesis appears
continuous, the polysomal (actively translating) fraction of total ribosomes has been
shown to be constant throughout the process of cell division under the same set
of growth conditions (Elliott and McLaughlin (1983)). This finding reinforces the
notion that initiation of translation from ribosomes is regulated.
Ribosome synthesis is sensitive to the nutrient environment of the cell (nutrient
modulation of cell growth is discussed in more detail below). In particular, yeast
growing in the preferred carbon source, glucose, have a nearly 2.5-fold higher ribosome concentration compared with cells growing in the poorly fermentable carbon
source, ethanol (Kief and Warner (1981)). In addition, cells growing on glucose have
an estimated 3-fold greater relative rate of ribosomal RNA synthesis compared with
cells growing on ethanol. Within 30 minutes of carbon source an shift in carbon
source in the growth media from ethanol to glucose, rRNA synthesis had reached
steady state levels typical of the new carbon source. Also interestingly, while total
protein synthesis did not appear to change (or even decreased) upon an upshift in
carbon source, relative rates of rRNA synthesis increased nearly 2.5-fold (to rates
seen in steady state growth in glucose; Kief and Warner (1981)). In addition, ribosomal protein synthesis increased rapidly and coordinately: synthesis increased by 85%
after 5 minutes, 300% after 30 minutes, and 350% after one hour (Kief and Warner
(1981)).
2.2.5

Modulation of Cell Growth and Division by Nutrients

The manner in which budding yeast cells grow and proliferate depends on the availability and quality of nutrients in the cells’ environment. Cells are known to divide at
different rates depending on the quality of the culture media in which they’re growing. Proliferation rates of the cell population in a particular culture media are termed
specific growth rates in the literature. In general, budding yeast cells divide more
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slowly in media based on poorly fermentable sugar substrates (e.g. glycerol/ethanol,
galactose). Conversely, cells divide more rapidly in glucose.
Two major molecular pathways mediated the cell’s response to nutrients in its
environment. The first pathway is the ras-cyclic adenosine monophosphate-protein
kinase A (PKA) pathway (Warner (1999)). Specifically, this pathway is involved
in the detection of nitrogen and carbon source status. When this pathway is constitutively blocked, cells become insensitive to upshifts in carbon source, and transcription of ribosomal protein genes does not take place. Conversely, constitutive
activation of the pathway leads to promotion of growth and division, repression of
stress responses, and increases in ribosomal protein transcript levels (Warner (1999),
Slattery and Heideman (2007) and Slattery et al. (2008)). Genes whose expression
is repressed by the PKA pathway are functionally enriched for generation and usage
of storage carbohydrates, recycling of cellular machinery, and environmental stress
responses (Slattery et al. (2008)). Interestingly, a cell in poor media can’t be forced
to grow by induction of the PKA pathway despite induced expression of target genes
of the pathway (Slattery et al. (2008)). Microarray studies found that the gene expression of roughly one third of the yeast genome is regulated during the transition
from glucose to ethanol of the growing cells (De Risi et al. (1997) and Slattery et al.
(2008)).
Another pathway involved in a cell’s sensing of its nutrient environment is the
TOR or target of rapamycin pathway. The pathway involves a series of kinases
and phosphatases (enzymes that remove phosphate groups from substrates) that
have been implicated in relaying nutrient and growth signals to the cell (Thomas
and Hall (1997)). In the presence of the antifungal agent rapamycin, the TOR
pathway is inactivated in budding yeast, leading to cell-cycle arrest in G1 phase,
downregulation of rRNA and ribosomal protein gene transcription (Warner (1999)),
and accumulation of the storage carbohydrate, glycogen (Rohde et al. (2008)). These
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characteristics are typical of cells in nutrient-starved environments.
Tor proteins form two distinct complexes known as TORC1 and TORC2 with the
Tor1 protein being the representative component of TORC1 complexes and Tor2, the
representative Tor protein of TORC2 complexes (Rohde et al. (2008)). TORC1 has
been implicated in repression of genes involved in response to stress (e.g. heat shock)
genes and in the promotion of ribosome biogenesis (Rohde et al. (2008)). Treatment
with rapamycin or carbon starvation leads to dephosphorylation and thereby inactivation of the kinase Sch9, a positive regulator of ribosome biogenesis (Jorgensen
et al. (2002) and Rohde et al. (2008)).

2.3 Coordination Between Growth and Division
Cell size and division must be coordinated (Figure 2.1; Jorgensen and Tyers (2004)
and Neufeld et al. (1998)). If a cell becomes too small at division without compensatory growth or time spent in the remaining or following cell cycle, subsequent
generations of cells will become increasingly smaller, affecting the viability of the
population. Conversely, if cells grow too large, the corresponding decrease in the
surface area to volume ratio of the cell might affect the cell’s ability to take up nutrients and other raw materials (reviewed in Jorgensen and Tyers (2004) and Turner
et al. (2012)). Undergrowth could be corrected within a cell cycle (cell-autonomous)
by either delays in cell-cycle progression with no change in single-cell growth or increases in growth with little to change in cell-cycle progression. Overgrowth might be
corrected over multiple subsequent cell cycles (Jorgensen and Tyers (2004))as cells
require a minimal amount of time (particularly in S phase) to execute properly.
The first systematic determination that growth and division are coordinated in
the budding yeast was conducted by Johnston and Hartwell (Johnston et al. (1977)).
The idea behind the analysis was to decouple growth from division by halting either
cell-cycle progression or growth and monitoring the effects on the other process. The
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Division
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Figure 2.1: Proliferative signals induce division and can include (but are not limited
to) nutrients or protein synthetic capacity. Growth and division can be coordinated
in different ways. Division can depend on growth (A). Growth can depend on division
(B). Growth and division can be jointly coordinated by a mediator (C). Growth and
division can be independent of one another (D). Adapted from Jorgensen and Tyers
(2004).

authors posited that making growth rate-limiting for cell-cycle progression would prevent undersized cells and that making cell-cycle progression rate-limiting for growth
would prevent oversized cells. Volume, dry mass, and protein content were all found
to increase in nearly every cdc mutant tested and grown at the restrictive temperature despite inhibited cell-cycle progression (Johnston et al. (1977); Figure 2.1).
In contrast, when a culture of cells was starved for nitrogen, cells remained largely
unbudded and smaller than exponentially growing cells in a control culture (evidence
against model of coordination B in Figure 2.1).
The requirement for growth appeared to be limited to a particular point in the cell
cycle. In a follow-up experiment, a population enriched for cells with small buds were
either grown normally or starved for nitrogen. While cell number increased roughly
twofold in the starved population, total protein content only increased by

10%,

suggesting that cell division could be completed with very little protein synthesis (?).
In addition, stationary phase cells resuspended in fresh medium showed a dependence
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Figure 2.2: Panel (A) depicts the critical size threshold model and its effects. A
cell born small takes longer in G1 phase to reach the critical size than a cell born at
a larger size. Thus, G1 phase duration and size at birth (M0 ) are anti-correlated (B).
This anti-correlation is a signature of size control. The data points shown are from
wild-type daughter cells grown in glucose from Di Talia et al. (2007). The Pearson
correlation coefficient (rho) is inset in the scatterplot and a best fit line is shown in
red. The Pearson correlation indicates that the relationship between birth size and
G1 phase duration is not deterministic.
between initial cell volume and time to emergence of the cell’s first bud (Johnston
et al. (1977)). More specifically, larger cells spent less time before bud emergence
and vice versa. This result indicated that cells in the population first had to reach a
‘critical size’ before entering the cell cycle. More recent studies have demonstrated
this dependence between birth mass and G1 phase duration in daughter cells, with
an estimated 30-40% of variability in G1 duration in wild-type haploid daughters due
to size control (Di Talia et al. (2007); Figure 2.2).
2.3.1

Cell Size Requirements in the Cell Cycle

The previous findings by Johnston et al. were acquired by nutrient and temperature shifts to cell populations: conditions not experienced by cells under normal
conditions. Subsequent work tested the requirements for growth in the cell cycle
without using these types of perturbations in order to pinpoint the times in the cell
cycle that were dependent on growth. Cell populations were treated with limiting
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doses of the protein synthesis inhibitor, cycloheximide, and the effects of protein
synthesis inhibition on mother and daughter cell-cycle duration as well as population doubling time were evaluated (Hartwell and Unger (1977)). All three quantities
were found to increase with increasing concentrations of cycloheximide. Moreover,
it was determined that the unbudded interval (rather than the budded interval) was
more sensitive to protein synthesis inhibition and growth requirements (particularly
in daughter cells) as the unbudded interval was found to increase in higher concentrations of cycloheximide. With longer population doubling times (corresponding to
greater protein synthesis inhibition/lower growth rates), daughter generation times
became increasingly longer due largely to longer unbudded intervals. In contrast,
population average budded durations did not increase as dramatically (Hartwell and
Unger (1977)). The lack of a significant increase in the budded interval was seen
with other inhibitors and mutants in which protein synthesis was blocked.
Based on this evidence, the authors proposed that the unbudded period (most
particularly in daughters) rather than the budded period was dependent on growth
rate, consistent with a model that cells had to attain a critical size prior to cellcycle entry (Hartwell and Unger (1977)). Thus, three central tenets of budding
yeast size control were developed from this analysis: 1) growth requirements for cellcycle progression in budding yeast are primarily in the unbudded interval; 2) the
budded duration (S/G2 /M) is roughly constant from cell to cell and 3) this duration
is independent of growth. It is worth noting that the second of the three tenets was
not directly shown by Hartwell and Unger but was assumed based on the fitting
of a linear model to population average budded durations at different population
doubling times (concentrations of cycloheximide). The fitted line for average budded
duration was then subtracted from parent and daughter generation times to get the
corresponding unbudded durations (Hartwell and Unger (1977)).
Further analysis identified the putative point in the cell cycle at which cells had
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to reach a critical size: increases in the unbudded duration of cells were limited to the
interval prior to the point of sensitivity of cells to mating pheromone, termed Start
(Hartwell et al. (1974) and Hartwell (1974)). Start is also known as the restriction
point in mammalian cells and is operationally defined as the point in the cell cycle
at which budding yeast haploid cells arrest upon treatment with mating pheromone
(Hartwell et al. (1974) and Hartwell (1974)). Cells positioned in the cell cycle beyond
this point complete cell division and arrest at Start in the following cycle.
In seminal work on budding yeast, Lord and Wheals conducted a time-lapse
microscopy to more deeply explore the critical size threshold and the connections
between growth and division. In four different growth conditions in which the sugar
source was varied, they measured the cell-cycle durations of haploid budding yeast
as well as the times of multiple markers of cell-cycle progression (including the bud).
They also recorded the volume of cells at bud emergence and at division (Lord and
Wheals (1981)). They found that the critical size was not a constant, suggesting that
relationship between size and G1 duration was not deterministic. Rather, cells were
observed with as much variability in volume at bud emergence as was observed at
birth (Lord and Wheals (1981)). Nevertheless, daughter cell unbudded durations did
show a strong dependence on birth size. Interestingly, and in contrast to the notion
that S/G2 /M is roughly constant, the authors found that daughter budded durations
tended to be longer (5-8 minutes on average) than mother budded durations and
that the bulk of this difference was explained by a longer period from bud emergence
to nuclear migration in daughters (Lord and Wheals (1981)).
In a more recent screen to identify new genes that are important for coupling
cell growth and division, Jorgensen et al. assayed populations of cells from 4812
haploid deletion strains to systematically evaluate what strains underwent changes
in modal cell volume (Jorgensen et al. (2002)). They observed partial uncoupling of
growth and division with the discovery of
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500 strains with large (lge) and small

(whi ) cell size phenotypes (Jorgensen et al. (2002)). They found that strains with
a lge mutant phenotype were enriched for genes involved in cell-cycle progression
(Jorgensen et al. (2002)). Gene deletions resulting in larger cell sizes were also
involved in maintenance of the actin cytoskeleton, secretory pathways (necessary
for membrane and cell wall synthesis), and transcription by RNA polymerase II (i.e.
mRNA transcription). Conversely, cells with small sizes (or a whi mutant phenotype)
were enriched for genes involved in ribosome biogenesis, glucose signaling, translation
and mitochondrial respiration (Jorgensen et al. (2002)), highlighting the important
role played by these processes in promoting cell growth.
The Critical Size Threshold at Start
Classical studies provided evidence that size control in the budding yeast was primarily enacted at the point of cell-cycle commitment, with cells reaching a ’critical size’
at Start. The signature of the critical size (and size control) is an anti-correlation
between a cell’s birth size and the time the cell spends in G1 phase (Figure 2.2).
In principle, a critical cell size threshold enforces a minimum cell size in the
population (Figure 2.2). Coupled with the notion that S/G2 /M duration is both
approximately constant from cell to cell and independent of cell size, a cell reaching
a critical size threshold at Start is sufficient for the cell to reach a consistent size at
division. Consistent cell sizes at division lead to consistent cell size distributions in
the population (size homeostasis).
This critical size threshold has been noted in other organisms. In particular,
Killander and Zetterberg noted a smaller variation in mass and a larger variation in
age of mouse cells at the onset of DNA replication compared with the time of division
(Killander and Zetterberg (1965)). This suggested a dependence between cell mass
and initiation of DNA replication. This critical size of cells prior has also been
observed in other unicellular organisms like bacteria (Donachie (1968)) suggesting
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that this manner of size control is highly conserved.
Due to asymmetric division, the critical size threshold model predicts that mothers will have unbudded durations compared with daughters as they will be born, in
general, larger than the critical size. Observations in multiple studies have borne
out this prediction that mothers take less time in the unbudded state than their
daughters (Hartwell and Unger (1977), Lord and Wheals (1981), Lord and Wheals
(1983), Di Talia et al. (2007)). Presumably, then, daughter cells should be able
to traverse Start more quickly if they are made larger. To further investigate the
dependence of G1 duration on a cell’s birth size when size at budding was not limiting, Lord & Wheals made daughter cells larger by two methods (Lord and Wheals
(1983)). They first treated cells with low concentrations of hydroxyurea, a drug that
prevents DNA replication thereby increasing the budded period. They also used
the mating pheromone, α factor, to generate large cells. They then monitored cellcycle progression and cell size by time-lapse microscopy. To accentuate asymmetry
in cell-cycle progression between mothers and daughters, cells were grown in media with galactose. They found that while the unbudded period remained largely
the same for mothers in low concentrations of hydroxyurea, the daughter unbudded
period decreased dramatically (from

59 to 18 minutes on average).

However,

daughter unbudded period was still longer than mother unbudded period, suggesting
that something other than birth size was affecting G1 duration. As shown in their
previous work, the period from bud emergence to nuclear migration was longer in
daughter cells compared with mother cells, especially at higher concentrations of hydroxyurea (Lord and Wheals (1981) and Lord and Wheals (1983)). Daughter cells
in limiting doses of hydroxyurea were also born at volumes larger than the volumes
at bud emergence of cells not treated with the drug, and consequently, the amount
of volume increase from birth to budding was less in treated cells. Longer daughter
unbudded periods compared with mother unbudded periods were also observed for
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cells treated with α factor. In contrast to the hydroxyurea results, daughters and
mothers had similar budded periods after treatment with mating pheromone. Also
following treatment, daughter and mother budded periods were 10 minutes shorter
on average indicating a potential compensatory effect on cell-cycle progression due
to the larger cell sizes at bud emergence.
In another more recent time-lapse microscopy study, mother and daughter cells
were made artificially smaller or larger (in terms of mass) by genetic manipulation
of the daughter-specific transcription factors, Ash1 and Ace2 (discussed in more
detail below; Di Talia et al. (2009)). In that study, daughter cells showed longer
G1 durations compared with mothers even when daughters were made as large as
mothers, again implying a size-independent differential regulation of G1 duration in
mothers and daughters (Di Talia et al. (2009)).
The size of cells at Start is sensitive to different factors. First, cell size at Start is
proportional to ploidy. That is, diploid cells are on average twice as large as haploid
cells at Start (Jorgensen and Tyers (2004) and references therein). Size at Start
is also directly influenced by availability and quality of nutrients. In the presence
of insufficient or less preferred nutrients, budding yeast cells enter the cell cycle at
a reduced size. In contrast, cells are larger in rich media and in the presence of
more preferred nutrients (e.g. dextrose over galactose as a fermentable sugar source;
Lorincz and Carter (1979), Johnston et al. (1979) and Tyson et al. (1979)).
Once passing Start, haploid cells progress until the following G1 phase despite
nutrient starvation or treatment with mating pheromone (Hartwell et al. (1974)).
While budding yeast mothers are generally born larger than the critical size, their
passage through Start can still be halted by nutrient deprivation, treatment with
mating pheromone or inhibition of protein synthesis (Hartwell and Unger (1977)).
These observations suggest that cell volume is not necessarily rate-limiting for cellcycle entry. Indeed, this critical size is potentially related to some critical rate of
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protein synthesis rather than a cell’s volume (Unger and Hartwell (1976) and Moore
(1988)). What molecules or pathways might be facilitating a cell’s sensing of its
critical size or protein synthetic capacity is still a subject of active investigation.
2.3.2

The Regulatory Network at Start

Once a cell reaches a critical size and commits to the cell-cycle a series of genetic and
morphological events is initiated. At a molecular level, Start is characterized by the
transcription of hundreds of genes whose promoters are bound by the transcription
factor complexes, SWI4, -6-dependent cell cycle box (SCB) binding factor (SBF) and
Mlu I cell cycle box (MCB) binding factor (MBF). The two complexes are composed
of the proteins Swi4 and Swi6 and Mbp1 and Swi6, respectively (Futcher (2002);
Figure 2.3). This wave of gene expression involves the transcription of G1 cyclins
CLN1 and CLN2 and S phase cyclins CLB5 and CLB6. Expression of these and
other genes in the Start regulon is vital for cell-cycle events such as the emergence
of the bud, duplication of the spindle pole bodies (anchors of the mitotic spindle for
partitioning of DNA; functional analog of mammalian cell centrioles), and initiation
of DNA synthesis (Figure 2.3).
Prior to activation, SBF and MBF are repressed by the protein Whi5 (Jorgensen et al. (2002)). The Cln3-Cdc28 complex phosphorylates Whi5 at multiple
sites forcing its dissociation from SBF/MBF promoters and its cytoplasmic localization (de Bruin et al. (2004) and Costanzo et al. (2004)). Fluorescence microcopy
analysis of Whi5 localization revealed that the interval of time between cell birth and
Whi5 expulsion from the nucleus was size-dependent while the interval of time from
Whi5 cytoplasmic localization to budding was size-independent and similar between
mother and daughter cells (Di Talia et al. (2007)). Transcription of the Start regulon follows this de-repression, and newly expressed cyclins aid in phosphorylation
of promoters as part of a positive feedback loop resulting in irreversible cell-cycle
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commitment (Skotheim et al. (2008)).
2.3.3

Mechanisms of Growth-Division Coordination - Sizers vs. Timers

The means by which a cells senses its size remain a mystery. Molecules or sets of
molecules that communicate size to a cell have been termed ’sizers’. In principle,
a sizer’s activity correlates with cell size, relaying the protein synthetic capacity
of a cell to the cell-cycle machinery (Donnan and John (1983) and Sveiczer et al.
(1996)). An important property of a sizer molecule is instability. In a cell with high
protein synthetic capacity, abundance or concentration of the sizer molecule would
increase sufficiently to induce cell-cycle progression. Conversely, in cells with lessthan-sufficient capacity, the sizer molecule would be degraded faster than it would be
synthesized. Another important feature of a sizer molecule is that it is rate-limiting
for cell-cycle progression. In this way, the cell-cycle machinery would only respond
to the sizer at a certain abundance, concentration or level of activity (Jorgensen and
Tyers (2004)). In contrast to sizers, ’timers’ are molecules that dictate the timing
of events independent of cell size, and classical studies have proposed that while the
unbudded duration is likely dictated by a sizer, the budded duration likely falls under
the control of a timer (Donnan and John (1983) and Sveiczer et al. (1996)).
Cln3 as a Potential Sizer Molecule
Due to its involvement in the Start regulatory network and cell-cycle progression,
the G1 cyclin Cln3 has emerged as a likely sizer molecule. Despite being called a G1
cyclin, Cln3 shows only modest (20-25%) protein sequence homology with Cln1 and
Cln2 while Cln1 and Cln2 are quite homologous (70-75%) to one another (Hadwiger
et al. (1989)). Thus, Cln3 was presumed to have a distinct function from the other
G1 cyclins. That said, deletion of all G1 cyclins (CLN1, CLN2, and CLN3) renders
a yeast strain inviable (Cross (1990)), and replacing CLN3 restores viability. In this
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Figure 2.3: Cln3-Cdc28 complex derepresses SBF and MBF promoters by phosphorylating Whi5, leading to its expulsion from the nucleus and the activation of
G1 /S transcription. This regulon includes the G1 cyclins, CLN1 and CLN2, and
G1 /S transcription is important for the initiation of cell-cycle events. Nuclear localization of Cln3-Cdc28 complex is believed to be controlled by phosphorylation of
Whi7 which helps retain Cln3-Cdc28 complex at the endoplasmic reticulum (ER).
Also localized to the ER is Whi3, an RNA-binding protein that associates with CLN3
mRNA. Thus, it has been proposed that Whi3 localizes CLN3 mRNA to the ER to
facilitate its translation and the formation of active Cln3-Cdc28 complex.

way, Cln3 can enable cell-cycle progression in the absence of the other G1 cyclins.
Originally identified in a screen for genes in budding yeast that controlled Start
(Sudbery et al. (1980)) and subsequently characterized (Cross (1988)). Overexpression of CLN3 or production of a stabilized Cln3 protein leads to small cell size and
resistance to cell-cycle arrest by treatment with mating pheromone (Cross (1988),
Tyers et al. (1993) and Jorgensen et al. (2002)).
Cln3 shows several properties of a sizer molecule. Cln3 is an unstable protein
and, as such, is sensitive to protein synthetic rates. It was shown that Cln3 protein

39

and in vitro kinase activity levels (once in complex with Cdc28) were dramatically
lower (e.g.

200-fold less kinase activity) compared with Cln1 and Cln2 protein

and kinase activity levels (Tyers et al. (1993)). However, Cln3 protein levels do not
appear to change much over the course of the cell cycle, suggesting that Cln3 protein
abundance is not a cell’s readout of size. Indeed, cells with hyper-stable CLN3
alleles have been observed to arrest in the unbudded state under nutrient starvation
conditions, implying that CLN3 levels aren’t sufficient for cell-cycle entry (Sudbery
et al. (1980) and Gallego et al. (1997)). That said, molecular effects of manipulation
of CLN3 depend on the type of manipulation. In strains with hyper-stable alleles of
CLN3, CLN1 and CLN2 transcription is not permanently down-regulated by mating
pheromone. By contrast, in strains where CLN3 expression is under the exogenous
control (e.g. by the GAL1 promoter; induction of CLN3 transcription by growth in
galactose), CLN1 and CLN2 transcript levels remain low in the presence of mating
pheromone.
Cln3 levels are sensitive to available sources of carbon and nitrogen (Rupes
(2002)). Cln3 protein levels were shown to decline during the first two hours of
nitrogen deprivation while CLN3 transcript levels surprisingly remained constant for
longer periods (Gallego et al. (1997)). These results indicated that the effects of
the starvation on Cln3 were post-transcriptional. This decline in Cln3 protein levels
was found to outpace the decay in rates of overall protein synthesis, suggesting that
diminished Cln3 protein levels weren’t solely due to reduced translational efficiency
upon nitrogen starvation (Gallego et al. (1997)). In addition, reduction in Cln3 levels
in nitrogen-starved cells appeared to be largely due to translational repression as nitrogen deprivation resulted in a nearly 8-fold reduction in Cln3 protein synthesis rate
despite a

2-fold reduction in overall protein synthesis rate (Gallego et al. (1997)).

While the monitoring of Cln3 levels has been made difficult by its instability, several studies have sought to better understand Cln3 regulation and the effect of Cln3
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levels on progression at Start. In one important study, Cln3 protein levels were made
detectable by appending three copies of the HA1 (influenza hemaglutinin A) epitope
tag to the 3’ end of the CLN3 reading frame (Tyers et al. (1993)). Cln3 protein
abundance was shown to be insensitive to different cell-cycle arrests, retaining its
normal (asynchronous culture) levels. Meanwhile, Cln1 and Cln2 levels were greatly
reduced in α-factor and nocodazole arrests (Tyers et al. (1993)). Cln1 and Cln2
kinase activity were also diminished in all three arrests while Cln3 kinase activity
(in strains where it was exogenously or genetically induced) was not affected. These
results showed that Cln3 was insensitive to cell-cycle status and so able to continue
communicating size to the cell. Since Cln3 protein levels did not appear to change
during the unbudded phase, it was presumed that kinase activity of the Cln3-Cdc28
complex was instead increasing along with cell size and prescribing cell-cycle commitment. However, Cln3-associated kinase activity was at its highest when cells were
treated with mating pheromone. Thus, this activity did not appear to be sufficient
to promote traversal of Start.
Cln3 effects on size at the critical size at Start appear to be dose-dependent: cells
with two copies of CLN3 have a smaller critical size than cells with one copy (Nash
et al. (1988)). However, Cln3 protein levels have not been observed to increase prior
to Start (Tyers et al. (1993)). In fact, CLN3 mRNA transcript levels as well as Cln3
protein and Cln3-associated kinase activity levels were shown to be roughly constant
throughout the cell cycle (Tyers et al. (1993)). Conversely, Cln1 and Cln2 protein
levels and kinase activities were observed to oscillate (Tyers et al. (1993)). A possible
model for Cln3 communicating size to a cell might involve specific localization of the
Cln3-Cdc28 complex (i.e. to the nucleus). However, under such a model nuclear
volume must remain constant fairly constant to allow for an increase in concentration of the complex. As nuclear volume has been observed to increase in G1 phase
(Jorgensen et al. (2007)), more complex regulatory mechanisms must exist.
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One potential regulator of Cln3 is Whi3. The WHI3 gene was discovered in a
genetic screen for mutants with small cell size (Nash et al. (2001)). Whi3 protein contains an RNA-binding motif called an RRM (RNA recognition motif) that is essential
for its function. The effects of WHI3 on cell size were found to be dose-dependent
with haploid cell volume increasing by

5 femtiliters (fl) with each additional copy

of the WHI3 gene (Nash et al. (2001)). Overexpression of WHI3 (from the GAL1
promoter) resulted in a G1 phase arrest (Nash et al. (2001)), and whi3 mutants
showed an increased sensitivity to cycloheximide. Interestingly, the protein Whi3
has been found to bind CLN3 mRNA transcripts and sequester them at the endoplasmic reticulum (ER; Garı́ et al. (2001); Figure 2.3). Whi3 was also shown to bind
Cdc28 and localize Cdc28 at the ER (Wang et al. (2004)). It is thought that this
localization is important to facilitate local translation of the bound CLN3 mRNA
transcripts resulting in ER-localized Cln3-Cdc28 complexes. Thus, Whi3 has been
implicated as part of a cytoplasmic retention mechanism for Cln3-Cdc28 complexes
until late G1 phase when Cln3-Cdc28 localizes to the nucleus, ostensibly to bring
about the Start transition (Wang et al. (2004)). Interestingly, while whi3 mutants
showed nuclear accumulation of Cdc28 and Cln3 in early G1 phase, cells still had
measurable G1 durations, suggesting the existence of regulatory mechanisms to prevent cell-cycle entry despite available cyclin-CDK complex in the nucleus (Wang
et al. (2004)). The chaperone protein Ydj1 is another potential regulator of Cln3,
believed to be responsible for releasing Cln3-Cdc28 complexes from the ER to bring
about Start (Verges et al. (2007)).
Yet another protein, Whi7 (formerly Srl3) was recently identified as a component of the Start molecular network and a negative regulatory of the Start transition
(Yahya et al. (2014); Figure 2.3). The protein shares homology with the transcriptional repressor Whi5 (thought not the sequences important for Whi5 nuclear localization) and was found to less efficiently bind an allele of Cdc28 (Cdc28wee ) that
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resulted in small cell size compared with binding to wild-type Cdc28. Whi7 has
been shown to be phosphorylated and co-localizes with ER marker proteins, suggesting Whi7 is itself found at the ER. whi7 mutants showed a reduced volume at
budding while mutants containing a nonphosphorylatable Whi7 mutant showed an
increase in size at budding and a reduced average level of nuclear Cln3, indicating
that phosphorylation of Whi7 might be required for nuclear localization of Cln3 and
passage through Start (Yahya et al. (2014); Figure 2.3). Additional evidence suggested that Cln3-Cdc28 complex phosphorylated Whi7 in a positive feedback loop
that facilitated further release of Cln3-Cdc28 from the ER (Yahya et al. (2014)).
Other Potential Sizer Molecules
Cells lacking Cln3 do eventually pass Start and still show dependence between birth
size and G1 duration (Jorgensen and Tyers (2004) and Di Talia et al. (2009)). Bck2
has been implicated as a parallel regulator of Start though the mechanisms by which
Bck2 protein activate CLN1 and CLN2 transcription remain unknown (Manukyan
et al. (2008) and Ferrezuelo et al. (2009)). Deletion of both CLN3 and BCK2 genes
renders cells inviable due to insufficient CLN1 and CLN2 levels (Epstein and Cross
(1994) and Di Como et al. (1995)). More recently, Bck2 has been implicated as a
regulator of post-G1 phase transcription, indicating that the protein might play a
complementary role to Cln3 in linking growth with division (Bastajian et al. (2013)).
2.3.4

Effects of Asymmetric Division on Growth-Division Coordination

Asymmetric division results in daughter cells smaller than their mothers at birth, and
daughters tend to spend longer in G1 as a result of their smaller size. This asymmetry
depends on the specific growth rate (or culture conditions) of the cell population.
Bud volume was found to be 75% of mother volume under normal culture conditions
(Hartwell and Unger (1977)). However, this asymmetry was more pronounced (bud

43

volume 43% of mother volume) with high concentrations of cycloheximide (Hartwell
and Unger (1977)).
Asymmetry is also reflected in differential transcriptional regulation in daughters
and mother cells: the daughter-specific transcription factors Ace2 and Ash1 transcribe different genes (Di Talia et al. (2009)). Ace2 enters both mother and daughter
nuclei at mitotic exit but is preferentially retained in daughter nuclei (Weiss et al.
(2002)). ASH1 mRNA is actively transported to the bud tip and, thereby, accumulated in the daughter nucleus leading to repression of gene expresson of homothallic
(HO) switching endonuclease (responsible for switching of yeast mating type, say
from a to α; Cosma (2004) and Bobola et al. (1996)).
Mutant daughters grown on glucose and in which ACE2 and ASH1 were deleted
showed a lack of efficient size control (little to no correlation between birth size and
time until Whi5 nuclear exit). However, single mutant and (ace2 or ash1 ) daughters
growing in glycerol/ethanol retained this dependence between size and time until
Start, suggesting that size control might be mediated by alternative mechanisms in
poorly fermentable media (Di Talia et al. (2009)).
The daughter cell-specific transcription factors Ace2 and Ash1 have also been
implicated in the regulation of Cln3 (Di Talia et al. (2009)). CLN3 gene expression was found to be 1.5- to 2.5-fold higher at the M/G1 boundary in ace2 ash1
double deletion mutants compared with mutant cells in which Ace2 and Ash1 were
symmetrically localized (between mothers and daughters), indicating that preferential localization Ace2 and Ash1 in daughters might be differentially regulating Cln3
and thereby traversal of Start (Di Talia et al. (2009)). In fact, Ace2 and the transcription factor Swi5 (which binds a similar DNA motif) were both found to bind
the CLN3 promoter around the time of anaphase. Ash1 was also detected at the
CLN3 promoter. Mutation of consensus binding sites of these factors in the CLN3
promoter resulted in

60% of wild-type promoter binding (Di Talia et al. (2009)).
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These mutations also led to a reduction in the time to Whi5 nuclear exit in wild-type
daughters growing in glycerol/ethanol and to a lesser extent in glucose.

2.4 Unanswered Questions about Coordination between Growth and
Division
While it is clear that cell growth and division are coordinated, questions remain
as to the mechanisms underlying that coordination as well as the extent of growth
requirements throughout the cell cycle.
Cln3 has emerged as an important molecule with attractive properties as a sizer.
It is part of the cell-cycle machinery and a vital component of the regulatory network
at the point of cell-cycle entry, Start. However, cells without Cln3 manage to enter
the cell cycle, suggesting that size (or protein synthetic capacity) is communicated
to the cell via some alternative mechanism. The mysterious protein Bck2 appears
to play a complementary role in the activation of G1 cyclin (CLN1 and CLN2)
transcription (Manukyan et al. (2008) and Ferrezuelo et al. (2009)) and has been
implicated in the activation of post-G1 phase transcription (Bastajian et al. (2013)).
Thus, Bck2 might also be involved in size control.
It has been assumed that coordination of growth with division takes place primarily at Start. In contrast, S/G2 /M duration is assumed to be roughly constant
from cell to cell and independent of cell size. However, evidence from time-lapse
microscopy studies has shown differences in S/G2 /M duration between mothers and
daughters (Lord and Wheals (1983)). In addition, dependence between cell size and
S/G2 /M duration has been noted anecdotally (Turner et al. (2012)). These findings highlight the need for more thorough exploration of the connections between
growth and division throughout the cell cycle. I address these questions surrounding
S/G2 /M duration in my single-cell analysis in Chapter 5.
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3
A Machine Learning Approach to Cell-Cycle
Phenotyping of Budding Yeast Images

Biological processes, including cell division, can be more finely dissected with microscopy methods (Di Talia et al. (2007), Skotheim et al. (2008), Di Talia et al.
(2009) and Mayhew et al. (2011)). As previously mentioned, a population-based
characterization of cell-cycle progression traditionally involves the manual counting
of a large number of cells (200–500) from fixed samples of a dividing population
collected over time. An experimenter would then record the proportion of cells in
each time-point sample showing different markers: structures indicative of cell-cycle
progress that can be visualized under the microscope. The classical marker of cellcycle progression in Saccharomyces cerevisiae is the bud, or nascent daughter cell
(Figure 3.1A). Henceforth, this procedure of identifying cells based on their marker
status will be referred to as cell-cycle phenotyping.
Fluorescence microscopy–by which the open reading frames (ORFs) of fluorescent
proteins (FP) are affixed to the open reading frame of proteins of interest–enables
visualization of a wide range of other markers of cell-cycle progression such as nu-
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A.

B.

C.

D.

Figure 3.1: A single cell imaged using the four modalities of this study. Cell-cycle
markers are indicated by white arrows in each panel. From left to right, modalities
(and markers): DIC (bud), blue fluorescence (nucleus), green fluorescence (spindle
pole bodies), and red fluorescence (myosin ring).

clei, spindle pole bodies, and myosin rings (Figure 3.1B, C, and D respectively).
Increasing the number of markers under observation allows an experimenter to more
specifically state the position in the cell cycle of a cell. For example, while the bud
provides information about whether a cell is (or is not) in G1 phase, additionally
observing the myosin ring can provide complementary information as to whether the
cell is in early or late G1 and whether the cell has undergone cytokinesis. Thus,
monitoring additional cell-cycle markers facilitates a higher-resolution view of the
process of cell division (Orlando et al. (2009) and Mayhew et al. (2011)). In addition, other proteins of interest can be fluorescently tagged, providing a powerful
platform for simultaneous visualization of cell division and other biological processes
(Di Talia et al. (2007) and Di Talia et al. (2009)).

3.1 Computational Challenges of Cell-Cycle Phenotyping
From a computational standpoint, characterizing cell-cycle progression with image
data demands identification of both cells and markers in the image. The task of
identifying cell regions in an image is often referred to as cell segmentation. There
are advantages to identifying markers and segmenting cells at the same time. The
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counting procedure becomes more complicated when cells clump together as shown
in Figure 3.2A. The number of cells in this example image could be as small as three
or as much as five, depending on whether the segments form mother-bud pairs (Figure 3.2C). Counting nuclei (Figure 3.1D) can aid cell counting, but is inconclusive in
cases where a cell has just undergone nuclear division (top grouping in Figure 3.2D).
Here, knowing that a myosin ring (Figure 3.1D) is present at the junction between the
mother cell and bud dictates pairing of the top two segments into a post-anaphase,
large budded cell. Thus, inclusion and identification of additional cell-cycle markers
is crucial to the counting procedure.
One approach to identifying cell-cycle markers in an image would be to find a
threshold for each fluorescence image corresponding to a particular marker. Pixels
with intensity above the threshold (markers of interest) would be labeled as marker
pixels and pixels with intensity below the threshold would be considered background
pixels. However, such simple methods are less than optimal for two reasons. First,
noise in fluorescence intensity (e.g. red fluorescence for myosin rings in early time
points) or even choices of fluorescence tags can result in non-marker pixels taking
higher intensity values (Figure 3.3). For instance, the generic DNA stain DAPI has
been used to visualize nuclei in budding yeast cells. However, DNA-containing mitochondria are also visualized by DAPI. Global thresholding can result in overprediction
of marker pixels, especially in cases (as in Figure 3.3) where cellular non-marker pixels
fluoresce at levels between the image background and the marker of interest. Local
thresholding approaches offer an alternative approach by computing thresholds from
a small neighborhood of pixels around the pixel to be thresholded rather than from
the entire image. This approach cuts down on overprediction, but still is sensitive to
“noisy” pixels that aren’t associated with true signal (Figure 3.3 C). Moreover, the
approach of thresholding each fluorescence channel separately leaves out information
from one channel that could inform the detection of markers in another. For example,
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A.

B.

C.

D.

Figure 3.2: Clumped yeast cells from a DIC image appear in panel A. Cell segmentation results (by the watershed transform) indicate five distinct objects (B).
Without knowing certain marker information (e.g. myosin ring status), the true
number of budded (grouped with dashed pink ovals) or unbudded (dashed yellow
ovals) cells in the image could be from three to five cells. In panel D is shown a blue
fluorescence channel image of the same cells. The ovals outline the true cells (here
four cells). The common procedure of counting nuclei does not aid cell segmentation
when the nucleus is undergoing division (as in the top cell).

since it is known that spindle pole bodies are embedded in the nuclear envelope, one
might expect SPB pixels to occur near nuclear pixels (Jaspersen and Winey (2004)).
In this chapter, I outline the process by which I acquired images of fixed samples
of dividing budding yeast cell populations using differential interference contrast
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A.

C.

B.

Figure 3.3: Shown is a red fluorescence image (A) along with results of two kinds of
pixel thresholding operations. The true myosin rings in the image are surrounded by
white circles. Results of global thresholding of the image (by Otsu’s method) appear
in panel B. Results of a local thresholding approach appear in panel C. Spurious
myosin ring predictions are surrounded by red circles and the true myosin rings from
the image are again identified by white circles.

(DIC) and fluorescence imaging modalities in order to track three different markers
of cell-cycle progression: nuclei, myosin rings, and SPBs. I then propose and discuss
a supervised machine learning method called a conditional random field (CRF) to
segment cell regions and identify cell-cycle markers in these images. After reviewing
the details of the model and its training, I evaluate the performance of the model in
predicting markers for three held-out test images. I also discuss additional analysis
in which marker-level information from the training data, namely marker size, was
leveraged to improve CRF predictions.

3.2 Acquisition of Images of Dividing Budding Yeast Cells
3.2.1

Yeast Culture Conditions & Sample Preparation

In preparation for synchrony experiments, haploid yeast strains SBY1404 (MATa;
ade1; his2; leu2-3,112; trp1-1; ura34ns; bar1; SPC42-GFP,TRP1,ZeoR ; MYO1mCherry,KanMx6) and SBY1643 (MATa; ade1; his2; leu2-3,112; trp1-1; ura34ns;
bar1; SPC42-GFP-TRP1-ZeoR ; MYO1-mCherry-KanMx6; PGAL1 -CLN3,URA3) were
grown overnight in YEPD (1% yeast extract, 2% bacto-peptone, 0.012% adenine,
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0.006% uracil, 2% dextrose) media at 30 Celsius. On the following morning, these
cultures were resuspended in YEPS (+ sucrose) to prevent induction of the galactosedriven promoter in SBY1643. On the evening prior to the time course, cultures were
resuspended in 1L of YEPS + 0.1% dextrose to achieve an approximate concentration
of 3x107 cells/mL by the start of synchronization on the following morning. The cell
populations were synchronized by centrifugal elutriation. Following synchronization,
I resuspended elutriated samples of SBY1404 and SBY1643 in YEPG (+ galactose)
to a concentration of 107 cells/mL. I then took 750µL samples every 10 minutes,
fixing the samples in 2% paraformaldehyde for two minutes. This fixation step with
paraformaldehyde effectively halted all cell-cycle progression. I then washed the samples in 1% PBS, centrifuging the samples to wash media and fixative from the cells
and to concentrate the cells into a pellet. I performed this PBS washing step twice
to prevent the appearance of culture media in later microscopy prep stages: culture
media is known to fluoresce and would obscure cell-cycle marker signal. Finally, I
resuspended each cell pellet in 10µL of 30% glycerol.
3.2.2

Image Acquisition

Cells from each aforementioned time point sample were withdrawn and placed on
microscope slides. Once the slide was fitted in the microscope stage, imaging proceeded as follows: a field of view with “adequate” numbers of cells (25-30) was
identified; a single DIC and blue fluorescence image was taken for the field of view;
a z-stack composed of approximately 20 to 40 “slices” of 0.2µm thickness was acquired for both red and green fluorescence channels with each slice corresponding to
a particular depth in the focal plane. The number of slices in the z-stack of each
field of view was set by determining the depths at which the markers in the corresponding fluorescence channel began to appear out of focus. I acquired z-stacks
for the red and green fluorescence channels as both myosin rings and SPBs appear
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across or at different depths of the focal plane. I made use of the following filter sets
for fluorescence imaging: DAPI (excitation: 390/18, emission: 435/48); GFP/FITC
(excitation: 475/28, emission: 525/50); mCherry/A594 (excitation: 575/25, emission: 632/60). For image capture I used the following settings for transmitted light
(T, percentage) and exposure times (Ex, in seconds): DIC (T: 32, Ex: 0.15-0.25);
DAPI (T: 32, Ex: 0.08-0.15); GFP/FITC (T: 32, Ex: 0.25-0.4); mCherry/A594 (T:
100, Ex: 1). Images of multiple fields of view were acquired for each time point. The
number of fields of view imaged was that which captured at least 100 cells.

3.3 Preliminary Processing of Budding Yeast Images
3.3.1

Processing of Red and Green Fluorescence Image Stacks

Cell-cycle phenotyping for a given field of view was carried out with one image from
each of the four (DIC, blue, red, and green fluorescence) imaging channels. To generate single red and green fluorescence images for each training and test field of view, I
first deconvolved the z-stacks acquired for both fluorescence channels. Using the appropriate (100x objective) optical transfer function, I deconvolved the red and green
fluorescence z-stacks by running the constrained iterative deconvolution algorithm
(Agard (1984) and references therein) for four iterations. I then applied the sum-ofslices transform to each deconvolved z-stack with the Fiji image processing package
(et al. (2012)). So, a pixel in the red (or green) fluorescence image corresponding to
a field of view represents the sum of deconvolved intensities at that pixel location
across all slices in the z-stack. Analysis was then carried out on each field of view
where a field of view consists of a DIC image as well as blue, red, and green fluorescence images. A field of view can be thought of as a set of pixel coordinates or
positions with each position corresponding to a vector of 4 values (intensities from
each imaging channel).
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3.3.2

Image Registration

Due to slight movement of the sample on the microscope slide, cell-associated red and
green fluorescence pixels are misaligned with their corresponding blue fluorescence
pixels. Fields of view could not be analyzed without first correcting this misalignment. I achieved this task by registering cell-associated red fluorescence pixels to
blue fluorescence pixels. First, I identified all probable cell region pixels in a field of
view by applying a custom watershed segmentation algorithm (described below) to
the field of view’s DIC image. As the DIC image was taken contemporaneously with
the blue fluorescence image, these two images were already registered to one another.
I then standardized the red and blue fluorescence intensities of the cell region pixels
by subtracting the mean intensity in the cell region from each pixel and dividing the
resulting difference by the standard deviation in cell region intensity. Following this
local rescaling of pixel intensity, red and blue fluorescence pixel intensities associated
with cells fall on the real line. I then applied the following nonlinear transformation
to the standardized pixel intensities:


Pi,j

 a spPi,j  P̄ q 2
1 rspPi,j  P̄ qs

(3.1)

 represents the fluorescence intensity of the pixel at row i and column j in the
Pi,j
transformed image and Pi,j is the standardized fluorescence intensity of the same pixel
in the original image. s is a scaling factor and P̄ is the median of all cell-associated
standardized intensities. As certain cells show higher fluorescence intensity than
others, this nonlinear transformation maps the standardized intensities from each cell
to a common scale ranging from -1 to 1. This common scale allows for simultaneous
processing of all cells in an image. For this analysis, s was set to 2 to encourage pixel
intensities farther from the median pixel intensity to be more rapidly “shrunk” to
1 or -1. In this way, cells with intensities much higher (or lower) than the median
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intensity in the image were made more comparable to one another, allowing for
the processing of all cells in the image. This nonlinear mapping effectively created
“blobs” of red and blue fluorescence pixels associated almost exclusively with cells. s
was set to 2 to maximize the overlap of these blobs with cell regions. Registration of
the red and blue fluorescence images then consisted of alignment of these masses of
fluorescence pixels. To this end, assuming that the red and blue fluorescence images
weren’t misaligned by much, I exhaustively searched through all shifts of no more
than 10 pixels in the horizontal or vertical direction of the red fluorescence image
relative to the blue fluorescence image. I then retained the horizontal and vertical
offsets that produced the maximal overlap between the blue and red fluorescence
pixels. These values were used to correct both the red and green fluorescence images
of a particular field of view.

3.4 Pixel-Level Conditional Random Field Model for Cell Segmentation and Marker Identification
3.4.1

Conditional Random Field Model Details

Conditional random fields (CRFs) are a class of probabilistic graphical models that
represent the conditional distribution over label assignments for sequence and image
data given explanatory data-derived features (Lafferty et al. (2001), Kumar and
Hebert (2003) and He et al. (2004)). Nodes in the CRF graphical model are divided
into two categories: label nodes and feature nodes. Label nodes (Y ’s), as the name
suggests, are variables that usually take values from a discrete set of state identifiers.
For example, a Y may take the integer value 1 corresponding to some state. Values
at each label node are unknown and, thus, the target of inference with a CRF.
Feature nodes (X’s) represent observations from data that (potentially) have some
relationship with the state at the corresponding label node.
In a CRF, the probability of any labeling Y, given features X, is provided by the
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following normalized product of factors:
PrpY|Xq 

¹
1 ¹
φpYi , Xi q
ψ pYi , Yj q where
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P

(3.2)



ψ pYi , Yj q

(3.3)

i,j E

is a normalization constant (sometimes called the partition function). The sum
in the partition function is over all possible labelings, Y . Here, I is the set of
indices of label nodes in the graphical model and E is the set of edges connecting
all neighboring nodes (label and feature). Y is a particular labeling, X is the set of
all features, and Yi and Xi are the label and feature set at a particular position i in
the graph. The factors in the conditional probability above are known as node (φ)
and edge (ψ) potentials. Broadly speaking, the potentials are functions encoding the
degree of association/influence between values assigned to neighboring label nodes
in the graph (ψ) or between label values assigned at label nodes and feature values
observed at corresponding feature nodes in the graph (φ).
CRFs can assume different graphical structures the simplest of which is a linear
chain. Linear chain CRFs (Figure 3.4) represent the conditional distribution of state
label assignments for a sequence of label nodes given a sequence of observations.
These linear chain CRFs are analogous to hidden Markov models (HMMs). However,
conditional random fields represent the conditional distribution (PrpY

| X q) of the

latent Y ’s given the observed X’s while HMMs represent the joint distribution of X’s
and Y ’s (PrpX, Y q). In this way, CRFs and HMMs form a discriminative-generative
analog pair (Sutton and McCallum (2012) and references therein). Representing
the joint distribution when the conditional distribution (PrpY

| X q)–and

thereby

prediction of Y values–is desired would require a specification for the distribution over
X’s. Specifying the joint distribution over observations might be prohibitive when
55

Y1

Y2

Y3

Y4

YN

X1

X2

X3

X4

XN

Figure 3.4: A graphical model diagram of a linear chain conditional random field.

the feature space is high dimensional and includes complex dependencies. CRFs
provide a powerful predictive method that sidesteps the need to specify the full
distribution of data-derived features.
A benefit of CRFs is their capability in leveraging spatial dependencies between
variables. For example, in the case of the linear chain CRF specification, the label
assignment for a particular node Yi will depend not only on the features observed at
position i (Xi ) but also on the label assignments given for Yi ’s two immediate neighbors in the chain (Yi1 and Yi 1 ). This dependence brings about “spatial smoothing”
in which neighboring label nodes tend to take the same label values.
CRFs can assume other graphical structures, and have been generalized to two
dimensional lattice-like graphs (Lafferty et al. (2001) and Kumar and Hebert (2003)).
For example, in a 4-connected lattice structure like that appearing in Figure 3.5, the
label assignment of node Yi will depend on the label assignment of its four neighboring
label nodes as well as on the feature node at that position in the graph (Xi ). For this
reason, CRFs and their extensions have begun to appear in the biological and general
image analysis community (Kumar and Hebert (2003), He et al. (2004) and Kumar
and Hebert (2006)). In these settings, label nodes correspond to pixels for which
one wishes to predict a class label (e.g. cell vs. non-cell; car, person, etc.) based on
image data (e.g. fluorescence intensities) or statistics observed at each pixel. CRFs
56

have even found their way into cell-cycle analyses, having been successfully applied
to time-lapse microscopy images to detect mitotic events in HeLa cells (Liang et al.
(2007)).
For the cell segmentation and marker identification task, I adapted a 4-connected
lattice-structured CRF to model and classify pixels in budding yeast images (Figure 3.5). In this image-based setting of the CRF, I is the set of pixels and E is
the set of edges connecting neighboring pixels (see Equation 3.2). Y is a particular
labeling of a set of pixels, X is the set of all features at every pixel, and Yi and Xi
are the label and feature set at pixel i (see Equation 3.2). For my 4-connected CRF,
the node (φ) and edge (ψ) potentials are defined as follows:
φpl, f1 , . . . , fK q  exptθl,0

K
¸



θl,k fk u

(3.4)

k 1

ψ pl, mq  exptλl,m,0 u

(3.5)

θ’s and λ’s are parameters of the CRF model estimation of which will be discussed
in subsequent sections. The scope of the node potential includes the label value l
and all K relevant node features. The scope of the edge potential includes the two
label values, l and m, at each endpoint of an edge. The parameters θl,0 and λl,m,0
are bias terms. I assumed that the basic 4-connected modular structure of this CRF
is spatially invariant over a field of view. Thus, I assume that the network topology
and parameters are the same everywhere across the field of view.
The state space of the label nodes consists of five different categorical values corresponding to the the cellular and cell-cycle marker status of each pixel: ‘1’ indicates
a myosin ring pixel; ‘2’ indicates a SPB pixel, ‘3’ a nucleus pixel; ‘4’ a general intracellular pixel; and ‘5’ a noncellular or background pixel. The state space of the
feature nodes is 9-dimensional and consisted of the red, green, and blue fluorescence
intensities at each pixel. Besides the red, green, and blue fluorescence intensities at
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each pixel, I also considered six additional features. The additional features reflect
region-specific information and correspond to the ratio of green and blue fluorescence
intensities to the median green and blue fluorescence intensities of boundary pixels
of circles of radius one, two and five centered at each pixel. As I had observed small
non-nuclear structures (likely mitochondria) in the blue fluorescence channel as well
as large non-SPB structures (likely vacuoles) in the green fluorescence channel of
some images, I introduced these additional features to discourage overprediction of
nuclear and SPB pixels, down-weighting the prediction of pixels as being nuclear or
SPB pixels when located in concentrations of fluorescence intensity smaller or larger
than the expected size for a nucleus or SPB, respectively. All 9 features recorded at
each pixel were standardized across all fields of view (either the three training fields
of view; or the three test fields of view, depending on whether the model was being
trained or applied for prediction). In this way, the mean of each feature was subtracted from the feature, and this resulting difference was divided by the standard
deviation in feature values. With 5 states, 9 node features and bias terms for the
node and edge potentials, the potential functions consisted of 55 parameters.
The CRF model as well as the parameter estimation (training) and prediction
routines were implemented using the UGM package (Schmidt (2007)) and the image
processing toolbox in MATLAB.
3.4.2

Training of the Conditional Random Field Model

To estimate the parameters (θ’s and λ’s) of the CRF model, I first manually generated
ground-truth labelings of cells and their cell-cycle markers using the gIMP open
source image manipulation software. I generated these ground-truth labelings for
three pre-registered fields of view. To segment cell regions, I used the DIC image,
tracing the outlines of the signature white and black edges of each cell and setting
to ‘1’ all pixels within and including the outline pixels. All other pixels in the image
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were set to value ‘0’. I repeated this procedure for the SPBs, nuclei, and myosin
rings using their corresponding fluorescence images. I then merged the separate
binary labeled images into a single image with the following label coding scheme: 1
for myosin rings; 2 for SPBs; 3 for nuclei; 4 for other intracellular pixels; and 5 for
background. Some cellular pixels assumed non-zero values in more than one imaging
channel. In these overlapping cases, I set the final label of a training pixel according
to the following rule : SPBs

¡ myosin rings ¡ nuclei ¡ other intracellular pixels ¡

background.
This procedure resulted in the labeling of 55 cell regions, 55 nuclei, 64 SPBs, and
26 myosin rings in the DIC and fluorescence images of the three fields of view chosen
for training. To these pixels, we added pixels from the bounding boxes surrounding
each cell region. In total 629,945 pixels were labeled for training the CRF model.
I fit the CRF model to these training data by finding the parameters (θ’s and λ’s)
that maximized the pseudo-likelihood function, an approximation to the CRF’s full
conditional likelihood (Besag (1975) and Kumar and Hebert (2003)):
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The pseudo-likelihood function is the product of marginal conditional likelihoods of
label assignments at each training pixel given feature observations at the pixel as well
as the label assignments of the pixel’s immediate neighbors. While in practice this
approximation has made parameter estimation in large graphs more computationally tractable and produces consistent estimates for CRF model parameters (Besag
(1977)), the pseudo-likelihood can lead to an emphasis on edge potentials over local
feature information (Vishwanathan et al. (2006)). The outer product in the maxi59

mization is over the three training fields of view, It is the set of all pixels in training
field of view t, and Ni is the set of indices of neighbors of pixel i.
To evaluate whether the model was sensitive to the way in which it was trained,
I also fit the model with the sum-product loopy belief propagation (BP) algorithm
(Murphy et al. (1999) and references therein). Briefly, the sum-product loopy BP
algorithm is a message passing algorithm to approximate the marginal probability
distribution over label values at a label node in a graph. Messages conveying the
“belief” of one node about the value at an adjacent node are passed over all edges
in a graph over multiple iterations until convergence or some pre-specified stopping
point (algorithm shown below adapted from Felzenszwalb and Huttenlocher (2006)).
mtYj

ÑYi pmq 

¸

ψ pl, mqφp plq

l

¹

P p q
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Here, mtYj ÑYi pmq is the message passed at iteration t of the algorithm from node Yj
to node Yi conveying node Yj ’s belief that node Yi should take the label value m.
The message is the sum over all possible label values l for node Yj of a product of
factors: first, the product of node (φp plq; scope does not include features for brevity)

and edge (ψ pl, mq) potentials given label value l at node Yj and label value m at node
Yi ; second, the product of all messages passed by Yj ’s neighbors (not including Yi )
conveying their beliefs that Yj assumes value l. After T iterations of the algorithm,
the belief associated with a given pixel Yi assuming value m is:
bYi pmq  φpmq

¹

P p q

mTpÑYi pmq where

(3.9)

p N Yi

The beliefs computed at each pixel for each value in the label state space constitute
an approximate, discrete probability distribution.
In this setting, the BP algorithm is called “loopy” as the graph of the 4-connected
lattice structured CRF contains loops or cycles. With a graph devoid of cycles, the
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BP algorithm converges to the exact marginal distribution over label values at each
label node (Murphy et al. (1999)). Under certain conditions, a loopy graph structure
can result in a lack of convergence by the algorithm to the marginal distribution over
label values (Murphy et al. (1999)). However, the algorithm has proven useful in
practice and robust to both the size of loops in the graph as well as the overall size
of the graph.
I did not see much difference in final performance between models trained by
either pseudo-likelihood approximation or loopy belief propagation (see subsequent
sections on predictive performance of CRF). Only model predictions from the CRF
trained with the pseudo-likelihood approximation were retained for further analysis.

3.5 Predicting Pixel Labels in Held-Out Test Images by Loopy Belief
Propagation
After training the CRF model, I wished to generate label predictions for pixels in
the three held-out test fields of view. For the sake of computational speed, I generated predictions in a held-out test field of view only for subregions that potentially
included cell and marker pixels. I segmented these subregions by using a custom
watershed algorithm (Figure 3.6, center left) on the DIC image of a field of view. To
these subregion pixels were added pixels from the bounding box surrounding each
subregion with the bounding boxes computed for each 8-connected subregion segment. The edge of the bounding box is 20 pixels from the edge of each watershed
segment. The pseudo-code of the watershed algorithm appears below:
1. Approximate DIC image background by smoothing image with Gaussian lowpass filter (size=40,sd=10)
2. Subtract background from DIC image
3. Compute median intensity, I¯ of background-corrected DIC image
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Yi

Yj

Xi

Xj

Figure 3.5: The 4-neighbor CRF models the dependence of each label Yi on a set
of features Xi as well as on the labels of its four connected neighbors (here, Yj and
the three other pixels connected to Yi ).

4. Get white edge threshold, W , by computing Otsu’s global threshold for all
pixels with intensity

¥ I¯

5. Get black edge threshold, B, by computing Otsu’s global threshold for all pixels
with intensity

¤ I¯

6. Compute edge image by setting all pixels either

¤

B or

remaining pixels to 0
7. Erode edges with disk filter (radius=1)
8. Remove objects in edge image less than 25 pixels in size
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¥

W to 1 and all

9. Compute negative of distance transform of edge image, Dneg
10. Compute h-minima transform of Dneg (height=0.5)
11. Compute watershed transform
12. Get size of all watershed segments
13. Separate segments (by size) into bins with centers ranging from the minimum
segment size to the maximum segment size in increments of 1000
14. Get index of first bin with no objects i0
15. Set sizethresh as the average of the size (bin center) at bin i0 and the size at
the next bin (i0

1)

16. Remove all segments that exceed size sizethresh
17. Dilate remaining segments with disk filter (radius=5)
In brief, after background correction, steps 3-7 are used identify the black and white
edges of the DIC image. Once small spurious objects in the DIC image are removed
(step 8), the negative of the distance transform is taken to generate “wells” of low
fluorescence intensity in each potential cell region. The h-minima transform is then
applied to suppress all local minima in the negative distance transform of the edge
image (Dneg ) with depth (difference in intensity with surrounding pixels) less than
0.5. This step was used to eliminate spurious local wells that weren’t likely associated
with cell regions. I then applied the watershed transform to segment the wells.
This procedure generally produced some larger segments that were quite removed
in size from other segments in the image. So, I removed these larger segments
by determining the point (sizethresh) at which the mode of larger segments in the
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1

2

3

4

Figure 3.6: 1) I first take as input an image set for a field of view (shown here with
registered modalities overlaid). 2) I apply a custom watershed algorithm to identify
potential cell regions. 3) I generate a maximum-of-marginals decoding with the CRF
model. 4) I remove spurious marker predictions by applying a size filter learned from
training data. Myosin ring: red; SPB: green; nucleus: blue; intracellular: white;
noncellular: black.
distribution was distinguishable. This procedure resulted in 502,174 pixels to be
labeled across all three test fields of view.
To predict the labels for every pixel, I calculated node and edge potentials based
on the features observed at each pixel and the learned parameters (θ’s and λ’s). I
then used the sum-product loopy BP algorithm to infer the approximate marginal
distributions over label values at each pixel. The predicted label value at a particular
pixel is the label with maximal marginal probability (Figure 3.6, center right).

3.6 Evaluating Performance of Pixel-Level CRF Model on Cell-Cycle
Marker Labeling
I found that CRF marker predictions were generally biologically sound (Figure 3.7).
Across the three held-out test fields of view, the model often reasonably segmented
cell regions from background, predicted one nucleus for each cell, and identified
plausible myosin rings and SPBs. However, as seen in Figures 3.7 and 3.8 (third
column), the CRF sometimes predicted additional myosin rings and SPBs. To more
quantitatively measure predictive performance, I hand-labeled cell-cycle markers in
the three test fields of view and compared these labelings to predicted labelings
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Table 3.1: Shown in parentheses are true numbers of cell regions and markers.
 Results pre-size filter / post-size filter.
Image
SBY1404-t10 (14)

SBY1643-t13 (24)

SBY1643-t15 (24)

Total (62)

Marker
Myosin Ring (2)
SPB (15)
Nucleus (14)
Myosin Ring (15)
SPB (35)
Nucleus (24)
Myosin Ring (14)
SPB (33)
Nucleus (24)
Myosin Ring (31)
SPB (83)
Nucleus (62)

Sensitivity
1.00 / 1.00
1.00 / 1.00
1.00
0.80 / 0.80
0.91 / 0.86
1.00
1.00 / 0.93
0.97 / 0.97
1.00
0.90 / 0.87
0.95 / 0.93
1.00

Precision
0.08 / 0.14
1.00 / 1.00
0.88
0.57 / 0.63
0.60 / 0.65
0.86
1.00 / 1.00
1.00 / 1.00
0.86
0.47 / 0.59
0.79 / 0.83
0.86

from the CRF model. I then computed the sensitivity and precision of the CRF
model for each marker type. For this analysis, sensitivity in identifying a particular
marker is defined as the ratio of the number of successfully predicted markers to
the number of true markers of that type. Precision is defined as the ratio of the
number of successfully predicted markers to the total number of predicted markers.
A predicted marker was counted as a “success” if the predicted marker overlapped
a true marker by at least half of the area of the predicted marker. Each true marker
could be overlapped by at most one predicted marker. In the event that multiple
predicted markers overlap a true marker, the predicted marker with the greatest
overlap is retained and scored as a success. The remaining predicted markers, barring
sufficient overlap with other true markers, are counted as failures.
The CRF performs admirably in finding nuclei and SPBs, and more poorly when
predicting myosin rings (Table 3.1; Table 3.2 for results on training images). As
evidenced by the high sensitivity for myosin rings—and to a lesser extent for SPBs—
the CRF model predictions generally include the true set of markers. However, the
lower precision observed for these two marker types indicates overprediction by the
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Raw

Truth

Pre-Filter Post-Filter

Figure 3.7: CRF predictions are generally biologically plausible, though in some
cases (second and third rows), the size filter improves correspondence between CRF
predictions and ground truth. Columns from left to right: overlaid DIC and fluorescent images (raw), hand-labeled cell regions and markers (ground truth), CRFpredicted pixel labels (pre-filter), and model labels after applying size filter (postfilter). Colors are as in Figure 3.6.

CRF model.
3.6.1

Evaluating Sensitivity of Predictive Performance to Training Method

As previously mentioned, the CRF model was trained using both the pseudo-likelihood
approximation and the sum-product loopy BP algorithm. In the former case, as has
been previously mentioned, the objective function is the sum of the logarithms of
marginal conditional likelihoods at each pixel in the training data. For loopy BP,
the objective function is the sum of the logarithms of the approximate marginal dis66

Raw

Truth

Pre-Filter

Post-Filter

Figure 3.8: Some spurious CRF predictions are not removed with a size filter
(fourth column). Column layout is the same as in Figure 3.7. Colors are as in
Figures 3.6 and 3.7.
Table 3.2: Model Performance on Training Images.  Results pre-size filter / Results
post-size filter. Shown in parentheses are true numbers of cell regions and markers.
Training Image
SBY1643-t8 (19)

SBY1643-t11 (15)

SBY1404-t14 (21)

Total (55)

Marker
Myosin Ring (9)
SPB (22)
Nucleus (19)
Myosin Ring (5)
SPB (18)
Nucleus (15)
Myosin Ring (12)
SPB (24)
Nucleus (21)
Myosin Ring (26)
SPB (64)
Nucleus (55)

Sensitivity
1.00 / 1.00
1.00 / 1.00
1.00
0.60 / 0.60
1.00 / 1.00
0.93
1.00 / 1.00
0.96 / 0.96
0.95
0.92 / 0.92
0.98 / 0.98
0.96

Precision
0.69 / 0.75
1.00 / 1.00
0.68
0.75 / 0.75
1.00 / 1.00
0.88
0.86 / 0.92
0.96 / 1.00
0.95
0.77 / 0.83
0.98 / 1.00
0.82

tributions inferred by BP at each pixel. Minimization of these sums is achieved by
Quasi-Newton limited-memory BFGS algorithm (L-BFGS; Malouf (2002)). Briefly,
this algorithm approximates the Broyden-Fletcher-Goldfarb-Shanno algorithm and,
rather than storing a full approximation to the Hessian matrix, stores a space-efficient
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Figure 3.9: Performance of CRF models trained by either pseudo-likelihood maximization or the sum-product loopy belief propagation algorithm.

version matrix resulting in memory requirements linear in the number of parameters. Training continued until convergence. Convergence was defined as the point in
training at which the change in parameter values did not exceed 1e-9. To evaluate
differences in performance between the two training algorithms, I computed sensitivity and precision (or positive predictive value, PPV) of model predictions generated
by a pseudo-likelihood-trained CRF as well as a loopy belief propagation-trained
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CRF (Figure 3.9). I evaluated model performance for both the training and test
fields of view and found that performance did not differ appreciably between the two
trained CRFs.

3.7 Incorporating Marker-Level Information with Learned Size Filters
3.7.1

Training Cell-Cycle Marker Size Filters

Some of the CRF’s extra myosin ring and SPB predictions were quite small compared with the hand-labeled markers in the training data (Figures 3.7 and 3.8, third
column) with some consisting of no more than a few pixels. Though the CRF was
trained with information at the pixel level, the training data also provided information at the (coarser) whole-marker level. For example, the training fields of view were
informative for the size expected of true markers. So, in an effort to incorporate this
marker-level information to remove spurious CRF marker predictions, I computed a
size filter specific to the myosin rings and SPBs. To determine an appropriate size
filter for each cell-cycle marker, I evaluated sensitivity and precision across all three
training fields of view at a range of different thresholds on the size of the predicted
object (Figure 3.10). Size thresholds ranged from 0% to 200% of the area of the
smallest observed training marker. Opting for greater sensitivity, I chose 10% for
myosin rings and 20% for SPBs. With these trained size filters, I removed any CRFpredicted myosin ring (or SPB) less than one tenth (or one fifth) the area of the
smallest hand-labeled marker of that type. Particularly for myosin ring predictions
and slightly for SPB predictions, I found that overall precision improved (Table 3.2)
with little to no drop in sensitivity. These results are not surprising since coarserscale information like marker size and shape is not available to the pixel-level CRF.
Thus, exploiting available multiscale information appears to be helpful in accurately
identifying cell-cycle markers.
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Figure 3.10: Shown are overall sensitivity (light red and light green) and precision
(dark red and dark green) traces across all three training images for different cellcycle marker size filters.

3.8 Discussion & Conclusions
I developed a multimodal image acquisition and analysis pipeline to automatically
identify markers of cell-cycle progression in images of dividing budding yeast cells.
The pipeline is based on a CRF model that integrates pixel-level features from the
different imaging modalities and accounts for spatial relationships among markers,
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at least at the pixel level.
Predictions by the CRF are sensitive to the way in which the image data were
pre-processed. Several aspects of the image processing pipeline require further investigation to determine their effects on predictive performance: in particular, the
segmentation procedure to identify potential cell regions (and pixels) from DIC images for prediction by the CRF. While the approach was sufficient for the types of
images I collected, it is unclear whether this approach would be generally applicable to other types of biological image data or even yeast images collected by other
research groups. Moreover, the procedure is complex in its number of steps and the
number of parameters and thresholds involved in identifying potential cell regions.
Thus, the segmentation algorithm should be made simpler at the expense of flagging
a few more potential cell region pixels.
Considering that the CRF model was trained on only three fields of view and
with a limited feature set, the performance of the model was quite good, providing
a solid foundation for future development. One future direction would be to expand
the training data set to include more fields of view. In this analysis, each of the
three training fields of view was closely matched to a test field from a comparable
point in the synchrony experiment of view to account for differences in fluorescence
intensity. Nevertheless, model prediction accuracy will likely increase with more
training data. Another area of future development would be to expand the feature
set to include edge features. In its current formulation, the CRF only includes node
features. However, the propensity for a pair of neighboring pixels to assume certain
label values will surely depend on features observed at those pixels.
The results demonstrate both the strengths and the limitations of this pixel-based
formulation of the CRF. While the model performs well enough to approximately
segment cells from background and to predict cell-cycle markers with reasonable
accuracy, its discriminative power is limited by the spatial scale of the information at
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its disposal (He et al. (2004) and references therein). For example, without knowing
marker-level information like the size and shape of a region of pixels or the distance
between the region and the edge of a cell, one may not want to label the region as
being a myosin ring or SPB.
This challenge of identifying objects vs. constituent pixels of those objects demands a formal, hierarchical model-based description of both the properties of the
objects as well as the properties of the pixels within them. A wealth of expert knowledge on budding yeast morphology and cell-cycle biology exists to constrain these
hierarchical descriptions via priors on model parameters. For instance, certain numbers and combinations of markers are not plausible in certain budding yeast cells.
In the strains we used, a cell cannot contain more than two SPBs, or more than one
myosin ring. Thus, determining what regions of pixels are truly cells will depend on
the properties of the markers predicted within those regions. While the pixel-based
CRF accurately segments regions of pixels as cells or cell-cycle markers, the model
cannot currently classify the cell-cycle position (e.g. early or late G1 phase) of the
cell. Indeed, the CRF model or an alternative modeling framework first requires a
formal description of a cell in order to facilitate the counting of cells of different cellcycle positions in a field of view. An additional challenge to this task of determining
what region of cell and marker pixels is truly a cell is that budding yeast cells tend
to clump in an image. Thus, having accurate marker predictions (i.e. the myosin
ring) will be crucial to determine the exact number of cells (e.g. one budded cell
vs. two adjacent cells) in a field of view and thereby the proportion of cells with a
particular multivariate marker status. This work is an important step toward that
goal, and thus toward more accurate characterization of cell-cycle progression.
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4
Multivariate Profiling and Cell-Cycle Analysis of
Budding Yeast

The basic currency of population-based cell-cycle analysis in budding yeast are counts
of marker status (e.g. whether a cell is budded or not) over time. The previous
chapter introduced machine learning techniques to automatically determine these
counts from multimodal microscope image data. These counts can also be generated
manually by the experimenter, and the observed oscillatory curves of counts are
referred to as marker indices.
Marker indices are useful in that they describe cell-cycle kinetics in the population. A shallower slope at the onset of the experiment when markers such as the bud
begin to appear might indicate a population slow to recover from synchronization
or slow to progress through some point in cell division. Also, the interval between
peaks of marker appearance provides information about cell-cycle period.
Each marker provides complementary information about cell-cycle progression.
For example, budding indices indicate the relative proportion of cells in G1 phase vs.
cells in S, G2 or M phases. Additional markers like those analyzed in the previous
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chapter (i.e. myosin rings, spindle pole body status, etc.) more finely resolve the
cell-cycle position of a cell. An unbudded cell with a myosin ring is positioned
somewhere in late G1 vs. early G1 . A budded cell with an intact myosin ring and a
spindle pole body in each of the daughter and mother cell compartments is in late M
phase. Thus, observing more markers increases temporal resolution and allows more
accurate determination of the cell-cycle position of the population.
In this chapter, I introduce an extension to a previously developed statistical
model of budding yeast population cell division called CLOCCS (Characterizing
Loss of Cell-Cycle Synchrony; Orlando et al. (2007) and Orlando et al. (2009)) to fit
observations of an arbitrary number of binary-valued cell-cycle markers. I develop
a new sampling model that is suited to estimating parameters from any experiment involving some combination of binary markers of progression. In addition, the
sampling model is designed to address aspects of observed data that arise in real
experiments. For instance, some small but non-negligible number of cells may be
dead or halted during the experiment (and thus not progressing through the cell
cycle like the other cells); our sampling model is capable of estimating the number of
such cells. Furthermore, I extend the CLOCCS model to account for the appearance
of cells with markers during the period of recovery from synchronization at the onset
of the experiment, a feature currently unavailable in CLOCCS. As different experiments might use a different array of cell-cycle markers and as existing methods are
designed to handle only a single binary marker of cell-cycle progression at a time,
these model enhancements facilitate the comparison of cell-cycle kinetics across experiments no matter the number or type of markers under study. The model was
applied to two sets of image-derived observations of a strain of Saccharomyces cerevisiae with fluorescently labeled binary-valued markers of cell-cycle progression as
well as an independent dataset in which nuclear status was monitored.
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4.1 Monitoring Cell Division in Populations with Synchrony Experiments
In the case of the budding yeast, Saccharomyces cerevisiae, cell division entails a
complex and highly regulated series of morphological and genetic changes (Figure
4.3). To better understand these changes—and thereby the nature of budding yeast
cell-cycle progression—researchers track the status of certain cellular features that
indicate progress through cell division.
One way to monitor cell-cycle progression is with populations of dividing cells.
Such approaches entail synchronizing a population of cells in culture at some discrete
cell-cycle stage. Methods to achieve this synchronization can be mechanical, chemical, or genetic and can position the population at different points in the process. The
cell population is subsequently released from synchrony, and the experimenter withdraws samples of the dividing population at intervals from the time of release. The
samples are quickly mixed with a fixative to halt cell division. The experimenter then
prepares a portion of each time point sample for marker quantitation: the evaluation
of the proportion of cells with a particular cell-cycle marker state in the sample. For
example, if the chosen marker is the bud, an experimenter would mount a portion of
the time point sample on a microscope slide, count some predetermined number of
cells, and record how many of the counted cells had buds.
Synchrony experiments are often straightforward to set up and run in terms of
the equipment and reagents required to induce synchrony and culture the cell population over time. Also, the number of observations at each time point generally
numbers in the several hundreds. However, synchrony experiments have their drawbacks. First and foremost, the observations acquired are independent of one another
in time. Thus, estimating correlations in cell-cycle progression between two cells becomes challenging as information about the genealogical relationships between cells
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in any two time point samples is lost. Second, the observations at each time point are
actually sample averages. Thus, accuracy in estimation of the true underlying proportion of budded cells in the entire time point sample depends on the total number
of cells counted by the experimenter. Third, experimental constraints often restrict
the time point sampling frequency to no less than 4-5 minutes. Finally, progressively
increasing asynchrony in the population (see below) limits the number of informative
observations derived from the experiment.
Achieving perfect synchrony in synchrony experiments is practically impossible,
and different sources of asynchrony have been identified that complicate characterization of cell-cycle progression (Orlando et al. (2007)). First, the synchronization
procedures used to prepare a population of cells for cell-cycle analysis are not perfect.
At best, cells in the population are concentrated near the same approximate point
in the cell cycle, but they remain somewhat distributed around this point. Second,
individual cells proceed at different rates through the process of cell division. Third,
and specific to budding yeast, cells divide asymmetrically, and as a result, daughter
cells tend to require more time to complete the G1 phase than mother cells. These
different sources of asynchrony imply that observations at each time point are based
on mixtures of cells at different stages of the cell cycle rather than a homogeneous
population of cells moving in lock-step with one another through the process.

4.2 Methods of Cell-Cycle Synchronization of Budding Yeast Populations
In what follows, I describe observations derived from synchrony experiments in which
cells were synchronized by one of the three methods. The first method is a chemicalbased approach that takes advantage of the fact that haploid budding yeast cells
come in one of two different mating types: type a and type α. By way of brief
background, haploid yeast cells of mating type a respond to exposure to α-factor
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mating pheromone, by changing their morphology generating a polarized projection
(called a ‘shmoo’) in the direction of the pheromone. At the same time, haploid
cells positioned prior to the late G1 phase point of cell-cycle commitment called
Start halt their cell-cycle progression. Cells past this point complete their cell cycle
and arrest at Start in the subsequent cycle. Thus, after sufficient exposure to the
mating pheromone, the cell population is concentrated in its cell-cycle position in
late G1 phase (Bucking-Throm et al. (1973) and Wilkinson and Pringle (1974)).
While, α-factor treatment tends to result in highly synchronized patterns of marker
appearance, and synchronization by this approach is straightforward to conduct.
The second method of synchronization is a physical approach called centrifugal
elutriation by which cells are selected by size (Banfalvi (2008)). More specifically, a
population of cells suspended in growth media are pumped into a centrifuge chamber.
The centrifuge is then activated, forcing cells in the media to the side of the chamber
farthest from the center of the centrifuge. The pump that fills the chamber with
cells opposes this centrifugal force, and the pump speed and centrifuge speed can
be tuned to establish a gradient of cells. In this way, larger cells are deposited at
the base of the chamber (farthest from center of the centrifuge) and smaller cells are
located towards the top of the chamber. These small cells–ostensibly daughter cells
in G1 phase–are collected from the centrifuge and checked to ensure that the expected
proportion of budded cells is as small as possible. Once a sufficient concentration of
small cells is collected, the cells are prepared and used in a subsequent time-course
experiment. Thus, an elutriated population is ideally composed of cells in G1 phase.
However, the cells collected from an elutriated synchronization aren’t guaranteed to
be at the same point in G1 phase, and elutriated cells do not produce as synchronous
a pattern of marker appearance as α-factor-treated cells upon release into the cell
cycle.
A third common method of synchronization involves the use of budding yeast
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strains in which genes necessary for cell-cycle progression have been mutated to produce functionally inactive proteins when grown at high temperature (usually 37 C).
These strains were initially identified in a seminal series of genetic screens by Nobel
laureate Leland Hartwell, and owing to the impact of the mutations on cell-cycle
progression, the strains were named cell division cycle (cdc) mutants (Hartwell et al.
(1974)). For example, at the restrictive temperature, the strain cdc28-13 encodes a
functionally inactive version of the cyclin-dependent kinase Cdc28, a necessary regulator of all events (e.g. budding, DNA synthesis) in the budding yeast cell cycle.
At the restrictive temperature, this strain is arrested in G1 phase. cdc mutants have
been identified that arrest at other points in the cell cycle as well, making them a
versatile tool for analysis of cell-cycle kinetics in different phases of the process.

4.3 Determining Cell-Cycle Position with Markers of Cell-Cycle Progression
Cellular microscope images provide a rich source of marker data, and techniques to
more accurately acquire these data have become increasingly common (Tsien (1998);
Muzzey and van Oudenaarden (2009) and references therein). Microscope images
provide the means to track multiple cellular features. As was seen in the previous
chapter, fluorescence microscope images can reveal the localization and status of
organelles, protein complexes, and single proteins (Huh et al. (2003)).
Types and combinations of markers can vary from study to study. For budding
yeast, the classical marker of cell-cycle progression is the bud. Additional marker
data can include observations on fluorescent protein-tagged components of cell-cycleregulated complexes as well as flow cytometric measurements of DNA content (Haase
and Lew (1997); Figure 4.1). In the case of DNA content measurements, a haploid
cell with 1C (or 1 copy) DNA is in G1 phase while a cell with 1C to 2C DNA or
2C DNA is in S or G2 /M phase, respectively. In the case of fluorescence-based
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Figure 4.1: The status of different markers of cell-cycle progression indicate different cell-cycle positions. For example, a cell with a visible myosin ring is positioned
anywhere from late G1 phase to late M phase.
markers of cell-cycle progression, the appearance of the myosin ring indicates the
transition from early to late G1 phase. Soon after, the bud appears. At about
the same time the spindle pole body (SPB) is duplicated, and, towards the end of
S phase, the two SPBs migrate to either side of the mother cell forming a short
spindle. Subsequently, the two SPBs separate with one remaining in the mother cell
and the other moving to the daughter cell. This structure is called a long spindle
which marks the end of anaphase. A short time later, the myosin ring breaks down
signaling cytokinesis and the separation of the mother and daughter cytoplasms.
Finally, the cell wall connecting the mother cell and daughter cell pinches off during
cell separation. In this way, the different markers more finely indicate the cell-cycle
position of a particular cell in the population (Figure 4.2).
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Figure 4.2: Simply observing the bud places a cell in either G1 phase or in the combined S/G2 /M phases. However, observing additional markers more finely positions
a cell in the process.

In the subsequent sections, I describe the construction of budding yeast strains
to visualize the status of the bud, myosin ring, SPBs, and nucleus by differential
interference contrast (DIC) and fluorescence microscopy.

4.4 Multi-Marker Observations of Budding Yeast Population Division
4.4.1

Construction of Budding Yeast Strains for Multimodal Imaging

A previous member of the Hartemink lab developed a haploid yeast strain (SBY408;
bar1, SPC42-GFP-TRP1-ZeoR ) derived from strain BF264-15DU (Richardson et al.
(1992); MATa; ade1 ; his2 ; leu2-3,112 ; trp1-1 ; ura3∆ns) in which a constituent
protein of the spindle pole body, Spc42, had been fluorescently labeled with green
fluorescent protein (GFP). To fluorescently label Myo1, a myosin ring protein, the
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G1
G2/M

S

Figure 4.3: Early in the cell cycle, a budding yeast mother cell undergoes a period
of growth (G1 ). Just prior to the time of transition from G1 to the period of DNA
replication (S phase), the myosin ring appears at the site of bud formation (red
structure); the bud becomes visible shortly thereafter. Around the same time, the
spindle pole body (SPB; green structure) duplicates. Now in S phase, the mother
cell replicates its genome (blue bars) within the nucleus. Concurrently, the two SPBs
start to separate from one another, forming a short mitotic spindle. In G2 /M phase,
the two SPBs separate further, forming a long mitotic spindle and pulling the nuclei
containing replicated chromosomes into the mother and daughter cells, respectively.
Following mitosis, the cell undergoes cytokinesis in which the myosin ring constricts
to separate the two cytoplasms and then breaks down. Enzymatic processes must
synthesize mother and daughter cell walls before the two cells can separate.

plasmid pFA6a-mCherry-kanMX6 (Shaner et al. (2004) and Sheff and Thorn (2004))
was amplified with primers (5’ AAATATTGATAGTAACAATGCACAGAGTAAAA
TTTTCAGTCGGATCCCCGGGTTAATTAA 3’; forward) and (5’ CTTTATTTTA
TGTACCACCTTTAAGACTACTATCGAAGGAGAATTCGAGCTCGTTTAAAC
3’; reverse). The PCR products were then used to transform SBY408, with integration of the mCherry fluorescent protein at the C-terminus of Myo1 occurring by
homologous recombination as previously described (Longtine et al. (1998)). The
resulting haploid yeast strain was labeled SBY1404 and was used in all following
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analyses.
4.4.2

Synchrony Experiment Settings & Quantification of Multiple Markers of CellCycle Progression

Yeast cultures, imaging and data acquisition were performed by a previous member
of the Hartemink lab. Cultures were grown in YEPD medium (1% yeast extract, 2%
bacto-peptone, 0.012% adenine, 0.006% uracil, 2% dextrose) at 30 C. For treatment
with the mating pheromone α-factor, cultures were grown up overnight, resuspended
in fresh media in the morning, and left to proliferate for a couple of hours to reach logphase. Then, α-factor was added to the culture for a final concentration of 50ng/mL.
After two hours, a sample of the culture was checked for the absence of buds with a
light microscope. Pheromone was removed by centrifugation and the synchronized
population of G1 -arrested cells were resuspended in fresh YEPD medium and grown
at 30 C. 200µL samples were taken every 10 minutes resulting in a total of 20 time
points. In the case of centrifugal elutriation, small daughter cells were isolated from a
log-phase culture, released into YEPD + 1M sorbitol and grown at 30 C as previously
described (Orlando et al. (2008)). In this setting, 300µL samples were taken every
8 minutes, resulting in a total of 28 time points. All samples were kept on ice for
five minutes prior to fixation with 2% paraformaldehyde. This fixing step prevented
further cell-cycle progression of the sampled cells. Samples were then washed with
PBS and stored in the dark at 4 C in 30% glycerol. To visualize the nuclei, DNA was
stained with 1µg/mL 4,6’-diamino-2-phenylindole dihydrochloride. Cells from each
time point were imaged with a Zeiss Axio Imager widefield fluorescence microscope
with either a 100x or 63x objective and standard filter sets. Image acquisition was
performed with a Hamamatsu Orca ER monochrome cooled CCD camera with IEEE
and MetaMorph.
Cell characteristics were manually quantified on a population level. For each time
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point, the number of cells with a bud, with a myosin ring, with a short mitotic spindle,
and with a long mitotic spindle were recorded. Budding was quantified using a light
microscope, while myosin ring and SPB status were quantified with a fluorescent
microscope. For each marker, cells were counted from each of the multiple fields of
view corresponding to a given time point. The number of fields of view acquired for
each time point generally included at least 100 cells (Figures 4.5 and 4.6). A cell was
counted as having a short mitotic spindle if two SPBs were visible inside the mother
cell; it was counted as having a long mitotic spindle if a myosin ring was between
the two SPBs.
For this analysis, we previously collected DIC and fluorescence microscopy images of four markers of budding yeast cell-cycle progression; namely, myosin rings,
buds, short mitotic spindles, and long mitotic spindles. The DIC images were used to
measure budding and the fluorescence images were used to detect the other markers.
Two such image datasets were compiled on populations of budding yeast cells synchronized either by treatment with the mating pheromone α-factor or by centrifugal
elutriation.

4.5 Extending the CLOCCS Model to Fit Multi-Marker Observations
of Population Division
4.5.1

Introduction to the CLOCCS Model of Population Division

Working with population-level data has its drawbacks, as the loss of synchrony during
a time course will confound any measurements: due to synchrony loss, each time
point represents a mixture of cells at different positions in the cell cycle. Three main
sources of asynchrony have been previously noted (Orlando et al. (2007) and Orlando
et al. (2009)). First, initial synchrony in the population is imperfect due to imprecise
synchronization. Second, cells vary in their rates of cell-cycle progression. Third,
mothers and daughters differ in their cell-cycle progression. Specifically, daughter
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cells tend to take longer in G1 than mother cells due to their smaller size at birth
(budding yeast divide asymmetrically). The CLOCCS model was developed to infer
parameters of cell-cycle progression from population data while accounting for these
different sources of asynchrony (Orlando et al. (2007) and Orlando et al. (2009)).
The CLOCCS model specifies the distribution of the position at time t (Pt ) of a
randomly sampled cell and assumes that cells take an initial position at the onset
of the time course that is normal distributed. The model also assumes that such a
cell–as well as its progeny–proceeds linearly through each cell cycle with a normal
distributed rate. Put more formally:
Pt

 P0

Vt

(4.1)

Here P0 is a normal random variable representing the cell’s initial position and V
is a normal random variable representing the distribution of rates of cell-cycle progression. This equation represents a linear combination of normal distributions, and
hence the distribution of Pt is normal. The set of parameters of the CLOCCS model
(Θ) can be grouped into three sets. As CLOCCS represents the process of division
in the population as a branching process, one set of parameters specifies the structure of the population lineage tree along which the population traverses during the
synchrony experiment (see Figure 4.4). These parameters consist of a mother cell’s
expected cell-cycle duration (Λ), a daughter’s additional time spent in G1 (∆), and
the expected period of recovery from synchronization by the population (µ0 ). At
each branch, a cell both begins a new cell cycle and contributes to the population a
new daughter cell who traverses her own branch in the lineage tree.
The second set of parameters in Θ describe the different sources of asynchrony
in the population such as heterogeneity in the initial population’s recovery from
synchronization (σ02 ) and heterogeneity in rates of cell-cycle progression (σv2 ). σ02 and
σv2 are the variances of the normal distributions for P0 and V , respectively. It is
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assumed that the mean cell-cycle velocity µv is constant over time, and equal to one
cell-cycle unit/minute, and that the cell-cycle velocities of mother and daughter cells
are drawn from the same distribution. A cell-cycle unit is

1
.
Λ

The third set of parameters, in contrast to the first two sets of parameters helps
specify the likelihood of the marker observations. These parameters correspond to
the marker(s) under study, and demarcate sub-intervals of the cell-cycle during which
a marker event takes place. In the case of budding, the parameter bud represents
the proportion of the cell cycle during which the cell is unbudded (e.g., 0.15). For
the bud, a single parameter is required since the disappearance of the bud (bud )
coincides with the end of the cell cycle in the CLOCCS formulation and is thus always
1. Extension of the CLOCCS model to accommodate multiple markers of cell-cycle
progression will require on (marker appearance) and off (marker disappearance)
parameters for each additional marker under study.
4.5.2

Representing Sub-Populations of Cells with Cohorts

Due to loss of synchrony, a time point sample represents a mixture of cells of different
genealogical ages in different phases of the cell cycle (Figure 4.4, part B). To model
the mixture of effects contributed by these sub-populations of cells, we consider cells
as belonging to different cohorts. Each cohort or subpopulation of cells is represented
by a normal density (different colored densities in Figure 4.4, part A). A cohort is
indexed by its generation (g) and its reproductive instance (r) where g is the number
of daughter cell-specific delays undergone by the cohort, and r is the index of the
cell division that produced the current cohort. For example, the initial cohort in
the population is cohort t0, 0u. When cells of this cohort undergo their first wave
of division, they give rise to daughter cells of cohort t1, 1u (g

 1 since these cells

are part of the first cohort of daughter cells in the population). Likewise, when cells
of this cohort undergo division (part of the second wave of division, r
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 2), they
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Figure 4.4: Shown in (A) is an example branching diagram depicting the CLOCCS
model process of division. Cohorts of the same color make up the population at the
correspond to time points in the synchrony experiment. The experiment begins with
cohort t0, 0u distributed about the expected recovery time from synchronization, µ0 .
Over the course of the synchrony experiment, the cohorts move along the branching
diagram at a linear rate. The cohorts contribute different amounts of probability
mass to different positions in the cell-cycle as they move along the branching diagram.
Each cell cycle is Λ minutes long and daughter cells spend an additional ∆ minutes
in their first cycle. At division, a cohort contributes a new cohort to the population
that proceeds through the cell cycle on its branch (e.g. t0, 0u contributes cohort
t1, 1u). At a given time point in the synchrony experiment, the probability that
a cell is at a particular position in cell division depends on the cohort to which it
belongs, and the cell-cycle position distribution at a time point is a mixture of the
cohort position distributions at that time point (B).
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Figure 4.5: Samples from a dividing budding yeast culture were collected at fixed
intervals (here, 8 minutes) for a pre-determined duration. We acquired DIC and
fluorescence microscopy images for one field of view of the sample. We then repositioned the microscope to acquire images for another field of view of the sample. We
continued this procedure a variable number of times (F) for each sample, stopping
when we acquired images of approximately 100 cells per time point.
contribute daughter cells of cohort t2, 2u to the population (g

 2 since they are

daughters of daughters). The probability of randomly sampling a cell from a given
cohort tg, ru is:
Prpg, r | Θ, tq 
where
MΘ pg, r, tq 

$
'
& 1

'
%

MΘ pg, r, tq
QΘ ptq

µgrt 
1  Φ ∆ 
σt






r 1
g 1

0

and
QΘ ptq 

(4.2)

r0
1¤g¤r
g

(4.3)

otherwise
¸

MΘ pg, r, tq

C
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(4.4)

Here, C represents all possible cohorts, Θ  tµ0 , σ02 , σv2 , Λ, ∆u is the set of all CLOCCS
branching process parameters, µgrt

 µ0

t  r  Λ  g  ∆, σt



a

σ02

t2  σv2 , and

Φ is the standard normal cumulative density function.
4.5.3

CLOCCS Specification of Cell-Cycle Position Distribution

Over time, the cohorts move along the lineage tree, contributing different amounts of
probability mass to different parts of the cell-cycle time line (Figure 4.4, parts A and
B). To determine the probability of a randomly sampled cell from the population
being at cell-cycle position Pt requires marginalizing over the cohorts:
PrpPt | Θ, tq 

¸

PrpPt | Θ, g, r, tqPrpg, r | Θ, tq where

(4.5)

C



PrpPt |Θ, g, r, tq  φ

Pt  pµ0 tq
a
σ02 t2 σv2

(4.6)

when g=0 and r=0 or


PrpPt |Θ, g, r, tq  a
σ02
when Pt

φ

Pt



p?µ0 trΛg∆q
σ02 t2 σv2


t2 σv2 1  Φ ∆p?µ0 2 t2rΛ2 g∆q

(4.7)

σ0 t σv

¥ ∆, g  0 and r  0. Here φ is the standard normal density function. C

is the set of all cohorts. A cell from cohort {g,r} has to first undergo the recovery
period (µ0 ) as well as the g ∆ durations and r Λ durations to reach the expected
beginning of its cell cycle. Cells from cohort t0, 0u are always part of the population
and have infinite support on the negative real line while cells from other cohorts only
appear in the population starting from

∆ hence the cohort-specific truncation and

normalization evident in equation 4.7 (Figure 4.4).
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4.5.4

Sampling Distribution of Budding Observations

CLOCCS originally was able to infer parameters of cell-cycle progression by fitting
(binary-valued) measurements of budding as well as (continuous-valued) flow cytometric measurements of DNA content (Orlando et al. (2007) and Orlando et al.
(2009)). To fit the CLOCCS model to these population measurements requires a
likelihood. As previously mentioned, the parameter bud

represents the expected

proportion of the cell cycle during which a cell is unbudded. Thus, bud takes values
in the range 0 to 1. The probability of observing a budded cell derives from the cellcycle position distribution described above: the probability of observing a budded
cell under the CLOCCS model is the probability of observing a cell positioned in the
budded proportion of the cell cycle (so, in the interval p1bud
Prpbj,t

 1|bud

, Θ, tq 

¸

Prpbj,t

 1|bud

qΛ). More formally:

, Θ, g, r, tqPrpg, r|Θ, tq

(4.8)

C

where
Prpbj,t

 1|bud

,Θ, g, r, tq 

C
¸





Φ

p

(4.9)

1qΛ  pµ0
a
σ02 t2 σv2

 c

c 0

tq

Φ

p

bud qΛ  pµ0
a
σ02 t2 σv2

 c

 0 and r  0 and
Prpbj,t  1|bud , Θ, g, r, tq 

tq



when g


C
¸



c 0

(4.10)


? µ2 0 2t2rΛg∆q
Φ pc 1qΛp
σ0 t σv



Φ

pc

bud



qΛ?pµ0 trΛg∆q



σ02 t2 σv2

?µ02 t2 rΛ2 g∆q
1  Φ ∆p
σ0 t σv

¡ 0 and r ¥ g. Here, C is the number of cell cycles in the lineage tree (e.g.
in Figure 4.4 C  2). The normalization for daughter cohorts (i.e. other than the
initial cohort t0, 0u) is due to the fact that cells in those cohorts do not have positive
for given g
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support for being positioned in a cell cycle until they enter the population. After
marginalizing over the cohorts, the probability pj,t

 Prpbj,t  1|bud

, Θ, tq becomes

a binomial success probability of finding a budded cell at time t. We consider time
point samples in the synchrony experiment as conditionally independent given the
CLOCCS model parameters (Θ) and the unbudded proportion parameter (bud ).
The likelihood of a set of budding observations is:
LpΘ, bud

q

T 
¹
Nt



t 1

nt

pnj,tt p1  pj,t qNt nt

(4.11)

where Nt and nt are the total number of cells and the number of budded cells,
respectively, counted at time t.
4.5.5

General Sampling Distribution for Observations of Multiple Binary-Valued
Markers

To accommodate an arbitrary number of binary-valued cell-cycle markers, I introduce
two new parameters for each marker. These two new parameters (e.g., m and m )
roughly correspond to the start and end time, respectively, of the sub-interval in
which marker m is observed. As with bud , these marker parameters take values
between 0 and 1. Assuming a marker is initially undetectable, it eventually becomes
detectable some fraction of the way through the cell cycle, m , and then undetectable
again at m , some time before the end of the cell cycle.
Assuming that we observe M markers (mj , j

 1, . . . , M ), each marker (mj ) is as-

signed its own appearance (mj ) and disappearance (mj  ) parameter. Since markers

¤ 1. Let M be the set of marker-specific


parameters M  tm1 , m
1 , m2 , m2 , . . . , mM , mM u. At least one element of M must
are initially undetectable, 0

mj

mj 

be a non-zero constant, or the problem becomes ill-posed and a unique solution no
longer exists. Put another way, “lines” must be drawn demarcating intervals of cellcycle time from one another so that the appropriate probability contributions to
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each marker likelihood can be aggregated from the cohort distributions. Allowing all
marker parameters to vary would lead to problems of identifiability (or the existence
of multiple parameter settings that fit the observations nearly equally well). In this
setting, as I’m using budding index data as one of my markers, I set bud to 1. Other
choices are possible, however.
Samples of the synchrony experiment are drawn at T time points, ti , i  1, . . . , T .
At each time point ti , ni cells are counted. Let mji
in a living cell at time ti and mji

 0 otherwise.

 1 if the jth marker is visible

As with budding, the event that

 1 indicates that the position of a cell at time ti, Pt , falls on the cell-cycle
timeline within the interval of appearance for that marker (rpc mj qλ, pc mj  qλs)
for some cell cycle c ¥ 0. This probability of a cell assuming a certain cell-cycle
mji

i

position is given by the CLOCCS model.
Thus, the probability of the jth marker being visible at time ti , Prpmji



1 | mj , mj  , Θ, ti q is given by first specifying the probability of observing a cell with
marker mj at time ti from cohort tg, ru and then marginalizing over the cohorts.
Prpmji

 1 | mj

, mj  , Θ, ti q 

¸

Prpmji

 1 | mj

, mj  , Θ, ti , g, rqPrpg, r | Θ, ti q

C

(4.12)
where Prpmji

 1 | mj

, mj  , Θ, ti , g, rq represents the probability that a cell from

cohort tg, ru has a visible jth marker at time ti . For the progenitor cohort (g
0), letting µ0,t

Prpmji

 µ0

 1 | mj

ti and γt pxq  Φ



C
¸


, mj  , Θ, ti , g, rq 





x µ0,t
σt

γt pΛpc

r

, we have

mj  qq  γt pΛpc

mj



qq

(4.13)

c 0

when g

 0, r  0 and with σt 

a

σ02

t2i  σv2 . For subsequent cohorts (1 ¤ g
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¤ r),

letting µgrt

 µ0

ti  r  Λ  g  ∆ and ηgrt pxq  Φ


C
¸
ηgrt pΛpc
Prpmji  1 | mj , mj  , Θ, ti , g, rq 
c0





x µgrt
σt

, we have

mj  qq  ηgrt pΛpc
p1  ηgrtp∆qq

mj

qq 
(4.14)

when 1 ¤ g
4.5.6

¤ r.

Accounting for Cells with Markers Present during Synchronization Recovery

In its current formulation, CLOCCS does not allow cells to have apparent markers
during the recovery period. Rather, markers can only appear in the population once
the initial cohort enters the interval of marker appearance of the cohort’s first cell
cycle. However, synchronization methods are not perfect. At early time points,
the cell population often includes a small but non-negligible fraction of cells that
have progressed in the cell cycle beyond the point of sensitivity to the different
synchronization methods. As a result, this fraction of cells may have certain markers
present during recovery and before the model-specified beginning of the first cell
cycle. This proportion of cells with initially present markers is hereafter referred to
as early cells. In the model, cells with a visible jth marker represent a proportion
(Ej ) of all cells positioned prior to mj

of the first cell cycle. By definition, early

cells belong to cohort t0, 0u, and one proportion parameter (Ej ) is introduced for
each marker under study. Thus, in computing the probability of sampling a cell with
a visible jth marker, one would have to include additional mass contributions from
the proportion of the initial cohort that are early cells.
Prpmji

 1 | mj

, mj  , Θ, ti , Ej

C
¸




q  Ej γtpΛpmj qq

mj  qq  γt pΛpc

γt pΛpc

mj

(4.15)



qq

c 0

Here, as previously, γt pxq  Φ





x µ0t
σt

with µ0,t
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 µ0

ti and σt



a

σ02

t2i  σv2 .

4.5.7

Accounting for Dead or Halted Cells

Some synchronization protocols place significant stress on a population of cells. As a
result, a small percentage of cells may die or halt cell-cycle progression before release
from synchrony (for brevity, both cells are referred to simply as dead). Each marker
in a dead cell may be either present or absent. However, for these cells, marker status
cannot change over the course of the experiment. For example, a dead cell with a
visible jth marker will always have a visible jth marker. In this way, the probability of
observing a marker includes contributions from living cells with periodically present
markers and dead cells with constantly present markers. To capture the relative
contributions of these two different types of cells to the probability of finding a cell
with a particular marker, I first let vj,i
time ti and vj,i

 1 if the jth marker is present in a cell at

 0 otherwise. The probability of a cell (living or dead) with a visible

jth marker at time ti becomes:
Prpvj,i

 1 | mj

, mj  , Θ, ti , Ej , D, Dj

q  Dj  Q Dptq

(4.16)

Θ

Prpmj,i  1 | mj , mj  , Θ, ti , Ej

q



1

D

QΘ ptq

,

where D is the percentage of cells that are dead after synchronization and Dj is the
percentage of dead cells with a visible jth marker. The term

D
QΘ t

p q is included under

the assumption that the number of dead cells remains constant over the course of
the experiment and that as the cell population size increases, the relative proportion
of dead cells in the population decreases.
4.5.8

Joint Binomial Likelihood of Multiple Binary-Valued Markers

As with budding, general binary-valued marker presence is modeled as a binomial
random variable with the success probability pj,i defined as:
pj,i

 Prpvj,i  1 | mj

, mj  , Θ, ti , Ej , D, Dj
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q

(4.17)

and the number of trials ni as the number of cells counted at time ti . As the status of
each marker at each time point was quantified independently of the other markers, I
only have access to population-level statistics rather than statistics from individual
cells. Thus, I assume that the presence of every marker is conditionally independent
of the others given the CLOCCS branching process parameters Θ, marker parameters
M, and time points. In addition, due to the manner of acquisition of time point
samples in the synchrony experiment, I assume that time point samples for a single
marker are independent from one another. Therefore, the final likelihood is:
LpM, Θ, E, D | n, tq 

T ¹
M
¹

 

i 1j 1

where pj,i

 Prpvj,i  1 | mj



ni
n
pj,ij,i p1  pj,i qni nj,i ,
nj,i

, mj  , Θ, ti , Ej , D, Dj

(4.18)

q is the probability of marker j

being present at time ti , and nj,i is the number of cells with a visible jth marker at
time ti . The set E contains all the Ej s, and the set D contains D along with all the
Dj s.
4.5.9

Prior Specification

All priors are selected to be slightly informative, since synchronization protocols
and experimental conditions greatly affect posterior parameter estimates. The priors for the CLOCCS parameters θ were taken from Orlando et al. (2009). Thus,
µ0



Expp1{78.2q, λ

Inv-Gammap12, 1q.



Normp78.2, 18.22 q, σ0



Inv-Gammap2, 78.2{3q, and σv



One exception is that we use a gamma prior on δ instead of the exponential prior
mentioned in Orlando et al., 2009. The daughter-specific G1 delay can last anywhere
from 10 to 60 minutes depending on the synchronization method (Hartwell and Unger
(1977) and Lord and Wheals (1983)). An exponential prior places significant weight
at values near zero, which does not match our prior knowledge about the biological
value of δ; therefore, we use a more appropriate diffuse gamma prior with a mean of
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30 (δ

 Gammap10, 1{3q). Here 1{3 is a rate parameter rather than a scale parameter.

For each of the marker-specific parameters, we used the slightly informative priors



mj

Betap2, 4q and mj 



Betap4, 2q since in each case we know mj

place before mj  . We treat budding specially, where bud
bud

 1.



takes

Betap2.4, 17.6q and

For each marker, we expect only a small number of cells to have that

marker present during synchronization recovery. Thus, we place a slightly informative
prior on each Ej

to be small (Ej



Betap1, 20q). Similarly, we assume most

cells survive synchronization, so we place an informative prior on the percentage of
dead cells to be very small (D

 Betap1, 50q).

Since we have no knowledge about

which markers might be visible in a dead cell, we use uninformative priors for each
(Dj

 Betap1, 1q).

The parameters for each binary marker may be constrained relative to one another. Due to the nature of how long spindles are defined, m for short spindles
and m for long spindles are defined to be equal. Additionally, one could imagine
constraining other marker-specific parameters. For example, since actomyosin rings
are visible before bud emergence, we could require m for the actomyosin rings to
occur before m for budding.

4.6 Analysis of Multivariate Marker Data with Extended CLOCCS
Model
4.6.1

Model Parameter Inference by Markov Chain Monte Carlo

To perform inference for the extended CLOCCS model, I use Markov chain Monte
Carlo (MCMC) to sample the posterior distribution of model parameters. I first use
a simulated annealing algorithm (Kirkpatrick et al. (1983)) to identify regions of the
posterior with high density. Sampling the posterior is achieved by a random walk
algorithm with Metropolis updates (Metropolis et al. (1953) and Gilks et al. (1996)).
The simulated annealing initialization step was run for 20,000 iterations while the
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Figure 4.6: Shown are DIC (A), red fluorescence (B), blue fluorescence (C), and
green fluorescence (D) images of two dividing budding yeast cells selected from a
single field of view. Intense spots in the red fluorescence image represent the myosin
rings while intense blobs in the blue fluorescence image represent nuclei. The small
punctate dots in the green fluorescence image are the SPBs. The marker data used
as input to CLOCCS were derived by visual inspection from images like these. In the
images shown, for example, there are two budded cells, two cells with myosin rings,
two cells with short mitotic spindles, and no cells with long mitotic spindles. The
brightness and contrast of the shown images were slightly modified with the iPhoto
software program to increase visibility.

burn-in period of the Metropolis algorithm lasted another 50,000 iterations. The
Metropolis algorithm was tuned to mix well and was run for a further 200,000 iterations to obtain posterior parameter estimates. Plots of posterior samples appeared
stationary, and the Raftery-Lewis diagnostic (Raftery and Lewis (1992)) indicated
that the sample was sufficient to estimate the 2.5th quantile of each marginal posterior distribution with a 0.01 margin of error with a probability of 0.95.
4.6.2

Analysis of Budding, Myosin Ring, and Spindle Pole Body Status

I first applied the extended CLOCCS model to our previously collected observations
on budding, myosin ring, and SPB status. We had compiled these observations in
two separate experiments: in the first experiment, α-factor treatment was used to
synchronize cells; in the second experiment, centrifugal elutriation was the method
of synchronization.
The CLOCCS model fits and inferred intervals of appearance of each marker for
the two image datasets are shown in Figures 4.7 and 4.8. In both cases, the posterior
fits track the data well with data points generally falling within the 95% confidence
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Figure 4.7: Model fits for α-factor-treated cells (left panel) and elutriated cells
(right panel) using four different binary markers collected at regular intervals over
two to three cell cycles. Shaded bands represent 95% credible intervals for posterior
inferences. Consistent with previous analytical and experimental observations, the
time required for a yeast population to recover from synchronization and enter the cell
cycle is longer following elutriation than treatment with α-factor (Bellı́ et al. (2001)
and Orlando et al. (2007)). This is reflected in the rightward shift of the posterior
curves for the elutriated cells relative to the posterior curves for the α-factor-treated
cells.
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Figure 4.8: Inferred marker-specific cell-cycle intervals for α-factor-treated cells
(left panel) and elutriated cells (right panel) are projected onto a normalized cellcycle time line, during which each of four binary markers are visible. These intervals
are derived from the marker-specific parameters, mj and mj  , for myosin rings
(red), buds (purple), short spindles (light green), and long spindles (dark green).
The whiskers on each bar represent 95% credible intervals for the marker-specific
parameter estimates; mj  for budding is set to 1 and therefore has no associated
credible interval. The timing of marker-related events in these figures reflects known
budding yeast cell-cycle morphology; namely, myosin ring formation precedes bud
emergence which is followed by short and then long spindle formation.
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intervals. Furthermore, the order of cell-cycle events reflected in the order of peaks
of marker visibility (Figure 4.7) and the positioning of the marker-specific intervals
of appearance (Figure 4.8) is consistent with current biological knowledge of the
budding yeast cell cycle. The extended CLOCCS model infers the formation of the
myosin ring followed by emergence of the bud and appearance of the short and then
long mitotic spindle ((Hartwell, 1974) and Bi et al. (1998)). It is worth noting that I
did constrain the point of disappearance of the short spindle to be equal to the point
of appearance of the long spindle (ss

 ls

; Table 4.1).

Estimates for the average time at which a cell recovers from synchronization
and enters the cell cycle (µ0 ) are also consistent with analytical and experimental
observations that elutriated cells take longer to recover on average than cells treated
with α-factor (Bellı́ et al. (2001) and Orlando et al. (2007); Table 4.1). Moreover, cellcycle parameter estimates for data generated by the two different synchronization
methods were comparable. In particular, estimates of cell-cycle duration (Λ) are
consistent with empirical evidence (Table 4.1; 96.9 minutes from Lord and Wheals
(1981)). However, Λ was estimated to be nearly 20 minutes shorter on average for
the α-factor treated cells compared with the elutriated cells. This effect could be due
to the osmotic shock induced by centrifugal elutriation (Bellı́ et al. (2001)) or the fact
that cells treated with α-factor continue to grow after treatment and, subsequently,
might require less time to traverse the ‘critical size’ requirement at the point of
cell-cycle entry at the G1 /S transition, Start (Hartwell (1974)).
The proportion of dead cells estimated for both the α-factor and elutriation
datasets was close to zero while estimates for the proportion of early cells differed
between the two datasets. More specifically, the α-factor-treated cells showed a significant proportion of early cells with myosin rings, but proportions showing other
markers were close to zero. By contrast, estimates from the elutriated cells revealed
a significant proportion of early cells with myosin rings present, a slightly smaller
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proportion of budded early cells, and smaller proportions still with short and long
mitotic spindles. It is worth mentioning that the model was able to identify this
relationship between the proportions of early elutriated cells with different markers
without the specification of any constraints on inference of the parameters. These
estimates reflect the timing of appearance of these markers as well as our expectation
that early cells are not too far advanced in their cell-cycle progression. Moreover,
these estimates are consistent with expected cell-cycle position under the two different methods of synchronization. As has been previously described, cells treated with
α-factor accumulate at the G1 /S transition, Start, prior to the point of bud emergence. Thus, one would expect some proportion of cells with myosin rings and no
other visible markers. This pattern is what I observed with the CLOCCS model fits.
Under an ideal synchronization by elutriation, one would expect that visible markers
would be enriched for myosin rings and no other markers. In a less-than-perfect
synchronization, as centrifugal elutriation selects cells by size rather than cell-cycle
position, some small cells might be present in the initial elutriated but with different
visible markers. What I observe with the inferences for early cells in the elutriated
dataset is consistent with a synchronization in which some of the initial population
are small (so are elutriated) yet are advanced in their cell-cycle progress, and the
proportion of these cells drops off the further the cell-cycle position corresponding
to an advanced marker status is from Start.
4.6.3

Estimating the Attachment Period between Mother and Daughter cells

Like plants, budding yeast cells have a cell wall. As a result, mother and daughter
cells remain attached to one another even after cytokinesis produces two distinct
cytoplasms. Thus, when we quantify budded cells, we are actually looking at two subpopulations of cells; one in which the mother cell has not yet undergone cytokinesis
and another in which the mother and daughter cell have distinct cytoplasms but
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Table 4.1: Marginal Posterior Summaries for α-Factor-Treated and Elutriated
Datasets.
α-factor Treatment
Elutriation
Mean
95% CI
Mean
95% CI
µ0
-25.643 (-29.517, -21.060) -57.224 (-61.616, -53.334)
∆
14.681
(7.085, 20.939)
10.871
(4.935, 18.683)
Λ
68.743
(64.225, 74.125)
86.790
(81.496, 91.115)
σ0
13.581
(11.952, 14.911)
16.577
(14.896, 18.220)
σv
0.091
(0.059, 0.122)
0.095
(0.074, 0.112)
amr
0.039
(0.002, 0.099)
0.104
(0.054, 0.148)
amr
0.941
(0.886, 0.990)
0.852
(0.804, 0.901)
bud
0.237
(0.196, 0.281)
0.189
(0.150, 0.222)

bud
1.000
1.000
ss
0.423
(0.383, 0.463)
0.308
(0.269, 0.343)

ss , ls
0.752
(0.713, 0.786)
0.617
(0.584, 0.648)
ls
0.961
(0.913, 0.995)
0.944
(0.900, 0.985)
Emr
0.223
(0.065, 0.341)
0.096
(0.072, 0.122)
Ebud
0.000
(0.000, 0.001)
0.064
(0.044, 0.086)
0.000
(0.000, 0.000)
0.036
(0.021, 0.053)
Ess
Els
0.000
(0.000, 0.000)
0.005
(0.000, 0.013)
mr = myosin ring, ss = short spindle, ls = long spindle.
Estimates for D, Dmr , Dbud , Dss , and Dls were essentially 0 in both experiments
and thus omitted.
share a cell wall. The interval of time between cytokinesis and cell wall separation
is termed the attachment period (ap). To estimate this interval, I used my posterior
samples of marker parameters. Specifically, I used the parameters denoting the
breakdown of the myosin ring amr and the end of budding bud . Based on the
CLOCCS parameters:
ap  Λ  pbud  amr q

(4.19)

I found an attachment period for elutriated cells of approximately 13 minutes
and for the α-factor-treated cells of approximately 4 minutes. Both estimates are
consistent with previously experimentally derived attachment period estimates of
about 10 minutes (Lord and Wheals (1981)).
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Figure 4.9: CLOCCS model fits (left panel) and marker-specific cell-cycle intervals
(right panel) for the Granovskaia et al. (2010) data. Similar to Figures 4.7 and 4.8,
the graphs depict posterior model fits and marker-specific sub-intervals for the three
binary markers observed in Granovskaia et al. (2010).

4.6.4

Analysis of Budding and Nuclear Localization Data from Granovskaia et al.

The image-derived marker observations described in the previous section represent
one multivariate dataset of cell-cycle progression. The set of markers under observation can potentially differ from one experiment to the next. To demonstrate the
adaptability of the extended CLOCCS model to other multivariate sets of cell-binaryvalued cycle marker data, I fit the model to a different set of marker data collected
by Granovskaia et al. (2010). The dataset is unique to the two previously analyzed
datasets in that the authors subjected populations of cells to a genetic arrest-release
protocol in which all cells were temperature-sensitive mutants (cdc28-13 ) of the budding yeast cyclin-dependent kinase, Cdc28. The kinase is a key regulator necessary
for cell-cycle initiation and completion. At 38 C (restrictive temperature), kinase
activity was inhibited and the population of cells arrested at the end of G1 phase.
At 25 C (permissive temperature), kinase activity was restored and the population
of cells was able to proceed into the cell cycle. For more experimental details, the
reader is referred to Granovskaia et al. (2010).
The authors of that study recorded not only the budding status of cells in the
dividing population but also two binary-valued markers of nuclear localization status:
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namely, the presence or absence of dividing nuclei and nuclei at the bud neck. These
observations were based on fluorescent staining of the nuclei and served as markers
of anaphase and metaphase, respectively.
For this analysis, the inferences of mj

and mj  for the two nucleic markers

are constrained such that budding precedes the appearance of nuclei at the bud
neck (bud
(nucneck

nucneck ) and nuclei only divide after appearing at the bud neck
nucdiv ). The CLOCCS model fits and inferred marker-specific inter-

vals are shown in Figure 4.9.
Most parameter estimates from the Granovskaia et al. (2010) data are comparable with those derived from our own datasets (Tables 4.1 and 4.2). Interestingly,
expected recovery time with the genetic synchronization is nearly one quarter the
expected recovery duration we estimated for α-factor treated cells and one eighth
the duration we estimated for elutriated cells. The inferred intervals also recapitulate the empirical observation that the nucleus does not spend much time at the
bud neck prior to nuclear division (Lord and Wheals (1981). It is important to note
that, as is not the case for the two previously analyzed datasets, a non-negligible
proportion of dead cells are inferred (Table 4.2). However, due to the uncertainty
associated with the Dj parameters in this fraction of cells (especially Dnucneck with
a 95% confidence interval between 0.281 and 0.998), interpretation of these estimates
is difficult. Moreover, the estimates associated with the proportion of dead budded
cells are not consistent with estimates for nuclear localization at the bud neck: one
would expect the proportion of cells with nuclei at their bud necks to be a subset of
the dead cells with visible buds. Added care is required to interpret these estimates
for dead cells with markers. Estimates of the fraction of early cells with either nuclei
positioned at the bud neck or dividing nuclei were essentially zero, while estimates
of early budded cells were around 1% (Table 4.2). These results suggest a relatively
synchronous initial cell population with the initial synchrony potentially due to the
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Table 4.2: Marginal Posterior Summaries for Granovskaia et al. Dataset.
Mean
95% CI
µ0
-7.760
(-9.319, -6.193)
δ
3.466
(1.872, 5.293)
σ0
4.749
(4.009, 5.417)
σv
0.022
(0.019, 0.027)
λ
92.202
(90.934, 93.435)
bud
0.262
(0.250, 0.275)

bud
1.000
nucneck
0.597
(0.577, 0.617)

nucneck
0.787
(0.771, 0.802)
nucdiv
0.767
(0.753, 0.781)

nucdiv
0.969
(0.954, 0.984)
D
0.030
(0.017, 0.052)
Dbud
0.108
(0.000, 0.468)
Dnucneck
0.679
(0.281, 0.998)
Ebud
0.010
(0.000, 0.030)
nucneck = nucleus at bud neck, nucdiv = dividing nucleus.
Estimates for Dnucdiv , Enucneck , and Enucdiv were essentially 0 and thus omitted.
genetics-based method of synchronization used by the authors (Granovskaia et al.
(2010)).
4.6.5

Effects of Inclusion of Early and Dead Cells on CLOCCS Model Fitting

Accounting for early cells as well as dead cells required the introduction of two
additional components to the original model. To qualitatively assess the relative
extent to which these two components improve our modeling performance, I fit the
data derived from α-factor-treated cells with four versions of the CLOCCS model.
In the simple model, neither early nor dead cells are accounted for. Effectively, the
parameters for early and dead cells are removed (set to 0) in this model. In the other
three models, one or both of the two types of cells were incorporated (Fig. 4.10).
Accounting for dead cells in the model did not appear to significantly improve fits
to the data (the right panels of Figure 4.10 are indistinguishable from the corresponding left panels). This result is consistent with both the large degree of uncertainty
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Figure 4.10: In the upper left hand panel are fits with the α-factor-treated cells
using a model not accounting for either cells with visible markers during synchronization recovery or dead cells. Shown in the upper right and lower left panels are
fits with the model accounting only for dead cells or early cells, respectively. The
model fits in the lower right panel involved both early and dead cells.

I observed in parameter estimates for dead cells and proportions of dead cells with
markers as well as the fact that these estimates were often practically 0. In contrast, incorporating the early cells into the model improved fits to the α-factor data,
particularly the number of myosin rings counted at the early time points, though
with some increased uncertainty owing to the fact that fitting the Emr parameter
relies on only the earliest time points. The dead cell-related parameters effectively
allow vertical shifts in the posterior fits to the marker data. The Dj

parameters

are slightly more constrained since they are weighted by a shared D. Thus, the proportion of dead cells influences the model fits for all markers and at all time points.
Conversely, the early cell-related parameters are not so constrained in that a single
parameter is inferred for each marker, and inference for these parameters is governed
104

mostly by information in the earliest time points. The lack of significant change in
the budding, short spindle, and long spindle curves upon incorporation of the early
cells (bottom panels of Figure 4.10) is as expected, since α-factor-treated cells arrest
at Start and thus may possess a visible myosin ring, but are not expected to have
budded or migrated their SPBs.
Although figures are not shown, a similar observation holds for elutriated cells, as
can be seen from the parameters in Table 4.1. Accounting for dead cells adds little to
the analysis of these data. It should be mentioned that the dead cell parameters did
play a role in the data of Granovskaia et al., where the temperature-sensitive mutant
arrest may leave a few cells halted even after return to a permissive temperature.

4.7 Discussion & Conclusions
Including additional cell-cycle markers in the CLOCCS model likelihood has been
demonstrated to reduce uncertainty in parameter estimates and more accurately
determine cell-cycle kinetics in the population (Orlando et al. (2009)).

In this

work, I analyzed three different datasets–two collected previously by members of
the Hartemink and one collected by an independent lab–comprising a variety of
binary-valued marker observations derived from fluorescence microscope image data.
Inferences were generally consistent with those from previous analyses of cell populations and with other empirical observations (Orlando et al. (2007) and Orlando
et al. (2009)). With minimal a priori constraints on the model, parameter estimates
for the times of appearance and disappearance of the different markers reflected the
true biological ordering of these events. Moreover, inferences highlighted differences
in recovery from the three methods of synchronization used. Cells treated with the
mating pheromone α-factor show a shorter expected period of recovery and retain
synchrony for more cycles compared with centrifugally elutriated cells (Table 4.1).
All markers in the three datasets were recorded independently of one another.
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Thus, one obvious extension of the model framework would be to obtain a joint
measurement of the marker status of each cell. Recording the joint marker status
of each cell would facilitate estimation of correlations in marker appearance or disappearance. These observations would also be useful in studies of mutant strains of
yeast in which the timings of cell-cycle events are perturbed or rearranged.
In this work, I only analyzed binary-valued markers of cell-cycle progression.
Restricting markers to be binary-valued is common practice and, if arbitrary, is done
for reasons of simplicity in analysis. However, making this restriction limits the
temporal resolution possible in cell-cycle analysis. Therefore, another area of future
development would be to allow markers to assume more than two states (n-ary vs.
binary). For instance, in the case of the bud, one could classify the bud as being small,
medium or large. Such a classification would make the bud a 4-valued variable. The
likelihood could then be extended to model these markers as multinomial random
variables instead of binomial random variables.
The effects of early and dead cells on model fitting differed from one dataset
to the next. In fitting the extended CLOCCS model to our two datasets, the estimated proportion of dead cells in the population was practically 0. In contrast,
early cells were not only detected, but the inferred proportions of early cells with
visible markers was consistent with expected proportions under the two different
methods of synchronization. As α-factor treated cells are known to arrest prior to
budding at the point of cell-cycle entry known as Start, one would expect only cells
with visible myosin rings in the initial synchronized population. Indeed, inferences
for the proportion of early cells with visible myosin rings is non-negligible while the
inferred proportions of early cells with other visible markers was effectively 0. Early
cell inferences for centrifugally elutriated cells were also consistent with expectations
under that mode of synchronization.
Conversely, dead or halted cells were detected in the dataset of Granovskaia et al.
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(Table 4.2) It is possible that the genetic method of synchronization which requires
growing cells at higher temperatures could result in more dead cells as cell lysis has
been observed with cdc mutants upon shifts to the restrictive temperature (Johnston
et al. (1977)). However, whether the inferred proportion of cells can truly be called
‘dead’ is a matter of debate. Indeed, the wide posterior confidence intervals for the
proportions of dead cells with different markers suggests limited information in the
data to infer these quantities. Qualitative comparison of fits to the α-factor treated
data with different versions of the CLOCCS model also indicated limited information
for dead cells. To more formally evaluate the utility of these parameters, one potential
follow-up would involve computing Bayes factors comparing models in which dead
(and early) cell parameters were included or excluded (Kass and Raftery (1995)).
Also, it is important to note that dead or halted cells were not directly observed
in any of the datasets. It’s possible that the parameters for dead cells are superfluous
modeling artifice that are improving model fits even if they’re not reflecting the true
proportion of dead cells in the population. One immediate remedy for this situation
would be to record the number of dead cells (with and without visible markers) in the
synchrony experiment. ‘Phase dark’ (dead) cells–so named for having a darker cell
interior compared with living cells–can be detected by light microscopy, and these
data could be used to accurately infer the dead proportion in a cell population.
While I applied the extended CLOCCS model solely to measurements of cell-cycle
progression from budding yeast, the model can be readily adapted to fit measurements from other organisms and biological processes involving changes in the status
of the object of observation (i.e. cell) over time. Such processes might include but
are not limited to development and disease progression. Thus, the model represents a
more general framework for analysis of biological processes, and one potential direction for development would involve adaptation of the model to marker observations
from other biological processes.
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5
Single-Cell Analysis of Dependencies Within and
Between Budding Yeast Growth and Division

The previous chapter involved work with observations of markers of cell-cycle progression from populations of dividing cells. An alternative method of cell-cycle analysis draws on measurements from time-lapse microscopy of individual cells and their
progeny. Time-lapse microscopy datasets have become more prevalent, and several
studies have used this technique to simultaneously acquire measurements of cell division and growth in budding yeast (Di Talia et al. (2007), Di Talia et al. (2009),
Ferrezuelo et al. (2012)). A signature of cell size control is a dependence between the
size (or growth characteristics) of the cell at the beginning of some interval of cellcycle time and the duration of that interval (Rupes (2002)). Thus, these single-cell
measurements are necessary for the estimation of correlations between cell growth
and division within an individual cell. Furthermore, correlations in growth and division between two related cells in a lineage (e.g. a mother and her daughter) have
not been investigated, affording a unique opportunity to discover other connections
between the two biological processes.
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In the following sections, I describe three analyses that probe dependencies in
and between cell division and cell growth. First, I introduce a hierarchical model
of division at the single-cell level. I previously developed and applied the model to
three time-lapse microscopy datasets (Di Talia et al. (2007)), and in that analysis I
discovered dependence in cell-cycle progression of successive mother cell cycles when
the cells were grown in the less preferred carbon source, glycerol/ethanol. I attempt
to explain these correlations with the replicative age of the cell, the time spent by
cells in the culture environment, or by growth characteristics of the cell. Second, I
further investigate connections between growth and division by exploring the space
of possible models including different growth and division characteristics of the cell
and its preceding cells that can explain that cell’s S/G2 /M progression. Third, I
extend my hierarchical model to jointly fit measurements of division and growth.

5.1 Single-Cell Measurements of Saccharomyces cerevisiae Division
and Growth
Before discussing my analysis, I first briefly describe the time-lapse microscopy data I
used. Data were acquired from a previously published study (Di Talia et al. (2007)).
The data consisted of cell division measurements from 26 wild-type lineages (213
cells) grown in glucose, 19 6CLN3 lineages (99 cells) grown in glucose, and 21
lineages of 157 wild-type cells grown in glycerol/ethanol. Here, a lineage consists of
a founder cell and its progeny.
To collect measurements for each lineage, a single yeast cell (the founder cell)
growing on an agarose slab was first identified at the outset of the time-lapse experiment. For tracking of cell-cycle progression in these cells, the appearance and
disappearance of the myosin ring was recorded for each yeast cell on the plate (Figure 5.1). Appearance of the myosin ring was taken as a proxy for bud emergence, and
was visualized by tagging Myo1p with green fluorescent protein (GFP) (Figure 1.1).
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Disappearance of the myosin ring denotes the end of cytokinesis and the separation
of the shared cytoplasm of the mother cell into mother and daughter cytoplasms
(Figure 1.1). In this way, disappearance of the myosin ring was taken as a proxy for
cell division. Budding or division events were recorded as the times since the start of
the time-lapse experiment at which the event occurred (i.e. absolute vs. relative time
measurements). Cells and their progeny were continuously monitored for budding
and division times until cell density prevented accurate measurements (Figure 5.1;

3-4 divisions per lineage). Images were taken of wild-type and 6CLN3 cells growing in glucose every 3 minutes while images of cells growing in glycerol/ethanol were
taken every 6 minutes.
A different fluorescent protein construct was used to track the accumulation of
mass in each cell. The promoter of the constitutively expressed gene ACT1 was
inserted upstream of the coding sequence of the red fluorescent protein, DsRed (Baird
et al. (2000) and Di Talia et al. (2007)). This construct was then inserted once into
the genome at the TRP1 locus (in the case of wild-type cells) or twice at the URA3
locus (in the case of 6CLN3 cells). Endogenous ACT1 was not deleted in the strains
used. When ACT1 was transcribed, both endogenous ACT1 and DsRed protein were
expressed. Total protein is continuously synthesized in budding yeast. Due to the
constitutive expression of ACT1 (and assuming good correlation between gene and
protein expression), total DsRed fluorescence in each cell was used as a proxy for
total protein or mass. Mass was recorded every 3 minutes for cells growing in glucose
or every 6 minutes for cells growing in glycerol/ethanol.
In each lineage, the time at which the founder cell began its cell cycle was not
known, and so the division (and sometimes budding) times of the founder cell could
not be determined. For this reason, each lineage was divided into two sub-lineages.
The initial cell of the first sub-lineage is the founder cell in its second observed cell
cycle. The initial cell of the second sub-lineage is the founder cell’s first daughter.
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All analysis that follows was carried out on these sub-lineages for each of the four
datasets.
Knowing the genealogical relationships between cells is a benefit of time-lapse
microscopy and necessary for estimating correlations in cell division and growth. To
refer to cell characteristics specific to each individual cell cycle, I adopted the binary
indexing scheme of (Di Talia et al. (2007)). The founder cell in each pedigree was
labeled cell “1”. After undergoing its first division, the founder cell became mother
origin cell “10”. The newly divided daughter cell (here termed a daughter origin
cell) was labeled cell “11”. Besides the founder cell of each lineage, only newborn
daughter cells had labels ending in “1” (Figure 5.1). This process of appending a “0”
to the label of a cell for each division subsequent to its first cycle as a daughter cell
was applied to all cells in the lineage. In addition to mother and daughter origins,
cells were divided into two additional categories. All cells undergoing at least their
second cell cycle are called mother offspring cells. With the exception of daughter
origin cells, all daughter cells in their first cell cycles are called daughter offspring
cells.
Budding and division events are indexed with these cell IDs, and each cell j from
lineage i has a corresponding budding (Bi,j ) and division (Ci,j ) time. For instance,
the budding time of cell “100” from lineage i is Bi,10 while the division or cycle time of
cell “101” is Ci,101 (see Figure 5.1). As previously mentioned, these observations were
recorded as times since the start of the time-lapse experiment. I transformed these
absolute time measurements to relative time measurements or durations (discussed
rel
in detail in subsequent sections). So, Bi,100
is the budded duration of cell “100” from
rel
lineage i and Ci,101
is the overall cell-cycle duration of cell “101”.
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5.2 Investigating Dependencies in Cell-Cycle Progression with a Hierarchical Model of Cell Division
Cell division underlies many biological phenomena. In multicellular systems, coordination of division among cells has important implications for other biological
processes including but not limited to development, differentiation, and tissue organization (Neufeld et al. (1998) ,Hawkins et al. (2009), Pauklin and Vallier (2013)).
In the budding yeast, Saccharomyces cerevisiae, it has not been determined if and
the extent to which cell-cycle progression is correlated between cells in a lineage.
To characterize dependence in cell-cycle progression in a lineage, I previously
developed a hierarchical statistical model of budding yeast cell division at the singlecell level. The model is composed of an asymmetric autoregressive process that
specifies branch lengths (cell-cycle durations) of each cell in a lineage as well as how
the branches are correlated with one another. As I expected differences in cell-cycle
progression between mothers and daughters (owing to asymmetric division), the
model includes parameters to capture differential correlation structure along mother
and daughter branches of the lineage in addition to differences in overall cell-cycle
duration (i.e. daughter cell-cycle durations have longer G1 phases).
5.2.1

A Hierarchical Model of Budding Yeast Division at the Single-Cell Level

In my previously developed model framework, I view the aforementioned time-lapse
measurements of budding and division as noisy observations of an underlying branching process (as in Figure 5.1) in which the branch lengths represent cell-cycle times
that can depend on one another. Thus, the branch lengths of the lineage tree as
well as the correlations between them are the targets of inference. In what follows, I
develop the hierarchical model of cell division beginning with specification of a likelihood and error model for the budding and division measurements. I then describe the
mean structure of the observations, specifying the distribution of cell-specific branch
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B10
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B100

B101
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Time
Figure 5.1: Here, a mother cell (cell 10) of the lineage proceeds through the
cell cycle, undergoing budding and division. Once divided from her daughter (cell
101), the mother (now cell 100) undergoes another round of division. As budding
yeast divide asymmetrically, the daughter cell (101) is born smaller than the mother
(100). This small birth size contributes to a longer G1 phase. The budding (Bj ) and
division (Cj ) events for each cell were originally observed in absolute time (shown on
timeline at base of figure). In my analysis, I transformed the absolute measurements
to relative measurements or durations of budding (Bjrel ) and division (Cjrel ).

lengths for each lineage and how they arise. Finally, I describe the population-level
parameters for the distributions from which the cell-specific parameters arise.
In taking a Bayesian approach to parameter inference, I appeal to Bayes’ theorem:

L
¹



PrpΘpop , λ̃, βm , βd , τ 2 | B̃irel , C̃irel q9

(5.1)

PrpB̃irel , C̃irel | λ̃i , βm , βd , τ 2 , Θpop qPrpλ̃i | Θpop qPrpΘpop , βm , βd , τ 2 q

(5.2)

i 1

That is, the posterior distribution of model parameters (first line; parameters , Θpop ,
βm , βd , and τ 2 , to be described in the following sections) is proportional to the
product of the likelihood of the budding (B̃irel ) and division (C̃irel ) observations and
the prior distribution on model parameters. Here, L is the number of lineages in a
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particular experimental setting and a tilde over a variable name indicates a vector.
So, the vectors B̃irel and C̃irel combine budding and cell-cycle durations, respectively,
for all cells in lineage i.
The likelihood and error model for these durations corresponds to:
PrpB̃irel , C̃irel | λ̃i , βm , βd , τ 2 , Θpop q.

(5.3)

The branching process–and corresponding probability distribution–that underlies the
mean structure of the observations and facilitates estimation of correlation in cellcycle progression is represented by:
Prpλ̃i | Θpop q.

(5.4)

The population-level parameters in the model hierarchy that enable borrowing of
information across replicate lineages are represented by the prior distribution on
those parameters:
PrpΘpop , βm , βd , τ 2 q.

(5.5)

The parameters of the hierarchical model are: λ̃i , a vector of cell-specific parameters
(the branch lengths) to specify the expected values of the budding and division
observations; Θpop , the subset of population-level parameters tΛ, ∆, σλ2 , σδ2 , ψ, ρ, φu;
βm and βd , the proportions of the mother and daughter cell’s λ’s during which the cell
is unbudded; and τ 2 , the measurement error variance. For reference, the populationlevel parameters appear in Table 5.1.
5.2.2

A Likelihood and Error Model for Budding and Division Observations

rel
In constructing an error model for the relative budding (Bi,j
) and cycle or division
rel
(Ci,j
) times, I first assumed the absolute budding (Bi,j ) and division (Ci,j ) times are

independent and normally distributed with means, µBi,j and µCi,j , and variance τ 2 .
More formally:
Bi,j

 NormpµB
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i,j

, τ 2q

(5.6)

Table 5.1: Population Parameters of Hierarchical Model
Parameter
Λ
∆
σλ2
σδ2
ψ
ρ
φ
βm
βd
τ2

Description
population average of mother cell-cycle duration
population average of daughter cell G1 extension duration
variance in cell-specific λ branch lengths
variance in cell-specific δ branch lengths
correlation between λ’s from two successive mother cycles
correlation between a mother’s λ and her daughter’s λ
correlation between a mother’s λ and her daughter’s δ
proportion of λ spent unbudded in mothers
proportion of λ spent unbudded in daughters
variance in measurement error

and
Ci,j

 NormpµC

i,j

, τ 2q

(5.7)

These absolute budding and division times can be combined into a single vector
which follows a multivariate normal distribution:


B̃i
C̃i

 MVNormpµ̃i, τ 2I q

(5.8)

where B̃i and C̃i are vectors of absolute budding and division times for lineage i and
µ̃i is a vector of corresponding means µBi,j and µCi,j .
rel
I then transformed the absolute measurements into relative measurements Bi,j
rel
and Ci,j
by subtracting the total time spent to reach the division that produced cell j

(Figure 5.1). After this linear transformation and combination of the measurements
and means for lineage i into single vectors, the likelihood for budding and division
measurements for lineage i is:


B̃irel
C̃irel

|λ̃i, Θpop, βm, βd, τ 2  MVNormpAµ̃i, τ 2AA1q

Here, A is the linear transformation matrix and µ̃i is a vector of the mean relative
budding and division times for lineage i. Given the cell-specific branch lengths
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(λ̃i ), the population parameters Θpop , and the cell type of each cell j (mother or
daughter), the expected value of the budding and division times (µBi,j
rel and µC rel ) are
i,j
fully specified:
rel
E rBi,j
|λ̃i, Θpop, βm, βds 

#

rel
E rCi,j
|λ̃i, Θpop, βm, βds 

βm λi,j
δi,j βd λi,j

if j
if j

#

λi,j
δi,j

λi,j

if j
if j

P Mi
P Di

P Mi
P Di

(5.9)

(5.10)

Here, Mi and Di are the sets of indices in lineage i of mother and daughter cells
(origin and offspring), respectively. The parameters βm and βd are not cell-specific
and are shared across all mother and daughter cells in each lineage of a given experimental setting. The following section discusses the branching process by which the
cell-specific branch lengths (λ’s and δ’s) arise.
5.2.3

An Asymmetric Autoregressive Branching Process to Model Cell-Cycle Progression in a Lineage

To capture correlation in cell-cycle duration and describe mean structure in budding
and cycle times, I developed an asymmetric autoregressive branching process. The
process specifies the construction of a lineage tree (Figure 5.2). The cell-specific
branch lengths that make up the lineage tree for lineage i (λ̃i from above) are based
on two sets of parameters: λi,j ’s and δi,j ’s. λi,j is the base cell-cycle duration for
cell j of lineage i to which a daughter-specific extension of G1 phase duration δi,j is
added in the case of daughter cells. The δ’s capture mother-daughter differences in
cell-cycle progression as budding yeast cells divide asymmetrically resulting in small
daughters that undergo longer G1 phases (Johnston et al. (1977), Di Talia et al.
(2007)). The correlations between these branch lengths are represented by three
correlation parameters: ψ, ρ, and φ (Figure 5.2). ρ is the correlation between the
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λ100
ψ

λ10

φ

ρ

δ101

λ101

Figure 5.2: The diagram is drawn to indicate the branch lengths underlying the
single-cell budding and division measurements in Figure 5.1. For this lineage, λ10 is
the expected cell-cycle duration of mother cell 10. The expected cell-cycle duration
of her subsequent cycle is λ100 which depends on her first cell cycle through the
correlation parameter ψ. For the daughter branch, two parameters specify expected
cell-cycle duration: δ101 and λ101 . In general, the λ branch represents a ‘baseline’
cell-cycle duration for the daughter cell to which the δ branch is added to account
for the longer G1 phases observed in daughters. These branch lengths depend on the
mother’s cell-cycle duration through the correlation parameters ρ and φ respectively.

λ’s of a mother cell and daughter cell. ψ is the pairwise correlation between the
λ’s of two consecutive cell cycles of a mother cell. φ is the correlation between a
mother’s λ and her daughter’s δ. Thus, the branching process is asymmetric both in
terms of the branch lengths that make up the lineage and in terms of the correlation
structure: correlation between mother and daughter branches is different from that
between successive mother branches (Figure 5.2).
I assume that the budding and cycle times of specific cells in a given experimental
setting are marginally drawn from some overarching population distributions of λi,j ’s
and δi,j ’s:
λi,j

 NormpΛ, σλ2 q

(5.11)

δi,j

 Normp∆, σδ2q

(5.12)

and

σλ2 and σδ2 represent variation in the λi,j ’s and δi,j ’s, respectively, denoting cell-to-cell
variability in cell-cycle progression. Λ is the average population-level base cell-cycle
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duration: the expected cell-cycle duration for a mother cell. In contrast, the expected
cell-cycle duration of a daughter cell can be longer. ∆ represents the population mean
daughter-specific G1 extension that explains this difference. The branch lengths of
mother origin and daughter origin cells are assumed to be drawn from these marginal
distributions as they are the first branch lengths in the lineage tree. In modeling
the dependence between branch lengths, I assume that branch lengths of each new
cell j are conditionally independent of the branch lengths of any previous cell in the
lineage given the branch lengths of the new cell’s parent cell, Pa(j). Thus, I assume
a first-order autoregressive (AR(1)) relationship between cells. I further assume that
the branch lengths of cell j follow a conditional normal distribution given the λ of cell
j ’s mother (or λi,P apj q ). For completeness, the conditional distributions for daughter
δ and λ and mother λ parameters appear below.
δi,j |λi,P apj q , Θpop

 Normp∆

λi,j |λi,P apj q , Θpop

λi,j |λi,P apj q , Θpop

φp

σδ
qp
λi,P apj q  Λq, p1  φ2 qσδ2 q for j
σλ

P Di

(5.13)

 Normpp1  ρqΛ

ρλi,P apj q , p1  ρ2 qσλ2 q for j

P Di

(5.14)

 Normpp1  ψqΛ

ψλi,P apj q , p1  ψ 2 qσλ2 q for j

P Mi

(5.15)

The above conditional Normal assumptions lead to a joint specification for the
branch lengths of lineage i conditional on the population parameters, Θpop :
λ̃i |Θpop

 MVNormpµλ̃ , Σλ̃ q
i

i

(5.16)

where, due to the AR(1) assumption,
1
Σ
λ̃ ,j,k
i

 0 if j  k, j  P apkq and k  P apj q
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(5.17)

In other words, branch lengths of cells that are not part of the same “triad” (first
mother cycle, second mother cycle, and daughter cycle) are independent of one another given all other branch lengths in the lineage tree. I make one further assumption
and that is that the branch lengths of the daughter and second mother cycles within
a triad are conditionally independent of one another given the first mother cycle.
In the next section, I discuss this assumption of conditional independence between
sister cell branch lengths and its relation to previous efforts to model cell lineages.
5.2.4

Testing for Sister-Sister Correlation in Comparison of Single-Cell Hierarchical Model with Bifurcating Autoregressive Models

My single-cell hierarchical model is related to the bifurcating autoregressive (BAR)
model family (Cowan and Staudte (1986)). The BAR model is a generalization of the
autoregressive (AR) model from time series analysis to model symmetrically dividing
cell lineages, and, in difference to my model, includes parameters for sister-sister
correlation as well as mother-daughter correlations. BAR models differ from my
model due to this allowance of a non-zero conditional correlation coefficient between
sister cells (progeny of the same mother cell). Beyond some inheritance mechanism,
sisters are presumed to be correlated in their cell-cycle progression due to their shared
environment (Huggins and Basawa (1999)).
I considered the validity of my stricter assumption of a conditional correlation of
zero between sisters by conducting a regression analysis, testing the effects of both
sister S/G2 /M and mother S/G2 /M on daughter S/G2 /M duration. Specifically, the
regression is:
SD

 µS

D

wSM SM

wSsis Ssis



(5.18)

SD , SM and Ssis are the S/G2 /M durations of the daughter, mother, and sister
(second mother cycle) of a triad, respectively.
To evaluate the most plausible model of division that can explain daughter
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S/G2 /M duration as well as to capture uncertainty in models of cell-cycle progression,
I used Bayesian model averaging (specifically Bayesian adaptive sampling; Clyde
et al. (2011); R package BAS). In this context, one does not select one or a pair of
models from the model class that are presumed to have generated the observations.
Rather, one represents uncertainty in models by placing a prior probability distribution on the space of possible models. For this regression analysis, a model represents
a particular set of explanatory variables included in the regression. I am considering 2 different explanatory variables, and the set of all possible subsets of these
explanatory variables comprises 22

 4 possible models.

Model averaging refers to

evaluation of a posterior probability (or weight of evidence in the data) for a particular model by which the likelihood of observations under each model are weighted by
the model’s prior probability. For this analysis, I assume that each model is equally
plausible a priori. To induce shrinkage of regression coefficients towards 0, I used
the hyper-g prior with the corresponding a parameter set to 3 (Liang et al. (2008)).
The hyper-g prior is related to Zellner’s g-prior for variable selection in regression
models (Zellner (1986)). By way of background, Zellner’s g-prior was developed to
combat overfitting and facilitate model selection in normal linear regression models.
Zellner’s g-prior is:
β̃ |φ  MVNormpβ̃a ,

g 1 1
pX X q q
φ

(5.19)

Here, φ is the precision parameter of the coefficients, X is the design matrix of
explanatory variables in the regression, and g is the shrinkage parameter. The prior
is called a “shrinkage” prior as smaller values of g (and so stronger a priori beliefs
about the regression coefficients) shrink the posterior mean of β̃ towards the prior
mean. In contrast, larger values of g lead to greater prior variance (vaguer a priori
beliefs about the values of the regression coefficients) and posterior means for β̃ closer
to the maximum likelihood estimate (pX 1 X q1 X 1 Y ). However, simply specifying a
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Figure 5.3: Bayesian model averaging results for regression of daughter S/G2 /M
duration on mother and sister S/G2 /M durations for wild-type cells grown in glucose (A), 6CLN3 cells grown in glucose (B) and wild-type cells grown in in glycerol/ethanol (C). Shown in each panel are the four possible regression models considered. The models are ranked (left-to-right) by posterior probability. Colored squares
indicate that the corresponding coefficient/explanatory variable is included in the
model and black squares indicate exclusion of the variable.
fixed value for g is problematic. Thus, the hyper-g prior was developed to model
uncertainty in g (Liang et al. (2008)). The hyper-g prior takes the following form:
Prpg q 

a2
p1
2

g qa{2 , g

¡ 0.

(5.20)

This prior is a proper probability distribution when a ¡ 2.
As there are only four models to consider, I can fully evaluate the discrete posterior distribution of regression models by this approach. As shown in Figure 5.3,
all considered models include the intercept and have similar posterior probabilities.
However, some models are slightly more plausible than others. For the sake of comparing the BAR model with my single-cell model, I am interested in comparing the
model that includes both wSM and wSsis (BAR) with the model that just includes
wSM (my model; SCH). I can perform this comparison by computing Bayes factors.
A Bayes factor is akin to a likelihood ratio and is a tool for model comparison that
evaluates the weight of evidence in data for two competing models. More formally, it
is a ratio of the marginal likelihoods of data under the two models where the models
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may potentially have non-nested parameter spaces.
³

BF1,2

PrpD|ΘM qPrpΘM qdΘM
 ³ Pr
pD|Θ qPrpΘ qdΘ
BF1,2

1

1

1

M2

M2

M2

pD|M1q
 Pr
PrpD|M q

(5.21)

(5.22)

2

Here M1 and M2 represent two competing models, ΘM1 and ΘM2 represent the corresponding parameters of the two models and D is the data. The marginal likelihood of data D under model M1 , for example, (PrpD|M1 q) is so named because
one marginalizes over the parameter space in the joint distribution of data D and
parameters (PrpD|ΘM1 qPrpΘM1 q). A log10 Bayes factor close to 0 indicates a lack of
evidence in the data to distinguish the two competing models while large positive
or negative log10 Bayes factors indicate support in the data for the model in the
numerator or denominator, respectively. The amount of support in the data for the
model in the numerator relative to the model in the denominator can be evaluated
by Jeffreys’ scale of evidence (reproduced in Kass and Raftery (1995); log10 (BF) ¡ 2

- Decisive’ evidence; 1 to 2 - Strong’; 1{2 to 1 - Substantial’; 0 to 1{2 - Not worth
more than a bare mention’).
In my setting, the Bayes factor computation is straightforward.

BFBAR,SCH

pBAR|DqPrpSCH q
 Pr
PrpSCH |DqPrpBARq

(5.23)

PrpBAR|Dq and PrpSCH |Dq are the respective posterior probabilities of the two

models. Assuming that the two models are equally probably a priori (PrpBARq



PrpSCH q), the Bayes factor comparing the regression model include mother and sis-

ter S/G2 /M’s as explanatory variables with the model that only includes the mother
S/G2 /M is simply the ratio of posterior probabilities as computed by the adaptive
sampling above. For wild-type cells grown in glucose, log10 pBFBAR,SCH q
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 0.172.

For 6CLN3 cells, log10 pBFBAR,SCH q

 0.311.
glycerol/ethanol, log10 pBFBAR,SCH q  0.085.

Finally, for wild-type cells grown in
By the criteria of Kass and Raftery

(Kass and Raftery (1995)), all three Bayes factors indicate little to no evidence in the
data (called ’Not worth more than a bare mention’ in Kass and Raftery, 1995) for a
non-zero correlation between sister S/G2 /M durations given the mother duration.

5.3 Prior Distributions on Model Parameters
This section discusses the prior distribution on model parameters, PrpΘpop , βm , βd , τ 2 q.
I adopted a fully Bayesian approach to parameter inference, incorporating empirical
knowledge of budding yeast cell division into prior distributions on different model
parameters. Much of this prior knowledge was based on previous work by myself
and members of the Haase and Hartemink labs modeling cell-cycle progression in
populations of cells (see Chapter 4) and was motivated by previous experimental
observations. The prior distributions are as follows:
βm , βd

 Betap2.4, 17.6q

(5.24)

Λ  Normp78.2, 18.22 q

(5.25)

∆  Normp55.0, 22.52 q

(5.26)

ψ, ρ, φ  Unifp1.0, 1.0q

(5.27)

σδ2 , σλ2

τ 2

 Gammap0.95, 4.48q

 Gammap4.08, 10.18q
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(5.28)

(5.29)

Model parameters are assumed to be independently distributed a priori. With a
Betap2.4, 17.6q prior on βm and βd , I assume, a priori, that cells spend on average
12% of their λ branch durations in the unbudded state. The Gammap0.95, 4.48q

priors on the precision rather than the variance in G1 phase delays (σδ2 ) and cell-cycle
durations (σλ2 ) reflect prior beliefs that the standard deviations of the cell-specific
branch lengths are less than 15 and greater than 1 with high probability (0.965).
With the Gammap4.08, 10.18q prior on precision in measurements of budding and

division ( τ12 ), I assume that measurements are approximately within 6 minutes of
their true values. As I do not have strong a priori information about the correlation
parameters (ρ, ψ, φ), I use independent Unif p1.0, 1.0q priors.

5.4 Sampling the Posterior Distribution of Model Parameters by Markov
Chain Monte Carlo
I fit the single-cell model to the budding and division measurements using JAGS
or Just Another Gibbs Sampler (Plummer (2003); mcmc-jags.sourceforge.net). The
program generates a Markov chain Monte Carlo (MCMC) sampler based on the dependencies between and distributional assumptions on variables in a graphical model.
The first 10k iterations of the sampler were counted as burn-in, allowing the sampler
to find modes of high posterior probability. The subsequent 250k iterations were
retained for each parameter. For each experimental setting, I initialized the MCMC
chain using sample estimates that roughly corresponded to each parameter. For Λ
or ∆, I used sample estimates of the budded and unbudded durations of each cell’s
cell cycle, respectively. Likewise, I used the sample variances of the budded and
unbudded cell-cycle durations to initialize σλ2 and σδ2 . For the correlation parameters, I used the sample correlations between successive mother budded durations
(ψ), mother and daughter budded durations (ρ), and mother budded and daughter
unbudded durations (φ). Finally, I initialized τ 2 with the mean of the prior distribu124

tion. To verify that the MCMC sampler efficiently sampled the posterior distribution
of model parameters, I computed the Raftery-Lewis convergence diagnostic (Raftery
and Lewis (1992); cran.r-project.org/package=coda). I found that the number of
samples was sufficient to estimate the 2.5th quantile of each parameter’s marginal
posterior distribution with a 0.01 margin error with 90% probability.
5.4.1

Posterior Inferences from Fitting of Single-Cell Hierarchical Model

In a previous analysis, I fit the the hierarchical model to the observations from
the three time-lapse datasets (wild-type in glucose, 6CLN3 in glucose, and wildtype in glycerol/ethanol) and found distinct patterns of cell-cycle progression. I
have reproduced summaries of the marginal posterior distributions of each parameter
below for completeness and to motivate subsequent analyses (Table 5.2). Shown in
the table are posterior modes and 95% highest posterior density (HPD) intervals. Of
particular note, I detected a strongly positive correlation between successive mother
cycles (ψ) in glycerol/ethanol (posterior mode of 0.88, HPD interval removed from
0; Table 5.2). No such correlation between successive mother cycles was observed for
wild-type cells or 6CLN3 cells grown in glucose. This correlation in glycerol/ethanol
implies that while mothers and daughters divide at independent rates of cell-cycle
progression, these rates tend to be retained over subsequent cycles. In the following
sections, I attempt to explain these correlations by testing for changes in population
average baseline cell-cycle duration (Λ) with replicative age of the cell or time spent
by the cell in the culture environment.

5.5 Effects of Cell Age and Elapsed Time in Culture on Mother CellCycle Progression in Glycerol/Ethanol
In the current single-cell model formulation, population average baseline cell-cycle
duration Λ is constant with respect to time. However, the correlations I observe
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Table 5.2: Posterior Inferences (Modes and 95% Highest Posterior Density Intervals)
for Single-Cell Division Model Parameters
Wild-Type
6CLN3
Glucose
Glucose
Parameter
Estimate
Estimate
Λ
87.57 (84.50,90.95) 95.32 (91.52,100.06)
∆
25.74 (19.93,31.27) 18.94 (14.20,23.30)
βm
0.17 (0.16,0.19)
0.15 (0.13,0.16)
βd
0.13 (0.08,0.18)
0.05 (0.01,0.09)
ψ
0.03 (-0.28,0.38)
0.25 (-0.28,0.68)
ρ
-0.19 (-0.46,0.11)
-0.38 (-0.72,0.19)
φ
-0.11 (-0.39,0.19)
-0.77 (-1.00,0.16)
σδ
17.60 (14.69,20.54)
5.03 (1.43,7.37)
σλ
16.70 (14.75,18.84) 17.17 (14.57,20.63)
τ
5.46 (4.82,6.23)
4.41 (3.72,5.32)

Wild-Type
Gly/Eth
Estimate
147.81 (140.21,155.87)
90.13 (76.91,101.15)
0.27 (0.24,0.29)
0.24 (0.19,0.29)
0.88 (0.68,0.98)
0.24 (-0.19,0.62)
0.00 (-0.29,0.27)
37.40 (30.23,45.98)
25.45 (21.04,30.96)
12.52 (11.27,14.19)

between successive mother cycles in glycerol/ethanol might be solely due to some
“drift” in Λ. That is, population average cell-cycle progression might have a dependence on time or some cellular feature that I have not modeled.
One such effect is replicative age or the number of divisions undergone by a
cell. However, two observations argue against a drift in population average cell-cycle
duration due to replicative age. First, previous experimental studies have suggested
that mean cell-cycle duration is roughly constant for at least the first 10 cycles
of the cell’s life (Egilmez and Jazwinski (1989), Lee et al. (2012)). Second, in an
exponentially growing population, the probability of finding a cell of replicative age
10 or more is vanishingly small as the younger cells outnumber older ones (Lee et al.
(2012); references therein). For these reasons, replicative age did not appear to be a
likely source of variation in mother cell-cycle progression in glycerol/ethanol.
Variation in population average cell-cycle progression for cells growing in glycerol/ethanol might be due to cells needing to adjust to the culture environment.
Alternatively, the continuous excitation of fluorescent reporters for cell size and budding during the time-lapse experiment might lead to phototoxicity. Phototoxicity is
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Figure 5.4: In A), integer values are assigned to cohorts of cells (cohort time) indicating the number of waves of division since the start of the time lapse experiment.
So, the first cell observed gets value 1, cells in the subsequent wave of division are
assigned value 2, etc. In B), integer values are assigned to cycles of each cell, indicating the number of cycles that cell had spent in the culture environment. Thus, the
first cell observed on the plate is assigned value 1. Likewise, newborn cells receive
value 1. The second cycle of these cells is assigned value 2 and so on.

a condition by which excited fluorescent molecules react with molecular oxygen, leading to potential cell damage. This condition might also result in variation in cell-cycle
progression over time. Thus, I extended the hierarchical model to allow variation in
population expected cell-cycle duration due to these kinds of experimental effects.
Specifically, I allow mean baseline cell-cycle duration to vary with time spent on
the agar slab. This time can be thought of as the number of cycles spent in the
culture environment. This adjustment can be undergone by individual cells once
they’re born onto the plate (cell time) or by cohorts of cells (cells that arise as part
of the same wave of division; cohort time). So, I assigned culture times under the
two different cases to each cell cycle in each lineage of the glycerol/ethanol dataset
(Figure 5.4). The culture time for cell j from lineage i is ti,j . For the cell times,
a cell’s marginal expected Λ duration was indexed by the number of cycles spent
by the cell on the slab since its birth (Figure 5.4). Mother origin cycles–being one
cycle removed from the first cell on the slab–were assigned value 2. All daughter and
daughter origin cell cycles were assigned value 1. This culture time was incremented
for each successive cycle. For example, a daughter cell cycle was assigned value 1,
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her subsequent cycle was assigned value 2, and so on. Likewise, the cycle following
the mother origin’s first cell cycle was assigned value 3, the subsequent cycle took
value 4, etc. For the cohort times, the cycle of the first cells in a lineage (either a
mother origin or daughter origin’s first cycle) was assigned value 1. At division, the
mother or daughter origin cell would then produce a mother and a daughter, each
assigned value 2. Those cells would then produce mother and daughter cells with
value 3, and so on. With these time assignments, I augmented the cell division data.
In this way, the culture time-specific mean cell-cycle duration (Λt ) is indexed by the
time assigned to each cell (ti,j ).
Building on the single-cell hierarchical model of the previous section, the extended
model involves some changes to the conditional and marginal specification for mother
and daughter cell-specific λ’s. More formally:
δi, j |λi,P apj q
λi, j |λi,P apj q

 N ormpδ

φ

ψ pλi,P apj q  Λti,P apjq q, p1  ψ 2 qσλ2 q

 N ormpΛt

i,j

λi, j |λi,P apj q

σδ
p
λi,P apj q  Λti,P apjq q, p1  φ2 qσδ2 q
σλ

 N ormpΛt

i,j

ρpλi,P apj q  Λti,P apjq q, p1  ρ2 qσλ2 q

(5.30)

(5.31)
(5.32)

Λti,j and Λti,P apjq are population average baseline cell-cycle durations for cell j and its
parent, indexed by the respective culture times of those cells (ti,j and ti,P apj q ). For

example, if a mother cell j ’s cycle was assigned culture time 4, its previous (P apj q)
cycle would have culture time 3. Thus, the conditional expectation for mother cell
j ’s λ parameter would be:
E rλi, j |λi,P apj q s  Λ4

ψ pλi,P apj q  Λ3 q

(5.33)

Marginally speaking:
λi,j

 NormpΛt
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i,j

, σλ2 q .

(5.34)

Table 5.3: Posterior Inferences (Means and 95% Credible Intervals) for Cell TimeSpecific Mean Λ’s
Parameter
Λ1
Λ2
Λ3
Λ4
Λ5

Inferences
147.63 (136.75,158.93)
149.22 (141.03,157.56)
145.83 (135.89,154.98)
146.28 (136.07,155.63)
148.65 (138.47,160.61)

To borrow strength for the estimates of these time-specific parameters, I place a
normal prior on the Λt ’s.
Λt

 NormpΛ, σt2q
λ

(5.35)

I am effectively introducing a new layer in the model hierarchy between the asymmetric branching process parameters (λ̃) and the population-level parameters. For the
precision parameter σtλ2 , I expect a priori that variance in the time-specific means is
similar to cell-to-cell variation in cell-cycle durations. Thus, I use a Gammap0.95, 4.48q
prior distribution.
To test the effects of elapsed culture time on average cell-cycle duration, I fit
the extended model to the glycerol/ethanol data. Drift in average baseline cell-cycle
duration would be reflected in posterior inferences for the Λt ’s. If there was a pattern
or structure in these parameters, posterior confidence intervals for one or more of the
time-specific Λ’s would have little to no intersection with the intervals for the other
Λ’s or would be arranged in some order with respect to elapsed time. I used JAGS
as before to generate posterior samples, discarding the first 25k iterations as burn-in
and retaining the subsequent 250k iterations for my analysis. Posterior summaries
(means and 95% equal-tailed intervals) appear in Tables 5.3 and 5.4 while plots of
posterior density estimates of the Λt ’s appear in Figures 5.5 and 5.6.
Posterior inferences under the two different elapsed time codings did not reveal
obvious differences between the time-specific mean baseline cell-cycle durations (Fig-
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Figure 5.5: Shown are density estimates based on posterior samples of Λt ’s using
the cell time coding. The densities practically overlap one another and show no
ordering with respect to elapsed time.
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Figure 5.6: Shown are density estimates based on posterior samples of Λt ’s using
the cohort time coding. As in Figure 5.5, there is no obvious pattern in the Λt ’s.
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Table 5.4: Posterior Inferences (Means and 95% Credible Intervals) for Cohort TimeSpecific Mean Λ’s
Parameter
Λ1
Λ2
Λ3
Λ4

Inferences
145.91 (136.58,154.87)
149.57 (141.35,158.22)
146.85 (138.14,155.52)
147.46 (137.37,157.58)

ures 5.6 and 5.5; Tables 5.3 and 5.4). As the posterior confidence intervals for each
Λt overlapped one another (Tables 5.3 and 5.4), elapsed time in the culture environment is not likely to explain mother correlations in cell-cycle progression in
glycerol/ethanol.

5.6 Detecting Dependencies Between Cell Division and Cell Growth
As was discussed in Chapter 2, cell division is known to be coordinated with cell
growth in the budding yeast. In particular, due to asymmetric division by budding
yeast, daughter cells are born smaller than mothers (Figure 1.1). Consequently, to
reach the critical size at Start, smaller daughters undergo longer G1 phases (and
concomitant growth). A dependence is thereby induced between the birth mass of a
cell and its time spent in G1 phase, and this dependence in G1 phase has been used
as a signature of size control. Meanwhile the phases of the cell cycle subsequent to
Start (S, G2 , and M) are presumed to be 1) roughly constant from cell to cell and 2)
independent of the size of the cell at Start. Under these assumptions, a cell achieving
a sufficient size at Start will achieve a sufficient size at division and, consequently, will
result in a consistent cell size distribution in the population (size homeostasis). As
neither replicative age nor time spent in culture could explain correlations between
mother cell-cycle times in glycerol/ethanol, I investigate the effects of a mother cell’s
current and past growth on her cell-cycle progression. In the process, I revisit the
two tenets of budding yeast size control mentioned above.
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5.6.1

Evaluating Models of Growth and Division by Bayesian Model Averaging

To determine the effects of cell growth and past cell division on current cell division
in all three time-lapse datasets, I fit the following linear regression:
Si,j

 µS

wSP a Si,P apj q

wαP a α̂i,P apj q

wα α̂i,j

wM0 M̂0,i,j

wM0,P a M̂0,i,P apj q

wMB M̂B,i,j

wMB,P a M̂B,i,P apj q

(5.36)
i,j .

(5.37)

µS is an intercept term and Si,j is the observed S/G2 /M duration for a cell in its
current cycle. Si,P apj q is the combined S/G2 /M duration either of a cell in its previous
cycle (for mothers) or of its mother’s cycle (for daughters). The other explanatory
variables of the linear model (α̂i,j , α̂i,P apj q , M̂0,i,j , M̂0,i,P apj q , M̂B,i,j , and M̂B,i,P apj q )
pertain to the growth characteristics of cells, and these were estimated from the
single-cell growth traces of each cell.
To estimate these quantities, I first assumed exponential single-cell growth kinetics.
Mt

 M0eαt

(5.38)

The masses Mt are the normalized counts of total red fluorescence in the cell at time
t in the time-lapse movie. First, the background red fluorescence value of 199.0 was
subtracted from the total red fluorescence in each cell at every time point. Then
the background-subtracted counts were normalized by the average (backgroundsubtracted) total red fluorescence at budding from all cells in the lineage to generate
the Mt ’s. Paired with a cell’s vector of masses is the cell’s time vector, t̃i,j . t̃i,j is
the vector of time points (in minutes) at which the mass observations were taken.
With a cell’s mass and time vectors, I fit the following linear model to estimate mass
accumulation rates and birth masses:
Mi,j,k

 M0,i,j

αi, j  ti,j,k

.

(5.39)

I assume  is a normally distributed error term with zero mean and unit variance.
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 is also assumed identically and independently distributed with respect to time.
Mi,j,k and ti,j,k are the kth elements of cell j ’s mass and time vectors, respectively.
M0,i,j is the intercept of this linear model and αi,j is the slope. Estimates of these
parameters (M̂0,i,j and α̂i,j ) were retained for subsequent analysis of the connection
between growth and division. The fitted mass at budding (M̂B,i,j ) was also acquired
by the following:
M̂B,i,j

 M̂0,i,j

α̂i,j  ti,j,B

(5.40)

where ti,j,B is the time of budding for cell j.
5.6.2

Bayesian Adaptive Sampling Analysis of Mother and Daughter Growth and
Division

I first wanted to evaluate the model of growth and division that best explained
mother cell-cycle progression in glycerol/ethanol. As in the previous section in
which I tested different regression models for sister correlation in cell-cycle progression, I used a Bayesian model averaging approach (Bayesian adaptive sampling)
to enumerate all possible regression models. With the regression model from Equation 5.36, I considered 27

 128 possible models corresponding to models including

different combinations of the 7 explanatory variables. With the Bayesian adaptive
sampling framework, I computed marginal posterior probabilities of each model for
both mother cells (Figure 5.7) and daughter cells (Figure 5.8).
For mothers growing in glycerol/ethanol, I find that conditioning on her current
and previous growth characteristics does not remove the association between the
mother’s current and previous S/G2 /M durations (Figure 5.7, E and F). Based on
marginal inclusion probabilities (or the combined posterior probability of all models that included a particular explanatory variable), models including the mother’s
previous S/G2 /M duration accounted for

60% of the posterior probability (Fig-

ure 5.7 F). In addition, this analysis found that the top ranking model including a
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Figure 5.7: Bayesian adaptive sampling results for wild-type mothers in glucose
(panels A and B), 6CLN3 mothers in glucose (panels C and D) and wild-type
mothers in glycerol/ethanol (panels E and F). Shown in panels A and C are the
top 20 models (ranked by posterior probability) where colored squares indicate that
the corresponding coefficient/explanatory variable is included in the model and black
squares indicate exclusion of the variable. Shown in panels B and D are the marginal
posterior inclusion probabilities for each of the explanatory variables across all possible models. Lines are colored red if the marginal inclusion probability for the variable
exceeds 0.5. Otherwise, the lines are colored black.
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mother’s mass at budding as a predictor of S/G2 /M duration (Figure 5.7 E). However, I did not detect association between mass at budding and S/G2 /M across all
models for mothers in glycerol/ethanol (Figure 5.7 F; log1 0 Bayes factor of model
including mass at budding practically 0). For wild-type mothers in glucose, I detected a strong association between current S/G2 /M duration and current growth
characteristics, particularly her mass at budding (Figure 5.7 A and B). Indeed, mass
at budding was included as a predictor in nearly every model with non-zero posterior
probability (Figure 5.7 B). However, no such association was detected for 6CLN3
mother cells (Figure 5.7 C and D). Rather, the association between mass at budding
and S/G2 /M duration was weak at best (50% posterior probability; log10 BF0).

It is important to note that for both wild-type and 6CLN3 mothers growing

in glucose, I did not find strong evidence for dependence between current S/G2 /M
duration and previous growth or division characteristics of the mother. As shown in
Figure 5.7 parts B and D, growth and division variables from wild-type and 6CLN3
mothers’ previous cycles were included in models comprising less than 50% probability. These results suggest that a wild-type (or 6CLN3) mother’s current cellcycle progression is largely independent of her previous cell-cycle progression and
growth given her current growth. Growth and division variables from the wild-type
mother’s previous cycle were included in models comprising less than 50% probability (BF

1), indicating slight evidence in the data against inclusion of the mother’s

previous growth and division variables (Kass and Raftery (1995)).
I also was interested in detecting associations between growth and division in
daughter cells. Shown in Figure 5.8 are the Bayesian adaptive sampling results of
that analysis. As in the previous analysis of mother cells, the S/G2 /M duration
of daughters growing in glycerol/ethanol did not show dependence on growth when
conditioning on current growth and her mother’s growth and division characteristics
(Figure 5.8 E and F). In addition, the association between a cell’s S/G2 /M duration
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and its mother’s S/G2 /M duration was weak: the S/G2 /M duration of the cell’s
mother was included in models accounting for

50% probability (BF

1). I did

discover patterns of dependence between a daughter’s S/G2 /M duration and mass at
budding for wild-type and 6CLN3 daughter cells growing in glucose (Figure 5.8 A,
B, C and D). In both cases, mass at budding was included as an explanatory variable
for the daughter’s S/G2 /M duration in nearly all models with non-zero probability
(Figure 5.8B,D; log10 (BF) for inclusion of mass at budding, wild-type - 2.05, decisive’
evidence for inclusion; 6CLN3 - 0.75, substantial’ evidence for inclusion).
As aforementioned, size control research in budding yeast has centered on the
size dependence of the G1 phase duration while the combined S/G2 /M duration has
been presumed to be independent of size. These results suggest that this tenet of
budding yeast size control deserves further investigation and that size-dependence
can exist post-G1 phase.
5.6.3

Analysis of Cell-to-Cell Variation in S/G2 /M Duration

In addition to the notion that S/G2 /M duration is independent of size, classical
studies have suggested that the combined this duration is a roughly constant from
cell to cell (Hartwell and Unger (1977)). I decided to use my posterior samples
for βm and βd to explore the possibility that S/G2 /M durations might vary from
cell to cell. More specifically, I can use these posterior samples to evaluate the
probability that population average proportion of time spent by mothers in S/G2 /M
(1-βm ) is different from the corresponding proportion of time spent by daughters
(1-βd ). I computed these posterior probabilities for all three datasets. For wildtype cells growing in glucose, I found that the mother S/G2 /M proportion (1-βm ) is
mildly (4% of total cell-cycle duration) shorter than the daughter S/G2 /M proportion
(Table 5.2). Moreover, the posterior probability of p1  βm q

p1  βdq is 0.953,

indicating that daughters spend a larger proportion of their λ’s in S/G2 /M than
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Figure 5.8: Bayesian adaptive sampling results for wild-type daughters in glucose
(panels A and B), 6CLN3 daughters in glucose (panels C and D), and wild-type
daughters in glycerol/ethanol (panels E and F). Panel and line colors are as in Figure 5.7.
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mothers. In 6CLN3 cells, this difference in S/G2 /M is more pronounced with
mothers showing a nearly 10% shorter average S/G2 /M proportion and the posterior
probability of p1  βm q

p1  βdq  0.999.

These differences in average proportion

of a cell’s λ spent in S/G2 /M were not as noticeable in glycerol/ethanol. Although
there was still strong posterior evidence of daughters spending more time in the
budded proportion of the cell cycle (p1  βm q
took

p1  βdq  0.808), daughters only

2% (of their λ) longer in S/G2/M than their mothers. It is important to note

that these differences are based on proportions of cell-cycle time rather than actual
S/G2 /M durations. It is possible that a specific daughter cell’s λ (λi,j ) might be
small compared to her mother’s λ (λi,P apj q ). Thus, p1  βm qλi,P apj q might be roughly
equal to or even greater than p1  βd qλi,j .

So, I performed Student t tests to assess differences in mean mother and daughter S/G2 /M durations in the three datasets and ensure that the observed differences were not just artifacts of the hierarchical model fitting. Boxplots of mother
and daughter S/G2 /M durations from the three datasets are shown in Figure 5.9.
While I did not detect significant differences between average mother and daughter S/G2 /M durations (p-value=0.440), I did find that average 6CLN3 daughter
S/G2 /M was significantly longer than mother S/G2 /M (p-value=0.012). In addition,
though not significant, I found suggestive differences in mean S/G2 /M duration between wild-type daughters and mothers growing in glycerol/ethanol (p-value=0.085;
longer daughter S/G2 /M).
It is possible that the differences I observe in S/G2 /M duration between daughters
and mothers are due to differences in size at budding. That is, daughters smaller
than their mothers at budding might take correspondingly longer in S/G2 /M and
vice versa. To test this possibility, I paired daughter cells in the three datasets
with their mothers. I generated 72 pairs from wild-type cells in glucose, 25 pairs
from 6CLN3 cells, and 40 pairs from wild-type cells in glycerol/ethanol. In this
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Figure 5.9: Boxplots of observed S/G2 /M durations for wild-type cells in glucose
(A), 6CLN3 cells in glucose (B), and wild-type cells in glycerol/ethanol (C).
Table 5.5: Effect of Daughter-Mother Differences in Size at Budding on Differences
in S/G2 /M Duration
Wild-Type
Glucose
Parameter Est. (P-Value)
µdiff
-10.110 (0.001)
wMB,diff
-63.340 (8.83e-07)

6CLN3
Wild-Type
Glucose
Gly/Eth
Est. (P-Value) Est. (P-Value)
-0.253 (0.957)
7.976 (0.035)
-59.859 (0.021)
-41.830 (0.010)

analysis, as daughters can give rise to their own daughters, daughter cells can appear
as both a daughter cell and as a mother cell. For each pair, I computed the difference
in daughter and mother fitted masses at budding (so the natural logarithm of the
ratio of daughter to mother mass at budding) as well as the difference in daughter
and mother S/G2 /M durations. I then fit a linear regression in which I regressed
the difference in S/G2 /M duration (Sdiff ) on the difference in log masses at budding
(MB,diff ).
Sdiff

 µdiff

wMB,diff MB,diff



(5.41)

Here, µdiff is an intercept term representing the average difference between daughter
and mother S/G2 /M durations. wMB,diff is the regression coefficient and  is a normally
distributed error term. Results of the regression analysis appear in Table 5.5.
In all three experimental settings, the difference between daughter and mother
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mass at budding was a significant predictor of differences in S/G2 /M duration (Table 5.5; in parentheses, p-values for whether estimates were significantly different
from 0). Estimates for the coefficient of mass at budding reflected a relationship
consistent with G1 size dependence: a daughter cell larger than its mother at budding tended to have a comparatively shorter daughter S/G2 /M duration (Table 5.5).
Estimates for µdiff were significantly different from 0 for wild-type cells in glucose and
glycerol/ethanol, suggesting that daughter-mother S/G2 /M differences could not be
explained away solely by size differences in these conditions. Conversely, differences
in 6CLN3 S/G2 /M duration were largely explained by differences in size as the
corresponding estimate for µdiff did not differ significantly from 0 (Table 5.5). The
estimate for µdiff indicates that daughter S/G2 /M duration is roughly 10 minutes
shorter than mother S/G2 /M duration (Table 5.5). This result appears to conflict
with my t-test results and posterior analysis. However, this result is likely due to my
use of paired observations in this analysis whereas the observations used for the t-test
analysis were unpaired. Furthermore, mother S/G2 /M durations for the t-test did
not include S/G2 /M durations of daughters in their first cycle. As for the posterior
analysis of 1  βm and 1  βd , as previously noted, that analysis involved population average proportions of cell cycle-time rather than actual cell-specific durations.
Consequently, one might see a discrepancy between the two analyses. Nevertheless,
these findings not only suggest that S/G2 /M duration can vary between mother and
daughter cells but that, at least for the conditions observed, daughters tend to spend
more time in the budded state than mothers and differences in mass at budding can
explain this difference in S/G2 /M duration.
5.6.4

An Integrated Model of Single-Cell Measurements of Division and Growth

The previous analyses of dependence between division and growth used statistics
(e.g. αi,j ) of cell growth. Another more formal approach would involve jointly
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fitting division and growth observations in an integrated statistical model. To this
end, I extend my previously developed single-cell hierarchical model of cell division
to also fit measurements of cell size. I use the hierarchical model framework to
specify population-level distributions from which cell-specific parameters of division
and growth arise, allowing for borrowing of information across replicate lineages. I
describe newly developed elements of the joint model below as well as a Bayesian
approach to parameter inference. Results of this analysis are forthcoming.
Likelihood of Single-Cell Measurements of Division and Growth
To fit both division and growth measurements from single cells, I have made several
changes to the single-cell hierarchical model. In this section, I develop new likelihood
components that describe the budding, division, and size observations. For the
relative budding and division times:


B̃irel
C̃irel



γ̃i , Θ

 MVNormpµ̃i,T , τ 2AA1q where

(5.42)

rel
E rBi,j
|γ̃is  Gi,j and

(5.43)

rel
E rCi,j
|γ̃is  Gi,j

(5.44)

Si,j

Here, µ̃i,T is the vector of means of the budding and division observations. The
expected value of the unbudded duration of cell j from lineage i is new single-cell
parameter Gi,j . I also introduce a cell-specific parameter corresponding to the budded
duration of cell j from lineage i : Si,j . Thus, the expected total cell-cycle duration of
cell j is the sum of the cell’s unbudded and budded durations. The G’s and S’s have
replaced the λ’s and δ’s of the previously developed hierarchical model. This choice
was made as the λ and δ parameters are not as directly interpretable as durations of
cell-cycle time and classical detection of the dependence between growth and division
has used the budded (G) and unbudded (S) durations.
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2
The set of population parameters (Θ) consists of µGM o , σG
, µSM o , σS2 M o , µGD ,
Mo
2
2
2
2
σG
, µSD , σS2 D , µα , σα2 , µM0 , σM
, υ, σM
, τ 2 , σM
, and the regression coefficient
D
0,M o
0,D

vector ρ̃. These parameters will be described in more depth below.
Size or mass observations for each cell constitute a vector (M̃i,j ). I model the

 ) rather than the raw values as I am assuming
natural logarithm of these masses (M̃i,j
exponential single-cell growth. This assumption implies a linear relationship between
time points and corresponding masses of each cell’s growth trace:


Mt,i,j


 M0,i,j

αi,j  t

(5.45)

I further assume that log mass observations are noisy, and that the noise terms are
2
normally distributed with zero mean and variance σM
. I assume that these errors

are independent with respect to time leading to the following multivariate normal
distribution for the log growth trace of a cell:

 |γ̃ , Θ  MVNormpM  1̃
M̃i,j
i
0,i,j

pαi,j 1̃q1t̃i,j , σM2 I q

(5.46)

1̃ is a column vector of ones while t̃i,j is a vector of time points corresponding
to the growth trace of a particular cell. Log growth traces from a cell are taken to
be independent of the log growth traces of all other cells. The error in log cell mass
2
(σM
) is shared among cells from all lineages in an experimental setting.

So, in difference to the previously developed single-cell model, each cell now has
four cell-specific parameters: a G parameter, an S parameter, an M0 parameter, and
an α parameter. The vector γ̃i consists of the cell-specific parameters for every cell
in lineage i.
Representing the Joint Distribution of Cell-Specific Growth and Division Parameters,
γ̃
This section is devoted to how the cell-specific parameters arise. As previously, these
cell-specific parameters are assumed to be drawn from population-level distributions.
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The marginal distributions for the cell-specific unbudded and budded durations are:
Gi,j

 NormpµG

Si,j

 NormpµS

Mo

Mo

Gi,j

 NormpµG

Si,j

 NormpµS

2
, σG
q if j
Mo

, σS2 M o q if j

D

2
, σG
q if j
D

D

, σS2 D q if j

P Mi

(5.47)

P Mi

(5.48)

P Di

(5.49)

P Di

(5.50)

As budding yeast daughters are known to have longer G1 durations and as my
previous analysis also suggested longer S/G2 /M durations in daughters, I allow
2
,µSM o ,σS2 M o ) and daughter
for different means and variances for mother (µGM o ,σG
Mo
2
,µSD ,σS2 D ) unbudded and budded durations. Mi and Di are sets of mother
(µGD ,σG
D

and daughter cell indices, respectively, for lineage i.

 ’s and αi,j ’s):
For the growth-related parameters (M0,i,j
αi,j


M0,i,j

M0,i,j

 Normpµα, σα2 q

(5.51)

 NormpµM , σM2 q if j P Mi

 NormpµM

0

0

0,M o

2
υ, σM
q if j
0,D

P Di

(5.52)
(5.53)

Here, I assume that the cell-specific mass accumulation rates (α’s) for mother and
daughter cells are drawn from the same population distribution. In contrast, as budding yeast divide asymmetrically (with daughters born smaller than their mothers),
the expected birth mass of daughter cells is a scale multiple of the expected birth
mass of mother cells. The parameter υ is the natural logarithm of this scaling factor,
and eυ can be considered the average degree of asymmetry in size at birth between
daughters and mothers. For example, an eυ value of 0.6 indicates that, on average,
daughter cells are born at a mass 60% of the birth mass of mother cells.
In this model, a lineage tree is composed of triads. A triad consists of a given
mother cycle, the mother’s subsequent cycle after division, and the cycle of the
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daughter produced by that division. As in the previous model specification, cellspecific parameters for a new cell j are conditionally independent of all previous cell
parameters in a lineage tree given the parameters of the mother of cell j (P apj q). I
further assume that the division and growth parameters of these cells are correlated
with one another. To represent these dependencies, I assume a specific kind of decomposition of the joint distribution of triad division and growth parameters. If a
cell is a mother or daughter origin (so the first cell in a sublineage), the joint distribution of the cell’s division and growth parameters is decomposed in the following
manner:

 qPrpα |M  qPrpG |α , M  qPrpS |G , α , M  q
PrpM0,i,j
i,j
i,j i,j
i,j
i,j
i,j
0,i,j
0,i,j
0,i,j

(5.54)

This decomposition implies that the graphical model of the joint distribution of origin
cell parameters is fully connected.
If a cell j is a (non-origin) mother cell, then that cell’s division and growth
parameters depend on the parameters of the mother cell in her previous cycle (P apj q):

 |S

PrpM0,i,j
i,P apj q , Gi,P apj q , αi,P apj q , M0,i,P apj q q

(5.55)

 ,S

 Prpαi,j |M0,i,j
i,P apj q , Gi,P apj q , αi,P apj q , M0,i,P apj q q
 ,S

 PrpGi,j |αi,j , M0,i,j
i,P apj q , Gi,P apj q , αi,P apj q , M0,i,P apj q q
 ,S

 PrpSi,j |Gi,j , αi,j , M0,i,j
i,P apj q , Gi,P apj q , αi,P apj q , M0,i,P apj q q
Finally, if a cell j is a (non-origin) daughter cell, then the cell’s division and
growth parameters depend on the parameters of the cell’s sister (Sispj q; the second

mother cycle in the triad) as well as on the parameters of the cell’s mother (P apj q):

 |S


PrpM0,i,j
i,Sispj q , Gi,Sispj q , αi,Sispj q , M0,i,Sispj q , Si,P apj q , Gi,P apj q , αi,P apj q , M0,i,P apj q q


 ,S
 Prpαi,j |M0,i,j
i,Sispj q , Gi,Sispj q , αi,Sispj q , M0,i,Sispj q , Si,P apj q , Gi,P apj q , αi,P apj q , M0,i,P apj q q
...

(5.56)
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and so on for the remaining variables. Thus, the graph of cell-specific parameters for
a triad is fully connected. I allowed the graph to be fully connected as choosing edges
in the graph to discard or retain would’ve been problematic and highly subjective.
Furthermore, as my previous single-cell analysis ignored correlation between sisters
(second mother cycle and daughter cycle) found in the BAR model, I wanted to allow
for such correlations to be detected.
The conditional means and variances of the distribution of cell-specific parameters
change depending on the type of the first cell in the triad. Here, a triad can be a
dyad or single origin cell as well as a full triad. I thus categorized cells as belonging
to one of ten different types of triads: 1) a full triad with a mother origin as the
first cell, 2) a dyad with a mother origin as the first cell, 3) a single mother origin
cell, 4) a full triad with a daughter origin as the first cell, 5) a dyad with a daughter
origin as the first cell, 6) a single daughter origin cell, 7) a full triad with a non-origin
mother cell as the first cell, 8) a dyad with a non-origin mother, 9) a full triad with
a non-origin daughter, and 10) a dyad with a non-origin daughter.
To estimate correlations between cell-specific division and growth parameters in a
triad, I introduce the vector of parameters, ρ̃. As there are 12 variables in each fully
connected triad graph, there are p12  11q{2  66 items in the vector ρ̃. Just as with
the conditional correlation parameters ρ, ψ, and φ in the previous model, ρ̃ helps
specify the mean structure of each cell-specific division or growth parameter. These
coefficients are unitless in that they are not to the scale of the different cell-specific
parameters. In each regression, these coefficients are rescaled depending on the cellspecific parameters in the regression and on the type (mother or daughter) of the first
cell in the triad. The vector of rescaled coefficients is called β̃. If a triad’s first cell
is a daughter rather than a mother, then the rescaled coefficient for the regression
of the second mother birth mass on the first cell’s birth mass is β5,1

146

 ρ5,1p σσ

M0,M o
M0,D

q.

The ρ and β parameters are components of the vectors ρ̃ and β̃, respectively. If the
first cell in the triad is a mother then β5,1

 ρ5,1 since the standard deviations of the

dependent and independent variable in the regression would be the same.
For this analysis, I assume that the conditional distributions described above
are each normal distributions. The joint distribution of cell-specific parameters for
mother origin cells can be decomposed in the following way:
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2
2
The variances listed (σα,P
a| , σGM o ,P a| , etc.) are conditional variances. Determin-

ing these conditional variances is discussed in a later section. Similar conditional
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distributions would be obtained for daughter origin cells:
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The ρ parameters of ρ̃ also specify the conditional expectations of cell-specific division and growth parameters of non-origin mother and daughter cells. For brevity, I
only show two conditional distributions, one each for non-origin mother and daughter
cells. First is the conditional distribution for mother cell j ’s log birth mass:
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The conditional distribution for the log birth mass of daughter cell j is as follows:
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daughter log birth masses, respectively. In addition, the set of conditioning parameters is ΘD



 tSi,Sispjq, Gi,Sispjq, αi,Sispjq, M0,i,Sis
pj q , Si,P apj q , Gi,P apj q , αi,P apj q , M0,i,P apj q u,

introduced for the sake of brevity.
With the choice of decomposition of the joint distribution of triad parameters
(mother cycle 1-mother cycle 2-daughter cycle), I had to discard a small amount of
cells from each experimental setting that could not inform estimates of the coefficients
ρ̃. For example, if I had information for mother cycle 1 and the daughter cycle but not
mother cycle 2, information for the daughter cycle was left out of the analysis. This
pruning procedure led to four cells being dropped from wild-type lineages grown in
glucose, one cell being dropped from 6CLN3 lineages, and three cells being dropped
from wild-type lineages grown in glycerol/ethanol. The alternative decomposition
(mother cycle 1-daughter-mother cycle 2) required discarding more cell information
and so was not used.
To compute the conditional variances in each of the triad regressions, I used the
following construction for the variance-covariance matrix of the cell-specific param-
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eters of triad k from lineage i (γi,k ), Σγi,k :
γi,k  Bγi,k
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and Ci,k is a 1212 diagonal matrix with zero-valued off-diagonal elements. Along
the diagonal are the conditional variances (c2j,j ’s) of the different triad regressions.
The first element in the diagonal is the marginal variance of the birth mass of the
first cell in the triad (depending on whether the cell is a mother or daughter). The
second element in the diagonal is the conditional variance from the regression of the
first cell’s mass accumulation rate (α) on its birth mass and so on. The matrix B is
a lower triangular matrix, zero-valued along and above the diagonal. The element of
the jth row and lth column of B (where j
Bj,l

¡ l) is:

 βj,l

(5.71)

or the rescaled coefficient for the regression of the jth element on the lth element of
the vector, γi,k , of triad parameters. As mentioned previously, I note that the βj,l
elements of the B matrix will depend on the type of the first cell in each triad.
The specification above implies that the covariance matrix (Σi,k ) of the triad
parameters is:
Σi,k

 pI  B q1Ci,k rpI  B q1s1
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(5.72)

The element of the jth row and lth column (where j

¡ l) of M  pI  B q1 is given

by the recurrence relation:
Mj,l

 βj,l if pj  lq  1

(5.73)

and
Mj,l



j¸1

 βj,l



βj,n Mn,l

(5.74)

n l 1

Assuming that the diagonal elements of Σi,k are the marginal variances of each
of the cell-specific parameters in the triad, I compute the conditional variances (e.g.
c2j,j ; diagonal elements of matrix Ci,k ) with the following:

c2j,j



2
σj,j





j¸1



2 2
Mj,l
cl,l

(5.75)

l 1

Prior Distributions
Prior distributions for the population-level parameters appear below. Priors for the
population average G1 and S/G2 /M phase durations for mothers and daughters were
based on sample estimates from the time-lapse microscopy study of Lord & Wheals
(Lord and Wheals (1981)). Gamma priors were placed on the precisions of these
durations, with parameters for each prior reflecting beliefs that the precisions would
not exceed the standard deviations specified in the prior distributions on the duration
means with high probability (0.965). The prior distribution on the population
average mass accumulation rate corresponded to the expectation that cells would
attain 150% of mass at budding in 72.6 minutes (the prior expected mother cellcycle duration). Mother birth mass (µM0,M o ) was expected to be centered at 0 (so at
100% of average mass at budding in the microcolony) and within 80% and 125% of
average mass at budding with approximately 95% probability. The normal prior on
υ indicates a prior mean of log(0.75), reflecting the experimental observation that
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daughter birth volume was 75% of mother birth volume (Hartwell and Unger (1977)).
In addition, I assume a priori that expected daughter log birth mass is between 50%
and 115% of expected mother log birth mass with approximately 95% probability.
The prior on precision of cell division measurements was retained from the previous
single-cell analysis. The relatively weak half-Cauchy priors (Cau ; Gelman (2006))
on the positive real line for σM0,M o , σM0,D and σα reflect the beliefs that these standard
deviations do not exceed 0.11, 0.22 or 0.0025, respectively, with

75% probability.

The prior on σM0,M o indicates the expectation that mother log birth masses are not
likely to fall outside roughly 80-125% of expected mother log birth mass. Conversely,
the prior on σM0,D allows for daughter birth masses to fall in the wider range of
roughly 65-115% of expected daughter log birth mass. The prior on σα indicates an
expectation that mass accumulation rate cannot fall to 0 and likely does not exceed
0.011 (corresponding to attainment of 222% of mass at budding in 72.6 minutes).
The half-Cauchy prior on the standard error of a cell’s log masses is the same as that
on the standard deviation of daughter log birth mass as I expect observed cell log
masses to fall within 65-115% of the true log mass.

µG M o

 Normp8.60, 3.702q

(5.76)

µSM o

 Normp64.00, 6.302q

(5.77)

µG D

 Normp47.50, 13.752q

(5.78)

µSD

 Normp69.90, 7.602q

(5.79)

2
σG
Mo

 Gammap2.98, 8.38q

(5.80)

σSM2 o

 Gammap1.68, 6.03q

(5.81)

2
σG
D

 Gammap0.99, 4.58q

(5.82)

σSD2

 Gammap1.45, 5.56q

(5.83)

152

µα

 Normp0.006, 0.00252q

(5.84)

 Normp0, 0.112q

(5.85)

 Cau p956681q

(5.86)

µM 0
σα

 Cau p481.60q

(5.87)

 Normp0.42, 0.212q

(5.88)

σM0,M o
υ

σM0,D
τ 2

 Cau p120.42q

(5.89)

 Gammap4.08, 10.18q

(5.90)

 Cau p120.42q

(5.91)

σM

Shrinkage Priors on Conditional Correlation Coefficients ρ̃
The graph of dependencies between division and growth parameters in a triad is
fully connected. However, I do not expect many strong effects (non-zero coefficients)
between division and growth parameters. I place shrinkage priors on the coefficients
ρ̃ to drive weak effects to 0. One particular type of shrinkage prior is the Bayesian
lasso prior (Park and Casella (2008) and Hans (2009)). In this setting:
Prpρ̃|τ q  pτ {2qp exppτ }ρ̃}1 q

(5.92)

That is, the coefficients have independent double exponential (or Laplace) prior
distributions. τ is proportional to the square root of the prior precision on the
coefficients, p is the dimensionality of the vector of unscaled regression coefficients
(ρ̃), and }ρ̃}1 is the L1 norm of the coefficient vector (the sum of the absolute values
of the coefficients. The prior is called a shrinkage prior as (with a fixed τ ) coefficients
are shrunk towards their prior means. In this case the prior mean is 0 (the prior
mean, µ, could be non-zero and would be inside the L1 norm; }ρ̃  µ}).
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As the lasso prior tends to over-shrink, I used another shrinkage prior on ρ̃ in
my analysis: the horseshoe prior (Carvalho et al. (2009) and Carvalho et al. (2010)).
The form of the prior is the following:

 Normp0, λ2i q
λi |τi  Cau p0, τi q
τi  Cau p0, 1q

ρi |λi

(5.93)
(5.94)
(5.95)

The prior is so-named since the half-Cauchy prior on λi results in a horseshoe-shaped
Be(1/2,1/2) prior on the shrinkage coefficient, κi . This shrinkage coefficient can be
interpreted as the weight on the value 0 in the posterior mean of each coefficient.
More formally:
E rρi |yi , λ2i s  p
where κi

 1 1λ

2
i

λ2i
qyi
1 λ2i

p1

1
λ2i

q0  p1  κiqyi

(5.96)

and, for exposition, yi is the observation for unit i. So, the horseshoe-

shaped prior on κi (with highest density at 0 and 1) carries the expectation that
coefficients (ρ) will have large values (κi close to 0) or be practically 0 (κi close to
1). In this way, the horseshoe prior avoids over-shrinking meaningful signals while
still driving spurious signals to 0. The range of values of coefficients that undergo
more shrinkage can be tuned by adjusting the scale parameter of the half-Cauchy
distribution on τi . In my analysis, this scale parameter (hereafter termed “global”
shrinkage parameter) was set to 1 though other values should be tested to determine
the sensitivity of the analysis to prior choices.

5.7 Discussion & Conclusions
I previously found correlations in mother cell-cycle progression in glycerol/ethanol,
and I attempted to explain these correlations by effects related to cell age, time spent
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in culture, and growth. While the correlations could not be explained by these three
effects, it is possible that cells are correlated in their cell-cycle progression due to
distinct media-related effects not considered in my analysis. For example, budding
yeast cells are known to divide more slowly in glycerol/ethanol and to invoke different
metabolic pathways in poorly fermentable media compared with rich media (Broach
(2012)). In particular, budding yeast in poorly fermentable media are known to
invoke pathways to accumulate and utilize storage carbohydrates such as trehalose
and glycogen (Lillie and Pringle (1980)). Thus, other explanatory variables like
readouts of metabolic activity or cellular levels of these storage carbohydrates might
explain the correlation seen.
The second part of the previous work more deeply probed the dependence between cell growth and cell-cycle progression, providing evidence contrary to conventional wisdom on budding yeast size control. Under two assumptions, a cell
reaching the critical size at Start is sufficient for size homeostasis–the maintenance
of a consistent single cell size–in the cell population. The first assumption is that
S/G2 /M is roughly constant from cell to cell. Results of the hierarchical model fitting
showed that S/G2 /M duration not only varied from cell to cell but appeared longer
in daughter cells in all three experimental settings. Further analysis suggested that
these differences were most pronounced in 6CLN3 cells and non-negligible (though
not significant) for wild-type cells in glycerol/ethanol. Interestingly, differences in
log mass at budding of daughters and their mothers were strongly predictive of
these differences in S/G2 /M duration in all three experimental settings. I note that
these differences in S/G2 /M duration could also be due to settings of the time-lapse
microscopy, and follow-up time-lapse microscopy experiments should be conducted
under different conditions to rule out this potential effect.
My analysis of dependence between growth and division also revealed evidence
that stands in contrast to a second assumption of the conventional view of bud155

ding yeast size homeostasis: that S/G2 /M duration is independent of cell size. In
my analysis, I found patterns of dependence between cell growth characteristics and
S/G2 /M duration for cells growing in glucose: namely wild-type mothers and daughters and 6CLN3 daughters. Consistent with the classical dependence observed
between birth mass and G1 duration, I detected an association between mass at
budding and S/G2 /M duration, particularly for wild-type and 6CLN3 daughter
cells growing in glucose. This post-G1 phase dependence has been noted anecdotally
in the literature(Turner et al. (2012)), but my analysis more formally demonstrates
its existence. However, it is important to note that association seen between log mass
at budding and S/G2 /M duration does not necessarily imply an active regulation of
cell size (size control). Rather, this association could be related to compensation
due to altered cell-cycle progression resulting in the activation of a cell-cycle checkpoint. A cell-cycle checkpoint is a “brake” for cell-cycle progression that is activated
when cell-cycle events are not completed in the proper order (Hartwell and Weinert
(1989)). For example, 6CLN3 cells traverse Start more quickly than wild-type cells
under the same growth conditions, and this premature commitment to the cell cycle
might have negative downstream consequences on the cell’s ability to complete DNA
replication, mitosis or other cell-cycle events. One such checkpoint does not appear
to be involved in 6CLN3 cells. Disabling the morphogenesis checkpoint which ensures proper bud formation had no effect on cell-cycle progression in a strain with
5 genomically integrated copies of CLN3 (McNulty and Lew (2005)). Nevertheless,
future work must establish a mechanistic basis for the observed dependence between
S/G2 /M duration and mass at budding with targeted experiments. This analysis
would ideally be conducted with single cells (i.e. via time-lapse microscopy) and
would include genetic perturbations of other checkpoints (e.g. DNA damage checkpoint; Sidorova and Breeden (2002)) and molecular targets. One potential molecular
target is the cryptic cell size regulator, Bck2, which has been shown to effect cell-cycle
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gene expression after G1 (Ferrezuelo et al. (2009), Bastajian et al. (2013)). Another
set of potential targets for genetic perturbation are transcription factors proposed to
comprise a regulatory network important for maintenance of proper timing of cellcycle events and gene expression (Orlando et al. (2008) and Simmons Kovacs et al.
(2012)).
The integrated model of growth and division requires further development and
validation before interpretation of findings can be made. Future work should include
fitting of the model to simulated growth and division data to validate the implementation of the model. In addition, as little prior information was available on
the growth-related parameters, I recommend conducting a sensitivity analysis with
prior distributions on model parameters of different degrees of informativeness. Furthermore, tests should be conducted of the effects on inference of different types of
shrinkage priors (lasso and horseshoe) and of changing the global shrinkage parameter (scale parameter of half-Cauchy prior on τi ’s).
This work represents an important step towards understanding the dependencies
in cell-cycle progression and cell growth within and across cells in a dividing population. The statistical model-based approaches described here must be followed with
time-lapse microscopy studies to determine whether the dependence between size at
budding and S/G2 /M duration is mediated by cell-cycle and checkpoint machinery
or by potential post-G1 phase regulators of cell growth. This work forms the foundation of continued study of the coordination between the two fundamental biological
processes of growth and division.
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6
Future Directions & Conclusions

6.1 Considerations for Cell-Cycle Phenotyping with Conditional Random Fields
6.1.1

Enhancements to Conditional Random Field Model Training and Specification

Training of the CRF model was based features derived from only three fields of view.
Predictions from the model are likely influenced by patterns of fluorescence intensity
specific to the small training set that aren’t necessarily shared in held-out test fields
of view. Thus, predictive performance would almost certainly improve by expanding
the training set. While tedious, manually labeling the cells and markers in a single
field of view of

20 cells takes 1-2 hours.

Thus far, I do not know of a better

method for acquiring training data.
In addition to being trained on a small number of fields of view, the CRF model
was only trained with 9 features, all derived from the fluorescence imaging modalities. Future development of the model should include expansion of the feature set to
include other types of pixel-specific and regional intensity information (e.g. variation
in local intensity) as well as information from the DIC channel. DIC imaging produces a “3-D” effect where one edge of the cell is of a higher intensity (more white in
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a grayscale image) while the opposite edge of the cell appears darker (more black).
Which edge pixels appear more white or more black is determined by the shear angle
set by the experimenter while the cells are under the microscope. Some approaches
have already been developed that leverage signature patterns in DIC intensity to aid
in cell segmentation (Chen et al. (2006), Li and Kanade (2009) and Obara et al.
(2013)). This information could be incorporated as features in the CRF model or,
alternatively, another parametric model framework could be developed to fit the DIC
contours of the cell.
The CRF analysis revealed the need for more coarse-scale, marker-level information (e.g. size or shape of marker) to complement the pixel-based features used in
the marker identification task. One promising direction for development of the CRF
model would be incorporating features based on the membership of pixels in certain
thresholded objects (Hamilton et al. (2007)). For example, SPB predictive performance suffered in some test fields of view due to the presence of large, non-SPB
regions of intense green fluorescence in some cells. The idea behind thresholdingbased statistics is to compute statistics (e.g. pixel area) of a thresholded object
when a particular pixel is part of the object. So, in the case of some of the green
fluorescence test images, pixels in large non-SPB regions of high green fluorescence
would be assigned higher feature values due to the larger pixel area of the region
after thresholding. Conversely, pixels in true SPBs would assume smaller values for
these features even at high thresholds, owing to the smaller pixel area of the thresholded SPB. In this way, such features could aid in distinguishing true marker pixels
from individual pixels with higher than expected fluorescence intensity as well as
distinguishing true markers from regions of high-intensity pixels larger or smaller
than expected marker sizes.
Features were only considered in the node potentials. However, it is highly likely
that the labels assigned to a pair of nodes in the model will depend on features
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observed at the corresponding pair of pixels. For instance, in the case of pixels on
either side of marker edges (i.e. one pixel inside marker and the other on the outside,
assuming a ‘cell’ pixel label), the pair of pixels might be more likely to be labeled
with two different states when the ratio of the fluorescence intensity of the pixel
inside the marker to the intensity of the pixel outside the marker is greater than 1.
The predictive performance of the CRF model was good despite this lack of edge
features. Nevertheless, a more thorough exploratory analysis is needed to engineer a
set of edge features and assess their utility.
With the inclusion of more features in the model, the risk of over-fitting (and
with it reduced general predictive performance) increases. This potential for overfitting can be mitigated by regularizing the parameters of the node and edge potential
functions, and regularized forms of both full and approximate model likelihoods are
available in software packages for CRF training and inference (Schmidt (2007)).
6.1.2

Revisiting Parameters of Synchrony Experiments and Microscope Image Acquisition

Performance of the CRF model in identifying myosin rings and SPBs suffered in
some test fields of view: each of the two types of markers were overpredicted. At
first glance, the reasons for this overprediction appear to differ between the two types
of markers. Myosin ring predictions were especially poor. In the images with spurious myosin ring predictions, the pattern of red fluorescence signal in cells was mainly
diffuse. However, some cells contained small, punctate regions of high fluorescence
intensity driving the CRF to (erroneously) label these regions as myosin rings. Moreover, these punctate regions tended to be near the periphery of the cell, precluding
the use of statistics involving distances to cell boundaries or DIC edges as discriminative features (Figure 6.1). However, in later time points, when myosin rings had fully
formed, the difference (or ratio) in intensity between pixels in the myosin ring and
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Figure 6.1: Shown is a red fluorescence image from one of the test fields of view
analyzed in Chapter 3. True myosin rings are surrounded by white circles while
non-myosin ring pixels with higher intensity are shown in red circles.

in the surrounding cell was greater. One potential workaround would be to include
relative (e.g. to local pixel intensity) rather than absolute red fluorescence intensity
features in the CRF model. A more thorough exploratory analysis is required to
establish the validity of this modification to the model, and a choice must be made
of the baseline intensity for normalization of the red fluorescence pixel intensities
(e.g. cells in a pre-segmented “cell” region or in some pre-defined neighborhood).
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Meanwhile, spindle pole bodies tended to be overpredicted in images from middle
to late stages of the synchrony experiment when cells were close to dividing. Upon
further inspection, the green fluorescence images of these fields of view contained
cells in which large regions of high fluorescence intensity appeared. In or near the
same regions of high green fluorescence intensity were higher levels of red intensity
(Figure 6.2). This pattern suggested that these regions were arising due to autofluorescence, or emission of light by some compound not tagged by a fluorescent protein.
A review of the literature determined that a potential cause for the autofluorescence
is the accumulation of a fluorophore in the yeast cells. As the ADE1 gene is deleted
in our haploid yeast strains, the cells are deficient for synthesis of adenine and so rely
on its availability in the culture medium. In suboptimal concentrations of adenine,
adenine-deficient yeast cells are known to accumulate an endogenous fluorophore in
their vacuoles (Smirnov et al. (1967) and Weisman et al. (1987)). Therefore, a test
should be conducted involving multiple synchrony experiments each with different
concentrations of adenine to determine the effects of the concentration on accumulation of the fluorophore.
Despite this effect, inclusion of marker-level information in the CRF model might
suppress overprediction of SPBs in the green fluorescence images. Owing to the pixelbased construction of the model, pixels within the high green fluorescence intensity
regions were predicted as SPB pixels even though the size of the region of high
intensity far exceeded the expected size for true spindle pole bodies. Thus, using the
threshold adjacency statistics mentioned in the previous section or other marker-level
features might help discriminate true SPB pixels from autofluorescing pixels.
6.1.3

Alternative Models of Cells and Cell-Cycle Markers

As has been previously mentioned, the training data contains a wealth of information about whether a pixel (or region of pixels) belongs to a cell or cell-cycle marker.
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A.

B.

Figure 6.2: Shown are a green fluorescence image (A) and red fluorescence image
(B) for the same field of view. Pockets of potential autofluorescence show similar patterns of intensity in both the red and green channels. These pockets are surrounded
by white circles.

This information spans multiple scales from the finest resolution (pixel level) to arbitrarily coarser resolutions of regions of pixels. This information can be included as
features in a CRF in which pixels are the objects for which one wants to generate
label predictions. Alternatively, a CRF can be used to formally model the conditional distribution of labels for “superpixels” or regions of pixels. In such a model,
superpixels would be composed of pixels, and both levels of the multi-scale model
would have features. For example, a superpixel might have features related to size,
shape or proximity to other types of superpixels, while pixel features would (as before) be based more on intensity information at the pixel level. Indeed, multi-scale
extensions of the CRF have been developed and successfully applied to datasets of
high contrast images (He et al. (2004) and Toyoda and Hasegawa (2008); e.g. images
of street scenes, wildlife, etc.).
Another potential formalism for multi-scale modeling of our image data are semi-
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Markov CRFs. Briefly, semi-Markov models break the Markovian assumption of a
constant probability that a node assumes a label value different from a particular
label value assumed by a prior (or surrounding) nodes. In other words, if, for a
sequence of nodes of length N with label space t1, 2u, the first three nodes take label
‘1’, the probability of the next node taking label ‘2’ does not depend on how many
nodes took label ‘1’ prior to it. Rather, in semi-Markov models the probability of
a node assuming the same label value as prior (or surrounding) nodes in the graph
is dependent on the duration of time (or number of nodes) over which that label
value has been assigned. Semi-Markov CRFs have been introduced and successfully
applied to language and text processing tasks, and the model provides an attractive formalism for representing objects with different sizes or durations (Sarawagi
and Cohen (2004)). However, the model has only been developed for labeling of
one-dimensional sequence data and extensions to two-dimensional data such as images will definitely raise concerns over graph complexity and the lack of rotational
invariance of cells and some cell-cycle markers.
Thus far, I have only suggested alternative models based on the CRF, a supervised learning approach. Hand-labeling a sufficient number of training images is
tedious and subjective. Thus, unsupervised methods should also be explored. Recent
developments in machine learning, particularly in deep learning, offer the potential
to detect arbitrarily complex objects from unlabeled data. In this paradigm, a hierarchy of highly descriptive features spanning multiple resolutions is learned, where
features at higher and higher levels of the hierarchy correspond to descriptors of
objects at coarser resolution. For example, lower level features might correspond to
edge descriptors while features higher in the hierarchy might correspond to complex
objects like human faces in different orientations (Le et al. (2012)). However, while
such approaches offer the potential to detect relevant multi-scale information about
objects in any type of image, they are computationally intensive and still under devel164

opment. This consideration forms part of the larger conundrum faced by researchers
at the onset of an image processing project: namely, should the method be generally
applicable to any image type at the cost of more involved computation or should the
approach be more specific and computationally streamlined, focusing on the identification of objects in particular types of images with the aid of domain-specific
information.

6.2 Considerations for Multivariate Analysis of Cell-Cycle Progression
6.2.1

Alternative Methods of Multivariate Cell-Cycle Progression Data Acquisition

Joint Quantification of Marker Status
In our marker datasets from α-factor treated and elutriated cells as well as the marker
dataset of Granovskaia et al. (Granovskaia et al. (2010)), the index of cells with
respect to a particular marker was quantified independently of the other markers.
One potential future development of the CLOCCS model framework would be to
obtain and fit a joint measurement of the marker status of each cell. For example,
the joint marker status of one cell could be represented as a binary vector with each
position in the vector corresponding to a particular marker (e.g. myosin ring=1,
bud=1, short spindle=0, long spindle=0). Such an extension would require a different
likelihood for the marker observations such as a distribution over binary vectors
(e.g. a 2-dimensional Markov Random Field (MRF); with each vector representing
a particular marker status).
Incorporating N -ary-Valued and Continuous Markers of Cell-Cycle Progression
In my analysis with the extended CLOCCS model I only considered datasets composed of binary-valued markers of cell-cycle progression. However, that markers are
designated either present or absent is an arbitrary choice (usually of the experi165

menter) that reduces temporal resolution of the cell-cycle progress of cells in the
population. Future development with the multivariate CLOCCS model could incorporate marker observations taking more than two values. For example, rather than
simply assessing the presence or absence of a bud, one could obtain measurements
of whether a cell has no bud, a small bud, a medium-sized bud, or a large bud. The
CLOCCS likelihood can be straightforwardly extended extended to fit these types
of observations by modeling the markers as multinomial random variables instead of
binomial random variables. Marker observations can also be continuous. In keeping with above example, one could record the approximate volume of the bud using
image processing techniques discussed in Chapter 3.
6.2.2

Proper Accounting for Dead Cells

The qualitative comparison of CLOCCS model fits to observations from α-factor
treated cells when either or both of the dead and early cell parameters were set to
0 suggests little information in the data for the dead cell parameters. This result
should be tested more formally with the computation of Bayes factors comparing the
different models (Kass and Raftery (1995)). Despite the results from this comparison,
I did estimate non-negligible proportions of dead cells for the dataset of Granovskaia
et al. (Granovskaia et al. (2010)). The wide posterior confidence intervals for parameters of dead cells with different markers reflect considerable uncertainty even
after considering the data. In fact, it is likely that the dead cell parameters aren’t
reflective of the true proportion of dead or halted cells in the population and, consequently, are arbitrarily improving model fits to the observations. As ‘phase dark’
(dead) cells can be detected by light microscopy, one way to address the question of
how many dead cells are in the culture would be to record the number of dead cells
(with and without visible markers) at each time point in the synchrony experiment.
Parameters corresponding to the probability of drawing a dead cell (or a dead cell
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with a particular marker) from the population could then be directly estimated using
these observations.
6.2.3

More Flexible Representations of the Initial Cell Population Distribution

As reflected in the inferences for parameters of early cells with visible markers, different methods of synchronization produce different initial populations in terms of
the shape and cell-cycle position of cells. Treatment with α-factor tends to produce
a sharply peaked initial population distribution around the point of cell-cycle entry,
Start (Hartwell et al. (1974)) with no cells expected to pass the point of bud emergence (Figure 6.3). On the other hand, elutriated cells are selected by size with the
smallest cells forming the initial population. While it is assumed that small cells will
be concentrated in the G1 phase, small cells will be distributed throughout G1 or
even into S phase and later in the cell cycle (Figure 6.3). The shape of the initial
cell population is also reflected in cell-cycle kinetics of the population. For example,
a more peaked and left-skewed initial distribution (i.e. a wave front; as potentially
seen with α-factor treatment) would show rapid transition to the budded state with
the budding index reaching nearly 100%. One direction for future development of the
CLOCCS model would be to allow a more flexible representation for initial cell-cycle
position. A straightforward approach would be to represent the initial cell population with a finite mixture of normal distributions (Escobar and West (1995)). The
model would represent the population as a mixture of different subpopulations with
each subpopulation following its own branching process and corresponding to one
component of the mixture.
6.2.4

Other Extensions to CLOCCS

In its current incarnation, CLOCCS can be used to fit measurements from cells synchronized in G1 phase (e.g. α-factor treatment, centrifugal elutriation and cdc28 ar167
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Figure 6.3: Shown are (idealized) initial population distributions resulting from
two common methods of synchronization. Treatment with the mating pheromone,
α-factor produces a sharply peaked and likely skewed initial population distribution
(outlined in blue) late in G1 phase (top panel). On the other hand, centrifugal
elutriation preferentially selects small cells. While the cell-cycle position distribution
of smaller cells is likely concentrated in G1 phase, the initial position distribution of
such a cell population might be more diffuse than in an α-factor treatment (bottom
panel).

rest). An avenue for future development of the model would be extension of CLOCCS
to accommodate other types of synchronizations: namely, M phase synchronizations
more commonly seen in mammalian cells (e.g. Lane et al. (2013)). Fitting M phase
synchronized cells would require modifications to the description of the initial cellcycle position distribution since cells would be concentrated at the S/G2 /M boundary
of the first cycle.
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6.3 Future Considerations for Modeling and Study of Dependence
between Growth and Division
6.3.1

Revisiting Parameters of Time-Lapse Microscopy

Cell mass was measured with the DsRed fluorescent protein reporter construct. However, other fluorescent proteins exist that have different properties with respect to
time required to mature (and thereby fluoresce) and brightness. The former point
about maturation is an important one. While the authors of those studies that
used the DsRed construct attempted to account for maturation times by assuming
first-order kinetics of maturation and exponential single-cell growth, delays in maturation of the fluorescent protein might confound estimates of cell size (Supplement
of Di Talia et al. (2007)). Thus, it is worth exploring the utility of other fluorescent
reporters (e.g. mCherry as in Chapter 4) in reporting cell mass.
Fluorescence microscope images were taken at each frame in the time-lapse movies
analyzed in Chapter 5. Imaging modalities such as bright-field microscopy have
been used to estimate single-cell volume in other time-lapse studies (Ferrezuelo et al.
(2012)). These methodologies could also used in future iterations of the time-lapse
microscopy to simultaneously acquire the volume and mass of each cell and facilitate
further analysis of the connections between these two measurement types.
6.3.2

Elucidating Molecular Basis of Size Dependence in S/G2 /M

Analysis in Chapter 5 revealed dependence between a cell’s S/G2 /M duration and
mass at budding. The mechanism underlying this dependence has not been established. The effects of different potential mechanisms on this dependence can be
tested by time-lapse analysis of growth and division in strains in which key regulators of the putative mechanisms are perturbed. Disappearance of the dependence
in the perturbed strain would suggest an involvement of the targeted regulator in
the mechanism underpinning the dependence. First, it is not clear whether the de169

pendence is the result of altered cell-cycle progression (e.g. in the case of 6xCLN3
cells) that results in compensation in cell-cycle time rather than regulated control of
cell growth. This compensation in cell-cycle time could be the result of an activated
cell-cycle checkpoint. Thus, one potential target would be the mediator of the DNA
damage checkpoint, Rad53 (Hartwell and Weinert (1989)). Previous studies revealed
that viability and S/G2 /M progression in strains with a genetically induced short
G1 phase–due to overexpression of truncated form of cell-cycle transcription factor
Swi4–were impaired with deletion of RAD53 (Sidorova and Breeden (2002)). Besides
checkpoints, other mechanisms could be resulting in compensation in cell-cycle timing. In particular, a network of transcription factors has previously been implicated
as an alternative mechanism to cyclin-CDK complexes in the maintenance of timing
of cell-cycle events and gene expression (Orlando et al. (2008) and Simmons Kovacs
et al. (2012)). These transcription factors are known to be unstable, making them
(like Cln3) sensitive to protein synthetic rates and so potentially attuned to cell size.
Strains in which one or pairs of these transcription factors have been deleted are
available from the Haase lab, and growth and division dynamics could be assayed by
time-lapse in these cells with both a wild-type and 6xCLN3 background. Another
potential target is the cryptic cell size regulator, Bck2. The G1 cyclin CLN3 has
received a great deal of attention as a size-dependent regulator of cell-cycle commitment. However, strains without CLN3 can still traverse Start, albeit later and at a
larger size (Jorgensen and Tyers (2004)). Deletion of both CLN3 and BCK2 is lethal
indicating the necessity of both genes to the viability of the cell (Epstein and Cross
(1994) and Di Como et al. (1995)). Recently, Bck2 has been implicated as a post-G1
regulator of cell-cycle gene expression (Ferrezuelo et al. (2009) and Bastajian et al.
(2013)), suggesting it could play a role in post-G1 phase size control.
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6.3.3

Volume or Mass: Resolving the Measurement of Cell Size

Cell size is a loaded term. Indeed, classical and even recent studies are refer to size as
the volume of a cell as measured by a Coulter Channelyzer or by microscope image
analysis (Johnston et al. (1977), Lord and Wheals (1981), Lord and Wheals (1983),
Goranov et al. (2009) and Ferrezuelo et al. (2012)). However, the data presented
in Chapter 5 offer an alternative method of measuring of cell size: using fluorescent
protein tagged reporters as proxies for total protein content or cell mass (Di Talia
et al. (2007) and Di Talia et al. (2009)). These two sets of measurements are known
to follow different kinetics. Volume is accumulated in a piecewise linear fashion at
a slower rate during G1 phase and at a faster rate after budding. Meanwhile, total
protein content follows exponential growth at a single-cell level. Both measures of
cell size are dependent on the protein synthetic capacity of the cell, but volume also
depends on the status of cellular organelles such as vacuoles. For this reason, it
has been argued that total protein content is a more direct measure of the growth
capacity of the cell. Nevertheless, the two quantities are related and together dictate
the effective concentration of proteins in the cell. The extent to which these two
quantities are connected has not been thoroughly investigated. Rather, researchers
opt to study only one of these measures in analyses of cell growth. One potential
direction for future work would involve recording both volume and mass of cells
via time-lapse microscopy. These measurements could then be fit by an extended
version of the joint statistical model of growth and division (discussed in Chapter 5)
to identify not only correlations between growth and division but also the dependence
between the two measures of cell size.
6.3.4

Determining the Benefits of Size Homeostasis to the Cell Population

Budding yeast cells have been observed to maintain a consistent size distribution from
generation to generation. However, it is unclear why yeast cells have developed this
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behavior. It has been presumed that size control is important for viability of the cell
population, but this link has not been formally demonstrated. The reduced surface
area to volume ratio in larger cells could be detrimental for import of cell nutrients as
the cell is less exposed to the surrounding environment. Conversely, increased surface
area to volume ratios typical of smaller cells might lead to increased loss of water.
In addition, smaller cells without corresponding changes in metabolism might have
higher concentrations of regulated potentially toxic substances (e.g. metals) which
could prove detrimental to the cell. Future work could include both experimental and
computational investigation of the ramifications of cellular physiology on cell viability
and metabolism. Such an analysis might look at large (cln3 deletion strains) and
small (overexpressed CLN3) cells with time-lapse microscopy and measure different
cellular features (e.g. metal ion content, vacuolar dynamics).

6.4 General Conclusions
Systems biology provides a conceptual and quantitative framework to investigate
the connections between biological entities and processes. In this dissertation, I have
taken a systems biology approach to develop methodology and advance understanding of the processes of cell growth and division in the budding yeast, Saccharomyces
cerevisiae. In my work, I have drawn on microscope image and movie data as they
represent rich sources of information about dynamic biological phenomena. Extracting information from these data can be facilitated with model-based approaches that
take advantage of expert biological knowledge when available and representations
of biological entities like cell-cycle markers that transcend the scale of single pixels. Characterization of cell-cycle progression is dependent on observations of these
markers (either by manually recording them or automatically identifying them in
microscope images). In my work on cell-cycle analysis, I found that increasing the
number of markers under observation as well as capturing previously unmodeled
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subpopulations of cells (e.g. early cells) generally improved accuracy in cell-cycle
parameter inference. These model enhancements have laid the groundwork for highresolution multivariate profiling of cell-cycle progression in cell populations. Finally,
my statistical analysis of single cell growth and division has uncovered novel biological phenomena in budding yeast. In particular, I detected correlation in cell-cycle
progression between mother cells in glycerol/ethanol, and this correlation could not
be explained by cell age, time spent in culture, or cell growth. Cell-cycle progression in one cell has generally been presumed independent of cell-cycle progression
in another cell. Importantly, in contrast to conventional wisdom on budding yeast
size control, I have also found evidence that budding yeast S/G2 /M duration varies
between mother and daughter cells (with daughters spending longer in S/G2 /M in
certain conditions) and that S/G2 /M duration shows dependence on a cell’s mass at
budding. In aggregate, the methodology and insights developed in this dissertation
offer a comprehensive platform for deeper investigation of budding yeast growth and
division as well as the molecular mechanisms underpinning their coordination.
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