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Abstract

X-ray and neutron crystallography are the predominant methods for obtaining atomic-

scale information on bimolecular macromolecules. Despite the success of these tech-

niques, generating well diffracting crystals critically limits going from protein to

structure. In practice, the crystallization process proceeds through knowledge-informed

empiricism. Better physico-chemical understanding remains elusive because of the

large number of variables involved, hence little guidance is available to systematically

identify solution conditions that promote crystallization.

The fields of structural biology and soft matter have independently sought out

fundamental principles to rationalize protein crystallization. Yet the conceptual dif-

ferences and limited overlap between the two disciplines may have prevented a com-

prehensive understanding of the phenomenon to emerge. Part of this dissertation

focuses on computational studies of rubredoxin and human uniquitin that bridge

the two fields. Using atomistic simulations, the protein crystal contacts are char-

acterized, and patchy particle models are accordingly parameterized. Comparing

the phase diagrams of these schematic models with experimental results enables the

critical review of the assumptions behind the two approaches, and reveals insights

about protein-protein interactions that can be leveraged to crystallize proteins more

generally. In addition, exploration of the model parameter space provides a rationale

for several experimental observations, such as the success and occasional failure of

George and Wilson’s proposal for protein crystallization conditions and the compe-
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tition between different crystal forms.

These simple physical models enlighten the connection between protein phase

behavior and protein-protein interactions, which are, however, remarkably sensitive

to the protein chemical environment. To help determine relationships between the

physico-chemical protein properties and crystallization propensity, statistical models

are trained on samples for 182 proteins supplied by the Northeast Structural Ge-

nomics consortium. Gaussian processes, which capture trends beyond the reach of

linear statistical models, distinguish between two main physico-chemical mechanisms

driving crystallization. One is characterized by low levels of side chain entropy and

has been extensively reported in the literature. The other identifies specific electro-

static interactions not previously described in the crystallization context. Because

evidence for two distinct mechanisms can be gleaned both from crystal contacts

and from solution conditions leading to successful crystallization, the model offers

future avenues for optimizing crystallization screens based on partial structural in-

formation. The availability of crystallization data coupled with structural outcomes

analyzed through state-of-the-art statistical models may thus guide macromolecular

crystallization toward a more rational basis.

To conclude, the behavior of water in protein crystals is specifically examined.

Water is not only essential for the correct functioning and folding of proteins, but

it is also a key player in protein crystal assembly. Although water occupies up to

80% of the volume fraction of a protein crystal, its structure has so far received little

attention and it is often overly simplified in the structural refinement process. Merg-

ing information derived from molecular dynamics simulations and original structural

information provides a way to better understand the behavior of water in crystals

and to develop a method that enriches standard structural refinement.
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Introduction

Biological macromolecules are central to life. Although biochemical processes can

sometimes be characterized at a relatively coarse scale, a complete microscopic un-

derstanding of the underling mechanisms necessarily stems from knowing how these

biomolecules precisely interact with their environment. Proteins, in particular, per-

form an extremely wide range of functions that are essential for life, from catalysis,

to DNA replication and repair. Reciprocally, their malfunction is often associated

with diseases. It is fair to say that proteins represent the most sophisticated nano-

machines known to mankind, shaped by more than a billion years of natural selection.

From an engineering perspective, few other systems offer more insight into designing

optimal self-organizing matter that can be molded to perform exquisitely specific

functions over a wide range of conditions. As a result, expanding our knowledge of

proteins holds the key to understanding life, and, from an applied point of view, to

designing better drugs and biomaterials.
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1.1 X-ray and neutron crystallography

Proteins are encoded in DNA as sequences of base pairs, which are eventually trans-

lated into a sequence of aminoacids, i.e., a protein’s primary structure. Although

advances in high-throughput sequencing have drastically increased our knowledge of

protein-encoding genes, information about the aminoacid sequence often carries little

information about a protein function and behavior. To perform their functions, pro-

teins hierarchically fold into their secondary and then their tertiary structure. The

resulting three-dimensional shape determines how a protein interacts with the its

environment. This connection between function and shape is the basis for structural

biology and structural genomics.

Predicting a protein tertiary structure from sequence information alone is a com-

plex task that, despite huge efforts, is far from being fully solved [5]. The most

used method for obtaining protein structural information is thus still X-ray and neu-

tron crystallography. Despite important methodologically advances, NMR remains

incapable of handling proteins larger than few tens of amino acids [6], and electron

cryo-microscopy has only recently been able to reach nearly atomic resolution (4-5

Å) and still presents sizable technical challenges, such as beam-induced motion [7].

Prior to diffracting a protein, three main experimental steps have to be performed:

(i) expression, to produce the actual protein molecules; (ii) purification, to separate

those molecules from everything else that was used to produce them; and (iii) crys-

tallization, i.e., the self-assembly of several copies of the same protein in an ordered,

well-packed micron-size crystal. Although each of these steps presents several chal-

lenges, crystallization is by far the most troublesome [8–11]. In standard conditions,

proteins avoid crystallization because it typically prevents their correct function. In

fact, some studies even suggest that negative selection has played an important role

favoring protein features that promote their solubility [12, 13]. Several neurode-
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generative deceases, such as Alzheimer’s and Parkinson’s, have even been linked to

solubilization failure resulting in unwanted aggregation of certain proteins [14], and

cataract formation directly involves the crystallization of eye proteins [15–18]. To

achieve successful crystallization, proteins thus have to be brought under extreme

chemical conditions to promote their periodic assembly, yet without denaturing them.

Even within the bounds of this fine balance, the chemical space that needs to

be sampled is so wide that exhaustive searches are simply beyond reach. Crystal-

lographers have thus developed, over the years, chemical screens that summarize

conditions that have worked in the past, plus a factorial design of combinations of

mainly four additives: inorganic salts, depletants, organic molecules and buffers [8].

Technological advances in automatizing the process currently allow the testing of

thousands of crystallization conditions at once. Yet, despite the accrued knowl-

edge and improvement to the experimental techniques, successful crystallization re-

mains the exception, rather than the rule. On average, only 0.04% of crystalliza-

tion experiments generate good-quality crystals making crystallization remarkably

time-consuming and expensive [9]. Certain families of proteins, such as membrane

proteins [19], remain extremely hard to crystallize, limiting our understanding of

biological phenomena, our ability to design drugs, and to engineer bio-inspired ma-

terials [8, 10, 11, 20–26]. It is clear that as long as crystallography remains the

method of choice for protein structure determination, only the advent of a better

understanding of the mechanisms underlying protein crystallization can result in a

high-throughput approach that could shift the current structural biology paradigms

along the lines of what happened to genomics over the last couple of decades.

The first step towards systematic crystallization consists of unveiling the physical

principles and rules that control the phenomenon. Until now, successful crystalliza-

tion has mostly relied on intangibles such as intuition and rules of thumb accumulated

over the years, automatization of the trials, and luck. The aim of this work is to
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provide an understanding of the phenomenon based on physicochemical principles

and to use the microscopic insights to guide targeted experiments as well as improve

current sampling methodologies.

1.2 Phase diagrams and protein crystallization

From a physical point of view, protein crystallization is a phase transition, in which

the solvated protein molecules aggregate in an ordered, periodic crystal, similarly to

water freezing in ice. In this respect, the phenomenon can be studied using methods

developed in thermodynamics and statistical mechanics.

Phase diagrams illustrate how state variables control which state of matter is in

thermodynamic equilibrium. Although the diagram is generally multi-dimensional,

for simple systems standard representations reduce it to two dimensional projections,

which describe it as a function of either temperature and concentration or temper-

ature and pressure. By analogy to simple systems, protein solutions display phases

corresponding to solid, liquid, vapor, and supercritical fluid.1 (For some well-studied

proteins, such as lysozyme and gamma-crystalline, the phase diagram has even been

experimentally determined under different solution conditions [27–32].) When rep-

resented as a function of temperature and protein concentration, however, protein

phase diagrams appear qualitatively different from those of simple molecules. Text-

book descriptions of the latter display a first order phase-transition between a vapor

and a liquid phase that terminates at a stable critical point. In proteins, by contrast,

the critical point drops below the crystal solubility line, which makes it, as well as

the accompanying gas and liquid phases, metastable (Fig. 1.1). For the majority of

proteins with such a phase diagrams successful crystallization appears to be most

1Because protein solutions are a mixture of proteins, water, and other additives, these phases
do not exactly correspond to the states of matter we are used to. For example, the vapor phase
corresponds to a low concentration protein solution, whereas the liquid to a high concentration one.
Similarly, a protein crystal often contains up to 60% water.
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common when a protein solution drop is supersaturated in the region between the

solubility line and the metastable critical point, i.e, in the crystallization gap [10].

If the protein solution drop is saturated at temperatures below the critical tem-

perature, however, the system aggregates in a (disordered) gel. Such aggregation,

although metastable, is often long-lived, and should therefore be avoided to increase

the chances of successful regular assembly.

Although this phase diagram topology is thought to be the most common among

proteins, notable exceptions exist. Some proteins are observed to crystallize in more

than one crystal lattice under the same solution composition [33–36]. The type

of crystal assembled can then depend on the initial protein concentration in the

drop, the temperature at which the experiment is performed, and the duration of

the experiments. These kinds of phase diagrams are discussed in Chapter 6. Other

stranger scenarios are also possible. Some proteins are characterized by a decreasing

protein solubility with increasing temperature (inverted solubility) [37–39], which can

sometimes result from a single mutation [31]. This phenomenon has been tentatively

attributed to the temperature dependance of the entropy of water [40], but it remains

overall poorly understood.

In any case, whether the phase diagram is standard or not, if protein crystal-

lization gaps were readily identifiable, the crystallization problem would be solved.

Unfortunately, experimental determination of protein phase diagrams is more time

consuming than large scale crystallization experiments, which makes the approach

of limited relevance. To gain useful insight from phase diagrams, we need a way to

compute them from coarser descriptions that are still able to capture their salient

properties. In other words, we need a model.
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1.3 Models for protein phase behavior

Interestingly, the phase diagram topology reported for most globular proteins is also

observed in much simpler systems: colloidal particles with short-range pair attrac-

tion (less than 25% of the particle diameter) [41, 42]. The analogy is not surprising

if we note that proteins are approximately spherical objects with a diameter of few

nanometers that interact via local short-range interactions, such as hydrogen bond-

ing, salt bridges, and hydrophobic attraction. These interactions are of the order of

few angstroms, at most 10% of the protein diameter.

Several studies of short-range attractive colloidals have generated a clear physi-

cal understanding of these colloidal models. The change in phase diagram topology

from a stable to a metastable critical point when the interaction range is reduced,

for instance, [43–47] can be explained by considering the balance between entropy

and energy in the liquid and in the solid. For long-range interactions, there exists a

concentration-temperature range over which the liquid particles are sufficiently close

to benefit from the favorable energetic interactions while maintaining the high en-

tropy characteristic of disordered configurations. The liquid free-energy is therefore

lower than that of the crystal, despite the crystal’s lower potential energy. When

the interaction range is reduced, however, liquid particles have to be much closer to

each other to keep experiencing the energetic stabilization of those favorable interac-

tions (Fig. 1.1). Because the system is disordered, some particles nearly touch their

neighbors, which drastically reduces their entropy, and thus increases the liquid free

energy. By contrast, the crystal free energy remains essentially unchanged. For a

short enough interaction range, the liquid free energy thus raises above that of the

crystal and the liquid phase ceases to be stable (Fig. 1.1).

Because of the qualitative similarity between protein phase diagrams and short-

range attractive colloidal particles, the first models for phase behavior represented
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proteins as hard spheres, mimicking steric interactions, with an isotropic short-range

attractive interaction [32, 43, 44]. The possible shape of pair interaction could vary,

e.g., square-well, Lennard-Jones, DLVO, etc., but in all cases, the interaction pa-

rameters were optimized in order to fit the model phase diagram with the one of

the protein of interest. However, it soon became clear that something was missing.

First, isotropic interactions predict closely-packed crystals, such as the face-centered

cubic (FCC) lattice. Biomolecule crystals, by contrast, are characterized by rather

empty crystals, in which the packing fraction η, i.e., the fraction of space physically

occupied by the proteins, is between 0.3 and 0.5 (compared to 0.74 for FCC crystals).

Second, the region identified by the metastable vapor-liquid line is much wider for

isotropically interacting particles than it typically is for proteins [48, 49].

F

F

S

S

V L

Nucleation zone

Precipitation zone

a) b) c)

d) e) f)

Figure 1.1: Effect on the interaction range on temperature-density (T � ρ) phase
diagrams. For noble gases, such as argon, the interaction range is wide enough to
allow the liquid state (L) to be entropically stable (a), b), and c)). Fot short-range
attractive colloids and proteins, the entropic cost of the liquid state lowers the critical
point (Tc) below the solid (S) solubility line (d), e) and f)).

From a biochemistry point of view, it is not surprising that a model with isotropic
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interactions gives poor predictions of protein phase behavior. The protein surface is

heterogeneous and complex, and there is no reason to believe that different relative

orientations of a pair of proteins should result in similar interactions. It is in fact

more reasonable to have a model in which even tiny changes in orientation may affect

the pair interaction [48]. As an answer to the importance of directional interactions,

patchy particle models were introduced more than fifteen years ago [48–57]. These

models add directionality to the pair interaction. The position and properties of these

interactive patches can, however, vary. For instance, different optima are found to

reproduce the phase behavior of lysozyme from that of gamma-crystalline [48, 56].

This dissertation is based on the assumption that these models are the simplest to

reasonably capture the phase behavior of globular proteins.

It is important to note that the interaction parameters of these models are found

by fitting the phase diagram predicted by the model to the experimental one. How-

ever, as mentioned earlier, this information is normally unavailable and a more effec-

tive approach would be to parameterize the model by actual protein-protein inter-

actions and then predicts its phase diagram. This approach relies on the complete

characterization of crystal contacts, i.e., the protein interactions responsible for crys-

tal assembly, whose studies have thus far been limited. Although they control both

the thermodynamics and the kinetics of protein assembly, we know little about how

strong they typically are, their typical range, or what chemical interactions typi-

cally trigger them. Yet, like for a molecular solid, a physicochemical understanding

of protein crystallization, and self-assembly more generally, should stem from the

characterization of the interactions that drive it. In the following section we review

what little is known about crystal contacts. Chapter 3 presents the characteriza-

tion of crystal contacts for a specific protein and discusses how it can be used to

parameterized useful models.
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Table 1.1: Summary of the properties that differentiate specific from non-specific
interactions in different fields of study.

Field Specific interactions Non-specific interactions

Chemistry
Hydrogen bonds, Hydrophobic, depletion,

salt bridges van der Waals,
long-range electrostatic

Biophysics
Unique, strong, Many and weak

energy gap
between them and the rest

Molecular biology
Evolutionary tuned, strong, Weak,
geometrically constrained randomly distributed

1.4 Characterizing crystal contacts: specific vs. non-specific protein-
protein interactions

Protein-protein interactions have historically been classified as specific or non-specific,

with slightly different meaning depending on the disciplinary context (Table 1.1). In

chemistry, it distinguishes certain attraction forces from others, although the clas-

sification of the various physical mechanisms in not unambiguous [58, (§ 18.8)]. In

biophysics, the distinction between specific and non-specific interactions typically

relies on the existence of an energy gap that clearly divides a single, strong (specific)

interaction from the other (non-specific) ones [12, 59]. In molecular biology, specific

interactions are deemed responsible for the stoichiometric recognition of a given tar-

get, while non-specific interactions arise from the promiscuous yet non-biologically

relevant association of molecules [60–63]. Specific interactions have thus been evo-

lutionarily tuned to be free-energetically strong and geometrically oriented, while

non-specific attractions have not. As mentioned above, this general weakness, how-

ever, may itself have evolved so as to prevent pathological aggregation [12, 13]. Note

that although these three definitions are not necessarily orthogonal to one another,

we here aim to clarify the last one.

When applied to crystal contacts, specificity has been used to suggest that bio-
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logically non-functional interactions are in many ways indistinguishable from inter-

faces obtained by randomly bringing two proteins together [12]. These interfaces do

present characteristics that are typical of non-specific interactions: they are weaker

than functional interaction (of the order of few kJ/mol) and they do not have any

obvious biological purpose. However, they also have unique properties that distin-

guish them from randomly selected surface patches. Two recent studies supported

this idea by showing (i) that crystal contacts are enriched for specific amino acids,

e.g. glycine and alanine, and depleted in large charged residues, i.e. glutamic acid

and lysine [64], and (ii) that proteins with a higher fraction of glycine and alanine on

the surface tend to crystallize more easily [65]. These observations suggest that spe-

cific local protein properties are correlated with crystallization and protein surface

regions carrying such properties are more likely to be responsible for the interactions

that drive crystal formation. Protein surfaces are characterized by high levels of het-

erogeneity that must play an important role in protein crystallization. For instance,

hydrophobic regions probably tend to interact with other hydrophobic regions and

not with highly polar areas. Although different from biologically functional interac-

tions, crystal contacts are still triggered by the basic chemical interactions that are

used in any molecular system. This information can be used to predict candidate

crystal contacts, determine the solution conditions that strengthen or weaken them,

and offer candidate mutations to tune the interaction properties. Suggestions in this

directions are offered in Chapter 3 and 4.

1.5 Controlling protein-protein interactions

The physical models presented in Chapter 3, 4, 5, and 6 succeed in quantitatively

correlating the protein phase behavior and kinetics with the properties of protein-

protein interactions. It is important to underline that this correlation can be ex-

ploited in both directions. First, given protein-protein interactions, the phase dia-
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gram and kinetics can be determined and the experimental conditions accordingly

chosen (Chapter 3 and 4). Second, optimal phase diagrams, i.e., phase diagrams

that most facilitate crystallization, are characterized by specific protein interactions

that can be targeted (Chapter 5 and 6).

Targeting optimal phase diagrams relies on understanding how to quantitatively

control and tune interactions, either by changing the solvent effects, or by directly

mutating residues in one or more crystal contacts. The principles behind such con-

trol are, however, still poorly understood [66–72]. Although the chemical interactions

that result in protein interactions are individually fairly well characterized, their com-

bined effect on self-assembly is far from trivial [73–75]. Also, the effect of additives

cannot always be reduced to elementary mechanisms, such as electrostatic screening

or depletion interactions. High-valency ions not only screen electrostatic interactions,

but are also known to play a critical role in crystallization by coordinating multiple

chains in the crystal [76]; poly-ethylene glycol (PEG) not only results in depletion

interactions, but can also wrap around proteins generating PEG-protein compounds

that behave differently from monomeric proteins [77, 78]. Computational studies

that gauge the effect of mutations and cosolute on protein-protein interactions are

definitely necessary, but, for now, very expensive to conduct.

An alternative approach consists in exploiting the results from crystallization ex-

periments accumulated over the years. Thousands of different solution conditions

for thousands of different proteins have been tested and have resulted either in suc-

cess (protein crystal) or failure (clear solution or aggregated gel). Although this

binary classification of the experimental output is a very coarse representation of

a phase diagram, it can still be used to gather some information about the rela-

tionship between protein properties, solution conditions, protein interactions, and

crystallization output. The experimental crystallization variables can be classified

in two types: protein-dependent, and solution-dependent. Protein-dependent prop-
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erties are the aminoacid sequence and the three-dimensional characteristics of the

proteins; solution-dependent properties involve the type and concentration of a pro-

tein cosolute in the solution. Some properties, such as the protein net charge, or

the crystal contacts that characterize the possible formation of a crystal, depend on

both. Analyzing the effect of these properties on the outcome of a crystallization

experiment can provide insights into which of them promote or hinder crystalliza-

tion, if and how their effects couple in a non-trivial way, and ultimately whether they

are good predictor of the success rate of a crystallization experiment. Interpreting

these results in the light of the protein phase diagrams and the basic physicochemical

principles allows one to infer how to taylor solution conditions or mutate proteins to

favor crystallization (Chapter 7).

1.6 The role of water in protein crystals

Protein crystals contain a high volume fraction of water molecules (up to 60-70%).

It is also the solvent in protein crystallization experiments. When studying protein-

protein interactions, the role of water molecules is accounted for as effective, relying

on the assumption that the water dynamics is much faster than protein dynamics

and, therefore, its degrees of freedom can be averaged out. Although this assumption

is likely appropriate in solution, in the final protein crystal the water molecules are

often confined to narrow gaps between the proteins. Analyses of crystal contacts

and of biological interfaces show that neighboring chains often interact indirectly

through a network of water molecules [79, 80], suggesting that the water structure

may play an important role. It is thus not surprising that, within the diffraction

patterns generated by protein crystals, the electron density of several oxygen atoms

from water molecules can be detected, implying that this water is frozen in the

crystal. The rest of the water is also far from structureless, especially close to the

protein surface, whether that surface is hydrophobic or hydrophilic [75, 81, 82].
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Currently, the models that are used to resolve diffraction patterns and obtain pro-

tein coordinates neglect water structure and assume that it is uniformly distributed

around the protein, with few exceptions when a periodic pattern is observed and

assigned to a specific crystal (frozen) water molecule. Some studies have attempted

to extend crystallization models by using water descriptions that assign a less triv-

ial water structure [83]. Unfortunately, the improvement of the resulting structural

model has thus far been limited, a result that has been used to advocate against the

use of non-uniform water models.

The steady growth in the availability of computational resources and the advances

in simulation techniques, however, allow us to revisit this problem using molecular

dynamics simulations rather than analytical approximations. Chapter 8 addresses

two questions: (i) can simulations supply extra information that complements and

enriches the experimental diffraction pattern? And (ii) under what conditions do

commonly used water models succeed or fail in reproducing experimentally observed

water structure, especially at the protein surface? Answering the first question can

improve the accuracy of protein structures; answering the second tests the robust-

ness of classical molecular dynamics water models to solvation of biomolecules and

provides guidelines to improve them.

1.7 State-of-the-art of biomolecule crystallization

Exactly 100 years have passed since the first use of X-ray crystallography [84]. Ini-

tially used only for small molecules, the approach quickly led to some of the most im-

portant molecular discoveries of the past century. Rosalind Franklin’s X-ray diffrac-

tion pattern of DNA in 1952 provides invaluably help to Crick and Watson in creating

their famous double-helix model. In 1958, the first protein structure, myoglobin, was

resolved opening the field to what we now call structural biology. Since then, the

number and quality of structures has rapidly increased. Solving diffraction patterns,
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which was initially done manually, is now for the most part automated.

Technological advances keep pushing the field forward. In particular, free-electron

lasers (FEL), which produce extremely intense, very short X-ray pulses, are now used

to obtain diffraction patterns from nanometer-size crystals with high resolution [85].

Not only are these crystals too small for standard X-ray sources, but they also

often go undetected in the crystallization screens, because they are easily confused

with amorphous precipitates [86]. The emerging possibility to study the structure

of nano-crystals requires novel strategies both to detect them in the experimental

screens [86], and to predict under what conditions they can form. Yet, in spite of

their size difference, the assembly of nano-crystals, like that of micron-size crystals,

is also determined by the phase diagram and the kinetics of the protein solution. The

ideas and models presented in this dissertation can therefore be directly transferred

to nano-crystal predictions (see, for example, Chapter 5).

1.8 Plan for the dissertation

This dissertation is organized as follows. In Chapter 2, we discuss the details of

the computational methods used to produce and analyze the data. Chapters 3 and

4 report two case studies based on the protein rubredoxin from Pyrococcus furious

and on human ubiquitin. For both studies, we characterize the crystal contacts, test

the assumptions behind patchy models and gain insights in how to facilitate their

crystallization. Chapters 5 and 6 show how exploring the model parameter space

can help explain experimental observations and identify the optimal protein inter-

actions for promoting crystallization. Chapter 5 focuses on the role of the strength

distribution and the location of the patchy interactions, and Chapter 6 on the role of

competing crystal forms. In Chapter 7, we develop statistical models to analyze crys-

tallization databases and derive meaningful insights about the correlation between

protein properties, solution conditions, and crystallization outcome. Finally, Chap-
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ter 8 focuses on the role of water in protein crystals and how molecular dynamics

may help refine protein structures extracted from diffraction experiments.
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2

Computational Methods

Several computational techniques have been used and sometimes expanded to per-

form the analyses described in the following chapters. The current chapter provides

details on the non-standard implementations of some of the techniques, whereas top-

ical textbooks are referred to for complete descriptions of standard methodologies.

2.1 Molecular dynamics simulations

Classical molecular dynamics (MD) simulations are often the closest classical approx-

imation to an experiment. Their goal is to reproduce the dynamics of an atomic sys-

tem by iteratively solving a discretized version of Newton’s equations of motion [87].

As such, their proper application requires a differentiable potential function that can

be computed for any configuration of the system under study.

For the specific scope of this thesis, MD simulations have been employed to an-

alyze protein and solvent dynamics, and to determine protein-protein interactions.

In all these cases, the proteins and the solvent are described in their atomistic de-

tails (including hydrogens), neglecting any quantum mechanics effect. The potential

function that describes the energy of each configuration is provided by atomistic
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forcefields. These forcefields are pairwise additive, which means that the overall en-

ergy of the system is the sum over all the interactions between each pair of atoms.

These pairwise interactions are normally classified as bonded or non-bonded interac-

tions. The former describe covalent bonds and contain a bond term, an angle term,

and a dihedral angle term. The latter mimic non-covalent interactions, such as elec-

trostatic, van der Waals, and hydrogen bonding. They contain a Coulomb term that

takes care of electrostatic interactions and hydrogen bonding, and a Lennard-Jones

term that mimics van der Waals interactions.

Although all forcefields share these characteristics, the exact parameterization,

i.e., the partial atom charges, the Lennard-Jones parameters, the bonding constants,

and so on are forcefield specific. Some forcefields perform better in certain situations

than in others and the debate on which one is the best forcefield is still very open [88].

Unless specified otherwise, for the scope of our analyses, we use Amber99sb for the

protein atoms [89], tip4p with Ewald summation for the water molecules [90], and

Aqvist for the ions [91].

A feature that is accessible to MD simulations, and that has been used in multiple

flavors in this work, are restraints. Restraints are external forces, often harmonic,

that add an additional term to the system Hamiltonian in order to investigate the

system dynamics by constraining certain degrees of freedom. A classical example is

studying the effect of side chain flexibility on protein dynamics, while ignoring the

effect of the backbone flexibility. In such case, the backbone of the protein is pinned

to its equilibrium configuration, whereas the rest of the molecule is allowed to jiggle.

More sophisticated ways to use restraints are related to some sampling techniques,

such as umbrella sampling, which will be described below.

All the MD simulations described below and in the following chapters are run at

neutral pH (at which the forcefields were parameterized) with explicit solvent and

ions. The ions have the role of both neutralizing the total charge of the system (most
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proteins carry a net charge at neutral pH) and to reproduce the salt concentration

used in experiments. During the initialization of the simulations, the number of coun-

terions necessary to compensate for the protein charge is added to the system, and

then additional ions are introduced to reach the desired concentration. This causes

the concentration of cations and anions to be slightly different, but this deviation is

typically negligible.

2.1.1 Check the starting protein structure

MD simulations require a reasonable initial configuration of the system as a starting

point. Poor initial guesses in the solvent configurations are, in most cases, easel

corrected by allowing the system to relax for few picoseconds. However, wrong initial

protein configuration can be much more challenging to correct. In all the analyses

to follow, we obtain an initial configuration of the protein from its PDB coordinate

file, which can, in principle, not be very accurate.

To avoid poor initial configuration as much as possible, we test all the PDB con-

figurations using the software MolProbity [92], which checks for bad clashes between

atoms and unusual rotamers. Only in one case, rubredoxin from Pyrococcus furi-

ous (RbPf, PDB id: 1BRF) changes to the initial structure have been necessary to

residue number 49. The corrected rotamer was found by fitting the residue to the

electron density map of the protein.

2.1.2 Protein stability

As a first step in any atomistic MD simulation, it is good practice to verify that the

forcefield is able to reproduce the equilibrium properties of the molecular complex

under study. Examples of these properties are the radius of gyration, the thermal

fluctuations of certain atoms, the configuration space explored by the molecule, and

so on. Testing the good agreement between simulations and experiments can be
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challenging for certain bimolecular complexes in which the sampling of configura-

tional space is inefficient. In such cases, specific techniques that enhance sampling

need to be employed. Fortunately, in the case of many globular proteins, such as

those studied here, this is not a concern. The proteins we study are characterized

by inhabiting a single configuration, with small fluctuations around it, and by hav-

ing rigid highly hydrophobic core that limits the overall flexibility. The significant

dynamical time-scales are therefore short and good agreement between experiments

and simulations can be achieved after only 10-50 nanoseconds.

In this work, a careful analysis of rubredoxin’s simulated behavior was necessary,

because of the presence of a binding iron (the active site of the protein). Unlike

other globular proteins that rely on their hydrophobic core for stability, rubredoxin’s

rigidity is mostly due to the coordination between the metal atom and four cysteine

residues [2]. Without a correct parameterization of this active site, the protein sim-

ply unfolds after few nanoseconds by successively breaking the key hydrogen bonds

that are essential to keep the overall shape intact [93], and thus extra constraints

are needed (Fig. 2.1). Because experimental data from NMR structures guarantee

that this region of the protein should be highly stable [1], the main reason for such

poor behavior in simulation is likely the poor parameterization of the interactions

between the iron and the cysteines. An ab initio quantum mechanics calculation

provided by the Yang’s group allowed us to correct the forcefield parameterization

of the metal, achieving quantitative agreement between simulations and experiments

(Chapter 3 and Fig. 2.1). In particular, thermal fluctuations of the Cαs atoms and

chemical shifts agree with NMR data, and the radius of gyration (Rg), the solvent

accessible area (SAS), the overall root mean square deviation (rmsd), and the sec-

ondary structure classification equilibrate after few nanoseconds as expected. This

analysis also validates the reasonableness of our choice of forcefield when applied to

the system under study, and also provides estimates for the equilibration time of the
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Figure 2.1: Comparison between MD results and experimental data for RbPf. A:
Cα trace along a simulation of an individual protein with and without the constraints
introduced my the metal site parameterization. The color changes from red to blue
along the simulation. B: Total rmsd of the Cαs along the individual unconstrained
simulation (black) and the individual constrained simulation (red). C: Cα fluctua-
tions in the unconstrained isolated MD simulations (MD unconstr), the isolated MD
simulations with constrained metal site (MD constr), the umbrella sampling MD
simulations (US MD), the NMR fluctuations (NMR, PDB code: 1ZRP) [1] and the
B-factor reported in the crystal structure (X-ray, PDB code: 1BRF) [2]. The Cα

involved in loop 1, 2 and 3 are highlighted respectively in red, green and blue. D:
Same as C for interface 2c. The iron site of chain A is nearby the crystal contact.
E: Chemical shifts and relative standard deviation obtained with SPARTA [3] using
800 frames from the equilibrated constrained isolated MDs and the equilibrated US
MD compared with the experimental chemical shifts of the NMR structure [1].

system. Although achievement of a fully equilibrated system is never guaranteed,

these estimates provide some reliability for results coming from simulations that span

several times this time scales.

2.1.3 Determination of potential of mean force

MD simulations provide a tool to estimate solvent-mediated the protein-protein in-

teractions, or potential of mean force (PMF). As mentioned in the previous chapter,

these interactions are in large part responsible for protein phase behavior and their

characterization represents a key step to go from protein structure to phase diagram.

Because we are interested in protein crystallization, the interactions we focus on are
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those stemming from protein crystal contacts.

PMF calculations often require sampling free-energy barriers between two or more

configurations, and therefore standard sampling techniques result in large errors

because of poor statistics. The techniques described below overcome these difficulties

and can be used to characterize any kind of interaction between two biomolecules,

between a biomolecule and a small target molecule, or even between a biomolecule

and a substrate. The parameters and the simulation time scales vary depending on

the application, and particularly on the strength and the range of the interactions,

but the principles behind the methods are universal.

Both methods described below rely on pulling two proteins apart along a given

reaction coordinate, which is the variable on which the PMF will depend. The

choice of this reaction coordinate is arbitrary and chosen in order to best answer the

problem of interest. In our case, we choose the reaction coordinate to be the direction

orthogonal to the protein-protein interface. Mathematically, this is computed in three

steps. First, the Delaunay triangulation of the interface between the two protein is

computed using the software Ciel [4]. This computation results in a collection Ω of

triangles, in which each triangle i is identified by the coordinates of its three vertices

pvi1,v
i
2,v

i
3q. Second, the inertia tensor of the collection of the triangles that form the

interface is calculated in a frame of reference where the origin is the center of mass

of the ensemble Ω. Assuming that each triangle carries a mass proportional to its

area Ai, then the coordinates of the center of mass c are given by

c �

°
i

1
3
Aipv

i
1 � vi2 � vi3q°
iAi

(2.1)

where

Ai � pvi2 � vi1q � pvi3 � vi1q{2. (2.2)
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The inertia tensor Ji for one triangle is related to the triangle covariance Ci by

Ji � trpCiqI � Ci (2.3)

where I is the identity matrix and tr represents the matrix trace. If we define ṽ �

v� c the vertices coordinates in the translated reference frame, then the covariance

matrix of triangle i is

Ci � AiV
T
i SVi (2.4)

where V represents the 3 � 3 matrix containing the triangle translated vertices co-

ordinates pṽi1, ṽ
i
2, ṽ

i
3q as rows and

S �
1

24

�
� 2 1 1

1 2 1
1 1 2

�
� .

Because the inertia tensor of a collection of objects is simply the sum of the inertia

tensors of the individual objects, then the inertia tensor of the whole interface J �°
i Ji.

Once the inertia tensor is known, the three principal axes of inertia, which corre-

spond to the eigenvectors of J can be computed. Because they are eigenvectors, they

are orthogonal by definition. Two of the directions corresponding to the principal

axes of inertia identify the plane over which the interface lies; the third is then or-

thogonal to such plane. By simple visualization, one can discriminate which principal

axis is orthogonal to the interface and this direction is used as reaction coordinate

in the techniques described below.

Because the interaction between two proteins strongly depends on their recipro-

cal orientation and we are interested in the interaction at crystal contact, additional

restraints have to be used to ensure that the molecules do not rotate with respect to

each other while they move along the reaction coordinate. Two types of restraints
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guarantee this. The first relies on dihedral restraints between the two proteins orien-

tation. Because the orientation of an object in three dimensions has three degrees of

freedom, it is sufficient to choose three linearly independent directions to restraint.

In practice, this is done by choosing three pairs of atoms, pa1, a2q, pb1, b2q, pci, c2q for

protein A, as well as three pairs pa11, a
1
2q, pb

1
1, b

1
2q, pc

1
1, c

1
2q for protein B, and adding an

harmonic constraint on at least three dihedrals defined by the vectors px1, x2q, py
1
1, y

1
2q,

where x and y can be a, b, or c. Although this approach guarantees that the orienta-

tions are restrained and no other degree of freedom is affected, it has the disadvantage

of being incompatible with Gromacs implementation of domain decomposition, an

algorithm that allows incredible speed-up in the computation.

An alternative restraint that is compatible with the domain decomposition algo-

rithm relies on purely position restraints. Because in all these simulations only one

protein is pulled along the reaction coordinate, whereas the other is restrained, the

orientation of the latter is fixed. It is then sufficient to keep the orientation of the

pulled protein unchanged. This feat can be accomplished by choosing two atoms

and pinning their position to a sliding plane orthogonal to the reaction coordinate.

For example, if z is the reaction coordinate, then the px, yq coordinates of the two

atoms are constrained, guaranteeing that the protein does not rotate and only trans-

lates along z. Although faster, this restraint introduces additional constraint, such

as limited fluctuations on the px, yq plane, that could potentially bias the results.

Comparing the two methods, however, shows no detectable difference between the

two approaches within the simulation error.

Jarzynski’s equality and Crooks fluctuation theorem

A possible way to compute the free energy difference between two system configu-

rations, A and B, relies on calculating the work done on the system during a non-

equilibrium transformation that brings it from A to B.
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For systems far-from-equilibrium, Jarzynski’s equality [94] relates the difference

in free energy ∆F to the work W needed to switch configuration

xe�βW y � e�β∆F . (2.5)

where   ¡ indicates the average over many repetitions of the switching process.

The equality is trivially satisfied along reversible paths where W � ∆F and no dis-

sipative work Wd is done. When the trajectories are irreversible, most of them are

characterized by dissipation (Wd ¡ 0), and the equality is satisfied by the presence

of rare trajectories with Wd   0 that transiently violate the second law of thermody-

namics. Because these trajectories are unlikely to occur among the few simulated fast

trajectories, the direct application of Jarzynski’s equality is limited to reaction paths

very close to the equilibrium. In our case, configurations A and B are respectively

the bound and unbound state of the two proteins and a trajectory consists in pulling

apart the two proteins along the reaction coordinate of our choice. The pulling is nor-

mally implemented using steered molecular dynamics (SMD) simulations: a spring

is attached to the center of mass of one of the proteins and its equilibrium position

is moved over time with a given velocity, while keeping the other protein fixed. To

achieve a quasi-reversible path, the pulling needs to be performed extremely slowly,

which may bring it beyond computational reach.

A more general theorem that is valid under most conditions and relates the work

probability distribution of the forward (F), i.e., from bound to unbound state, and in

the reversed (R) direction along the reaction coordinate z with the dissipative work

WdF {R � WF {R 	 ∆F is Crooks’s fluctuation theorem [95]:

PF pW q

PRp�W q
� eWdF . (2.6)

Although the possible trajectories from configuration A to B are infinite, one

possibility relies on using SMD simulations with a stiff spring approximation [96].
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According to this scheme, the system potential Upzq is biased by an harmonic po-

tential with spring constant k so that for a small change in reaction coordinate δz,

it holds that

e�βδF � e�βUpzq
»
dz1e�

βk
2
pz�z1q2 �

c
2π

βk
e�βUpzq, (2.7)

where the last approximation holds if k " 2{pδzq2.

With a stiff spring approximation, the work distributions over forward and re-

versed trajectories, PF {RpW q, are Gaussian with mean W F {R and variance σ2
F {R

PF {RpW q �
b

2πσ2
F {R exp

�
�
W �W F {R

2σ2
F {R

�
. (2.8)

The mean dissipative work in the two directions is

W dF {R �

»
dW pW 	 ∆F qPF {RpW q � W F {R 	 ∆F. (2.9)

Because the distributions have to satisfy Crooks fluctuation theorem, it follows that

σ2
F � σ2

R � W F �WR (2.10)

and that

∆F �
W F �WR

2
. (2.11)

Therefore, to estimate ∆F it is sufficient to run several SMD simulations in the

forward and reverse directions and obtain an estimate for the average forward and

reverse work, W F {R.

As mentioned earlier, the validity of this approach is contingent on the Gaussian

form of the work probability distribution. Checking this assumption is thus the first

step to ensure that the trajectories have been sufficiently sampled. In contrast to

what presumably observed in Ref. [97], when applied to rubredoxin, using 10 forward
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and 10 reversed SMD simulations, 10-ns long, with a spring constant of 5000 kJ/(mol

nm2), we found that the work distribution was not Gaussian. At least 10 times more

simulations would have likely been necessary to sufficiently sample the space, which

made the approach computationally to expensive.

Umbrella sampling

Umbrella sampling is a method to improve sampling when the system ergodicity is

hindered by the presence of free-energy barriers that limit the transitions between

two or multiple states [87, 98]. The basic idea consists in introducing a biasing

potential Ubiaspr
Nq that modifies the Boltzmann weight πprNq (Fig. 2.2A), such that

πprNq �
e�βUbiaspr

N qe�βUpr
N q³

dr1Ne�βUbiaspr1
N qe�βUpr1

N q
. (2.12)

The free energy of the system can then be determined up to an additive constant as

follows:

expp�βF q �

»
dr1

N
e�βUpr

1N q �

»
dr1

N
e�βUpr

1N qπpr
1Nq

πpr1Nq
� CxeβUbiasyπ (2.13)

where x. . . yπ means that the averaging is over sampling according to π. It follows

that

βF � � logp  eβUbias ¡πq (2.14)

plus an additive constant. The free energy difference between two configurations A

and B sampled by the simulation is thus

β∆F � � log
  eβUbiaspr

N
A q ¡π

  eβUbiaspr
N
B q ¡π

. (2.15)

In most cases, configurations A and B are far apart and more than one harmonic

umbrella is necessary to sample the path between the two target configurations.
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Figure 2.2: Summary of the umbrella sampling technique. A: The biasing potential
Ubias is defined for each sampling window. B: A histogram of the configurations
sampled in each window is calculated to ensure good sampling. C: The PMF is
pieced together by optimizing the overlapping regions between neighboring windows.

In this case, a collection of intermediate configurations and corresponding biasing

potentials are designed to carefully sample the whole pathway. They are often called

umbrella sampling windows because they sample specific and partially overlapping

ranges of the reaction coordinate that identifies the pathway from A to B. From

each window, it is possible to calculate a variation in free energy as described above

(Fig. 2.2B). The different pieces of the PMF function are then linked together by

optimizing the agreement between free energy profiles given by contiguous windows

in the overlapping range (Fig. 2.2C).

In the specific case of the MD simulations described here, the biasing potential

is characterized by an harmonic shape with spring constant 5000 kJ/(mol nm2) and

windows are sampled every 0.1 nm. The starting configuration for each window is

prepared by pulling the two proteins apart maintaining their reciprocal orientation.

Each simulation provides a distribution of the sampled reaction coordinates that

can then be used in Eq. 2.14. The final integration of the results from the different

windows is perform by Gromacs using the g wham function [99].
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2.1.4 Angular breath of the interaction

In order to completely characterize the protein-protein interactions, the angular part

of the potential has to be determined. Because the surface of the proteins involved

in crystal contacts is very heterogeneous, we expect these interactions to have a

relatively narrow angular distribution around a well defined optimal configuration

corresponding to the crystal contact. Therefore, standard sampling of the configura-

tional space should be sufficient to characterize this part of the interactions without

using more sophisticated sampling techniques as we did for the radial part.

The sampling is performed using MD simulations in which the distance between

the centers of mass of the two proteins is held constant using an harmonic restraint.

Assuming that the MD simulations sample the configurational space according to

the Boltzmann distribution, the frequency of the visited region of the solid angle

between the two proteins defines the energy landscape as a function of the reciprocal

orientation. To compute the angular width of the interaction, we defineRa � rpt � 0q

and Rb � �rpt � 0q, where rptq is the vector connecting the two proteins center

of mass at time t. During the simulation, we track the angles δa and δb, which

respectively define the angles between Ra and rptq, and Rb and �rptq (Fig. 2.3A and

C). The projection of rptq and �rptq over the unitary sphere visually illustrate how

wide the interactions are (Fig. 2.3B).

In addition to angles δa and δb, also a third angle θ that measures the torsion

around rptq should be computed. Because the patchy particle models described in

Chapter 3, 4, 5, and 6 do not include a parameterization for torsion, this parameter

is not required. However, if it were included it would be sufficient to define two

reference vectors on the proteins R1
a and R1

b that connect the center of mass to a

reference atom, and keep track of the dihedral between R1
a, rptq, and R1

b. As long as

R1
a and R1

b are not parallel to rptq, so that the dihedral is well defined, any reference
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Figure 2.3: Computation of the angular width of one crystal contact of RbPf. A: At
the beginning of the simulations the initial position of the Ra and Rb is memorized.
While the simulations proceeds the angles δa and δb are tracked. B Projection of rptq
and �rptq on the unit sphere around the proteins colored according to the frequency
with which they are visited (blue is less frequent, red is more frequent). The arrows
indicate Ra and Rb. C: Histogram of cos δa and cos δb that are tracked as shown in
panel A.

atom would work. It is wise to choose a reference atom that is to a large extent

unaffected by side-chains fluctuations in order not to bias the measurement of the

dihedrals.

2.2 Monte Carlo simulations

Once the coarse-grained model is defined and parameterized, most of the results

presented in this work are obtained using different types of Monte Carlo simulations.

In statistical mechanics, most observables of interest can be written as averages over

an ensemble of configurations pr1, . . . , r2q that a system of N particles visits with a

probability that obeys the Boltzmann distribution πBpr1, . . . , rNq �
1
Z
e�βUpr1,...,rN q.

Here, Z is the partition function, i.e., the normalization constant of the Boltzmann

distribution, and U is the potential energy of the system. In this context, the average
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of an observable A is

xAy �
1

Z

»
dr1 . . . drNπBpr1, rNq. (2.16)

In the few cases in which the Boltzmann distribution has a closed form, it is

possible to compute the thermodynamic averages numerically, or even analytically.

However, in most applications, the computation of the partition function is not trivial

and thus alternative methods are needed.

Direct sampling from the Boltzmann distribution is often not feasible, because of

the form of the potential function U . The Metropolis algorithm provides a general

method to sample from any distribution as long as the target distribution can be

computed up to a proportionality constant [100]. It is widely used in statistical

mechanics applications where the dimensionality of the statistical problem is very

high (normally 6N with N of the order of thousands). The idea behind the algo-

rithm is to create a series of configurations px0, . . . , xmq, a Markov chain, in which

the probability of item xi depends only on the identity of item xi�1. As the series

gets longer, the chain distribution better approximates the target distribution πB.

Each cycle of the Metropolis algorithm consists of two steps: a proposal step and an

acceptance/rejection step. In the proposal step, at cycle i, the algorithm proposes a

configuration y according to a symmetric proposal distribution Qpy|xi�1q, in which

xi�1 represents the configuration in the preceding cycle. In the acceptance/rejection

step, the acceptance ratio α � expr�βpUpyq � Upxi�1qqs � πBpyq{πBpxi�1q is calcu-

lated. If α ¥ 1, the proposed configuration is always accepted (xi � y). If α   1, the

proposed configuration is accepted with probability α. If the proposed configuration

is rejected, then xi � xi�1. The choice of acceptance ratio is made such that the

algorithm satisfies detailed balance.
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2.2.1 Phase diagram determination

A phase diagram is a representation of the thermodynamic space defined by thermo-

dynamic variables, such as temperature, pressure, or density, that shows under what

conditions phases are at equilibrium. For the purpose of this work and applications

to protein solutions, equilibrium phases are solid (or crystal), vapor (corresponding

to a low concentration protein solution), liquid (corresponding to a high concentra-

tion protein solution), and supercritical fluid (soluble proteins at temperatures above

the critical temperature). Note that in general more than one crystal form may be

present in a phase diagram, for example water has a plethora of different forms of

ice. In that is the case, the phase diagram shows a region of stability for each of

these crystals.

Although a phase diagram is multidimensional with each dimension correspond-

ing to each thermodynamic variable that describes the system, two projections are

more commonly used: pressure-temperature, and density-temperature phase dia-

grams. Notice that the density can always be directly transformed in volume frac-

tion or concentration, so these three variables are interchangeable. The pressure-

temperature phase diagram identifies the range of pressure and temperature over

which a phase is at equilibrium, i.e., where it corresponds to the minimum of the

free energy. These regions of stability are separated by lines, the coexistence lines,

that identify the points in the phase diagram where two neighboring phases coex-

ist. Determining a phase diagram is equivalent to determining the coexistence lines

between two different phases.

In density-temperature phase diagrams, the equilibrium regions of two phases are

separated by a coexisting region. If the system is initialized in this region, its dynam-

ics can be caricatured as behaving in two extreme ways. It will either spontaneously

phase separate into the two coexisting equilibrium phases (in thermodynamically
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unstable regions), or eventually phase separate through a slower nucleation process

(in metastable regions).

Several computational techniques can be used to determine the coexistence lines

and their efficiency depends on the system of interest. Gibbs Ensemble (GE) and

Grand Canonical Monte Carlo (GCMC) are often used to determine the fluid-fluid

coexistence line. For fluid-solid and solid-solid lines, direct free energy calculations

and thermodynamic integrations are more appropriate [87]. In the following, we will

not describe in details these techniques, which are very well explained in several

textbooks [87, 101]. We will present procedures that are not routinely used in this

context and that have been applied in the chapters that follow.

2.2.2 Saddle point approximation for Einstein crystal free energy

The calculation of the coexistence line between a solid and a fluid or between two

solids by thermodynamic integration requires the knowledge of the free energy of

the solid at a given temperature T and pressure p. This is normally achieved by

computing the difference in free energy between the target condition Tp and a refer-

ence state whose absolute free energy can be easily computed. This reference state

is typically the ideal gas for a supercritical fluid, and the so called Einstein crystal

with fixed center of mass for a solid [87, 102].

The Einstein crystal places the system particles as they would be in the equi-

librium crystal and replaces the Hamiltonian of the system with a new hamiltonian

containing translational and orientational components

HEinpΞtrans,Ξorq � Ξtrans

Ņ

i�1

pri � ri,0q
2 � Ξor

Ņ

i�1

fpθi, φi, χiq,

where pθi, φi, χiq are the Euler angles describing the orientation of particle i, ri,0 and

pθi,0, φi,0, χi,0q are the starting position and orientation of particle i. This hamiltonian
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pins the positions and the orientation of each particle to the equilibrium position in

the crystal via a constraint. If the system is isotropic, the second term cancels

(particle orientations play no role) and the free energy of the system

aCOM
Ein � aCOM

trans � aCOM
or � aCOM

trans

can be computed analytically (Chapter 10 in Ref. [87]):

βaCOM
trans � �

3

2

N � 1

N
ln

�
π

βΞtrans



�

3

2N
lnN. (2.17)

The patchy particle models discussed in Chapter 3, 4, 5 and 6, are, however,

anisotropic because of the presence of directional interactions, and

βaCOM
or � � ln

"
1

8π2

»
dθ sinpθqdφdχ expr�βΞorfpθ, φ, χqs

*
. (2.18)

has to be explicitly computed. In our case, fpθi, φi, χiq � 1�cospψi,1q�1�cospψi,2q,

where ψi,j is the angle formed between the vector defining patch j of particle i and

the corresponding vector in the Einstein crystal. Because the integral in Eq. 2.18 is

not analytically computable, its estimation is often done using Monte Carlo sampling

over the solid angle defined by the Euler angles. This sampling is, however, often

very inefficient, especially if the spring constant Ξor is large; only small regions of the

solid angles then significantly contribute to the integral. If that case, an alternative

estimate can be obtained analytically by using a saddle point approximations.

Saddle point approximations (also known as Laplace method) are often used to

estimate integrals of the form

A �

»
dx expr�λfpxqs (2.19)

for fpxq twice differentiable and characterized by a unique minimum in x0. If λ is

very large, most of the contribution to the integral comes from the neighborhood of
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x0. In this region, the function can be approximated using a second order Taylor

expansion:

fpxq � fpx0q � px� x0qf
1px0q �

1

2
px� x0q

2f2px0q � fpx0q �
1

2
px� x0q

2f2px0q,

where f 1 and f2 indicate the first and second derivative of f with respect to x, and the

last equality comes from observing that x0 is a minimum and therefore f 1px0q � 0.

Replacing this expression in Eq. 2.19, we obtain a Gaussian integral that can be

analytically solved

A �

»
dx expr�λpfpx0q �

1

2
px� x0q

2f2px0qs � e�λfpx0q

d
2π

λf2px0q
. (2.20)

Because of the form of Eq. 2.18 and the high value of Ξor, it is reasonable to

apply this approximation here. We also observe that sinpθqdθ � �d cospθq, so it is

convenient to perform a change of variable from pθ, φ, χq to α � pcospθq, φ, χq. The

integral in Eq. 2.18 then becomes»
dθ sinpθqdφdχ expr�βΞorfpαqs �

»
dα expr�βΞorfpαqs

�
expr�βΞorfpα0qsp2πq

3{2

pβΞorq3{2 detpHrfpα0qsq1{2

�
p2πq3{2

pβΞorq3{2 detpHrfpα0qsq1{2
,

so that

βaCOM
or �

3

2
lnpβΞorq �

1

2
lnt8π detpHrfpα0qsqu, (2.21)

where detpHrfpα0qsq is the determinant of the Hessian of function f computed at

α0 � pcospθ0q, φ0, χ0q.

Under this scheme, an analytical expression for fpαq can be computed with the

help of geometry and of a change of variables, as follows. To define the particle
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Figure 2.4: Definition of the third Euler angle χ, defined as the dihedral between
ẑ, patch â, and patch b̂. Mathematically this corresponds to the angle between the
plane over which ẑ and a lie (in blue), and the one over which â and b̂ lie (in red).

orientation, we need the vectors defining two patches, â and b̂. The patches can

be arbitrarily chosen as long as they are not aligned and they are assumed to be

unit vectors. A convenient way to parameterize the problem is as follows. Define

y0 � cospθ0q and φ0 as the spherical coordinates associated to â � pax, ay, azq, so

that y0 � az and φ0 � atan2pay, axq
1. A third angle is necessary to uniquely define

the orientation of the particle, because any rotation around the axis defined by a

would not otherwise be uniquely defined. We then define χ0 as the dihedral angle

delimited by ẑ � p0, 0, 1q, a, and b (Fig. 2.4). By definition

χ0 � atan2
�
ppẑ � âq � pâ� b̂qq � â, pẑ � âq � pâ� b̂q

�
. (2.22)

Finally, for calculation convenience, we define the angle between patch â and b̂,

ξ � â � b̂.

Using this definition for particle orientation, an arbitrary orientation corresponds

1The atan2 function uniquely identifies an angle ξ over the r0, 2πs range using its sine and cosine
values: ξ � atan2psin ξ, cos ξq.

35



to py � cospθq, φ, χq. In this orientation, the first patch coordinates are a� �

psinpθq cospφq, sinpθq sinpφq, cospθqq. The second patch coordinates are then calcu-

lated in two steps. First we compute the vector b1 that lies on the pa�, ẑq plane and

forms an angle ξ with a�. Using the definition of spherical coordinates, we find that

b1 �

�
� sinpθ � ξq cospφq

sinpθ � ξq sinpφq
cospθ � ξq

�
.

The final position of the second patch b� in the given orientation is then found by

rotating b1 by an angle χ about the vector a�. Because all this vectors are normalized,

the final expression simplifies in

b� �

�
� a�xpa

�
xb

1
x � a�yb

1
y � a�zb

1
zqp1 � cosχq � b1x cosχ� p�a�zb

1
y � a�yb

1
zq sinχ

a�ypa
�
xb

1
x � a�yb

1
y � a�zb

1
zqp1 � cosχq � b1y cosχ� p�a�xb

1
z � a�zb

1
xq sinχ

a�z pa
�
xb

1
x � a�yb

1
y � a�zb

1
zqp1 � cosχq � b1z cosχ� p�a�yb

1
x � a�xb

1
yq sinχ

�
,

where pa�x, a
�
y , a

�
z q and pb1x, b

1
y, b

1
zq represent the cartesian coordinates of a� and b1

respectively.

We can then compute the value of f for any orientation py � cospθq, φ, χq by
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calculating ψ1 � â � a� and ψ1 � b̂ � b�. The final expression is

fpy, φ, χq �

1

2

!
4 � 3

a
1 � y2 cospφq cospφ0q sinpθ0q �

a
1 � y2 cospχq cospχ0q sinpθ0q �

a
1 � y2 cospχq cospχ0q cos2pζq sinpθ0q

�
a

1 � y2 cospφq cospφ0q cosp2ζq sinpθ0q � 2
a

1 � y2 cospφq cospζq sinpφ0q sinpχ0q sinpζq

�2y cospχ0q cospζq sinpθ0q sinpζq � 2y cospφq cospχq sinpφ0q sinpχ0q sin2pζq � 2 cospφq cospφ0q sinpχq sinpχ0q sin2pζq

�
a

1 � y2 cospχq cospχ0q sinpθ0q sin2pζq � y cospφq cospφ0q cospχq sinpθ0q sinp2ζq � cospφq sinpφ0q sinpχq sinpθ0q sinp2ζq

� cospθ0q
�
�3y � cospφ0q cospχ0q sinpφq sinpχq � cos2pζq p�y � y cospχq cospχ0q sinpφq sinpφ0q

� cospφ0q cospχ0q sinpφq sinpχqq � 2
a

1 � y2 cospχq cospζq sinpζq � y sin2pζq � cospφ0q cospχ0q sinpφq sinpχq sin2pζq

�2 cospφq cospχ0q sinpφ0q sinpχq sin2pζq � y cospχq cospχ0q
�
2 cospφq cospφ0q sin2pζq � sinpφq sinpφ0qp1 � sin2pζqq

�

�
a

1 � y2 cospφq cospφ0q cospχ0q sinp2ζq �
a

1 � y2 cospχ0q sinpφq sinpφ0q sinp2ζq
�

� sinpφq
�
� sinpφ0q

�
2 sinpχq sinpχ0q sin2pζq � sinpθ0q

�
3
a

1 � y2 �
a

1 � y2 cosp2ζq � 2y cospχq cospζq sinpζq
		

� cospφ0q
�
�2 cospζq sinpχq sinpθ0q sinpζq � sinpχ0q

�
�2y cospχq sin2pζq �

a
1 � y2 sinp2ζq

		�)
. (2.23)

From this expression, the Hessian and its determinant can be computed.

2.2.3 Rotation Monte Carlo move

The anisotropy of patchy particle systems requires rotational moves in addition to

translational ones in order to correctly sample the configurational space. We sum-

marize here how to do so for a three-dimensional system.

A 3D rotation can be parameterized by an (arbitrary) axis of rotation and a ro-

tation angle (quaternion representation), or by three rotations about the cartesian

axes (in a specific order) and their corresponding rotation angles (Euler angles rep-

resentation). In the following, we describe the second approach, although the two

methods produce equivalent results.

We choose a ZpαqXpβqZpγq convention, which means that the rotation matrix

Rpα, β, γq � RzpαqRxpβqRzpγq, where Rapbq is a rotation of angle b about axis a.
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The final expression gives

R �

�
� cosα cos γ � cos β sinα sin γ � cosα sin γ � cos β cos γ sinα sinα sin β

cos γ sinα � cosα cos β sin γ cosα cos β cos γ � sinα sin γ � cosα sin β
sin β sin γ cos γ sin β cos β

�
.

A Monte Carlo rotation move aims to perturb the orientation of a particle in the

system and to determine whether the proposed configuration should be accepted or

not. As mentioned above, in a patchy particle model the orientation of a particle

is completely defined by the position of two of its patches â and b̂. Any other

orientation can be achieved by appropriately choosing the Euler angles α, β, and

γ and applying Rpα, β, γq to â, b̂, and to the other patches. Proposing a new

orientation in a Monte Carlo step is therefore equivalent to proposing three Euler

angles, similarly to a translational move in which a displacement vector is proposed.

However, contrary to the translational case in which a uniform distribution on the

displacement vector guarantees a uniform distribution in the new coordinates of the

particle, a uniform distribution in orientations is not achieved by a uniform sampling

of Euler angles because of the nonlinearity of the transformation. Completely uniform

sampling of the orientations requires instead a uniform sampling of α, γ, and cos β.

In analogy to the translation case, it is more efficient to sample the orientation

space via small perturbations of the current state rather than by proposing a com-

pletely random new orientation [87]. Given a starting reference orientation of the

particle X0, its orientation at step i is defined by the Euler angles pαi, βi, γiq so that

Xi � Rpαi, βi, γiqX0. A perturbation is then given by uniformly choosing a rotation

displacement pdα, d cos β, dγq within a given range so that the proposed orientation

X 1 � Rpαi � dα, acospcos βi � d cos βq, γi � dγqX0. Here we sample dα and dγ uni-

formly over the range r�da, das, and d cos β uniformly over the range r�db, dbs where

0   da   π and 0   db   1 can be arbitrarily chosen to optimize the Monte Carlo.

Particular care is needed to ensure detailed balance when sampling d cos β because
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the trigonometric function’s range is limited to [-1,1] conditioning �1 ¤ cos βi �

d cos β ¤ 1. This condition breaks the forward-reverse symmetry required by the

standard Metropolis algorithm in the proposal distribution. To give an example,

suppose that db � 0.5 and cos βi � 0.8; the proposed range will be 0.3 � maxpcos β�

db,�1q  � cos β� d cos β  � minpcos β� db, 1q � 1, where each number within the

range (with the exclusion of 1) is proposed with probability density

1

minpcos β � db, 1q � maxpcos β � db,�1q
�

1

0.7
.

Suppose we sample cos β1 � 0.5. Then the probability to sample cos βi � 0.8 starting

from cos β1 � 0.5 is

1

minpcos β1 � db, 1q � maxpcos β1 � db,�1q
�

1

0.8
,

which is different from the forward probability.

To account for the break of symmetry and to avoid the higher probability for

the boundary values, we implement the sampling in the following way. We first

modify cos β1 sampling range rdb1, db2s so that db1 � maxpcos βi � db,�1q and

db2 � minpcos βi � db, 1q. We then define a reverse range rdb11, db
1
2s such that

db11 � maxpcos β1 � db,�1q and db12 � minpcos β1 � db, 1q. The acceptance crite-

rion is then modified to

u   maxp1, expr�βpE 1 � Eiqs
db2 � db1

db12 � db11
q, (2.24)

where u is a random number uniformly distributed between 0 and 1.

2.2.4 Percolation threshold

One kinetic phenomenon that can interfere with crystallization is percolation, i.e.,

the formation of long-living chains/networks that span indefinitely over one or more
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dimensions of the system (Chapter 5). Percolation is characterized by a temperature-

density threshold above which only finite networks form, and below which a infinite

network spans the whole system. Determination of this threshold requires simulat-

ing very large systems, ideally infinitely large, but this can be avoided by taking

advantage of scaling relations.

In an infinite size box at fixed concentration ρ, the correlation length at temper-

ature T is

ξpT q9|T � Tp|
ν , (2.25)

where Tp is the temperature corresponding to the percolation threshold at density ρ,

and ν is a scaling exponent whose value depends on the universality class the system

belongs to [103].

In a finite simulation box of size L, a cluster may percolate even at temperatures

above the percolation threshold solely because the box is too small. An effective

percolation threshold T eff
p pLq can be calculated by plotting the probability of a per-

colating cluster P pT q as a function of T for a given L. The resulting curve has a

sigmoidal shape and becomes a step function in the limit of L going to infinity. The

effective threshold can then be defined as the temperature at which the curve crosses

a given value, for example 0.5. This can be done with high precision by fitting P pT q

to a sigmoidal function:

P pT q �
1 � tanhpT �

T eff
p

a
q

2
, (2.26)

where a and T eff
p are fitting constants [104].

By repeating this operation for different box sizes L, one can estimate both the

infinite-size limit percolation threshold and critical exponent by fitting

T eff
p � Tp9L

�1{ν . (2.27)
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2.3 Gaussian processes

In Chapter 7, we describe a statistical analysis of a crystallization database based

on Gaussian processes (GP). This method can be used both as a regression model

(Gaussian processes regression) and as classification model (Gaussian processes clas-

sification). Excellent descriptions of GP can be found in Ref. [105]. For both re-

gression and classification, we use and modify the Matlab code distributed with

Ref. [106]. We report here a brief description of the method, and the details on the

implementation of the analyses performed.

In standard linear and generalized linear models, the response variable y, whether

continuous or discrete, is a function σ of a linear combination of the predictive

variables x

y � σpxTwq � ε, (2.28)

where w indicates the weights of the variables and ε is the uncertainty of the model.

A non-linear dependence among the predictive variables cannot be captured by this

framework. Gaussian processes discard the assumption of linearity and place a prior

on any possible functional form, giving more flexibility to the model. In contrast to

deterministic methods (such as Support Vector Machine), GP are Bayesian, which

means that they assign a probability distribution to the response variable and provide

a confidence interval on the predicted value.

In the simplest version of GP inference, the latent function fpxq replaces the

linear dependency in Eq. (2.28). The prior on f is

ppf |xq � Np0, Kq, (2.29)

where Np0, Kq indicates a multinormal distribution with zero mean and covariance

matrix K. Among the several available options for K, we opt for the widely used
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squared exponential, such that

Kpxi,xjq � expp�γpxi � xjqP pxi � xjq
T q, (2.30)

where γ and the diagonal matrix P are (hyper-)parameters that have to be optimized.

In particular, each element pi of the diagonal of P can be related to the typical length

scale li of variable i as pi � l
�1{2
i . Large li correspond to less important variables,

while a small li identifies a variable whose variation strongly affects the response

variable. For the scope of out study, we arbitrarily defined variables to be significant

if l   100, which is roughly the logarithmic half point between the largest and the

smallest length.

2.3.1 GP regression

In GPR, the response variable is defined as f � fpxq. The predictive probability

over a test set xtest, given a training set pxtrain, ftrainq, is ppftest|xtest,xtrain, ftrainq �

Npf̂ , K̂q, where

f̂ � m�Kpxtest,xtrainqKpxtrain,xtrainqpftrain �mq

K̂ � Kpxtest,xtestq �Kpxtest,xtrainqKpxtrain,xtrainqKpxtrain,xtestq,

in which m is the mean of the observed response variable over the training set.

Sampling the predictive distribution provides predictions for the response variable

f .

The hyper-parameter selection is performed by optimizing the marginal log-

likelihood

logrppftrain|xtrain, γ, P qs � �
1

2
rfTtrainK

�1ftrain � log|K| � nlog2πs, (2.31)

where n is the sample size. By determining the gradient of the marginal log-

likelihood, any conjugate gradient optimization method can be used to locate lo-

cal maxima. The marginal log-likelihood was maximized by sampling pi according
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to a beta distribution with a shape parameter of 0.5. For each initial condition

of the hyper-parameters, we performed a conjugate gradient search to identify the

corresponding local maximum (Fig. 7.2A).

If the variable the one wants to predict, ξ, only ranges between 0 and 1 (as it

happens in Chapter 7 where ξ is crystallization propensity), a brute-force regression

is not appropriate (f ’s domain is the whole real line). A possible solution to this

problem is to link ξ and f using a sigmoidal function. The drawback of this approach

is that very low ξ values, which are by definition affected by large relative uncertainty,

correspond to large negative values of f . As a result, the inference process gives poor

predictions. To give more weight to the information present in the high range of ξ,

we opt instead for f � ξ
1�ξ

. Although small nonphysical negative values of ξ are then

allowed, this transformation is close to linear for small values of f and emphasizes

the contribution of high-values of ξ. In order to have all the predictive features on a

similar scale (each of them may span very different ranges of values), we scale each

feature according to their mean and standard deviation (z-scores). Length scales li

then correspond to the actual significance levels of each property.

2.3.2 Searching for maxima of crystallization propensity

Once the GP regression model is trained as described in the previous section, the

value y � fpxq can be defined for any value of x. In addition, the function f is

fully differentiable and its profile can be searched in order to identify its maxima.

Such maxima correspond to regions of protein properties that are characterized by

particularly high crystallization propensity (maxima of y are also maxima for ξ).

In general, and especially when a high-dimensional space is considered, the func-

tion f is characterized by several local maxima. To detect as many maxima as

possible, we lay a multidimensional grid over the range of x with spacing tuned

according to the hyper-parameter of each dimension. Because larger length scale
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li correspond to small variations of f with xi, it should be safe to assume that a

coarser grid along the i dimension should be sufficient to capture all the maxima.

Reciprocally, finer grids are necessary along the dimensions associated with small

length scales.

Although the whole Rn space of x is searchable (f is defined over the whole space)

several regions of such space are unphysical and maxima found in these regions

are not physically relevant. This situation occurs because the x variables are (i)

constrained to be in a certain range, (ii) dependent on each other. For example,

xi with i � 1, . . . , 20 represent the proportion of the protein surface covered by

aminoacid i. This variable ranges from 0 to 1 and it is such that

20̧

i�1

xi � 1.

Additional constrains come from the fact that given a composition of surface aminoacids,

the value of surface side chain entropy, polarity, and hydropathy are fixed. The sur-

face composition also limits the range of neighboring residue pairs. If no residue of

type i is on the surface, for instance, no neighboring pair involving such residue can

exist.

Because of such constraints, the maxima search is implemented as follows. The

starting variable combination is such that xi�1,...,20 � Xi�1,...,20 where Xi�1,...,20 is

the surface aminoacid composition for a chosen protein from the PDB. This choice

guarantees that the starting value is biologically meaningful. The n grid position

along dimension i � 1, . . . , 20 is placed so that

x
pnq
i � Xi � n∆i (2.32)

x
pnq
j�1,...,20,j�i �

Xj°
k�120,k�i Xk � x

pnq
i

, (2.33)

where ∆i is the grid spacing along dimension i. Given the surface composition of
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the grid point, the surface side chain entropy, polarity, and hydropathy are uniquely

defined (see Chapter 7). With the exceptions of residue pairing, all the other residues

are detected as only slightly significant by the GP regression model, therefore their

values is set to the mean value in the dataset.

To define starting points in the residue neighboring pairs dimensions we do the fol-

lowing. For each grid point x
pnq
i�1,...,20 in the protein surface composition, we generate

1000 points in the neighboring residue space by sampling with replacement residue

pairs from a pot of 100 residues whose relative distribution is dictated by x
pnq
i�1,...,20.

This choice guarantees that if a residue of type i is not present on the surface, it will

not appear as part of a neighboring pair. This procedure does not completely avoid

sampling unphysical variables, but at least it limits their occurrences.

For each of these starting points, we use the fmincon Matlab function that finds

minima and maxima of a function given some constraints. In this case the constraints

are:

0 ¥ xi ¥ 1 (2.34)

2̧

i�1

0xi � 1 (2.35)

and the function is fpxpnqq.

2.3.3 GP classification

In GP binary (success/failure) classification, the probability of success π is connected

to the latent function f by

πpxq � φrfpxqs, (2.36)

where φ is a sigmoidal function, such as logistic or probit. A prediction for π can

be obtained in two steps. First, the distribution of the latent variable f over a test

case has to be computed using a training set pxtrain, ytrainq, where xtrain indicates the
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explanatory variables values in the set and ytrain the corresponding success/failure

outcome

ppftest|xtrain,xtest, ytrainq �

»
ppftest|xtest, fqppf |xtrain, ytrainqdf,

where the posterior distribution is ppf |x, yq � ppy|fqppf |xq{ppy|xq. Second, the

probabilistic prediction is obtained

πpxtrain,xtest, ytrainq �

»
φpftestqppftest|xtrain,xtest, ytrainqdftest.

Unlike for GPR, these integrals cannot be simplified because of the non-Gaussian

form of φ. As a result, either analytical approximations or numerical methods must

be used. In our study, the problem was further complicated by the large size of

the dataset (each sample corresponds to a different experiment), which makes any

computation involving the GP prior matrix P intractable. To bypass this problem,

we adopted the sparse approximation method implemented in Ref. [106] (Informa-

tive Vector Machine), which relies on incremental Gaussian approximations of the

posterior distribution in order to provide parameter optimization for a probit GP

classification.

To determine the best classification model, we constrained the parameters of the

protein properties to their GPR values, and maximized the marginal log-likelihood

over the parameters corresponding to the solution conditions. The log-likelihood

maximum search used a conjugate gradient algorithm starting from different initial

values sampled according to a beta distribution with shape parameter 0.5.
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3

A patchy model for protein crystallization

This chapter is based on

Diana Fusco, Jeffrey J. Headd, Alfonso De Simone, Jun Wang, and Patrick Char-

bonneau, Characterizing protein crystal contacts and their role in crystallization:

rubredoxin as a case study, Soft Matter, 10, 290-302 (2014), here reproduced by

permission of the Royal Society of Chemistry.

Diana Fusco performed all the analyses, with the exception of the ab initio cal-

culation of the iron site, which was done by Jung Wang.

3.1 Introduction

In spite of the recent advances in NMR techniques [6], X-ray and neutron diffraction

crystallography remain the methods of choice for high-precision protein structure de-

termination. Sophisticated screening methods and the parallel testing of several dif-

ferent crystallization conditions have significantly increased the number of deposited

protein structures and complexes [8]. Yet the lack of systematic ways to crystallize
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proteins still limits the timely and cost-effective use of crystallography. This ex-

perimental bottleneck notably constrains our understanding of certain biochemical

mechanisms and our ability to design better drugs and biomaterials [8, 10, 11, 20–26].

Developing a more quantitative characterization of protein crystallization is therefore

fundamental to advance both biological and bio-inspired research.

From a physical viewpoint, protein crystallization should follow from a detailed

description of protein-protein interactions [8, 107–109]. In contrast to the interactions

that drive protein complex formation and protein-target association, which are on

average stronger and evolutionarily tuned to be selective, the interactions that drive

crystallization are thought to be non-specific1. Two recent studies, however, present

crystal contacts under a more probing light. First, Cieślik and Derewenda found

that crystal contacts are enriched for glycine and small hydrophobic residues, and

depleted in large polar residues with high side-chain entropy, such as lysine and

glutamic acids [64]. Second, mining a database recording the output of hundreds

of crystallization experiments, Price et al. found that proteins with a large fraction

of glycine and alanine on their surface are more likely to have been successfully

crystallized [65]. These observations provide immediate statistical support for the

surface entropy reduction (SER) mutagenesis strategy, which recommends replacing

high-entropy surface residues with alanine to facilitate crystal formation [107, 110,

111]. More fundamentally, these studies also suggest that crystal contacts correspond

1 The meaning of non-specific protein-protein interactions depends on the disciplinary context.
In chemistry, it distinguishes certain attraction forces from others, although the classification of
the various physical mechanisms in not unambiguous [58, (§ 18.8)]. In biophysics, the distinction
between specific and non-specific interactions typically relies on the existence of an energy gap that
clearly divides a single, strong (specific) interaction from the other (non-specific) ones [12, 59]. In
molecular biology, specific interactions are deemed responsible for the stoichiometric recognition of a
given target, while non-specific interactions arise from the promiscuous yet non-biologically relevant
association of molecules [60–63]. Specific interactions have thus been evolutionarily tuned to be
free-energetically strong and geometrically oriented, while non-specific attractions have not. This
general weakness, however, may itself have evolved so as to prevent pathological aggregation [12, 13].
Note that although these three definitions are not necessarily orthogonal to one another, we here
specifically aim to clarify the last one. When applied to crystal contacts it has indeed been used to
suggest that these biologically non-functional interactions are in many ways indistinguishable from
interfaces obtained by randomly bringing two proteins together [12].
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to non-randomly selected regions of the protein surface. To some degree, it should

thus be possible to control these weak yet directional, i.e. patchy, protein-protein

interactions by tuning the solution conditions or by mutating certain surface residues.

A key missing insight to developing crystallization strategies is thus understanding

the context in which these interactions can result in regular protein assembly.

The soft matter viewpoint on particle interactions presents a possible answer

to this challenge. The observation that short-range isotropic attraction between

particles results in a gas-liquid critical point that lies below the crystal solubil-

ity regime [41, 42], in particular, offers a first analogy for the solution behavior

of proteins [28, 67, 112]. In these model systems successful crystallization can

most easily be achieved in the region between the solubility line, above which the

system does not aggregate because the disperse phase is stable, and the critical

point, below which the system typically forms “amorphous” materials that are use-

less for crystallography [47]. Though appealing in their simplicity, isotropic de-

scription of protein-protein interactions between proteins are, however, too simplis-

tic [28, 31, 48, 68, 113]. Partly in response to this difficulty, a broad array of

schematic models with anisotropic, directional attraction, i.e., patchy models, have

been developed [49, 114].

Although both the structural biology and the soft matter fields target the same

problem, a large gap between the two research lines remains to be filled before syn-

ergistic experimental guidance can be provided. In particular, although anisotropy

plays a key role in physical models for protein crystallization [51, 115, 116], little

characterization of the directional interaction between proteins at crystal contacts

has been done [97], leaving most of the physical assumptions behind patchy models

untested. Can these models explain the results of crystallographic experiments if

they are parameterized using actual protein-protein interactions? If yes, the relation

between the resulting phase diagrams and protein-protein interactions should allow
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one to rationally alter these interactions, in order to control protein crystal assembly.

In this article, we answer this question for simple proteins of the rubredoxin fam-

ily, using a hybrid atomistic and schematic simulation approach. Classical atomistic

simulations characterize the differences and similarities in the crystal contact inter-

actions of three closely related small globular proteins from the rubredoxin family:

(a) the wild-type from Pyrococcus furious (wt-RbPf, PDB code: 1BRF) [2], (b) its

W3Y/I23V/L32I mutant (mut-RbPf, PDB code: 1IU5) [117], and (c) the W4L/R5S

mutant from Pyrococcus abyssi (mut-RbPa, PDB code: 1YK4) [118]. Through a

comparative analysis, we identify the molecular basis of these protein-protein inter-

actions, and parameterize patchy models whose phase diagrams are then compared

with experimental crystallization conditions. The validity of this strategy is sup-

ported by the recent success of multiscale descriptions of protein aggregation [119].

By showing that the models and the experimental results agree fairly well, we find

that increasing the solution temperature may sometimes produce better crystalliza-

tion conditions. We also suggest ways to improve SER and sketch a framework for

developing physically representative patchy models of proteins.

The plan of this paper is as follows. In Section 3.2, we describe the atomistic

and schematic models as well as the corresponding molecular dynamics (MD) and

Monte Carlo methodologies. In Section 3.3, we report the MD potential of mean

force (PMF) analysis for each protein and the phase diagrams of the corresponding

schematic models. We then compare these phase diagrams to experimental crys-

tallization conditions, which help understand the role of salt in rubredoxin crystal-

lization. Section 3.4 discusses how our findings illuminate the SER method and

the patchy particle models of proteins. Section 3.5 summarizes our conclusions and

discusses possible future research directions.
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3.2 Models and Simulation Methods

Hypethermophilic rubredoxins are an excellent model system for the computational

study we present here. First, their core is characterized by more hydrogen bond-

ing and electrostatic interactions than those of their mesophilic counterparts, which

reduces their conformational flexibility and justifies the use of relatively short molec-

ular dynamics simulations to capture the relevant protein dynamics. Second, these

proteins have a tight hydrophobic core packing, which motivates the hard sphere

analogy. Third, they are structurally stable over a wide temperature range, which

makes the PMF (and thus the phase diagram) predictions reasonably transferable to

temperatures beyond those used in the molecular dynamics simulations [120].

3.2.1 Iron site model and Molecular Dynamics simulations.

Molecular dynamics (MD) simulations are performed with the Gromacs package [121]

using the Amber99sb forcefield [89] and explicit TIP4P water with Ewald summa-

tion [90]. The full list of simulation parameters is reported in Table 3.1.

Figure 3.1: Model system used to obtain the force constant parameters of the Fe-S
bonds.

Because of the unavailability of parameters for the iron site, we build a bonded

model whose initial structure is the crystal structure of mut-RbPa with the four Cα
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Table 3.1: MD simulations parameters.

Parameter Value
Forcefield Amber99sb [89]

Water model Tip4pEW [90]
Ions Aqvist [91]

Temperature 300 K
Temperature control Nosé-Hoover thermostat [122, 123]

Pressure 1 bar
Pressure control Parrinello-Rahman barostat [124]
Box dimension 6 nm�6 nm�12 nm

Periodic boundary conditions xyz
Electrostatic method PME [125]

Coulomb radius 1.4 nm
Van der Waals method Cut-off
Van der Waals radius 1.4 nm

Integration step 2 fs
Constraint algorithm Lincs [126]
Energy minimization steepest-descent

Salt concentration 45 mM/3 M of NaCl
Spring constant 5000 kJ/(mol nm2)

atoms of the cysteines replaced by hydrogens (Fig. 3.1). To determine the equilibrium

bond length of Fe-S, this model system is optimized using Gaussian 03 [127] with

B3LYP exchange-correlation functional [128, 129] and 6-31+g(d)/ 6-31++g(d,p)/

6-311++g(d,p)/ 6-311++g(2d,2p) basis sets. The predicted distances conform to

the crystal structure. The harmonic bond stretching force constant is calculated

using the scheme presented in Ref. 130. The frequency analysis is performed using

Gaussian 03 with the same functional and basis set used to generate the Hessian of

the optimized structure in Cartesian coordinates. For each Fe-S bond, a 3�3 matrix

�
��

B2E
BxFeBxS

B2E
BxFeByS

B2E
BxFeBzS

B2E
ByFeBxS

B2E
ByFeByS

B2E
ByFeBzS

B2E
BzFeBxS

B2E
BzFeByS

B2E
BzFeBzS

�
��

is extracted from the Hessian. Its eigenvalues λi and eigenvectors vi are obtained

through diagonalization. The harmonic bond stretching force constant is then cal-
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culated as

kFe�S �
1

2

3̧

i�1

λi|u � vi|, (3.1)

where u is the normalized vector linking the iron center to the sulfur. The coefficient

1
2

conforms to the functional form of the Amber force field. The parameters for the

oxidized and the reduced form of the site using the different basis sets are reported

in Table 3.2. The small changes in the resulting parameters across the different basis

sets indicate the robustness of the model. For the purpose of this study, we use the

Fe(III)-S 6-311++g(2d,2p) model parameterization.

Table 3.2: Parameters for the iron site determined using ab initio calculations.

Bond type Basis set
Bond Force constant

length (Å) (kcal mol�1Å�2)

Fe(III)-S

6-31+g(d) 2.317 81.33
6-31++g(d,p) 2.317 81.35
6-311++g(d,p) 2.325 79.56

6-311++g(2d,2p) 2.322 79.68

Fe(II)-S

6-31+g(d) 2.416 44.02
6-31++g(d,p) 2.415 43.82
6-311++g(d,p) 2.425 43.57

6-311++g(2d,2p) 2.419 42.90

We verify the agreement between the PDB structure and the electron density

map with MolProbity [131]. For wt-RbPf, a clash was detected and the rotamer

of Glu49 was accordingly adjusted. This PDB structure is then immersed in water

and ions, which neutralize the protein charge and recreate the high-salt experimen-

tal crystallization conditions. Steepest descent energy minimization and 100 ps-long

simulations at constant volume V and temperature T=300 K (constant NVT ensem-

ble) with position restraints on the heavy atoms follow, in order to equilibrate the

system temperature and relax the solvent.

Because the proteins in these study have been previously crystallized, the crystal

contacts, i.e. the regions on the protein surface that are within 4 Å from each other in
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the observed protein crystal, are unique and easily identified from the PDB structure.

We follow the soft matter hypothesis that these regions trigger crystal formation, so

they correspond to the attractive patches in the coarse-grained model described in

the following section. This hypothesis is validated by the rest of our analysis.

The PMF of each protein’s every crystal contact is determined using the um-

brella sampling and weighted histogram package implemented in Gromacs [99]. The

principal axes of the inertia tensor of the interface provide two axes in the plane of

the interface, and the third, which is orthogonal to the interface, is used as reaction

coordinate. Starting configurations are generated by pulling the center of mass of one

protein along the reaction coordinate while keeping the other protein fixed. During

the pulling, we control the reciprocal orientation of the two proteins as in Ref. 97.

We first determine the four most stable heavy atoms in the structure from individual

MD simulations, such that the tetrahedron defined by these four centers spans most

of the protein structure. We use the Cα of Ile7, Pro19, Asp35 and Glu52 for wt-RbPf

and mut-RbPa. For mut-RbPf, we use the Cα of Lys50 instead of Glu52, because the

coordinates of the latter residue are not reported in the PDB file. We then restrain

the angles between the edges of the two tetrahedra with a spring constant of 5000

kJ/(mol rad2). These restraints prevent the proteins from rotating with respect to

each other, yet allow ample freedom for both the flexible elements of the protein

backbone and the sidechains to fluctuate, as shown by the typical fluctuation range

of the Cαs in the loops and C-terminus of the protein [132] (Fig. 3.2). The starting

configurations are sampled every 1 Å up to a distance of 10 Å with a spring constant

of 5000 kJ/(mol nm2). A production run of 40 ns follows a 10 ns equilibration at

constant temperature (300 K) and pressure (1 bar).

We estimate the umbrella sampling accuracy from 100 bootstraps [99]. The stan-

dard deviation associated with the PMF minimum is 2–3 kJ/mol, which corresponds

to a 10-20% relative error on the interaction strength. Using three replicates of the
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Figure 3.2: Root mean-sqaured displacement (rmsd) fluctuations of the Cαs along
the umbrella sampling simulations. The regions of higher flexibility correspond to
the protein’s loops (around residues 7, 20, 35 and 42) and C-terminus, which are in
qualitative agreement with earlier NMR studies [1].

simulations provides a similar estimate. The uncertainty is comparable with the

systematic errors introduced by a given choice of forcefield [88], and is thus in line

with the overall robustness of the schematic model parameters.

The angular component of the interaction is obtained from four independent 5

ns-long simulations that restrain the distance between the centers of mass of the two

proteins for each interface using a spring constant of 1000 kJ/(mol nm2). To examine

the role of salt in Sec. 3.3.4, we perform 4 ns-long MD simulations during which the

proteins’ center of mass and reciprocal orientations are constrained to their crystal

form. The ion distribution around the interface is measured every 20 ps. Their

number density is obtained by normalizing over the available volume defined as the

total volume minus the volume occupied by two spheres of diameter σ centered at

the proteins center of mass.
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Figure 3.3: Coarse-grained representation of the protein crystal (A) through a
patchy particle model (B). The blue spheres are proteins on which each pair of
patches corresponds to the crystal interface of the same color. C: schematic of the
interaction between two particles through patch 2i and patch 2i � 1. The colored
region represents the angular width of the patch.

3.2.2 Patchy particle model.

In order to estimate the phase diagram of each protein and to identify their facile

crystallization regime, we model proteins as hard spheres decorated by attractive

patches representing the crystal contacts (Fig. 6.1). Each particle carries i � 1, . . . , n

pairs of patches. Patch 2i interacts only with 2i� 1, as in the Sear model [50], while

the range and width of the interactions are independent parameters, as in the Kern-

Frenkel model [51]. In contrast to the Sear and the Kern-Frenkel models, which both

assume the same interaction form for each pair of patches, we allow the interaction

to vary from one pair of patches to another, capturing the chemically heterogeneous

nature of the crystal contact interactions [133].

The interaction between particles 1 and 2, whose centers are a distance r12 apart,

is thus

φpr12,Ω1,Ω2q � φHSpr12q �
°n
i�1rφ2i,2i�1pr12,Ω1,Ω2q

�φ2i�1,2ipr12,Ω1,Ω2qs, (3.2)
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Table 3.3: Model parameters for wt-RbPf, wt-RbPf at 45 mM of NaCl (low salt),
mut-RbPf and mut-RbPa.

- wt-RbPf
wt-RbPf

mut-RbPf mut-RbPa
(low salt)

σpnmq 2.2 2.2 2.2 1.9
λ1 (σ) 1.09 1.1 1.09 1.15
ε1 (kBT ) 3.7 0.6 3.7 8.4

cos δ1 0.9 0.89 0.9 0.93
cos δ2 0.89 0.89 0.89 0.89
λ2 (σ) 1.1 1.1 1.1 1.1
ε2 (kBT ) 2.8 2.4 4.7 7.6

cos δ3 0.95 0.95 0.95 0.95
cos δ4 0.92 0.92 0.95 0.92
λ3 (σ) 1.15 1.15 1.15 -
ε3 (kBT ) 3.3 2.9 3.3 -

cos δ5 0.89 0.89 0.89 -
cos δ6 0.89 0.89 0.89 -

where Ω1 and Ω2 are the Euler angles. A hard-sphere (HS) potential captures the

volume exclusion

φHS �

"
8 r ¤ σ
0 r ¡ σ,

(3.3)

where σ is the diameter of the particle. The patch-patch interaction is the product

of a radial and an angular component

φ2i,2i�1pr12,Ω1,Ω2q � ψ2i,2i�1pr12qω2i,2i�1pΩ1,Ω2q, (3.4)

where

ψ2i,2i�1 �

"
�εi r ¤ λi
0 r ¡ λi

(3.5)

and

ω2i,2i�1pΩ1,Ω2q �

"
1 θ1,2i ¤ δ2i and θ2,2i�1 ¤ δ2i�1

0 otherwise
. (3.6)

The interaction range between patch 2i and patch 2i�1 is λi, δ2i is the semi-width of

patch 2i, and θ1,2i is the angle between the vector r12 and the vector defining patch

2i on particle 1, as illustrated in Fig. 6.1C. An analogous definition holds for θ2,2i�1.
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Following the soft matter convention, the model parameters are expressed in reduced

units [87]. Lengths are in units of the sphere diameter σ, energies are in units of

300KkB (� 2.49 kJ/mol), where kB is Boltzmann’s constant, and temperatures are

in units of 300K.

The model parameters are fully determined from the MD simulations described

above (Table 3.3). The particle diameter σ is set by the range of the strong repulsion

between proteins, the depth of the well εi corresponds to the PMF minimum, and

the effective interaction range λi is such that the specific patch contribution to the

second virial coefficient matches that of the actual radial profile of the protein-protein

interaction at the crystal contact. The angular distribution of the configurational

space sets the width of the patches defined as δ2i � minrasinp 1
2λi
q, acosp1 � 2σ̃2iqs,

where σ̃2i is the standard deviation of cospδ2iq distribution from the MD simulations.

The constraint sinpδ2iq   p2λiq
�1 guarantees that no patch can form more than one

bond. The location of the patches on the sphere is obtained from the crystal contacts

on the protein (Fig. 6.1A and B). The protein crystal recorded in the PDB file is

expanded using PyMol. The centers of mass of each protein in the unit cell are

identified. The vectors connecting one protein’s center of mass to its neighbors are

then computed (the cartesian coordinates of the patches are reported in Table 3.4).

Because of the P212121 symmetry of the protein crystals in this study, each protein

has six neighbors. In the case of mut-RbPa, only four neighbors are sufficiently close

(surface distance less than 4 Å) to be considered to be interacting, which is why only

four patches are reported.

The gas-liquid line of the phase diagram is obtained using the Gibbs ensemble

method [134] and the critical temperature and density using the law of rectilinear di-

ameters [87]. The solubility line is computed by integrating the Clausius-Clapeyron

equation starting from a first coexistence point, determined using free energy calcu-

lations and thermodynamic integration [87, 135] (the methodological details are the
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Table 3.4: Summary of the patches position and the crystal properties for the proteins
in this study. The first section reports the cartesian coordinates of the normalized
vectors of the models patches. Patch 1 interacts with 2, patch 3 with 4 and patch
5 with 6. The second section describes the crystal unit cell: unit cell dimensions
and positions of the proteins center of mass within the unit cell. Both crystals have
4 proteins in their unit cell obtained by applying a two-fold screw axis symmetry
along each direction to the reference protein in the asymmetric unit cell. The unit
cell properties are obtained from the PDB file.

wt-RbPf and mut-RbPf mut-RbPa

patch x y z x y z
1 -0.7191 0.5659 -0.4032 0.6268 -0.2698 -0.731
2 0.7191 0.5659 -0.4032 -0.6268 -0.2698 -0.731
3 -0.3813 -0.1669 -0.9093 -0.008 -0.9288 0.3706
4 -0.3813 -0.1669 0.9093 -0.008 0.9288 0.3706
5 0.3475 -0.7668 0.5397
6 0.3475 0.7668 0.5397

unit cell (σ) 1.551 1.585 1.986 1.257 1.975 2.254
position

within the unit cell (σ)
reference 0 0 0 0 0 0

screw axis along x 0.775 0.610 1.551 0.629 1.705 1.521
screw axis along y 0.359 0.793 0.558 1.249 0.988 0.394
screw axis along z 1.135 1.403 0.993 0.620 0.727 1.127

same as in Ref. 136).

3.3 Results

We describe below the MD results for the three proteins’ crystal contacts and com-

pare the experimental crystallization conditions with the protein phase diagrams

obtained by parameterizing the patchy particle model with the MD results. We then

analyze how salt affects the protein interactions and phase diagrams, in order to

understand the high salt conditions used for crystallizing rubredoxin.
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Figure 3.4: PMF for wt-RbPf (A), mut-RbPf (B) and mut-RbPa (C). The filled
circles indicate the COM-COM distance in the crystal. The interface surfaces be-
tween neighboring proteins identify the pair-wise interactions of residues involved in
crystal contacts [4].

3.3.1 Crystal contacts of wt-RbPf and mut-RbPf.

Figure 3.4 reports the solvated protein-protein interaction as a function of the center

of mass-center of mass (COM-COM) distance and of the proteins’ relative orientation

for each crystal contact (1, 2, and 3) obtained using MD simulations. The orient-

ationally-constrained potential of mean force (PMF) of wt-RbPf is first obtained in

3 M NaCl aqueous solution (Fig. 3.4A). The PMF minimum for interface 1a and

2a matches the observed crystal distance, while the crystal distance of interface 3a,

although not exactly at the minimum of the PMF, is still within the attractive well.

The interfaces are differently attractive and show a varying range of interactions.

The strong interface 1a contains a combination of negatively and positively charged

residues suggesting that specific complementary amino acids come in contact and

trigger the interaction. We will explore this interface in more details in Sec. 3.3.4.

The relative abundance of apolar residues [137, 138] in interfaces 2a and 3a compared

to interface 1a suggests that hydrophobicity here drives the attraction. The major

difference between these two interfaces is the presence of a barrier for interface 2a,

which is likely caused by the interference of the disordered C-terminus of one chain

with the crystal packing. The high B-factor of this region reported in the PDB file
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suggests it is highly flexible. The C-terminus appears to interact with the neigh-

boring chain by forming a series of backbone-backbone hydrogen bonds at crystal

distance (first minimum). When the two chains are at 2.5 nm apart the connection

breaks. The C-terminus becomes very mobile and appears to impede the protein

interaction, which is the source of the free-energy barrier. This oscillatory behavior

in the PMF is thus likely unphysical and due to a combination of a poor choice of re-

action coordinate and the slow dynamics of the C-terminus. Although in most cases

constraining the movement along a single direction that is orthogonal to the interface

plane is a reasonable approach for separating a pair of proteins, here this setup effec-

tively limits the energetically favorable configurations between the C-terminus and

the other chain by reducing the directions of approach between the two chains. In

addition, the attachment-detachment dynamics of the tail at intermediate distance

is much slower than the simulation time, which causes a poor equilibration of these

simulations. As a result, the PMF profile of this interface is less reliable than the

others, although it remains sufficiently accurate to parameterize the patchy model.

The effect of the C-terminus tail is also evident in mut-RbPf PMF (Fig. 3.4B).

The mutations of this protein are not involved in any crystal contact, which leaves

the crystal packing unchanged. The PDB file (PDB code: 1IU5), however, does not

specify coordinates for the C-terminus tail, because the electron densities of these two

residues is too poor for accurate modeling [117]. We therefore compute the PMF for

interface 2b (identical to 2a) omitting the C-terminus (deletion of Glu52 and Aps53).

The resulting profile does not show any significant barrier and reaches a more negative

free energy. This finding supports the negative effect of the disordered C-terminus

on crystal packing in agreement with the general understanding that highly-flexible

regions of the protein may hinder crystallization.

The N-terminal methionine and formylmethionine variants (PDB codes: 1BQ8,

1BQ9) [2] were crystallized under identical experimental conditions and show identi-
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cal crystal forms, because the mutated region is not involved in any crystal contact.

This analysis of crystal contacts is not necessarily exhaustive if we assume that

non-specific interactions can stem from hundreds of thousands of protein-protein

orientations [139]. Yet these interactions have to be sufficiently strong compared to

kBT in order to actually drive protein assembly. This threshold dramatically reduces

the number of potential crystal contacts, and thus relevant patches. To assess the

randomness of crystal contacts, we determine the PMF for three alternate protein

orientations that one may assume to be amongst the most attractive. The first is

a hybrid of interface 1a and 2a, which determines whether a given patch only in-

teracts with its partner patch. Figure 3.5 shows that the first interaction is mostly

repulsive and weakly attractive at short range, in support of our patch-specific as-

sumption. The second and third are the top two scored configuration found by

RosettaDock [140, 141]. The highest scored interaction is as attractive as actual

crystal contacts, but would result in a crystal of dimers because the surface regions

of the two interacting chains involved in the contact are the same. MD simulations

show that the solid angle spanned by this interaction is very narrow (cos δ � 0.99),

which suggests that this contact is much more orientationally specific than typi-

cal crystal contacts (patch widths in Table 3.3). In addition, the PDB shows no

record of a rubredoxin dimer, which suggests that the remaining open surface of the

dimer presents no patch sufficiently strong to further drive crystal assembly. Fi-

nally, the second strongest interaction predicted by Rosetta is both non-dimeric and

non-attractive (not shown), and we expect other contacts to result in even weaker

interactions. This finding supports the notion that crystal contacts, although biolog-

ically non-functional, are definitely not in all ways similar to random protein-protein

interfaces. They are undeniably characterized by some level of chemical complemen-

tarity and specificity.
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Figure 3.5: PMF of two alternate protein-protein interfaces. Random interface
1 is built using one chain oriented as in interface 1a and one chain oriented as in
interface 2a (solid line). Random interface 2 is the most favorable configuration
found by RosettaDock (dashed line).

3.3.2 Crystal contacts of mut-RbPa.

Mut-RbPa has crystal contacts that are all substantially different from those of the

previous two proteins. Although each chain has six nearest neighbors, only four of

them (forming two interfaces) are sufficiently close to contribute to the pair attraction

(Fig. 3.4C). Interface 2c is mostly hydrophobic, but the hydrophobic component on

interface 1c is relatively small. The attraction is instead dominated by a salt-bridge

between Arg50 and Asp35, which is stable between 1.9 and 2.1 nm, while at larger

distances water fills the gap between the two proteins. The PMF therefore first

plateaus, then rapidly increases (Fig. 3.4C). The resulting distance at crystal contact

for interface 1c and 2c are congruent with the PMF minimum.

Assuming that the strongest pair interaction determines the nucleation process,

one may wonder why interface 1c in mut-RbPa is absent from the crystal contacts of

wt-RbPf. We note that interface 1c misses the C-terminus and Lys50 is mutated to

arginine. Deleting the C-terminus allows the two chains to fit closely together and

the arginine residue to form a salt bridge with Asp35 (Fig. 3.6A). To test whether the

creation of this new interface can be attributed to the shorter tail of mut-RbPa, we
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Figure 3.6: A: Detail of the interaction between Arg50 and the neighboring chain
in interface 1 in mut-RbPa. The solid line identifies the salt-bridge with Asp35 and
the dashed line the hydrogen bond with the carbonyl group of Asn21. B: Interaction
of Lys50 with the neighboring chain after deleting the last residue of wt-RbPf and
fitting the structure in order to overlap the crystal contact of mut-RbPa. The lysine
residue can either form the hydrogen bond or the salt-bridge, but not both. Bond
lengths (in Å) are reported above the bond lines. C: The PMF for the interface
represented in panel B indicates a neutral interaction between the two chains.

delete the C-terminus of wt-RbPf and fit the two chains to the structure of interface 1c

(Fig. 3.6B). The PMF indicates that the interaction between the two chains remains

non-attractive (Fig. 3.6C), i.e. lysine and arginine are not here interchangeable.

Closer examination reveals that both Arg50 nitrogen groups interact with the other

chain through a salt bridge and a hydrogen bond. Conversely, lysine offers a single

nitrogen group to compete with solvation. In agreement with lysine’s solvation free

energy being nearly twice more negative than that of arginine [142], we find that

lysine solvates immediately and does not interact with the other protein chain. This

finding suggests that the lysine at position 50 in RbPf prevents the formation of a

crystal contact analogous to interface 1c in mut-RbPa. Replacing this lysine with

64



0 0.2 0.4 0.6 0.8 1
0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

1.1

density (σ
−3

)

T
 (
3
0
0
 K

)

Texp mut-RbPa

Texp wt-RbPf

and mut-RbPf

G/L  F/S

wt-RbPf

mut-RbPf

mut-RbPa

wt-RbPf low salt

ρ

Figure 3.7: Phase diagram for wt-RbPf, mut-RbPf and mut-RbPa at 3 M of NaCl
and wt-RbPf at 45 mM of NaCl. The fluid-solid lines (F/S) for the four systems are
represented respectively by left-pointing triangles, circles, squares and right-pointed
triangles. The gas-liquid (G/L) are indicated by the corresponding empty symbols
(thicker edge symbol indicates the critical point). The dashed lines correspond to the
temperatures at which the crystallization experiments were conducted. The dotted
line indicates the maximum reachable density for the experimental protein solution
of wt-RbPf.

an arginine should thus favor a 1c-like interface in RbPf and allow wt-RbPf and

mut-RbPf to crystallize isomorphously to mut-RbPa.

3.3.3 Patchy particle models and phase diagrams.

Figure 3.7 illustrates the phase diagram for patchy particle models parameterized

with the above MD results for each protein. The fluid-solid line (F/S) marks the co-

existence conditions between solvated and crystallized proteins, while the gas-liquid

coexistence line (G/L) identifies the conditions under which high and low concentra-

tion solutions of proteins can coexist. As expected from the relatively short radial

range of the attraction (� 5 � 15%σ), in all cases the G/L line is metastable with

respect to the solubility line. The observed relative variations of the attraction width

(between 1 and 5%) and range (between 5 and 10%σ) only change the melting tem-

perature by up to 3% and the critical temperature by up to 8%, which supports the

robustness of the schematic models in the crystallization zone. The phase diagrams
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allow us to predict the conditions under which crystallization can be successful, i.e.,

between the solubility line and the critical point, the conditions under which the pro-

tein will be undersaturated, i.e., above the F/S line, and the conditions under which

over-nucleation and amorphous aggregation occurs, i.e., below the G/L line. These

predictions can be straightforwardly validated by comparing these phase diagrams

with the experimental crystallization conditions. Remarkably, for all three proteins

the experimental temperature falls within 10% of the crystallization gap, which is

comparable with the estimated uncertainty of the coexistence lines due to the error

in the MD simulations.

In the case of wt-RbPf, it is not unreasonable that an unusual high density has

to be reached to cross the solubility line. Given the initial experimental protein and

salt concentrations in the sample and in the buffer, the protein concentration can

reach up to ρ � N
V
� 0.552. This observation in conjunction with the higher error

of the MD results for interface 2a rationalizes the more limited agreement between

model and experiment in this case.

For the phase diagram of mut-RbPa, we find the temperature at which the pro-

tein was experimentally crystallized (293 K) to be very near the model’s critical

temperature, close to the amorphous regime. Interestingly, in the same crystallog-

raphy study, the wild type of RbPa was crystallized at a poorer resolution and in a

different unit cell by adding dioxane to the sample [118]. By comparing the crystal

forms of the two proteins, we identify one mutation (Arg5) that is involved in two

crystal contacts of the wild-type, but not of the mutant, which can in principle trig-

2We define ρi
p �

Np
V i as the initial protein density, ρi

salt �
Nsalt
V i as the initial salt density and

ρf
salt �

Nsalt
V f as the final salt density assumed to be equal to the salt density in the buffer, then the

final protein density is

ρf
p �

Np

V f
�

Np

Nsalt
ρf
salt �

Np

Nsalt
ρf
salt

V i

V i
�

ρi
p

ρi
salt

ρf
salt. (3.7)

66



P
M

F
 (
k
J
/m

o
l)

interface 1

interface 2

2 2.5 3 3.5
−15

−10

−5

0

5

COM−COM distance (nm)

P
M

F
 (
k
J
/m

o
l)

interface 1

interface 2

1

Figure 3.8: PMF as a function of COM-COM distance for the two interfaces
involving Arg5 (explicitly shown in the left panel) in wt-RbPa. The simulations,
run at 3 M of NaCl and without dioxane, show much weaker attraction than the
crystal contacts of mut-RbPa.

ger the formation of a different crystal form. Simulations show, however, that the

contacts involving the mutation are much less attractive than the mut-RbPa crystal

contacts in the absence of dioxane (Fig. 3.8). This result suggests that the wild-type

should crystallize isomorphously to the mutant under the mutant’s crystallization

condition, i.e. without dioxane. Because similar crystal contacts should correspond

to similar phase diagrams, we expect these solution conditions to be near the G/L

line for the wild-type, as they were to the mutant’s. It is therefore not surprising

that the study reports excessive nucleation of the wild-type when crystallization was

attempted without dioxane. Small perturbation of the wild type interactions due

to the mutations or to variations in the experimental solution concentrations may

have sufficed to tilt the system below the G/L line. Two experimental approaches

can then overcome the problem: weakening the protein interactions by changing

the solution conditions, or increasing the solution temperature. The authors of the

study, as many before them, opted for the first approach and added dioxane to the

solution. This additive enhances electrostatic interactions and results in an effective

repulsion between proteins, which (naturally) carry the same net charge. Increasing

the temperature might, however, have been a better strategy than adding a cosolute,

in order to reproducibly obtain high-resolution crystals. Such strategy has already
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proven useful in obtaining better quality crystals in other proteins, but it is “of-

ten neglected despite its proven impact” [143, 144], possibly because of the poor

microscopic understanding of the approach until now.

It is important to note that the assumption of similar phase diagrams only holds

if the residues that differ between the two proteins do not strongly affect protein-

protein interactions, which is not always the case. Comparing wt-RbPf and mut-

RbPa shows that a single mutation (lysine to arginine) there dramatically affects the

crystal organization (Sec. 3.3.2).

3.3.4 Effect of low salt concentration on wt-RbPf.

All crystallized rubredoxins have been precipitated out of relatively high salt concen-

tration (�3 M) solutions. In order to get a clearer understanding of this feature and

to validate the robustness of our method, we also calculate the PMF of wt-RbPf at

low salt concentration (45 mM). This approach enables us to identify the differences

that make this solution condition unsuitable to crystallizing rubredoxin.

2.2 2.4 2.6 2.8 3 3.2
−10

−5

0

5

COM−COM distance (nm)

P
M

F
 (

k
J
/m

o
l)

 

 

interface 1

interface 2

interface 3

Figure 3.9: PMF as a function of COM-COM distance for wt-RbPf in a 45 mM
solution of NaCl.

Salt only weakly perturbs the PMF of interfaces dominated by hydrophobic at-
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traction (within the simulation error, Fig. 3.9), in agreement with NaCl being a

weak salting-out agent [73]. Interface 1a, however, becomes significantly less attrac-

tive at 45 mM NaCl (Fig. 3.10). The microscopic origin of this effect is detected by

examining the behavior of ions around the interface at high and intermediate salt

concentration (3 M and 0.5 M of NaCl).
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Figure 3.10: PMF of interface 1 for wt-RbPf at different salt concentrations and
for the E49A mutant at 45 mM of NaCl (SER).

Interface 1a contains six negatively (two on one chain and four on the other) and

three positively (all on a single chain) charged residues. It should thus be highly

hydrated, as it is found in both the PDB structure (1BRF) and the simulations.

The overall electrostatic repulsion between the two proteins at this interface is thus

weakly screened at low salt concentration, but the situation is different at high

salt concentration. The positively charged residues at the edge of the interface are

then accessible to ions and therefore screened, while the negatively charged residues

buried in the core of the interface are much less screened. As a result, like charge

repulsions between residues on different proteins and opposite-charge attractions

between residues on the same protein are weakened, while unlike charges on different

proteins at the core of the interface remain essentially unscreened. A net effective
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Figure 3.11: Number density of counter ions as a function of distance from the
charge of three different residues: Glu49 on chain A (solid), Lys6 on chain A (dashed)
and the oxygen of Gly22 on chain B (point-dashed). Black lines refer to the 3 M
NaCl simulations, grey lines to the 0.5 M NaCl simulations. The inset shows the
location of the residues at crystal contact. At low salt concentration Glu49 interacts
with Lys6 on the same chain (arrow a), while at higher salt concentration Glu49 is
screened and Lys6 interacts with the carboxyl group of Gly22 on the other chain
(arrow b).

attraction between the two chains is thus observed (Fig. 3.11). In other words,

when no ions are present, the positively charged Lys6 interacts with Glu49 on the

same chain and not with the polar carboxyl of Gly22 on the other chain. If the salt

concentration increases, Glu49 is entirely screened by counter ions beyond 2 Å (black

solid line), but both Lys6 and Gly22 still interact with each other. To further support

this interpretation, we observe that by replacing Glu49 with a neutral alanine the

resulting PMF is attractive even at low salt concentration (SER profile in Fig. 3.10).

The phase diagram obtained by parameterizing the model’s interface 1a at low

salt concentration pushes the solubility line to lower temperature and moves the crys-

tallization gap further away from the experimentally accessible temperature range.

The model, therefore, suggests a nearly-quantitative explanation for choosing high

salt crystallization conditions for this family of proteins.
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3.4 Discussion

From this proof-of-concept study, we can draw microscopic insights about the un-

derlying structural biology and soft matter motivations for its inception.

3.4.1 Surface Entropy Reduction.

The surface entropy reduction mutagenesis approach, rooted in extended crystal-

lographic expertise [110], has been statistically justified by mining the PDB [64].

Although its microscopic basis lies on reducing the entropic cost of crystallization, it

also implicitly accounts for other effects by targeting specific residue types (lysines

and glutamic acids) and not other equivalently highly entropic side chains (arginines

and aspartic acids) [145].

The analysis of crystal contacts presented here allows us to go beyond the sta-

tistical justifications and offers a physical rationale for the observed difference in

behavior between residues with a similar entropy. In interface 1c of mut-RbPa, for

instance, we verify that replacing Arg50 with a lysine significantly weakens the en-

ergetic interaction, in spite of the two residues having a similar entropy [64]. In this

specific case, the different propensity of forming multiple intermolecular interactions

and the solvation free energy play key roles in distinguishing the contribution of the

two side chains. This effect thus offers an explanation as to why lysine is a good

SER target, while arginine is not.

We also obtain an example where a targeted mutation is advantageous from both a

SER and an energetic point of view. We show that at low salt concentration wt-RbPf

would not crystallize, or at least not in the same form. As observed in the analysis of

interface 1a, the electrostatic interaction of Glu49 with Lys6 at low salt concentration

prevents the inter-chain interaction between Lys6 and Gly22 and therefore also the

protein’s crystallization. For wt-RbPf, the SER approach specifically recommends
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replacing Glu49 with alanine [145]. Mutating Glu49 deletes the responsible charge

and strengthens the pair interaction by an alternate route to increasing the salt

concentration. In this situation, the suggested mutation would likely help crystal

formation in part because it reduces the surface entropy, but mainly because it

changes the interface electrostatic potential (Fig. 3.10).

The microscopic analysis of the crystal contacts in this work provides physical

evidence that both support and modulate the statistical findings about them [64].

For one thing, compression of the lattice unit cells and readjustments of polar residues

are common effects of crystal freezing [146], which can bias analyses based on PDB

structures alone. Our solvated approach overrides some of these biases by simulating

experimental crystallization temperatures, where the protein properties are averaged

over a thermal ensemble of configurations. This clarified picture also suggests ways

to improve the success of SER-like methods. Analyzing the nature of the surrounding

amino acids along the chain, for instance, should help identify residues that weaken

interactions by disrupting hydrophobic patches or by competing with favorable inter-

chain interactions.

The general strategy of strengthening protein interactions does not, however, al-

ways results in better crystals. The connection we establish between protein-protein

interactions and the overall protein-solution phase diagram clarifies this key point. If

a protein gels or over nucleates, the crystallization conditions should instead be cho-

sen to weaken these interactions, which can be achieved, for some maybe counterintu-

itively, by increasing temperature and thus entropy’s contribution to protein-protein

interactions.

3.4.2 Patchy models.

The central premise that the phase behavior of crystallizing proteins could be under-

stood from that of particles with short-range anisotropic interactions is here verified,
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at least for a set of small and compact globular proteins. The typical regime for

successful experimental crystallization is intermediate between the metastable criti-

cal point and the solubility line at low to intermediate protein concentrations, which

results in open crystal structures dominated by directional interactions [133].

It is by now well understood that reducing the range and surface coverage of

attraction lowers the critical temperature and broadens the crystallization regime

[49, 51, 147]. The critical point may or may not assist nucleation [43, 148], but the

question is of little relevance if the protein is in any case highly soluble. Our study

shows that in a low-salt aqueous environment RbPf and its mutants, for instance,

do not crystallize because their solubility lines lie either at very low temperatures

or at high densities. The addition of salt to the solution strengthens the pair inter-

action, but does not significantly affect its range or width, except for incompletely

screened electrostatic interactions. The pair interactions therefore naturally results

in an attraction range that lies between 1 and 3 Å. The parameter that most affects

solubility is the interaction strength. The phase diagram in Fig. 3.7 shows that in

order to achieve reasonable solubility at room temperature, the average interaction

strength per patch should be of order 8 kJ/mol for a protein with six crystal contacts

and of 20 kJ/mol for a protein with four. A larger protein would shrink the fraction

of the protein diameter σ over which the attraction is felt as well as its angular span.

Although tightening the fractional range by an order of magnitude dramatically af-

fects the critical point location, it only weakly perturbs the position of the solubility

line. If anything, crystallization may then become easier. The fact that it generally

is not highlights the incompleteness of this description, which should then probably

include a larger number of patches for larger proteins. We get back to this question

in the conclusion.

A common assumption in patchy particle models is that the patch-patch interac-

tions responsible for crystallization are essentially identical. Our simulations clearly
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show that it is not the case in proteins. Comparing the phase diagram of wt-RbPf

and mut-RbPa indicates that it may be more efficient to have many weaker patches

than few stronger patches, in order to decrease the solubility of a protein. If we

rescale the temperature over the average energy per particle in the crystal (�8 kBT

for wt-RbPf and �16 kBT for mut-RbPa), the solubility line of mut-RbPa drops

below that of wt-RbPf, indicating that mut-RbPf is crystallized by making up for

the absence of an interface by having a drastically increased attraction strength for

the others. This observation motivates the study of how the distribution of energy

across patches affects the phase diagram [136].

Modifying the interaction strength is equivalent to rescaling temperature. A

patchy model with stronger interactions maps to the same phase diagram with higher

temperatures. From a practical point of view, except for small changes to solution

temperatures, tuning the strength of the interaction is, however, quite difficult to

achieve and typically requires a detailed microscopic understanding of the system.

Our results show that even small details, such as mutating a lysine to an arginine,

or the preferential screening observed at high salt concentration, can significantly

affect the interaction. Echoing the SER discussion, we thus urge for more systematic

atomistic-level studies of this question.

3.5 Conclusion

In this paper, we have studied the interaction of three closely related proteins of the

rubredoxin family using an approach that bridges the structural biology and soft mat-

ter descriptions of protein crystallization. It allowed us to characterize representative

values of protein-protein interactions and to obtain reasonable phase diagrams, pro-

viding a microscopic explanation of why certain simple mutations can dramatically

affect a protein’s crystallization behavior. The correspondence between protein crys-

tallization and patchy models phase diagrams provides guidelines to avoid gelation
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and over-nucleation and, more generally, draw stronger parallels between schematic

models for soft matter and protein assembly.

Because the goal of this study is to verify the correspondence between patchy par-

ticle models and real proteins, and to identify microscopic mechanisms that trigger

these interactions, we have here focused on a protein for which structure and crystal

contacts are known. In this case the interacting patches are directly extracted from

the known protein crystal contacts. Although one does not typically have access

to such detailed information when attempting to crystallize a protein de novo, this

approach can nonetheless be of merit even when patch identification cannot be di-

rectly read off from a PDB file. For instance, if a low-resolution crystal is available,

a rough estimate of the protein structure can be fit to the electron density map and

the crystal contacts so analyzed. MD simulations would then allow to relax and

correct a defective initial structure and give reasonable results for the crystal contact

interactions. The phase diagram of the resulting model can be used to guide sub-

sequent attempts at improving the crystal resolution. Similarly, if the structure of

a homologue or a mutant is known, MD simulations of its crystal contacts in which

the differences between the target protein and the one available are replaced in vitro

can be used to obtain an initial phase diagram and tune the conditions to obtain an

isomorphous crystal for the target protein.

In the worst case scenario, the case in which nothing is known beyond a protein’s

primary sequence, our approach has to be preceded by some analysis of the pro-

tein surface. Multiple iterations between simulations and experiments would then

likely be necessary. Protein folding algorithms, although far from reliably and sys-

tematically predicting the full three-dimensional structure of a protein, may help

guess which residues are likely to be on the surface and closed to which others [5].

This rough surface map could then be used to identify problematic regions that hin-

der protein-protein interactions and thus determine good targets for mutations, as

75



suggested in Section 3.4.1. Our microscopic analysis further suggests that crystal

contacts are mostly characterized by specific patterns of hydrophobic, charged and

polar residues and by the presence of few residues, i.e. arginine, that have pecu-

liar chemistry. This observation justifies and encourages extensive simulations to

characterize the interaction between patterns of these residues in different solution

conditions. This information could be collected in a dictionary that is searched to

find potential crystal contacts on a protein given a coarse map of its surface. The

set of potential crystal contacts could then be used as set of patches in the model to

obtain a first guess of phase diagram to tune crystallization conditions. The location

of the patches, although important in the actual protein and in the formation of a

crystal versus another, only weakly affects crystallization in patchy models [136] and

can, therefore, be adjusted in a second step. We anticipate that future studies will

clarify the usefulness of such a scheme.

Considering more complex proteins would also require introducing additional

features to the schematic models. For example, some proteins assemble in more than

one crystal form, each involving a distinct set of crystal contacts. Consequently,

they should be characterized by a larger set of patches. Although different crystal

forms might result in very similar protein structures, they are nevertheless interesting

because they can produce higher resolution crystals or highlight dynamical features

that would otherwise be unnoticed in the static crystallographic view, such as the

hinge-bending angle in lysozyme [149]. The position and the parameterization of the

patches may also not be kept fixed if conformational changes occur on a timescale

similar to crystallization, such as in intrinsically disordered proteins. Work in this

direction should help clarify both the soft matter and structural biology viewpoints.
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4

Crystal contacts and phase diagrams of human
ubiquitin

4.1 Introduction

As mentioned in Chapter 1, not all proteins display a simple phase diagram such

as that of rubredoxin, which we have determined in Chapter 3. For instance, some

proteins are instead found to crystallize in more than one crystal form under the

same solution conditions. Human ubiquitin is such a protein. In a set of crystalliza-

tion experiments performed in the Richardson’s laboratory at Duke University, two

distinct crystal forms were observed in a drop containing 0.1 M of zinc acetate, 16%

w/v of PEG 3350, 15% v/v of glycerol, at neutral pH, and at a temperature of 295

K. The two forms, one belonging to the P212121 symmetry group with three chains

per asymmetric unit cell, and the other belonging to P4332 with two chains per unit

cell, were resolved at 1.3 Å and 2.8 Å, respectively.

From a physical chemistry point of view, the appearance of two distinct crystal

forms in the same drop can only be explained by both of them being thermody-

namically stable or metastable under the given experimental conditions. The phase
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diagram is thus necessarily more complex than that of rubredoxin. Despite this

complexity, the methodological protocol described in Chapter 3 can be also applied

to ubiquitin in order to characterize the interactions that drive crystallization, the

topology of the phase diagram, and how competition between different crystal forms

comes in play.

4.2 Results

In the following, we characterize the crystal contacts for the two crystal forms ob-

served in ubiquitin, design a patchy particle model that mimics these interactions,

and calculate the corresponding phase diagram. To understand the effect of salt

concentration on the crystal contact interactions and the phase diagram, we repeat

the analysis at two concentrations of zinc acetate: 0.1 M and 0.5 M. Note that the

role of PEG and glycerol is neglected at this stage.

4.2.1 Crystal contacts of two competing crystal forms

Analyzing the two crystal forms reveals that each crystal is characterized by six

crystal contacts, and that one of them is shared between the two crystal forms. In

addition, each crystal form has two contacts that form dimers, i.e., the neighboring

proteins interact through the same surface region. Employing the same procedure

described in Chapter 3, we calculate the PMF for each contact at 0.1 and 0.5 M of

zinc acetate (Fig. 4.1). Among all the contacts, only 5 crystal contacts of P212121

and 3 crystal contacts of P4332 result in an attractive interaction. Among these,

we find the shared contact (black), both the dimeric contacts for P212121 (red and

green), and one dimeric contact for P4332 (red).

Independently of the salt concentration, for both crystals the strongest contact

is dimeric (contact 2 for both crystals in Fig. 4.1). If we assume that the strongest

contact is the one that typically forms first, one may expect that the assembly may be
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Figure 4.1: PMF as a function of COM-COM distance for the two crystal forms
at 0.1 and 0.5 M of zinc acetate. For crystal P212121, contact 2 and contact 3 are
dimeric contacts. For P4332, contact 2 is a dimeric contact. Contact 5 of P212121

and contact 3 of P4332 are the same crystal contact (shared between crystal forms).

particularly sensitive to these interactions. When the two contacts are overlaid, we

observe that steric clashes prevent the concurrent formation of the dimers (Fig. 4.2).

These two interactions thus compete with each other, and which one is present at a

given time may strongly influence which of the two crystals assembles. Interestingly,

a recent NMR study of ubiquitin found the protein to spontaneously dimerize in

solution [150]. The configuration ensemble of the dimers observed in the NMR

experiment is perfectly compatible with the two strong dimeric contacts found here.

The dimeric crystal contacts are not artifacts generated by the crystal lattices, but

they form already in solution.
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P4

Figure 4.2: Overlap of the structures of contact 2 of P212121 and contact 2 of P4332,
the stronger dimeric contacts in the crystals, and sketch of the two crystal lattices
(each sphere represents a protein). The colorful regions on the spheres indicate the
position of the dimeric contact in the corresponding crystal.

4.2.2 Patchy particle model

To determine the phase behavior of the system, we design a patchy particle model

with two competing sets of patches, compatible with the two crystal forms that have

been experimentally observed. Table 4.1 reports the parameters of the patchy model

at 0.1 and 0.5 M of zinc acetate. The notation follows that nomenclature introduced

in Chapter 3. A total of nine patches have to be defined to model the seven crystal

contacts. Note that patches 1 and 2 are involved in three contacts, and patches 5

and 6 are used by both crystal forms (shared contact). Note also that the dimeric

contacts are characterized by one patch interacting with itself.

4.2.3 Phase diagram

Using the same Monte Carlo techniques described in Chapter 3 and the patchy model

parameterized as described above, we compute the phase diagram of the ubiquitin

model at the two salt concentrations studied (Fig. 4.3). Because of the presence
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Table 4.1: Patchy model parameters for ubiquitin. Columns a and b indicate the ids
of the two patches that form the corresponding contact. ε is the interaction strength
in units of kBT with T � 300 K, λ is the interaction range in units of σ � 2.3 nm
(ubiquitin’s diameter), and cos δa and cos δb are the angular widths of the patches
that form the contact.

Contact id a b
0.1 Zn Ace 0.5 Zn Ace

ε λ cos δa cos δb ε λ cos δa cos δb
P212121 1 1 2 10.8 1.05 0.99 0.99 13.2 1.05 0.99 0.99
P212121 2 1 1 20.2 1.05 0.99 0.99 18.1 1.05 0.99 0.99
P212121 3 2 2 6.2 1.05 0.99 0.99 4.0 1.05 0.99 0.99
P212121 4 3 4 2.0 1.13 0.97 0.97 2.0 1.14 0.97 0.97
P212121 5

5 6 5.8 1.1 0.9 0.9 5.2 1.1 0.9 0.9
P4332 3
P4332 1 7 8 6.4 1.1 0.91 0.95 8.1 1.1 0.9 0.95
P4332 2 9 9 10.4 1.24 0.92 0.92 10.2 1.24 0.92 0.92

of two crystal forms, the phase diagram shows a region of stability for P4332 at

intermediate densities, and one for P212121 at higher densities.

At both salt concentrations, only P4332 presents a stable coexistence line with

the fluid and the triple point between the fluid and the two crystals is at much lower

temperatures (much lower than the critical point). Hence, thermodynamics suggests

that only P4332 should assemble in a crystallization experiment. We note, however,

that the dimeric contact belonging to P212121 is twice as strong as any interaction

in the P4332 crystal, suggesting that the solution may be characterized by a rich

population of dimers of this kind. In simulations, we observe that the fluid tends to

form trimers that interact through patch 1 and 2 (contacts 1, 2, and 3 of P212121).

Because this configuration is incompatible with the thermodynamically stable crystal

form, it is possible therefore that P212121 is kinetically easier to assemble.

The only region in the phase diagram where this scenario may take place is below

the metastable solubility line between the fluid and the P212121 crystal (magenta line

in Fig. 4.3). At both salt concentrations, this line lies to the right of the gas-liquid

metastable coexistence, which suggests that the metastable crystal assembly can
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Figure 4.3: Ubiquitin’s phase diagram at 0.1 M of zinc acetate (empty symbols and
solid lines) and at 0.5 M of zinc acetate (filled symbols and dashed lines). Blue circles
represent the coexistence between the fluid and P4332, red triangles the coexistence
between P4332 and P212121, black squares the gas-liquid metastable coexistence line,
the magenta lines the metastable solubility of P212121. The horizontal dashed green
line corresponds to the temperature at which the experiment was performed (295
K).

only occur at high protein concentrations. At 0.1 M of zinc acetate, the protein

concentration necessary to induce P212121 is reasonable, especially if we take into

account that the different coexistence lines are known to within at most 10%. By

contrast, at 0.5 M of zinc acetate, it is very unlikely that P212121 may assemble

without the solution first forming a gel. We therefore expect that in a crystallization

experiment run at 0.1 M of zinc acetate both crystals may assemble depending on

the initial protein concentration. At 0.5 M of zinc acetate, we only expect P4332 to

form.
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4.3 Conclusions

In this chapter, we have analyzed the phase behavior of human ubiquitin. Because

the protein is observed to assemble in two distinct crystal forms, this study presents

additional challenges compared to the simple case of rubredoxin. We find that from

a purely thermodynamic point of view, only one crystal kind should form. The

experimental observation of the presence of two crystals suggests that kinetic control

may be at play. The thermodynamically stable crystal may indeed be kinetically

more difficult to assemble.

The phase behavior we predicted will be experimentally tested by performing ex-

periments at varying salt concentration, temperature, and initial protein concentra-

tion. We have already verified that increasing salt concentration lowers the position

of the fluid-P4332 solubility line (not shown). From a modeling point of view, Chap-

ter 6 presents a complete analysis of patchy models similar to that of ubiquitin, in

the sense that two competing crystal can assemble. In that chapter, we extensively

study both thermodynamics and kinetics of the model.

It is important to note that the model presented here accounts only for the effect of

salt by calculating the effective protein-protein interactions at different zinc acetate

concentrations. The crystallization experiments that will be conducted, however,

include also a small concentration of PEG in order to induce nucleation. Comparing

the phase diagrams obtained here with the crystallization behavior in experiments

will also likely suggest an effective role for the polymer, whether it be rescaling the

protein concentration or shifting the net attraction strength.
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5

The role of energetically and geometrical
asymmetries in protein crystallization

This chapter is based on

Diana Fusco and Patrick Charbonneau, Crystallization of asymmetric patchy

models for globular proteins in solution, Physical Review E, 8, 012721 (2013).

5.1 Introduction

Proteins are key biological molecules whose physiological roles are, for the most part,

tightly linked to their three-dimensional structure. Because X-ray and neutron crys-

tallography are the most widely used techniques to detail these structures [8, 11], the

difficulty of obtaining diffraction-quality protein crystals severely limits our under-

standing of living systems. Crystallizing a protein typically involves placing a drop

of protein solution near a high-salt aqueous buffer that drives the vapor diffusion

away from the drop. The non-volatile solutes then steadily concentrate and, if the

initial conditions are properly chosen, a protein crystal assembles [8]. From a phys-

ical point of view, identifying successful crystallization conditions is thus equivalent
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to determining the protein’s solution phase diagram. The limited usefulness of ex-

isting physical descriptions and of knowledge-based approaches [66, 110], however,

leaves a vast space of experimental conditions to be screened. A material understand-

ing of protein assembly is thus essential to developing more effective crystallization

strategies.

Soft matter descriptions of protein assembly based on particles with isotropic,

short-range attractive interactions [42, 43, 67] – as suggested by early structural

studies [12, 61, 151] – provide some conceptual guidance. They identify the re-

gion between the solubility line, above which the solution is stable, and the liquid-

liquid critical point, well below which the system precipitates into amorphous mate-

rials [47, 152], as the “crystallization gap” where crystal assembly is possible. This

schematic picture is, however, unable to reproduce many experimental trends [28, 31,

48, 68, 113]. The introduction of bond directionality in symmetric “patchy” mod-

els aimed to better represent the effective protein-protein interactions that drive

their crystallization [49, 56]. Yet the most commonly studied versions of these

models have symmetric and interchangeable patches, which are atypical of real pro-

teins [97, 110, 133, 153] and insufficient to describe the assembly of even the simplest

of globular proteins [133, 154]. In this article, we investigate the role of patch geom-

etry and bond energy asymmetry on the phase diagram and assembly dynamics of

a coarse-grained protein model of rigid globular proteins in aqueous solution. This

additional anisotropy ‘direction’ complements earlier experimental proposals [155].

It also maps onto the assembly of more complex structures in systems such as DNA-

coated colloidal particles, in which the strength of directional interaction can be

finely tuned [156–158]. Our work therefore identifies general regions of parameter

space that should be targeted for specific colloidal assemblies, such as gel and crystal

formation.

The plan for the study is as follows. In Section 2, we describe the model used.
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In Section 3, we analyze the phase diagrams of a collection of model parameters.

In Section 4, we study nucleation and the pathways to crystallization. Finally in

Section 5, we determine how percolation interferes with crystallization.

5.2 Model description

We describe each protein as a hard sphere of diameter σ, which sets the unit of

length, with interacting directional patches that mimic the effective interactions be-

tween solvated proteins. This schematic description assumes that proteins maintain

their structure throughout crystallization and that solvated electrolytes screen long-

range electrostatic interactions, which is typical of protein solutions that produce

diffraction quality crystals [159, 160]. Crystallization cocktails that include salt as

only cosolute account for nearly 50% of successful experimental conditions in typical

databases [161]. In these conditions, attraction is triggered by the specific chemical

details at the protein surface and thus directional interactions dominate. This treat-

ment complements and supports with previous studies that focused on the interplay

between specific and non-specific (depletion) interactions [148, 162, 163].

We consider a variant of the patchy model of Ref. [164] in which patch-patch

interactions are specific [50] and their range and strength are independently tun-

able [51]. The pair-wise interaction between particles 1 and 2, whose centers are a

distance r12 apart, is

φpr12,Ω1,Ω2q � φHSpr12q �
ņ

i�1

rφ2i,2i�1pr12,Ω1,Ω2q

�φ2i�1,2ipr12,Ω1,Ω2qs, (5.1)

where Ω1 and Ω2 are the Euler angles and n is the number of pairs of patches. A
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hard-sphere (HS) potential captures volume exclusion

φHSprq �

"
8 r ¤ σ
0 r ¡ σ.

(5.2)

The patch-patch interaction is the product of radial and an angular components

φ2i,2i�1pr12,Ω1,Ω2q � ψipr12qω2i,2i�1pΩ1,Ω2q, (5.3)

where

ψiprq �

"
�εi r ¤ λiσ
0 r ¡ λiσ

, (5.4)

and

ω2i,2i�1pΩ1,Ω2q �

"
1 θ1,2i ¤ δ2i and θ2,2i�1 ¤ δ2i�1

0 otherwise
. (5.5)

The interaction range λi is in units of σ, δ2i is the semi-width of patch 2i and θ1,2i is

the angle between the vector r12 and the vector defining patch 2i on particle 1. By

symmetry an analogous definition holds for θ2,2i�1. Here, the short radial extent of

the square-well attraction, λi � 1.1σ [165], and its surface coverage measured by the

semi-opening angle of its conical segment, δi � cos�1p0.89q, are chosen to be typical of

protein-protein interactions [97, 154]. By contrast, the patch position on the surface

and the bond energy εi are randomly chosen, under the sole constraint that the

lattice formed by simply bonding the patches is that of the most commonly observed

in monomeric protein crystals, the orthorhombic P212121
1 [166]. This lattice’s three

non-intersecting two-fold screw axes guarantee a high number of rigid-body degrees

of freedom with minimal symmetry constraints.

1The unit temperature T (and its inverse, β) is set by ε1 � ε2 � ε3 � εtot with Boltzmann’s
constant kB � 1. The geometrical orientation varies from one pair of patches to the next. Although
these models can crystallize in other lattices at high temperatures and densities, these structures
are not relevant for protein crystallization.
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We summarize the patch properties with energy and geometry asymmetry pa-

rameters

ζ �
pε1 � ε2q

2 � pε1 � ε3q
2 � pε2 � ε3q

2

2pε21 � ε22 � ε23q

γ �
pI1 � I2q

2 � pI1 � I3q
2 � pI2 � I3q

2

2pI2
1 � I2

2 � I2
3 q

,

where Ii represents the ith eigenvalue of the inertia tensor of the object represented

in Fig. 5.1. Each patch (in red) carries a mass M at its center. The inertia tensor

is computed over the set of weighted patches. The expression for γ guarantees that

its value does not depend on the fictitious mass M nor on the radius of the particle,

as long as they do not vary from one patch to the other [167]. Note that patches

located on a perfect octahedron have I1 � I2 � I3, and consequently γ � 0. Both ζ

and γ P r0, 1s, where 0 corresponds to an equal energy distribution (ε1=ε2=ε3) and

cubically distributed patches, and 1 corresponds to a complete energy asymmetry

(ε1=ε2=0 and ε3=εtot) and a unit cell elongated in a single direction. Because of

the P212121 constraint on the crystal, patches cannot be too close to one another.

Otherwise, bonded particles would overlap and the unit cell would stretch beyond

the range of attraction λ � 1.1σ, which limits the achievable asymmetry and sets

γ À 0.1. Because a cubic symmetry (γ � 0 and limiting case of P22121) is not

realizable within the three screw axes symmetry of P212121, γ is limited from below

as well. The adopted range and width of the interaction and the P212121 symmetry

ensures that two particles can only interact one bond at a time. This condition,

together with the impossibility for a patch to interact with its copy, also prevents

dimerization. Note that because the definition of γ and ζ is purely geometrical, there

is no reason to expect that different models with identical asymmetry parameters

should behave identically. Tables 5.1 and 5.2 summarize the parameter values used

in this work.
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Table 5.1: Geometry parameters: the triplets of numbers represent the unit vector
coordinates of each patch. The center of patch 0 interacts with patch 1, patch 2 with
patch 3 and patch 4 with patch 5. The first example γ � 0 is reported for clarity.

γ patch0 patch1 patch2 patch3 patch4 patch5

0
1.0 -1.0 0.0 0.0 0.0 0.0
0.0 0.0 1.0 -1.0 0.0 0.0
0.0 0.0 0.0 0.0 1.0 -1.0

0.0172
-0.8036 0.8036 -0.5186 -0.5186 0.3081 0.3081
-0.5042 -0.5042 0.2731 0.2371 -0.8084 0.8084
-0.3163 -0.3163 0.8102 -0.8102 0.5016 0.5016

0.0217
-0.7904 0.7904 -0.4227 -0.4227 0.3571 0.3571
-0.5184 -0.5184 0.2807 0.2897 -0.776 0.776
-0.3263 -0.3263 0.8617 -0.8617 0.5199 0.5911

0.0381
-0.7191 0.7191 -0.3813 -0.3813 0.3475 0.3475
0.5659 0.5659 -0.1669 -0.1669 -0.7668 0.7668

-0.4032 -0.4032 -0.9093 0.9093 0.5397 0.5397

0.0631
-0.6167 0.6167 0.6103 0.6103 -0.006 -0.006
0.6521 0.6521 -0.3099 -0.3099 -0.9579 0.9579

-0.441 -0.441 0.729 -0.729 0.2871 0.2871

0.0787
-0.9042 0.9042 -0.6276 -0.6276 0.2859 0.2859
-0.3335 -0.3335 0.5386 0.5386 -0.9074 0.9074
-0.2669 -0.2669 0.5622 -0.5662 0.3081 0.3081

5.3 Phase diagram

For these 30 randomly selected sets of patch geometry and bond energies we numer-

ically determine the solubility line using free-energy integration and the metastable

vapor-liquid line using Gibbs ensemble Monte Carlo simulations and compared the

results to Wertheim’s theory predictions.

5.3.1 Phase diagrams from simulations

Gibbs ensemble MC simulations (GEMC) directly determine the coexistence densi-

ties of the metastable gas and liquid phases [134]. We simulate a total of N �1000

particles for 106 MC cycles, where each cycle consists on average of N particle dis-

placements, N particle rotations, N{10 particle swaps, and 2 volume V changes. The

critical temperature Tc and density are then estimated using the law of rectilinear
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Table 5.2: Energy parameters with εtot � 6.

ζ ε1 ε2 ε3
0.00 2. 2. 2.
0.11 1.2462 2.5482 2.2056
0.21 2.1 2.9066 0.9934
0.33 0.4854 2.8266 2.688
0.49 3.5756 0.2037 2.2207
0.50 3. 3. 0.
0.55 3.96 1.8 0.24
0.64 4.32 1.5 0.18
0.79 4.8 0.6 0.6

Figure 5.1: Sketch of a patchy particle. To determine the inertia tensor, we treat
the patches as spherical balls (red/light gray) whose center is at the particle surface.

diameters [87].

Because the gas-liquid line is metastable, for low energy asymmetry crystalliza-

tion happens so quickly that determining the gas and liquid coexistence densities

is impossible. In such cases, we estimate the critical temperature from Wertheim’s

perturbation theory (see below).

To determine the fluid-solid coexistence curve, we integrate the Clausius-Clapeyron

equation starting from one coexistence point, using a fourth-order predictor-corrector

algorithm [42]. The coexistence point itself is determined using free energy calcu-

lations. The free energy of the fluid is computed using thermodynamic integration
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Figure 5.2: Temperature-density ρ phase diagrams of patchy models with (a) dif-
ferent γ at fixed ζ � 0.33, and (b) with different ζ at fixed γ � 0.0172. (c) and (d)
depict the same phase diagrams with T rescaled following WPT. The crystal-fluid
coexistence lines (symbols) are then close to, yet distinct from the WPT solubility
line (solid black line). For visual clarity, only the gas-liquid critical points (black
symbols) are reported in (c) and (d). Spontaneous crystallization during the simu-
lations prevents the precise evaluation of the gas-liquid line for low ζ. The specific
parameter values are given in Tables 5.1 and 5.2.

from the free energy of an ideal gas [135]. The free energy of the crystal is determined

using an Einstein crystal with a fixed center of mass as in Ref. [102]. Its Hamiltonian

is

HEinpΞtrans,Ξorq � Ξtrans

Ņ

i�1

pri � ri,0q
2 � Ξor

Ņ

i�1

fpθi, φi, χiq,

where fpθi, φi, χiq � 1 � cospψi,1q � 1 � cospψi,2q , pθi, φi, χiq are the Euler angles

describing the orientation of particle i, and ψi,j is the angle formed between the

vector defining patch j of particle i and the corresponding vector in the Einstein

crystal. As explained in Ref. [135], the Helmhotz free energy of the reference Einstein

crystal can then be written as

aCOM
Ein � aCOM

trans � aCOM
or , (5.6)

where

βaCOM
trans � �

3

2

N � 1

N
ln

�
π

βΞtrans



�

3

2N
lnN (5.7)

91



and

βaCOM
or � � ln

"
1

8π2

»
dθ sinpθqdφdχ expr�βΞorfpθ, φ, χqs

*
.

The calculation of aCOM
trans is straightforward, but that of aCOM

or requires either a tedious

numerical integration or an analytical approximation. We opt for the latter using a

saddle point approximation, which is accurate and efficient for the high values of βΞor

used here, because the integrand is then sharply peaked. Defining pθ0, φ0, χ0q as the

reference orientation in the Einstein crystal and changing variable α � pcospθq, φ, χq

gives »
dθ sinpθqdφdχ expr�βΞorfpαqs �

»
dα expr�βΞorfpαqs

�
expr�βΞorfpα0qsp2πq

3{2

pβΞorq3{2 detpHrfpα0qsq1{2

�
p2πq3{2

pβΞorq3{2 detpHrfpα0qsq1{2
,

such that

βaCOM
or �

3

2
lnpβΞorq �

1

2
lnt8π detpHrfpα0qsqu, (5.8)

where detpHrfpα0qsq is the determinant of the Hessian of function f computed at

α0. Its analytical expression is reported in Appendix A. Once the free energy of the

reference crystal is known, the free energy of the actual crystal is obtained following a

standard free energy integration protocol [168]. Several simulations along an isobar

starting from the fluid and from the crystal are then necessary to determine the

temperature at which the chemical potential of the two phases coincides [135, 168].

Figure 6.4 illustrates the simulated phase diagrams. The gas-liquid critical tem-

perature Tc generally decreases with increasing γ because patch proximity anti-

correlates bond formation and decreases the liquid entropy, although the limited

number of systems studied partially hides this feature (Table 5.3). The solubility
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line, by contrast, is clearly similar for different geometries at fixed ζ and monotoni-

cally shifts to lower temperatures with increasing energy asymmetry.

Table 5.3: Critical temperatures Tc for the models studied. � indicates that the
system crystallized spontaneously in GEMC simulations and the Wertheim’s esti-
mate is instead reported. - indicates models for which the phase diagram was not
determined. Temperatures are in units of εtot.

HH
HHHHζ

γ
0.0172 0.0217 0.0381 0.0631 0.0787

0.00� 0.052 0.052 0.052 0.052 0.052
0.11� 0.053 0.053 0.053 0.053 0.053
0.21 0.052 - - - -
0.33 0.057 0.058 0.058 0.055 0.054
0.49 0.059 0.057 0.053 0.050 0.055
0.50 0.061 - - - -
0.55 0.047 - - - -
0.64 0.040 - - - -
0.79 0.026 0.024 0.024 0.019 0.020

5.3.2 Phase diagrams from Wertheim’s perturbation theory

According to Wetheim’s perturbation theory [169, 170], the fluid free energy can be

approximated by the hard sphere free energy plus a bond free energy correction

af � aHS � abond, (5.9)

where

βabond �
¸
aPΓ

�
lnXa �

Xa

2



�
m

2
. (5.10)

Here m is the total number of attractive sites, Xa is the probability that the molecule

is not bonded at site a, and Γ is the set of interacting patches.

Similarly, the chemical potential is given by

βµf � βaf �
βp

ρ
� βaHS � βabond �

βpHS

ρ
�
βpbond

ρ
, (5.11)
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where the pressure p contribution to bonding is

βpbond � ρ2
¸
aPΓ

�
BXa

Bρ


�
1

Xa

�
1

2



. (5.12)

In the solid, βas � βµs, because the ratio βps
ρs

is small [50, 171]. The energetic

contribution to the free energy is the energy of the fully-bonded system �βεtot, while

the entropic term is approximated using the range of interaction and the width of

the patches [50],

βµs � βas � �3 lnpλ� 1q � ln

�
δ3

π2



� βεtot. (5.13)

At phase coexistence, the temperature, pressure, and chemical potential of the

fluid and solid phases have to be identical. The pressure of the solid is once again

ignored, so the only remaining constraint is βcoexµf � βcoexµs. Using the equations

above, it follows that

βcoexaHS � βabond �
βcoexpHS

ρ
�
βcoexpbond

ρ
�

� �3 lnpλ� 1q � ln

�
δ3

π2



� βcoexεtot. (5.14)

As the hard-sphere system itself is temperature independent, it holds that

βcoex

�
abond �

pbond

ρ
� εtot



� Cpρq, (5.15)

where

Cpρq � �βaHS �
βpHS
ρ

� 3 lnpλ� 1q � ln

�
δ3

π2



(5.16)

is a function that only depends on ρ. It thus follows that abond�
pbond

ρ
�εtot represents

a good temperature rescaling factor to obtain the master solubility line across the

different models.
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When compared with the simulated results, WPT overestimates the solubility

temperature at all densities ρ, but nonetheless remarkably collapses the simulation

results (Fig. 6.4 (c) and (d)). The numerical validation of WPT’s Tc predictions –

accurate to within 10-15% – allows us to estimate the size of the “crystallization

gap” for a broader variety of models)2 (Fig. 5.3). Interestingly, we find that for

patch energy sets tεiu giving a same ζ, a lower second virial coefficient B2 results in

a larger crystallization gap (Fig. 5.3). Contrary to George and Wilson’s (GW) crys-

tallization slot proposal, i.e., that logp�B2
�q   5 identifies facile crystallization [66],

the asymmetric models reveal that B2 does not by itself sets the size of the crystal-

lization gap. The proposal is thus reasonable at low ζ, but breaks down at high ζ,

where it even includes systems for which the critical point is fully stable (red star

in Fig. 5.3 (a) and (c), Appendix B). In such systems, access to the crystal from

a slowly concentrating, low-density solution would have to side-step the metastable

gas-liquid coexistence regime. This regime typically prevents the formation of all

but the smallest crystallites [172, 173]. High interaction asymmetry therefore pro-

vides a microscopic rationale for the failure of the GW proposal [174, 175], which

complements and supports previous suggestions that were based on a balance of

specific/non-specific interactions [148, 163].

5.4 Crystallization

Even if crystallization is thermodynamically possible the free energy drive may be

insufficient to induce a phase transition on experimentally-relevant timescales. The

role of asymmetry on homogeneous nucleation using umbrella sampling simulations

is thus examined.

We consider systems near their critical density ρc � 0.2 at different degrees of

2We assume that the simulated models critical density ρc � 0.2 is constant, which is numerically
reasonable. Wertheim theory, however, notoriously underestimates the critical density for patchy
particle models [54].
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(a)

(b)

(c)

Figure 5.3: (a) WPT difference between rescaled melting temperature T �
m and

rescaled critical temperature T �
c at the critical density ρc � 0.2, i.e., the crystal-

lization gap. Each circle represents a distinct tεiu realization and is colored by its
lnr�B2pTcqs value (higher values in the top right corner). (b) WPT predictions (black
crosses) compared with simulation results for different patch geometries (symbols as
in Fig. 6.4(a)). The area within the dashed lines indicates the values covered by
WPT in (a). (c) Phase diagram for tε1 � 4.6655, ε2 � 1.2908, ε3 � 0.0437u for
which WPT predicts a stable gas-liquid coexistence. Even for an interaction range
and patch coverage that would normally result into a metastable gas-liquid line, the
bond energy asymmetry can lift Tc above the solubility line.

supersaturation η � Tm�T
Tm�Tc

, where Tm is the solubility temperature at that density.

We determine the size of the crystal clusters in the simulation box following a stan-

dard procedure that defines crystal-like bond and crystal-like particles [176]. Due

to the highly specific patch-patch interactions of our model, we generally define a

crystal-like bond between particles 1 and 2 when they are actually bonded: r   λσ,

θ1,2i   δ and θ2,2i�1   δ for some i. A particle is considered to be crystal-like if it

has six crystal-like bonds, and two crystal-like particles belong to the same crystal

cluster if a crystal-like bond connects them. Visual inspection of these “crystals”

confirms that the criterion selects actual crystal clusters. For the umbrella sampling

simulations, we use a biasing harmonic potential with spring constant κ that varies
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(a)

(b)

(c)

(d)

Figure 5.4: (a) Rescaled size of the largest liquid cluster N�
ρ compared to that of the

largest crystal clusterN�
c for a model with ζ � 0 and γ � 0.017 (blue/upper, red/dark

gray and green/light gray) and ζ � 0.2 and γ � 0.017 (black). The liquid cluster size
is rescaled by the number of particles in the system (N=864) and the crystal cluster
size by the size of the largest crystal cluster that fits in the simulation box (600).
The different trends correspond to initial homogeneous fluid configurations under
different conditions, as illustrated in (b). (c) Above the critical point, nucleation
barriers can be computed (blue circle η � 0.37, red squares η � 0.46, green triangles
η � 0.55 and magenta right-pointed triangles η � 0.64). (d) Height of the nucleation
barrier for different models (blue circles ζ � 0 and γ � 0.017, red squares ζ � 0 and
γ � 0.021, green right-pointed triangles ζ � 0 and γ � 0.065, black triangles ζ � 0.1
and γ � 0.017, magenta left-pointed triangles ζ � 0.2 and γ � 0.017.)

between 0.07 and 0.12, depending on the model and the temperature studied

Hbias � κps� s0q
2, (5.17)

where s is the size of the largest crystal cluster and s0 is the target cluster size in

the sampling window. Sampling windows are typically positioned every 3 particles,

but denser sampling is sometimes required. The results of each simulation are then

analyzed following a standard umbrella sampling protocol [176].

Unsurprisingly, the lower supersaturations correspond to higher free-energy bar-
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(a)

(b)

(c)

Figure 5.5: Distribution of crystal cluster sizes along the unbiased NpT MC sim-
ulations respectively for (a) ζ � 0 at T ¡ Tc, (b) ζ � 0 at T � Tc, and (c) ζ � 0.2
at T � Tc for a system of 864 particles. The distribution of crystal cluster size from
instantaneous snapshots is represented. White indicates the lack of cluster of that
size, orange (lighter gray) one cluster being present, red (darker gray) between 2 and
5 clusters (few), and black indicates that more than 5 clusters are present (many).
Five snapshots cover 105 MC sweeps in the first two panels, and 5 � 105 in the last
panel.

riers and larger critical nuclei (Fig. 5.4 (c)). Across various patch geometries qualita-

tively similar results are obtained, but increasing the energy asymmetry significantly

lowers the chemical potential difference, β∆µ, between the fluid and the crystal. At

high bond energy asymmetry fewer patches dominate the energy of the two phases,

which makes that contribution in the two phases more similar and reduces the drive
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to crystallize. Higher densities are then needed to obtain a comparable nucleation

barrier. Although this effect is not a fundamental limitation for particles to crystal-

lize, real proteins in high-density solutions may partially unfold and aggregate, which

interferes with their crystallization [172]. In addition, at high ζ the narrow crystal-

lization gap results in larger free-energy nucleation barriers. High energy asymmetry

thus hinders nucleation kinetics.

Classical nucleation theory (CNT) describes crystal formation reasonably well far

above the critical point, but near and below Tc the assembly behavior is more com-

plex. Previous studies of isotropically attractive systems have shown that well below

Tc spinodal decomposition leads to dynamical arrest [47, 152], because spontaneous

density fluctuations result in dense regions within which binding is irreversible. In

similar systems near the critical point, “two-step” nucleation is favored [43]. Crys-

tal formation is then more facile in high-density than in low-density fluid regions.

The corresponding assembly behavior of patchy systems, whose low-density crystals

may not be favored by spontaneous fluid density fluctuations [148], is here studied

in unbiased constant NpT MC simulations. These simulations sketch out the mini-

mum free energy path for the assembly, which we track along the largest drop and

the largest crystal cluster reaction coordinates (Fig. 5.4 (a)). The largest crystal

cluster is determined as described above. Similarly, liquid-like particles are defined

as those that have at least four close neighbors (particles whose centers are within

λσ of each other). Two liquid-like particles belong to the same liquid cluster if

they are close neighbors. These trajectories follow a fictitious dynamics without ac-

counting for collective moves and where time should be properly rescaled. Yet, as

previously showed [53], such trajectories are representative of Brownian dynamics

configurational space sampling for sufficiently short steps. The robustness of our

observations is also confirmed by repeating the simulations using the virtual-move

MC of Ref. [177], which allows for collective rearrangements (details in Appendix
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C) [148, 162, 163]. We obtain for the symmetric case, ζ � 0, far above Tc, that the

largest cluster formation is always crystalline and CNT applies. Near the critical

point (within �10% of Tc) a growing liquid drop first forms and only subsequent

structural reorganization of the many micro crystals results in a large crystal cluster.

We can gain additional physical insights into the dynamical pathway by charac-

terizing the distribution of crystal clusters within the largest liquid drop. Figure 5.5

reports the distribution of crystal cluster sizes from simulation snapshots. Panel

(a) shows a classical nucleation scenario where, after a waiting time (2 � 106 MC

sweeps), a critical nucleus appears and grows rapidly. No secondary nucleation event

is observed. Panel (b) illustrates the status of the system with symmetric interac-

tions at the critical point. Almost instantaneously micro crystals (with fewer than

50 particles per cluster) form, and many of them survive the whole simulation. The

formation of the largest cluster is much less smooth than in the classical nucleation

limit. It is possible to see how the largest cluster breaks into two or more smaller

aggregates and then forms again. The largest crystal cluster stems from the anneal-

ing of defects when multiple crystals assemble rather than from a single nucleation

event.

Figure 5.4 shows that the behavior at the critical point between low and higher

energy asymmetry models is similar (black and red dots). Yet a closer analysis

reveals that the cluster distribution exhibits a significant difference (Fig. 5.5 (c)). In

the asymmetric case, a single nucleation event is followed by the growth of a single

crystal cluster rather than the re-organization of many micro crystals. Despite this

resemblance with classical nucleation, the time between the appearance of a first

critical nucleus and its full growth is long compared to a classical nucleation scenario

in which nucleation is rare yet rapid. Crystallization occurs on a timescale similar to

percolation and it is possible that the interplay between the two phenomena underlies

the observed slow growth. It is interesting to note that we do not observe any crystal
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cluster of significant size above the critical temperature within the simulation time

even though the crystallization barrier height is similar to that of the symmetric case

(Fig. 5.4(d)). This feature is left for future enquiries

Tc Tp Tm

Tc Tm Tp

104 MC sweeps

104 MC sweeps

Figure 5.6: Percolation behavior for ζ � 0.2 (top) and ζ � 0.55 (bottom). Left
panels show the probability P of observing a spanning network as a function of
temperature for system of size N=2048 (blue circles), 4000 (red squares) and 6912
(green triangles). The superimposed vertical lines indicate the critical temperature
(dashed), the melting temperature (solid) and the percolation temperature (dot-
dashed) estimated by finite-size scaling (inset). The right panels show the distribu-
tion of bond lifetime in the network at T=0.055 and T=0.048 respectively (orange
stars in the left panels). Blue circles indicate the strongest bond, red squares the
intermediate bond, and green triangles the weakest bond.

5.5 Percolation

We finally consider whether direct percolation dynamically competes with crystal-

lization. Below the percolation threshold Tppρq the system forms infinitely large

spanning networks that can be long-lasting when bonding is strong [178, 179].

To explore the interplay between percolation and bond energy asymmetry (patch

geometry asymmetry has but a weak impact), we determine Tppρcq using finite-size
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rescaling [103]. We run 20 NV T simulations with respectively N � 2048, 4000

and 6912 for several temperatures at ρ � 0.2. During the simulation, we determine

the size of the biggest network defined as the largest set of particles connected by

at least two bonds. If such a cluster spans the whole simulation box along one

dimension within 105 MC sweeps, the system is deemed percolating. The percolation

probability is the fraction of simulations showing such a percolating cluster. The data

are in agreement with the tabulated 3D critical exponent to within 1% [180, 181].

For finite-size rescaling we use the tabulated critical exponents and the standard

procedure [103].

Figure 5.6 shows the results for systems with relatively low (ζ � 0.22) and high

(ζ � 0.55) asymmetry. In the first system the percolation threshold lies just above

Tc, while in the second, in which the strongest bond is much longer-lasting, Tp is

well above the solubility line. The dynamical relevance of percolation on crystalliza-

tion is estimated from the distribution of bond lifetimes within the crystallization

gap. At low bond energy asymmetry, the rearrangement of all bonds is observed

within a few thousand MC steps. At high asymmetry, by contrast, the lifetime of

the strongest bond (blue circles) is comparable to the length of the simulation (105

MC sweeps). The network is frozen, the bonds are almost irreversible, and no rear-

rangement takes place. This observation suggests that identifying the crystallization

gap may be insufficient for crystallizing particles with high energy asymmetry, be-

cause a long-lasting gel caused by direct percolation then dynamically interferes with

crystallization within the gap. Weakening the strongest bonds may be the only way

to allow crystallization in these systems.

5.6 Conclusion

In order to gain insights into protein crystallization and soft matter assembly more

generally, we have considered the role of patch geometry and bond energy asymmetry
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on the crystal assembly of a family of schematic models. We find patch geometry

asymmetry to have a weak effect, but bond energy asymmetry to severely impede

the crystallization thermodynamics and kinetics. The crystallization gap shrinks, gel

formation is favored, and nucleation shifts to higher supersaturations. The union of

these observations suggests that to facilitate locating proper crystallization condi-

tions, it is sometimes more effective to symmetrize the directional pair interactions

between colloids or proteins, rather than specifically strengthen one of them, as is

sometimes implicitly suggested [110, 154]. It also offers a rationalization of the GW

crystallization slot proposal as well as of its occasional failure. At low bond en-

ergy asymmetry, the B2 slot prescription falls within the slot; at high asymmetry, a

large crystallization gap is only observed for B2 below the slot, which corresponds to

long-living gels, while for B2 within the slot the crystallization gap is very small or

even negative. The GW crystallization slot is therefore a necessary but insufficient

condition for detecting optimal experimental conditions.

Although we are now markedly closer to understanding simple, monomeric protein

crystallization, the assembly features of more complex proteins remain a challenge.

Some proteins dimerize or change conformation on a timescale comparable to their

crystallization, while membrane proteins typically require entirely different crystal-

lization approaches than the one considered in this work. Further modifications to

patchy particle models, such as self-interacting or dynamically evolving patches, may

thus guide our understanding of these complex yet crucial molecules.

5.7 Methods

5.7.1 Grand Canonical MC approximation for critical point

To check the position of the critical point for the extreme case of Fig. 5.3 (c)

(ε1 � 4.6655, ε2 � 1.2908 and ε3 � 0.0437), we perform grand canonical MC (GCMC)

simulations. Because one of the patches is markedly stronger than the others, per-
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Figure 5.7: Fit of the critical point determined with GCMC simulations for systems
with an increasingly strong strongest patch.

colation takes place at a relatively high temperature. Consequently, GCMC samples

slowly and poorly, and the critical temperature estimate is affected by large errors.

To obtain a better estimate of the phase diagram, we perform GCMC for systems

with an increasing strength of the strongest patch (keeping the other patches iden-

tical) and we fit a power-law to the resulting critical temperatures (Fig. 5.7). The

value of the fit for ε1 � 4.6655 (T � 0.045 in units of εtot) confirms the stability of

the critical point with respect to the solubility line.

5.7.2 Virtual move MC

Standard MC simulations are based on sequential perturbation of the system and

do not directly account for the collective moves through which the system some-

times relaxes. Although it has been shown that for small enough displacements, MC

recovers the Brownian dynamics of patchy particle models [53], it is reasonable to

wonder if collective moves could nonetheless affect the system’s dynamics. To check

this possibility, we implement the virtual move MC algorithm [177], which accom-

modates cluster displacement and rotations and prevents the system to be stuck
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Figure 5.8: Crystallization pathways as in Fig. 3(a) using virtual move MC to
simulate the dynamics. Comparison with Fig. 3(a) indicates that the crystallization
pathways do not depend on the microscopic dynamics.

in unphysical traps. This commonly used algorithm has been shown to reproduce

real dynamics of short-range attractive systems and it is commonly used for this

purpose [148, 162, 163, 177].

A virtual move consists of identifying a cluster to randomly displace or rotate.

Each displacement draws from a uniform distribution between 0 and 0.2σ and each

rotation uniformly selects an axis of rotation and an angle of rotation. Following

Ref. [177], to avoid generating large clusters whose moves will often be rejected, we

draw the cutoff nc of the cluster size from P pncq9n
�1
c . The results in Fig. 5.8 are in

agreement with those generated by the standard NpT MC (Fig. 5.4), and confirm

the robustness of the phenomenology with respect to changes in the microscopic

dynamics.
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6

Competition between crystal forms

This chapter is based on

Diana Fusco and Patrick Charbonneau, Competition between monomeric and

dimeric crystals in schematic models for globular proteins, Journal of Physical Chem-

istry B, 118(28):8034-8041 (2014).

6.1 Introduction

Crystallizing biomolecules is of central importance for determining their three-dimensional

structure through X-ray or neutron diffraction [8, 182], but remains notoriously dif-

ficult to achieve [183]. Fortunately, increasing the number of new structures de-

posited in public databases [182] enriches our understanding of effective crystalliza-

tion screens and strategies that can be used with the vast majority of biomolecules

that still resist assembly [184]. Yet even elementary structural analyses reveal blind

spots in our materials comprehension. For instance, among the 80K Protein Data

Bank (PDB [182]) deposited structures obtained through X-ray crystallography, 45%

come from monomeric structures, 43% come from homomers, and 64% of these ho-
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momers result from dimeric assembly. Dimer formation may thus be an important

aspect of crystal formation, yet has thus far been mostly neglected [150].

A related feature is that many proteins crystallize in more than one crystal

form, with some instances, such as lysozyme, resulting in tens of different unit

cells [149, 185]. This diversity is partially caused by the variety in crystallization

conditions. Different cosolute, pH levels, and salt concentrations can tilt the scale

toward different protein-protein interaction mechanisms, leading to the assembly of

distinct crystal forms. A very high salt concentration, for instance, strengthens

hydrophobic interactions and screens electrostatic ones. Yet even under the same

solution conditions, and thus presumably similar effective protein-protein interac-

tions, different crystals are sometimes found to assemble [33–36]. This phenomenon

has been observed in at least three different experimental contexts: (i) by changing

the crystallization temperature [36], (ii) by changing the initial protein concentra-

tion [36], (iii) by letting the crystallization experiment run longer [33–36]. This last

effect is particularly interesting because studies have found that the crystal with the

slower growth rate can typically be resolved at a higher resolution; it is less likely

to incorporate defects and is thus often preferable, especially for neutron diffrac-

tion [186].

A microscopic understanding of these experimental observations would help tar-

get the desirable crystal phase and increase its growth speed and reliability. Studies

of small molecules have revealed how atomistic conformational changes result in

metastable solid polymorphisms with different nucleation rates [187]. In larger and

more rigid biomolecules, such as globular proteins, an alternative cause to such phe-

nomenon is the presence of competing crystal contacts. In this scenario, one possible

mechanism for crystal competition is the formation of protein dimers, which occurs

when a given region on the protein surface strongly interacts with the same region

on a different chain. Under these circumstances, a crystal of dimers, which satisfies
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the specific dimeric interaction, may also compete with a crystal of monomers, which

does not carry the dimeric interaction but may be more efficiently packed. Given

the reported abundance of dimeric and monomeric crystals, this scenario offers a

promising starting point for understanding the role of competition in protein crystal

assembly.

From a physical viewpoint, identifying the solution conditions leading to the for-

mation of protein crystals is akin to determining the protein solution phase diagram.

In typical experimental setups, a protein is crystallized by super-saturating a low

concentration protein solution at constant temperature [8]. The crystal that nucle-

ates is thus expected to be the thermodynamically stable form, leaving behind a

solution depleted in proteins. Early experimental characterization revealed an anal-

ogy between the phase behavior of globular proteins and that of colloidal particles

with short range interactions [43, 67], which both often display a metastable critical

point below the crystal solubility line. In these systems, successful crystallization

is typically achieved in the region intermediate between the solubility line -above

which the solution is stable- and the liquid-liquid critical point -below which the sys-

tem precipitates into amorphous materials [46, 47, 152]. The observation that even

spherical and rigid globular proteins are characterized by directional interactions

(these interactions are notably responsible for the low packing fraction of protein

crystals compared to atomic solids), however, soon led to the replacement of spher-

ical symmetry with patchiness [48, 49, 136, 148, 154]. In patchy models, a protein

is described as a spherical particle decorated with attractive patches that mimic the

solution-mediated directional protein-protein interactions driving crystal assembly.

Properly parameterized, these models can achieve near-quantitative agreement with

experimental phase diagrams of simple proteins [48, 154]. Thus far, however, patchy

models have assumed that only patches leading to a single crystal form are present

on the protein surface. To take account of competing crystal forms, a dual set of
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complementary patches that correspond to distinct crystal symmetries has to be

included.

In this study, we design a patchy particle model for proteins with competing

interactions that can result in both monomeric and dimeric crystal forms. Using

numerical simulations, we characterize the model’s phase diagram under different

interaction parameters and test whether it can explain the experimental observation

that different crystal forms can assemble depending on (i) crystallization tempera-

ture, (ii) initial protein concentration, and (iii) experimental time.

6.2 Methods

In the following section, we describe the schematic protein model, summarize the

details of the simulation techniques, and present analytical approximations that can

be used to extend the present analysis to different crystal lattices.

6.2.1 Model

We adopt a schematic patchy particle model for proteins with a distribution of ori-

entational interactions chosen such that the model can form both monomeric and

dimeric crystals (Fig. 6.1). Each protein is represented by a hard sphere, which

models the overall steric repulsion between two proteins, decorated by square-well

attractive patches that represent the protein-protein interactions at crystal contact.

The solvent contribution is taken to be effective and is thus directly integrated into

the patch-patch interaction potential. Because the crystal symmetry P212121 is the

most common for both monomeric and dimeric crystals in the PDB [182], we assign

patch positions according to protein crystals that already have this symmetry. The

monomeric crystal patches are chosen to be the same as those used in a previous

study of the rubredoxin crystal (PDB: 1BRF) [154]; the dimeric crystal patches fol-

low the crystal symmetry of the yeast Myo5 SH3 domain (PDB: 1ZUY), whose chain
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length and crystal density are similar to those of rubredoxin. This choice guaran-

tees that the two crystal forms of the schematic model have comparable number

density, although the dimeric crystal happens to be slightly denser. Note that the

model does not correspond to a specific protein, but should be taken as prototype

for monomeric–dimeric crystal competition (Fig. 6.1).

Monomeric

Dimeric

Figure 6.1: Representation of the patchy particle and the two crystals unit cells.
The green patch is the dimeric interaction (D), the red patches are the crystal con-
tacts of the monomeric unit cell (m) and the blue patches are the crystal contacts
of the dimeric unit cell (d). The purple patch represents patch 2 in Table 6.1, which
is a shared crystal contact between the two crystal forms.

Each particles carries a set Γ of n � 13 patches whose pair interactions are

depicted in Figure 6.1. Particles 1 and 2, whose centers are a distance r12 apart,

interact through a pair potential

φpr12,Ω1,Ω2q � φHSpr12q �
ņ

i,j�1

φi,jpr12,Ω1,Ω2q, (6.1)

where Ω1 and Ω2 are Euler angles describing the orientation of the two particles.
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The hard-sphere (HS) potential captures the volume exclusion up to a diameter σ

φHS �

"
8 r ¤ σ
0 r ¡ σ,

(6.2)

and patch-patch interactions are the product of a radial and of an angular component

φi,jpr12,Ω1,Ω2q � ψi,jpr12qωi,jpΩ1,Ω2q. (6.3)

The radial component depends on the patch type and the inter-particle distance

ψi,j �

"
�εi,j r ¤ λi,j and pi,j � 1

0 otherwise,
(6.4)

where pi,j takes value 1 if patch i interacts with j has reported in Table 6.1 and 0

otherwise, whereas λi,j and εi,j are the square-well interaction range and strength,

respectively. The angular part guarantees that patches only interact when facing

each other

ωi,jpΩ1,Ω2q �

"
1 θ1,i ¤ δi and θ2,j ¤ δj
0 otherwise

, (6.5)

where θ1,i is the angle between vector r12 and patch i vector on particle 1, θ2,j is the

angle between r21 � �r12 and patch j vector on particle 2, and δi and δj are the

semi-angular widths of the patches. The choice of interaction potential implicitly

assumes that long-range electrostatic repulsion can be ignored and that no isotropic

depletion forces are at play. These assumptions are reasonable for almost 50% of

successful crystallization experiments, in which the relatively high salt concentration

screens long-range electrostatics and no depletion agent, such as poly-ethylene glycol,

is used [161].

In the following, we simplify the model by assuming that the patch width and

interaction range are equal for all patches, using δi � acosp0.99q and λi,j � 1.2σ as

typical values for protein-protein interactions [154]. Three types of interaction ener-

gies are considered: εD for the patch that holds the dimer together, i.e., the dimeric
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patch, and εm and εd for the patches corresponding to the crystal contacts of the

monomeric and the dimeric crystals, respectively. From the P212121 lattice geom-

etry, we obtain a lattice energy per particle em � �3εm for the monomeric crystal

and ed � �pεD � 5εdq{2 for the dimeric crystal. Note that although the assumption

that all crystal contacts are identical is known not to be generally true, it nonethe-

less remains qualitatively robust in the limit of small interaction heterogeneity [136].

Without loss of generality, we adopt reduced units with length being given in units

of σ, and the patches strength and kBT are units of εD. The inverse temperature

β � 1{kBT , where kB is the Boltzmann constant.

Our choice of model accounts for systems in which the dimeric patch is stronger

than the other, less specific interactions. It explores the regimes in which the dimeric

patch strength suffices to control crystal assembly compared to different combinations

of εd and εm. In particular, we consider the case εd � εm, which corresponds to

identical crystal contacts for the two crystal forms, and the case ed � em (εm �

1�5εd
6

), which corresponds to an identical lattice energy for the two crystal forms

(Fig. 6.2). Table 6.1 reports the specific positions of the patches on the sphere and

their interaction energy pairing.

6.2.2 Numerical Simulations

Phase diagrams for the model family are computed with the help of special-purpose

Monte Carlo (MC) simulation methodologies that closely follow the approach used

in Ref. 136. The gas-liquid line of the phase diagram is obtained using the Gibbs

ensemble method [134], and the critical temperature Tc and density ρc are extracted

using the law of rectilinear diameters [87]. For these computations, a system of

N � 1000 particles is simulated for an equilibration run of 2 � 105 MC cycles that

precedes the production run of 3 � 105 MC cycles. Each MC cycle consists of N

particle displacements, N particle rotations, N{10 particle swaps between the liquid
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Table 6.1: Patches spherical coordinates (in radiants), interacting patch and types,
classified as D for the dimeric patch, d for the dimeric crystal contacts and m for
the monomeric crystal contacts. Columns 1 and 4 identify the pairs of interacting
patches for which pi,j � 1.

number θ φ interacting pair type
1 1.7427 1.2357 1 D
2 1.0745 5.0987 3/13 d/m
3 1.7424 5.0467 2 d
4 1.5708 0 5 d
5 1.5708 3.1415 4 d
6 0.3032 2.5358 6 d
7 3.0992 6.2572 8 d
8 2.7789 4.5241 7 d
9 1.9858 2.4749 10 m
10 1.9858 0.6667 9 m
11 2.7123 3.5542 12 m
12 0.4293 3.5542 11 m
13 1.0007 1.1452 2 m

and the gas box and 2 volume moves.

The solubility line is computed by integrating the Clausius-Clapeyron equation

starting from a coexistence point determined using free energy calculations and ther-

modynamic integration [87, 135]. In this case, the crystal free energy is computed by

integrating from an Einstein crystal [87], whose free energy is evaluated by a saddle

point approximation [136], and the fluid free energy is integrated from the ideal gas

reference state. Free-energy integration over isotherms or isobars identifies the coex-

istence points between the fluid and the dimeric crystal, the fluid and the monomeric

crystal, and the two crystals. Simulations at constant N , pressure P , and T are run

using N=500 particles for the fluid and the monomeric crystal, and N=512 parti-

cles for the dimeric crystal. In this case, each MC cycle corresponds to N particle

displacements, N particle rotations, and 2 volume moves that are isotropic for the

fluid and anisotropic for the crystal.

To analyze the fluid phase dynamics, we perform MC simulations with N=864
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Figure 6.2: Combination of crystal contact strengths explored in this paper. The
blue solid line represents the case in which both crystals have identical crystal contact
strength, the red dashed line when the energy per particle in the two crystals is the
same. The symbols identify the specific parameter sets investigated in simulations.

particles, at constant V and T � Tc for 3 � 106 MC cycles. Previous studies have

shown that MC simulations qualitatively capture the Brownian dynamics of patchy

particle fluids similar to those used here [136, 188, 189]. During the course of the

simulation we track the number and size of monomeric and dimeric crystallites, as

well as the number of dimers. We classify a particle as being part of a monomeric

or dimeric crystallite if, respectively, all its monomeric or dimeric crystal contacts

are satisfied. Two crystal particles belong to the same monomeric or dimeric crys-

tallite if they are bonded through a monomeric or a dimeric contact, respectively.

The number of dimers is straightforwardly defined as the number of particles whose

dimeric patch is satisfied divided by 2. The nucleation barriers are calculated using

umbrella sampling in constant NPT MC simulations using the crystal cluster size

as order parameters, similarly to Ref. 136.
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6.2.3 Analytical approximations

We derive analytical approximations for the fluid and crystal free energy using

Wertheim perturbation theory and cell theory, respectively, in order to generalize

the simulation results to a broader set of interaction energy values and different

crystal lattices.

Wertheim perturbation theory for the fluid

Wetheim’s perturbation theory [169, 170] approximates the free energy of a fluid of

patchy particles as the HS free energy [190] and a bond free energy correction

af � aHS � abond, (6.6)

where

βabond �
ņ

i�1

�
lnXi �

Xi

2
�

1

2



. (6.7)

Here Xi is the probability that the particle is not bonded at patch i. The chemical

potential is then given by

βµf � βaf �
βP

ρ
� βaHS � βabond �

βPHS

ρ
�
βPbond

ρ
, (6.8)

where ρ � N{V is the number density and the pressure contribution to bonding is

βPbond � ρ2
ņ

i�1

�
BXi

Bρ


�
1

Xi

�
1

2



. (6.9)

The value of Xi can be determined by solving the equation of mass-action

Xi �
1

1 �
°n
j�1 ρXj∆i,j

. (6.10)

Following the notation of Ref. 171, we define ∆i,j as

∆i,j �

»
grp12qfi,jp12qdp12q, (6.11)
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where dp12q denotes an integral over all orientations and separations of two particles,

gr is the radial distribution function of HS fluids and fi,j � expr�βφp12qs � 1 is the

Mayer function. In a short-range Kern-Frenkel-like model [191], such as the one

adopted here, ∆i,j can be approximated by using the contact value of the radial

distribution function g1� , such that

∆i,j � πr1 � cospδqs2pλ� 1qg1� . (6.12)

As showed in Ref. 171, for patches that interact with a single partner, it follows

that

Xi �
2

1 �
a

1 � 4ρ∆i,j

, (6.13)

where j denotes the partner site. In our model, all interactions but three fall into this

category. For the other three (2, 3 and 13 in Table 6.1), because patch 2 interacts

with both 3 and 13 with different energies, the solution comes from solving

X2 � ρX2r∆2,3X3 � ∆2,13X13s � 1

X3 � ρ∆2,3X2X3 � 1

X13 � ρ∆2,13X3X13 � 1. (6.14)

In the special case εm � εd, we also have that ∆2,3 � ∆2,13, hence X3 � X13 �
X2�1

2
,

which offers an analytical solution

X2 �
�p1 � ρ∆2,3q �

b
1 � 6ρ∆2,3 � ρ2∆2

2,3

2ρ∆2,3

. (6.15)

Cell model for crystals

Previous studies [50, 136] of the fluid-crystal coexistence of patchy particles approx-

imated the chemical potential of the crystal as

βµc � βec � sc � βP {ρc � βec � sSC, (6.16)
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where ec and sc, indicate the lattice energy per particle and the entropy per particle,

respectively. This approximation assumes that βP {ρ is small, which is realistic

when studying liquid-crystal coexistence at low pressure, and that the entropy of the

crystal, whatever its symmetry, can be roughly approximated by that of a simple

cubic lattice, sSC. This last assumption, however, breaks down when analyzing

coexistence between two crystals, or otherwise the only remaining contribution is

the difference in lattice energy.

A cell model for a crystal approximates the partition function by the free volume

of each particle [192]. Similarly to the HS case, we use a Voronoi tessellation to

divide the crystal in cells Vi, each containing a single particle i, by construction. The

partition function is then obtained by assuming perfect decorrelation of the cells

Z �

�»
Vi

dridΩi expp�β
¸
i j

φi,jq

�N

�

�
expp�βeq

»
V̂i

dridΩi �

»
Vi�V̂i

dridΩi expp�β
¸
i j

φi,jq

�N
,

where V̂ represents the fraction of cell volume in which all square-well interactions

between particle i and the surrounding particles are satisfied, and thus depends on

the crystal density. The rest of the volume Vi � V̂i has a much smaller Boltzmann

weight and, at low T , can be safely ignored. The crystal Helmotz free energy is then

ac � �
1

β
logZ � e�

1

β
logV̂ , (6.17)

and the crystal entropy sc � �logV̂ [50, 193]. Because of the unusual geometry of

the crystals considered here and the orientationally-dependent pair-wise potential,

we determine V̂ by performing a Monte Carlo integration over the unit cell and the

angular space as in Ref. 193 (Fig. 6.3).
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Figure 6.3: Cell-model crystal entropy of the monomeric (blue circles) and dimeric
(red squares) lattices as a function of crystal density determined using Monte Carlo
integration. The lines are provided as a guide for the eye.

6.3 Results and discussion

In this section, we discuss the analytical and simulation results for two sets of pa-

rameters: (i) equal lattice energy (ed � em), and (ii) equal crystal contact energy

(εd � εm). The relatively good agreement between simulation and theory allows us

to extend the analytical treatment and to draw more general insights into the role

of competition in protein crystal assembly.

6.3.1 Case 1: Equal lattice energy

In the case where both crystal forms have the same lattice energy, we find that the

dimeric crystal phase has no thermodynamic advantage over the monomeric crystal

at low-to-medium protein fluid concentrations. Independently of the crystal contact

energy, the fluid thermodynamically coexists with the monomeric crystal (Fig. 6.4).

Although stable, the dimeric crystal is only found at very high pressures and ρ ¡ 1.

It is important to note, however, that when εm � εd ! 1 the fluid is mostly

made of dimers. Dimers therefore have to be broken for the monomeric crystal to
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Figure 6.4: Temperature-density phase diagrams for a set of models. (a) ed �
em � 0.75, (b) εd � εm � 1, (c) εd � εm � 0.4, (d) εd � εm � 0.325, and (e)
εd � εm � 0.1. Black squares indicate the liquid-liquid coexistence line and the filled
squares the critical point obtained through fitting (black line). Blue circles indicate
the fluid–monomeric crystal coexistence, red triangles monomeric-dimeric crystal
coexistence, and green right-pointed triangles fluid–dimeric crystal coexistence (lines
are guides for the eye). The dashed line represents the metastable fluid-dimeric
crystal coexistence line. The letters indicate the stability regions for the fluid (F),
the monomeric crystal (M) and the dimeric crystal (D). Both εd and εm are in units
of εD.

assemble. Hence, kinetically-controlled assembly could result in the crystal phase

that is not the thermodynamically stable one. In order to test if that is the case, we

track the type of crystallites in the non-equilibrium fluid for different densities and

crystal contact energies. For εm � εd � 1 at ρ   0.4, monomeric crystallites grow

into large clusters, while the dimeric crystals remain small (Fig. 6.5). At ρ ¡ 0.4,

however, only a few small monomeric crystallites are observed, while the number

of dimeric crystallites increases. Remarkably, although the fluid supersaturation

increases with density, crystallization of the thermodynamically preferred crystal

becomes increasingly dynamically suppressed, even though the system is still far

from the glassy regime. In light of this observation, it is reasonable to hypothesize

that as the fluid density increases, crowding enhances the occurrence of interactions

that are incompatible with the monomeric crystal, i.e., dimeric crystal contacts and

patches. In other words, the fluid-monomeric-crystal interfacial free energy likely

increases, which increases the barrier to crystal nucleation.
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The dimeric patch inhibits monomeric crystal assembly even more so when εd   1,

as the energetics of dimer formation grows increasingly favored (Fig. 6.5). As εd

is lowered, the number of dimers indeed steadily increases and no spontaneous

monomeric crystal growth is observed at any density, over the course of the sim-

ulation. At εd � 0.5 and ρ Á 0.3, the dimeric crystal is more stable than the

fluid, as confirmed by the growth (melt) of a dimeric crystal seed above (below) this

density, and the near constant satisfaction of the dimeric patch suggests that the

metastable dimeric crystal may be kinetically accessible. Although the nucleation of

the metastable phase is clearly observed in Case 2 (see below), specialized rare-event

sampling methodologies are needed to conclusively settle this issue. Calculations of

the nucleation barriers for the two crystals at different densities supports the kinetic

control hypothesis (Fig. 6.5). The height of the barrier increases with density for the

monomeric crystal and decreases for the dimeric crystals, in spite of the fact that the

drive to crystallize ∆µ steadily increases. The interfacial free energy between the fluid

and the monomeric crystal thus rapidly increases with density. Above ρ � 0.5, the

free energy barrier to forming a dimeric crystal is even lower than the monomeric one,

suggesting that the former likely precipitates earlier. Yet, at much longer times, the

dimeric crystal should eventually transform into the thermodynamically-preferred

monomeric crystal through a (much slower) crystal reorganization. The formation

of dimeric crystals under kinetic control can therefore explain two key experimen-

tal observations: different initial protein concentrations leading to different crystals,

depending on whether the concentration is above or below the metastable dimeric

crystal solubility line; and different experimental waiting time leading to different

crystal structures.

It is also interesting to note that for εd   1, the fraction of dimers in the fluid

decreases with increasing fluid density. At low density, clusters of size larger than

two are rare due to their entropic cost, and therefore the strongest (dimeric) patch
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dominates clustering; by contrast, at high densities, multiple particles come in con-

tact and the weaker patches more easily participate in the formation of aggregates,

without necessarily satisfying all dimeric interactions. Increasing temperature, how-

ever, leaves only dimers in the metastable fluid at all densities, because the effective

stickiness of weaker patches lowers and the dimeric patch becomes the dominating

interaction type. Note that a similar phenomenon has been reported for patchy

particles with a single, narrow patch [194]. In these models, simple oligomers are

observed at low densities, but larger clusters form in high-density fluid. In our case,

the dimeric patch is too narrow to allow for multiple contacts, but the other (weaker)

patches play that role in its stead.
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Figure 6.5: Nucleation behavior of the two crystals. (a) Size of monomeric and
dimeric crystals as a function of the fluid density and crystal energy ed � em after
3 � 106 MC steps at Tc. The dashed line is the limit of solubility of the metastable
dimeric crystal. (b) Nucleation barriers as a function of fluid density for monomeric
(blue circles) and dimeric (red squares) crystals at εd � 1 (empty symbols) and εd �
0.5 (filled symbols). Note that barriers for the metastable dimeric phase can only
be obtained for densities above the metastable fluid-dimeric crystal line identified
in Fig. 6.4 (dashed lines). (c) Steady-state fraction of dimers in the metastable
supersaturated fluid.

6.3.2 Case 2: Equal crystal contact energy

The topology of the phase diagram dramatically changes upon tuning εd � εm ¤ 1

(Fig. 6.4). At εd � εm � 1 the only stable crystal is the monomeric crystal and the

phase diagram is qualitatively similar to the one discussed in the previous section.
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Under thermodynamic control, a low-density protein solution would necessarily crys-

tallize in the monomeric form. Decreasing the crystal contact strength allows for the

dimeric crystal form to appear at ρ   1, but up to εd � εm � 0.4 the monomeric

crystal remains the thermodynamically stable phase. Yet, kinetically, no monomeric

crystallite spontaneously grows from the fluid. Instead, for ρ ¥ 0.1, dimeric crystal-

lites quickly grow over the course of the simulation. The lattice that first assembles is

thus clearly kinetically-controlled. Similarly to what is observed in Case 1, however,

crystal growth is slower at higher density, because crowding enables pair interactions

that interfere with crystal assembly.

Because the lattice energy of the dimeric crystal is lower than that of the monomeric

form, we expect the region of stability of the latter to disappear at very low T ,

where the entropic contribution to the free energy is small. The accessibility of this

phase depends on the relative position of the fluid–dimeric crystal–monomeric crys-

tal triple point with respect to the gas-liquid critical point. The phase diagram at

εd � εm � 0.325 illustrates this situation. In this case, the triple point tempera-

ture Tt is higher than Tc, and therefore both crystal forms are thermodynamically

accessible from the low density fluid: the monomeric crystal at higher temperatures

and the dimeric crystal at lower temperatures. Interestingly, a comparable effect

has been observed in lysozyme. Under identical solution conmpositions, but differ-

ent temperatures (5�C vs. 35�C), lysozyme assembles in different crystal forms [36].

The absence of deposited crystal structures, however, prevents us from determining

if a lysozyme dimer is involved in the assembly.

Note that when εd � εm becomes sufficiently low, the triple point temperature

increases so much that only very high density fluids could coexist with the monomeric

crystal. In actual protein crystallization experiments, reaching such a high protein

concentration, however, typically results in denaturation [172], hence the patchy

particle description breaks down. In this case, the monomeric crystal is thus assumed
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to be unreachable and the protein can only form a dimeric crystal.

Figure 6.4 indicates that in general weakening crystal contacts lowers the crit-

ical point and raises the triple point. The analytical Wertheim-cell model allows

us to extend these simulation results to any εd � εm, so as to better capture the

thermodynamics of crystal assembly. 1 The case εd � εm could also be examined

by numerically solving Eq. (6.14), but is not considered here. Equating the chem-

ical potential and pressure of low- and high-density fluids provides an estimate for

the critical temperature (blue line in Fig. 6.6) [136]. Because at low pressure the

monomeric–dimeric crystal coexistence TP line is almost vertical, we can safely as-

sume that the triple point between the fluid and the two crystals, i.e., the minimum

stability temperature of the monomeric crystal, is found in the low-pressure regime.

In this case, equating the free energies of the two crystals provides the triple point

temperature Tt (red line in Fig. 6.6)

1

Tt
�
sdpρdq � smpρmq

ed � em
. (6.18)

The critical and triple temperatures crossover at a specific value εd � εm � ε�. For

εd � εm ¡ ε�, Tc ¡ Tt, and thus, in order to crystallize in the dimeric form, densifying

a protein fluid would have to cross the metastable gas-liquid coexistence regime.

Gelation should then typically render this crystal form inaccessible [46, 47, 152]. For

εd � εm   ε�, the triple point is higher than the critical point. A crystallization

experiment at a temperature Tc   T   Tt would result in dimeric crystal formation.

Comparing the position of the critical and the triple temperature thus identifies

an upper threshold ε� above which the fluid can only crystallize in the monomeric

crystal, and below which both crystal forms are attainable by tuning the system

temperature.

1In agreement with other reports [193], 10% discrepancy between cell theory and simulations is
observed, which explains why at εd � εm � 0.4   ε� the theory predicts a triple point above the
critical point in contrast to the simulation results (Fig. 6.7 vs. Fig. 6.4).
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Figure 6.6: Critical temperature Tc (blue solid line) and triple temperature Tt (red
dashed line) as a function of εd � εm. The crossing point identifies the crossover
ε� above which only the monomeric crystal can be obtained, and below which both
monomeric and dimeric crystals are accessible.

At low εd � εm, the monomeric crystal is only reachable from a very high-density

fluid (Fig. 6.4), which, as argued above, is experimentally inaccessible. A second

threshold ε� for εd � εm, below which only the dimeric crystal coexists with the low

density fluid can thus be defined. The value of ε� is estimated as the point, where

the triple point involves a high-density fluid (arbitrarily set to ρ � 0.8), which is

obtained by equating the pressure and chemical potential of the three phases,

em � Tsmpρmq � Pf{ρm � µf

ed � Tsdpρdq � Pf{ρd � µf . (6.19)

Here, Pf and µf are the values for a high-density fluid, and ρm (ρd) are the monomeric

(dimeric) crystal coexisting densities. For εd � εm, independently of the actual value

of the energy, ρd � 0.89 and ρm � 0.82, which specifies the crystal entropies in

Eq. (6.19) (Fig. 6.3).

Figure 6.7 summarizes the interplay between the critical point, the triple point

at low pressure, and the triple point coexisting with a high density fluid. When

εd � εm   ε�, the monomeric crystal is only stable when it coexists with a fluid
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Figure 6.7: Crystal stability regimes. The blue line is the critical temperature,
the red dashed line is the coexistence temperature between dimeric and monomeric
crystals at the low pressure limit. The green dotted line and the magenta dot-dashed
line are the coexistence temperatures between the fluid at ρ � 0.8 and the monomeric
and dimeric crystals, respectively. The vertical solid and dashed black lines identify
the upper ε� and lower ε� thresholds.

with ρ ¡ 0.8, while the dimeric crystal coexists with a low-to-medium density fluid.

In the range ε�   εd � εm   ε�, the fluid coexists with both the dimeric (at

lower temperatures and densities) and the monomeric (at higher temperatures and

densities) crystals. For εd � εm ¡ ε�, the critical temperature rises above the

triple point and the dimeric crystal becomes inaccessible. From this analysis we get

that the thermodynamic competition between the two crystal forms occurs over a

relatively small range of parameter space. Hence, generally, a single symmetry is

thermodynamically stable, despite the presence of several competing patches leading

to different crystal forms. Kinetic control is thus likely to be a more prevalent

mechanism for driving crystal contention than outright thermodynamic competition.
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6.4 Conclusions

In this work, we have used a simple patchy particle model to study competing crystal

forms in the context of protein crystallization, and extended our findings by using

analytical approximations from Wertheim and cell theory. Our analysis reveals that

tuning the relative strength of crystal-contact and dimeric interactions results in

qualitatively different equilibrium phase diagrams, and suggests that certain protein

crystal assemblies may be under kinetic control. These results provide a microscopic

explanation for some of the experimental observations gathered over the years. The

existence of a fluid-crystal triple point positioned above the critical point identifies a

possible scenario that explains why different crystallization temperatures may result

in distinct crystal forms. If this solution behavior is detected experimentally, our

analysis suggests that tuning the sample temperature should be an effective strategy

to obtain the desired crystal and control its quality. A more invasive alternative

would be to mutate amino acids involved in the dimeric patch: strengthening the

dimer would widen the stability range of the dimeric crystal, and weakening it would

favor the monomeric crystal. Crosslinking the proteins along the dimeric interaction,

for instance, would fully suppress the monomeric crystal form. The dimeric crystal

would then become the only stable crystal form and larger crystallites should be

able to grow. Similar strategies have already been experimentally used to crystal-

lize recalcitrant proteins by encouraging them to dimerize [195]. A notable example

is racemic protein crystallization, where the introduction of a protein mirror image

favors pseudo-dimer assembly [196]. Beyond the general structure of the phase dia-

gram, we also show that more subtle experimental observations can be understood

by analyzing the dynamics of protein assembly. Changing the crystal form by tun-

ing the initial protein concentration or the experimental time are characteristic of

kinetically-controlled assembly. In this context, we find that decreasing the protein
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concentration, and hence the fluid supersaturation, may counter-intuitively accelerate

crystal assembly.

The schematic model introduced here provides a general framework for under-

standing how crystal lattices with different energies, entropies, and densities assem-

ble. For example, if the higher-density crystal had a higher entropy, the position of

the two crystals in the T–ρ phase diagram would be flipped, but the fluid phase would

mostly remain unaffected. A different assembly kinetic would then be expected. We

thus anticipate that future analyses on these richer models for protein assembly will

provide better guidance for macromolecular crystallization.
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7

Crystallization datasets

This chapter is based on

Diana Fusco, Timothy J. Barnum, Andrew E. Bruno, Joseph R. Luft, Edward H.

Snell, Sayan Mukherjee, and Patrick Charbonneau, Statistical analysis of crystalliza-

tion database links protein physico-chemical features with crystallization mechanisms,

PLoS One, 9(7):e101123 (2014).

7.1 Introduction

X-ray crystallography is the most frequently used technique to obtain structural in-

formation about biological macromolecules, currently accounting for more than 88%

of the entries in the Protein Data Bank (PDB) [182]. However, as its name sug-

gests, the method fundamentally relies on obtaining well diffracting crystals of the

macromolecules or complexes of interest (generally termed proteins in the crystallo-

graphic context and used as such throughout this paper). Some quantitative data

on the success rate of crystallization comes from the Protein Structure Initiative

(PSI). This program, initiated by the National Institutes of Health, has enabled
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high-throughput structural studies of biomolecules that track the experimental out-

come, success or failure. Analysis of this data reveals that despite the large scale

efforts, fewer than 30% of the proteins that are expressed and purified yield diffrac-

tion quality crystals, and of these only 67% provide structures (20% of the expressed

and purified samples) [9, 197]. There are currently about 100,000 structures in the

PDB [182], but more than 10 million non-redundant protein chain sequences have

been reported [198]. The large number of proteins for which detailed structural

knowledge remains unavailable is an ongoing challenge for high-throughput crystal-

lization.

The current approach to crystallization is empirical. Proteins are screened against

arrays of many chemical conditions that are biologically “friendly” and have yielded

crystals in the past [8]. As an example, the High-Throughput Crystallization Screen-

ing (HTS) laboratory at the Hauptman Woodward Medical Research Institute uses

1,536 different chemical conditions each aiming to reduce protein solubility so as

to obtain ordered crystallization [199]. The approach yields at least one crystal in

about 50% of the samples [200], but, from tracking the PSI supplied samples, only

about half of those initial crystal hits go on to yield subsequent structural informa-

tion. This success rate is respectable in the field, although it should be noted that

the result is not a per cocktail (crystallization experiment) statistic, but a binary

analysis on the presence of a crystal within 1,536 different experiments. Out of all

the screening performed in the HTS laboratory it is estimated that only 0.2% of in-

dividual crystallization screening conditions yield a crystal; failure is unfortunately

all too common [201]. One may thus hope that an improved physico-chemical under-

standing of protein crystallization could help navigate the chemical screening space

more efficiently [202].

The positive and negative outcome data captured by the PSI and similar struc-

tural genomics (SG) efforts have been employed to determine the key factors that
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affect protein crystallization. A number of studies have used amino acid sequence

features as inputs to machine-learning classification schemes, in order to identify

proteins that should easily crystallize and thus be good SG targets [203–207]. This

strategy faces two main difficulties. First, it typically relies on a protein’s amino acid

sequence, which is only indirectly related to crystal assembly. Surface residues are

more directly linked to the crystallization process [159], but are challenging to deter-

mine with high fidelity de novo. Second, typical machine-learning methods based on

Support Vector Machine, which divide the feature space between different classes of

macromolecules [208], are deterministic and can be hard to interpret physically. The

complexity of the function that separates positive and negative regions of parameter

space typically hinders the physico-chemical interpretation of the results and thus

the transfer of microscopic insights to applications beyond crystal formation, such

as peptide design [202, 205, 209, 210].

Two statistical inference models trained on a richer set of protein features have

gone beyond these difficulties [65, 211]. Both of them find that low values of sur-

face side chain entropy (related to the degrees of freedom of the surface residues)

and a high fraction of small surface residues, such as glycine and alanine, assist

crystallization. They thus support surface entropy reduction (SER) mutagenesis,

which broadly prescribes replacing large residues, e.g. lysines and glutamic acids,

with alanines [107, 110], in order to facilitate crystallization. Yet the two model-

ing approaches use somewhat orthogonal algorithms for predicting crystallization

propensity and their results do not always agree [205].

Part of this discrepancy may come from the linearity of the underlying models.

Linear models have the advantage of being easily interpretable, but they struggle

to capture subtle non-linear and possibly non-monotonic trends, which can make

them sensitive to the details of the training set. However, protein crystallization

responds non-linearly to changes in solution conditions. Extremely low values of side

130



chain entropy indeed hinder crystallization by compromising protein solubility, as

observed in experiments [212] and as predicted in solubility models [213]. George

and Wilson also carefully documented the non-linearity of protein crystallization by

identifying the range of second virial coefficient (not too high, not too low) over

which proteins typically crystallize [66], a result that is fundamental to the materials

physics understanding of protein assembly [43, 49, 67, 136, 154].

In this work, we have used a subset of the screening results from the North East

Structural Genomics consortium (nesg) to train models based on Gaussian processes

(GP). GP replace specific constraints on the functional form of the model with a prior

distributions that weighs all of the (infinite) smooth functions [105], and can thus

better capture the non-linear and non-monotonic relations in a dataset. The result-

ing models help us address two fundamental questions about protein crystallization.

(i) What protein properties determine crystallization propensity in standard screens?

(ii) How do these properties relate to successful crystallization conditions? Answer-

ing (i) enhances existing mutagenesis prescriptions to facilitate the crystallization

of recalcitrant proteins without denaturing their structure; answering (ii) suggests

guidelines for tailoring and narrowing the set of solution conditions for crystallizing

a given protein.

7.2 Results and Discussion

The dataset provided by the nesg contains information about 182 distinct proteins

that were supplied in a common buffer and set up against an array of 1,536 different

chemical cocktails representing an extensive set of crystallization conditions (see

Methods). The different microbatch under-oil experiments were imaged over time

and each outcome was visually classified as containing a crystal or not. Protein

structures were subsequently determined using X-ray crystallography by the nesg.

In this dataset, a broad range of crystallization propensity, ξ, defined as the fraction
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of the 1,536 cocktails that successfully generated crystals, is observed. Two proteins

formed crystals in as many as 30% of the tested conditions, but most did so in

only a few of the solutions (Fig. 7.1). The binary classification between crystal or no

crystal does not distinguish between the stochastic nucleation process and the crystal

growth process, once nucleation has occurred. Both must have happened to produce

a crystal. While we may have false negatives that could be reduced by replication of

the crystallization screening process, the large range of related chemical conditions

and the fairly large number of samples studied should largely mitigate this effect.

Some proteins may nucleate more easily than others, but once nucleation occurs,

growth follows and the dataset records this outcome. Nucleation could perhaps

be deconvoluted from crystallization by recording the number of crystals produced

per chemical condition, but it has not been attempted for this study. The term

crystallization in our case therefore necessarily indicates both crystal nucleation and

crystal growth.
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Figure 7.1: Summary of some of the features of the proteins contained in the nesg
dataset. Histograms report the pI, average hydropathy index (GRAVY), average side
chain entropy (SCE), average polarity (POL). Both the overall (blue) and the surface
(cyan) valus are shown for the GRAVY index, side chain entropy (SCE) and polarity
(POL). Distribution of the surface coverage for each amino acid and histogram of
the crystallization propensity ξ are also shown.
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7.2.1 GPR: Crystallization propensity

We identified some of the factors behind facile protein crystallization by training a

Gaussian process regression (GPR) model for ξ using a set of physico-chemical prop-

erties as predictive variables x. (For mathematical convenience the output function

fpxq of the GPR model is chosen to be f � ξ{p1 � ξq (instead of f � ξ), but the

uniqueness of this transformation and of its inverse, ξ � f{p1� fq, results in no loss

of generality. See also Methods for more details.) The flexibility of GP enables GPR

models to capture any continuous relationship, no matter how complex, between x

and the output function f . In order to avoid overfitting the model parameters, we

optimized the model marginal log-likelihood (Eq. (2.31)), which rewards good fitting

of the data while penalizing overly complex models. The training process selects one

specific function that best captures the effect of the predictive variables x. Because

many local maxima of the marginal log-likelihood can be found over the parameter

space, a broad search is necessary. An exhaustive sampling is out of computational

reach, but the largest maximum we located is also the best performer in leave-one-out

(LOO) cross-validation (Fig. 7.2 A and B). This standard diagnostic tool for overfit-

ting [105] indicates that the choice of parameters is reasonably representative of the

best model. A direct comparison reveals that the resulting GPR model recovers the

observed data more precisely than linear regression (LR) in 74% of the nesg pro-

teins, with GPR performing consistently better for proteins with a moderate-to-high

crystallization propensity (Fig. 7.3). We thus confirm that a non-linear model better

relates a protein’s crystallization propensity to its physico-chemical properties.

The significance of specific predictive variables in a GPR model can be assessed

by the magnitude of their corresponding learned length scale l in the GP kernel

function (see Methods). A small l indicates that the model has a high sensitivity to

a specific property, and vice versa. In that sense l plays a role similar to a weight
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Figure 7.2: A: Marginal log likelihood for 100 models that each are distinct local
maxima of Eq. (2.31). The model with the highest value is used for the rest of the
analysis. B: Scatter plot of the observed output function fobs �

ξ
1�ξ

and its value

predicted by the GPR model fGPR using a LOO cross validation with 95% confidence
intervals. The inset details the low propensity data.

in a LR model, but is unsigned. Determining whether a variable is positively or

negatively correlated with the output of the model requires a local analysis of its

predictions.

Comparing l for the different protein surface residues indicates that the most

significant residues are the aromatics (phenylalanine (F), tyrosine (Y), tryptophan

(W), and proline (P)) as well as cysteine (C) and glutamic acid (E) (Fig. 7.4).

The importance of phenylalanine and glutamic acid was uncovered in earlier stud-

ies [65], but that of the other aromatic residues and of cysteine had previously gone

undetected. The contrast between the (small) l associated with aromatic residues,

which are hydrophobic and large, and the (large) l associated with small hydrophobic

residues, i.e., leucine (L), isoleucine (I), and valine (V), further indicates that only

large hydrophobic residues play a significant role, which is not all together surprising

based on hydrophobicity arguments [214]. The case of cysteine is interesting. A

recent protein crystallization engineering study found that replacing some residues

with cysteines promotes crystal formation because of the residue’s ability to form
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disulfide bonds and hence dimerize [195]. Yet that very reactivity can also result

in noncrystalline aggregation [215]. The non-monotonicity resulting from the two

competing behaviors, which the GPR model here detects, may explain why earlier

LR-based studies had not detected its importance [65].

At a coarser level, three surface residue categories – small, positively charged, and

polar – are found to be significant (Fig. 7.4). Small residues enable the formation

of favorable inter-protein backbone contacts and their low side chain entropy eases

the formation of crystal contacts [65, 211]. The general importance of surface side

chain entropy (sSCE) further supports this interpretation (see Method for sSCE

definition). The role of the other two residue categories is more controversial. Cieślik

and Derewenda found that polarity strongly affects whether a residue belongs to a

crystal contact [211], but Price et al. did not detect any significant contribution
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Figure 7.4: Length scales l associated with the parameters for the maximal log-
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variables in (A) residues, (B) residue type (small S, positively charged +, negatively
charged �, polar P and hydrophobic H), (C) neighboring residue type (pairs of these
symbols), and (D) other global protein properties (see Methods for details).

from individual polar residues [65]. Charged residues also have an ambiguous role.

Lysine is thought to inhibit crystallization [65], while arginine has been suggested

to facilitate crystallization in isolated instances [154, 216, 217]. Yet no correlation

between arginine and crystallization propensity had thus far been noted.

The asymmetry between positively and negatively charged residues in affect-

ing crystallization propensity is puzzling, especially because positive and negative

residues are almost identically distributed over the surface of the proteins stud-

ied. One possible explanation is that the effect mirrors the asymmetry (slightly)

favoring pH  7 in the 1,536 condition screens (see Methods). This imbalance may

neutralize the net charge of negative residues and therefore their ability to electro-

statically affect inter-protein interactions. Another possible explanation comes from

the asymmetry in water’s charge distribution, strengthening interactions between

water molecules and negative residues, and therefore favoring residue solvation [218].

The increased participation of negatively-charged glutamic and aspartic acids com-
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pared to positively-charged residues in protein-protein interactions bridged by water

supports this second scenario [79], but overall the evidence remains inconclusive.

The role of neighboring pairs of surface residues, although presumed to be signifi-

cant [219], had not been previously directly assessed. We find that small-small (SS),

small-polar (SP), and small-hydrophobic (SH) pairs as well as negative-positive (+�)

and negative-polar (�P) pairs markedly affect crystallization propensity (Fig. 7.4).

The significance of the first three pair types reflects the enhanced role of small

residues when coupled with specific residue types in promoting backbone-backbone

(small-small), side chain-backbone (small-polar) and hydrophobic (small-hydrophobic)

interactions. The importance of neighboring negative and positive residues is par-

ticularly interesting. Intra-chain pairing of these two residues can indeed suppress a

potential source of favorable electrostatic inter-chain interactions. This mechanism

has even been observed to hinder crystal formation in computational studies [154],

pointing to a potential target for mutagenesis.

Similarly to the case of individual charged residues, which shows an asymmetry

between positive and negative side chains, negative-polar neighboring residues appear

important, whereas positive-polar pairs are found to play no significant role. Proteins

with a high crystallization propensity are significantly depleted in both of these

pairings (see below and Table 7.1), suggesting that both hinder crystallization. We

note, however, that retraining the GPR model without the positive residue category

gives as much importance to positive-polar pairs as to negative-polar pairs. Similarly,

retraining the model without the negative-polar category gives added importance to

the negative residue category. These observations imply that a strong correlation

exists between positive residues and positive-polar pairs as well as between negative

residues and negative-polar pairs. Yet the correlation is incomplete. The importance

of positive residues is indeed better captured when they are considered alone (106

times more likely than the alternate model), and that of negative residues is better
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captured when they are coupled with polar residues (102 times more likely than the

alternate model). The source of this correlation and asymmetry remains unclear, and

to the best of our knowledge, no physico-chemical explanation for this observation

has thus far been suggested.

None of the other protein properties, including their isoelectric point (pI), signif-

icantly affect crystallization, which is in line with a recent LR analysis of a similar

dataset [65]. Although this finding may seem surprising based on earlier reports that

found the pI to be an important physical factor in protein crystallization [8, 160, 220],

the discrepancy likely results from the selection bias of standard screens (like those

analyzed here) in favor of conditions that are expected to reduce protein solubility

for most proteins. These screens avoid pairing low-salt and extreme-pH conditions,

which result in unscreened similarly charged proteins. Were these conditions present,

they would likely statistically emphasize the physical importance of pI in protein

crystallization.

It is important to note that the GPR model is able to capture all the significant

trends spotted by previous LR models [65]. In particular, it identifies the role of

alanine and glycine (as small residues), of phenylalanine, and of sSCE in promoting

crystallization. The other variables that were identified as important in the LR model

of Ref. [65] but are not singled out by the GPR model, such as lysine and sGRAVY,

were actually found to be redundant because of their strong correlation to sSCE [65].

This result highlights the elegance with which GPR handles correlations among the

explanatory variables.

In this respect, one correlation that is inherent to our choice of variables is that

between the identity of specific residues and the residue category to which they be-

long. Because we find that residue categories impact the crystallization propensity

more significantly than most individual residues, we trained a second GPR model

using only surface residue categories and pairs of surface residue categories as de-
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scriptive variables. This reduced GPR model performs very similarly to the complete

version, and is also much better than LR (in 72% of the cases, Fig. 7.5). This analysis

suggests that a coarsened description employing only residue categories could serve

as a first approximation to understanding and tuning protein crystallization using

mutagenesis.

A B

0 0.1 0.2 0.3 0.4 0.5

−0.3

−0.2

−0.1

0

0.1

0.2

0.3

propensity

re
si
du
al
s

GPR complete
GPR reduced
LR

−0.2 −0.1 0 0.1 0.2 0.3
0

20

40

60

80

100

120

residuals

nu
m
be
r
of
pr
ot
ei
ns

GPR complete
GPR reduced
LR

A B

Figure 7.5: A: Scatter plot of the regression residuals as a function of the observed
output function fobs for the complete GPR model (blue circles), the reduced GPR
model with only residue categories as variables (green triangles), and the standard
LR model (red squares). B: Histogram of the residuals in A that quantifies the
quality of the GPR fits.

7.2.2 GPR: Independent crystallization mechanisms

The complete GPR model also reveals the presence of crystallization hot spots, i.e.,

regions of x that give a high ξ. In order to locate these hot spots, we select the

proteins from the nesg sample in the top 5 percentile for crystallization propensity

(ξ ¡ ξ95% � 0.1) as starting points for searching the protein property space. We

specifically explore how ξ changes when moving away from these starting points by

changing the surface residue composition (see Method section for search details).

Figure 7.6 presents the hot spots projected on the sSCE and surface hydropathy

(sGRAVY) plane. These two variables are thought to strongly influence the ease

139



with which a protein crystallizes [60, 79, 211]. We divide the plane in quadrants

using the nesg dataset’s average sSCE and sGRAVY as delimiters. Interestingly,

the model predicts high ξ regions in all four quadrants, but some of these regions

are not biologically reasonable for actual proteins and should therefore be discarded.

The crystallization propensity ξ is indeed a mathematical object with no physical

constraints, and hence can be defined for any combination of properties x. Propensity

maxima that are “unbiological”, such as proteins whose surface is constituted of a

single amino acid, can therefore be found. To obtain an estimate of the property

range corresponding to actual proteins, we locate on the sGRAVY-sSCE plane a

set of 1,619 distinct monomeric proteins, i.e., proteins whose crystal contacts are

not biologically-driven, reported in the PDB that (as of October 2013) were high-

resolution (  2Å) and had less than 90% sequence similarity. As shown in Figure 7.6,

these proteins cover only a small region of the sGRAVY-sSCE plane, locating only

two biologically-relevant high-propensity regions. First, a high propensity region

spans Q3 and Q4, corresponding to proteins with lower than average sSCE and

moderate hydrophobicity (green circle). Second, a series of hot spots are detected in

Q1 (fuchsia circle). The landscape roughness of this second region, however, suggests

that sSCE and sGRAVY alone do not fully characterize its properties. Additional

structural variables need to be considered.

In order to get a clearer physico-chemical understanding of the high crystalliza-

tion propensity regions, we use the GPR model to predict ξ for each of the 1,619

PDB proteins described above, sorted according to the sGRAVY-sSCE quadrant to

which they belong (46% in Q1, 5% in Q2, 19% in Q3, and 30% in Q4). This richer

dataset provides a stronger signal than the nesg database alone, but relies on the

assumption that these 1,619 proteins do not deviate too strongly from the nesg

protein set. In support of this assumption, we note that the distribution of protein

properties of the two sets do not significantly differ. From the quadrant analysis,
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Figure 7.6: Projection of the average predicted propensity ξ over the sGRAVY-
sSCE plane. Blue lines divide the plane in four quadrants (Q1, Q2, Q3, and Q4)
based on the average sGRAVY and sSCE of the proteins in the nesg database. Cyan
pluses represent the projection of the 1,612 structures downloaded from the PDB,
whose distribution is used to generate Tables 7.1 and 7.2. The green circle broadly
indicates the region where the sSCE is the main driving force to crystallization,
while the fuchsia circle indicates the region where specific chemical complementarity
plays a more significant role. The model also captures the reduction in propensity
associated with limited protein solubility at very low sSCE.

we obtain the distribution of surface residues for proteins that are predicted to be

easy (ξ ¥ ξ̃75% � 0.1) and hard (ξ ¤ ξ̃25% � 0.01) to crystallize within different

quadrants, save for Q2, which is too sparsely populated. (Thresholds with a tilde

refer to the distribution of modeled crystallization propensity for the set of 1,619

PDB proteins and not to results of the nesg dataset.) Kolmogorov-Smirnov tests

determine whether the distributions of protein properties are significantly different

(p-value  0.01) between easy and hard to crystallize proteins within a given quadrant

(Table 7.1). As expected, in Q3 hydrophobicity emerges as the major drive to crys-

tallization. High propensity proteins are also depleted in small residues compared

to their recalcitrant counterparts in the same quadrant, as found above. Because
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these proteins are very hydrophobic, low sSCE results in proteins that are insoluble.

Easy to crystallize proteins in Q1 are enriched for polar residues and for pairs of side

chains that involve polar residues. These proteins thus likely rely on electrostatic in-

teractions to form some of their crystal contacts. Surprisingly, they are also depleted

in negative residues, which, as discussed above, may be an artifact of the choice of

solution conditions.

Table 7.1: For the different quadrants, the list of properties for which easy to
crystallize proteins (ξ ¥ ξ̃75%) are enriched for (or depleted in) compared to hard to
crystallize proteins (ξ ¤ ξ̃25%). Symbols as in Fig. 7.4.

- Q1 Q3 Q4
enriched P,PP,PH H,HH
depleted �,S�,�H,�� S,SP,+P �P

Our analysis suggests that two distinct physico-chemical mechanisms drive crys-

tallization, depending roughly on whether a protein has lower or higher than average

sSCE. The first mechanism is based on limited interference from side chain entropy

for hydrophobic interactions, and the second relies on the formation of specific, com-

plementary charge and polar interactions. To test for the presence of these distinct

crystallization mechanisms in an independent way, we analyzed protein crystal con-

tacts (see definition in Methods). These contacts carry the structural signature of

the interactions that drive crystal formation. A Kolmogorov-Smirnov test revealed

marked differences in residue and residue pair distributions for proteins belonging to

different quadrants, especially between the low-sSCE proteins in Q1 and the high-

sSCE proteins in Q3 and Q4 (Table 7.2). Q1 proteins are enriched for charged and

polar residues, while Q3 and Q4 proteins are enriched for small and hydrophobic

residues. Q3 and Q4 can be further distinguished from each other by the higher fre-

quency of hydrophobic (in Q3) vs polar (in Q4) residues present in crystal contacts.

Given these results we confirm that Q1 proteins crystallize mostly using complemen-

tary electrostatic interactions (enriched for positive-negative pair residues), Q3 using
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backbone-backbone (enriched for small-small pair residues) and hydrophobic inter-

actions, and Q4 using both backbone-backbone and polar interactions. The fact that

such a distinction can be made is particularly remarkable because different crystal

contacts of a protein may, in general, involve more than one type of interactions [154],

which, through averaging, should weaken the statistical signature of this effect.

Table 7.2: Enrichment for specific properties of the crystal contacts of the proteins
belonging to different sSCE-sGRAVY quadrants. For example, position (Q1,Q3)
lists the properties for which proteins in Q1 are enriched compared to proteins in
Q3. Note that the pairs here indicate interactions between residues on different
chains rather than neighboring residues on the same chain. Symbols as in Fig. 7.4.

enriched Q1 Q3 Q4

Q1
+,�,++,+�, +,�,++,+�,

+P,+H,��,�P,�H +P,+H,��,�P,�H

Q3
S,H,SS,S+,S�,

H,SS,HH
SP,SH,PH,HH

Q4
S,SS, +,�,P,

S+,S�,SP,SH,PP ++,+�,+P,�P,PP

From the analysis above, we note (i) that reducing sSCE is not the only pathway

to generate less recalcitrant mutant, and (ii) that proteins with low sSCE are not

necessarily easier to crystallize. Our findings suggest that, depending on the level of

sSCE, proteins crystallize using two different sets of physico-chemical mechanisms.

At high sSCE, crystallization relies mostly on the enthalpic gain of forming favorable

electrostatic interactions, such as salt-bridges or polar interactions; at low sSCE,

the reduced entropic cost of freezing small residues as well as the hydrophobic effect

appear to be the driving forces. For the latter group of proteins, if reducing solubility

is necessary to form protein crystals, the mutagenic strategy proposed by SER is more

likely to be successful. For proteins with higher sSCE, however, too many mutations

may be necessary to reach a range of sSCE that promotes crystallization. Mutating

a few selected residues that can trigger electrostatic interactions may then be a

more effective strategy. For example, replacing small residues with polar residues or
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mutating charged side chains that are found next to oppositely charged side chains

could help promote inter-protein electrostatic interactions.

7.2.3 GPC: Solution conditions for different crystallization mechanisms

In order to test whether the two main crystallization mechanisms identified above

are optimized by distinct sets of solution conditions, we trained four separate GPC

models on the nesg dataset. Separately for Q1 and Q3, we considered proteins

with higher (ξ ¡ ξ50% � 0.04) and lower (ξ   ξ50%) than average propensity. We

were particularly interested in the solution conditions that help crystallize recalci-

trant proteins from the Q1 (electrostatic mechanism) and the Q3 (SER/hydrophobic

mechanism) quadrants. The relative abundance of statistically significant solution

properties in the Q1 model for recalcitrant proteins indicates that the response of Q1

proteins to changes in solution conditions is more complex than that of Q3 proteins.

This observation is consistent with chemical interactions in Q1 being more heteroge-

neous and thus responding to specific solution conditions. In this context, the ionic

strength and the presence of high-valency ions (with charge �2 or �3) seem to play

particularly important roles (Table 7.3). The capacity of certain high-valency ions

to coordinate proteins at crystal contacts [76] or to bind proteins active sites may

partly explain this sensitivity.

Even more compelling evidence for the heightened importance of the crystalliza-

tion conditions in Q1 compared to Q3 is the crystallization response to changes in

solute concentration (Fig. 7.7). Trained GPC models allowed us to extend the re-

sults reported in the nesg database and to explore how the probability of successful

crystallization, π, is affected by the solution features. Although predictions for solu-

tion conditions that are very different from those experimentally tested have a high

uncertainty and are essentially meaningless, for conditions similar to those used in

the training set, the model may actually enrich that information. We specifically
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Table 7.3: Most significant condition properties for hard to crystallize proteins be-
longing to Q1 and Q3. Properties are colored according to their classification: cation
(blue), anion (red), PEG and others (black).

Q1, ξ   ξ50% Q3, ξ   ξ50%

property l property l
IS 1.00 Cadmium 1.00

PEG 10000 1.00 Nickel 1.00
Citrate 1.00 Cesium 1.00

PEG 5000 1.00 Pyrophosphate 1.09
Strontium 1.00 Succinate 1.11

Nickel 1.03 Iodide 1.20
Tetraborate 1.04 Barium 1.45

PEG 200 1.04 Fluoride 1.47
Tartrate 1.05 Samarium 1.73

Triphosphate 1.05 Copper 1.84
Samarium 1.06 PEG 200 1.84

Copper 1.12 Tetraborate 1.87
Iron 1.13 Iron 1.99

Iodide 1.19 PEG 2000 2.21
Barium 1.49 Triphosphate 2.34
Cesium 1.64 PEG 5000 2.64

Pyrophosphate 1.68 Zinc 3.13
Cadmium 1.72 4-aminosalycilate 4.00
PEG 1500 2.49 Gadolinium 6.38
PEG 550 2.56 Cacodylate 7.44

consider the predictions based on the molarity ci of a given additive i (see Methods).

As a first approximation, we fit each of these trends to a second-order polynomial

πpciq � a0�a1ci�a2c
2
i . By definition, a0 is the probability that the protein crystallizes

without additives, while a1 and a2 qualify the crystallization probability dependence

on the additive concentration. The behavior of the model can be visualized as a

scatter plot where each symbol represents the response of a given protein to a given

salt (Fig. 7.7). (The lower-left quadrant is empty because monotonically decreasing

trends are excluded from this analysis.) The upper-left quadrant corresponds to pro-

teins whose probability to crystallize is highest at intermediate concentration, and

the lower-right quadrant to those that crystallize more easily under either very high
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or very low additive concentrations (insets in Fig. 7.7). (Recall that the underlying

data is based on the visual observation of crystals in samples where one or more

crystallization conditions out of typically many has proceeded to provide structural

data. Not every crystal in every experiment is examined by X-ray (or UV imaging)

and it is thus possible that crystals forming in high salt conditions are actually salt

crystals.) Additives to Q1 proteins span the upper-left quadrant fairly broadly, which

suggests a high heterogeneity in optimal additive concentrations. Most additives to

Q3 proteins tend to have small values of a2 and positive a1, corresponding to a nearly

linear response. Interestingly, many more salt types result in non-decreasing trends

for Q1 than for Q3 proteins, i.e., there are more blue than red symbols. Tuning salt

type and concentration is thus likely to be a more effective strategy to crystallize

proteins in Q1 (electrostatic mechanism) than those in Q3 (SCE/hydrophobic mech-

anism). In other words, for Q1 proteins tuning crystallization conditions should be

sufficient to obtain a crystal, whereas a target protein belonging to Q3 may need

more invasive mutagenic approaches if it does not crystallize from standard screens.

Reciprocally, if a Q3 protein crystallizes in a standard screen, it is likely to produce

hits in several conditions. Interestingly, the two highly-crystallizable nesg proteins,

which crystallized in more than 30% of conditions (PDB ids: 2OYR and 2PGX,

Fig. 7.1), belong to this category.

The model’s optimal salt and PEG concentration for each hard to crystallize

protein in Q1 and Q3 varies by quadrant (Fig. 7.8). For Q3 proteins, adding salt

rarely improves the probability to crystallize (4 out of 42 proteins) and, when it does,

high salt concentrations are preferred. By contrast, the crystallization probability

of more than 40% of Q1 proteins is improved by the presence of salt (at concentra-

tions between 0.1 and 1 M). Once again, these predictions support an electrostatics-

dominated mechanism for Q1. Most of the optimal conditions for these proteins

cluster by salt type (contiguous patterns along the horizontal axis). Because salt
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Figure 7.7: Scatter plot of polynomial parameters that characterize the non-
monotonic trends in crystallization probability with concentration for different salts.
Proteins belonging to Q1 are represented by blue pluses and those belonging to Q3
by red crosses. The insets sketch the probability trend as a function of salt concen-
tration for different combinations of a1 and a2 (a2   0 and a1 ¡ 0 vs a2 ¡ 0 and
a1   0).

types are ordered by cation, the clustering of the results suggests that the crystal-

lization of Q1 proteins is more sensitive to the type of cation than to the type of

anion. PEG also results in distinct crystallization patterns for Q1 and Q3 proteins.

The former prefer high concentrations of large PEG molecules, while the latter het-

erogeneously respond to the presence of PEG, both size- and concentration-wise.

These results suggest that the successful crystallization of Q1 proteins requires a

wide sampling of salt types (specifically cations) and concentrations. For these pro-

teins, it may thus suffice to tune the crystallization conditions without resorting to

mutagenesis. By contrast, tuning the type and concentration of PEG appears to be

more effective for Q3 proteins, which are, however, generally less sensitive to solution

conditions. Mutations, such as those suggested by SER, may then be necessary to
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promote crystallization.
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Figure 7.8: Optimal conditions for low crystallization propensity proteins in Q1
(upper side) and Q3 (lower side) for various salt types (molar concentration) and
PEG types (% mass concentration). Proteins are ordered by sSCE; salt types are or-
dered by cation (ammonium, calcium, lithium, magnesium, manganese, potassium,
rubidium, sodium, zinc, barium, cesium, cobalt, copper, iron, gadolinium, nickel,
samarium, strontium, cadmium) and, within each cation, by anion (citrate, mal-
onate, succinate, tartrate, acetate, bromide, cacodylate, carbonate, chloride, citrate
tribasic, fluoride, formate, iodide, molybdate, nitrate, phosphate monobasic, phos-
phate dibasic, phosphate tribasic, pyrophosphate tetrabasic, sulfate, tetraborate,
thiocyanate, thiosulfate, 4-aminosalicylate); and PEG types are ordered by molec-
ular weight (200, 400, 550, 1000, 1500, 2000, 3350, 4000, 5000, 6000, 8000, 10000,
20000 g/mol).

7.3 Conclusion

Using state-of-the-art statistical techniques on a detailed database of protein crystal-

lization experiments coupled with extensive information on those proteins and their

resulting structures, our study recapitulates, with a single model, many physico-

chemical factors that independent studies have related to crystallization propensity,

and detects the correlations between these variables. In addition, our model distin-

guishes two main mechanisms that drive monomeric protein crystal assembly. One

is mainly entropic and exploits low side chain entropy and hydrophobicity; the other

is energetic and relies on complementary electrostatic interactions. The key contri-

bution from electrostatic interactions provides further evidence that crystal contacts

have a specific physico-chemical signature even if they are not biologically func-
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tional [12, 60–63, 154]. These interactions are indeed of the same nature as those

that traditionally result in specific and thus biologically relevant interactions, such

as protein complex assembly or protein-target recognition. The knowledge accrued

over the years for these interactions [221] may thus be useful for understanding and

designing crystal contacts [111, 195].

The GP-based models developed in this study also estimate the crystallization

propensity of any protein, given a set of its physico-chemical properties, and identify

mutagenesis strategies that are more likely to yield protein crystals. For example,

we find that it may be favorable to mutate positive-negative surface residue pairs

to uncharged residues or small residues to polar ones, in order to crystallize a re-

calcitrant Q1 protein, whereas SER guidelines may be more useful for crystallizing

Q3 proteins. In addition, using data from crystallization screens, an improved set of

solution conditions can be determined given some of the protein surface properties.

For example, fine-tuning salt concentration and cation type appears to be an effec-

tive strategy for proteins with higher than average sSCE. In contrast, using a high

salt concentration and the addition of PEG appear to be more effective approaches

for crystallizing proteins with lower than average sSCE.

Although our analysis cannot be directly applied to de novo protein crystalliza-

tion, a coarse Q1/Q3 classification may still be possible based on a protein’s average

SCE, which linearly correlates to its sSCE and can be determined from the primary

structure. This approximate assignment may narrow down which one of the two

main crystallization approaches is more likely to be successful. More precise and

complete structural information, e.g., residue types and pairings, could also be ob-

tained by combining different (imperfect) protein folding algorithms [5]. For example,

relatively precise estimates of sSCE can be calculated from available computational

tools, such as PredictProtein [222]. It should thus be possible to compute from se-

quence information alone what residues are likely to be exposed and, consequently,
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to estimate the protein properties that the GPR and the GPC models need to predict

its crystallization propensity and optimal crystallization conditions. Future studies

will integrate the current models with algorithms that estimate these properties, and

assess their experimental success.

Finally, the accuracy of any statistical model depends on the quantity and qual-

ity of the training set. Our findings emphasize the need for an increased availability

and standardization of protein crystallization datasets [201]. A richer characteriza-

tion of the experimental outcomes would also extend the reliability of these models.

For example, different successful crystallization conditions can yield distinct crystal

forms and thus crystal contacts for the same protein. The availability of crystal sym-

metry and contact information for different conditions would refine our understand-

ing of the correlation between experimental conditions and the (solution mediated)

protein-protein interactions that drive crystallization. Similarly, unsuccessful condi-

tions could be defined more finely depending on whether a protein remained soluble

or gelled. Interpreting this data in light of phase diagrams would further clarify

the physico-chemical basis for protein crystallization and guide future experiments.

It is thus reasonable to anticipate that the extension of statistical models and the

increased availability of training datasets will help guide biomolecular crystallization

toward a more rational basis.

7.4 Methods

7.4.1 Data

The crystallization database reports binary crystallization outcomes in 198 samples

of 182 unique proteins from the nesg (list of PDB IDs in Supplementary Materi-

als) each in 1,536 solution conditions in microbatch under-oil experiments conducted

at the Hauptman-Woodward Medical Research Institute High-Throughput Crystal-

lization Screening (HTS) laboratory. The concentration of the various chemicals,
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proteins, and pH are reported. The solution conditions span six generations (gener-

ations 5 to 9) of the cocktails used in the HTS center with approximately half the

conditions representing commercially available crystallization screens and the other

half an incomplete factorial sampling of chemical space [199]. Most experimental

conditions fall into two categories: moderate to high salt alone, and low salt with

PEG representing typical crystallization strategies. Although a total of 311 different

chemicals are used, we focused on the effect of ions (divided in 19 cations and 24

anions) and 13 types of PEG for a total of 56 analyzed chemical species. The pH

distribution is slightly biased towards lower values (mean pH � 6.8). The chemical

species concentrations are combined to obtain the ionic strength of the solution (IS),

a Hofmeister series coefficient (HSa for anions and HSc for cations) and a depletion

effect coefficient (DEP),

IS �
1

2

¸
iPions

ciZ
2
i (7.1)

HSc �
¸
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1{2
i q3, (7.4)

where ci is the species concentration, Zi the ion charge, Rp is the solvated protein

radius of gyration, Mi is the PEG molecular mass [223–226], and hsi is a Hofmeister

index that ranks the species from more to less kosmotropic (cations: ammonium, ce-

sium, rubidium, potassium, lithium, sodium, barium, magnesium, manganese, zinc,

cadmium, calcium, cobalt, copper, nickel, strontium, iron, gadolinium, samarium; an-

ions: triphosphate, tricitrate, sulfate, tartrate, carbonate, thiosulfate, diphosphate,
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succinate, citrate, acetate, malonate, fluoride, formate, chloride, bromide, iodide,

monophosphate, thiocyanate) [227].

It is important to note that the data comes from samples that produced hits in

crystallization screening and then went on to yield a structure deposited in the PDB.

Crystal hits that yielded no structural data are beyond the scope of our analysis.

For the 182 proteins studied, 29% gave hits in ten or fewer of the 1,536 different

chemical cocktails but 18% gave hits in 100 or more cocktails. Typically only the

best set of initial conditions go forward to optimization, hence we have no data on

how well a crystal may have diffracted when grown in one of the other solutions. In

this analysis we also give equal weight to each crystallization hit, which introduces

additional noise in the data. It is also important to note that the protein samples

were all prepared in a common buffer, which reduces the number of solution variables.

PyMol was used to determine the structural characteristics of each protein from

its PDB structure: the fraction of the protein surface carrying each residue (a residue

was considered exposed if at least 2.5 Å
2

of its surface is exposed), the solvent

accessible surface area (SASA), the radius of gyration, and the isoelectric point (pI).

Global and surface values for the grand average of hydropathicity index (GRAVY)

(measure of hydropathy) [228], the polarity (POL) coefficients [211], and the side

chain entropy (SCE) [211, 229] were obtained by averaging the value for each residue,

respectively in the protein and on the protein surface (Fig. 7.1). Note that we defined

the magnitude of sSCE such that more flexible residues have a higher sSCE, which

is opposite to the definition of Ref. [229].

The residues were clustered in categories: small (G, A), positively charged (H,

R, K), negatively charged (D, E), polar (C, S, T, N, Q) and hydrophobic (L, I, V,

F, Y, M, W, P). To incorporate the first many-body correction, we also determined

the number of neighboring (within 5 Å of each other) residue categories (small-small,
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small-polar, and so on) normalized over the total number of neighboring pairs. These

variables were used both in absolute number and weighted by their solvent accessible

area, because more exposed residues may play a larger role than less exposed ones in

protein crystallization. Note that these predictive variables are not all independent

and some have to satisfy certain constraints. In particular, the surface fraction

covered by each amino acid type has to sum up to 1, and, given the surface amino

acids, sGRAVY, sSCE, and sPOL are uniquely determined.

Combining this information generates two sets of data. The first associates a

crystallization propensity (fraction of successful experiments) to each protein char-

acterized by 89 protein features (Fig. 7.1). The second reports the success or failure

of each experiment for each protein (254,623 experiments in total) characterized by

the solution conditions (61 cocktail features) and the protein features for a total of

150 predictive variables. The data is available upon request.

7.4.2 Crystal contacts analysis

Similarly to previous studies [211], we defined crystal contacts as the regions on the

proteins surface that are within 5 Å from surface residues on a neighboring chain in

the protein crystal. To identify the crystal contacts, we used PyCogent [230], whose

structural biology tool-kit is an extension of PDBZen [211]. In-house Python scripts

classified the properties of each crystal contact.
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8

Water in protein crystals

8.1 Introduction

Although water in bulk is fairly will characterized [90, 231], water as a solvent re-

mains an area of active research [218, 232, 233]. Because it plays a major role in the

folding, dynamics, and function of all proteins, a plethora of studies have specifically

considered the physical chemistry of protein hydration. Yet water is also extremely

important in protein crystallization. It is the solvent in which the assembly occurs,

and protein crystals can contain up to 80% of water [182]. Water molecules also me-

diate certain protein crystal contacts [79]. Despite this ubiquitous role, the behavior

of water in protein crystals has thus far received little specific attention [234].

In chemical physics, it is often assumed that the properties of water in a crystal

are similar to those observed in standard aqueous environments [235]. Yet no clear

evidence for this assumption has been presented, and recent work suggests that wa-

ter may behave differently in protein crystals than in regular solvation because of

confinement [236]. Simulation studies that have looked into the problem rely heavily

on the correct parameterization of water models, which are, however, mostly opti-
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mized to reproduce bulk water behavior and thus may not correctly capture water’s

interaction with proteins [90, 237]. Whether and how these models recapitulate the

behavior of water in protein crystals is therefore largely unknown.

In structural biology, refinement protocols that convert experimental X-ray or

neutron diffraction patterns into a structural model for a protein rely on surprisingly

simplistic assumptions regarding water structure. The water density is typically

assumed to be uniform outside of the volume occupied by protein molecules. Iterative

refinement only specifically models crystal water, i.e., water molecules that freeze in

a periodic pattern that is coherent with the protein’s and thus exhibit a clear signal

in the diffraction pattern [238]. X-ray scattering experiments, however, clearly show

that non-uniform water density features extend to several hydration layers from the

protein surface, calling into question the overly simplistic assumptions used during

refinement [83, 239].

Although the water structure may not be of immediate interest to structural

biology, a better water model could help improve the quality of protein structures

obtained by diffraction. For instance, the poor characterization of water in crystals

has often been invoked to partially explain the incomplete agreement between refined

models and experimental data, quantified by the R-factor [83, 240, 241]. Even for

high-quality crystals, R-factors are rarely below 10% (a perfect model would corre-

spond to an R-factor of 0). For proteins, the average R-factor is about 20% [182]. By

contrast, small organic molecules whose crystals contain almost no water are char-

acterized by an R-factor between 1 and 5% [242]. Yet attempts at designing water

models for structural refinement that go beyond a uniform distribution have thus far

been unable to significantly improve the refinement quality [83].

The limited success of previous approaches is likely due to the high heterogeneity

of the protein surface, whose effect on the surrounding water molecules depends on

the type of aminoacid involved and the surface geometry, which makes it beyond
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the reach of simple analytical treatments. The increase in computational power

has made molecular dynamics (MD) simulations available to help overcome this

limitation [234, 241, 243, 244]. Despite their short-comings, classical water models

indeed reproduce reasonably well bulk water properties [245], and, in some cases,

protein-water interface effects. MD simulations have thus the potential to supplement

structural models in order to achieve a better agreement with diffraction data. In

the following, we analyze MD trajectories for ten different protein crystals and four

water models (spc [246], spc/e [247], tip3p [248], and tip4p [90]), compare the results

with crystallization experiments, and identify the advantages and disadvantages of

the different models in simulating water in protein crystals. By determining the

features that can enrich refinement models, we develop a protocol for taking into

account simulated water structure, when it is meaningful.

8.2 Methods

In the following section, we report the details of the MD simulations and of the tra-

jectory analysis. For the sample set, we choose protein crystals for 10 pure aminoacid

chains whose atoms are all present (PDB ids: 1MN8, 2ADO, 2GRR, 2I1U, 2OL7,

3D9X, 3HIS, 3MAB, 1BWW, 1IST). These proteins are selected because of their

high resolution (  2 Å), and because they belong to the P1 symmetry group (the

Gromacs MD simulations package is limited to monoclinic unit cells, see Appendix

A). The first eight crystals were diffracted at 100 K (cryo-crystals) and the last two

at 298 K (room temperature crystals).

8.2.1 Generation of the trajectories

For each of the protein crystals under study, we compute the electron densities by

applying Phenix (version 1.8.4-1496) [249] to the original coordinate file and struc-

ture factor downloaded from the PDB. Both a model electron density (Fc) and an

156



observed electron density (Fo) can then be calculated. In both cases, the densities

are normalized (z-score),

F �
f � f̄

σf
, (8.1)

where f is the density of electrons per Å3, and f̄ and σf are respectively the mean

value and the standard deviation of f . Protein atoms with Fo   3 are defined as

flexible, that is, they are expected to occupy alternate configurations in the crystal

and are therefore allowed to move freely during the MD simulation. If an atom is

already reported with an alternate configuration in the coordinate file, it is classified

as flexible regardless of its electron density.

The protein and crystal water coordinates reported in PDB file are used as start-

ing configurations for the MD simulations. The empty volume is filled with water

molecules and 0.01 M of NaCl. Salt is a typical protein crystallization additive that

screens the protein charges. The water density is set to (and assumed to be) that

of bulk water at temperature T � 298 K and pressure p � 1 atm. Steepest-descent

energy minimization is used to relax the initial solvent positions and those of the

hydrogen atoms. MD simulations at constant temperature T � 277 K and volume V

are run for 100 ns constraining any non-flexible protein heavy atom (O, C, N, and S)

with a very strong spring constant of 1.0�104 kJ/(mol nm2), in order to preserve the

agreement between the protein chain and the diffraction pattern. The 100 ns-long

simulations guarantee the equilibration of the unconstrained part of the system and,

in particular, the extensive sampling of the solvent configurational space. Note that

unless specifically constrained, crystal water molecules, although initialized as in the

PDB file, rapidly diffuse away after the start of the simulation.

157



8.2.2 Computation of solvent density

The MD trajectories are sampled every 20 ps (n � 5000 different configurations)

to compute the spatially-resolved solvent density. Two spatial patterns of solvent

density are generated: one uses the MD trajectories alone (ρMD), and the other

merges the crystal water coordinates with information from the MD simulations

(ρPDB�MD). To compute ρMD, we divide the crystal unit cell in 1 Å3 voxels. For each

snapshot s, we count how many water oxygens Nspiq lie within each voxel i, and

define the water density as

ρMDpiq �
1

n

ņ

s�1

Nspiq.

A water oxygen with occupancy ρMDpiq is then assigned at the coordinates of the

center of the voxel. Because the PDB file format limits the numerical precision for

the occupancy field to two digits, only voxels with ρMD ¥ 0.01 are recorded in the

output PDB file.

Computing the ρPDB�MD density profile involves few additional steps. First, to

achieve a better resolution in the radial distribution function, the size of the voxel

is reduced to (0.5Å)3. A voxel with bulk water density would then correspond to

ρPDB�MD � 0.004. Second, all of the MD-generated water oxygens that lie within

2.8 Å (the diameter of a water molecule) from the original PDB protein atoms or

crystal water coordinates are removed to avoid clashes. Third, the coordinates and

occupancy of the crystal water reported in the PDB file are added to the list of

remaining MD-generated water oxygens. In the following, we refer to water sites

reported in the PDB as crystal water sites, and those from the MD simulations as

MD water sites. Note that for both ρMD and ρPDB�MD, the water sites are reported

as distinct residues and not as alternate configurations of the same water molecule.

This choice reflects the indistinguishability of unbound water molecules. It is possible
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to include an additional step that identifies neighboring MD water sites as alternate

configurations of the same water molecule, keeping in mind that the PDB format

limits the number of alternate configuration to 26.

8.2.3 Calculation of correlation between observed and computed electron density

The local correlation c between Fo and Fc for each atom is calculated using the

real space correlation function in Phenix. This function uses the observed and com-

puted density at 8 grid points that lie within 1.5 Å from atom i to compute the local

correlation c of atom i.

8.2.4 Classification of water sites and residue atom neighborhoods

To study the strengths and weaknesses of MD water models, we classify water sites

according to their spatial location. At a coarser level, we divide water sites based

on their proximity to the protein surface. Four water classes are defined: contact

water, crystal water, first layer water, and bulk water [234]. A site is part of the

contact category if it mediates hydrogen bonds between two protein chains in the

unit cell. More specifically, a contact water site lies within 3 Å from at least two

oxygen atoms, two nitrogen atoms, or an oxygen and a nitrogen atom that belong to

different chains. Note that both MD sites and crystal sites satisfying this definition

are classified as contact waters. We find that on average 25% of this class is made

of crystal sites and the remaining 75% of MD sites. The remaining crystal sites are

part of the crystal water class. First layer waters are MD water sites that lie within

3 Å from at least one non-hydrogen atom on the protein surface. Every other water

site is defined as bulk water.

At a finer scale, to better identify problematic parameterization between water

and specific aminoacids, we divide the unit cell volume accessible to water molecules

according to the closest protein residue. We subdivide the volume with a grid similar
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to that used to compute ρPDB�MD and identify the closest protein atom (excluding

hydrogens) to the center of the grid subdivision. The collection of voxels whose

closest protein atom is i is part of the neighborhood of i, and all the water sites lying

within the neighborhood are assigned to this protein atom. In the finest version

of the classification, we distinguish 168 different heavy atoms on the 20 protein

aminoacids. Note that this ensemble not only distinguishes atom types belonging to

different residues (e.g. N of an asparagine vs N of an alanine), but also identical atom

types in different positions for the same residue (e.g. Cα vs Cβ in a tyrosine). The

identity of the neighborhood within which a water site lies is particularly important

for water sites that are (i) predicted by MD, and (ii) in the proximity of the atom.

In these cases, good (or poor) agreement between experiments and simulations can

reveal good (or poor) parameterization in the interaction between water and the

protein atoms to which the neighborhood belongs. The neighborhood division is

thus only considered for contact and first-layer waters.

This classification can easily been coarsened by relaxing the restraints, as we

sometimes do below. We can thus define residue neighborhoods, which collect all the

neighborhoods that belong to a same residue type. Even more coarsely, the residues

can be further classified as small, polar, positively charged, negatively charged, and

hydrophobic (as in Chapter 7). This classification is particularly interesting as dis-

tinct water structures have been observed around hydrophobic and hydrophilic sur-

faces [81].

8.2.5 Computation of radial distribution functions

Radial distribution functions gprq of water as a function of the distance from the

protein surface are computed. Because part of the crystal volume is occupied by the

protein itself, the function is normalized by identifying the space that is available

to water. A three-dimensional grid 0.5 Å fine is laid over the simulation box, and
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a binary function W tracks whether a grid cube is accessible to water (W � 1) or

not (W � 0). If at least one water oxygen enters voxel i at some point during the

simulation, then W piq � 1. We then have

gprq � N�1
0

°
i ρPDB�MDpiq°

iW piq
, (8.2)

where N0 � 0.53 �0.0334 � 0.004 is the average number of bulk liquid water molecules

in a (0.5 Å)3 voxel, and the sum over i is only over the voxels whose center lies within

r�∆r and r�∆r from the protein. In regions where gprq � 1 water exhibits bulk-like

behavior.

To compare radial distribution functions among different atoms, we extend the

classification of atom and residue neighborhoods described in the previous section to

the function W . The radial distribution function for an atom of type x is then

gxprq � N�1
0

°
ix
ρPDB�MDpixq°
ix
W pixq

, (8.3)

where the sum is only over the voxels whose center lies within r � ∆r and r � ∆r

from the protein and are assigned to the neighborhood of atom x.

8.2.6 Refinement of water and protein structure

For the structural refinement, we propose a model that merges information from the

PDB file and from the informative water sites predicted by MD simulations. A water

site is deemed informative if its Fo ¡ 1. The proposed model (PDB+MD) then com-

bines the protein and the crystal water as they are reported in the original PDB file,

as well as the informative MD water sites. Note that the original PDB coordinates

are also used for the residues that were defined as flexible during the simulations.

An harmonic constraint on the starting configuration with Phenix Sigma parameter

set to 0.1 is found to ensure that the coordinates are not moved more than 0.5 Å
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away during refinement (the Sigma parameter controls the strength of the harmonic

constraint in Phenix ).

We quantify the agreement between protein structure and diffraction data by

defining a real space R-factor for each residue

RSRi �

°
jPresi

|Fopjq � Fcpjq|°
jPresi

|Fopjq � Fcpjq|
, (8.4)

where the sum is over the atoms belonging to residue i, and Fopjq and Fcpjq indicate

the observed and the computed normalized density of atom j.

8.3 Results and Discussions

8.3.1 Simulated high-density sites and crystal water

To test the performance of MD water models, we determine the agreement between

the position of crystal water sites and of the high-density peaks in ρMD. Regions

where the MD simulations predict a high solvent density correspond to sites that are

very likely occupied by a water molecules, i.e., crystal water. In doing this compar-

ison, we assume that the time evolution of water configurations in MD simulations

at T � 277 K captures well the spatial distribution of frozen (at T � 100 K) water

configurations across the billions of unit cells in a protein crystal assembled at the

same temperature. In support of this assumption, minimizing the energy of each

of the MD-generated configurations to mimic the process of cryo-cooling does not

change the results reported in what follows. Note that, because at T � 277 K crystal

water initialized at the PDB-reported position rapidly diffuses away (as observed in

other studies [243, 250]), the high water occupancy sites predicted by simulations are

necessarily caused by different water molecules regularly visiting a given site during

the simulations.

Following Ref. [244], we compare crystal water and high-density peaks in two
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ways. First, we define a recall score Arec that quantifies whether or not a crystal water

is captured by high-density peaks. For a given density threshold ρ0, we determine

how many crystal water sites Naw lie within 1.4 Å of at least one MD water site with

ρMD ¡ ρ0 over the total number of crystal sites Ncw, i.e.,

Arecpρ0q � Nawpρ0q{Ncw.

At very low ρ0, all MD water sites are potential candidates and thus each crystal

water is very likely to lie close to at least one of them, hence Arecp0q � 1; at very

high density, no MD water site satisfies the density threshold and crystal waters are

isolated, hence Arecp8q � 0.

Second, complementary to Arec, we define a prediction score Apred that quantifies

whether or not high-density peaks (for a given density threshold ρ0) correspond to

crystal water sites. In other words, Apred determines whether MD simulations are

able to predict the location of crystal water. In this case, we count how many MD

water sites with ρMD ¡ ρ0, Nac, lie within 1.4 Å of at least one crystal water over

the total number of MD sites with ρMD ¡ ρ0, Ncc. Scoring is defined as

Apredpρ0q � Nacpρ0q{Nccpρ0q.

At very low ρ0, all MD water sites are selected and Apred roughly corresponds to

the ratio between total crystal water sites and total MD water sites, which is of the

order of few percents. As ρ0 increases, Apred is expected to also increase if the water

model is physically reasonable.

Figure 8.1 compares the scores across water models and between crystals that

were diffracted (A) at 100 K and (B) at room temperature. The recovery and pre-

diction of crystal water varies with temperature. For the cryo-crystals, MD simula-

tions recover and predict more than 60% of the crystal water for ρMD ¥ 0.17. By

contrast, in room temperature crystals, Arec decreases very rapidly, and Apred never
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Figure 8.1: Recall score Arec (filled symbols) and prediction score Apred (empty
symbols) averaged over (A) eight cryo-crystals and (B) two room temperature crys-
tals as a function of density threshold ρ0 for the different water models: spc (blue
circles), spc/e (red squares), tip3p (green triangles), and tip4p (black stars).

even reaches 50%. Although the noise of the curves may be partially caused by low

statistics, the very poor performance suggests that something is intrinsically different

between the two cases. This effect may partially be due to the higher flexibility of

the protein chain at room temperature, as discussed below.

For cryo-crystals, despite the good level of agreement, it is clear that MD simu-

lated solvent density cannot perfectly recapitulate the process. A water model that

improves structural refinement cannot therefore exclusively rely on MD simulations.

Indeed, when attempting to refine a structural model in which only MD water sites

are used, R-factors are nearly 10% higher than those calculated from the original

PDB structures. A better refinement strategy is thus to combine the information

available in the PDB with the simulation results. The merged density map ρPDB�MD

defined in Section 8.2.2 will thus be used for the rest of the analysis.

8.3.2 Correlation between computed and observed density

The analysis described above quantifies the agreement between crystal water sites

and regions that MD simulations predict to be nearly perfectly highly hydrated. In
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order to quantify the similarity between simulated and experimental solvent density

maps in regions of intermediate water occupancy, the local correlation coefficients c

between computed (Fc) and observed (Fo) densities is a more appropriate tool.
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Figure 8.2: Scatter plot of the observed versus the computed density for cryo-
crystals (blue circles) and room temperature crystals (red squares). For cryo-crystals,
two distinct linear trends at high densities are detectable. The trend with Fc � Fo
(black line) corresponds to crystal sites. The trend with Fc � aFo (with a ¡ 1)
corresponds to high density MD sites. The overestimate of Fc values for the MD
sites may be due to a B-factor that is too low (it was arbitrarily set to 10 before
the refinement). For room temperature crystals, all the MD sites cluster around
Fo � Fc � 0. Only certain crystal sites show a positive correlation.

We apply Phenix to a coordinate file (model) where the protein is reported as

in the deposited PDB file and ρPDB�MD describes the water density. Note that

the solvent density obtained from the MD simulations gives information about the

coordinates and the occupancy of the water sites, but leaves the B-factors unknown.

Although the B-factors can be related to the root mean square displacement of an

atom, this definition cannot be applied to the water molecules in our simulations,

because they diffuse. We therefore initially set the B-factors of all the MD water

sites to 10 (approximately the average protein B-factor) and leave this parameter

free for ulterior refinement. The B-factors of the crystal waters are taken from the
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PDB file.

The general trend between observed and computed density is illustrated in Fig. 8.2.

The two densities are on average positively correlated, although close to Fo � 0 the

correlation disappears. Sites with Fo � 0 correspond to bulk water regions where the

density profile should be essentially flat. Because the relative error introduced by

spatial fluctuations may be too high, it may then kill any informative signal. In these

regions, the absence of correlation is likely not due to the poor quality of the water

models, but rather to experimental inaccuracies. A new definition of correlation that

takes into account the inherent experimental noise may thus be more appropriate to

analyze the behavior of bulk water, but is left for a future enquiry. It is important

to note that sites with Fo � 0 also have Fc � 0, which suggests that MD simulations

correctly predict the regions in the unit cell in which water has a bulk-like behavior.
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Figure 8.3: A: Correlation probability distribution ppcq for the crystal sites (re-
ported in the PDB and therefore independent of the water model) in magenta, and
the MD sites for each water model: spc (blue), spc/e (red), tip3p (green), and tip4p
(black). B: ppcq for the four water classes: crystal, contact, first layer, and bulk.

The probability distribution of local density correlation ppcq for crystal water

sites and MD water sites for the four water models are reported in Figure 8.3A. As

expected crystal water sites generally have farily high correlations (c̄crystal � 0.77 vs
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c̄MD � 0.45). Despite their lower average correlation, a significant fraction of the MD

sites have a reasonably high correlation with the experimental density profile, and

can thus help improve the protein model computed during refinement. Figure 8.3B

shows that the contact class is overall better correlated with the diffraction pattern

than the first layer and bulk classes. No significant difference between the various

water models can be detected (Table 8.1).

Table 8.1: Average correlation c̄ for the four water models and the four water classes
defined above. The average and standard deviation (given in parenthesis for the last
digit) is computed over the 10 proteins in this study.

Water model Crystal Contact First layer Bulk
spc 0.824(2) 0.50(1) 0.321(3) 0.244(9)

spc/e 0.824(2) 0.52(2) 0.321(2) 0.243(7)
tip3p 0.824(3) 0.52(1) 0.301(9) 0.264(3)
tip4p 0.823(3) 0.50(1) 0.317(2) 0.253(4)

8.3.3 Correlation as a function of density

To identify differences across the various water models and water classes, we subdi-

vide the water sites according to their observed density Fo and compute the average

local density correlation cpFoq (Fig. 8.4). For Fo ¡ 0, the local density correlation

increases similarly for all water models and classes. The shape of the correlation

function invites the definition of a density threshold above which the correlation is

very good. This threshold (Fo � 1) is used in Section 8.2.6 to define informative

MD sites, which will be used for refinement below. Interestingly, we also observe

an increase in correlation when Fo decreases below 0. This range corresponds to

regions in the unit cell where water is depleted compared to the average density.

Because these regions characterize water structure as well as peaks, the increasing

correlation is encouraging, as it suggests that water models reasonably capture these

density dips. The weak statistical signal of these regions, however, prevents us from

conducting a finer analysis.
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Figure 8.4: Local density correlation c as a function of observed density Fo for
all water sites (A), and divided by water class (B). Different symbols and colors
correspond to different water models: spc (blue circles), spc/e (red squares), tip3p
(green triangles), and tip4p (black stars).

For contact and first layer water classes, we examine how density correlation is

affected by the identity of the protein residues/atoms that are next to the water

sites. Trends for different heavy atom (C, O, N, and S) and residues (small, positive,

negative, polar, and hydrophobic) are similar to Fig. 8.4, with the exception of

first layer water sites around carbon atoms (Fig. 8.5). In this last case, the trend

depends on the residue type to which the carbon atom belongs and on the water

model employed. We observe that around carbon atoms that belong to negative

residues, no water model can detect high density sites (Fo ¡ 2). Even at intermediate

densities (0   Fo   2), the correlation is poorer than average (Fig. 8.4), and only

tip4p reaches a correlation above 0.6 at Fo � 1. To a lesser extent, the water

structure around carbon atoms that belong to positive and polar residues appears to

be worse than average at intermediate densities (0   Fo   2). In this case, however,

most water models correlate reasonably well with high density sites (Fo ¡ 2). Unlike

oxygen and nitrogen, carbon atoms do not typically form hydrogen bonds with water

molecules. The structure of nearby water molecules is thus instead dictated by the

hydrophobic effect. Although the high statistical noise indicates that a larger sample
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is required to draw definite conclusions, the fact that only these neighborhoods show

deviations from the ubiquitous trend of Fig. 8.4 suggests that the hydrophobic effect

is not as well captured by MD water models, tip4p being possibly the sole exception.

Differences across residue types, such as the lack of high density sites for negative

residues and not for the other ones (Fig. 8.5), are harder to explain and larger samples

are necessary to clarify these observations.
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Figure 8.5: Local density correlation c as a function of observed density Fo for
the first layer water class in neighborhoods assigned to carbon atoms that belong to
different residue types. Colors as in Fig. 8.4

8.3.4 Contribution of protein flexibility

The previous analysis shows that MD simulations correctly estimate the position

of contact water, enriching the original structural model deposited in the PDB. For

first layer water, however, the correlation between model and experiment is lower. In

general, a smaller fraction of these sites have high density compared to contact water,

despite their similar proximity to the protein. Because protein regions involved in

crystal contacts are more constrained than the rest of the protein surface, it is natural

to wonder whether the decrease in density and correlation in first layer water (away

from these contacts) may be associated with protein flexibility, which is expected

to affect the structure of the surrounding water molecules by blurring the location

of the protein-water interface. We analyze the role played by protein flexibility by

determining the relationship between correlation, occupancy, and observed density
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of the first layer water sites as a function of the B-factor of the closest protein atom,

which serves as a proxy for the protein flexibility in the surrounding region (Fig. 8.6).
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Figure 8.6: Local density correlation c, occupancy ρPDB�MD, and observed density
Fo of first layer water class as a function of the B-factor of the closest protein atom
(colors as in Fig. 8.4).

Unsurprisingly, for all water models, increased protein flexibility reduces water

correlation, occupancy, and observed density. The disagreement between model and

experimental pattern in these regions is therefore not necessarily only due to the

limitation of the water models, but also to the high flexibility of the protein, which

flattens the average structure of the surrounding water. A poor quality water struc-

ture in these regions may thus help identify protein residues that should be highly

flexible and possibly require alternate configurations.

8.3.5 Non-universality of radial distribution functions

Virtanen et al. have recently proposed that water radial distribution functions ex-

clusively depend on the nature of the closest protein atom and, therefore, that their

estimate over one protein is transferable to any other [250]. Although this assumption

may hold for proteins in solution, the performance of this method in protein crys-

tals is limited. Two non-mutually exclusive causes may explain this disagreement.

First, the computation of radial distribution functions is determined from simulation

data, which are based on imperfect water models. Second, the assumption that the
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radial distribution function depends solely on one protein atom and not also on its

surrounding protein environment may not hold.

To test the latter hypothesis, we compute the radial distribution functions on long

trajectories (100 times longer than those in Ref. [250]) that accommodate protein

flexibility. If the radial distribution associated with a given protein atom were inde-

pendent on the atom’s surrounding, then gprq should be identical when calculated for

different proteins. Figure 8.7A compares the radial distribution function associated

with the lysine’s Nz atoms (Lys Nz) in three proteins (2GRR, 3HIS, 1MN8).
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Figure 8.7: A: Radial distribution function associate to Lys Nz for 2GRR (solid
lines), 3HIS (dashed lines), and 1MN8 (dotted lines). The four colors indicate the
four different water models. B: Radial distribution function around the Nz atom
belonging to Lys 48 (solid lines) and to Lys 74 (dashed lines) in 2GRR. Colors as in
Fig. 8.4.

We note that when averaged over all the atoms of a given kind (in this case all

the Lyz Nz on the protein surface), the profile of the radial distribution function

is mostly conserved across water models. We also note that despite the protein

crystal confinement, at r ¡ 6 Å, the radial distribution functions converge to the

bulk water expectation, similarly to what was observed in simulations of proteins

in solution [250]. Yet the three proteins radial distribution profiles clearly indicate
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that, at least in protein crystals, no universal gprq for a given protein atom type can

be defined. Although gprq behaves similarly across the three proteins –they show a

peak around 3 Å followed by shallow dip–, the height of peak (and of depth of the

dip) varies significantly from one protein to another. When comparing gprq for Nz for

two distinct lysines in protein 2GRR (Fig. 8.7B), we even find qualitative differences

between the profiles. Residue 48 (solid lines) has a higher and broader peak and a

shallow second hydration layer; residue 74 (dashed lines) has a shallow peak followed

by a shallow dip that almost immediately converges to bulk behavior. Many-body

effects are clearly at play. The water structure around the protein thus cannot be

reliably predicted by adding up the individual contributions of each atom on the

protein surface. Interference from neighboring atom types conditions the structure

of the nearby water molecules.

Because we have shown that the details of the radial distribution functions are

very sensitive to the specific environment, averaging gprq over several residues should

cancel the environment-specific details and emphasize qualitative differences among

water models and residue types. In that case, observing identical profiles for the dif-

ferent cases would suggest that the differences across water models and residue types

depend exclusively on the surface protein environment, whereas observing distinct

profiles would identify differences that are independent of the chemical surround-

ing. To discriminate between these two scenarios, we analyze the radial distribution

function for different water models and residue types (Fig. 8.8).

For all residue types, tip3p profiles are the flattest (lower peaks and shallower

dips) and tip4p profiles are the sharpest. On average, however, water models do

not show detectable differences in the position of the radial distribution function

extrema. Because differences between water models were detected at the scale of

individual atoms (Fig. 8.7B), it appears that the water models are very sensitive

to the local protein environment, but that deviations among models mostly cancel
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Figure 8.8: Radial distribution function for a given residue type averaged over all
proteins. Colors as in Fig. 8.4.

when averaging across distinct environments.

Across residue types, however, the water structure shows large differences. Al-

though all of these profiles are characterized by a peak around 2.8 Å (the size of a

water molecule), the height and width varies from a very sharp and high peak for

hydrophobic residues, to a shallow and broad peak for positive residues. All residues

have a more or less prominent shoulder after the first peak around 3.8 Å, except the

negative residues for which the shoulder is shifted to 4.8 Å. The physical origin of

this effect is unclear, and may be related to the poor performance of water mod-

els around carbon atoms that belong to negative residues (Fig. 8.5). As expected,

further away from the surface (r ¡ 5 Å), all profiles appear identical, with shallow

oscillations rapidly converging to the bulk water density.

8.3.6 Structural refinement

From a structural biology point of view, the use of more sophisticated water models

is useful if it improves the quality of a protein structural model. To test whether the

informative MD sites (those with Fo ¡ 1) enrich the water structure and improve the

overall quality of the protein model, we refine our merged PDB+MD model using

Phenix. Because the B-factors of the MD sites are unknown and their positions are

artificially constrained to a grid, both of these parameters need to be refined. Two
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levels of refinement are performed: (i) refinement of coordinates (within 0.5 Å) and

B-factors of the MD water sites, and (ii) refinement of coordinates (within 0.5 Å) and

B-factors of both water and protein atoms. The first level of refinement tests whether

the simple addition of the MD water sites reduces the error between the model and

the diffraction pattern. The second level of refinement accounts for perturbations to

the PDB structure induced by adding the MD sites (Fig. 8.9).
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Figure 8.9: A: Change in R-work (empty symbols) and R-free (filled symbols)
in the refinement of proteins 2GRR and 2OL7 from the original PDB structure
(PDB), the refined PDB structure (PDB(ii), the merged model without refinement
(PDB+MD), the merged model after refinement (i) (PDB+MD(ii)), and after refine-
ment (ii) (PDB+MD(ii)). B: Residue Gln 111 on chain A in 2GRR in the original
PDB configuration and after refinement (ii) of the merged model. The electron
density is shown at 1σf (yellow) and 2σf (purple). C: RSR difference between the
original PDB structure and the refined merged model for each residue in 2GRR
with id ordered according to the RSR difference. Values above 0 indicate a better
performance of the merged model, and viceversa.

We find that the R-factors remain almost unchanged after refinement (i), mean-
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ing that the sole replacement of flat solvent by the MD predicted water sites does

not affect the quality of the model. After refinement (ii), the R-factors, however, im-

prove by 0.005-0.01, independently of the water model. Although the improvement

may seem limited, it is important to note that the protein structure after the refine-

ment shows better agreement with the electron density. For example, Figure 8.9 B

illustrates the effect of the refinement on Gln 111 on chain A in 2GRR using the

tip4p water model (the result is independent of the water model). Because refine-

ment softwares constantly improve, we test whether the improved structure of the

PDB+MD(ii) model may be attributed to a poor refinement of the original PDB

model. We observe that even after applying refinement (ii) to the original PDB

model (PDB(ii)), some of the sites in the PDB+MD(ii) model maintain a better

agreement with the electron density (Fig. 8.9 B). Thus, although we cannot at this

point clearly discriminate between overall improvements in the refinement procedure

and improvements to the water model, this result suggests that introducing MD wa-

ter sites can nonetheless increase the quality of the structural model. In addition,

because the original PDB structure can clearly be further refined, we expect that

using the refined PDB structure as starting configuration for the MD simulations

can further improve the performance of the PDB+MD approach.

To quantify the improvement in the protein structure fit due to the additional wa-

ter sites, we calculate the real space R-factor (RSR) at each residue in the protein for

the refined PDB structure (RSRPDBpiiq) and our refined merged model (RSRPDB�MDpiiq)

for protein 2GRR (Fig. 8.9 C). For about half of the residues, the merged model bet-

ter fits the experimental data than the refined PDB structure, and where it does

not, the discrepancy is fairly small (  0.02). By identifying the sites for which the

additional MD water increases the agreement between structure and electron density,

we can further improve the current strategy that selects informative MD water sites.
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8.4 Conclusions

In this chapter, we have used MD simulations (i) to characterize the behavior of

water in protein crystals, and (ii) to develop a protocol that uses MD water sites

to provide better structural models. We have found that water models predict on

average almost identical water properties, and only when the details of the chemical

environment are taken into account, do they show distinct trends. One important

feature is the ability of the models to predict high density sites when the protein is

relatively rigid. These sites positively correlate with the experimental data and with

crystal water sites that were manually identified.

For flexible proteins, the results are less clear-cut. On the one hand, we find

that high B-factors flatten the water density, and simulations of room temperature

crystals –in which a large part of the protein is allowed to move– do not predict

high density sites. On the other hand, several well-defined crystal sites are found in

room temperature crystals, suggesting that highly hydrated regions do exist. This

discrepancy cannot be completely attributed to the limitations of the water models,

as the same water models perform well when the protein is rigid. A possible explana-

tion for this dilemma may be in the protocol used to define flexible protein atoms in

the simulations, which may provide too much flexibility. Testing different protocols

could help make headway on this question.

Supplementing the structural models with MD water sites in high density regions

can improve the agreement between the protein model and the observed electron

density. Because the MD sites used for refinement only introduce additional high

density peaks near the protein surface, most of the bulk water remains modeled as

flat. The residual error can then be attributed to the poor correlation in the bulk

water region of the unit cell. Although MD simulations correctly predict regions

where bulk water is observed at a coarse level, the correlation between computed and
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observed density in these regions is poor. This limited agreement can be attributed

to spatial fluctuations in bulk water density that are high compared to the average

density value, but it is unclear whether it is really the case. Note in closing that

a better understanding of the experimental noise in these regions is essential to

determining whether more sophisticated bulk water descriptions are necessary or

whether the residual disagreement between model and data has an instrumental

origin.
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Appendix A

Periodic boundary conditions in a triclinic unit cell

Triclinic unit cells are characterized by three non-orthogonal vectors that describe

the translational symmetries of the system (Fig. A.1). In the PDB format, the unit

cell vectors, i.e., a, b, and c are summarized by 6 numbers: pa, b, c, α, β, γq, where the

first three components represent the length of the corresponding vectors, and the last

three the angles between pairs of them (Fig. A.1). By convention, the orientation of

the unit cell is such that a is parallel to the x axis and b lies on the xy plane. Using

this convention, we can derive the cartesian components of the unit cell vectors:

a � ap1, 0, 0q

b � bpcos γ, sin γ, 0q

c � c

�
�cos β,

cosα � cos β cos γ

sin γ
,

d
1 � cos2 β �

�
cosα � cos β cos γ

sin γ


2

�


Because the unit cell vectors are not orthogonal to each other, periodic boundary

conditions are different from the standard orthorhombic unit cell case. In a triclinic

unit cell, a particle with cartesian coordinates px0, y0, z0q has to satisfy the following
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Figure A.1: Schematic of a triclinic box and its vectors convention.

to ensure periodic boundary conditions:

py0 � z0
cy
cz
q
bx
by
� z0

cx
cz

  x0   py0 � z0
cy
cz
q
bx
by
� z0

cx
cz
� ax (A.1)

z0
cx
cz

  y0   z0
cx
cz
� by (A.2)

0   z0   cz, (A.3)

where the subscripts x, y, and z represent the x, y, and z components of the unit cell

vectors. Violation of condition A.1 requires a translation along vector a, violation of

condition A.2 requires a translation along vector b, and violation of condition A.3

requires a translation along vector c.
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