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1 Abstract

Proteins perform a variety of biological tasks including catalysis of biochemical reactions, cell signal-

ing, and immune response. Computational structure-based protein design (CSPD) involves the use of

algorithms to optimize a sequence of amino acids to a particular backbone, or fold, in order to produce

proteins with novel functions. An important class of proteins that we would like to design are anti-

bodies, which can be made to bind to other proteins and function as therapeutics. Successful CSPD of

antibodies relies on modeling the protein-protein interface (PPI) that exists between the antibody and

its target. Furthermore, since proteins do not exist as a static structure, but rather as an ensemble of

structures, accurate prediction of binding requires the ability to enumerate low-energy conformations.

The K∗ algorithm developed by the Donald Lab has been successfully applied to design peptides to bind

to proteins and to redesign portions of PPIs. The bottleneck in many design algorithms, including K∗,

arises in the computation of the partition function, which is the sum of the Boltzmann-weighted energies

of all the conformational states of a protein or protein-ligand complex. For large PPIs, the number of

conformations that contribute significantly to the partition function is too large to count. Thus, current

deterministic algorithms are unable to accurately model and redesign large PPIs, including those of an-

tibodies. The aim of this work is to characterize the properties and mathematical guarantees of a novel

probabilistic algorithm developed the Donald Lab for efficient partition function computation involving

large PPIs.

2 Introduction

In recent years, therapeutic antibodies have become a global multibillion-dollar industry. Antibodies

present promising hope as therapeutics for targets that have come to be defined as “undruggable” [1].

Such drug targets usually contain an interface that is too large for conventional small-molecule drugs to

disrupt. Despite this unique potential, the number of antibodies in clinical use remains relatively small.

Successfully designing an antibody involves selecting a sequence of amino acids for a particular desired

fold such that the antibody will potently bind its target. For the redesign of binding interfaces of anti-

bodies, the space of sequences that can be considered is enormously large. For a protein-protein interface

(PPI) involving just 15 amino acids of an antibody, there are 2015 sequences that can be considered
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with the 20 natural amino acids. Thus, even high-throughput technology is unable to experimentally

test a significant portion of antibody sequences.

Computational structure-based protein design (CSPD) provides a unique potential to design novel anti-

bodies by using computer algorithms to find optimal sequences that can then be tested experimentally.

The Donald Lab has developed provable algorithms for CSPD that have been applied to successfully

design an epitope-specific probe to isolate broadly-neutralizing antibodies against HIV [2], design a

peptide to disrupt a PPI involved in cystic fibrosis [3], and redesign selected residues of a broadly-

neutralizing antibody targetting HIV [4] among other applications. The three designs highlighted here

involved involved PPIs, albeit with smaller peptide-protein interfaces or in the case of [2] and [4], only

a portion of the total PPI.

Proteins exist as a thermodynamic ensemble, requiring biophysically-accurate models to consider en-

sembles of structures in their design. The K∗ algorithm, which was used in [3] and [4], does this by

computing an ε-approximation of the partition function of the protein-ligand complex, the unbound

protein, and the unbound ligand to estimate the binding constant, Ka of a particular sequence. Ap-

proximating the partition function requires counting low-energy conformations. For many large PPIs,

however, the number of low-energy conformations is too large to count explicitly.

Since we are unable to count the conformations that make significant contributions to the partition

function deterministically for large PPIs, the Donald Lab has developed a novel probabilistic algorithm

for estimating the partition function. In this work, we show that the problem of counting low-energy

conformations in CSPD is #P-complete. We describe the novel probabilistic algorithm and characterize

its statistical properties and mathematical guarantees. By analyzing systems for which the partition

functions can be deterministically calculated, we provide an analysis on the probabilistic distributions

that the algorithm samples from.

3 Background

3.1 Protein Structure

Proteins are linear polymers of amino acids, whose sequence defines its three-dimensional structure (see

Figure 1). Each of the 20 natural amino acid contains the same backbone atoms (N, C’, O, Cα) but has
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a variable side-chain, or R group. Amino acids combine to form polymers through a reaction with the

amino and carboxyl groups, creating a peptide bond (see Figure 2). The peptide bond, is ideally rigid

and fixed and rotation is only allowed by the φ(Cα − N) and ψ(Cα − C ′) torsion angles. Thus for n

amino acids, the torsion angles, (φ1, ψ1, φ2, ψ2, ..., φn, ψn) uniquely define the backbone of the protein.

Fig. 1: The structure of a typical amino acid.

Fig. 2: The φ and ψ torsion angles of peptide backbones. For simplicity, the side-chain (R group) is not shown. The peptide bond

forms between a reaction of the amino group of one amino acid and the carboxyl group of another. The reaction results in

the loss of a water molecule consisting of one hydrogen (H) from the amino group and one hydroxyl group (OH) from the

carboxyl group.

3.2 Protein Design

Given a three-dimensional backbone structure, the protein design problem is to find an optimal sequence

that minimizes the energy function and satisfies stereochemical constraints. This involves searching over

a set of amino acid types, which differ only in their side-chains, as well as the different conformation that

each side-chain can take. For a protein consisting of n residue positions, the algorithm would potentially

look at a total of 20n sequences, since there are 20 natural amino acids that can be considered at

each position. The term rotamer denotes the discrete rotational conformation of a given side-chain.

Rotamers are typically denoted by the set of dihedral angles, χ1, χ2, ... (see Figure 3). Many protein

design algorithms consider a discrete set of rotamers, taken from a statistical analysis of high-resolution
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protein structures in the Protein Data Bank (PDB). The Donald lab has implemented an algorithm to

handle continuous rotamers defined over a voxel of chi-angle space [5] and can now handle backbone, in

addition to side-chain, flexibility [6]. This basic formulation of the protein design problem searches for

the Global Minimum Energy Conformation (GMEC), which is simply the assignment of a single rotamer

to each amino acid such that the energy is minimized. For simplicity we will consider problems involving

only changes in rotamer positions, keeping the backbone fixed. The optimization of finding the GMEC

in protein design has been proven NP-hard [7] and even NP-hard to approximate [8]. To reduce the size

of the exponential search space, one of the most commonly used algorithms is the Dead-End Elimination

(DEE) algorithm, which eliminates rotamers that are dead-ending with respect to the GMEC [9]. A

rotamer r at residue position i will be eliminated if there is another rotamer t at the same position such

that replacing r with t will always reduce the energy. If implemented naively the algorithm will take

exponential time. Thus to implement a polynomial time DEE algorithm, the following pruning criteria

is used:

E(ir)− E(it) +
∑
j

min
s

(E(ir, js)− E(it, js)) > 0, (1)

where ir and ij denote, respectively, rotamer r and rotamer t at position i. Similarly, js denotes ro-

tamer s at position j. E(ir) and E(it) represent self-energies, that is, energies between the atoms of a

single rotamer (e.g., ir). E(ir, js) and E(it, js) represent residue pairwise, rotamer-rotamer energies for

rotamers ir, it, and js. After applying DEE for pruning, a search method, such as an A∗ search, can be

applied to find the GMEC. In fact, A∗ can be used to generate a gap-free list of conformations from a

rotamerically-based ensemble in order of energy (lowest to highest). As stated above, proteins actually

exist in a thermodynamic ensemble. Thus, it is important to take entropy and enthalpy into account

when designing proteins. This is where the ability to generate an ensemble of conformations becomes

important. The K∗ algorithm [10] takes advantage of the combined DEE/A∗ algorithm to compute an
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epsilon-approximation to the binding constant, KA for a protein-ligand complex:

K∗ =
qPL
qP qL

≈ KA (2)

qPL =
∑
b∈B

exp(−Eb/RT ), qL =
∑
f∈F

exp(−Ef/RT ), qP =
∑
l∈L

exp(−El/RT ) (3)

The terms in (3) are the partition functions of the protein-ligand, protein, and ligand complexes, re-

spectively. A partition function in this context is simply the sum of all the Boltzmann-weighted energies

of the different conformational states. By taking advantage of the enumeration of conformations in

order of energy, from lowest to highest, and observing that high-energy conformations will contribute

little to the partition function of Boltzmann ensemble, the K∗ algorithm can approximate the binding

constant with a combinatorial speed-up when compared to the brute-force implementation. For a toy

examples, consider computing the partition function of a protein with 10,000 different states. Since

qP =
∑

l∈L exp(−El/RT ), the exponential term means that summing first 100 lowest-energy conforma-

tions may be accurate enough to compute an approximation to the exact partition function with an

error of less than 3 percent. This is the intuition behind the K∗ algorithm.

Fig. 3: The rotamers of isoleucine are defined by the χ1 and χ2 dihedral angles. Observed dihedrals from proteins in the Protein

Data Bank are plotted. The red dots represent the discrete rotamers chosen for each cluster in a conventional rotamer

library.
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4 Problem Formulation

The algorithms described above: DEE, A∗ and K∗, are currently implemented in the Donald Lab’s

protein design software suite, OSPREY, and have been successfully applied for tasks such as the design

of probes to isolate antibodies that are broadly-neutralizing against HIV [2] as well as the design of a

peptide to block protein-protein interactions involved in Cystic Fibrosis [3]. However, for many protein

design problems, the search space is too large to accurately estimate the partition functions. Thus, there

is a strong need for improved algorithms that can more efficiently estimate the partition functions. Fur-

thermore, many members of the protein-design community have been resistant to incorporating entropy

in their design algorithms. We are interested in understanding the role of side-chain conformational

entropy when designing a protein to bind to a ligand. However, many protein:protein interfaces are too

large to accurately compute the partition function for with the traditional K∗ algorithm. This work

makes the following contributions:

1. An implementation and testing of the algorithm on protein systems.

2. A proof that the problem of counting low-energy conformations is #P-complete.

3. An analysis of the performance of the algorithm and its probabilistic guarantees.

4. An implementation and analysis of variations of the algorithm for improved convergence.

5 Counting low-energy conformations is #P-Complete

An alternative approach to that of the K∗ algorithm is to determine the number of conformations

within each interval of a partition of (−∞,∞). Given this information, we can numerically integrate

the partition function. We will now prove that this problem is #P-complete. Consider the problem:

How many assignments of rotamers at each position are there such that Etotal ≤ K for a specified

constant K?

This is the counting problem associated with the decision problem:

Does there exist a rotamer at each position such that Etotal ≤ K for a specified constant K

To show that this protein design counting (PDC) problem is #P-complete we must show:

1: The protein design counting problem belongs to #P
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2: Every problem in #P can be reduced to the protein design counting problem by a polynomial-time

counting reduction

The protein design decision problem belongs to NP since for a ’yes’ instance, the validity of such

a polynomia-space certificate consisting of p rotamer indices can be verified in polynomial time by

evaluating Etotal, which takes O(p2) time.

We now give a reduction of 2SAT to the protein design decision problem. Although 2SAT belong to P,

#2SAT belongs to #P, demonstrating that even easy decision problems can become hard when asked to

count the number of good decisions. Such a reduction is parsimonious and thus the function that maps

the number of satisfying solutions to the protein design counting problem to the number of satisfying

solution to 2SAT is the identity function.

This reduction follows almost exactly as the work done by Niles A. Pierce and Erik Winfree [7]. We use

the decision form of protein design given as:

Is there a rotamer at each position such that Etotal ≤ K for a specified constant K

Consider a 2SAT instance with M clauses and N variables, where clause i has two literals. We can

construct a protein design problem with p = M +N positions and K = 0 (see Figure 4):

M positions, each representing a clause, i, each with two rotamers representing the literal in clause i.

N positions, each representing a variable x
k
, each with two rotamers representing the possible values T

or F for x
k
.

Now assign the following energies to each of the rotamer pairs:

E(r
i
, r

j
) = 1 if r

i
represents the literal x

k
(a non-negated variable) and r

j
represents the value F for x

k
;

E(r
i
, r

j
) = 1 if r

i
represents the literal x̄

k
(a non-negated variable) and r

j
represents the value T for x

k
;

E(r
i
, r

j
) = 0 otherwise.

With these rules, it is possible to select rotamers for the protein design problem instance such that

Etotal ≤ K if and only if the original 2SAT instance is satisfiable. In total, there are 2M + 2N rotamers,

so that E(·, ·) can be contained within a (2M + 2N) × (2M + 2N) matrix. Thus, a polynomial-space

instance of the protein design problem can be constructed in polynomial-time given an instance of

2SAT, and the instance will be ’yes’ for protein design if and only if it is ’yes’ for 2SAT. Since #2SAT

is #P-complete, we have shown that the protein design counting problem is #P-complete. Given the
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hardness of this problem, we now turn to a probabilistic algorithm for an approximation.

Fig. 4: Reduction of 2SAT into protein design for the instance (x1 + x2) · (x̄1 + x̄2) · (x3 + x2). Only edges between rotamers with

energy E(·, ·) = 1 are depicted. The problem is satisfiable if and only if rotamers can be selected that exclude all these

non-zero pairs. The valid certificates are (x1 , x2 , x3) ∈ {(T, F, T ), (F, T, T ), (F, T, F )}.

5.1 Probabilistic Algorithm

Fig. 5: A configuration tree for a protein with three residue positions. The first residue has rotamer options 1a, 1b, and 1c.

A conformational tree (see Figure 5) is a tree in which each level corresponds to a residue position,

and each node is a rotamer at that position. We denote a rotamer, r, at a residue position, i, by ir.

A full conformation consists of a complete path from the root node to a leaf of the conformation tree.

We can also define a partial conformation to be a path from the root node to any other node in the

tree. The cost of a path is often used to denote the energy of that conformation (full or partial) defined

by that path. We now present a probabilistic lower bound algorithm that uses the structure of this

conformation tree.
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Fig. 6: Two example iterations of the probabilistic algorithm.

Algorithm The goal of the algorithm is to determine the number of conformations with energies

below a defined threshold. As stated above, by partitioning the interval (−∞,∞), we can numerically

integrate the partition function. Thus, this algorithm is used to compute an estimate on the number of

conformations that fall in each sub-interval of the partition. Let ot be the characteristic function that

given a partial conformation, returns 1 if the partial conformation leads to at least one full conformation

below an energy threshold Ethresh (ie. if there exists a complete path containing the partial path such

that the energy of the path is below the threshold). If there does not exist a full conformation below the

threshold, ot returns 0. For example, ot(5a, 8b) will return 1 if there exists a full conformation containing

rotamer a at position 5 and rotamer b at position 8 such that the conformation has an energy below

Ethresh. The value of the characteristic function for any partial conformation can be determined by the

A∗ algorithm. If we let c be a full conformation in the conformation space, C, then the total number of

conformations below Ethresh, T is given by:

T =
∑
c∈C

ot(c)

The expected value of the output of the algorithm is the fraction of conformations, T
|C| , below a defined

threshold. The algorithm starts at the root node of the conformation tree and looks at the children

(rotamers at the first position). It then determines the value of ot for each of the partial conformations
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defined by these children. The initial estimate becomes the fraction of children for which the character-

istic function is equal to 1. A child is then randomly chosen and the process repeats recursively with this

child as the root node of the subtree until a leaf node is reached. The estimate is updated by multiplying

the fraction of children that are under the threshold for each of the chosen root nodes (see Figure 6).

Thus, the randomly chosen node (rotamer) behaves as a representative for all nodes (rotamers) at the

same level that are below the threshold. In other words, if 1
3

of the children of a randomly chosen node

at position i satisfy the characteristic equation, then we estimate that 1
3

of all children of rotamers that

satisfy the characteristic equation at position i also satisfy the characteristic equation (see Figure 6). By

making this assumption the algorithm loses its deterministic estimation for a much faster probabilistic

one. The pseudocode for the algorithm is given below:

Algorithm 1 Probabilistic Algorithm; Input: Energy Threshold
1: estimate ← 1

2: nextNode ← root

3: while not at a leaf do

4: children ← expand nextNode

5: belowThresh ← { children : ot(child) == 1 }

6: nextNode ← pickOneRandomly(belowThresh)

7: estimate ← estimate· |belowThresh|
|children|

Proof of Correctness Here we will prove that the expected value of the estimate provided by the

algorithm is the fraction of conformations below a given threshold. Let’s consider a conformation tree

with n residues. A full conformation is given: 1c1 , 2c2 , ..., ncn . At each position, i, let the set of rotamers

allowed at that position be Ri. Note that ci ∈ Ri ∀i. We define the following:

f(c) =

ot(1c1) +
∑

r∈R1\{c1}
ot(1r)

|R1|
·
ot(1c1 , 2c2) +

∑
r∈R2\{c2}

ot(1c1 , 2r)

|R2|
· · ·

·
ot(1c1 , 2c2 , ..., ncn) +

∑
r∈Rn\{cn}

ot(1c1 , 2c2 , ..., nr)

|Rn|

p(c) =


0, when ot(1c1 , 2c2 , ..., ncn) = 0

ot(1c1 )

ot(1c1 )+
∑

r∈R1\{c1}
ot(1r)

· ot(1c1 ,2c2 )

ot(1c1 ,2c2 )+
∑

r∈R2\{c2}
ot(1c1 ,2r)

· · · ot(1c1 ,2c2 ,...,ncn )

ot(1c1 ,2c2 ,...,ncn )+
∑

r∈Rn\{cn}
ot(1c1 ,2c2 ,...,nr)

, otherwise
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p(c) represents the probability of picking a particular conformation among all other conformations that

are below the threshold. Now:

∑
c∈C

f(c) · p(c) =
∑
c∈C

ot(1c1) · ot(1c1 , 2c2) · · · ot(1c1 , 2c2 , ..., ncn)

|R1| · |R2| · · · |Rn|

=
∑
c∈C

ot(1c1 , 2c2 , ..., ncn)

|R1| · |R2| · · · |Rn|
,

=
∑
c∈C

ot(1c1 , 2c2 , ..., ncn)

|C|
,

=
T

|C|

The above equations demonstrate that the sum over all conformation of p(c) · f(c) gives the fraction

of conformations below a threshold. Since f(c) is exactly what is computed by the estimate in the

algorithm, it now can be seen that the algorithm is sampling f(c) from the probability density function

defined by p(c). Letting fn(c) be the nth sample drawn randomly from the distribution defined by p(c):

lim
n→∞

n∑
i=1

fi(c) · p(c) = T
|C|

6 Application to Antibody Design

Fig. 7: Cartoon representation of the binding interface between gp120 (grey) and jm4 (blue). The jm4 residues that we would like

to model in our designs are shown in orange. Figure courtesy of Pablo Gainza.

An important application of antibody design is the development of potent, broadly-neutralizing anti-HIV

antibodies. For example, jm4 is a broadly-neutralizing antibody (bNab) originally discovered in llamas.
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In collaboration with the Vaccine Research Center (VRC) at the National Institutes of Health (NIH),

our lab created 18 constructs of computationally re-designed jm4 antibodies (see Figure 7). Without

the ability to accurately estimate the partition functions required to calculate the binding constant, we

relied on using just the single GMEC as a proxy. Such approaches neglect all ensemble contributions to

the binding constant. Using our new probabilistic algorithm, we reevaluated the K∗ scores of the top

constructs to account for these ensemble contributions (see Figure 8). For each design, we calculated an

ensemble penalty, which is the difference between the logarithms of the GMEC- and ensemble-based K∗

scores. Compared to all but one of the computationally re-designed antibodies, the WT sequence had

a significantly smaller ensemble penalty. This suggests that algorithms that optimize for binding with

only the GMEC will miss important ensemble effects, such as entropy loss upon binding, and will return

sub-optimal sequences as a result. These results are very promising in that they suggest the importance

modeling protein ensembles when designing PPIs. We now turn to an analysis of the performance of

the algorithm on antibody-antigen PPI design and its probabilistic guarantees in order to characterize

its ability to accurately compute an estimate of the partition function. Such an analysis is crucial to

justifying the data generated on the jm4 system.

Fig. 8: (A) K∗ scores calculating using single structures and ensembles for wildtype (WT) antibody, jm4, and 18 computationally

re-designed antibodies. (B) The K∗ score for the WT antibody is substantially less penalized when the more biophysically-

accurate modeling of ensembles is used, compared to all but one of the re-designed antibodies. Figure courtesy of Pablo

Gainza.
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7 Results

7.1 Probabilistic Guarantees

Again, let T be the total number of conformations below the defined threshold. Let |C| be the size of

the conformation space. Under no assumptions about the distribution from which fn(c) is drawn, we

can apply Bernstein’s inequality:

Theorem 1 (Bernstein’s Inequality). Let X1, X2, ..., Xn be independent real-valued random variables

such that |Xi| ≤ 1 ∀i.

Let

σ2 =
1

n

n∑
i=1

V ar{Xi}.

Then for any ε > 0:

P
{∣∣∣ 1
n

n∑
i=1

(Xi − E[Xi])
∣∣∣ > ε

}
≤ 2 · exp

(
− nε2

2(σ2 + ε/3)

)
.

With no prior assumptions, we can bound σ2 by 1/4 since Xi ∈ [0, 1]. Due to the exponential weighting

of low-energy conformations by the Boltzmann distribution, we interested in most accurately deter-

mining the number of low-energy conformations. However, these make up a very small portion of the

total conformation space. Thus ε = O
(
T
|C|

)
� 1. This means we must sample with n = O(1/ε2) or

equivalently, n = O
(

1/
(

0.15 · T
|C|

)2)
for an error within 30%. On the positive side, this demonstrates

that our probabilistic guarantees are not just in the limit of infinite sampling, as with other common

protein design algorithms [11]. As we see from Theorem 1, high probability guarantees exist when

n = O
(

1/
(

0.15 · T/|C|
)2)

. On the downside, in common design scenarios this would involve requiring

n ≈ 1016, which doesn’t provide an improvement in running time as compared with current determinis-

tic algorithms. Empirical tests done by running the algorithm on systems that we could also solve with

DEE/A∗ and thus, test convergence, demonstrated that the algorithm actually performs much better

than these bounds guarantee. This suggests that there is some structure to the conformation tree from

which we are sampling that we can exploit to generate stronger bounds.
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7.2 Structural Analysis of Conformation Trees

Following the illustration in Figure 6 we will call nodes that are below the threshold, green nodes, and

nodes that are above the threshold, red nodes. At each level in the conformation tree the algorithm picks

one representative green node at random and assumes that all other green nodes would have the same

number of green children in order to build the estimate. Thus, the more uniform the green nodes are at

any particular level with respect to the number of green children, the better our estimate will be and the

fewer times we should need to sample. Furthermore, the ordering of the residue positions, corresponding

to the levels in the conformation tree, provide different distributions of the nodes. Thus, some ordering of

the residues can provide a more uniform distribution than others. Faster convergence was also observed

when random shuffling of the residue orders were used at each iteration of the algorithm. This suggests

that there are residue ordering that are more uniform, at least on average, than the convention (1, 2, ..., n)

ordering employed for a design of n residues. One approach to analyzing the performance of the algorithm

is to consider the random variable Xi, corresponding the number of green children at any green node

at level i. On every iteration, the algorithm is sampling values of Xi for i ∈ {1, 2, ..., n}. For a simple

model, lets assume that Xi ∈ {1, 2, 3, 4} (ie: each node has four rotamers) is independent and identically

distributed across all levels. If we let n = 15 and take E[Xi] = 1.5, V ar[Xi] = 1, then |C| = 415 and

T = E[Xi]
15 ≈ 438. This model is a simple branching process for which we can explicitly calculate the

variance in the number of leaves, which is the variance in the estimate of T .

Letting µ = E[Xi], σ
2 = V ar[Xi] and defining vT to be the variance of the number of leaves, then:

vT =
σ2

µ(1− µ)
µ15 − σ2

µ(1− µ)
µ2·15

≈ 2.5 · 105

Now we can again use Bernstein’s inequality to determine the number of iterations we must run the

algorithm. Empirically, we have found that estimating T to within 30% is enough to sufficiently differ-

entiate between different sequences. In the above scenario, with only 627 samples we are within 30%

error with greater than 99% probability.

Motivated by the above toy example, we set out to examine the performance of the algorithm by ana-
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lyzing the conformation trees from which the estimates are drawn. This was done by choosing systems

that could be solved deterministically. For a system of maximal size of deterministic evaluation, we

studied the performance of the algorithm in estimating T across thresholds of increasing size. Figure 9

displays the results of the analysis for thresholds between 2 and 10 kcal/mol of the GMEC. Thresholds

beyond this value were too large to solve deterministically. The performance of the algorithm for dif-

ferent orderings of the residues (I) decreases as the threshold increases. Here we define fold difference

as:

fold difference =


estimate

actual value
, when estimate

actual value
≥ 1

−actual value
estimate

, when estimate
actual value

< 1

As predicted, the decrease in performance is correlated with an overall increase in the variance in the

number of children across different nodes (II). However, knowing the variance across different levels

does not seem to be enough to predict for exactly which orderings the algorithm will perform best. The

algorithm tends to underestimate more often than overestimate, which may indicate the it is frequently

missing large subtrees. Three other techniques (III) were also tested on this data set. These included

choosing a random ordering of the tree for each of the estimates taken, and two methods of picking

trees with low variance across the first 6 levels. All three of these techniques performed comparably well.

Since we do not have a way of predicting which tree orderings will perform well, these methods present

good alternatives and will be further explored.

7.3 Importance Sampling

In all of the above examples, the green node chosen for a given level was done so uniformly. Alternatively,

one can use importance sampling to improve the convergence of the algorithm. Here, we used the

additional information of the potential energy of the node, defined by the potential energy of the partial

conformation ending at the particular node. One heuristic would be to assume that if a node has an

energy very far below the threshold, its children will also be far below the threshold and the number of

grandchildren of the original node may be distributed more uniformly as a result. Thus, we adapted the

original algorithm to pick nodes based off of their Boltzmann-weighted energy with varying scales of the

Boltzmann constant. For any set of nodes, N , that we want to sample from, we define the Boltmann

weight of that node to be e−E(n)/RT , where E(n) is the energy of node n ∈ N , R is the gas constant,
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Fig. 9: Performance of the algorithm on an antibody-antigen PPI with a fixed conformation space but increasing threshold (A-F). I:

Heatmap of the fold difference between the estimate computed by the algorithm and the actual value over 100 runs (x-axis)

with different orderings of the residues (y-axis) with 500 samples per run. The residue orderings are displayed so the best

performing ones are at the top and the worst at the bottom. Across any row, the estimates are ordered from smallest to

largest, displaying how often the algorithm computes and under- and overestimate, respectively. II: For each ordering in

I the standard deviation in the number of children of each node for a given level are displayed across all 15 levels. III:

Performance of the algorithm is tracked as in I under different settings. The first row uses a random ordering of residues

along the tree for each of the 500 estimates. The second row finds 100 trees with low variance across the first 6 levels and

computes 10 estimates from each tree. The final row picks 100 trees with low variance among 5 randomly nodes at each of

the first 6 levels.
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and T is the temperature. We set the initial value of T to be 298K. The probability of picking a node is

then: p(n) = e−E(n)/RT∑
m∈N

e−E(m)/RT . We ran this on the same system as above, with the same threshold as that in

Figure 9 (D). We then scaled the value of RT between 1 and 50 times its initial value. At low RT scales,

the importance sampling leads to drastic overestimation; however, as the scale increases the algorithm

performs much better (See Figure 10). Furthermore, since the uniform sampling tends to underestimate,

the two approaches have potential to be used in parallel to provide bounds on the order of magnitude

of the overall estimate. However, standardizing the scaling across different systems will require more

analysis.

Fig. 10: Importance sampling by choosing nodes based on their Boltzmann-weighted energies. The graphs show the performance

of the algortihm across 100 different orderings of the residues for 100 runs, each of 500 samples. As the RT scale of the

Boltzmann-weighting increases to about 50 times its standard value, the algorithm’s performance increases dramatically.
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8 Discussion

Incorporating ensemble information in protein design algorithms has the potential to greatly enhance

the accuracy of the predictions made. However, this comes at a large computational cost. For large PPIs,

such as those between an antibody and an antigen the number of conformations that must be evaluated

to compute an estimate of the binding constant can be prohibitively expensive. Here we have shown

that this problem is #P-complete by reducing the 2SAT problem to the protein design problem. Like

#2SAT, enumerating low-energy conformations is a hard problem despite the relative easiness of the

corresponding decision problem (2SAT belongs to P; Protein design is NP-hard, but often easy with the

use of clever algorithms). Therefore we have turned to a probablistic algorithm whose expected value is

the fraction of conformations below a user-defined threshold. The algorithm has probabilistic guarantees

for a finite number of samples, rather than relying on the limit. We analyzed the performance of the

algorithm on a large system with different tresholds. The algorithms performed reasonably well for all

the tested thresholds, often estimating within an order of magnitude of the actual value. Interestingly,

for all thresholds, the algorithm performed extremely well for some particular ordering of the residues.

The data demonstrates that we cannot predict which orderings will work best simply by the variance in

the number of children of a given node across any particular level. This suggests there are higher-order

interactions between the variation that can be examined. Developing a classifier based on the variation

among the top levels of the conformation tree, for example, could provide an efficient solution to improve

the performance of the algorithm across all thresholds. Three approaches were tested: randomining the

order for each estimate, picking trees with low variance among the top levels, and picking trees with

low variance among randomly chosen nodes at the top levels. While these approaches did not perform

as well as the best single-tree ordering, they are reasonable approaches when one is unable to determine

which ordering is best. By characterizing these properties of the proposed algorithm, this work lays the

foundation unto which future analysis and improvements can be made.
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