
A Bayesian Model for Nucleosome Positioning
Using DNase-seq Data

by

Jianling Zhong

Department of Statistical Science
Duke University

Date:
Approved:

Edwin S. Iversen, Supervisor

Alexander J. Hartemink

Sayan Mukherjee

Thesis submitted in partial fulfillment of the requirements for the degree of
Master of Science in the Department of Statistical Science

in the Graduate School of Duke University
2015



Abstract

A Bayesian Model for Nucleosome Positioning Using

DNase-seq Data

by

Jianling Zhong

Department of Statistical Science
Duke University

Date:
Approved:

Edwin S. Iversen, Supervisor

Alexander J. Hartemink

Sayan Mukherjee

An abstract of a thesis submitted in partial fulfillment of the requirements for
the degree of Master of Science in the Department of Statistical Science

in the Graduate School of Duke University
2015



Copyright c© 2015 by Jianling Zhong
All rights reserved except the rights granted by the

Creative Commons Attribution-Noncommercial Licence

http://creativecommons.org/licenses/by-nc/3.0/us/


Abstract

As fundamental structural units of the chromatin, nucleosomes are involved in vir-

tually all aspects of genome function. Different methods have been developed to

map genome-wide nucleosome positions, including MNase-seq and a recent chemical

method requiring genetically engineered cells. However, these methods are either

low resolution and prone to enzymatic sequence bias or require genetically modified

cells. The DNase I enzyme has been used to probe nucleosome structure since the

1960s, but in the current high throughput sequencing era, DNase-seq has mainly

been used to study regulatory sequences known as DNase hypersensitive sites. This

thesis shows that DNase-seq data is also very informative about nucleosome position-

ing. The distinctive oscillatory DNase I cutting patterns on nucleosomal DNA are

shown and discussed. Based on these patterns, a Bayes factor is proposed to be used

for distinguishing nucleosomal and non-nucleosomal genome positions. The results

show that this approach is highly sensitive and specific. A Bayesian method that

simulates the data generation process and can provide more interpretable results is

further developed based on the Bayes factor investigations. Preliminary results on

a test genomic region show that the Bayesian model works well in identifying nu-

cleosome positioning. Estimated posterior distributions also agree with some known

biological observations from external data. Taken together, methods developed in

this thesis show that DNase-seq can be used to identify nucleosome positioning,

adding great value to this widely utilized protocol.
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1

Introduction

Deoxyribonuclease I (DNase I) has been used as a tool to study nucleosome organi-

zation since the 1960s. However, in current high-throughput sequencing era, DNase

I is mainly used to study the so called DNase hypersensitive sites, which are usually

regulatory regions such as promoters, silencers and enhancers. This thesis presents

the first statistical method to map in vivo nucleosome position using DNase-seq data.

This work shows that high-throughput DNase-seq data can also be used to identify

nucleosomal genomic regions with high specificity and sensitivity. A Bayes factor

that can capture the statistical noise of DNase-seq data at individual genomic loci

is first presented. Based on the investigations of Bayes factor, a full Bayesian model

is developed to map in vivo nucleosome positions.

1.1 Chromatin organization and the role of nucleosomes

As with other eukaryotes, Saccharomyces cerevisiae (budding yeast, or simply re-

ferred to as yeast in this thesis) organizes its genome into several layers of complexity

(Figure 1.1). At the first layer, 147 base pairs (bp) of DNA wraps around a protein

complex known as the histone octamer, forming a packing unit called the nucleo-
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some (Figure 1.2). A nucleosome is the most basic unit of genome organization.

The DNA sequence goes through many nucleosomes, with linker DNA connecting

adjacent nucleosomes, forming the well known “beads on a string” structure. This

beads-on-a-string structure is further coiled into a 30-nm fiber structure, whose spe-

cific organization is only revealed in detail recently (Song et al., 2014). The 30-nm

fiber forms the basis for higher order structure, typically known as the chromosome

(during metaphase).

Figure 1.1: Different layers of chromatin packing organization (Alberts et al., 2002).

Such highly complex structure packs large amounts of DNA into a spatially con-

fined nuclei. However, physical organization is not the only purpose of chromatin

packaging. Many biological functions, including transcription regulation, DNA repli-

cation and genetic information stability maintenance, are also directly connected with

such packaging system.
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Figure 1.2: Nucleosome, the basic packing unit of the chromatin. Shown here are
two views from different angles of the nucleosome crystal structure. The two strands
of DNA wrapping around the histone core are shown in different colors. The crystal
structure data is from Luger et al. (1997).

We are interested in the role of chromatin organization on transcription regu-

lation. In particular, the role that nucleosome, the basic packing unit, plays in

transcription regulation. Essentially, nucleosome occupies DNA and prevents other

regulatory proteins, such as transcription factors, from accessing the underlying DNA

sequence and therefore (mostly) prevents transcription. Many have reported that

most of the genome (between 75% and 90%) is covered by nucleosome (see, for ex-

ample, Van Holde (1989); Lee et al. (2007) and Brogaard et al. (2012)). Workman

(2006) reported that nucleosomes are displaced at both promoter regions and gene

bodies during transcription. Some genome-wide features of nucleosome positioning

that relate to transcription are reported, such as the common nucleosome depletion

at transcription starting sites (TSS), decreased nucleosome occupancy at highly ex-

pressed genes, depletion of nucleosome at certain transcription factors binding sites,

etc. (Mavrich et al., 2008; Jiang and Pugh, 2009; Brogaard et al., 2012). Nucleosome

positions are also dynamic to accommodate changing transcription scheme, such as

cell cycle progression and environmental perturbation (Hogan et al., 2006; Lee et al.,

2004).
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Nucleosomes also affects transcription by carrying epigenetic modifications. How-

ever, these are beyond the scope of this thesis and will not be discussed.

1.2 Genome-wide nucleosome maps

Because of the importance of the nucleosomes in regulating gene transcription, many

methods have been developed to map nucleosome positioning. Here I will focus on

genome-wide high-throughput methods that are developed in the last decade or so.

Microarray methods are the among the first genome-wide scale methods devel-

oped. Different protocols have been utilized for this specific platform. Lee et al.

(2004), Bernstein et al. (2004) and others used microarray with relatively long probes

(200–1000bp) to detect genome-wide nucleosome occupancy, providing an early view

on genome-wide nucleosome positioning properties. Those findings, although in rel-

atively lower resolution, are consistent with later high resolution studies. Microarray

studies on specific histone variants, such as H2A.Z, also provided additional insight

on the relationship between nucleosome positioning and transcription (Guillemette

et al., 2005; Zhang et al., 2005). Yuan et al. (2005) used micrococcal nuclease

(MNase) digestion followed microarray hybridization to map nucleosome positions on

the most of yeast chromosome III regions. Lee et al. (2007) used a similar approach

but provided whole genome nucleosome maps. Both studies used tilling array which

increased resolution for microarray platform.

Next generation sequencing was developed later and provided higher resolution

mapping and de novo capabilities to map nucleosome positions. One typical approach

used the same MNase to digest in vivo genome to isolate mononucleosome sized

fragment. Chromatin immunoprecipitation (ChIP) is then used to further isolate

specifically nucleosome cores (therefore increasing the specificity of the protocol).

This MNase-ChIP-seq protocol has been used by many. For example, Albert et al.

(2007) studied specifically nucleosome containing histone variant H2A.Z. Mavrich
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et al. (2008) reported a genome-wide nucleosome map, providing many insights about

nucleosome positioning. A different approach is used by Henikoff et al. (2011). They

used a modified protocol and paired-end sequencing to capture all MNase digested

fragment of different sizes. Their approach therefore provides positioning information

for both nucleosome and subnucleosomal sized protein.

Recently, Brogaard et al. (2012) genetically engineered yeast cells to add a unique

cysteine to histone H4, closely located to the center of nucleosome. Such modification

allows the cleavage of DNA backbone upon adding a sulphhydryl-reactive, copper-

chelating label, copper and hydrogen peroxide. The cleaved DNA fragments thus can

precisely locate the center of nucleosomes. They termed this method the chemical

method. Brogaard et al. (2012) sequenced the whole genome library and provided

unprecedented high resolution nucleosome maps in yeast. Maps in other organisms

have also been generated using similar methods (Moyle-Heyrman et al., 2013). How-

ever, since this approach requires genetically modified cells, it will not be easily scaled

to different strains or organisms.

1.3 DNase I and its role in genome related studies

Deoxyribonuclease I (DNase I) is a kind of endonuclease that has long been used

to study the nucleosome structure. Noll (1974), Lutter (1979) and Prunell et al.

(1979) used DNase I to digest isolated nucleosome core and established that DNase

I cuts nucleosomal DNA at different locations that are roughly 10.4bp apart. Lutter

(1978) also determined the rate of DNase I digestion on different sites of nucleosomal

DNA and found that the digestion rate reflects the relative exposure of DNA on

nucleosome core. Interestingly, Lutter (1978) observed a mirror symmetry of the

reverse and forward strand sites digestion rate constants (Figure 1.3). Simpson and

Stafford (1983) studied the details of interactions between DNA and the nucleosome

core particle and also reported that different strands of DNA may behave differently
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in susceptibility during DNase I digestion. The crystal structure of DNase I was

eventually solved and possible mechanisms of its behavior on DNA was reported as

well (Suck and Oefner, 1986). Related studies are sparse during the 1980s and 1990s.

Only more recently, after the nucleosome crystal structure was solved, more detailed

reports on DNase I cutting on nucleosomal DNA appeared (Staynov, 2000; Cousins

et al., 2004).

Figure 1.3: Rate constants of DNase I attack different sites on nucleosomal DNA.
A mirror symmetry of the reverse and forward strand sites digestion rate constants
was observed. Figure taken from Lutter (1978).

One the other hand, DNase I has also been widely used to study the DNase

hypersensitive sites (DHS), see for example a review by Elgin (1988). The DNase

I “footprinting” method based on Southern blotting has proved to be effective in

identifying regulatory region in different parts of the genome (Wu et al., 1979; Wu,

1980; Fritton et al., 1984; Keene et al., 1981; Gross and Garrard, 1988; Takemoto

et al., 1998). With development of different high throughput methods, the study

of DHS scales to genome-wide, for example Crawford et al. (2004) cloned a large

number of DHS sites sequences from a primary human CD4` T cells and found “ex-

tensive enrichment for regions of the genome known to contain regulatory elements”.

Dorschner et al. (2004) used “quantitative chromatin profiling” to map DHS. Later
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Crawford et al. (2006b) and Crawford et al. (2006a) developed both microarray and

sequencing based high throughput method to map DHS. Hesselberth et al. (2009)

generated a genome-wide map of “digital footprints” in yeast by coupling DNase I

digestion with high throughput sequencing. DNase I hypersensitive site mapping is

one of the main ENCODE (Encyclopedia of DNA Elements) project experimental

approach carried out and therefore a vast of sea of DNase I digestion data have

been generated (Birney et al., 2007; The ENCODE Project Consortium, 2011; Neph

et al., 2012; Thurman et al., 2012). The main experimental protocol used is DNase

I digestion followed by sequencing (DNase-seq) (Figure 1.4).

www.cshprotocols.org 4 Cold Spring Harbor Protocols

6. Centrifuge immediately at 500g for 10 min at 4°C to pellet nuclei, and remove supernatant
completely. Do not leave any supernatant on the pellet.
Proceed with Step 7 during centrifugation.

DNase I Digestion and Embedding DNA into Agarose Plugs
In the following steps, be sure to follow the instructions for mixing (e.g., if the directions specify “flick” or
“invert,” do not vortex or pipette the material).

7. During centrifugation in Step 6, prepare tubes for the DNase I digestion series, as follows:

i. Use 1X DNase incubation buffer to make five concentrations (0.01, 0.03, 0.1, 0.3, and 1
U/µL) of recombinant DNase I in five microcentrifuge tubes (1.5-mL); keep tubes on ice.

When diluting DNase, make sure dilutions are extensively mixed.

ii. Label seven empty microcentrifuge tubes #1-#7 and place on ice.

iii. Pipette 12 µL of the indicated concentration of DNase into each of tubes #3-#7. Do not
add DNase to tubes #1 and #2.

FIGURE 1. Flowchart of DNase-seq protocol. Briefly, cells are lysed with detergent to release nuclei, and the nuclei are
digested with optimal concentrations of DNase I. DNase I-digested DNA is embedded in low-melt gel agarose plugs to
reduce additional random shearing. DNA (while still in the plugs) is then blunt-ended, extracted, and ligated to
biotinylated linker 1 (red bars). Excess linker is removed by gel purification. Biotinylated fragments (linker 1 plus 20 bases
of genomic DNA) are digested with MmeI and captured by streptavidin-coated Dynal beads (brown balls). Linker 2 (blue
bars) is ligated to the 2-base overhang generated by MmeI, and the ditagged 20-bp DNAs are amplified by PCR and
sequenced by Illumina/Solexa. (For color figure, see doi: 10.1101/pdb.prot5384 online at www.cshprotocols.org.)

 Cold Spring Harbor Laboratory Press
 at DUKE MEDICAL LIBRARY on February 10, 2015 - Published by http://cshprotocols.cshlp.org/Downloaded from 

Figure 1.4: A typical DNase-seq protocol work flow (Song and Crawford, 2010).
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However, the use of DNase I to study genome-wide nucleosome features, espe-

cially positioning has been lacking. Presumably, the sequencing depth required to

acquire enough signal is too high to be within current sequencing cost. Boyle et al.

(2008) reported that they observe oscillatory DNase I cutting pattern in non-DHS

regions that is consistent with earlier studies. Winter et al. (2013) specifically identi-

fied the so-called “nucleosome rotational stability” regions, which are regions where

“the orientation of DNA with respect to the histone surface is stably maintained”.

However, neither studies developed methods that can identify individual nucleosome

positioning.

1.4 Computational and statistical models for high-throughput DNase
I digestion data

Most studies involve large scale genomics dataset use some sort of statistical test of

ratio over background. For example, Crawford et al. (2006a) used ratio of DNase

cleavage signal between experiment and random shear control to identify regions of

enrichment and performed χ2 test on a moving window of data to find overrepre-

sented DNase I-captured material. Hesselberth et al. (2009) used a simple scoring

scheme to rank short segments of genome regions (8–30bp) based on how much more

enriched that segment is compared to its surrounding region (the probability to ob-

serve the number of reads in that segment or less based on a background distribution

estimated using data from surrounding region). The significance of the score is cal-

culated based on a permutation test. Later, Chen et al. (2010) improved modeling

on the same dataset. They used dynamic Bayesian networks (DBN) to detect short

regions that are depleted of sequencing reads. Their DBN is similar to a hidden

Markov model (HMM) that includes three hidden states: footprint, background, and

hypersensitive. However, the duration of each state can be controlled in a DBN.

Similarly to the work of Hesselberth et al. (2009), Chen et al. (2010) also calculated
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test statistics of identified segments in a permutation test. Winter et al. (2013)

modeled a different source of signals in the DNase-seq data. They used a HMM to

identify regions that match a particular oscillatory pattern, which are regions where

nucleosome maintains a stable rotational positioning. However, they did not model

the translational positioning of nucleosomes.

1.5 Organization of thesis

The overarching goal of this work is to develop a statistical method for mapping

in vivo nucleosome positions (translational positioning) using DNase-seq data. In

Chapter 2, I analyze DNase-seq data using exploratory data analysis (EDA). EDA

is important because it presents the features of DNase-seq on nucleosome positions

(i.e., the conditional distribution of DNase-seq data given nucleosomal position). It

allows validation of observations here with previous studies. EDA also suggests what

would be an appropriate model for DNase-seq data. Based on the observations in

Chapter 2, I devote Chapter 3 to developing a Bayes factor based scoring method for

identifying genome-wide nucleosome positions. The Bayes factor allows capturing the

noise at individual genomic loci. This approach is developed and tested in a binary

classification task to establish its specificity and sensitivity. In Chapter 4, I present

a full Bayesian model to infer nucleosome position distributions. Two alternative

model specifications are presented. Model inferences are carried out using JAGS

(just another Gibbs sampler). Preliminary results for each model specifications are

presented and discussed as well. Those inference results allow intuitive and easily

interpretable inference. The weaknesses and strengths of Bayesian models are also

discussed. Finally, in Chapter 5, I summarize the major findings in this thesis and

discuss possible future improvements for current modeling approach.
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2

DNase-seq data and exploratory data analysis

In this chapter, I will introduce the DNase-seq data used in this work and present

some key features of the data through exploratory data analysis (EDA). EDA is

carried out conditionally, i.e., nucleosomal and non-nucleosomal genomic regions are

identified and DNase-seq data on each category are analyzed separately. Such a

partition is made possible because of a published precise yeast in vivo nucleosome

map. This conditioning allows revelation of key features of DNase I cutting on

nucleosomes. A harmonic regression with Bayesian reference prior analysis is carried

out to analyze the periodicity of the DNase I cutting pattern. For comparison, a

similar analysis is also carried out for non-nucleosomal genomic regions, as well as

on data from in vitro DNase digestion of naked (deproteinized) DNA experiments.

2.1 DNase-seq data

DNase-seq experiments (Figure 1.4) have a mature protocol whose details can be

found in, for example, Song and Crawford (2010). Here I briefly describe the overview

of the protocol.

Before DNase I digestion, intact cell nuclei are isolated to harvest in vivo DNA
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samples. The DNase I enzyme is then used to digest DNA samples. Note that after

digestion, the single strand overhangs from DNase I nicking are blunt-ended. Treated

samples are then ligated to linker DNA and amplified before sequencing. Sequencing

is usually performed on an Illumina platform.

In this chapter, two DNase-seq datasets are analyzed. One dataset comes from

Hesselberth et al. (2009) and consists both in vivo and in vitro DNase I digestion

data (SRA accession number: SRP000620). Another dataset is generated at the

Crawford lab at Duke University and only has in vivo data. Hereafter these two

datasets are referred to as Hesselberth data and Crawford data, respectively. Raw

sequencing reads from both datasets are mapped to yeast reference genome version

sacCer2 (June 2008). Short reads mapping was performed using Bowtie (Langmead

et al., 2009) and only reads that map to unique genomic locations are reported.

The number of DNase-seq reads map to a specific location and DNA strand is then

calculated. The final processed data consists two counts for each genomic location,

one for each strand.

For general notation, the forward strand (Watson strand or “+” strand) count

at genomic location i is denoted as wi and the corresponding count at the reverse

strand (Crick strand or “–” strand) is denoted as ci. A series of consecutive counts

from a stretch of genomic locations are denoted using bold symbols:

W “ pwi, wi`1, . . . , wIq C “ pci, ci`1, . . . , cIq

Typically, a window of counts data in a genomic window of length 2J ` 1 centered

at genomic location i is referred to, the notation of which is:

W
pJq
i “ pwi´J , wi´J`1, . . . , wi, . . . , wi`J´1, wi`Jq

C
pJq
i “ pci´J , ci´J`1, . . . , ci, . . . , ci`J´1, ci`Jq
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2.2 Nucleosomal and non-nucleosomal genomic regions

Brogaard et al. (2012) used a chemical method to locate nucleosome centers and

developed a Bayesian deconvolution method that reported a nucleosome center score-

to-noise ratio at each genomic location. Their method provides the most precise

nucleosome map to date. To identify nucleosome regions, 2000 nucleosomes centers

in their “unique map” with highest nucleosome center score-to-noise ratio were used

as bona fide nucleosome centers. Windows of size 147bp (J “ 73) around each

nucleosome center were defined as nucleosomal windows.

As a control, 2000 genomic windows of size 147bp were randomly chosen as back-

ground, non-nucleosomal windows. Note that, in this thesis, when a genomic window

is called a nucleosomal window, that means a nucleosome is centered at the middle

of the window. Even though most of the genome is covered by nucleosomes, most

of the genomic locations will not be nucleosome centers. So such randomly chosen

background windows are reasonable approximations for non-nucleosomal windows.

2.3 DNase-seq data at nucleosomal genomic regions

2.3.1 Mean DNase I cutting across nucleosomes

Use the identified 2000 nucleosomal windows, we extracted the DNase-seq counts on

those windows. We therefore have two matrices of counts, one for each DNA strand:

W “ twi,ju C “ tci,ju

i P t1, 2, . . . , 2000u j P t´73,´72, . . . , 0, . . . , 72, 73u

We can then calculate and plot the column mean of the two matrices to get the mean

DNase cutting curve (Figure 2.1).

We observed an overall quadratic shape in the cutting curve, indicating that the

nucleosome dyad (nucleosome center) is better protected from cleavage compared

to the edge of the nucleosome. This observation agrees with reports on dynamic
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Figure 2.1: The mean DNase I cutting curve at nucleosomal windows using Craw-
ford (top) and Hesselberth (bottom) data.

nucleosome wrapping and unwrapping (Li and Widom, 2004; Li et al., 2004). We

also observe the well known oscillatory cutting patterns. A harmonic regression

analysis (see Section 2.5) shows that the period of such oscillation is roughly 10.3bp

for Crawford data (10.4bp for Hesselberth data), which agrees with previous analyses

(Noll, 1974; Boyle et al., 2008; Winter et al., 2013). Comparing the cutting curves

for the two different strands, we see a 2–3bp offset, most likely due to the fact that

DNase I nicks one strand at a time in the presence of Mg2`, leaving a 2–3bp overhang

(Boyle et al., 2008; Cousins et al., 2004).

Two other interesting and important features shown in Figure 2.1 are: 1) for
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the same strand, the rate of cutting is asymmetric at the two different halves of the

nucleosome, i.e., the oscillatory pattern is stronger on one half of the nucleosome but

dampened on the other half, and 2) the two strands are almost exact mirror image of

each other (figure not shown). We believe these patterns arise from the mechanism

of DNase I-nucleosomal DNA interaction and the 3 dimensional structure of DNA-

histone core complex. From the nucleosome crystal structure (Figure 1.2), one strand

of the DNA is facing outward of the histone core on one side of the nucleosome but

facing inward towards the histone core on the other side of the nucleosome. DNase

I prefers to nick DNA on minor grooves where they face outward from the histone

surface. The innermost strand is therefore protected by the outermost strand when it

is facing inward. This phenomenon is observed and explained first by Lutter (1978)

who reasoned that such asymmetry on one strand is a direct consequence of DNA

wrapping around the histone core in a left hand manner (see their Figure 13). Similar

pattern is also observed in MNase digestion experiments (Cockell et al., 1983).

2.3.2 Variance stabilization through inverse hyperbolic sine transformation

The cutting curve in Figure 2.1 is quite interesting and informative. However, in

order to build such a structure into a statistical model, we must understand the

variance of the pattern. The column variance of the W and C matrices mentioned

above is calculated and plotted at Figure 2.2.

We can see that the variance is roughly proportional to the mean. However, we

also see large variations and the effects of large outliers (causing large variance at

certain positions). Such pathological behavior makes modeling harder, especially for

counts data. We therefore seek to transform the data to stabilize the variance.

A commonly used transformation is the log transformation. However, the log

transformation is not applicable because of the existence of 0s in the data. Here we

14



Figure 2.2: The variance of DNase I cutting at nucleosomal windows using Craw-
ford (top) and Hesselberth (bottom) data.

use a similar transformation called inverse hyperbolic sine transformation (asinh):

x “ asinhpwq “ log
´

w `
?

1` w2
¯

y “ asinhpcq “ log
´

c`
?

1` c2
¯

for both forward strand data w and reverse strand data c. Hereafter, x and y

(and corresponding vector forms X and Y ) denote the transformed data. The asinh

transformation is defined at 0 and can reduce the influence of large values in genomic

data (Hoffman et al., 2012a). After transformation, the cutting curve does not change

its shape. But the variance is stabilized around its mean (Figure 2.3).

The subsequent analysis in this thesis are performed on transformed data unless

specified otherwise.
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Figure 2.3: The mean and variance of transformed DNase I cutting data at nucle-
osomal windows using Crawford(top) and Hesselberth (bottom) data.

2.4 DNase-seq data at non-nucleosomal genomic regions

As a control, data from randomly positioned windows in the genome were selected

and a similar analysis is performed. Figure 2.4 shows the mean and variance of both

raw and transformed DNase I cutting data on random genomic windows (here only

Crawford data is shown). At random (background) windows, there is no structure

to be observed at both mean and variance.
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Figure 2.4: The mean and variance of DNase I cutting data at random genomic
windows using row counts (top) and transformed data (bottom).

2.5 LOWESS smoothing and periodicity analysis of mean DNase I
cutting curve

The periodic structure in the nucleosomal DNase I mean cutting curve is quite vis-

ible (Figure 2.3). Others have reported such periodicity as well (Noll, 1974; Boyle

et al., 2008; Winter et al., 2013). Here we use harmonic regression to analyze this

periodicity. The methods here follow Prado and West (2010). Readers can refer to

Prado and West (2010) for more details.

We do not model the trend in the DNase I cutting curve. LOWESS (Cleveland,

1979) is therefore used to smooth the curve. The smoothed curve is then subtracted

from the cutting curve to separate the overall trend and the periodic structure (Fig-

ure 2.5).
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Figure 2.5: The LOWESS smoothed cutting curve (right panels) and the separated
periodic structures (left panels) for both Crawford data (top panels) and Hesselberth
data (bottom panels).

The detrended periodic structure is denoted as:

λt t P t´73,´72, . . . , 0, . . . , 72, 73u

This series is then modeled using a linear regression model:

λt “ Aˆ cospωtq `B ˆ sinpωtq ` εt εt „ Np0, σ2
q

ω describes the periodicity of the series and is the parameter that we interested in

inferring. We can rewrite the linear regression in matrix form:
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For a given ω value, we can calculate the maximum likelihood estimate (MLE)

for β “ pA,BqT as:

β̂ “ pF TF q´1F Tλ

By assuming a reference prior: Ppβ, σ|ωq 9 σ´1, we can calculate the (unnormalized)

posterior of ω as:

Ppω|λq 9 Ppωq|F TF |´1{2t1´ β̂TF TF β̂{pλTλqup2´T q{2

where T is the total number of data points in λ. If we assume Ppωq 9 1, we can then

visualize the unnormalized posterior density of ω vs. ω (Figure 2.6) and identify the

posterior mode of ω.

We observe that Crawford data has an oscillatory pattern with a period of 10.3bp

and Hesselberth data has a period of 10.4bp, both are very close to previous estimates

from literature.

We can also perform similar analysis using background data (Figure 2.6). There

is no obvious dominating period observed.

2.6 EDA on in vitro DNase-seq data: DNase I cutting pattern on
nucleosomes is not caused by sequence bias

All nucleases have sequence preferences, meaning they preferentially digest certain

nucleotides more often than others. DNase I has a sequence preference (or sequence
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Figure 2.6: Period vs. unnormalized posterior density in harmonic regression
analysis. Results for each strand and for all datasets are shown.

bias) as well (He et al., 2013). Given that we know nucleosomes have preferred

sequences to assemble on, and this sequence preference has a periodic structure that

matches the period of the cutting curve (Satchwell et al., 1986) (Figure 2.7), one big

concern is that the observed periodic cutting curve is due to enzymatic sequence bias

instead of real biologically meaningful phenomena. One way to address this concern

is to analyze the in vitro DNase I digestion data on deproteinized DNA from the

same nucleosomal positions. Hesselberth et al. (2009) provided this data as well.

Figure 2.8 shows the in vitro DNase I cutting curve on nucleosome positions along

with the in vivo cutting curve for comparison.

Figure 2.7: The nucleotide logo around nucleosome centers. We can see periodic
preference of A/T as well as a high frequency A and T close to the nucleosome dyad.
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Figure 2.8: Comparison of in vitro and in vivo DNase I cutting curves at nucleo-
somal windows.

We do not observe any periodic structure in the in vitro cutting curve, which

is quite distinct from the in vivo cutting curve. However, we do observe a high

frequency oscillation at the dyad of both in vivo and in vitro cutting curves and they

overlap with each other. We also observe that at the dyad, the nucleosome has a

much stronger sequence preference for A and T. Note that we do not observe such

high frequency oscillation in the Crawford data cutting curve. We believe that this

high frequency oscillation may be the result of the DNase I sequence bias, and the

degree of nucleosome sequence preference at the dyad may be just enough to cause

biased digestion when using the Hesselberth experimental protocol but not when

using the Crawford experimental protocol (which is not identical to the Hesselberth

protocol).

2.7 Discussion

EDA in this chapter reveals an interesting cutting pattern of DNase I on nucleosomes.

The pattern has an overall quadratic shape and oscillatory peaks. On one strand,
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the cutting is asymmetric around the nucleosome dyad. This observation is in good

accordance with previous reports and is believed to be caused by DNA wrapping

around nucleosome in a left hand manner. The period of the oscillation is roughly

10.4bp, about one helical turn of DNA on the nucleosome. It is important to note that

we do not observe such pattern in in vitro data, indicating that the observed features

are not caused by DNase I sequence bias but are consequences of the nucleosome

structure. Indeed, a similar pattern was also observed in other nuclease digestion

experiments besides DNase I (Cockell et al., 1983).

We also do not observe this pattern in non-nucleosomal background positions.

This suggest that we could potentially utilize this pattern in a model to distinguish

nucleosomal and non-nucleosomal positions. However, the large variation in the

raw counts data makes modeling difficult. A inverse hyperbolic sine transformation

is found to be able to stabilize the variance and reduce the effect of large values

(outliers). In Chapter 3, I present several alternative ways to incorporate the patterns

in a model that can be used to distinguish nucleosomal genomic positions from non-

nucleosomal positions.
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3

A Bayes factor based nucleosome scoring method

In Chapter 2, I analyzed the DNase-seq data patterns in both nucleosomal and non-

nucleosomal positions. Distinct DNase I cutting curve patterns were observed at

nucleosomal positions. In this chapter, I will develop a Bayes factor based nucle-

osome scoring method that incorporates those patterns. Different alternative ap-

proaches for scoring nucleosomal genomic positions are presented. Those approaches

are evaluated through a binary classification task (distinguishing nucleosomal and

non-nucleosomal positions). The work in this chapter forms the basis for a full

Bayesian model construction.

3.1 Sampling distribution and model parametrization

In Chapter 2, we observed that asinh-transformed data has better behavior in terms

of variance and robustness to the influence of large values. So, the model developed

in this chapter will be for transformed data. After transformation, the DNase-seq

counts became real numbers instead of integer numbers, therefore a suitable sampling

distribution is needed. Here I will use normal distribution to model the transformed

data. Although the sample histogram (figure not shown) deviates from a normal
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distribution, it has been shown before that the normal distribution is a reasonable

distribution to model asinh-transformed DNase-seq data (Hoffman et al., 2012b). In

addition, the normal distribution is simple and easy to work with.

Here I present the basic parameterization for the models. Section 3.2 will develop

a more complete and detailed model specification. We model the nucleosomal DNase-

seq data using a quadratic curve, in other words, we believe that within a nucleosomal

window, the DNase-seq data follows a normal distribution with the basic shape of

the mean across the window following a quadratic curve:

µ
pnq
t “ ean ` ebn ˆ t2 t P t´73,´72, . . . , 0, . . . , 72, 73u

where t is the window position index. an describes the overall level of DNase I

cutting at the window and is called the level parameter. bn describes the curvature

of the cutting curve and is called the curvature parameter. Both an and bn are

exponentiated so that they will have similar scale (and therefore facilitate numerical

optimization and integration). This parameterization also ensures that both the level

and curvature of the mean curve are larger than 0.

According to Figure 2.3, the variance is modeled to be proportional to the mean:

v
pnq
t “ kn ˆ µ

pnq
t t P t´73,´72, . . . , 0, . . . , 72, 73u

For background (random) windows, the mean curve is modeled as a flat curve:

µ
prq
t “ ear t P t´73,´72, . . . , 0, . . . , 72, 73u

and the variance is also modeled to be proportional to the mean:

v
prq
t “ kr ˆ µ

prq
t t P t´73,´72, . . . , 0, . . . , 72, 73u

The likelihood functions of the two models for a window of data can be denoted

as:

lpan, bn, kn|X,Y q and lpar, kr|X,Y q
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respectively. The two different models describe different data generation mechanisms

and are used to distinguish nucleosomal and non-nucleosomal windows.

3.2 Alternative ways to calculate a nucleosome score

Based on the two basic models in Section 3.1, there are several alternative ways to

calculate the score used to distinguish nucleosomal and non-nucleosomal windows:

1. a simple likelihood ratio between the two models’ likelihoods:

S1 “ LR “
lpân, b̂n, k̂n|X,Y q

lpâr, k̂r|X,Y q

where all model parameters are fixed at maximum likelihood estimates (MLE).

2. a Bayes factor in which the level parameter of the two models are integrated

out:

S2 “ BF “

ş

an
lpan, b̂n, k̂n|X,Y qPpanqdan
ş

ar
lpar, k̂r|X,Y qPparqdar

Other parameters are fixed at MLE. We use normal distributions for both Ppanq

and Pparq, the hyperparameters of which are set using empirical Bayes method

(more details later).

3. Similar to above, but in the nucleosome model, both level and curvature pa-

rameters are integrated out:

S3 “ BF “

ş

an

ş

bn
lpan, bn, k̂n|X,Y qPpbnqPpanqdbndan
ş

ar
lpar, k̂r|X,Y qPparqdar

Other parameters are fixed at MLE. Again, the priors are normal distributions.

4. The above approaches do not consider the oscillatory patterns observed. Such

patterns can be built into the nucleosome model as well. Parameterize the
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mean curve for the nucleosomal window as:

µ
pnq
t “ ean ` ebn ˆ t2 ` λt t P t´73,´72, . . . , 0, . . . , 72, 73u

where λt is set to equal to the detrended periodic structure in Figure 2.5.

Again, calculate the Bayes factor by integrating out the level parameters:

S4 “ BF “

ş

an
lpan, b̂n, k̂n, λ̂|X,Y qPpanqdan
ş

ar
lpar, k̂r|X,Y qPparqdar

Prior distributions are set similarly as above.

5. Similar to above, here the oscillatory structure is also considered, but in the

nucleosome model, both level parameter and curvature are integrated out:

S5 “ BF “

ş

an

ş

bn
lpan, bn, k̂n, λ̂|X,Y qPpbnqPpanqdbndan

ş

ar
lpar, k̂r|X,Y qPparqdar

Prior distributions are set similarly as above.

To calculate the Bayes factors, we need a prior distribution to integrate parameters

out. Here we use an empirical Bayes approach: for each genomic region in the

training set, the MLE of each parameter is fitted. Using all the fitted MLEs, a

normal distribution is fitted to those values. This normal distribution is then used

as the prior distribution for that parameter.

In terms of computational cost, Approach 1 ă Approach 2 « Approach 4 ă

Approach 3« Approach 5. We compare the performance of those approaches through

a binary classification task in Section 3.3.

3.3 Evaluation using classification performance

In Section 2.2, a set of 2000 nucleosomal windows and 2000 non-nucleosomal windows

were identified. Here, they are used as true positives and true negatives to test
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the classification performance of different approaches to calculating a nucleosome

score (for nucleosome identification). A 10-fold cross validation is carried out: both

the nucleosomal and non-nucleosomal windows are split into 10 equal partitions

randomly. Model parameters are then trained on any 9 partitions. Trained models

are used to classify nucleosomal and non-nucleosomal windows on the remaining

partition. To measure performance, both the receiver operating characteristic (ROC)

curve and the precision recall curve (PRC), as well as areas under those curves are

calculated.

As an example, Figure 3.1 shows the ROC and PRC of using S4 as the nucleo-

some score (calculated using Crawford data). The ROC plots the sensitivity of the

classification score against the false positive rate for all possible values of the score

threshold. The area under ROC (AUROC) indicates the probability a classifier can

correctly order the scores of a positive case and a negative case. The PRC measures

the precision under different sensitivity (recall). It indicates whether the identified

positive and negative cases are true positives and negatives. The two curves give

roughly complementary information about the performance of a classifier.

Figure 3.1: The ROC and PRC of using S4 as the nucleosome score (calculated
using Crawford data). Each line shows its performance in one of the 10-fold cross
validation folds.

Figure 3.2 shows the AUROC and AUPRC of the 10-fold cross validation for
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different approaches. We can see that:

1. Bayes factors are consistently better than the simple likelihood ratio, indicating

that we need to consider the variation of DNase-seq data in the individual

genomic windows (through integration over the model parameters).

2. When using only quadratic mean curve, integrating out both the curvature

parameter and level parameter (Approach 3) can give slightly better results

compared to that only integrating out the level parameter (Approach 2).

3. Adding the oscillatory structure into the mean curve yields slightly better clas-

sification performance on both the Crawford data and the Hesselberth data

when only integrating out the level parameter. However, if integrating out

both the level parameter and curvature parameter, the oscillatory structure

helps to boost the performance quite a bit on the Hesselberth data.

Figure 3.2 also shows the comparison of classification performance on Hesselberth

data and Crawford data. We can see that Crawford data gives consistently better

performance using any of the approaches. It is likely due to the possibility that

Crawford data is generated using a protocol that is less prone to DNase I sequence

bias. Therefore the Crawford data is less noisy and can provide better classification

power.

Regardless of the difference in the performance of different classification ap-

proaches, we see in general the models developed here are good classifiers for nu-

cleosomes. They are very sensitive and specific in identifying nucleosomal positions,

indicating high-throughput DNase-seq data has the potential not only in identifying

DHS (DNase I hypersensitive sites), but also in identifying nucleosomal positions.
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Figure 3.2: Comparison of classification performance of different approaches de-
fined in Section 3.2, in terms of both AUROC (top panel) and AUPRC (bottom
panel). For each approach, the performance of each of the 10 fold cross validation
is shown (one dot represents one of the cross validation folds). Classification perfor-
mance on both Crawford data (blue) and Hesselberth data (red) are shown.
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3.4 Discussion

This chapter developed the basis of the nucleosome positioning method using DNase-

seq data. Based on the observed DNase I cutting patterns in Chapter 2, several

alternative descriptive models for describing the nucleosomal DNase-seq data were

developed. The investigation centers on the variability of parameters that describe

the shape of the cutting curve, as well as whether the oscillatory pattern should be

added to the model or not. A binary classification task of nucleosomal and non-

nucleosomal regions was used to test the performance of the different approaches.

The Bayes factor approaches that considered the variability of the model param-

eters perform significantly better than the likelihood ratio approach that did not,

indicating that the DNase-seq data patterns at individual nucleosome positions have

significant variability that cannot be ignored. Adding the oscillatory pattern into

the model only leads to marginal improvement in performance. This could indicate

that the main nucleosome signal is from the quadratic shape of the cutting pattern.

It could also be because that the variability in the oscillation is not modeled here.

Chapter 5 further explores such variability.

The Bayes factor approach provides a primer for a full Bayesian approach that

describes the mechanisms of the data generation process. Such an approach will be

presented and discussed in the following chapter.
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4

A Bayesian model for nucleosome positioning

In the previous chapter, I developed a Bayes factor based method to calculate a

nucleosome score, which is then used to distinguish whether a genomic window is

likely to be a nucleosomal window or not. It is the basis of a hypothesis test using

Bayes factors (the nucleosome model vs. the null, non-nucleosome model). In this

chapter, a full Bayesian model that is closer to our understanding of the data gener-

ation mechanisms is presented. The model is based on the previous investigations on

the Bayes factor approach. The inference result of a Bayesian model is the posterior

probability of a nucleotide being a nucleosome center and is therefore much easier

to interpret than a nucleosome score. In this chapter, I will focus on Crawford data

because it is less noisy. Some preliminary results are presented. Different possible

extensions of the model are also discussed.

4.1 DNase-seq data generation mechanisms

In a population of homogeneous yeast cells, nucleosome positioning at the same

genomic position of different cells is dynamic. One cell may have overlapping nu-

cleosome positioning with another cell because of this dynamics. Even the same
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cell may have overlapping nucleosomes (Engeholm et al., 2009). When mapping the

sequencing reads back to the reference genome, reads from different kinds of nu-

cleosome positioning at the same genomic location are indistinguishable from each

other. Therefore, the final read counts represent convolutions of different nucleosome

positions.

In the context of the DNase-seq data, a given count wi at genomic location i is

the summation of 0s and 1s from all cells:

wi “ 0` 1` 1` 0` 0` 0` 1` ¨ ¨ ¨

where the total number of 0s and 1s is the number of cells in the sequenced cell

population (assuming there is no amplification from PCR), because for each cell it

either generated a read at position i or not. The specific probability of being 0 or

1 depends on the state of the genome at position i in that cell. For simplicity, we

assume there are only 148 possible states (one state for each nucleosome position,

plus one state for background). So each 0 or 1 came from one of the following

Bernoulli distributions:

BernoullipOmq m P t0, 1, 2, . . . , 147u

in which Om “ Pp1|state “ mq. The sum of 0s and 1s within each state is therefore

a binomial distribution:

Bpnm, Omq m P t0, 1, 2, . . . , 147u

where nm is the number of cells in state m. Because usually there are millions of

cells in a sequencing population, it is reasonable to approximate each of the binomial

distributions using a Poisson distribution:

Poipnm ˆOmq m P t0, 1, 2, . . . , 147u
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Use N to denote the total number of cells and pm to denote the percentage of cells

in state m, then the Poisson distribution mean can be rewritten as:

nm ˆOm “ pm ˆN ˆOm “ pm ˆ µm µm “ N ˆOm

µm here can be understood as the mean counts if all cells in the population are in

state m at genomic position i. Since all the cells are independent with each other,

the sum of Poisson distribution is again a Poisson distribution. So

wi „ Poip
147
ÿ

m“0

pm ˆ µmq

Here a simplified version of data generation mechanism is presented. In reality, there

are more than 148 states because of the existence of TFs and other DNA binding

proteins. There could also be variability in the Bernoulli probability even if different

cells are in the same state. There will also be influences from PCR amplification. In

addition, the probability of different states that belong to the same binding protein

(such as the different nucleosome states) should be related as well.

Note that genomics data generation mechanism presented here shows that read

counts at each genomic location are convolutions of a known number of Poisson

random variables. In other words, the counts are generated by convolving counts

from different states. This process should not be confused with a mixture model

process, which assumes counts are generated by a single unknown state.

4.2 A Bayesian model for nucleosome positioning

The previous section provided a simplified data generation process. However, it is

difficult to model the convolution of different states. Brogaard et al. (2012) and Xi

et al. (2013) proposed a Bayesian deconvolution model for the chemical sequencing

data. Their data generation mechanism is similar but much simpler than the DNase-

seq data because only nucleosome states and only a few nucleosome positions will
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generate reads in their protocol. Still they encountered computational difficulties in

their model inference. We therefore use a simpler Bayesian model that is akin to

our Bayes factor calculation, while acknowledging that the actual data generation

process is more complex.

4.2.1 Model specification

For a stretch of DNA sequence of length G and the associated transformed DNase-

seq data x1, x2, . . . , xG and y1, y3, . . . , yG, assume the total number of nucleosomes

on this region is known to be N , then the number of linkers on this region is N ` 1.

Denote the length of each linker as l1, l2, . . . , lN , lN`1. Based on the linker lengths,

we can then calculate the center positions of each nucleosome, which is denoted as

NC1, NC2, . . . , NCN´1, NCN . Given the nucleosome center positions, we can decide

whether each coordinate in this region is inside a nucleosome or not and if it is

in a nucleosome, which nucleosome and how far it is from the nucleosome center.

Figure 4.1 shows those different parameters and their spatial relationships.

Figure 4.1: A schematic view of the Bayesian model parameters and their spatial
relationships. The total length of the genome region is G. Showing in the figure are
the N ` 1 linker regions (black) and N nucleosome regions (red).

The transformed data is assumed to be normally distributed:

xg „ Npµg, vgq yg „ Npµg, vgq
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And the mean of the distribution is:

µg “

#

ea
pnucq
n ` eb

pnucq
n ˆ pg ´NCnq

2 if g is in nth nucleosome,

ea
plinkerq
n if g is in nth linker

The variance of the distribution is:

vg “

"

kpnucq ˆ µg, kpnucq ą 0 if g is in nth nucleosome,
kplinkerq ˆ µg, kplinkerq ą 0 if g is in nth linker

Table 4.1 shows all the parameters in the model.

Table 4.1: Parameters used in the Bayesian model.

Parameter Description
G, g length and index of the DNA sequence, respectively
N total number of the nucleosomes on the DNA sequence
n index of the nucleosomes or linker on the DNA sequence

µg, vg mean and variance of data at DNA position g
ln length of the nth linker

NCn position of the nth nucleosome center

a
pnucq
n , b

pnucq
n level and curvature parameter of the nth nucleosome, respectively

a
plinkerq
n level parameter of the nth linker

kpnucq, kplinkerq nucleosome and linker mean-variance scale parameter, respectively

4.2.2 Prior distributions

For simplicity, we assume the total number of nucleosomes in a given region is known,

i.e., N is fixed to be a known number. Once N is known and G is given, we can

know how many nucleotides should be in linker regions:

Gpnucq “ 147ˆN Gplinkerq “ G´Gpnucq

The linker lengths are then assumed to follow a multinomial prior distribution:

l1, l2, ¨ ¨ ¨ , lN`1 „ MultinomialpGplinkerq,πq

where

π “ pπ1, π2, . . . , πN`1q πi “
1

N ` 1
@i P t1, 2, . . . , N ` 1u
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NCn is then a deterministic function of the ln values.

For the level parameter priors, we use an empirical Bayes approach that is similar

to Section 3.3. Specifically, the prior distributions are:

apnucqn „ Np´0.5, 2q @n P t1, 2, . . . , Nu

aplinkerqn „ Np´0.2, 3q @n P t1, 2, . . . , N ` 1u

Also for simplicity, the curvature parameter and the two mean-variance scale param-

eters are fixed at their MLEs:

bpnucqn “ ´9.49 @n P t1, 2, . . . , Nu

kpnucq “ kplinkerq “ 0.9

Those parameters could potentially be variable and follow certain prior distribu-

tions. Such extensions are mentioned in Section 4.2.4.

4.2.3 Preliminary inference results on a test genome region

Using Crawford data and a region from chromosome II:279000–284000 (Figure 4.2),

here we test the Bayesian model in the previous section. We can see from the

NCP (nucleosome center position) score-to-noise data from Brogaard et al. (2012)

(Figure 4.2) that there are roughly 25 nucleosomes in this region. Therefore, we fix

N “ 25.

JAGS (just another Gibbs sampler) was used (Plummer et al., 2003) to perform

Bayesian inference. Based on the model specification, JAGS builds a DAG (directed

acyclic graph) using all the variable nodes in the model and then automatically

selects an appropriate sampler for each node from its built-in samplers (this is a

great advantage of using JAGS). Random starting points were used for the linker

lengths. The first 1000 iterations were counted as burn-in and were discarded. The

following 50k iterations (thinning interval = 5) were retained for subsequent analysis.
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Figure 4.2: The example region used in Bayesian model inference. Top: the asinh-
transformed DNase-seq data from Crawford lab. Bottom: the NCP score-to-noise
ratio from Brogaard et al. (2012). This can be used to determine the number of
nucleosomes in the region.

Figure 4.3 shows the posterior sample beanplot (Kampstra et al., 2008) for each

of the 26 linker lengths.

We can see from the figure that the linker length for linker 12 is larger than

others. That should correspond to the NFR. We can also see that the linker length

distribution of the 11th, 12th, and 13th are tighter than other surrounding linkers.

Incidentally, those linkers are close to a NFR (Figure 4.2) and should be the linkers

between +1 and +2 nucleosomes that have relatively fixed positioning. Length dis-

tributions of linkers further away from the NFR are more spread out, indicating that

nucleosome positioning is less precise. As linkers get closer to other NFR (linkers

at the edges of the example region), their length distributions get tighter again. We
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Figure 4.3: Beanplot for the linker length posterior samples.

also observe that certain linker length distributions are multimodal. This could be

biologically meaningful because of the alternative nucleosome translational offsets.

However, we could not rule out the possibility that the total number of nucleosomes

in this region is misspecified and the multimodality is just a symptom of model

mis-specification.

Using the posterior samples of linker lengths, we could also calculate the pos-

terior distribution of nucleosome centers. Figure 4.4 shows the distribution of the

nucleosome center posteriors along with the DNA sequence. As a comparison, the

NCP score-to-noise ratio from Brogaard et al. (2012) is also plotted.

Figure 4.4 shows that for nucleosome centers near the NFR, we can identify their

centers very precisely (compared with NCP score-to-noise ratio). However, for other

nucleosome centers, the inference results do not agree with the NCP data very well.

This could be because of multiple reasons: the positioning of those nucleosomes

are inherently fuzzier and therefore it is expected to see a fuzzy distribution on

their centers; the number of nucleosomes in this region could be misspecified, or the

total number should be variable; the model did not fully reflect the data generation
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Figure 4.4: The posterior distribution of nucleosome centers plotted along the
DNA sequence. The (scaled) NCP score-to-noise ratio from Brogaard et al. (2012)
is also plotted for comparison.

process: the sampling model did not model the convolution process. Therefore the

inference results are not trustworthy, i.e., the model may be misspecified.

Also note that there is a cluster of nucleosome center distribution in the middle

of the NFR (near coordinate 281,000). It is likely because of the dip of DNase-seq

data at the middle of the NFR that resembles a quadratic shape and we did not

consider the oscillation pattern in the model. Adding the oscillation pattern to the

model should alleviate this issue.

4.2.4 Weaknesses and extensions of the model

We saw that the inference results from the Bayesian model is not ideal in the previous

section. We also encountered significant convergence issues. We observed that many

chains did not even move away from the initial values. In an attempt to improve
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mixing, we tried several extensions to the model:

1. Instead of fixing the curvature parameters b
pnucq
n , we treat them as variable and

set the prior distribution as Np´9, 1q.

2. Further relax the mean-variance scale parameters kpnucq and kplinkerq and set

their prior distribution in a way similar to other parameters.

3. Instead of fixing the prior distribution of the linker length to be multinomial

with uniform probabilities (all 1
N`1

), we put another layer of hierarchy for the

probabilities:

π „ Dirichletp6, 6, . . . , 6q

The Dirichlet parameters were uniform and decided such that the prior stan-

dard deviation of the resulting linker length is 20bp.

In addition to extending the model for more flexibility, it is possible that the built-in

samplers in JAGS are not the most appropriate ones for our model. Therefore we also

tried Stan, a Hamiltonian Monte Carlo (HMC) based sampler by Stan Development

Team (2014). However, HMC methods are only applicable to continuous parameters.

We therefore used continuous linker lengths and nucleosome centers when working

with Stan.

It is also possible that the posterior is multimodal. Therefore we also tried to

initialize the model at values we believed to be reasonable (determined using the

NCP score-to-noise ratio data).

Unfortunately, none of the above extensions improved convergence. When work-

ing with Stan, the continuous parameters only moved between two integers, so effec-

tively the parameters are not moving in the parameter space. It is likely that model

is stuck in a low probability region and isn’t able to move to other regions. There

are several possible reasons:
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1. The total number of nucleosomes is not specified correctly, causing the model

likelihood to be low.

2. The built-in sampler for discrete parameters in JAGS is not appropriate for

our model and we need custom-built samplers.

3. The sampler is updating all of the linker lengths at once, which is harder to

generate proposals that will be accepted.

Based on those reasons, there are some additional improvements we could try

to address the above issues. For example, we could use a variable N instead of a

fixed N . Note that when using variable N , the dimension of the model will change.

We could also use a custom built sampler. Perhaps the most important reason that

keeps the sampler from moving away from the initial values is that all linker length

variables are updated together. This will cause the likelihood to decrease too much

and therefore the sampler is harder to move through low likelihood regions. The

current model specification does not allow the sampler to update the linker length

one at a time. In the next section, another Bayesian model specification with a

different mechanism to generate proposals that allows such updates is presented.

4.3 A Bayesian model with a different sampling mechanism

4.3.1 Model specification and prior distributions

Here we’ll use a similar model specification. However, instead of treating the linker

lengths as variables, as in the last section, we will treat the nucleosome centers as

variables and the linker lengths will be deterministic functions of those nucleosome

centers. We assume nucleosomes position themselves uniformly on the genome region

a priori. To ensure appropriate spacing, we construct the prior distribution for the

nucleosome centers as follows:
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1. Introduce a new variable G̃ “ G´Nˆ147`N . G̃ is therefore the total number

of linker nucleotides plus the number of nucleosome center nucleotides.

2. We then assume a priori N nucleosome centers distribute uniformly at positions

1 : G̃. Denote those center positions on 1 : G̃ as PC1, PC2, . . . , PCN´1, PCN .

The prior for PCi is constructed conditionally using order statistics (Arnold

et al., 1992):

• Marginal prior distribution of PC1:

PpPC1 “ kq “

ˆ

G̃´ k
N ´ 1

˙

ˆ

G̃
N

˙ 1 ď k ď G̃´N ` 1

• Conditional prior distribution of PCi|PCi´1:

PpPCi “ j|PCi´1 “ kq “ pG̃´ i` 1q
pG̃´ jq!pG̃´ k ´N ` i´ 1q!

pG̃´ kq!pG̃´ j ´N ` iq!

k ă j ď G̃´N ` i

This conditional construction will give a joint distribution that is equivalent as

sampling N points uniformly without replacement on 1 : G̃.

3. Given a sample of PCi, we can then determine the true coordinates of nucle-

osome centers NCi by expanding 73bp on each side of PCi (Figure 4.5). By

construction, this will ensure the right spacing.

Other parts of the model stay the same as before. This model specification allows

treating each nucleosome center variable as individual nodes in the DAG instead

of a single multivariate node. Therefore each nucleosome centers can be sampled

separately, allowing for a better mixing property.
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Figure 4.5: A schematic view of the second Bayesian model parameterization and
their spatial relationships. A nucleosome size expansion is added at each sampled
PCi position to get the true nucleosome position.

4.3.2 Inference results on the test genome region

Posterior distributions of linker length, nucleosome centers and DNase I cutting levels

We use the same region as before (Figure 4.2) to test the alternative Bayesian model

and also fix N at 25. Again, we use JAGS to draw posterior samples. Here instead

of using random starting values for the nucleosome centers, we used starting values

determined from NCP score-to-noise ratio (Brogaard et al., 2012). We ran two

independent chains. The first 10k iterations of each chain were counted as burn-in

and were discarded. The following 10k iterations of each chain were retained and

combined for subsequent analysis. Using this alternative model specification, we

found that MCMC chains are much better mixed.

Using the posterior samples, we can also visualize the distribution of each linker

length. Figure 4.6 shows those distributions. Note that certain linker length vari-

ables still do not move in the parameter space, therefore we removed those from the
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distribution plot.

Figure 4.6: Beanplot for each linker length distributions. Linker 18 did not mix in
the MCMC chain so we did not include it in this figure.

Comparing Figure 4.6 and Figure 4.3, we can see some difference in the linker

length distributions. This is most likely due to the different starting values and the

convergence of posterior sampling. However, we can also see some similarities, such

as the multimodality of certain linker length.

Brogaard et al. (2012) reported the genome-wide distribution of linker length

(for linkers less than 100bp). Here we could also pool all the liner length posterior

samples together to estimate its density. Figure 4.7 shows the comparison between

our linker length posterior samples and data from Brogaard et al. (2012). We see

a similar oscillatory pattern with a period of roughly 10bp in our posterior density

estimation. Note that we did not built the oscillatory into our Bayesian model and

the model can still capture this phenomenon.

Based on the posterior samples, we can again visualize the posterior distribution

of nucleosome centers. Similar with Figure 4.4, Figure 4.8 shows the posterior distri-

bution of nucleosome centers along with the NCP score-to-noise ratio from Brogaard

et al. (2012). Apart from those nucleosome centers that did not mix in the MCMC
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Figure 4.7: Comparison between our linker length posterior distribution (top) and
the linker length distribution from Brogaard et al. (2012) (bottom, figure taken from
Brogaard et al. (2012) Figure 5a). This is is for linkers less than 100bp.

chain, other nucleosome centers agree well with the NCP score-to-noise ratio.

Because of the better mixing property of the alternative Bayesian model spec-

ification, we are able to use it to explore the posterior distribution of other model

parameters. For example, we can compare posterior distribution of the level parame-

ter a at different nucleosomal and non-nucleosomal positions. Figure 4.9 shows those

distributions in beanplots. We can see that for nucleosomes 9, 10 and 11, the DNase

I cutting levels are higher compared to other nucleosomes. This is consistent with
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Figure 4.8: Similar to Figure 4.4. The posterior distribution of nucleosome centers
of the alternative Bayesian model specification plotted along the DNA sequence.
The (scaled) NCP score-to-noise ratio from Brogaard et al. (2012) is also plotted for
comparison.

what we observe in the data. We also see that linker region cutting levels are in gen-

eral higher than nucleosome regions. Linker region cutting levels are also much more

variable compared to nucleosome regions. A couple of possible reasons can explain

it: 1) the linker region cuts are inherently more noisy and unlike the nucleosome

region cuts, which have some quadratic structure across the window, they do not

have any obvious structures; 2) unlike nucleosomes, whose sizes are fixed at 147bp,

certain linker lengths have posterior samples that are very small. This leads to a

lack of data available to estimate the linker region parameters and therefore inflates

variance (the posterior variance would be similar to prior variance).
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Figure 4.9: The posterior distributions of DNase I cutting levels on nucleosome
(top) and linker regions (bottom).

Posterior distribution of curvature and variance scale parameters

As mentioned in Section 4.2.4, we could relax the model by allowing the curvature

parameter b to be variable. Using the posterior distribution of b at different nucleo-

some positions, we could study how the curvature differ at different genome locations.

Figure 4.10 shows the posterior distribution of the DNase I cutting curvature eb at

different nucleosomes in the test region. We can see that curvatures for nucleosomes
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closer to the nucleosome free region (nucleosomes 8, 9, 10, 11 and 12) are larger than

other nucleosomes. In addition, the curvature decreases as nucleosomes get further

away from the nucleosome free region.

Figure 4.10: Posterior distribution of the DNase I cutting curvature eb at different
nucleosomes in the test region.

Further more, we could relax the variance scale parameter k to be variable. Fig-

ure 4.11 shows the posterior distribution for nucleosomal and non-nucleosomal region

k variables. Again, in general, we see that linker regions are much noisier than nu-

cleosome regions.

Model comparison with different number of nucleosomes

In previous sections, we fix the number of nucleosomes to be 25. This is a reasonable

number based on the data of Brogaard et al. (2012). However, it is possible that

other values for N can better fit the data. Here we run the Bayesian inference using

different number of nucleosome centers and compare the model fit using deviance

information criteria (DIC) (Gelman et al., 2003).

48



Figure 4.11: The posterior distributions of variance scale parameters k on nucleo-
some (top) and linker regions (bottom).

For the same genome region, we set the number of nucleosomes N to be 20, 21,

22, 23, 24, 25, and 26 and calculate the DIC for each of the models. Figure 4.12

shows the comparison of DIC in bar plot.

We can see that different models here have similar DICs. The model with 22

nucleosomes has a lower DIC. It is possibly better to set the nucleosome number to

be 22. However, different nucleosome numbers should have similar fit. The current

result does not support any one particular model conclusively.
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Figure 4.12: DIC of models with different nucleosome numbers.

4.4 Discussion

In this chapter we presented a full Bayesian model with two alternative specifications

for the DNase-seq data. The advantage of a full Bayesian approach is that it models

the data generation process directly and can offer more interpretable inference results.

The DNase-seq data is generated through a complex process that is hard to model

and perform computational inference on. We used a simplified Bayesian model that

is similar to the Bayes factor approach. We tested the model on a 5kb example region

and the preliminary results are promising. However, we also encountered significant

difficulties in model convergence in the first Bayesian model specification. We tried

different approaches to resolve the issue, including extending the model to be more

flexible, using different sampler and initializing the model from different starting

values, etc. Those efforts did not help much. It is likely due to the fact that the model

specification does not allow updating linker length one at a time; they are updated

together, causing the model hard to move away from initial values. We therefore

used a second model specification in which the nucleosome centers are variables that

can be updated one at a time through order statistics. This specification worked

better in terms of mixing properties. Using this model specification, we investigated
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the posterior distributions of different model parameters and recaptured some known

biological phenomenon, such as the linker length distribution.

Some known positional trends are observed in the posterior samples. For example,

for nucleosomes closer to NFR, they have higher cutting levels and because they are

better positioned, they have higher curvatures as well. As nucleosomes get further

away from NFR, both cutting levels and curvatures decrease. These trends suggest

a smoothly varying level and curvature parameter as a function of the distance

to the nearest NFR. We could built that in the model to enforce similar cutting

levels and curvatures between adjacent nucleosomes and similarly for adjacent linker

regions. Such constrains will allow borrowing information from adjacent regions.

These constrains should also help reduce the variance of linker parameter posterior

distributions.

We did not built the oscillatory pattern into the full Bayesian model at current

stage. This might be the reason that we sometimes observe posterior samples include

nucleosome positions at NFR where the DNase-seq data resembles a quadratic shape.

Adding the oscillatory pattern into the model should alleviate this issue.

We also investigated how the nucleosome numbers we set in the model would

affect model fit using DIC. Different nucleosome numbers do not seem to affect the

model fit much as their DICs are similar with each other. It is possible that we

should model the nucleosome number as a variable instead of fixing it.Additional

investigations are needed to decide what is the most appropriate approach.
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5

Conclusions and future directions

This thesis provides the first statistical method for inferring nucleosome positioning

on the yeast genome using DNase-seq data, whose primary use to date has only

been DHS discovery. The utility of this method is demonstrated through a binary

classification task, as well as a full Bayesian model than can infer the posterior

probability of a nucleotide being a nucleosome center. The work in this thesis shows

that the DNase-seq has significant variability (noise) at individual genomic locations

and that any modeling work shall consider such noise in order to recover the signals.

In this chapter we discuss several possible extensions to the model and conclude the

thesis.

5.1 Extensions to the sampling model

5.1.1 Modeling raw data instead of transformed data

In this thesis, the model was applied to the asinh-transformed data. Ideally, the

model could directly work on raw counts data. However, there are several issues

that need to be addressed through more complex modeling:

1. As alluded to in Figure 2.2, there is a huge amount of variation in the raw
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counts data. Note that the figure is only showing nucleosome data, there will

be even more variation if looking at genome-wide counts data. Therefore an

appropriate sampling distribution, such as negative binomial (or other even

more dispersed distribution) should be used.

2. Occasionally, we observe outlier counts at certain genomic locations (usually

10–20 times larger than surrounding locations). To account for outliers, usually

a mixture model is needed.

3. The raw counts data has a large portion of zero counts. These are either true

zeros or missing data. A datum could be missing because of the difficulty

in mapping reads back to certain genomic locations, especially repetitive lo-

cations. Often, we can observe long stretches of zeros. To account for the

zeros, zero inflation should also be added to the sampling distribution, and/or

mechanisms to handle missing data should be added to the model.

Therefore, a complex modeling approach (mixture model with over-dispersion,

zero inflation and possibly ways to handle missing data) is required to directly handle

the raw counts data.

5.1.2 Using a non-central quadratic curve

In the smoothed DNase I cutting curve shown in Figure 2.5, we can see that the center

of the quadratic curve is actually not at the center of the window. Therefore, it is a

reasonable extension to model this non-centeredness using an additional parameter:

µ
pnq
j “ ean ` ebn ˆ pj ´ cq2 j P t´73,´72, . . . , 0, . . . , 72, 73u

Such non-centeredness is observed in the mean cutting curve. It is likely that

there will be a significant amount of noise regarding the center at each nucleosomal

window. Using this additional parameter will also allow us to handle this noise

through integration.
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5.1.3 Modeling the background distribution using a mixture model

Currently, the background level parameter is assumed to be following a normal prior

distribution. However, NFR background counts has very different distribution than

the inter-nucleosome background counts (i.e., the linkers). The former usually has a

much larger base level of cutting than the latter. Therefore, it is more appropriate to

assume the background level parameter is following a mixture of normal distributions.

5.1.4 Modeling the oscillation using a functional form

In Chapter 3, we showed that adding the empirical oscillation into the model in-

creased the model performance, but not by a large amount. It is likely due to

the fact that the fixed empirical oscillation is used and we are not modeling the

variations in the oscillation. To demonstrate the variability in the oscillation, the

harmonic regression was applied to 600 nucleosomal data windows. Figure 5.1 shows

the unnormalized posterior density for the period parameter for each nucleosome

window. We can see that for many nucleosome positions, there is no dominating

period, indicating that there is very little oscillation structure at those nucleosomes.

In addition, although there is somewhat a clustering of curves at the 10.3 period,

different nucleosomes differ quite a bit from each other, indicating there is a large

amount of variation on the period. Therefore, we need a way to model such variation.

One way to achieve this is to use trigonometric functions to model the oscillation,

similar to the harmonic regression:

µ
pnq
j “ ean ` ebn ˆ pj ´ cq2 ` Aˆ cospωtq `B ˆ sinpωtq

j P t´73,´72, . . . , 0, . . . , 72, 73u

Using this functional form, we can then consider the variations in the period param-

eters. In addition, there are also variations in the amplitude parameters (figure not

shown) that we can model through this functional form.
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Figure 5.1: Unnormalized posterior density of the period parameter in a harmonic
regression model for each of the 600 nucleosomal data window (one curve for one of
the nucleosomal window). This is similar to Figure 2.6.

5.2 Improvements to the nucleosome positioning inference

Although the current full Bayesian model approach can be used to identify the nucle-

osomal positions, it does not directly model the convolution process. It is desirable

to have a model that better describes the data generation mechanism by directly

modeling the convolution of the counts data.

Based on the mechanism described in Section 4.1, one possible approach is to use

a generalized dynamic linear model:

wi`1 „ PpGi`1 ¨ θq

ci`1 „ PpGi`1 ¨ θq

Gi`1 “ FpGiq

θ “ pθ1, θ2, . . . , θMq
T

θm represents distribution parameter (for example, the mean of the distribution)
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if genomic positions i of all cells in the population are occupied by binding state m.

Gi is a state vector at position i that represents the proportion of cells at each of

the M binding states. Therefore:

Gi “ pG
piq
1 , G

piq
2 , . . . , G

piq
M q and

ÿ

m

Gpiqm “ 1, Gpiqm ą 0 @m P t1, 2, . . . ,Mu

The sampling distribution wi`1 „ PpGi`1 ¨ θq and ci`1 „ PpGi`1 ¨ θq represent a

convolution data generation mechanism that is in line with Section 4.1. The specific

distribution PpGi`1 ¨ θq could be a complex over-disperse discrete distribution with

zero inflation plus a harmonic component for the oscillation as discussed in the

previous section. The state vector at position i ` 1 is a deterministic function of

the state vector at position i. Because binding proteins occupy multiple genomic

positions. If Gm represents the proportion of the binding state corresponding to the

first position of the nucleosome and Gm`1 represents the proportion of the binding

state corresponding to the second position of the nucleosome. Then the following

must be satisfied:

G
pi`1q
m`1 “ Gpiqm

Similar arguments apply to other binding states.

This model might be difficult to fit because at each genomic position there are M

parameters but only two data points. Therefore, appropriate regularization (through

prior distributions) must be applied.

5.3 Jointly modeling with other genomics data

The current approach, as well as the proposed extended more complex model ap-

proach, is flexible and can be used to jointly model multiple genomics datasets besides

DNase-seq data, including but not limited to MNase-seq and ChIP datasets.

Not only does jointly modeling more datasets provide more data points to fit each

model parameter, they also provide different (and often complementary) information
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about protein binding. For example, DNase-seq data provides binding information

for all proteins including nucleosomes, but does not reveal the identities of those

non-nucleosome proteins. ChIP datasets contain binding information for a known

protein but only for one specific protein at a time. And protein binding matrix

(PBM) experiments only look at one protein in isolated in vitro environment. Those

different informations can be integrated in one unified framework to infer the binding

information for all regulatory proteins (Zhong et al., 2014).

5.4 Requirements on the sequencing depth

This thesis is not the first one that reports the oscillatory DNase I cutting patterns

in DNase-seq datasets. Both Boyle et al. (2008) and Winter et al. (2013) reported

similar patterns. However, Boyle et al. (2008) did not use the pattern to identify

nucleosome positions, noting that “While the depth of sequencing that we have

performed does not allow robust characterization of DNase I cutting within individual

regions of the genome ... this might be possible with extremely deep sequencing”.

Winter et al. (2013) only used the DNase I cutting patterns to identify nucleosome

rotational stable positions and they were only able to achieved this by pooling data

from 49 different human cell lines.

Those two studies indicated that reliably identifying nucleosome binding positions

requires a large enough sequencing depth. The work in this thesis clearly shows that

the sequencing depth in yeast is adequate for this purpose. This allows us to identify

a sequencing depth that is minimal to achieve similar performance. Therefore, one

extension to the current work is to down sample the dataset and compare the model

performance at different sequencing depths to identify the minimal required depth.
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5.5 Conclusions

The work in this thesis adds great value to the current widely-used DNase-seq pro-

tocol. Many large scale efforts, including the ENCODE project (Birney et al., 2007),

have generate a vast sea of DNase-seq data, all of which have only been used in DHS

discovery. The methods developed in this thesis can be applied to mine additional

information from those datasets. In addition, the principles described here, espe-

cially the investigations on the variations of DNase-seq data, provide a ground for

modeling other genomics datasets. As more and more genomics datasets are gener-

ated, an unified modeling framework will prove extremely useful in integrating those

datasets to provide a whole genome view of regulatory protein binding landscape.
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a mechanism for binding to and cutting DNA,” .

Takemoto, N., Koyano-Nakagawa, N., Yokota, T., Arai, N., Miyatake, S., and Arai,
K.-i. (1998), “Th2-specific DNase I-hypersensitive sites in the murine IL-13 and
IL-4 intergenic region.” International immunology, 10, 1981–1985.

The ENCODE Project Consortium (2011), “A user’s guide to the encyclopedia of
DNA elements (ENCODE),” PLoS Biol, 9, e1001046.

Thurman, R. E., Rynes, E., Humbert, R., Vierstra, J., Maurano, M. T., Haugen,
E., Sheffield, N. C., Stergachis, A. B., Wang, H., Vernot, B., et al. (2012), “The
accessible chromatin landscape of the human genome,” Nature, 489, 75–82.

Van Holde, K. E. (1989), “Chromatin,” Springer series in molecular biology.

Winter, D. R., Song, L., Mukherjee, S., Furey, T. S., and Crawford, G. E. (2013),
“DNase-seq predicts regions of rotational nucleosome stability across diverse hu-
man cell types,” Genome research.

Workman, J. (2006), “Nucleosome displacement in transcription,” Genes & develop-
ment, 20, 2009–2017.

Wu, C. (1980), “The 5’ends of Drosophila heat shock genes in chromatin are hyper-
sensitive to DNase I.” Nature, 286, 854–860.

Wu, C., Wong, Y.-C., and Elgin, S. C. (1979), “The chromatin structure of specific
genes: II. Disruption of chromatin structure during gene activity,” Cell, 16, 807–
814.

63



Xi, L., Brogaard, K., Zhang, Q., Lindsay, B., Widom, J., and Wang, J.-P. (2013),
“A locally convoluted cluster model for nucleosome positioning signals in chemical
map,” Journal of the American Statistical Association.

Yuan, G.-C., Liu, Y.-J., Dion, M. F., Slack, M. D., Wu, L. F., Altschuler, S. J., and
Rando, O. J. (2005), “Genome-scale identification of nucleosome positions in S.
cerevisiae,” Science, 309, 626–630.

Zhang, H., Roberts, D. N., and Cairns, B. R. (2005), “Genome-wide dynamics of
Htz1, a histone H2A variant that poises repressed/basal promoters for activation
through histone loss,” Cell, 123, 219–231.

Zhong, J., Wasson, T., and Hartemink, A. J. (2014), “Learning protein–DNA interac-
tion landscapes by integrating experimental data through computational models,”
Bioinformatics, 30, 2868–2874.

64


	Abstract
	List of Tables
	List of Figures
	List of Abbreviations and Symbols
	Acknowledgements
	1 Introduction
	1.1 Chromatin organization and the role of nucleosomes
	1.2 Genome-wide nucleosome maps
	1.3 DNase I and its role in genome related studies
	1.4 Computational and statistical models for high-throughput DNase I digestion data
	1.5 Organization of thesis

	2 DNase-seq data and exploratory data analysis
	2.1 DNase-seq data
	2.2 Nucleosomal and non-nucleosomal genomic regions
	2.3 DNase-seq data at nucleosomal genomic regions
	2.3.1 Mean DNase I cutting across nucleosomes
	2.3.2 Variance stabilization through inverse hyperbolic sine transformation

	2.4 DNase-seq data at non-nucleosomal genomic regions
	2.5 LOWESS smoothing and periodicity analysis of mean DNase I cutting curve
	2.6 EDA on in vitro DNase-seq data: DNase I cutting pattern on nucleosomes is not caused by sequence bias
	2.7 Discussion

	3 A Bayes factor based nucleosome scoring method
	3.1 Sampling distribution and model parametrization
	3.2 Alternative ways to calculate a nucleosome score
	3.3 Evaluation using classification performance
	3.4 Discussion

	4 A Bayesian model for nucleosome positioning
	4.1 DNase-seq data generation mechanisms
	4.2 A Bayesian model for nucleosome positioning
	4.2.1 Model specification
	4.2.2 Prior distributions
	4.2.3 Preliminary inference results on a test genome region
	4.2.4 Weaknesses and extensions of the model

	4.3 A Bayesian model with a different sampling mechanism
	4.3.1 Model specification and prior distributions
	4.3.2 Inference results on the test genome region

	4.4 Discussion

	5 Conclusions and future directions
	5.1 Extensions to the sampling model
	5.1.1 Modeling raw data instead of transformed data
	5.1.2 Using a non-central quadratic curve
	5.1.3 Modeling the background distribution using a mixture model
	5.1.4 Modeling the oscillation using a functional form

	5.2 Improvements to the nucleosome positioning inference
	5.3 Jointly modeling with other genomics data
	5.4 Requirements on the sequencing depth
	5.5 Conclusions

	Bibliography

