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EXECUTIVE SUMMARY 

Understanding the behavior of marine animals is critical to effective management especially as they fall 

under increasing anthropogenic pressures. Recent advances in two technologies, drones and machine 

learning offer versatile, data driven, automatable solutions capable of effective collection and analysis of 

large datasets. In this paper I illustrate how pose estimation as an effective machine learning based 

solution for analyzing marine animal behavior. This study investigates pose estimations use on drone 

imagery due to its rising prevalence in marine science and prior combination with pose estimation in our 

lab. As initial work at our lab has investigated the use of pose estimation on marine mammal datasets 

and my goal is to expand on these efforts and build an overview of both technologies integration for 

researchers interested working with them. In the present study I use a collection of shark video taken by 

myself and other Duke researchers locally off the Rachel Carson Reserve on the North Carolina coast as 

demonstration and to help build a catalog of models and best practices for use of pose estimation on 

different taxa.  

This paper will provide an overview of drones and pose estimation including Social LEAP Estimates 

Animal Poses (SLEAP), a pose estimation framework which has proven to have good potential in marine 

science. SLEAP was chosen due to its accessibility, versatility and tracking algorithm which allows 

multiple subjects to be tracked and analyzed at the same time. The latter is a major steppingstone for 

pose estimation software as past projects may have been able to identify multiple individuals in one 

frame but not be able to keep track of who is who across thousands of frames of video. Covered topics 

will include: 

1. Technical overview of drones and pose estimation. 

2. Data collection 

3. Using pose estimation 

a. Model types and programming 

4. Data export and processing 

5. Analysis 

6. Conclusions on using pose estimation in marine science and future work. 

 After data export, a novel solution will also be assessed for compensating for camera movement, in this 

case a moving drone, which has proven to be one of the biggest roadblocks of using SLEAP, which was 

developed for processing stationary video. This solution processes data in a way that is plug and play 

with existing analytical methods and will be open source. 

 



Contents 

Executive Summary ....................................................................................................................................... 2 

Key Definitions .............................................................................................................................................. 3 

Introduction .................................................................................................................................................. 4 

Drones ....................................................................................................................................................... 5 

Pose Estimation and Deep Learning ......................................................................................................... 6 

SLEAP ai ................................................................................................................................................. 8 

Methods ...................................................................................................................................................... 10 

Data Collection ........................................................................................................................................ 10 

Setting Up SLEAP ..................................................................................................................................... 13 

Skeleton Design ................................................................................................................................... 13 

Model Training ........................................................................................................................................ 14 

Labelling .............................................................................................................................................. 14 

Hyperparameters ................................................................................................................................ 15 

Training in Google Colab ..................................................................................................................... 16 

Validation ............................................................................................................................................ 17 

Data Export and Inference ...................................................................................................................... 17 

Processing Drone Video .......................................................................................................................... 17 

Translational Script 1: Vector Addition ................................................................................................ 18 

Translational Script 2: Matrix xyz etc.. ................................................................................................ 19 

Analysis ................................................................................................................................................... 21 

Conclusions ................................................................................................................................................. 23 

Acknowledgements ..................................................................................................................................... 24 

References: .................................................................................................................................................. 24 

 

 
 

 

Key Definitions 
1. Artificial Intelligence (AI): “the theory and development of computer systems able to perform 

tasks that normally require human intelligence, such as visual perception, speech recognition, 

decision-making, and translation between languages” (Oxford Languages). 



2. Convolutional neural network: specialized type of neural network designed for processing grid-

like data, such as images, video frames, or even time-series data. CNNs are particularly effective 

for tasks like image recognition, object detection, and image generation due to their ability to 

capture spatial information and learn hierarchical patterns. See(hh). 

3. Ghost node: nodes which are placed over pixels with no association to the nodes target, such as 

nodes being placed over ripples in the water that were confused with fish the model was tasked 

with identifying. Does not include near misses where a node was slightly off from the desired 

feature, but still obviously associates with it. 

4. Instance: a subject or object whose pose should be estimated within a given frame.  

5. Labelled instance: an instance with a skeleton overlaid either manually or by a model. 

6. Machine Learning: “the use and development of computer systems that are able to learn and 

adapt without following explicit instructions, by using algorithms and statistical models to 

analyze and draw inferences from patterns in data” (Oxford Languages). 

7. Model: mathematical framework or algorithm used to predict the spatial locations of landmarks 

in imagery(m). 

8. Neural network: a computational model inspired by the structure and function of biological 

neural networks found in the human brain. It consists of interconnected processing elements 

called neurons or nodes, which are organized in layers. These neurons are designed to recognize 

patterns and learn from data through training(gg,b). 

9. Skeleton: a simplified representation of a body or object, typically consisting of a set of 

keypoints/nodes and the connections/edges between them. These nodes usually correspond to 

anatomical landmarks such as the head, shoulders, elbows, wrists, hips, knees, and ankles for a 

human body. The connections between nodes represent the structure or the underlying 

relationships between different body parts(b). 

10. Track: Set of labelled instances which belong to the same individual. Tracks are used to keep 

track of individuals identification across frames. 

11. Unoccupied Aerial Systems (UAS): A drones operation system which consists of three main 

components(f): 

a. Autonomous or human-operated control system 

b. Drone/unoccupied aerial vehicle (UAV) 

c. Command and control system to communicate between drone and control system. 

 

 

Introduction 
Understanding the behavior of marine animals is critical to their conservation and management. Yet 

conventional methods of studying behavior such as by tagging or underwater observations can be time 

consuming, invasive, expensive and prone to bias(a). Recent advances in two technologies, drones and 



artificial intelligence, provide new opportunities for researchers to collect data on these animals’ 

behavior in a more efficient, safe and objective manner. 

The use of drones in the environmental sciences offers numerous advantages, including the ability to 

collect data remotely with minimal disturbance to the environment, as well as being more cost-effective 

than manned aircraft surveys and higher resolution than satellites. By using drones to collect video 

footage we also eliminate potential biases from other methods, such as having divers in the water, or 

baited camera surveys which can alter the behavior of observed animals(a). Furthermore, the high-

resolution footage captured by drones allows for the observation of fine behavioral details that may be 

missed by other methods. Artificial intelligence also offers several advantages over human behavior 

observation(b). Unlike humans, well trained AI can analyze large amounts of data quicky and accurately, 

as well as identifying subtle patterns without fatigue(c). Moreover, the use of AI reduces the potential for 

observer bias and ensures more objective data driven behavior classification. Pose estimation, a subset 

of artificial intelligence offers particular potential for behavior analysis and is the focus of the machine 

learning component of this study. Pose estimation is the process of estimating animal poses from 

imagery using computer vision.  

This document seeks to provide an overview of using pose estimation for analyzing marine animal 

behavior from drone video, laying out advantages of using both technologies as well as providing best 

practices to researchers new to pose estimation or machine learning in general. Knowledge of Python is 

recommended but not at all required to start. 

Drones 

Unmanned aerial systems (UAS), or drones have become an increasingly common solution for gathering 

observations of marine animals(a,d,k,t,v,y,cc) and offer multiple key advantages over other technologies:  

1. Accessibility: Drones offer significant cost saving over full-size aircraft surveys with a total drone 

package (includes aircraft, controller, batteries, charger and data transfer cables) available for 

under $2,100 USD in 2023(z). Although we recommend learning from experienced operators 

and incorporated rigorous safety protocols into operations, a researcher could begin using a 

drone with very little training and a part 107 small unmanned aerial systems (sUAS) certification. 

The part 107 allows for commercial operation of drones under 55 pounds and requires a 

knowledge test but no practical(ee). Additional certificates may be necessary depending on 

location and operations type so always check with local regulations and any other entities that 



could interact with operations. In North Carolina the minimum is a Department of 

Transportation Permit which involves a short test and can be completed in a day(dd). 

2. Resolution: Drones offer high spatial and temporal resolution aerial imagery without the cost 

and infrastructure restraints of full-size aircraft. Accessible drones appropriate for new 

operators can come with 20-megapixel 5k cameras which achieve sub cm resolution at 35m(z). 

Larger aircraft still operatable with a Part 107 sUAS license can achieve sub cm resolution at 

110m(aa,bb). 

3. Versatility: Drones are easily equipped with diverse sensor packages such as RGB, thermal, 

multispectral, hyperspectral and LiDAR. Drones can be launched and recovered by hand off 

terrain such as beaches or marshes as well as off watercraft of all sizes. 

4. Perspective: Given that drones can move precisely and are operated remotely, they can provide 

diverse perspectives on subjects. For example, a drone can easily circle around a group of 

mating animals to capture behavior from different perspectives in real time as well as moving to 

avoid observations becoming obscured.  

5. Minimizing disturbance: Using an airborne drone can greatly reduce environmental disturbance 

compared to other observation methods. With animals such as sharks, where behavioral 

observations have previously been reliant on tagging, underwater diver surveys and baited 

stationary camera surveys, movement towards aerial surveys minimizes disturbance from 

having gear in the water as well as baiting(a). Users should still be cognizant of disturbance as 

certain taxa such as seabirds are sensitive to drones which may resemble predators(ii). 

Responses will likely vary depending on local, past exposure and species so operations should be 

planned around disturbance on a case-by-case basis(t,jj). 

It should be noted that in their current state to our knowledge, drones cannot act as a total replacement 

to other data collection methods and act more so as a jack of all trades for surface and near-surface 

observations. 

Pose Estimation and Deep Learning 
Pose estimation is a computer vision task that focuses on identifying and predicting the positions and 

orientations of nodes on objects or people within an image or video. This process typically involves 

training deep learning models to accurately estimate the position of these nodes such as body joints or 

facial landmarks, thus enabling a subject to be tracked in detail across imagery including specifics about 

the movement of different body parts relative to each other.  



Deep learning models, specifically convolutional neural networks (CNNs), have become a predominant 

method for pose estimation tasks(q,b,r). These models are trained using large datasets of labeled images 

or videos, where nodes are annotated in imagery(b). The model then learns to recognize patterns and 

features that help them predict the locations of key points on previously unseen images or videos(m). As 

a subfield of machine learning, deep learning specifically stands out in a number of facets:(m) 

1. Model Architecture: Conventional machine learning algorithms, such as linear regression, 

decision trees, or support vector machines, rely on relatively simple, pre-defined architectures. 

In contrast, deep learning models are based on artificial neural networks with multiple layers 

(hence "deep") that enable the automatic extraction of complex features and representations 

from the input data. 

2. Feature Engineering: In conventional machine learning, domain experts often need to manually 

design and select features (i.e., characteristics or attributes of the data) that are relevant to the 

task. Deep learning models, however, are capable of automatically learning and extracting 

hierarchical features from raw data without explicit feature engineering, making them more 

adaptable to a variety of tasks. 

3. Data Requirements: Deep learning models typically require large amounts of labeled data to 

achieve optimal performance, as they learn complex feature representations directly from the 

data. Conventional machine learning algorithms can often perform well with smaller datasets, as 

they rely on hand-crafted features and simpler model architectures. 

4. Computational Resources: Due to their deep architectures and large number of parameters, 

deep learning models generally demand more computational resources (e.g., GPUs, TPUs) and 

longer training times compared to conventional machine learning algorithms. Conversely, 

conventional machine learning models can be trained more quickly and with fewer resources. 

GPU limitations was a limitation factor for training in this project and is touched on in methods. 

5. Interpretability: Conventional machine learning models, such as decision trees or linear 

regression, tend to be more interpretable and easier to understand, as they rely on simple 

mathematical or logical relationships between variables. Deep learning models, with their 

complex architectures and numerous parameters, are often considered "black boxes," as it can 

be challenging to interpret how they make predictions or decisions. 

6. Applicability: Deep learning models have demonstrated exceptional performance in tasks 

involving unstructured data, such as image recognition, natural language processing, and speech 



recognition. Conventional machine learning algorithms are often better suited for structured 

data and tasks, such as tabular data, time series analysis, or anomaly detection. 

 

Figure a. Machine learning versus deep learning architecture. Note that feature extraction is done by the deep learning model 
versus manually defined. Adapted from Lawtomated(n) 

SLEAP ai 
A deep learning driven pose estimation solution which we propose as a robust tool for marine animal 

behavior analysis is Social LEAP Estimates Animal Poses (SLEAP). This is an open-source pose estimation 

framework which builds upon LEAP (LEAP estimates animal pose), a pose estimation method designed to 

analyze animal poses(w). SLEAP expands upon LEAP by optimizing the initial software as well as adding a 

tracking algorithm which is designed to handle multi-animal pose estimation in crowded and complex 

social environments compared to other tools which are only meant to handle single animal poses(b). 

SLEAP uses a combination of supervised and active learning. Supervised learning is a training technique 

where a model learns to make predictions based on a labelled dataset. In the context of SLEAP this 

entails labelling the location and pose of animals in frame and the algorithm taking this and building 

pattern recognition to do its own pose estimation based on examples given. The algorithm can return its 

own estimates after a round of training which can be corrected and used in the future. The active 

learning components refers to SLEAP returning it’s own predictions at the end of a training session, 

which can be corrected if desired during the validation stage and then used for future training. 

SLEAP offers three model types for pose estimation(f): 

1. Top-down: A top-down model works in two sub-models, a centroid model and a centered instance 

model. The centroid model identifies all instances in frame and the centered instance model labels 

instances by building out user-defined skeletons. 



2. Bottom-up: A bottom-up model identifies and labels all nodes in frame and then groups them into 

new labelled instances. This model type has the advantage of only passing through the neural 

network one time(b). At low track numbers they are less efficient than top-down models with 

comparable configuration, but the single pass-through handling all data scales with the number of 

tracks meaning that as tracks increase bottom-up models overtake top-down models in 

effectiveness(b). 

3. Single animal: This model is the least computationally intense as it excludes a tracking algorithm and 

related architecture. It is appropriate only for single-track analysis and trains faster than other 

model types. 

Top-down models were used for this project which is expanded upon in Methods however bottom-up 

models are worth touching on as they may be more appropriate for different data types. Mainly imagery 

with high numbers of animals (>4) in frame simultaneously. 4 tracks is when I noticed top-down models 

started to have issues but more investigation into this is recommended. 

 Figure 2. Pilot whale group with labelled instances. By Annie Harshbarger. UAS image collected under NOAA 
Permit #22156 (issued to Douglas P. Nowacek)(s). With 8 tracks in frame this type of imagery may be more 
appropriate for a bottom-up model. 



Methods 

Data Collection 
Video footage was captured using a DJI Phantom 4 Pro drone equipped with the stock 20-megapixel 1 

inch CMOS sensor. To improve altitude measurement accuracy, a drone fitted with a custom laser 

altimeter was used for some flights. A total of 31 flights between August 20th and October 19th 2022 

were conducted around Pivers Island in Beaufort North Carolina, launching either from Island at the 

Duke University Marine Lab (DUML) or a small boat. Flights were conducted at altitudes ranging from 15 

to 30 meters. Most flights were conducted along Bird Shoal, which runs the southern edge of the Rachel 

Carson Reserve off the central North Carolina Coast(oo). We collected video for this project specifically, 

but we also used footage from a past project in our lab by Alexandra DiGiacomo(k). This allowed for a 

more diverse dataset to be used for AI training.  The dedicated missions were flown over a baited 

underwater video platform (BRUV), which held bait to attract sharks as well as a 1m2 ground control 

point (GCP) which we positioned as close to the surface as possible. This acted as a point of know 

locations and size that was easy to identify for keeping a consistent location across multiple flights. The 

BRUV was constructed using PVC to form a reinforced box, and a threaded joint was run along the center 

to screw the GCP onto. All horizontal PVC segments had small holes drilled on top and bottom for filling 

and drainage. A GoPro Hero 3 was tied down on the front looking down at a neck piece which extended 

out from the main structure. A bait box made of a plastic mesh was attached at the end of the neck and 

had reusable zip-ties for sealing. The BRUV was weighed down by two 5-pound diving weights, one tied 

down on each of the lower back corners. This was required to make it negatively buoyant and heavy 

enough that the current would not move it, as well as balancing when the bait-box was full. This design 

held up well through many deployments and being bumped around during transport and recovery. 

Figure c. Baited Remote Underwater Video Platform 



During deployments lines were attached to the top corners as well as the top of the neck for safe raising 

and lowering. These lines met after approximately 3 meters to a tagline. The tagline ran 8 meters and 

had a float on the end which was used for finding the BRUV as well as gently pulling while submerged to 

setup for hoisting. 

Date Location Pilot Mission Aircraft Sensor 

8/20/2022 Pivers Island David 
Poling 

BRUV 
Observation 001 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/20/2022 Pivers Island David 
Poling 

BRUV 
Observation 002 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/20/2022 Pivers Island David 
Poling 

BRUV 
Observation 003 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/20/2022 Pivers Island David 
Poling 

BRUV 
Observation 004 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/22/2022 Rachel Carson 
Reserve/Bird Shoal 

David 
Poling 

RCR Survey 001 DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/22/2022 Rachel Carson 
Reserve/Bird Shoal 

David 
Poling 

RCR Survey 001 DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/22/2022 Rachel Carson 
Reserve/Bird Shoal 

David 
Poling 

RCR Survey 001 DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/23/2022 Harlowe Creek David 
Poling 

BRUV 
Observation 005 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/23/2022 Harlowe Creek David 
Poling 

BRUV 
Observation 006 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/23/2022 Harlowe Creek David 
Poling 

BRUV 
Observation 007 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/23/2022 Harlowe Creek David 
Poling 

BRUV 
Observation 008 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

8/23/2022 Harlowe Creek David 
Poling 

BRUV 
Observation 009 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/2/2022 Rachel Carson 
Reserve/Bird Shoal 

Cristiana 
Falvo 

Shark 
Observations 

DJI Phantom 4 
Advanced 

20-megapixel 1’’ 
CMOS 

Figure d. BRUV submerged with tagline and float pulled behind by current. We observed that the float stayed relatively 
stationary after the current pulled out all the line and did not disturb animals. 



9/2/2022 Rachel Carson 
Reserve/Bird Shoal 

Cristiana 
Falvo 

Shark 
Observations 

DJI Phantom 4 
Advanced 

20-megapixel 1’’ 
CMOS 

9/16/2022 Bird Shoal David 
Poling 

BRUV 
Observation 010 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/16/2022 Bird Shoal David 
Poling 

BRUV 
Observation 011 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/16/2022 Bird Shoal David 
Poling 

BRUV 
Observation 012 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/16/2022 Bird Shoal David 
Poling 

BRUV 
Observation 013 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/21/2022 Bird Shoal David 
Poling 

BRUV 
Observation 014 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/21/2022 Bird Shoal David 
Poling 

BRUV 
Observation 015 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/21/2022 Bird Shoal David 
Poling 

BRUV 
Observation 016 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

9/21/2022 Bird Shoal David 
Poling 

BRUV 
Observation 017 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/7/2022 Bird Shoal David 
Poling 

BRUV 
Observation 018 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/7/2022 Bird Shoal David 
Poling 

BRUV 
Observation 019 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/7/2022 Bird Shoal David 
Poling 

BRUV 
Observation 020 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/7/2022 Bird Shoal David 
Poling 

BRUV 
Observation 021 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/19/2022 Bird Shoal David 
Poling 

BRUV 
Observation 022 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/19/2022 Bird Shoal David 
Poling 

BRUV 
Observation 023 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/19/2022 Bird Shoal David 
Poling 

BRUV 
Observation 024 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

10/19/2022 Bird Shoal David 
Poling 

BRUV 
Observation 025 

DJI Phantom 4 Pro 20-megapixel 1’’ 
CMOS 

Table 1. Log of 2022 field season flights. 

Turbidity at the Pivers Island and Harlowe Creek BRUV deployments meant that no imagery from those 

missions was appropriate from training. This was likely due to sediment transport out the Newport and 

North River mouths near sampling sites(oo). Clips showing relatively clear imagery of sharks were 

extracted from bird shoal flights. Clips were also used from imagery taken during DiGiacomo et al. (k) 

which were transects flown along Bird Shoal instead of stationary observations like those above the 

BRUV. 

Date Location Pilot Aircraft Sensor 

7/30/2019 Bird Shoal Alexandra DiGiacomo DJI Phantom 4 Advanced 20-megapixel 1’’ CMOS 

8/5/2019 Bird Shoal Justin Ridge, PhD DJI Mavic Pro 12.35-megapixel 1/2.3” (CMOS) 

Table 2. Flights from data collected during DiGiacomo et al. 

 



Setting Up SLEAP 
To setup SLEAP we used the workflow found on their website: https://sleap.ai/. This study does not 

reiterate the workflow in its entirety but will highlight the parts we found most important during the 

project as well as presenting findings in relevant sections. SLEAP was always ran in a dedicated python 

environment per the developer’s recommendation, and all analysis was done in a separate environment. 

The SLEAP developers provide an intuitive graphical user interface (GUI) to work in so intimate coding 

knowledge is not required to get started. For this study the top-down model was favored, but further 

work may be done with bottom-up models so they should not be discarded completely. Skeletons are 

defined by users by creating nodes for body parts to be tracked and then defining how they are 

connected. 

Figure f.  

Skeleton Design 
When designing skeletons, we prioritized nodes on distinct features such as pectoral fins around the 

perimeter of the animal. SLEAP also recommends creating an anchor part; a node in a consistent, 

relatively central position on an animal. This is used by the top-down model as a point to grab onto 

instances. We used a dorsal node centered laterally and slightly forward between the tip of the pectoral 

fins. A node was not designated for the dorsal fin specifically due to limited visibility in imagery. 

Skeletons were also built for cownose stingrays (Rhinoptera bonasus) which were filmed 

opportunistically when a few large groups were encountered during BRUV observations. As it could be 

valuable to get a baseline of how easy it is to train SLEAP on stingrays, a few good clips of their 

movement were set aside. 

 

Figure 5. "In top-down mode for multiple animals, a network first finds each animal and then a separate network estimates the 
pose of each found animal:" (b) 

https://sleap.ai/


Table 3 Instance Skeletons. Skeletons are built inside the SLEAP GUI. What nodes are used are up to the user’s discretion. We 
recommend at least 1 centralized node to act as an ‘anchor part’ when training multi-animal top-down models. 

Animal Type Number of Nodes Node List Image 

Shark 3 Head, dorsal, tail 

 
Shark 5 Head, dorsal, right 

pectoral, left 
pectoral, tail 

 
Ray 4 Nose, pelvis, right 

pectoral, left 
pectoral 

 
Ray 5 Nose, pelvis, right 

pectoral, left 
pectoral, tail 

 

 

Model Training 

Labelling 
For initial training I randomly sampled 20 frames from a video and overlaid instances. Here ‘instance’ 

refers to a skeleton laid out over a suspected or user labeled individual. For training footage with 

multiple animals, it was made sure that skeletons were added to all individuals across frames. Models 

were trained either on local machines or on Google Colab. SLEAP’s GUI is intuitive for new users of 

machine learning, and the developers provide open source Colab code and clear instructions on how to 

move data between the two(g). There are options for doing inference as well in Colab, but we opted to 

only train in Colab as inference never encountered processing issues on local machines. Even when 

training was run in Colab, it was still setup in the SLEAP GUI. SLEAP allows for users to setup training in 

the GUI and then export a ‘training package,’ which is uploaded to Colab and all training parameters(g).  



For initial training I randomly sampled 20 frames from a video and overlaid instances. Here ‘instance’ 

refers to a skeleton laid out over a suspected or user labeled individual like shown in figure b.  

Hyperparameters 

Receptive Field Size 

Receptive field size refers to the size of the region of the input space, in this case imagery, that the neural 

network is sensitive to, or the portion of the input space the network ‘sees’ at once while scanning an 

input(h). Larger receptive field size allows SLEAP to capture complex high-level features in imagery and 

was used for the centroid model: the first model in the top-down workflow which identifies individual 

animals. A smaller receptive field size, which allows for the capture of more fine detail was used for the 

centered instance model, which builds skeletons around defined animals. 

Rotational Augmentation 

In rotational augmentation, the input images are artificially augmented by applying various rotation 

transformations. The idea is to create a more diverse and robust training dataset by exposing the model 

to different orientations of the same pose. This helps the model generalize better to real-world 

scenarios, where the orientation of poses in images may vary significantly. Given our animals could be at 

any heading relative to the drone during observation, the maximum and minimum rotation angles were 

set to 180 and -180 degrees respectively. Careful consideration should be taken when setting this 

parameter though to avoid overfitting in cases where most observations will be in a narrower range of 

angles. For example, imagery taken from alongside animals may be subject to less variation in field of 

view orientation than imagery taken from the above (i.e. when filming from a boat is it unlikely that 

video will intentionally be filmed with the camera upside down, while a drone may yaw and encounter 

an animal at any combination of headings). This should be accounted for when training a model on that 

type of imagery as training for orientations the model will never see can reduce a model’s ability to 

process real observations as well as taking up unnecessary time and computing power in training. 

Batch Size and Epochs 

Batch size and epoch numbers control how many samples are used for training. Batch size refers to the 

number of samples used for each weight update during a model’s training. Increasing batch size 

generally speeds up training and increases sharpness but decreases the ability of models to 

generalize(oo). Batch size will generally also scale positively with memory usage and negatively with GPU 

usage. This meant that decreasing batch size would sometimes enable training on local machines. 



Epochs refer to the number of times the entire dataset (i.e. all videos used for a given training) is passed 

through the neural network during training.  

Training in Google Colab 

One of the only errors consistently encountered during training was: 

tensorflow.python.framework.errors_impl.ResourceExhaustedError:  OOM when allocating tensor. This 

refers to the software requesting more than the total available GPU power on the computer. 

Processor AMD Ryzen Threadripper 3960X 24-Core 
Processor 3.79 GHz 

Installed RAM 128GB usable 
System type 64-bit operating system, x64-based processor 
Windows Edition Windows 10 Enterprise 
Version 21H2 
OS build 19044.2846 
Experience Windows Feature Experience Pack 

120.2212.4190.0 
Table 4. Local machine specifications used for model-building and training outside of Colab. 

To avoid GPU errors without compromising model robustness much of the training was done on a 

training script in Google Colab(g). Google Colaboratory (Colab) is a browser-based Python service which 

allows users to run code in the cloud(u). With the free plan it can be left for up to 90 minutes without 

waking the browser tab. With a premium subscription it can be left for up to 24 hours, which would 

cover our longest trainings(l). Premium subscriptions also come with access to more GPU power which 

when used eliminated resource exhaustion errors. This was found to be invaluable as trainings could take 

>6 hours, during which much or all of a local machine’s power would be occupied by the training process 

otherwise.  

Figure g. 2 predictions of a 3-node shark skeleton on the same video. Note the off-center nose node and missed tail 
node on the left versus ideal node positions on the right. Models should be trained until instances across all frames 
reach acceptable accuracy. 



Validation 

Once training is completed model predictions should be validated and corrected for future training. 

Predictions will only count towards future training if manually corrected by a user. With shark skeletons 

we observed By far the most common node misplacement or exclusion was with the ‘tail’ node at the tip 

of the animal’s tail. This is hypothesized to happen for two reasons: First, the tail moves most 

dramatically relative to the other nodes, so there is the most variation in edge geometry in that region. 

Second, the tail experiences the most variation in visibility across frames and may not be caught even by 

a well-trained model. One philosophy to handle this is to place nodes for training on where the user 

predicts the tail to be even if it is not visible. This reinforces general geometry in training but will cause 

the neural network to associate the node with background pixels causing ghost instances to appear 

during validation and inference. Instead, we opted to exclude nodes from labelled instances when their 

associated feature was not sufficiently visible. This can be done by right clicking on a node while editing a 

labelled instance. When nodes are commonly not visible, more samples are required to get equivalent 

training to visible ones. Excluding nodes should also be considered if they are consistently not visible. 

Interpolation was conducted later on some outputs to fill in gaps.                                                                                                                                                                                                                                                                                              

Data Export and Inference 

For our analysis and as a template for translational code we used HD5F (.h5) files which can be created 

via the SLEAP GUI and then loaded into Python or MATLAB. The file contains information on node 

locations in x,y pixel coordinates for each node part of a tracked instance, as well as their respective 

confidence scores and other relevant metadata.  

Processing Drone Video 
When studying an animal’s behavior, it is sometimes necessary to move a drone to keep them in frame.                                                                                                   

This has been observed in our lab with sharks and extended observations of pilot whales, where a pilot 

will have to move the drone to follow a moving group while staying low enough to get imagery with an 

acceptable resolution. The ability to take this kind of footage is a perk of using drones, but SLEAP is not 

designed for processing data that was taken on a moving camera (no mention this, or terms ‘drone,’ 

‘aerial,’ ‘unmanned’ in main publication)(b), and to my knowledge no robust methods exist to 

compensate for this. An example of this issue can be seen when the aircraft is travelling along an 

identical vector to an animal in frame below. Even though to human observation it is obvious in the 

video that both are moving, the animal will appear stationary in frame, and SLEAP will interpret it as 

such. 



Figure b. Even though to an observer it is obvious that the shark has moved from the left side of the island (point a) to the right 
side (point b) since the drone and shark have moved along the exact same vector, the shark appears relatively stationary in video 
the whole time. 

To allow for the drone’s movement to be compensated for properly, two main solutions were 

investigated. These are labeled as ‘Translational Scripts’ and were built in Python. My work on both is 

documented here, but the second was found to be more robust and the code will be published as its 

own publication once it reaches an acceptable quality for distribution. 

Translational Script 1: Vector Addition  
The first method investigated was vector addition. The initial thinking was that the movement of the 

drone between frames could be added to the movement of nodes in frame between frames. This was 

done by first calculating GSD through the equations found here: https://www.propelleraero.com/gsd-

calculator/. Ground sampling distance takes sensor parameters and altitude to calculate the dimensions 

of pixels on the ground. At 15m flight height, the GSD of the Phantoms RGB camera was 0.41cm/pixel. 

The script then loops through the node coordinates and the drone’s flight log and converts distance 

changes in latitude and longitude on the flight log to changes in pixels using the GSD. The script then 

takes changes in movements and heading of the aircraft and adds or subtracts this to the inferred 

movement in SLEAP to correct for a moving drone. Rotation of the aircraft presented a unique challenge 

https://www.propelleraero.com/gsd-calculator/
https://www.propelleraero.com/gsd-calculator/


as unless a node remained perfectly centered in frame while the aircraft rotated it would not only 

change orientation but also be offset from its original position. This was corrected by rotating all nodes 

around an origin, the center of the frame. This origin is based on the resolution of the video, so it needs 

to be manually entered by a user. 

 

Figure h. Camera rotation shifts an animal’s position rotationally and on the xy plane. m,n refer to the x,y coordinates of the 
origin, which varies by image resolution. 

 

Translational Script 2: Matrix xyz etc.. 
This translation method used the known position and orientation of the (drone’s) camera above the 

ground and calculates the real-world location of pixels in a frame. This works by inverting a standard 

coordinate conversion method below. This technique was initially developed for 3D modelling as a  

 

Equation 1. Coordinate conversion matrices 

way to take 3D world coordinates and plot where they would be on screen as a function of the position 

of a virtual camera. In this method we take the inverse of this workflow moving from 2D screen 

coordinates to 3D world coordinates. The key components here are the intrinsic and extrinsic matrices. 

The intrinsic camera matrix, also known as the camera calibration matrix or internal camera parameters, 

describes the camera's internal characteristics such as focal length, optical center, and lens distortion. 

The intrinsic camera matrix (K) is usually represented as a 3x3 matrix. The extrinsic camera matrix, also 

 

Parameter Equation 

𝑑𝑒𝑔𝑟𝑒𝑒𝑠 𝑜𝑓 𝑟𝑜𝑡𝑎𝑡𝑖𝑜𝑛(𝑟) − ℎ𝑒𝑎𝑑𝑖𝑛𝑔1 −  ℎ𝑒𝑎𝑑𝑖𝑛𝑔0 ∗ 𝜋/180 

𝑥1 cos 𝑟  𝑥 − 𝑚 +  𝑦 − 𝑛 sin 𝑟 + 𝑚 

𝑦1 − sin 𝑟  𝑥 − 𝑚 +  y − n cos r + n 

 

𝑠  
𝑢
𝑣
1
 =  

𝑓𝑥 0 𝑐𝑥

0 𝑓𝑦 𝑐𝑦

0 0 1

  

𝑟11 𝑟12 𝑟13 𝑡1

𝑟21 𝑟22 𝑟23 𝑡2

𝑟31 𝑟32 𝑟33 𝑡3

  

𝑋
𝑌
𝑍
1

  

 

 

2D Image 

Coordinates 

Intrinsic properties (K) 

(optical center, 

scaling) 

Extrinsic properties 

(R]t) (camera rotation 

and translation) 

3D world 

coordinates 



known as the external camera parameters, describes the position and orientation of the camera relative 

to the world coordinate system. The extrinsic camera matrix is typically represented as a 3x4 matrix [R | 

t] which is a combination of a 3x3 rotation matrix (R) and a 3x1 translation vector (t). In this case the 

position is calculated on a UTM coordinate system in meters, and gimbal orientation data from the 

drone’s flight log is used for rotation.  

The intrinsic camera properties should be calculated for an individual user’s sensor. This was done in 

MATLAB using the Single Camera Calibrator App(o). The app can be installed through the MATLAB ‘APPS’ 

tab and is straightforward to use, only requiring the user to take pictures of a checkerboard from various 

perspectives, enter some basic data about the board and then run the calibration through a GUI. 

Once all camera properties are set, we can then take a known location of the camera relative to the 

ground, which is assumed to be a flat plane at 0 altitude (may need to be corrected based on launch 

height) and correct each node coordinate by the position and orientation of the camera at that time 

step. The corrected node locations can either be set relative to a 0-point origin which is set at the first 

lat/lon in the flight log or absolute positions based on the coordinate system used. Interpolation may be 

necessary as timing of flight log entries will usually not line up with entry timings of node positions (e.g. 

1 flight log entry per 100ms and 1 node position entry per frame of video). Once the node coordinates 

are corrected a new array is returned identical in format to the original exported with the HD5F.  

Figure i. As the drone flies overhead, a stationary shark is interpreted as staying at the same point by finding the world 
coordinates of nodes, even though it appears moving in frame. 



 

 

Analysis 
The SLEAP .h5 output can be easily loaded into Python or MATLAB for analysis using the h5py 

package(kk) and export code provided by the developers(j). Going into this project I had limited Python 

experience but found this and other code acted as a good base for learning and by the end I was 

producing novel scripts with a decent amount of confidence. At least some coding experience is still 

recommended but it is workable at most experience levels. 

One of the advantages of pose estimation in analysis is data driven behavior classification. Any model 

may provide some bias on its own, but qualitative outputs are only a product of numbers, commonly 

node velocities or positions and look for no confirmation bias and experience no fatigue, the latter being 

a reason why computer vision has seen applications in counting large animal colonies and 

photogrammetry. As models will rarely label every node for every frame on clips (i.e. missing tail nodes 

as they fluctuate in visibility) filling in gaps is necessary, but this can be done using interpolation or 

manually labelling missed frames if appropriate. 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The ability to numerically tease out behaviors is another advantage of using pose estimation. Node 

locations can be plotted to show movement, velocity changes etc. by track allowing for interactions 

between specific individuals to be analyzed. Figure i shows statistical clustering of the node velocities of 

two sharks swimming together in frame from video taken off Bird Shoal. The shading in the top graphs 

for each individual represents node velocities, with darker bands representing higher velocities. It can be 

observed that the tail node shows a rhythmic relatively high velocity movement synced between two 

individuals. This synchronized movement was validated in video, and the ethograms (lower graphs) can 

be used to extract those behaviors and compare.  

Figure j. Clustering and ethogram pairs for two different sharks in the same clip. 

 



As drones provide geographic location data of their position, a drone’s location can also be used to plot 

out the geographic location of subjects as they move around. With a technique like the Matrix-based 

translational scripts where node locations themselves are given as coordinates they can be converted 

into point features, for example with Python packages such as Geopy and ArcPy and loaded into GIS 

software.  

Conclusions 
SLEAP presents a novel solution for marine animal behavior analysis as it provides an open-source pose 

estimation tool with built in tracking as well as a GUI which makes it accessible to users with limited 

knowledge of machine learning(b). Analytical code provided by the developers can act as a jumping off 

point for new researchers and provides chunks such as data loading and formatting code to kick start 

more advanced analysis(x).  

Adapting SLEAP for use with drones is viable but caveats must be considered. Training data during 

SLEAP’s development was intentionally high contrast which makes it easier for the neural network to 

differentiate nodes from background pixels(b). While studying animals in their natural habitat, we are 

not always afforded the luxuries of working in a lab, but individual camera settings and filters to increase 

sharpness and contrast of subjects has been shown to increase detections in other computer vision 

applications(ll,mm). 

Future development of this SLEAP application should focus on fine-tuning model performance and 

training models with diverse skeletons. I recommend this include building bottom-up models if there is 

imagery of larger groups (tracks >4) to be processed and doing performance comparisons at track 

numbers near the >4 threshold. With appropriate computing hardware the ability to test parameters 

such as high batch size samples would be valuable in gaining a better understanding of model 

generalization which could help training on well camouflaged subjects which can be more easily 

confused with background pixels. 

With the rise of available artificial intelligence resources, the goal for most users should not be to 

understand all their inner workings but rather their limitations and how they can best be combined to 

facilitate effective research and benefits for society and the environment. I hope that this project can be 

a helpful reference for future SLEAP users and foster further work in applying pose estimation in marine 

science. 
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