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Abstract

This thesis presents Bayesian hierarchical models that are designed to tackle challenges

and accommodate insights from environmental applications. In many environmental ap-

plications, we often face high-dimensional and/or large functional data with complex de-

pendence structure. It is of fundamental interest to build an interpretable statistical model

that appropriately characterizes the complex dependence and generates accurate predic-

tions. First, Bayesian matrix completion (BMC) is developed to fill missing elements in a

large but sparse binary matrix of bioactivity across thousands of chemicals and assay end-

points. Sparsity is a well-known problem in toxicology data because it is not feasible to

test all possible combinations of chemicals and assay endpoints even with highly advanced

technology. BMC tackles this sparsity through Bayesian hierarchical framework and si-

multaneously models heteroscedastic errors and a nonparametric mean function with com-

mon latent factors to suggest a more interpretable and broader definition of activity. Real

application identifies chemicals most likely active for human disease outcomes. Next, Bar-

rier Overlap-Removal Acyclic directed graph Gaussian Process (BORA-GP) is proposed,

which is a class of scalable nonstationary Gaussian processes (GPs) that can handle com-

plex geometries of domains. Spatial distribution of measurements that are observed only

in some constrained domains can be significantly impacted by physical barriers in the do-

mains. Typical spatial GP models are inappropriate in this case because they may lead

to incorrect smoothing over the barriers. BORA-GP constructs sparse directed acyclic

graphs (DAGs) with neighbors conforming to barriers, enabling characterization of phys-

ically sensible dependence in constrained domains. We apply BORA-GP to predict sea

surface salinity (SSS) in the Arctic Ocean. Finally, we propose another class of non-

stationary processes that characterize varying directional associations in space and time

for point-referenced data. Our construction places a prior over possible directional edges
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within sparse DAGs, accounting for uncertainty in directional correlation patterns across

a domain. The resulting Bag of DAGs processes (BAGs) lead to interpretable nonstation-

arity and scalability for large data due to sparsity of DAGs. We analyze spatiotemporal

movement of fine particulate matter in California using BAGs in which a directed edge

represents a prevailing wind direction causing some associated covariance in the particu-

late matters.
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Chapter 1

Introduction

We have a particular interest in high-dimensional and/or large functional data with complex

dependence structure and model them in Bayesian hierarchical framework [data j process, param-

eters][process j parameters][parameters]. In this chapter, we establish basic building blocks for

models proposed in the remainder of this thesis. We first summarize functional data analysis. We

then describe complex variance-covariance structure due to heteroscedasticity and nonstationarity.

Next, we present Vecchia-type approximation and dimension reduction methods via factor analysis

to handle large and high-dimensional data, respectively. Finally, we provide an outline of the thesis,

connecting models in subsequent chapters with abovementioned building blocks.

1.1 Functional Data Analysis

Suppose one observes fy1; : : : ; yng as a noisy realization of a function f : D ! R at inputs

fl1; : : : ; lng in a domain D � Rd. A typical regression model assumes

yi = f(li) + �i (1.1)

for i = 1; : : : ; nwhere the error �i identically and independently (IID) followsN(0; �2). This thesis

utilizes two common ways of approximating the unknown function f , namely B-splines when d = 1

and GPs when d � 2. The practicality of B-splines lies in the fact that all possible spline functions

can be expressed as a linear combination of B-splines (Prautzsch et al., 2002), which transforms a

problem of curve fitting into an easier problem of estimating coefficients of a B-spline basis matrix.

Alternatively, we can put a GP prior on f such that f(�) � GP (�(�); C(�; �)). The GP is fully

specified by its mean function �(�) : D ! R and its covariance function or kernelC(�; �) : D�D !

R that specifies associations across inputs inD. Then, a realization of f(�) at any finite set of inputs

follows a multivariate Gaussian distribution with a mean vector whose ith element is �(li) and

a covariance matrix whose (i; j) element is C(li; lj) = cov(f(li); f(lj)). Any positive definite
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function can be chosen for a covariance function, and C(�; �) is commonly assumed to involve a

certain smoothness parameter. The basic idea is that if inputs are located close to each other then

their output must be similar as well.

Customarily, �(�) is assumed zero at all inputs, and C(�; �) is assumed stationary and isotropic.

Stationarity means that the covariance between two inputs l and l+ h is determined by the separa-

tion vector h, i.e. C(l; l+h) = C(h), and isotropy further assumes that the covariance depends on

the separation vector only through its length khk, i.e.,C(l; l+h) = C(khk) (Banerjee et al., 2014).

One caveat when handling spatiotemporal inputs l = (s; t) is that one may not treat time t as an-

other coordinate. A stationary and isotropic covariance between (si; ti) and (sj ; tj) that is sensible

in this case should depend on a vector of distance (ksi� sjk; jti� tj j), not on k(si; ti)� (sj ; tj)k.

1.2 Complex Variance-Covariance Structure

In some applications, the constant variance assumption for the errors �i
iid� N(0; �2) in the model

(1.1) might be violated, suggesting heteroscedasticity. Then letting �i � N(0; �2
i ) helps to obtain

more accurate standard errors of unknown parameters, more efficient estimator for f , and more

realistic prediction intervals (Chan et al., 2006). In particular, the variance of the errors may be a

function of covariates. A general model can be assumed on log �2
i such that log �2

i = h(xi) with a

list of covariates xi of the ith observation and some function h (often, h(xi) = xTi �) (Leslie et al.,

2007).

Regarding associations between inputs specified by covariance functions in GPs, the isotropic

assumption is rarely true in practice, and the stationarity assumption may be too restrictive in

some cases. One may construct nonstationary covariance functions, merely assuming C(li; lj) =

cov(f(li); f(lj)) = C(lj ; li), via deformation (Sampson and Guttorp, 1992), convolutions of ker-

nels (Higdon, 1998, 2002; Paciorek and Schervish, 2004, 2006), and basis functions (Cressie and

Johannesson, 2008). Extensions of the aforementioned approaches have been proposed to include

spatially- and/or temporally-varying covariates into the covariance structure (Calder, 2008; Schmidt

et al., 2011; Neto et al., 2014).

2



1.3 Large and High-dimensional Data

Consider the model (1.1) with a GP prior on f(�). Let fi = f(si). When the number of observa-

tions n is large, evaluating the joint density of f = (f1; : : : ; fn)T is computationally burdensome

due to the computation of the inverse and the determinant of its n � n covariance matrix, which

are O(n3) operations. These operations are too expensive even for moderately large n � 50; 000

(Datta et al., 2016b). There is a large literature (Stein et al., 2004; Rue and Held, 2005; Eidsvik

et al., 2014) to ease computational burden by introducing sparsity in a precision matrix, among

which we focus on likelihood approximation methods based on products of lower-dimensional con-

ditional distributions in this thesis. Observing p(f) is equivalent to p(f1)
Qn
i=2 p(fi j f1; : : : ; fi�1)

in some ordering, Vecchia (1988) approximates the joint density by a product of conditional den-

sities in which a conditioning set for each fi is a smaller subset of previous observations, i.e.,

p(f) � p(f1)
Qn
i=2 p(fi j f[i]), f[i] � ff1; : : : ; fi�1g. This Vecchia approximation assumes

conditional independence between fi and the elements removed from its original conditioning set,

resulting in a sparse precision matrix. This conditional independence can be easily encoded in a

directed acyclic graph (DAG), and well-structured sparsity-inducing DAGs reduce computational

complexity, potentially even to order n.

Consider data fy1; : : : ;yn j yi 2 Rpg with large p. A very high-dimensional data space may

increase computational burden, lead to poor prediction due to overfitting, and obscure meaningful

interpretations in inference, and thus requires dimension reduction. Factor analysis, a model-based

version of principal component analysis, achieves dimension reduction by explaining dependence

in the high-dimensional data space through much fewer number of latent factors. The traditional

factor model is yi = ��i + �i for i = 1; : : : ; n with �i � N(0;	) where 	 is a diagonal matrix

(Harman and Harman, 1976). In the Bayesian factor analysis, the latent factor �i is assumed to

follow N(0; Ik) a priori, leading to yi � N(0;��T + 	). The p � k matrix � is the factor

loading matrix that links latent factors to observations, and the dimension is reduced from p to

k(� p). The structured variability ��T in yi is driven by the latent factor �i. The extension to

a generalized factor model for binary or count data is straightforward: g(E(yi)) = ��i + �i with

some appropriate link function g.

3



1.4 Thesis Outline

In Chapter 2, we develop Bayesian matrix completion (BMC) to fill missing elements in a binary

matrix of bioactivity across chemicals and assay endpoints. Since we observe functional data of

response in assay endpoints by chemical doses, we estimate non-linear curves using B-splines.

Heteroscedasticity is a well-known challenge in many toxicological data. Hence, we handle het-

eroscedastic variance of the errors as a function of chemical doses. Furthermore, we obtain high-

dimensional data with thousands of chemicals and assay endpoints due to technological advances,

which leads us to exploit factor analysis. Simulation studies demonstrate that BMC leads to su-

perior performance with more realistic inferences on activity than current standard methods. Real

application identifies chemicals most likely active for neurodevelopmental disorders and obesity.

Chapter 3 introduces Barrier Overlap-Removal Acyclic directed graph Gaussian Process (BORA-

GP), a class of GPs that can handle complex geometries of domains. Our interest lies in measure-

ments that are observed only in some constrained domains. We place a GP prior assuming a latent

smooth surface for the measurements. Due to the constrained domains, spatial associations of the

measurements are rarely stationary and likely impacted by physical barriers. Furthermore, the num-

ber of measurements n becomes massive in recent years as remote sensing has expedited collecting

large quantities of point-referenced data. Hence, BORA-GP is developed as a nonstationary and

scalable GP that can characterize complex dependence structure of massively large data in con-

strained domains using sparse DAGs motivated by Vecchia-type approximations. We show that

BORA-GP improves prediction performance in various constrained domains in simulation studies

compared to state-of-the-art alternatives. We apply BORA-GP to predict sea surface salinity (SSS)

in the Arctic Ocean and demonstrate that BORA-GP produces more sensible SSS values in regions

without satellite measurements.

We propose another class of scalable and nonstationary processes for point-referenced data,

namely Bag of DAGs processes (BAGs) in Chapter 4. The nonstationarity we are particularly inter-

ested in is varying directional associations in space and time. The strength of spatiotemporal corre-

lations is sometimes believed to be heavily affected by local dynamics of directional forces such as

currents or winds. Our construction achieves this nonstationarity by placing a prior over possible

4



directional edges within sparse DAGs. The resulting BAGs lead to interpretable nonstationarity and

scalability for large data due to sparsity of DAGs. We illustrate inferential and performance gains

of BAGs compared to existing alternatives and analyze spatiotemporal movement of fine particulate

matter in California.

5



Chapter 2

Bayesian Matrix Completion for Hypothesis
Testing

2.1 Introduction

Screening and regulating hazardous chemicals is of great importance and urgency especially as

massive numbers of new chemicals are introduced every year. The traditional animal or in vivo

testing paradigms are infeasible due to financial and time constraints (Dix et al., 2007; Judson

et al., 2010); in addition, it is desirable to minimise animals used in any testing procedure for

ethical reasons. Many organisations such as the World Health Organization’s Intergovernmental

Forum on Chemical Safety (WHO - IFCS), European Chemicals Agency (ECHA), and United

States Environmental Protection Agency (EPA) screen chemicals to measure their potential toxicity

and develop alternatives to animal testing.

As a high-throughput screening (HTS) mechanism has been developed based on in vitro as-

says and a large number of chemicals, EPA and ECHA have had opportunities to operate relatively

low-cost and rapid chemical screening programs. For instance, Toxicity Forecaster (ToxCast) and

Toxicology in the 21st Century (Tox21) from EPA are designed to identify chemicals that likely

induce toxicity in humans and prioritise them for further testing (Judson et al., 2010), using HTS

methods. ECHA also promotes similar approaches expediting chemical risk prioritisation and as-

sessment for the Registration, Evaluation, Authorisation and Restriction of Chemicals (REACH)

regulation (Agency, 2017). For the rest of this paper, we use the EPA’s ToxCast/Tox21 data as a

representative of general HTS data. To the authors’ knowledge, ToxCast/Tox21 is the largest in

size among existing HTS data in toxicology. Furthermore, it has universal coverage of molecules

that many regions including Canada, Japan, and European Union as well as the United States have

approved for clinical use (Tice et al., 2013).

The ToxCast/Tox21 program tests thousands of chemicals against numerous high-throughput

6



assay endpoints. If a chemical exposure leads to biological reactions in an assay, we say the chem-

ical is active for the assay. One of the main goals of these tests is to identify bioactivity profiles

of chemicals – either active or inactive – across different assays through various endpoints. How-

ever, missingness poses a challenge. Although the HTS mechanism has provided a relatively cheap

and quick way to conduct millions of tests, it is still only possible to test a small minority of all

(chemical, assay endpoint) combinations at irregular doses. This leads to many combinations with

few observations or even none as shown in Figure 2.1 and Figure A.1 in the Supporting Material.

Figure 2.1 displays the observed measurements for selected chemicals and assay endpoints from the

ToxCast/Tox21 data, and Figure A.1 illustrates the overall structure of the data, colour-coded by the

number of observations. Here, an observation is the result from an experiment where a chemical is

applied to an assay at a certain dose. We confirm from the figures that the number of observations

largely fluctuates across (chemical, assay endpoint) cells; many cells are empty, some have few

observations, while others have multiple replicates at a finer grid of doses.
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Figure 2.1: Detailed illustration of the ToxCast/Tox21 data structure. Sample data for
7 chemicals on rows and 5 assay endpoints on columns. Each cell contains a set of test
results of a single chemical against one assay endpoint, which forms functional data on a
dose-response curve.

We arrange the HTS data as matrix-structured functional data, with rows of the matrix corre-
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sponding to different chemicals, columns to different assay endpoints, and cells containing sparse

dose-response measurements. Our inferential contribution is to construct a complete matrix of the

same dimension in which each cell contains a binary indicator for activity using the incomplete

and sparse HTS data matrix. Traditional matrix completion focuses on the problem of filling in

missing elements of a large matrix based on observations on a small proportion of cells. Typically,

the observed cells contain a scalar that is assumed to be measured without error. We are instead

faced with a latent binary matrix completion problem. This can be viewed as a matrix-structured

multiple hypothesis testing problem for assessing dose-response relationships.

There have been many Bayesian approaches to multiple hypothesis testing (Scott and Berger,

2006; Thomas et al., 2009; Scott and Berger, 2010; Li and Zhang, 2010; Scheel et al., 2013; Wilson

et al., 2014). Bayesian approaches are attractive due to their automatic adjustment for multiplicity

(Scott and Berger, 2006, 2010) by treating hyperparameters controlling model size as unknown

and informed by the data. In the typical framework, hypotheses are considered exchangeable a

priori. For example, variable selection cases have hypotheses H0j : 
j = 0 and H1j : 
j = 1

in which 
j is an indicator of whether the jth variable is included for j = 1; : : : ; p, and �0 =

Pr(
j = 1) � Beta(a; b) is a global parameter controlling model size. A variety of more elaborate

non-exchangeable priors have been proposed for 
 = (
1; : : : ; 
p)
T , designed to include “prior

covariates” Zj informing Pr(
j = 1) (Thomas et al., 2009) and known structure among covariates

represented by an undirected graph (Li and Zhang, 2010).

There has also been some consideration of matrix-structured multiple testing. In relation to

dose-response curves, Wilson et al. (2014) test for dose effects on the mean using a generalised

linear mixed effects model. The mean effect indicator 
ij for a (chemical i, assay endpoint j) pair

follows a Bernoulli distribution with �ij = Pr(
ij = 1). Then �ij is further structured with an

assay endpoint random effect, chemical-level fixed effect and a probit link: �ij = �(�j + �xi)

where xi is the chemical-level covariate and �(�) is the cumulative distribution function (CDF)

of the standard normal distribution. However, it is nontrivial to find informative chemical-level

covariates xi in this context. In their ToxCast/Tox21 application, Wilson et al. (2014) found their

covariate, chemical solubility, was not significant in explaining 
ij , resulting in a simplified model
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with only random effects for assay endpoints.

In order to account for mechanistic similarities among chemicals and/or assay endpoints as well

as to tackle sparsity of the data, we require a more sophisticated hierarchy that borrows information

across both rows and columns of the matrix. Tansey et al. (2022) propose hierarchical functional

matrix factorisation methods to infer dose-response curves, approximating the row and the column

space using low-dimensional latent attributes. However, their model lacks a formal testing frame-

work. Furthermore, they assume a matrix data structure in which all cells have the same number of

replicates at the same number of unique doses, which might not be guaranteed in HTS data. The

ToxCast/Tox21 data have different numbers of unique doses within a column and varying numbers

of replicates at each dose within a cell.

We adapt low rank approximations addressing matrix completion problems (Mnih and Salakhut-

dinov, 2007; Koren et al., 2009; Purushotham et al., 2012; Tansey et al., 2022) to a multiple hypoth-

esis testing framework and extend them for more general data structures. This hierarchical Bayesian

matrix completion (BMC) approach for hypothesis testing is particularly useful for sparse data. We

construct �ij with a latent factor model, assuming that low-dimensional latent attributes account for

associations relevant to the mean effect among chemicals or assay endpoints. A posterior summary

matrix of 
ij naturally prioritises chemicals and enables out-of-sample prediction of bioactivity for

chemicals not yet tested on certain endpoints, which significantly reduces the amount of in vitro

testing data that are needed.

Other important characteristics of HTS data are irregular dose-response shapes and heteroscedas-

ticity. Many previous studies placed monotone non-decreasing shape restrictions on dose-response

curves (Neelon and Dunson, 2004; Ritz, 2010; Wilson et al., 2014) and did not consider het-

eroscedasticity. Our approach is strongly motivated by evidence that disruption in centrality or

dispersion of intricately-controlled biological pathways observed in vitro can lead to in vivo toxic-

ity and ultimately connect to detrimental health effects (Klaren et al., 2019; Knapen et al., 2020).

Accordingly, a novel attempt in toxicology simultaneously to model heteroscedastic errors as well

as any non-constant shapes of the mean completes BMC. This leads to a broader definition of ac-

tivity as any changes in mean and variance of dose-response curves. These considerations provide
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a more holistic perspective on active chemicals than previous research.

The remainder of the paper is organised as follows. Section 2.2 further explains motivating

aspects for a model applicable to HTS data. Section 2.3 summarises the ToxCast/Tox21 data of

relevance to neurodevelopmental disorders and obesity. Then, the BMC approach is described

throughout section 2.4. We compare the performance of BMC with existing methods on simulated

data sets and show results using our HTS data in section 2.5, highlighting chemicals that pose

greater risks for obesity and neurodevelopment endpoints. Potential areas of future research are

discussed in section 2.6. The data and the code to reproduce all analyses in the paper are available

at https://github.com/jinbora0720/BMC.

2.2 Motivating Aspects and Relevant Literature

2.2.1 Hierarchical Structures

A simple approach for matrix-structured data would be to consider each cell independently. The

EPA has developed an R package tcpl (Filer et al., 2017) to facilitate independent dose-response

modelling of the ToxCast data. This R package provides three default models: a constant model at

zero, a three-parameter Hill model, and a five-parameter gain-loss model for each (chemical, assay

endpoint) combination separately. Unfortunately, independently inferring dose-response relation-

ships does not have predictive power: it cannot predict activity for cells having no data. Further,

it is likely to have low power and high variance in estimation due to the intrinsic sparsity of the

ToxCast/Tox21 data shown in Figures 2.1 & A.1. In the ToxCast/Tox21 data, the median number

of unique doses tested for each pair is 8, and about 30% of them are without replicates. Therefore,

hierarchical methods for borrowing information are crucial.

2.2.2 Splines Without Shape Restrictions

In estimating dose-response curves, researchers have often forced parametric or monotone restric-

tions on shapes of the curves to increase interpretability. The EPA’s default models currently avail-
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able through the tcpl package heavily depend on parametric assumptions and are restricted to

positive responses to reduce the parameter space, requiring an inverse transformation to fit negative

responses. In addition, Wilson et al. (2014) model dose-response functions by piecewise log-linear

splines with constrained parameters to ensure responses are monotone and non-decreasing. In the

ToxCast/Tox21 data, it appears difficult to standardise shapes of the dose-response curves (Figure

2.1). Furthermore, we observe some examples of decreasing trends between certain assay end-

points (e.g., TOX21 ERa LUC BG1 Agonist as shown in Figure A.2 in the Supporting Material)

and multiple chemicals. Thus, we propose a non-restricted spline model robust to any shapes of

dose-response curves, given that both upturns and downturns in dose-response functions are sug-

gestive of potential toxicity.

2.2.3 Heteroscedastic Variances

Toxicological HTS data have innate heteroscedasticity. Such heteroscedasticity is inevitable be-

cause dose effects are variable by nature, with variability often amplified at high doses. Differ-

ences in the ability of assays to absorb chemical doses further inflate this variability. Wilson et al.

(2014) attempted to reduce such heteroscedasticity by log transforming the data. However, data

transformations may be hard to justify theoretically (Leslie et al., 2007) and may be insufficient

practically. In genetics, multiple studies have been conducted to detect genetic loci that affect het-

eroscedastic errors of quantitative traits of interest (Paré et al., 2010; Rönnegård and Valdar, 2012;

Yang et al., 2012). It is widely appreciated that analysing differences in variance could reveal a

previously unknown genetic influence and alternative biological relevance. Although detection of

heteroscedastic variances is routinely considered in genetic analysis (Corty and Valdar, 2018), it has

not been of main interest in chemical toxicity analysis. Without data transformations, we consider

heteroscedasticity as another source of information. Fortunately, the ToxCast/Tox21 data have been

thoroughly characterised with respect to sources of variability (Huang et al., 2014; Hsieh et al.,

2015), and the performance metrics in Huang et al. (2014) indicate that the data have low technical

error (e.g. plate-to-plate variation for controls) relative to the heteroscedasticity signals we report.

We design an indicator for heteroscedasticity and provide posterior probabilities for the variance
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effect.

2.3 Data

This paper uses data from the ToxCast/Tox21 project (invitroDBv3.2, released on March 2019),

available at https://epa.figshare.com/articles/ToxCast/Tox21_Databa

se_invitroDB_for_Mac_Users/6062620. We focus on a subset of the ToxCast/Tox21

data that contain assay endpoints relevant to neurodevelopmental disorders and obesity, along with

chemicals tested over those assay endpoints. As a result of selection criteria for chemicals and

assay endpoints described in the Supporting Material A.2, 30 chemicals evaluated across 131 assay

endpoints are studied for neurodevelopmental disorders. These create in total 3930 cells, from

which 2024 cells (51.5%) are missing. For obesity, we use the same 30 chemicals evaluated across

271 assay endpoints. Among the total 8130 cells, 3274 cells (40.3%) contain no data.

2.4 Model

2.4.1 Matrix Completion

Primary interest lies in differentiating active and inactive chemicals. First, we conduct multiple

hypothesis testing of whether the dose-response curve is constant or not across chemicals and as-

say endpoints. We introduce latent binary indicators f
ijg, with 
ij = 1 denoting that the av-

erage dose-response curve is not constant for the (chemical i, assay endpoint j) pair. Let vec-

tor 
i = (
i1; : : : ; 
iJ)T represent chemical i’s mean effect profile across J assay endpoints for

i = 1; : : : ;m. We assume that chemicals and assay endpoints explain dose effects on the mean via

low rank latent features, for which we exploit a sparse Bayesian factor model (Bhattacharya and

Dunson, 2011). Since each 
ij takes f0; 1g values, we impose a generalised factor model using a

probit link:

Pr(
ij = 1) = �ij = �(� + �Ti �j): (2.1)
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A data-augmented form rewrites equation (2.1) as


ij = 1(zij > 0) where zij � N(� + �Ti �j ; 1): (2.2)

In the factor model, � is an overall intercept, �il represents the coefficient of the lth latent

pathway for the ith chemical to have the mean effect, and �lj for the jth assay endpoint to have

the mean effect for l = 1; : : : ; q and q � min(m;J): The inequality is reasonable, assuming that

not every assay endpoint or chemical forms an idiosyncratic latent pathway for the mean effect.

BMC lets either �i be treated as factor loadings and �j as latent factors or vice versa, depending on

researchers’ interests. Provided that one is interested in latent covariance structure among chemicals

with regards to the mean effect, a standard factor model puts a multivariate standard normal prior on

latent factors �j � Nq(0; I): Integrating out �j from equation (2.2) yields zj � Nm(�1m;��T+I)

where � has �Ti as its ith row. This factor model provides a low dimensional representation of the

underlying covariance structure of chemicals.

We employ a multiplicative gamma process shrinkage prior on factor loadings as in Bhat-

tacharya and Dunson (2011):

�il � N(0; ��1
il �

�1
l ); �il � Gamma (�=2; �=2) ; �l =

lY
h=1

�h; l = 1; : : : ; q; (2.3)

�1 � Gamma(a1; 1); �h � Gamma(a2; 1); h � 2: (2.4)

This prior choice is supported by Judson et al. (2010) who elucidate relationships between chem-

icals and published pathways: chemicals activate various human genes and pathways, but the

number of activated pathways varies widely across chemicals. The multiplicative gamma process

shrinkage prior tends to shrink columns of a loading matrix towards zero through the �l’s. At the

same time, it is possible to strongly shrink only a subset of elements in a certain column through

local shrinkage parameters �il’s, retaining sparse signals. We assume � � N(��; �
2
� ) for the global

parameter � and recommend to use an informative prior because the information for �� is largely

available from other studies.

Second, we simultaneously test if heteroscedasticity exists or not. Let tij 2 f0; 1g indicate

changes in the variance of the response with dose, which we denote as variance activity. Assuming
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that mean activity and variance activity are likely to be related, we set another factor model for tij

using the factor loadings and the latent factors from the mean activity: Pr(tij = 1) = �(�0 +

(�Ti �j)�1) in which �0 and �1 are a scalar. Equivalently,

tij = 1(uij > 0) and uij � N(�0 + (�Ti �j)�1; 1) (2.5)

Notice that �1 > 0 for positive �Ti �j indicates that the ith chemical likely to activate the jth assay

endpoint in the mean is also likely to activate it in variance. If �1 = 0 then heteroscedasticity for

each pair is determined by a global parameter �0. The vector� = (�0; �1)T has a prior distribution

of N(��; V�).

Multiplicity Adjustment

In our matrix-structured multiple testing, we have m � J cells, each of which has two hypothesis

tests: whether 
ij is 0 or 1 and tij is 0 or 1. Multiplicity is corrected by learning global parameters

� and �0 from the data. The intuition is that, as m or J increase while the number of true 1’s

in 
ij and tij remain constant, � and �0 will concentrate around large negative values, leading

to probabilities near zero after applying �(�). Consider the following posterior distribution for �

assuming no missing cells,

(�jZ;�;�) � N

0@(1=�2
� +mJ)�1

8<:��=�2
� +

mX
i=1

JX
j=1

(zij � �Ti �j)

9=; ; (1=�2
� +mJ)�1

1A :

As m ! 1, (1=�2
� + mJ) ! 1 and

n
��=�

2
� +

P
i;j(zij � �Ti �j)

o
! �1 because most of

zij will be negative. Hence, the posterior of � will concentrate at large negative values. Similar

arguments apply for �0. We show that our model properly adjusts for multiplicity via simulation

studies in Section 2.5.1.

2.4.2 Dose-Response Functional Data Analysis

Splines Without Shape Restrictions

Let xijk be a test dose (in log base 10 scale in micromolar (�M)) of the kth measurement for a

(chemical i, assay endpoint j) pair, and let yijk be the corresponding response. Consider the model
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yijk = 
 ij f ij (x ijk ) + � �
ijk ; where the error distribution is� �

ijk � N (0; � � 2
ijk ) for i = 1 ; : : : ; m,

j = 1 ; : : : ; J , andk = 1 ; : : : ; K ij . Non-constant dose-response curves are estimated when
 ij = 1 .

We model the dose-response functionf ij using cubic B-splines withp degrees of freedom, which is

equivalent to estimating� ij in (f ij (x ij 1); : : : ; f ij (x ijK ij ))T = X ij � ij with the B-spline basis ma-

trix X ij of size(K ij � p). We normalise responses and centre columns of the B-spline basis matrix

by (i; j ) pairs prior to any analyses in order to exclude the intercept. As Figure 2.1 suggests, dose-

response functions share more similarities within an assay endpoint than between different assay

endpoints. This suggests a formulation in which spline coef�cients of different chemicals have a

common prior covariance matrix for the same assay endpoint. Thus, the prior distributions of spline

coef�cients and their hyperparameters are� ij
ind:� Np (0; � j ) ; � � 1

j
iid� W ishp(a; R� 1) with �xed

a andR, where
 � W ishp(m; A) is a Wishart distribution inp-dimensions withE(
) = mA.

We suggest the following default choices for our application. For assay endpoint-speci�c covari-

ance matrices,R is determined as the empirical covariance of the ordinary least squares estimates

for chemical-assay endpoint pairs. The degrees of freedom parametera is chosen to bep+2 so that

� j is loosely centred aroundR. While it may seem natural to borrow information also across chem-

icals, in fact, two chemicals having similar mean activity pro�les often have dramatically different

dose-response curves. Hence, we are reluctant to borrow information in this manner.

Heteroscedastic Variances

Figure A.3 in the Supporting Material illustrates that ranges of responses may vary substantially by

assay endpoints. This suggests modelling errors with assay endpoint-speci�c variances. More-

over, we are motivated to capture heteroscedasticity to explain another dimension of chemical

activity. We use a log-linear model on� 2�
ijk so thatlog � � 2

ijk = � 0j + x ijk � ij , or equivalently

� �
ijk = exp( � 0j =2) exp(x ijk � ij =2). Here, we separate variance into an assay endpoint-speci�c

variability and a part that changes with dose. Reparametrisingexp(� 0j =2) with � j gives the �nal

model equation

yijk = 
 ij f ij (x ijk ) + exp( x ijk � ij =2)� ijk ; � ijk � N (0; � 2
j ): (2.6)
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The assay endpoint-speci�c variances have an inverse-Gamma distributiona priori, i.e., 1=� 2
j

iid�

Gamma
�
� 0=2; � 0� 2

0=2
�

with � 0 and� 2
0 �xed. In our application, we suggest �xing the hyperpa-

rameters� 0 at 1 and� 2
0 at the sample variance of the response variable to have the prior distribution

weakly centred around a simple estimate from data.

We assume a spike-and-slab prior for coef�cients� ij such that� ij
iid� N (0; v� ) if t ij = 1 with

�xed v� , and� ij = 0 if t ij = 0 . In our case, we found that ensuring a large enough value forv� that

appropriately covers the data range improves estimation of� ij andt ij . Provided that conditional

standard deviations of responses given doses can be proxies forexp(x ijk � ij =2) in equation (2.6), a

range of� ij 's is obtained. The variance parameterv� of � ij is then determined as the square of the

range divided by 4, which makes� 2-standard deviation intervals for� ij cover its sample range. We

�nally �x v� at the maximum of the above value and the sample variance of the response variable.

Combined with� 2
0, this allows the prior distributions of two variance parts – the assay endpoint-

speci�c and the heteroscedastic variance – to place enough probability on the observed variability

from the data.

In conclusion, equation (2.6) is the �nal model in which
 ij is an indicator specifying whether

thei th chemical activates thej th assay endpoint in the mean,t ij is an indicator if thei th chemical

activates thej th assay endpoint in variance,f ij is a dose-response function, the exponential term

allows for modelling heteroscedastic residual variance, and measurement error is modeled with

normal distributions having assay endpoint-speci�c variances. We suggest a new metric for activity

including mean perturbation as well as variance perturbation, which is computed as1(
 ij = 1 [

t ij = 1) .

2.4.3 Posterior Computation

Our posterior samples are obtained using Metropolis-Hastings steps within a partially collapsed

Gibbs sampler. Most of the parameters have conjugate posterior distributions which lead to a

straightforward update. Details are provided in the Supporting Material A.5. The code for the

sampler to automate any relevant analyses is readily available to other researchers athttps:

//github.com/jinbora0720/BMC .
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2.5 Results

2.5.1 Simulations

Simulation studies were conducted to evaluate the performance of BMC in learning latent corre-

lation structures among chemicals and predicting activity probabilities. Two broad scenarios of

simulations were examined corresponding to data simulated from BMC (Simulation 1) or an alter-

native (Simulation 2). For predictive performance, BMC was compared to three variations in the

prior structure of
 ij . Instead of a latent factor model, we assume simpler structuresa priori as

follows:

P r (
 ij = 1) = � 0 8i; j; and� 0 � Beta(1; 1); (2.7)

P r (
 ij = 1) = � i 8j; and� i
iid� Beta(1; 1) 8i ; (2.8)

P r (
 ij = 1) = � j 8i; and� j
iid� Beta(1; 1) 8j: (2.9)

We call models with equation (2.7), (2.8) and (2.9) BMC0, BMCi and BMCj , respectively. BMCi

assumes that each chemical has its own intrinsic mean effect probability, while BMCj assumes that

each assay endpoint has its own mean effect probability. These three variations assume a simpler

structure for the heteroscedasticity indicator such thatt ij � Bernoulli (� t ) and� t � Beta(1; 1).

For estimation performance, the proposed model is compared to the zero-in�ated piecewise log-

logistic model (ZIPLL) (Wilson et al., 2014) and tcpl (Filer et al., 2017). The ZIPLL code at

https://github.com/AnderWilson/ZIPLL utilises a Bayesian hierarchical approach

whose testing framework for the mean effect adopts equation (2.7). Since the code does not allow

missing pairs in the data, we only use ZIPLL for estimation and not prediction. The tcpl models are

currently used by EPA and treat dose-response curves independently.

In Simulation 1 in which BMC is the true data generating process, mimicking the ToxCast/Tox21

application, the number of chemicalsm was set to 30, and the number of assay endpointsJ to 150.

We generate 30 data sets, and in each set we hold out 225 pairs at random, which are 5% of the

total cells in the data matrix. The pro�les of the mean effect for chemical-assay endpoint pairs were

sampled assuming a factor model, which induced a correlation structure among chemicals (Figure
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A.4 in the Supporting Material). The overall intercept� is set at 0. For pairs having dose effects on

the mean, dose-response functions were given as one of the three categories: mostly increasing and

decreasing at higher doses; monotonically increasing; and decreasing. Figure 2.2 presents examples

of dose-response functions of each category. Heteroscedasticity is assumed to be positively associ-

ated with the mean effect, i.e.,� 1 = 1 :2 with � 0 = � 0:1. More speci�c settings of Simulation 1

are described in the Supporting Material A.3.

As illustrated in Figure 2.2, BMC accurately captures true curves regardless of shapes. It also

produces tighter 95% credible intervals (CIs) for the average dose-response curves than competitors.

The competitors, ZIPLL and tcpl models, do not seem robust enough to various dose-response

curves. In particular, ZIPLL estimates a decreasing trend as constant, which is evident in Figure

2.2C. For generally increasing curves (A, B), the ZIPLL and tcpl models sometimes miss the true

dose-response functions, which becomes more noticeable when heteroscedasticity exists. These

results suggest that in some cases, BMC can lead to more precise inferences on values estimated

through dose-response curves, such as Emax (greatest attainable response) or AC50 (chemical dose

producing half maximal response in an assay endpoint).

Figure 2.2: Dose-response curves (solid line) with �tted mean functions by BMC (long
dash line), ZIPLL (dot-dashed line), and tcpl (dashed line) in Simulation 1. The true curve
is mostly increasing and decreasing at higher dose inA, monotonically increasing inB,
and monotonically decreasing inC. Shaded areas around estimated functions of the same
colour represent 95% CIs for the average dose-response curves computed by BMC and ZI-
PLL, and con�dence intervals by tcpl. Light gray areas illustrate 95% posterior predictive
intervals from BMC for data points.

BMC provides precise estimation of the latent correlations among chemicals (Figure A.4 in the
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Supporting Material). Two factors (q = 2 ) generated the truth, and the sampler ran with a guess

of three more factors. The multiplicative gamma process shrinkage prior helped recover the true

number of factorsq = 2 by shrinking factor loadings of redundant factors to zero (Figure A.5 in the

Supporting Material). Figure 2.3 displays an example of activity pro�les. The truth is adequately

captured via the estimated and predicted probabilities. Results from a5 � 5 subset of the whole

heat map are shown for better visualisation. The complete matrices of estimates and the truth are

quite similar.

Figure 2.3: Heat map of estimated and true pro�les of activity from Simulation 1. Figure
presents the results from a5� 5 subset chosen at random. The value in each cell of the left
panel is the posterior mean of1(
 ij = 1 [ t ij = 1) . Cells with outer lines ((2,2) and (4,5)
elements) are held-out pairs for which1(
 ij = 1 [ t ij = 1) 's are predicted.

Table 2.1 summarises simulation results when the data generating process is BMC. From BMC-

variants, results from BMCi are presented because BMCi showed slightly better performance over

the other two. Note that Area Under the ROC Curves (AUCs) from tcpl in Table 2.1 & A.1 were

computed slightly differently than those from other methods. BMC, three variations, and ZIPLL

all produceprobability of active responses, which can be any value between 0 and 1. In order

to evaluate the accuracy of estimates compared to the true
 ij 2 f 0; 1g values, ROC curves and

the corresponding AUCs are computed by changing thresholds between 0 and 1. On the other

hand, EPA provides abinary hit-call variable for the mean effect through ToxCast/Tox21. We
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hereafter refer to this variable (based on the version invitroDBv2) as EPA's hit-call. The EPA's

hit-call identi�es a pair as active if the �tted Hill or gain-loss model have lower Akaike information

criterion than a constant model, and both the estimated and observed maximum responses exceed

an ef�cacy cutoff chosen for the assay endpoint. This classi�cation of whether each pair is active

or not is directly comparable to the true
 ij without changing thresholds. In simulations, assay

endpoint-speci�c cutoffs are set at 0.

Table 2.1 shows that BMC outperforms the other methods overall. In training data sets, BMC

approaches (BMC and BMCi ) have lower RMSEs and higher AUCs compared to tcpl or ZIPLL.

Poor performance of ZIPLL in these simulations is partially due to the facts that monotone increas-

ing shape restrictions fail to �t decreasing trends and that ZIPLL does not allow for different� 2
j 's.

BMC outperforming tcpl may be due to the borrowing of information across chemicals and assay

endpoints. Another bene�t of BMC is the capability of modelling heteroscedasticity. The AUCs for

t ij in Table 2.1 exhibit highly accurate estimation/prediction performance for detecting potential

heteroscedastic variances, which is not available for non-BMC models. Moreover, BMC produces

in- and out-of-sample AUCs that are uniformly better than those from BMCi . Hence, when the fac-

tor model provides a realistic characterisation of the dependence structure across assay endpoints

and chemicals, it is not suggested to use a simpli�ed model for multiple testing. Less structure in


 ij andt ij results in lower out-of-sample AUCs.

Figure 2.2 illustrates that BMC closely recovers the true curves even in the existence of het-

eroscedasticity (A andB). To see if there are any unexplained patterns in residuals, plots of the

residuals versus �tted values were examined fromA andB (See Figure A.6 in the Supporting Ma-

terial). The ZIPLL does not consider heteroscedasticity in the model and consequently results in

heteroscedastic residuals. In contrast, BMC is able to properly account for heteroscedasticity, and

residuals do not show any patterns against �tted values. In addition, BMC nicely differentiates

variance changes and mean changes. For instance, the estimated probability of the variance effect

is around 0.3, while the probability of the mean effect is 1 inC.

Simulation 2 generates data from an alternative model, ZIPLL. Despite misalignment in data

structure assumed by BMC and by ZIPLL, BMC performs similarly to ZIPLL and outperforms tcpl
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Table 2.1: Mean and standard errors in parenthesis across 30 simulation results when BMC
is the true data generating process. Root Mean Squared Error (RMSE), and Area Under
the ROC curve (AUC) results for probabilities of mean effect, variance effect, and activity
are presented.

BMC BMCi ZIPLL tcpl

RMSE
0.423 0.424 0.834 0.696

(0.016) (0.016) (0.028) (0.015)

In-sample AUC for
 ij

0.995 0.991 0.667 0.811
(0.001) (0.002) (0.006) (0.008)

Out-of-sample AUC for
 ij

0.786 0.502
– –(0.068) (0.043)

In-sample AUC fort ij

0.999 0.998
– –(0.001) (0.001)

Out-of-sample AUC fort ij

0.794 0.503
– –(0.068) (0.029)

In-sample AUC for > 0.999 0.999
– –1(
 ij = 1 [ t ij = 1) (< 0.001) (< 0.001)

Out-of-sample AUC for 0.828 0.523
– –1(
 ij = 1 [ t ij = 1) (0.064) (0.053)
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Table 2.2: Summary of results for multiplicity simulations withm = 5 �xed and J in-
creasing. False positives (FPs) are computed at the cutoff 0.5 (if the posterior probability
exceeds 0.5 then it is taken as a “positive”). Posterior mean of� 0 and� are provided.

FPs for
 ij FPs fort ij � 0 �

J = 5 3 0 0.209 1.824

J = 6 2 2 0.537 0.959

J = 20 6 1 -1.922 -0.463

J = 50 3 2 -2.481 -1.032

J = 100 2 3 -3.446 -1.324

with respect to RMSE and AUC. The high in-sample AUC for
 ij from BMC (0.982) suggests its

stable estimation performance even with relatively small number of chemicals and assay endpoints

(m = J = 15) and model misspeci�cation. We provide a full discussion of Simulation 2 results in

the Supporting Material A.3.

Another simulation (Simulation 3) is conducted to show how and where multiplicity adjustment

occurs. We ran simulations with the number of chemicalsm = 5 and assay endpointsJ = 5 and

repeat for increasingJ = 6 ; 20; 50; 100. Data were generated assuming BMC is the true model.

Throughout the simulations, the number of 1's in
 ij and int ij are �xed at 20 and 18, respectively.

We expect our testing framework to have a strong control over false positives. Table 2.2 shows

that the false positives evaluated at 0.5 remain small and steady asJ increases. We also observe

decreasing posterior means of� 0 and� towards large negative values as expected. Therefore, we

conclude that the multiple testing problem is properly accounted for under BMC. More simulation

settings for Simulation 3 are fully described in the Supporting Material A.3.

In a �nal set of simulations, we empirically investigate performance ofP r (
 ij = 1 [ t ij = 1)

in terms of AUC by varying missingness and correlation structures (Simulation 4). We examine

two cases in whichm = 30 chemicals are highly correlated or weakly correlated (See Figure A.10

in the Supporting Material). Missingness varies from 10% to 50% in which the maximum level

is chosen to re�ect ToxCast/Tox21 data. As expected, out-of-sample AUCs tend to decrease as
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missingness increases. Despite the decreasing trend, the out-of-sample AUCs remain high (> 0:9)

even with 50% missingness when chemicals are highly correlated and the model is well-speci�ed.

This is due to the fact that BMC properly exploits the correlated structure of chemicals through

a latent factor model. However, performance can decline in weak correlation cases as borrowing

of information pays less dividends; out-of-sample AUCs are acceptable (> 0:7) only up to 30%

missingness. These results are summarised in Table A.2 and A.3 in the Supporting Material.

2.5.2 ToxCast/Tox21 Results

This section presents results from the ToxCast/Tox21 data analysis with a focus on endpoints rele-

vant to human neurodevelopmental disorders and obesity. We ran the sampler for 40,000 iterations

from which 30,000 were discarded as burn-in, and every 10th sample was saved for the next 10,000

iterations. This long burn-in is to be conservative; trace plots and effective sample sizes for pos-

terior samples indicated good mixing and apparent convergence after 15,000 iterations. We also

checked the log-linear assumption for heteroscedastic variances using posterior predictive samples.

We computed the empirical coverage of 95% posterior predictive intervals for data points in cells

with estimatedt ij > 0:5. The average is 0.961, and the middle 50% of the empirical coverage

rates lie in [0.941, 0.989]. Therefore, we conclude that the log-linear variance model provides an

adequate �t to the data.

We provide a new mean activity indicator� ij along with
 ij for the ToxCast/Tox21 analysis.

The� ij is designed to incorporate ef�cacy cutoffs motivated by the EPA's hit-call. Ef�cacy cutoffs

are speci�c to assay endpoints and provide a minimum magnitude for biologically interesting max-

imal responses. Recall that the EPA's hit-call is 1 if the Hill or gain-loss model wins over a constant

model, and both the estimated and observed maximum responses are larger than an ef�cacy cutoff

for each assay endpoint. The rationale behind the two criteria for EPA's hit-calls is to incorpo-

rate scienti�c signi�cance through ef�cacy cutoffs as well as statistical signi�cance. In the Tox-

Cast/Tox21 data,� is estimated as1:147with the 95% CI(1:046; 1:247), yielding �( �̂ ) = 0 :874.

This high intercept suggests that many small signals are statistically signi�cant with naive
 ij .

Hence, we make� ij = 
 ij 1(max (X ij � ij ) > cutoffij ), that is, � ij is 1 if 
 ij = 1 and the �t-
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ted maximum exceeds a cutoff. This is designed to utilise scienti�c knowledge aboutbig enough

signals. In our analyses, we normalise data within each pair, so the cutoffs are also normalised ac-

cordingly. We expect� ij to be more conservative than
 ij . BMC provides both metrics� ij and
 ij

so that researchers can have balanced understanding of chemicals' mean activity based on scienti�c

and statistical signi�cance.

Despite
 ij being sensitive to small signals,t ij is much more robust and conservative even

though they share the same factor loadings and latent factors. The difference in behaviours is

attributable to� coef�cients. In the ToxCast/Tox21 application,� 0 is � 0:208 with its 95% CI

(� 0:271; � 0:140), and� 1 is negative with mean� 2:610with its 95% CI(� 3:138; � 2:171). This

negative value may not imply that mean activity and variance activity move in different directions.

Rather, we view it as undoing detection of cells with small signals as they are unlikely to be dis-

turbed in variance. This perspective is supported by that converted 0/1's from posterior means of


 ij andt ij achieve strong concordance when higher conversion cutoff is applied to
 ij than tot ij .

We discovered that one of the latent factors of assay endpoints is highly related to detection

technology (See Figure A.7). Measuring assay endpoints relies on a variety of different technolo-

gies for detecting and quantifying analytes; these technologies have different levels of sensitivity

to bioactivity. Therefore, it is reasonable that one of the activity-relevant latent factors has a strong

connection with detection technology.

Figure 2.4 shows estimated dose-response curves from BMC as dashed lines with 95% CIs as

shaded areas in red. The light gray shaded areas illustrate 95% posterior predictive intervals for the

data points drawn as black dots. “Pr(Mean Effect)” is the mean effect probability for a (chemical

i , assay endpointj ) pair, which is computed as the posterior mean of
 ij . “Pr(Mean Effect (>

Cutoff))” is a more conservative measure, the probability of mean effects exceeding a cutoff, which

is the posterior mean of� ij . Similarly, “Pr(Var Effect)” indicates the variance effect probability

whose value is the posterior mean oft ij :

The �rst row of Figure 2.4 shows that BMC is able to differentiate dose effects on the mean

from dose effects on the variance of dose-response curves. Recall that the EPA's hit-call is an

indication of mean changes. In the left panel, BMC and the EPA agree that mean changes exist,
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Figure 2.4: Fitted results for select chemical-assay endpoint pairs estimated to be active
by BMC.
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which is supported by an increasing trend. In the right panel, the EPA's hit-call claims that the

average dose-response is not constant. However, BMC estimates that the mean curve is likely to be

constant at zero, but with there being clear evidence of heteroscedasticity. Therefore, the �rst row

in Figure 2.4 suggests that (1) BMC can separate mean and variance effects (at least in some cases);

and (2) the EPA's hit-call might be misled by heteroscedastic variances.

The second row of Figure 2.4 illustrates some cases where BMC and the EPA's hit-call disagree,

and BMC's result is more plausible. For both pairs, the EPA's hit-calls say no activity because their

�tted maximum responses by Hill model do not exceed the assay endpoint's ef�cacy cutoff (1.174).

However, BMC estimates both pairs to be active with high probability. Notice that posterior sum-

maries of
 ij and� ij agree on the left panel, while� ij drastically drops compared to
 ij on the

right. Nonetheless, it is evident that BPA induces heteroscedastic responses. In fact, for these two

chemicals, Dibutyl phthalate and BPA, not only do plots show perturbations in dose-response mea-

surements, but also background knowledge supports BMC's estimates. First, BPA and phthalates

are known to disrupt the endocrine system, which potentially results in neurodevelopmental disor-

ders (Tran and Miyake, 2017) and obesity (Holtcamp, 2012). Second, chemicals activating PPAR


(or PPARg) receptors are potential obesogens because PPAR
 is a master regulator in formulat-

ing fat cells (Evans et al., 2004). To be speci�c, ATGPPAR
 TRANS up represents an endpoint

captured through a human liver cell-based assay. The mechanism of action for obesogens like

BPA altering PPAR
 activity in the liver is well-established (Marmugi et al., 2012; Diamante et al.,

2021). Therefore, it is not unexpected for BPA and Dibutyl phthalate to be active for the given

assay endpoint, ATGPPAR
 TRANS up.

The third row of Figure 2.4 shows cases where the EPA's hit-call can have low power because

it misses signals manifest in the variance instead of the mean. Given that phthalates are related

to obesity (Holtcamp, 2012), we expect disruptive patterns on assay endpoints presenting toxicity

of Diisobutyl phthatlate and Di(2-ethylhexyl) phthatlate. However, the EPA's hit-call suggests that

these phthalates are not active at the doses tested. This may be true in terms of mean changes, but

variances seem clearly heteroscedastic.

Figure 2.5 and 2.6 show chemicals in order of average activity probability with cutoffs,P r (� ij =
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1 [ t ij = 1) , over assay endpoints related to neurodevelopmental disorders and obesity, respec-

tively. Top �ve chemicals that are most likely to disrupt biological processes associated with the

two diseases are Triclosan, p,p'-DDE, BPA, Dichlorodiphenyltrichloroethane (DDT), and 2,4,5-

Trichlorophenol. In the �gures, we notice that the rankings of chemicals by BMC and by the EPA's

hit-call show only subtle differences. But, the actual probabilities computed by BMC are uniformly

higher than average hit-calls from EPA. This is because (1) BMC's active probabilities include het-

eroscedasticity, while EPA's hit-call detects the mean activity only; and (2) BMC improves power of

tests by borrowing information across multiple chemicals and assay endpoints. Since these bioac-

tivity rankings are based on the data that are currently available, it will be informative to revisit

such rankings as data expand.

Figure 2.5: Chemical ranks by the average active probability from BMC (dots) and the
average hit-call from EPA (triangles) over assay endpoints related to neurodevelopmental
disorders.

To study sensitivity of rankings to the choice of chemicals, we expanded our analysis to 326

chemicals. They consist of the original 30 chemicals and those screened in Phase I of the ToxCast

that have been exclusively used in other toxicity studies including Martin et al. (2010) and Wilson

et al. (2014). Within this larger collection, relative positions of the 30 chemicals remained intact
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Figure 2.6: Chemical ranks by the average activity probability from BMC (dots) and the
average hit-call from EPA (triangles) over obesity-related assay endpoints.

with a few exceptions. BPA and Triclosan were positioned lower in the larger set, while Cy�uthrin

and MEHP were positioned higher. One of explanations for these shifts is an altered correlation

structure among chemicals. The Phase I chemicals are mostly pesticides, and the four chemicals

might have different relationships with pesticides from what they had with the 30 chemicals in

terms of the mean effect.

One can construct a list of assay endpoints highly likely to be activated by the most active

chemicals regarding disease outcomes of interest. Then the assay endpoints in the list are expected

to have important implications in progression for the diseases. The ToxCast/Tox21 data include

both agonist and antagonist assays, and thus the activated probability encompasses agonist and

antagonist directions. Such lists for neurodevelopmental disorders and obesity are available in

Figure A.8 and A.9 in the Supporting Material, from which �fteen assay endpoints show impacts

on both disease classes.
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2.6 Discussion

We have proposed a Bayesian multiple testing approach for inference on activity of chemicals in

settings involving multiple chemicals and assay endpoints and possible heteroscedasticity. The ul-

timate goal of many analyses usingin vitro data is to make inferences on human health and inform

protective regulations. Accordingly, chemicals and assay endpoints studied in the ToxCast/Tox21

application are carefully selected: the chemicals are also measured in human epidemiology studies,

and the assay endpoints cover a variety of species and several types of tissue targets. Especially, we

identi�ed assay endpoints for various pathways relevant to speci�c disease outcomes across multi-

ple data sources. This identi�cation is a highly valuable and meaningful practice in various �elds

of science including epidemiology and toxicology in that it is adaptive to other disease outcomes

and extendable to different data sources as well.

Using thein vitro data, we were able to rank chemicals based on their active probabilities and

�nd the most disruptive chemicals including, but not limited to, Triclosan, p,p'-DDE, BPA, DDT,

and 2,4,5-Trichlorophenol. It will be interesting to follow up on these top ranking chemicals for

neurodevelopmental disorders and obesity disease outcomes to further elucidate their role in human

health. In the future, we may consider including chemicals' molecular structure information to in-

crease power of hypothesis tests, motivated by several Quantitative Structure–Activity Relationship

(QSAR) models (Low-Kam et al., 2015; Wheeler, 2019; Moran et al., 2021).

When extendingin vitro results toin vivo toxicity, doses need to be carefully considered. All

the results presented in the paper should be interpreted in terms of tested doses, so we do not con-

clude a chemical with a high probability of inactivity is inactive at higher doses than those tested.

Simultaneously, it is recommended to ensure that the doses testedin vitro can physiologically occur

in animals/humans. This recommendation is reinforced by Klaren et al. (2019) in whichin vivotox-

icity prediction usingin vitro assays performs much better with toxicokinetic modelling. Therefore,

future research linkingin vitro data andin vivo implications could be greatly assisted by assuring

dose applicability in animals/humans as well as widening the range of tested doses.
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Chapter 3

Spatial Predictions on Physically Constrained
Domains: Applications to Arctic Sea Salinity
Data

3.1 Introduction

The Arctic Ocean, the world's coldest ocean, is experiencing severe changes including the loss of

sea ice (Cavalieri and Parkinson, 2012), the �ux of freshwater (Haine et al., 2015), and water tem-

perature rise (Polyakov et al., 2012) due to climate change. Anticipated impacts of these changes on

multiple species and communities around the globe include sea-level rise, harm to marine habitats,

changes in animal species' diversity, and increased risk of storms in coastal areas (Hassol, 2004).

Sea surface salinity (SSS) is one of the key characteristics that re�ect these changes as salinity

levels respond to sea ice coverage, river discharge, and water cycle processes such as precipitation

and evaporation (Fournier et al., 2020). Because even small changes in SSS can yield dramatic

effects on the water cycle and ocean circulation, monitoring SSS will offer important insights about

climate and help inform realistic plans for climate change adaptation.

Salinity measurements are obtained largely through satellite products. Some commonly used

products are provided by the National Aeronautics and Space Administration (NASA) Aquarius and

Soil Moisture Active Passive (SMAP) satellites and the European Space Agency's Soil Moisture

and Ocean Salinity (SMOS) mission. Even though they vary in spatial and temporal resolutions,

they are consistent with one another in the Arctic Ocean (Fournier et al., 2019). In this paper, we

use SMAP Jet Propulsion Laboratory (JPL) measurements.

Although technical advances have increased accuracy of satellite products, some challenges

remain. A major issue in current SSS retrieval algorithms is strict sea ice �agging (Meissner and

Manaster, 2021). Since the salinity retrieval quality deteriorates near sea ice (Reul et al., 2020),

the algorithms use conservative ice masks to remove the effects of sea ice. Although SMAP JPL
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