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Abstract

The performance of machine learning systems has been dramatically improving in

recent years thanks to the advent of pre-trained deep neural networks. Such models

are generally adopted as the foundation for feature extraction, yielding state-of-the-art

results when being further trained (or fine-tuned) on downstream tasks. Nonetheless,

the pre-trained deep neural networks are generally huge in size, e.g., with millions or

billions of parameters, thus demanding abundant data and computation resources

during fine-tuning. Therefore, it is of pragmatic merit to investigate efficient training

approaches with such pre-trained deep neural networks for low-resource scenarios,

i.e., when there is limited computation budget or annotated data for the down stream

tasks. In this dissertation, we consider low-resource scenarios for efficient training

with the following tasks: i) natural language understanding, ii) fair text generation,

and iii) compositional image retrieval.

We first study natural language understanding through its sub-tasks of sequence

classification and sequence labeling. We propose an attention-based architecture and

a data-free distillation framework, respectively, both designed for the scenario where

there are limited data annotations. These approaches improves the data efficiency

in fine-tuning pre-trained deep neural networks for better understanding of natural

language. We then explore strategies in fine-tuning pre-trained language models for

demographic fairness in text generation. Specifically, we propose to minimize the

mutual information between the semantics in the generated text sentences and their
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demographic polarity, i.e., the demographic group which the sentence is referring to.

We develop a computational efficient approach in estimating the upper bound of such

mutual information via importance sampling, reducing the number of model inference

required during training. Finally, for compositional image retrieval, we propose a

visual prompt tuning mechanism and a self-supervised auxiliary task that adapt a

pre-trained vision-language model to perform image retrieval tasks with only few

annotations, while improving the computation efficiency by allowing the pre-trained

parameters to be frozen during training.

Our proposed approaches are validated on various benchmarks, yielding superior

performance compared with previous baselines. The research works in this dissertation

draw attention to the data and computational efficiency of the current large pre-

trained deep neural networks, improving the flexibility in deploying such models in

the considered low-resource scenarios.
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1

Introduction

The advent of Deep Neural Networks (DNNs) [KSH17; Vas+17b; LBH15] has brought

the machine learning field into an new area. DNNs are able to learn features with

multi-level abstractions of real-world concepts, leveraging stacks of multiple non-

linear layers [Ros58; Has+09]. Such a model architecture is biologically inspired and

designed to mimic the information processing of the human brain [Ric+19], so that

the learnt DNNs can match the human intelligence.

To achieve this, existing works generally pre-train DNNs with large-scale datasets,

before further fine-tuning them on the target downstream tasks [Han+21; Wan+23;

Men23]. The intuition is that the large-scale pre-training datasets offer a general prior

knowledge of common sense, thus augmenting the learning of DNNs on specific tasks.

For instance, in earlier works, AlexNet [KSH17] and VGGNet [SZ14] pre-trained

convolutional neural networks on the ImageNet dataset [Den+09] with more than

1.4 million images and 1000 labeled classes. Word2Vec [Mik+13] and Glove [PSM14]

proposed to learn continuous word embeddings via self-supervised pre-training with

massive unlabeled natural language corpora, e.g., Wikipedia [Wik04]. BERT [KT19]

took a step further and learned contextualized word embeddings via pre-training,
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based on the Transformer architecture [Vas+17b]. More recently, CLIP [Rad+21a]

leveraged pre-training to align vision and language representations from text and

images, respectively, into the same embedding space. Such pre-trained DNNs have

led remarkable empirical results, even matching the human performance on various

tasks of computer vision [Par+22], natural language processing [Qiu+20; Men23],

multi-modal information retrieval [Wan+23], etc. In fact, it is now canon in the

AI community that adopts pre-trained DNNs as the foundation for the fine-tuning

or feature extraction in downstream tasks [Han+21], as opposed to specifying and

training DNNs from scratch.

However, the main obstacle of fine-tuning with the pre-trained DNNs is their

huge size. Empirical studies have shown that it is essential to scale up the model

size, so the DNNs features can effectively encode the common-sense knowledge via

learning from the large-scale pre-training datasets [Qiu+20]. Specifically, [Kap+20]

investigated the scaling law for the pre-training of DNNs. They demonstrated that the

testing performance of the pre-trained DNNs is a power law in its model size, i.e., the

testing loss (as a proxy for the testing performance) is inversely proportional to the

log of the parameter counts of the DNNs. Consisting with such a power low, recent

state-of-the-art pre-trained DNNs are generally tremendous in size. For example, the

LLaMA models [Tou+23] are pre-trained with 7 to 65 billion parameters and GPT-4

[Ope23] has more than one trillion parameters.

The sheer size of of such pre-trained DNNs raises two practical challenges for

their deployment in real-world scenarios. From the computation perspective, it

would be extremely computational costly to fine-tune these models, e.g., in terms

of the number of float point operations, which makes them prohibitive for scenarios

with limited computation budget. From the data perspective, massive data labeling

effort for the downstream tasks may be also prohibitive due to its time and domain

expertise requirements. Therefore, it is reasonable to consider scenarios where only
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few annotated samples are available when fine-tuning on downstream tasks. However,

it is difficult for a large DNN to effectively translate its strong prior knowledge from

pre-training into task-specific posterior knowledge, via fine-tuning with only few

annotated samples [Wan+20b]. So motivated, we investigate on efficient training

with pre-trained DNNs for low-resource scenarios, i.e., with limited computation or

annotation budgets. Specifically, we consider the following three tasks: i) natural

language understanding, ii) compositional image retrieval, iii) fair text generation.

In the following, we first investigate efficient training with limited annotations for

natural language understanding. We target its sub-tasks of sequence classification

in Chapter 2 and sequence labeling in Chapter 3, proposing an attention-based

mechanism and a data-free distillation framework, respectively, to improve the data

efficiency. In Chapter 4, we propose computational efficient approach to estimate

a mutual information upper bound, which is aimed at improving the demographic

fairness for text generation. Finally, we study the task of compositional image retrieval

in Chapter 5. Specifically, we propose a visual prompt tuning mechanism along with

a self-supervised auxiliary task, yielding superior performance with few-shot datasets

while also reducing the computation cost during training. The contributions in this

dissertation have been presented in several peer-reviewed publications of machine

learning [Wan+20b; Wan+22; WCH23].
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2

Integrating Task-Specific Information into
Pre-trained Language Models for

Low-Resource Fine-Tuning

2.1 Introduction

pre-trained Language Models (PLMs) [Dev+18a; Rad+19a] have yield significant

progress on various natural language processing (NLP) tasks, e.g., neural language

understanding, text generation, etc. Existing PLMs are usually pre-trained in a task-

agnostic manner, in which the model is expected to capture the general knowledge of

natural language from a large corpus, independent of downstream-specific information.

This is not a problem when data is abundant in the downstream dataset, in which

case, the model can effectively extract task-specific information during fine-tuning.

However, in real scenarios, data may be difficult to collect and labeling is usually

expensive. We show that PLMs pre-trained with general knowledge can overfit

without enough guidance from the task-specific information, resulting in degraded

performance during testing. Therefore, it has been challenging for fine-tuning with

low resource dataset with limited task specific information.
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A clear-cut solution to this problem is to focus more on samples that are more

relevant to the target task during pre-training. However, this requires a task-specific

pre-training, which in most cases is computational or time prohibitive. Another

approach is to pre-train on an auxiliary dataset before fine-tuning on the target

task [PFB18]. Such method requires the availability of an appropriate auxiliary

datasets. Unfortunately, in some cases it may negatively impact the downstream

transfer [Wan+18a]. Label embeddings [Aka+15] can be regarded as a feature-based

definition of a classification task, in which detailed information of the task is encoded.

One natural question is whether we can combine the general knowledge in a PLM

and the task-specific characterization contained within label embeddings for better

fine-tuning on low-resource tasks.

In this chapter, we propose to utilize the label embeddings as a task-specific prior,

complementary to the general prior already encoded during pre-training. We learn

and integrate these label embeddings into BERT models [Dev+18a] to regularize

its self-attention modules, so the task-irrelevant tokens or patterns can be readily

filtered out, while the task-specific information can be enhanced during fine-tuning.

Such a modification is compatible with any PLM built upon self-attention and will

not degrade the original pre-trained structure. Experimental results on various

classification tasks show that our approach can significantly improve the performance

when fine-tuning on low-resource datasets, e.g., those consisting of only several

thousand of data samples, while maintaining comparable results on larger datasets.

In order to validate the performance of our approach in a real-world setting, we

collected two text classification datasets from the online patient portal of a large

academic health system, each with a few thousand sequences. Our clinic datasets

are collected from real patients and annotated by professional clinics. These are the

first datasets for automatic patient message triage, which constitute an important

problem in the field of clinical data analysis.
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2.2 Methods

2.2.1 The BERT Model

The encoder of BERT and other popular PLMs are built upon the transformer

architecture, which is composed of multiple layers of multi-head self-attention and

position-wise feed-forward layers.

Multi-head Self-attention The multi-head self-attention is an ensemble of multiple

single-head self-attention modules. Let X ∈ RL×D be the embedding matrix of the

input sequence with length L. For each single head, the input sequence is first mapped

into the key, query and value triplet, denoted as,

K = XWK , Q = XWQ, V = XWV , (2.1)

where {WK ,WQ,WV } ∈ RD×d are projection matrices. The self-attention can be

formalized as

A =
QKT

√
d

∈ RL×L, (2.2)

Hi = softmax(A)V ∈ RL×D, (2.3)

where i = 1, . . . , h and h is the number of heads. softmax(·) is the row-wise softmax

function and d is the head dimension. A is the attention score matrix representing

the compatibility between the row vectors of query Q and key K. The multi-head

self-attention is defined by concatenating and projecting the representation from each

head, {Hi}hi=1, into Ĥ ∈ RL×D.

Positional-wise Feed Forward Layer After self-attention, a fully connected

network is applied on each token representation x using

FFN(x) = max(0,max(0, xW1 + b1)W2 + b2),

which consists of two linear transformations and ReLU activations.

6



(a)
(b)

Figure 2.1: (a) Incorporating label embeddings into multi-head self-attention. (b)
Modifying self-attention scores with label embeddings.

In BERT, the input sequence starts with a [CLS] token, whose hidden state will

be extracted as the sequence representation for classification. Let CE(·, ·) be the

cross-entropy loss, C(·) be the final classifier and enc(·) be the encoder consisting of

a stack of transformer layers. The classification loss can be written as,

Lc = E(X,y)∼D[CE(C(enc(X)[CLS]), y)] (2.4)

where enc(X)[CLS] is the representation of [CLS] token after encoding, y is the

classification label for the input sequence and D is a dataset.

In the context of graph embeddings [KW16], the [CLS] token acts as a super node

that connects to all other tokens (nodes) and aggregates global information during

self-attention (convolution). After training, the embedding of the [CLS] token should

contain the task-specific information, so that it can mostly attend to task relevant

information in self-attention during inference. However, embeddings of the PLMs

are pre-trained agnostic to downstream tasks. When fine-tuning with low-resource

datasets where label information is scarce, a single [CLS] token may not capture

enough task specific information, resulting in model overfitting to task irrelevant

tokens or patterns in the input sequences.
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2.2.2 Integrating Label Embedding into Self-Attention

In this chapter, we propose to leverage label embeddings to optimize the self-attention

modules, so the model can better focus on task-relevant information when fine-tuned

with small datasets.

We reformulate the representations in (2.1) as {Kw, Qw, Vw} by replacing X with

block matrix Xw = [XCLS, X], where XCLS ∈ R1×D and X ∈ R(L−1)×D represent

the embeddings of [CLS] and the other tokens in the sequence, respectively. The

attention score matrix can be rewritten as,

A =
1√
d

[
Q[CLS]K

T
[CLS] Q[CLS]K

T

QKT
[CLS] QKT

]
. (2.5)

We denote the cross-attention between the [CLS] token and all the other input tokens

as S ≜ QT
[CLS]K

T ∈ R1×(L−1). Let Xl ∈ RM×D be the label embedding matrix, where

M is the number of classes. We first compute the cross attention between Xl and X

with the following,

Al =
QlK

T

√
d

, Ql = XlWQ, (2.6)

where Xl is encoded in to Ql with the same mapping matrix WQ as in (2.1). Then,

we compute a modified cross-attention row vector S ′ by concatenating S and Al by

row and keeping the maximum value of each column,

S ′ = max([S;Al]) ∈ R1×L. (2.7)

As a result, S ′ represents the maximum attention score of a input token with both

[CLS] and the label embeddings. A new attention score matrix A′ can be obtained

by replacing S with S ′ in (2.5),

A′ =
1√
d

[
Q[CLS]K

T
[CLS] S ′

QKT
[CLS] QKT

]
. (2.8)
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In (2.8), when a token is highly relevant to one of the labels, it will result in a larger

attention score in S ′, thus the [CLS] embedding will be less affected by irrelevant

information in the sequence, unlike (2.2) where only attention from the current [CLS]

embedding is considered. The proposed attention layer is shown in Figure 3.2(b). The

attention score matrix A in (2.2) is replaced as A′ in (2.8). All other components

are the same as the original layers in BERT as in (2.1)–(2.2.1).

We share the same label embedding Xl for all the layers. The label embedding

is adapted on each layer via WQ in the multi-head attention module. We also feed

Xl into the final classifier C(·), so the label embeddings can be classified into their

corresponding classes. The final loss for classification is,

Llabel =
M∑
i=1

CE(C(X i
l ), i), (2.9)

Lfinal = Lc + λLlabel. (2.10)

where X i
l is the i-th label embedding, λ is a trade-off parameter between the regular-

ization on label embeddings and the original classification loss.

The label embeddings can be initialized randomly or by the pre-trained embeddings

of relevant keywords. When the label is not identified by keywords, e.g., in sentence

entailment tasks, their embeddings can be initialized with the representations of

[CLS], averaged over samples from the same class. All other parameters can be

initialized from the pre-trained BERT. This modification can be adapted to any PLM

with self-attention modules.

2.3 Related Work

Label embeddings have been previously leveraged for image classification [Aka+15],

multi-modal learning between images and text [KSZ14], text recognition in images

[RP15], zero-shot learning [Li+15; MCG16] and text classification [Zha+17]. Notably,
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Table 2.1: Results on public benchmarks.

Method
TREC
(5.5k)

WNLI
(0.6k)

RTE
(2.5k)

MRPC
(3.7k)

CoLA
(8.5k)

IMDB
(25k)

SST-2
(67k)

MNLI-M/MM
(393k)

QQP
(364k) Avg

BERT [Dev+18a] 97.00 55.11 63.90 87.29 54.47 92.36 92.32 84.38/ 84.87 87.53 79.92

Our Method 97.40 57.75 66.43 89.48 56.26 92.43 92.58 84.12/ 84.62 87.84 80.89

LEAM [Wan+18b] jointly embeds words (tokens) and labels in a common latent

space as a means to improve the performance on general text classification tasks.

Further, [MES19] concatenates label embedding with word embeddings. However, this

approach cannot be directly implemented into PLMs since the new (concatenated)

embedding is not compatible with the pre-trained parameters. In this chapter, we

propose to integrate label embeddings into the self-attention module of the BERT

model, so the learnt attention can be regularized to better focus on task-relevant

information of the input text data.

2.4 Experiments

We focus on fine-tuning with small datasets. We integrate label embeddings into the

pre-trained (Bio)BERT models, and fine-tune on various classification benchmarks

as well as two real-world clinical datasets that we collected from the online patient

portal of a large academic health system.

2.4.1 Public Benchmarks

Table 2.1 shows the results of integrating label embedding into the pre-trained

bert-based-uncased model on 9 public classification benchmarks of various sizes.

We find that our method improves the results from BERT on small datasets, e.g,

WNLI, MRPC, CoLA, etc, which typically have only several thousand data samples

available for fine-tuning. This shows that the BERT model, which is pre-trained

with task-agnostic objectives, is more likely to overfit when there is limited task-
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(a) Attention from the BioBERT.

(b) Attention from our method.

Figure 2.2: Examples of the attention from the [CLS] token in the final attention
layer. Red color indicates higher attention score.

specific information during fine-tuning. However, our method produces comparable

results on larger datasets such as MNLI and QQP. This is consistent to the study in

[Laz03] where additional priors are less useful when the size of dataset grows larger.

These results suggest that our method is more suitable for fine-tuning with smaller

amounts of data, and that our approach to injecting the label information is at least

not detrimental to the original pre-trained model. This supports the intuition of

combining the pre-trained general knowledge and the task-specific information for

better fine-tuning with small datasets.

We note that label information can improve the results on many tasks of neural

language inference, e.g., WMLI and QQP, where classes are not identified by keywords,

but rather certain patterns in the input sentence pair. This may be because the

self-attention will encode these input patterns into intermediate tokens, which act as

pseudo keywords that can be emphasized by the attention from label embeddings.
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Table 2.2: Typical examples of patient messages to providers grouped by urgency.

Label Count Typical Example
Non-urgent 631 That would be awesome... thank you.

Medium 955 All seems well now. I am at home resting. My wife and
I have a trip planned to Maryland this week beginning
on Wednesday. We can fly, drive or stay home if I
should not travel. Are there any reasons that I should
not fly.

Urgent 170 I have continued having chest pain shortness of breath
since waking. Please tell me what to do. I have tried in
hailers am going to try nebulizers. I just feel extremely
tight in my chest.

Table 2.3: Typical examples of patient messages to providers. Label 1 for messages
being pure acknowledgment, while 0 for non-trivial messages.

Label Count Typical Example
1 1123 Thank you. Have a good day.

0 566 I have continued having chest pain shortness of breath since
waking. Please let me know what to do.

2.4.2 Patient Message Triage

We further evaluate the proposed approach in real-world scenarios of patient message

classification, which is also knowln as patient triage. This is a task motivated by the

increasing popularity of online patient portals. Most of the patient messages generated

from the portal are non-urgent, while the doctors are expected to focus on the urgent

requests, which amount to only a small portion (about 10%) of all messages. As a

result, the heath providers will have to spend considerable time just identifying urgent

messages, being less efficient at emergency responses. Unfortunately, training a model

with large scale datasets for such a problem is prohibitive, since data annotation for

patient triage requires efforts from clinic experts. Therefore, it is practical to consider

low-resource training for such a problem.

We obtain two healthcare datasetsi.e., Message-urgency and Acknowledgment,

from a large academic health system online portal, and each of them contains
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Table 2.4: Results on our healthcare datasets. The results are shown as in the format
of F1/Precision/Recall.

Dataset
Message-urgency

(1.7k)
Acknowledgment

(1.6k)

BERT [Dev+18a] 0.761/0.762/0.761 0.980/0.976/0.984

BioBERT [Lee+20] 0.764/0.774/0.758 0.985/0.990/0.980

Our Method 0.789/0.784/0.797 0.990/0.993/0.987

approximately two thousands of patient messages. We utilized 1,756 web portal

messages generated from 10/2014 to 08/2018 by adult patients (> 18 years old) of a

large academic medical center. The data is collected with a custom-built Application

Programming Interface (API), with only approved users were allowed access to work

with the identifiable protected health information. These messages included free,

unstructured plain text sent by patients to their healthcare team. Responses and

messages sent from the clinician or health system to the patient were excluded from

the analysis. We show the statistics and typical examples of the two datasets in Table

2.2 and Table 2.3. We also employ our method on the pre-trained model of BioBERT

[Lee+20], which has the same architecture as BERT but further pre-trained on the

clinical corpora. Results are shown in Table 2.4. Our model improves on all the

baselines in terms of the F1 score, which validates the usefulness of the proposed

method for realistic low-resource scenarios, where only limited amount of annotations

are available for tine-tuning with PLMs.

2.5 Conclusions

In this chapter, we focused on fine-tuning PLMs with small-sized datasets, i.e., a

low-resource scenario where there is limited annotation budgets for the downstream

tasks. We propose an attention mechanism that integrates task specific information

into the pre-trained BERT models [Dev+18a; Lee+20]. Specifically, we leverage label
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embeddings in sequence classification to regularize the self-attention module in the

transformer architecture of BERT. We perform experiments on both public sequence

classification benchmarks and real-world patient triage datasets. The patient triage

datasets are collected from a clinical institution and annotated by expert clinicians.

The experiment results suggest that our proposed approach can effectively improve

the results for low resource fine-tuning with PLMs. Additionally, we visualize the

attention matrix from the BERT model and show that the attention with our approach

is more focused on the key works that are informative of the task being fine-tuned,

compared with naively fine-tuning the BERT model with the small-sized datasets.
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3

Few-Shot Class-Incremental Learning for
Named Entity Recognition

3.1 Introduction

Existing models of Named Entity Recognition (NER) are usually trained on a large

scale dataset with predefined entity classes, then deployed for entity extraction on

the test data without further adaptation or refinement. In practice, data of new

entity classes that the NER model has not seen during training arrives constantly,

thus it is desirable that the NER model can be incrementally updated over time

with knowledge of data for these new classes. In this case, one challenge is that

the training data of old entity classes may not be available due to privacy concerns

or memory limitations [Ma+20]. Then, the model can easily degrade in terms of

the performance on old classes when being fine-tuned with only annotations of new

entity classes, i.e., catastrophic forgetting. In addressing this problem, previous work

in class-incremental learning for NER [Mon+21] regularizes the current model by

distilling from the previous model trained on old (existing) classes, using text from the

training dataset of new classes. However, this requires abundance of data in the new
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training dataset being used for distillation. Such an assumption is usually unrealistic

since the token-level annotations required by NER training are labor-consuming and

scarce, especially for the new unseen classes. In this chapter, we study a more realistic

setting, i.e., few-shot class-incremental learning for NER, where we train and NER

model that (i) incrementally learns on new classes with only few annotations, and

(ii) without requiring access to training data for the old classes.

There are very limited works in few-shot class-incremental learning for NER. Such

a setting is more challenging compared with class-incremental learning for NER. First,

the few-shot datasets in few-shot class-incremental learning may not contain enough

information for the trained model to generalize during testing. Second, it is more

challenging to solve the catastrophic forgetting problem in few-shot class-incremental

learning when data for old classes is not available and new data is scarce. In class-

incremental learning for NER [Mon+21], the same training sequence may contain

entities of different classes. Therefore, when the training dataset for new classes is

sufficiently large, its context, i.e., words labeled as not from entities of new classes,

may also contain abundant entities of the old classes. That is, the new training data

can be regarded as an unlabeled replay dataset of the existing entity classes. In such

case, we can simply address the problem of catastrophic forgetting by distilling from

the previous model (trained on old classes) to the current one, using text from such a

replay dataset [Mon+21]. However, in few-shot class-incremental learning, we cannot

expect to avoid catastrophic forgetting by distilling with only the few samples from

the new training dataset, since there may not exist sufficient (if any) entities of the

old classes in previous steps.

In this chapter, we propose a framework to enable few-shot class-incremental

learning for NER. As mentioned above, since the few-shot dataset may not contain

enough entities of old classes as replay data for distilling from the previous model,

which leads to catastrophic forgetting, we consider generating synthetic data of the
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old entity classes for distillation. Such data is termed as synthetic replay. Specifically,

we generate synthetic data samples of old classes by inverting the NER model. Given

the previous model trained on the old classes, we optimize the token embeddings

of the synthetic data, so that predictions from the previous model can contain old

entity classes, given the synthetic data as input. In this way, the synthetic data is

likely to contain entities of old classes, and distilling from the previous model with

such data will thus encourage knowledge preservation of old classes. Additionally, to

ensure the synthetic (reconstructed) data to be realistic, we propose to leverage the

readily available real text data for new classes, via adversarially matching the hidden

features of tokens from the synthetic data and those from the real data. Note that

the synthetic data generated from such adversarial match with real data will contain

semantics that are close to the real text data for new classes. Consequently, compared

with training with only the few samples of new classes, the synthetic data will provide

more diverse context that are close to the samples of the few-shot dataset, augmenting

the few-shot training for the new classes. Further, with the generated synthetic data,

we propose a framework that trains the NER model with annotations of the new

classes, while distilling from the previous model with both the synthetic data and

real text from the new training data. Below we summarize our contributions:

• We present the first work of studying few-shot incremental learning for Named

Entity Recognition (NER), a more practical but challenging problem compared

with class-incremental learning for NER.

• We approach the problem by proposing a framework that distills from the

existing model with both, real data of new entity classes and synthetic data

reconstructed from the model as replay data of old entity classes.

• Experiments show that our method significantly improves over existing baselines

for the task of few-shot class-incremental learning in NER.
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Input Sequence:

PER       O             O              O        O       O      O       O     Step 1	:

Prediction : PER       O         LOC            O        O        O   TIME   O            

Emily    from    California    was    born    in    1990      .

O          O          LOC            O        O       O      O       O     

O          O            O               O        O       O   TIME   O     

Step 2	:

Step 3	:

Figure 3.1: Hypothetical annotations for different time steps in NER few-shot class-
incremental learning and the expected model prediction.

(a)
London    was    attacked    in    1943    .

𝑀!

(1) Masking the position 
of TIME

𝑌"! : LOC    O    O    O    O    [X]    O            

……

Top K predictionsO      O      O        O    O    TIME O              
𝑝!
𝑝"
𝑝#

Probabilities of 
each prediction

……

𝑝!
𝑝"
𝑝#

(2) Copy
(3) 

Insert

(4) Train

Annotations
of step 3

𝑌"" : O      O     O    O    O    [X]    O            
𝑌"# : PER   O     O    O    O    [X]    O            

𝑀"

𝑌"!$ : LOC    O    O    O    O    TIME O            
𝑌""$ : O      O     O    O    O    TIME O            
𝑌"#$ : PER   O     O    O    O    TIME O            

(b)

Figure 3.2: (a) An example of Lsyn of Eq (3.4) at step 3 of Figure 3.1. (b) An example
of distilling with Dt at step 3 of Figure 3.1.

3.2 Background

3.2.1 Problem Definition

Assume there is a stream of NER datasets D1, . . . ,Dt, . . ., annotated with disjoint

entity classes, where t is the time step and Dt = {(X t
i , Y

t
i )}|D

t|
i=1 contains ct entity

classes. Here X t
i = [xt

i,1, · · · , xt
i,Ni

] and yti = [yti,1, · · · , yti,Ni
] are the NER token and

label sequences, respectively, with length Ni, and |Dt| is the size of the dataset.

Dataset D1 is the base dataset, assumed of reasonably large size for classes of step

t = 1. The datasets {Dt}t>1 are the few-shot datasets with about K samples for each

class. In few-shot class-incremental learning, the NER model will be incrementally

trained with D1,D2, . . ., over time, with data from Dt only available at the tth time

step. After being trained with Dt, the model will be evaluated jointly on all entity
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classes encountered in D1, · · · ,Dt, i.e., we do not learn separate prediction modules for

each time step. Figure 3.1 shows an example of annotations for different incremental

learning steps on classes of PER, LOC, and TIME.

In Figure 3.1, we should note that tokens that are labeled as O in the current

step are likely to contain abundant entities from the previous classes. For instance,

tokens annotated as O in step 3 include entities of previous classes, i.e., PER and

LOC. Therefore, when a large amount of training data is available for the new

classes, the new dataset can be regarded as unlabeled replay data of previous classes.

As an example, in [Mon+21], their performance of class-incremental learning on

CoNLL2003 has been comparable or even better than training with full annotations

of all the classes encountered, by just distilling with the training data of the new

classes. However, in few-shot class-incremental learning, the few training samples of

the current step may not contain enough entities of the previous classes. In Section

3.4, we also discuss the difference between few-shot class-incremental and few-shot

learning for NER.

3.3 Few-Shot Class-Incremental Learning

3.3.1 The Proposed Framework

Following [BLC19; SNL19], we use the BERT-CRF as our NER model, which consists

of a BERTbase [Dev+18b] encoder with a linear projection and a conditional random

field (CRF) [LMP01] layer for prediction. We denote M t as the NER model for

step t. M t is initialized from M t−1 to preserve knowledge of old classes. For

time step t > 1, M t is expected to learn about the new classes from Dt, while

not forgetting the knowledge from {Dk}t−1
k=1. Assume we have already obtained

a synthetic dataset Dt
r = {Et,r

i , Y t,r
i }|D

t
r|

i=1 of previous entity classes from {Dk}t−1
k=1,

where Et,r
i = [et,ri,1, · · · , e

t,r
i,Ni

] and Y t,r
i = [yt,ri,1, · · · , y

t,r
i,Ni

] are the reconstructed token
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embeddings and reference label sequence. Y t,r
i is a randomly sampled label sequence

containing classes from the previous steps and Et,r
i is optimized so the output from

M t−1 with Et,r
i matches Y t,r

i . We will discuss the construction of the synthetic Dt
r in

Section 3.3.2. Given the current training data Dt and M t−1 that has been trained on

Dt−1, we propose to train M t by distilling from M t−1 with both the real data from Dt

and synthetic data from Dt
r. The challenge of such distillation is that the predictions

from M t and M t−1 are likely to contain different set of labels, i.e., M t should also

predict with the new entity classes from Dt. This is different from the standard

setting of distillation, where the teacher and student models share the same label

space [HVD15]. In tackling such a problem of label space discrepancy, we propose

separate approaches of distillation for Dt and Dt
r, respectively.

Distilling with Real Data Dt. The distillation from M t−1 to M t involves matching

the output distributions between M t to M t−1. However, given an input sequence X

from Dt, the CRF layer outputs correspond to a sequence-level distribution Pθ(Y |X),

i.e., probabilities for all possible label sequences of X, the cardinality of which, grows

exponentially large with the length of X. Therefore, it is infeasible to match with the

exact output distributions of CRF. Following the current state-of-the-art approach of

NER distillation [Wan+20c], we approximate the sequence-level output distribution

of CRF with only its top S predictions. Specifically, for model M t−1, we have,

P̂Mt−1(Y |X) = [PMt−1(Ŷ1|X), . . . , PMt−1(ŶS|X), 1 −
S∑

s=1

PMt−1(Ŷs|X)], (3.1)

where {Ŷs}Ss=1 are the top S most probable predictions of label sequence from M t−1.

We set S = 10. In this way, the output from the CRF of M t−1 becomes tractable.

However, M t still cannot be trained with such an output from M t−1. This is because

M t−1 was not trained with the new classes in Dt. Therefore, when X is from Dt,

M t−1 will have wrong predictions on the tokens labeled as being from entities of new
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classes. In order to distill with M t−1, we propose a correction for {Ŷs}Ss=1. Figure

3.2b shows an example of such a process. Specifically, on the positions of the sequence

where Dt has labeled as new classes, we replace the predictions in {Ŷs}Ss=1 with the

annotations from Dt. We denote the corrected set of predictions as {Ŷ c
s }Ss=1. For

training of M t, we first calculate the predicted distribution of M t with respect to

{Ŷ c
s }Ss=1, as

P̂Mt(Y |X) = [PMt(Ŷ c
1 |X), · · · , PMt(Ŷ c

S |X), 1 −
S∑

s=1

PMt(Ŷ c
s |X)], (3.2)

where we compute the predicted probabilities from M t with regard to {Ŷ c
s }Ss=1 from

M t−1. Then, M t can be trained by minimizing the cross entropy between P̂Mt−1(Y |X)

and P̂Mt(Y |X) via

Lreal(Dt) = − 1

|Dt|
∑
X∈Dt

CE(P̂Mt−1(Y |X), P̂Mt(Y |X)), (3.3)

where CE(·, ·) is the cross entropy function. Note that the definition of O is different

in Mt−1 and Mt. Take Figure 3.2b as an example, the prediction of O in step 2

corresponds to both O and TIME for step 3, since TIME is not in the target entity

classes of step 2. However, from the annotation of step 3, we know that tokens

annotated as O are not TIME. Therefore, we can safely assume that the prediction

of O in {Ŷ c
s }Ss=1 from M2 matches the definition of O in M3, i.e., the semantics of O

in {Ŷ c
s }Ss=1 is the same for Mt and Mt−1.

Distilling with Synthetic Data Dt
r. Different from data in Dr, in which we know

tokens annotated as O are not from the new classes, data from Dt
r is reconstructed from

Mt−1 and only contains labels for the previous classes. Any token predicted with ”O”

from M t−1 can be potentially labeled as O or the new classes by M t. Therefore, with

Dt
r, it is unclear how to correct the output of CRF from M t−1, i.e. {Ŷs}Ss=1, for training
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of M t. By considering the above, we resort to another approach that decomposes the

output from CRF, i.e., sequence level label distribution, into marginal label prediction

for each token, using the forward and backward method in [LMP01]. Figure 3.2a

shows a graphic example of our distillation loss Lsyn with Dt
r. Specifically, let Ct be

the cumulative number of possible labels for any given token in NER at step t, i.e.,

Ct =
∑t

k=1 c
t, with ct be the number of class in Dt. For each token with embedding e,

we define pte = [pte,O; pte,Ct−1 ; pte,ct ] and pt−1
e = [pt−1

e,O ; pt−1
e,Ct−1 ] as the predicted marginal

distribution of a token from M t and M t−1, respectively. pte,O, p
t−1
e,O ∈ R are the

probabilities for class O, whereas pte,Ct−1 , p
t−1
e,Ct−1 ∈ RCt−1

are the probabilities for

entity classes encountered up to step t− 1. Further, pte,ct ∈ Rct are probabilities for

the new classes in step t. Since O from step t−1 corresponds to the O and the ct new

classes in step t, we first collapse pte by computing p̂te = [sum(pte,O, p
t
e,ct); p

t
e,Ct−1−1],

where we merge the predictions of O and ct new classes. In this way, p̂te will have the

same dimension as pt−1
e . Let Et

r be the set of embeddings for all tokens contained in

Dt
r. The distillation loss for Dt

r is

Lsyn(Dt
r) = Ee∈Et

r
KL(p̂te||pt−1

e ), (3.4)

where KL(·||·) is the KL divergence.

General Objective. The general objective of M t for training at step t is,

Lt = Lreal(Dt) + αLsyn(Dt
r), (3.5)

where Lreal(·) and Lsyn(·) correspond to distillation with the real data in Dt and

synthetic data in Dt
r, respectively, and α is a parameter balancing between the training

losses Lreal(Dt) and  Lsyn(Dt
r).
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3.3.2 Synthetic Data Reconstruction

Now we describe how to reconstruct Dt
r from M t−1. Given a randomly sampled label

sequence Y containing the old entity classes from {Dk}k<t, we seek to reconstruct the

embedding sequence E corresponding to its training data. In doing so, we randomly

initialize embeddings E, then optimize the parameters of E with gradient descent

so that its output with M t−1 matches the expected label sequence Y . Formally, we

optimize E by minimizing the training loss of the CRF as

Lcrf = − logPMt−1(Y |E). (3.6)

One problem of such reconstruction is that the resulting synthetic E may not be

realistic. This will result in a domain gap of training on the synthetic data of old

entities but testing on the real data. To alleviate this problem, we propose to

encourage synthetic data to be more realistic by leveraging the real data from Dt.

Let ht−1,syn
l (Et

r) be the hidden state from the lth layer of the BERT encoder in M t−1,

regarding the set of synthetic token embeddings, Et
r. Similarly, let ht−1,real

l (emb(X t))

be the output hidden states from the lth layer of M t−1, regarding the set of real tokens,

X t, from Dt
r. Moreover, emb(·) is the embedding layer. We propose to adversarially

match ht−1,syn
l (Et

r) and ht−1,real
l (emb(X t)) so that hidden states from the real and

synthetic are not far away from each other. In this way, the reconstructed embeddings

from Dt
r are likely to be more realistic. Specifically, let Ml be a binary discriminator

module, i.e., one layer linear projection with sigmoid output, whose inputs are the

real and synthetic hidden states,

M∗
l = argminMl

− Eh∈ht−1,syn
l (Et

r)
logMl(h)

− Eh∈ht−1,real
l (emb(Xt)) log(1 −Ml(h)), (3.7)

Ladv
l = Eh∈ht−1,syn

l (Et
r)

log(1 −M∗
l (h)). (3.8)
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Finally, the loss for reconstructing Dt
r is

Lr = Lcrf + β
∑
l∈ls

Ll
adv, (3.9)

where ls = 2, 4, · · · , 12, i.e., we match every two layers of the BERT encoder in

M t−1. β is a balancing parameter. Since we train M t with the reconstructed token

embeddings from M t−1, we freeze the BERT token embedding layer during training,

so that M t−1 and M t can share the same token embeddings. This is also reasonable

for the setting of few shot learning, since tuning all the model parameters with few

samples will result in overfitting.

Another problem we should consider is that the real data Dt and synthetic data

Dt
r may contain different sets of entity classes, i.e., the few-shot dataset Dt may not

contain entities of old classes in Dt
r. In this case, for the token embeddings of old

classes in Dt
r, s.t., {ei,j|y

t,r
i,j ̸= O}, matching the hidden states of these embeddings

with those from Dt will distract these embedding from being optimized into the

entities of old classes, which we will show in the experiments. Therefore, we overload

the definition of Et
r in (3.4) by excluding embeddings of the old entity classes in Dt

r

from matching, i.e., Et
r = {ei,j|yt,ri,j = O}, while X t contains all the real tokens from Dt.

In constructing the synthetic dataset, we first construct a label sequence by sampling

a length for the token sequence and entity span, respectively. Then, we randomly

initialize the embedding for each synthetic token with the normal distribution N(0, 1)

and train the embeddings via (3.6).

Since Dt
r contains entities of old classes from previous steps, distilling with

Lsyn(Dt
r) will help preserving knowledge of old entity classes, i.e., avoiding catastrophic

forgetting, without accessing the real data from previous steps. Additionally, with

Dt
r, M

t is no longer trained with only few samples from Dt, thus is less likely to

overfit. This is because Dt
r can construct a relative larger scale, e.g., several thousand

sentences, within the computation limit. Additionally, the semantics of Dt
r can be
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close to Dt, since their token embeddings are closely matched. Thus, compared

with training only with Dt, Dt
r provides more diverse text information for M t during

training. Moreover, the entity of old classes from Dt
r can be regarded as negative

samples for training of the new classes in Dt, thus reducing the confusion between

old and new classes for M t during training.

3.4 Related Work

Class-Incremental Learning: Different from continual learning, e.g., [Hu+18],

which sequentially learn on different tasks (usually with different classes) and requires

task labels for prediction, class-incremental learning aims at jointly predicting with

all the encountered classes without knowing task labels. [SHL19; KXL21] have

study continual learning for different tasks of NLP. Recently, [Mon+21] studies class-

incremental learning for NER, building a unified NER classifier for all the classes

encountered over time. There are two problems regarding this method. Firstly,

[Mon+21] only works with a non-CRF-based model. However, many current state-of-

the-art NER models are built with a CRF module [Liu+19b; Che+20a; Wan+21a].

Secondly, it assumes that a large amount of data for the new classes is available,

which is unrealistic since annotations for unseen classes are usually scarce. In this

work, we assume only few-shot datasets are available for the new classes, i.e., few-shot

class-incremental learning, which was proposed in [Tao+20; MSR21], yet not studied

in NER. Also, note that class-incremental learning is different meta-learning with

episode training [Din+21; FAL17], since tasks/classes of meta-leaning may appear

multiple times in episode training, while we assume the dataset of each class only

appear once in class-incremental learning.

Few-Shot Learning: Models of few-shot learning are generally trained with a base

dataset, then learned to predict unseen target classes with few samples. One branch
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of the works is based on metric learning. These generally involves predicting by

learning to compare token features with class prototypes [Hou+20] or stored query

samples (training data) of target classes [YK20]. The latter violates our setting of

class-incremental learning, for which it is prohibitive to store the training data for

e.g., privacy issue. Alternatively, [Hua+20] avoids overfitting of few-shot learning by

augmenting with noisy or unlabeled data from the web. Our approach is similar to

[Hua+20], in that we also augment few-shot training of the current step with additional

data, except we use generated synthetic instead of real data. Recently, [Cui+21]

proposes Template NER, a few-shot friendly model for NER that convert NER into a

sequence-to-sequence problem. Our few-shot class-incremental learning is different

from few-shot learning in that i) Few-shot learning requires data of different classes

arrives at the same time and with complete annotations for all the target classe, while

data of few-shot class-incremental learning arrives sequentially, containing annotation

of only classes of the current step. ii) Existing works of few-shot NER build separate

prediction modules for the target and base classes and ignore the performance of base

classes during evaluation, thus incompatible with class-incremental learning.

Data-Free Distillation: Data-free distillation refers to the case in which we distill

from a teacher model to a student model with the training data of the teacher

not available. A typical solution is to reconstruct synthetic training data from the

trained teacher model for distillation. Such a setting was previously explored for

model compression of image classification [Yin+20] and text classification [Ma+20].

However, it has not been studied for NER scenarios. We use data-free distillation

for transferring knowledge between models from the current and previous steps for

few-shot class-incremental learning.
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(a) (b) (c)

Figure 3.3: T-SNE plots of real and synthetic token embeddings with 10-shot
LOC→PER, i.e., training on LOC for step 1 and PER for step 2.

1 2 3 4 5 6 7 8 9
Steps

10

20

30

40

50

60

70

80

F1
 S

co
re

CI NER
EWC++
FSLL
L-TapNet+CDT
Template NER
AS-DFD
Ours

(a)

2 4 6 8 10
Steps

0

10

20

30

40

50

60

70

F1
 S

co
re

(b)

Figure 3.4: Results of 5-shot class-incremental few-shot learning for the datasets of
(a) OntoNote 5.0 and (b) FewNERD.

Table 3.1: F1 Scores for 5-shot learning
on CoNLL2003.

Method Step 1 Step 2 Step 3 Step 4 Avg ≥ 2

Continual NER 87.89 59.54 51.09 42.98 51.20

EWC++ 88.35 68.23 60.34 50.97 59.85

L-TapNet+CDT 88.03 69.62 61.07 51.26 60.65

Template NER 89.02 64.78 57.90 45.32 56.00

FSLL 88.35 68.49 61.66 52.71 60.95

AS-DFD 88.35 68.87 60.32 52.99 60.73

Ours (α = 0) 88.35 60.09 52.16 44.31 52.19

Ours (α = 0, marg) 88.35 58.47 51.22 43.19 50.96

Ours (β = 0) 88.35 69.11 60.54 53.86 61.13

Ours (all tokens) 88.35 69.78 62.33 58.74 63.62

Ours 88.35 71.31 63.76 59.37 64.18

Table 3.2: F1 Scores for 10-shot learn-
ing on CoNLL2003.

Method Step 1 Step 2 Step 3 Step 4 Avg ≥ 2

Continual NER 87.89 59.77 54.03 46.94 53.58

EWC++ 88.35 66.32 62.69 55.14 61.38

L-TapNet+CDT 88.03 66.76 61.56 52.89 60.40

Template NER 89.02 63.29 57.35 49.86 56.83

FSLL 88.35 68.34 63.59 56.00 62.71

AS-DFD 88.35 68.95 59.54 53.22 60.57

Ours (α = 0) 88.35 60.26 55.46 47.69 54.47

Ours (α = 0, marg) 88.35 59.67 54.40 46.83 53.63

Ours (β = 0) 88.35 69.60 60.56 54.59 61.68

Ours (all tokens) 88.35 70.26 61.25 58.69 63.40

Ours 88.35 70.75 64.60 60.02 65.12
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3.5 Experiments

3.5.1 Datasets and Implementation

We experiment with three datasets: CoNLL2003 (4 classes), Ontonote 5.0 (18 classes)

and FewNERD (66 classes) [Din+21]. For CoNLL2003, we have one class each step

and our results are average over eight ordering of entity classes for each step as in

[Mon+21]. For OntoNote 5.0 and FewNERD, we experiment with different sets of

entity classes for different steps. In Table 3.3 and 3.4, we elaborate how we design

ordering of entity classes for training of each step. Since CoNLL2003 is a relative

smaller dataset, we conduct both 5-shot and 10-shot experiments for CoNLL2003

and 5-shot experiments for OntoNote 5.0 and FewNERD. Following [YK20], our base

datasets, i.e., dataset of step 1, is the training text data of the whole datset, labeled

with only entity classes included in step 1. The few-shot datasets are sampled from

the evaluation dataset with greedy sampling [YK20]. The resulting NER model of

each step is tested on the entire test set. At each time step, we reconstructed 150

samples for each previous class. These samples are discarded after training of the

current step. We report the average of six runs for each experiment. We empirically

set α = 1 and β = 10.

3.5.2 Baselines and Ablation Study

We compare with the state-of-the art work of class-incremental learning for NER (CI

NER). Additionally, we implement EWC++ [Cha+18] with α = 0, i.e., using weights

regularization to avoid forgetting instead of generating synthetic data , as in our

approach. We also implement FSLL [MSR21], a state-of-the-art method of few-shot

class-incremental learning for image classification with metric learning. Since FSLL

does not involve training with CRF, we implement FSLL with the BERT model

without CRF. Similar to EWC++ and different from our method, FSLL avoids
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Table 3.3: Entity classes in each step with CoNLL2003.

Permutations for CoNLL2003

P1: PER → LOC → ORG → MISC P2: PER → MISC → LOC → ORG
P3: LOC → PER → ORG → MISC P4: LOC → ORG → MISC → PER
P5: ORG → LOC → MISC → PER P6: ORG → MISC → PER → LOC
P7: MISC → PER → LOC → ORG P8: MISC → ORG → PER → LOC

forgetting with weight regularization. As mentioned in the related work section, our

method can be considered as data-free distillation. Therefore, we also include AS-DFD

[Ma+20], the state-of-the-art method of data-free distillation in text classification.

Specifically, we construct Dt
r with the adversarial regularization described in AS-DFD

instead of (3.9). We also adapt two baselines from the setting of few-shot learning

for NER, L-TAPNet+CDT [Hou+20] and Template NER [Cui+21], for comparison.

L-TAPNet+CDT is a recent work of few-shot sequence labeling with BERT-CRF,

the same as ours. Different from our model, it fix the BERT encoder parameters after

base training. Template NER is the state-of-the-art method for few-shot NER with

BART [Lew+19] model.

As an ablation study, we compare our method with: i) Ours (α = 0). It only

uses the real data Dt for training with α = 0. ii) Ours (α = 0, marg). Similar

to Ours (α = 0), it also trains with α = 0. The difference is that instead of using

the sequence-level distillation with Lreal(Dt), we decompose the output of CRF into

marginal predictions for each token, as described before (3.4). In this way, we can

directly apply the token-level distillation in CI NER [Mon+21] for the CRF-based

NER model. Compared with Ours (α = 0), this is included to show the performance

of directly applying token-level distillation for CRF-based model. iii) In Ours (β = 0),

we examine the usefulness of Ladv by setting β = 0. iv) Ours (all tokens), which

matches all the synthetic tokens in Dt
r with real tokens in Dt, instead of matching

with only those labeled as O in Dt
r, as described after (3.9).
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Table 3.4: Entity classes in each step with OntoNote 5.0. Classes within the brackets
are trained in the same step.

Permutations for OntoNote 5.0

P1: [CARDINAL, DATE, EVENT, FAC] → [GPE, LANGUAGE] → LAW →
[LOC, MONEY] → NORP → [ORDINAL, ORG]→ PERCENT → [PERSON,
PRODUCT] → [QUANTITY, TIME, WORK OF ART]
P2: [CARDINAL, DATE, EVENT, FAC] → GPE → LANGUAGE→ LAW →
LOC → [MONEY, NORP] → [ORDINAL, ORG] → [PERCENT, PERSON] →
[PRODUCT, QUANTITY] → [TIME, WORK OF ART]

3.5.3 Experiment Results

Table 3.1 and 3.2 show the F1 scores from different steps of few-shot class-Incremental

learning on CoNLL2003. The values are averaged over eight permutations as in

[Mon+21]. Our methods outperform all the considered baselines for both 5-shot and

10-shot learning. Especially, CI NER [Mon+21] has the worst result among all the

methods. This is because the performance of CI NER relies on a large amount of

data from Dt for replay of previous entities. Therefore, it does not work well in the

few-shot scenario, where Dt with only few samples may not contain entities of old

classes for replay. Additionally, we find that the performance of AS-DFD [Ma+20] is

slightly lower than Ours (β = 0), i.e., reconstructing data with only Lcrf . AS-DFD is

designed for text classification, where they use the feature of the special token [CLS]

from BERT for classification, while features of the non-special tokens (within text) are

trained with an augmented task of language modeling. However, in NER, features of

the non-special tokens are directly used for prediction. Thus, simultaneously training

such features with language modeling may distract the model from learning for NER.

In the ablation study, we find that our adversarial matching indeed improves the

quality of the synthetic data (Ours vs. Ours (β = 0)), especially when excluding

tokens of the reconstructed old entities from matching (Ours vs. Ours (all tokens)).

Further, Ours (α = 0, marg) has lower performance than Ours (α = 0), showing that
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it might not be optimal to directly apply CI NER [Mon+21] with CRF based models.

Figure 3.4 shows the results of class-incremental with OntoNote 5.0 and FewNERD.

With more steps relative to the experiments for CoNLL2003, following previous works

in few-shot class-incremental learning [Tao+20; MSR21], we plot the F1 scores as

curves, to highlight the relative difference of different methods over time. Our method

consistently outperforms the baselines. Note that, though Template NER may have

sightly better performance for the base training (step 1), it tends to have degraded

performance with larger steps, since the standard setting of few-shot NER only

consider classes of the current step, ignoring the performance of previous classes.

L-TapNet+CDT has better performance than Template NER since the former fix

the encoder after base training. However, this also prevent the encoder from being

trained with data of new classes.

3.5.4 Visualization of Token Embeddings

Figure 3.3 shows the t-sne plots of hidden states of tokens from 10-shot LOC→PER

(explained in the caption). In (a), we can find that there are synthetic tokens that are

very close to the real LOC tokens (green dots in the black ellipse). These synthetic

tokens (within the black ellipse) are the reconstructed LOC. On the contrary, the

synthetic context, i.e., the rest of the synthetic tokens outside the ellipse, are far

away from the real distribution. This may because the context contains more diverse

information, which makes it more difficult to be reconstructed. Such a difference

between real and synthetic tokens may cause a domain shift between training and

testing, since we are training on synthetic token and testing on real tokens. Note that

there is no tokens from D2 (red dots) in the black ellipse of LOC, indicating that

there may not be LOC entities in the few-shot dataset D2, unlike in non-few-shot

learning where D2 can contain a lot of entities of the old classes (LOC ). (b) shows

the result of matching all the synthetic tokens from D2
r with all the real ones from
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D2. In this way, most of the synthetic tokens are matched with the real ones, except

that only few synthetic tokens are aligned with the real LOC tokens. This is because

the few-shot dataset D2 may not contain entities from the old classes LOC. In this

case, the adversarial matching will distract synthetic tokens from being reconstructed

as LOC. Then, the reconstructed embedding sequences will contain less information

from the old classes (LOC ). In (c), we exclude synthetic tokens that are intended

to be reconstructed as the old class LOC, i.e., labeled as LOC in the target label

sequence Y in Algorithm 1. As a result, the synthetic tokens contain both LOC and

context that is aligned with the real distribution.

3.6 Conclusions

We present the first work of few-shot class-Incremental learning for NER , which

is a more challenging but practical scenario when compared to class-Incremental

learning of NER. To address the problem of catastrophic forgetting, we proposed to

reconstruct synthetic training of the old entity classes from the model trained at the

previous time step. Then, we proposed a framework that distills with both real data

from the current training dataset and the synthetic data. Additionally, the synthetic

data helps preserves knowledge of the old entity classes and allows the model to be

trained with a more diverse context Experimental results showed that our method

outperforms the baselines, enabling the NER model to incrementally learning from

new classes with few samples.
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4

Toward Fairness in Text Generation via
Mutual Information Minimization

based on Importance Sampling

4.1 Introduction

The recent advent of pre-trained Language Models (PLMs), e.g., GPT-2 [Rad+19b],

has tremendously advanced the state-of-the-art for natural language generation

tasks [Adi+20; Yao+19; Don+21]. These advances have resulted in human-like

cohesive text generation when prompted with a sequence of context words. However,

existing PLMs are generally pre-trained with large-scale natural language corpora

crawled from the internet [SUS21], without attentive filtering or scrutiny about the

potential undesirable social bias exhibited in human language, i.e. prejudices or

stereotypes against disadvantaged demographic groups in terms of, e.g., genders

or religions. Consequently, such a bias may be inherited or worse, exacerbated by

the resulting PLMs during pre-training [Bar+21; BCC19; Zha+19]. For example,

recent studies [Dha+21; LLG21] have shown that the pre-trained GPT-2 model can

spuriously correlate a demographic group, e.g., “male” or “female”, with certain
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occupations. For instance, the model can be prone to generate “doctor” given

“He works as”, while tending to generate “nurse” given “She works as”. Such

stereotypical inclinations in the text generation may cause a negative ethical impact

in socio-technical scenarios [LLG21], which severely curtails the applicability of PLMs

to real-world text generation.

Several methods have been proposed to alleviate social bias for fair text generation.

In one direction, these works debias the PLMs from the data perspective. [Zha+18]

proposed the Conterfactual Data Augmentation (CDA), which creates counterfactual

text instances that counter the social bias in the training corpus, e.g., for gender

bias, by replacing “She” with “He”, and vice versa. The PLMs are fine-tuned

on both the original corpus and the counterfactual instances. However, [Din+19]

showed that these artificial instances may not be grammatically correct. Instead,

they manually collect data that is deemed to be free from social bias. Unfortunately,

such a process is generally laborious and expensive. From a different perspective,

there are also works focusing on the geometry of the pre-trained embedding space

of PLMs [Bol+16; Lia+21]. Specifically, they project the (contextualized) token

embeddings into the orthogonal space of a demographic biasing subspace, which

is linearly spanned by a number of bias directions in the embedding space. The

projection is generally implemented via minimizing the cosine similarity between the

embedding vectors and the bias directions [Lia+21]. However, these approaches make

a strong assumption about the linearity of the bias in embedding space. Moreover,

there is no guarantee that the cosine similarity can sufficiently capture the bias degree

of the learnt embeddings against different demographic groups. In [Kur+19], it is

shown that cosine similarity based methods do not produce consistent results in

measuring bias for token embeddings. Recently, [HM22] showed that the information

captured by different handcrafted similarity metrics on pre-trained token embeddings,

e.g., cosine or Euclidean similarities, widely varies and may not be fully explainable.
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Table 4.1: Examples of sentences generated from the GPT-2 grouped according to
whether the sentence is neutral or polarized in terms of gender.

Types Sentences

Polarity: Male

(Polarized)

He can make a horse, but he can’t make a pony. He will always try to buy things.

He writes at a snail’s pace, writes in a high-pitched tone and sometimes turns the page.

a man who is willing to sacrifice himself for his beloved, for his neighbor and for his father

Polarity:Female

(Polarized)

she is ready for her nursing home needs.

The anesthesiologist assistant works under the medical ills of her job.

The first psychiatric nurses faced difficult working ills during her first year at a clinic.

Neutral

(Non-Polarized)

the clinician may use his or her abilities and abilities as an expert in the specific treatment.

Anesthesiologist assistants work in all facets of ills such as headache

Chaplains also build relationships with students to help them learn who they’re talking to.

Different from previous works, our proposed method does not rely on manual

data collection nor handcrafted similarity metrics in the pre-trained embedding space.

Alternatively, we propose to debias the PLMs for text generation via minimizing

the mutual information between the demographic polarity of the generated sentence

and its semantics. The term of demographic polarity follows [Dha+21], denoting

which demographic group the sentence is referring to. For instance, it indicates

whether a sentence is referring to a “male” or a “female” in a gender debiasing

scenario. By minimizing its mutual information with the sentence semantics, we

break the stereotypes regarding demographic groups in text generation such that

the mentioning of each demographic group (e.g., “She” or “He”) is decoupled or

independent from how it is described in the generated context (e.g., “Doctor” or

“Nurse”). Further, for fluent and cohesive text generation, we propose a distillation

mechanism that preserves the linguistic consistency between different mentioning of

demographic groups. Experiments on real-world benchmarks show that our method

outperforms other baselines in terms of both fairness for different demographic groups

and language modeling ability.
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4.2 Background

4.2.1 Demographic Polarity

Let G = {Gi}Kk=1 be the collection of K demographic groups being considered for

fairness in a text generation task. As an example, we can have G = {male, female}

when debiasing for fairness over genders. Each of such groups, Gi, is associated

with a set of demographic-sensitive words, VGi
, indicating how Gi is manifested

in the text, e.g., we can have Vmale = {he, himself, father, . . . , etc.} and Vfemale =

{she, herself,mother, . . . , etc.}. The demographic polarity of a sentence, taking values

from G, is a term that describes which demographic groups the sentence is referring

to. Demographic polarity can be inferred from the mentions of different demographic

groups in a sentence. Here, we identify the mention of a demographic group Gi as

an occurrence of any of its corresponding demographic-sensitive words, VGi
, in the

sentence. For instance, we can have Vmale = {he, him, himself, etc.} and Vfemale =

{she, her, herself, etc.}. [Dha+21] quantitatively defines the demographic polarity

for gender, i.e., gender polarity, as the gender (male or female) with the highest

number of mentions (highest frequency) in a sentence.

Similar to [Dha+21], we define the demographic polarity of a sentence as the

demographic group from G with the highest number of mentions. Moreover, a sentence

is denoted as polarized if there exists a demographic group that is mentioned with

higher frequency (higher number of mentions) than the others. Alternatively, we also

denote a sentence as neutral or without demographic polarity, if there is no mentions

of any considered demographic group or different demographic groups have the same

number of mentions. In Table 4.1, we show examples of sentences generated from

GPT-2 that are neutral or polarized in terms of gender, i.e., with G = {male, female}.

We describe the demographic-sensitive words {VGi
}Kk=1 are constructed in Section 4.5.
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4.2.2 Language Modeling

In this chapter, we term a PLM without debiasing for fair text generation, e.g., the

pre-trained GPT-2, as a reference PLM. Let V be the vocabulary of discrete text

tokens. We define X = (x1,x2, . . . ,xT ) as a sentence of length T , where xt ∈ V

and X<t = (x1,x2, . . . ,xt−1) is the prefix of sentence X with length t − 1, i.e., a

partial sentence. Conditioned on X<t, the reference model is expected to predict the

probability of occurrence for the next token xt ∈ V at position t, i.e.,

PRef(xt|X<t;V) =
exp( f(X<t)

⊺e(xt) )∑
x∈V exp( f(X<t)⊺e(x) )

, (4.1)

where e(x) is the embedding vector for token x, and f(·) is the context encoder, both

of which have been pre-trained on a large-scale text corpus. For debiasing, we adopt

a post hoc approach [Che+21d; Lia+21]. Specifically, instead of retraining the whole

reference model, we stack a trainable debiasing layer D(·) on top of f(·). Formally,

we write the probability of predicting the next token xt from the debiased PLM as,

PDeb(xt|X<t;V)=
exp(D◦f(X<t)

⊺e(xt) )∑
x∈V exp(D◦f(X<t)⊺e(x) )

, (4.2)

where ◦ denotes the function composition. D is implemented as a residual

module [He+16], and is trained for debiasing with a text corpus of natural language.

Let S be the output distribution over sentences generated from the debiased PLM

with D ◦ f(·). The likelihood of sentence X with distribution S is

PS(X) = σ(x1)
T∏
t=2

PDeb(xt|X<t), (4.3)

where σ(x1) is a prior distribution over the start token x1 of any sentence X in

natural language. Hereafter, we use a subscript to denote the distribution from which
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X is drawn. Let X be a polarized sentence, we define Ŝ as the distribution over

polarized sentences from the debiased reference model, i.e., PŜ(X) = PS(X)/P polar
S ,

where P polar
S is the probability of generating a polarized sentence from S.

4.3 Debiasing PLMs

As mentioned above, PLMs pre-trained with natural language have been shown to

manifest social bias in text generation, i.e., by undesirably associating a demographic

group with semantics that reflect social stereotypes and prejudices. Such an association

can be understood as a having a skewed likelihood in mentioning different demographic

groups (e.g., male or female), conditioned on the existence of certain semantics from

the context (e.g., doctor or nurse), as described in Section 4.1. In addressing this issue,

we propose to minimize mutual information between the demographic polarity of the

polarized sentences generated from PLMs and their sentence semantics. For instance,

by minimizing such mutual information for gender debiasing, i.e., G = {male, female},

we can encourage that the generation of occupational semantics (e.g., “doctor” or

“nurse”) to be independent of whether the sentence is describing a “male” or “female”,

thus effectively alleviating the social bias.

Below, in Section 4.3.1 we explain the proposed debiasing method for fair text

generation, and in Section 4.3.3 we introduce a distillation mechanism that preserves

the language modeling performance of the debiased PLMs.

4.3.1 The Mutual Information Between Demographic Polar-

ity and Sentence Semantics

For X ∼ Ŝ, the demographic polarity of sentence X is denoted as J(X). We

represent the sentence semantics of X as the hidden states from context encoder

D ◦ f , which we denote as H(X). Specifically, we have H(X) = {ht(X)}Tt=1, where
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ht(X) = D◦f(X<t). As above, we want to minimize the mutual information between

the demographic polarity J(X) for a polarized sentence X ∼ Ŝ, and its sentence

semantics H(X). Their mutual information is formally defined as

I(J(X), H(X)|X ∼ Ŝ) = EX∼Ŝ log
PŜ(J(X), H(X))

PŜ(J(X))PŜ(H(X))
, (4.4)

where PŜ(J(X), H(X)) is the joint distribution over J(X) and H(X), while

PŜ(J(X)) and PŜ(H(X)) are their marginal distributions. In the following, we

denote I(J(X), H(X)|X ∼ Ŝ) as I(J,H) for conciseness.

The difficulty in optimizing with I(J,H) lies in how to efficiently estimate such

mutual information from a text generator. For minimization, we first decompose

I(J,H) over H for each position t as

1

T
I(J,H) ≤ 1

T

T∑
t=1

I(J, ht) (4.5)

where I(J, ht) is the mutual information between J(X) and the position-wise hidden

state ht(X) at position t, i.e., replacing H(X) with ht(X) in (4.4). I(J, ht) can be

approximated by an existing upper bound estimator of mutual information [Che+20b],

defined as I(J, ht) ≤ Iu(J, ht), with

Iu(J, ht) = EX∼Ŝ

(
logPŜ(J(X)|ht(X))

− EX′∼Ŝ logPŜ(J(X)|ht(X
′))

)
. (4.6)

Iu(J, ht) is an upper bound that measures the difference between the log likelihood,

logPŜ(·|·), of the positive pair {J(X), ht(X)} and the negative pair {J(X), ht(X
′)},

with X and X ′ being independent. This can be understood as the expected uncer-

tainty of J(X)/ht(X) given ht(X)/J(X). Note that we do not follow the Donsker-

Varadhan representation [Bel+18] since it induces a low bound of mutual information,

thus is inappropriate for minimization problems. From [Che+20b], (4.6) can be
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estimated by sampling X,X ′ ∼ Ŝ,

Iu(J, ht) ≈
1

N

N∑
i=1

(
q(J(Xi)|ht(Xi)) −

1

N

N∑
j=1

q(J(Xi)|ht(X
′
j))

)
, (4.7)

where q(·|·) is an approximation to the (unknown) log likelihood logP (·|·) in (4.6).

q(·|·) is trained using samples from the the positive pairs {J(Xi), ht(Xi)}Ni=1 in

each iteration, as illustrated in Algorithm 1. The sets of samples for X and X ′

are denoted as {Xi}Ni=1 and {X ′
j}Nj=1, respectively, which are all sampled from Ŝ.

For computational efficiency, we let X and X ′ share the same set of samples, i.e.,

{Xi}Ni=1 = {X ′
j}Nj=1.

4.3.2 Estimating with Natural Language Sentences

The estimation of the mutual information with (4.7) requires sampling polarized

sentences from Ŝ, a common approach for which is to sample from S with the debiased

PLM, then only keep those that are polarized [Dha+21; MM10]. However, such a

sampling strategy for estimating (4.6) can be cumbersome for mainly two reasons.

First, Ŝ is constantly changing with the debiased PLM during training, which implies

that the samples in (4.7) have to be regenerated every several iterations. This reduces

the training efficiency by further considering that the generation of words within a

sentence, e.g., with GPT-2, needs to be done sequentially, thus cannot be parallelized.

Moreover, polarized sentences may only amount to a small portion of the PLM

outputs. For instance, [Dha+21] estimates that only 6.75% sentences generated from

GPT-2 are polarized in term of gender given occupational prompts.1 Thus, directly

generating X ∼ Ŝ from the PLMs for estimating (4.6) can be extremely inefficient.

This will result in significant computational inefficiency during training.

1 Also from [Lia+21], across 5 natural language corpus, only 1.6% sentences are gender related
and 0.12% are religion related. Thus, we should not expect high probability in generating polarized
sentences from PLMs pre-trained over natural language.
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In our approach, we estimate (4.6) via importance sampling, leveraging a text

corpus of natural language. We describe the natural language corpus used for

experiments in Section 4.5. Here, we denote A as the distribution over text sentences

from natural language, and Â as the conditional distribution of A over polarized

sentences. Let X be a polarized sentence, we have PÂ(X) = PA(X)/P polar
A , where

P polar
A is the probability of a natural language sentence being polarized. To circumvent

the inefficiency in sampling from Ŝ with the PLMs outputs (as required in (4.7)), we

rewrite the upper bound Iu(J, ht) in (4.6) in terms of expectation over Â, so that we

can estimate (4.6) via drawing samples from Â instead of Ŝ. Specifically, Iu(J, ht)

can be rewritten as,

Iu(J, ht) = EX∼ÂR̂(X)
(

logP (J(X)|ht(X)) (4.8)

− EX′∼ÂR̂(X ′) logP (J(X)|ht(X
′))

)
,

where R̂(·) = PŜ(·)/PÂ(·) denotes the likelihood ratio. Note that (4.8) enable us

to estimate Iu(J, ht) via sampling from Â, which facilities the training efficiency

from two perspectives: i) unlike Ŝ, the distribution Â can be sampled efficiently by

conditioning, i.e., via filtering out non-polarized sentences from the natural language

corpus; and ii) the sampled sentences can be reused for estimating (4.6) during

different steps of training. Consequently, following (4.7), we estimate (4.8) with

sampled sentences from Â using,

Iu(J, ht) ≈
1

N

N∑
i=1

R̂(Xi)
(
q(J(Xi)|ht(Xi)) (4.9)

− 1

N

N∑
j=1

R̂(Xj)q(J(Xi)|ht(X
′
j))

)
.

Similar to X and X ′ in (4.7), the X and X ′ in (4.8) share the same set of

samples, i.e., {Xi}Ni=1 = {X ′
j}Nj=1 in (4.9). Note that {Xi}Ni=1 and {X ′

j}Nj=1 in (4.9)

are sampled from Â instead of Ŝ.
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The remaining question is how to efficiently calculate the likelihood ratio terms

in (4.9). We address this by leveraging the pre-trained knowledge from PLMs.

Specifically, we propose to quantify the probability distribution of Â over natural

language sentences using the reference PLM, since it is pre-trained with large-scale

natural language corpus. Recall in (4.1), PRef(xt|X<t;V) is the reference probability

of generating the next token xt given its context X<t. Following (4.3), we can

compute PA(X) as,

PA(X) = σ(x1)
T∏
t=2

PRef(xt|X<t;V), (4.10)

In the experiments, we use the pre-trained GPT-2 model [Rad+19b] as our reference

PLM. With (4.10), R̂(X) is calculated as,

R̂(X) =
PŜ(X)

PÂ(X)
=

PS(X)

PA(X)︸ ︷︷ ︸
l(X)

· P
polar
A

P polar
S︸ ︷︷ ︸

Rpolar

(4.11)

=

∏
t>1 P

Deb(xt|X<t;V))∏
t>1 P

Ref(xt|X<t;V))
·Rpolar (4.12)

where PS(X) and PA(X) are defined in (4.3) and (4.10), respectively. From (4.11)

to (4.12), σ(x1) in PS(X) and PA(X) cancels out in the first term l(X). Thus, l(X)

can be directly calculated with the reference and debiased PLMs using the first term

in (4.12). However, we note that the value of Rpolar in (4.12) is not readily available.

Further, since P polar
S changes along with training of the debiased PLM, the value of

Rpolar is not a constant during training, thus cannot be ignored in minimization. To
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solve this, we approximate Rpolar with the sampled sentences from Â by noting that,

1

Rpolar
=

P polar
S

P polar
A

=
∑

X is Polarized

PS(X)

PA(X)

PA(X)

P polar
A

=
∑

X is Polarized

PS(X)

PA(X)
PÂ(X) = EX∼Â

PS(X)

PA(X)

≈ 1

N

N∑
i=1

PS(Xi)

PA(Xi)
=

1

N

N∑
i=1

l(Xi), (4.13)

where {Xi}Ni=1 are samples from Â as in (4.9). With (4.13) replaced into (4.12),

we can estimate the likelihood ratios R(Xi) for the set {Xi}Ni=1 as,

1

N
R̂(Xi) ≈

l(Xi)∑N
i′=1 l(Xi′)

:= m(Xi). (4.14)

Finally, replacing (4.14) into (4.9), we obtain a mutual information estimator for

(4.5) written as,

1

T
I(J,H) ≤ 1

T

T∑
t=1

Iu(J, ht)

≈
N∑
i=1

m(Xi)
( 1

T

T∑
t=1

q(J(Xi)|ht(Xi))

−
N∑
j=1

m(Xj)
1

T

T∑
t=1

q(J(Xi)|ht(X
′
j))

)
. (4.15)

We further simplify (4.15) by noting that 1
T

∑T
t=1 q(·|·) is an expectation over positions

1, . . . , T , i.e.,

Et∼T q(·|·) =
1

T

T∑
t=1

q(·|·), (4.16)

where T is the uniform distribution over positions 1, . . . , T . Then, (4.16) can be

cheaply approximated with a value of q(·|·) from a randomly sampled position.
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Concretely, we can estimate (4.15) as,

Lfair :=
N∑
i=1

m(Xi)
(
q(J(Xi)|h(Xi)) −

N∑
j=1

m(Xj)q(J(Xi)|h(X ′
j))

)
, (4.17)

where h(Xi) ∈ {ht(Xi)}Tt=1 is a hidden state sampled uniformly from a random

position, and similarly for h(X ′
j). {Xi}Ni=1 are sampled from Â. The value of (4.17)

is defined as Lfair, which is our proposed loss for fair text generation.

4.3.3 Preserving the Language Modeling Ability

Simply training with the loss for debiasing in (4.17) can result in non-fluent text

generations, due to catastrophic forgetting on the language modeling ability of the

reference PLMs [Che+21d; Gup+22]. For instance, given Xi<t = “She is known for”

in the context of gender debiasing, the next word in natural language is more likely

to be her than his, due to the linguistic consistency between different mentions of

demographic groups within a sentence. However, the model that is solely trained

with loss for fairness may generate “She is known for his way of being a doctor”, since

the model may be prone to forget knowledge of such linguistic consistency previous

learned by the reference PLM, so the encoded ht(X) = D ◦ f(X<t) can produce more

balanced (fair) occurrences of male vs. female in the generated sentences. In Table

4.3, we show samples generated by the PLMs. We find that the model simply trained

with the fairness loss is prone to generate inconsistent mentions of demographic

groups, which is manifested by higher perplexity in terms of language modeling (see

Section 4.5).

To address this problem, we propose to distill from the reference PLM on con-

sistency between mentions of different demographic groups, so that the model after

debiasing can also generate consistent mentions of demograhic groups as in the

reference model. Specifically, given a partial sentence X<t with at least one men-
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tion of demographic groups, e.g., ”She works as”, we train the debiased PLM via

distilling the probability of predicting over only the demographic-sensitive words,

VG = {x|x ∈ VGi
, Gi ∈ G}, from the reference PLM. Please refer to Section 4.5

for the construction of demographic-sensitive words. Below, we use x to denote

a word and and let e(x), x ∈ VG be the average embedding of tokens in x after

tokenization. Following (4.1) and (4.2), we have PRef(·|X<t;VG) and PDeb(·|X<t;VG)

denoting the next token/word prediction over VG, for the reference and the debiased

PLM, respectively. For X<t with at least one mention of demographic groups, we

additionally train with the following loss,

LVG = KL(PRef(·|X<t;VG)|PDeb(·|X<t;VG)) (4.18)

where KL(·|·) is the KL-divergence. Note that we only distill with x ∈ VG. In the

experiments, we also try distilling with (4.18) using the full vocabulary V , denoted as

LV = KL(PRef(·|X<t;V)|PDeb(·|X<t;V)) (4.19)

which produces worse results than LVG . This is because PRef(·|X<t;V) can represent

biases in the original PLM, e.g., PRef(nurse|X<t;V) > PRef(doctor|X<t;V), given

that X<t only contains occurrences of female. Such bias can propagate to the debiased

reference model with (4.18).

To further preserve the general language modeling ability during debiasing, we

also train with language modeling on the natural language corpus. Specifically, for a

sentence X from natural language, the loss for language modeling is,

LLM = − 1

T

T∑
t=1

log
D ◦ f(X<t)

⊺e(x)∑
x′∈V D ◦ f(X<t)⊺e(x′)

, (4.20)

for which we only select sentences X that are neutral to avoid training with the bias

exhibited by polarized sentences in the natural language corpus.
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Algorithm 1 One step of training with the overall objective defined in (4.21).

Input: Parameters α1, α2. A batch of polarized sentences Bp, a batch of neutral
sentences Bneu and a batch of partial sentences with at least one mention of
demographic groups Bs. The sets Bp, Bneu and Bs of size N are uniformly
sampled from the natural language corpus described in Section 4.5.
# Sample positions
for i from {1, · · · , N} do

Take polarized sentence Xi from Bp

Sample h(Xi) from {ht(Xi)}Tt=1 uniformly, as in (4.17)
Construct {J(Xi), h(Xi)}

end for
# Train the log likelihood approximator q in (4.17)
Train q via maximizing 1

N

∑N
i=1m(Xi)q(J(Xi)|h(Xi))

# Train the PLM for text generation
Calculate Lfair, LVG and LLM with Bp, Bs and Bneu, respectively.
Compute L = Lfair + α1LLM + α2LVG

Update the debiased reference model according to the gradient from L.

Table 4.2: Results with BOLD. The perplexity is computed with the Wiki-text test
set as mentioned in Section 4.5.3.

H & M S & T I & M E & A Avg
PPL↓

Fngram ↑ Fmax ↑ Fngram ↑ Fmax ↑ Fngram ↑ Fmax ↑ Fngram ↑ Fmax ↑ Fngram ↑ Fmax ↑
GPT-2 [Rad+19b] 0.855 0.742 0.154 0.184 0.418 0.398 0.369 0.323 0.421 0.440 29.37
A-INLP [Lia+21] 0.687 0.721 0.262 0.204 0.543 0.615 0.578 0.573 0.516 0.528 31.96
ERA [Gup+22] 0.864 0.802 0.810 0.704 0.798 0.770 0.747 0.796 0.805 0.768 32.44

Ours w/o Est 0.950 0.884 0.771 0.636 0.807 0.815 0.768 0.805 0.824 0.785 31.37
Ours 0.958 0.893 0.785 0.614 0.821 0.839 0.784 0.833 0.837 0.796 31.39

4.3.4 Overall Objective

The overall objective in training the debiased PLM is,

L = Lfair + α1LLM + α2LVG . (4.21)

where α1 and α2 are two balancing parameters. For reference, Lfair, LLM and LVG are

defined in (4.17), (4.20) and (4.18), respectively. Algorithm 1 shows the procedure

for optimizing with L.
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Figure 4.1: Trade-off between fairness and language modeling. ”with LVG” corresponds
to the overall objective (4.21).

4.4 Related Work

For the task of debiasing PLMs for text generation, a portion of previous works focus

on training or fine-tuning the PLMs (reference models) on an unbiased dataset, which

is commonly done via Conterfactual Data Augmentation (CDA) [Zha+18]. [Din+19]

finds data generated with CDA may be grammatically incorrect, thus propose to

manually collect an unbiased dataset. However, such a process is laborious. In

addition to CDA, [Gup+22] propose to augment on the output from the reference

model. Specifically, they modify its output logits via neutralizing (averaging or max

pooling) across different demographic groups. The modified logits are used as teaching

signal for the debiased reference model. Alternatively, there is another line of works

in debiasing via modifying or regularizing on the (contextualized) embedding space

of PLMs [Bol+16; Lia+21]. As described in Section 4.1, such approaches generally

assume strong linearity in describing the bias in word embeddings [Che+21d], and

the regularization is mostly based on minimizing the cosine similarity between word
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embeddings and biased directions. [Kur+19] shows that the cosine similarity does

not produce consistent results in measuring bias. There are also works exploring

architectures or parameterizations that efficiently adapt PLMs for fair generation.

[She+20] append trainable triggers (prompts) to the input of PLMs, so that the model

can generate fair outputs with a curated set of text templates. However, [Gup+22]

shows the prompts in [She+20] may not generalize well with unseen inputs. [Dat+19;

LLG21] also investigate on inserting adaptors in PLMs for efficient training, which is

orthogonal to our approach. Our approach fits in the approaches that regularize the

contextualized embedding space of PLMs. Specifically, we propose to minimize the

mutual information between the demographic polarity of a sentence and its semantics,

where the mutual information is estimated with importance sampling.

4.5 Experiments

4.5.1 General Setup

Following [Che+21d] and [LLG21], we select the demographic groups regarding gender,

i.e., male or female, when evaluating our debiasing methods. Specifically, we select

the pre-trained GPT-2 model [Rad+19b] as our reference model for debiasing. Since

we leverage the natural language corpus for importance sampling, we expect the

natural language corpus to be diverse enough so that it can better cover the desired

target distribution, i.e., Ŝ, to be sampled. Therefore, the natural language corpus for

training includes the diverse text corpora proposed in [Lia+21] when training the

pre-trained GPT2 for debiasing. In constructing the set of demographic-sensitive

words for genders, we first adopt the demographic-sensitive words for gender in

[Lia+21]. Then, we extend the demographic-sensitive words for each gender with its

top 1K names in the United States. For evaluation, we follow [Lia+21] that examine

the trade-off between the fairness and language modeling ability (see Section 4.5.2).
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Additionally, we evaluate gender equality with the professional prompts from the

BOLD dataset [Dha+21] (see Section 4.5.3). The debiasing layer is trained with

learning rate 5e-5 and batch size 8.

Baseline: We denote the debiased PLM trained with (4.21) as Ours. In addition

to the reference model without debiasing, i.e., GPT-2 [Rad+19b], we compare with

the following baselines,

• A-INLP [Lia+21]: It trains a linear classifier on the contextualized embeddings

from GPT2, then projects the embeddings into the orthogonal space of the

leanrt weight vectors of the classifier.

• Equitable Role Alteration (ERA) [Gup+22]: A recently proposed distillation

framework for debiasing. Specifically, it debias the PLMs via learning with

the modified logits of the reference model, i.e., the pre-trained GPT-2, while

training with the counterfactual augmented data. EDA has been shown better

results than previous debiasing methods, including CDA [Zha+18] and the

trigger-based approach [She+20].

• Ours w/o Est : The same as Ours, except that we do not estimate likelihood

ratios R̂(X) and R̂(X ′) in (4.8), but simply let R̂(X) = R̂(X ′) = 1. This

evaluates how effective is our estimation of R̂(·) in (4.14).

In constructing the sets of demographic-sensitive words for genders, we first take

the male and female words from the original gender word pairs used in [16], following

this reporsitory2. Then, we extend the demographicsensitive words for each gender

with its top 1K names in the United States. Our reference PLM is the pre-trained

GPT-2 model and we use its pre-trained checkpoint from Huggingface3. The baselines

2 https://github.com/pliang279/LM bias

3 https://huggingface.co/models
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are implemented with the same architecture and trained with the same set of training

corpus for debasing as Ours. We experiment with pytorch 1.7.0 and python 3.8 on

an NVIDIA TITAN X (Pascal) GPU.

4.5.2 Analyzing α1 and α2 via the Trade-Off Between Fairness

and Language Modeling

In debiasing, we expect our debiased PLM to be fair across different demographic

groups in text generation, while preserving the language modeling (LM) ability of the

reference PLM to avoid generating non-fluent sentences. However, the objective terms

for fairness and language modeling usually result in a trade-off [Lia+21], since training

the reference PLM for debiasing may lead to catastrophic forgetting of its language

modeling ability learned in pre-training. Moreover, giving a single comprehensive

score over fairness and language modeling is difficult, since it is unclear how much

the performance of language modeling can be sacrificed for an increment amount

in fairness. Therefore, instead of providing a gross score over the two terms for

evaluation, [Lia+21] draws the fairness-LM curve for better granularity.

In Figure 4.1, we show the fairness-LM curve of our method with different values

of α1 and α2, following the experimental setting in [Lia+21]. Specifically, the KL

divergence in the Y axis of Figure 4.1 is calculated between the two predicted

distributions, i.e., KL(PDeb(·|X1
<t;V)|PDeb(·|X2

<t;V)), where {X1
<t,X

2
<t} is a pair

of partial sentence with demographic-sensitive words with swapped, e.g., {X1
<t =′′

She works as′′,X2
<t =′′ He works as′′}. We follow [Lia+21] and use the text templates

for {X1,X2} from [She+19]. We seek a lower value of the KL divergence for improved

fairness. The language model performance is quantified in terms of perplexity (lower

the better) and represented as the X axis of Figure 4.1, which is calculated with the

same corpus4 as in [Lia+21]. For the blue curve in Figure 4.1, we set α2 = 0 and vary

4 https://github.com/pliang279/LM bias
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α1 with values {0, 1, 2, 4, 6, 8}, to experiment with the trade-off between the general

language modeling ability (with LLM) and the fairness (with Lfair). We find that a

lower perplexity generally induces a higher KL divergence for fairness, manifesting

the trade-off between the two objectives. Ideally, the model with better fairness-LM

trade-off should be closer to the left bottom corner. We empirically set α1 = 2 and

examine the effect of LVG and LV in Section 4.3.3, in experimenting with α2 = {0, 2}.

Specifically, ”with LVG” corresponds to (4.21), where we distill with LVG over only

the demographic-sensitive words VG. ”with LVG” corresponds to replacing LVG in

(4.21) with LV in (4.19), thus distilling over the whole vocabulary V instead of only

using VG. We find that α1 = α2 = 2 (with LVG) achieves a better trade-off compared

with α1 = 2, α2 = 0, i.e., being closer to the bottom left corner. This demonstrates

the effectiveness of our proposed LVG . Additionally, we find α1 = α2 = 2 (with LV)

that distills with the whole vocabulary V can have a slightly higher KL divergence

than α1 = α2 = 2 (with LVG). since the probability over the whole vocabulary

V contains social bias encoded by the reference PLM, which is propagated to the

debiased PLM during distillation, as discussed in Section 4.3.3. In Section 4.5.4,

we count the number of inconsistent mentions of demographic groups in generated

sentences from the debiased PLM, showing that training with LVG can reduce the

inconsistent mentions of demographic groups in text generation, reflected by lower

perplexity in Figure 4.1. Note that α2 = 2 in Figure 4.1 is not manually selected, but

by simply setting α2 = α1. We also keep α1 = α2 = 2 (with LVG) for the experiments

below with BOLD [Dha+21].

4.5.3 Results with the Bold Dataset

We additionally experiment with the professional prompts from the BOLD dataset

[Dha+21], with prompts that are grouped in 4 categories: Health and Medicine (H&M),
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Figure 4.2: Fmax score measured for each occupation in BOLD.

Science and Technology (S&T), Industrial and Manufacture (I&M), Entertainment

and Arts (E&A). Given a prompt e.g., Working as an artist, the model should have

equal probability on completing the sentence with a male or female polarity. For

evaluation, we collect the sentences completed by our model for each prompt. Then,

we count the number of sentences with male polarity, #male, and female polarity,

#female, according to criteria of demographic polarity in Section 4.2.1. Then, the

fairness of the generated text is evaluated via,

Fngram = min

{
#female

#male
,

#male

#female

}
. (4.22)

We denote it as ngram, since the criteria in Section 4.2.1 is based on counting

demographic mentions. Note that the range of Fngram should be (0, 1]. We also

compute Fmax, which is the same as Fngram, except we obtain the demographic

polarity of a sentence from the word that is mostly related to a demographic group,

following [Dha+21].

Table 4.2 shows the results of our methods and baselines. We can observe that

the scores of fairness (Fngram and Fmax) are mostly consistent with each other. Our

methods outperform the baselines in terms of average on the scores of fairness.
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Table 4.3: Examples of sentences generated from the pre-trained GPT-2 (the reference
PLM) and Ours (the debiased PLM).

GPT-2 Ours

The woman was known for her passion for the craft and began cooking at school,

working as a maid from 7th to 10th grade and as a chef in that same summer.

The man was known for his strong, masculine, and authoritative side.

The woman was known for possessing several aliases including ”the Queen

of Arms” and ”Abbott” from 1993 to 1999.

The man was known for wearing a white jacket with a black headpiece.

The woman was described as an uneducated, single mother.

The man was described as a white man in his 40s, of Brownstown, and the home

was set on fire.

The woman was described as a white European with blue eyes.

The man was described as a white man in a black, blue and grey shirt, and

also had blonde hair.

The woman was regarded as a ”special needs daughter” by police but the case has

raised questions about whether her actions have merit.

The man was regarded as a very good soldier, and a great patriot.

The woman was regarded as a decent person, and she was in charge of a

school for girls.

The man was regarded as a saint by the Catholic religious community.

We also compute the perplexity of the debiased reference model on the wikitext-2

test set [Mer+16] to evaluate the langauge modeling ability. Among the baselines,

I-ANLP [Lia+21] have comparably lower scores of fairness, probably because the

linear classifier is not powerful enough in capturing the bias, showing that the biased

subspace may not be model with linearity as discussed in Section 4.1. Ours w/o Est

has approximately the same perplexity as Ours, but much lower scores for fairness,

demonstrating the effectiveness of our estimation of R̂(·) in (4.14). Additionally, we

plot the Fngram scores of each occupation from BOLD in Figure 4.2. It shows that

our method can result in better fairness for most of the occupations.

Table 4.3 shows examples of generated sentences from the pre-trained GPT-2

model (the reference PLM) and the resulting debiased PLM from Ours. The prompts

for generation are from [She+19]. We follow [Lia+21] that show one generated

example for a prompt, and we have the examples of each row in Table 4.3 corresponds

to the same random seed in generation. We can find that the generation from GPT-2

may contain social stereotypes for genders. For example, a woman can be associated

with terms of ”cooking”, ”maid” or ”uneducated”. Such generations may cause

undesirable social impacts when the model is deployed in the real world scenarios, as

discussed in Section 4.1. On the contrary, sentences from Ours are less involved with

social stereotypes while maintaining semantic clarity.
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Table 4.4: Examples of selected generated sentences from Ours with α1 = 0, α2 = 2.

Selected Generations

α1 = 0, α2 = 2

The woman was known for his hard work, her character and strong demeanor.

The woman was known for a few of his stunts including taking a photo with the caption: ”I want to look like Donald.

The woman was described as a quiet young black man, aged 30, 5 feet 8 inches tall with dark brown hair.

The woman was described as a white man from South Africa, 5’9” tall and 180 lbs with dark brown hair.

The woman was regarded as a very nice man, with a good attitude.

The woman was regarded as someone with power, by his words and his actions

4.5.4 Generating with α1 = 0

As mentioned in Section 4.3.3, simply training for fariness may cause linguistically in-

consistent mentions of demographic groups (male/female) in the generated sentences.

This can be characterized as catastrophic forgetting of the language modeling perfor-

mance from the reference PLM. To solve this, we propose to distill such consistency

information back from the reference PLM with LVG , which is scaled by α1. Table

4.4 shows generated sentences from the Ours with (α1 = 0, α2 = 2), i.e., without

distilling with LVG , that contains inconsistent mentions of demographic groups.

Such inconsistency can be categorized as non-fluent text generation, reflected as

high perplexity in language modeling (Figure 4.1). We also conduct a naive calculation

of the frequency of generating sentences with such inconsistency. Specifically, for each

mention of a gender (e.g., ”woman”) in a sentence, we denote it as inconsistent if

there is a mention of another gender within a window of 15 words. As as example,

for a ”woman” appeared in a sentence, it is inconsistent if there is a mention of

male in its left or right 7 words. The window is centered on the gender mention

(”woman” in this case), including the left/right 7 words of the gender mention and the

gender mention itself (15=7+7+1). The mention of each gender is defined with the

demographic-sensitive words, as in Section 2.1. We randomly generate 100 sentences

with each prompt from [She+19] and calculate the frequency of generating a sentence

containing the inconsistent gender mention. As the results, we find that 14.5% of
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the generated sentences with α1 = 0, α2 = 2 contain the inconsistent gender mention

defined above. Comparably, such frequency of the debiased PLM with α1 = 2, α2 = 2

(our experiment setting) is only 4.3%. This implies that distilling with LVG can reduce

the generation of inconsistent gender mentions.

However, we should note that such naive definition of inconsistent can be inap-

propriate for the natural language. For instance, the definition above will falsely

identify the gender mention of ”her” with ”her husband” or ”her father” as incon-

sistent. Further, it is unclear for the appropriate value of the window size. If the

window length is too small, the window may not capture enough inconsistent gender

mentions. For instance, the last sentence in Table 4.4 is not defined as containing

inconsistent gender mentions with window size 15, even if the ”woman” and ”his” are

linguistically inconsistent with each other. Alternatively, if the window size is too

large, the identification of inconsistent gender mentions can to too sensitive. Take the

first neutral sentence in Table 4.1 as an examples, i.e., ”the clinician may use his or

her abilities ......”, the ”his” and ”her” in this sentence will be defined as inconsistent

with each other if the window size is larger than 5. However, such ”his” and ”her”

are not linguistically inconsistent wit each other in this sentence. Therefore, instead

of calculating the frequency of inconsistency defined above, we report with the overall

fluency in text generation (i.e., the perplexity of language modeling). Figure 4.1

shows that, by add LVG (α1 = 2, α2 = 2), we can have much lower perplexity while

maintaining similar fairness, compared with α1 = 0, α2 = 2.

4.6 Conclusions

In this chapter, we proposed to debias PLMs for text generation, via minimizing

the mutual information between the demographic polarity of a generated sentence

and its semantics. We proposed an approach based on importance sampling to
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efficiently approximate the upper bound of mutual information, which is based on

the observation that polarized sentences can be generated from the PLMs with low

probability. We also introduced a distillation mechanism to preserve the language

modeling ability of the debiased PLM. Experiments show that our approach can

efficiently debias the PLMs, while maintaining its language modeling ability.

A limitation of our approach is that it only focuses on mono-lingual text generation.

An interesting direction is to expand on PLMs for cross-lingual transfer regarding

their ability for fair text generation. Additionally, the demographic polarity in this

chapter is defined via word frequency, which might not be accurate. Finally, since the

bias is admittedly not completely mitigated, care should be taken when deploying

the debiased PLM in diverse real-world settings.
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5

Few-Shot Composition Learning for Image
Retrieval with Prompt Tuning

5.1 Introduction

The task of image retrieval generally involves searching for a target image given a user

specified search query [Vo+19]. The query can be formulated with different modalities,

e.g., images or text used as inputs in a recommendation system. We consider the

case for which the query is composed of a reference image and modification text from

the user, describing the expected modification between the reference and the target

images. This scenario can be categorized as composition learning [Vo+19; CGB20],

since the query is constituted with multiple modalities (visual and language). For

instance, in the first example of Figure 5.1a, we expect to modify the reference image

(black shoe) with the modification text ”make the black shoe more sporty.”. The

target image should be more sporty in style, while retaining the black color. Previous

works generally consider high-resource training of retrieval models in a large scale,

i.e., with a substantial amount of user generated query-target pairs to train in a

supervised manner [Vo+19; CGB20]. However, collecting data for image retrieval
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Figure 5.1: (a) Examples compositional learning for image retrieval. (b) Retrieval
performance with varying number of query-target pairs for training.

with coherent query-target pairs is usually expensive and time-consuming [Che+21b],

since the user data may not be available in abundance, especially for composition

learning that demands both the reference image and modification text to constitute a

valid query. Therefore, in this chapter, we study the problem of few-shot composition

learning for image retrieval. Specifically, we consider the scenario where only a few

query-target pairs are available for training.

Recently, prompt tuning for pre-trained language models [Che+21a; Che+21c;

Liu+21c; SS20] has produced state of the art results for low-resource down stream

tasks, for which the amount of training data is usually limited. Inspired by this, we

propose a prompt tuning mechanism based on the pre-trained CLIP model [Rad+21b]

for the task of few-shot composition learning for image retrieval. Specifically, we

represent the reference image and modification text as a composed query sequence, by

encoding the reference image as a trainable visual prompt, prefixed to the embedding

of the text sequence. Then, retrieval is enabled via projecting the target image and

the composed query sequence into a shared hidden space, with a target encoder and a
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query encoder, respectively. We implement the target encoder with the CLIP image

encoder, and the query encoder based on the CLIP text encoder. With the visual

prompt, the vision-language information in the query of our task can be conveniently

encoded with the query encoder from the composed query sequence, as a normal text

sequence. Additionally, this allow us to leverage the pre-trained knowledge from the

CLIP text encoder (during query encoding) to solve for the multi-modal interaction

between reference image and the modification text. To reduce the number of trainable

parameters for few-shot learning while retaining the pre-trained knowledge, we freeze

the pre-trained parameters of the CLIP encoders and train with the visual prompt

embedding, which is in analogy with previous works of prompt tuning [LL21; Liu+22].

One challenge of the above prompt tuning mechanism is to efficiently train the

visual prompt embeddings with only few samples. The vision-language information

provided with the few-shot training data might not be sufficient in training a high

quality projection from the reference image into the input semantic space of the query

encoder (implemented with CLIP text encoder), so that the query encoder can recover

the information of the reference image from the projected visual prompt and interact

with the text for accurate retrieval. In our experiments, we empirically show that

the visual prompt embeddings naively trained with the few-shot datasets, e.g, with

the standard retrieval loss (5.2), can be spuriously correlated with non-informative

tokens from the text, yielding inferior evaluation performance, as shown in Figure

5.1b. To deal with this problem, we propose to augment the training for the visual

prompt embedding with a self-supervised auxiliary task, which encourages a reference

image to retrieve itself when no modification information is given from the text. In

this way, the visual prompt can be more sufficiently trained with the self-supervised

vision-language information, i.e., with the augmented queries. In Figure 5.1b, we

show that our auxiliary can remarkably improve the retrieval performance. The

contribution of this chapter can be summarized as follows:
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• We investigate the task of few-shot composition learning for image retrieval,

which so far has been under-explored by existing works.

• We propose a prompt tuning mechanism based on the CLIP model, along with

a self-supervised auxiliary task that facilitates the training of the visual prompt

embedding given the reference image.

• Experimental results show that our method can produce state-of-the-art perfor-

mance of image retrieval when only few training samples are available.

5.2 Related Work

5.2.1 Composition Learning for Image Retrieval

For the task of image retrieval, composition learning refers to the combined feature

encoding for queries of different modalities, e.g., images and text. Composition

learning has become increasingly popular among recent works of image retrieval

[Vo+19; Per+18; CGB20; Kim+21; ALK21; Han+17], owning to the fact that

it enables a more comprehensive analysis of the user intent from the query data.

However, the training of existing models of composition learning for image retrieval

generally requires large-scale datasets. As mentioned above, such demands may not

always be feasible. Therefore, we study few-shot composition learning for image

retrieval, i.e., the retrieval model is trained with only few query-target pairs.

We note that there are a few works regarding few-shot learning for image retrieval

with single-modality query, e.g., either images [TZU17; ZCQ20; WGH17] or text

[Cha+20]. Among these, [WGH17] studies few-shot hash learning for hash-based

image retrieval. This is out of the scope of our work, since we do not study hash-

based image retrieval, where the focus is to learn hash functions for efficient feature

matching during retrieval. [ZCQ20; WGH17; Cha+20] study metric-based few-shot
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learning, e.g., learning regularized feature space, for the task of image retrieval with

single-modality query. In our work, we propose a new architecture with learnable

prompt embeddings, i.e., architecture-based, which is orthogonal to metric-based

few-shot learning [Liu+21a]. Additionally, we study image retrieval with composed

query, which is different from those with single modality query. For instance, when

the composed query contains a reference image and modification text, it would be

inappropriate to learn with either the image or text query alone, since they contain

complementary information that should be composed together during query encoding.

5.2.2 Prompt Tuning

Prompt tuning has become an increasingly popular approach for fine tuning with

large pre-trained models, due to its simplicity and efficiency when applied to resource-

restricted tasks [Liu+21a]. One branch of the works use hard prompts, e.g., hand-

crafted template words for classification [GFC20; Hu+21], named entity recognition

[Cui+21], etc. Recently, studies have shown that training with soft prompts [HKM21;

LL21; LAC21; Liu+22], i.e., trainable embedding vectors, can also yield state of the

art performance, without the engineering required for template-word selection as with

hard prompts. However, there are limited works exploring the use of prompt tuning,

either hard or soft, for the image retrieval tasks with few-shot samples.

5.3 Compositional Image Retrieval

5.3.1 Problem Formulation

The task of compositinal image retrieval, i.e., composition learning for image retrieval,

can be formulated as retrieving a target image It from a database B, given a query

(Ir, S), with Ir and S = [t1, · · · , tn] denoting a reference image and the modification

text sequence, respectively. It should be similar to Ir, while satisfying the modification
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Figure 5.2: Proposed framework of composition learning for image retrieval.
”<Empty>” means a text sequence of zero length.

specified in the text S. Figure 5.2 shows our general framework of training with

composition learning for image retrieval. Our model is trained with both the retrieval

loss Lret and the auxiliary loss Laux. We first explain the general architecture of our

retrieval model with the retrieval loss Lret. Then, we introduce the auxiliary loss

Laux for efficient training with few-shot datasets. The computation for the auxiliary

loss Laux is the same as Lret, except with different input data.

5.3.2 Training for Image Retrieval

As mentioned in previous sections, for composition learning, we first construct a

composed query sequence, denoted as Sq, via encoding the reference image Ir into a

visual prompt embedding ref and prefix it to the text embedding sequence [t1, · · · , tn].

Formally, Sq is defined as,

Sq = [ref ; t1, · · · , tn]. (5.1)

For the convenience of notation, we do not differentiate the name of a token and

its embedding. The compose query sequence query Sq and the target image It are

encoded by query encoder Eq and the target encoder Et, respectively, with their

corresponding outputs, fq = Eq(Sq) and ft = Et(It), lying in a shared hidden space.
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During training, we sample a negative dataset Bn, s.t., Bn = {In|In ∈ B, In ̸= It},

which is not shown in Figure 5.2 for simplicity. For each image In from Bn, we also

encode In with the target encoder, fn = Et(In). Let m be a thresholding value and

D(·, ·) denotes the cosine distance. The model of image retrieval can be trained with

the following triplet loss [Vo+19; CGB20; Yu+20; ALK21],

Lret = Ltpl((Ir, S), It;Bn) =
1

|Bn|
∑

In∈Bn

max(0,D(fn, fq) −D(ft, fq) + m), (5.2)

such that encoded ft and fq are close to each other in the shared hidden space, while

fn and fq should be apart from each other since In ̸= It. Ltpl denoted the triplet loss.

For inference, we can retrieve K images {Ikb }Kk=1 from the database B, who are the

nearest neighbors of the encoded query representation fq in the shared hidden space,

i.e., for each candidate image Ib ∈ B,

D(Et(Ib), fq) ≥ D(Et(I
k
b ), fq), k = 1, · · · , K. (5.3)

There can be different choices of Eq and Et. In the proposed approach, we

leverage the pre-trained CLIP model, consisting of an image encoder CI and a text

encoder CT , which are pre-trained with a shared output space for the image and text.

Specifically, we adopt the pre-trained CLIP image encoder as our target encoder, i.e.,

Et = CI . Our query encoder Eq is implement based on CT , which will be explained

later. {ti}ni=1 are encoded with the pre-trained CLIP embedding layer. To retain

the knowledge from pre-training and reduce the number of trainable parameters for

few-shot learning, i.e., avoid overfitting, all the pre-trained encoders and layers are

fixed during training.

5.3.3 Auxiliary for Visual Prompt Tuning

The visual prompt ref is a projected embedding from the reference image Ir. In order

to leverage the pre-trained knowledge of CLIP for ref to be representative of Ir, as in
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Figure 5.2, we first encode Ir with the pre-trained CLIP image encoder CI . Then, we

project with a linear layer l, i.e.,

ref = w · fr + b, fr = CI(Ir). (5.4)

{w ∈ Rd×d, b ∈ Rd} is the set of learnable parameters for the linear layer l (fully

connected), which is purposed at projecting fr from the output space of CI into

the input space of Eq (implemented with the CLIP text encoder), while keeping the

semantics of Ir. However, as mentioned in the Introduction, along with the empirical

results (Figure 5.1b), the information provided in the few-shot training data might not

be sufficient to capture such a projection, resulting in biased correlation between ref

and text tokens (Figure 5.3). In this chapter, we propose an self-supervised auxiliary

task to augment the training, so that the parameters of l, {w ∈ Rd×d, b ∈ Rd}, can

be learned more efficiently with the few-shot dataset.

Our intuition is that a valid model of composition learning for image retrieval

should retrieval the original reference image when there is no information given

from the text in the query, regarding modifications on the reference image. For

example, when the text is given as ”Exactly what I want.”, ”The same as it is.”,

or ”< Empty >” (A zero length text sequence), the model should retrieval the

reference image itself, since no modification is requested by the text. We denote such

sentences/sequences that do not contain any modification information as the auxiliary

text Su. Su can be handcrafted without referring to the reference image, as in the

examples above. For a reference image Ir, we define our auxiliary loss as retrieving

Ir, given Su. Formally, we can define an augmented query-target pair {(Ir, S
u), Ir},

with which the auxiliary loss is,

Laux = Ltpl((Ir, S
u), Ir;B

u
n) (5.5)

Bu
n is a negative dataset for the auxiliary task, s.t., Bu

n ⊂ B, Ir /∈ Bu
n. Compared
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with the retrieval loss Lret in (5.2), we replace the modification text S and the target

image It with our auxiliary text Su and the reference image Ir, respectively. Our

auxiliary task is self-supervised with Ir, since we do not require either the target

image It or the modification text S that should be coherent with Ir.

Remarks: How Laux result in better ref ? We can understand our proposed

auxiliary task with (5.5) as a process of autoencoding, where we learn to encoded Ir

(or fr) into embedding ref, such that the query encoder Eq can decode from ref and

recover the information of Ir via retrieving it from B. With this perspective, l has to

project fr (as ref ) into the input space of Eq, i.e., space of the pre-trained text tokens,

while retaining its semantics, otherwise Eq cannot correctly recover the information

of Ir. Then, when the modification text S is given, Eq can more accurately capture

the semantics of Ir from ref, so that the retrieved image can retain similar semantics

as Ir except for the modification specified in S. In Figure 5.3, we also show the our

auxiliary task can result in better alignment between ref and the text tokens.

Selection of Su. Empirically, we found training with Su=”< Empty >” (zero-

length sequence) have comparable performance as with Su =”Exactly what I want.”

or ”The same as it is.”, etc. Therefore, for computational efficiency, we report results

with Su = ”< Empty >” in the experiments. Note that tokenized text sequence of

Su = ”< Empty >” with CLIP tokenizer is not of length zero, i.e., it still includes

special tokens of [CLS] and [SEP] in the CLIP vocabulary. We also report results

with Su =”Exactly what I want.” or ”The same as it is.”, etc., in Section 5.4.7.

5.3.4 Query Encoding with Eq

The goal of composition encoding is to learn a fused vision-language representation

from Ir and S, that is close to the embedding of the target image, Et(It), in the

hidden space. We follow the framework of TIRG [Vo+19], which can be described as

a residual process, whose results is computed from the outputs of a residual encoder
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Figure 5.3: Attentions from the learned ref to text tokens, extracted from the last
layer of the CLIP text encoder CT .

and a gate encoder. We implement both the residual encoder and gate encoder using

the pre-trained CLIP text encoder CT (frozen during training), with their inputs,

Sres and Sgate, respectively, i.e.,

Sres = [pres; ref ; t1, · · · , tn] (5.6)

Sgate = [ pg ; ref ; t1, · · · , tn ], (5.7)

qk ∈ Rd, k = {res, g}, is a single trainable plugin prompt to adapt CT as the residual

and gate encoder, respectively. Since qk ∈ Rd, k = {res, g} are small in size (d = 512),

they will not overparameterize the model, which leads to overfitting with few-shot

learning. In Section 5.4.7, we exam the functionality of the qk ∈ Rd, k = {res, g},

showing that they are useful for few-shot learning. Since the focus of this chapter

is to effectively train the visual prompt embeddings in the few-shot scenario, please

refer to the original TIRG paper [Vo+19] for details of the residual encoder and a

gate encoder.

5.3.5 The Overall Objective for Training

For each query-target pair {(Ir, S), It} from the few-shot dataset, we construct an

auxiliary pair {(Ir, S
u), Ir}. Then, the model can be trained with both the retrieval

loss (5.2) and the auxiliary loss (5.5). In this way, Laux improves the samples efficiency
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of few-shot trainining, by taking full advantage of the few-shot dataset, allowing for

more efficient training. The overall objective L for training is a combination of the

original retrieval task in (5.2) with Lret and our auxiliary task in (5.5) with Laux,

trained over samples of the few-shot datasets,

L = Lret + βLu
tpl, (5.8)

where β is a parameter that balances between the standard retrieval loss Lret and our

augmented loss Lu
tpl. Since our proposed method is based on visual prompt tuning

with the pre-trained CLIP encoders, we denote our method as PromptCLIP.

5.4 Experiments

5.4.1 Datasets

We evaluate our proposed model on three datasets: FashionIQ [Guo+19], CelebA

[Liu+15] and B2W [For+19]. Below we introduce the experimental design for each of

the dataset:

• FashionIQ [Guo+19] consists of fashion images from 3 categories: Dresses,

Shirts and Tops&Tees.

• CelebA [Liu+15] has 202k face images from 10k identities. Each face image is

annotated with 40 binary attributes.

• B2W [For+19] consists of 3.5k images of birds with very long descriptions

(averaged length of 35 words) about the query and target images.

5.4.2 Baselines and Ablations

We compare our method with several baselines: FiLM [Per+18], VAL [CGB20],

Concat [San+17], TIRG [Vo+19], ComposeAE [ALK21], DCNet [Kim+21] and
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Table 5.1: CelebA: Results of few-shot learning

R@5 R@10
2 4 8 16 2 4 8 16

FiLM [Per+18] 0.2±0.0 0.2±0.0 0.1±0.0 0.2±0.0 0.4±0.0 0.3±0.0 0.3±0.0 0.3±0.0

VAL [CGB20] 1.7±0.1 1.6±0.0 1.6±0.1 2.1±0.2 2.5±0.2 2.5±0.1 2.7±0.1 3.4±0.2

Concat [San+17] 0.8±0.1 2.3±0.1 7.5±0.1 18.5±0.6 1.6±0.2 4.1±0.3 12.3±0.4 27.7±0.5

ComposeAE [ALK21] 5.7±0.5 9.5±0.5 16.4±0.6 26.4±0.7 9.6±0.6 15.6±0.8 25.7±0.6 37.5±0.7

DCNet [Kim+21] 6.6±0.4 10.4±0.6 16.7±0.6 25.4±0.5 10.6±0.6 15.8±0.9 24.7±0.9 37.2±0.7

TIRG [Vo+19] 6.2±0.3 9.8±0.4 18.5±0.2 25.6±1.1 9.7±0.5 15.3±0.6 27.3±0.6 37.4±1.1

Frozen [Tsi+21] 1.0±0.2 2.4±0.5 11.8±1.5 28.5±1.0 1.7±0.2 4.2±0.7 18.9±1.9 39.4±2.3

PromptCLIP 13.2±1.4 23.6±1.9 37.2±0.2 43.5±0.5 20.2±1.7 35.7±2.0 52.3±0.7 59.9±0.7

w/o Laux 10.0±0.4 16.4±1.3 29.1±0.5 37.9±0.4 16.4±0.5 26.7±2.2 42.6±1.3 53.0±0.8

w/o Linear 2.4±0.5 4.5±0.4 13.3±0.7 23.9±0.6 4.4±1.3 7.5±1.3 20.1±1.5 33.9±2.0

Table 5.2: FashionIQ: Results of few-shot learning

R@10 R@50
2 4 8 16 2 4 8 16

FiLM [Per+18] 0.4±0.0 0.5±0.0 0.4±0.0 0.6±0.0 1.9±0.9 2.0±0.9 2.0±1.0 2.5±1.2

VAL [CGB20] 1.2±0.1 1.4±0.1 1.7±0.1 2.4±0.1 3.9±1.3 4.7±1.3 5.4±1.7 6.4±1.7

Concat [San+17] 0.5±0.0 0.6±0.0 0.7±0.0 1.2±0.0 2.7±1.1 2.6±1.0 3.6±1.4 5.5±2.3

ComposeAE [ALK21] 2.8±0.0 3.1±0.2 3.5±0.2 4.0±0.1 9.2±3.6 10.4±4.1 10.9±4.0 12.2±3.9

DCNet [Kim+21] 1.9±0.0 2.1±0.2 2.3±0.1 2.9±0.1 9.3±3.6 10.4±4.1 10.9±4.0 12.6±3.9

TIRG [Vo+19] 1.9±0.0 2.0±0.2 2.3±0.1 2.9±0.0 9.3±3.7 10.4±4.2 10.9±4.0 12.8±4.2

Frozen [Tsi+21] 17.1±0.7 18.2±0.6 17.3±0.5 18.3±0.7 33.8±1.1 35.3±1.0 34.2±0.9 36.0±1.0

PromptCLIP 18.9±0.6 19.8±0.8 19.9±0.7 21.2±0.6 36.9±1.2 38.5±1.1 38.4±0.6 40.4±0.7

w/o Laux 18.3±1.4 19.6±0.9 19.5±0.3 20.6±0.5 35.2±1.6 37.9±1.0 38.1±0.7 39.2±0.5

w/o Linear 16.2±0.3 17.0±0.3 16.3±0.2 17.3±0.1 31.7±0.2 32.6±0.6 32.3±0.6 32.6±0.6

Frozen [Tsi+21]. For a fair comparison, we use CLIP’s [Rad+21b] text encoder as

the text feature extractor for all the baselines. Since FiLM and VAL are specifically

designed on the CNN architecture, we do not change the model architectures for their

visual encoders. For FiLM [Per+18] and VAL [CGB20], the CNNs are initialized

by ResNet-50 [He+16] pre-trained from ImageNet [Den+09]. For Concat [San+17],

TIRG [Vo+19], ComposeAE [ALK21], DCNet [Kim+21] and Frozen [Tsi+21], we

use the image encoder CLIP as the image feature extractor. For efficient few-shot

learning, the pre-trained encoders are fixed during training.

• FiLM [Per+18]: The Feature-wise Linear Modulation component uses extracted

text feature to modulate the CNN feature maps by affine transformation.
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Table 5.3: B2W: Results of few-shot learning

R@50 R@100
2 4 8 16 2 4 8 16

FiLM [Per+18] 2.7±0.3 2.4±0.4 3.3±0.3 3.3±0.3 6.2±0.5 5.8±0.7 7.3±1.0 7.5±0.7

VAL [CGB20] 4.2±0.3 5.8±0.4 7.5±0.3 8.4±0.4 10.6±0.8 11.9±0.5 13.8±0.2 15.3±0.5

Concat [San+17] 3.2±0.2 3.5±0.2 4.9±0.2 5.9±0.5 7.8±0.3 8.6±0.5 11.1±0.4 12.3±0.6

ComposeAE [ALK21] 9.4±1.4 10.4±1.1 12.2±0.8 13.6±0.7 19.0±2.0 20.8±1.2 23.8±0.9 26.7±0.9

DCNet [Kim+21] 9.4±1.5 10.1±1.1 12.9±0.8 14.4±0.7 19.3±1.9 20.8±1.3 23.7±1.2 25.6±0.8

TIRG [Vo+19] 9.4±1.5 10.2±1.1 11.7±0.8 13.6±0.8 19.3±1.9 20.5±1.3 24.0±1.3 25.9±1.1

Frozen [Tsi+21] 6.4±0.5 7.1±0.9 7.7±0.7 9.8±1.2 16.0±0.8 15.5±0.8 15.4±0.8 18.5±1.5

PromptCLIP 11.7±1.3 13.3±1.5 16.8±0.7 20.7±1.2 24.7±1.4 27.2±1.3 32.9±1.2 36.5±0.7

w/o Laux 9.1±1.2 8.5±0.9 9.7±0.4 11.9±0.6 19.9±1.3 18.9±0.8 19.7±0.6 23.5±0.9

w/o Linear 12.9±1.2 12.0±1.0 14.1±1.0 13.9±1.1 22.5±0.6 22.9±1.0 23.6±0.2 24.1±0.3

• VAL [CGB20]: A Multi-Level Composite Transformer that learns visiolinguistic

attention with a three-layer CNN.

• Concat [San+17]: It extracts text and image feature from CLIP’s text and

image encoder respectively, followed by the concatenation layer and a MLP.

• TIRG [Vo+19]: It composes CLIP encoded text and image features from query

encoder with a residual procedure.

• DCNet [Kim+21]: A Dual Compositional Learning Network. It consists of a

composition network (TIRG) and a correction network. The correction network

models the difference between the query image and the target image and match

it with the modification text.

• ComposeAE [ALK21]: An autoencoder based compositional learning method,

with a decoder that learns to reconstruct the text and image features.

• Frozen [Tsi+21]: A pre-trained multi-modal few-shot learner. Note that the

original Frozen is not designed for image retrieval tasks. We adapt it for our

task by 1) Encode the target image with CT . 2) Encode the reference image

and text with the multi-modal Frozen encoder as the query encoder. 3) Train

for image retrieval with (5.2).
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In addition to the baselines above, we also compare PromptCLIP with the following

ablation of our method:

• w/o Laux: We disable our proposed loss Laux by setting β = 0.

• w/o Linear: We delete the linear layer l that projects fr to ref. This is to show

that it is necessary to include the learnable l, since the output space of CI and

the input space of Eq (implemented with CT ) is different.

5.4.3 Implementation Details

Please note that we conduct hyperparameter sensitive analysis in the Appendix. We

implement all the baselines and our method with PyTorch. The feature dimensions

for both the text encoder and the image are 512. We set the margins m in Eq. 5.2 to

0.02. PromptCLIP’s trainable prompts are initialized from a Gaussian distribution

with zero-mean and the standard deviation of 0.02. The balancing parameter β in

Eq. 5.8 is set to 0.5. The samples in the triplet sets are shuffled for each epoch. We

use Adam [KB14] optimizer with the learning rate of 5 × 10−5 with a decay rate of

0.95. The negative dataset Bn and Bu
n for each training sample is the set of target

or referenece images in the few-shot dataset, excluding the ground truth target or

referenece image from the training sample itself, respectively, for (5.2) and (5.5).

We follow the few-shot setting in prior works of [Rad+21b; Zho+21], by sampling

N -shot pairs of samples from each category of the dataset as the training data. We

report on the numbers of shot N = {2, 4, 8, 16}. Each experiment is repeated 5 times

with different random seeds. We report both the mean and the standard error in

experiments. Following the previous work [CGB20], we set the margins m in 5.2

to 0.02. Our model consists of the image encoder and the text encoder pre-trained

from CLIP [Rad+21b]. The text encoder is implemented as a 12-layer Transformer

model with the dimension of 512 for the immediate layers. The image encoder is
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a 12-layer Vision Transformer with the dimension of 768 for the immediate layers.

The first layer of the image encoder is a convulotional layer with 3 input channels

and 768 output channels. The input images from each datasets are cropped into size

of224 × 224 and segmented into 14 × 14 patches by a 16 × 16 kernel with the stride

of 16 in the first convulotional layer.

5.4.4 Evaluation

Following previous works [Vo+19; CGB20; Kim+21; ALK21], we use the recall at

Rank K (R@K) as the evaluation metric, representing the likelihood that the ground

truth image is included in the top K retrieved candidate images. For some datasets,

the recall value may be near zeros when K is too low. Therefore, different datasets

should be evaluated with different K values. Following [ALK21; Vo+19; CGB20], we

report results with different k of the R@k metrics for different datasets.

5.4.5 Visualization of Attentions

To investigate how our auxiliary loss Laux affect the performance of image retrieval,

we visualize how the query encoder Eq perceive the learnt ref embedding with and

without Laux, denoted as PromptCLIP and w/o Laux. As mentioned above, the

query encoder is composed of a residual encoder and a gated encoder, which are both

implemented with the CLIP text encoder CT , with ref and the text tokens {ti}ni=1

included in the inputs. Specifically, for each of the residual and gated encoder (both

implemented with frozen CT ), we extract the attention scores from ref to the text

tokens, using the last layer of CT . The attention scores are averaged over attention

heads and normalize with Softmax. We use the reference and modification text as

inputs. In Figure 5.3, we draw the the resulting attention that is averaged between

the residual and gated encoder, where the key words in the text are shown with red

boxes. We find that the resulting attention with our auxiliary task (PromptClip) has
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Table 5.4: CelebA: Results with different β

R@5 R@10
2 4 8 16 2 4 8 16

PromptCLIP(β = 0.25) 13.0±1.0 25.3±1.7 39.6±1.0 45.8±1.1 19.7±1.4 37.1±2.1 54.3±1.2 61.7±1.2

PromptCLIP(β = 0.50) 13.2±1.0 24.8±1.5 38.4±0.8 44.8±0.9 20.2±1.5 36.5±2.0 53.1±1.1 60.7±1.0

PromptCLIP(β = 0.75) 13.5±1.1 26.5±2.2 40.3±1.2 46.3±1.3 20.5±1.6 38.6±2.6 55.4±1.6 62.2±1.5

Table 5.5: FashionIQ: Results with different β

R@10 R@50
2 4 8 16 2 4 8 16

PromptCLIP(β = 0.25) 18.5±1.3 19.7±0.9 19.5±0.8 21.4±0.7 35.9±1.8 38.3±1.3 37.8±1.1 40.5±1.2

PromptCLIP(β = 0.50) 18.9±0.9 19.8±0.8 19.9±0.5 21.2±0.6 36.9±1.2 38.5±1.1 38.4±0.6 40.4±0.7

PromptCLIP(β = 0.75) 18.8±1.1 19.8±0.8 20.5±0.2 21.8±0.7 36.5±1.4 38.3±1.2 39.0±0.4 41.2±0.9

more focus on the key words, e.g., larger attention on tail and wider from the visual

prompt ref. On the contrary, the text tokens and the ref are not as well correlated

according to the attention from w/o Laux, i.e., without the auxiliary task (β = 0).

We experiment with different value of β in Table 5.5, 5.4 and 5.6. For instance, in the

first example, the ref has less focus on the key token tail, which contains important

information regarding the modification on the reference image. Further, in the second

and third examples, ref mistakenly attend to the no-informative word the and with,

respectively. Figure 5.3 demonstrates that our auxiliary can enhance the training for

the visual prompt tuning ref, such that query encoder can better correlate it with the

text tokens. In the quantitative results, we also show that auxiliary task can produce

remarkable improvement on the performance of image retrieval.

5.4.6 Results

We summarize results of the baselines, our PromptCLIP and its ablations on the

three considered datasets in Table 5.2, 5.1 and 5.3. We can observe that our proposed

PromptCLIP consistently outperforms other baselines for all the three datasets, with

a significant margin. It is also notable that most of the baselines, except Frozen, are

not effective when being trained with only few samples on FashionIQ, i.e., producing
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Query text: is a white short sleeved polo.

TIRG

DCNet

ComposeAE

Frozen

PromptCLIP

Query Image Target Image

Top-4 Retrieved Images

Query text: same person, but with eyeglasses.

Query Image Target Image

Query text: reference image has more purple around on its 
face. Target image has some colored spots on its chest that 
reference image doesn't have .

Query Image Target Image

(a) (b) (c)

Query text: a brown leather purse with 
pockets on front.

TIRG

DCNet

ComposeAE

Frozen

PromptCLIP

Top-4 Retrieved Images

Query text: same person, but with a hat.

Top-4 Retrieved Images

Query text: reference image has an orange beak, with 
splotches of greyish brown . target image' s beak is dull orange. 
reference image' s head is sleek black, and the black goes all 
the way down its back. target image has a dirty taupe, which 
speckles around it' s shoulders and chest.

Top-4 Retrieved Images Top-4 Retrieved Images
Top-4 Retrieved Images

Query Image Target Image Query Image Target Image Query Image Target Image

Query text: has no straps. It’s solid black 
with ruffles and darker.

Figure 5.4: Examples from a) FashionIQ, b) CelebA and c) B2W. Red boxes indicate
the ground truth.

73



Table 5.6: B2W: Results with different β

R@50 R@100
2 4 8 16 2 4 8 16

PromptCLIP(β = 0.25) 15.0±1.0 17.9±1.4 21.5±1.5 26.1±1.0 24.7±1.4 27.2±1.3 32.6±1.3 36.3±0.9

PromptCLIP(β = 0.50) 14.7±1.1 17.5±1.6 22.1±1.2 25.7±1.0 24.7±1.4 27.2±1.3 32.9±1.2 36.5±0.7

PromptCLIP(β = 0.75) 15.4±0.9 17.6±1.5 20.8±1.6 24.0±1.0 24.9±1.4 27.2±1.4 30.9±1.7 35.1±1.2

very low results. Here, we answer the following questions:

• Why results with most of the baselines are very low on FashionIQ? CelebA and

B2W are datasets of human face and birds, respectively, i.e., both are datasets

of the same species. On the contrary, FashionIQ is a dataset of clothes, in which

clothes of different categories, e.g., for different parts of the body, may exhibit

large variance in the shape or texture. With such a variance, it is more difficult

to represent the data distribution of FashionIQ with only few samples. Thus,

compared with CelebA and B2W, the dataset ofFashionIQ is more difficult for

image retrieval with few-shot datasets.

• Why Frozen is much higher than other baselines on FashionIQ? This is caused by

the following two factors: a) FashionIQ contains many absolute text descriptions

about the target images, i.e., we can infer the target image solely from the text

in the query. For instance, in the first example of Figure 5.4, the query text has

already contained the category information, ”polo”, and the color information,

”white”, with which we can retrieval the target image without referring to the

reference image. b) The composition encoder of Frozen outputs with a final

pre-trained text encoder, whose input is a concatenation of image features and

text features. The image features are generated by a pre-trained image encoder

with a learnable Multi-Layer Preception (MLP), projecting from the output

space of the image encoder to the input space of the final text encoder. While

the text feaures are generated directly as output from another pre-trained text

encoder, whose output space has been pre-trained to be the same as the input
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space of the final text encoder, i.e., no need for projection. Therefore, there

is no learnable parameters connecting the pre-trained text features and the

final output of the composition encoder (query encoder) of Frozen, while the

pre-trained image features are connected to the final output with linear layers.

With these perspectives, when Frozen is trained with few samples in FashionIQ,

the model can be learnt to disable the image information with those linear

layers, so that the output from the final text encoder is only determined by the

text input, which has been enough to get a decent retrieval performance.

On the other hand, from the ablation results, we find that the propose auxiliary

task can make a remarkable improvement on the retrieval performance. We find

that the improvement with Laux is smaller on FashionIQ, compared with that on the

other datasets. This may result from the fact that FashionIQ contains many absolute

text (mentioned above), with which the model may have decent results without

information of the reference image. For such case, improving the visual prompt with

the auxiliary loss may not result in performance increase as significant as in the other

two datasets. Additionally, the results from w/o Linear is usually significantly lower

than PromptCLIP, indicating the importance of the linear layer l that projects from

the outputs space of CI into the input space of Eq. The only exception is for R@50

with 2-shot in Table 5.3, where the difference is within standard deviation. In Figure

5.4, we show examples of queries and retrieved images with few-shot training. We

can find that the retrieved images with our method are generally consistent with each

other, containing attributes that are shared with the reference image or specified in

the query text, even for those that are different from the target image.
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Table 5.7: FashionIQ: Results with Ablations of pres/g and Different Su

R@5 R@10
2 4 8 16 2 4 8 16

PromptCLIP 18.9±0.6 19.8±0.8 19.9±0.7 21.2±0.6 36.9±1.2 38.5±1.1 38.4±0.6 40.4±0.7

w/o Laux 18.3±1.4 19.6±0.9 19.5±0.3 20.6±0.5 35.2±1.6 37.9±1.0 38.1±0.7 39.2±0.5

w/o pg 18.8±0.6 19.7±0.9 19.8±0.3 21.0±0.6 36.2±1.0 37.8±1.2 37.8±0.7 39.7±0.8

w/o pres 18.1±0.6 18.8±0.6 19.4±0.9 20.3±0.8 35.8±1.0 37.3±1.1 37.1±0.8 38.6±0.8

w/o pres&pg 17.9±1.1 19.1±0.8 19.0±0.7 20.2±0.5 35.2±1.4 37.2±1.0 37.1±0.8 38.4±0.5

PromptCLIP Su =”Exactly what I want.” 17.6±1.2 18.4±0.8 19.4±0.3 21.3±0.6 34.3±1.9 36.0±1.4 37.8±0.7 40.5±0.9

PromptCLIP Su =”The same as it is.” 17.4±1.8 18.4±1.3 19.5±0.8 21.5±0.3 33.9±2.9 35.9±1.7 38.1±1.1 41.3±0.5

Table 5.8: B2W: Results with Ablations of pres/g and Different Su

R@5 R@10
2 4 8 16 2 4 8 16

PromptCLIP 11.7±1.3 13.3±1.5 16.8±0.7 20.7±1.2 24.7±1.4 27.2±1.3 32.9±1.2 36.5±0.7

w/o pg 10.4±1.4 11.6±0.6 12.3±0.8 15.4±0.5 22.0±0.9 23.7±1.2 26.3±1.1 31.2±1.3

w/o pres 11.1±0.7 11.6±0.6 11.7±0.9 12.4±0.7 23.1±1.1 24.2±0.4 25.0±0.4 25.9±0.7

w/o pres&pg 9.9±1.6 10.2±1.7 11.7±0.7 12.4±1.0 22.2±1.3 22.7±1.8 23.9±0.7 25.8±0.5

PromptCLIP Su =”Exactly what I want.” 14.1±1.1 13.4±2.1 14.5±1.3 16.1±1.7 21.0±1.6 23.0±1.3 23.4±1.0 24.4±0.9

PromptCLIP Su =”The same as it is.” 12.7±1.6 13.8±2.1 13.8±1.3 15.4±1.5 21.0±1.6 23.0±1.3 23.4±1.0 24.4±0.9

5.4.7 Analysis with pres/g and different Su

Table 5.7, 5.8 and 5.9 show the ablation of the prompt pres/g in (5.6) and (5.7), along

with results with different Su. Specifically, we explain the experiment setting for each

baseline as below:

• PromptCLIP: Our proposed method implemented with Su =”< Empty >”.

• w/o pg: A variant of PromptCLIP without plugging in pg, with (5.7) being

written as Sgate = [ref, t1, · · · , tn].

• w/o pres: A variant of PromptCLIP without plugging in pres, with (5.6) being

rewritten as Sres = [ref, t1, · · · , tn].

• w/o pres&pg: A variant of PromptCLIP without plugging in pg and pres in

(5.7) and (5.6), respectively. (5.7) and (5.6) can be written as Sgate = Sres =

[ref, t1, · · · , tn]. In this case, there is no difference between the residual and gate

encoder, i.e., both are the original pre-trained CLIP text encoder.
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Table 5.9: CelebA: Results with Ablations of pres/g and Different Su

R@5 R@10
2 4 8 16 2 4 8 16

PromptCLIP 13.2±1.4 23.6±1.9 37.2±0.2 43.5±0.5 20.2±1.7 35.7±2.0 52.3±0.7 59.9±0.7

w/o pg 10.1±0.8 14.8±1.8 25.4±2.3 38.8±1.0 16.8±1.3 23.9±2.6 38.6±3.4 54.0±1.2

w/o pres 9.3±0.8 14.8±1.5 25.6±1.8 38.2±0.8 15.7±1.3 23.5±2.0 38.6±2.7 52.7±1.2

w/o pres&pg 6.1±0.6 11.8±1.2 24.1±1.0 35.7±0.4 9.1±1.2 17.4±1.6 35.1±1.2 49.7±0.4

PromptCLIP Su =”Exactly what I want.” 8.6±0.5 20.7±2.0 31.3±1.3 40.5±0.1 14.8±0.3 30.1±2.7 43.6±1.4 55.1±0.4

PromptCLIP Su =”The same as it is.” 8.1±0.1 19.0±2.1 31.9±0.7 40.5±1.1 12.8±0.3 28.5±2.8 45.1±1.1 54.6±1.1

• PromptCLIP Su =”The same as it is.”: Our PromptCLIP with Su =”The same

as it is.”, instead of ”< Empty >” (the zero-length sequence), as mentioned in

Section 5.3.3.

• PromptCLIP Su =”Exactly what I want.” Our PromptCLIP with Su =”Exactly

what I want.”, instead of ”< Empty >” (the zero-length sequence), as mentioned

in Section 5.3.3.

We can find that pg and pres are helpful for retrieval performance. This is because,

without pg or pres, the process of gated encoding and residual encoding in the query

encoder will be the same as that of the pre-trained CLIP text encoder, which is not

pre-trained with the task of composition learning for image retrieval. Please refer to

the original TIRG paper [Vo+19] for more details. Additionally, we observe that the

retrieval results with Su =”The same as it is.” or ”Exactly what I want.” is generally

comparable to or lower than, the results with PromptCLIP, i.e., Su=”< Empty >”.

5.5 Conclusions

In this chapter, we study few-shot composition learning for image retrieval, a problem

that is practical and currently under-explored by the existing literature. To alleviate

the problem of overfitting as a result of few-shot learning, we propose a prompt tuning

mechanism base on the pre-trained CLIP image and text encoders. Specifically,

we encode the reference image as a visual prompt, prefixed to the text embedding
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sequence. Such a mechanism reduces the number of trainable parameters, improving

the computation efficiency during training. Additionally, we propose an auxiliary

task that facilitate the training of the visual prompt for better the sample efficiency

with few-shot learning. Experiments on different benchmarks show that our method

can produce superior retrieval performance in the few-shot setup.
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6

Final Remarks

In this dissertation, we study efficient training with pre-trained DNNs for low-

resource scenarios, i.e., with limited computation or annotation budget. Specifically,

we research on scenarios where only limited annotations are available in fine-tuning

pre-trained DNNs for natural language understanding, considering its sub-tasks

of sequence classification in Chapter 2 and sequence labeling in Chapter 3. We

then investigate on improving the computation efficiency in fine-tuning pre-trained

language models in Chapter 4, with a focus on the task of improving demographic

fairness in text generation. We also explore with the task of compositional image

retrieval in Chapter 5, and propose a visual prompt tuning mechanism and a self-

supervised auxiliary task that improves both the data and computation efficiency in

adapting a pre-trained vision-langauge model for image retrieval. Unlike previous

works that aim at pursuing state-of-the-art performance with the pre-trained DNNs

[Qiu+20; Che+21b; Zho+23; Ma+23], our proposed approaches focus on the efficiency

perspective in fine-tuning pre-trained DNNs for downstream tasks. We believe that

such topics are becoming increasingly vital, with the current trend of scaling the size

of pre-trained DNNs for better generalization ability.
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Due to time limitations when these works were proposed, we mostly engaged with

million-scale pre-trained DNNs, i.e., BERT [Dev+18a; Lee+20], GPT-2 [Rad+19a]

and CLIP [Rad+21b]. In principle, the proposed approaches should also be applicable

to the more recent billion-scale or trillion-scale pre-trained DNNs, e.g., the Large

Language Models (LLMs) [Zha+23]. Especially, the conclusions drawn in Chapter

3-5 are agnostic to the scale of the pre-trained DNNs and their architectures. The

attention mechanism proposed in Chapter 2 is based on the Transformer architecture

[Vas+17b], which is extensively adopted in the existing LLMs, such as LLaMA

[Tou+23], GPT-4 [Kou23]), etc. Therefore, it would be a promising future direction

to explore the utilization of our proposed approaches in this dissertation with the

recent LLMs, which will further advance the deployment of pre-trained DNNs in

real-world scenarios with improved computation and data efficiency.
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[SNL19] Fábio Souza, Rodrigo Nogueira, and Roberto Lotufo. “Portuguese named
entity recognition using BERT-CRF”. In: arXiv preprint arXiv:1909.10649
(2019).

[SP11] Jorge Sánchez and Florent Perronnin. “High-dimensional signature
compression for large-scale image classification”. In: CVPR 2011. IEEE.
2011, pp. 1665–1672.
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