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Abstract

With the proliferation of embedded sensors within smartphones and Internet-of-
Things devices, applications have programmatic access to more data processing than
ever before. At the same time, advances in computer vision and deep learning have
fostered methodology for performing complex, yet powerful operations on spatial
and temporal data. Capitalizing on this union, applications are capable of providing
advanced functionality to their users through features such as augmented reality and
image classification. However, the devices responsible for running these libraries often
lack the sufficient hardware to replicate the parallelization and straight-line speed
of high-end servers. For image processing applications, this means that realtime
performance is difficult without compromising functionality.

To detail this emerging paradigm, this work examines two image processing ap-
plications which offer advanced functionality. The first, DarNet, utilizes the Tensor-
Flow library to perform distracted driving classification based on image data using a
Convolutional Neural Network (CNN). The second, PrivateEye, uses the OpenCV li-
brary to provide a camera based access-control privacy framework for Android users.
While this advanced processing allows for enhanced functionality, the computation-
ally expensive operations impose limitations on the realtime performance of these
applications due to the lack of sufficient hardware.

This work posits that realtime image processing applications running on resource

constrained devices require the use of edge servers. To this extent, this work presents

v



ePrivateEye, an extension to PrivateEye which provides code offloading to an edge
server. The results of this work shows that offloading video-frame analysis to the
edge at a metro-scale distance allows ePrivateEye to analyze more frames than Pri-
vateEye’s local processing over the same period, and achieve realtime performance

of 30 fps with perfect precision and negligible impact on energy efficiency.
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1

Introduction

With an increase in the number of Internet-of-Things (I0T) devices, there exists an
abundance of data for monitoring and observing our everyday lives. From smart-
phones (Android, 10S), to personal assistants (Alexa, Google Home), to tness track-
ers (FitBit, Apple Watch), these devices are becoming increasingly ubiquitous as a
result of an increase in consumer demand. Among these devices, cameras have
emerged as a commonly supported hardware feature. With most smartphones, com-
puters, and other low-powered electronics coming equipped with a high resolution
camera, applications which collect, process, and stream video have become increas-
ingly popular.

At the same time, the ability to process, make logical inferences about, and
transform data has improved through advances in computer vision (CV), machine
learning (ML), and deep learning (DL). Developers have not only gained program-
matic access to interface with the embedded sensors, but also have powerful data
processing libraries (Tensor ow, OpenCV) and APIs (IBM Watson, Google ML) at
their disposal. Through this combination of emerging paradigms, applications have

evolved to o er advanced functionality to users through features such as predictive
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analytics, augmented reality, and data inference.

Within this space, image processing has become increasingly important for mobile
applications, through use cases such as video-streaming, mobile-gaming, and image
classi cation. While not all image-based applications require realtime speeds, video-
streaming services typically require a high rate of frame delivery. However, designing
a system that combines video-streaming and image processing faces the following

challenges:

1. Large Data Size
Frames received by applications from high resolution embedded cameras can be
on the order of several megabytes. For instance, the Android camera delivers
frames at a resolution of 1280x960 pixels, resulting in a total size of 1.85MB.
Processing these full resolution frames without access to parallelization presents

a signi cant bottleneck.

2. High Computational Cost
Computer vision and deep learning algorithms can take on the order of several
hundred milliseconds to execute. For instance, within the OpenCV library,
applying a Gaussian blur to a 3 Megapixel image running on a Galaxy Note 10.1
takes approximately 135.85 milliseconds to execute [14]. On the deep learning
side, using a large Convolutional Neural Network (CNN) to perform image
classi cation running on an HTC One M9 takes 709.00 milliseconds to execute,
even when optimized for e cient performance [45]. Without optimization,

image classi cations can take upwards of several seconds to execute [45, 58, 43].

Because of these two constraints, incorporating image processing and video-
streaming for applications running on resource constrained devices is a highly di cult

task. Modern system-on-a-chip (SoC) designs have undergone rapid improvements



in CPU and GPU processing capabilities, but, as a result of power and space con-
straints, these platforms cannot duplicate the parallelism, straight-line speed, or large
memories of high-end servers. For example, a high-end GPU may consume 500 Watts
of power, whereas a high-end SoC GPU will consume fewer than 10 Watts. Simi-
larly, high-end smartphones rarely o er more than 4GB of RAM, whereas mid-range
servers o er 128GB of RAM. This resource gap signi cantly limits the execution
quality of realtime image processing applications.

Within this work, we examine two example applications which use di erent forms
of state-of-the-artimage processing methodology to perform specialized functionality
within applications designed for execution on smartphones. These two applications

can be described as follows:

1. DarNet

DarNet consists of two primary components: a data collection system and an
analytics engine. The system takes advantage of advances in machine learning
(ML) to classify driving behavior based on input sensor data. In the system
implementation, data is collected from an inward facing camera and Inertial
Measurement Unit (IMU) data from a smartphone. The analytics component
employs a Convolutional Neural Network (CNN) to classify the image data and
a Recurrent Neural Network (RNN) to classify the IMU sequence data. The
results of our work show how the combination of the CNN and RNN allows
for signi cant performance improvements over existing work, but also details
the di culty of achieving high frame rates because of the computational cost

of the CNN [68].

2. PrivateEye
PrivateEye presents a privacy based access-control framework for protecting vi-

sual secrets. The framework allows for users to de ne a generic two-dimensional
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geometric shape that is easy to draw and recognize by specialized computer
vision software. Because of this intuitive design, the system is capable of provid-
ing privacy with a high degree of accuracy, but requires signi cant compromises

in functionality in order to achieve a frame rate of 20 fps [60].

While both applications are highly successful at carrying out their intended func-
tionality, both must make signi cant sacri ces in order to achieve realtime perfor-
mance. Because of the signi cant inference time of the CNN, DarNet can only per-
form classi cations at a rate of 4 fps, and therefore, ignores the majority of received
frames. PrivateEye is capable of delivering a frame rate of 20 fps, but must skip
every 6" frame in order to maintain a low computational footprint. In this setting,
an ideal image processing application should be able to provide the following service

guarantees:

1. High Precision and Accuracy
Image classi cation and object recognition tasks should be able to execute with
a high accuracy and precision. ldeally, this means running full sized models
and as complex of operations as possible without incurring a large delay within

the program execution.

2. Low Operational Cost
Obtaining the results of the image processing algorithm should not impose any
constraints on the resource constrained device. When performing the process-
ing, the application should not consume a signi cant amount of CPU cycles

and should maintain a small memory footprint.

3. High Frame Rate
When performing image processing on each frame, the frame rate of the ap-

plication should be as close as possible to the theoretical frame rate of the
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hardware. Building on the previous guarantees, this means that the image

processing algorithms should not be a bottleneck in the program.

To meet these guarantees, this work posits moving the complex image processing
operations from the end-devices to the edge. Edge computing o ers resource con-
strained devices low-latency access to high-performance computing infrastructure,
which ts perfectly with the needs of delivering a high frame rate, while maintaining

a high level of accuracy and precision from the image processing model.
1.1 From the End to the Edge

Edge computing is an approach to compute infrastructure that places small data
centers geographically close to clients. In recent years, both industry and academia
have undertaken initiatives related to edge computing, including cloudlets [63], fog
computing [9], and micro data centers [6]. The goal of edge computing is to give
resource constrained clients access to greater compute, memory, and storage resources
than are available locally, and to provide that access over a higher-quality connection
than is possible over the wide area. Prior research has sought to close the performance
and energy gaps between resource-poor devices and server-side infrastructure through
remote execution and code o oad [7, 13, 15, 16, 32, 47, 56], and image processing
applications provide natural use cases for o oading computation to edge servers.

Edge computing promises to address one of the biggest problems with code of-
oad for realtime image processing: network latency. Realtime image processing
applications often require results within tens of milliseconds, and many campus, mu-
nicipal, and regional networks o er both the capacity (e.g., ber-optic networks)
and software-de ned networking (SDN) orchestration to establish low-latency and
high-bandwidth paths between sensors and edge clusters.

The goal of this work is to show that o oading computationally expensive image



processing algorithms to the edge allows for video-streaming applications running on
resource constrained devices to maintain realtime performance. The PrivateEye [60]
access-control framework for visual information is an example of a system that could
benet from edge computing. PrivateEye de nes a generic two-dimensional special
shape that is easy for users to draw, e.g., on a piece of paper, on a whiteboard,
or within a projected presentation, and easy for software on a recording device to
identify in realtime. The original PrivateEye implementation performed all marker-
recognition locally on a mobile device and could process frames at a rate of 20
fps. Within this work, we show that using edge computing allows for the service to

perform at a rate of 30 fps, achieving realtime performance.

1.2 Contributions

To demonstrate the performance gains from o oading to the edge, we present an
edge-enabled version of PrivateEye callesPrivateEye ePrivateEye di ers from the
original PrivateEye in one signi cant facet: it o oads marker detection to an edge
server. We explore di erent network and server con gurations for running ePriva-
teEye and provide benchmark evaluations for each. Speci cally, we measure frames
per second (fps), battery consumption, and precision/recall under ePrivateEye. The
three con gurations consist of marker detection running locally on the mobile device,
running on a wireless access point, and running on a GPU server connected directly
to the access point. We also perform experiments with our campus SDN to control
network behavior in order to understand how \well provisioned" the path between

a recording device and an edge server must be to support ePrivateEye. We envision
the system running within an enterprise setting where SDN could be utilized to pro-
vide secure, fast-path access to the edge server running ePrivateEye. We make the

following contributions:



We evaluate ePrivateEye under several network and server con gurations, in-
cluding o oading work to an access point, to an in-building server, and to an

0 -Campus server.

We leverage our campus SDN to evaluate ePrivateEye under metro-scale geo-

graphic distances between a device and server.

We show that o oading marker-detection to an edge server at a metro-scale
distance allows ePrivateEye to analyze 50% more frames than PrivateEye's
local processing over the same period, with perfect precision and negligible

impact.
1.3 Roadmap

This work is organized as follows: Chapter 2 looks at the existing work in this eld, fo-
cusing on current methodologies for o oading code to high-performance servers and
optimizations for running image processing algorithms on resource constrained de-
vices. Chapter 3 provides an in-depth examination of the limitations and constraints
imposed by state-of-the-art image processing libraries (TensorFlow, OpenCV) when
run on resource constrained devices. Chapter 4 looks at the application DarNet,
and presents evaluation results showing the e cacy at which the system can classify
distracted driving using deep learning, but also, the realtime limitations of such a
system. Chapter 5 presents our work with ePrivateEye, detailing and showing em-
pirical results for a framework to o0 oad computationally expensive algorithms to an
edge server. Chapters 6 and 7 provide a discussion of the result, a summary of our

contributions, and future directions for this work.



2

Related Work

This section looks into three dierent areas of related work { mobile o oading,

network optimization, and deep learning optimizations for mobile devices.
2.1 Mobile O oading

MAUI [15] and LEO [28] make runtime scheduling decisions about how to split
processing between on-device and remote execution. Both systems solve an Integer
Linear Program (ILP) that encapsulates the context in which the system is running,
to determine how to best distribute processing. Rather than performing a runtime
decision, ePrivateEye o oads the most computationally expensive portion of the
image processing pipeline. This xed o oading approach avoids the complexity
of synchronizing client and the server. Further, based on the quality of network,
ePrivateEye can be quickly recon gured to switch between on-device and remote
processing.

Kahawai [16], a platform for high-quality gaming, performs collaborative render-
ing between server and client. Within this work, both the client and server execute

the application, and if the server nishes before the client, the client will stop pro-
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cessing and incorporate the completed results from the server. ePrivateEye avoids
the redundancy of performing the remote and local processing concurrently due to
the high overhead imposed by the local processing.

CloneCloud [13] transforms mobile applications into a distributed system by se-
lecting a single thread running on the device to be executed in a clone running
remotely. Because the most computationally expensive component of ePrivateEye is
known ahead of time, this section is 0 oaded entirely rather than having to make a

runtime decision.
2.2 Network Optimization

Systems relying on remote processing are dependent on network conditions. IC-
Cloud [65] predicts network conditions using signal strength and historical infor-
mation to make lightweight o oading decisions. Whereas IC-Cloud makes internal
decisions to combat poor network quality, we show that ePrivateEye maintains a
strong performance across varying network conditions.

SDNs have become ubiquitous in several enterprise and campus networks, and
provide more control over the data ow. ECOS [27] utilizes software de ned net-
working to control mobile application o oading with a focus on ensuring privacy, fair
resource allocation, and enforcing security constraints. ECOS is implemented as an
application running within a NOX controller, and communicates with mobile clients
seeking to perform application o oading with certain privacy and performance re-
qguirements. While ECOS primarily focuses on security, we utilize SDN within our

network to minimize network latency.
2.3 Deep Learning Optimization

There has been a signi cant amount of work put into optimizing image processing

functionality for execution on mobile devices. CNNDroid provides a GPU accelerated

9



library for executing fully trained CNNs on mobile devices [45].

Services like DeepX [44], DXTK [42], and Q-CNN [76] provide software acceler-
ation to improve the execution times of a variety of deep learning methodologies.
Google recently released their MobileNets [30] platform designed to provide smaller,
more e cient deep learning models varying degrees of accuracy loss based on the
needs of the devices. Overall, each of these methodologies provides the tradeo of
accuracy for performance. While this is practical for certain applications, this work
takes the stance of o oading to the edge to maintain a high-level of performance

without sacri cing accuracy.
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3

Background and Motivation

This section presents the current di culties faced by running deep learning and
computer vision libraries on resource constrained devices. Because of the large com-
putational cost and associated memory overhead, optimizations typically have the
tradeo of improved speed at the cost of diminished accuracy. For deep learning, the
focus stems around the popular TensorFlow library, while computer vision focuses

on an analysis of the OpenCYV library.
3.1 Deep Learning Limitations

Neural networks have been proven to be a powerful tool for classi cation tasks. In
particular, Convolutional Neural Networks (CNNs) have made tremendous strides in
the eld of computer vision at the task of image classi cation. Deep CNN architec-
tures such as VGGNet [66], GoogleNet [71], and Inception-V3 [72] have consistently
excelled at categorizing images into succinct classi cations. The architectures that
compose these models consist of a progression of convolutional layers, fully connected
layers, pooling functions, and non-linear activation functions, and can contain mil-
lions of parameters requiring billions of calculations to compute an inference. For

11



instance, the Inception-V3 architecture contains roughly 24 million parameters re-
quiring 5 billion multiply and add operations per classi cation[72]. A common trend
within this eld is that the deeper the model, the better the overall performance,
but the higher computational cost.

The convolutional and fully connected layers within CNNs are primarily respon-
sible for the memory and compute intensive aspects of these models. Each layer has
its own computational features and use cases. Fully connected layers are charac-
terized by a large number of parameters, and represent a linear combination of the
neurons from the preceding layer to create a new set of output neurons [43]. Con-
volutional layers have a smaller memory footprint than fully connected layers, but a
signi cantly higher computational cost and are useful for recognizing patterns within
images [43]. The typical architecture of a CNN consists of convolutional layers at the
beginning of the model to perform feature extraction and dimensionality reduction
on the input image, followed by fully connected layers at the end to translate the
extracted features into distinct classi cations.

Two models which exemplify this design are VGGNet [66] and Inception-V3
[72]. These models are both composed of a signi cant number of layers and contain
144 million and 24 million parameters, respectively. Through their advanced design
and size, both models have performed extremely well on the Imagenet dataset clas-
si cation challenge. This dataset consists of 150,000 images spanning 1,000 di erent
classes, and is considered a respectable benchmark for evaluating image classi cation
models. VGGNet and Inception-V3 produce Top-1 error rates of 23.7% and 17.2%,
respectively, which places them as top performing models for this task [72, 66].

Because of Inception-V3's exemplary performance, its architecture is widely used
as the base model for other image classi cation tasks. For instance, in our work,
DarNet, we use this model to perform the task of classifying distracted driving [68].
However, integrating these large models into applications designed to run on resource

12



constrained devices requires overcoming the following challenges:

1. Memory Footprint
Because of the large number of parameters, deep models have a signi cantly
high memory footprint. As mentioned previously, the Inception-V3 model has
roughly 24 million parameters which translates to a le size of 250 MB [72].
For resource constrained devices, this consumes a signi cant portion of the

available RAM, and makes the application itself extremely bulky [43].

2. Computational Speed
Tangential to the large memory footprint, deep models have a high compu-
tational cost when performing image classi cation. Convolutional and fully
connected layers require a large number of matrix operations to compute the
output of the layer. While GPUs are highly optimized to perform these opera-
tions in parallel, most resource constrained devices lack the hardware support
to e ciently execute these layers. Because these operations must be executed

by the CPU, classi cations can take a signi cant amount of time to compute.

3. Binary Size
The binary size of most deep learning libraries can be signi cantly large. For
instance, the TensorFlow binary size for mobile is 12 MB [31]. Because this
binary must be included with application in the app store, downloading such

a bulky application can be unappealing.

Because of these constraints, running deep CNN models on resource constrained
devices can be a highly di cult task. In the TensorFlow documentation, the rec-
ommendations for optimizing for mobile consist of using smaller models, reducing

the oating point precision of parameters, and using a limited TensorFlow library to
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keep the binary size small [31]. Each of these recommendations presents the tradeo
of improved processing times at the cost of a reduction in accuracy.

Google recently released its MobileNets platform which is a set of CNN models
designed speci cally for running on mobile devices. Developers can select between
di erent model sizes and corresponding classi cation accuracy based on the needs of
the application. For instance, the top performing model, with a Top-1 classi cation
accuracy of 70.7%, contains 4.24 million parameters and requires 569 million Multi-
plication and Addition operations (MACs) [30]. For comparison, the smallest model
has a Top-1 classi cation accuracy of 41.3% and 0.47 million parameters requiring
14 million MACs [30]. As can be directly observed, the tradeo of using the smaller

model is a 29.4% reduction in model accuracy.
3.2 Computer Vision Limitations

Computer vision techniques provide powerful algorithmic methods for detecting and
recognizing faces, performing text extraction on images, tracking moving objects, and
performing image editing. Because of the broad range of uses, these algorithms are
often employed within camera based applications to provide improved functionality.
With a supporting community of nearly 47,000 members, OpenCV is one of the
most popular computer vision libraries and is utilized by companies such as Google,
Microsoft, and IBM [53]. While the platform is designed for realtime performance
for desktop based applications, running these algorithms on a mobile device can be
challenging.

Typically, applications will implement a pipeline of computer vision algorithms
with operations such as image resizing, grayscale conversion, and object detection [60,
35]. Because of the complexity and number of operations, running a computer vision
operation on frames received from a camera is a computationally expensive task.

A 2015 study conducted by Cobéarzan et al. compared the performance of di erent

14



OpenCV functions operating on 3 Megapixel images for Android and oS devices [14].
The study found that functions such as Gaussian blur, face detection, and canny edge
detection took 592.62, 2471.53, and 145.00 milliseconds when running on a Galaxy
Note 10.1 [14]. The results for the iPhone 5S were signi cantly worse with execution
times of 1106.79, 6338.24, and 179.60 milliseconds. The 2014 work by Hauswald et al.
studied the use of o oading when executing these types of computer vision pipelines.
Their ndings suggested that a hybrid o oading to a server using high-performance

computing (CPU, GPU) produced the best results [35].
3.3 The Cloud vs Edge

While the cloud provides a logical solution for assisting applications with the execu-
tion of complex functionality, it is not ideal for video-streaming applications. These
types of applications require low-latency between the end-device and server, large
amounts of bandwidth, and close geographical proximity. When running the server-
side application, each of these requirements is dicult to guarantee, and can be

explained as follows:

1. High Network Latency
When accessing the cloud, users and application developers have no control
over the path between the end-device and server. Because of services such as
network virtualization and middleboxes, network connections can be subjected
to large amounts of network latency [18, 64]. For instance, within a large data
center, because applications typically run within their own virtual machine
(VM), network tra ¢ can encounter delays due to large amounts of congestion
based on VM placement. Because of the uncertainty of network latency, video-
streaming applications can be subjected to lag and jitter which adversely a ect

the user experience.
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2. Poor Spectral E ciency
While wireless LANs have high amounts of available bandwidth, it is possible
to encounter paths across the open Internet which have signi cant bandwidth
limitations. While this is typically not an issue when loading web pages, video-
streaming applications require access to large amounts of bandwidth across
each hop between end-device and server. Experiencing a bandwidth drop from
400 Mbps to 2 Mbps can be the di erence between 80 milliseconds and 16

seconds when loading a 4 MB JPEG image [64].

3. Geographical Barriers
When running applications in the cloud, users can nd themselves located
signi cant distances from the server where the processing takes place. For
instance, an application could be deployed in US-East AWS availability zone.
When accessing this application from the west coast, the path must traverse a

large geographic distance before being processed by the high-end server.

Edge computing o ers an alternative to centralized computing, in that resource
constrained devices are able to connect to powerful, geographically-proximal end-
points. Scenarios like home and enterprise networks can be tuned to better serve
clients. Such an edge-computing based solution can signi cantly overcome the issues
faced by PrivateEye. Speci cally, the compute intensive operations can be performed
remotely enabling continuous detection mode execution. Also, a good connectivity
between the edge server and the client can ensure a high rate of frame delivery.

As opposed to making tradeo decisions in order to run complex image processing
algorithms on the end-device, the edge should be utilized to achieve the combination

of both high-quality and realtime performance.
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A4

Detecting Distracted Driving

4.1 Background and Motivation

Distracted driving, wherein a driver is engaged in another activity that takes their
attention away from operating the vehicle, is identi ed to be a signi cant cause of
fatal motor vehicle crashes and injuries. According to a 2014 study conducted by
the National Highway Tra ¢ Safety Administration (NHTSA), 3,179 drivers were
killed and 431,000 drivers were injured in accidents involving distracted driving[51].
The most typical distracted driving behaviors include but are not limited to cell
phone use, talking to passengers, grooming, and adjusting the radio and navigation
systems [2]. These behaviors require both cognitive and visual attention and increase
the chance of an accident by nearly a factor of 3, according to a 2013 report conducted
by the NHTSA [23].

Given the severity of the problem, detecting distracted driving has received sig-
ni cant attention from the research community, industry and government agen-
cies [73, 22, 21]. Commercial solutions that collect onboard data e.g. fuel con-

sumption and emergency alerts, and incentivize good driving are currently being
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o ered [4, 55]. There have been research e orts to detect cellphone usage based
on acoustic or cellphone sensing [79, 74, 8], alcohol impairment using supervised
and semi-supervised techniques [46, 48], and drowsy driving by tracking driver eye
gaze [49]. Our system advances prior work by creating a mobile middleware system
comprising a data collection framework which in turn relies on an inbuilt ensemble
of deep learning techniques to enable us to detect a richer set of distracted driver
classes and to better disambiguate between these classes by combining various sens-
ing modalities.

We take a combinedinternet of Things (IoT) and deep learningbased approach
to counter the problem of distracted driving. This is made possible by the signi cant
proliferation of 10T devices e.g. embedded mobile sensors, that are capable of col-
lecting a variety of information ranging from vehicle speed, acceleration and braking,
to driver's heart rate and dashboard images. Each of these inputs provides richer
contextual information that allows machine learning models to better disambiguate
human behavior and enable ne-grained analysis. For instance, the image of a driver
sending a text message can be cross-validated by checking the acceleration of the mo-
bile device from the embedded accelerometer. Further, applications such as Waze [75]
turn o usage in driving mode regardless of who is using the phone, whereas image
analysis can discern whether it is actually the driver or passenger using the device.
Such instances motivate us to explore multimodal analysis to improve classi cation
accuracy without deploying expensive sensors. Further, with the advancements in
Big Data and improvements in computational power, analyzing loT data using deep
learning allows for more powerful and accurate methods for performing this analysis.

Detecting distraction is critical for retroactively analyzing accident scenes, pro-
viding variable insurance rates, and providing real-time alerts to drivers and eet
managers. However, building such a system requires overcoming practical challenges

to realize a working solution. First,how do we extract data being generated by mul-
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tiple sources and at varying time scales such that they can be meaningfully analyzed?
Second,where should the processing be performed - at the edge, remote server, or
split between the two. To make this decision, the system must have a sense of pro-
cessing capability, network bandwidth and latency. Finally, the system must provide
certain privacy guarantees to the user when collecting 10T data, without sacri cing
classi cation accuracy.

To this end, we presenDarNet, a multi-modal data collection and analysis system
designed to detect and classify distracted driving behavior. The system is composed
of a data collection framework which collects streaming input from multiple sensors
and an analytics engine responsible for combining the di erent modalities into a
cogent output. The data collection framework can be further decomposed intiata
collection agentswhich run on each 10T device and &entralized controller designed
to communicate with the agents. Theanalytics engine utilizes advances in deep
learning to process the data received from the controller.

DarNet operates on two di erent data modalities - IMU data collected from the
driver's mobile device and image data received from a dashboard camera mounted
to face the driver. The system is currently con gured to operate in a remote con g-
uration where all data is shipped to a remote server for classi cation. In the remote
con guration, the user has the option to down-sample the image data which serves
as a basis for privacy, while also saving network bandwidth and diminishing latency.

The analytics engine builds on two advanced deep learning techniques for spatial
and temporal data analysis, speci cally Convolutional Neural Networks (CNN) and
Recurrent Neural Networks (RNN). The system employs a CNN for processing the
image data received from the camera and a RNN for processing the sensor data
(IMU) received from the mobile device. An ensemble-based learning approach is
employed to strategically combine the output of the two models to produce the
overall classi cation. Our system is designed to make classi cations at each time-
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Figure 4.1 : Diagram depicting the classi cation system where the probability dis-
tributions from models are combined using a bayesian network to produce probabil-
ities for each class and the overall classi cation.

step from the data, making it amenable to near real-time detection.

Placing a camera inside a car imposes major privacy concerns that might deter
individuals from using the application, despite a surge in their popularity*. To
mitigate these concerns, we explore the feasibility and tradeo s involved with mini-
mizing the risk of potentially compromising data leaving the vehicle. We implement
a methodology that allows for a distortion Iter to be applied to the video data before
processing. This design allows for a user to specify the level of privacy associated
with their data, with the tradeo of altering the classi cations.

We make the following contributions in this paper:

We build a data collection framework to collect and align data across multiple
loT devices and modalities. This is open sourced and can be useful for quickly

collecting, aggregating and labeling data for data processing tasks.

We demonstrate how to use deep learning across di erent IoT modalities - CNN

for video analysis, and RNN for IMU time-series analysis. Further, we explored

L http://www.ceoutlook.com/2016/08/10/the-strange-emerging-dvr-market/
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several techniques tcwombine these modalities and to the best of our knowledge,
we present a novel Bayesian Network combiner approach to strengthen driver dis-

traction detection.

Because we are working with sensitive data, we take the rst steps towards devel-
oping an unsupervised learning methodology for adding di erent levels of privacy

to the system.

We believe this is an initial step towards developing middleware solutions to
processing 0T sensor data in a scalable, useful and private manner. By making the
software and learning models available to the general research community, we hope

to facilitate future work in this eld of important and emerging technology.
4.2 Acknowledgements

The contents of this chapter are based on the publication "DarNet: A Deep Learning
Solution for Distracted Driving Detection” [68] which appeared in Middleware 2017.
This was a collaborative work with Ramya Raghavendra, Theophilus Benson, and

Mudhakar Srivatsa.
4.3 Related Work

Detecting distracted driving is receiving signi cant amount of attention from the
research community and the industry. There is a wealth of data that has been has
been made available to the research community to study this problem [73, 22, 21].
There have been e orts that recognize driver distraction using data extracted
from wearables, cellphone and onboard diagnostics to obtain sensing information
such as accelerometer, gyroscope, etc. to model phone usage while driving. Addi-

tionally, using this data to collect unsafe lane changes [79, 74, 8, 48] is an active
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area of research. A detailed review that discusses various driver condition monitoring
techniques can be found in recent survey papers [17, 52].

By integrating powerful sensors into top-end cars (e.g., cameras, radar, and ultra-
sonic sensors), manufacturers are bringing similar forms of driver behavior monitoring
to the consumer market [5, 20, 12]. While safety technology is getting cheaper, few
safety features are available in entry-level vehicles. In contrast, smartphone solutions
such asDarNet can be used with little additional expense in all cars today. Commer-
cial solutions such as Automatic [4] and LDWS [50] provide tracking and emergency
services using OBD and GPS data but require special hardware. Progressive Insur-
ance o ers a service, Snapshot [55] that uses OBD-II data from a mounted device
to detect driving behavior. To the best of our knowledge, there is no commercial
solution that combines video and sensor data to analyze driving behavior.

Recognizing distracted driving behavior (i.e., driver drowsiness, lane departure,
and following distance) using xed vehicle-mounted devices is an active area of re-
search. Computer Vision techniques and learning-based methods [46, 80, 78] are used
to extract features corresponding to eye-tracking, driver postural stability, cellphone
usage etc. out of driving images or video.

Our work builds on prior work by combining the use of the powerful Convolutional
Neural Networks (CNN) [41, 71, 72] on image data with the use of a Recurrent Neural
Network (RNN) for temporal data. These networks have been shown to be e ective
for analyzing sequential information specially for NLP tasks, and are recently gaining
popularity in other applications [33, 36, 54, 19]. To the best of our knowledge, our
work is the rst to use an ensemble neural network to combine video and sensor
data to produce accurate classi cations for distracted driving. We believe applying
deep neural network ensembles on temporal and spatial data to distracted driver
detection problem opens up several exciting possibilities, enabling us to easily learn
non-linear relationships between sensors and driver behavior in a scalable fashion
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Figure 4.2 : Diagram depicting the collection agents which run embedded within
loT devices, the controller which collects and prepares the data, and the analytics
engine which performs the ensemble classi cation.

(e.q., centripetal acceleration to detect phone usage).

Next, we build a uni ed neural network framework to analyze multimodal sensing
data obtained from dashboard videos and IMU sensors, and without the need for
adding expensive sensors (such as hi-res cameras). Combining modalities helps us
easily identify contexts that a single modality does not provide e.gis the driver
or passenger using the phone? Multimodal deep learning approach has received
recent attention [57] for being able to identify nonintuitive features largely from
cross-sensor correlations which can result in a more accurate estimation, with prior
work taking this approach to detect human activity recognition through sensor data
from wearable devices.

Recent work by Kim et.al. looks at the issue of sharing of private dashcam
videos under anonymity [40]. Privacy of driving data, even before it leaves the car,
is a critical issue going forward and one that has not received much attention. We
take a step towards anonymizinglashcam video datavhile still ensuring classi ca-
tion can be performed. We explore heterogeneous learning architectures wherein we
train a CNN to reproduce the feature activations learned by the deep model. We
expand upon this approach by training a deep CNN to reconstruct features from
down sampled images using a similar error minimization methodology. The problem

of multimodal data anonymity will be the subject of our future work.
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4.4 System Design

DarNet aims to tackle the task of detecting distracted driving by providing a well

connected framework for performing data collection and analysis. Integral to the
design ofDarNet is the proliferation of available 10T sensor devices. We therefore
design our system to allow for new devices to be easily incorporated into the existing
framework. The more data available for processing and training, the better the

overall performance of the system.
4.4.1 Collection Agents

The collection agentis designed as an abstraction to allow for easy-integration into
a broad range of 10T devices. The responsibilities of the agent include periodically
polling the device's sensor, maintaining an internal clock for timestamping the data,
and transmitting the data to the centralized controller at a speci ed frequency. The
periodicity at which the agent polls the sensor should be determined based on the
operating frequency of the sensor itself, while the transmission frequency should be
determined based on the latency and bandwidth between the agent and the controller.
The implementation of each agent is speci ¢ to the system and sensors in which it

is embedded.
4.4.2 Centralized Controller

The centralized controller has several responsibilities which include: aggregating,
smoothing, and aligning data received from the agents, maintaining clock synchro-
nization between the agents, and deciding how and where the data should be pro-
cessed by the analytics engine.

Data Normalization:  The controller receives periodic updates from each agent
at di erent frequencies based on the agent's con guration, network latency, and the

order in which the operating system interleaves the received network packets. As
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such, the agent relies on the timestamp associated with each tuple to determine the
ordering of the collected data. Because the timestamps for data received from di er-
ent agents will not align exactly, the controller uses interpolation to Il in the gaps,
and to aggregate the data at consistent intervals. Additionally, the controller per-
forms a smoothing operation on the data by maintaining a sliding moving average.
Because the system runs on commodity sensor hardware, we expect the data mea-
surements to fall within a bounded range of error, therefore the smoothing average
normalizes the data against any aberrations or irregularities.

Clock Synchronization:  We have implemented a protocol between the agents
and controller to maintain clock synchronization. In this protocol, the controller
maintains a system time and pushes this time to each agent. Whenever an agent
receives an updated system time, the agent will update its own clock to re ect that
of the controller's, plus an additional constant to account for network latency. This
protocol is set to run periodically in order to account for internal clock drift of each
agent.

Processing Decision: In determining where the data should be processed, the
controller can choose between a local and remote con guration. A remote server
would have a greater amount of processing power, and hence is a computationally
better option over the local con guration that runs on the device. However, under
poor network conditions, the controller has the option of processing all data locally,
albeit slower. When remote con guration is selected, the user has the option of spec-
ifying the degree of privacyat which the image data is transmitted to the analytics
engine. Privacy is added to the system by down-sampling the image data to vary-
ing sizes. The advantage of this technique is that it not only obfuscates the user's

identifying information, but also improves bandwidth by transmitting less data.
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4.4.3 Analytics Engine

The analytics engineis responsible for processing the data streams and producing
a classi cation. The engine is designed to be entirely modular { the system main-
tains a 1-to-1 relationship between device data-streams and machine learning models.
Rather than training a single model to process the data, we train individual models
and combine the results at a later stage. This design provides two bene ts: 1. New
devices can be incorporated into the network without requiring the existing models
to be retrained. 2. Each machine learning model can be speci ed based on the type
of data streamed from the device i.e. spatial models for image data, temporal models
for IMU data. The engine combines the results of each model to produce the overall

classi cation.
4.5 System Implementation

We have designed and deployed an application making use of this system which
collects data from an inward facing camera and mobile devicBarNet collects and

processes the data from these devices to perform driver behavior classi cation.
4.5.1 Data Streaming Framework

We have developed two Android modules | i) the collection agentwhich interfaces
with IMU data sensors and the camera hardware, and ii) theentralized controller
which aggregates data from the agents, maintains clock synchronization, and formats
the data for processing. We have made the source code for these modules available
to the public 2.

Data Collection Agent: In our setup, we use a Nexus 7 tablet running An-

droid 6.0.1 (API v23) to emulate the dashcam, and a Nexus S device running Android

2 https://github.com/cstrei er/sensordataclient
https://github.com/cstrei er/driverdatarecorder

26



4.1.2 (API v16) acting as the driver's cellphone. Eackollection agentoperates by
registering listeners to receive updates from the device's embedded sensors. Each
listener receives updates every 25 ms through Androidsg&nsor manager

The agent running on the Tablet is responsible for interfacing with the embedded
camera, while the agent running on the mobile device interfaces with tlaecelerome-
ter, gyroscope, gravity, and rotation sensorsEach agent is designed to communicate
with the controller over Bluetooth or 802.11 point to point wireless.

Centralized Controller: The controller runs on the Nexus 7 tablet. Upon
startup, the controller will open a two-way communication channel with each col-
lection agent registered by the system. Since we are collecting data with multiple
modalities, synchronizing the timestamps across the devices is important for further
analysis. We implement atimestamp managerin our application with master-slave
architecture for clock distribution with the controller acting as the master and dis-
tributing its UTC timestamp to the agents over their communication channel. The
agent sets its own clock to the master's UTC, plus the empirically measured network
delay. Because the system clock is highly susceptible to drift, this synchronization
process is repeated every 5 seconds.

We have implementedDarNet to perform all data processing on a remote server,
in both the normal and privacy-preserving settings. When the controller receives an
update from an agent, it will perform the aforementioned aligning and normalization
techniques, and store the data in a time-series database e.g. statsd. The data is

transferred and processed in an o ine manner.
4.5.2 Analytics Engine

Within our system, we make use of the advances in deep learning to perform our
distracted driver analysis. We utilize two di erent types of neural networks { a

Convolutional Neural Network (CNN) for performing classi cation on a per-frame
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basis, and a Recurrent Neural Network (RNN) for classifying the time-series data.
CNNs have proven to perform exceptionally well at image classi cation tasks, while
RNNs excel at analyzing time-series data by discovering non-linear dependencies
which are not visible to other learning methodologies.

Frame-Sequence Architecture: Because our approach for detecting dis-
tracted driving requires analyzing image frames, we choose to employ a convolu-
tional neural network to facilitate the classi cation by performing feature extraction
at each timestep. The CNN is rst trained to perform the task of image classi cation
on the distracted driver dataset, allowing for the convolutional lters to learn the
corresponding activations for the given classes. Once fully trained, the output of the
nal convolutional layer is used as the output feature vector for the corresponding
image. This approach exploits the ability of the CNN to learn spatial features in
order to produce a lower dimensionality vector representation of the original image.

We use the Inception-V3 [72] architecture for performing frame classi cation. We
made the decision to use this model because of its exceptional performance on the
ILSVRC 2012 classi cation task [72]. The design of the model exploits the \hebbian
principle” [3] which proposes that spatially close neurons should activate together,
and is a re nement over GoogleNet [71], focusing on maximizing computation e -
ciency while allowing for additional expansion of layers. Due to the large amount of
time required for training deep networks, we take a ne-tuning approach by initial-
izing our model using the weights of a pre-trained model. We use the model made
available through the Tensor ow source code which has been trained to a 78.7%
Top-1 classi cation percentage on the ILSVRC 2012 [29] dataset as our initializa-
tion point. We modify the nal fully connected layer of this network, such that the
number of outputs corresponds to the number of driving classes.

The network is trained to minimize the softmax-cross-entropy error between the
output logits and corresponding labels. We employ label-smoothing regularization
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(LSR) to deter over- tting and produce a more robust model [72]. This LSR method-
ology replaces the label distributiongkq ., where ., 1 for the target class

with the following equation:

arkg pl gk upkq

whereupgkq 1{K is the normal distribution over the K dierent classi cations.
This results in the following loss equation:

K

Hpo;pg logppkarkg
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where is a smoothing parametelP 10; 1s

We train the model using stochastic gradient descent with added momentum to
avoid over-estimating the gradient. We train the model using an initial learning
rate of 10 3, decayed every 2 epochs at an exponential rate of 0.25. We use the
TensorFlow [1] implementation of the RMSProp algorithm with a momentum of 0.9,
decay of 0.9 and of 1.0. We maintain a running average of the weights of the
parameters and use these values to run the evaluation on our test dataset.

We train the model using a batch size of 64 across 10,000 steps. We parallelize
the training across 4 NVIDIA Tesla K80 GPUs by placing an instance of the model
on each GPU. Each batch is divided between the models, and the resulting gradients
are averaged together before updating the weights.

IMU-Sequence Architecture: Because we perform the distracted driving
classi cation over a sequence of inputs, we choose to use a recurrent neural net-
work to analyze the IMU-sequence data and features extracted by the CNN from
the frame-sequence data. These networks have been proven to excel at modeling

and determining nonlinear aspects of timeseries data, making them perfect for our
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classi cation task. The network captures temporal relationships by maintaining an
internal state h; that is a function of all prior perceived inputs. The network com-
putes the output vectory; for a given timestept using a non-linear function that

combines the hidden staté; with the current input x;. Over a given input sequence
X=[Xq; Xz; 0 X G the network will compute the hidden state and output using the
following equations:

he  fpPWVwXxe Winhe 1 bQ
Yi Wphe by

where f is an element-wise activation function,h; ; is the previous state of the
network, h; is the current state, andW represents the weight matrices for the internal
neurons.

We choose to utilize the Long Short Term Memory cell [37] within our network
because of its unique ability to capture long-term dependencies between input fea-
tures while diminishing the vanishing gradient problem inherent to these networks.

The computation for the hidden stateh; within this architectures follows:

it PV Xe  Whihe 1 Wi 1 hq
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where is the sigmoidal activation function, andi;, f;, ¢, and o represent the
input, forget, cell, and output gates. The computations made by each gate allows
for the network to determine which features are important for the current and future

outputs.
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We use adeep bidirectional architecture[34, 81] to implement our network. The
deepaspect of the architecture refers to stacking LSTM cells by connecting the out-
put h; of one cell to the input of the next cell in the stack. Thebidirectional aspect
of the architecture refers to implementing both a forward and backward propagating
network. Because the standard design of these networks only captures dependencies
from prior inputs, we utilize the backward propagating network to capture dependen-
cies from future inputs [34]. We combine the output of the two networks to produce

the output vector y; using the following equation:

Yo Winhie  Wenhpe by

wherehy,; is the output from the forward propagating network andhy; is the output
from the backward propagating network [34].

We made the decision to use this type of network over support vector machines
because of the RNNs ability to capture long-term dependencies between input fea-
tures while diminishing the vanishing gradient problem inherent to these networks.
The architecture for the RNN consists of 2 bidirectional LSTM cells containing 64
hidden units. Because we use a sampling frequency of 4Hz and a time window of 5
seconds, the network is trained and evaluated on a sliding window of 20 data points.

Ensemble Learning: Because the RNN and CNN output probability distri-
butions for a di erent set of classes, we implement a Bayesian Network (BN) [25]
to combine the outputs into a single inference. Each class is assigned its own BN
consisting of two parent nodes and a child node. We compute the conditional proba-
bility tables (CPTs) for each class based on the number of true-positive observations

from the training data presented to the system.
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Figure 4.3 : The privacy implementation for the system where the paths between
the mobile device and server correspond to the di erent levels of downsampling {
100x100, 50x50, 25x25.

4.5.3 Privacy Preserving Analytics

In Figure 4.3, we present the privacy design for processing the down-sampled video
data. This novel architecture introduces two unique components: the distortion
module which down-samples the video data, and a set of deep learning models for
performing feature extraction. We design this portion of the system to be minimally
invasive | each model is trained using unsupervised techniques which do not require
any knowledge of the original dataset.

System Implementation: In our design, the distortion module down sam-
ples the video according to user-speci ed preference and tags the video with the
down-sampling rate. At the remote server, the analytics engine picks the appropri-
ate classi er for performing feature extraction on the distorted video. IrDarNet,
we provide three levels of distortion { low, medium, and high, thus explaining the
di erent paths to the remote server.

The image data is distorted using nearest neighbor down sampling to the sizes
of 100x100 (dCNN-L), 50x50 (dCNN-M), and 25x25 (dCNN-H) pixels. Being able
to reduce the image from 300x300 pixels these sizes represents approximately a 9x,

25x, and 144x decrease in amount of data required for transmission. This is ideal for
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Figure 4.4 : From right to left: the undistorted image; the image distorted to the
size of 100x100 pixels; the image distorted to the size of 50x50 pixels; the image
distorted to the size of 25x25 pixels.

situations where a user desires a high amount of privacy, or where network conditions
are poor and lower resolution frames must be transmitted to the remote server.
Examples of the down-sampled frames can be observed in Figure 4.4.

Training Methodology: The motivation behind the training methodology
stems from the success exhibited by de-noising auto-encoders [77, 39]. In our work,
we train an additional CNN to reproduce the classi cations results of the original
model. We reuse the Inception-V3 architecture and initialize the weights using the
CNN trained on the driving dataset. Because the goal of the training is for the
dCNN model to mimic the behavior of the CNN model, we believe that this initial-
ization methodology provides a good starting point for the weights. This technique
allows for the training to be completely unsupervised, and allows for new data to be
incorporated into the system.

The methodology is described as follows: 1. The image is passed through the
original CNN and the output of the nal layer is recorded. Note: In this design,
the original image does not have to leave the device to perform this action. 2. The
image is down-sampled and sent to the remote server with the appropriately marked
tag. 3. The server aggregates the data, the distortion level, and the prediction
results observed from passing the image through the original CNN. 4. Finally, the

dCNN model is trained by passing the down-sampled image through the model,
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and comparing the observed output against the recorded output. The loss-function
computes the L2 euclidean distance between these two vectors, and the model is
trained using stochastic gradient descent as the optimization technique. This has
the e ect of training the dCNN model to perform a de-noising operation on the

image to produce accurate predictions.

Figure 4.5 : The training con guration for the dCNN models.

We implement a distributed training approach for the dCNNs using 4 Nvidia K80
GPUs. A diagram of this design can be observed in Figure 4.5. In this distributed
setting, we place instances of the base CNN on 2 GPUs to perform inference, and
place instances of the dCNN on the remaining 2 GPUs to perform the backpropa-
gation and gradient descent. The CPU is responsible for transmitting the original
framesx; to the base CNN models, and the distorted frames' to the dCNN models.
This con guration can be observed in Figure 4.5. The dCNN models are trained
using an initial learning rate of 104 decayed every 5.0 epochs at an exponential rate

of 0.16.
4.6 DarNet Evaluation

We evaluate our framework by runningDarNet on a dataset collected using the data

collection component. In our evaluation, we look to answer the questidiow can
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di erent modalities be incorporated together to strengthen classi cations®e present
results showing how an ensemble approach produces stronger classi cations than a
single modality, and how deep learning can strengthen these results. Additionally,
we present results showing the e cacy oDarNet to operate on the down-sampled

frames in our privacy con gurations.

Class | Description Data Types Frame Count
1 Normal Driving Image, IMU 5,286
2 Talking Image, IMU 10,352
3 Texting Image, IMU 9,422
4 Eating/Drinking Image, | 9,463
5 Hair and Makeup Image, | 4,848
6 Reaching Image, | 17,709

Table 4.1: Driver behavior classes listed by corresponding model types and amount
of data collected.

(@) (b) ()

Figure 4.6 : Confusion matrices for the collected datasets for architectures: (a)
CNN+RNN ( DarNet) (b) CNN+SVM (c) CNN (frame data only).

4.6.1 Evaluation Setup

Data Collection: To perform our analysis, we collect datasets from 5 drivers
performing the driving tasks listed in Table 4.1. Each driver was given the same
route to drive, used the same vehicle, and drove under varying degrees of lighting.

Each driver was instructed (by the passenger, in real time) to perform a scripted
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set of \distractions" for a duration of 15 seconds and the entire script was repeated
10 times for each driver. Each video was veri ed at a later point in time for the
accuracy of the given driving test. We divide the collected dataset into an 80/20
partition for running the training and evaluation on the ML models.

The complete list of distraction classes we consider and the corresponding number
of collected data points are outlined in Table 4.1. The data type column refers to
the types of data we were able to collect for the given task. For instance, for the
eating/drinking category, while we were able to collect image data, the mobile device
was placed in the "Normal Driving" position, and thus, we were not able to collect
any IMU sequence data speci c to the distraction task. The classes are re ective of
the distraction classes recognized by Statefarm insurance compahy

In this paper, we take the rst step towards demonstrating the strength of our
classi er by positioning the client mobile device in one of ve varying orientations
during data collection. The Texting orientation corresponds to the driver holding
the phone between waist and eye level in either the left or right hand, while the
Talking orientation corresponds to the driver holding the phone to either ear. The
nal orientation corresponds to all remaining classes and consists of the device being

positioned horizontally in the drivers front-right pocket.

Model Hit@1
CNN+RNN | 87.02%
CNN+SVM | 86.23%

CNN 73.88%
Table 4.2: Ensemble model Top-1 classi cation results for the collected dataset.

4.6.2 Evaluation Results

We evaluate the performance obarNet against two additional architectures. In the

rst architecture, we only consider the CNN portion of the system operating on the

3 www.kaggle.com/c/statefarmdistracteddriverdetection#evaluation
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frame data. In the second architecture, we combine the CNN frame architecture
with a support vector machine (SVM) trained to classify the IMU sequence data.
The Top-1 classi cation results for the three architectures can be found in Table 4.2,
while the resulting confusion matrices can be observed in Figure 4.6.

The results show that the top performing model is the selected architecture for
DarNet which consists of the CNN for frame classi cation and RNN for IMU sequence
classi cation. While each method produces strong classi cations results, Figure 4.6
shows that all three models output a high number of false positives when predicting
normal driving. From a safety perspective, classifying normal driving as distracted
driving is acceptable in that the overall safety of the driver is not diminished by the
incorrect classi cation. However, from a usability perspective, a high false positive
rate for distracted driving would diminish the user experience. Because of the small
size of the dataset, we believe that these false positives can be reduced by training
across data collected from a larger participant study.

Out of the three architectures considered, both ensemble approaches (CNN+RNN,
CNN+SVM) signi cantly outperform the single modality approach (CNN) with Top-

1 classi cation percentages of 87.02% and 86.23% compared to 73.88%. These results
show that adding the IMU sequence data to the frame data has the e ect of improving
the accuracy of the system by >16.7%.

For the per-class results, the biggest improvement when using multiple modalities
is the system's ability to discern between texting, talking, and normal driving. For
instance, the CNN model produces a classi cation accuracy of 36.0% for texting,
whereas the CNN+RNN produces an accuracy of 87.0%. Similar improvements can
be observed for normal driving and talking. Overall, the ensemble approach is able
to eliminate the majority of the noise between these three groups as observed in
Figure 4.6c. Among the classes which did not have corresponding IMU sequence

data, there was an observable drop in accuracy for eating/drinking and reaching, of

37



2% and 4% respectively. Whereas the CNN model misclassi es reaching as normal
driving, both ensemble models produce a higher talking misclassi cation rate for
this category of ~5%. An explanation for this result is that the movement that
occurs when reaching for an object adds enough noise to the IMU data to produce a
talking classi cation. The complete confusion matrix for each class and model can
be observed in Figure 4.6.

Between the ensemble models, using the RNN architecture over the SVM corre-
sponds to a ~1% increase in performance. When considering the amount of time an
individual spends in their vehicle during the day, a 1% increase in the amount of ac-
curately classi ed driving behaviors could be the di erence in deterring an accident.
When running the RNN and SVM models on the IMU sequence dataset alone, the
RNN produces a classi cation accuracy of 97.44% compared to 95.37% for the SVM.
Because the RNN architecture better captures non-linear dependencies between the

data, we believe that the CNN+RNN architecture is best suited for this system.
4.6.3 Denoising-CNN Results

The dCNNs were trained and evaluated on a previously collected distracted driver
dataset. The dataset consists of 18 classes, and was collected from a total of 10

drivers. All video was recorded using a GoPro Hero 3 camera at a rate of 30 fps.

Model Hit@1

CNN 78.87%
dCNN-L | 80.00%
dCNN-M | 77.78%
dCNN-H | 63.13%
Table 4.3: CNN and dCNN Top-1 classi cation percentages for the alternative dis-
tracted driving dataset.

As can be viewed in Table 4.3, the most surprising result of the evaluation was the

dCNN-L outperforming the other networks by achieving a Top-1 classi cation per-
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centage of 80.00%. In comparison, the baseline CNN achieved a Top-1 classi cation
percentage of 78.87%.

While the dCNN-L performed the best, the most promising results from the
evaluation were the performance of the dCNN-M and dCNN-L models. As can be
viewed in Table 4.3, the dCNN-M achieved a Top-1 classi cation percentage within

1% of the baseline CNN, while the dCNN-H was able to produce the moderately-
accurate Top-1 classi cation results of 63.13%. As can be viewed in Figure 4.4, the
distortion levels for dACNN-M and dCNN-H render the image almost unidenti able.
Future work is still required to determine how e ective these distortion techniques
are for preventing adversarial networks from performing classi cation tasks e.g. facial
recognition.

Why does the dCNN-L outperform the baseline CNN? The biggest
anomaly in our results was the improved performance of the dCNN-L over the base-
line CNN. A potential explanation for this phenomenon is that the baseline CNN
displays e ects of over- tting accrued during training. The loss of information from
the image data mitigates these e ects, to a degree. As can be observed by the results
of dCNN-H, too much loss of information results in signi cantly diminished perfor-
mance, leading us to suspect that there is a local distortion maxima that results
in the optimal performance. Although we are fascinated by these results, we leave

further investigation for future work.
4.7 Feature Extraction Runtime Comparison

Because we have developed an application for collecting, and aligning frame-by-frame
data with IMU-data, the infrastructure exists for implementing real-time detection.
The bottleneck for the detection time depends on the inference time required by the
deep networks. Speci cally, the feature extraction performed by the CNN incurs a

high overhead [43]. Because it is infeasible to currently run these deep networks on
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Figure 4.7 : Con guration speci cations and runtime results for each model, with
the following abbreviations: CPU-A { 1.3 GHz Intel Core M, CPU-B { 2.65 GHz
Intel Xeon E5-2640 v3 Haswell, GPU { NVIDIA Tesla K80s.

mobile devices at the desired rate of 30 fps, we must rely on an o oading based
solution. Optimizing these deep networks to run locally on the mobile device or on
an edge device is currently an active area of research [28].

We evaluate and compare the runtime of the CNN across multiple device con g-
urations to show how performing classi cations in a high-performance cloud infras-
tructure signi cantly improves processing speed. The results of the evaluation can be
observed in Figure 4.7. Across a batch-size of 32 frames, the commodity CPU runs
at arate of 1.5 fps, falling well below our desired rate of 4 fps. Switching to a high-
performance CPU, the performance improves tp 18 fps. Adding a GPU further
improves performance by running a§ 80 fps. Increasing the number of GPUs and
batch size further improves the performance. Across a batch size of 512 frames split

between 4 GPUs, we were able to achieve a performancej &61 fps. The results
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indicate that high-performance edge computing provides processing rates well above

the fps required by DarNet.
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From the End to the Edge

5.1 Background and Motivation

With the ever-more evident need for sensitive data protection in businesses and the
provision of privacy guarantees to application users, PrivateEye has shown to be a
viable solution in protecting data in real time. PrivateEye uses advanced computer
vision methods to detect and block regions within a frame that contain sensitive
information. Integrated within the Android camera subsystem, PrivateEye functions
as middleware between the camera driver and applications accessing the camera
service. PrivateEye is able to deliver frames at a median rate of 20 FPS [60], providing
reasonable quality of service for users while simultaneously blocking sensitive regions
within the video frames.

A deeper look inside PrivateEye's system design reveals that PrivateEye runs in
two modes: (1) Detection, and (2) Tracking. In detection mode, PrivateEye performs
analysis on incoming frames to determine which regions have been marked public by
the user. During tracking mode, PrivateEye nds the location of the last detected

public region in incoming frames. While detection mode is computationally intensive
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(slow), tracking is conversely light on computation (fast). As a result, PrivateEye
runs in detection mode periodically (on 10% of the frames) and employs tracking
mode in the intervening intervals.

While this method of operation helps PrivateEye to achieve a high frame delivery
rate, the use of tracking inherently results in occasional inaccuracies in determining
the location of the public region and causes a small drop in recall. Furthermore, since
computer vision algorithms are imperfect, the use of tracking can result prolonged
exposure of a region that was wrongly judged as public during the last detection
mode.

Edge computing [26] o ers an alternative to centralized computing, in that re-
source constrained devices are able to connect to powerful, geographically-proximal
endpoints. Scenarios like home and enterprise networks can be tuned to better serve
clients. Such an edge-computing based solution can signi cantly overcome the issues
faced by PrivateEye. Speci cally, the compute intensive operations can be performed
remotely enabling continuous detection mode execution. Also, a good connectivity
between the edge server and the client can ensure higher rate of frame delivery.
This forms the motivation behind exploring the feasibility of PrivateEye as an edge

computing based system, ePrivateEye.
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Figure 5.1 : A region on a whiteboard marked as public using PrivateEye's marker
(a), and An app's view while capturing the same region using PrivateEye's software
enabled smartphone (b).

5.3 PrivateEye Overview

Before we dive into the details of ePrivateEye's system design, we provide some
details of PrivateEye's inner workings. PrivateEye is a system whose aim is to pro-
vide more control over the information being accessed by a third-party app to the
user. PrivateEye focuses on two-dimensional regions and takes a privacy marker ap-
proach [59] wherein a user marks a two-dimensional area as a public region using a
special marker as shown in Figure 5.1a. Subsequently, when a camera-enabled appli-
cation captures the same two-dimensional region when using a PrivateEye enabled
smart device, PrivateEye intercepts the image data obtained by the camera, detects
the marked region, blocks the remainder of the region, and delivers the data to the

application (Figure 5.1b).

Figure 5.2 : Series of computer vision algorithms applied on image data under
PrivateEye.

Inside PrivateEye's logic for discerning public and private regions, each individual
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camera frame undergoes signi cant processing. First, the colorspace of the frame
is converted from color to grayscale; most computer vision algorithms operate in
grayscale in order to achieve faster results. Next, the grayscale image is scaled
down to a size of 800 480 for further processing. PrivateEye detects edges in
the frame using the well-known Canny [11] algorithm. After edge detection, the
system detects contours in the edge-based image using Suzuki's algorithm [70]. The
algorithm returns the contours in a tree data structure which preserves the contour
hierarchy. PrivateEye runs an approximation to nd a parent contour that can be
approximated as a rectangle and a child contour that has 12 corners with area at least
50% of the parent rectangle contour. This is the region marked by the user. Finally,
the system nds the bounding box for the marked region and blocks everything else
in the image.

As mentioned earlier, since the marker detection algorithm is slow, PrivateEye
runs the detection algorithm periodically. For other frames, the system employs
tracking on the last observed marked region in the current frame using the Lucas-
Kanade optical- ow-in-pyramids technique [10]. Figure 5.2 depicts the series of trans-
formations a frame experiences under PrivateEye.

The entire PrivateEye module is integrated into the trusted portion of Android
itself; PrivateEye is contained within the camera service, which resides between the
camera sensor and the application framework. Every frame captured from the cam-
era sensor is received by the camera service, before being sent to the associated
application. PrivateEye monitors the frames received by camera service and applies
all required image transformations before sending the frame to the application.

ePrivateEye is an extension of PrivateEye and uses the same techniques employed
in PrivateEye. To get more details about the PrivateEye, we would encourage the

readers to read the original work [60].
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5.4 Design Principles

In this section we present the design principles behind ePrivateEye. Our primary
goal was to achieve near real-time performance for camera apps. With this as our
motivation, we designed the server and client component of ePrivateEye to minimize
network latency, while also reducing tra c size.

Reduce Client-side Computation: Since the client runs on a resource constrained
device, we identi ed all the compute-intensive functionality and o oaded it. When

a frame is received by the ePrivateEye client running inside the camera service, it
is processed in the following fashion: (1) A copy of the frame data is saved, and
a numeric identi er associated to it, (2) A grayscale color conversion is performed,
and (3) The grayscale image data is downsized to a resolution of 40@40. The
remainder of the image transformations shown in Figure 5.2 are part of the server
component of ePrivateEye. After subsequent processing by the server that results
in the marked region information being available for the frame, the client blocks the
region outside the marked region and returns the modi ed frame data to the camera
service.

Reduce Network Tra c: Again, since the ePrivateEye client runs on a resource
constrained device, it is often the case that the software on such devices is de-
signed to save power by reducing the amount of data transmitted, where possible.
In our case, sending a frame to the ePrivateEye server at its original resolution (e.g.
1280 960) would cost signi cant time and energy, thereby negating some of the
gains we would hope to achieve through o oading processing. We instead chose
to reduce the amount of tra c sent by the client to the server by performing the
sequence of relatively compute-inexpensive image transformations described above
before sending the frame to the server. Our original frame data was encoded in NV12

format frames. Since edge detection performs satisfactorily on grayscale images, each
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frame is downsampled to this format, resulting in a size savings of 33%. We then
further downsample the data by converting it to a resolution of 400 240, as the
computer vision algorithms we use provide acceptable performance at that resolu-
tion. Through these transformations, we reduce the size of the data transferred by
the client from 1280 960 1.5 to 400 240.

On the server side, we reduce the amount of tra ¢ sent to the client by returning
the coordinates of the detected regions only, rather than the masked frames.

By making the design choice to perform image blocking transformations on the
client, we were able to reduce the total amount of tra ¢ signi cantly. As mentioned
earlier, these operations have a small computational overhead; the reduction in trans-
ferred data size makes the slightly increased computational cost of retaining these
operations on the client a worthwhile trade.

Minimize Latency: PrivateEye is implemented to interact in a non-blocking fash-
ion with the camera service. In this design, the camera service submits a frame to
PrivateEye for processing, before making a request for the most recently processed
frame. If the frame is available, PrivateEye will return the masked frame to the
service. Otherwise, no frame is returned and the camera service will wait for the
next frame to be received from the camera sensor.

To minimize latency between the client and server, we made several modi cations
to the TCP sockets maintained by each. On the client side, we disable Nagle's
algorithm on each socket. Nagle's algorithm purposefully delays frames in order to
reduce the number of TCP packets sent over the network, and thereby adversely
a ects latency sensitive applications. Disabling the algorithm forces packets to be
sent over the socket as soon as they are received, thus reducing latency. On the server
side, we look to reduce the number okad syscalls made by the server by modifying
the receive bu er. We only allow for the server to make aead on a socket once a
certain number of bytes have arrived. We set the number of bytes to be equivalent
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to the total size of the expected frame.

To minimize latency when transmitting across the metropolitan network, we uti-
lize Software De ned Networking (SDN) to control the path along which the data
is transmitted. This allows for a \fast path" to be established between the access
point (AP) and server. This implementation will be discussed in more detail in the

following section.

Figure 5.3 : ePrivateEye architecture where the client component runs as part of
camera service, a trusted module of Android OS, and the client and server maintain
a persistent TCP connection for as long as the app session runs.

5.5 Implementation

In this section we provide the implementation details of ePrivateEye. We also discuss
the various network con guration used for the evaluation purposes. We implemented
ePrivateEye client by modifying the Android Open Source Project (AOSP) version
of Android 6:0:1. Our prototype currently runs on a Nexus 5 smartphone. We im-
plemented ePrivateEye server as a standalone desktop application running on Linux,
using the OpenCV libraries to perform various computer vision tasks. In our imple-

mentation, the version of OpenCV used is:2:13.
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5.5.1 ePrivateEye Design

ePrivateEye Client: The client module has three primary responsibilities. The
rst is to receive frames from thecamera service and send them to the server for
processing. The client maintains a con guration le which contains the server's IP
and port. When ePrivateEye is rst instantiated on the device, it opens 3 persistent
TCP connections with the server. As soon as the client receives a frame, it places the
frame on a queuelnQueueg for processing. At this point, a thread with a dedicated
TCP connection retrieves the frame frominQueue and sends the frame to the server
for processing. The second responsibility is to apply the requisite mask to the frame
once a response has been received from the server, and to enqueue it onto another
gueue that the client maintains,OutQueue Upon being enqueued iDutQueue the
frame for which the mask information has been received is dequeued from@Queue
The client's nal responsibility is to communicate to the camera servicethat the
processed frame is now ready to be sent to user-level apps.

ePrivateEye Server: The server module runs an event-driven, desktop version
of the original PrivateEye. The primary responsibility of the server is to perform
the computationally expensive marker detection algorithm. The server receives the
frame from the client and immediately begins looking for any marked areas. If the
server detects a marked region, it sends the corresponding bounding box coordinates
which enclose the marked region to the client. Otherwise, the server returns a null

response for the frame.
5.5.2 Server Con gurations

Both the client and server modules are designed to be completely portable. This al-
lows for us to construct varying network con gurations around the client and server
for evaluation purposes. Within our work, we consider three di erent network con-

gurations running ePrivateEye, and compare the performance against the original
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PrivateEye running within a local con guration on the mobile device. Because these
con gurations are applicable to an enterprise setting, we assume that all transmit-
ted data never leaves the con nes of the network, and thus remains private from the
public internet.

Edge: The edgecon guration consists of ePrivateEye running on an Access Point
(AP). We con gured a laptop with a 1:3 GHz Intel Core M CPU and 8 GB of
RAM as the AP. The mobile device connects to the AP in order to establish a
bridge to the internet. In doing so, the mobile device is able to directly access
ePrivateEye. In this con guration, the client and server are separated by a single
hop, and communicate using the 8021ac wireless protocol, with a maximum possible
transmission bandwidth of 433 Mb/s.

Building:  The building con guration consists of ePrivateEye running on a server
connected to the same wireless router as the mobile device. The server has the same
specs as those described in treelgecon guration. In this con guration, the mobile
device and server are within close proximity of one-another and communicate over
the same network using 8021n, with a maximum bandwidth of 300 Mb/s.

Metro: The metro con guration consists of ePrivateEye server and the client being
separated across a metropolitan area. The server is equipped with 6 Intel Xeon
Processor 200 GHz v4 CPUs with 128 GB of RAM. As can be observed in Figure
5.4, the total distance between the client and server is more than 2 miles. Because
of this large distance, we utilize Duke's SDN infrastructure to maintain control over
the path through which the communication must occur. In this con guration, the
mobile device connects directly to the AP, and the AP connects to the server across
a path primarily composed of ber. Because the transmission time across ber is
approximately two-thirds of the speed of light [67], this line of communication o ers
the fastest possible path between the AP and server. The maximum bandwidth

between the AP and server is 1 Gb/s and has an approximate ping time o593 ms.
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Figure 5.4 : Metro con guration where the AP resides within the American Tobacco
Campus (1), connects to an Arista 7050 SDN switch in TelCom (2), which nally
connects to a Cisco 4500X SDN located within Fitzpatrick East datacenter that
contains a NVIDIA Tesla P100 GPU (3), totalling a line distance of 2.85 miles with
a corresponding ping time of 0.5ms.

In order to ensure maximum bandwidth and minimal latency, we re-use the pre-
viously described AP con guration to create a bridge between the mobile device and
server. In this con guration, the AP uses a Belkin USB-C Ethernet adapter to in-
terface with the SDN infrastructure. The mobile device connects to the AP using
the 80211ac wireless protocol. The AP serves as a bridge between the mobile device
and remote server. As a result of the control of the forwarding elements a orded
by the SDN, the AP and server appear to be separated by only a single hop. The
maximum possible bandwidth between the server and client is 433 Mb/s. As a result
of the near-instantaneous transmission between the AP and server, however, this
con guration allows for similar performance as if ePrivateEye was running on the
AP.

SDN Fast Path: We leverage Duke's SDN infrastructure to construct dast-path
between the AP and server, eliminating any unpredictable sources of latency that
might have been incurred along the normal production path. In a production envi-

ronment, SDN would provide the ideal setting for deploying ePrivateEye because of
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Figure 5.5 : SDN con guration where the top path represents the typical production
path through the network, while the bottom path represents the SDN path which
traverses two Cisco 4500X and one Arista OpenFlow switches, and the choice of path
is selected through a controller not pictured in this diagram.

its ability to create on-the-y rewall policies, and because it can provide a trusted,
fast-path connection between the client and server. Utilizing Duke's SDN allowed
us to construct a path that is primarily ber and consists of the following hops: (1)
The Nexus 5 connects to the AP using 802.11ac which creates a bridge to the SDN
infrastructure across a Belkin USB-C Ethernet adapter. (2) The Ethernet adapter
connects to a Cisco 4500X OpenFlow switch. (3) The rst switch connects to a sec-
ond OpenFlow switch (an Arista 7050) via a DWDM. (4) The second switch connects
to a third OpenFlow switch (another Cisco 4500X) located in one of Duke's primary
datacenters. (5) The third OpenFlow switch is connected via ber to a Tesla P100
GPU-enabled server running the ePrivateEye server software. Please refer to Figure
5.4 for an approximation of this route. The connection between the AP and rst
OpenFlow switch is a standard copper Ethernet cable, but all remaining links in the
topology are using ber optic cable.

As can be observed in Figure 5.4, the line distance between the AP and server

is approximately 2.85 miles, while the ping time between the two is approximately
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0.5ms. As aresult of the ber links and the programming of the forwarding elements,
the fast path very nearly gives the impression that the AP is connected directly
to the server. Since the mobile device connects directly to the AP, however, this
con guration, in reality, contains a total of 5 hops between the device and the server.
Figure 5.5 shows both the typical network con guration, and the SDN con g-
uration for the paths between the AP and server. When the packets traverse the
production path, they must be processed by rewalls and other network elements
that can add non-deterministic latency to the communication stream. Using Duke's
SDN, these sources of unexpected latency can be bypassed through the program-
matic control of the forwarding path between the AP and the server. This ensured

that our data took a path that resulted in minimal variance for our measurements.
5.6 ePrivateEye Evaluation

ePrivateEye uses the same computer vision techniques that are used in the exist-
ing system, PrivateEye. ePrivateEye is designed to provide better performance and
realtime app experience to a user. Therefore, we focus our evaluation on the perfor-
mance aspect of the system under various settings. We, speci cally, want to answer

the following:
1. Can ePrivateEye achieve real-time frame delivery to an app?
2. Can ePrivateEye continue to provide reliable recognition of marked regions?
3. What is the cost of running ePrivateEye on a resource constrained smartdevice?

4. How does increase in number of marked regions in the camera view a ect

ePrivateEye's performance?

5. What are the network characteristics required to support smooth functioning
of ePrivateEye?
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To answer the rst two questions, we prepared a video benchmark with typical
camera settings and camera movements. We used these videos to compute frames
per second (fps) delivery, precision, and recall with which ePrivateEye reveals public
regions. Next, we measured the power consumption, CPU usage, and memory con-
sumption to show the impact of running ePrivateEye on a smartdevice's resources.
Finally, we evaluated the impact of multiple marked regions on the scalability of our
system.

To understand the network support required for a good performance, we inves-
tigated the metro server con guration where the server and client are separated by
a distance of 28 miles. Speci cally, we measured the impact of network delays and
packet losses on the frames per second delivery. Further, we investigated the case of

cloud infrastructure where ePrivateEye server is run on Amazon Web Server (AWS).
5.6.1 Experiment Setup

Video Benchmark: To carefully study the accuracy and impact of ePrivateEye for

di erent camera settings and motions, we developed a simple video benchmark. We
recorded several videos, each 20 seconds in length, at a resolution of 12860 at 30
fps using a Nexus 5 smartphone. The average bitrate for each video was computed
to be 9321.33 kb/s.

We focused on three di erent two-dimensional regions: whiteboard, presentation,
and laptop screen. We marked a public region on each two-dimensional region and
recorded the video under the following three camera motions: (8lill: the camera
was steady and remained focused on the marked region for the entire video, $pjn:
the camera rotated while remaining focused on the marked region, and @&gan the
marked region rst moved out of the camera view and then came back in. The
three camera motionstill, scan and spin simulate the scenario of still photography,

video recording, accidental capture of public regions, and changing orientation of the

54



recording device. We recorded videos for all the three two-dimensional regions under
the three di erent camera settings. As a result of space constraints, we only show
results obtained for public regions marked on whiteboard.

To test ePrivateEye, we modi ed the camera service to read the pre-recorded
video les and load them into the memory. When a camera frame is delivered from
the camera sensor to the camera service, the camera service replaces the frame data
with the data coming from the pre-recorded videos and passes them to the apps.
For the app, the frames appear to arrive directly from the camera sensor. Using this
setup, we measure precision, recall, and performance of ePrivateEye under di erent
scenarios.
ePrivateEye Setup: Our goal is to show the performance of the edge-computing
based system, ePrivateEye, under each of several dierent scenarios and, at the
same time, present a comparison with the local-computing based system, Private-
Eye. Therefore, we con gured ePrivateEye server in di erent ways to simulate those
scenarios: (1) On-device: where the server runs on the smartphone; this simulates
the previous system PrivateEye, (2) Edge: where the server runs on an access point
to which the smartphone (ePrivateEye client) is connected directly, (3) Building:
where the ePrivateEye server is reachable via a router, and (4) Metro: where the
server and client are separated physically by a large distance and connected through
di erent networks. The details of the various server con gurations are previously
described in Section 5.5.2.

There is one subtle di erence between PrivateEye anon-devicecon guration of
ePrivateEye. As previously mentioned, PrivateEye achieves higher fps by running
primarily in tracking mode, with periodic transitions to detection mode. We must
note, however, that in our on-device con guration ePrivateEye performs detection
on every frame; we did so in the interest of having the code remain invariant while
performing comparisons using di ering server con gurations.
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5.6.2 Frames per Second

To compute fps we set thestill, spin, and scan videos to loop, replay them for 30
seconds, and record the times at which each frame is nished processing. We then

process the logs to compute the rate of frame delivery for each con guration.

Figure 5.6 : FPS results for thestill camera movement.

As can be observed across Figures 5.6, 5.7, 5.8, ePrivateEye signi cantly out-
performs PrivateEye, achieving a median frame rate of 30 fps across each remote
con guration. Because the processing time for a single image on the server was

6ms, ePrivateEye can handle frame rates exceeding 30 fps. In comparison, the
on-device con guration achieves a median frame rate of 5 fps, equivalent to an
83:33% reduction in performance. Although PrivateEye has proven to have a frame
rate of 20 fps, the detection of marked regions in consecutive frames causes the per-
formance to deteriorate. ePrivateEye o ers a signi cant improvement in quality of
service over that provided by PrivateEye, by running in real-time with no noticeable

lag or delay.
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Figure 5.7 : FPS results for thespin camera movement.

Figure 5.8 : FPS results for thescan camera movement.

While the median fps for all the camera motion settings are around 5 fps, the
on-device con guration delivers some frames at 18 fps forstill and scan camera

motion settings. In case oftill the marked region is in focus, which eases the task
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of detection for the software. In case afcan since the view is constantly changing,
the frame data can become blurry, and the software does not always have as many
distinct features in the image to process. This results in occasional fast processing
of the frame and faster delivery of the frames. In thepin case, the object stays in
the focus throughout the video, but the orientation changes constantly. This causes
the detection to run on every frame with many features to process, and, as a result,
never reaches a high rate of frame delivery. This observation is in agreement with
the frames per second evaluation of PrivateEye [60].

Between the remote con gurations, theedge con guration produces the most
consistent results with the lowest amount of standard deviation. As this con guration
establishes the shortest path between the client and server, these results are expected.
The metro con guration produces the second most consistent results, as can be
observed in Figures 5.7 and 5.8. Although the standard deviation for theuilding
con guration is higher than the other two con gurations, it still achieves a median
frame rate of 30 fps.

The reason that themetro con guration has a more consistent performance than
the building is because of two reasons. First, the SDN establishefaat path between
the AP and server which has minimal overhead due to the selection of the path. Sec-
ond, within the building con guration, the mobile device and server both utilize the
802.11n wireless, whereas within thenetro con guration, the mobile device com-
municates using the 802.11ac protocol, which has a higher maximum bandwidth.
Further, because the mobile device and server are both connected to the router over
the wireless connection, there is a higher probability for packet loss and latency to
occur. This shows the importance of using SDN { even though the client and server
are separated by a few feet in théuilding con guration, the metro con guration,
where the client and server are separated by 2.85 miles, produces superior perfor-

mance results.
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Overall, these results show that realtime performance can be achieved across each
remote con guration of ePrivateEye, with the edgeo ering the least deviation from

the optimal performance of 30 fps.
5.6.3 Precision and Recall

To compute precision and recall, we divide the prerecorded videos into pixel cells of
size 5 5. We manually mark all the cells inside the marked region gsublic and
cells outside the marked region agrivate. Our system should reveapublic cells and
block private cells. We consider a pixel cell from a frame to be blocked if none of it is
visible in the corresponding frame processed by ePrivateEye; otherwise we consider
the cell to be revealed by our system. This is a strict enforcement as we assume that
a partially visible cell can have enough information to reveal the entire cell.

Formally, for a given frame, letC; and C, be the number of cells marked public
and number of cells revealed by the system, respectively. Then we de ne precision

and recall for that frame as follows:

recision
P G| IC]

While precision represents how secure is our system, recall represents how usable
the camera frame is to an app.

Figures 5.9, 5.10, 5.11 show that ePrivateEye achieves a 100% precision for all
camera motion settings. This indicates that ePrivateEye does not let any sensitive
information through to any app. Further, the evaluation reveals that precision and
recall results remain constant across each network con guration running ePrivateEye.
This is an expected outcome as change in network settings has nothing to do with
the detection of marked regions as long as the frame data doesn't get modi ed while

in-transit. This indicates that running ePrivateEye in any remote con guration will
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Figure 5.9 : Precision and recall forstill camera motion.

Figure 5.10 : Precision and recall forspin camera motion.

produce strong precision results.
On-devicecon guration provides a median precision of @6 in case opin camera

setting, while achieving a 100% precision fatill and scan settings. In still setting,
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Figure 5.11 : Precision and recall forscan camera motion.

the camera is focused on the marked region which helps in picking up the features
to perform detection e ectively on the device.

The precision foron-devicecon guration under spin camera setting drops slightly.
Under this camera motion, although, the marked region stays in focus of the camera,
its orientation changes constantly which makes the detection of key features slightly
di cult. However, for the same camera setting, all the remote con gurations achieve
higher precision. We suspect that this di erence in precision values across con gu-
rations comes from the OpenCV libraries used by the ePrivateEye. The OpenCV
libraries undergo di erent optimizations for them to work on resource constrained
ARM-based platform. As the remote con gurations have signi cantly stronger pro-
cessing power, they are able to take full advantage of the functionality that OpenCV
has to o er.

The cost of higher precision for ePrivateEye comes with the tradeo of decreased
recall performance. In comparison to PrivateEye, ePrivateEye has slightly weaker

recall results. Because recall is indicative of usability, the remote con gurations of
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ePrivateEye underperforms in this category. However, the performance does not suf-
fer too much as ePrivateEye still achieves a minimum recall of 82%. Overall, although
the recall performance decreases when using ePrivateEye, the perfect precision cou-
pled with the high rate of frame delivery as observed in the previous section, makes

ePrivateEye the superior implementation in terms of both security and QoS.
5.6.4 Resource Usage

We wanted to investigate the impact of running ePrivateEye on a mobile device's
resource usage. To do this, we designed an experiment where we recorded a 30
second video containing one marked public region. We set the camera setting to be
spin. We ran this prerecorded video 5 times through ePrivateEye and measured CPU
usage (in percentage), memory usage (in MB) and power consumption (in mW). For
this experiment, we xed the smartphone's brightness level to 50% and rebooted the
device between trials. During all the trials, we kept the wireless radio active.

We took measurements every 100 ms using Trepn [38], a performance monitoring
tool developed by Qualcomm. Trepn reports very accurate measurements for the
devices that come with Qualcom's snapdragon processor and Nexus 5 is one of them.
We used this app and recorded the CPU usage, memory consumption and power
consumption.

In case of memory consumption, o oading compute intensive processing has no
impact. The ePrivateEye client maintains a pre-allocated memory to hold a constant
number of frames that needs to be processed by the server component. Due to this,
we do not see any signi cant change in memory consumption (Figure 5.12).

Figure 5.13 shows that ePrivateEye server running on the device causes a higher
median CPU load ( 50%) than that of the case when the server runs remotely
( 40%). Interestingly, even after o oading the computationally intensive part of

processing, the dierence between the CPU load is not very high. The reason is
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Figure 5.12 : Memory usage for analyzing a video for 30 seconds under di erent
con gurations for ePrivateEye server.

Figure 5.13 : CPU load for analyzing a video for 30 seconds under di erent con g-
urations for ePrivateEye server.

that in case of remote processinge(ige, building and metro), the CPU stays active

as it can process signi cantly more frames (real-time processing). As shown earlier,
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ePrivateEye processes 500% more frames per second when it is o0 oaded.

Figure 5.14 : Power consumption for analyzing a video for 30 seconds under di er-
ent con gurations for ePrivateEye server.

Similarly, while the power consumption across all the con gurations appear com-
parable (Figure 5.14), the real gains can only be understood when the results are
looked with the number of frames processed per second. Figure 5.14 and Figure 5.7
show that on-device processing consumes144 J while delivering frames at a me-
dian rate of 5. On the other hand, processing frames on a remote server, ePrivateEye

consumes 156 J while delivering frames at a median rate of 30.
5.6.5 Scalability

To measure scalability, we expand our video benchmark to include three additional
20 second videos containing 1, 2, and 3 marked regions respectively under the camera
setting still. These videos were recorded at the previously mentioned resolution and
frame rate on a Nexus 5 smartphone. The purpose of adding more marked regions

to the frame is to increase the number of computations required to run the detection
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Figure 5.15 : Median rate of frame delivery under di erent con guration of ePri-
vateEye server.

algorithm. As more regions are introduced, the computational complexity increases
which places a larger load on the CPU on a per-frame basis. When measuring the
performance, we replay these videos for their full duration and record the processing
time for each frame.

The evaluation results for PrivateEye and ePrivateEye can be observed in Figure
5.15. As is expected, the fps performance for PrivateEye decreases as the number
of marked regions increases. The median frame rate for the video with 1 marked
region is 20 fps, while the median performance for three marked regions is 5 fps,
corresponding to a 75% performance decrease. As the number of marked regions
increases, PrivateEye struggles to scale and the usability su ers.

In comparison, the plots for ePrivateEye displayed in Figure 5.15 show that the
median frame rate across each network con guration remains at 30 fps. This shows
that performing the processing on the server does not add any additional latency as

the number of marked regions increases. For the video with 3 marked regions, the
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median performance for ePrivateEye o ers a 500% improvement over tloa-device
con guration (30 fps v. 5 fps). These results show that ePrivateEye can continue to

o er realtime processing rates as the complexity of the operation increases.
5.7 Case study: Metro

We wanted to investigate the impact of poor network conditions on the performance
of ePrivateEye. Because théast path con guration represents a near optimal con-
nection between the AP and server, we wanted to measure the performance of ePri-
vateEye under less than ideal conditions. To create these conditions, we induce both
latency and packet loss on the egress connection of the server. We then leverage
the use of the SDN to eliminate all external sources of latency and packet loss, in
order to ensure that the only source of the performance decay is from the ingress
location. This allows us to construct aslow pathand lossy pathacross themetro
network con guration.

We introduce latency and packet loss to the network usingetem a Linux package
designed to perform wide area network emulation [24]. We construct tiséow pathby
adding latency to the network in increments of 10ms, iterating from O to 70ms. We
construct the lossy pathby adding random packet loss to the network in increments
of 1%, iterating from O to 10%. We perform replay using the video containing 2

marked regions, and collect fps processing data for each path con guration.
5.7.1 Impact of Packet Loss

Because the client and server maintain several TCP connections, adding packet loss
on the ingress link causes the client to start sending retransmission packets. As the
loss increases from 1 to 10%, the amount of retransmission tra c increases propor-

tionally. This has the e ect of adding latency to the application since the server

will not be able to process the frame until it arrives completely. Figure 5.16 shows
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Figure 5.16 : Impact of packet loss on the rate of frame delivery.

the performance results for ePrivateEye runninng across thessy pathin the metro
network con guration. As can be observed, the impact of packet loss on the network
can be observed almost instantaneously as the loss rate increases from 1 to 2%. This
causes the median fps rate to drop from 30 fps to 26 fps. At 5% packet loss, the
performance of ePrivateEye has dropped by 25% from 30 fps ta22ps, and by 10%
packet loss, the performance has dropped by 50% to15 fps. The results indicate

a nearly linear relationship between packet loss and number of frames delivered per
second. Still, ePrivateEye is able to outperform th@n-device con guration all the

way up to 8% packet loss, and stays competitive through 10% packet loss.

In addition to the median fps decreasing, as the amount of packet loss increases,
the variance between fps greatly increases. This has the visual e ect of adding a
large amount of judder to the experience of using the camera app. Since packet loss
is not uniform, this creates periods of both low and high fps causing the camera app,

at times, to appear laggy before returning to realtime.
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5.7.2 Impact of Network Delay

Figure 5.17 : Impact of network delay on the rate of frame delivery.

Figure 5.17 shows the performance results for ePrivateEye runninng across the
slow pathin the metro network con guration. As can be observed, ePrivateEye
maintains a median performance of 30 fps as the latency increases from 0 to 30 ms.
When the latency increases from 30 to 40 ms of delay, the median performance drops
by 42% to 175 fps. The reason for this drop is due to the processing rate of frames
within the camera service Because thecamera servicereceives frames at a rate of
30 fps from the camera sensor, ePrivateEye has approximately 33 ms to perform the
remote processing before the next frame is received. As long as the client and server
are able to complete the data exchange within this time frame, the performance
will not suer. As soon as the latency eclipses this window, the performance of
ePrivateEye becomes dictated by the latency of the network.

Although the performance starts to decay after this point, ePrivateEye is able to
produce decent performance results. With 50 ms of delay, ePrivateEye still performs

at a median rate of 15 fps, which is competitive with theon-device performance
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Figure 5.18 : The secure channel setup to provide connectivity between the ePri-
vateEye client on Duke's trusted network and ePrivateEye server on an instance of
AWS server.

as can be observed in Figure 5.15. This result show that even under networks with

high latency (30 ms), ePrivateEye is able to produce strong performance results.
5.8 ePrivateEye in the Cloud

PrivateEye is designed to protect sensitive information from being accidentally cap-
tured by the camera apps. ePrivateEye extends the original system to provide real-
time performance without compromising the privacy guarantees. Therefore, it is of
utmost importance that the edge computing resource used for running the ePriva-
teEye server is trusted. We envisioned a futuristic scenario, where a trusted cloud
service provider aims to provide the bene ts of ePrivateEye to the masses by running
the server component on its secured cloud infrastructure. We are interested to see
the rate of frame delivery in such a scenario.

For this, we used the AWS cloud infrastructure and con gured the ePrivateEye
server on an instance of AWS machine. Ideally, when the camera data leaves the
smartdevice for processing on a cloud infrastructure, it should be encrypted. To
emulate this scenario we setup Nexus 5 (client) to connect to an AP (within Duke
University's network) and established a SSH Tunnel from the AP to the AWS server

(Figure 5.18). We measured the rate at which the frames were delivered to the app
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