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Abstract
Motivation: Feature selection is a critical task in machine learning and statistics. However, existing feature selection methods either (i) rely on 
parametric methods such as linear or generalized linear models, (ii) lack theoretical false discovery control, or (iii) identify few true positives.
Results: We introduce a general feature selection method with finite-sample false discovery control based on applying integrated path stability 
selection (IPSS) to arbitrary feature importance scores. The method is nonparametric whenever the importance scores are nonparametric, and 
it estimates q-values, which are better suited to high-dimensional data than P-values. We focus on two special cases using importance scores 
from gradient boosting (IPSSGB) and random forests (IPSSRF). Extensive nonlinear simulations with RNA sequencing data show that both 
methods accurately control the false discovery rate and detect more true positives than existing methods. Both methods are also efficient, run
ning in under 20 s when there are 500 samples and 5000 features. We apply IPSSGB and IPSSRF to detect microRNAs and genes related to 
cancer, finding that they yield better predictions with fewer features than existing approaches.
Availability and implementation: All code and data used in this work are available on GitHub (https://github.com/omelikechi/ipss_bioinformat 
ics) and permanently archived on Zenodo (https://doi.org/10.5281/zenodo.15335289). A Python package for implementing IPSS is available on 
GitHub (https://github.com/omelikechi/ipss) and PyPI (https://pypi.org/project/ipss/). An R implementation of IPSS is also available on GitHub 
(https://github.com/omelikechi/ipssR).

1 Introduction
Identifying the important features in a dataset can greatly im
prove performance and interpretability in machine learning 
and statistical problems (Theng and Bhoyar 2024). For exam
ple, in genomics, often only a small fraction of genes (fea
tures) are related to a disease of interest (response). By 
identifying these genes, scientists can save time and resources 
while gaining insights that would be difficult to uncover oth
erwise (Theng and Bhoyar 2024).

The goal of feature selection is to maximize the number of 
important features selected (true positives)—informally re
ferred to here as power—while minimizing the number of 
unimportant features selected (false positives). In simulations, 
we find that popular methods without theoretical false dis
covery control, such as recursive feature elimination and 
Boruta (Kursa et al. 2010), often select many false positives 
(Section 3). Meanwhile, popular methods with false discov
ery control, namely stability selection (Meinshausen and 
B€uhlmann 2010, Shah and Samworth 2013) and model-X 
knockoffs (Candes et al. 2018), have low power in simula
tions and select few features in practice (Sections 3 and 4).

One reason for stability selection’s low power is its rela
tively weak theoretical upper bounds on the expected number 
of false positives, E(FP). Recently, Melikechi and Miller 
(2024) proved that much stronger bounds hold for integrated 

path stability selection (IPSS), which consequently identifies 
more true positives. Until now, IPSS has only been applied to 
generalized linear models, limiting its applicability since para
metric assumptions are often violated or difficult to verify 
in practice.

Thus, there is a need for nonparametric feature selection 
methods with theoretical false discovery control and greater 
power. In this work, we address this need by applying IPSS to 
arbitrary feature importance scores. The result is a general fea
ture selection method with tight upper bounds on E(FP) that 
are characterized by novel quantities called efp scores. In addi
tion to controlling E(FP), efp scores approximately control the 
false discovery rate (FDR) and estimate q-values for each fea
ture, which are more reliable than P-values in genomics and 
other high-dimensional settings (Storey and Tibshirani 2003).

Our proposed method is nonparametric whenever the fea
ture importance scores come from nonparametric models. 
We develop two specific instances of this: IPSS for gradient 
boosting (IPSSGB) and IPSS for random forests (IPSSRF). 
Like knockoffs, neither IPSSGB nor IPSSRF assume a spe
cific functional relationship between the response and the fea
tures. Unlike knockoffs, neither method requires knowledge 
of the joint distribution of the features.

In simulations, we find that IPSSGB and IPSSRF provide 
a better balance of FDR control and power than 12 other 
methods, and that IPSSGB performs best overall. In 
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particular, both methods significantly outperform parametric 
versions of IPSS when the parametric assumptions are vio
lated. In Section 4, we find that IPSSGB and IPSSRF suc
cessfully identify microRNAs and genes related to ovarian 
cancer and glioma, achieving better predictive performance 
than other feature selection methods while using fewer fea
tures. Both are also computationally efficient.

Finally, another important aspect of feature selection is sta
bility—the consistent selection of features across similar set
tings. Stability improves reproducibility, which is critical in 
many applications (Li et al. 2022). As their names suggest, 
stability selection and IPSS are designed to produce stable 
results by repeatedly applying a baseline feature selection al
gorithm to random subsamples of the data (Section 2.2). 
Nogueira et al. (2018) show that stability selection can pro
duce significantly more stable results than its baseline algo
rithm. In this work, we focus on false discovery control and 
power; further study of the stability of IPSS, stability selec
tion, and other stability-inspired methods like StabML-RFE 
(Li et al. 2022) is left to future work.

The rest of this article is organized as follows. In Section 2, 
we introduce efp scores, review IPSS, and present its exten
sion to feature importance scores. In Section 3, we present 
our simulation studies, and in Section 4, we analyze ovarian 
cancer and glioma data. We conclude in Section 5 with 
a discussion.

2 Materials and methods
In Section 2.1, we introduce efp scores. These quantities, 
assigned to each feature in the dataset, are used to perform 
feature selection with E(FP) control. In Section 2.2, we intro
duce IPSS, which is a general approach for constructing efp 
scores. In Section 2.3, we describe how IPSS can be applied to 
any feature importance score, focusing in particular on im
portance scores from tree-based methods such as gradient 
boosting and random forests.

Notation. Throughout this work, n and p are the number 
of samples and features, respectively, and Z1:n ¼ ðZ1; . . . ;ZnÞ

is a collection of independent and identically distributed (iid) 
random vectors Zi ¼ ðXi;YiÞ, where each Xi 2 Rp is a vector 
of features and Yi 2 R is a response variable. Features are 
identified by their indices j 2 f1; . . . ;pg, 1 is the indicator 
function, that is, 1ðAÞ ¼ 1 if A is true and 1ðAÞ ¼ 0 other
wise, b�c is the floor function, and E and P are expectation 
and probability, respectively. The iid assumption is standard 
in the feature selection literature, and is assumed by stability 
selection, knockoffs, and IPSS. It is also a reasonable assump
tion in many applications involving tabular data, which is 
our focus in this work. For example, genomic data from 
unrelated individuals are widely treated as independent.

2.1 efp scores
Suppose S� f1; . . . ;pg is an unknown subset of important fea
tures that we wish to estimate using Z1:n. An efp (expected 
false positive) score is a function efpZ1:n : f1; . . . ;pg ! ½0;1Þ
that depends on Z1:n and satisfies the following: 

For all t ≥ 0; if bSðtÞ ¼ fj : efpZ1:nðjÞ≤ tg then EðFPðtÞÞ≤ t;

where EðFPðtÞÞ ¼ EjbSðtÞ \ Scj is the expected number of false 
positives in bSðtÞ. That is, the estimator bSðtÞ of S selects at 

most t false positives on average. A trivial example of an efp 
score is efpZ1:nðjÞ ¼ p for all j. This corresponds to selecting 
either no features or all features. Specifically, if t 2 ½0;pÞ, then 
bSðtÞ ¼ ; and EðFPðtÞÞ ¼ 0 ≤ t, while if t 2 ½p;1Þ, then bSðtÞ ¼
f1; . . . ;pg and EðFPðtÞÞ≤ t, since the number of false positives 
is at most p.

The quality of an efp score is measured by the tightness of 
its bounds EðFPðtÞÞ≤ t. Better efp scores have tighter bounds 
because tight bounds enable accurate false positive control 
via the parameter t. Accurate control in turn leads to more 
true positives in bSðtÞ since weak bounds overestimate the 
number of false positives, reducing the total number of fea
tures selected.

E(FP) and efp scores are related to two other quantities of 
significant interest: the false discovery rate (FDR) and q-val
ues. Informally, the false discovery rate is the expected ratio 
between the number of false positives and the total number 
of features selected, FDR¼ EðFP=ðTPþFPÞÞ, and the q-value 
of feature j is the smallest FDR when j is selected (Storey 
2003). When p is large, as is often the case in genomics, 
we have 

pFDRðtÞ � FDRðtÞ �
EðFPðtÞÞ

EjbS
ðtÞj≤

t

EjbSðtÞj
; (2.1) 

where pFDRðtÞ ¼ EðFPðtÞ=jbSðtÞjjjbSðtÞj>0Þ is the positive 
false discovery rate, the two approximations are from Storey 
(2003), and the inequality holds by the definition of an efp 
score. It follows that the q-value of feature j satisfies 

qj ¼ inf
ft:efppðjÞ≤ tg

pFDRðtÞ� inf
ft:efpðjÞ≤ tg

t

EjbSðtÞj
; (2.2) 

where the equality is the definition of the q-value (here, 
efpðjÞ denotes the observed value of the test statistic 
efpZ1:nðjÞ) (Storey 2003), and the approximate inequality � 

holds by Equation (2.1). Thus, when the efp score has tight 
bounds, the q-value of feature j is well-approximated by the 
rightmost term in Equation (2.2), which is easily estimated in 
practice by replacing EjbSðtÞj with jbSðtÞj. Similarly, by 
Equation (2.1), FDRðtÞ is approximately bounded by t=jbSðtÞj. 
So, as an alternative to specifying the target E(FP) parameter 
t, one can control the FDR at level α by choosing the largest 
set bSðtÞ such that t=jbSðtÞj≤ α. The largest such set is chosen to 
maximize true positives.

2.2 Integrated path stability selection
Integrated path stability selection (IPSS) constructs efp scores 
by applying baseline feature selection algorithms to random 
subsamples of the data. Specifically, let S be an unknown sub
set of true features as before, and let bSλ � f1; . . . ;pg be an es
timator of S that depends on the data and a parameter λ>0. 
Note that bSλ and bSðtÞ are distinct estimators of S: The former 
is a baseline algorithm whose parameter λ will always appear 
as a subscript.

The IPSS subsampling procedure, which is also used in sta
bility selection, consists of B subsampling iterations. Each it
eration consists of randomly drawing disjoint subsets 
A1;A2 � f1; . . . ;ng of size bn=2c and evaluating bSλðZA1Þ and 
bSλðZA2Þ at all λ in some interval Λ� ð0;1Þ, where ZA ¼ ðZi :

i 2 AÞ (the choice of bn=2c samples is needed for existing 
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stability selection theorems—not just IPSS—to hold). After 
B iterations, the estimated selection probability 

bπ jðλÞ ¼ 1
2B

P2B

b¼1
1ðj 2 bSλðZAbÞÞ of feature j is the proportion of 

times j is selected over all 2B subsets. Large values of bπ jðλÞ
correspond to j being selected by bSλ on many of the random 
subsamples, suggesting that j is important.

Melikechi and Miller (2024) prove that for any Λ� ð0;1Þ, 
any probability measure μ on Λ, and certain functions 
f : ½0;1� ! R, the function efpZ1:n : f1; . . . ;pg ! ½0;p� de
fined by 

efpZ1:nðjÞ ¼ min
�

IðΛÞ
Ð

Λfðbπ jðλÞÞμðdλÞ
; p
�

; (2.3) 

is a valid efp score, that is, bSðtÞ ¼ fj : efpZ1:nðjÞ≤ tg satisfies 

EjbSðtÞ \ Scj≤ t. An explicit form of IðΛÞ, which comes from 
the theory of IPSS, is provided in Section 1, available as sup
plementary data at Bioinformatics online.

Several choices of f in Equation (2.3) yield provably valid 
efp scores (see Section 1, available as supplementary data at 
Bioinformatics online as well as Theorems 4.1 and 4.2, 
Theorems 3.2 and 3.3, available as supplementary data at 
Bioinformatics online in Melikechi and Miller (2024) for the
oretical results about IPSS with different functions). We al
ways use f ðxÞ ¼ ð2x −1Þ31ðx ≥ 0:5Þ because the resulting 
bounds EðFPðtÞÞ≤ t are the tightest of any existing version of 
stability selection (Melikechi and Miller 2024). In addition to 
its theoretical justification, the empirical results in Figs 18
and 19, available as supplementary data at Bioinformatics 
online show that this choice of f produces the best results 
among several functions for which valid efp scores are avail
able. Further details about IPSS, including descriptions of Λ, 
μ, and a derivation of Equation (2.3), are provided in Section 
1, available as supplementary data at Bioinformatics online.

2.3 IPSS for feature importance scores
Until now, IPSS has only been applied to parametric baseline 

estimators bSλ. A canonical example is ‘1-regularized estima

tors bSλ ¼ fj : bβjðλÞ 6¼ 0g, where 

bβðλÞ ¼ arg min
β2Rp

Xn

i¼1

LðYi; βTXiÞþ λ
Xp

j¼1

jβjj: (2.4) 

Here, λ>0 controls the strength of the ‘1-penalty and L is a 
log-likelihood that assumes a specific relationship between the 
features and response. By extending IPSS to feature importance 
scores, we no longer require such restrictive assumptions.

An importance function is a (possibly random) map ΦZ1:n :

f1; . . . ;pg ! R that uses the data to assign an importance 
score ΦZ1:nðjÞ to each feature. The possible randomness, 
which is additional to the randomness in Z1:n, can come 
from, for example, random subsampling in tree-based algo
rithms. Suppressing Z1:n from the notation for now, assume 
ΦðjÞ<ΦðkÞ means that j is less important than k according to 
Φ. For example, in linear regression where Zi ¼ ðXi;YiÞ with 
Yi ¼ βTXiþ ɛi and ɛi �Nð0;σ2Þ, a viable importance function 
is the magnitude of the estimated regression coeffi
cient, ΦðjÞ ¼ jbβjj.

Associated to any importance function Φ is a baseline fea
ture selection estimator bSλ ¼ fj : ΦðjÞ≥ λg, obtained by simply 
thresholding the importance scores. That is, given Φ and a 
threshold λ, bSλ selects the features whose importance scores 
are at least λ. With bSλ defined, we have all that is needed to im
plement IPSS. Furthermore, all of the theoretical results from 
Melikechi and Miller (2024) apply without modification.

2.3.1 Implementation
Algorithm 1, available as supplementary data at 
Bioinformatics online outlines IPSS for feature importance. 
The main steps are as follows: First, features are preselected 
according to the procedure described in Section 2.1, available 
as supplementary data at Bioinformatics online. This is a 
common preliminary step in many feature selection algo
rithms. Next, importance scores are evaluated for the prese
lected features using random, disjoint halves of the data. This 
process is repeated B times, yielding 2B importance scores for 
each feature. We then construct a grid of λ values. The larg
est, λmax, is the maximum importance score across all features 
and all 2B sets of scores (hence, bSλmax ¼ ;). Next, starting 
from λmin ¼ λmax, decrease λmin one step at a time, usually on 
a log scale, iteratively updating the integral Ið½λmin;λmax�Þ at 
each step in the form of a Riemann sum approximation until 
Ið½λmin;λmax�Þ surpasses a cutoff C. Once C is surpassed, the 
while loop stops and the feature-specific selection probabili
ties and integrals are evaluated. The algorithm outputs efp 
scores for each feature, which are used to control E(FP), 
FDR, and compute q-values, as described in Section 2.1.

Sensitivity analyses in Section 5, available as supplemen
tary data at Bioinformatics online show that IPSS depends lit
tle on C and the number of subsamples B (in related work, 
Shah and Samworth (2013) also report that stability selection 
is insensitive to B). Our defaults are C¼ 0:05 and B¼ 100. 
For μ, we consider the family of measures μδðdλÞ ¼ z− 1

δ λ− δdλ, 
where δ 2 R and zδ ¼

Ð

Λλ− δdλ is a normalizing constant that 
is easily computed in closed form (Melikechi and Miller 
2024). The values δ¼ 0 and δ¼ 1 correspond to averaging 
over Λ on linear and log scales, respectively. Like C and B, 
sensitivity analyses in Section 5, available as supplementary 
data at Bioinformatics online show that IPSS is robust to the 
choice of δ. In regression problems, we use δ¼ 1:25 for 
IPSSGB and IPSSRF. In classification, we use δ¼ 1 for 
IPSSGB and δ¼ 1:25 for IPSSRF.

2.3.2 IPSSGB and IPSSRF
Any importance function can be combined with IPSS, provid
ing many possible directions for future work. In this article, 
we focus on importance functions from tree ensemble meth
ods because they are nonparametric, computationally effi
cient, and produce state-of-the-art results on tabular data 
(Shwartz-Ziv and Armon 2022). These importance functions 
are defined as follows; for additional details, see Louppe 
et al. (2013) or Biau and Scornet (2016).

Given a collection of binary decision trees, T , define 

ΦðjÞ ¼
1
jT j

X

T2T

X

v2T

ΔφðvÞ1ðj ¼ jvÞ (2.5) 

where the outer sum is over all trees T 2 T , the inner sum is 
over all nodes v 2 T, jv is the feature used to split node v, and 
φðvÞmeasures the impurity of v. The change in impurity 
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ΔφðvÞ ¼ φðvÞ−
jvLj

jvj
φðvLÞþ

jvRj

jvj
φðvRÞ

� �

is the impurity difference between v and its children, vL and 
vR. Large positive values of ΔφðvÞ indicate that the feature jv 

used to split node v successfully partitions the data in a man
ner that is consistent with the objective of the tree.

For regression, we use the squared error loss impurity func
tion, φðvÞ ¼

P
i2v ðYi − �YvÞ

2
=jvj, where v� f1; . . . ;ng is iden

tified with the subset of samples in node v, and 
�Yv ¼

P
i2v Yi=jvj is the empirical mean of the responses in v. 

For binary classification, we use the Gini index, φðvÞ ¼
2p0ðvÞp1ðvÞ where, for a 2 f0;1g, paðvÞ ¼

P
i2v 1ðYi ¼ aÞ=jvj

is the proportion of responses in v that equal a. These were 
selected because they are canonical choices and because we 
found little difference in results between these and other stan
dard impurity functions.

The importance function defined in Equation (2.5) can be 
computed for any tree ensemble method. We focus on gradi
ent boosting (Friedman 2001) and random forests (Breiman 
2001). As noted above, these are abbreviated IPSSGB and 
IPSSRF when combined with IPSS. Additional implementa
tion details about IPSSGB and IPSSRF are in Sections 2.2.1 
and 2.2.2, available as supplementary data at Bioinformatics 
online, respectively.

2.3.3 Other importance functions
The importance function in Equation (2.5) is called mean de
crease impurity (MDI) because it measures the average de
crease in impurity attributed to each feature over all trees. 
Another common importance function is mean decrease accu
racy (MDA), also known as permutation importance 
(Louppe et al. 2013).

MDA is more general than MDI in that it can be applied to 
any predictive model, not just tree ensembles. Several variants 
of MDA exist, but the basic procedure is: (i) train the model, 
(ii) compute the prediction error e on test data, and (iii) for 
each feature j, randomly permute the values of feature j in the 
test data (keeping all other features unchanged), and compute 
the prediction error ej of the trained model on the permuted 
test data. The underlying idea, captured by the importance 
score ΦðjÞ ¼ ej − e, is that permuting unimportant features 
should have little effect on the prediction error, while permut
ing important features should degrade predictive 
performance.

We experimented with IPSS applied to both MDI and 
MDA from gradient boosting and random forests. In both 
cases, the FDR was controlled at target levels, but IPSS with 
MDI consistently identified more true positives. One likely 
reason for this is that MDA tends to spread importances 
more uniformly across features than MDI, making it more 
difficult to distinguish between important and unimportant 
features (Hastie et al. 2009). Furthermore, MDI, whose im
portance scores are obtained during the training process it
self, is more computationally efficient than MDA, which 
requires the additional step of evaluating the trained model 
on the permuted data for every feature.

The recent success of deep learning, especially on text and 
image data, has generated much interest in feature impor
tance scores—for example, SHAP values (Lundberg and Lee 
2017)—that are derived from these models. Applying IPSS to 
such scores is a potentially interesting line of future work. 
However, numerous studies have shown that tree ensemble 

methods like XGBoost (Chen and Guestrin 2016) are faster, 
easier to train, and consistently outperform deep learning 
methods on tabular data, especially when there are fewer 
than 10 000 samples (Grinsztajn et al. 2022, Shwartz-Ziv 
and Armon 2022, Fayaz et al. 2022). Since our focus in this 
work is on tabular medical data, where the number of 
patients rarely exceeds several hundred, we primarily con
sider importance scores from tree ensemble methods given 
their many advantages over deep learning in this setting.

2.3.4 Computation
The IPSS subsampling procedure requires 2B feature impor
tance evaluations, one evaluation on each half of the data in 
all B iterations. This is fast for MDI scores; when combined 
with preselection (Section 2.1, available as supplementary 
data at Bioinformatics online), IPSSGB and IPSSRF run in 
under 20 s on a standard laptop when there are n¼ 500 sam
ples and P¼ 5000 features (Tables 3 and 4, available as sup
plementary data at Bioinformatics online). Since this is 
already sufficiently fast for our purposes, we do not imple
ment more efficient alternatives in this work.

We note, however, that IPSS is embarrassingly parallel: All 
iterations of the subsampling procedure can be evaluated sep
arately and hence run simultaneously, potentially accelerating 
IPSS by a factor of 2B (typically 100 or 200). This is espe
cially beneficial when importance scores are expensive to 
compute, as is often the case when they come from deep 
learning methods. By contrast, many feature selection meth
ods are iterative and thus not parallelizable. For example, re
cursive feature elimination (Li et al. 2022) typically removes 
features one at a time based on predictive performance, re
quiring the model to be retrained after each removal. When p 
is large, this can require thousands of model fits, far more 
than the 2B evaluations typically required by IPSS.

3 Simulation studies
In this section, we conduct two simulation studies to evaluate 
the performance of 14 feature selection methods when the 
true set of important features is known. Features in the first 
study are drawn from a multivariate Gaussian, and the re
sponse is generated from a nonlinear additive model. To 
make the simulations more realistic, in the second study we 
use features from real RNA sequencing (RNA-seq) data 
rather than generating them from known distributions, and 
the response is a highly randomized, nonlinear function of 
the important features.

3.1 Other methods
We compare IPSSGB and IPSSRF to 12 feature selection 
methods: IPSS with ‘1-regularization (IPSSL1, Melikechi 
and Miller 2024); boosting with stability selection 
(SSBoost, Hofner et al. 2015); five versions of model-X 
knockoffs (Candes et al. 2018), namely knockoffs with gener
alized linear models (KOGLM), knockoffs with lasso (KOL1), 
knockoffs with random forests (KORF), knockoffs with 
boosted trees (KOBT, Jiang et al. 2021), and knockoffs with 
deep neural networks (DeepPINK, Lu et al. 2018); random 
forest hypothesis testing (RFHT, Coleman et al. 2022); 
Boruta (Kursa et al. 2010); recursive feature elimination 
with gradient boosting (RFEGB); Vita (Janitza et al. 2018); 
and VSURF (Genuer et al. 2010). We provide a brief overview 
of these methods below. Additional details, including 
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parameter settings and the software packages used to imple
ment each method, are in Section 2, available as supplemen
tary data at Bioinformatics online.

Four methods—Boruta, RFEGB, Vita, and VSURF—do 
not have theoretical false discovery control. We chose these 
because Speiser et al. (2019) found that Boruta and VSURF 
were among the best out of 13 random forest-based feature 
selection methods, and Degenhardt et al. (2019) found that 
Boruta and Vita outperformed 5 other methods in exten
sive comparison studies. We tested RFEGB so as to include a 
gradient boosting-based feature selection method without 
theoretical false discovery control.
IPSSL1 and SSBoost provide theoretical E(FP) control. 

IPSSL1, a parametric version of IPSS, assumes a (general
ized) linear relationship between the features and the re
sponse (Equation 2.4). SSBoost combines gradient boosting 
and stability selection. We implement it assuming the r-con
cavity conditions of Shah and Samworth (2013), which are 
required to obtain the tightest upper bound on E(FP) of any 
version of stability selection other than IPSS (note that IPSS 
does not require r-concavity assumptions) (Melikechi and 
Miller 2024).

Model-X knockoffs is a general framework for feature se
lection with theoretical FDR control that has attracted much 
attention recently, in part due to its flexibility. Like IPSS, 
model-X knockoffs works in high-dimensions (p>n), does 
not use P-values (which are challenging to compute in gen
eral), is compatible with arbitrary feature importance scores, 
and makes no assumptions about the relationship between 
the response and the features. Unlike IPSS, model-X knock
offs assumes that the joint distribution of the features is 
known (Candes et al. 2018).

3.2 Gaussian simulation design
We perform two regression experiments and two classifica
tion experiments. The two experiments in both settings corre
spond to n¼ 250 and 500. All experiments consist of 100 
trials. In each trial, n independent samples of X�Nð0;ΣÞ are 
drawn from a p¼ 500-dimensional, mean-zero multivariate 
Gaussian with a Toeplitz covariance matrix, Σ. The correla
tion parameter of the Toeplitz matrix is set to ρ¼ 0:5; that 
is, Σjk ¼ 0:5jj− kj.

The number of important features jSj is drawn uniformly 
at random from f5; . . . ;15g prior to each trial, and a new set 
of important features S of size jSj is randomly selected. In 
each experiment, the signal is f ðXÞ ¼

P
j2S exp ð−X2

j Þ. For re
gression, the response is Y ¼ f ðXÞþ ɛ where ɛ �Nð0;σ2Þ and 
σ2 is selected according to a specified signal-to-noise ratio 
(SNR) that is drawn uniformly at random from the interval 
[0.5, 2]. For classification, we draw Y � BernoulliðπÞ where 
π ¼ 1=ð1þ expð−uf ðXÞÞÞ and the signal strength u is drawn 
uniformly at random from the interval [1, 3]. These sources 
of randomness are introduced so that the study covers a wide 
range of settings.

3.3 RNA-seq simulation design
We perform three regression experiments and three classifica
tion experiments. The three experiments in both settings cor
respond to P¼ 500, 2000, and 5000. All experiments consist 
of 100 trials. In each trial, n¼ 500 patients and P genes are 
randomly selected from RNA-seq measurements of 6426 
genes from 569 ovarian cancer patients (Vasaikar et al. 
2018). This publicly available dataset, part of The Cancer 

Genome Atlas (Weinstein et al. 2013), was chosen because it 
is high dimensional and the features follow a variety of em
pirical distributions (Fig. 5, available as supplementary data
at Bioinformatics online). Furthermore, the genes exhibit 
complex correlation structures, with maximum and average 
absolute pairwise correlations of approximately 0.95 and 
0.17 after standardization, respectively.

Algorithm 2, available as supplementary data at 
Bioinformatics online describes the simulation procedure for 
each individual trial, which is also illustrated in Fig. 3, avail
able as supplementary data at Bioinformatics online. In all 
steps, “randomly select” means select a parameter uniformly 
at random from its domain. The general outline is as follows: 
First, randomly select an n-by-p submatrix X of the full 
RNA-seq dataset and standardize its columns to have mean 0 
and variance 1. Next, the number of important features jSj is 
drawn uniformly at random from f10; . . . ;30g and a ran
domly selected subset of jSj important features S is parti
tioned into G groups, S1; . . . ;SG. A different realization of a 
randomized nonlinear function fθg , defined in Equation (3.1), 
available as supplementary data at Bioinformatics online, is 
applied to the standardized sum ξg ¼ ð

bξg −�ξgÞ=�σg of the fea
tures in each group Sg, where �ξg and �σg are the empirical 

mean and standard deviation of bξg ¼
P

j2Sg
Xj. The resulting 

values are summed over all groups to generate a signal 

η¼
PG

g¼1
fθgðξgÞ, and noise is added to this signal to generate a 

response Y. This scheme produces data with highly complex 
interactions between features and the response, going well be
yond the additive setting Y ¼

P
j2S fjðXjÞþ ɛ.

For regression, the response is Y ¼ ηþ ɛ, where ɛ �
Nð0;σ2Þ and the variance σ2 is selected according to a speci
fied signal-to-noise ratio (SNR) that is drawn uniformly at 
random from the interval [0.5, 2]. For classification, we draw 
Y � BernoulliðπÞ where π ¼ 1=ð1þ expð−uηÞÞ and the signal 
strength u is drawn uniformly at random from [1, 3]. As in 
the Gaussian simulation experiments, these many sources of 
randomness are introduced so that the simulations cover a 
wide range of settings.

3.4 Simulation results
Figure 1 and Fig. 1, available as supplementary data at 
Bioinformatics online show the results of the Gaussian simu
lations when n¼ 500 and 250, respectively, and Fig. 2 and 
Fig. 2, available as supplementary data at Bioinformatics on
line show the results of the RNA-seq simulations for regres
sion and classification. Runtimes for each method in each 
experiment are provided in Tables 3 and 4, available as sup
plementary data at Bioinformatics online. The FDR in each 
plot is the average of FP=ðTPþFPÞ over all 100 trials, and the 
true positive rate (TPR) is the average of TP=ðTPþFNÞ, 
where FP, TP, and FN are the number of false positives, true 
positives, and false negatives, respectively.

Both FDR and TPR are shown as functions of the target 
FDR. The black dashed line in each FDR plot represents per
fect FDR calibration, FDR¼ targetFDR. A method’s FDR is 
well-controlled if its FDR lies on or below this line. The FDR 
and TPR for methods without false discovery control are 
shown as horizontal lines because they do not admit false dis
covery control parameters and therefore do not vary with the 
target FDR.
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IPSSGB has the best performance overall. Its FDR is al
ways well-controlled and it consistently has a much higher 
TPR than the other methods with false discovery control. 
Notably, IPSSGB identifies significantly more true positives 
than other methods with false discovery control at lower tar
get FDRs. For example, in the regression results in Fig. 1, 
IPSSGB identifies 70% of important features when the target 
FDR is 0.1, while IPSSRF identifies 40% and the remaining 
methods identify close to none. IPSSGB’s TPR even sur
passes the TPR of methods without error control in almost 
all experiments despite having far fewer false positives. With 

an average runtime of <15 s in all experiments, IPSSGB is 
also one of the fastest methods.

Among the other methods with theoretical error control, 
IPSSRF performs well in terms of identifying true positives 
while controlling false positives, though not as well as 
IPSSGB. IPSSL1, whose parametric assumptions are vio
lated, performs poorly, failing to control false positives at tar
get FDR levels. It also identifies essentially no true positives 
in the Gaussian experiments. SSBoost is overly conserva
tive, undershooting the target FDR at the expense of identify
ing few true positives. This is partly due to the weakness of 

Figure 1. Gaussian simulation results (n¼ 500). First and second columns show the regression and classification results, respectively. The horizontal axis 
in each plot shows the target FDR. The three methods without false discovery control (gray horizontal lines) do not vary with the target FDR. The black 
dashed line in the FDR plots represents perfect FDR calibration, FDR ¼ target FDR. Non-gray solid lines correspond to IPSS or stability selection-based 
methods. Non-gray dashed lines show methods based on model-X knockoffs.

Figure 2. RNA-seq simulation results (regression). First, second, and third columns correspond to the P ¼ 500, 2000, and 5000 experiments, 
respectively. The horizontal axis in each plot shows the target FDR. Methods without false discovery control (gray horizontal lines) do not vary with the 
target FDR. The black dashed line in the FDR plots represents perfect FDR calibration, FDR ¼ target FDR. Non-gray solid lines correspond to IPSS or 
stability selection-based methods. Non-gray dashed lines show methods based on model-X knockoffs.
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the efp scores used by SSBoost relative to those used by 
IPSS (Melikechi and Miller 2024).

All versions of model-X knockoffs underperform IPSSGB 
and IPSSRF in all experiments. This is even true in the 
Gaussian setting, where the known joint distribution of the 
features was used to implement these methods (recall that 
model-X knockoffs requires knowledge of the joint distribu
tion, while IPSS does not). With the exception of KOL and 
KORF in the P¼ 5000 and, to a lesser extent, P¼ 2000 RNA- 
seq experiments, all of these methods control the FDR at tar
get levels. KORF is the only knockoffs-based method that 
identifies essentially any true positives in the Gaussian experi
ments. DeepPINK, which combines knockoffs with deep neu
ral networks, has the lowest TPR out of every method in 
almost all experiments. This agrees with our earlier observa
tion that deep learning typically underperforms tree-based 
methods on tabular data and requires tens of thousands of 
samples for competitive performance (Grinsztajn et al. 2022).

The absence of error control for Boruta and Vita is 
clearly apparent in Fig. 2 and Fig. 2, available as supplemen
tary data at Bioinformatics online. Both methods usually 
have FDRs over 0.75, far surpassing other methods. Despite 
this, Boruta and Vita almost always identify fewer true 
positives than IPSSGB when the target FDR is greater than 
0.2 or, in some cases, even 0.1. Boruta and Vita are also 
slower than other methods, and this disparity grows with the 
number of features (Tables 3 and 4, available as supplemen
tary data at Bioinformatics online).
VSURF usually has a lower FDR than Boruta and Vita, 

but still underperforms IPSSGB. Its excessive runtimes pre
vented us from including it in the P¼ 2000 and 5000 RNA- 
seq experiments. Several other methods are also omitted, 
namely KOBT, RFEGB, and RFHT. Briefly, KOBT far exceeded 
target FDRs despite extensive tuning, while RFEGB and RFHT 
had FDRs over 0.8 and extremely long runtimes. For details, 
see Sections 2 and 3, available as supplementary data at 
Bioinformatics online.

4 Cancer studies
We study ovarian cancer and glioma (a type of brain cancer). 
Both studies include multiple substudies in which the features 
are either genes, measured by RNA-seq, or microRNAs 
(miRNAs). The response variables are either prognosis 
(whether the patient was alive at last follow-up), tumor pu
rity (the proportion of cancerous cells in a tissue sample), or 
the expression level of a particular gene or miRNA. All data 
are from The Cancer Genome Atlas (Weinstein et al. 2013) 
and were downloaded from LinkedOmics (Vasaikar et al. 
2018). Additional details and results are in Section 4, avail
able as supplementary data at Bioinformatics online.

We assess feature selection performance by (i) performing 
literature searches and (ii) assessing predictive performance 
using cross-validation, detailed in Sections 4.3 and 4.4, avail
able as supplementary data at Bioinformatics online, respec
tively. The literature search results show that IPSSGB and 
IPSSRF consistently identify more known important features 
at lower target FDRs than other methods. In Table 6, avail
able as supplementary data at Bioinformatics online, for ex
ample, IPSSGB and IPSSRF identify 8 and 6 miRNAs, 
respectively, all but one of which have been implicated in 
ovarian cancer prognosis. In contrast, IPSSL1 identifies 4 
miRNAs, missing the three most significant ones, while 

KOGLM, KORF, KOL1, DeepPINK, and SSBoost select no 
miRNAs at all, even when the target FDR is 0.5.

In the RNA-seq and glioma prognosis study (Table 10, 
available as supplementary data at Bioinformatics online), 
only IPSSGB identifies the key oncogene FOXM1 
(Raychaudhuri and Park 2011), and only IPSSGB, IPSSRF, 
and KORF identify WEE1, which is also known to play a sig
nificant role in glioma outcomes (Music et al. 2016). 
Furthermore, IPSSGB and IPSSRF are more confident in 
their selections, assigning WEE1 q-values of 0.10 and 0.06, 
respectively, while KORF does not select WEE1 until the tar
get FDR is reduced to 0.44. More generally, Table 10, avail
able as supplementary data at Bioinformatics online shows 
that IPSSGB, IPSSRF, and, to a lesser extent, IPSSL1, tend 
to identify genes supported by the glioma literature while 
avoiding genes with little or no known connection. In con
trast, KORF and especially KOL1 select many genes with lim
ited or no literature support, while KOGLM, DeepPINK, and 
SSBoost select no genes at all.

Briefly, our cross-validation (CV) studies proceed as fol
lows. In each of 20 CV steps, one group of patients is set 
aside (the test set), and a set of features is selected by each 
method using the data in the remaining groups (the training 
set). Next, for each method we construct three predictive 
models—a linear model, a random forest model, and a gradi
ent boosting model—using only the features selected by that 
method on the training data. Each model is then used to pre
dict responses from the test set, and the smallest of the three 
prediction errors is recorded (we use mean squared error for 
regression and 1 −accuracy for classification). All three mod
els are implemented so that no method has an inherent ad
vantage over another. For example, features selected by 
IPSSL1 may be better suited to linear model predictions 
than those selected by IPSSGB, while those selected by 
IPSSGB may be better suited to gradient boosting predictions 
than the ones selected by IPSSL1.

Figure 3 shows the results from our RNA-seq and glioma 
prognosis CV study. On average, the top 20 genes selected by 
IPSSGB yield the same prediction error as the full model that 
uses all 10, 058 genes. IPSSRF and IPSSL1 achieve the 
smallest prediction errors overall, and only use 10–20 genes 
to do so. KORF and KOL1 have higher predictive errors de
spite using more than 40 selected genes, and Boruta, which 
selects over 100 genes, has an average error similar to that of 
the full model. Vita (not shown) selects over 500 genes on 
average and has an average prediction error of 0.22, and 
DeepPINK and SSBoost select no genes at all, even when 
the target FDR is 0.5.

5 Discussion
We have demonstrated that IPSSRF and IPSSGB achieve su
perior results in terms of false positive control, true positive 
detection, and computation time. More broadly, IPSS for 
thresholding is a general framework whose theory and imple
mentation apply to arbitrary importance scores. For instance, 
examples of other scores include P-values (with smaller 
P-values indicating greater importance), Shapley values (used 
to quantify the contribution of individual features to neural 
networks and other machine learning models), and loadings 
in principal components analysis (which quantify the contri
bution of each feature to a given principal component). The 
main practical limitation to consider is the cost of computing 
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the relevant importance scores, since IPSS must compute 
these scores on multiple subsamples of the data.

We have also introduced efp scores and shown that, in ad
dition to controlling E(FP), they can control the FDR and es
timate q-values. Storey (2003) showed that q-values admit a 
Bayesian interpretation, suggesting a link between IPSS and 
Bayesian feature selection that could be an interesting line of 
future work.

Finally, a more ambitious goal is to extend IPSS to unsu
pervised feature selection problems (that is, feature selection 
when there is no response variable) and non-iid data. The 
PCA-based scores mentioned above provide at least one way 
to apply IPSS in an unsupervised setting. Developing a rigor
ous approach to IPSS for non-iid data could provide novel 
methods for nonparametric feature selection with false dis
covery control for networks and spatially or temporally- 
indexed data.

Supplementary data
Supplementary data are available at Bioinformatics online.
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