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Abstract
Modern machine learning, especially deep learning, has shown remarkable empirical suc-

cess. The common practice is to train large overparametrized neural networks on non-convex

objectives using simple gradient-based algorithms. From a theoretical perspective, it is sur-

prising that neural networks can perform well and efficiently learn useful representations

under these conditions. To address this gap, this thesis examines overparametrized models

that capture essential practical aspects with minimal requirements: feature learning, poly-

nomial size, and polynomial convergence time. We refer to these as mildly overparametrized

models.

Analyzing the training dynamics of these mildly overparametrized models offers valuable

insights into the underlying mechanisms, allowing us to go beyond worst-case analysis. In

this thesis, we aim to understand the training dynamics of such mildly overparametrized

models. We leverage natural properties of these problems and provide theoretical analysis

of their optimization dynamics.

In the first part of this dissertation, we focus on the local optimization dynamic analysis

of mildly overparametrized models. We start with the simplest case of learning two-layer

neural networks with a low-dimensional structure. We show that when the loss is below a

certain threshold, the local loss landscape is benign and leads to training dynamics unique

to overparametrized settings. Specifically, we show that (1) two-layer neural networks with

positive second-layer weights using gradient descent, and (2) two-layer neural networks

with standard second-layer weights using gradient descent with weight decay, can efficiently

recover the target network. These results also suggest a strong form of feature learning,

where student neurons align with ground-truth directions at the end of training.

In the second part of this dissertation, we investigate the global optimization dynamic

analysis of mildly overparametrized models. We extend our analysis beyond the commonly

studied two-layer networks to consider two important cases that better reflect real-world

scenarios: multi-layer networks and feature learning under noisy data. First, we show that

gradient descent can learn certain three-layer network that cannot be efficiently represented
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by any two-layer network. Using a newly proposed multi-layer mean-field framework, our

results reveal a hierarchical feature learning process from the bottom layer to the top layer,

even without direct supervision for learning the first layer’s features. Additionally, we

address the noisy sparse linear regression problem by proposing a new parametrization.

This parametrization guides gradient descent to first learn features and then memorize

noise, ultimately achieving benign overfitting.
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1. Introduction
In recent years, deep learning has played an undeniable role in advancing artificial intelli-

gence, including computer vision [92], natural language processing [146], game playing [172],

scientific applications such as protein prediction [5] and weather forecast [107], and many

more [108, 205, 40, 192]. However, despite recent research efforts, our understanding of its

underlying mechanisms remains incomplete. Often, even small changes to the system (e.g.,

network architecture, optimization algorithm, hyperparameters) yield unexpected results.

Recent empirical advances heavily rely on trial-and-error approaches, demanding significant

human effort and computational resources.

Therefore, there is a pressing need for a mathematical foundation for deep learning to

transition from the current trial-and-error methodology to a more principled approach in

algorithm design. This is not only of theoretical interest but also holds great potential for

practical impacts, potentially improving the efficiency and reliability of current machine

learning systems.

Gaps between theory and practice Classical statistical learning theory [184] has been

a cornerstone in the development of many machine learning methods, providing a rigorous

framework for understanding and improving their performance [91, 98, 134]. This theory

breaks down the final performance guarantee of learning algorithms into three key aspects:

(1) approximation, which focuses on the model’s capacity to represent the target function;

(2) generalization, which concerns the model’s ability to perform well on unseen data; (3)

optimization, which addresses the effectiveness of algorithms in minimizing loss functions.

However, classical machine learning theory fails to fully explain what happens in modern

deep learning. Traditional machine learning methods typically solve convex optimization

problems and use regularization techniques to prevent overfitting. In contrast, current prac-

tices often involve training large neural networks with gradient-based algorithms on highly

non-convex optimization problems. There are at least two notable differences compared to

classical machine learning methods (Figure 1.1):
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local minima

‘good’ global minima

‘bad’ global minima

possible optimization dynamic

Figure 1.1: Illustration of optimization landscape for overparametrized models. The
optimization landscape is highly non-convex, with many spurious local minima. Due to
overparametrization, even among the global minima, some are ‘good’ and generalize well,
while others are ‘bad’ and do not generalize. In many cases, gradient descent follows the
‘best’ path to the ‘good’ global minima.

• Non-convex objectives: Finding global minima of non-convex functions, even for

degree-4 polynomials, is hard in the worst case [93]. First-order optimization al-

gorithms are, a priori, easy to get stuck at saddle points and local minima. Before

the deep learning era, the standard approach was to reformulate non-convex problems

into convex programs.

• Overparametrization: Overparametrized models, which have more parameters than

necessary, are often related to overfitting according to classical learning theory. Reg-

ularization techniques are traditionally used to mitigate this issue. However, Zhang

et al. [207] and Belkin et al. [32] observed that overparametrized neural networks

can be trained to achieve zero training loss yet still generalize well to unseen data.

Many global minima of training loss exist, but the algorithms seem to have their own

‘preference’ for certain minimum.

These observations challenge our conventional wisdom on machine learning and optimiza-

tion, indicating the need to develop new ideas to understand deep learning.
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Goal of this thesis The past success of classical learning theory undoubtedly supports

the following quote from Kurt Lewin:

There is nothing so practical as a good theory.

The motivation of this thesis is to develop a ‘good’ theory for deep learning. Given the

huge success of deep learning in in practical applications, it is worthwhile to first have a

better understanding of current methods. This thesis is dedicated to this exploration.

The first step is to define the object of interest, ensuring it can be theoretically analyzed

while capturing the essential aspects of practice.

• Learning useful features is one of the most important abilities for deep learning.

Modern models are pretrained on large datasets in an unsupervised or self-supervised

way to learn these features [146, 155]. These features are then utilized in various

downstream tasks, demonstrating their power and utility. The term ‘feature’ may

seem ambiguous at this stage, as its definition often depends on the specific problem

at hand. It will become clearer when more contexts are given.

• From the perspective of complexity theory, successfully training these models means

computational efficiency — models have polynomial size and run in polynomial time.

Therefore, this thesis focuses on what we term mildly overparametrized models, defined as:

models that can learn features, operate in polynomial runtime, and have polynomial size.

We intentionally introduce only minimal requirements in this definition to ensure broad

applicability. These criteria are fundamental for any model of interest in the study of deep

learning theory relevant to practice.

Analyzing these models involves non-convex optimization, which is generally difficult

in the worst case. Thus, we need a fine-grained analysis to understand why these simple

algorithms can avoid local minima and converge to global minima that generalize well. This

often requires analyzing the training dynamics to gain insights into the trajectory of the

learning process.
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However, without additional assumptions, analyzing training dynamics alone cannot

overcome the difficulties posed by non-convex optimization. It is widely believed that

real-world problems are often ‘easier’ than worst-case scenarios due to inherent natural

properties. We adopt this perspective and incorporate additional structural assumptions

into our analysis.

In the first part of this thesis, we begin by analyzing the local optimization dynamics

of mildly overparametrized models. We start with the simplest case of learning two-layer

neural networks with a low-dimensional structure. We demonstrate that gradient descent

can effectively learn two-layer networks when the loss is below a certain threshold, leading

to unique dynamics in the overparametrized setting. An overview of this part is provided

in Section 1.2.3.

In the second part of this thesis, we shift our focus to the global optimization dynamic

analysis of mildly overparametrized models. Since analyzing global convergence is more

challenging, we focus on more specific target functions with additional structures such as

symmetry and sparsity. We go beyond typical two-layer network setup to consider some

more interesting setting such as deep networks and noisy data. These results are also related

to approximation and generalization aspects, highlighting the importance of optimization

in deep learning theory. An overview of the second part is provided in Section 1.2.4.

1.1 Existing Works on Optimization and Overparametrization

Overparametrization has been recognized as a key factor of the success of deep learning

optimization. The size of modern neural networks has been increasing, guided by the so-

called scaling laws [103, 94]. Moreover, Safran and Shamir [165] showed that even in simple

setup like learning two-layer networks, adding a few neurons could significantly decrease the

probability of getting stuck at local minima, highlighting the benefit of overparametrization.

There is a growing interest in analyzing overparametrized models. Many previous

works have studied the optimization of such models, including Neural Tangent Kernel

(Section 1.1.1), mean-field framework (Section 1.1.2), and implicit regularization effect of

4



optimization algorithms (Section 1.1.3). We briefly review these studies below.

1.1.1 Neural Tangent Kernel (NTK)

One line of the recent research has established a connection between the training of

sufficiently over-parameterized neural networks using gradient descent and the NTK [97, 53,

68, 66, 15, 44, 217, 110, 59, 20, 19, 147, 80]. NTK is a kernel that is defined by the Jacobian

matrix of the model at initialization. In the NTK regime, training neural networks with

gradient descent is well-coupled with the dynamics of solving kernel regression with NTK.

A key technique in NTK analysis is to ensure that neurons remain near their initialization

by selecting a sufficiently large network width under a specific initialization scale.

The NTK has gained popularity mainly due to its simplicity in analysis. It can be

applied to almost any architecture and data distribution under mild assumptions. Example

includes two-layer ReLU networks [68], multi-layer networks [66, 15], convolutional neural

networks [20], residual networks [96] and graph neural networks [67].

However, NTK theory cannot fully explain the performance of neural networks in prac-

tice [20] and leads to lazy training dynamics that neurons stay close to their initialization

[53]. As pointed out in Chizat, Oyallon, and Bach [53], neural networks in NTK regime es-

sentially degenerate into linear functions and make the optimization convex. Several lower

bounds have been developed to show the gap between NTK (or kernel method in general)

and neural networks [204, 197, 79, 81, 13, 10, 112]. These results suggest that NTK can-

not adapt to the (low-dimensional) structure of data and learn data-dependent features.

This contrasts with neural networks, which are widely used in practice to extract powerful

representations of data for various downstream tasks.

1.1.2 Mean-field analysis

Another line of work has studied the optimization of overparametrized neural network

in the mean-field limit [52, 132, 131, 197, 140, 17, 143, 174, 160, 71]. In mean-field regime,

as the number of hidden neurons approaches infinity, a finite number of neurons is treated

as a distribution of neurons. Then, gradient flow on finite neurons becomes Wasserstein
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gradient flow on their distribution. This Wasserstein gradient flow can be shown to converge

asymptotically to global optima.

Most existing mean-field results focus on two-layer networks. Several studies have at-

tempted to generalize these results to multi-layer networks [140, 150, 17, 173, 71, 121, 64].

However, this generalization is challenging because the width of intermediate layers tends

to infinity, often leading to complicated or degenerate limits.

Different from NTK regime, Chizat, Oyallon, and Bach [53] showed that the parameters

can move away from its initialization in mean-field regime and learn useful features. They

also showed that a small initialization scale could lead the model into the mean-field regime,

sometimes referred to as the rich regime [199], in contrast to the kernel regime.

However, even for mean-field analysis of two-layer networks, achieving non-asymptotic

guarantees is technically very challenging. Most existing works require exponential or infi-

nite number of neurons and do not provide a polynomial convergence rate. A few exceptions

either involve modifications to the training algorithms [197, 3] or focus on specific problems

[112, 127].

1.1.3 Implicit regularization

Benign overfitting, where overparametrized networks generalize well on unseen data

despite achieving zero training loss, is one of the major mysteries in deep learning [32, 207].

Implicit regularization is offered as an explanation for such phenomenon, which says that

the optimization algorithm implicitly favors the optimum that minimizes certain complexity

of the models (e.g., norm [89], margin [176], and rank [114]) despite the existence of many

other optima. We refer the readers to some surveys for more complete discussions [31, 61,

185].

In regression problems, the implicit regularization of gradient descent is often character-

ized by a specific norm: gradient descent converges to the minimum that has the smallest

norm among all minima. Examples include gradient descent converging to min-ℓ2-norm

interpolator in linear regression [88], min-ℓ1-norm interpolator in certain parametrization
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of linear model [199, 23, 206] and minimum nuclear norm solution in matrix problems [89,

111].

In classification problems, the implicit regularization of gradient descent is often charac-

terized by the margin with respect to a certain norm. Examples include logistic regression

[176, 138, 101], linear networks [100, 88, 206], homogeneous networks [123, 99] and nonlinear

networks [51, 125].

Moreover, in some cases, the implicit bias of gradient descent cannot be characterized by

a norm [18]. Instead, using greedy-low-rank-learning dynamics [114], it has been shown that

the implicit regularization effect is captured by the rank of the model in full-observation

matrix sensing [82, 83], matrix sensing [114], tensor problems [158, 157, 78] and neural

networks [182, 74]. Additionally, other cases of implicit regularization effects are discussed

for instance in [116, 166].

1.2 Overview of Thesis

In this section, we will first discuss our approach, then define the problem setup, and

finally provide an overview of this thesis.

1.2.1 Approach taken in this thesis

To capture the fundamental aspects of modern deep learning, this thesis focuses on a

family of ‘good’ overparametrized models. A ‘good’ model should be concrete enough for

analysis while remaining relevant to the practice. We argue that such a model should meet

at least three minimal requirements:

• Feature Learning: Neural networks are good at automatically learning features. This

is generally not true for traditional machine learning methods that heavily depend

on human knowledge for feature engineering. Many works have shown that neural

networks can outperform kernel methods, including NTK, by adapting to data struc-

tures [204, 197, 79, 81, 13, 10, 112]. Therefore, to study a ‘good’ model, it is essential

to consider models capable of feature learning, moving beyond the NTK regime.
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• Polynomial Size: We aim to go beyond mean-field analysis, which requires an infinite

or exponential number of neurons. A ‘good’ model should be of polynomial size to

be practical and analyzable.

• Polynomial Convergence Time: We want the model to converge efficiently, meaning

it should have a polynomial convergence time.

In summary, we define such ‘good’ overparametrized models as mildly overparametrized

models, which can learn features, are of polynomial size, and operate within polynomial

time. The specific meaning of ‘features’ is often problem-dependent. It will be clarified in

the next section and as we go into specific problems.

Having established this definition, how do we study mildly overparametrized models?

Different from classic statistical learning theory that often treats approximation, optimiza-

tion, and generalization as separate issues, recent research in previous section suggests these

aspects are intricately interconnected in the context of modern overparametrized models

and must be considered together. In particular, implicit regularization effect shows that

the optimization procedure significantly influences the final convergence solution and its

generalization performance. This implies that focusing only on the loss is not enough, and

one has to know the exact minimum that the algorithm converges to. Dynamic analysis

becomes essential in this context as it provides a detailed characterization of the training

dynamics, allowing us to identify the specific minimum that the algorithm reaches.

Even with the perspective of training dynamics analysis for overparametrized models,

analyzing these non-convex optimization problems remains challenging as they are generally

NP-hard in the worse case [136]. A natural question arises: Why do these simple algorithms

work so well in practice? It is widely believed that additional hidden structures in real-

world problems make them ‘easy’ for these simple algorithms [145, 126]. These hidden

structures are impactful, enabling researchers to move beyond worst-case scenarios and

understand the performance of simple algorithms in more realistic settings. Some previous

examples include compressed sensing in sparse signal recovery problems [42, 65], manifold

8



learning [34, 45] and strict-saddle property in matrix problems [75, 76].

In this thesis, we adopt the aforementioned perspectives: we study the optimization

dynamics and assume some natural properties of the problem structure.

We exploit natural properties in these problem, such as low-dimensionality, sparsity and

symmetry. These assumptions are not merely for technical proofs but also aim to capture

essential aspects of real problem structures. For example, in image classification problems,

predictions should be invariant to the rotation of the input image. Additionally, it is known

that the intrinsic dimension of images is often small [161, 154], and they are usually highly

compressible [54]. This suggests that real images can be represented in certain sparse forms

and have low-dimensional structures [16, 149].

We hope our thesis could advance our understanding of the reasons behind the seemingly

unreasonable effectiveness of simple algorithms when tackling complex problems in practice

(e.g., (stochastic) gradient descent in deep learning training), and eventually leading to

better algorithms.

1.2.2 Problem setup

A typical setup we consider throughout this thesis is the following teacher-student setup.

It represents an idealized version of the standard supervised learning framework. In this

setup, a student model is trained to learn from a given teacher or target model. The goal

is to mimic the behaviour of teacher model.

Definition 1.1 (Teacher-Student Setup). Given a target function f˚pxq and an input dis-

tribution D of input data x, the goal is to use a student model fθpxq (often in the same

or similar form to target function) parametrized by θ to learn the target function f˚pxq.

The learning problem can be formulated as an optimization problem with a choice of loss

function ℓ:

• Population loss: we have access to infinite number of samples x „ D

min
θ

Lpθq :“ E
x„D

rℓpfθpxq, f˚pxqqs. (Population Loss)
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• Empirical loss: we only have accessed to a finite number of samples txiu
n
i“1 „ D

min
θ

Lpθq :“
1

n

n
ÿ

i“1

ℓpfθpxiq, f˚pxiqq. (Empirical Loss)

The benefit of the teacher-student setup is that the target function or ‘features’ we aim

to learn are clearly defined, allowing us to easily quantify the learning progress. These

‘features’ are often closely related to the structure of the target function. Also, when

studying the population loss in a realizable setting, this setup enables us to focus solely

on the optimization perspective without concerns about other aspects of learning, such as

generalization and approximation.

To address this optimization problem, we employ specific optimization algorithms. A

common choice in practice is (stochastic) gradient descent ((S)GD) and its variants. In this

thesis, we focus on gradient descent, the simplest yet fundamental optimization algorithm.

Given the loss function L, we repeat the following updates until the convergence

θt`1 “ θt ´ η∇θLpθq, (Gradient Descent)

where η is the stepsize and ∇θLpθq is the gradient of (population or empirical) loss L.

In this thesis, we often consider the input distribution D as a standard Gaussian distri-

bution and the loss function ℓ as the square loss. As we will demonstrate in later chapters,

despite its apparent simplicity, this setting is already technically challenging and able to

capture interesting structures in the optimization of overparametrized models.

1.2.3 Local optimization dynamics of mildly overparametrized models

The global landscape of neural networks is often complicated and highly non-convex,

making global landscape analysis exceedingly challenging. In fact, even for the local land-

scape, where the loss falls below a certain threshold, the landscape is not well-understood.

In the first part of this thesis, we start by studying the local optimization dynamics of

mildly overparametrized models. Specifically, we consider a simple setup of learning two-

layer neural networks in teacher-student setup under (Population Loss) with square loss
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and Gaussian input. We use the following models:

fθpxq “

m
ÿ

i

aiσpwJ
i xq, (Student Model)

f˚pxq “

m
ÿ̊

i

a˚
i σpw˚J

i xq, (Teacher Model)

where θ “ pa,W q are the parameters and σpxq “ maxtx, 0u is the rectified linear unit

(ReLU) activation.

The student model f is similar to the teacher model f˚. The primary difference is that

the number of neurons (width) in the student model can be larger than that in the teacher

model (m ě m˚). This overparametrization allows us to explore how gradient descent can

learn the target function f˚, particularly the ‘features’ — individual teacher neurons w˚
i .

We assume the target network f˚ has a low-dimensional structure, meaning all neurons w˚
i

lie in a low-dimensional subspace.

In Chapter 2, we study the local landscape of two-layer neural networks with positive

second-layer weight in the teacher-student setting using gradient descent. In Chapter 3,

we extend these results to two-layer networks with standard second-layer weights using

gradient descent with weight decay. The changes may appear minor, but they introduce

significant technical challenges and we develop new ideas to deal with them.

Under certain non-degenerate conditions, we show that the local landscape is benign

for GD to converge to global optima. Specifically, once the loss is below a threshold that

depends only polynomially on the complexity of target network, the landscape becomes

degenerate but still satisfies a special case of Łojasiewicz property. This local geometry is

fundamentally different from the exact-parametrization setting where loss is often strongly

convex, leading to unique training dynamics. Moreover, at such optimum student neu-

rons align with teacher neurons in direction, highlighting neural networks’ ability to learn

features and recover ground-truth structure. In this process, weight decay helps prune

irrelevant neurons, facilitating a strong form of feature learning.
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1.2.4 Global optimization dynamics of mildly overparametrized models

In the second part of this thesis, we investigate the global training dynamics of mildly

overparametrized models. Analyzing global convergence is more challenging than local

analysis, even for learning two-layer networks [168, 130, 169, 165, 85, 63, 62, 22].

These hardness results suggest the need to consider more specific target functions and

setups. Many previous works have studied the global convergence under two-layer network

setting in various settings [11, 12, 27, 26, 112, 175, 203, 73, 200, 38, 201, 35, 127, 56, 37,

177, 84, 204, 56, 24, 135, 57, 3, 2, 1, 60, 171, 28, 48, 43, 170, 216].

Despite significant contributions, the two-layer setting does not fully represent practical

scenarios where networks are deep and data is often noisy. In this thesis, we attempt to go

beyond the typical studied two-layer setting by considering two important and interesting

generalizations: multi-layer networks and feature learning in the presence of noisy data.

• In Chapter 4, we generalize the typical mean-field analysis for two-layer networks

to multi-layer networks and apply this framework to the problem of learning spe-

cific target functions using mildly overparametrized three-layer networks. We extend

previous depth separation result [162] from the approximation perspective to an op-

timization perspective: three-layer overparametrized neural networks can efficiently

learn a target function that any two-layer neural net cannot efficiently approximate.

Specifically, we consider (Population Loss) with square loss under a spherically sym-

metric distribution (see details in Chapter 4). We use the following models:

fθpxq “

m2
ÿ

i

σ

˜

vi

m1
ÿ

j“1

σpwJ
j xq ` bi

¸

, (Student Model)

f˚pxq “ σp1 ´ }x}2q, (Teacher Model)

where θ “ pv, b,W q are the parameters. The activation σpxq “ maxtx, 0u is again

the ReLU activation.

Target function f˚ can be represented by a three-layer network but not any polynomial-

size two-layer network [162]. Conceptually, it can be computed as the two-step pro-
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cedure that (1) first layer computes the ‘feature’: a multiple of }x}, i.e., α }x}; (2)

second layer computes the target function using the first layer ‘feature’ α }x}.

We propose a new multi-layer mean-field framework and use the idea of loss decom-

position similar in Chapter 2 to decouple the learning of different layers. These ideas,

along with the symmetry in the target function f˚, help us to prove that polynomial-

size networks learn the feature in order from the bottom layer to the top layer, mim-

icking the aforementioned two-step procedure. This occurs even in the absence of

direct supervision for learning the first layer’s features.

• In Chapter 5, we consider the noisy sparse linear regression problem and show how

gradient descent can learn ‘features’ from data with label noise. The target function

f˚ is given by

f˚pxq “ βJ
˚ x, (Teacher Model)

where β˚ is a sparse vector, also referred to as the feature or signal in this setting.

We now consider (Empirical Loss) with square loss and Gaussian data, where labels

are corrupted by small Gaussian noise. We are interested in the overparametrized

case, where number of samples is smaller than the dimension. This leads to multiple

training loss minima, but not all of them generalize well.

In the context of linear regression, previous works have shown that GD with differ-

ent parametrizations of the linear model often converges to min-norm interpolators.

However, for sparse linear regression problem with label noise, none of them could

achieve benign overfitting in this overparametrization setting.

We propose a new parametrization that combines the benefits of implicit bias of

min-ℓ1-norm and min-ℓ2-norm interpolators:

fθpxq “ pv ` λwd2 ´ λud2qJx, (Student Model)

where θ “ pu,w,vq are the parameters. Here wd2 :“ w d w and ud2 :“ u d u

represent the element-wise square of w and u. Our model is a reparametrization of
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standard linear model βJx. Such element-wise product reparametrization wd2´ud2

is common in the implicit bias literature that leads to different implicit bias [199, 23,

206].

We show that training with GD can eventually lead to near-optimal test loss. Our

analysis reveals a new possible mechanism to achieve benign overfitting through this

new parametrization and dynamic analysis: models first learn the features to recover

ground-truth and then memorize the label noise following an NTK-type process which

has a small impact on the learned features in the first stage.

1.3 Bibliographic Notes

Chapter 2 is based on a joint work [214] with Rong Ge and Chi Jin. Chapter 3 is based

on a joint work [212] with Rong Ge. Chapter 4 is based on a joint work [159] with Yunwei

Ren and Rong Ge. Chapter 5 is based on a joint work [213] with Rong Ge.

1.3.1 Omitted works

During my Ph.D., I have also co-authored on the following papers that are not included

in this thesis:

• Work on optimization in overparametrized orthogonal tensor decomposition, showing

the gradient descent dynamic is similar to tensor deflation dynamic [78].

• Work on understanding self-supervised learning in topic model setup [122].

• Work on understanding Edge of Stability (EOS) phenomenon through training dy-

namic analysis [215].

• Work on understanding Montonic Linear Interpolation (MLI) phenomenon through

training dynamic analysis [194].
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Part I

Local Optimization Dynamic
Analysis of Mildly Overparametrized

Models
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2. Local Convergence of Two-Layer Neural Networks
The ability of learning useful features is one of the major advantages of neural networks.

Although recent works show that neural network can operate in a neural tangent kernel

(NTK) regime that does not allow feature learning, many works also demonstrate the

potential for neural networks to go beyond NTK regime and perform feature learning.

In this chapter, we study feature learning in a simple yet fundamental setup of learning

two-layer networks (with positive second-layer weights) using gradient descent, focusing

on local convergence analysis. We show that as long as the loss is already lower than a

threshold (polynomial in the complexity of teacher network), the loss will eventually reach

zero. Moreover, all student neurons in an over-parameterized two-layer neural network will

converge to one of teacher neurons — the ‘features’. This demonstrates a strong form of

feature learning at the end of training.

Our result holds for any mildly overparametrized models as long as the number of

student neurons is at least as large as the number of teacher neurons, and our convergence

rate is independent of the number of student neurons. A key component of our analysis

is the new characterization of local optimization landscape—we show the gradient satisfies

a special case of Lojasiewicz property which is different from local strong convexity or PL

conditions used in previous work.

2.1 Introduction

In this chapter we consider a simple teacher-student setting, where the training data

px, yq is generated by sampling x from a Gaussian and evaluating y using a ground truth

two-layer teacher network. The goal is to train a student network that mimics the behavior

of the teacher. In practice, even mildly over-parameterized neural networks can achieve 0

loss and recover the directions of teacher neurons — the ‘features’. Figure 2.1 illustrates

the differences between two lines of work in the teacher student setting – in the NTK/lazy

training regime (Figure 2.1a) student neurons do not move much, while in the mean field
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(a) NTK regime (b) Mean-field regime (c) Local convergence

Figure 2.1: Training two-layer neural networks in 2 dimension with m “ 20 student
neurons and r “ 3 teacher neurons. Blue lines represent the direction of teacher neurons,
black curves represent the trajectories for each student neuron, and red points represent
their end positions.

regime (Figure 2.1b) student neurons converges to one of the directions of teacher neurons1.

However, when the number of neurons is small, there are no analysis that shows why

gradient descent can perform feature learning to recover the teacher neurons.

In fact, this feature learning phenomenon that student neurons converge locally and

match teacher neurons is not even understood in a simpler over-parameterization setting,

where initially there are already student neurons close to each teacher neuron (Figure 2.1c).

Safran, Yehudai, and Shamir [167] observed that traditional techniques that rely on local

strong convexity or PL conditions cannot be applied here. In this chapter we focus on the

following natural question:

When the initial loss is small, will feature learning happen so that student neurons always

match teacher neurons for an over-parameterized two-layer student net?

We show that this is indeed true. In particular, we prove

Theorem 2.1 (Informal). Given data generated by a two-layer teacher network2 with r

neurons that are ∆-separated (see Assumption 2.1). There exists a threshold τ “ polyp∆{rq

such that when loss is smaller than τ , gradient descent converges to a global optimum where

1 Similar empirical observations of student-teacher neuron matching were also known for deeper networks
[180].

2 The specific architecture of the network is specified in Definition 2.1 in Section 2.2.
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all student neurons match (in direction) one of the teacher neurons.

Note that the threshold τ is independent of the student network size – as long as the

initial loss is low, even when the number of student neurons is equal or mildly larger than the

number of teacher neurons, gradient descent will still converge to the global optimal solution

where all student neurons match teacher neurons. In low dimensions or for simple teacher

neurons, we can also give initialization procedures that efficiently finds an initialization

with loss smaller than τ .

2.1.1 Related works

Local landscape analysis Several works have studied the local landscape property around

the global minima in the teacher-student two-layer neural network setting. Zhong et al.

[210] and Zhang et al. [209] studied the problem in the exact-parameterization case and

showed the Hessian around global minima is positive-definite. Chizat [50] studied the over-

parameterized neural network with a regularization term. They showed that when loss is

small, it satisfies PL condition. Roughly speaking, their analysis relies on several kernels to

be positive definite. However, they need to require some non-degenerate conditions that are

difficult to verify in the case of neural networks. Further, these kernels become degenerate

when the regularization term tends to zero. Later Akiyama and Suzuki [9] gives a result

for ReLU, but the non-degeneracy assumption is still required (and also focus on effective

ℓ1 regularization instead of ℓ2 regularization). Safran, Yehudai, and Shamir [167] studied

the over-parameterization case with orthogonal teacher neurons and showed that neither

convexity nor PL condition could hold even in the local region of global minima. This

indicates that the analysis discussed above cannot be applied in our over-parameterization

setting. In contrast, we could show a slightly different version of PL condition holds when

loss is small.

Also, several works have analyzed the training dynamics near the global minima man-

ifold [39, 55, 115, 21, 124, 198, 118, 193]. Our results are different from this line of works

as we consider a significantly large local region that only depends on the target networks.
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Learning single/multi-index models with neural networks Single/Multi-index mod-

els are the functions that only depend on one or few directions of the high dimensional input.

Many recent works have studied the problem of using 2-layer networks to learn single-index

models [175, 203, 73, 200, 38, 201, 35, 127] and multi-index models [56, 37, 177, 84]. These

works show the advantages of feature learning over fixed random features in various set-

tings. In this chapter, we consider target multi-index function that can be represented by a

small 2-layer network, and show GD can learn it and, moreover, recover the ground-truth

directions.

Student-teacher neuron matching and the lottery ticket hypothesis The lottery

ticket hypothesis [72] showed that it is possible to prune a neural network such that even

if training is done only on a small subset of randomly initialized neurons, the final network

still achieves good accuracy. Our local convergence result gives a partial explanation of this

phenomenon for two-layer teacher/student setting – as long as the initialization contains

student neurons that are close to each teacher neuron, the training process can converge to

a global optimal solution. See more discussions in Section A.5.4.

2.1.2 Outline

In Section 2.2 we formally define the neural network architecture that we work with.

Then in Section 2.3 we summarize our main results, including the formal version of Theo-

rem 2.1, potential initialization algorithms and generalizations in the setting of polynomial

sample sizes. In Section 2.4, we illustrate the unique challenges in establishing local con-

vergence results for overparameterized setting. In Section 2.5 we sketch the proof of a main

lemma that lowerbounds the norm of the gradient, which is the main contribution of this

chapter. We also show how the main lemma can be used to prove Theorem 2.1. Finally we

conclude in Section 2.6.
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2.2 Preliminaries

Teacher/student setting for two-layer neural network We consider the standard

teacher-student setting with Gaussian input x „ Np0, Idq. We parameterize the teacher/s-

tudent networks according to the following definition:

Definition 2.1 (Teacher-student setup). Teacher network is parameterized as f˚pxq “

řr
i“1 |w˚J

i x|, where tw˚
i uri“1 (w˚

i P Rd) are the r teacher neurons. Student network is

parameterized as fpxq “
řm

i“1 }wi} |wJ
i x|, where twiu

m
i“1 (wi P Rd) are m student neurons

(m ě r). Denote W “ pw1, . . . , wmq as the weight matrix formed by student neurons. The

loss function we optimize is the population square loss:

min
W

LpW q “ E
x„Np0,Iq

»

–

1

2

˜

m
ÿ

i“1

}wi} |wJ
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl . (2.1)

Choice of the neural network architecture Note that we use }wi} as the top layer

weight in the student network. This parameterization of the student network ensures the

smoothness of loss function, which helps our analysis as discussed in the later section. The

same model was also used in Li, Ma, and Zhang [112]. Since the two-layer neural network

is 2-homogeneous, this restriction of the top layer weight is equivalent to requiring all top-

layer weights to be nonnegative. Nonnegativity is important to our result as without this

assumption, there might be two student neurons that completely cancel out each other and

they may not converge to the direction of any teacher neuron.

We also remark that absolute value function is used as activation function in both

teacher network and student network. We use absolute value function instead of ReLU

(where ReLUpxq “ maxtx, 0u) to ensure identifiability of our model. For ReLU activation,

even at global minima, there may have student neuron that does not correspond to any

teacher neuron. See the Claim below and more discussions in Section A.1.2.

Claim 2.1. For problem (2.1) with ReLU activation, when loss is zero, there may exist a

student neuron whose direction does not match direction of any teacher neuron.
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On the other hand, using absolute value function as activation we can achieve student-

teacher matching at global minima. It is directly obtained by setting ϵ “ 0 in Lemma A.6.

Theorem 2.2. For problem (2.1) with absolute value activation, when loss is zero, every

student neuron’s direction must match one of the teacher neuron’s direction.

We remark that we identify w and ´w as the same direction and measure the angle

between directions up to a sign (i.e., =pw, vq “ arccosr|wJv|{p}w} }v}qs) when using the

absolute value function as the activation. It is because absolute value function is an even

function so there is no difference between |wJx| and | ´ wJx|. Note that when ReLU

is the activation, we cannot identify w and ´w as the same direction as ReLUpwJxq ‰

ReLUp´wJxq.

Note that when the input data is Gaussian (or just symmetric), after first fitting the

optimal linear function to the data, a teacher network with ReLU activation becomes a

teacher network with absolute value activation. See more discussions in Section A.1.1.

Assumptions We make following two assumptions throughout this chapter.

Assumption 2.1 (∆-separation). The teacher neurons w˚
1 , . . . , w

˚
r P Rd are ∆-separated,

i.e., =pw˚
i , w

˚
j q ě ∆ for all i ‰ j P rrs, where =pw˚

i , w
˚
j q “ arccosr|w˚J

i w˚
j |{p}w˚

i }

›

›

›
w˚
j

›

›

›
qs.

Intuitively, ∆ indicates the level of difficulty to distinguish the weight vectors w˚
i sep-

arately. When ∆ is large, all weight vectors w˚
i of the teacher network are well-separated.

When ∆ is small, there may exist two weight vectors that are close to each other. In this

case, it may be hard to distinguish between them.

Assumption 2.2 (Norm Bounded). The teacher neurons w˚
1 , w

˚
2 , . . . , w

˚
r P Rd are norm

bounded, i.e., 0 ă wmin ď }w˚
i } ď wmax for all i P rrs.

Casual readers may assume that ∆, wmin, wmax, r are constants. In this case, teacher

neurons are well-separated and their norms are approximately in the same order.
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Notations We will use rns to denote the set t1, 2, . . . , nu. For vector x P Rd, we use

}x} “ p
řd

i“1 x
2
i q1{2 to represent the 2-norm of x, and x̄ “ x{ }x} as the unit vector in the

direction of x. For matrix A, we use }A}F to denote the Frobenius norm of A. For vectors

w, v P Rd, denote =pw, vq “ arccosr|wJv|{p}w} }v}qs P r0, π{2s as the angle between w and

v (up to a sign). We will use IS as the indicator of the set S. Denote the inner product

and norm between two function f and g on set S as xf, gyS “ Ex„Np0,IqrfpxqgpxqISs, and

}f ´ g}
2
S “ Ex„Np0,Iqrpfpxq ´ gpxqq2ISs. When S “ Rd, we will omit S and denote it as

}f ´ g}.

2.3 Main Results

In this section we give a formal version of Theorem 2.1 and talk about generalizations.

We discuss proof ideas for the main results in the Section 2.5.

2.3.1 Gradient lower bound

We first present a result that characterizes the landscape of the loss function when the

loss is small. We show that the gradient norm can be lower bounded by the value of the

loss function, which is a special case of Łojasiewicz property [119] 3.

Theorem 2.3 (Gradient Lower Bound). For network and loss function L defined in Defini-

tion 2.1, under Assumptions 2.1, 2.2, there exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq

such that for any W such that loss LpW q ď ϵ0, we have

}∇WLpW q}F ě κLpW q,

where κ “ Θpr´1{2w
´1{2
max q.

This result indicates that when the loss is smaller than certain threshold, gradient is

zero only if the loss is zero. Hence there are no spurious stationary points.

3 The general Łojasiewicz property is known as }∇fpxq} ě Cpf ´ f˚
q
α, where f˚ is the optimal objective

value. Theorem 2.3 corresponds to the case α “ 1. We remark that the well-known Polyak-Łojasiewicz
(PL) property is also a special case of Łojasiewicz property with α “ 1{2, which has been discussed in many
earlier works [see e.g. 104]
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2.3.2 Local convergence

Now we are ready to state the formal version of Theorem 2.1, which gives local conver-

gence for network defined in Definition 2.1.

Theorem 2.4 (Main Result). For network and loss function Lp¨q defined in Definition 2.1,

under Assumption 2.1, 2.2, suppose we run gradient descent on objective (2.1):

w
pt`1q

i “ w
ptq
i ´ η∇wiLpW q, for any i P rms

there exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq and η0 “ Opr´1w´1

maxq such that for

any ϵ ą 0, if initial loss LpW p0qq ď ϵ0 and step size η ď η0, then we have LpW pT qq ď ϵ in

T “ Oprwmax{pϵηqq steps.

The proof relies on two geometric conditions about the landscape of loss function – the

gradient lowerbound as in Theorem 2.3, and a “smoothness” type guarantee for the loss

function (Lemma 2.12). See the proof in Section 2.5.5.

In Section 2.4 we show mild over-parameterization introduces significant difficulty for

local convergence results, but the theorem shows that gradient descent can still achieve

local convergence despite over-parameterization. The result only has mild requirement

on the over-parameterization. As long as m ě r and the initial solution has low loss,

our local convergence result holds. Moreover, neither the initial loss requirement or the

convergence rate depends on the number of student neuron m. They only depend on the

intrinsic quantities of the teacher network. This demonstrates that gradient descent could

leverage the structure of a teacher network without explicitly knowing information such as

its number of neurons r or separation ∆.

2.3.3 Initialization

Next we talk about how one can find a good initialization to get into the local con-

vergence regime. We first consider a simple random initialization (see Algorithm 2 in Sec-

tion A.5), where the directions of neurons are chosen randomly, and the norm of neurons are

fitted by least-squares. We also give a more complicated initialization algorithm (subspace
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initialization, see Algorithm 3 in Section A.5), which first estimates a subspace spanned by

the teacher neurons and then randomly initialize student neurons in the subspace.

Theorem 2.5. For network and loss function Lp¨q defined in Definition 2.1, under Assump-

tion 2.1, 2.2, set ϵinit “ ϵ0 “ polyp∆, r´1, w´1
max, wminq, to achieve a good initialization that

has ϵinit initial loss, random initialization requires O
`

prwmax{
?
ϵinitq

d ¨ r logp1{δq
˘

student

neurons and subspace initialization requires O
`

prwmax{
?
ϵinitq

r ¨ r logp1{δq
˘

student neu-

rons with rOpdr6w4
max{ϵ2initq samples. Suppose we run GD from either initialization, there

exists a threshold η0 “ Opr´1w´1
maxq such that for any ϵ ą 0, if step size η ď η0, with

probability 1 ´ δ we have LpW pT qq ď ϵ in T “ O prwmax{pϵηqq steps.

When ∆ “ Ωp1{rq, wmin, wmax “ Θp1q, random initialization gives global convergence

in polynomial time for d “ Op1q; while subspace initialization gives global convergence in

polynomial time when r ď Oplog d{ log log dq.

2.3.4 Sample complexity

Previous theorems require us to optimize the population least squares loss directly, which

is impossible in practice with finitely many samples. Here we consider a setting where we

have access to N data points tpxk, ykquNk“1 where xk are i.i.d. sampled from Np0, Iq and

yk “
řr

i“1 |w˚J
i xk|. In this case, we can define an empirical loss:

pLpW q “
1

2N

N
ÿ

k“1

˜

m
ÿ

i“1

}wi} |wJ
i xk| ´

r
ÿ

i“1

|w˚J
i xk|

¸2

.

We can show the gradient on the empirical loss is close to the gradient on the population

loss when the number of data points N is large enough, which is formalized in Lemma A.21.

Based on this, we can extend Theorem 2.4 to stochastic GD with mini-batch on training

samples. See the proof and more discussions in Section A.6.

Theorem 2.6. For network and loss function Lp¨q defined in Definition 2.1, under As-

sumption 2.1, 2.2, suppose we run stochastic GD on W with N fresh samples within each
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mini-batch at every iteration, i.e., for any i P rms

w
pt`1q

i “ w
ptq
i ´ η∇wi

pLtpW q,

where pLtp¨q is the empirical loss using the N samples at iteration t. Then, there exists a

threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq and η0 “ Opr´1w´1

maxq such that for any ϵ ą 0, if

initial loss LpW p0qq ď ϵ0, step size η ď η0 and batch size N ě O
`

r5w5
maxd

2η´1ϵ´3δ´1
˘

,

then with probability 1 ´ δ we have LpW pT qq ď ϵ in T “ O prwmax{pϵηqq steps.

This shows that our local convergence results are robust even when we only use poly-

nomially many samples.

2.4 Exact-Parameterization v.s. Over-Parameterization

Before talking about our proof ideas, we first highlight the key difference between the

exact-parameterization setting and the over-parameterization setting, and the unique chal-

lenges in the latter setting. Consider a simple example where there is only one teacher

neuron w˚. In the exact-parameterization setting, there is only one student neuron w.

Suppose w is close to w˚ within the distance δ in the sense =pw,w˚q “ δ under the nor-

malization }w} “ }w˚} “ 1. Then it is not difficult to show the loss (2.1) is Θpδ2q. This

illustrates that the Hessian around global minima is non-degenerate and positive definite

(which is formally established in Zhong et al. [210] and Zhang et al. [209]). Such proper-

ties immediately imply that the loss is locally strongly convex around the global minima,

therefore gradient descent initialized in a small local region can converge to the global

minima.

In sharp contrast, over-parameterization introduces a significantly more complicated

geometry around the global minimum. Consider again the simple example in the over-

parameterization setting where there are two student neurons and one teacher neuron (Fig-

ure 2.2). The claim below shows that when there are two student neurons that are δ-close

to teacher neuron, the loss can be as small as Θpδ3q instead.

Claim 2.2. Suppose teacher neuron w˚ and two student neurons w1, w2 belong to the same
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w˚w1 w2

δ δ

Figure 2.2: Warm-up Example: one teacher, two students.

hyperplane with position shown in Figure 2.2. If }w˚} “ 1, =pw1, w
˚q “ =pw2, w

˚q “ δ,

}w1} “ }w2} “ 1{
?
2 cos δ (so that }w1}w1 ` }w2}w2 “ w˚) for a small enough constant δ,

then we have loss LpW q “ Θpδ3q.

Claim 2.2 indicates that the over-parameterization case is clearly different from the

exact-parameterization case. The scale LpW q “ Θpδ3q implies that the Hessian at the global

minima must be degenerate, therefore the loss is not locally strongly convex. Intuitively,

this is because that in the exact-parameterization case, we only have a set of isolated

global minima. While in the over-parameterization setting, different global minima are

connected and the loss could be small when the “average” student neuron (}w1}w1`}w2}w2)

matches the teacher neuron. The observation above showcases the unique challenge in the

over-parameterization setting. A novel geometric characterization as well as corresponding

analyses is necessary, which will be developed in Section 2.5.

2.5 Proof Overview: Local Geometry and Gradient Lower Bound

In this section, we provide proof sketch for Theorem 2.3. First, we explain how the

gradient lowerbound can be reduced to constructing a descend direction (Section 2.5.1).

Then in Section 2.5.2 we explain the intuitions for why the descent direction works. To

prove our descent direction works, first we show that small loss implies that every teacher

neuron has at least one nearby student neuron by constructing test functions (Section 2.5.3),

then we exploit the notion of “average neuron” to decompose the residual into two terms

(Section 2.5.4) and bound them separately. At the end (Section 2.5.5) we show how one

can use Theorem 2.3 to prove the local convergence result in Theorem 2.4.

We also introduce following notations about the partition of student neurons that will
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be used in our analysis. For every teacher neuron w˚
i , denote Ti as the set of student

neurons that are closer to w˚
i than other teacher neurons (break the tie arbitrarily), i.e.,

Ti “ tj P rms|=pwj , w
˚
i q ď =pwj , w

˚
kq for all k ‰ iu. It is easy to see that YiPrrsTi is the

set of all student neurons, and Ti X Tj “ ∅ for all i ‰ j P rrs. Also denote Tipδq “ tj P

Ti|=pwj , w
˚
i q ď δu as the set of student neurons wj that are δ-close to teacher neuron w˚

i .

Finally we use δj “ =pw˚
i , wjq to denote the angle between w˚

i and wj for all j P Ti.

2.5.1 Gradient lowerbound (Theorem 2.3): constructing descent direc-
tion

We discuss how to obtain the gradient lower bound (Theorem 2.3). We construct a

“descent direction gpW q” that is correlated to the gradient and prove that x∇LpW q, gpW qy ě

LpW q ě 0, this directly implies }∇LpW q} ě LpW q{ }gpW q}, which provides the result

in form of Theorem 2.3. Intuitively, we group the neurons into r ` 1 categories, where

Tipδmaxq represents student neurons that are within angle δmax with i-th teacher neuron

(where δmax is a parameter chosen later), and the r ` 1-th group consists of neurons not

close to any teacher neuron. The direction we construct will move student neurons closer

to their corresponding teacher neurons, or 0 if it is in the last group. Formally, we prove

the following lemma on descent direction.

Lemma 2.7 (Descent Direction). For network and loss function Lp¨q defined in Defini-

tion 2.1, under Assumption 2.1, 2.2, there exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq

such that for any W satisfying loss ϵ fi LpW q ď ϵ0, we have
r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄
J
j q´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i qy ě LpW q,

where tqijuiPrrs,jPrms is any sequence that satisfies (1) qij ě 0 for all pi, jq, (2) qij “ 0 if j R

Tipδmaxq; and (3)
ř

jPTipδmaxq qij }wj} “ 1 for all i P rrs, where δmax “ Θprwmaxw
´5{3
min ¨ϵ1{3q.

In Lemma 2.7, the scalar qij describes how much fraction of teacher neuron w˚
i that

student wj should target to approximate. Recall that our activation is absolute value

function, so there is a symmetry between w and ´w and we identify them as the same
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neuron. Therefore, pwj ´ qij sgnpwJ
j w

˚
i qw˚

i q can be unsterstood as the difference between

the current student neuron and its “optima”. We further multiply it by matrix pI`w̄jw̄
J
j q´1

due to technical reason raised by our parameterization of student neural network as fpxq “

řm
i“1 }wi} |wJ

i x| instead of fpxq “
řm

i“1 |wJ
i x| (see Section 2.2 for more details).

2.5.2 Descent direction (Lemma 2.7): high-level ideas

We briefly explain why the descent direction we constructed would reduce loss function

in this section. First, we introduce a quantity which plays a key role in the remaining of

Section 2.5:

ŵi fi
ÿ

jPTi

}wj}wj ; vi fi ŵi ´ w˚
i for i P rrs (2.2)

Intuitively, ŵi represents the “average neuron” for student neurons close to teacher neuron

wi; vi represents the difference between a teacher neuron and its corresponding average

student neuron. Note that in the above definition of “average neuron” ŵi, there is an

ambiguity of the direction of the neurons wj due to the symmetry of the absolute value

activation. To break this ambiguity, we will assume the direction of wj always has posi-

tive correlation with w˚
i , i.e., wJ

j w
˚
i ě 0. This is without of generality because absolute

value function is an even function so that intuitively we can replace wj with ´wj when

wJ
j w

˚
i ă 0 without affecting anything else. In fact, we can show if there is a descent direc-

tion pgpw1q, . . . , gpwmqq for pw1, . . . , wmq, then for arbitrary choice of ai P t˘1u there is a

descent direction pa1gpw1q, . . . , amgpwmqq for pa1w1, . . . , amwmq. We defer the proof to the

beginning of Section A.3.

In order to prove the Lemma 2.7, a main challenge is to properly exploit the precondition

that loss LpW q is small. Our strategy is to establish an intermediate result, and prove the

lemma by the following three steps:

1. Show that when the loss LpW q ď ϵ , for each teacher neuron there is at least one

student neuron that is δmax “ Ωprwmaxw
´5{3
min ¨ ϵ1{3q close to the teacher neuron.

2. Show that loss LpW q is small implies that the }vi} is small for all i P rrs (average
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neuron close to teacher neuron).

3. Show that 1 and 2 imply the conclusion of Lemma 2.7.

In fact, the third step directly follows from our choice of “descent direction”, and alge-

braic computation. We refer readers to Lemma A.2 in Appendix A.3.5 for details.

For the first step, we formalize it as the following lemma:

Lemma 2.8. Under Assumption 2.1 and Assumption 2.2, there exists a threshold ϵ0 “

polyp∆, r´1, w´1
max, wminq and an absolute constant C such that for any W satisfying loss

ϵ fi LpW q ď ϵ0, if we choose δmax ě C ¨ rwmaxw
´5{3
min ¨ ϵ1{3, then we have |Tipδmaxq| ě 1 and

ř

jPTipδmaxq }wj}
2

ě 1
2 }w˚

i } for all i P rrs.

The proof uses idea of test functions to lowerbound the loss, and will be discussed later

in Section 2.5.3.

Now that each teacher neuron has at least one nearby student neuron, average neuron

ŵi is never 0. Our second step shows that the average student neuron is always close to

teacher neuron when the loss is small:

Lemma 2.9 (Average Student Is Close to Teacher). Under Assumption 2.1, 2.2, there

exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq such that for any W satisfying loss ϵ fi

LpW q ď ϵ0, we have tviuiPrrs (defined in (2.2)) satisfy }vi} ď polypr, wmax,∆
´1qϵ3{8 for all

i P rrs.

The proof of this relies on a characterization of the loss, which we describe in Sec-

tion 2.5.4.

2.5.3 Local Property I (Lemma 2.8): lowerbounding loss using test
functions

To prove Lemma 2.8, we show its contraposition – if there is a teacher neuron that does

not have a nearby student neuron, then the loss must be large.

In order to lowerbound the loss, we use the idea of constructing a test function. The

similar idea has also been used in maximum mean discrepancy (MMD) [87], where they
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|wJx|

vK

|vJx|
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S

|w˚Jx|

w˚K

Figure 2.3: Left: Illustration for nonlinearity and nonlinear region. Here wK and vK

represent the vector that is orthogonal to w and v. Right: Test function hpxq in Lemma
2.8, where S “ tx||w˚Jx| ď τu.

use test function to distinguish two distribution. Here, we try to explicitly construct

a test function so that its correlation with the residual can be lower bounded. For-

mally, when there is a teacher neuron without any student neuron within angle δ, we

construct a test function h such that xRpxq, hpxqy{}hpxq} ě Ωpw
5{2
minr

´3{2w
´3{2
max ¨ δ3{2q,

where Rpxq “
řm

i“1 }wi} |wJ
i x| ´

řr
i“1 |w˚J

i x| is the residual. This directly implies that

L1{2pW q “ }R} {
?
2 ě Ωpw

5{2
minr

´3{2w
´3{2
max ¨ δ3{2q.

Our choice of test function crucially relies on the nonlinearity of absolute function.

More specifically, absolution function |wJx| is a linear function everywhere else except the

hyperplane wJx “ 0. We call the neighborhood of this hyperplane (tx||wJx| ď τu for some

small τ) the nonlinear region. The key observation here is that the loss in this nonlinear

region would be small only if there is another neuron w1 such that w1 « w, and they

cancel each other. See Figure 2.3 for an illustration. This gives the basic component for

constructing test functions for Lemma 2.8.

Suppose w˚ is a teacher neuron without any close-by student neurons. Consider the non-

linear region of w˚, and construct test function hpxq “
`

|w˚Jx| ´ Exr|w˚Jx|ISs{ExrISs
˘

IS ,

where S “ tx||w˚Jx| ď τu with a small enough τ (see also Figure 2.3). Such a test function

has almost zero correlation with any function that is linear in region S (i.e. terms con-

tributed by student and teacher neurons far away from w˚). On the other hand, it has a

large positive correlation with teacher neuron |w˚Jx| term in the residual. See Section A.3.2

in appendix for detailed bounds.
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2.5.4 Local Property II (Lemma 2.9): residual decomposition

We first introduce the notion of residual and its decomposition, which turns out to

the key in the proof of Lemma 2.9. For any fixed student neurons W , recall the residual

function Rpxq “
řm

i“1 }wi} |wJ
i x| ´

řr
i“1 |w˚J

i x|. Intuitively, the residual is the difference

between the outputs of the student network and the teacher network. Clearly our loss

LpW q “ ExrRpxq2s{2. We also note the gradient of loss is closely related to the residual as

∇wjLpW q “ ExrRpxq }wj} pI ` w̄jw̄
J
j qx sgnpwJ

j xqs. We decompose the residual as follows:

R1pxq fi

r
ÿ

i“1

vJ
i x sgnpw˚J

i xq, R2pxq fi

r
ÿ

i“1

ÿ

jPTi

}wj}w
J
j x

`

sgnpwJ
j xq ´ sgnpw˚J

i xq
˘

. (2.3)

where vi is defined in (2.2). It is clear that Rpxq “ R1pxq ` R2pxq. As discussed at the

beginning of Section 2.5.2, we can fix the direction of student neurons to have positive cor-

relation with their corresponding teacher neuron, so there is no ambiguity in the definition

of “average neuron” ŵi and thus no ambiguity in the decomposition R1 and R2 defined

above.

Intuitively, each neuron has a linear weight component and a nonlinear activation pat-

tern. R1 describes the difference in linear weights, while R2 describes the difference in

activation pattern. In some sense, if one focuses only on R1, then the model becomes ex-

actly parameterized again because R1 only depends on the average neurons ŵi and does not

depend on individual neurons. Lemma 2.10 makes this observation more precise.

Using the decomposition and characterizations of R1 and R2, we can now discuss the

proof strategy for Lemma 2.9.

High-level proof strategy for Lemma 2.9 To prove Lemma 2.9, i.e., to show that }vi}

is small for all i P rrs, we do following two steps.

1. Show that }R1}
2 is strongly convex in pv1, . . . , vrq. Thus to show }vi} is small for all

i, it is sufficient to show that }R1}
2 is small.

2. Show }R2}
2 is small. Since R1 “ R ´ R2, and we know }R}

2
“ LpW q is small, this
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implies }R1}
2 is small as we need.

Step 1 let v “ pv1, . . . , vrq, we observe that }R1}
2

“ vJMv “
ř

i,j v
J
i Mijvj where

Mij “ E
x„Np0,Iq

“

xxJ sgnpw˚J
i xq sgnpw˚J

j xq
‰

. (2.4)

In fact, M P Rdrˆdr also corresponds to the Hessian at global minima in the exact-

parameterization case. We can show λminpMq “ Ωp∆3{r3q, which ensures that }R1}
2

is strongly convex in v. See the proof in Section A.3.4.1.

Lemma 2.10. Under Assumption 2.1, we have }R1}
2

ě Ωp∆3{r3q }v}
2.

Step 2 we first observe following upper bound on R2.

}R2}
2

“E
x

»

–

˜

r
ÿ

i“1

ÿ

jPTi

}wj}w
J
j x

`

sgnpwJ
j xq ´ sgnpw˚J

i xq
˘

¸2
fi

fl ď r
r
ÿ

i“1

˜

ÿ

jPTi

}wj}
2 δ

3{2
j

¸2

We obtain the upperbound for
řm

i“1 }wi}
2 and

řm
i“1 }wi}

2 δ2i in Lemma A.5 and Lemma A.6.

The bound for the latter term uses similar ideas of constructing test functions as Lemma 2.8,

but the test function is more complicated. Combining the two upperbounds we have the

following result:

Lemma 2.11. Under Assumption 2.1 and Assumption 2.2, there exists a threshold ϵ0 “

polyp∆, r´1, w´1
max, wminq such that for any W satisfying loss ϵ fi LpW q ď ϵ0, we have

}R2}
2

“ Opr5{2w
1{2
maxϵ3{4q.

2.5.5 Proof sketch of local convergence theorem (Theorem 2.4)

Theorem 2.3 proves that the gradient norm is lower bounded by the value of loss function

when loss is small. In order to establish the convergence result, we need to additionally

characterize the local “smoothness” of the loss function.

Lemma 2.12 (Smoothness). Under Assumption 2.2, if loss LpW q “ Opr2w2
maxq, then

LpW ` Uq ďLpW q ` x∇WLpW q, Uy ` Opr1{4w1{4
maxqL1{2pW q }U}

3{2
F ` Oprwmaxq }U}

2
F

` Op1q }U}
4
F .
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We note Lemma 2.12 is slightly different from the standard notion of smoothness in the

optimization literature, but it turns out to be also sufficient to prove our result. See the

proof in Section A.4.1. Furthermore, we can also prove that the function is Lipschitz when

loss is small.

Lemma 2.13 (Lipschitz). Under Assumption 2.2, if loss LpW q “ Opr2w2
maxq is small,

then }∇WLpW q}
2
F “ Opr3w3

maxq.

Finally, following the standard linear algebra calculations, Theorem 2.3, Lemma 2.12

and Lemma 2.13 jointly establish the convergence result (Theorem 2.4). We defer the

detailed proof to Section A.4.3.

2.6 Conclusion

In this chapter, we develop a local convergence theory for mildly over-parameterized two-

layer neural networks in the feature learning regime. By characterizing the local landscape

and showing gradient satisfies a special case of Łojasiewicz property, we prove that as long as

initial loss is below a threshold that is polynomial in relevant parameters, gradient descent

could converge to zero loss and learn features. Our result is different from NTK analysis

and mean-field analysis, since student neurons converge to the ground-truth teacher neuron

and we only have mild requirement on the over-parameterization. One immediate open

question is when can gradient descent find such a good initialization. We hope our result

could lead to stronger optimization results for mildly over-parameterized neural networks.
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3. Local Convergence of Regularized Two-Layer Neural
Networks

In this chapter, we extend our local analysis of learning two-layer networks in the feature

learning regime, previously discussed in Chapter 2, to a more standard setting. Specifically,

we consider two-layer networks with standard second-layer weights, trained using gradient

descent with weight decay. Although these modifications may appear minor, they necessi-

tate the development of new technical tools, such as new dual certificate analysis, to address

the significant challenges that arise in this context.

Our results complement the recent line of work showing the feature learning capabilities

of the early stages of gradient-based training. By combining early stage feature learning

analysis with a stronger local analysis than that in Chapter 2, we show that a variant of

gradient descent with a carefully regularized objective will capture ground-truth directions.

Our results demonstrate that feature learning not only happens at the initial gradient steps,

but can also occur towards the end of training.

3.1 Introduction

Recently, a growing line of works [60, 56, 3, 2, 1, 204, 171, 24, 135, 28, 57, 196, 141, 142]

showed that early stages of gradient training (either one/a few steps of gradient descent or a

small amount of time of gradient flow) can be useful in feature learning. These works show

that after the early stages of gradient training, the first layer in a 2-layer neural network

already captures useful features (usually in the form of a low dimensional subspace), and

continuing training the second layer weights will give performance guarantees that are

stronger than any kernel or random feature based models.

Given the local convergence results presented in Chapter 2, in this chapter we consider

the natural follow-up question:

Can we incorporate feature learning in both the early and final stages of gradient training?

We show that this is indeed possible: mildly overparametrized two-layer networks can

be trained using a variant of gradient descent to achieve feature learning. In particular, we
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prove the following result:

Theorem 3.1 (Informal). If the data is generated by a 2-layer teacher network f˚, as long

as the width of student network m is at least some quantity m0 that only depends on f˚, a

variant of gradient descent algorithm (Algorithm 1, roughly gradient descent with decreasing

weight decay) can recover the target network within polynomial time. Moreover, the student

neurons align with the teacher neurons at the end.

Our result highlights the different mechanisms of feature learning: previous works show

that in the early stages of gradient descent, the network learns the subspace spanned by the

neurons in the teacher network. Our local convergence result shows that at later stages,

gradient descent is able to learn the exact directions of the teacher neurons, which are much

more informative compared to the subspace and lead to stronger guarantees.

Analyzing the entire training dynamics is still challenging so in our algorithm (see

Algorithm 1) we use a convex second stage to “fast-forward” to the local analysis. The

early-stage feature learning serves a role similar to the initialization scheme discussed in

Chapter 2. Our technique for local convergence is similar to Chapter 2, however we consider

a more complicated setting with ReLU activation and allow second-layer weights to be both

positive or negative. This change requires additional regularization in the form of standard

weight decay and new dual certificate analysis.

3.1.1 Related works

Early stage feature learning Researchers have recently tried to understand how neural

networks trained with gradient descent (GD) can learn features, going beyond the ker-

nel/lazy regime [97, 53]. A typical setup is to use 2-layer neural networks to learn certain

target function, often equipped with low-dimensional structure. Examples include learning

polynomials [204, 56], single-index models [24, 135], multi-index models [57], sparse boolean

functions [3, 2, 1], sparse parity functions [60, 171, 28] and causal graph [142]. Also, few

works use 3-layer networks as learner model [141, 196]. These works essentially showed that

feature learning happens in the early stage of training. Specifically, they often use 2-stage
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layer-wise training procedure: first-layer weights/features are only trained with one or few

steps of gradient descent/flow and only update the second-layer afterwards. Our results

give a complementary view that feature learning can also happen in the final stage training

that leading student neurons eventually align with ground-truth directions. This cannot be

achieved if first-layer weights are fixed after few steps.

3.2 Preliminary

Notation Denote rns as the set t1, 2, . . . , nu. For vector w, we use }w}2 for its 2-norm

and w “ w{ }w}2 as its normalized version. For two vectors w,v we use =pw,vq “

arccosp|wJv|{p}w}2 }v}2qs P r0, π{2s as the angle between them (up to a sign). For matrix

A let }A}F be its Frobenius norm. We use standard O,Ω,Θ to hide constants and rO, rΩ, rΘ

to hide polylog factors. We use O˚,Ω˚,Θ˚ to hide problem dependent parameters that only

depend on the target network (see paragraph above (3.1)).

Teacher-student setup We will consider the teacher-student setup for two-layer neural

networks with Gaussian input x „ Np0, Idq. The goal is to learn the teacher network of

size m˚

f˚pxq “

m˚
ÿ

i“1

a˚
i σpw˚J

i xq ` w˚J
0 x ` b˚

0 ,

where σpxq :“ maxt0, xu is ReLU activation, S˚ :“ spantw˚
1 , . . . ,w

˚
m˚u is the target sub-

space. Without loss of generality, we will assume }w˚
i }2 “ 1 due to the homogeneity of

ReLU.

Following the recent line of works in learning single/multi-index models [24, 56], we

assume the target network has low dimensional structure.

Assumption 3.1. Teacher neurons form a low dimensional subspace in Rd, that is

dimpS˚q “ dimpspantw˚
1 , . . . ,w

˚
m˚uq “ r ! d.

We will also assume the teacher neurons are non-degenerate in the following sense:
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Assumption 3.2. Teacher neurons are ∆-separated, that is angle =pw˚
i ,w

˚
j q ě ∆ for all

i ‰ j.

Assumption 3.3. H :“
řm˚

i“1 a
˚
i w

˚
i w

˚J
i is non-degenerate in target subspace S˚, i.e.,

rankpHq “ r. Denote κ :“ |λrpHq|.

Assumption 3.2 simply requires all teacher neurons pointing to different directions,

which is crucial for identifiability [214]. Assumption 3.3 says the target network contains

low-order (second-order) information, which is related with the notion of information ex-

ponent [22]. Indeed, one can show Exrf˚pxqh2pvJxqs “ σ̂2v
JHv, where h2pxq is the

2nd-order normalized Hermite polynomial and σ̂2 is the 2nd Hermite coefficient of ReLU.

See Appendix B.1 for more details. Many previous works also rely on same or similar as-

sumption to show neural networks can learn features to perform better than kernels [56, 2,

24].

In this chapter, we are interested in the case where the complexity of target network

is small. Therefore, we will use O˚,Ω˚,Θ˚ to hide polypr,m˚,∆, |a1|, . . . , |am˚ |, κq, which

is the polynomial dependency on relevant parameters of target f˚ (does not depend on

student network).

We will use the following overparametrized student network:

fpx;θq “

m
ÿ

i“1

aiσpwJ
i xq ` α ` βJx, (3.1)

where a “ pa1, . . . , amqJ P Rm, W “ pw1 ¨ ¨ ¨wmqJ P Rmˆd and θ “ pa,W , α,βq.

Loss and algorithm Consider the square loss function with ℓ2 regularization under Gaus-

sian input

Lλpθq “ E
x„Np0,Idq

rpfpx;θq ´ ryq2s `
λ

2
}a}

2
2 `

λ

2
}W }

2
2 . (3.2)

We will use L to denote the square loss for simplicity. The ℓ2 regularization is the same as

the commonly used weight decay in practice. Our goal is to find the minima of unregularized

problem (λ “ 0) to recover teacher network f˚.
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In above, we use preprocessed data px, ryq in the loss function as in [56]. Specifically,

given any px, yq with y “ f˚pxq, denote α˚ “ Exrys and β˚ “ Exryxs, we get

rf˚pxq “ ry “ y ´ α˚ ´ βJ
˚ x. (3.3)

This preprocessing process essentially removes the 0-th and 1-st order term in the Hermite

expansion of σ. See Appendix B.1 for a brief introduction of Hermite polynomials and

Claim B.2.

Our algorithm is shown in Algorithm 1. It is roughly the standard GD following a given

schedule of weight decay λt that goes to 0. Due to the difficulty in analyzing gradient

descent training beyond early and final stage, we choose to only train the norms in Stage 2

as a tractable way to reach the local convergence regime.

We will use symmetric initialization that ai “ ´ai`m{2, wi “ wi`m{2 with ai „

Unift˘
?
du, wi „ Unifpp1{

?
mqSd´1q, α “ 0, β “ 0. Our analysis is not sensitive to

the initialization scale we choose here. The choice is just for the simplicity of the proof.

Algorithm 1: Learning 2-layer neural networks
Input: initialization θp0q, weight decay λt and stepsize ηt
Data preprocess: get px, ryq according to (3.3)
Stage 1: one step gradient update

θp1q Ð θp0q ´ η0∇θLλ0pθp0qq

Stage 2: norm adjustment by convex program
apT2q, αpT2q,βpT2q Ð mina,α,β Lpa,W p1q, α,βq ` λ

ř

i }wi}2 |ai|
Balancing norm between two layers s.t. |ai| “ }wi}2 for all i

Stage 3: local convergence
for k ď K do // for each epoch, run GD until convergence

for T3,k´1 ď t ď T3,k do
θpt`1q Ð θptq ´ η∇θLλ3,k

pθptqq

Output: θpT3,Kq “ papT3,Kq,W pT3,Kq, αpT3,Kq,βpT3,Kqq

3.3 Main Results

In this section, we give our main result that shows training student network using

Algorithm 1 can recover the target network within polynomial time. We will focus on the

case that d ě Ω˚p1q when the complexity of target function is small.
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Theorem 3.2 (Main result). Under Assumption 3.1, 3.2, 3.3, consider Algorithm 1 on loss

(3.2). There exists a schedule of weight decay λt and step size ηt such that given m ě m0 “

rO˚p1q¨p1{ε0qOprq neurons with small enough ε0 “ Θ˚p1q, with high probability we will recover

the target network Lpθq ď ε within time T “ O˚plogp1{εq{ηq where η “ polypε, 1{d, 1{mq.

Moreover, when ε Ñ 0 every student neuron wi either aligns with one of teacher neuron

w˚
j as =pwi,w

˚
j q “ 0 or vanishes as |ai| “ }wi} “ 0.

Note that our results can be extended to only have access to polynomial number of

samples by using standard concentration tools. We omit the sample complexity for simplic-

ity. We emphasize that the required width m0 only depends on the complexity of target

function f˚ (not on student network f or error ε), so any mildly overparametrized networks

can learn f˚ efficiently to arbitrary small error.

Our result improves the previous works that only train the first layer weight with small

number of gradient steps at the beginning [56, 24, 3, 2, 1]. In these works, neural networks

only learn the target subspace and do random features within it. Intuitively, these random

features need to span the whole space of the target function class to perform well, which

means its number (the width) should be on the order of the dimension of target function

class. For 2-layer networks, random features in the target subspace need p1{εqOprq neurons

to achieve desired accuracy ε. In contrast, continue training both layer at the last phase of

training allows us to learn not only subspace but also exactly the ground-truth directions.

Moreover, we only use p1{ε0qOprq neurons that only depends on the complexity of target

network. This highlights the benefit of continue training first layer weights instead of fixing

them after first step.

3.4 Proof Overview

In this section, we give the proof overview of these three stages separately.

Denote the optimality gap ζ at time t as the difference between current loss and the

best loss one could achieve with networks of any size (including infinite-width networks)

ζt “Lλtpθ
ptqq ´ min

µPMpSd´1q
Lλtpµq, (3.4)
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where MpSd´1q is the set of measures on the sphere Sd´1. As an example, if µ “

ř

i ai }wi} δwi , then Lλpµq recovers Lλpθq when linear term α,β are perfectly fitted and

norms are balanced |ai| “ }wi}. We defer the precise definition of Lλpµq to (B.1) in ap-

pendix.

3.4.1 Stage 1

For Stage 1, we show in the lemma below that the first step of gradient descent identifies

the target subspace and ensures there always exists student neuron that is close to every

teacher neuron.

Lemma 3.3 (Stage 1). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 with λ0 “

η0 “ 1 and m ě m0 “ rO˚p1q ¨ p1{ε0qOprq with any ε0 “ Θ˚p1q. After first step, with

probability 1 ´ δ we have

(i) for every teacher neuron w˚
i , there exists at least one student neuron wj such that

=pw˚
i ,wjq ď ε0.

(ii)
›

›

›
w

p1q

i

›

›

›

2
“ Θ˚p1q, |a

p1q

i | ď O˚p1{
?
mq for all i P rm˚s, α1 “ 0 and β1 “ 0.

The key observation here is similar to [56] that w
p1q

i « ´2η0a
p0q

i

`

σ̂2
2Hwi

˘

so that

given H is non-degenerate in target subspace S˚ we essentially sample w
p1q

i from the target

subspace. It is then natural to expect that the neurons form an ε0-net in the target subspace

given m0 neurons.

3.4.2 Stage 2

Given the learned features (first-layer weights) in Stage 1, we now perform least squares

to adjust the norms and reach a low loss solution in Stage 2.

Lemma 3.4 (Stage 2). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 with λt “
?
ε0.

Given Stage 1 in Lemma 3.3, we have Stage 2 ends within time T2 “ rO˚p1{ηε0q such that

optimality gap ζT2 “ O˚pε0q.
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It remains an open problem to prove the convergence when training both layers simul-

taneously beyond early and final stage. To overcome this technical challenge, we choose to

use a simple least square for Stage 2. We use the simple (sub)gradient descent to optimize

this loss. There exist many other algorithms that can solve this Lasso-type problem, but

we omit it for simplicity as this is not the main focus of this chapter.

Note that the regularization in Algorithm 1 is the same as standard weight decay when

we train both layers. This regularization leads to several desired properties at the end of

Stage 2: (1) prevent norm cancellation between neurons: neurons with similar direction but

different sign of second layer weights cancel with each other; (2) neurons mostly concentrate

around ground-truth directions. As we will see later, these nice properties continue to hold

in Stage 3, thanks to the regularization.

3.4.3 Stage 3

After Stage 2 we are in the local convergence regime. The following lemma shows that

we could recover the target network within polynomial time using a multi-epoch gradient

descent with decreasing weight decay λ at every epoch. Note that this result only requires

the initial optimality gap is small and width m ě m˚ (target network width, not m0).

Lemma 3.5 (Stage 3). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 on loss (3.2).

Given Stage 2 in Lemma 3.4, if the initial optimality gap ζ3,0 ď O˚pλ
9{5
3,0 q, weight decay λ

follows the schedule of initial value λ3,0 “ O˚p1q, and k-th epoch λ3,k “ λ3,k´1{2 and stepsize

η3k “ η ď O˚pλ12
3,kd

´3q for all T3,k ď t ď T3,k`1 in epoch k, then within K “ O˚plogp1{εqq

epochs and total T3 ´ T2 “ O˚pλ´4
3,0η

´1 logp1{εqq time we recover the ground-truth network

Lpθq ď ε.

The lemma above relies on the following result that shows the local landscape is benign

in the sense that it satisfies a special case of Łojasiewicz property [119]. This means GD

can always make progress until the optimality gap ζ is small.

Lemma 3.6 (Gradient lower bound). When Ω˚pλ2q ď ζ ď O˚pλ9{5q and λ ď O˚p1q, we
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have

}∇θLλ}
2
F ě Ω˚pζ4{λ2q.

Note that this generalizes previous result in [214] that only focuses on 2-layer networks

with positive second layer weights. This turns out to be technically challenging as two

neurons with different signs can cancel each other. We discuss how to deal with this

challenge in the next section.

3.5 Descent Direction in Local Convergence (Stage 3): The Bene-
fit of Weight Decay

In this section, we give the high-level proof ideas for the most technical challenging part

of our results — characterize the local landscape in Stage 3 (Lemma 3.6).

The key idea is to construct descent direction — a direction that has positive correlation

with the gradient direction. The gradient lower bound follows from the existence of such

descent direction.

It turns out that the existence of both positive and negative second-layer weights intro-

duces significant challenge for the analysis: there might exist neurons with similar directions

(e.g., pa,wq and p´a,wq) that can cancel with each other to have no effect on the output

of network. Intuitively, we would hope all of them to move towards 0, but they have no

incentive to do so. Moreover, if they are not exactly symmetric it’s hard to characterize

which directions these neurons will move.

We use standard weight decay to address the above challenge. Specifically, weight decay

helps us to

• Balance norm between neurons. When norm between two layers are balanced, the ℓ2

regularization
ř

i |ai|
2`}wi}

2 would become the effective ℓ1 regularization 2
ř

i |ai| }wi}

over the distribution of neurons. Such sparsity penalty ensures most neurons con-

centrate around the ground-truth directions, especially preventing norm cancellation

between far-away neurons.

• Reduce cancellation between close-by neurons. For close-by neurons, weight decay helps
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to reduce the norm of neurons with the ‘incorrect’ sign (different sign with the ground-

truth neuron). This is because weight decay prefers low norm solutions, and reducing

cancellations between neurons can reduce total norm (regularization term) while keep-

ing the square loss same.

We will group the neurons (i.e., partitioning Sd´1) based on their distance to the closest

teacher neurons: denote Ti “ tw : =pw,w˚
i q ď =pw,w˚

j q for any j ‰ iu (break the tie

arbitrarily) so that YiTi “ Sd´1. We will also use δj to denote =pwj ,w
˚
i q for j P Ti.

As described above, weight decay can always lead to descent direction when norms

are not balanced or norm cancellation happens (see Lemma B.22 and Lemma B.23). The

following lemma shows that in other scenarios we can always improve features towards the

ground-truth directions.

Lemma 3.7 (Feature improvement descent direction, informal). When norms are balanced

and no norm cancellation happens, there exists properly chosen qij ě 0 and
ř

jPTi ajqij “ a˚
i

such that
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y “ Ωpζq.

In words, this descent direction is the following: we move neuron wj P Ti toward either

ground-truth direction w˚
i or 0 depending on whether it is in the neighborhood of teacher

neuron w˚
i . Specifically, we move far-away neurons towards 0 (and thus setting qij “ 0) and

move close-by neurons towards its ’closest’ minima qijw
˚
i (the fraction of w˚

i that neuron

wj should target to approximate).

The proof of the above lemma requires a dedicated characterization of the low loss

solution’s structure, which we describe in Section 3.6.

3.6 Structure of (Approximated) Minima

In this section, we first highlight the importance of understanding local geometry by

showing the challenges in proving the existence of descent direction (Lemma 3.7). Then

after presenting the main result of this section to show the structure of (approximated)
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minima (Lemma 3.8), we discuss several proof ideas such as dual certificate analysis in the

remaining part.

3.6.1 Constructing descent direction requires better understanding of
local geometry

To show the existence of descent direction in Lemma 3.7, we compute the inner product

between gradient and constructed descent direction. We can lower bound it by (assuming

norms are balanced)

ζ ` 2
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs,

where Rpxq “ fpxq ´ rf˚pxq is the residual. Thus, in order to get a lower bound, the

goal is to show the second term above is small than ζ. As we can see, this term is

quite complicated and can be viewed as the inner product between Rpxq and hpxq “

ř

iPrm˚s

ř

jPTi ajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqq.

Average neuron and residual decomposition To deal with above challenge, we use

the idea of average neuron and residual decomposition. For each teacher neuron w˚
i , denote

vi “
ř

jPTi ajwj as the average neuron. Intuitively, this average neuron vi stands for an

idealize case where all neurons belong to Ti (closer to w˚
i than other w˚

j ) collapse into a

single neuron.

We decompose the residual Rpxq “ fpxq ´ rf˚pxq into the 3 terms below: denote the

difference between average neuron and corresponding teacher neuron v̂i “ vi ´ w˚
i

R1pxq “
1

2

ÿ

iPrm˚s

v̂J
i x signpw˚J

i xq, R2pxq “
1

2

ÿ

iPrm˚s,jPTi

ajw
J
j xpsignpwJ

j xq ´ signpw˚J
i xqq,

R3pxq “
1

?
2π

¨

˝

ÿ

iPrm˚s

a˚
i }w˚

i }2 ´
ÿ

iPrms

ai }wi}2

˛

‚` α ´ α̂ ` pβ ´ β̂qJx.

R1 can be thought as the exact-parametrization setting (use m˚ neurons to learn m˚

neurons), where the average neurons tviu
m˚

i“1 are the effective neurons. The difference

between this exact-parametrization and overparametrization setting is then characterized
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by the term R2, which captures the difference in nonlinear activation pattern. This term

in fact suggests the loss landscape is degenerate in overparametrized case and slows down

the convergence [214, 201]. Overall, this residual decomposition is similar to Zhou, Ge, and

Jin [214], with additional modification of R3 to deal with ReLU activation and linear term

α,β.

To some extent, our residual decomposition can be viewed as a kind of ‘bias-variance’

decomposition in the sense that the ‘bias’ term R1 captures the overall average contribution

of all neurons, and the ‘variance’ term R2 captures the individual contributions of each

neuron that are not reflected in R1.

High-level proof plan of Lemma 3.7 We now are ready to give a proof plan for

Lemma 3.7. The key is to show properties of minima that can help us to bound xR, hy.

1. Show that neurons mostly concentrate around ground-truth directions.

2. Show that average neuron vi is close to teacher neuron w˚
i for all i P rms.

3. Use above structure to bound xRi, hy. Specifically, bounding xR1, hy relies on the fact

that average neuron is close to teacher neuron (step 2); a bound on xR2, hy follows

from far-away neurons are small (step 1); third term xR3, hy can be directly bounded

using the loss. Detailed calculations are deferred into Appendix B.8.3.

We give main result of this section that shows the desired local geometry properties

more precisely ((i)(ii) corresponding to step 1 and (iii) corresponding to step 2 above).

Lemma 3.8 (Informal). Suppose the optimality gap is ζ, we have

(i) Total norm of far-away neurons is small:
ř

iPrm˚s

ř

jPTi |aj | }wj}2 δ
2
j “ O˚pζ{λq, where

angle δj “ =pwj ,w
˚
i q for wj that j P Ti.

(ii) For every w˚
i , there exists at least one close-by neuron w s.t. =pw,w˚

i q ď δclose “

O˚pζ1{3q.

(iii) Average neuron is close to teach neurons: we have }vi ´ w˚
i }2 ď O˚ppζ{λq3{4q.
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These properties give us a sense of what the network should look like when loss is small:

neurons have large norm only if they are around the ground-truth directions. Moreover,

when ζ{λ Ñ 0, student neuron must align with one of teacher neurons (δj “ 0) or norm

becomes 0 (|aj | }wj} “ 0). This can be understood from the ℓ1 regularized loss (equivalent

to ℓ2 regularization on both layers) that promotes the sparsity over the distribution of

neurons. In the rest of this section, we discuss new techniques such as dual certificate that

we develop for the proof.

3.6.2 Neurons concentrate around teacher neurons: dual certificate
analysis and test function

We focus on Lemma 3.8(i)(ii) here. We will use a dual certificate technique similar to

Poon, Keriven, and Peyré [153] to prove Lemma 3.8(i), and a more general construction of

test function to prove Lemma 3.8(ii). In below, we consider a relaxed version of original

optimization problem (3.2) by allowing infinite number of neurons, i.e., distribution of

neurons, with σě2pxq “ ReLUpxq ´ 1{
?
2π ´ x{2 instead of ReLU:

min
µPMpSd´1q

Lλpµq :“ Lpµ;σě2q ` λ|µ|1, (3.5)

where µ˚
λ is the minimizer. We use σě2 activation because this is the effective activation

when linear terms α, β are perfectly fitted (remove 0th and 1st order Hermite expansion of

ReLU, see Claim B.2 and (B.1) in appendix).

This is the loss function we would have in the idealized setting: (1) linear term α, β

reach their global minima (this is easy to achieve as loss is convex in them); (2) use ℓ1

regularization instead of ℓ2 regularization, since this is the case when the first and second

layer norm are balanced (weight decay encourages this to happen). Note that the results in

this part can handle almost all activation as long as its Hermite expansion is well-defined,

generalizing Zhou, Ge, and Jin [214] that can only handle absolute/ReLU activation. In

below we will focus on the activation σě2 for simplicity.

Dual certificate This optimization problem (3.5) can be viewed as a natural extension of

the classical compressed sensing problem [65, 42] and Lasso-type problem [181] in the infinite
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dimensional space, which has been studied in recent years [25, 153]. One common way is

to study its dual problem. The dual solution p0pxq (maps Rd to R) of (3.5) when λ “ 0

satisfies Exrp0pxqσě2pwJxqs P B|µ˚|pSd´1q (more detailed discussions on this dual problem

can be found in e.g., Poon, Keriven, and Peyré [153]). Here ηpwq “ Exrppxqσě2pwJxqs is

often called dual certificate, as it serves as a certificate of whether a solution µ is optimal.

Its meaning will be clear in the discussions below.

We now introduce the notion of non-degenerate dual certificate, motivated by Poon,

Keriven, and Peyré [153]. Note that the condition ηpwq P B|µ˚|pSd´1q implies that ηpw˚
i q “

signpa˚
i q and }η}8 ď 1. The following definition is a slightly stronger version of the above

implications as it requires η to decay at least quadratic when moves away from w˚
i .

Definition 3.1 (Non-degenerate dual certificate). ηpwq is called a non-degenerate dual

certificate if there exists ppxq such that ηpwq “ Exrppxqσě2pwJxqs for w P Sd´1 and

(i) ηpw˚
i q “ signpa˚

i q for i “ 1, . . . ,m˚.

(ii) |ηpwq| ď 1 ´ ρηδpw,w˚
i q2 if w P Ti, where δpw,w˚

i q “ =pw,w˚
i q.

+1

-1

0

ηpwq

w˚
1

w˚
2

w˚
3

Figure 3.1: Dual
certificate η.

The existence and construction of the non-degenerate dual cer-

tificate is deferred to Appendix B.7. We focus on the implications

of such non-degenerate dual certificate below.

Roughly speaking, the dual certificate only focuses on the position of ground-truth

directions w˚
i as it decays fast when moving away from these directions (Figure 3.1). Thus,

if µ exactly recovers ground-truth µ˚, then we have xη, µ˚y “ |µ˚|1. The gap between xη, µy

and |µ|1 is large when µ is away from µ˚. Therefore, η can be viewed as a certificate to test

the optimality of µ. The lemma below makes it more precise.

Lemma 3.9. Given a non-degenerate dual certificate η, then

(i) xη, µ˚y “ |µ˚|1 and |xη, µ ´ µ˚y| ď }p}2

a

Lpµq.

(ii) For any measure µ P MpSd´1q, |xη, µy| ď |µ|1 ´ ρη
ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ|pwq.
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In the finite width case, we have
ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ|pwq “

ř

i |ai| }wi} δ
2
i . This

is exactly the quantity that we are interested in Lemma 3.8.

To see the usefulness of Lemma 3.9, we show a proof for total norm bound of the optimal

solution µ˚
λ. The proof for general µ with optimality gap ζ is similar (Lemma B.12).

Claim 3.1 (Lemma 3.8(i) for µ˚
λ).

ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ˚

λ|pwq ď O˚pλq

Proof. It is not hard to show |µ˚
λ|1 ď |µ˚|1 (Lemma B.10) so we have

|µ˚
λ|1 ´ |µ˚|1 ´ xη, µ˚

λ ´ µ˚y ď ´xη, µ˚
λ ´ µ˚y.

Using Lemma 3.9 and the fact Lpµ˚
λq “ O˚pλ2q from Lemma B.10,

LHS “|µ˚
λ|1 ´ xη, µ˚

λy ě ρη
ÿ

iPrm˚s

ż

Ti
δpw,w˚

i q2 d|µ˚
λ|pwq, RHS ď }p}2

b

Lpµ˚
λq “ O˚pλq.

We have
ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ˚

λ|pwq “ O˚pλq.

Test function The idea of using test function is to identify certain properties of the target

function/distribution that we are interested in. Specifically, we construct test function so

that it only correlates well with the target function that has the desired property. Generally

speaking, the dual certificate above can be consider as a specific case of a test function:

the correlation between dual certificate η and distribution of neurons µ is large (reach |µ|1)

only when µ « µ˚.

In below, we use this test function idea to show that every ground-truth direction has

close-by neuron (Lemma 3.8(ii)). Denote Tipδq :“ tj : =pwj ,wiq ď δu X Ti as the neurons

that are δ-close to w˚
i .

Lemma 3.10 (Lemma 3.8(ii), informal). Given the optimality gap ζ, we have the total

mass near each target direction is large, i.e., µpTipδqq signpa˚
i q ě |a˚

i |{2 for all i P rm˚s and

any δ ě Θ˚

`

ζ1{3
˘

.
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0

gpxq

w˚
1 w˚

2 w˚
3

Figure 3.2: Test
function g.

Note that although the results in the dual certificate part

(Lemma 3.9(ii)) can imply that there are neurons close to teacher

neurons, the bound we get here using carefully designed test func-

tion are sharper (ζ1{3 vs. ζ1{4). This is in fact important to the

descent direction construction (Lemma 3.7).

In the proof, we view the residual Rpxq “ fµpxq ´ f˚pxq as the target function and

construct test function that will only have large correlation if there is a teacher neuron that

have no close student neurons. Specifically, the test function g only consists of high-order

Hermite polynomial such that it is large around the ground-truth direction and decays fast

when moving away (Figure 3.2). It looks like a single spike in dual certificate η, but in fact

decays much faster than η when moving away. It is more flexible to choose test function

than dual certificate, so test function g can focus only on a local region of one ground-truth

direction and give a better guarantee than dual certificate analysis.

3.6.3 Average neuron is close to teacher neuron: residual decomposi-
tion and average neuron

We give the proof idea for Lemma 3.8(iii) that shows average neuron vi is close to

teacher neuron w˚
i using the residual decomposition R “ R1 ` R2 ` R3.

The key is to observe that R1 is an analogue to exact-parametrization case where loss

is often strongly-convex, so we have }R1}
2
2 “ Ω˚p1q

ř

i }vi ´ w˚
i }

2
2. Then the goal is to

upper bound }R1}. Given the decomposition R “ R1 ` R2 ` R3, it is easy to bound

}R1} ď }R} ` }R2} ` }R3}. We focus on }R2} as the other two are not hard to bound (loss

is small in local regime). R2 is in fact closely related with the total weighted norm bound

in Lemma 3.8: we show }R2} “ O˚p1q

´

ř

jPTi |aj | }wj}2 δ
2
j

¯3{2
“ O˚ppζ{λq3{2q. Thus, we

get a bound for }vi ´ w˚
i }. See Appendix B.6.1.4 for details.

3.7 Conclusion

In this chapter, we strengthen the local convergence results in Chapter 2 by allowing

standard second-layer weights and ReLU activation and combining the recent analyses on
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early-stage feature learning. We showed that gradient descent converges in a large local

region depending on the complexity of the teacher network, and the local convergence allows

2-layer networks to perform a strong notion of feature learning (matching the directions of

ground-truth teacher networks). We hope our result gives a better understanding of why

gradient-based training is important for feature learning in neural networks. Our results

rely on adding standard weight decay and new constructions of dual certificate and test

functions, which can be helpful in understanding local optimization landscape in other

problems. A natural but challenging next step is to understand whether the intermediate

steps are also important for feature learning.
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Part II

Global Optimization Dynamic
Analysis of Mildly Overparametrized

Models
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4. Depth Separation with Multi-Layer Mean-Field
Networks

In the second part of this thesis, we shift our focus from local to global analysis of

optimization dynamics in mildly overparametrized models. As discussed in Chapter 1,

proving global convergence even for two-layer networks is generally hard [85, 63], and many

works have considered various specific settings to analyze their training dynamics.

In this chapter, we take one step to go beyond the typical two-layer network setting

to deep multi-layer networks. We introduce a new extension for mean-field framework,

originally applied to two-layer networks, to address multi-layer networks. We apply such

framework to the depth separation problem: why a deeper network is more powerful than a

shallower one. Previous results often focus on representation power. For example, Safran,

Eldan, and Shamir [162] constructed a function that is easy to approximate using a 3-layer

network but not approximable by any 2-layer network. We show that this separation is in

fact algorithmic.

Specifically, we show that the function constructed by Safran, Eldan, and Shamir [162]

can be efficiently learned using an overparametrized network with polynomially many neu-

rons. Our result relies on a new way of extending the mean-field limit to multi-layer

networks, and a decomposition of loss that factors out the error introduced by discretizing

infinite-width mean-field networks.

4.1 Introduction

One of the mysteries in deep learning theory is why we need deeper networks. In the

early attempts, researchers showed that deeper networks can represent functions that are

hard for shallow networks to approximate[70, 179, 152, 58, 202, 117, 164, 151, 162, 128,

186, 188, 129]. In particular, seminal works of [70, 162] constructed a simple function

(f˚pxq “ ReLUp1 ´ }x}q) which can be computed by a 3-layer neural network but cannot

be approximated by a 2-layer network.

However, these results are only about the representation power of neural networks and do
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not guarantee that training a deep neural network from reasonable initialization can indeed

learn such functions. In this chapter, we prove that one can train a neural network that

approximates f˚pxq “ ReLUp1 ´ }x}q to any desired accuracy – this gives an algorithmic

separation between the power of 2-layer and 3-layer networks.

To analyze the training dynamics, we develop a new framework to generalize mean-

field analysis of neural networks [52, 132] to multiple layers. As a result, all the layer

weights can change significantly during the training process (unlike many previous works

on neural tangent kernel or fixing lower-layer representations). Our analysis also gives a

decomposition of loss that allows us to decouple the training of multiple layers.

In the remainder of the chapter, we first introduce our new framework for multilayer

mean-field analysis, then give our main result and techniques. We discuss several related

works in the algorithmic aspect for depth separation in Section 4.1.3. Similar to standard

mean-field analysis, we first consider the infinite-width dynamics in Section 4.3, then we

discuss our new ideas in discretizing the result to a polynomial-size network (see Section 4.4).

4.1.1 Multi-layer mean-field framework

We propose a new way to extend the mean-field analysis to multiple layers. For sim-

plicity, we state it for 3-layer networks here. See Appendix C.1 for the general framework.

In short, we break the middle layer into two linear layers and restrict the size of the layer

in between. More precisely, we define

fpxq “
1

m2
bJ
2 σpW2F pxqq, F pxq “

1

m1
A1σpW1xq,

where W1 P Rm1ˆd, A1 P RDˆm1 , W2 P Rm2ˆD b2 P Rm2 are the parameters, and

F pxq P RD represents the hidden feature. See Figure 4.1 for an illustration. Later we will

refer to the step of x ÞÑ F pxq as the first layer and F pxq ÞÑ fpxq as the second layer, even

though both of them actually are two-layer networks.

In the infinite-width limit, we will fix hidden feature dimension D and let the number
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Figure 4.1: Difference between previous [140] (Left) and our framework (Right).

of neurons m1,m2 go to infinity. Then, we get the infinite-width network

fpxq “ E
pa2,w2q„µ2

a2σpw2 ¨ F pxqq, Fipxq “ E
pa1,w1q„µ1,i

a1σpw1 ¨ xq, @i P rDs,

where pµ1,iqiPrDs are distributions over R1`d with a shared marginal distribution over w1,

and µ2 is a distribution over R1`D. Note that, unlike the formulation in [140], here the hid-

den layers are described using distributions of neurons, whence are automatically invariant

under permutation of neurons, which is one of the most important properties of mean-field

networks. One can choose µ1, µ2 to be empirical distributions over finitely many neurons

to recover a finite-width network. In fact, we will do so in most parts of the chapter so

that our results apply to finite-width networks of polynomially many neurons. The network

can be viewed as a 3-layer network with intermediate layer W2A, which is low rank. This

is reminiscent of the bottleneck structure used in ResNet ([92]) and has also been used in

previous theoretical analyses such as [10] for other purposes.

Learner network Now we are ready to introduce the specific network that we use to learn

the target function. We set D “ 1 and couple a1 with w1.

$

’

’

&

’

’

%

F pxq “ F px;µ1q :“ E
w„µ1

t}w}σpw ¨ xqu ,

fpxq “ fpx;µ2, µ1q :“ E
pw2,b2q„µ2

σpw2F px;µ1q ` b2q.
(4.1)

Here, σ is the ReLU activation, and µ1 P PpRdq and µ2 P PpR2q are distributions encoding

the weights of the first and second hidden layers, respectively. We multiply each first layer
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neuron by }w} to make F more regular. This 2-homogeneous parameterization is also used

in [112] and [195]. In most parts of the chapter, µ1 and µ2 are empirical distributions over

polynomially many neurons. We use µ1, µ2 to unify the notations in discussions on infinite-

and finite-width networks.

Restricting the intermediate layer to have only one dimension (D “ 1) is sufficient as

one can learn x ÞÑ α }x} for some α P R with the first layer F pxq and α }x} ÞÑ σp1 ´ }x}q

with the second layer. For the network that computes F pxq, we do not need a bias term

as the intended function is homogeneous in x. Though we restrict the first layer to be

positive, it does not restrict the representation power of the network as the second layer

can be either positive or negative. For the second layer, even though a single neuron is

sufficient, we follow the framework and over-parameterize the network.

4.1.2 Main result and our techniques

Our main result applies the framework in the previous section to the function con-

structed in [162] (see details in Section 4.2). Informally, we prove:1

Theorem 4.1 (Main result, Informal). Given the learner network defined in (4.1) with

input dimension d, for any ϵ ą 0, we can choose layer widths as m1 “ polypd, 1{ϵq, m2 “

Θp1q so that, with probability at least 1´1{polypd, 1{εq over random initialization, running

a simple variant of gradient flow2 reduces the loss L :“ Ex

␣

pf˚pxq ´ fpxqq2
(

{2 to ε within

T “ polypd, 1{ϵq time.

This result shows that one can train a multilayer neural network to learn the function

ReLUp1 ´ }x}q that cannot be approximated by any 2-layer network. There are some

technical details caused by the choice of a heavy-tail input distribution in Safran, Eldan,

and Shamir [162] which we discuss in Section 4.2.

1 We say some quantity a is polypd, 1{εq if it is bounded by Cpd{εq
C for some universal constant C ą 0

that may change across lines.
2 Though gradient flow, strictly speaking, is not a proper algorithm, it is common to use it as a surrogate for

gradient descent in theoretical analysis. See Appendix C.5 for discussions on how to convert the argument
to a gradient descent one.
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To prove such a result, we first characterize the infinite-width dynamics (see Section 4.3).

In particular, we show that in the infinite-width dynamics, the first layer will always com-

pute a multiple of }x}, while the second layer will behave like a single neuron.

However, it is often difficult to discretize such an infinite-width analysis to a polynomial-

width network. The main difficulty is in the potential amplification of error in the network:

if at the beginning, the first layer is δ-close to computing a multiple of }x}, this δ value can

potentially increase exponentially during the training process ([132]). Given the large poly-

nomial training time for our dynamics, this exponential increase would not be acceptable.

To fix this issue, we partition the analysis into two phases, and for the time-consuming

second phase, we rely on a decomposition of the loss function:

L :“
1

2
E

x„D

␣

pf˚pxq ´ fpxqq2
(

«
1

2
E
x

!

pf˚pxq ´ f̃pxqq2
)

`
w̄2
2

2
E
x

!

pF̃ pxq ´ F pxqq2
)

. (4.2)

Here F̃ pxq is a multiple of }x} that is close to the actual first-layer output F pxq, f̃pxq

is the output of the network if the first layer is replaced by F̃ pxq – that is, if the first

layer actually computes a multiple of }x} (see (4.5) for precise definition). The first term

therefore characterizes the loss conditioned on a perfect first-layer; while the second term

characterizes the difference between the first-layer output and a multiple of }x}. We show

that the gradients of these two terms do not affect each other, at least approximately.

Therefore, we can view the training process as simultaneously doing two things: minimizing

the loss given a good first-layer representation (reducing first term), and making first-layer

output closer to a multiple of }x} (reducing second term). We believe such a decomposition

highlights how the lower-layer in the neural network receives useful gradient information to

learn good representation for this particular objective.

4.1.3 Related works

Algorithmic aspect of depth separation There have been other works that add al-

gorithmic insights into depth separation. Allen-Zhu and Li [10] showed that multi-layer

quadratic networks can learn certain target functions in a hierarchical way, which cannot
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be learned by any kernel methods or shallow neural networks. Our work deals with more

standard neural network architectures and target functions. A concurrent work Safran and

Lee [163] considers a similar problem as ours, where they show that GD with a certain

three-layer network can learn the ball indicator which is not approximable by any two-layer

network. Conceptually the main difference between our results lies in the training dynamics

– the first layer of Safran and Lee [163] is fixed while we train both layers. This leads to

very different training dynamics and proof techniques.

Multi-layer mean-field Although mean-field analysis has been successful for the opti-

mization of two-layer overparameterized network, it is not easy to extend it to multiple-layer

network since the width of intermediate layer goes to infinity. Many works have tried to

address this issue to generalize mean-field analysis to deep networks. See e.g., Nguyen

and Pham [140], Pham and Nguyen [150], Araújo, Oliveira, and Yukimura [17], Sirignano

and Spiliopoulos [173], Fang et al. [71], Lu et al. [121], and Ding et al. [64] and references

therein. Unlike most of the existing works, our multi-layer mean-field framework still has

finite hidden feature dimension while the number of neurons can go to infinity to become a

distribution of neurons. See Section 4.1.1 and Appendix C.1 for more discussions.

Mildly overparameterized neural networks Recently there are many works that con-

sider the problem of learning certain target function with mildly overparameterized (poly-

nomial size) network [14, 13, 27, 69, 199, 26, 95, 47, 112, 195, 214]. In particular, these

works are different from the typical mean-field analysis where usually the infinite-width

network are considered, or the typical NTK analysis where neural network behaves like

kernel method. Our work is in a similar direction, but we need new insights to extend the

discretization to our new multilayer framework.

4.2 Preliminaries

In this section, we discuss the additional technical conditions for the input distributions

in [162], and how we deal with this in the training process.
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Notations For a vector x, we let }x} denote its Euclidean norm. We use a “ b ˘ c as a

shorthand for the condition a P rb´ |c|, b` |c|s. For a distribution µ, we write v P µ for the

condition v is in the support of µ. Other notations we use are mostly standard. We usually

use v1 and w1 to denote a first layer neuron, and pv2, r2q and pw2, b2q to denote a second

layer neuron. Keeping two sets of notations for neurons is intentional. When we are taking

expectations over neurons, we use w1 and pw2, b2q. When considering a single neuron, we

use v1 and pv2, r2q. For vectors, we write v̄ :“ v{ }v}. We will use Ex as a shorthand for

Ex„D when it is clear from the context. We also use v P µ as a shorthand for v P supppµq.

Target Function and Input Distribution The target function we consider is f˚pxq “

σp1 ´ }x}q, where σ : R Ñ R is the ReLU activation. To describe the input distribution,

first, we define φpxq :“
´

Rd
}x}

¯d{2
Jd{2p2πRd }x}q, where Rd “ 1?

π
pΓpd{2 ` 1qq1{d and Jν is

the Bessel function of the first kind of order ν. Let α, β ą 0 be the universal constants

from [162] (cf. the proof of Theorem 5). We assume the inputs x P Rd are sampled from

the distribution D whose density is given by x ÞÑ p
?
dβαqdφ2p

?
dβαxq. It has been verified

in [70] and [162] that this is indeed a valid probability distribution. Also, note that D

is a spherically symmetric distribution. For more properties of D, see Appendix C.2.2.

By Theorem 5 of [162], no two-layer networks of width polypd, 1{εq can approximate f˚

to accuracy ε in L2pDq.3 This distribution is heavy-tailed in the sense that Ex„Dr}x}2s

is undefined. The choice of such heavy-tailed distribution is mostly required for proving

the lower bound. Our training result holds for most reasonable spherically symmetric

distributions.

Training Algorithm and Main Result We use gradient flow with clipping over MSE

loss to train a polynomial-size network. We write the loss as

L “ Lpµ1, µ2q “
1

2
E

x„D

␣

pf˚pxq ´ fpxqq2
(

“: E
x
Lpxq, (4.3)

3 Strictly speaking, the result in [162] requires ε “ Op1{d6q. Even in that regime, our algorithm learns
the function using polypdq neurons, which is not achievable by any two-layer network, therefore it is still a
valid separation.
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Define Spxq “ pf˚pxq´fpxqqEw2,b2 tσ1pw2F pxq ` b2qw2u. One can verify that the dynamics

of the neurons are given by

$

’

’

’

’

’

’

&

’

’

’

’

’

’

%

9v1 “ E
x„D

␣

ΠRv1

“

Spxq
`

v̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqx
˘‰(

,

9v2 “ E
x„D

␣

ΠRv2

“

pf˚pxq ´ fpxqqσ1pv2F pxq ` r2qF pxq
‰(

,

9r2 “ E
x„D

␣

ΠRr2

“

pf˚pxq ´ fpxqqσ1pv2F pxq ` r2q
‰(

,

(4.4)

where ΠR stands for the projection to the ball of radius R, and Rv1 “ Θpdq, Rv2 “ Θpd3q,

Rr2 “ Θp1q are the projection threshold. We add these additional gradient clipping because

without them the gradients are not well-defined due to the heavy-tailed property of the

distribution D. Note that gradient clipping is indeed widely used in practice to avoid

exploding gradients [148, 208]. In fact, we believe our optimization result without using

gradient clipping would still be true for a general spherically symmetric distribution D as

long as it is more regular.

To initialize the learner network, we use Unifpσ1Sd´1q to initialize the first layer weights

w1, N p0, σ2
2q for the second layer weights w2, and choose all second layer bias b2 to be σr,

where σ1, σ2, σr are some small positive real numbers. We initialize w1 on the sphere instead

using a Gaussian only for technical convenience. We initialize the bias term to be a small

positive value so that all second layer neurons are activated at initialization to avoid zero

gradient.

Now we are ready to give our main result. It shows that gradient flow with a polynomial-

sized learner network (4.1) defined in our mean-field framework can learn f˚pxq “ σp1´}x}q

efficiently, which is not approximable by any two-layer network [162].

Theorem 4.2 (Main result). Given the learner network defined in (4.1) with initialization

described above and suppose we run gradient flow, assuming it exists, on this finite-width

network with clipping (4.4) on loss (4.3). Then, for any ϵ ą 0, we can choose m1 “

polym1
pd, 1{ϵq, m2 “ Θp1q, σ1 “ 1{polyσ1

pd, 1{ϵq, σ2 “ 1{polyσ2
pd, 1{ϵq, σr “ Θp1q,

Rv1 “ Θpdq, Rv2 “ Θpd3q and Rr2 “ Θp1q so that with probability at least 1´1{polypd, 1{εq
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over the random initialization, we have loss L ď ε within T “ polypd, 1{ϵq time.

4.3 The Infinite-Width Dynamics

Our proof consists of analyzing the dynamics of the infinite-width mean-field network

and controlling the discretization error. In this section, we characterized the infinite-width

dynamics. For ease of presentation, we pretend there is no projection and the gradients

are well-defined in this subsection and defer the discussion on handling the projections to

Section 4.4.

First, note that both the input distribution D and the infinite-width network are spher-

ically symmetric. That is, for any x,x1 P Rd with }x} “ }x1}, the density/function value

are the same. Any spherically symmetric g : Rd Ñ R can be characterized by a function

h : r0,8q Ñ R which satisfies hp}x}q “ gpxq. For convenience, we will abuse notation to

also use g : R Ñ R to denote this function h.

Assuming that the distribution µ1 of the first layer neurons is spherically symmetric,

which is true at least at initialization, we can approximate the first layer with a simple

function using the following lemma. The proof of it can be found in Appendix C.2.3.

Lemma 4.3. Let µ be a spherically symmetric distribution. We have

E
w„µ

}w}σpw ¨ xq “ CΓ
Ew„µ }w}

2

?
d

}x} where CΓ :“
Γpd{2q

?
d

2
?
πΓppd ` 1q{2q

.

Note that, as d Ñ 8, we have CΓ Ñ 1{
?
2π, so CΓ is universally bounded for all d.

This lemma implies that, in the infinite-width limit, we have F pxq “ α }x} for some real

α ą 0, at least at initialization. This suggests defining the infinite-width approximation as:

α :“
CΓ
?
d

E
w1„µ1

}w1}
2 , F̃ pxq :“ α }x} , f̃pxq :“ E

pw2,b2q„µ2

σpw2F̃ pxq ` r2q. (4.5)

Note that (4.5) is well-defined no matter µ1 is infinite-width or not, though only in the

infinite-width case will one have F “ F̃ . Later in Section 4.4 we will show that F « F̃

throughout the entire process in the discretization part of the proof.
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For the infinite-width network, one can imagine that, thanks to the symmetry, as long

as µ1 is spherically symmetric at time t, then no first layer neuron will change its direction

and the change in norm is also uniform, i.e., it does not depend on the direction v̄1. (See

Appendix C.2.4 for the proof.) As a result, µ1 will remain spherically symmetric. Formally,

one can show that, for any spherically symmetric g : Rd Ñ R, we have

E
x

tgpxqσpv ¨ xqu “
CΓ
?
d
E
x

tgpxq }x}u }v} and E
x

␣

gpxqσ1pv ¨ xqx
(

“
CΓ
?
d
E
x

tgpxq }x}u v̄,

where v̄ “ v{ }v}. Again, the proof of these two identities can be found in Appendix C.2.3.

Apply these identities to 9v1 with g ” S and one can obtain

9v1 “
2CΓ
?
d
E
x

tSpxq }x}uv1.

As a result, µ1 is always a uniform distribution over some sphere. Moreover, we have4

9α “ E
w1

Bα

Bw1

dw1

dt
“

4C2
Γ

d
E
x

tSpxq }x}u E
w1

}w1}
2

“
4CΓ
?
d
E
x

tSpxq }x}uα.

This implies that the dynamics of the first layer can also be characterized by α alone. This

reduces the dynamics of the first layer to a single real number α. That is, the outputs of the

first layer depend only on α and x, and the dynamics of α also depend only on α instead of

every single neuron w1. In other words, we do not need to look at the actual dynamics of w1

in this infinite-width case. We will later show that the spread of the second layer is always

small, hence the second layer can be approximated by α }x} ÞÑ σpw̄2α }x} ` b̄2q where

pw̄2, b̄2q “ Epw2, b2q. Combining these observations, one can characterize the dynamics of

the entire network using three quantities: α, w̄2 and b̄2.

We close this section with another interpretation of F̃ , which is going to be handy in

Section 4.4.2. Since we know that, in the idealized case, F should be spherically symmetric.

Hence, it makes sense to define the “idealized” F to be the average over the sphere, that

4 As in the standard mean-field arguments, we rescale the gradients by m so that it does not go to
0 as m Ñ 8. In most cases regarding gradient calculation, this is equivalent to using the formal rule
Bv Ew gpwq “ Bvgpvq.
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is, F̃ pxq “ Ex1P}x}Sd´1 F px1q. Note that in Lemma 4.3, the expectation is taken over the

neurons while here it is over the inputs. However, similar to the proof of Lemma 4.3, one

can still show that

E
x1P}x}Sd´1

F px1q “ E
w„µ1

E
x1P}x}Sd´1

}w}
2 σpw̄ ¨ xq “

CΓ Ew„µ1 }w}
2

?
d

}x} “ α }x} .

In other words, these two derivations are equivalent. In some sense, this means that the

infinite-width network can be interpreted as a symmetrization of the actual finite-width

network.

4.4 Discretizing the Dynamics with Polynomial-size Network

Figure 4.2: Simulation results. The left figure shows the loss during training. Each
vertical dashed line corresponds to a time point plotted in the other two figures. The
center figure depicts the shape of f at certain steps. The right figure shows the values of
the second-layer neurons at certain steps. One can observe that f « f̃ indeed holds, and
the second layer neurons are concentrated around pw̄2, b̄2q, which matches our theoretical
analysis. Simulation is performed on a finite-width network with widths m1 “ 512,
m2 “ 128 and input dimension d “ 100.

In this section, we show how to discretize the infinite-width dynamics to get our main

results. See Fig. 4.2 for simulation results. As we can see, even though the network has

a finite width, at any time step, the function fpxq is close to a function of the form x ÞÑ

σpb̄2´w̄2α}x}q, and throughout the training the second layer weights are well-concentrated.

Let δ2 :“ maxpv2,r2q,pv1
2,r

1
2q }pv2, r2q ´ pv1

2, r
1
2q} be the spread of the second layer, we will

split the training procedure into two stages. Recall that pw̄2, b̄2q :“ Epw2,b2q„µ2
pw2, b2q. In

Stage 1, w̄2 will decrease to ´polypdqδ2. We show that after this condition is true, the
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projection operators in (4.4) can be ignored (that is, the corresponding terms never exceed

the thresholds, see Lemma 4.4). In Stage 2, we show that the network can fit the target

function in polynomial time.

4.4.1 Stage 1: removing the projections

Our first step shows that after a short amount of time in training, it is OK to ignore

the projection operators in (4.4). To see why the projections can be ignored in certain

circumstances, first note that if f « f̃ , second layer neurons concentrate around their mean,

b̄2 “ Θp1q and w̄2 ă 0, then f « σpw̄2α }x} ` b̄2q vanishes outside t}x} ď Θp1{|w̄2α|qu,

whence the gradients also vanish for those large x. Meanwhile, by upper bounding the

norm of the gradients, one can show that in order for the projections to be triggered, it

is necessary for }x} to be large. As a result, when f decreases sufficiently fast, fpxq will

reach 0 before }x} becomes too large. Formally, we have the following lemma, whose proof

can be found in Appendix C.3.

Lemma 4.4. Choose the projection thresholds Rv1 “ Θpdq, Rv2 “ Θpd3q and Rr2 “ Θp1q

in (4.4). Suppose that α “ Θp1{
?
dq. Then, the projection operators in 9r2, 9v1 and 9v2 will

no longer be activated if all second layer weights are nonpositive, ´w̄2 ą Θp1qδ2 for some

large constant, and ´w̄2 ě Θp1q{Rv2 for some large constant, respectively.

Based on this lemma, we further split Stage 1 into three substages. We define T1.1 to be

the first time all second layer weights become negative, and T1.2 and T1.3 the first time |w̄2|

becomes Θpdqδ2 and Θp1{Rv2q, respectively. They represent the end time of Stage 1.1, 1.2,

and 1.3, respectively. We require |w̄2| to be Θpdqδ2 instead of Θp1qδ2 at the end of Stage 1.2

so that the starting state of Stage 1.3 is more regular. By definition and Lemma 4.4, after

each substage, one more projection can be ignored, and all of them can be ignored after

Stage 1.

The main lemma of Stage 1 is as follows. Recall that Rv1 , Rv2 , Rr2 are the clipping

thresholds.
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Lemma 4.5 (Stage 1, informal). Define the end time of Stage 1 as T1 :“ inftt ě 0 :

´w̄2ptq “ C1{Rv2u for some large constant C1. Under the assumptions of Theorem 4.2, we

have T1 ď polypd, 1{εq and the following conditions hold throughout Stage 1.

(i) Approximation error of the first layer. For each v1 P µ1, both the tangent

movement and the radial spread can be controlled as }v̄1ptq ´ v̄1p0q} ď δ
p1q

1,T ptq and

}v1}
2

“ p1 ˘ δ
p1q

1,RptqqE }w1}
2, where δ

p1q

1,T and δ
p1q

1,R are two processes which are always

small.

(ii) Spread of the second layer. For any pv2, r2q, pv1
2, r

1
2q P µ2, }pv2, r2q ´ pv1

2, r
1
2q} is

small.

(iii) Regularity conditions. r2 “ Θp1q for all pv2, r2q P µ2, |w̄2| “ Op1{Rv2q “ Op1{d3q

and α “ Θp
?
d{Rv1q “ Θp1{d1.5q.

The first two conditions mean the approximation fpxq « σpw̄2α }x} ` b̄2q is valid

throughout Stage 1 and the third condition describes the shape of f in Stage 1. To main-

tain these conditions, we use the so-called continuity argument, which can be viewed as a

continuous version of mathematical induction. See Appendix C.2.1 for explanations of this

technique.

With the approximation F pxq « α }x} and the fact fpxqσ1pv2F pxq ` r2q “ fpxq for

most x, we can rewrite the dynamics of v2 as

9v2 « E
x

␣

ΠRv1
rpf˚pxq ´ fpxqqα }x}s

(

.

Since f is much flatter than f˚, f is still Ωp1q when f˚ vanishes because of }x} ě 1. As

a result, the RHS is always negative. In fact, we show that it is ´Θpα log dq. Recall that

T1.2 is the time |w̄2| reaches Θpdδ2q. If δ2 roughly remains constant, the time needed for

Stage 1.1 and Stage 1.2 is proportional to the initial δ2. Then, we can make the initial δ2

small by selecting a small enough σ2. This also helps control the movement of v1 and r2 in

Stage 1.1 and Stage 1.2 as their dynamics depend on |w2|.
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One also needs to show that δ2 cannot increase too much during Stages 1.1 and 1.2 to

maintain the approximation fpxq « σpw̄2F pxq ` b̄2q. Intuitively, this is because for inputs

with small }x}, the gradient ∇v2Lpxq does not depend on pv2, r2q itself; for the inputs with

a large norm, they cannot contribute too much to the gradient due to gradient clipping. As

a result, the dynamics of v2 are approximately uniform in Stage 1.1 and Stage 1.2, whence

the distance between different pv2, r2q, pv1
2, r

1
2q stays small.

The same method does not work in Stage 1.3 as now the target value of w̄2 no longer

depends on δ2, and we need a finer analysis for the first layer. Recall that, after Stage 1.2,

the projection in 9v1 can be ignored. Therefore, we can decompose 9v1 along the radial and

tangent direction as

9v1 “ Radp 9v1q ` Tanp 9v1q “ x 9v1, v̄1y v̄1 ` pI ´ v̄1v̄
J
1 q 9v1

“ 2E
x

tSpxqσpv1 ¨ xqu ` }v1}E
x

␣

Spxqσ1pv1 ¨ xqpI ´ v̄1v̄
J
1 qx

(

.

Then, we write Spxq « pf˚pxq ´ fpxqqw̄2 “ pf˚pxq ´ f̃pxqqw̄2 ` pf̃pxq ´ fpxqqw̄2. The

terms related to f˚ ´ f̃ is essentially what one should expect to have in the infinite-width

dynamics. For those terms, the radial movement is uniform and tangent movement is 0.

Then, we bound terms related to f̃ ´ f using the radial spread and tangent movement of

the first layer to obtain d
dt

´

δ
p1q

1,R ` δ
p1q

1,T

¯

Æ
Op1q

d2.5

´

δ
p1q

1,R ` δ
p1q

1,T

¯

(cf. Lemma C.21). Though,

with this bound, the error can grow exponentially fast (exppt{d2.5q), this is sufficient since

Stage 1.3 only takes Opd1.5q time.

4.4.2 Stage 2: fitting the target function

The goal of Stage 2 is for the gradient flow to converge to a point with loss at most

ε in polynomial time. The main difficulty in this stage is that we need to bound the

approximation error of the first layer more carefully, as Stage 2 is potentially long and

the brute-force estimations used in Stage 1 is too loose towards the end of training. We

write F̄ :“ F {α and measure the approximation error using
›

›F̄ |Sd´1 ´ 1
›

› and
›

›F̄ ´ }¨}2

›

›

L2 .

Strictly speaking, for the L2 error, we only consider those x with }x} ď Θp1{|w̄α|q “ polypdq
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since otherwise it can be ill-defined. This is valid because, as we have discussed earlier, f

vanishes for large x. In Stage 2, Ex always means E}x}ďΘp1{|w̄2α|q and, for the simplicity

of presentation, we usually do not explicitly state this. The main result of Stage 2 is as

follows.

Lemma 4.6 (Stage 2, informal). Define the end time of Stage 2 as T2 :“ inftt ě T1 :

L “ εu. Under the assumptions of Theorem 4.2, we have T2 ´ T1 ď polypd, 1{εq and the

following conditions hold throughout Stage 2:

(i) Approximation error of the first layer. Both
›

›F̄ ´ }¨}
›

›

L2 and
›

›F̄ |Sd´1 ´ 1
›

›

L8 are

small.

(ii) Spread of the second layer. maxpv2,r2q,pv1
2,r

1
2q }pv2, r2q ´ pv1

2, r
1
2q} does not grow.

(iii) Regularity conditions. The shape of f is similar to the one shown in Figure 4.2.

As we mentioned, the main technical challenge is to bound the approximation error of

the first layer. The overall strategy is to first show that, in Stage 2, the L2 error barely grows

and then show that, as long as the L2 error is small, the L8 error can also be controlled.

Unlike Stage 1, |w̄2α| is fairly large in Stage 2 and, as a result, the first layer can receive

some signal from the loss function. Intuitively, this signal should push the first layer to

become closer to a multiple of }x} as that is what the global optimal solution would do.

Formally, we first show the following approximation:

L «
1

2
E
x

!

pf˚pxq ´ f̃pxqq2
)

`
w̄2
2

2
E
x

!

pF̃ pxq ´ F pxqq2
)

, (4.6)

in the sense that the gradients ∇v1 of both sides are approximately the same, where f̃pxq

is defined as Epw2,b2q„µ2
σpw2F̃ pxq ` b2q. The first term of (4.6) measures the distance

between the target function and the infinite-width network and the second term measures

the approximation error of the first layer. In some sense, one can view this formula as a

bias-variance decomposition for discretizing mean-field networks.
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With this approximation in hand, we then show that, thanks to the 2-homogeneity of

F , the first term, after certain normalization, does not affect the approximation error of

the first layer. Meanwhile, since we are following the gradient flow, the second term can

only decrease the approximation error.

To establish (4.6), we first decompose the loss function as

L “
1

2
E
x

!

pf˚pxq ´ f̃pxqq2
)

`
1

2
E
x

!

pf̃pxq ´ fpxqq2
)

` E
x

!

pf˚pxq ´ f̃pxqqpf̃pxq ´ fpxqq

)

“: L1 ` L2 ` L3.

We claim that L2 is approximately the second term of (4.6) and the third term is approxi-

mately 05. Let X1 be the largest spherically symmetric set on which v2F pxq ` r2 ą 0 for

all pv2, r2q P µ2. We show that those x outside X1 contribute a little. Therefore, we can

rewrite L2 as

L2 «
1

2
E
X1

#

ˆ

E
w2,b2

pw2F̃ pxq ` b2q ´ E
w2,b2

pw2F pxq ` b2q

˙2
+

“
w̄2
2

2
E
X1

!

pF̃ pxq ´ F pxqq2
)

«
w̄2
2

2
E
x

!

pF̃ pxq ´ F pxqq2
)

.

Similarly, we can rewrite L3 as L3 « w̄2 Ex

!

pf˚pxq ´ f̃pxqqpF̃ pxq ´ F pxqq

)

. Recall from

Section 4.3 that F̃ pxq “ Ex1P}x}Sd´1 F pxq. With this in mind, one can easily verify that, for

any spherically symmetric function g : Rd Ñ R, Ex tgpxqF pxqu “ Ex

!

gpxqF̃ pxq

)

. Setting

g “ f˚pxq ´ f̃pxq gives L3 « 0. Combine these two estimations together and we obtain

(4.6).

Provided that the L2 error is always small, we show that, up to some higher order terms,

ˇ

ˇ

ˇ

ˇ

d

dt
F̄ px̄q

ˇ

ˇ

ˇ

ˇ

À Opd3q
›

›F̄ ´ }¨}2

›

›

L2 , @x̄ P Sd´1.

In words, the change of d
dt F̄ pxq can be bounded by the L2 error. Hence,

›

›F̄ |Sd´1 ´ 1
›

›

L8 is

always small as long as we choose a sufficiently large m1 so that F̄ pxq|xPSd´1 is close to 1 at

5 For the ease of presentation, here we are talking about the function values instead of the gradients.
Strictly speaking, this is incorrect as the function value being small does not necessarily imply the gradient
is small. The ideas, however, are essentially the same. See Section C.4.2 for the actual proof.
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initialization. This should not be a surprise since, after all, in the infinite-width dynamics

F̄ pxq|xPSd´1 “ 1. The formal proof of the above argument can be found in Section C.4.2.

Given that the approximation error can be controlled, one can then derive a convergence

rate using the infinite-width dynamics. See Section C.4.3 for details.

4.5 Conclusion

In this chapter we give a new framework for extending mean-field limit to multi-layer

networks, and use this framework to show that three-layer networks can learn a function

that is not approximable by two-layer networks. There are still many open problems: for

the current objective the loss is spherically symmetric so the first-layer neurons don’t move

much tangentially, what if the function is instead σp1 ´ }PSx}q where PS is projection to

some unknown subspace? How about functions that require an intermediate layer of size

more than 1? Can one generalize the saddle point analysis to deeper networks? We hope

this work will be a starting point for understanding how deep neural networks can learn

useful features.
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5. Implicit Regularization Leads to Benign Overfitting
for Sparse Linear Regression

In deep learning, often the training process finds an interpolator (a solution with 0

training loss), but the test loss is still low. This phenomenon, known as benign overfitting,

is a major mystery that received a lot of recent attention. One common mechanism for

benign overfitting is implicit regularization, where the training process leads to additional

properties for the interpolator, often characterized by minimizing certain norms.

In this chapter, we consider a simple sparse linear regression problem y “ β˚Jx ` ξ

with sparse β˚. We focus on the overparametrization regime, where the number of samples

is smaller than the dimension. While many minima can achieve zero training loss, not

all of them can learn the feature and generalize. In fact, neither minimum ℓ1 or ℓ2 norm

interpolator gives the optimal test loss.

We give a different parametrization of the model which leads to a new implicit regular-

ization effect that combines the benefit of ℓ1 and ℓ2 interpolators. We show that training

our new model via gradient descent leads to an interpolator with near-optimal test loss.

Our result is based on careful analysis of the training dynamics to show gradient descent

first learn the feature β˚ and then memorize the noise. Our work provides another example

of implicit regularization effect that goes beyond norm minimization.

5.1 Introduction

Benign overfitting – the phenomenon that the training loss becomes 0, but the test loss

remains low – is a major mystery in deep learning. Recently, a long line of works [32, 30,

33, 90, 8, 105] tried to explain why interpolators (solutions with 0 training loss) can still

enjoy good test loss for various models. This phenomenon is interesting and was studied

extensively even for simple models of linear regression (see e.g., Bartlett et al. [30], Tsigler

and Bartlett [183], and Hastie et al. [90]), where data px, yq is generated as

y “ β˚Jx ` ξ.
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Here, β˚ is an unknown vector that we hope to learn, x is generated from a data distribution

and ξ represents the noise.

One of the major explanations for benign overfitting is implicit regularization, which

suggests that the training process promotes additional properties for the interpolator that

it finds. In the context of the simple linear regression, it was known that fitting the

model y “ βJx directly by gradient descent gives the β with minimum ℓ2 norm; while

parametrizing β as β “ wd2 ´ud2 (here d2 represents entry-wise square) gives the β with

minimum ℓ1 norm.

However, for sparse linear regression, implicit regularization in the form of ℓ1 or ℓ2

norm minimization does not lead to benign overfitting. More precisely, if β˚ P Rd is an

s-sparse vector, given n samples pxi, yiq for i “ 1, 2, ..., n where n ! d, xi „ Np0, Iq and

ξi „ Np0, σ2q, one can still hope to find a parameter β such that the test loss 1
2 Erpy´βJxq2s

is on the order of σ2s logpd{sq{n. Neither minimum ℓ1 or ℓ2 interpolator achieves anything

near this guarantee: the best ℓ2 norm interpolator achieves a test loss of Ωp}β˚}
2
2q [30, 90]

while the best ℓ1 norm interpolator achieves a test loss of Ωpσ2{ logpd{nqq [46, 191].

In the sparse regression setting, Muthukumar et al. [137] showed that when the model

is significantly overparametrized (d " n), it is still possible to find an interpolator with

near-optimal test loss. The interpolator in Muthukumar et al. [137] has to be constructed

explicitly through a 2-stage process which combines ℓ1 and ℓ2 norm minimization. In this

chapter, we ask whether such an interpolator can be found via implicit regularization – by

directly minimizing the loss using a new parametrization.

5.1.1 Our result and technique

We show that implicit regularization can indeed give near-optimal interpolators (up to

polylog factors) and therefore achieve benign overfitting in the sparse regression setting:

Theorem 5.1 (Informal). In the sparse linear regression setting with unknown s-sparse

target β˚, suppose we parametrize linear function βJx as

β “ v ` λpwd2 ´ ud2q.
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If Ω̃ps4q ď n ď rOp
?
dq, with proper choice of parameters, gradient descent converges to a

solution β with 0 training loss and test loss

}β ´ β˚}2 “ O

¨

˝σ

d

s log5pdq

n

˛

‚.

More formal versions of this theorem appear as Theorem 5.3 and Corollary 5.4. Note

that the test loss is within polylog factor to the minimax rate.

The model we use is similar to a 2-layer scalar network (which gives the wd2 ´ ud2

term) with a skip-through connection (the v term) like in the ResNet [92]. Intuitively, the

term λpwd2´ud2q promotes minimum ℓ1 norm properties and can be used to fit the sparse

signal β˚, while the term v promotes minimum ℓ2 norm properties and can be used to fit

the noise.

Of course, showing that training this model via gradient descent leads to the correct

trade-off between fitting the signal and noise is still challenging. We rely on dynamics

analysis and show that the term λpwd2 ´ ud2q first grows fast to recover the sparse signal

and then the term v grows to fit the noise. Interactions between all parameters v,w,u

makes it difficult to directly derive an accurate dynamics analysis. To address this issue,

we introduce a new way to decompose v that allows us to separate the effect of learning

signal and fitting noise and leads to a better characterization of the training dynamics. See

details in Section 5.4 and Section 5.5.

5.1.2 Related works

There is a long line of work trying to understand implicit regularization effect, we refer

the readers to some surveys for more complete discussions [31, 61, 185]. Here, we first

summarize implicit regularization effect for interpolating linear models and their variants

in regression setting. We then discuss related works for implicit regularization that are

more related to training dynamic analysis instead of norm-minimizing.
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Min-ℓ2-norm interpolator When using linear model βJx for regression 1
2n

ř

ipβ
Jxi ´

yiq
2, it is known that gradient flow/descent with 0 initialization will converge to the solution

that minimizes its ℓ2 norm (e.g., Gunasekar et al. [88]). Recently, many papers have studied

the generalization error of such min-ℓ2-norm interpolator in the overparametrized regime

where the dimension is much larger than then number of samples: Hastie et al. [90] and

Mitra [133] focused on the asymptotic regime where d, n Ñ 8 with fixed ratio, Bartlett

et al. [30] and Tsigler and Bartlett [183] gave the non-asymptotic results under certain data

assumption, Belkin, Hsu, and Xu [33] studied Gaussian data case, and Zhou, Sutherland,

and Srebro [211], Negrea, Dziugaite, and Roy [139], and Koehler et al. [105] developed

different frameworks to analyze low-norm interpolator. In particular, these results suggest

that min-ℓ2-norm interpolator can achieve benign overfitting when the spectrum of input

data covariance matrix has certain structure. On the other hand, it suffers from large test

loss with isotropic features (identity covariance matrix for x).

Min-ℓ1-norm interpolator Going beyond the simplest linear model βJx, when the un-

derlying signal is known to be sparse, one could reparametrize β by βpw,uq “ wdL ´udL,

where dL represents element-wise L-th power for integer L ě 2. Woodworth et al. [199],

Azulay et al. [23], and Yun, Krishnan, and Mobahi [206] showed that gradient flow with

such parametrization converges to min-ℓ1-norm solution when using small initialization and

min-ℓ2-norm solution when using large initialization. Researchers have studied the test loss

of the min-ℓ1-norm interpolator in the sparse noisy linear regression: Mitra [133] and Li and

Wei [113] studied the asymptotic regime with d, n Ñ 8 with fixed ratio, Ju, Lin, and Liu

[102] focused on the Gaussian data case, and Chinot, Löffler, and Geer [49] and Koehler

et al. [105] developed different frameworks and analyzed min-ℓ1-norm interpolator as an

example.

Lower bounds are also shown in Chatterji and Long [46] and Wang, Donhauser, and

Yang [191], which suggests that min-ℓ1-norm interpolator does not have good generalization

performance due to its sparsity. Vaskevicius, Kanade, and Rebeschini [187] and Li et al.
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[109] showed that gradient descent with early stopping can still achieve near-optimal test

loss, but these results do not give interpolating models.

Hybrid model Muthukumar et al. [137] proposed an interpolation scheme called hybrid

interpolation (Definition 5 in their paper) to achieve optimal test loss. Specifically, the

hybrid interpolation is a 2-step procedure to achieve benign overfitting: (1) use any esti-

mator to recover signal (e.g., Lasso [36]); (2) use min-ℓ2-norm interpolator to memorize the

remaining noise. Such two-step procedure shares similarity with the learning dynamics in

our analysis: our model will first recover the signal using the second-order term and then

fit the noise using the linear term. Different from the hybrid interpolation scheme that

requires a 2-step procedure, in our setup such learning dynamics arise naturally just by

running gradient descent.

Beyond norm-minimization for implicit regularization Many of the earlier works

for implicit regularization shows that the training process minimizes a certain norm (or

maximizes margin with respect to a norm). The first example of implicit regularization

that goes beyond norm minimization works in the setting of matrices. Arora et al. [18]

observed that for low-rank matrix problems the solution found does not always minimize

the nuclear norm. Similar idea has also been exploited in the full-observation matrix sensing

[82, 83]. Later Li, Luo, and Lyu [114] was able to characterize the implicit regularization

effect in matrix sensing problems via a greedy-low-rank-learning dynamics. Such implicit

rank regularization and dynamics analysis are also studied in tensor problems [158, 157,

78] and neural networks [182, 74]. The implicit regularization effect in our setting can

be characterized using the results in Li et al. [116], but it does not directly imply the

generalization guarantee. Our result shows that dynamics analysis can be important even

in the simpler sparse regression model to achieve benign overfitting.

5.2 Preliminary

In this section we first introduce basic notations. Then we define the precise sparse

recovery problem we are solving, and the learner model/algorithms we use. Finally we
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state several useful properties for the data that we will use throughout our analysis.

Notation Denote rns “ t1, 2, . . . , nu. We use bold symbols to represent vectors and ma-

trices. For vector β P Rd, given any set A Ď rds, let βA :“
ř

iPA βiei be the same as β for

the entries in set A and 0 for other entries, where teiu is the standard basis. We use stan-

dard big-O notations Ω, O to hide constants and rΩ, rO to hide constants and all logarithmic

factors including logpdq, logpnq, logp1{σq. We will drop the time sub/superscripts when the

context is clear.

Target function and data Suppose the ground-truth function is

f˚pxq “ β˚Jx,

where β˚ P Rd is s-sparse. Without loss of generality, we assume |β˚
1 | ě . . . ě |β˚

s | ą 0

and β˚
s`1 “ . . . “ β˚

d “ 0. Denote S` :“ ti : β˚
i ą 0u be the set of positive signal entries,

S´ :“ ti : β˚
i ă 0u be the set of negative signal entries, and S :“ S` Y S´ “ rss be the

set of all signal entries. We use βS :“
ř

i:β˚
i ‰0 βiei to be the vector that is same as β for

the signal entries in S and 0 for other entries, and βe :“
ř

i:β˚
i “0 βiei to be the vector that

is the same as β for the non-signal entries that are not in S and 0 for other entries. We

similarly define βS`
,βS´

,βe`
,βe´

. Denote βmax :“ |β˚
1 | be the maximum absolute value

entry of β˚
S and βmin :“ |β˚

s | be the minimum absolute value entry of β˚
S . We assume

βmin, βmax “ Θp1q for simplicity. Our results can generalize to arbitrary βmax, βmin with

the cost of an additional polynomial dependency on them.

We generate n training data tpxi, yiquni“1 by

y “ f˚pxq ` ξ,

where x is the input data, ξ „ Np0, σ2q is the label noise and y is the target. Denote

X “ rx1,x2, . . . ,xnsJ P Rnˆd as the input data matrix, y “ py1, . . . , ynqJ as the target

vector and ξ “ pξ1, . . . , ξnqJ as the noise vector.
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Learner model, loss and algorithm To learn the target function f˚pxq, we use the

following model

fu,w,vpxq “ pv ` λwd2 ´ λud2qJx. (5.1)

Here wd2 :“ w d w and ud2 :“ u d u is the element-wise square of w and u. In general

we use u d v to denote the element-wise product of u and v. Our model can be viewed

as a linear model βJx with reparametrization β “ v ` λwd2 ´ λud2. Such element-wise

product reparametrization wd2 ´ ud2 is common in the implicit bias literature [199, 23,

206]. In the view of neural networks, the learner model can also be viewed as a 2-layer

diagonal linear network with a shortcut connection [92]. For simplicity of notation, denote

β “ v `λwd2 ´λud2. We are particular interested in the overparametrized regime n ! d,

where the model has the ability to overfit the data without learning the target β˚.

Denote residual ri :“ fu,w,vpxiq ´ yi for i P rns and r :“ pr1, . . . , rnqJ. We will use

gradient descent to minimize mean-square loss, that is

Lpu,w,vq :“
1

2n

n
ÿ

i“1

pfu,w,vpxiq ´ yiq
2 .

The gradient for this loss is given below:

$

’

’

’

’

’

’

’

’

’

&

’

’

’

’

’

’

’

’

’

%

wpt`1q “ wptq ´ η∇wLpuptq,wptq,vptqq “ wptq ´ η

ˆ

1

n
XJrptq

˙

d p2λwptqq

upt`1q “ uptq ´ η∇uLpuptq,wptq,vptqq “ uptq ` η

ˆ

1

n
XJrptq

˙

d p2λuptqq

vpt`1q “ vptq ´ η∇vLpuptq,wptq,vptqq “ vptq ´ η
1

n
XJrptq.

(5.2)

Properties the input data We use several key properties of the input data matrix X

and noise ξ. First is the notion of Restricted Isometry Property (RIP), which is standard

in the literature [41].

Definition 5.1 (pk, δq-RIP). A n ˆ d matrix X{
?
n is said to be pk, δq-RIP if for any

k-sparse vector β we have

p1 ´ δq }β}
2
2 ď

›

›Xβ{
?
n
›

›

2

2
ď p1 ` δq }β}

2
2 .
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We will assume data matrix X{
?
n satisfies ps`1, δq-RIP with δ “ rOpp1`n{

?
dq´1s´3{2q

and some regularity conditions on X, ξ, as summarized in the Assumption 5.1 below. These

conditions can be easily satisfied under some choice of X, ξ, as shown later in Lemma 5.2.

Assumption 5.1. Input data matrix X{
?
n satisfies ps ` 1, δq-RIP with

δ ď cδp1 ` n{
a

d log dq´1s´3{2 log´3pdq

where cδ is a small enough constant, and X, ξ satisfy the following regularity conditions:

}ξ}2 “ Opσ
?
nq,

›

›

›

›

1

n
XJξ

›

›

›

›

8

ď Bξ :“ O

˜

σ

c

log d

n

¸

,

›

›XJξ
›

›

2
“ O

´

σ
?
dn

¯

,

›

›

›

›

1

n
XJβ

›

›

›

›

8

“ O

ˆ

}β}2?
n

˙

for any vector β,

p1 ´ Op
a

n{dqqd ď λminpXXJq ď λmaxpXXJq ď p1 ` Op
a

n{dqqd.

Note that the notation Bξ “ Opσ
a

logpdq{nq not only is for notation simplicity, but also

intuitively stands for the best error in ℓ8 that one could hope with Gaussian noise. Indeed,

Lounici et al. [120] showed that the minimax optimal ℓ8 test error is Ωpσ
a

logpd{sq{nq.

Later in our analysis, we show the test loss is closely related with Bξ.

When each entry of data matrix X is i.i.d. Gaussian and noise ξ is i.i.d. sampled

from Np0, σ2Iq, all the conditions above are satisfied as long as rΩps4q ď n ď rOpd{s4q. See

Appendix D.1.1 for details.

Lemma 5.2. Suppose X is a Gaussian random matrix and ξ „ Np0, σ2Iq. Then if

rΩps4q ď n ď rOpd{s4q, we have Assumption 5.1 is satisfied with probability at least 1 ´ 1{d.

5.3 Main Result

Our main result, formalized in the theorem below, shows that gradient descent on the

learner model (5.1) achieves benign overfitting.

76



Theorem 5.3 (Main result). Under Assumption 5.1, suppose there exists constant C such

that σ ď C. We train model (5.1) with initialization vp0q “ 0, wp0q “ up0q “ α1 and

follow the gradient descent update (5.2). If rΩ psq ď n ď rO
`

mintd{s, d2{3u
˘

and we choose

λ “ Θ
´

dσ´1n´1p
a

logpdq{n `
a

n{dq´1 log´1pnq

¯

,

α “ 1{polypdq, η ď Op
a

n{sd{λ3q, then for every t ě T “ Oplogpn{αεqn{ηdq with any

given ε ą 0 we have training loss Lpuptq,wptq,vptqq ď ε and test loss

›

›

›
βptq ´ β˚

›

›

›

2
“ O

˜

?
s log2pdq

˜

σ

c

logpdq

n
` σ

c

n

d

¸¸

.

Note that the final test error depends on logp1{αq. Since we choose α “ 1{polypdq, it

appears as logpdq in the final error bound. Also, the test loss does not depend on 1{ε, so it

remains small when training loss ε is very close to 0.

For any interpolator β, its test loss has lower bound }β ´ β˚}2 “ Ωpσ
a

s logpd{sq{n `

σ
a

n{dq [137], where σ
a

n{d comes from the min-ℓ2-norm interpolator that fits the noise.

Thus, the above test loss is optimal up to polyplog d, sq factors. The additional log d, s

dependencies in our result (and the fact that n cannot be larger than d2{3) are due to

technical difficulties in analyzing the dynamics. When n “ Op
?
d log dq, the first term

dominates the second term, and the above test loss becomes Opσ
b

s log5pdq{nq. This is

close to the minimax optimal rate Ωpσ
a

s logpd{sq{nq up to polylogpdq factors [156].

For the Gaussian data case (x „ Np0, Iq), by Lemma 5.2 we in addition need n “ Ω̃ps4q

to satisfy Assumption 5.1. This leads to the following corollary:

Corollary 5.4 (Near minimax rate). Under the setting of Theorem 5.3 and the choice of

λ, α, η, suppose input data X is Gaussian matrix and noise ξ „ Np0, σ2Iq. If rΩps4q ď n ď

rOp
?
dq, then for every t ě T “ Oplogpn{αεqn{ηdq with any given ε ą 0 we have training

loss Lpuptq,wptq,vptqq ď ε and test loss

›

›

›
βptq ´ β˚

›

›

›

2
“ O

¨

˝σ

d

s log5pdq

n

˛

‚,
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Figure 5.1: Training dynamics of model (5.1) following gradient descent update (5.2)
under d “ 5 ˆ 104, n “ 3

?
d, σ “ 0.1, β˚ “ p1{

?
3,´1{

?
3, 1{

?
3, 0, . . . , 0qJ and Gaussian

data xi „ Np0, Iq. We set λ “ 100d{σn logpnqp
a

logpdq{n `
a

n{dq and run gradient
descent with η “ 10´6 from initialization α1 with α “ 10´10 until training loss reaches
10´5. Red vertical line stands for the transition between Stage 1 and Stage 2. Left:
training loss L goes to 0 and test loss }β ´ β˚}

2
2 remain small at the end. Right: norm of

second-order term λpwd2 ´ ud2q grows large to recover the signal in Stage 1 and linear
term v remain small during the training. Both x-axis are in log scale as Stage 1 is
significantly shorter than Stage 2.

which is near-optimal up to polylogpdq factors.

5.4 Intuitions for the Training Dynamics

Consider the training of our model (5.1) using gradient descent. Ideally, one would

hope the training process to combine the advantages of min-ℓ1-norm and min-ℓ2-norm

interpolator as done explicitly in [137]: first use wd2 ´ ud2 to learn the sparse target β˚

and then use v to memorize the noise with small ℓ2 norm. This would require us to fix v “ 0

when learning the signal and fix wd2 ´ud2 when fitting the noise. However, since training

is done on all parameters simultaneously, it’s unclear why it follows this ideal dynamics.

Stages of training At a higher level, we show that the actual training dynamics of pa-

rameters v,w,u approximately follow the above ideal dynamics in 2 stages (Figure 5.1):

• In Stage 1, the linear term v remains small so that essentially the second-order term

wd2 ´ ud2 learns the signal using its bias towards sparse solution.

• In Stage 2, v moves to memorize the noise while wd2 ´ ud2 roughly stays the same.

Since v is biased towards small ℓ2 norm, the final test loss remain small after inter-
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polating the data.

However, things are not as simple when we examine the dynamics carefully. It turns

out that even though v does not grow to be too large in Stage 1, it still becomes large

enough so that existing analysis on w and u will no longer apply. To address this problem,

we keep track of the dynamics of v very carefully throughout the training process. This is

done through introducing the following decompositions of XJXv{n and v.

Decompositions of XJXv{n and v To keep track of the dynamics of XJXv{n and v,

we first consider the ideal dynamics for v. We hope v to fit the noise. If we were actually

given the noise, we can use the loss function }Xv ´ ξ}
2
2 {2n. Running gradient descent on

this function gives a trajectory for v, which can be computed explicitly. Our decomposition

tries to highlight that the true trajectory of v is close to this ideal trajectory.

There are a few more issues that we need to work with. First, for simplicity, in the

ideal trajectory we approximate XXJ by dI (which is accurate as long as d " n). Second,

because of the signal, the entries of v in S may deviate significantly and in fact contribute

a little bit to the fitting of the signal.

Based on these observations, we decompose both v and XJXv into three terms – a

signal term, a noise-fitting term and an approximation error term. They are defined in the

following equations:

1

n
XJXvptq :“

d

n
v

ptq
S ` btpX

Jξqe ` Γt, (5.3)

vptq :“ v
ptq
S ` atX

Jξ ` ∆ptq
v , (5.4)

where

bt`1 :“ bt ´
ηd

n

ˆ

bt ´
1

n

˙

,

at`1 :“ at ´ η

ˆ

bt ´
1

n

˙

,

Here
›

›Γptq
›

›

8
ď γt,

›

›

›
∆

ptq
v

›

›

›

8
ď ζt give ℓ8-norm bounds on the approximation error. Also

recall the notation βS “
ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Intuitively in the decomposition
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of v, vS part tries to fit the signal, XJξ part tries to fit the noise and the remaining term is

approximation error (the decomposition of XJXv has the same structure). We will show

in our analysis that vS contributes little for learning the signal while XJξ fits all the noise

and approximation errors remain small.

The recursions of at and bt are exactly the dynamics of v in the ideal setting, where we

fit }Xv ´ ξ}
2
2 {2n (and approximate XXJ by dI).

Finally, the d{n factor appears in front of vS in the decomposition of XJXv{n. This

is because in the ideal setting (approximate XXJ by dI) the change of XXJv{n is d{n

times larger than the change of v. One can then use simple calculations to show that the

signal part pXJXv{nqS corresponds to pd{nqvS . The non-signal part has the same factor

but the ℓ8 norm there is small and hence bundled into the approximation error term.

5.5 Proof Sketch

In this section, we give the proof sketch of our main result Theorem 5.3 with several key

proof ideas. We first combine the tools we discussed in Section 5.2 and the decomposition

of XJXv{n and v defined in Section 5.4 to give the approximation of gradient. Then, we

give the proof sketch of Stage 1 and Stage 2 in Section 5.5.1 and Section 5.5.2 respectively.

Approximation of gradient Given that X is a ps`1, δq-RIP matrix, the following lemma

gives useful approximation that allows us to approximate the gradient in Lemma 5.6. The

proof is a standard consequence of RIP property, which is deferred to Appendix D.1.2.

Lemma 5.5. Given n ˆ d matrix X{
?
n satisfying pk ` 1, δq-RIP, for any β P Rd, let

∆ “
`

1
nX

JX ´ I
˘

β, then the following hold:

• If β is k-sparse, then }∆}8 ď
?
kδ }β}2.

• For any vector β, we have }∆}8 ď δ }β}1.

The following lemma gives the approximation of the gradient. For the gradient of

second-order term w,u, it would become the same as the gradient on the population loss
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›

›λwd2 ´ λud2 ´ β˚
›

›

2

2
{2 if pd{nqvS and ∆r are small. In particular, this suggests that the

second-order term λwd2 ´ λud2 will learn the target when v remains small.

Lemma 5.6 (Gradient approximation). Under Assumption 5.1, we have the following gra-

dients and their useful approximation:

∇wL “

ˆ

1

n
XJr

˙

d p2λwq “ 2λ

ˆ

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r

˙

d w,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq “ ´2λ

ˆ

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r

˙

d u,

∇vL “
1

n
XJr “

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r,

where recall S`, S´ are the set of positive and negative entries of β˚ and e` “ rdszS`,

e´ “ rdszS´ are the corresponding complement set,

}∆r}8 “O pp1 ` |nb ´ 1|qBξq `
?
sδ

d

n
}vS}2 ` sδ

›

›

›

›

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

›

8

` O

ˆ

d
?
n
λ

˙

p
›

›we`

›

›

2

8
`
›

›ue´

›

›

2

8
q ` γ,

and b and }Γ}8 ď γ are defined in (5.3).

Note that the factor d{n in front of vS naturally arises when we using the decomposition

of XJXv{n in (5.3). This suggests that the actual part to fit the signal β˚ is pd{nqvS `

λwd2
S ´ λud2

S , instead of the naïve vS ` λwd2
S ´ λud2

S from the form of learner model. On

the other hand, since vS remains small, it does not affect the final test error because they

are both close to λwd2
S ´ λud2

S .

The forms of gradients highlight the difference between the parametrization v and wd2´

ud2. For each coordinate, wi (same for ui) moves according to wi Ð p1 ` ηλiqwi for some

growth rate λi, which would grow exponential fast when λi ą 0. However, the gradient for

v is not proportional to v, so it only grows linearly with time. Such difference allows us to

control the order of learning dynamics (v or wd2 ´ ud2 grows up first). Thus, we could

have the desired 2-stage learning dynamics by properly choosing the growth rate λ.
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5.5.1 Stage 1: learning the signal

In Stage 1, our goal is to show that the linear term v will be characterized by the

decompositions (5.3)(5.4), and the second-order term wd2,ud2 will recover the signal β˚.

The following lemma gives the ending criteria for Stage 1. We can see only the signal

entries wS`
,uS´

grow large to recover β˚ and others such as non-signal entries we`
,ue´

and linear term v are remain small. Also, the loss reduces to Opσ
?
nq, which is essentially

the norm of noise }ξ}2. The detailed proof is deferred to Appendix D.2.

Lemma 5.7 (Stage 1). Let CT1 be a large enough universal constant, denote

T1 :“ inf

#

t :

›

›

›

›

d

n
v

pT1q

S ` λw
pT1qd2
S`

´ λu
pT1qd2
S´

´ β˚

›

›

›

›

8

“ CT1pBξ ` σ
a

n{dq

+

.

Then we know T1 “ Oplogp1{αq{ηλq and the following hold with a large enough universal

constant C1:

•
›

›

›
w

pT1q
e`

›

›

›

8
,
›

›

›
u

pT1q
e´

›

›

›

8
ď C1α.

•
›

›

›
v

pT1q

S

›

›

›

2
ď C1

?
spn{dq log2pdqpBξ ` σ

a

n{dq and
›

›vpT1q
›

›

2
ď C1σ

a

n{d.

•
›

›rpT1q
›

›

2
ď C1σ

?
n.

Recall Bξ is the target infinity norm error for recovering the entries in β˚, when d " n,

d
nvS `λwd2

S`
´λud2

S´
achieves this error at the end of Stage 1. We focus on this term instead

of vS ` λwd2
S`

´ λud2
S´

due to its connection with the gradient shown in Lemma 5.6. Given

that vS is small, these two terms are in fact roughly the same.

As we discussed, a key step in the analysis is to characterize each term in the decom-

position of XJXv{n and v, which would imply that v remains small in Stage 1. This is

formalized in the following lemma.

Lemma 5.8 (Informal). Consider the decomposition of XJXv{n and v in (5.3) (5.4), we
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have for t ď Oplogp1{α{ηλqq

bt “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

at “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

}Γt}8 ď γt “ Opσ
a

n{d ` Bξq,

}∆v}8 ď ζt “ Opσ
?
n{dq.

Note that v will memorize the noise when bt “ 1{n and at “ 1{d, since Xvptq «

XpatX
Jξq « ξ. However, since T1 “ rOpηλq “ opn{ηdq, we know at “ op1{dq in Stage 1.

This shows that v is still small and does not yet interpolate the noise part.

Combine the above lemma with Lemma 5.6, we have the following gradient approxima-

tion

∇wL “

ˆ

1

n
XJr

˙

d p2λwq “ 2λp
d

n
vS ` λwd2

S ´ λud2
S ´ β˚ ` ∆rq d w,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq “ ´2λp
d

n
vS ` λwd2

S ´ λud2
S ´ β˚ ` ∆rq d u,

where

}∆r}8 “OpBξ ` σ
a

n{dq ` sδ

›

›

›

›

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

›

8

.

Intuitively, this suggests if a coordinate of the residual d
nvS ` λwd2

S ´ λud2
S ´ β˚ has

large absolute value, then one of w or u will grow exponentially depending on the sign of

the residual.

Given such gradient approximation, our goal is to show that vS and ∆r remain small

so that w and u essentially follow the gradient on population loss
›

›λwd2 ´ λud2 ´ β˚
›

›

2

2
/2

to recover the target β˚.

In the simplest case of s “ 1, we can see that whenever the signal error |pd{nqv1 `

λw2
1 ´ λu21 ´ β˚

1 | ě OpBξ ` σ
a

n{dq is still large, it leads to a large gradient for either

u1 or w1, which in turn decreases the error. Therefore, at the end the error will decrease

to OpBξ ` σ
a

n{dq. In fact, due to the parameterization of wd2,ud2, their growing rate

would be exponential so they will grow up fast to recover the signal.
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At the same time, we can control the growth of v1 by choosing a large enough λ to

ensure the length of Stage 1 T1 is short. The non-signal entries we`
,ue´

will also remain

almost as small as their initialization, as their growth rate is much smaller compared with

the signal entries.

For higher sparsity s, the analysis becomes significantly more complicated because of

the signal error term
›

›

›

d
nvS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

8
in }∆r}8. Not all the entries of β˚ are

of the same size, which results in different growth rates in the entries of w and u. The

entries with larger β˚
i will be learned faster than the smaller ones, which could lead to

the case where
›

›

›

d
nvS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

8
is much larger than the error for a particular

entry k P S of p d
nvS ` λwd2

S`
´ λud2

S´
´ β˚qk.

To deal with such issue, we show the following lemma that bound the time for reducing

the signal error by half. Similar result was shown in Vaskevicius, Kanade, and Rebeschini

[187] where they do not have the linear term v. The proof relies on the observation from the

gradient approximation above that the signal error will monotone decrease before reaching

}∆r}8, and is made possible by the decomposition of v.

Lemma 5.9 (Informal). Given any time t0, assume

›

›

›

›

d

n
v

pt0q

S ` λpw
pt0q

S`
q2 ´ λpu

pt0q

S´
q2 ´ β˚

›

›

›

›

8

ě ΩpBξ ` σ
a

n{dq.

Let

T 1 :“ inf

#

t ´ t0 ě 0 :

›

›

›

›

d

n
v

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

›

8

ď

›

›

›

›

d

n
v

pt0q

S ` λpw
pt0q

S`
q2 ´ λpu

pt0q

S´
q2 ´ β˚

›

›

›

›

8

{2

+

be the time that signal error reduces by half. Then, we know T 1 “ Op1{ηλq.

Repeatedly using the above lemma, we know it takes T1 “ rOp1{ηλq time to reach the de-

sired accuracy. Other claims follow directly. Detailed proofs are deferred to Appendix D.2.
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5.5.2 Stage 2: memorizing the noise

Given that in Stage 1 we know λwd2 ´ λud2 has already recovered signal β˚, in Stage

2 we show that the remaining noise will be memorized by the linear term v without in-

creasing the test loss by too much. This allows us to recover the ground-truth β˚ despite

interpolating the data to ε training error, as formalized in the following lemma. The proof

is deferred to Appendix D.3.

Lemma 5.10 (Stage 2). Let T2 :“ inftt ě 0 : Lpwptq,uptq,vptqq ď εu. Then, we have the

length of Stage 2 is T2 ´ T1 “ Oppn{ηdq logpn{εqq and the following hold for every t ě T2

with large enough universal constant C2:

•
›

›

›

d
nv

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď C2pBξ ` σ

a

n{dq

•
›

›

›
w

ptq
e`

›

›

›

8
,
›

›

›
u

ptq
e´

›

›

›

8
ď C2α.

•
›

›

›
v

ptq
S

›

›

›

2
ď C2

?
spn{dq log2pdqpBξ ` σ

a

n{dq and
›

›vptq
›

›

2
ď C2σ

a

n{d.

Similar as in Stage 1, we still need to characterize each term in the decomposition of

XJXv{n and v.

Lemma 5.11 (Informal). Consider the decomposition of XJXv{n and v in (5.3) (5.4),

we have for t ď Oppn{ηdq logpn{εqq

bt “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

at “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

}Γt}8 ď γt “ Opσ
a

n{d ` Bξq,

}∆v}8 ď ζt “ OppBξ ` σ
a

n{dqn logpnq{dq.

Unlike in Stage 1, the signal has mostly been fitted in Stage 2. This makes the gradient

smaller and the time it takes for Stage 2 pT2 ´ T1 “ Oppn{ηdq logpn{εqqq is much longer

than Stage 1. Because of this longer time, we now have bt « 1{n, at « 1{d at the end
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of Stage 2. This implies that we essentially use linear term v to interpolate the noise as

Xvptq « XpatX
Jξq « ξ.

In the analysis of Stage 2, we have two major goals that are closely related: first, we

want non-signal entries of w, u to stay small; second, we want the residual }r}2 to decrease

exponentially.

For w, u, combine the above lemma with Lemma 5.6, we know

∇wL “

ˆ

1

n
XJr

˙

d p2λwq,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq,

where
›

›

›

›

1

n
XJr

›

›

›

›

8

“

›

›

›

›

d

n
vS ` λwd2

S ´ λud2
S ´ β˚ ` ∆r

›

›

›

›

8

“ OpBξ ` σ
a

n{dq.

The infinity norm bound on 1
nX

Jr follows from a case analysis for signal and non-

signal entries. For the signal entries, using the above gradient approximation similar as

in Stage 1, we can show that the signal error
›

›

d
nvS ` λwd2

S ´ λud2
S ´ β˚ ` ∆r

›

›

8
remains

OpBξ ` σ
a

n{dq. For the non-signal entries we`
,ue´

, we know its exponential growth rate

is OpλpBξ ` σ
a

n{dqq from the gradient approximation.

The bound on
›

›

1
nX

Jr
›

›

8
limits the movement of u and w. As long as OpηλpBξ `

σ
a

n{dqpT2 ´ T1qq ă 1, the non-signal part of u and w will remain small.

On the other hand, for the decrease rate of }r}2, the standard approach is to use ideas

from Neural Tangent Kernel (NTK) [97, 68, 15], and approximate the dynamics of r as

rpt`1q “ pI ´ ηHptqqrptq where Hptq is the neural tangent kernel. The decreasing rate of

}r}2 can then be bounded by lowerbounding the minimum eigenvalue of Hptq. However,

bounding Hptq naïvely by its distance to some initial Hptq does not work in our case.

To fix this problem, we again rely on the dynamics of v. Lemma 5.11 suggests that vptq

gets close to XJξ{d with a rate of Ωpd{nq as vptq « atX
Jξ (this can also be viewed as

the minimum eigenvalue of the NTK kernel restricted to v). This convergence rate gives a
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bound on the length of T2 ´T1, which allow us to choose an appropriate λ to keep we`
,ue´

small.

Once we have the bounds for the convergence rate and non-signal entries of u,w, other

claims follow directly. Details are deferred to Appendix D.3.

Note that in the argument above, since the length of Stage 2 T2 ´ T1 is proportional

to logp1{εq, it cannot be used when ϵ is very close to 0 as λ is proportional to 1{pT2 ´ T1q

and would become very small. In fact, we can get rid of the dependency on logp1{εq with a

more careful analysis. In the actual proof, we have two sub-stages for Stage 2, which uses

different ways to bound the growth rate
›

›XJr{n
›

›

8
. For Stage 2.1, we use the argument

above until }r}2 “ Opσq. In Stage 2.2, given the training loss is already small enough,

we use a NTK-type analysis to bound
›

›XJr{n
›

›

8
“ p1 ´ Ωpηd{nqqt´T1Opσ{

?
nq as }r}2

decreases with rate Ωpd{nq. See Appendix D.3 for details.

5.6 Conclusion

In this chapter, we give a new parametrization for the sparse linear regression problem,

and showed that gradient descent for this new parametrization can learn an interpola-

tor with near-optimal test loss. This highlights the importance of choosing the correct

parametrization, especially the role of linear terms in fitting noise. Our proof is based on a

new dynamic analysis that shows it is possible to first learn the features, and then fit the

noise using an NTK-like process. We suspect similar training dynamics may apply to more

complicated problems such as low-rank matrix factorization or neural networks.
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6. Conclusion
Understanding deep learning requires a ‘good’ theory for optimization in mildly over-

parametrized models. In this thesis, we analyze both the local and global optimization

dynamics of several mildly overparametrized models, ranging from linear models to neural

networks. These training dynamics reveal the unique challenges posed by overparametriza-

tion. To address these challenges, we develop various techniques and frameworks, including

‘bias-variance decomposition’ (residual/loss decomposition in Chapter 2, 3, 4), a multi-

layer mean-field framework (Chapter 4), and a new ‘feature learning + NTK’ dynamic

(Chapter 5).

Our exploration, however, covers only a small portion of the vast deep learning theory,

focusing on a few specific settings. Despite the ‘training dynamic + additional structure’

approach taken in this thesis appearing effective, it remains challenging to go beyond case-

by-case analysis to develop a unified framework. It seems we have not yet to discover the

appropriate mathematical tools and inherent structures within these problems. We hope

our studies shed light on and inspire the development of a ‘good’ theory of deep learning,

and ultimately, a ‘good’ theory of learning and intelligence.

Wir müssen wissen, wir werden wissen. (We must know, we will know.)

— David Hilbert
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Appendix A. Supplementary Materials for Chapter 2

In this chapter, we give the omitted proofs for Chapter 2.

A.1 Discussions about ReLU Network and Absolute Network

We first show the relation between ReLU networks and Absolute networks. We then

give the proof for Claim 2.1.

A.1.1 Two-layer ReLU network and two-layer absolute network

We discuss two ways that reduce learning a two-layer teacher network with ReLU acti-

vation to a two-layer teacher network with absolute value activation with infinite number of

data. Consider the following problem for learning two-layer ReLU net in the teacher-student

setting with Gaussian input (or symmetric input1 as long as ExrxxJs is full rank)

min
twiu

m
i“1

E
x

»

–

1

2

˜

m
ÿ

i“1

}wi}ReLUpwJ
i xq ´

r
ÿ

i“1

ReLUpw˚J
i xq

¸2
fi

fl . (A.1)

The first way is to first fit the optimal linear function to the data, that is

β˚ “ argmin
β

E
x

»

–

1

2

˜

βJx ´

r
ÿ

i“1

ReLUpw˚J
i xq

¸2
fi

fl .

Since ExrxReLUpwJxqs “ 1
2 ExrxxJsw [86, 77], we know

r
ÿ

i“1

ReLUpw˚J
i xq ´ β˚Jx “

1

2

r
ÿ

i“1

|w˚J
i x|.

This implies once we first find the optimal linear function β˚Jx, we can then reduced the

problem to learn a teacher network with absolute value activation.

The second way follows similar idea. We claim that the problem (A.1) is equivalent to

problem (2.1) in the way described below.

min
β,twiu

m
i“1

E
x

»

–

1

2

˜

βJx `

m
ÿ

i“1

}wi} ReLUpwJ
i xq ´

r
ÿ

i“1

ReLUpw˚J
i xq

¸2
fi

fl , (A.2)

1 We call x follows a symmetric distribution D if for any x, the probability of observing x „ D is the same
as the probability of observing ´x „ D.
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where we have an additional linear term in the two-layer ReLU student net.

To see the equivalence, let us first optimize β which is essentially a least square problem,

we will obtain β “ 1
2

řr
i“1w

˚
i ´ 1

2

řm
i“1 }wi}wi. Then, plugging in the expression of β into

(A.2), we have

min
twiu

m
i“1

E
x

»

–

1

2

˜

1

2

m
ÿ

i“1

}wi} |wJ
i x| ´

1

2

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl ,

which is exactly the same as the problem (2.1) where we use absolute value function as

activation. Therefore, our results can also be extended to the ReLU activation case with

some modifications as discussed in the above way.

A.1.2 Proof of Claim 2.1

Claim 2.1. For problem (2.1) with ReLU activation, when loss is zero, there may exist a

student neuron whose direction does not match direction of any teacher neuron.

Proof. We give one example to show Claim 2.1 is true. Consider a teacher network that is

parameterized as f˚pxq “
řr

i“1ReLUpw˚J
i xq with

řr
i“1w

˚
i “ 0. For the student network

fpxq “
řm

i“1 }wi}ReLUpwJ
i xq, let m “ r and }wi}wi “ ´w˚

i for i P rrs. Using the fact

that ReLUpxq ´ ReLUp´xq “ x, we have

fpxq ´ f˚pxq “

r
ÿ

i“1

ReLUp}wi}w
J
i xq ´

r
ÿ

i“1

ReLUpw˚J
i xq “ ´

r
ÿ

i“1

w˚J
i x “ 0.

This indicates that when loss is 0, it is possible that student neuron does not match the

direction of any teacher neuron.

A.1.3 Proof of Claim 2.2

Claim 2.2. Suppose teacher neuron w˚ and two student neurons w1, w2 belong to the same

hyperplane with position shown in Figure 2.2. If }w˚} “ 1, =pw1, w
˚q “ =pw2, w

˚q “ δ,

}w1} “ }w2} “ 1{
?
2 cos δ (so that }w1}w1 ` }w2}w2 “ w˚) for a small enough constant δ,

then we have loss LpW q “ Θpδ3q.
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Proof. Since }w1}w1 ` }w2}w2 “ w˚, we know }w1} |wJ
1 x| ` }w1} |wJ

1 x| “ |w˚Jx| when

sgnpwJ
1 xq “ sgnpwJ

2 xq. Thus,

LpW q “E
x

”

`

}w1} |wJ
1 x| ` }w1} |wJ

1 x| ´ |w˚Jx|
˘2 IsgnpwJ

1 xq‰sgnpwJ
2 xq

ı

“ Ẽ
x

”

`

}w1} |wJ
1 x̃| ` }w1} |wJ

1 x̃| ´ |w˚Jx̃|
˘2 IsgnpwJ

1 x̃q‰sgnpwJ
2 x̃q

ı

,

where x̃ is a 3-dimensional Gaussian since the expectation only depends on three vectors

w1, w2 and w˚. Note that when sgnpwJ
1 x̃q ‰ sgnpwJ

2 x̃q, }w1} |wJ
1 x̃|`}w1} |wJ

1 x̃|´|w˚Jx̃| “

Opδ }x̃}q. Therefore, we know LpW q “ Opδ3q.

A.2 Proof of Gradient Lower Bound (Theorem 2.3)

Recall that in Lemma 2.7 we construct a descent direction and show that it has a

positive correlation with the gradient. Then using Lemma 2.7 with qij “
}wij}

ř

jPTipδmaxq}wij}
2

for j P Tipδmaxq and qij “ 0 otherwise, we can show a lower bound on gradient norm.

Theorem 2.3 (Gradient Lower Bound). For network and loss function L defined in Defini-

tion 2.1, under Assumptions 2.1, 2.2, there exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq

such that for any W such that loss LpW q ď ϵ0, we have

}∇WLpW q}F ě κLpW q,

where κ “ Θpr´1{2w
´1{2
max q.

Proof. By Lemma 2.7, we know

r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄jq
´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i qy ě LpW q,

where tqijuiPrrs,jPrms is any sequence that satisfies (1) qij ě 0 for all pi, jq, (2) qij “ 0 if j R

Tipδmaxq; and (3)
ř

jPTipδmaxq qij }wj} “ 1 for all i P rrs, where δmax “ Θprwmaxw
´5{3
min ¨ ϵ1{3q.
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Hence,

˜

r
ÿ

i“1

ÿ

jPTi

›

›∇wjLpW q
›

›

2

¸1{2˜ r
ÿ

i“1

ÿ

jPTi

›

›pI ` w̄jw̄jq
´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i q
›

›

2

¸1{2

ě

r
ÿ

i“1

ÿ

jPTi

›

›∇wjLpW q
›

›

›

›pI ` w̄jw̄jq
´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i q
›

› ě LpW q.

(A.3)

To lower bound the gradient norm, we have to give a upper bound for the following

term.
r
ÿ

i“1

ÿ

jPTi

›

›pI ` w̄jw̄jq
´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i q
›

›

2
ď

r
ÿ

i“1

ÿ

jPTi

›

›wj ´ qij sgnpwJ
j w

˚
i qw˚

i

›

›

2

ď2
r
ÿ

i“1

ÿ

jPTi

´

}wj}
2

` }qijw
˚
i }

2
¯

“2
r
ÿ

i“1

ÿ

jPTi

}wj}
2

` 2
r
ÿ

i“1

ÿ

jPTi

q2ij }w˚
i }

2 .

Let qij “
}wj}

ř

jPTipδmaxq}wj}
2 for j P Tipδmaxq and qij “ 0 otherwise. We have

r
ÿ

i“1

ÿ

jPTi

q2ij }w˚
i }

2
“

r
ÿ

i“1

ÿ

jPTipδmaxq

}wj}
2

}w˚
i }

2

´

ř

jPTipδmaxq }wj}
2
¯2 “

r
ÿ

i“1

}w˚
i }

2

ř

jPTipδmaxq }wj}
2 .

Using Lemma 2.8 with δmax “ Θprwmaxw
´5{3
min ¨ ϵ1{3q, we have

ř

jPTipδmaxq }wj}
2

ě 1
2 }w˚

i }.

Thus, with Lemma A.5, we have
r
ÿ

i“1

ÿ

jPTi

›

›pI ` w̄jw̄jq
´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i q
›

›

2
ď2

r
ÿ

i“1

ÿ

jPTi

}wj}
2

` 2
r
ÿ

i“1

ÿ

jPTi

q2ij }w˚
i }

2

ďOprwmaxq ` 2
r
ÿ

i“1

2 }w˚
i } “ Oprwmaxq.

Together with (A.3), we have

}∇WLpW q}F “

˜

r
ÿ

i“1

ÿ

jPTi

›

›∇wjLpW q
›

›

2

¸1{2

ě κLpW q,

where κ “ Θ
´

r´1{2w
´1{2
max

¯

.
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A.3 Proof of Descent Direction Lemma (Lemma 2.7)

We first give the proof of Lemma 2.7, then give the proof of each step (Lemma 2.8,

Lemma 2.9, Lemma A.2) in the proof sketch accordingly in the following subsections.

Before presenting the proof of descent direction lemma, we first show that we can

arbitrarily change the sign of student neurons and still have the direction of improvement.

As discussed at the beginning of Section 2.5.2, this allows us to assume wJ
j w

˚
i ě 0 for any

j P Ti. In the rest of this section, we assume the above always hold.

Lemma A.1. Suppose there exists tgpwjqujPrms such that W “ pw1, . . . , wmq satisfies
ÿ

jPrms

x∇wjLpW q, gpwjqy ě LpW q.

Then, for any ai P t˘1u if we replace W with W 1 “ pa1w1, . . . , amwmq, we have
ÿ

jPrms

x∇w1
j
LpW 1q, ajgpwjqy ě LpW 1q.

Proof. To specify the dependency on W , let RW pxq fi
řm

i“1 }wi} |wJ
i x| ´

řr
i“1 |w˚J

i x|.

Denote w1
i “ aiwi. Using RW “ RW 1 , we have

x∇wjLpW q, gpwjqy “E
x

“

RW pxq }wj} gpwjq
JpI ` w̄jw̄jqx sgnpwJ

j xq
‰

“E
x

“

RW 1pxq
›

›w1
j

›

› gpwjq
JpI ` w̄1

jw̄
1
jqx sgnpw1J

j xajq
‰

“E
x

“

RW 1pxq
›

›w1
j

›

› gpwjq
JpI ` w̄1

jw̄
1
jqajx sgnpw1J

j xq
‰

“x∇w1
j
LpW 1q, ajgpwjqy

Since LpW q “ LpW 1q, we know the result holds.

A.3.1 Proof of Descent Direction Lemma (Lemma 2.7)

We need the follow lemma to prove Lemma 2.7. In fact, this lemma corresponds to

the third step of proof sketch as described in Section 2.5.2. It shows that as long as every

teacher neuron has close-by student neuron and the difference between average neuron ŵi

and w˚
i is small, the direction we construct is indeed a descent direction. The proof is

provided in Section A.3.5.
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Lemma A.2. Under Assumption 2.2, if }vi} ď α and |Tipδmaxq| ě 1 for all i P rrs, then
r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄
J
j q´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i qy ě }R}
2

´ Opr2wmaxαδ
2
maxq,

where tqijuiPrrs,jPrms is any sequence that satisfies (1) qij ě 0 for all pi, jq, (2) qij “ 0 if

j R Tipδmaxq; and (3)
ř

jPTipδmaxq qij }wj} “ 1 for all i P rrs.

Now we are ready to prove Lemma 2.7 by following the three-step proof sketch in

Section 2.5.2.

Lemma 2.7 (Descent Direction). For network and loss function Lp¨q defined in Defini-

tion 2.1, under Assumption 2.1, 2.2, there exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq

such that for any W satisfying loss ϵ fi LpW q ď ϵ0, we have
r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄
J
j q´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i qy ě LpW q,

where tqijuiPrrs,jPrms is any sequence that satisfies (1) qij ě 0 for all pi, jq, (2) qij “ 0 if j R

Tipδmaxq; and (3)
ř

jPTipδmaxq qij }wj} “ 1 for all i P rrs, where δmax “ Θprwmaxw
´5{3
min ¨ϵ1{3q.

Proof. Using Lemma 2.8, we know there exists such δmax “ Θ
´

rwmaxw
´5{3
min ¨ ϵ1{3

¯

satisfies

|Tipδmaxq| ě 1. From Lemma 2.9, we know }vi} ď α “ Opr11{4w
1{4
max∆´3{2 ¨ ϵ3{8q for all

i P rrs.

Then, by Lemma A.2 we have
r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄jq
´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i qy ě }R}
2

´ Opr2wmaxαδ
2
maxq.

By the choice of δmax, we have Opr2wmaxαδ
2
maxq “ Opr27{4w

13{4
max∆´3{2w

´10{3
min ¨ ϵ25{24q.

Then with the fact that }R}
2

“ 2LpW q “ 2ϵ, when ϵ ď ϵ0 “ Op∆36w80
minr

´162w´78
maxq we

have
r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄ijw̄ijq
´1pwij ´ qij sgnpwJ

j w
˚
i qw˚

i qy ě2ϵ ´ O

˜

r27{4w
13{4
max

∆3{2w
10{3
min

ϵ25{24

¸

ěϵ.

94



A.3.2 Proof of Lemma 2.8

We give the proof of Lemma 2.8, which is the first step of the proving Lemma 2.7 as

described in Section 2.5.2. It shows every teacher neuron has at least one close-by student

neuron when loss is small. The proof follows the idea of test function as described in Section

2.5.3.

Lemma 2.8. Under Assumption 2.1 and Assumption 2.2, there exists a threshold ϵ0 “

polyp∆, r´1, w´1
max, wminq and an absolute constant C such that for any W satisfying loss

ϵ fi LpW q ď ϵ0, if we choose δmax ě C ¨ rwmaxw
´5{3
min ¨ ϵ1{3, then we have |Tipδmaxq| ě 1 and

ř

jPTipδmaxq }wj}
2

ě 1
2 }w˚

i } for all i P rrs.

Proof. The following proof has two parts: In Part 1, we aim to show |Tipδmaxq| ě 1; In

Part 2, we aim to show
ř

jPTipδmaxq }wj}
2

ě 1
2 }wi}. Denote erfpxq “ 2?

π

şx
0 e

´t2 dt as the

error function. We will use δ instead of δmax to simplify the notation in the proof. WLOG,

assume δ ď ∆ as we can choose small enough ϵ0 “ polyp∆, r´1, w´1
max, wminq.

Part 1: We aim to show every teacher neuron has at least one close student neuron.

Assume toward contradiction that there is a teacher neuron w˚
i such that for all stu-

dent neurons wj , we have =pw˚
i , wjq ě δ. Denote set S “ tx P Rd||w˚J

i x| ď τu. To

simplify notation, we will use w˚ to represent w˚
i . Let w be a normalized vector satis-

fying ϕ fi =pw˚, wq ě δ. In following part (i)-(iii), WLOG, assume }w} “ }w˚} “ 1,

w˚ “ p1, 0, ¨ ¨ ¨ , 0qJ and w “ pcosϕ, sinϕ, 0, ¨ ¨ ¨ , 0qJ. We are going to focus on |wJx|, so we

can further assume ϕ P rδ, π2 s. Also, we will assume τ, τϕ ď c for a sufficiently small constant

c.

(i) Estimate x|w˚Jx|, |wJx|yS. We have

x|w˚Jx|, |wJx|yS “
1

2π

ż τ

´τ
|x1|e´x2

1{2

ż 8

´8

|x1 cosϕ ` x2 sinϕ|e´x2
2{2 dx2 dx1.
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Note that since ϕ P p0, π2 s, we know x1 cosϕ ` x2 sinϕ ě 0 is equivalent to x2 ě ´x1 cotϕ.

Thus,

ż 8

´8

|x1 cosϕ ` x2 sinϕ|e´x2
2{2 dx2

“

ż 8

´x1 cotϕ
px1 cosϕ ` x2 sinϕqe´x2

2{2 dx2 ´

ż ´x1 cotϕ

´8

px1 cosϕ ` x2 sinϕqe´x2
2{2 dx2

“x1 cosϕ

ż x1 cotϕ

´x1 cotϕ
e´x2

2{2 dx2 ` 2 sinϕ

ż 8

|x1 cotϕ|

x2e
´x2

2{2 dx2

“
?
2πx1 cosϕ erf

ˆ

x1 cotϕ
?
2

˙

` 2 sinϕe´x2
1 cot

2 ϕ{2.

(A.4)

This leads to

x|w˚Jx|, |wJx|yS “
1

2π

ż τ

´τ
|x1|e´x2

1{2

ˆ

?
2πx1 cosϕ erf

ˆ

x1 cotϕ
?
2

˙

` 2 sinϕe´x2
1 cot

2 ϕ{2

˙

dx1

“
cosϕ
?
2π

ż τ

´τ
|x1|x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 `
sinϕ

π

ż τ

´τ
|x1|e´x2

1{2 sin2 ϕ dx1,

(A.5)

For the first term in (A.5), we have
ż τ

´τ
|x1|x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 “ 2

ż τ

0
x21e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1.

To get the upper bound, using the fact that x1 cotϕ ě 0 and erfpxq ď 2x?
π

for x ě 0, we

have
ż τ

´τ
|x1|x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 ď2

c

2

π
cotϕ

ż τ

0
x31e

´x2
1{2 dx1

“2

c

2

π
cotϕp2 ´ p2 ` τ2qe´τ2{2q.

To get the lower bound, using the fact that x1 cotϕ ď τ
ϕ ď c and erfpxq ě x?

π
for
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x P r0, 1s, we have

ż τ

´τ
|x1|x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 ě

c

2

π
cotϕ

ż τ

0
x31e

´x2
1{2 dx1

“

c

2

π
cotϕp2 ´ p2 ` τ2qe´τ2{2q.

For the second term in (A.5), we have
ż τ

´τ
|x1|e´x2

1{2 sin2 ϕ dx1 “ 2

ż τ

0
x1e

´x2
1{2 sin2 ϕ dx1 “ 2 sin2 ϕp1 ´ e´τ2{2 sin2 ϕq.

Therefore, combining the above two term, we have the upper bound

x|w˚Jx|, |wJx|yS ď
cosϕ
?
2π

2

c

2

π
cotϕp2 ´ p2 ` τ2qe´τ2{2q `

2

π
sin3 ϕp1 ´ e´τ2{2 sin2 ϕq

ď
2 cos2 ϕ

π sinϕ

ˆ

2 ´ p2 ` τ2qp1 ´
τ2

2
q

˙

`
2

π
sin3 ϕ

ˆ

τ2

2 sin2 ϕ
´

τ4

16 sin4 ϕ

˙

“
cos2 ϕ

π sinϕ
τ4 `

sinϕ

π
τ2 ´

τ4

8π sinϕ
,

where the second inequality is because τ ď c, τ
sinϕ ď 2τ

ϕ ď c and 1 ´ e´x2
ď x2 ´ x4

4 ď x2

for x P r0, 1s.

Also, we have the lower bound

x|w˚Jx|, |wJx|yS ě
cosϕ
?
2π

c

2

π
cotϕp2 ´ p2 ` τ2qe´τ2{2q `

2

π
sin3 ϕp1 ´ e´τ2{2 sin2 ϕq

ě
cos2 ϕ

π sinϕ

ˆ

2 ´ p2 ` τ2qp1 ´
τ2

2
`

τ4

8
q

˙

`
2

π
sin3 ϕ

ˆ

τ2

2 sin2 ϕ
´

τ4

8 sin4 ϕ

˙

“
cos2 ϕ

π sinϕ

ˆ

τ4

4
´

τ6

8

˙

`
sinϕ

π
τ2 ´

τ4

4π sinϕ
,

where the second inequality is because τ, τ
sinϕ ě 0 and 1 ´ e´x2

ě x2 ´ x4

2 for x ě 0.

Thus, we have the estimation

x|w˚Jx|, |wJx|yS “
sinϕ

π
τ2 ˘ Θ

ˆ

τ4

ϕ

˙

.
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(ii) Estimate x1, |wJx|yS. We have

x1, |wJx|yS “
1

2π

ż τ

´τ
e´x2

1{2

ż 8

´8

|x1 cosϕ ` x2 sinϕ|e´x2
2{2 dx2 dx1

“
1

2π

ż τ

´τ
e´x2

1{2

ˆ

?
2πx1 cosϕ erf

ˆ

x1 cotϕ
?
2

˙

` 2 sinϕe´x2
1 cot

2 ϕ{2

˙

dx1

“
cosϕ
?
2π

ż τ

´τ
x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 `
sinϕ

π

ż τ

´τ
e´x2

1{2 sin2 ϕ dx1,

(A.6)

where we use (A.4) in the second line.

For the first term in (A.6), we have
ż τ

´τ
x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 “ 2

ż τ

0
x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1.

To get the upper bound, using the fact that x1 cotϕ ě 0 and erfpxq ď 2x?
π

for x ě 0, we

have
ż τ

´τ
x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 ď2

c

2

π
cotϕ

ż τ

0
x21e

´x2
1{2 dx1

“2

c

2

π
cotϕ

ˆ

´τe´τ2{2 `

c

π

2
erf

ˆ

τ
?
2

˙˙

.

To get the lower bound, using the fact that x1 cotϕ ď τ
ϕ ď c and erfpxq ě x?

π
for

x P r0, 1s, we have

ż τ

´τ
x1e

´x2
1{2 erf

ˆ

x1 cotϕ
?
2

˙

dx1 ě

c

2

π
cotϕ

ż τ

0
x21e

´x2
1{2 dx1

“

c

2

π
cotϕ

ˆ

´τe´τ2{2 `

c

π

2
erf

ˆ

τ
?
2

˙˙

.

For the second term in (A.6), we have
ż τ

´τ
e´x2

1{2 sin2 ϕ dx1 “ 2

ż τ

0
e´x2

1{2 sin2 ϕ dx1 “
?
2π sinϕ erf

ˆ

τ
?
2 sinϕ

˙

.
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Therefore, combining the two terms above, we have the upper bound

x1, |wJx|yS

ď
cosϕ
?
2π

2

c

2

π
cotϕ

ˆ

´τe´τ2{2 `

c

π

2
erf

ˆ

τ
?
2

˙˙

`
sinϕ

π

?
2π sinϕ erf

ˆ

τ
?
2 sinϕ

˙

ď
2 cos2 ϕ

π sinϕ

ˆ

´τp1 ´
τ2

2
q ` τ

˙

`

c

2

π
sin2 ϕ

c

2

π

τ

sinϕ

“
cos2 ϕ

π sinϕ
τ3 `

2 sinϕ

π
τ,

where the second inequality is because τ ď c, τ
sinϕ ď 2τ

ϕ ď c, 1 ´ e´x2
ď x2 ´ x4

4 ď x2 for

x P r0, 1s and erfpxq ď 2x?
π

for x ě 0.

Also, we have the lower bound,

x1, |wJx|yS

ě
cosϕ
?
2π

c

2

π
cotϕ

ˆ

´τe´τ2{2 `

c

π

2
erf

ˆ

τ
?
2

˙˙

`
sinϕ

π

?
2π sinϕ erf

ˆ

τ
?
2 sinϕ

˙

ě
cos2 ϕ

π sinϕ

ˆ

´τp1 ´
τ2

2
`

τ4

8
q ` τ ´

τ3

6

˙

`

c

2

π
sin2 ϕ

˜

c

2

π

τ

sinϕ
´

2

3
?
π

τ3

2
?
2 sin3 ϕ

¸

“
cos2 ϕ

π sinϕ

ˆ

τ3

3
´

τ5

8

˙

`
2 sinϕ

π
τ ´

τ3

3π sinϕ
,

where the second inequality is because 1´e´x2
ě x2´ x4

2 for x ě 0 and erfpxq ě 2x?
π

´ 2
3

?
π
x3

for x ě 0.

Thus, we have the estimation

x1, |wJx|yS “
2 sinϕ

π
τ ˘ Θ

ˆ

τ3

ϕ

˙

.

(iii) Determine g. Let g “
x|w˚Jx|,1yS

x1,1yS
, which implies that

x|w˚Jx| ´ g, gyS “ 0.
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Note that

x|w˚Jx|, 1yS “
1

?
2π

ż τ

´τ
|x1|e´x2

1{2 dx1 “

c

2

π
p1 ´ e´τ2{2q,

x1, 1yS “
1

?
2π

ż τ

´τ
e´x2

1{2 dx1 “ erf

ˆ

τ
?
2

˙

.

Thus,

g “
x|w˚Jx|, 1yS

x1, 1yS
“

c

2

π

1 ´ e´τ2{2

erfp τ?
2
q

“
τ

2
` Opτ3q.

(iv) Complete the proof. Note that

x|w˚Jx|, |w˚Jx|yS “
1

?
2π

ż τ

´τ
x21e

´x2
1{2 dx1 “

c

2

π

ˆ

´τe´τ2{2 `

c

π

2
erf

ˆ

τ
?
2

˙˙

,

x1, |w˚Jx|yS “
1

?
2π

ż τ

´τ
|x1|e´x2

1{2 dx1 “

c

2

π
p1 ´ e´τ2{2q.

Now, combining with the results in (i)(ii)(iii), we have

x|w˚Jx| ´ g, gyS “ 0,

x|w˚Jx| ´ g, |w˚Jx|yS “ x|w˚Jx|, |w˚Jx|yS ´ gx1, |w˚Jx|yS “ Θpτ3q,

ˇ

ˇx|w˚Jx| ´ g, |wJx|yS
ˇ

ˇ “

ˇ

ˇ

ˇ

ˇ

sinϕ

π
τ2 ˘ Θ

ˆ

τ4

ϕ

˙

´

´τ

2
` Opτ3q

¯

ˆ

2 sinϕ

π
τ ˘ Θ

ˆ

τ3

ϕ

˙˙ˇ

ˇ

ˇ

ˇ

ď Θ

ˆ

τ4

ϕ

˙

.

In the following, we will no longer assume }w˚} “ 1, and will directly use }w˚}. Recall

that =pwi, w
˚q ě δ and Rpxq “

řm
i“1 }wi} |wJ

i x| ´
řr

i“1 |w˚J
i x|. We have

x|w˚Jx| ´ g,RpxqyS ěΘpτ3q }w˚}
2

´

m
ÿ

i“1

}wi}
2

}w˚}Θ

ˆ

τ4

δ

˙

´
ÿ

j‰i

›

›w˚
j

›

› }w˚}Θ

ˆ

τ4

∆

˙

“

ˆ

Θpτ3q }w˚} ´ Θ

ˆ

rwmaxτ
4

δ

˙˙

}w˚} ,

where we use δ ď ϕ, δ ď ∆ and Lemma A.5.
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Hence, when τ ď
c1wmin
rwmax

δ with a sufficiently small constant c1, we have x|w˚Jx| ´

g,RpxqyS ě Θpτ3q }w˚}
2. Thus,

}R}
2
S ě

x|w˚Jx| ´ g,Rpxqy2S

x|w˚Jx| ´ g, |w˚Jx| ´ gyS
“ Θpτ3q }w˚}

2
“ Θ

ˆ

w3
min

r3w3
max

δ3
˙

}w˚}
2 ,

where we choose τ “
c1wmin
rwmax

δ. Since δ3 ě
C1r3w3

max

w5
min

ϵ with a sufficiently large constant C1,

we have

ϵ ą Ex„Np0,Iq

»

–

˜

m
ÿ

i“1

}wi} |wJ
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl “ }R}
2

ě }R}
2
S ě ϵ,

which is a contradiction.

Part 2: We aim to show that the total mass of student neuron is large. Assume toward

contradiction that there exists a teacher neuron w˚
i such that

ř

jPTipδq }wj} ă 1
2 }w˚

i }. We

follow the same notations and assumptions as mentioned at the beginning of Part 1. We

also assume ϕ ď c for a sufficient small constant c.

We are going to show that when ϕ ď δ, hpϕq fi x|w̄˚Jx| ´ g, |wJx|yS is non-increasing,

i.e., h1pϕq ď 0. With (A.5)(A.6), we have

h1pϕq “

¨

˝

ˆ

2e´τ2{2pe´τ2{2 ´ 1q `
?
2πe´τ2{2τ erf

ˆ

τ
?
2

˙˙ erfp τ cotϕ
?
2

q

π erfp τ?
2
q

`4OwenTpτ, cotϕq ´ 1 `
2ϕ

π

˙

sinϕ

“

ˆ

2e´τ2{2pe´τ2{2 ´ 1q `
?
2πe´τ2{2τ erf

ˆ

τ
?
2

˙

´

c

π

2
τ erf

ˆ

τ
?
2

˙˙

looooooooooooooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooooooooooooon

h1pτq

erfp τ cotϕ
?
2

q

π erfp τ?
2
q
sinϕ

`

ˆ

4OwenTpτ, cotϕq ´ 1 `
2ϕ

π
`

τ
?
2π

erf

ˆ

τ cotϕ
?
2

˙˙

looooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooon

h2pτ,ϕq

sinϕ,

where OwenTpx, aq “ 1
2π

şa
0 e

´x2p1`t2q{2 1
1`t2

dt.
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For h1pτq, we have

h1pτq “2e´τ2{2pe´τ2{2 ´ 1q `
?
2πe´τ2{2τ erf

ˆ

τ
?
2

˙

´

c

π

2
τ erf

ˆ

τ
?
2

˙

“2e´τ2{2pe´τ2{2 ´ 1q `

c

π

2
e´τ2{2τ erf

ˆ

τ
?
2

˙

`

c

π

2
τ erf

ˆ

τ
?
2

˙

pe´τ2{2 ´ 1q

ď2

ˆ

´
τ2

2
`

τ4

8

˙

`

c

π

2
τ

2
?
π

τ
?
2

`

c

π

2
τ

2
?
π

τ
?
2

ˆ

´
τ2

2
`

τ4

8

˙

“ ´
τ4

4
`

τ6

8
ď 0,

where in the first inequality we use erfpxq ď 2x?
π
, e´x ´ 1 ď ´x` x2

2 for x ě 0 and τ ď c in

the last line.

For h2pτ, ϕq, by Lemma A.8 we have h2pτ, ϕq ď 0 when τ, ϕ ď c.

Therefore, we have h1pϕq ď 0 when τ, ϕ ď c. This implies that when τ, ϕ ď c,

hpϕq “ x|w̄˚Jx| ´ g, |wJx|yS ď x|w̄˚Jx| ´ g, |w̄˚Jx|yS “ hp0q.

In Part 1, we know that when τ ď c, τϕ ď c,
ˇ

ˇx|w̄˚Jx| ´ g, |wJx|yS
ˇ

ˇ ď Θ
´

τ4

ϕ

¯

. Thus, if

τ ď mintc, c2u and ϕ ě c, we have

ˇ

ˇx|w̄˚Jx| ´ g, |wJx|yS
ˇ

ˇ ď Θ

ˆ

τ4

ϕ

˙

ď x|w̄˚Jx| ´ g, |w̄˚Jx|yS “ Θpτ3q.

In summary, we have when τ ď mintc, c2u,

x|w̄˚Jx| ´ g, |wJx|yS ď x|w̄˚Jx| ´ g, |w̄˚Jx|yS .

Recall that Rpxq “
řm

i“1 }wi} |wJ
i x| ´

řr
i“1 |w˚J

i x|, we have

x|w˚Jx| ´ g,RpxqyS ě }w˚}

¨

˝}w˚} ´
ÿ

jPTipδq

}wj}
2

˛

‚x|w̄˚Jx| ´ g, |w̄˚Jx|yS

´
ÿ

jPrmszTipδq

}wj}
2

}w˚}Θ

ˆ

τ4

δ

˙

´
ÿ

j‰i

›

›w˚
j

›

› }w˚}Θ

ˆ

τ4

∆

˙

“

ˆ

Θpτ3q }w˚} ´ Θ

ˆ

rwmaxτ
4

δ

˙˙

}w˚} ,
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x axis
w˚K
i wK

j
Opαq

Opαq

Op}wj}
2 δjq

R1pxq

}wj}w
J
j x

´

sgnpwJ
j xq ´ sgnpw˚J

i xq

¯

Figure A.1: Illustration for the decomposition of residual Rpxq in Lemma A.3 (assume
}x} “ 1). Here wK represents a vector that is orthogonal to w, and
›

›

›

ř

jPTi
}wj}wj ´ w˚

i

›

›

›
ď α for all i P rrs.

where we use δ ď ∆ and Lemma A.5.

Then, following the same argument at the end of Part 1, we get the contradiction

ϵ ą Ex„Np0,Iq

»

–

˜

m
ÿ

i“1

}wi} |wJ
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl “ }R}
2

ě }R}
2
S ě ϵ,

which finishes the proof.

A.3.3 Lemma A.3: Property of The Residual

Before we give the proof of second step (Lemma 2.9) and third step (Lemma A.2) of

the proof sketch, we first present the following result that characterize the property of the

residual. This lemma will be useful in the later analysis. Recall that we have the residual

decomposition that Rpxq “ R1pxq ` R2pxq. The two terms have different properties – one

can further show that R1 is “flat" (whose value is uniformly bounded for all x) while R2 is

“spiky" (whose value is large only in a local region), see also Figure A.1. More precisely,

we have

Lemma A.3 (Property of The Residual). Under Assumption 2.2, if }vi} ď α for all i P rrs,

then R1, R2 as defined in (2.3) satisfy |R1pxq| ď }x} rα and R2pxq ě 0, for all x.

Proof. It is easy to verify Rpxq “ R1pxq ` R2pxq for all x.
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For R1pxq, we have

|R1pxq| “

ˇ

ˇ

ˇ

ˇ

ˇ

r
ÿ

i“1

vJ
i x sgnpw˚J

i xq

ˇ

ˇ

ˇ

ˇ

ˇ

ď

r
ÿ

i“1

ˇ

ˇvJ
i x sgnpw˚J

i xq
ˇ

ˇ ď

r
ÿ

i“1

}vi} }x} ď rα }x} .

For R2pxq, note that for any x, i P rrs and j P Ti, we have

wJ
j xpsgnpwJ

j xq ´ sgnpw˚J
i xqq ě 0.

Therefore,

R2pxq “

r
ÿ

i“1

ÿ

jPTi

}wj}w
J
j x

`

sgnpwJ
j xq ´ sgnpw˚J

i xq
˘

ě 0.

A.3.4 Proof of Lemma 2.9

In this subsection, we first following the proof sketch in Section 2.5.4 to give a proof of

Lemma 2.9 (the second step of proving Lemma 2.7). Then, we give the proof of Lemma 2.10

and Lemma 2.11 respectively. In this subsection, we focus on the residual which is invari-

ant with the sign change of student neuron. Recall the discussion at the beginning of

Section 2.5.2, we can assume wJ
j w

˚
i ě 0 for all j P Ti due to the symmetry of the absolute

value function.

Lemma 2.9 (Average Student Is Close to Teacher). Under Assumption 2.1, 2.2, there

exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq such that for any W satisfying loss ϵ fi

LpW q ď ϵ0, we have tviuiPrrs (defined in (2.2)) satisfy }vi} ď polypr, wmax,∆
´1qϵ3{8 for all

i P rrs.

Proof. For R1, from Lemma 2.10 we have }R1}
2

“ Ω
´

∆3

r3

¯

}v}
2 .

For R2, from Lemma 2.11 we have }R2}
2

“ Opr5{2w
1{2
maxϵ3{4q.

With }R}
2

“ 2LpW q ď 2ϵ, we have

Ω

˜

∆3{2

r3{2

¸

}v} ď }R1} ď }R} ` }R2} “ Opϵ1{2 ` r5{4w1{4
maxϵ

3{8q,
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which leads to
›

›

›

ř

jPTi
}wj}wj ´ w˚

i

›

›

›

2
“ }vi}

2
ď }v}

2
“ O

´

r11{2w
1{2
max∆´3 ¨ ϵ3{4

¯

with our

choice of ϵ.

A.3.4.1 Proof of Lemma 2.10

Before proving Lemma 2.10 (the first step of proving Lemma 2.9), we need the following

lemma that shows M is positive definite. The proof relies on the fact that teacher neurons

are ∆-separated. Intuitively, this matrix M corresponds to the Hessian matrix at global

minima in the exact-parameterization case. When teacher neurons are well-separated, one

can imagine this matrix is positive definite.

Lemma A.4. Under Assumption 2.1, for matrix M P Rdrˆdr defined in (2.4), we have

λminpMq “ Ωp∆3{r3q.

Now given the relation between }R1} and matrix M , we are ready to prove Lemma 2.10.

Lemma 2.10. Under Assumption 2.1, we have }R1}
2

ě Ωp∆3{r3q }v}
2.

Proof. Recall that R1pxq “
řr

i“1 v
J
i x sgnpw˚J

i xq. We have

}R1}
2

“ E
x„Np0,Iq

»

–

˜

r
ÿ

i“1

vJ
i x sgnpw˚J

i xq

¸2
fi

fl “ vJMv,

where M P Rdrˆdr is a matrix with block entry Mij “ ExrxxJ sgnpw˚J
i xq sgnpw˚J

j xqs as

defined in (2.4) and v “ pv1, . . . , vrq P Rdr. Therefore, we have }R1}
2

ě Ωp∆3{r3q }v}
2.

We now give the proof of Lemma A.4. The high-level idea of this proof is that when

teacher neurons are well-separated, it is hard to cancel the nonlinearity induced by each

teacher neuron.

Proof of Lemma A.4. WLOG, assume }w˚
i } “ 1. Denote vector v P Rdr with }v} “ 1 as

v “ pv1, . . . , vrqJ, where vi P Rd. It suffices to give lower bound on vJMv.

vJMv “E
x

»

–

˜

r
ÿ

j“1

vJ
j x sgnpw˚J

j xq

¸2
fi

fl ě

r
ÿ

i“1

E
x

»

–

˜

r
ÿ

j“1

vJ
j x sgnpw˚J

j xq

¸2

ISi

fi

fl , (A.7)
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where set Si will be determined later and satisfies Si X Sj “ ∅ for i ‰ j.

Denote Spw, δq “ tx P Rd||wJx| ď δu as the nonlinear region of neuron w. We will use

S˚
i pδqto represent Spw˚

i , δq. Also denote

Apα, β, δ1, δ2q

“ tx||αJx| ď δ1, there exists y s.t. |αJy| ď δ1, |βJy| ď δ2, pI ´ ααJqx “ pI ´ ααJqyu

as the projection of Spα, δ1q X Spβ, δ2q onto Spα, δ1q in the direction of α. We will use

A˚
i pβ, δ1, δ2q to represent Apw˚

i , β, δ1, δ2q.

Let set

Si “ S˚
i pδ1qz

`

YjPrrs,j‰iA
˚
i pw˚

j , δ1, δ1q
˘

with δ1 “ Op∆r q and δ1 ď 1. It is easy to see that Si X Sj “ ∅ for i ‰ j, since S˚
i pδ1q X

S˚
j pδ1q Ď S˚

i pδ1q X A˚
i pw˚

j , δ1, δ1q. By Lemma A.7, we know

E
x

rIS˚
i pδ1qs ě

c

2

π
e´ 1

2 δ1, E
x

rIA˚
i pw˚

j ,δ1,δ1qs ď
δ21p1 ` cos∆q

π sin∆
.

Together with sinx ě 2x
π for 0 ď x ď π

2 , we have

E
x

rISis ě Ω

ˆ

δ1 ´
rδ21
∆

˙

“ c1δ1,

where c1 is a constant.

In the following, we focus on one term in (A.7), and show it can be lower bounded.

That is,

E
x„Np0,Iq

»

–

˜

r
ÿ

j“1

vJ
j x sgnpw˚J

j xq

¸2

ISi

fi

fl .

For any x` P S`
i fi Si X S˚

i p δ12 q X tx|w˚J
i x ě 0u, let

x´ “ x` ´
δ1
2
w˚
i , x`` “ x` `

δ1
2
w˚
i , x´´ “ x` ´ δ1w

˚
i .
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We know that when x` P Si, x´, x``, x´´ P Si. Further, we have

x´ P S´
i fi Si X S˚

i p
δ1
2

q X tx|w˚J
i x ď 0u,

x`` P S``
i fi Si X

ˆ

S˚
i pδ1qzS˚

i p
δ1
2

q

˙

X tx|w˚J
i x ě 0u,

x´´ P S´´
i fi Si X

ˆ

S˚
i pδ1qzS˚

i p
δ1
2

q

˙

X tx|w˚J
i x ď 0u,

and S`
i Y S``

i Y S´
i Y S´´

i “ Si.

Consider gpxq “
řr

j“1 v
J
j x sgnpw˚J

j xq on these four data points x`, x´, x``, x´´. Note

that when data has the form x “ x` ` γw˚
i for any fixed x` P Si, we have gpxq “

α ` βJx ` vJ
i x sgnpw˚J

i xq, by the choice of Si. Here α, β only depend on the choice of x`.

Thus,

0 ¨ gpx``q ´ gpx´´q ´ gpx`q ` 2gpx´q

“0 ¨

ˆ

α ` βJpx` `
δ1
2
w˚
i q ` vJ

i px` `
δ1
2
w˚
i q

˙

´
`

α ` βJpx` ´ δ1w
˚
i q ´ vJ

i px` ´ δ1w
˚
i q
˘

´ pα ` βJx` ` vJ
i x

`q ` 2

ˆ

α ` βJpx` ´
δ1
2
w˚
i q ´ vJ

i px` ´
δ1
2
w˚
i q

˙

“ ´ 2vJ
i x

`,

which indicates that maxt|gpx``q|, |gpx´´q|, |gpx`q|, |gpx´q|u ě 1
2 |vJ

i x
`|.

Note that

E
x

rg2pxqIS´
i

s “
1

p2πqd{2

ż

S´
i

g2pxqe´}x}
2

{2 dx

“
1

p2πqd{2

ż

S`
i

g2px` ´
δ1
2
w˚
i qe

´

›

›

›
x`´

δ1
2
w˚

i

›

›

›

2
{2
dx`

ě
1

p2πqd{2

ż

S`
i

g2px` ´
δ1
2
w˚
i qe

´

ˆ

}x`}
2

`
δ21
4

˙

{2
dx`

ěe´1{8 E
x`

rg2px´qIS`
i

s,

where the second line is because we change x to x` ´ δ1
2 w

˚
i , the third line is because
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w˚J
i x` ě 0, and the last line is due to δ1 ď 1 and x´ “ x` ´ δ1

2 w
˚
i . Similarly, we have

Exrg2pxqIS´´
i

s ě e´1{2 Ex`rg2px´´qIS`
i

s and Exrg2pxqIS``
i

s ě e´3{8 Ex`rg2px``qIS`
i

s.

Therefore,

E
x

rg2pxqISis “E
x

rg2pxqpIS`
i

` IS´
i

` IS``
i

` IS´´
i

qs

ěe´1{2 E
x

rpg2px`q ` g2px´q ` g2px``qg2px´´qqIS`
i

s

ě
1

4
?
e
E
x`

r|vJ
i x

`|2IS`
i

s,

where we use maxt|gpx``q|, |gpx´´q|, |gpx`q|, |gpx´q|u ě 1
2 |vJ

i x
`|.

Recall that

S`
i “ SiXS˚

i p
δ1
2

qXtx|w˚J
i x ě 0u “

ˆ

S˚
i p

δ1
2

q X tx|w˚J
i x ě 0u

˙

z
`

YjPrrs,j‰iA
˚
i pw˚

j , δ1, δ1q
˘

.

By Lemma A.7, we know

E
x

rIS`
i

s ě
1

2

¨

˝E
x

rI
Sip

δ1
2

q
s ´

ÿ

jPrrs,j‰i

E
x

rIA˚
i pw˚

j ,δ1,δ1qs

˛

‚ě Ω

ˆ

δ1 ´
rδ21
∆

˙

“ c2δ1.

Let S`1

i “ Spv̄i,
a

π
8 c2δ1q. By Lemma A.7, we know ExrI

S`1

i

s ď c2
2 δ1. Hence, ErI

S`
i zS`1

i

s ě

c2
2 δ1 and |vJ

i x
`| ě

a

π
8 c2δ1 }vi} for x` P S`

i zS`1

i . Therefore,

E
x

rg2pxqISis ě
1

4
?
e
E
x`

r|vJ
i x

`|2I
S`
i zS`1

i

s ě
1

4
?
e

π

8
c22δ

2
1 }vi}

2 E
x`

rIS`zS`1 s

ě
π

64
?
e
c32δ

3
1 }vi}

2
“

c3∆
3

r3
}vi}

2 .

Therefore, by (A.7), we have

vJMv ě

r
ÿ

i“1

E
x

rg2pxqISis ě

r
ÿ

i“1

c3∆
3

r3
}vi}

2
“ Ω

ˆ

∆3

r3

˙

}v}
2 ,

which implies that λminpMq “ Ω
´

∆3

r3

¯

.
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A.3.4.2 Proof of Lemma 2.11

We need the following two lemmas to prove Lemma 2.11 (the second step of proving

Lemma 2.9). Lemma A.5 claims that when loss is small, the sum of norm of the stu-

dent neurons would be bounded by a fixed quantity. Lemma A.6 claims student neurons

should not be far away from teacher neuron when loss is small. See more discussions and

corresponding proofs in the next two subsections.

Lemma A.5. Under Assumption 2.2, if loss LpW q “ Opr2w2
maxq, then

řr
i“1

ř

jPTi
}wj}

2
“

Oprwmaxq.

Lemma A.6. Under Assumption 2.1 and Assumption 2.2, there exists a threshold ϵ0 “

polyp∆, r´1, w´1
max, wminq such that for any W satisfying loss ϵ fi LpW q ď ϵ0, we have

řr
i“1

ř

jPTi
}wj}

2 δ2j “ Opϵ1{2q.

Now we are ready to prove Lemma 2.11 by combining above two lemmas and Holder’s

inequality.

Lemma 2.11. Under Assumption 2.1 and Assumption 2.2, there exists a threshold ϵ0 “

polyp∆, r´1, w´1
max, wminq such that for any W satisfying loss ϵ fi LpW q ď ϵ0, we have

}R2}
2

“ Opr5{2w
1{2
maxϵ3{4q.

Proof. Recall that R2pxq “
řr

i“1

ř

jPTi
}wj}w

J
j x

´

sgnpwJ
j xq ´ sgnpw˚J

i xq

¯

. We have

}R2}
2

“ E
x„Np0,Iq

»

–

˜

r
ÿ

i“1

ÿ

jPTi

}wj}w
J
j x

`

sgnpwJ
j xq ´ sgnpw˚J

i xq
˘

¸2
fi

fl

ďr
r
ÿ

i“1

E
x„Np0,Iq

»

–

˜

ÿ

jPTi

}wj}w
J
j x

`

sgnpwJ
j xq ´ sgnpw˚J

i xq
˘

¸2
fi

fl .

In the following, we focus on one term in the above sum. Since we use absolute value

function as activation, WLOG assume wJ
j w

˚
i ě 0 for all j P Ti as discussed at the beginning
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of Section 2.5.2. We have

E
x„Np0,Iq

»

–

˜

ÿ

jPTi

}wj}w
J
j x

`

sgnpwJ
j xq ´ sgnpw˚J

i xq
˘

¸2
fi

fl

“
ÿ

j,kPTi

E
x„Np0,Iq

“

}wj}w
J
j x ¨ }wk}wJ

k x
`

sgnpwJ
j xq ´ sgnpw˚J

i xq
˘ `

sgnpwJ
k xq ´ sgnpw˚J

i xq
˘‰

ď
ÿ

j,kPTi

c1 }wj}
2

}wk}
2 δjδk mintδj , δku

ďc1

˜

ÿ

jPTi

}wj}
2 δ

3{2
j

¸2

ďc1

¨

˝

˜

ÿ

jPTi

}wj}
2

¸1{4˜
ÿ

jPTi

}wj}
2 δ2j

¸3{4
˛

‚

2

“ Opr1{2w1{2
maxϵ

3{4q,

where we use Lemma A.10 in the first inequality, Holder’s inequality in the last ineqality,

and Lemma A.5 and Lemma A.6 in the last line.

Thus, we have }R2}
2

“ Opr5{2w
1{2
maxϵ3{4q.

A.3.4.3 Proof of Lemma A.5

Intuitively, when loss is small, the norm of student neurons are bounded. The proof

follows by simple calculations.

Lemma A.5. Under Assumption 2.2, if loss LpW q “ Opr2w2
maxq, then

řr
i“1

ř

jPTi
}wj}

2
“

Oprwmaxq.

Proof. We have

E
x

»

–

˜

r
ÿ

i“1

ÿ

jPTi

|wJ
j x|

¸2
fi

fl ď2E
x

»

–

˜

r
ÿ

i“1

ÿ

jPTi

|wJ
j x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl ` 2E
x

»

–

˜

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl

“Opr2w2
maxq.

Also, we have

E
x

»

–

˜

r
ÿ

i“1

ÿ

jPTi

|wJ
j x|

¸2
fi

fl ě c

˜

r
ÿ

i“1

ÿ

jPTi

}wj}

¸2

,
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where c is a constant. Thus,
řr

i“1

ř

jPTi
}wj} “ Oprwmaxq.

A.3.4.4 Proof of Lemma A.6

Recall that δj “ =pw˚
i , wjq as the angle between w˚

i and wj for all j P Ti. Lemma A.6

upper-bounds the weighted norm of student neurons by the value of the loss, where the

weights depend on the angle between student and teacher neuron. Since more weights are

assigned to the student neurons that are far away from any teacher neuron, this lemma

implies that if there are many far-away neurons with large weights, then the loss is also

large. The proof idea is to use test function as described in Section 2.5.3. We construct a

test function such that it has large correlation with far-away student neurons and almost

zero correlation with teacher neurons and near-by student neurons.

Lemma A.6. Under Assumption 2.1 and Assumption 2.2, there exists a threshold ϵ0 “

polyp∆, r´1, w´1
max, wminq such that for any W satisfying loss ϵ fi LpW q ď ϵ0, we have

řr
i“1

ř

jPTi
}wj}

2 δ2j “ Opϵ1{2q.

Proof. Since we use absolute value function as activation, WLOG assume wJ
j w

˚
i ě 0 for all

j P Ti as discussed at the beginning of Section 2.5.2. We will first choose our test function

in (i) and then complete the proof in (ii).

(i) Choose test function. Let hpxq “
a

π
2 ´

řr
k“1

1
σ̂l
hlpw̄

˚J
k xq be the test function, where

hlpxq is l-th Hermite polynomial, σ̂l is l-th Hermite coefficient of absolute value function

and l “ 2maxtrlog 1
cosp∆{2q

1
ϵ s, 1u. See Section A.3.7 for the definition of Hermite polynomial

and some properties. By Lemma A.11, we know σ̂2
l “ Θpl´3{2q. We are going to estimate

xhpxq, Rpxqy, where Rpxq “
řm

i“1 }wi} |wJ
i x| ´

řr
i“1 |w˚J

i x| is the residual.

By Lemma A.11 and Claim A.1, for any w with }w} “ 1, we have

xhlpw̄
˚J
i xq, |wJx|y “

8
ÿ

k“0

σ̂k Erhlpw̄
˚J
i xqhkpwJxqs “ σ̂lxw̄

˚
i , wyl,

x1, |wJx|y “

c

2

π
.
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Denote ϕ “ =pw˚
i , wq. When sin2 ϕ ď 2{l, we have

x
1

σ̂l
hlpw̄

˚J
i xq, |wJx|y “ cosl ϕ “ p1 ´ sin2 ϕql{2 ď 1 ´

l

4
sin2 ϕ ď 1 ´

sin2 ϕ

4
,

where we use p1 ´ xqn ď 1 ´ nx
2 for x P r0, 1{ns. When sin2 ϕ ą 2{l, we have

x
1

σ̂l
hlpw̄

˚J
i xq, |wJx|y “ cosl ϕ “ p1 ´ sin2 ϕql{2 ď

ˆ

1 ´
2

l

˙l{2

ď
1

e
ď 1 ´

sin2 ϕ

4
.

This implies that x 1
σ̂l
hlpw̄

˚J
i xq, |wJx|y ď 1 ´

sin2 ϕ
4 holds for any ϕ.

Further, when =pw˚
i , wq ě ∆

2 , by the choice of l, we have

0 ď x
1

σ̂l
hlpw̄

˚J
i xq, |wJx|y ď cosl

∆

2
ď ϵ.

Note that for j P Ti and k ‰ i, we have ∆ ď =pw˚
k , w

˚
i q ď =pw˚

k , wjq ` =pw˚
i , wjq ď

2=pw˚
k , wjq. This indicates that =pw˚

k , wjq ě ∆{2 for all k ‰ i. Thus, for j P Ti, we have

xhpxq, |wJ
j x|y “

c

π

2
x1, |wJ

j x|y ´

r
ÿ

k“1

x
1

σ̂l
hlpw̄

˚J
k xq, |wJ

j x|y

ě

ˆ

1 ´

ˆ

1 ´
sin2 δj

4

˙

´ pr ´ 1qϵ

˙

}wj}

“
1

4
}wj} sin

2 δj ´ pr ´ 1q }wj} ϵ.

We also have for every teacher neuron w˚
j ,

xhpxq, |w˚J
j x|y “

c

π

2
x1, |w˚J

j x|y ´

r
ÿ

k“1

x
1

σ̂l
hlpw̄

˚J
k xq, |w˚J

j x|y

“

¨

˝1 ´ 1 ´
ÿ

k‰j

x
1

σ̂l
hlpw̄

˚J
k xq, |w̄˚J

j x|y

˛

‚

›

›w˚
j

›

› ď 0.

Therefore, for residual Rpxq “
řm

i“1 }wi} |wJ
i x| ´

řr
i“1 |w˚J

i x|, we have

xhpxq, Rpxqy ě
1

4

m
ÿ

i“1

}wi} sin
2 δi ´ pr ´ 1q

m
ÿ

i“1

}wi} ϵ ě
1

4

m
ÿ

i“1

}wi} sin
2 δi ´ Opr2wmaxϵq,

where we use Lemma A.5 in the last inequality.
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(ii) Complete Proof. Recall that }R}
2

“ 2LpW q ď 2ϵ. From (i) we could have

}h}
?
2ϵ ě }h} }R} ě xhpxq, Rpxqy ě

1

4

m
ÿ

i“1

}wi} sin
2 δi ´ Opr2wmaxϵq,

We now estimate the norm of h. Recall that σ̂2
l “ Θpl´3{2q, we have

}h}
2

“ E

»

–

˜

c

π

2
´

r
ÿ

k“1

1

σ̂l
hlpw̄

˚J
k xq

¸2
fi

fl “
π

2
` `

1

σ̂2
l

r
ÿ

k,j“1

xw̄˚
k , w̄

˚
j yl

“
π

2
` Opl3{2r2ϵq “ O

ˆ

1 ` r2ϵ log
3{2

1
cosp∆{2q

1

ϵ

˙

.

Therefore, we have

1

π2

m
ÿ

i“1

}wi} δ
2
i ď

1

4

m
ÿ

i“1

}wi} sin
2 δi ď }h}

?
2ϵ ` Opr2wmaxϵq

“ O

ˆ

ϵ1{2 ` r2wmaxϵ ` r2ϵ3{2 log
3{2

1
cosp∆{2q

1

ϵ

˙

,

which finishes the proof.

A.3.5 Proof of Lemma A.2

Finally, we give the proof of Lemma A.2, which is the third step of proving Lemma 2.7.

It shows that when the first two steps (Lemma 2.8 and Lemma 2.9) hold, the inner product

between the gradient and descent direction can be lower bounded. The proof is involved

and relies on algebraic computations.

Lemma A.2. Under Assumption 2.2, if }vi} ď α and |Tipδmaxq| ě 1 for all i P rrs, then

r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄
J
j q´1pwj ´ qij sgnpwJ

j w
˚
i qw˚

i qy ě }R}
2

´ Opr2wmaxαδ
2
maxq,

where tqijuiPrrs,jPrms is any sequence that satisfies (1) qij ě 0 for all pi, jq, (2) qij “ 0 if

j R Tipδmaxq; and (3)
ř

jPTipδmaxq qij }wj} “ 1 for all i P rrs.

Proof. We focus on the case where wJ
j w

˚
i ě 0 for all j P Ti. The general case directly

follows from Lemma A.1. Recall that residual Rpxq “
řm

i“1 }wi} |wJ
i x| ´

řr
i“1 |w˚J

i x|. For
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any student neuron wj where j P Ti, we have

x∇wjLpW q, pI ` w̄jw̄jq
´1pwj ´ qijw

˚
i qy

“E
x

“

Rpxq }wj} pwj ´ qijw
˚
i qJx sgnpwJ

j xq
‰

“E
x

”

Rpxq

´

}wj} |wJ
j x| ´ qij }wj} |w˚J

i x|

¯ı

` E
x

“

Rpxqqij }wj}w
˚J
i x

`

sgnpw˚J
i xq ´ sgnpwJ

j xq
˘‰

.

Sum over all student neurons wj , we have

r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄jq
´1pwj ´ qijw

˚
i qy

“E
x

«

R2pxq ` Rpxq

r
ÿ

i“1

ÿ

jPTi

qij }wj}w
˚J
i x

`

sgnpw˚J
i xq ´ sgnpwJ

j xq
˘

ff

“ }R}
2

` E
x

»

—

—

—

—

—

–

Rpxq

r
ÿ

i“1

ÿ

jPTipδmaxq

qij }wj}w
˚J
i x

`

sgnpw˚J
i xq ´ sgnpwJ

j xq
˘

loooooooooooooooooooooooooooooooooomoooooooooooooooooooooooooooooooooon

I1pxq

fi

ffi

ffi

ffi

ffi

ffi

fl

,

(A.8)

where the last line is because we set qij “ 0 if j R Tipδmaxq.

We are going to lower bound the second term ExrRpxqI1pxqs in the last line. Note that

when sgnpw˚J
i xq ‰ sgnpwJ

j xq, we have w˚J
i x

´

sgnpw˚J
i xq ´ sgnpwJ

ijxq

¯

“ 2|w˚J
i x|. Hence,

E
x

“

Rpxqqij }wj}w
˚J
i x

`

sgnpw˚J
i xq ´ sgnpwJ

j xq
˘‰

“2qij }wj}E
x

”

Rpxq|w˚J
i x|Isgnpw˚J

i xq‰sgnpwJ
j xq

ı

“2qij }wj}E
x

”

R1pxq ¨ |w˚J
i x|Isgnpw˚J

i xq‰sgnpwJ
j xq

ı

loooooooooooooooooooooooomoooooooooooooooooooooooon

I2

` 2qij }wj}E
x

”

R2pxq ¨ |w˚J
i x|Isgnpw˚J

i xq‰sgnpwJ
j xq

ı

loooooooooooooooooooooooomoooooooooooooooooooooooon

I3

,

where R1pxq and R2pxq are the residual decomposition as defined in (2.3).
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According to Lemma A.3, we have residual Rpxq “ R1pxq ` R2pxq satisfies |R1pxq| ď

}x} rα, R2pxq ě 0 for all x.

For the first term I2, recall that R1pxq “
řr

i“1 v
J
i x sgnpw˚J

i xq and }vi} ď α. We have

E
x

”

R1pxq|w˚J
i x|Isgnpw˚J

i xq‰sgnpwJ
j xq

ı

“

r
ÿ

i“1

E
x

”

vJ
i x sgnpw˚J

i xq|w˚J
i x|Isgnpw˚J

i xq‰sgnpwJ
j xq

ı

ě ´

r
ÿ

i“1

}vi} }w˚
i }E

x
r|v̄J

i x||w̄˚J
i x|Isgnpw˚J

i xq‰sgnpwJ
j xq

s

ě ´

r
ÿ

i“1

α }w˚
i } δj Ẽ

x
r}x̃}

2 Isgnpw˚J
i x̃q‰sgnpwJ

j x̃q
s

“ ´ c1rwmaxαδ
2
j ,

where in the second to last line x̃ represents a 3-dimensional Gaussian since the expression

only depends on three vectors vi, wj , w
˚
i , and we use Lemma A.9 in the last line and c1 is

a constant.

For the second term I3, recall that R2pxq ě 0. Hence,

E
x

”

R2pxq|w˚J
i x|Isgnpw˚J

i xq‰sgnpwJ
j xq

ı

ě 0.

Therefore, we have

E
x

rRpxqI1pxqs ě ´

r
ÿ

i“1

ÿ

jPTipδmaxq

2c1qij }wj} rwmaxαδ
2
j

ě ´ 2c1rwmaxαδ
2
max

r
ÿ

i“1

ÿ

jPTipδmaxq

qij }wj} “ ´2c1r
2wmaxαδ

2
max,

where in the last line is because
ř

jPTipδmaxq qij }wij} “ 1 for all i P rrs.

Thus, with (A.8) we have

r
ÿ

i“1

ÿ

jPTi

x∇wjLpW q, pI ` w̄jw̄jq
´1pwj ´ qijw

˚
i qy ě }R}

2
´ Opr2wmaxαδ

2
maxq.
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A.3.6 Technical Lemmas

Lemma A.7. Consider α, β P Rd with }α} “ }β} “ 1 and x „ Np0, Iq. Denote =pα, βq “

ϕ, then if sinϕ ą 0, we have
c

2

π
δ1e

´
δ21
2 ďE

x
rI|αJx|ďδ1s ď

c

2

π
δ1,

δ1pδ2 ` δ1 cosϕq

π sinϕ
e

´
δ21`δ22`2δ1δ2 cosϕ

2 sin2 ϕ ďE
x

rIAs ď
δ1pδ2 ` δ1 cosϕq

π sinϕ
,

where A “ tx||αJx| ď δ1, there exists y such that |αJy| ď δ1, |βJy| ď δ2, pI ´ ααJqx “

pI ´ ααJqyu

Proof. WLOG, assume α “ p1, 0, . . . , 0qJ and β “ pcosϕ, sinϕ, 0, . . . , 0qJ with ϕ P p0, π2 s.

We first prove the first inequality. We have

E
x

rI|αJx|ďδ1s “E
x

rI|x1|ďδ1s “
1

?
2π

ż

|x1|ďδ1

e´
x21
2 dx1 “

c

2

π

ż

0ďx1ďδ1

e´
x21
2 dx1.

Therefore, we have the upper bound

E
x

rI|αJx|ďδ1s ď

c

2

π
δ1,

and the lower bound

E
x

rI|αJx|ďδ1s ě

c

2

π
δ1e

´
δ21
2 .

Now, we prove the second inequality. We have the set A is

A “tx||x1| ď δ1, there exists y such that |y1| ď δ1, |y1 cosϕ ` y2 sinϕ| ď δ2, xi “ yi, i ě 2u

“tx||x1| ď δ1, there exists y1 such that |y1| ď δ1, |y1 cosϕ ` x2 sinϕ| ď δ2u.

When cosϕ “ 0, we have A “ tx||x1| ď δ1, |x2 sinϕ| ď δ2u. Thus,

E
x

rIAs “
1

4π

ż

|x1|ďδ1

e´
x21
2 dx1

ż

|x2|ďδ2

e´
x22
2 dx2.

We could have the upper bound

E
x

rIAs ď
1

4π
¨ 2δ1 ¨ 2δ2 “

δ1δ2
π

,
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and lower bound

E
x

rIAs ě
1

4π
¨ 2δ1e

´
δ21
2 ¨ 2δ2e

´
δ22
2 “

δ1δ2
π

e´
δ21`δ22

2 .

When cosϕ ‰ 0, we have

A “tx||x1| ď δ1, there exists y1 such that |y1| ď δ1, |y1 cosϕ ` x2 sinϕ| ď δ2u

“tx||x1| ď δ1,
δ2 ´ x2 sinϕ

cosϕ
ě ´δ1,

´δ2 ´ x2 sinϕ

cosϕ
ď δ1u

“tx||x1| ď δ1, |x2| ď
δ2 ` δ1 cosϕ

sinϕ
u.

Thus,

E
x

rIAs “
1

4π

ż

|x1|ďδ1

e´
x21
2 dx1

ż

|x2|ď
δ2`δ1 cosϕ

sinϕ

e´
x22
2 dx2.

We could have the upper bound

E
x

rIAs ď
1

4π
¨ 2δ1 ¨

2pδ2 ` δ1 cosϕq

sinϕ
“

δ1pδ2 ` δ1 cosϕq

π sinϕ
,

and lower bound

E
x

rIAs ě
1

4π
¨ 2δ1e

´
δ21
2 ¨

2pδ2 ` δ1 cosϕq

sinϕ
e

´
pδ2`δ1 cosϕq2

2 sin2 ϕ “
δ1pδ2 ` δ1 cosϕq

π sinϕ
e

´
δ21`δ22`2δ1δ2 cosϕ

2 sin2 ϕ .

Lemma A.8. Suppose 0 ď τ, ϕ ď c for a sufficiently small constant. Then, we have

hpτ, ϕq “ 4OwenTpτ, cotϕq ´ 1 `
2ϕ

π
`

τ
?
2π

erf

ˆ

τ cotϕ
?
2

˙

ď 0,

where OwenTpx, aq “ 1
2π

şa
0 e

´x2p1`t2q{2 1
1`t2

dt and erfpxq “ 2?
π

şx
0 e

´t2 dt.

Proof. We have

dhpτ, ϕq

dϕ
“

1

π

ˆ

2 ´ 2e
´ τ2

2 sin2 ϕ ´
τ2

sin2 ϕ
e´

τ2 cot2 ϕ
2

˙

fi
1

π
h1pτ, ϕq.
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Further,

dh1pτ, ϕq

dτ
“

τ

sin2 ϕ

ˆ

2e
´ τ2

2 sin2 ϕ ´ 2e´
τ2 cot2 ϕ

2 ` e´
τ2 cot2 ϕ

2 τ2 cot2 ϕ

˙

“
τ

sin2 ϕ
e´

τ2 cot2 ϕ
2

ˆ

2e´ τ2

2 ´ 2 ` τ2 cot2 ϕ

˙

ě
τ

sin2 ϕ
e´

τ2 cot2 ϕ
2

ˆ

2p1 ´
τ2

2
q ´ 2 ` τ2 cot2 ϕ

˙

“
τ

sin2 ϕ
e´

τ2 cot2 ϕ
2 τ2pcot2 ϕ ´ 1q ě 0,

where we use e´x ě 1 ´ x when x ě 0 in the first inequality and ϕ ď π
4 in the last line.

Hence, when ϕ ď π
4 , h1pτ, ϕq ě h1p0, ϕq “ 0. This implies that if hpτ, ϕ0q ď 0 for some

ϕ0 ď π
4 , then we have hpτ, ϕq ď hpτ, ϕ0q ď 0.

We are going to show that when ϕ0 “ arccot 3 ď π
4 and τ ď c, we have hpτ, ϕ0q ď 0.

dhpτ, ϕ0q

dτ
“e´

τ2 cot2 ϕ0
2

τ cotϕ0

π
`

erfp τ cotϕ0?
2

q
?
2π

´

c

2

π
e´ τ2

2 erfp
τ cotϕ0

?
2

q

ď

ˆ

1 ´
τ2 cot2 ϕ0

2
`

τ4 cot4 ϕ0

8

˙

τ cotϕ0

π
`

1
?
2π

2
?
π

τ cotϕ0
?
2

´

c

2

π

ˆ

1 ´
τ2

2

˙ˆ

2
?
π

τ cotϕ0
?
2

´
2

3
?
π

τ3 cot3 ϕ0

2
?
2

˙

“

ˆ

cotϕ0

π
´

cot3 ϕ0

6π

˙

τ3 `

ˆ

cot5 ϕ0

8π
´

cot3 ϕ

6π

˙

τ5 “ ´
3

2π
τ3 `

207

8π
τ5 ď 0,

where we use e´x ď 1 ´ x ` x2

2 , e´x ě 1 ´ x and erfpxq ě 2x?
π

´ 2x3

3
?
π

for x ě 0 in the first

inequality, and τ ď c, ϕ0 “ arccot 3 in the last line.

Therefore, we have hpτ, ϕ0q ď hp0, ϕ0q “ 0, when τ ď c. Together with h1pτ, ϕq ě 0

when ϕ ď π
4 ,we know hpτ, ϕq ď hpτ, ϕ0q ď 0, when τ ď c and ϕ ď π

4 .

Lemma A.9. Consider α, β P R3 with =pα, βq “ ϕ and αJβ ě 0. We have

E
x

r}x}
2 IsgnpαJxq‰sgnpβJxqs “ Opϕq.
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Proof. WLOG, assume α “ p1, 0, 0qJ and β “ pcosϕ, sinϕ, 0qJ. We have

E
x

r}x}
2 IsgnpαJxq‰sgnpβJxqs

“ E
x1,x2,x3

rpx21 ` x22 ` x23qIsgnpx1q‰sgnpx1 cosϕ`x2 sinϕqs

“ E
x1,x2

rpx21 ` x22qIsgnpx1q‰sgnpx1 cosϕ`x2 sinϕqs ` E
x1,x2

rIsgnpx1q‰sgnpx1 cosϕ`x2 sinϕqs

“
1

2π

ż 8

0
r3e´r2{2 dr

ż 2π

0
Isgnpcos θq‰sgnpcosϕ cos θ`sinϕ sin θq dθ

`
1

2π

ż 8

0
re´r2{2 dr

ż 2π

0
Isgnpcos θq‰sgnpcosϕ cos θ`sinϕ sin θq dθ

“Opϕq.

Lemma A.10. Consider wj , wk, w
˚ P Rd with }wj} “ }wk} “ }w˚} “ 1 and wJ

j w
˚, wJ

k w
˚ ě

0. Denote ϕj “ =pwj , w
˚q and ϕk “ =pwk, w

˚q. We have

0 ď

E
x

“

wJ
j x ¨ wJ

k x
`

sgnpwJ
j xq ´ sgnpw˚Jxq

˘ `

sgnpwJ
k xq ´ sgnpw˚Jxq

˘‰

“ Opϕjϕk mintϕj , ϕkuq.

Proof. Given that there are only three vectors wj , wk, w
˚ and x „ Np0, Iq, it is equivalent

to consider a three dimensional Gaussian x̃ P R3 that lies in the span of wj , wk, w
˚. In

the following, we slightly abuse the notation and use x to denote this three dimensional

Gaussian.

For any x, it is easy to see that

wJ
j x

`

sgnpwJ
j xq ´ sgnpw˚Jxq

˘

ě 0, wJ
k x

`

sgnpwJ
k xq ´ sgnpw˚Jxq

˘

ě 0.

Therefore, we have the lower bound

E
x„Np0,Iq

“

wJ
j x ¨ wJ

k x
`

sgnpwJ
j xq ´ sgnpw˚Jxq

˘ `

sgnpwJ
k xq ´ sgnpw˚Jxq

˘‰

ě 0.

For upper bound, note that when sgnpwJ
j xq ‰ sgnpw˚Jxq, we have wJ

j x “ Opϕj }x}q.
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Similarly, we have wJ
k x “ Opϕk }x}q when sgnpwJ

k xq ‰ sgnpw˚Jxq. Thus, we have

E
x„Np0,Iq

“

wJ
j x ¨ wJ

k x
`

sgnpwJ
j xq ´ sgnpw˚Jxq

˘ `

sgnpwJ
k xq ´ sgnpw˚Jxq

˘‰

ďOpϕjϕkqE
x

r}x}
2 IsgnpwJ

j xq‰sgnpw˚Jxq,sgnpwJ
k xq‰sgnpw˚Jxqs

ďOpϕjϕkqmintE
x

r}x}
2 IsgnpwJ

j xq‰sgnpw˚Jxqs,Ex r}x}
2 IsgnpwJ

k xq‰sgnpw˚Jxqsu

“Opϕjϕk mintϕj , ϕkuq,

where we use Lemma A.9 in the last line.

A.3.7 Some Properties of Hermite Polynomials

In this section, we give several properties of Hermite Polynomials that are useful in our

analysis. Let Hk be the probabilists’ Hermite polynomial where

Hkpxq “ p´1qkex
2{2 dk

dxk
pe´x2{2q

and hk “ 1?
k!
Hk be the normalized Hermite polynomials.

The following lemma gives the Hermite coefficients for absolute value function.

Lemma A.11. Let σpxq “ |x|. Then, σpxq “
ř8

k“0 σ̂khkpxq, where thku8
k“0 are Hermite

polynomials and

σ̂k “

$

’

’

’

’

’

&

’

’

’

’

’

%

0 , k is odd
b

2
π , k “ 0

b

1
π , k “ 2

p´1q
k
2

´1
b

2
π¨k!pk ´ 3q!! , k is even and n ě 4

are Hermite coefficients of |x|. Here, σ̂2
k “ Θpk´3{2q.

Proof. We calculate σ̂k for the following cases. Case 1: k is odd.

Since hkpxq is odd when k is odd, we have

σ̂k “ xσpxq, hkpxqy “
1

?
2π

ż 8

´8

|x|hkpxqe´x2{2dx “ 0.
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Case 2: k “ 0.

σ̂0 “ xσpxq, h0pxqy “
1

?
2π

ż 8

´8

|x|e´x2{2dx “

c

2

π
.

Case 3: k “ 2.

σ̂2 “ xσpxq, h2pxqy “
1

?
2π

ż 8

´8

|x| ¨
x2 ´ 1

?
2

¨ e´x2{2dx “
1

?
π

Case 4: k is even and k ě 4.

When k is even, we know hk is even. Thus,

σ̂k “ xσpxq, hkpxqy “
1

?
2π

ż 8

´8

|x| ¨
Hk
?
k!

¨ e´x2{2 dx

“
1

?
2π ¨ k!

ż 8

´8

|x| ¨ p´1qkex
2{2 dk

dxk
pe´x2{2q ¨ e´x2{2 dx

“
p´1qk

?
2π ¨ k!

¨ 2

ż 8

0
x ¨

dk

dxk
pe´x2{2q dx

“
2p´1qk
?
2π ¨ k!

¨

˜

x ¨
dk´1

dxk´1
pe´x2{2q

ˇ

ˇ

ˇ

ˇ

8

0

´

ż 8

0

dk´1

dxk´1
pe´x2{2qdx

¸

“
2p´1qk
?
2π ¨ k!

¨

˜

´
dk´2

dxk´2
pe´x2{2q

ˇ

ˇ

ˇ

ˇ

8

0

¸

“

c

2

π ¨ k!
¨ Hk´2p0q

“

c

2

π ¨ k!
p´1q

k
2

´1pk ´ 3q!!,

where we use Hkpxq “ p´1qkex
2{2 dk

dxk pe´x2{2q and Hkp0q “ p´1qk{2pk ´ 1q!! when k is even

[4].

The following is another helpful property of Hermite polynomial.

Claim A.1 ([144], Section 11.2). Let px, yq be ρ-correlated standard normal variables (that

is, both x, y have marginal distribution Np0, 1q and Erxys “ ρ). Then, Erhmpxqhnpyqs “

ρnδmn.
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A.4 Proof of Local Convergence (Theorem 2.4)

In this section, we first show that the loss function is “smooth" (Lemma 2.12) and Lip-

shcitz (Lemma 2.13). At the end, we give the proof of local convergence theorem (Theorem

2.4).

A.4.1 Proof of Theorem 2.12

As the first step to prove local convergence theorem, we show that the loss function

satisfies “smoothness"-type conditions as below. The proof is involved and relies on algebraic

computations to carefully bound each term.

Lemma 2.12 (Smoothness). Under Assumption 2.2, if loss LpW q “ Opr2w2
maxq, then

LpW ` Uq ďLpW q ` x∇WLpW q, Uy ` Opr1{4w1{4
maxqL1{2pW q }U}

3{2
F ` Oprwmaxq }U}

2
F

` Op1q }U}
4
F .

Proof. Denote the residual as

RW pxq “

m
ÿ

j“1

}wj} |wJ
j x| ´

r
ÿ

i“1

|w˚J
i x|.

Then, we have

LpW ` Uq ´ LpW q ´ x∇WLpW q, Uy

“
1

2
E
x

“

R2
W`U pxq

‰

´
1

2
E
x

“

R2
W pxq

‰

´ E
x

«

RW pxq

m
ÿ

j“1

}wj}u
J
j pI ` w̄jw̄

J
j qx sgnpwJ

j xq

ff

“
1

2
E
x

“

pRW`U pxq ´ RW pxqq2
‰

loooooooooooooooomoooooooooooooooon

I1

` E
x

«

RW pxq

˜

RW`U pxq ´ RW pxq ´

m
ÿ

j“1

}wj}u
J
j pI ` w̄jw̄

J
j qx sgnpwJ

j xq

¸ff

looooooooooooooooooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooooooooooooooooon

I2

.
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For term I1, let γj “ }wj ` uj} pwj ` ujq ´ }wj}wj . Note that

}γj}
2

ď2
´

}}wj ` uj}wj ´ }wj}wj}
2

` }}wj ` uj}uj}
2
¯

ď2
´

}wj}
2

}uj}
2

` }wj ` uj}
2

}uj}
2
¯

ď2
´

3 }wj}
2

` 2 }uj}
2
¯

}uj}
2 .

Hence, we have

I1 “E
x

“

pRW`U pxq ´ RW pxqq2
‰

“ E
x

»

–

˜

m
ÿ

j“1

`

| }wj ` uj} pwj ` ujq
Jx| ´ | }wj}w

J
j x|

˘

¸2
fi

fl

ďE
x

»

–

˜

m
ÿ

j“1

|γJ
j x|

¸2
fi

fl

ďc0

˜

m
ÿ

j“1

}γj}

¸2

ďc0

˜

m
ÿ

j“1

´

6 }wj}
2

` 4 }uj}
2
¯1{2

}uj}

¸2

ďc0

m
ÿ

j“1

´

6 }wj}
2

` 4 }uj}
2
¯

¨

m
ÿ

j“1

}uj}
2

“ Oprwmaxq

m
ÿ

j“1

}uj}
2

` Op1q

˜

m
ÿ

j“1

}uj}
2

¸2

,

where we use Lemma A.15 in the third line, and the last line is because of Lemma A.5.

For term I2, we have

I2 “E

«

RW pxq

˜

RW`U pxq ´ RW pxq ´

m
ÿ

j“1

}wj}u
J
j pI ` w̄jw̄

J
j qx sgnpwJ

j xq

¸ff

“E rRW pxq¨

m
ÿ

j“1

`

| }wj ` uj} pwj ` ujq
Jx| ´ | }wj}w

J
j x| ´ }wj}u

J
j pI ` w̄jw̄

J
j qx sgnpwJ

j xq
˘

loooooooooooooooooooooooooooooooooooooooooooooooooomoooooooooooooooooooooooooooooooooooooooooooooooooon

Ijpxq

fi

ffi

ffi

fl

ď

m
ÿ

j“1

}RW } }Ij} .
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Denote α “ }wj ` uj} pwj ` ujq and β “ }wj}

´

wj ` pI ` w̄jw̄
J
j quj

¯

. In the following, we

drop the subscript j for simplicity. We have

}Ij}
2

“E
x

”

`

|αJx| ´ βJx sgnpwJxq
˘2
ı

ď2E
x

”

`

|αJx| ´ |βJx|
˘2

`
`

βJxpsgnpβJxq ´ sgnpwJxq
˘2
ı

ď2E
x

”

`

pα ´ βqJx
˘2
ı

` 2E
x

”

`

βJx
˘2 IsgnpβJxq‰sgnpwJxq

ı

“2 }α ´ β}
2

` 2E
x

”

`

βJx
˘2 IsgnpβJxq‰sgnpwJxq

ı

loooooooooooooooooomoooooooooooooooooon

I3

.

For first term }α ´ β}, let gpwq “ }w}w. By Lemma A.12, we know

gpw ` uq “ gpwq ` x∇wgpwq, uy ` ∆,

where }∆} ď c1 }u}
2 for some constant c1. Note that gpw`uq “ α and gpwq`x∇wgpwq, uy “

β. Hence, we have }α ´ β} ď c1 }u}
2.

For second term I3, by Lemma A.13, we have

I3 “ E
x

”

`

βJx
˘2 IsgnpβJxq‰sgnpwJxq

ı

“
}β}

2

π
pϕ ´ sinϕ cosϕq ď

}β}
2

π
ϕ3,

where ϕ “ arccospβ̄Jw̄q and we use ϕ ´ sinϕ cosϕ ď ϕ3 for ϕ ě 0.

Denote θ “ arccospw̄Jūq. We have

cosϕ “
βJw

}β} }w}
“

}w}
3

` 2 }w}wJu

}β} }w}
“

}w} ` 2 }u} cos θ
b

}w}
2

` }u}
2

` 3 }u}
2 cos2 θ ` 4 }w} }u} cos θ

“
}w} ` 2 }u} cos θ

b

p}w} ` 2 }u} cos θq2 ` }u}
2 sin2 θ

.

Note that cosϕ ď 1 ´
ϕ2

5 for 0 ď ϕ ď π. We have

I3 ď
}β}

2

π
53{2

¨

˝1 ´
}w} ` 2 }u} cos θ

b

p}w} ` 2 }u} cos θq2 ` }u}
2 sin2 θ

˛

‚

3{2

. (A.9)

Note that when }u} “ 0, it is easy to verify that I3 “ 0. In the following, we assume

}u} ą 0.
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Case 1: }w} ě 4 }u}.

In this case, we have }w} ` 2 }u} cos θ ě
}w}

2 ě 2 }u} ą 0. Using 1 ´ 1?
1`x2 ď x2

2 with

(A.9), we have

I3 ď
53{2 }β}

2

π

˜

}u}
2 sin2 θ

2p}w} ` 2 }u} cos θq2

¸3{2

“
53{2

23{2π

}w}
2
´

p}w} ` 2 }u} cos θq2 ` }u}
2 sin2 θ

¯

| }w} ` 2 }u} cos θ|3
}u}

3
| sin θ|3

“
53{2

23{2π

}w}

| }w} ` 2 }u} cos θ|

p}w} ` 2 }u} cos θq2 ` }u}
2 sin2 θ

| }w} ` 2 }u} cos θ|2
}w} }u}

3
| sin θ|3

ď
53{2

23{2π
2p1 `

sin2 θ

4
q }w} }u}

3
| sin θ|3

ď4 }w} }u}
3

Case 2: }w} ă 4 }u}.

In this case, we have }β}
2

“ }w}
2
´

p}w} ` 2 }u} cos θq2 ` }u}
2 sin2 θ

¯

ď 592 }u}
4. With

(A.9), we have I3 ď
592}u}

4

π 53{223{2.

Combine above two cases, we have I3 ď c2maxt}w} }u}
3 , }u}

4
u, where c2 is a constant.

Therefore, we have }Ij} ď c3maxt}wj}
1{2

}uj}
3{2 , }uj}

2
u, where c3 is a constant. This leads

to

I2 ď

m
ÿ

j“1

}RW } }Iij} ď }RW }

m
ÿ

j“1

c3maxt}wj}
1{2

}uj}
3{2 , }uj}

2
u

ď }RW }

m
ÿ

j“1

c3 }wj}
1{2

}uj}
3{2

` }RW }

m
ÿ

j“1

c3 }uj}
2

ďc3 }RW }

˜

r
ÿ

j“1

}wj}
2

¸1{4˜ m
ÿ

j“1

}uij}
2

¸3{4

` c3 }RW }

m
ÿ

j“1

}uij}
2 ,

where we use Holder’s inequality in the last line.
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Denote }U}
2
F “

řm
j“1 }uj}

2. With Lemma A.5, we have

LpW ` Uq ´ LpW q ´ x∇WLpW q, Uy

ďI1 ` I2

ďOprwmaxq }U}
2
F ` Op1q }U}

4
F ` Opr1{4w1{4

maxqL1{2pW q }U}
3{2
F ` Op1qL1{2pW q }U}

2
F

“Opr1{4w1{4
maxqL

1{2
2 pW q }U}

3{2
F ` Oprwmaxq }U}

2
F ` Op1q }U}

4
F .

A.4.2 Proof of Lemma 2.13

The second step is to show the loss function is Lipschitz, i.e., the gradient norm is

upperbound. The proof follows from simple computations.

Lemma 2.13 (Lipschitz). Under Assumption 2.2, if loss LpW q “ Opr2w2
maxq is small,

then }∇WLpW q}
2
F “ Opr3w3

maxq.

Proof. Denote Rpxq “
řm

i“1

ř

jPTi
}wj} |wJ

j x| ´
řr

i“1 |w˚J
i x| as the residual. For any k P

rms, we have

}∇wk
LpW q} “

›

›

›
E
x

“

Rpxq }wk} pI ` w̄kw̄
J
k qx sgnpwJ

k xq
‰

›

›

›

“ }wk}

›

›

›

›

›

E
x

«˜

r
ÿ

i“1

ÿ

jPTi

}wj} |wJ
j x| ´

r
ÿ

i“1

|w˚J
i x|

¸

pI ` w̄kw̄
J
k qx sgnpwJ

k xq

ff›

›

›

›

›

ď }wk}

˜

r
ÿ

i“1

ÿ

jPTi

›

›

›
E
x

“

}wj} |wJ
j x|pI ` w̄kw̄

J
k qx sgnpwJ

k xq
‰

›

›

›

`

r
ÿ

i“1

›

›

›
E
x

“

|w˚J
i x|pI ` w̄kw̄

J
k qx sgnpwJ

k xq
‰

›

›

›

¸

ď }wk}

˜

r
ÿ

i“1

ÿ

jPTi

}wj}
2

¨ Op1q `

r
ÿ

i“1

}w˚
i } ¨ Op1q

¸

ďOprwmaxq }wk} ,

where we use Lemma A.14 in the second to last line, and Lemma A.5 in the last line. This
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leads to

}∇WLpW q}
2
F “

m
ÿ

j“1

›

›∇wjL2pW q
›

›

2
ď Opr2w2

maxq

m
ÿ

j“1

}wj}
2

“ Opr3w3
maxq,

where we again use Lemma A.5.

A.4.3 Proof of Theorem 2.4

Now we are ready to prove the local convergence result given the smoothness and Lip-

schitz of loss function.

Theorem 2.4 (Main Result). For network and loss function Lp¨q defined in Definition 2.1,

under Assumption 2.1, 2.2, suppose we run gradient descent on objective (2.1):

w
pt`1q

i “ w
ptq
i ´ η∇wiLpW q, for any i P rms

there exists a threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq and η0 “ Opr´1w´1

maxq such that for

any ϵ ą 0, if initial loss LpW p0qq ď ϵ0 and step size η ď η0, then we have LpW pT qq ď ϵ in

T “ Oprwmax{pϵηqq steps.

Proof. Using Theorem 2.12 with uj “ ´η∇wjLpW q, we have

LpW ` Uq ďLpW q ´ η }∇WLpW q}
2
F ` Opη3{2r1{4w1{4

maxqL1{2pW q }∇WLpW q}
3{2
F

` Opη2rwmaxq }∇WLpW q}
2
F ` Opη4q }∇WLpW q}

4
F

ďLpW q ´

´

η ´ O
´

η3{2r1{4w1{4
maxκ

´1{2 ` η2rwmax ` η4r3w3
max

¯¯

}∇WLpW q}
2
F

ďLpW q ´
ηκ2

4
L2pW q,

where in the second line we use gradient norm upper bound (Lemma 2.13) and gradient

norm lower bound (Theorem 2.3), in the last line we use Theorem 2.3 again and η ď η0 “

Opr´1w´1
maxq. This implies that

LpW pt`1qq ď LpW ptqq ´
ηκ2

4
L2pW ptqq.

Then, note that 0 ă LpW pt`1qq ď LpW ptqq, we could have

1

LpW ptqq
ď

1

LpW pt`1qq
´

ηκ2

4

LpW ptqq

LpW pt`1qq
ď

1

LpW pt`1qq
´

ηκ2

4
.
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This implies that

0 ă
1

LpW p0qq
ď

1

LpW ptqq
´

tηκ

4
,

which leads to

LpW ptqq ď min

"

4

tηκ2
, LpW p0qq

*

“ min

"

O

ˆ

rwmax

tη

˙

, ϵ0

*

.

Therefore, we have LpW pT qq ď ϵ for some T “ O
´

rwmax
ϵη

¯

.

A.4.4 Technical Lemmas

Lemma A.12. Let gpwq “ }w}w. Then, g is p1 `
?
3q-smooth.

Proof. The gradient is

∇wgpwq “ }w} pI ` w̄w̄Jq.

Note that when w “ 0, ∇wgpwq “ 0.

For any u, we have

}∇wgpw ` uq ´ ∇wgpwq}F

“

›

›

›
}w ` u} pI ` w ` u w ` uJ

q ´ }w} pI ` w̄w̄Jq

›

›

›

F

ď }p}w ` u} ´ }w}qI}F `

›

›

›
}w ` u}w ` u w ` uJ

´ }w} w̄w̄J
›

›

›

F

ď }u} `

›

›

›
}w ` u}w ` u w ` uJ

´ }w} w̄w̄J
›

›

›

F
loooooooooooooooooooooooomoooooooooooooooooooooooon

I1

.

Since ∇wgp0q “ 0, when w “ 0 or w ` u “ 0, we know }∇wgpw ` uq ´ ∇wgpwq}F ď 2 }u}.

For I1, we have

I21 “

›

›

›
}w ` u}w ` u w ` uJ

´ }w} w̄w̄J
›

›

›

2

F

“tr

ˆ

´

}w ` u}w ` u w ` uJ
´ }w} w̄w̄J

¯2
˙

“p}w ` u} ´ }w}q2 ` 2 }w ` u} }w}

ˆ

1 ´

´

w ` uJw̄
¯2
˙

ď }u}
2

` 2 }w ` u} }w}

ˆ

1 ´

´

w ` uJw̄
¯2
˙

.
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Denote θ “ arccospw̄Jūq. Then,

w ` uJw̄ “
}w}

2
` }w} }u} cos θ

}w} }w ` u}
“

}w} ` }u} cos θ
b

}w}
2

` }u}
2

` 2 }w} }u} cos θ

“
}w} ` }u} cos θ

b

p}w} ` }u} cos θq2 ` }u}
2 sin2 θ

.

Hence,

}w ` u} }w}

ˆ

1 ´

´

w ` uJw̄
¯2
˙

“
}w ` u} }w} }u}

2 sin2 θ

p}w} ` }u} cos θq2 ` }u}
2 sin2 θ

“
}w} sin2 θ

}w ` u}
}u}

2 .

It is easy to check }w} sin θ
}w`u}

ď 1. Thus, we have I21 ď p1 ` 2 sin θq }u}
2

ď 3 }u}
2. Therefore,

for any u

}∇wgpw ` uq ´ ∇wgpwq}F ď p1 `
?
3q }u} .

Lemma A.13. Consider α, β P Rd with }α} “ }β} “ 1. Denote ϕ “ arccospαJβq, then

E
x„Np0,Iq

rpβJxq2IsgnpαJxq‰sgnpβJxqs “
1

π
pϕ ´ sinϕ cosϕq “ Θpϕ3q.

Proof. WLOG, assume β “ p1, 0, . . . , 0qJ and α “ pcosϕ, sinϕ, 0, . . . , 0qJ. We have

E
x„Np0,Iq

rpβJxq2IsgnpαJxq‰sgnpβJxqs

“ E
x„Np0,Iq

rx21Isgnpx1 cosϕ`x2 sinϕq‰sgnpx1qs

“
1

2π

ż 8

0
r3e´r2{2 dr

ż 2π

0
cos2 θIsgnpcos θ cosϕ`sin θ sinϕq‰sgnpcos θq dθ

“
1

2π
¨ 2 ¨ 2

ż π{2`ϕ

π{2
cos2 θ dθ

“
2

π
¨
1

2
pϕ ´ sinϕ cosϕq “

1

π
pϕ ´ sinϕ cosϕq “ Θpϕ3q.
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Lemma A.14. Consider α, β P Rd with }α} “ }β} “ 1. We have
›

›

›

›

E
x„Np0,Iq

“

|αJx|pI ` ββJqx sgnpβJxq
‰

›

›

›

›

2

“ Op1q.

Proof. WLOG, assume β “ p1, 0, . . . , 0qJ and α “ pα1, α2, 0, . . . , 0qJ.

We have
›

›

›

›

E
x„Np0,Iq

“

|αJx|pI ` ββJqx sgnpβJxq
‰

›

›

›

›

2

“

›

›

›

›

E
x„Np0,Iq

“

|α1x1 ` α2x2|pI ` ββJqx sgnpx1q
‰

›

›

›

›

2

“

ˆ

E
x„Np0,Iq

r|α1x1 ` α2x2| ¨ 2x1 ¨ sgnpx1qs

˙2

`

ˆ

E
x„Np0,Iq

r|α1x1 ` α2x2| ¨ x2 ¨ sgnpx1qs

˙2

ď E
x„Np0,Iq

”

p|α1x1 ` α2x2| ¨ 2x1 ¨ sgnpx1qq
2
ı

` E
x„Np0,Iq

”

p|α1x1 ` α2x2| ¨ x2 ¨ sgnpx1qq
2
ı

ď4 E
x„Np0,Iq

“

|α1x1 ` α2x2|2 ¨ px21 ` x22q
‰

ď4 E
x„Np0,Iq

“

px21 ` x22q2
‰

“Op1q,

where we use Jensen’s inequality in the first inequality.

Lemma A.15. Consider αi P Rd for i P rns. We have

E
x„Np0,Iq

»

–

˜

n
ÿ

i“1

|αJ
i x|

¸2
fi

fl ď c0

˜

n
ÿ

i“1

}αi}

¸2

,

where c0 is a constant.

Proof. We have

E
x

»

–

˜

n
ÿ

i“1

|αJ
i x|

¸2
fi

fl “ E
x

«

n
ÿ

i,j“1

|αJ
i x||αJ

j x|

ff

ď

n
ÿ

i,j“1

c0 }αi} }αj} “ c0

˜

n
ÿ

i“1

}αi}

¸2

.

To prove the first inequality above, it suffices to prove the following

E
x„Np0,Iq

“

|αJ
i x||αJ

j x|
‰

ď c0 }αi} }αj} .
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Note that the LHS above only depends on two vectors, so it is equivalent to consider the

expectation over a 2-dimensional Gaussian x̃. We have

E
x„Np0,Iq

“

|αJ
i x||αJ

j x|
‰

“ E
x̃„Np0,Iq

“

|αJ
i x̃||αJ

j x̃|
‰

ď }αi} }αj} Ẽ
x

”

}x̃}
2
ı

“ c0 }αi} }αj} ,

where c0 is a constant.

A.5 Initialization

We present the details of two initialization algorithms: (1) random initialization (Algo-

rithm 2) and (2) subspace initalization (Algorithm 3) and prove their correctness respec-

tively in the following two subsections. At the end of this section, we give the proof of

Theorem 2.5.

A.5.1 Random Initialization (Algorithm 2)

Random Initialization (Algorithm 2) initializes the direction of neurons randomly and

adjust the norm of neurons by least-squares. In the proof we show that as long as every

teacher neuron has at least one close student neuron in direction, the solution returned by

least-squares will be small.

Algorithm 2: Random Initialization
Input: number of student neurons m.

Initialize student neurons as w1, w2, . . . , wm „ Np0, Idq

Set new student neurons W 1 “ pw1
1, . . . , w

1
mq as w1

i “
a

z˚
i { }wi} ¨ wi where

tz˚
i umi“1 is the solution of the following least-squares problem

min
tziumi“1:@iPrms,ziě0

1

2
E
x

»

–

˜

m
ÿ

i“1

zi|w
J
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl

Output: W 1

Lemma A.16 (Random Initialization). Under Assumption 2.2, for any ϵinit ą 0, if we use

Algorithm 2 with m ě m0 “ O
`

prwmax{
?
ϵinitq

d ¨ r logp1{δq
˘

, then with probability 1 ´ δ,

we have LpW 1q ď ϵinit.
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Proof. For simplicity, we use ϵ instead of ϵinit in the proof. Recall that after random

initialization, we adjust the norm of student neurons by setting new student neurons W 1 “

pw1
1, . . . , w

1
mq as w1

i “
a

z˚
i { }wi} ¨ wi where tz˚

i umi“1 is the solution of the following least-

squares problem

min
tziumi“1:@iPrms,ziě0

1

2
E
x

»

–

˜

m
ÿ

i“1

zi|w
J
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl .

Therefore, it is equivalent to consider w1, w2, . . . , wm „ UniformpSd´1q. First, we are going

to show that for every teacher neuron w˚
i , with probability 1 ´ δ and with Opγ´d log 1

δ q

neurons, at least one of these neurons satisfy =pw,w˚
i q ď γ.

Note that for a single neuron w,

Pp=pw,w˚
i q ď γq “

2
şγ
0 sin

d´2 θ1 dθ1
şπ
0 sin

d´2 θ1 dθ1
“ Ωpγdq.

Hence, with Opγ´d log 1
δ q number of neurons, the probability of none of these neurons

satisfy =pw,w˚
i q ď γ is at most p1 ´ ΩpγdqqOpγ´d log 1

δ
q ď δ. Therefore, with m ě m0 “

Oprγ´d log 1
δ q neurons, we guarantee that with probability 1 ´ δ, every teacher neuron has

at least one student neuron satisfy =pwi, w
˚
i q ď γ.

Then, we show that if every teacher neuron has at least one student neuron satisfy

=pwi, w
˚
i q ď γ, then after doing least square to fit the norms }wi}, the loss LpW q ď

Opr2w2
maxγ

2q. We prove this by constructing a feasible solution that satisfy the constraints.

Denote student neuron wi as the one that satisfies =pwi, w
˚
i q ď γ. Let zi “ }w˚

i } { }wi}

for i P rrs and zi “ 0 otherwise. Consider the least-squares objective under this case, we

have

LpW q “
1

2
E
x

»

–

˜

m
ÿ

i“1

zi|w
J
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl “
1

2
E
x

»

–

˜

r
ÿ

i“1

}w˚
i }

`

|w̄J
i x| ´ |w̄˚J

i x|
˘

¸2
fi

fl

ď
1

2
E
x

»

–

˜

r
ÿ

i“1

}w˚
i }

ˇ

ˇ

ˇ
pw̄i ´ w̄˚

i q
J x

ˇ

ˇ

ˇ

¸2
fi

fl ď
c0
2

˜

r
ÿ

i“1

}w˚
i } }w̄i ´ w̄˚

i }

¸2

“ Opr2w2
maxγ

2q,
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where we use Lemma A.15 and =pwi, w
˚
i q ď γ in the last line.

Therefore, let γ “ Opr´1w´1
maxϵ

1{2q, we know after least square LpW q ď ϵ. In this case,

we need m ě m0 “ O

ˆ

r
´

rwmax

ϵ1{2

¯d
log 1

δ

˙

neurons at initialization.

A.5.2 Subspace Initialization (Algorithm 3)

Subspace Initialization (Algorithm 3) first uses samples to estimate the subspace space

spanned by the teacher neuron. Then following the same argument in Random Initialization

(Algorithm 2), if we random initializes the direction of neurons in this subspace and adjust

the norms by least-squares, we could have a small initial loss.

Algorithm 3: Subspace Initialization
Input: number of student neurons m, number of teacher neuron r, N samples

pxi, yiq where xi „ Np0, Iq and yi “
řr

i“1 |w˚J
i xi|.

Let xM “ 1
N

řN
i“1 yipxix

J
i ´ Iq.

Let S be the subspace spanned by the top-r eigenvectors of xM and Q P Rdˆr be
a matrix formed by an orthonormal basis of S.

Initialize student neurons as w1, w2, . . . , wm „ Np0, QQJq.
Set new student neurons W 1 “ pw1

1, . . . , w
1
mq as w1

i “
a

z˚
i { }wi} ¨ wi where

tz˚
i umi“1 is the solution of the following least-squares problem

min
tziumi“1:@iPrms,ziě0

1

2
E
x

»

–

˜

m
ÿ

i“1

zi|w
J
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl

Output: W 1

We need the following results for our second initialization that show the span of top

eigenvectors of M is approximately the span of teacher neurons. Recall that f˚pxq “

řr
i“1 |w˚J

i x|.

Lemma A.17 (Claim 5.2, [210], with our notation).

M fi E
x„Np0.Iq

“

f˚pxq
`

xxJ ´ I
˘‰

“ c
r
ÿ

i“1

}w˚
i } w̄˚

i w̄
˚J
i (A.10)

Lemma A.18 (Lemma E.2, [210], with our notation). For M defined in (A.10), denote

xM “ 1
N

řN
i“1 f

˚pxiqpxix
J
i ´Iq. If there are N “ rOpd{ϵ2q samples pxi, yiq, where yi “ f˚pxiq,

133



then with probability 1 ´ δ we have
›

›

›

xM ´ M
›

›

›

2
“ Oprwmaxϵq.

Lemma A.19 (Lemma 3.6, [63], with our notation). For M defined in (A.10), let xM P Rdˆd

be a matrix such that
›

›

›
M ´ xM

›

›

›

2
ď ϵ and let V be the subspace of Rd that is spanned by the

top-r eigenvectors of xM . There exist r vectors vpiq P V such that

E
x„Np0,Iq

»

–

˜

r
ÿ

i“1

|vpiqJx| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl “ Opr2wmaxϵq.

Now we are ready to prove the lemma for Subspace Initialization.

Lemma A.20 (Subspace Initialization). Under Assumption 2.2, for any ϵinit ą 0, if we

use Algorithm 3 with ϵinit ď Opr2w2
maxq, N ě N0 “ rOpdr6w4

max{ϵ2initq and number of

neurons m ě m0 “ O
`

prwmax{
?
ϵinitq

r ¨ r logp1{δq
˘

, then with probability 1 ´ δ, we have

LpW 1q ď ϵinit.

Proof. For simplicity, we use ϵ instead of ϵinit in the proof. We use rd to represent an

upperbound of r. From Lemma A.18 and Lemma A.19 and N ě N0 “ rOpdr6w4
max{ϵ2q, we

know with probability 1 ´ δ there exists r vectors vpiq P S such that

E
x„Np0,Iq

»

–

˜

r
ÿ

i“1

|vpiqJx| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl ď ϵ{2.

Since w1, w2, . . . , wm „ Np0, QQJq and Q P Rdˆ rd is a matrix formed by an orthonormal

basis of S, we are effectively sampling in S. That is, wi “ Qui with ui „ Np0, I
rd
q.

Then, following the similar arguments in proof of Lemma A.16, we know using m ě m0 “

O
`

rγ´d log 1
δ

˘

neurons, with probability 1 ´ δ every vpiq has at least one close enough

neuron wi in the sense of =pvpiq, wiq ď γ and when zi “
›

›vpiq
›

› { }wi} for i P rrs and zi “ 0

otherwise, we have

1

2
E
x

»

–

˜

m
ÿ

i“1

zi|w
J
i x| ´

r
ÿ

i“1

|vpiqJx|

¸2
fi

fl “

˜

r
ÿ

i“1

›

›

›
vpiq

›

›

›

¸2

Opγ2q.
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By Lemma A.5, we know
řr

i“1

›

›vpiq
›

› “ Oprwmaxq. Therefore, let γ “ Opr´1w´1
maxϵ

1{2q,

we have

E
x

»

–

˜

m
ÿ

i“1

zi|w
J
i x| ´

r
ÿ

i“1

|vpiqJx|

¸2
fi

fl “ Opr2w2
maxγ

2q ď ϵ{2.

Hence, the loss after least square is bounded by

LpW q ď E
x„Np0,Iq

»

–

˜

r
ÿ

i“1

|vpiqJx| ´

r
ÿ

i“1

|w˚J
i x|

¸2
fi

fl ` E
x

»

–

˜

m
ÿ

i“1

zi|w
J
i x| ´

r
ÿ

i“1

|vpiqJx|

¸2
fi

fl ď ϵ.

This implies when m ě m0 “ O

ˆ

r
´

rwmax

ϵ1{2

¯
rd
log 1

δ

˙

, the loss after least square is at most

ϵ.

A.5.3 Proof of Theorem 2.5

Now we are ready to prove Theorem 2.5 given the above two initialization procedures.

Theorem 2.5. For network and loss function Lp¨q defined in Definition 2.1, under Assump-

tion 2.1, 2.2, set ϵinit “ ϵ0 “ polyp∆, r´1, w´1
max, wminq, to achieve a good initialization that

has ϵinit initial loss, random initialization requires O
`

prwmax{
?
ϵinitq

d ¨ r logp1{δq
˘

student

neurons and subspace initialization requires O
`

prwmax{
?
ϵinitq

r ¨ r logp1{δq
˘

student neu-

rons with rOpdr6w4
max{ϵ2initq samples. Suppose we run GD from either initialization, there

exists a threshold η0 “ Opr´1w´1
maxq such that for any ϵ ą 0, if step size η ď η0, with

probability 1 ´ δ we have LpW pT qq ď ϵ in T “ O prwmax{pϵηqq steps.

Proof. Set ϵinit “ ϵ0 “ polyp∆, r´1, w´1
max, wminq. By Lemma A.16 and Lemma A.20, we

know the initial loss returned by Algorithm 2 and Algorithm 3 satisfies LpW 1q ď ϵ0. Then,

combining Theorem 2.4 we finishes the proof.

A.5.4 Student-Teacher Neuron Matching and the Lottery Ticket Hypoth-
esis

In this subsection, we give a more detailed discussion about the connection between

student-teacher neuron matching as indicated in our local convergence result and the lottery
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ticket hypothesis [72]. The lottery ticket hypothesis suggests that one can prune a neural

network such that even if we only train the neural network with a small subset of randomly

initialized neurons (the pruned network), we can still have a model with good performance.

Our local convergence result shows if one can maintain at least one student neuron close

to every teacher neuron at every step, gradient descent will eventually converge to the

global optimal solution and recover the teacher neurons. This gives a partial explanation

for lottery ticket hypothesis int the two-layer teacher/student setting – as long as the

initialization contains student neurons that are close to each teacher neuron and one can

prune away neurons that were not close to teacher neurons at initialization, then the training

process will converge to the global optima. Intuitively, the two initialization algorithms in

Section A.5 use least-squares to prune away the useless neurons given enough number of

student neurons at initialization.

A.6 Sample Complexity

Recall we have the empirical loss

pLpW q “
1

2N

N
ÿ

k“1

˜

r
ÿ

i“1

ÿ

jPTi

}wj} |wJ
j xk| ´

r
ÿ

i“1

|w˚J
i xk|

¸2

,

where N sample tpxk, ykqu are i.i.d. sampled from xk „ Np0, Iq and yk “ f˚pxkq “

řr
i“1 |w˚J

i xk|.

We first give the following concentration result that shows when the number of sample

is large enough, the gradient on empirical loss is close to the gradient on population loss.

The proof follows from standard concentration tools.

Lemma A.21. Under Assumption 2.2, for any fixed W , if loss LpW q “ Opr2w2
maxq and

the number of data N ě O
`

r3w3
maxd

2ϵ´2δ´1
˘

, with probability 1 ´ δ we have
›

›

›
∇W

pLpW q ´ ∇WLpW q

›

›

›

F
ď ϵ.
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Proof. We have

P
´›

›

›
∇W

pLpW q ´ ∇WLpW q

›

›

›

F
ě ϵ

¯

ď
1

ϵ2
E

x1,...,xN

„

›

›

›
∇W

pLpW q ´ ∇WLpW q

›

›

›

2

F

ȷ

“
1

ϵ2

m
ÿ

j“1

E
x1,...,xN

„

›

›

›
∇wj

pLpW q ´ ∇wjLpW q

›

›

›

2
ȷ

“
1

ϵ2N

m
ÿ

j“1

E
x

»

–

›

›

›

›

›

˜

m
ÿ

i“1

}wi} |wJ
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸

}wj} pI ` w̄jw̄
J
j qx sgnpwJ

j xq ´ ∇wjLpW q

›

›

›

›

›

2
fi

fl

“2ϵ´2N´1
m
ÿ

j“1

E
x

»

–

›

›

›

›

›

˜

m
ÿ

i“1

}wi} |wJ
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸

}wj} pI ` w̄jw̄
J
j qx sgnpwJ

j xq

›

›

›

›

›

2
fi

fl

` 2ϵ´2N´1
m
ÿ

j“1

›

›∇wjLpW q
›

›

2
.

We now bound the first term above. We have

E
x

»

–

›

›

›

›

›

˜

m
ÿ

i“1

}wi} |wJ
i x| ´

r
ÿ

i“1

|w˚J
i x|

¸

}wj} pI ` w̄jw̄
J
j qx sgnpwJ

j xq

›

›

›

›

›

2
fi

fl

“4 }wj}
2 E
x

»

–}x}
4

˜

m
ÿ

i“1

}wi} |wJ
i x̄| ´

r
ÿ

i“1

|w˚J
i x̄|

¸2
fi

fl

ď4 }wj}
2 E
x

»

–}x}
4

˜

m
ÿ

i“1

}wi}
2

`

r
ÿ

i“1

}w˚
i }

¸2
fi

fl

“Opr2w2
maxd

2q }wj}
2 ,

where in the last line we use Lemma A.5, which gives
řm

i“1 }wi}
2

“ Oprwmaxq. Hence, use

Lemma A.5 again, we upper bound the first term by Opϵ´2N´1r3w3
maxd

2q.

For the second term, from Lemma 2.13, we know
m
ÿ

j“1

›

›∇wjLpW q
›

›

2
“ Opr3w3

maxq.

Therefore, we have

P
´›

›

›
∇W

pL2pW q ´ ∇WL2pW q

›

›

›
ě ϵ

¯

“ O

ˆ

r3w3
maxd

2

ϵ2N

˙

.
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By our choice of N , this finishes the proof.

Given the above concentration result, we are ready to prove Theorem 2.6. The proof is

very similar with the proof of Theorem 2.4.

Theorem 2.6. For network and loss function Lp¨q defined in Definition 2.1, under As-

sumption 2.1, 2.2, suppose we run stochastic GD on W with N fresh samples within each

mini-batch at every iteration, i.e., for any i P rms

w
pt`1q

i “ w
ptq
i ´ η∇wi

pLtpW q,

where pLtp¨q is the empirical loss using the N samples at iteration t. Then, there exists a

threshold ϵ0 “ polyp∆, r´1, w´1
max, wminq and η0 “ Opr´1w´1

maxq such that for any ϵ ą 0, if

initial loss LpW p0qq ď ϵ0, step size η ď η0 and batch size N ě O
`

r5w5
maxd

2η´1ϵ´3δ´1
˘

,

then with probability 1 ´ δ we have LpW pT qq ď ϵ in T “ O prwmax{pϵηqq steps.

Proof. By Lemma 2.13, we know

}∇WLpW q}
2
F “ Opr3w3

maxq.

By Theorem 2.3, we know

}∇WLpW q}F ě κLpW q,

where κ “ Θpr´1{2w
´1{2
max q.

Now, using Theorem 2.12 with uj “ ´η∇wj
pLpW q , we have

LpW ` Uq ďLpW q ´ ηx∇WLpW q,∇W
pLpW qy ` Opη3{2r1{4w1{4

maxqL1{2pW q

›

›

›
∇W

pLpW q

›

›

›

3{2

F

` Opη2rwmaxq

›

›

›
∇W

pLpW q

›

›

›

2

F
` Opη4q

›

›

›
∇W

pLpW q

›

›

›

4

F
.

Using Lemma A.21 with N ě Opr3w3
maxd

2ϵ´2
g δ´1

g q samples where ϵ2g ď 1
4 }∇WLpW q}

2,

then with probability 1 ´ δg we have
›

›

›
∇W

pLpW q ´ ∇WLpW q

›

›

›

F
ď ϵg. Hence,

x∇WLpW q,∇W
pLpW qy “ }∇WLpW q}

2
F ` x∇WLpW q,∇W

pLpW q ´ ∇WLpW qy

ě }∇WLpW q}
2
F ´ }∇WLpW q}F

›

›

›
∇W

pLpW q ´ ∇WLpW q

›

›

›

F

ě
1

2
}∇WLpW q}

2
F ,
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›

›

›
∇W

pLpW q

›

›

›

3{2

F
ď

´

}∇WLpW q}F `

›

›

›
∇W

pLpW q ´ ∇WLpW q

›

›

›

F

¯3{2
ď Op1q }∇WLpW q}

3{2
F ,

›

›

›
∇W

pLpW q

›

›

›

2

F
ď2 }∇WLpW q}

2
F ` 2

›

›

›
∇W

pLpW q ´ ∇WLpW q

›

›

›

2

F
ď Op1q }∇WLpW q}

2
F .

With the above bounds, we have

LpW ` Uq ďLpW q ´

´

η ´ O
´

η3{2r1{4w1{4
maxκ

´1{2 ` η2rwmax ` η4r3w3
max

¯¯

}∇WLpW q}
2
F

ďLpW q ´
ηκ2

4
L2pW q,

where in the last line we use η ď η0 “ Opmintr´1{2w
´1{2
max κ, r´1w´1

maxuq. This implies that

with probability 1 ´ δg

LpW pt`1qq ď LpW ptqq ´
ηκ2

4
L2pW ptqq.

Then, note that 0 ă LpW pt`1qq ď LpW ptqq, we could have

1

LpW ptqq
ď

1

LpW pt`1qq
´

ηκ2

4

LpW ptqq

LpW pt`1qq
ď

1

LpW pt`1qq
´

ηκ2

4
.

This implies that

0 ă
1

LpW p0qq
ď

1

LpW ptqq
´

tηκ2

4
,

which leads to

LpW ptqq ď min

"

4

tηκ2
, LpW 0q

*

“ min

"

O

ˆ

rwmax

tη

˙

, ϵ0

*

.

Therefore, with probability 1 ´ Tδg, we have LpW pT qq ď ϵ in T “ O
´

rwmax
ϵη

¯

. Setting

δg “ δ{T and ϵg “ 1
2κϵ ď 1

2 }∇WLpW q}F finishes the proof.
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Appendix B. Supplementary Materials for Chapter 3

In this chapter, we give the omitted proofs for Chapter 3.

B.1 Some Properties of Hermite Polynomials

In this section, we give several properties of Hermite polynomials that are useful in our

analysis. See [144] for a more complete discussion on Hermite polynomials. Let Hk be the

probabilists’ Hermite polynomial where

Hkpxq “ p´1qkex
2{2 dk

dxk
pe´x2{2q

and hk “ 1?
k!
Hk be the normalized Hermite polynomials.

Hermite polynomials hkpxq are classical orthogonal polynomials. This means that

Ex„Np0,1qrhmpxqhnpxqs “ 1 if m “ n and otherwise 0. Given a function σ, we call

σpxq “
ř8

k“0 σ̂khkpxq as the Hermit expansion of σ and σ̂k “ Ex„Np0,1qrσpxqhkpxqs as

the k-th Hermite coefficient of σ.

The following is a useful property of Hermite polynomial.

Claim B.1 ([144], Section 11.2). Let px, yq be ρ-correlated standard normal variables (that

is, both x, y have marginal distribution Np0, 1q and Erxys “ ρ). Then, Erhmpxqhnpyqs “

ρnδmn, where δmn “ 1 if m “ n and otherwise 0.

The following lemma gives the Hermite coefficients for absolute value function and

ReLU.

Lemma B.1. Let σ̂k “ Ex„Np0,1qrσpxqhkpxqs be the Hermite coefficient of σ. For σ is

ReLU or absolute function, we have |σ̂k| “ Θpk´5{4q.

Proof. From Goel et al. [85] and Zhou, Ge, and Jin [214] we have

σ̂abs,k “

$

’

&

’

%

0 , k is odd
a

2{π , k “ 0

p´1q
k
2

´1
b

2
π

pk´2q!
?
k!2k{2´1pk{2´1q!

, k is even and k ě 2
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σ̂relu,k “

$

’

’

’

&

’

’

’

%

0 , k is odd and k ě 3
a

1{2π , k “ 0
1{2 , k “ 1

p´1q
k
2

´1
b

1
2π

pk´2q!
?
k!2k{2´1pk{2´1q!

, k is even and k ě 2

Using Stirling’s formula, we get |σ̂abs,k|, |σ̂relu,k| “ Θpk´5{4q.

B.2 Useful Facts and Proof of Theorem 3.2

In this section we provide several useful facts and present the proof of Theorem 3.2.

The following claim shows that the square loss can be decomposed into 3 terms, where

α,β are corresponding to 0th and 1st order of Hermite expansion. The effective activation

is in fact σě2 as defined below.

Claim B.2. Denote α̂ “ ´ 1?
2π

řm
i“1 ai }wi}2, β̂ “ ´1

2

řm
i“1 aiwi.We have square loss

Lpθq “ |α ´ α̂|2 `

›

›

›
β ´ β̂

›

›

›

2

2
` E

x
rpfě2pxq ´ rf˚pxqq2s

where fě2px;θq “
ř

iPrms aiσě2pwJ
i xq and σě2pxq “ σpxq ´ 1{

?
2π ´ x{2 is the activation

that after removing 0th and 1st order term in Hermite expansion.

As a result, when α,β are perfectly fitted and norms are balanced we have

Lλpθq “ E
x

rpfě2pxq ´ rf˚pxqq2s ` λ
ÿ

iPrms

.|ai| }wi}2

Proof. Following Ge, Lee, and Ma [77], we can write the loss Lpθq as a sum of tensor

decomposition problem using Hermite expansion as in Section B.1 (recall }w˚
i }2 “ 1 and

preprocessing procedure removes 0-th and 1-st order term in the Hermite expansion of σ):

E
x

»

–

¨

˝

ÿ

iPrms

ai }wi}2

ÿ

kě0

σ̂khkpwJ
i xq ` α ` h1pβJxq ´

ÿ

iPrm˚s

a˚
i }w˚

i }2

ÿ

kě2

σ̂khkpw˚J
i xq

˛

‚

2fi

fl .
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We can further simplify it as

Lpθq “

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

α ` σ̂0
ÿ

iPrms

ai }wi}2

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

2

`

›

›

›

›

›

›

β ` σ̂1
ÿ

iPrms

aiwi

›

›

›

›

›

›

2

2

`
ÿ

kě2

σ̂2
k

›

›

›

›

›

›

ÿ

iPrms

ai }wi}2w
bk
i ´

ÿ

iPrm˚s

a˚
i }w˚

i }2w
˚bk
i

›

›

›

›

›

›

2

F

.

Note that σ̂0 “ 1{
?
2π, σ̂1 “ 1{2 as in Lemma B.1, we get the result.

The proof of main result Theorem 3.2 is simply a combination of few lemmas appear in

other sections. We refer the detailed proof and discussion to their corresponding sections.

Theorem 3.2 (Main result). Under Assumption 3.1, 3.2, 3.3, consider Algorithm 1 on loss

(3.2). There exists a schedule of weight decay λt and step size ηt such that given m ě m0 “

rO˚p1q¨p1{ε0qOprq neurons with small enough ε0 “ Θ˚p1q, with high probability we will recover

the target network Lpθq ď ε within time T “ O˚plogp1{εq{ηq where η “ polypε, 1{d, 1{mq.

Moreover, when ε Ñ 0 every student neuron wi either aligns with one of teacher neuron

w˚
j as =pwi,w

˚
j q “ 0 or vanishes as |ai| “ }wi} “ 0.

Proof. Combine Lemma 3.3 (Stage 1), Lemma 3.4 (Stage 2) and Lemma 3.5 (Stage 3)

together and follow the choice of λt and ηt we get the result.

For the student neurons’ alignment, it is a direct corollary from Lemma B.13 and

Lemma B.12.

B.3 Stage 1: First Gradient Step

In this section, we show that after the first gradient update the first layer weights

w1, . . . ,wm form a ε0-net of the target subspace S˚, given m “ p1{ε0qOprq neurons. The

proof is deferred to Section B.3.1.

Lemma 3.3 (Stage 1). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 with λ0 “

η0 “ 1 and m ě m0 “ rO˚p1q ¨ p1{ε0qOprq with any ε0 “ Θ˚p1q. After first step, with

probability 1 ´ δ we have
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(i) for every teacher neuron w˚
i , there exists at least one student neuron wj such that

=pw˚
i ,wjq ď ε0.

(ii)
›

›

›
w

p1q

i

›

›

›

2
“ Θ˚p1q, |a

p1q

i | ď O˚p1{
?
mq for all i P rm˚s, α1 “ 0 and β1 “ 0.

The proof relies on the following lemma from [56] that shows after the first step update

wi’s are located at positions as if they are sampled within the target subspace S˚.

Lemma B.2 (Lemma 4, [56]). Under Assumption 3.3, we have with high probability in the

ℓ2 norm sense

w
p1q

i “ ´η0∇wiLpap0q,W p0qq “ ´2η0a
p0q

i

ˆ

σ̂2
2Hwi ˘ rOp

?
r

d
q

˙

,

where σ̂k :“ Exrσpxqhkpxqs is the k-th Hermite polynomial coefficient.

B.3.1 Proofs in Section B.3

We now are ready to give the proof of Lemma 3.3.

Lemma 3.3 (Stage 1). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 with λ0 “

η0 “ 1 and m ě m0 “ rO˚p1q ¨ p1{ε0qOprq with any ε0 “ Θ˚p1q. After first step, with

probability 1 ´ δ we have

(i) for every teacher neuron w˚
i , there exists at least one student neuron wj such that

=pw˚
i ,wjq ď ε0.

(ii)
›

›

›
w

p1q

i

›

›

›

2
“ Θ˚p1q, |a

p1q

i | ď O˚p1{
?
mq for all i P rm˚s, α1 “ 0 and β1 “ 0.

Proof. We show them one by one.

Part (i) From Lemma B.2 and the fact that w
p0q

i samples uniformly from unit sphere,

we know the probability of =pw
p1q

i ,wq for any given w is at least Ω˚pεr0q. Applying union

bound we get the desired result.
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Part (ii) We have

w
p1q

i “ ´η0∇wiLpap0q,W p0qq “ a
p0q

i E
x

r rf˚pxqσ1pwJ
i xqxs

For the norm bound, using Lemma B.2 we know

?
d

ˆ

›

›

›
Hw

p0q

i

›

›

›

2
´ rOp

?
r

d
q

˙

ď

›

›

›
w

p1q

i

›

›

›

2
ď

?
d

ˆ

›

›

›
Hw

p0q

i

›

›

›

2
` rOp

?
r

d
q

˙

.

Since wp0q

i initializes from Gaussian distribution, we know the desired bound hold. Similarly,

one can bound |a
p1q

i |.

Since we use a symmetric initialization and have preprocessed the data, it is easy to see

α,β remains at 0.

B.4 Stage 2: Reaching Low Loss

In Stage 2, we show that given the features learned in Stage 1 one can adjust the norms

on top of it to reach low loss that enters the local convergence regime in Stage 3.

Procedure We first specify the procedure to solve minaminα,β Lpθq `λ
ř

i }wi}2 |ai|. For

a at current point, we first solve the inner optimization problem, which is a linear regression

on α,β. From Claim B.2 we know the global minima is pα̂, β̂q. For simplicity of the proof,

we just directly set pα,βq “ pα̂, β̂q. Then given the α,β, the outer optimization is a convex

optimization for a, which can also be solved efficiently. Specifically, we perform 1 step of

(sub)gradient on the loss function. We repeat the above 2 steps until convergence.

From Claim B.2 we know the actual objective that we optimize is

rL1,λpaq “ E
x

rpaJσě2pWxq ´ ryq2s ` λ
ÿ

i

}wi}2 |ai|.

The following lemma shows that after Stage 2 we reach a low loss solution given the first

layer features learned after first gradient step. The proof requires η to be small enough that

depends on 1{m, mostly due to the large gradient norm. We believe using more advance

algorithm for this type of problem can alleviate this issue. However, as this is not the focus

of this chapter, we omit it for simplicity.
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Lemma 3.4 (Stage 2). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 with λt “
?
ε0.

Given Stage 1 in Lemma 3.3, we have Stage 2 ends within time T2 “ rO˚p1{ηε0q such that

optimality gap ζT2 “ O˚pε0q.

Proof. Denote ra˚ as the minima of rL1,λ. Then, we have
›

›

›
apt`1q ´ ra˚

›

›

›

2

2
“

›

›

›
aptq ´ ra˚

›

›

›

2

2
´ 2ηx∇a

rL1,λpaptqq,aptq ´ ra˚y ` η2
›

›

›
∇a

rL1,λpaptqq

›

›

›

2

2

paq

ď

›

›

›
aptq ´ ra˚

›

›

›

2

2
´ 2ηprL1,λpaptqq ´ rL1,λpra˚qq ` η2O˚pmq

“

›

›

›
aptq ´ ra˚

›

›

›

2

2
´ 2ηprL1,λpaptqq ´ rL1,λpra˚qq ` ηε0{2,

where (a) we use idea loss rL1,λ is convex in a.

Iterating the above inequality over all t we have
›

›

›
apT q ´ ra˚

›

›

›

2

2
ď

›

›

›
ap1q ´ ra˚

›

›

›

2

2
´ 2η

ÿ

tďT

prL1,λpaptqq ´ rL1,λpra˚qq ` ηTε0{2,

which means

min
tďT

rL1,λpaptqq ´ rL1,λpra˚q ď
1

T

ÿ

tďT

prL1,λpaptqq ´ rL1,λpra˚qq ď

›

›ap1q ´ ra˚

›

›

2

2

ηT
` ε0{2.

It is easy to see
›

›ap1q
›

›

2
, }ra˚}1 “ O˚p1q. Thus, when T ě O˚p1{ηε0q we know rL1,λpapT2qq ´

rL1,λpra˚q ď 3ε0{4.

This means the optimality gap after balancing norm (so that LλpθpT2qq “ rL1,λpapT2qq)

ζT2 “LλpθpT2qq ´ min
µPMpSd´1q

Lλpµq

“rL1,λpapT2qq ´ rL1,λpra˚q ` rL1,λpra˚q ´ min
µPMpSd´1q

Lλpµq.

For rL1,λpapT2qq ´ rL1,λpra˚q, we just show above that it is less than 3ε0{4.

For rL1,λpra˚q ´ minµPMpSd´1q Lλpµq, we have

rL1,λpra˚q ´ min
µPMpSd´1q

Lλpµq ďrL1,λpâ˚q ´ min
µPMpSd´1q

Lλpµq

ďO˚pε20q ` λ }a˚}1 ´ λ|µ˚
λ|1 ď O˚pλ2q,
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where in the last inequality we use Lemma B.10 and µ˚
λ “ argminµPMpSd´1q Lλpµq. Here

â˚ is a rescaled version of a˚ and is constructed as: for every teacher neuron w˚
i choose

the closest neuron wj s.t. =pwj ,w
˚
i q ď ε0 and set â˚,j “ a˚

i { }wj}2. Set all other â˚,k “ 0.

Together with above calculations, we have ζT2 ď O˚pε0q.

B.5 Stage 3: Local Convergence for Regularized 2-layer Neural
Networks

In this section we show the local convergence that loss eventually goes to 0 within

polynomial time and recovers teacher neurons’ direction.

The results in this section only need the width m ě m˚ as long as its initial loss is

small.

Lemma 3.5 (Stage 3). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 on loss (3.2).

Given Stage 2 in Lemma 3.4, if the initial optimality gap ζ3,0 ď O˚pλ
9{5
3,0 q, weight decay λ

follows the schedule of initial value λ3,0 “ O˚p1q, and k-th epoch λ3,k “ λ3,k´1{2 and stepsize

η3k “ η ď O˚pλ12
3,kd

´3q for all T3,k ď t ď T3,k`1 in epoch k, then within K “ O˚plogp1{εqq

epochs and total T3 ´ T2 “ O˚pλ´4
3,0η

´1 logp1{εqq time we recover the ground-truth network

Lpθq ď ε.

The goal of each epoch is to minimize the loss Lλ with a fix λ. The lemma below shows

that as long as the initial optimality gap is O˚pλ9{5q, then at the end of each epoch, Lλ

could decrease to O˚pλ2q. Therefore, using a slow decay of weight decay parameter λ for

each epoch we could stay in the local convergence regime for each epoch and eventually

recovers the target network.

Lemma B.3 (Loss improve within one epoch). Suppose |a
p0q

i | ď

›

›

›
w

p0q

i

›

›

›

2
for all i P rms.

If ζ0 ď O˚pλ9{5q and λ ď O˚p1q and η ď O˚pλ12d´3q, then within O˚pλ´4η´1q time the

optimality gap becomes Lλ ´ Lλpµ˚
λq “ O˚pλ2q.

The above result relies on the following characterization of local landscape of regularized

loss. We show the gradient is large whenever the optimality gap is large. This is the main
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contribution of this chapter, see Section B.6 for detailed proofs.

Lemma 3.6 (Gradient lower bound). When Ω˚pλ2q ď ζ ď O˚pλ9{5q and λ ď O˚p1q, we

have

}∇θLλ}
2
F ě Ω˚pζ4{λ2q.

In order to use the above landscape result with standard descent lemma, we also need

certain smoothness condition on the loss function. We show below that this regularized loss

indeed satisfies certain smoothness condition (though weaker than standard smoothness

condition) to allow the convergence analysis.

Lemma B.4 (Smoothness). Suppose |ai| ď }wi}2 and
›

›

›
ExrRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2
“ O˚pdq

for all i P rms. If η “ O˚p1{dq, then

Lλpθ ´ η∇θLλq ď Lλpθq ´ η }∇θLλ}
2
F ` O˚pη3{2d3{2q

B.5.1 Proofs in Section B.5

We now are ready to show the convergence of Stage 3 by using Lemma B.3 to show the

loss makes progress every epoch.

Lemma 3.5 (Stage 3). Under Assumption 3.1,3.2,3.3, consider Algorithm 1 on loss (3.2).

Given Stage 2 in Lemma 3.4, if the initial optimality gap ζ3,0 ď O˚pλ
9{5
3,0 q, weight decay λ

follows the schedule of initial value λ3,0 “ O˚p1q, and k-th epoch λ3,k “ λ3,k´1{2 and stepsize

η3k “ η ď O˚pλ12
3,kd

´3q for all T3,k ď t ď T3,k`1 in epoch k, then within K “ O˚plogp1{εqq

epochs and total T3 ´ T2 “ O˚pλ´4
3,0η

´1 logp1{εqq time we recover the ground-truth network

Lpθq ď ε.

Proof. Since |a
p0q

i | ď

›

›

›
w

p0q

i

›

›

›

2
for all i P rms at the beginning of Stage 3, from Lemma B.5

we know they will remain hold for all epoch and all time t.

From Lemma B.3 we know for epoch k it finishes within O˚pλ´4
k η´1q time and achieves

Lλk
´ Lλk

pµ˚
λk

q “ O˚pλ2
kq. To proceed to next epoch k ` 1, we only need to show the
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solution at the end of epoch k θpkq gives the optimality gap ζ “ O˚pλ
9{5
k`1q for the next

λk`1. We have

Lλk`1
pθpkqq ´ Lλk`1

pµ˚
λk`1

q

“Lpθpkqq ´ Lpµ˚
λk`1

q `
λk`1

2

›

›

›
apkq

›

›

›

2

2
`

λk`1

2

›

›

›
W pkq

›

›

›

2

F
´ λk`1|µ˚

λk`1
|1

paq

ďO˚pλ2
kq `

λk`1

λk

ˆ

λk

2

›

›

›
apkq

›

›

›

2

2
`

λk

2

›

›

›
W pkq

›

›

›

2

F
´ λk|µ˚

λk`1
|1

˙

pbq

ďO˚pλ2
kq `

λk`1

λk

´

O˚pλ2
kq ` Lpµ˚

λk
q ´ Lpθpkqq

¯

pcq

ďO˚pλ2
kq ď O˚pλ

9{5
k`1q

where (a) due to Lemma B.11 that Lpθpkqq is small; (b) the optimality gap at the end of

epoch k is O˚pλ2
kq and |µ˚

λk
|1´|µ˚

λk`1
|1 “ O˚pλkq from Lemma B.10; (c) due to Lemma B.10

that Lpµ˚
λk

q is small. In this way, we can apply Lemma B.3 again for epoch k ` 1.

From Lemma B.11 we know at the end of epoch k the square loss Lpθpkqq “ O˚pλ2
kq.

Thus, to reach ε square loss, we need λk “ O˚pε1{2q, which means we need to take

O˚plogp1{εqq epoch. Since epoch k it finishes within O˚pλ´4
k η´1q time, we know the total

time is at most O˚pλ´4
0 η´1 logp1{εqq time.

To show the lemma below that loss makes progress within every epoch, we rely on the

gradient lower bound (Lemma 3.6) and smoothness condition of loss function (Lemma B.4).

Lemma B.3 (Loss improve within one epoch). Suppose |a
p0q

i | ď

›

›

›
w

p0q

i

›

›

›

2
for all i P rms.

If ζ0 ď O˚pλ9{5q and λ ď O˚p1q and η ď O˚pλ12d´3q, then within O˚pλ´4η´1q time the

optimality gap becomes Lλ ´ Lλpµ˚
λq “ O˚pλ2q.

Proof. Since |a
p0q

i | ď

›

›

›
w

p0q

i

›

›

›

2
for all i P rms at the beginning of current epoch, from

Lemma B.5 we know they will remain hold for all time t. Then combine Lemma B.6
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and Lemma B.4 we know

Lλpθ ´ η∇θLλq ď Lλpθq ´ η }∇θLλ}
2
F ` O˚pη3{2d3{2q.

Recall ζt “ Lλpθptqq ´Lλpµ˚
λq. Using gradient lower bound Lemma 3.6 and consider the

time before ζt reach O˚pλ2q we have

ζt`1 ď ζt ´ ηΩ˚pζ4t {λ2q ` O˚pη3{2d3{2q ď ζt ´ Ω˚pηζ4t {λ2q,

where we use η “ O˚pλ12d´3q to be small enough.

The above recursion implies that

ζt “ O˚ppt{λ2 ` ζ´3
0 q´1{3q.

Thus, within O˚p1{λ4q the optimality gap ζt reaches O˚pλ2q.

The lemma below shows a regularity condition on the norm between two layers.

Lemma B.5. If we start at |a
p0q

i | ď

›

›

›
w

p0q

i

›

›

›

2
and η “ O˚p1q, then we have |a

ptq
i |2 ď

›

›

›
w

ptq
i

›

›

›

2

2

for all i P rm˚s and all time t.

Proof. Denote Rpxq “ fpxq ´ f˚pxq. Assume |a
ptq
i |2 ´

›

›

›
w

ptq
i

›

›

›

2

2
ď 0 we show it remains at

t ` 1. We have

|a
pt`1q

i |2 ´

›

›

›
w

pt`1q

i

›

›

›

2

2
“ |a

ptq
i ´ η∇aiLλpθptqq|2 ´

›

›

›
w

ptq
i ´ η∇wiLλpθptqq

›

›

›

2

2

“|a
ptq
i |2 ´

›

›

›
w

ptq
i

›

›

›

2

2
` η2|∇aiLλpθptqq|2 ´ η2

›

›

›
∇wiLλpθptqq

›

›

›

2

2

“|a
ptq
i |2 ´

›

›

›
w

ptq
i

›

›

›

2

2
` η2|2E

x
rRpxqσpw

ptqJ

i xqs ` λa
ptq
i |2

´ η2
›

›

›
2E

x
rRpxqa

ptq
i σ1pw

ptqJ

i xqxs ` λw
ptq
i

›

›

›

2

2

We first focus on the last 2 terms. We have

|2E
x

rRpxqσpw
ptqJ

i xqs ` λa
ptq
i |2 ´

›

›

›
2E

x
rRpxqa

ptq
i σ1pw

ptqJ

i xqxs ` λw
ptq
i

›

›

›

2

2

“

›

›

›
w

ptq
i

›

›

›

2

2
|2E

x
rRpxqσpw

ptqJ

i xqs|2 ` λ2|a
ptq
i |2 ´ |a

ptq
i |2

›

›

›
2E

x
rRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2
´ λ2

›

›

›
w

ptq
i

›

›

›

2

2

paq

ď

ˆ

|a
ptq
i |2 ´

›

›

›
w

ptq
i

›

›

›

2

2

˙ˆ

λ2 ´

›

›

›
2E

x
rRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2

˙

,
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where (a) due to |2ExrRpxqσpw
ptqJ

i xqs|2 ď

›

›

›
2ExrRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2
.

Therefore, plug it back to the above equation, we have

|a
pt`1q

i |2 ´

›

›

›
w

pt`1q

i

›

›

›

2

2
ď

ˆ

|a
ptq
i |2 ´

›

›

›
w

ptq
i

›

›

›

2

2

˙ˆ

1 ` η2λ2 ´ η2
›

›

›
2E

x
rRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2

˙

paq

ď0,

where (a) due to |a
ptq
i |2 ´

›

›

›
w

ptq
i

›

›

›

2

2
ď 0 and we use

›

›

›
2ExrRpxqσ1pw

ptqJ

i xqsx
›

›

›

2

2
“ O˚pdq from

Lemma B.6 and η is small enough.

Therefore, we can see that |a
ptq
i |2 ´

›

›

›
w

ptq
i

›

›

›

2

2
ď 0 remains for all t.

This lemma shows the smoothness of loss function. The proof requires a careful calcu-

lations to bound the error terms.

Lemma B.4 (Smoothness). Suppose |ai| ď }wi}2 and
›

›

›
ExrRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2
“ O˚pdq

for all i P rms. If η “ O˚p1{dq, then

Lλpθ ´ η∇θLλq ď Lλpθq ´ η }∇θLλ}
2
F ` O˚pη3{2d3{2q

Proof. Denote Rθpxq “ fθpxq ´ f˚pxq to denote the dependency on θ. For simplicity, we

will use r∇θ “ ´η∇θLλ and same for others. Since
›

›

›
ExrRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2
“ O˚pdq, we

know |r∇ai | “ O˚pη }wi}2 dq and
›

›

›

r∇wi

›

›

›

2
“ O˚pη|ai|dq

We have

Lλpθ ´ η∇θq ´ Lλpθq ` η }∇θ}
2
F

“Lλpθ ´ η∇θq ´ Lλpθq ´ x∇θ,´η∇θy

“E
x

rR
θ`r∇θ

pxq2s `
λ

2

›

›

›
a ` r∇a

›

›

›

2

2
`

λ

2

›

›

›
W ` r∇W

›

›

›

2

F
´ E

x
rRθpxq2s ´

λ

2
}a}

2
2 ´

λ

2
}W }

2
F

´
ÿ

iPrms

E
x

rRθpxqσpwJ
i xqr∇ais ´

ÿ

iPrms

E
x

rRθpxqaiσ
1pwJ

i xqxJ
r∇wis ´ E

x
rRθpxqr∇αs

´ E
x

rRθpxqxJ
r∇βs ´ λxa, r∇ay ´ λxW , r∇W y
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We can further simplify the above by combining terms together:

Lλpθ ´ η∇θq ´ Lλpθq ` η }∇θ}
2
F “ pIq ` pIIq `

λ

2

›

›

›

r∇a

›

›

›

2

2
`

λ

2

›

›

›

r∇W

›

›

›

2

F
,

where

pIq “E
x

rpR
θ`r∇θ

pxq ´ Rθpxqq2s

pIIq “2E
x

«

Rθpxq

¨

˝R
θ`r∇θ

pxq ´ Rθpxq ´
ÿ

iPrms

σpwJ
i xqr∇ai ´

ÿ

iPrms

aiσ
1pwJ

i xqxJ
r∇wi ´ r∇α ´ xJ

r∇β

˛

‚

ff

The last term is easy to see on O˚pη2d2q using norm bound in Lemma B.19, so in below we

are going to bound (I) and (II) one by one. The goal is to show they are small in the sense

of on order opηq.

Bound (I) For (I), we can write out the expression as

E
x

rpR
θ`r∇θ

pxq ´ Rθpxqq2s

“E
x

»

–

¨

˝

ÿ

iPrms

pai ` r∇aiqσppwi ` r∇wiq
Jxq ´ aiσpwJ

i xq ` r∇α ` xJ
r∇β

˛

‚

2fi

fl

ď2E
x

»

–

¨

˝

ÿ

iPrms

pai ` r∇aiqσppwi ` r∇wiq
Jxq ´ aiσpwJ

i xq

˛

‚

2fi

fl

looooooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooooon

pI.iq

`2E
x

„

´

r∇α ` xJ
r∇β

¯2
ȷ

loooooooooooomoooooooooooon

pI.iiq

For (I.i), we can split into 2 terms as

E
x

»

–

¨

˝

ÿ

iPrms

pai ` r∇aiqσppwi ` r∇wiq
Jxq ´ aiσpwJ

i xq

˛

‚

2fi

fl

ď2E
x

»

–

¨

˝

ÿ

iPrms

r∇aiσppwi ` r∇wiq
Jxq

˛

‚

2fi

fl ` 2E
x

»

–

¨

˝

ÿ

iPrms

aiσppwi ` r∇wiq
Jxq ´ aiσpwJ

i xq

˛

‚

2fi

fl

ď2E
x

»

–

¨

˝

ÿ

iPrms

|r∇ai ||pwi ` r∇wiq
Jx|

˛

‚

2fi

fl ` 2E
x

»

–

¨

˝

ÿ

iPrms

|ai||r∇J
wi
x|

˛

‚

2fi

fl .
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We then can bound them separately as

pI.iq
paq

ďOp1q

¨

˝

ÿ

iPrms

|r∇ai |

›

›

›
wi ` r∇wi

›

›

›

2

˛

‚

2

` Op1q

¨

˝

ÿ

iPrms

|ai|
›

›

›

r∇wi

›

›

›

2

˛

‚

2

pbq

ďO˚pd2q

¨

˝

ÿ

iPrms

η }wi}
2
2 ` η2|ai| }wi}2 d

˛

‚

2

` O˚pd2q

¨

˝

ÿ

iPrms

ηa2i

˛

‚

2

pcq

ďO˚pη2d2q,

where (a) we use Lemma B.7; (b) recall |r∇ai | “ O˚pη }wi}2 dq and
›

›

›

r∇wi

›

›

›

2
“ O˚pη|ai|dq;

(c) }a} , }W }F ,
ř

iPrms |ai| }wi}2 “ O˚p1q from Lemma B.19 and Lemma B.11, as well as η

is small enough.

For (I.ii), we have

E
x

„

´

r∇α ` xJ
r∇β

¯2
ȷ

ď Op|r∇α|2 `

›

›

›

r∇β

›

›

›

2

2
q “ O˚pη2d2q,

where we use Lemma B.11.

Combine (I.i) and (I.ii) we know (I)=O˚pη2d2q.

Bound (II) For (II), we have

E
x

rRθpxq

¨

˝R
θ`r∇θ

pxq ´ Rθpxq ´
ÿ

iPrms

σpwJ
i xqr∇ai ´

ÿ

iPrms

aiσ
1pwJ

i xqxJ
r∇wi ´ r∇α ´ xJ

r∇β

˛

‚

fi

fl

“E
x

rRθpxq

¨

˚

˝

ÿ

iPrms

pai ` r∇aiqσppwi ` r∇wiq
Jxq ´ aiσpwJ

i xq ´ σpwJ
i xqr∇ai ´ aiσ

1pwJ
i xqxJ

r∇wi
loooooooooooooooooooooooooooooooooooooooooooooooooooomoooooooooooooooooooooooooooooooooooooooooooooooooooon

Iipxq

˛

‹

‚

fi

ffi

fl

ď
ÿ

iPrms

}Rθ} }Ii}
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We focus on bound }Ii} below. The goal is to show it is opηq. For Iipxq, we have

}Ii}
2
2 “E

x

„

´

pai ` r∇aiqσppwi ` r∇wiq
Jxq ´ aiσpwJ

i xq ´ σpwJ
i xqr∇ai ´ aiσ

1pwJ
i xqxJ

r∇wi

¯2
ȷ

ďE
x

„

2
´

r∇aipσppwi ` r∇wiq
Jxq ´ σpwJ

i xqq

¯2

` 2
´

aipσppwi ` r∇wiq
Jxq ´ σpwJ

i xq ´ σ1pwJ
i xqxJ

r∇wiq

¯2
ȷ

ď2E
x

”

|r∇ai |
2|r∇J

wi
x|2

ı

loooooooooomoooooooooon

pII.iq

`2a2i Ex

”

|pwi ` r∇wiq
Jx|2pσ1ppwi ` r∇wiq

Jxq ´ σ1pwJ
i xqq2

ı

loooooooooooooooooooooooooooooooooooomoooooooooooooooooooooooooooooooooooon

pII.iiq

For (II.i), recall |r∇ai | “ O˚pη }wi}2 dq and
›

›

›

r∇wi

›

›

›

2
“ O˚pη|ai|dq we have

E
x

”

|r∇ai |
2|r∇J

wi
x|2

ı

ď |r∇ai |
2
›

›

›

r∇wi

›

›

›

2
“ O˚pη4|ai|

2 }wi}
2
2 d

4q.

For (II.ii), we have

E
x

”

|wi ` r∇J
wi
x|2pσ1ppwi ` r∇wiq

Jxq ´ σ1pwJ
i xqq2

ı

“E
x

”

|pwi ` r∇wiq
Jx|21

signppwi`r∇wi qJxq‰signpwJ
i xq

ı

ďOp

›

›

›
wi ` r∇wi

›

›

›

2

2
δ3q,

where δ “ =pwi ` r∇wi ,wiq is the angle between wi ` r∇wi and wi. Since
›

›

›

r∇wi

›

›

›

2
“

O˚pη|ai|dq “ O˚pη }wi}2 dq, we know δ “ Op

›

›

›

r∇wi

›

›

›
q given η “ O˚p1{dq to be small enough.

Combine (II.i) and (II.ii) we have

}Ii}
2
2 ď O˚pη4a2i }wi}

2
2 d

4q ` Opa2i

›

›

›
wi ` r∇wi

›

›

›

2

2

›

›

›

r∇wi

›

›

›

3

2
q ď O˚pη3a2i }wi}

2
2 d

3q.

Since }Rθ} “ O˚p1q, this implies

pIIq ď
ÿ

iPrms

O˚pη3{2ai }wi}2 d
3{2q “ O˚pη3{2d3{2q.

Combine (I)(II) Finally, combing (I) and (II) we have

Lλpθ ´ η∇θq ´ Lλpθq ` η }∇θ}
2
F “ O˚pη3{2d3{2q.

Going back to the beginning of this proof, we get the desired result.
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B.5.2 Technical Lemma

We present technical lemmas that are used in the proof of this section. They mostly

follow from direct calculations.

Lemma B.6. We have
›

›

›
ExrRpxqσ1pw

ptqJ

i xqxs

›

›

›

2

2
“ O˚pdq

Proof. It is easy to see given }R} “ O˚p1q.

Lemma B.7 (Lemma D.4 in [214]). Consider αi P Rd for i P rns. We have

E
x„Np0,Iq

»

–

˜

n
ÿ

i“1

|αJ
i x|

¸2
fi

fl ď c0

˜

n
ÿ

i“1

}αi}

¸2

,

where c0 is a constant.

B.6 Local Landscape of Population Loss

In this section, we are going to show Lemma 3.6 that characterizing the population local

landscape with a fixed λ by giving the lower bound of gradient.

Outline We generally follow the high-level proof plan that outlines in Section 3.6. In

Section B.6.1 and Section B.6.2, we characterize the local geometry as in Lemma 3.8.

Then, we use it to construct descent direction in Section B.6.3. Finally we give the proof

of Lemma 3.6 in Section B.6.4.

We start by identifying the structure of (approximated) solution of a closely-related

problem in Section B.6.1 (rewrite (3.5)):

min
µPMpSd´1q

Lλpµq :“Lpµq ` λ|µ|1 :“ E
x,ry

rpfµpxq ´ ryq2s ` λ|µ|1 (B.1)

“E
x

«

ˆ
ż

w
σě2pwJxqdµ ´ µ˚

˙2
ff

` λ|µ|1, (B.2)

where MpSd´1q is the measure space over unit sphere Sd´1, µ˚ “
ř

iPrm˚s a
˚
i δw˚

i
and

σě2pxq “ σpxq ´ 1{
?
2π ´ x{2 is the activation that after removing 0th and 1st order

term in Hermite expansion. Note that when µ represents a finite-wdith network, we have
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µ “
ř

iPrms ai }wi}2 δwi is a empirical measure over the neurons. In particular, when µ “ µ˚,

model fµ recovers the target rf˚.

We call (3.5) as the ideal loss because the original problem (3.2) would become the

above (3.5) when we balance the norms (}wi}2 “ |ai|), perfectly fit α, β and relax the

finite-width constraints to allow infinite-width (see Claim B.2). This is why we slightly

abused the notation to use Lλ in both (3.2) and (3.5).

In Section B.6.3 we will use the solution structure to construct descent direction that are

positively correlated with gradient and also handle the case when norms are not balanced

or α, β are not fitted well.

Notation Denote the optimality gap between the loss at µ and the optimal distribution

µ˚
λ as

ζpµq :“ Lλpµq ´ Lλpµ˚
λq,

where µ˚
λ is the optimal measure that minimize (3.5). For simplicity denote rai “ ai }wi}2

so that |µ|1 “ }ra}1 when µ “
ř

iPrms ai }wi}2 δwi . Often we use ζt “ ζpµtq to denote the

optimality gap at time t and just ζ for simplicity. We slightly abuse the notation to also

use ζ “ Lλpθq ´ Lλpµ˚
λq. Finally denote µ˚ “

ř

iPrm˚s a
˚
i δw˚

i
(assuming }w˚

i }2 “ 1) so that

fµ˚pxq “ Ew„µ˚rσě2pwJxqs.

B.6.1 Structure of the ideal loss solution

In this section, we will focus on the structure of approximated solution for the ℓ1 regu-

larized regression problem (3.5).

In the rest of this section, we will first introduce the idea of non-degenerate dual cer-

tificate and then use it as a tool to characterize the structure of the solutions. The proofs

are deferred to Section B.8.

B.6.1.1 Non-degenerate dual certificate

We first recall the definition of non-degenerate dual certificate, which is similar as in

[153] but slightly adapted for fit our need.
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Definition 3.1 (Non-degenerate dual certificate). ηpwq is called a non-degenerate dual

certificate if there exists ppxq such that ηpwq “ Exrppxqσě2pwJxqs for w P Sd´1 and

(i) ηpw˚
i q “ signpa˚

i q for i “ 1, . . . ,m˚.

(ii) |ηpwq| ď 1 ´ ρηδpw,w˚
i q2 if w P Ti, where δpw,w˚

i q “ =pw,w˚
i q.

We first show that there exist such non-degenerate dual certificate. More discussion

and a detailed proof are deferred to Section B.7.

Lemma B.8. There exists a non-degenerate dual certificate η “ Exrppxqσě2pwJxqs with

ρη “ Θp1q and }p}2 ď polypm˚,∆q

The following lemma (restate of Lemma 3.9) gives the properties that will be used in

the later proofs: the non-degenerate dual certificate η allows us to capture the gap between

the current position µ and the target µ˚.

Lemma B.9. Given a non-degenerate dual certificate η, then

(i) xη, µ˚y “ |µ˚|1

(ii) For any measure µ P MpSd´1q, |xη, µy| ď |µ|1 ´ ρη
ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ|pwq.

(iii) xη, µ ´ µ˚y “ xp, fµ ´ fµ˚y, where fµpxq “ Ew„µrσě2pwJxqs. Then |xη, µ ´ µ˚y| ď

}p}2

a

Lpµq.

B.6.1.2 Properties of µ˚
λ

Given the non-degenerate dual certificate η, we now are ready to identify several useful

properties of µ˚
λ. The lemma below essentially says that µ˚

λ is similar to µ˚ in the sense

that most of the norm are concentrated in the ground-truth direction and the square loss

is small. The proof relies on comparing µ˚
λ with µ˚ using the optimality conditions.

Lemma B.10. We have the following hold

(i) |µ˚|1 ´ λ }p}
2
2 ď |µ˚

λ|1 ď |µ˚|1 “ }a˚}1
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(ii) Lpµ˚
λq ď λ2 }p}

2
2 “ O˚pλ2q

(iii)
ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ˚

λ|pwq ď λ }p}
2
2 {ρη “ O˚pλq

B.6.1.3 Properties of µ with optimality gap ζ

We now characterize the structure of µ when the optimality gap is ζ. The proof mostly

relies on comparing µ with µ˚
λ and the structure of µ˚

λ in previous section.

The following lemma shows the square loss is bounded by the optimality gap and norms

are always bounded. Note that the conditions are true under Lemma 3.6.

Lemma B.11. Recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. Then, the following holds:

(i) Lpµq ď 5λ2 }p}
2

` 4ζ “ O˚pλ2 ` ζq.

(ii) if ζ ď λ|µ˚|1 and λ ď |µ˚|1{ }p}
2
2, then |µ|1 ď 3|µ˚|1 “ 3 }a˚}1.

The following two lemma characterize the structure of µ using the fact that the square

loss is small in previous lemma. The lemma below says that the total norm of far away

neuron is small.

Lemma B.12. Recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. Then, we have

ÿ

iPrm˚s

ż

Ti
δpw,w˚

i q2 d|µ|pwq ď pζ{λ ` 2λ }p}
2
2q{ρη “ O˚pζ{λ ` λq.

In particular, when µ “
ř

iPrms ai }wi}2 δwi represents finite number of neurons, we have

ÿ

iPrm˚s

ÿ

jPTi

|aj | }wj}2 δ
2
j ď pζ{λ ` 2λ }p}

2
2q{ρη “ O˚pζ{λ ` λq,

where δj “ =pwj ,w
˚
i q for j P Ti.

The lemma below shows there are neurons close to the teacher neurons once the gap

is small. The proof idea is similar to Section 5.3 in Zhou, Ge, and Jin [214] that use test

function to lower bound the loss, but now we can handle almost all activation.
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Lemma B.13. Under Lemma 3.6, if the Hermite coefficient of σ decays as |σ̂k| “ Θpk´cσq

with some constant cσ ą 0, then the total mass near each target direction is large, i.e.,

µpTipδqq signpa˚
i q ě |a˚

i |{2 for all i P rm˚s and any δclose ě rΩ
´

p
Lpµq

a2min
q1{p4cσ´2q

¯

with large

enough hidden constant. In particular, for σ is ReLU or absolute value function, δclose ě

rΩ
´

p
Lpµq

a2min
q1{3

¯

. Here amin “ min |ai| is the smallest entry of a˚ in absolute value.

As a corollary, if optimality gap ζ “ Lλpµq´Lλpµ˚
λq, then δclose ě rΩ˚

`

pζ ` λ2q1{p4cσ´2q
˘

and for ReLU or absolute δclose ě rΩ˚

`

pζ ` λ2q1{3
˘

.

B.6.1.4 Residual decomposition and average neuron

In this section, we introduce the residual decomposition and average neuron as in [214]

that will be used when proving the existence of descent direction.

Denote the decomposition Rpxq “ fµpxq ´ fµ˚pxq “ R1pxq ` R2pxq ` R3pxq (this can

be directly verified noticing that σě2pxq “ |x|{2 ´ 1{
?
2π),

R1pxq “
1

2

ÿ

iPrm˚s

˜

ÿ

jPTi

ajwj ´ w˚
i

¸J

x signpw˚J
i xq,

R2pxq “
1

2

ÿ

iPrm˚s

ÿ

jPTi

ajw
J
j xpsignpwJ

j xq ´ signpw˚J
i xqq,

R3pxq “
1

?
2π

¨

˝

ÿ

iPrm˚s

a˚
i }w˚

i }2 ´
ÿ

iPrms

ai }wi}2

˛

‚.

(B.3)

In the following we characterize R1, R2, R3 separately. In Lemma B.14 we relate R1 with

the average neuron. In Lemma B.15 and Lemma B.16 we bound R2 and R3 respectively.

Lemma B.14 (Zhou, Ge, and Jin [214], Lemma 11).

}R1}
2
2 “ Ωp∆3{m3

˚q
ÿ

iPrm˚s

›

›

›

›

›

ÿ

jPTi

ajwj ´ w˚
i

›

›

›

›

›

2

2

.

Lemma B.15. Under Lemma 3.6, recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. Then

}R2}
2
2 “ O˚ppζ{λ ` λq3{2q.
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Lemma B.16. Under Lemma 3.6 and recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. If

σ̂0 “ 0 and σ̂k ą 0 with some k “ Θpp1{∆2q logpζ{ }a˚}1qq, then

}R3}2 “ rO˚ppζ ` λ2q1{2{σ̂k ` pζ{λ ` λq ` ζq.

Now we are ready to bound the difference between average neuron with its corresponding

ground-truth neuron.

Lemma B.17. Under Lemma 3.6, recall the optimality gap ζ “ Lλpµq ´Lλpµ˚
λq. Then for

any i P rm˚s, ζ “ Ωpλ2q and ζ, λ ď 1{polypm˚,∆, }a˚}1q

›

›

›

›

›

ÿ

jPTi

ajwj ´ w˚
i

›

›

›

›

›

2

ď

¨

˝

ÿ

iPrm˚s

›

›

›

›

›

ÿ

jPTi

ajwj ´ w˚
i

›

›

›

›

›

2

2

˛

‚

1{2

“ O˚ppζ{λq3{4q.

B.6.2 From ideal loss solution to real loss solution

In previous section, we consider the ideal loss solution that assumes the norms are

perfectly balanced (|ai| “ }wi}2) and α,β are perfectly fitted. However, during the training

we are not able to guarantee achieve these exactly but only approximately. This section

is devoted to show that the results in previous section still hold though the conditions are

only approximately satisfied. Recall that the original loss

Lλpθq “ Lpθq `
λ

2
}a}

2
2 `

λ

2
}W }

2
F .

When norm are balanced and α,β are perfectly fitted, Lλpθq “ Lpθq ` λ
ř

i |ai| }wi}2 “

Lλpµq.

The lemma below shows that the properties of ideal loss solution in previous section

still hold for the solution of original loss, when α,β are approximately fitted.

Lemma B.18. Given any θ “ pa,W , α,βq satisfying |α ´ α̂|2 “ Opζq,
›

›

›
β ´ β̂

›

›

›

2

2
“ Opζq,

where α̂ “ ´p1{
?
2πq

řm
i“1 ai }wi}2 and β̂ “ ´p1{2q

řm
i“1 aiwi. Let its corresponding

balanced version θbal “ pabal,Wbal, αbal,βbalq as abal,i “ signpaiq
a

|ai| }wi}2, wbal,i “

wi

a

|ai| }wi}2, αbal “ α̂ and βbal “ β̂. Then, we have

Lλpθq ´ Lλpθbalq “ |α ´ α̂|2 `

›

›

›
β ´ β̂

›

›

›

2

2
`

λ

2

ÿ

iPrms

p|ai| ´ }wi}2q2 ě 0.
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Moreover, let the optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq, we have results in Lemma B.11,

Lemma B.12, Lemma B.13, Lemma B.14, Lemma B.15, Lemma B.16 and Lemma B.17

still hold for Lλpθq, with the change of R3 in (B.3) as

R3pxq “
1

?
2π

¨

˝

ÿ

iPrm˚s

a˚
i }w˚

i }2 ´
ÿ

iPrms

ai }wi}2

˛

‚` α ´ α̂ ` pβ ´ β̂qJx.

The following lemma shows the norm remains bounded.

Lemma B.19. Under Lemma 3.6, suppose optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq. Then

}a}
2
2 ` }W }

2
F ď 3 }a˚}1.

B.6.3 Descent direction

In this section, we show that there is a descent direction as long as the optimality gap

is small until it reaches Opλ2q. We will assume ζ “ Ωpλ2q in this section for simplicity.

We first show gradient is always large whenever α,β are not fitted well. This is a direct

corollary of Claim B.2.

Lemma B.20 (Descent direction, α and β). We have

|∇αLλ|2 “ 4pα ´ α̂q2, }∇βLλ}
2
2 “ 4

›

›

›
β ´ β̂

›

›

›

2

2
.

Before proceeding to the following descent direction, we first make a simplification

assumption that

Assumption B.1. For every Ti, for all neuron wj P Ti, assume wJ
j w

˚
i ě 0.

This is because due to the linear term β, the effective activation is symmetry σě2pxq “

σě2p´xq. This introduce the ambiguity of the sign of neurons. Such assumption clarifies

the ambiguity of neurons’ direction.

As the lemma below shows, there always exists a set of parameter (by flipping the sign of

neurons) that satisfy the assumption and gives almost same gradient norm. Thus, making

such assumption will not cause any issue when α, β are perfectly fitted.
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Lemma B.21. Suppose pα ´ α̂q2,
›

›

›
β ´ β̂

›

›

›

2

2
ď τ to be small enough and }a}2 , }W }F “

O˚p1q. Then, given any parameter θ, there exists another set of parameter rθ that satisfies

Assumption B.1 such that fθ “ f
rθ and | }∇θLλ} ´

›

›∇
rθLλ

›

›

F
| ď O˚p

?
τq.

Proof. Denote θ “ pa,w1, . . . ,wm, α,βq. We first construct rθ “ pra, rw1, . . . , rwm, rα, rβq.

Let ra “ a. For rwi, there exists such sign vector s “ ps1, . . . , smq P t˘1um so that by

flipping the sign of neurons we have rwi “ siwi satisfies Assumption B.1. Let rα “ α and

rβ “ β ` `
ř

i:si“´1 aiwi.

One can verify that fθ “ f
rθ. Moreover, for the gradient of α,β we have

∇αLλ “ ∇
rαLλ,∇βLλ “ ∇

rβLλ,

For gradient of a,wi, when si “ 1 we know they are the same. When si “ ´1, note

that

∇aiLλ ´ ∇
raiLλ “ 2E

x
rRpxqpσpwJ

i xq ´ σp rwJ
i xqqs “ 2pβ ´ β̂qJwi

∇wiLλ ` ∇
rwi
Lλ “ 2ai E

x
rRpxqpσ1pwJ

i xq ` σ1p rwJ
i xqqxs “ 2aipβ ´ β̂q.

Therefore, we get the desired result by noting the norm bound.

We then show that if norms are not balanced or norm cancellation happens for neurons

with similar direction, then one can always adjust the norm to decrease the loss due to the

regularization term.

Lemma B.22 (Descent direction, norm balance). We have
ÿ

i

ÿ

jPTi

ˇ

ˇx∇ajLλ,´ajy ` x∇wjLλ,wjy
ˇ

ˇ “λ
ÿ

iPrm˚s

ˇ

ˇ

ˇ
a2i ´ }wi}

2
2

ˇ

ˇ

ˇ

ěmax

$

&

%

λ| }a}
2
2 ´ }W }

2
F |, λ

ÿ

iPrm˚s

p|ai| ´ }wi}2q2

,

.

-
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Lemma B.23 (Descent direction, norm cancellation). Under Lemma 3.6 and Assump-

tion B.1, suppose the optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq. For any w˚

i , consider δsign

such that δclose ă δsign “ Opλ{ζ1{2q with small enough hidden constant (δclose defined in

Lemma B.13), then

ÿ

sPt`,´u

ÿ

jPTi,spδsignq

C

∇ajLλ,
aj

ř

jPTi,spδsignq |aj | }wj}2

G

`

C

∇wjLλ,
wj

ř

jPTi,spδsignq |aj | }wj}2

G

“ Ωpλq.

where Ti,`pδsignq “ tj P Ti : δpwj ,w
˚
i q ď δsign, signpajq “ signpa˚

i qu, Ti,´pδsignq “ tj P Ti :

δpwj ,w
˚
i q ď δsign, signpajq ‰ signpa˚

i qu are the set of neurons that close to w˚
i with/without

same sign of a˚
i .

As a result,

}∇aLλ}
2
2 ` }∇WLλ}

2
F ěλ2

ÿ

jPTi,´pδsignq

|aj | }wj}2

Now given the above lemmas, it suffices to consider the remaining case that α,β are well

fitted, norms are balanced and no cancellation. In this case, the loss landscape is roughly

the same as the ideal loss (3.5) from Lemma B.18. Thus, we could leverage these detailed

characterization of the solution (far-away neurons are small and average neuron is close to

corresponding ground-truth neuron) to construct descent direction.

Lemma B.24 (Descent direction). Under Lemma 3.6 and Assumption B.1, suppose the

optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq. Suppose

(i) norms are (almost) balanced: | }W }
2
F ´}a}

2
2 | ď ζ{λ,

ř

iPrmsp|aj |´}wj}2q2 “ O˚pζ2{λ2q

(ii) (almost) no norm cancellation: consider all neurons wj that are δsign-close w.r.t.

teacher neuron w˚
i but has a different sign, i.e., signpajq ‰ signpa˚

i q with δsign “

Θ˚pλ{ζ1{2q, we have
ř

jPTi,´pδsignq |aj | }wj}2 ď τ “ O˚pζ5{6{λq with small enough hid-

den constant, where Ti,´pδq defined in Lemma B.23.
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(iii) α,β are well fitted: |α ´ α̂|2 “ O˚pζq,
›

›

›
β ´ β̂

›

›

›

2

2
“ O˚pζq with small enough hidden

factor.

Then, we can construct the following descent direction

pα ` α˚q∇αLλ ` x∇βLλ,β ` β˚y `
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y “ Ωpζq,

where qij satisfy the following conditions with δclose ă δsign and δclose “ O˚pζ1{3q: (1)
ř

jPTi ajqij “ a˚
i ; (2) qij ě 0; (3) qij “ 0 when signpajq ‰ signpa˚

i q or δj ą δclose. (4)
ř

iPrm˚s

ř

jPTi q
2
ij “ O˚p1q.

B.6.4 Proof of Lemma 3.6

Now we are ready to prove the gradient lower bound (Lemma 3.6) by combining all

descent direction lemma in the previous section together.

Lemma 3.6 (Gradient lower bound). When Ω˚pλ2q ď ζ ď O˚pλ9{5q and λ ď O˚p1q, we

have

}∇θLλ}
2
F ě Ω˚pζ4{λ2q.

Proof. We check the assumption of Lemma B.24 one by one. We first assume Assump-

tion B.1 holds to get a gradient lower bound.

For assumption (i) (norm balance) in Lemma B.24, whenever
ř

iPrm˚s

ˇ

ˇ

ˇ
a2i ´ }wi}

2
2

ˇ

ˇ

ˇ
“

Ω˚pζ2{λ2q, by Lemma B.22 we know
ÿ

i

ÿ

jPTi

ˇ

ˇx∇ajLλ,´ajy ` x∇wjLλ,wjy
ˇ

ˇ ěΩ˚pζ2{λq.

With Lemma B.19, this implies
b

}∇aLλ}
2
2 ` }∇WLλ}

2
F ¨ Op}a˚}1q ě

b

}∇aLλ}
2
2 ` }∇WLλ}

2
F

b

}a}
2
2 ` }W }

2
F “ Ω˚pζ2{λq,

which means

}∇θLλ}
2
F ě }∇aLλ}

2
2 ` }∇WLλ}

2
F ě Ω˚pζ4{λ2q
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For assumption (ii) (norm cancellation) in Lemma B.24, whenever it does not hold, by

Lemma B.23 we know

}∇θLλ}
2
F ě }∇aLλ}

2
2 ` }∇WLλ}

2
F ěλ2

ÿ

jPTi,´pδsignq

|aj | }wj}2 ě Ω˚pζ5{6λq.

For assumption (iii) (α,β) in Lemma B.24, whenever it does not hold, by Lemma B.20

we know

|∇αLλ|2 “ pα ´ α̂q2 “ Ω˚pζ2q, }∇βLλ}
2
2 “ 4

›

›

›
β ´ β̂

›

›

›

2

2
“ Ω˚pζ2q,

which implies

}∇θLλ}
2
F ě |∇αLλ|2 ` }∇βLλ}

2
2 “ Ω˚pζ2q.

Thus, the remaining case is the one that all assumption (i)-(iii) in Lemma B.24 hold

and also
ř

iPrm˚s

ˇ

ˇ

ˇ
a2i ´ }wi}

2
2

ˇ

ˇ

ˇ
“ O˚pζ2{λ2q, we choose

qij “

#

aja
˚
i

ř

jPTi,`pδcloseq a
2
j

, if j P Ti,`pδcloseq

0 , otherwise

so that condition (1)-(4) on qij all hold: condition (1)-(3) are easy to check, Lemma B.31

shows condition (4) holds. Now we know from Lemma B.24 that

pα ` α˚q∇αLλ ` x∇βLλ,β ` β˚y `
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y “ Ωpζq.

Note that

pα ` α˚q∇αLλ ` x∇βLλ,β ` β˚y `
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y

ď }∇θLλ}2

d

pα ` α˚q2 ` }β ` β˚}
2
2 `

ÿ

iPrm˚s

ÿ

jPTi

}wj ´ qijw˚
i }

2
2

and

|α ` α˚| ď |α̂| ` |α˚| ` O˚pζq
paq

ď O˚p1q

}β ` β˚}2 ď

›

›

›
β̂
›

›

›

2
` }β˚}2 ` O˚pζq

pbq

ď O˚p1q

ÿ

iPrm˚s

ÿ

jPTi

}wj ´ qijw
˚
i }

2
2 ď 2

ÿ

iPrm˚s

ÿ

jPTi

}wj}
2
2 ` q2ij }w˚

i }
2
2

pcq

ď O˚p1q,
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where (a)(b) by Lemma B.11; (c) we use Lemma B.19 and condition (4) on qij .

Therefore, we get

}∇θLλ}
2
F “ |∇αLλ|2 ` }∇βLλ}

2
2 ` }∇aLλ}

2
2 ` }∇WLλ}

2
F “ Ω˚pζ2q.

Combine all cases above, we know

}∇aLλ}
2
2 ` }∇WLλ}

2
F “ Ω˚pmintζ4{λ2, ζ5{6λ, ζ2uq “ Ω˚pζ4{λ2q,

as long as ζ “ Opλ9{5{polypr,m˚,∆, }a˚}1 , aminqq.

We now use Lemma B.21 to show when Assumption B.1 is not true, we can get similar

gradient lower bound. Denote the above gradient lower bound as τ0 “ Ω˚pζ4{λ2q. Let

τ “ τ0{2.

When pα ´ α̂q2 ě τ or
›

›

›
β ´ β̂

›

›

›

2

2
ě τ , from Lemma B.20 we know }∇θLλ}

2
F ě τ .

When pα ´ α̂q2,
›

›

›
β ´ β̂

›

›

›

2

2
ď τ , using Lemma B.21 we know there exists rθ such that

›

›∇
rθLλ

›

›

2

F
ě τ0 and |

›

›∇
rθLλ

›

›

F
´ }∇θLλ}F | ď

?
τ . Thus, we know }∇θLλ}

2
F ě 0.1τ .

Therefore, combine above we can show }∇θLλ}
2
F “ Ω˚pζ4{λ2q.

B.7 Non-degenerate Dual Certificate

In this section, we show that there indeed exists a non-degenerate dual certificate that

satisfies Definition 3.1 and therefore proving Lemma B.8.

Lemma B.8. There exists a non-degenerate dual certificate η “ Exrppxqσě2pwJxqs with

ρη “ Θp1q and }p}2 ď polypm˚,∆q

Recall that we want to use the dual certificate η to characterize the (approximate)

solution for the following regression problem:

min
µPMpSd´1q

Lλpµq “ E
x,ry

rpfµpxq ´ ryq2s ` λ|µ|1 “ E
x

«

ˆ
ż

w

σě2pwJxqdµ ´ µ˚

˙2
ff

` λ|µ|1,

where σě2 is the ReLU activation after removing 0th and 1st order (corresponding to α

and β terms) and µ˚ “
ř

iPrm˚s a
˚
i δw˚

i
is the ground-truth.
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Notation We need to first introduce few notations before proceeding to the proof. Denote

the kernel Kěℓpw,uq “ Ex„Np0,Iqrσěℓpw
Jxqσěℓpu

Jxqs as the kernel induced by activation

σěℓpxq, where σěℓpxq “
ř

kěℓ σ̂khkpxq{Zσ, Zσ “ }σěℓ}2 “

b

ř

kěℓ σ̂
2
k “ Θpℓ´3{4q is the

normalizing factor, hkpxq is the normalized k-th (probabilistic) Hermite polynomial and σ̂k

is the corresponding Hermite coefficient. We will specify the value of ℓ later and use K

instead of Kěℓ for simplicity.

We will construct the dual certificate η following the proof strategy in Poon, Keriven,

and Peyré [153] with the form below (the difference is that we now only keep high order

terms that are at least ℓ):

ηpwq “
ÿ

jPrm˚s

α1,jKpw˚
j ,wq `

ÿ

jPrm˚s

αJ
2,j∇1Kpw˚

j ,wq

such that it satisfies

ηpw˚
i q “ signpa˚

i q and ∇ηpw˚
i q “ 0 for all i P rm˚s. (B.4)

Here α1 “ pα1, . . . , αm˚qJ P Rm˚ ,α2 “ pαJ
2,1, . . . ,α

J
2,m˚

qJ P Rm˚d are the parameters

that we are going to solve and ∇i means the gradient w.r.t. i-th variable (for example,

∇1Kpx,yq means gradient with respect to x).

One can rewrite the above constraints (B.4) into the matrix form:

Υ

ˆ

α1

α2

˙

“ b, (B.5)

where Υ “ ExrγpxqγpxqJs P Rm˚pd`1qˆm˚pd`1q, b “ psignpa˚
1q, . . . , signpa˚

m˚
q,0J

m˚dqJ P

Rm˚pd`1q, and

γpxq “ pσěℓpw
˚J
1 xq, . . . , σěℓpw

˚J
m˚

xq,∇wσěℓpw
˚J
1 xqJ, . . . ,∇wσěℓpw

˚J
m˚

xqJqJ P Rm˚pd`1q.

Here ∇wσěℓpw
˚J
i xq “ Pw˚

i
σěℓ

1pw˚J
i xqx P Rd, where Pw˚

i
is the projection matrix defined

below.

Notions on the unit sphere As we could see, the kernel K is invariant under the change

of norms, so it suffices to focus on the input on the unit sphere Sd´1. On the unite sphere,
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we could compute the gradient and hessian of a function fpwq on the sphere (e.g., Absil,

Mahony, and Trumpf [7])

grad fpwq “ Pw∇fpwq,

H fpwqrzs “ Pwp∇2fpwq ´ wJ∇fpwqIqz for all tangent vector z that zJw “ 0,

where Pw “ I ´ wwJ is the projection matrix.

Then, we could define the derivative as in Poon, Keriven, and Peyré [153] and Absil,

Mahony, and Sepulchre [6]: for tangent vectors z, z1

D0 fpwq :“ fpwq

D1 fpwqrzs :“ xz, grad fpwqy “ zJPw∇fpwq

D2 fpwqrz, z1s :“ xH fpwqrzs, z1y “ zJPwp∇2fpwq ´ wJ∇fpwqIqPwz
1,

and their associated norms

}D1 fpwq}w :“ sup
}z}w“1

D1 fpwqrzs “ }Pw∇fpwq}2 ,

}D2 fpwq}w :“ sup
}z}w,}z1}w“1

D2 fpwqrz, z1s “ }Pw H fpwqPw}2 ,

where }z}w “ }Pwz}2.

For simplicity, we will use Kpijqpw,uq to denote ∇i
1∇

j
2Kpw,uq. One can check that

this is in fact the same as the one defined Poon, Keriven, and Peyré [153] under our specific

kernel K, i ` j ď 3 and i, j ď 2. Let
›

›

›
Kpijqpw,uq

›

›

›

w,u
:“ sup

›

›

›
z

ppq
w

›

›

›

w
“

›

›

›
z

pqq
u

›

›

›

u
“1,

wJz
ppq
w “uJz

pqq
u “0 @pPris,qPrjs

Kpijqpw,uqrzp1q
w , . . . ,zpjq

u s,

where z
ppq
w applies to the dimension corresponding to w and similarly z

pqq
u for u.

Before solving (B.5), we first present some useful proprieties of kernel K that will be

used later (see Section B.9 for the proofs). The lemma below shows that kernel Kpw,uq is

non-degenerate in the sense that it decays at least quadratic at each ground-truth direction

(w « u « w˚
i ) and contributes almost nothing when w,u are away.
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Lemma B.25 (Non-degeneracy of kernel K). For any h ą 0, let ℓ ě Θp∆´2 logpm˚ℓ{h∆qq,

kernel Kěℓ is non-degenerate in the sense that there exists r “ Θpℓ´1{2q, ρ1 “ Θp1q, ρ2 “

Θpℓq such that following hold:

(i) Kpw,uq ď 1 ´ ρ1 for all δpw,uq :“ =pw,uq ě r.

(ii) Kp20qpw,uqrz, zs ď ´ρ2 }z}
2 for tangent vector z that zJw “ 0 and δpw,uq ď r.

(iii)
›

›Kpijqpw˚
1 ,w

˚
kq
›

›

w˚
i ,w

˚
k

ď h{m2
˚ for pi, jq P t0, 1u ˆ t0, 1, 2u

The following lemma shows that K and its derivatives are bounded.

Lemma B.26 (Regularity conditions on kernel K). Let Bij :“ supw,u

›

›Kpijqpw,uq
›

›

w,u

and B0 “ B00 ` B10 ` 1, B2 “ B20 ` B21 ` 1. We have B00 “ Op1q, B10 “ Opℓ1{2q,

B11 “ Opℓq, B20 “ Opℓq, B21 “ Opℓ3{2q, and therefore B0 “ Opℓ1{2q, B2 “ Opℓ3{2q.

The following lemma from Poon, Keriven, and Peyré [153] connects the non-degeneracy

of kernel K to the dual certificate η that we are interested in.

Lemma B.27 (Lemma 2, Poon, Keriven, and Peyré [153], adapted in our setting). Let

a P t˘1u. Suppose that for some ρ ą 0, B ą 0 and 0 ă r ď B´1{2 we have: for

all δpw,w0q and z P Rd with zJw “ 0, it holds that ´Kp02qpw0,wqrz, zs ą ρ }z}
2
2 and

›

›Kp02qpw0,wq
›

›

w
ď B. Let η be a smooth function. If ηpw0q “ a, ∇ηpw0q “ 0 and

›

›aD2 ηpwq ´ Kp02qpw0,wq
›

›

w
ď τ for all δpw,w0q ď r with τ ă ρ{2, then we have |ηpwq| ď

1 ´ ppρ ´ 2τq{2qδpw,w0q2 for all δpw,w0q ď r.

We now are ready to proof the main result in this section Lemma B.8 that shows the

non-degenerate dual certificate exists. Roughly speaking, following the same proof as in

Poon, Keriven, and Peyré [153], we can show that α « signpa˚q and α2 « 0 and therefore

we can transfer the non-degeneracy of kernel K to the dual certificate η with Lemma B.27.

Lemma B.8. There exists a non-degenerate dual certificate η “ Exrppxqσě2pwJxqs with

ρη “ Θp1q and }p}2 ď polypm˚,∆q
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Proof. Note that Υ “ SD rΥDS, where

D “

¨

˚

˚

˚

˝

Im˚

Pw˚
1

. . .
Pw˚

m˚

˛

‹

‹

‹

‚

, S “

¨

˚

˚

˚

˝

Im˚

pZσ1{ZσqIm˚

. . .
pZσ1{ZσqIm˚

˛

‹

‹

‹

‚

are block diagonal matrices, rΥ “ ExrrγpxqrγpxqJs P Rm˚pd`1qˆm˚pd`1q,

rγpxq “

ˆ

σěℓpw
˚J
1 xq, . . . , σěℓpw

˚J
m˚

xq,
Zσ

Zσ1

σěℓ
1pw˚J

1 xqxJ, . . . ,
Zσ

Zσ1

σěℓ
1pw˚J

m˚
xqxJ

˙J

P Rm˚pd`1q,

Zσ1 “

b

ř

kěℓ σ̂
2
kk “ Θpℓ´1{4q is the normalizing factor so that the diagonal of rΥ are all 1.

Thus, to solve (B.5), it is sufficient to solve the following: denote ĂK “ D rΥD

ĂK

ˆ

rα1

rα2

˙

“ b, (B.6)

and let α1 “ rα1, α2,i “ pZσ{Zσ1qrα2,i to get the solution of (B.5).

In the following, we are going to first show that ĂK « DD because all the off-diagonal

terms of rΥ are small due to Lemma B.25 (iii) (we can choose h to be small enough, and

we will choose it later). Specifically, we have
›

›

›

ĂK ´ DD
›

›

›

2
“ sup

}z}2“1

|zJpĂK ´ DDqz|

“ sup
}z}2“1

ˇ

ˇ

ˇ

ˇ

ˇ

ÿ

i,j

z1,iKpw˚
i ,w

˚
j qz1,j ` 2pZσ{Zσ1q

ÿ

i,j

z1,i∇1Kpw˚
i ,w

˚
j qJz2,j

` pZσ{Zσ1q2
ÿ

i,j

zJ
2,i∇1∇2Kpw˚

i ,w
˚
j qJz2,j

ˇ

ˇ

ˇ

ˇ

ˇ

ď
ÿ

i,j

|Kpw˚
i ,w

˚
j q| ` Θpℓ´1{2q

›

›

›
Kp10qpw˚

i ,w
˚
j q

›

›

›

w˚
i

` Θpℓ´1q

›

›

›
Kp11qpw˚

i ,w
˚
j q

›

›

›

w˚
i ,w

˚
j

ď 2h,

where z “ pzJ
1 , z

J
2 qJ, z1 “ pz1,1, . . . ,z1,m˚qJ and z2 “ pzJ

2,1, . . . ,z
J
2,m˚

qJ has the same

block structure as pα1,α2q and we use Lemma B.25 and Lemma B.26 in the last line.
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Note that DD has exactly m˚d eigenvalues of 1 and m˚ eigenvalues of 0, and ĂK

also has m˚ eigenvalues of 0. By Weyl’s inequality, we know |γi ´ 1| ď 2h where ĂK “

ř

iPrm˚ds γiviv
J
i is its eigendecomposition. Here we have vJ

i vK “ 0 for all vK P VK “

spantp0,w˚
1 ,0, . . . ,0qJ, . . . p0, . . . ,0,w˚

m˚
qJu in the null space of D. Since bJvK “ 0 for

all vK P VK, we have
ˆ

rα1

rα2

˙

“ĂK:b “
ÿ

iPrm˚ds

γ´1
i viv

J
i b “

ÿ

iPrm˚ds

pγ´1
i ´ 1qviv

J
i b `

ÿ

iPrm˚ds

viv
J
i b

“
ÿ

iPrm˚ds

pγ´1
i ´ 1qviv

J
i b ` b.

Therefore,

›

›

›

›

ˆ

rα1

rα2

˙

´ b

›

›

›

›

2

ď

›

›

›

›

›

›

ÿ

iPrm˚ds

pγ´1
i ´ 1qviv

J
i b

›

›

›

›

›

›

2

ď max
i

|γ´1
i ´ 1|

?
m˚ “ Oph

?
m˚q “: h1.

This implies }α1 ´ signpa˚q}8 “ }rα1 ´ signpa˚q}8 ď h1, }α1}8 “ }rα1}8 ď 1 ` h1 and

}α2}2 “ pZσ{Zσ1q }rα2,i}2 ď Θph1ℓ´1{2q.

Now, given the α1, α2, we can show the corresponding η is non-degenerate. Choosing

h “ Opm
´1{2
˚ q and ℓ “ Θp∆´2 logpm˚{∆qq so that the condition in Lemma B.25 holds.

Consider w P Ti, when δpw,w˚
i q ě r “ Θpℓ´1{2q, using Lemma B.25 and Lemma B.26

we have

|ηpwq| “

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

ÿ

jPrm˚s

α1,jKpw˚
j ,wq `

ÿ

jPrm˚s

αJ
2,j∇1Kpw˚

j ,wq

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

ď
ÿ

jPrm˚s

|α1,j ||Kpw˚
j ,wq| `

ÿ

jPrm˚s

}α2,j}w˚
j

›

›∇1Kpw˚
j ,wq

›

›

w˚
j

ďp1 ` h1qp1 ´ ρ1 ` hq ` Θph1ℓ´1{2qpB10 ` hq ď 1 ´ ρ1{2 ď 1 ´ Θpρ1qδpw,w˚
i q2,

where we choose h “ Opm
´1{2
˚ q to be small enough.
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When δpw,w˚
i q ď r “ Θpℓ´1{2q, again using Lemma B.25 and Lemma B.26 we have

›

›

›
a˚
i D2 ηpwq ´ Kp02qpw˚

i ,wq

›

›

›

w

ď

›

›

›
α1,iK

p02qpw˚
i ,wq ´ Kp02qpw˚

i ,wq

›

›

›

w
`
ÿ

j‰i

›

›

›
α1,jK

p02qpw˚
j ,wq

›

›

›

w

`
ÿ

jPrm˚s

}α2,j}w˚
j

›

›

›
Kp12qpw˚

j ,wq

›

›

›

w˚
j ,w

ďh1B02 ` p1 ` h1qh ` Θph1ℓ´1{2qpB21 ` hq ď ρ2{16,

where again due to our choice of small h. Using Lemma B.27 we know that |ηpwq| ď

1 ´ pρ2{4qδpw,w˚
i q2.

Combine the above two cases, we have |ηpwq| ď 1 ´ Θp1qδpw,w˚
i q2 and ηpwq “

ExrppxqσpwJxqs with

ppxq “
1

Z2
σ

¨

˝

ÿ

jPrm˚s

α1,jσěℓpw
˚J
j xq `

ÿ

jPrm˚s

αJ
2,jpI ´ w˚

i w
˚J
i qxσ1

ěℓpw
˚J
i xq

˛

‚.

We have }p} “ Opℓ3{4m˚ ` m˚h
1ℓ´1{2ℓ5{4q “ rOp∆´3{2m˚q.

B.8 Proofs in Section B.6

In this section, we give the omitted proofs in Section B.6.

B.8.1 Omitted proofs in Section B.6.1

We give the proofs for these results that characterize the structure of ideal loss solution.

The following proof follows from the definition of non-degenerate dual certificate η.

Lemma B.9. Given a non-degenerate dual certificate η, then

(i) xη, µ˚y “ |µ˚|1

(ii) For any measure µ P MpSd´1q, |xη, µy| ď |µ|1 ´ ρη
ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ|pwq.

(iii) xη, µ ´ µ˚y “ xp, fµ ´ fµ˚y, where fµpxq “ Ew„µrσě2pwJxqs. Then |xη, µ ´ µ˚y| ď

}p}2

a

Lpµq.

Proof. We show the results one by one.
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Part (i)(ii) We have

|xη, µy| ď
ÿ

iPrm˚s

ż

Ti
|ηpwq|d|µ|pwq ď |µ|1 ´ ρη

ÿ

iPrm˚s

ż

Ti
δpw,w˚

i q2 d|µ|pwq.

where the last inequality follows the property of non-degenerate dual certificate (Defini-

tion 3.1). The other part then follows directly by the definition of µ˚.

Part (iii) We have

xη, µ ´ µ˚y “

ż

Sd´1

ηpwq dpµ ´ µ˚qpwq “

ż

Sd´1

E
x

rppxqσě2pwJxqsdpµ ´ µ˚qpwq

“E
x

„

ppxq

ż

Sd´1

σě2pwJxqdpµ ´ µ˚qpwq

ȷ

“E
x

rppxqpfµpxq ´ fµ˚pxqqs.

Note that Lpµq “ }fµ ´ fµ˚}
2
2, this leads to |xη, µ ´ µ˚y| ď }p}2

a

Lpµq.

Given the above lemma and the optimality of µ˚
λ, we are able to characterize the struc-

ture of µ˚
λ as below: norm is bounded, square loss is small and far-away neurons are small.

Lemma B.10. We have the following hold

(i) |µ˚|1 ´ λ }p}
2
2 ď |µ˚

λ|1 ď |µ˚|1 “ }a˚}1

(ii) Lpµ˚
λq ď λ2 }p}

2
2 “ O˚pλ2q

(iii)
ř

iPrm˚s

ş

Ti δpw,w˚
i q2 d|µ˚

λ|pwq ď λ }p}
2
2 {ρη “ O˚pλq

Proof. We show the results one by one.

Part (i) Due to the optimality of µ˚
λ, we have

Lpµ˚
λq ` λ|µ˚

λ|1 “ Lλpµ˚
λq ď Lλpµ˚q “ Lpµ˚q ` λ|µ˚|1.

Rearranging the terms, we have

λ|µ˚
λ|1 ´ λ|µ˚|1 ď Lpµ˚q ´ Lpµ˚

λq “ ´Lpµ˚
λq ď 0.
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For the lower bound, with Lemma B.9 we have

0 ď |µ˚
λ|1 ´ |µ˚|1 ´ xη, µ˚

λ ´ µ˚y ď |µ˚
λ|1 ´ |µ˚|1 ` }p}2

b

Lpµ˚
λq.

Using part (ii) we get the desired lower bound.

Part (ii) We first have the following inequality due to the optimality of µ˚
λ and adding

λxη, µ˚
λ ´ µ˚y on both side:

Lpµ˚
λq ` λp|µ˚

λ|1 ´ |µ˚|1q ´ λxη, µ˚
λ ´ µ˚y

loooooooooooooooooooomoooooooooooooooooooon

pIq

ď Lpµ˚q ´ λxη, µ˚
λ ´ µ˚y.

For pIq, we have

pIq “ λp|µ˚
λ|1 ´ xη, µ˚

λyq ` λpxη, µ˚y ´ |µ˚|1q ě 0,

where we use Lemma B.9 in the last inequality.

Therefore, the above inequality leads to

Lpµ˚
λq ď Lpµ˚q ´ λxη, µ˚

λ ´ µ˚y ď λ }p}2

b

Lpµ˚
λq,

where we again use Lemma B.9. This further leads to Lpµ˚
λq ď λ2 }p}

2
2.

Part (iii) Using part (i) we have

|µ˚
λ|1 ´ |µ˚|1 ´ xη, µ˚

λ ´ µ˚y ď ´xη, µ˚
λ ´ µ˚y.

With Lemma B.9, LHS and RHS become

LHS “|µ˚
λ|1 ´ xη, µ˚

λy ě ρη
ÿ

iPrm˚s

ż

Ti
δpw,w˚

i q2 d|µ˚
λ|pwq

RHS ď }p}2

b

Lpµ˚
λq.

Then using part (ii) we have the desired result.

We are now ready to characterize the approximated solution by comparing µ and µ˚
λ.

Lemma B.11. Recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. Then, the following holds:

(i) Lpµq ď 5λ2 }p}
2

` 4ζ “ O˚pλ2 ` ζq.

(ii) if ζ ď λ|µ˚|1 and λ ď |µ˚|1{ }p}
2
2, then |µ|1 ď 3|µ˚|1 “ 3 }a˚}1.

Proof. We show the results one by one.
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Part (i) By the definition of the optimality gap ζ and adding ´λxη, µ´µ˚y on both side,

we have

Lpµq ` λp|µ|1 ´ |µ˚
λ|1q ´ λxη, µ ´ µ˚y ď Lpµ˚

λq ` ζ ´ λxη, µ ´ µ˚y.

Note that on LHS,

λp|µ|1 ´ |µ˚
λ|1q ´ λxη, µ ´ µ˚y “ λp|µ|1 ´ xη, µyq ` λp|µ˚|1 ´ |µ˚

λ|1q ě 0,

where we use Lemma B.9 and Lemma B.10.

Therefore, with Lemma B.9 and Lemma B.10 we get

Lpµq ď Lpµ˚
λq ` ζ ´ λxη, µ ´ µ˚y ď λ2 }p}

2
2 ` ζ ` λ }p}2

a

Lpµq.

Solving the above inequality on Lpµq gives Lpµq ď 5λ2 }p}
2
2 ` 4ζ.

Part (ii) Again from the definition of the optimality gap ζ, we have

λ|µ|1 ď Lpµ˚
λq ` λ|µ˚

λ|1 ` ζ ´ Lpµq ď λ2 }p}
2
2 ` λ|µ˚|1 ` ζ,

where we use Lemma B.10. Thus, |µ|1 ď λ }p}
2
2 ` |µ˚|1 ` ζ{λ ď 3|µ˚|1.

The lemma below shows that far-away neurons are still small even for the approximated

solution. Intutively, we use the non-degenerate dual certificate to certify the gap between

µ and µ˚
λ and give a bound for it.

Lemma B.12. Recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. Then, we have

ÿ

iPrm˚s

ż

Ti
δpw,w˚

i q2 d|µ|pwq ď pζ{λ ` 2λ }p}
2
2q{ρη “ O˚pζ{λ ` λq.

In particular, when µ “
ř

iPrms ai }wi}2 δwi represents finite number of neurons, we have
ÿ

iPrm˚s

ÿ

jPTi

|aj | }wj}2 δ
2
j ď pζ{λ ` 2λ }p}

2
2q{ρη “ O˚pζ{λ ` λq,

where δj “ =pwj ,w
˚
i q for j P Ti.

Proof. By the definition of the optimality gap ζ, we have

Lpµq ` λ|µ|1 “ Lpµ˚
λq ` λ|µ˚

λ|1 ` ζ.
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Rearranging the terms and adding ´xη, µ ´ µ˚y on both side, we get

|µ|1 ´ |µ˚
λ|1 ´ xη, µ ´ µ˚y “

1

λ
pLpµ˚

λq ´ Lpµq ` ζq ´ xη, µ ´ µ˚y.

For LHS, with Lemma B.9 and Lemma B.10 we have

LHS “ |µ|1 ´ xη, µy ´ |µ˚
λ|1 ` |µ˚|1 ě ρη

ÿ

iPrm˚s

ż

Ti
δpw,w˚

i q2 d|µ|pwq.

For RHS, with Lemma B.9 and Lemma B.10 we have

RHS ď
1

λ
pλ2 }p}

2
2 ´ Lpµq ` ζq ` }p}2

a

Lpµq “
ζ

λ
` λ }p}

2
2 ´

Lpµq

λ
` }p}2

a

Lpµq.

When Lpµq ě λ2 }p}
2
2, we have RHS ď ζ{λ ` λ }p}

2
2. When Lpµq ď λ2 }p}

2
2, we have

RHS ď ζ{λ ` 2λ }p}
2
2. Thus, in summary RHS ď ζ{λ ` 2λ }p}

2
2.

Combine the bounds on LHS and RHS we have

ρη
ÿ

iPrm˚s

ż

Ti
δpw,w˚

i q2 d|µ|pwq ď ζ{λ ` 2λ }p}
2
2 .

The following lemma shows that every teacher neuron must have at least one close-by

student neuron within angle O˚pζ1{3q. This generalize and greatly simplify the previous

results Lemma 9 in [214]. In particular, we design a new test function using the Hermite

expansion to achieve this.

Lemma B.13. Under Lemma 3.6, if the Hermite coefficient of σ decays as |σ̂k| “ Θpk´cσq

with some constant cσ ą 0, then the total mass near each target direction is large, i.e.,

µpTipδqq signpa˚
i q ě |a˚

i |{2 for all i P rm˚s and any δclose ě rΩ
´

p
Lpµq

a2min
q1{p4cσ´2q

¯

with large

enough hidden constant. In particular, for σ is ReLU or absolute value function, δclose ě

rΩ
´

p
Lpµq

a2min
q1{3

¯

. Here amin “ min |ai| is the smallest entry of a˚ in absolute value.

As a corollary, if optimality gap ζ “ Lλpµq´Lλpµ˚
λq, then δclose ě rΩ˚

`

pζ ` λ2q1{p4cσ´2q
˘

and for ReLU or absolute δclose ě rΩ˚

`

pζ ` λ2q1{3
˘

.
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Proof. Assume towards contradiction that there exists some i P rm˚s with some δclose ě

rΩ
´

p
Lpµq

a2min
q1{p4cσ´2q

¯

with large enough hidden constant such that µpTipδqq signpa˚
i q ď |a˚

i |{2.

For simplicity, we will use δ for δclose in the following.

Let gpxq “
ř

ℓďkă2ℓ signpa˚
i q signpσ̂kqhkpw˚J

i xq be a test function, where hkpxq is the

k-th normalized probabilistic Hermite polynomial and ℓ will be chosen later.

Denote Rpxq “ fµpxq ´ fµ˚pxq so that }R}
2
2 “ Lpµq. We have

a

Lpµq }g}2 ěx´R, gy

“E
x

„ˆ

a˚
i σpw˚J

i xq ´

ż

Tipδq

σpwJxqdµpwq

˙

gpxq

ȷ

` E
x

«˜

ÿ

j‰i

a˚
jσpw˚J

j xq ´

ż

Sd´1zTipδq

σpwJxq dµpwq

¸

gpxq

ff

.

Recall the Hermite expansion of σpxq “
ř

kě0 σ̂khkpxq and its property in Claim B.1.

For the first term, it becomes
ÿ

ℓďkă2ℓ

ˆ

|a˚
i ||σ̂k| ´

ż

Tipδq

|σ̂k| signpa˚
i qpwJw˚

i qk dµpwq

˙

ě
1

2
|a˚

i |
ÿ

ℓďkă2ℓ

|σ̂k|.

For the second term, it becomes

ÿ

ℓďkă2ℓ

˜

ÿ

j‰i

a˚
j |σ̂k| signpa˚

i qpw˚J
j w˚

i qk ´

ż

Sd´1zTipδq

|σ̂k| signpa˚
i qpwJw˚

i qk dµpwq

¸

ďp}a˚}1 ` |µ|1q
ÿ

ℓďkď2ℓ

|σ̂k| max
=pw,w˚

i qěδ
pwJw˚

i qk

ďp}a˚}1 ` |µ|1q
ÿ

ℓďkă2ℓ

|σ̂k|p1 ´ δ2{5qℓ

ď4 }a˚}1 p1 ´ δ2{5qℓ
ÿ

ℓďkă2ℓ

|σ̂k| ď
1

4
|a˚

i |
ÿ

ℓďkă2ℓ

|σ̂k|,

where (i) in the third line we use cos δ ď 1 ´ δ2{5 for δ P r0, π{2s and (ii) in the last line

we use Lemma B.11 and choose ℓ “ rp5{δ2q logp16 }a˚}1 {|a˚
i |qs.

Thus, given |σ̂k| “ Θpk´cσq we have
a

Lpµq
?
ℓ “

a

Lpµq }g}2 ě
1

4
|a˚

i |
ÿ

ℓďkă2ℓ

|σ̂k| “
1

4
|a˚

i |
ÿ

ℓďkă2ℓ

Θpk´cσq “ |a˚
i |Θpℓ1´cσq.
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With the choice of ℓ “ rΘp1{δ2q, we have δ “ rO

ˆ

´

Lpµq

|a˚
i |2

¯1{p4cσ´2q
˙

. Since we have δ ě

rΩ
´

p
Lpµq

a2min
q1{p4cσ´2q

¯

with a large enough hidden constant, we know this is a contradiction.

As a corollary, with Lemma B.11 that Lpµq “ 4ζ ` 5λ2 }p}
2
2, we have the bound δ ě

rΩ
´

p
4ζ`5λ2}p}

2
2

a2min
q1{p4cσ´2q

¯

.

For the activation σ is ReLU or absolute function, by Lemma B.1 we know cσ “ 5{4,

which gives the desired result.

The lemma below bounds R2 using the fact that it is spiky (has small non-zero support).

Lemma B.15. Under Lemma 3.6, recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. Then

}R2}
2
2 “ O˚ppζ{λ ` λq3{2q.

Proof. Using the same calculation as in Lemma 12 in Zhou, Ge, and Jin [214], we have

}R2}
2
2 ďOpm˚q

ÿ

iPrm˚s

˜

ÿ

jPTi

|aj | }wj}2

¸1{2˜
ÿ

jPTi

|aj | }wj}2 δ
2
j

¸3{2

With Lemma B.11 and Lemma B.12, we have }R2}
2
2 “ Opm2

˚|µ˚|1{2pζ{λ ` λq3{2q.

The following lemma bounds R3. In fact, in the view of expressing the loss as a sum of

tensor decomposition problem, R3 corresponds to the 0-th order term in the expansion. It

would become small when high-order terms become small, as shown in the proof below.

Lemma B.16. Under Lemma 3.6 and recall the optimality gap ζ “ Lλpµq ´ Lλpµ˚
λq. If

σ̂0 “ 0 and σ̂k ą 0 with some k “ Θpp1{∆2q logpζ{ }a˚}1qq, then

}R3}2 “ rO˚ppζ ` λ2q1{2{σ̂k ` pζ{λ ` λq ` ζq.

Proof. As shown in Ge, Lee, and Ma [77] and Li, Ma, and Zhang [112], we can write the

loss Lpµq as sum of tensor decomposition problem (recall }w˚
i }2 “ 1):

Lpµq “
ÿ

kě0

σ̂2
k

›

›

›

›

›

›

ż

wPSd´1

wbk dµpwq ´
ÿ

iPrm˚s

a˚
i }w˚

i }2w
˚bk
i

›

›

›

›

›

›

2

F

.
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Thus, we know for any k ě 1,
›

›

›

›

›

›

ż

wPSd´1

wbk dµpwq ´
ÿ

iPrm˚s

a˚
i }w˚

i }2w
˚bk
i

›

›

›

›

›

›

2

F

ď Lpµq{σ̂2
k.

Given any w˚
j and even k, we have

›

›

›

›

›

›

ż

wPSd´1

wbk dµpwq ´
ÿ

iPrm˚s

a˚
i }w˚

i }2w
˚bk
i

›

›

›

›

›

›

F

ě

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

C

ÿ

iPrm˚s

a˚
i }w˚

i }2w
˚bk
i ´

ż

wPSd´1

wbk dµpwq,w˚bk
j

G

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

ě

ˇ

ˇ

ˇ

ˇ

ˇ

a˚
j

›

›w˚
j

›

›

2
´

ż

Tj
xw,w˚

j yk dµpwq

ˇ

ˇ

ˇ

ˇ

ˇ

´

ˇ

ˇ

ˇ

ˇ

ˇ

ÿ

i‰j

a˚
i }w˚

i }2 xw˚
i ,w

˚
j yk ´

ż

Sd´1zTj
xw,w˚

j yk dµpwq

ˇ

ˇ

ˇ

ˇ

ˇ

ě

ˇ

ˇ

ˇ

ˇ

ˇ

a˚
j

›

›w˚
j

›

›

2
´

ż

Tj
dµpwq

ˇ

ˇ

ˇ

ˇ

ˇ

´

ˇ

ˇ

ˇ

ˇ

ˇ

ż

Tj
dµpwq ´

ż

Tj
xw,w˚

j yk dµpwq

ˇ

ˇ

ˇ

ˇ

ˇ

´

ˇ

ˇ

ˇ

ˇ

ˇ

ÿ

i‰j

a˚
i }w˚

i }2 xw˚
i ,w

˚
j yk ´

ż

Sd´1zTj
xw,w˚

j yk dµpwq

ˇ

ˇ

ˇ

ˇ

ˇ

We show the last 2 terms are small.

For the second term on RHS, we have
ˇ

ˇ

ˇ

ˇ

ˇ

ż

Tj
dµpwq ´

ż

Tj
xw,w˚

j yk dµpwq

ˇ

ˇ

ˇ

ˇ

ˇ

ď

ż

Tj

`

1 ´ xw,w˚
j yk

˘

d|µ|pwq
paq

ď

ż

Tj
1 ´ p1 ´ δpw,w˚

j q2{2qk d|µ|pwq

pbq

ď

ż

Tj ,δpw,w˚
j q2ď1

Opkq ¨ δpw,w˚
j q2 d|µ|pwq `

ż

Tj ,δpw,w˚
j q2ą1

d|µ|pwq

ďOpkq

ż

Tj
δpw,w˚

j q2 d|µ|pwq,

where (a) cos δ ě 1 ´ δ2{2 for δ P r0, π{2s; (b) p1 ´ xqk ě 1 ´ kx for x P r0, 1s.
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For the third term on RHS, we have
ˇ

ˇ

ˇ

ˇ

ˇ

ÿ

i‰j

a˚
i }w˚

i }2 xw˚
i ,w

˚
j yk ´

ż

Sd´1zTj
xw,w˚

j yk dµpwq

ˇ

ˇ

ˇ

ˇ

ˇ

ďp}a˚}1 ` |µ|1q max
=pw,w˚

j qě∆{2
pwJw˚

j qk

paq

ďp}a˚}1 ` |µ|1qp1 ´ ∆2{10qk
pbq

ď Opζq,

where (a) cos δ ď 1 ´ δ2{5 for δ P r0, π{2s; (b) we choose k “ Θpp1{∆2q logpζ{ }a˚}1qq and

Lemma B.11.

Therefore, we have
›

›

›

›

›

›

ż

wPSd´1

wbkµpwq ´
ÿ

iPrm˚s

a˚
i }w˚

i }2w
˚bk
i

›

›

›

›

›

›

F

ě

ˇ

ˇ

ˇ

ˇ

ˇ

a˚
j

›

›w˚
j

›

›

2
´

ż

Tj
µpwq

ˇ

ˇ

ˇ

ˇ

ˇ

´ Opkq

ż

Tj
δpw,w˚

j q2|µ|pwq ´ Opζq.

This implies that

m˚

a

Lpµq{σ̂k ě
ÿ

jPrm˚s

ˇ

ˇ

ˇ

ˇ

ˇ

a˚
j

›

›w˚
j

›

›

2
´

ż

Tj
µpwq

ˇ

ˇ

ˇ

ˇ

ˇ

´ Opkq
ÿ

jPrm˚s

ż

Tj
δpw,w˚

j q2|µ|pwq ´ Opm˚ζq

ě

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

ÿ

iPrm˚s

a˚
i }w˚

i }2 ´

ż

Sd´1

µpwq

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

´ rO˚pζ{λ ` λq ´ Opm˚ζq,

where we use Lemma B.12. Rearranging the terms and recalling Lpµq “ O˚pζ ` λ2q from

Lemma B.11, we get the bound.

The following lemma gives the bound on the average neuron to its corresponding teacher

neuron. It follows directly from the residual decomposition and previous lemmas that

characterize R1, R2, R3 respectively.

Lemma B.17. Under Lemma 3.6, recall the optimality gap ζ “ Lλpµq ´Lλpµ˚
λq. Then for

any i P rm˚s, ζ “ Ωpλ2q and ζ, λ ď 1{polypm˚,∆, }a˚}1q

›

›

›

›

›

ÿ

jPTi

ajwj ´ w˚
i

›

›

›

›

›

2

ď

¨

˝

ÿ

iPrm˚s

›

›

›

›

›

ÿ

jPTi

ajwj ´ w˚
i

›

›

›

›

›

2

2

˛

‚

1{2

“ O˚ppζ{λq3{4q.
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Proof. Using Lemma B.14, Lemma B.15 and Lemma B.16, as well as with the relation of

residual decomposition, we have for any i P rm˚s

Ωp∆3{2{m
3{2
˚ q

¨

˝

ÿ

iPrm˚s

›

›

›

›

›

ÿ

jPTi

ajwj ´ w˚
i

›

›

›

›

›

2

2

˛

‚

1{2

ď }R1}2 ď }R}2 ` }R2}2 ` }R3}2

“O˚ppζ ` λ2q1{2 ` pζ{λ ` λq3{4q ` rO˚ppζ ` λ2q1{2 ` pζ{λ ` λq ` ζq.

Rearranging the terms, we get the result.

B.8.2 Omitted proofs in Section B.6.2

In this section, we give the omitted proofs in Section B.6.2. The key observation used

in the proofs is that balancing the norm and setting α,β perfectly to their target values

only decrease the optimality gap.

Lemma B.18. Given any θ “ pa,W , α,βq satisfying |α ´ α̂|2 “ Opζq,
›

›

›
β ´ β̂

›

›

›

2

2
“ Opζq,

where α̂ “ ´p1{
?
2πq

řm
i“1 ai }wi}2 and β̂ “ ´p1{2q

řm
i“1 aiwi. Let its corresponding

balanced version θbal “ pabal,Wbal, αbal,βbalq as abal,i “ signpaiq
a

|ai| }wi}2, wbal,i “

wi

a

|ai| }wi}2, αbal “ α̂ and βbal “ β̂. Then, we have

Lλpθq ´ Lλpθbalq “ |α ´ α̂|2 `

›

›

›
β ´ β̂

›

›

›

2

2
`

λ

2

ÿ

iPrms

p|ai| ´ }wi}2q2 ě 0.

Moreover, let the optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq, we have results in Lemma B.11,

Lemma B.12, Lemma B.13, Lemma B.14, Lemma B.15, Lemma B.16 and Lemma B.17

still hold for Lλpθq, with the change of R3 in (B.3) as

R3pxq “
1

?
2π

¨

˝

ÿ

iPrm˚s

a˚
i }w˚

i }2 ´
ÿ

iPrms

ai }wi}2

˛

‚` α ´ α̂ ` pβ ´ β̂qJx.

Proof. Recall in Claim B.2 we have

Lpθq “ |α ´ α̂|2 `

›

›

›
β ´ β̂

›

›

›

2

2
`

ÿ

kě2

σ̂2
k

›

›

›

›

›

›

ÿ

iPrms

ai }wi}2w
bk
i ´

ÿ

iPrm˚s

a˚
i }w˚

i }2w
˚bk
i

›

›

›

›

›

›

2

F

.
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Note that |ai| }wi}2 “ |abal,i| }wbal,i}2 so that Lpθq “ Lpθbalq ` |α ´ α̂|2 `

›

›

›
β ´ β̂

›

›

›

2

2
. We

then have

Lλpθq ´ Lλpθbalq “|α ´ α̂|2 `

›

›

›
β ´ β̂

›

›

›

2

2
`

λ

2
}a}

2
2 `

λ

2
}W }

2
2 ´

λ

2
}abal}

2
2 ´

λ

2
}Wbal}

2
2

“|α ´ α̂|2 `

›

›

›
β ´ β̂

›

›

›

2

2
`

λ

2

ÿ

iPrms

p|ai| ´ }wi}2q2.

Therefore, we have the optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq ě Lλpθbalq ´ Lλpµ˚

λq “ ζbal.

Note that θbal corresponds to a network that has perfect balanced norms and fitted α,β,

thus all results in Lemma B.11, Lemma B.12, Lemma B.13, Lemma B.14, Lemma B.15,

Lemma B.16 and Lemma B.17 hold for θbal. Since ζ ě ζbal, |ai| }wi}2 “ |abal,i| }wbal,i}2 and

Lpθq “ Lpθbalq ` Opζq, we can easily check that all of them also hold for θ. For the bound

on R3, note that

}R3}2 ď
1

?
2π

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

ÿ

iPrm˚s

a˚
i }w˚

i }2 ´
ÿ

iPrms

ai }wi}2

ˇ

ˇ

ˇ

ˇ

ˇ

ˇ

` |α ´ α̂| `

›

›

›
β ´ β̂

›

›

›

2

so that the same bound still hold for R3.

Lemma B.19. Under Lemma 3.6, suppose optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq. Then

}a}
2
2 ` }W }

2
F ď 3 }a˚}1.

Proof. We have

λ

2
}a}

2
2 `

λ

2
}W }

2
F “ ζ ` Lpµ˚

λq ` λ|µ˚
λ|1 ´ Lpθq ď ζ ` λ2 }p}

2
2 ` λ|µ˚

λ|1,

where we use Lemma B.10. Rearranging the terms, we get the result by noting that

|µ˚
λ|1 ď }a˚}1.

B.8.3 Omitted proofs in Section B.6.3

In this section, we give the omitted proofs in Section B.6.3. We will consider them case

by case.

The lemma below says that one can always decrease the loss if norms are not balanced.
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Lemma B.22 (Descent direction, norm balance). We have
ÿ

i

ÿ

jPTi

ˇ

ˇx∇ajLλ,´ajy ` x∇wjLλ,wjy
ˇ

ˇ “λ
ÿ

iPrm˚s

ˇ

ˇ

ˇ
a2i ´ }wi}

2
2

ˇ

ˇ

ˇ

ěmax

$

&

%

λ| }a}
2
2 ´ }W }

2
F |, λ

ÿ

iPrm˚s

p|ai| ´ }wi}2q2

,

.

-

Proof. We have
ÿ

iPrms

ˇ

ˇx∇ajLλ,´ajy ` x∇wjLλ,wjy
ˇ

ˇ

“
ÿ

iPrms

ˇ

ˇ

ˇ
´2E

x
rpfpxq ´ f˚pxqqajσpwJ

j xqs ´ λa2j ` 2E
x

rpfpxq ´ f˚pxqqajσpwJ
j xqs ` λ }wi}

2
2

ˇ

ˇ

ˇ

“λ
ÿ

iPrms

ˇ

ˇ

ˇ
a2i ´ }wi}

2
2

ˇ

ˇ

ˇ

Note that |ai| ` }wi}2 ě ||ai| ´ }wi}2 |, we get the result.

The following lemma shows that one can always decrease the loss if there are close-by

neurons that cancels with others. Intuitively, reducing such norm cancellation decrease the

regularization term while keeping the square loss term, which decreasing the total loss as a

whole.

Lemma B.23 (Descent direction, norm cancellation). Under Lemma 3.6 and Assump-

tion B.1, suppose the optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq. For any w˚

i , consider δsign

such that δclose ă δsign “ Opλ{ζ1{2q with small enough hidden constant (δclose defined in

Lemma B.13), then

ÿ

sPt`,´u

ÿ

jPTi,spδsignq

C

∇ajLλ,
aj

ř

jPTi,spδsignq |aj | }wj}2

G

`

C

∇wjLλ,
wj

ř

jPTi,spδsignq |aj | }wj}2

G

“ Ωpλq.

where Ti,`pδsignq “ tj P Ti : δpwj ,w
˚
i q ď δsign, signpajq “ signpa˚

i qu, Ti,´pδsignq “ tj P Ti :

δpwj ,w
˚
i q ď δsign, signpajq ‰ signpa˚

i qu are the set of neurons that close to w˚
i with/without

same sign of a˚
i .
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As a result,

}∇aLλ}
2
2 ` }∇WLλ}

2
F ěλ2

ÿ

jPTi,´pδsignq

|aj | }wj}2

Proof. Denote Rpxq “ fpxq ´ rf˚pxq. We have

ÿ

sPt`,´u

ÿ

jPTi,spδsignq

C

∇ajLλ,
aj

ř

jPTi,spδsignq |aj | }wj}2

G

`

C

∇wjLλ,
wj

ř

jPTi,spδsignq |aj | }wj}2

G

“
ÿ

sPt`,´u

ÿ

jPTi,spδsignq

aj }wj}2
ř

jPTi,spδsignq |aj | }wj}2
¨ 2E

x
rRpxqσpwJ

j xqs `
λa2j

ř

jPTi,spδsignq |aj | }wj}2

`
ÿ

sPt`,´u

ÿ

jPTi,spδsignq

aj }wj}2
ř

jPTi,spδsignq |aj | }wj}2
¨ 2E

x
rRpxqσpwJ

j xqs `
λ }wj}

2
2

ř

jPTi,spδsignq |aj | }wj}2

We split the above into two terms (depending on square loss or regularization). WLOG,

assume signpa˚
i q “ 1. For the first term that depends on gradient on square loss,

pIq “4
ÿ

sPt`,´u

ÿ

jPTi,spδsignq

aj }wj}2
ř

jPTi,spδsignq |aj | }wj}2
¨ E
x

rRpxqσpwJ
j xqs

“4
ÿ

jPTi,`pδsignq

|aj | }wj}2
ř

jPTi,`pδsignq |aj | }wj}2
E
x

rRpxqσpwJ
j xqs

´ 4
ÿ

jPTi,´pδsignq

|aj | }wj}2
ř

jPTi,´pδsignq |aj | }wj}2
E
x

rRpxqσpwJ
j xqs

“4
ÿ

jPTi,`pδsignq

|aj | }wj}2
ř

jPTi,`pδsignq |aj | }wj}2
E
x

rRpxqpσpwJ
j xq ´ σpw˚J

i xqqs

´ 4
ÿ

jPTi,´pδsignq

|aj | }wj}2
ř

jPTi,´pδsignq |aj | }wj}2
E
x

rRpxqpσpwJ
j xq ´ σpw˚J

i xqqs

Since wj is δsign-close to w˚
i and }R}

2
2 “ Lpθq, we have

|pIq| ď Opδsignq }R}2 “ O˚pδsignζ
1{2q,

where we use Lemma B.18 that Lpθq “ O˚pζq.
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For the second term that depends on regularization, we have

pIIq “λ
ÿ

sPt`,´u

ř

jPTi,spδsignq a
2
j ` }wj}

2
2

ř

jPTi,spδsignq |aj | }wj}2
ě 2λ ` 2λ “ 4λ.

Therefore, when pIq ď 2λ, i.e., δsign “ O˚pλ{ζ1{2q, we have

ÿ

sPt`,´u

ÿ

jPTi,spδsignq

C

∇ajLλ,
signpajq|aj |

ř

jPTi,spδsignq |aj | }wj}2

G

`

C

∇wjLλ,
wj

ř

jPTi,spδsignq |aj | }wj}2

G

ě
λ

2

ÿ

sPt`,´u

ř

jPTi,spδsignq a
2
j ` }wj}

2
2

ř

jPTi,spδsignq |aj | }wj}2
.

We compute a upper bound for LHS. Note that

ÿ

sPt`,´u

ÿ

jPTi,spδsignq

C

∇ajLλ,
aj

ř

jPTi,spδsignq |aj | }wj}2

G

`

C

∇wjLλ,
wj

ř

jPTi,spδsignq |aj | }wj}2

G

ď

d

ÿ

sPt`,´u

ÿ

jPTi,spδsignq

p∇ajLλq2 `
›

›∇wjLλ

›

›

2

2

g

f

f

e

ÿ

sPt`,´u

ÿ

jPTi,spδsignq

a2j ` }wj}
2
2

p
ř

jPTi,spδsignq |aj | }wj}2q2

ď

b

}∇aLλ}
2
2 ` }∇WLλ}

2
F

g

f

f

e

ÿ

sPt`,´u

ř

jPTi,spδsignq a
2
j ` }wj}

2
2

p
ř

jPTi,spδsignq |aj | }wj}2q2

ď

b

}∇aLλ}
2
2 ` }∇WLλ}

2
F

g

f

f

e

ÿ

sPt`,´u

ř

jPTi,spδsignq a
2
j ` }wj}

2
2

ř

jPTi,spδsignq |aj | }wj}2

1
b

ř

jPTi,´pδsignq |aj | }wj}2

,

where the last line we use Lemma B.13:
ř

jPTi,´pδsignq |aj | }wj}2 ă
ř

jPTi,`pδsignq |aj | }wj}2

because µpTipδqq “
ř

jPTipδsignq aj }wj}2 ą 0.

Combine with the above descent direction, we have

b

}∇aLλ}
2
2 ` }∇WLλ}

2
F

g

f

f

e

ÿ

sPt`,´u

ř

jPTi,spδsignq a
2
j ` }wj}

2
2

ř

jPTi,spδsignq |aj | }wj}2

1
b

ř

jPTi,´pδsignq |aj | }wj}2

ě
λ

2

ÿ

sPt`,´u

ř

jPTi,spδsignq a
2
j ` }wj}

2
2

ř

jPTi,spδsignq |aj | }wj}2
,
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which implies

}∇aLλ}
2
2 ` }∇WLλ}

2
F ěλ2

ÿ

jPTi,´pδsignq

|aj | }wj}2

The lemma below shows that when all previous cases are not hold, then there is a descent

direction that move all close-by neurons towards their corresponding teacher neuron. The

proof relies on calculations that generalize Lemma 8 in [214].

Lemma B.24 (Descent direction). Under Lemma 3.6 and Assumption B.1, suppose the

optimality gap ζ “ Lλpθq ´ Lλpµ˚
λq. Suppose

(i) norms are (almost) balanced: | }W }
2
F ´}a}

2
2 | ď ζ{λ,

ř

iPrmsp|aj |´}wj}2q2 “ O˚pζ2{λ2q

(ii) (almost) no norm cancellation: consider all neurons wj that are δsign-close w.r.t.

teacher neuron w˚
i but has a different sign, i.e., signpajq ‰ signpa˚

i q with δsign “

Θ˚pλ{ζ1{2q, we have
ř

jPTi,´pδsignq |aj | }wj}2 ď τ “ O˚pζ5{6{λq with small enough hid-

den constant, where Ti,´pδq defined in Lemma B.23.

(iii) α,β are well fitted: |α ´ α̂|2 “ O˚pζq,
›

›

›
β ´ β̂

›

›

›

2

2
“ O˚pζq with small enough hidden

factor.

Then, we can construct the following descent direction

pα ` α˚q∇αLλ ` x∇βLλ,β ` β˚y `
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y “ Ωpζq,

where qij satisfy the following conditions with δclose ă δsign and δclose “ O˚pζ1{3q: (1)
ř

jPTi ajqij “ a˚
i ; (2) qij ě 0; (3) qij “ 0 when signpajq ‰ signpa˚

i q or δj ą δclose. (4)
ř

iPrm˚s

ř

jPTi q
2
ij “ O˚p1q.
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Proof. Recall residual Rpxq “ fpxq ´ rf˚pxq. We have

pα ` α˚q∇αLλ ` x∇βLλ,β ` β˚y `
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y

paq
“2E

x
rRpxqpα ` α˚qs ` 2E

x
rRpxqpβ ` β˚qJxs

` 2
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajσpwJ
j xqs ´ 2

ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijσpw˚J
i xqs

` 2
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
i xqqs

` λ
ÿ

iPrms

}wj}
2
2 ´ λ

ÿ

iPrm˚s

ÿ

jPTi

qijw
J
j w

˚
i

(B.7)

where (a) we plug in the gradient expression and also add and minus the following term

2
ř

iPrm˚s

ř

jPTi ExrRpxqajqijσpw˚J
i xqs.

Hencen, we have

pα ` α˚q∇αLλ ` x∇βLλ,β ` β˚y `
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y

pbq
“2 }R}

2
2 ` λ }W }

2
F ´ λ

ÿ

iPrm˚s

ÿ

jPTi

qijw
J
j w

˚
i

` 2
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

pcq

ěLλpµ˚
λq ` ζ `

λ

2
p}W }

2
F ´ }a}

2
2q ´ λ

ÿ

iPrm˚s

ÿ

jPTi

qij }wj}2

` 2
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs, (B.8)

where (b) rearranging the terms; (c) using Lλpθq “ }R}
2
2 ` pλ{2q }W }

2
F ` pλ{2q }a}

2
2 “

Lλpµ˚
λq ` ζ.
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For the first line on RHS of (B.7), we have

Lλpµ˚
λq ` ζ `

λ

2
p}W }

2
F ´ }a}

2
2q ´ λ

ÿ

iPrm˚s

ÿ

jPTi

qij }wj}2

paq

ěζ{2 ` Lpµ˚
λq ` λ|µ˚

λ| ´ λ
ÿ

iPrm˚s

ÿ

jPTi

qij }wj}2

pbq

ěζ{2 ` λ|µ˚
λ| ´ λ }a˚}1 ` λ

ÿ

iPrm˚s

ÿ

jPTi

qijp|aj | ´ }wj}2q

pcq

ěζ{2 ´ O˚pλ2q ´ λ

¨

˝

ÿ

iPrm˚s

ÿ

jPTi

q2ij

˛

‚

1{2¨

˝

ÿ

iPrms

p|aj | ´ }wj}2q2

˛

‚

1{2

pdq

ě ζ{4,

where (a) due to assumption that norms are balanced; (b) we ignore Lpµ˚
λq and add and

minus λ }a˚}1; (c) due to Lemma B.10; (d) due to assumption that norms are balanced and

the choice of qij .

In the following, we will lower bound the last term of (B.7) to show it is no smaller than

´ζ{8 so that we get the desired lower bound. Recall the residual decomposition (B.3) that

Rpxq “ R1pxq ` R2pxq ` R3pxq, we have
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijw
˚J
i xpσ1pwJ

j xq ´ σ1pw˚J
i xqqs

“
ÿ

iPrm˚s

ÿ

jPTi

E
x

rR1pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

looooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooon

pIq

`
ÿ

iPrm˚s

ÿ

jPTi

E
x

rR2pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

looooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooon

pIIq

`
ÿ

iPrm˚s

ÿ

jPTi

E
x

rR3pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

looooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooon

pIIIq

Bound (I) For (I), recall R1pxq “ p1{2q
ř

iPrm˚s v
J
i x signpw˚J

i xq, where vi “
ř

jPTi ajwj´

w˚
i is the difference between average neuron and corresponding ground-truth. Also note
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p
ř

iPrm˚s }vi}
2
2q1{2 “ O˚ppζ{λq3{4q from Lemma B.17 and Lemma B.18. We have

ÿ

iPrm˚s

ÿ

jPTi

E
x

rR1pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

paq

ě ´
1

2

ÿ

iPrm˚s

ÿ

jPTi

ÿ

kPrm˚s

E
x

r|vJ
k x||ajqij ||w

˚J
i x|1signpwJ

j xq‰signpw˚J
i xq

s

pbq
“ ´

1

2

ÿ

iPrm˚s

ÿ

jPTi

ÿ

kPrm˚s

|ajqij | }vk}2 E
rx

r|vJ
k rx||w˚J

i rx|1signpwJ
j rxq‰signpw˚J

i rxq
s

pcq

ě ´
1

2

ÿ

iPrm˚s

ÿ

jPTi

ÿ

kPrm˚s

|ajqij | }vk}2 δj E
rx

r}rx}
2
2 1signpwJ

j rxq‰signpw˚J
i rxq

s

pdq

ě ´
1

2

ÿ

iPrm˚s

ÿ

jPTi

ÿ

kPrm˚s

|ajqij | }vk}2Θpδ2j q

peq

ě ´ Θ˚ppζ{λq3{4δ2closeq
ÿ

iPrm˚s

ÿ

jPTi

|ajqij | “ ´Θ˚ppζ{λq3{4δ2closeq,

where in (a) we plug in the definition of R1 and using the fact that w˚J
i xpσ1pw˚J

i xq ´

σ1pwJ
j xqq “ |w˚J

i x|1signpwJ
j xq‰signpw˚J

i xq
; (b) rx is a 3-dimensional Gaussian since the ex-

pectation only depends on vk,w
˚
i ,wj ; (c) |w˚J

i rx| ď δj }rx}2 when signpwJ
j rxq ‰ signpw˚J

i rxq;

(d) a direct calculation bound as Lemma B.29; (e) definition of qij .

Bound (II) For (II), recall

R2pxq “
1

2

ÿ

iPrm˚s

ÿ

jPTi

ajw
J
j xpsignpwJ

j xq ´ signpw˚J
i xqq

“
ÿ

iPrm˚s

ÿ

jPTi

aj |w
J
j x|1signpwJ

j xq‰signpw˚J
i xqq

.

For each term in (II) with j P Ti, we can split it into two terms that corresponding to

Ti and other Tk’s.

E
x

rR2pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

“
ÿ

kPrm˚s

ÿ

ℓPTk

E
x

raℓ|w
J
ℓ x|1signpwJ

ℓ xq‰signpw˚J
k xq

¨ ajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqs
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This can be further breaks down into

E
x

rR2pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

“
ÿ

kPrm˚s

ÿ

ℓPTk

aℓajqij E
x

r|wJ
ℓ x|1signpwJ

ℓ xq‰signpw˚J
k xq

¨ |w˚J
i x|1signpw˚J

i xq‰signpwJ
j xq

s

“
ÿ

ℓPTi

aℓajqij E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

i xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

looooooooooooooooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooooooooooooooon

pII.iq

`
ÿ

k‰i

ÿ

ℓPTk

aℓajqij E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

k xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

looooooooooooooooooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooooooooooooooooon

pII.iiq

. (B.9)

For (II.i), we further split neurons into Tipδsignq and others:

pII.iq “
ÿ

ℓPTipδsignq

aℓajqij E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

i xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

`
ÿ

ℓPTizTipδsignq

aℓajqij E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

i xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

(B.10)

Consider the first line of (B.10), from the choice of qij we know ajqija
˚
i ě 0. For ℓ P

Ti,`pδsignq, we know signpaℓq “ signpa˚
i q, which implies aℓajqij ě 0 for these terms. We thus

only need to deal with neurons in Ti,´pδsignq, we have the first line is bounded as
ÿ

ℓPTipδsignq

aℓajqij E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

i xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

ě
ÿ

ℓPTi,´pδsignq

aℓajqij E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

i xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

paq

ě ´ |ajqij |
ÿ

ℓPTi,´pδsignq

|aℓ| }wℓ}2 Exr|wJ
ℓ rx||w˚J

i rx|1signpwJ
ℓ
rxq‰signpw˚J

i rxq
¨ 1signpw˚J

i rxq‰signpwJ
j rxq

s

pbq

ě ´ |ajqij |
ÿ

ℓPTi,´pδsignq

|aℓ| }wℓ}2 δℓδj Exr}rx}
2
2 1signpwJ

ℓ
rxq‰signpw˚J

i rxq
¨ 1signpw˚J

i rxq‰signpwJ
j rxq

s

pcq

ě ´ |ajqij |
ÿ

ℓPTi,´pδsignq

|aℓ| }wℓ}2Opδℓδ
2
j q

pdq

ě ´|ajqij |Opτδsignδ
2
closeq,
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where (a) rx is a 3-dimensional Gaussian since the expectation only depends on wℓ,wj ,w
˚
i ;

(b) |wJ
ℓ rx| ď δℓ }rx}2 when signpw˚J

i rxq ‰ signpwJ
ℓ rxq, |w˚J

i rx| ď δj }rx}2, and signpw˚J
i rxq ‰

signpwJ
j rxq; (c) a direct calculation as in Lemma B.29; (d) assumption that norm cancella-

tion is small.

For the second term of (B.10), similar as above, we have

2
ÿ

ℓPTizTipδsignq

aℓajqij E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

i xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

paq

ě ´ 2|ajqij |
ÿ

ℓPTizTipδsignq

|aℓ| }wℓ}2 E
rx

r|wJ
ℓ rx||w˚J

i rx|1signpwJ
ℓ
rxq‰signpw˚J

i rxq
1signpw˚J

i rxq‰signpwJ
j rxq

s

pbq

ě ´ 2|ajqij |
ÿ

ℓPTizTipδsignq

|aℓ| }wℓ}2 δℓδj E
rx

r}rx}
2
2 1signpw˚J

i rxq‰signpwJ
j rxq

s

pcq

ě ´ 2|ajqij |Opδ2j q
ÿ

ℓPTizTipδsignq

|aℓ| }wℓ}2 δℓ

pdq

ě ´ 2|ajqij |O˚pδ2closeζλ
´1δ´1

signq,

where (a) rx is 3-dim Gaussian vector since the expectation only depends on wℓ,wj ,w
˚
i ;

(b) |wJ
ℓ rx| ď δℓ }rx}2 when signpw˚J

i rxq ‰ signpwJ
ℓ rxq, |w˚J

i rx| ď δj }rx}2, and signpw˚J
i rxq ‰

signpwJ
j rxq; (c) a direct calculation as in Lemma B.29; (d) choice of qij and Lemma B.12

and Lemma B.18 that far-away neurons are small.

Thus, for (II.i) we have pII.iq ě ´2|ajqij |O˚pτδsignδ
2
close ` δ2closeζλ

´1δ´1
signq.

For (II.ii), we have

|pII.iiq| ď2
ÿ

k‰i

ÿ

ℓPTk

|aℓ||ajqij |E
x

r|wJ
ℓ x||w˚J

i x|1signpwJ
ℓ xq‰signpw˚J

k xq
¨ 1signpw˚J

i xq‰signpwJ
j xq

s

paq

ď2
ÿ

k‰i

ÿ

ℓPTk

|aℓ||ajqij | }wℓ}2 δℓδj E
rx

r}rx}
2
2 1signpwJ

ℓ
rxq‰signpw˚J

k
rxq

¨ 1signpw˚J
i rxq‰signpwJ

j rxq
s

pbq

ď2
ÿ

k‰i

ÿ

ℓPTk

|aℓ||ajqij | }wℓ}2 δℓδj E
rx

r}rx}
2
2 1|w˚J

k
rx|ďδℓ}rx}2

¨ 1
|w˚J

i rx|ďδj}rx}2
s

pcq

ď2|ajqij |δj
ÿ

k‰i

ÿ

ℓPTk

|aℓ| }wℓ}2 δℓ ¨ Opδℓδj{∆q
pdq
“ 2|ajqij |O˚pδ2closeζλ

´1∆´1q,
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where (a)(b) rx is a 4-dimensional Gaussian vector, |wJ
ℓ rx| ď δℓ }rx}2 when signpw˚J

i rxq ‰

signpwJ
ℓ rxq and |w˚J

i rx| ď δj }rx}2 when signpw˚J
i rxq ‰ signpwJ

j rxq; (c) by Lemma B.28; (d)

choice of qij and Lemma B.12 and Lemma B.18 that far-away neurons are small.

Combine (II.i) (II.ii), we have for (B.9)

E
x

rR2pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs ě ´2|ajqij |Opτδsignδ

2
close ` δ2closeζλ

´1δ´1
signq.

This further gives the lower bound on (II):
ÿ

iPrm˚s

ÿ

jPTi

E
x

rR2pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

ě ´ 2
ÿ

iPrm˚s

ÿ

jPTi

|ajqij |Opτδsignδ
2
close ` δ2closeζλ

´1δ´1
signq

“ ´ O˚pτδsignδ
2
close ` δ2closeζλ

´1δ´1
signq

Bound (III) For (III), recall R3pxq “ 1?
2π

´

ř

iPrm˚s a
˚
i }w˚

i }2 ´
ř

iPrms ai }wi}2

¯

`α´ α̂`

pβ ´ β̂qJx. We have
ÿ

iPrm˚s

ÿ

jPTi

E
x

rR3pxqajqijw
˚J
i xpσ1pw˚J

i xq ´ σ1pwJ
j xqqs

paq

ě ´ O˚pζ{λq
ÿ

iPrm˚s

ÿ

jPTi

|ajqij |E
x

r|w˚J
i x|1signpwJ

j xq‰signpw˚J
i xq

s

´
ÿ

iPrm˚s

ÿ

jPTi

|ajqij |E
x

r|pβ ´ β̂qJx||w˚J
i x|1signpwJ

j xq‰signpw˚J
i xq

s

pbq

ě ´ O˚pζ{λq
ÿ

iPrm˚s

ÿ

jPTi

|ajqij |Opδ2j q

´ Opζ1{2q
ÿ

iPrm˚s

ÿ

jPTi

|ajqij |δj E
x

r}rx}
2
2 1signpwJ

j rxq‰signpw˚J
i rxq

s

pcq

ě ´ O˚pζ{λq
ÿ

iPrm˚s

ÿ

jPTi

|ajqij |Opδ2j q

pdq

ě ´ O˚pδ2closeζ{λq,
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where (a) plugging in the expression of R3 and using Lemma B.16 and Lemma B.18; (b)

using Lemma B.30 and the fact that rx is a 3-dimensional Gaussian vector and |w˚J
i rx| ď

δj }rx}2 when signpw˚J
i rxq ‰ signpwJ

j rxq; (c) Lemma B.29; (d) choice of qij .

Combine all bounds Combine (I) (II) (III) we now get the last term of (B.7)
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijw
˚J
i xpσ1pwJ

j xq ´ σ1pw˚J
i xqqs

ě ´ O˚ppζ{λq3{4δ2close ` τδsignδ
2
close ` δ2closeζλ

´1δ´1
signq

From Lemma B.13 we can choose δclose “ O˚pζ1{3q and from Lemma B.23 we can choose

δsign “ Θ˚pλ{ζ1{2q. Also with τ “ Opζ5{6{λq, we finally get
ÿ

iPrm˚s

ÿ

jPTi

E
x

rRpxqajqijw
˚J
i xpσ1pwJ

j xq ´ σ1pw˚J
i xqqs ě ζ{8,

as long as ζ “ Opλ9{5{polypr,m˚,∆, }a˚}1 , aminqq with small enough hidden constant.

Thus, we eventually get the lower bound of (B.7)

pα ` α˚q∇αLλ ` x∇βLλ,β ` β˚y `
ÿ

iPrm˚s

ÿ

jPTi

x∇wiLλ,wj ´ qijw
˚
i y ě ζ{4 ´ ζ{8 “ ζ{8.

B.8.4 Technical emma

In this section, we collect several technical lemmas that are useful in the proof.

Lemma B.28. Consider α,β P R4 with ϕ “ =pα,βq P r0, πs and }α}2 “ }β}2 “ 1 and

x „ Np0, Iq. Then, for any 0 ă δ1, δ2 ď ϕ we have

E
x

r}x}
2
2 1|αJx|ďδ1}x}2,|β

Jx|ďδ2}x}2
s “ Opδ1δ2{ sinϕq.

Proof. We first consider the case when at least one of δ1, δ2 ě cϕ for a fixed small enough

constant. WLOG, suppose δ2 ě cϕ. In this case, it suffices to show a bound Opδ1q. We

have

E
x

r}x}
2
2 1|αJx|ďδ1}x}2,|β

Jx|ďδ2}x}2
s ď E

x
r}x}

2
2 1|αJx|ďδ1}x}2

s “ Opδ1q.
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Then, we focus on the case when δ1, δ2 ď cϕ for a fixed small enough constant. WLOG,

assume α “ p1, 0, 0, 0qJ, β “ pcosϕ, sinϕ, 0, 0q and ϕ P r0, π{2s. Then we have

E
x

r}x}
2
2 1|αJx|ďδ1}x}2,|β

Jx|ďδ2}x}2
s

“
1

p2πq2

ż 8

0

r5e´r2{2 dr

ż

0ďθ1ďπ,| cos θ1|ďδ1

sin2 θ1

ż

0ďθ2ďπ,| cos θ1 cosϕ`sin θ1 cos θ2 sinϕ|ďδ2

sin θ2 dθ2 dθ1

ż 2π

0

1 dθ3

“Op1q ¨

ż

0ďθ1ďπ,| cos θ1|ďδ1

sin2 θ1

ż

0ďθ2ďπ,
´δ2´cos θ1 cosϕ

sin θ1 sinϕ
ďcos θ2ď

δ2´cos θ1 cosϕ
sin θ1 sinϕ

sin θ2 dθ2 dθ1

“

ż

0ďθ1ďπ,| cos θ1|ďδ1

sin2 θ1 ¨ O

ˆ

δ2
sin θ1 sinϕ

˙

dθ1

“O

ˆ

δ1δ2
sinϕ

˙

.

Lemma B.29 (Lemma C.9 in [214]). Consider α,β P R3 with =pα,βq “ ϕ and αJβ ě 0.

We have

E
x

r}x}
2
1signpαJxq‰signpβJxqs “ Opϕq.

Lemma B.30. Consider α,β P Rd with =pα,βq “ ϕ, }α}2 “ }β}2 “ 1 and αJβ ě 0. We

have

E
x

r|αJx|1signpαJxq‰signpβJxqs “ Opϕ2q.

Proof. It suffices to consider α,β,x P R2. WLOG, let α “ p1, 0qJ and β “ pcosϕ, sinϕqJ

We have

E
x

r|αJx|1signpαJxq‰signpβJxqs “
1

2π

ż 8

0

re´r2{2 dr

ż 2π

0

cos θ1signpcos θq‰signpcospθ´ϕqq dθ

“Opϕ2q.
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Lemma B.31. Under Lemma 3.6, let

qij “

#

aja
˚
i

ř

jPTi,`pδcloseq a
2
j

, if j P Ti,`pδcloseq

0 , otherwise

If
ř

iPrm˚s

ˇ

ˇ

ˇ
a2i ´ }wi}

2
2

ˇ

ˇ

ˇ
ď amin{2, then

ř

iPrm˚s

ř

jPTi q
2
ij “ Op}a˚}1q.

Proof. We have

ÿ

iPrm˚s

ÿ

jPTi

q2ij “
ÿ

iPrm˚s

ÿ

jPTi,`pδcloseq

a2ja
˚2
i

p
ř

jPTi,`pδcloseq a
2
jq2

“
ÿ

iPrm˚s

a˚2
i

ř

jPTi,`pδcloseq a
2
j

.

In the following, we aim to lower bound
ř

jPTi,`pδcloseq a
2
j . Given

ř

jPTi,`pδcloseq |a2j ´

}wj}
2
2 | ď |a˚

i |{2, we have

2
ÿ

jPTi,`pδcloseq

a2j ě
ÿ

jPTi,`pδcloseq

a2j ` }wj}
2
2 ´ |a˚

i |{2 ě 2
ÿ

jPTi,`pδcloseq

|aj | }wj}2 ´ |a˚
i |{2 ě

|a˚
i |

2
,

where the last inequality is due to the fact from Lemma B.13 that
ř

jPTi,`pδcloseq |aj | }wj}2 ě

|
ř

jPTipδcloseq aj }wj}2 | ě |a˚
i |{2. Thus, we have

ř

iPrm˚s

ř

jPTi q
2
ij “ Op}a˚}1q.

B.9 Proofs in Section B.7 (non-degenerate dual certificate)

In this section, we give the omitted proofs in Section B.7. The proofs are mostly direct

computations with the properties of Hermite polynomials in Claim B.1.

Lemma B.25 (Non-degeneracy of kernel K). For any h ą 0, let ℓ ě Θp∆´2 logpm˚ℓ{h∆qq,

kernel Kěℓ is non-degenerate in the sense that there exists r “ Θpℓ´1{2q, ρ1 “ Θp1q, ρ2 “

Θpℓq such that following hold:

(i) Kpw,uq ď 1 ´ ρ1 for all δpw,uq :“ =pw,uq ě r.

(ii) Kp20qpw,uqrz, zs ď ´ρ2 }z}
2 for tangent vector z that zJw “ 0 and δpw,uq ď r.

(iii)
›

›Kpijqpw˚
1 ,w

˚
kq
›

›

w˚
i ,w

˚
k

ď h{m2
˚ for pi, jq P t0, 1u ˆ t0, 1, 2u
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Proof. With the property of Hermite polynomials in Claim B.1, we have

Kpw,uq “E
x

rσěℓpw
Jxqσěℓpu

Jxqs “
1

Z2
σ

ÿ

kěℓ

σ̂2
k cos

k θ,

Kp10qpw,uq “
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θpI ´ wwJqu,

Kp11qpw,uq “
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θpI ´ wwJquwJpI ´ uuJq

`
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θpI ´ wwJqpI ´ uuJq

Kp20qpw,uq “
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θpI ´ wwJquuJpI ´ wwJq

´
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θwJupI ´ wwJq

Kp21qpw,uqi “BuiK
p20qpw,uq

“
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1qpk ´ 2q cosk´3 θeJ

i pI ´ uuJqw ¨ pI ´ wwJquuJpI ´ wwJq

`
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ

pI ´ wwJq
`

pI ´ uuJqeiu
J ` ueJ

i pI ´ uuJq
˘

pI ´ wwJq

´
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θeJ

i pI ´ uuJqw ¨ wJupI ´ wwJq

´
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θwJpI ´ uuJqeipI ´ wwJq,

(B.11)

where θ “ arccospwJuq and assume }w} “ }u} “ 1.

Part (i) Given that r “ Θp1{
?
ℓq with a small enough hidden constant, we know for

δpw,uq ě r

Kpw,uq “
1

Z2
σ

ÿ

kěℓ

σ̂2
k cos

k θ ď
1

Z2
σ

ÿ

kěℓ

σ̂2
k ¨ p1 ´ r2{5qℓ “ c ă 1,
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where c is a constant less than 1. Thus, ρ1 “ Θp1q.

Part (ii) For tangent vector z that zJw “ 0, we have (}w}2 “ }u}2 “ 1, δpw,uq ď r)

Kp20qpw,uqrz, zs “
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ ¨ puJzq2 ´

1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ ¨ wJu }z}
2
2

“
}z}

2
2

Z2
σ

˜

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ ¨ puJzq2 ´

ÿ

kěℓ

σ̂2
kk cos

k´1 θ ¨ wJu

¸

ď
}z}

2
2

Z2
σ

˜

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ sin2 θ ´

ÿ

ℓďkď2ℓ

σ̂2
kk cos

k θ

¸

.

For the first term, we have
ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ sin2 θ ď

ÿ

kě1{r2

σ̂2
kkpk ´ 1q ¨ Θp1{kq `

ÿ

ℓďkď1{r2

Θpk´1{2qr2

ď
ÿ

kě1{r2

Θpk´3{2q ` Θprq “ Θprq,

where we use Lemma B.32 and σ̂2
k “ Θpk´5{2q in Lemma B.1.

For the second term, we have
ÿ

ℓďkď2ℓ

σ̂2
kk cos

k θ ě Θpℓ´1{2qp1 ´ r2q2ℓ.

Given that r “ Θp1{
?
ℓq with a small enough hidden constant, we know

Kp20qpw,uqrz, zs ď ´
}z}

2
2

Z2
σ

Θpℓ´1{2q “ ´Θpℓq }z}
2
2 ,

since Z2
σ “ Θpℓ´3{2q.

Part (iii) Recall that δpw˚
i ,w

˚
j q ě ∆ for i ‰ j. It suffices to bound

›

›Kpijqpw,uq
›

›

2
ď h{m2

˚

for θ “ δpw,uq ě ∆. Given that ℓ ě Θp∆´2 logpm˚ℓ{h∆qq with large enough hidden

constant, from (B.11) we have for }w} “ }u} “ 1

Kpw,uq ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kp1 ´ ∆2{5qℓ ď h{m2

˚,

›

›

›
Kp10qpw,uq

›

›

›

w
ď

1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ sin θ ď Θpℓqp1 ´ ∆2{5qℓ´1 ď h{m2
˚,
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›

›

›
Kp11qpw,uq

›

›

›

w,u
“

1

Z2
σ

sup
zJ
1 w“zJ

2 u“0,
}z1}2“}z2}2“1

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θuJz1 ¨ wJz2

`
ÿ

kěℓ

σ̂2
kk cos

k´1 θzJ
1 z2

ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ sin2 θ `

1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ

ďΘpℓ3{2q
ÿ

kěℓ

Θpk´1{2qp1 ´ ∆2{5qk´2 ` Θpℓqp1 ´ ∆2{5qℓ´1 ď h{m2
˚,

›

›

›
Kp20qpw,uq

›

›

›

w
“

1

Z2
σ

sup
zJ
1 w“zJ

2 w“0,
}z1}2“}z2}2“1

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ ¨ uJz1 ¨ uJz2

´
ÿ

kěℓ

σ̂2
kk cos

k´1 θ ¨ wJu ¨ zJ
1 z2

ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ sin2 θ `

1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ

ďΘpℓ3{2q
ÿ

kěℓ

Θpk´1{2qp1 ´ ∆2{5qk´2 ` Θpℓqp1 ´ ∆2{5qℓ´1 ď h{m2
˚,

›

›

›
Kp21qpw,uq

›

›

›

w,u

“ sup
zJ
1 w“zJ

2 w“qJu“0,
}z1}2“}z2}2“}q}2“1

1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1qpk ´ 2q cosk´3 θ

ÿ

i

qie
J
i pI ´ uuJqw ¨ uJz1 ¨ uJz2

`
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ

˜

ÿ

i

qiz
J
1 pI ´ uuJqei ¨ uJz2 `

ÿ

i

qiz
J
2 pI ´ uuJqei ¨ uJz1

¸

´
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ

ÿ

i

qie
J
i pI ´ uuJqw ¨ wJu ¨ zJ

1 z2

´
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ
ÿ

i

qiw
JpI ´ uuJqei ¨ zJ

1 z2

ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1qpk ´ 2q cosk´3 θ sin3 θ `

2

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ sin θ

`
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ sin θ
paq

ď h{m2
˚,
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where we use σ̂2
k “ Θpk´5{2q in Lemma B.1 and (a) the last two terms bound similarly as

in Kp20q and first term 1
Z2
σ

ř

kěℓ σ̂
2
kkpk´ 1qpk´ 2q cosk´3 θ sin3 θ ď Θpℓ3{2q

ř

kěℓΘpk1{2qp1´

∆2{5qk ď h{3m2
˚.

Lemma B.26 (Regularity conditions on kernel K). Let Bij :“ supw,u

›

›Kpijqpw,uq
›

›

w,u

and B0 “ B00 ` B10 ` 1, B2 “ B20 ` B21 ` 1. We have B00 “ Op1q, B10 “ Opℓ1{2q,

B11 “ Opℓq, B20 “ Opℓq, B21 “ Opℓ3{2q, and therefore B0 “ Opℓ1{2q, B2 “ Opℓ3{2q.

Proof. We compute Bij one by one from (B.11) (see part (iii) proof in Lemma B.25). Using

Lemma B.32 we have

B00 “ sup
w,u

ˇ

ˇ

ˇ

ˇ

ˇ

1

Z2
σ

ÿ

kěℓ

σ̂2
k cos

k θ

ˇ

ˇ

ˇ

ˇ

ˇ

ď 1,

B10 ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ sin θ ď Θpℓ3{2q
ÿ

kěℓ

Θpk´5{2qk
1

?
k

“ Opℓ1{2q,

B11 ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ sin2 θ `

1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ

ďΘpℓ3{2q
ÿ

kěℓ

Θpk´5{2qk2
1

k
` Θpℓ3{2q

ÿ

kěℓ

Θpk´5{2qk “ Opℓq,

B20 ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´2 θ sin2 θ `

1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k θ

ďΘpℓ3{2q
ÿ

kěℓ

Θpk´5{2qk2
1

k
` Θpℓ3{2q

ÿ

kěℓ

Θpk´5{2qk “ Opℓq,

B21 ď
1

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1qpk ´ 2q cosk´3 θ sin3 θ `

2

Z2
σ

ÿ

kěℓ

σ̂2
kkpk ´ 1q cosk´1 θ sin θ

`
1

Z2
σ

ÿ

kěℓ

σ̂2
kk cos

k´1 θ sin θ

ďΘpℓ3{2q
ÿ

kěℓ

Θpk1{2qp1 ´ θ2{5qk´3θ3 ` Θpℓ3{2q
ÿ

kěℓ

Θpk´1{2qp1 ´ θ2{5qk´1θ
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For first term above
ř

kěℓΘpk1{2qp1 ´ θ2{5qk´3θ3, using Lemma B.33 we have

ÿ

kěℓ

Θpk1{2qp1 ´ θ2{5qk´3θ3 ď
ÿ

kěℓ

Θp
1

a

lnp1{p1 ´ θ2qq
qp1 ´ θ2{5qk{2´3θ3

ď
ÿ

kěℓ

Θpθ2qp1 ´ θ2{5qk{2´3 “ Θpθ2q
p1 ´ θ2{5qℓ

θ2
“ Op1q.

For second term above
ř

kěℓΘpk´1{2qp1 ´ θ2{5qk´1θ we have

ÿ

kěℓ

Θpk´1{2qp1 ´ θ2{5qk´1θ ď Θpθq

ż 8

ℓ

x´1{2p1 ´ θ2{5qx ď ΘpθqΘp
1

a

lnp1{p1 ´ θ2qq
q “ Op1q.

Therefore, we have B21 “ Opℓ3{2q.

B.9.1 Technical lemma

We collect few lemma here used in the proof. They mostly rely on direct calculations.

Lemma B.32. For large enough integer k, we have

max | cosk θ sin θ| ď Θp1{
?
kq,

max | cosk θ sin2 θ| ď Θp1{kq,

max | cosk θ sin3 θ| “ Θp1{k3{2q.

Proof. We only compute the first one max | cosk θ sin θ| “ 1{
?
k. Others are similar.

We compute the gradient of fpθq “ cosk θ sin θ and get f 1pθq “ cosk´1 θpcos2 θ´k sin2 θq.

We only need to consider θ P r0, 2πs. So the maximum is achieved either at boundary

θ “ 0, π or f 1pθq “ 0. Then one can verify that the bound is true.

Lemma B.33. For β ă 1 and k ą 0, we have k1{2βk{2 ď 1?
2 lnp2{βq

.

Proof. Let fpkq “ k1{2βk{2. We have f 1pkq “ 1
2k

´1{2βk{2 ` k1{2βk{2 lnpβ{2q. Set f 1pk0q “ 0

we have k0 “ 1
2 lnp2{βq

. It is easy to see max fpkq “ fpk0q ď 1?
2 lnp2{βq

.
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Appendix C. Supplementary Materials for Chapter 4

In this chapter, we give the omitted proofs for Chapter 4.

C.1 Multi-layer Mean-Field Networks

In this section, we first briefly review existing theories of two-layer mean-field networks,

and then introduce our framework for multi-layer mean-field networks.

C.1.1 Two-layer networks and permutation invariance

A two-layer network f of width m can usually be represented by1

fpx;W , bq “
1

m
bJσpWxq “

1

m

m
ÿ

i“1

aiσpwi ¨ xq. (C.1)

where W P Rmˆd is the weight matrix of the hidden layer and b P Rm the output weights.

Let µ be the empirical distribution of tpai,wiqumi“1 Ă Rd`1. Then, we can write

fpx;µq “ E
pa,wq„µ

taσpw ¨ xqu . (C.2)

By allowing µ to be an arbitrary sufficiently regular distribution over Rd, we obtain a neural

network, represented by (C.2), that can contain infinitely many neurons.

To describe the gradient flow of this infinite-width network, it suffices to assign a vector

field to Rd`1 that describes how each neuron pa,wq P Rd`1 should move at time t. One

simple heuristic way to do so is to first compute the gradient in the finite-width case and

then replace all summations with expectations as in (C.2) and treat the gradient as a vector

field. We now illustrate the idea under realizable setting and with the MSE loss

L “
1

2
E
x

␣

pf˚pxq ´ fpxqq2
(

.

The theory can be generalized to much more general settings and can be formally justified

using the theory of Wasserstein gradient flow. Readers can refer to, for example, [52] and

1 Here, wi P Rd means the i-th row of W . Later we will notations vi, bi to denote i-th row or column of
the corresponding matrix. Whether it is a row or column can be easily inferred from the dimension. The
general rule is that if V P RDˆm where m represents the number of neurons, then vi P RD is i-th column,
and if W P RmˆD, then wi P RD is the i-th row.
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[132] for details. For a finite-width network (C.1), the gradient of L w.r.t. a neuron pak,wkq

is

´m∇akL “ E
x

tpf˚pxq ´ fpx;W , bqqσpwk ¨ xqu ,

´m∇wk
L “ E

x
tpf˚pxq ´ fpx;W , bqqakσ

1pwk ¨ xqxu .

Replace fpx;W , bq with fpx;µq, treat pak,wkq as a generic neuron, and we obtain a vector

field ∇̃ : Rd`1 Ñ Rd`1

´∇̃pa,wq :“ E
x

"

pf˚pxq ´ fpx;µqq

„

σpw ¨ xq

aσ1pw ¨ xqx

ȷ*

.

At each time t, we update the neurons in µ according to ´∇̃.

One of the most important properties of this mean-field formulation is that it factors

out the permutation invariance of neurons. That is, we can permute pai,wiq without

changing the output of the network. However, when we treat training as an optimization

problem over the space of pb,W q, i.e., Rm ˆ Rmˆd, permuting pai,wiq entirely changes

pb,W q. On the other hand, if we describe the network using a distribution µ over Rd`1,

then it is automatically permutation invariant. Note that this is not restricted to infinite-

width networks. When we choose µ to be an empirical distribution over finitely many

neurons, we recover a finite-width network without breaking the permutation invariance.

C.1.2 Multi-layer mean-field networks

Unfortunately, the above strategy cannot be directly generalized to multi-layer networks.

Consider the three-layer network

fpx; b,W2,W1q “
1

m2
bJσ pW2hpx;W1qq , hpx;W1q “

1

m1
σpW1xq,

where b P Rm2 , W2 P Rm2ˆm1 , W1 P Rm1ˆd. One can still write

fpx; b,W2,W1q “
1

m2

m2
ÿ

i“1

aiσpw2,i ¨ hpx;W1qq “ E
pai,w2q„µ2

taσpw2 ¨ hpx;W1qqu .
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However, now µ2 is a distribution over Rm1 , and if m1 Ñ 8, it will become a distribution

over R8, which is not readily defined. One way to resolve this issue is to view W2 as a

function from rm2s ˆ rm1s to R and then generalize it to handle the infinite-width case by

replacing the index sets rm2s, rm1s by two general index sets I2, I1 that can potentially

be uncountable. For example, we can choose I1 “ I2 “ R. This is the strategy employed

by [140]. (See [150] for a more accessible version of this paper.) The drawback of this

formulation is that, with the introduction of index sets, the permutation invariance is no

longer factored out. Though with this formulation, it is still possible to obtain global con-

vergence results for infinite-width networks, it become less useful when we want to analyze

a finite-width network as it becomes essentially the same as the usual matrix formulation.

We now present a formulation that does factor out the permutation invariance of neu-

rons, and it is built upon composing a sequence of vector-valued two-layer networks. As a

first step, we consider a two-layer network with D-dimensional outputs:

fpx;A,W q “
1

m
AσpWxq, (C.3)

where A P RDˆm and W P Rmˆd. For each index i P rDs, we still have

fipx;A,W q “
1

m

m
ÿ

j“1

ai,jσpwj ¨ xq “ E
pa,wq„µi

taσpw ¨ xqu ,

where µi is the empirical distribution of tpai,j ,wjqujPrms Ă Rd`1. Range over i and we

obtain the output vector of this network. For two-layer networks with scalar outputs, in

order to obtain its mean-field counterpart, it suffices to allow µ to take a general distribution

over RˆRd. This, however, is not the case for networks with vector outputs as the W parts

of µi are coupled. Hence, we need to additionally impose the constraint that all pµiqiPrDs

share the same second margin, that is, π2#µi “ µW for some distribution µW over Rd and

all P rDs, where π2 : RˆRd Ñ Rd is the projection that takes pa,wq to w. Intuitively, this

condition says that they share the same first layer weights W . We formalize this idea in

the following definition.
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Definition C.1. Let pµiqiPrDs be D sufficiently regular2 distributions over RˆRd. We call

pµiq
D
i“1 an admissible configuration of dimension pD, dq if there exists a measure µW

over Rd such that π2#µi “ µW holds for all i P rDs.

Remark. Note that, by a neuron, we mean a pD ` dq-dimensional vector pa1, . . . , aD,wq.

In the finite-width network (C.3), this corresponds to a row in W and the corresponding

column in A. This point of view is important when deriving the infinite-width gradient

flow since, as in the two-layer case, the vector field at the position of a certain neuron can

only depend on the other neurons as a whole. ♣

To complement the discussion, here we consider the problem that, given an admissible

infinite-width configuration pµiqiPrDs, how to obtain a finite-width network with m neurons.

For a scalar-valued mean-field network characterized by µ, it suffices to generate m samples

from µ. For a vector-valued network, the procedure is slightly different. We first sample a

weight vector w from the shared margin µW . Then, for each i P rDs, we generate a real

number ai conditioning on w. This gives us a neuron pa1, . . . , aD,wq P RD ˆ Rd. Repeat

this procedure m times and we obtain a finite-width network with m neurons.

We formally define two-layer vector-valued mean-field networks as follows.

Definition C.2. Given an admissible pµiqiPrDs, the two-layer vector-valued network it de-

fines is

F px;µ1, . . . , µDq “ pF1px;µ1q, . . . , FDpx;µDqq, (C.4)

where

Fipx;µiq “ E
pa,wq„µi

taσpw ¨ xqu , @i P rDs.

Now, we are ready to define a multi-layer mean-field network. Basically, a multi-layer

mean-field network is a composition of a sequence of two-layer vector-valued networks (C.4).

2 Our focus is on factoring out the permutation invariance and, in this chapter, essentially all distributions
are empirical distributions over finitely many neurons, with respect to which the integral is just summation
and is always well-defined. We leave the work of figuring out specific regularity conditions to future works.
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Definition C.3. Let L ě 1 be an integer. Let Dp1q, . . . , DpLq be a sequence of positive

integers and put Dp0q “ d. For each l P rLs, let pµ
plq
i qiPrDls

be an admissible configuration

of dimension pDplq, Dpl´1qq. The L-layer mean-field network f defined by the configuration

Θ :“ ppµ
plq
i qiPrDls

qlPrLs is defined recursively as

fpx; Θq “ F pLqpx; Θq,

F plqpx; Θq :“ F
´

F pl´1qpx; Θq;µ
plq
1 , . . . , µ

plq
Dl

¯

, @l ě 1,

F p0qpx; Θq :“ x,

(C.5)

where F is the two-layer mean-field network given by (C.4).

Example As an example, we consider the case L “ 3 here. In this case, the finite-width

network corresponding to (C.5) is

fpx;A2,W2,A1,W1q “
1

m2
A2σ

ˆ

W2
1

m1
A1σpW1xq

˙

,

which is exactly the usual multi-layer network used in practice except the normalizing

terms 1{m2, 1{m1 and an additional matrix A1 P RD1ˆm1 . This matrix compresses an m1

dimensional feature vector to a D1 dimensional one, where D1 is an integer that does not

go to 8. It is a reminiscent of the bottleneck structure used in ResNet ([92]).

Remark. Note that this formulation is indeed invariant under permutation of each layer’s

neurons. However, it does not factor out all permutation invariance of a deep network.

For example, one can permute the columns of W1 and adjusting A1, W2, A2 accordingly

without changing the output of the network. In some sense, this corresponds to permuting

the entires of the hidden feature F p1q. We believe it is not necessary or useful to factor out

this symmetry since, after all, even in the two-layer case, we do not permute the entries of

the inputs x. ♣

Finally, we consider the problem of formulating mean-field gradient flow so that it

matches the usual gradient flow. The idea is simple: We compute the gradient in the finite-
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width setting and then replace summations with integrals. For the ease of presentation,

we consider a three-layer network and the MSE loss. Again, this framework can be easily

generalized to deeper networks and other loss functions. We write

fpxq “ fpx; b,W2,V1,W1q “
1

m2
bJσ pW2F px;V1,W1qq ,

F pxq “ F px;V1,W1q “
1

m1
V1σpW1xq,

L “ Lpb,W2,V ,W1q “
1

2
E
x

␣

pf˚pxq ´ fpx; b,W2,V ,W1qq2
(

,

where b P Rm2 , W2 P Rm2ˆD, V1 P RDˆm1 , W1 P Rm1ˆd. We have

´m2∇aiL “ E
x

tpf˚pxq ´ fpxqqσpw2,i ¨ F pxqqu ,

´m2∇w2,iL “ E
x

tpf˚pxq ´ fpxqqaiσ
1pw2,i ¨ F pxqqF pxqu ,

´m1∇v1,iL “ E
x

#

pf˚pxq ´ fpxqq
1

m2

m2
ÿ

j“1

ajσ
1pw2,j ¨ F pxqqw2,jσpw1,i ¨ xq

+

,

´m1∇w1,iL “ E
x

#

pf˚pxq ´ fpxqq
1

m2

m2
ÿ

j“1

ajσ
1pw2,j ¨ F pxqq xw2,j ,v1,iyσ

1pw1,i ¨ xqx

+

.

Replace summations with integrals and we obtain

´∇̃pa,w2q “ E
x

"

pf˚pxq ´ fpxqq

„

σpw2 ¨ F pxqq

aσ1pw2 ¨ F pxqqF pxq

ȷ*

,

´∇̃pv1,w1q “ E
x

"

pf˚pxq ´ fpxqq E
pa,w2q„µ2

"

aσ1pw2 ¨ F pxqq

„

σpw1 ¨ xqw2

xw2,v1yσ1pw1 ¨ xqx

ȷ**

.

(C.6)

Namely, at each step t, we update the second layer neurons pa,w2q with ´∇̃pa,w2q, and first

layer neurons pv1,w1q with ´∇̃pv1,w1q. Note that, unlike many other multi-layer mean-field

frameworks, we do not introduce any notion of paths. The dynamics of each first layer

neuron depends on the second layer as a whole as we take expectation over µ2 in (C.6).

The same is also true for second layer neurons. In some sense, the additional matrix V1

decouples the dynamics of the first and second layer neurons.
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C.2 Preliminaries
C.2.1 Induction hypothesis and continuity argument

We extensively use the continuos-time version of mathematical induction in our proof,

which is also called the continuity argument. We briefly discuss this technique in this

subsection and explain some conventions we employ in the writing of the proof. One may

refer to, for example, Chapter 1.3 of [178] for details.

Similar to the discrete-time induction argument, the goal is to maintain a collection of

conditions, which we call the Induction Hypothesis, throughout a period of time (cf. In-

duction Hypothesis C.7 and Induction Hypothesis C.24). There are mainly two types of

conditions.

The first type has the form “certain process At is bounded by another process Bt”. In

the proof, At is usually the error we want to control and Bt an non-decreasing process

representing the corresponding upper bound. To maintain this type of condition, it suffices

to show that At ď Bt at initialization and 9At ď 9Bt as long as the Induction Hypothesis is

true.

For this type of condition, usually we also have an upper bound for Bt, say, Bt ď B8.

The most rigorous way to maintain these bounds is to argue by contradiction. Let T be

the minimum between the time T1 the process ends and the time T2 this bound first get

violated. By definition, the Induction Hypothesis holds for any t ď T . Using the Induction

Hypothesis, one can then derive an upper bound T 1 on T1, which then leads to an upper

bound on T . Then, all we need to show is that BT 1 is smaller than B8 so that T is attained

by T1 instead of T2. For the ease of presentation, for this type of conditions, instead of

arguing by contradiction explicitly, we will simply show that, provided that the Induction

Hypothesis is true over r0, T1s, then BT1 ď B8 holds.

The second type has the form “certain process Ct is bounded some value D”. Here, Ct

is usually some quantity related to the shape of the learner function such as w̄2 and α. In

order to maintain, say, Ct ď D, we show that when Ct P rD ´ ε,Ds, we have 9Ct ă 0. This
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implies that, as long as Ct is continuous, this implies Ct can never reach D.

C.2.2 Properties of the input distribution

In this subsection, we derive some basic properties of the input distribution that will

be useful in later analysis.

The following lemma gives the distribution of }x} and its tail bound.

Lemma C.1. Let x „ D and let }D} denote the distribution of }x}. We have

}D} prq “
d

r
J2
d{2p2πRdβα

?
drq “ O

ˆ

1

r2

˙

, @r ą 0.

As a result, we have the tail bound: for all R ą 0, Pr}x} ě Rs ď O p1{Rq.

We now give some regularity conditions on the input distribution that will be used in

our proof. Roughly speaking, it shows that the distribution is heavy-tailed and still has

large enough mass for }x} P r0, 1s

Lemma C.2 (Regularity conditions on input distribution). For the input distribution D,

we have

(i) E}x}ď0.99 }x} “ Θp1q.

(ii) Ex„D f˚pxq “ Ωp1q.

(iii) E}x}ďΩpdq }x} ě Θplog dq and E}x}ďpolypdq }x} ď Θplogpdqq.

Proof of Lemma C.1. Recall that the input distribution of x is

´

βα
?
d
¯d

φ2pβα
?
dxq,

where α, β ą 0 are the universal constants from [162] (cf. the proof of Theorem 5),

φpxq “

ˆ

Rd

}x}

˙d{2

Jd{2p2πRd }x}q, x P Rd,
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Rd “ 1?
π

pΓpd{2`1qq1{d “ Θp
?
dq (Lemma 5 in Eldan and Shamir [70]) and Jν is the Bessel

function of the first kind of order. Note that since φ only depends on }x}, we can abuse

the notation to use φprq to denote φpxq with }x} “ r.

For any test function g : R ÞÑ R, we have

E
x„D

rgp}x}qs “

ż

Rd

gp}x}q

´

βα
?
d
¯d

φ2pβα
?
dxqdx

“

´

βα
?
d
¯d

Sd´1

ż 8

0

gprqφ2pβα
?
drqrd´1dr,

where Sd´1 “ 2πd{2{Γpd{2q is the surface of unit ball Sd´1. Therefore, we have the density

of }x} with }x} “ r is

´

βα
?
d
¯d

Sd´1φ
2pβα

?
drqrd´1 “

2πd{2
´

βα
?
d
¯d

Γpd{2q

Rd
d

´

βα
?
dr
¯d

J2
d{2p2πRdβα

?
drqrd´1

“
d

r
J2
d{2p2πRdβα

?
drq

“O

ˆ

1

r2

˙

,

where we use the fact that Jνpzq “ Op1{
?
zq ([106]). Then, it is easy to see that Pp}x} ě

Rq “ Op1{Rq.

Proof of Lemma C.2.

(i) It is easy to see the upper bound

E
}x}ď0.99

}x} ď 0.99.

For lower bound, note that E}x}ď0.99 }x} ě 0.1Pp0.1 ď }x} ď 0.99q. Hence, it suffices

to lower bound Pp0.1 ď }x} ď 0.99q. We have

Pp0.1 ď }x} ď 0.99q “

ż 0.99

0.1

d

r
J2
d{2p2πRdβα

?
drqdr

ěΩp1q

ż 1.98πRdβα
?
d

0.2πRdβα
?
d

J2
d{2prqdr “ Ωp1q,
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where in the last line we use Lemma 23 in Eldan and Shamir [70]. This implies that

E}x}ď0.99 }x} “ Ωp1q. Together with the upper bound, we have E}x}ď0.99 }x} “ Θp1q.

(ii) We have

E
x„D

f˚pxq “ E
}x}ď1

r1 ´ }x}s ě E
}x}ď0.99

r1 ´ }x}s

ě 0.01Pp}x} ď 0.99q ě 0.01Pp0.1 ď }x} ď 0.99q “ Ωp1q,

where the last inequality we use the calculation in (a).

(iii) The upper bound follows directly from the tail bound }D} prq ď Op1{r2q. For the lower

bound, recall the density of }x} when }x} “ r is d
rJ

2
d{2p2πRdβα

?
drq. For notational

simplicity, put RD “ Θpdq. We have

E
}x}ďRD

}x} “

ż RD

0

dJ2
d{2p2πRdβα

?
drqdr

“
d

2πRdβα
?
d

ż 2πRdRDβα
?
d

0

J2
d{2prqdr ě Ωp1q

ż cd2

cd

J2
d{2prqdr,

where c is a large enough constant.

To lower bound E }x}, it suffices to lower bound
şcd2

cd J2
d{2prqdr. In the following, we will

lower bound it by following a similar calculation in Lemma 23 in Eldan and Shamir

[70]. From the proof of Lemma 23 in Eldan and Shamir [70], we have for x ě d ě 2

J2
d{2pxq ě

2

πx
cos2

ˆ

´
pd ` 1qπ

4
` fd,xx

˙

´ 3x´2,

where fd,x is a quantity that depends on d and x, and satisfies 1.3 ě fd,x ě 0.85.

Then, we have
ż cd2

cd

J2
d{2pxqdx ě

ż cd2

cd

2

πx
cos2

ˆ

´
pd ` 1qπ

4
` fd,xx

˙

dx ´

ż cd2

cd

3x´2dx

“
2

π

ż cd2

cd

1

x
cos2

ˆ

´
pd ` 1qπ

4
` fd,xx

˙

dx ´
3pd ´ 1q

cd2
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Note that in the proof of Lemma 23 in Eldan and Shamir [70], it is shown that

B

Bx
pfd,xxq “

c

1 ´
d2 ´ 1

4x2
ď 1.

Then, since 1.3 ě fd,x ě 0.85 we have

2

π

ż cd2

cd

1

x
cos2

ˆ

´
pd ` 1qπ

4
` fd,xx

˙

dx

ě
2

π

ż cd2

cd

0.85

fd,xx
cos2

ˆ

´
pd ` 1qπ

4
` fd,xx

˙

B

Bx
pfd,xxqdx

“
2

π

ż fd,cd2cd
2

fd,cdcd

0.85

z
cos2

ˆ

´
pd ` 1qπ

4
` z

˙

dz

ě
1.7

π

ż 0.85cd2

1.3cd

1

z
cos2

ˆ

´
pd ` 1qπ

4
` z

˙

dz.

Then, using integration by parts and the fact that cos2pz ´ pd ` 1qπ{4q “ B
Bz pz{2 `

sinp2z ´ pd ` 1qπ{2q{4q, we have

ż 0.85cd2

1.3cd

1

z
cos2

ˆ

´
pd ` 1qπ

4
` z

˙

dz

“
p z2 ` 1

4 sinp2z ´
pd`1qπ

2 qq

z

ˇ

ˇ

ˇ

ˇ

0.85cd2

1.3cd

`

ż 0.85cd2

1.3cd

p z2 ` 1
4 sinp2z ´

pd`1qπ
2 qq

z2
dz

ě ´
1

4

ˆ

1

0.85cd2
`

1

1.3cd

˙

`

ż 0.85cd2

1.3cd

1

4z
dz

“ ´
1

4

ˆ

1

0.85cd2
`

1

1.3cd

˙

`
1

4
ln

0.85cd2

1.3cd
“ Ωplog dq.

Therefore, we have
ż cd2

cd

J2
d{2pxqdx “ Ωplog dq,

which implies E}x}ďΘpdq }x} “ Ωplog dq.
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C.2.3 Properties of spherically symmetric functions and distributions

In this subsection, we give some useful proprieties of spherically symmetric functions and

distributions. These will be useful tools in our later analysis. Basically, these lemmas allow

us to disentangle input x and neuron v when considering integration against spherically

symmetric function.

Lemma 4.3. Let µ be a spherically symmetric distribution. We have

E
w„µ

}w}σpw ¨ xq “ CΓ
Ew„µ }w}

2

?
d

}x} where CΓ :“
Γpd{2q

?
d

2
?
πΓppd ` 1q{2q

.

Note that, as d Ñ 8, we have CΓ Ñ 1{
?
2π, so CΓ is universally bounded for all d.

Lemma C.3. For any spherically symmetric g : Rd Ñ R and v P Rd, we have

E
x

tgpxqσpv ¨ xqu “
CΓ
?
d
E
x

tgpxq }x}u }v} .

Corollary C.4. Let g : Rd Ñ R be a spherically symmetric function. We have

E
x

tgpxqF pxqu “ αE
x

tgpxq }x}u .

Lemma C.5. Let g : Rd Ñ R be a spherically symmetric function. Then, for any v P Rd,

we have

E
x„D

tgpxqσ1pv ¨ xqxu “ E
x„D

tgpxq }x}u
CΓ
?
d
v̄.

Proof of Lemma 4.3. For simplicity, put gpxq “ Ew„µ }w}σpw¨xq. Since σ is 1-homogenous

and µ is spherically symmetric, we have

gpxq “

ż

Rd

}w}
2 σpw̄ ¨ xqµpwqdw

“

ż 8

0

ż

Sd´1

r2σpw̄ ¨ xqµprw̄qrd´1 dσd´1pw̄qdr

“

ż 8

0

rd`1µprqdr

ż

Sd´1

σpw̄ ¨ xqdσd´1pw̄q.
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For the first term, note that3

ż

Rd

}w}
2 µpwq dw “

ż 8

0

ż

Sd´1

r2µprw̄qdσd´1pw̄qdr “
2πd{2

Γpd{2q

ż 8

0

rd`1µprq dr.

Hence,
ż 8

0

rd`1µprqdr “
Γpd{2q

2πd{2

ż

Rd

}w}
2 µpwqdw “

Γpd{2q

2πd{2
E

w„µ
}w}

2 .

Then we compute the second term as follows. Since it is also spherically symmetric, we

have

ż

Sd´1

σpw̄ ¨ xq dσd´1pw̄q “ }x}

ż

Sd´1

σpw̄1qdσd´1pw̄q “
}x}

2

ż

Sd´1

|w̄1| dσd´1pw̄q.

Define I “
ş

Rd |w1|e´}w}
2
dw. We have

I “

ż

Rd

|w1|

d
ź

i“1

e´w2
i dw “

ˆ
ż 8

´8

|w1|e´w2
1 dw1

˙ d
ź

i“2

ż 8

´8

e´w2
i dwi “ πpd´1q{2.

We also have

I “

ż

Sd´1

ż 8

0

r|w̄1|e´r2rd´1 drdσd´1pw̄q “

ż 8

0

e´r2rd dr

ż

Sd´1

|w̄1| dσd´1pw̄q

“
Γppd ` 1q{2q

2

ż

Sd´1

|w̄1| dσd´1pw̄q.

Therefore,

ż

Sd´1

σpw̄ ¨ xqdσd´1pw̄q “
}x}

2

ż

Sd´1

|w̄1| dσd´1pw̄q “
πpd´1q{2

Γppd ` 1q{2q
}x} . (C.7)

Thus,

gpxq “
Γpd{2q

2πd{2
E

w„µ
}w}

2 πpd´1q{2

Γppd ` 1q{2q
}x} “ CΓ

Ew„µ }w}
2

?
d

}x} .

3 Recall the surface area of the d-dimensional unit sphere is
ş

dσd´1
“ 2πd{2

Γpd{2q
.

212



Proof of Lemma C.3. We compute

E
x„D

tgpxqσpv ¨ xqu “

ż

Rd

gpxqσpv ¨ xqDpxqdx

“

ż 8

0

ż

Sd´1

gprx̄qσpv ¨ prx̄qqDprx̄qrd´1 dσd´1px̄qdr

“

ż 8

0

ż

Sd´1

gprqσpv ¨ x̄qDprqrd dσd´1px̄qdr

“

ż 8

0

gprqDprqrd dr

ż

Sd´1

σpv ¨ x̄q dσd´1px̄q

“

ż 8

0

gprqDprqrd dr
πpd´1q{2

Γppd ` 1q{2q
}v} ,

where the last line comes from (C.7). (Note the integral is taken w.r.t. x̄ instead of w̄ here.)

For the first term, note that

E
x„D

tgpxq }x}u “

ż

Rd

gpxq }x}Dpxqdx

“

ż 8

0

ż

Sd´1

gprqDpxqrd dσd´1px̄qdr

“

ż 8

0

ż

Sd´1

gprqDpxqrd dσd´1px̄qdr

“
2πd{2

Γpd{2q

ż 8

0

gprqDpxqrd dr.

Thus,

E
x„D

tgpxqσpv ¨ xqu “ E
x„D

tgpxq }x}u

ˆ

2πd{2

Γpd{2q

˙´1
πpd´1q{2

Γppd ` 1q{2q
}w}

“ E
x„D

tgpxq }x}u
CΓ
?
d

}v} .
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Proof of Corollary C.4. By the previous Lemma, we have

E
x

tgpxqF pxqu “ E
x

"

gpxq E
w„µ1

t}w}σpw ¨ xqu

*

“ E
w„µ1

!

}w}E
x

tgpxqσpw ¨ xqu

)

“ E
w„µ1

"

}w}
2 CΓ

?
d
E
x

tgpxq }x}u

*

“ αE
x

tgpxq }x}u .

Proof of Lemma C.5. Define R “ v̄v̄J ´ pId ´ v̄v̄Jq “ 2v̄v̄J ´ Id. That is, R is the

reflection matrix associated with v̄. Since D is spherically symmetric, we have R#D “ D.

For the same reason, g ˝ R “ g. Moreover, by construction, Rv “ v. Hence,

E
x„D

tgpxqσ1pv ¨ xqxu “
1

2

ˆ

E
x„D

tgpxqσ1pv ¨ xqxu ` E
x„R#D

tgpxqσ1pv ¨ xqxu

˙

“
1

2

´

E
x„D

tgpxqσ1pv ¨ xqx ` gpRxqσ1pv ¨ RxqRxu

¯

“
1

2

´

E
x„D

tgpxqσ1pv ¨ xqx ` gpRxqσ1pRv ¨ xqRxu

¯

“
1

2

´

E
x„D

tgpxqσ1pv ¨ xq px ` Rxqu

¯

.

Note that x ` Rx “ 2v̄v̄Jx “ 2 xv̄,xy v̄. Hence,

E
x„D

tgpxqσ1pv ¨ xqxu “ E
x„D

tgpxqσpv̄ ¨ xqu v̄ “ E
x„D

tgpxq }x}u
CΓ
?
d
v̄,

where the second identity comes from Lemma C.3.

C.2.4 The infinite-width network remains spherically symmetric

In this subsection, we show that the infinite-width network remains spherically symmet-

ric throughout the whole process. Clear that µ1 is spherically symmetric at initialization.

Now, assume that it is spherically symmetric at time t. We claim that v1 does not move tan-

gentially, and its radial speed does not depend on its direction v̄1. That is, 9v1 “ hp}v1}qv̄1

for some function h.
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By our induction hypothesis, S is also spherically symmetric at time t. Let T :“

2v̄1v̄
J
1 ´ Id be the reflection w.r.t. v1. Clear that Tv1 “ v1. Moreover, it does not change

the norm and, as a result, SpTxq “ Spxq, T#D “ D and Π ˝ T “ T ˝ Π. Hence, we have

9v1 “ E
x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

“
1

2
E

x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

`
1

2
E

x„T#D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

.

For the second term, we have

E
x„T#D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

“ E
x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ Txq ` }v1}σ1pv1 ¨ TxqTxqs

(

“ E
x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqTxqs

(

“ E
x„D

␣

ΠRv1
rSpxqT pσpv1 ¨ xqv̄1 ` }v1}σ1pv1 ¨ xqxqs

(

“ E
x„D

␣

TΠRv1
rSpxq pσpv1 ¨ xqv̄1 ` }v1}σ1pv1 ¨ xqxqs

(

.

Thus,

9v1 “
1

2
pI ` T q E

x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

“ 2
A

v̄1, E
x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

E

v̄1.

Namely, 9v1 “ hpv1qv̄1 where

hpv1q “ 2
A

v̄1, E
x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

E

.

Now, we show that h is spherically symmetric to complete the proof. Let R be an arbitrary
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rotation matrix. We have

hpRv1q “ 2
A

Rv̄1, E
x„D

␣

ΠRv1
rSpxq pRv̄1σpRv1 ¨ xq ` }v1}σ1pRv1 ¨ xqxqs

(

E

“ 2
A

Rv̄1, E
x„D

␣

ΠRv1

“

Spxq
`

Rv̄1σpv1 ¨ RJxq ` }v1}σ1pv1 ¨ RJxqRRJx
˘‰(

E

“ 2

B

Rv̄1, E
x„RJ#D

␣

ΠRv1
rSpxq pRv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqRxqs

(

F

“ 2
A

Rv̄1,R E
x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

E

“ 2
A

v̄1, E
x„D

␣

ΠRv1
rSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqs

(

E

“ hpv1q.

Thus, h is spherically symmetric.

C.3 Stage 1

The goal of Stage 1 is for all v2 to decrease to ´Θp1{Rv2q so that we can ignore all

projection operators in 9r2, 9v1 and 9v2. We split Stage 1 into three substages, in which v2

decreases to 0, ´polypdqδ2 and ´Θp1{Rv2q, respectively. By Lemma C.8, at the end of

each substage, one more projection operator can be ignored. We also show that, in Stage 1,

the approximation error of the first layer and the spread of second layer cannot grow too

much.

First, for the initialization, by some standard concentration argument, we have the

following lemma.

Lemma C.6 (Initialization). We choose m1 “ polypd, 1{εq, m2 “ Θp1q, σ1 “ 1{
?
d,

σ2 “ 1{polypd, 1{εq, and σr to be a small constant. We initialize w1 „ Unifpσ1Sd´1q for

µ1, and w2 „ N p0, σ2
2q and b2 “ σr for µ2.

Given δ1,I “ 1{poly1pd, 1{εq, we choose a sufficiently large m1 so that, at initialization,

with probability at least 1´ 1{polypdq,
›

›F̄ |Sd´1 ´ 1
›

›

L8 ď δ1,I . We also choose σ2 “ δ1,I{d7.

With probability at least 1 ´ 1{polypdq, we have maxw2 |w2| ď Oplog dqσ2.

Then, we formally state the Induction Hypothesis we are going to maintain for Stage 1.
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Induction Hypothesis C.7 (Stage 1). We define T1 :“ inf tt ě 0 : ´w̄2ptq “ Θp1q{Rv2u

for some large constant. Define δ
p1q

1,T , δ
p1q

1,R, δ
p1q

2 as4

$

’

’

’

’

’

’

’

’

’

’

’

&

’

’

’

’

’

’

’

’

’

’

’

%

δ
p1q

1,T “ max

"

δ
p1q

1,T p0q.max
v1Pµ1

}v̄1ptq ´ v̄1p0q}

*

,

δ
p1q

1,R “ max

#

δ
p1q

1,Rp0q,max
v1Pµ1

ˇ

ˇ

ˇ

ˇ

ˇ

}v1}
2

´ Ew1 }w1}
2

Ew1 }w1}
2

ˇ

ˇ

ˇ

ˇ

ˇ

+

,

δ
p1q

2 “ max

"

δ
p1q

2 p0q, max
pv2,r2q,pv1

2,r
1
2q

}pv2, r2q ´ pv1
2, r

1
2q}

*

,

in Stage 1.1 and Stage 1.2,

and
$

’

’

’

’

’

’

’

’

’

’

’

&

’

’

’

’

’

’

’

’

’

’

’

%

d

dt
δ

p1q

1,T “ ReLU

ˆ

d

dt
max
v1Pµ1

}v̄1ptq ´ v̄1p0q}

˙

,

d

dt
δ

p1q

1,R “ ReLU

˜

d

dt
max
v1Pµ1

ˇ

ˇ

ˇ

ˇ

ˇ

}v1}
2

´ Ew1 }w1}
2

Ew1 }w1}
2

ˇ

ˇ

ˇ

ˇ

ˇ

¸

,

d

dt
δ

p1q

2 “ ReLU

ˆ

d

dt
max

pv2,r2q,pv1
2,r

1
2q

}pv2, r2q ´ pv1
2, r

1
2q}

˙

,

in Stage 1.3,

with initial value δ
p1q

1,T p0q “ δ
p1q

1,Rp0q “ 0 and δ
p1q

2 p0q “ Θpσ2 log dq.

We say that this Induction Hypothesis is true at time t P r0, T1s if the following hold.5

(i) Approximation error of the first layer. For each v1 P µ1, }v̄1ptq ´ v̄1p0q} ď δ
p1q

1,T

and }v1}
2

“

´

1 ˘ δ
p2q

1,R

¯

Ew1„µ1 }w1}
2.

(ii) Spread of the second layer. For any pv2, r2q, pv1
2, r

1
2q P µ2, }pv2, r2q ´ pv1

2, r
1
2q} ď

δ
p1q

2 .

4 Note that we define these δ’s to be upper bounds of the corresponding values instead the values them-
selves. The only reason we define these δ’s in such a twisted way is to make the proof easier to write
rigorously. See the footnote in Induction Hypothesis C.24, where this type of definitions plays more tech-
nically important role, for further discussions.

5 The first two conditions actually follow directly from the definition of the δ’s. We put repeat them here
only for easier reference. The actual result we need to prove for these δ’s is condition (e), which says that
these δ’s are always small.
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(iii) The bias term. For any pv2, r2q P µ2, r2 “ Θp1q.

(iv) Size of f . |w̄2| “ Op1{Rv2q “ Op1{d3q and α “ Θp
?
d{Rv1q “ Θp1{d1.5q.

(v) Bounds for the errors. δ
p1q

2 ď Opd1.5plog dqσ2q and δ
p1q

1,R`δ
p1q

1,T ď Opd7plog dqσ2`δ1,Iq

The next lemma describes when the projection operators can be ignored. Roughly

speaking, we first bound the gradients to show that in order for a projection operator to

be triggered, }x} must be larger than a certain quantity. Meanwhile, note that f , whence

the gradients, vanishes for those x with }x} ě Θp1{|w̄2α|q. Hence, as long as Θp1{|w̄2α|q

is smaller than that quantity, we can ignore the projection.

Lemma C.8. Suppose that Induction Hypothesis C.7 is true. The projection operators

in 9r2, 9v1 and 9v2 will no longer be activated if all second layer weights are nonpositive,

´w̄2 ą Θp1qδ
p1q

2 for some large constant, and ´w̄2 ě Θp1q{Rv2 for some large constant,

respectively.

Remark. Though we only need ´w̄2 to be Θp1qδ
p1q

2 to ignore the projection operator in

9v1, we will actually define the end of Stage 1.2 to be the time ´w̄2 becomes polypdqδ
p1q

2 to

get a more regular start for Stage 1.3. ♣

Now, we present the main lemma of Stage 1. One can see that, by properly choosing

the parameters, the errors can be made arbitrarily small without affecting the final value

of α and w̄2. To prove the main lemma, it suffices to combine Lemma C.11, Lemma C.14

and Lemma C.15 together.

Lemma C.9 (Main lemma of Stage 1). Induction Hypothesis C.7 is true throughout Stage 1.

Stage 1 takes at most Opd4σ2 ` 1{d1.5q amount of time. At the end of Stage 1, we have

α “ Θp1{d1.5q and ´w̄2 “ Θp1{d3q. For the errors, we have δ
p2q

2 ď Opd1.5 log dσ2q and

δ
p1q

1,R ` δ
p1q

1,T ď Opδ1,Iq.
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Proof of Lemma C.8. First, note that when all v2 are nonpositive, we have f “ Op1q. Since

we choose Rr2 to be a large constant, this implies the projection operator in 9r2 will not

be activated. When ´w̄2 ą Θp1qδ
p1q

2 , we have fpxq ď σpcw̄2α }x} ` Op1qq for some small

constant c ą 0. As a result, f vanishes on t}x} ě p´cw̄2αq´1u. Then, for those x with

}x} ď p´cw̄2αq´1, the gradient w.r.t. v1 can be bounded as

}∇v1Lpxq} ď Op1q|w̄2| }x} }v1} ď Op1q|w̄2| }v1}
1

|w̄2|α
ď Opdq.

Since we choose Rv1 “ Θpdq with a large constant, this implies the projection operator in

9v1 will not be triggered. Finally, for 9v2, for those x with }x} ď p´cw̄2αq´1, we have

|∇v2Lpxq| ď Op1qα }x} ď
Op1q

|w̄2|
.

By assumption, |w̄2| “ Θp1q{Rv2 for some large constant. Hence, this inequality implies

the projection operator in 9v2 will not be triggered.

C.3.1 Stage 1.1

The goal of Stage 1.1 is to make sure that all second layer weights v2 become non-

positive, that is,

T1.1 :“ inftt ě 0 : @pv2, r2q P µ2, v2 ď 0u.

As a result, at the end of Stage 1.1, f is Op1q and, by Lemma C.8, the projection operator

in 9r2 can be ignored. Since this stage only takes a very small amount of time, we shall

control the first layer error by directly bounding the movement of v1. For the second layer,

we bound the movement of the bias term in the same brute-force way. For second layer

weights, we show that those positive v2’s decrease faster than the negative v2’s, so the

spread will not increase.

Lemma C.10. Suppose that Induction Hypothesis C.7 is true at time t and t ď T1.1. Then

the following hold.

(i) } 9v1} ď Rv1 and | 9r2| ď Rr2.
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(ii) maxw2 w2 ´ minw2 w2 is non-increasing.

(iii) For any positive second layer weight v2, we have 9v2 ď ´Θplog d{d1.5q.

Remark. In fact, (c) holds whenever α “ Ωp1{d1.5q and v2F pxq ` r2 ě Θp1q for any

pv2, r2q P µ2 and x P t}x} ď d1.5u, which is always true throughout Stage 1. This estimation

will also be used in Stage 1.2 and Stage 1.3. ♣

Lemma C.11 (Main lemma of Stage 1.1). Stage 1.1 takes at most Opd1.5δ
p1q

2 p0qq amount of

time. At the end of Stage 1.1, all second layer weights v2 are non-positive. Hence, f “ Op1q

and, by Lemma C.8, the projection operator in 9r2 can no longer be activated.

For the errors, we have δ
p1q

2 pT1.1q ď Opd1.5δ
p1q

2 p0qq, and both δ
p1q

1,RpT1.1q and δ
p1q

1,T pT1.1q

can be bounded by Opd3δ
p1q

2 p0qq.

Proof of Lemma C.10.

(i) This is obvious.

(ii) First, we decompose v2 as

9v2 “ E
}x}ď1

tpf˚pxq ´ fpxqqF pxqu ´ E
}x}ě1

␣

ΠRv2
rfpxqσ1pv2F pxq ` r2qF pxqs

(

.

Note that the first term does not depend on v2, and, for the second term, σ1pv2F pxq `

r2q “ 1 whenever v2 ě 0. As a result, the speed of positive v2 is uniform and more

negative than those v2 ă 0. Thus, maxw2 w2 ´ minw2 w2 is non-increasing.

(iii) Clear that E}x}ď1 tpf˚pxq ´ fpxqqF pxqu “ Opαq. For the second term, first note that

for any x with }x} ď d1.5, we have

fpxqF pxq ď O

ˆ

1 ` max
w2

w2α }x}

˙

α }x} ď Rv2 , fpxq ě Θp1q´max
w2

|w2|α }x} “ Θp1q.

As a result,

E
}x}ě1

␣

ΠRv2
rfpxqσ1pv2F pxq ` r2qF pxqs

(

ě Θpαq E
1ď}x}ďd1.5

}x} “ Θ pplog dqαq .
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Thus, 9v2 ď ´Θplog d{d1.5q.

Proof of Lemma C.11. By Lemma C.10, it takes at most Opd1.5δ
p1q

2 p0qq amount of time for

all v2 to become nonpositive. Within this amount of time, r2 at most changes Opd1.5δ
p1q

2 p0qq.

Since the spread of w2 does not increase, this implies δp1q

2 pT1.1q ď Opd1.5δ
p1q

2 p0qq. Finally, the

change of v1 can be bounded by Opd2.5δ
p1q

2 p0qq. As a result, both δ
p1q

1,RpT1.1q and δ
p1q

1,T pT1.1q

can be bounded by Opd3δ
p1q

2 p0qq.

C.3.2 Stage 1.2

The goal of Stage 1.2 is to make sure ´w̄2 ě dδ
p1q

2 pT1.1q. Namely,

T1.2 :“ inf
!

t ě T1.1 : ´w̄2 “ dδ
p1q

2 pT1.1q

)

.

We will also show that δ
p1q

2 pT1.2q “ Opδ
p1q

2 pT1.1qq so δ
p1q

2 pT1.2q{|w̄2| “ Op1{dq at the end of

Stage 1.2. Moreover, by Lemma C.8, at the end of Stage 1.2, the projection operator in 9v1

will no longer be activated. We also show that r2 remains Θp1q throughout Stage 1 in this

subsection.

The first layer error is again controlled in a brute-force way. For the second layer spread,

we show that since |v2| is small, σ1pv2F pxq ` r2q “ 1 for most of x and, as a result, the

change of pv2, r2q is approximately uniform.

Lemma C.12. Suppose that Induction Hypothesis C.7 is true at time t. Then, for any

pv2, r2q P µ2, 9r2 ą 0 when r ď E f˚{2 and 9r2 ă 0 when r ě 2E f˚. As a result, r2 “ Θp1q

throughout Stage 1.

Lemma C.13 (Spread of the second layer). Suppose that Induction Hypothesis C.7 is true

at time t and t ď T1.2. Then, for any pv2, r2q, pv1
2, r

1
2q P µ2, we have

d

dt
}pv2, r2q ´ pv1

2, r
1
2q}

2
ď Opd2.5q

´

δ
p1q

2

¯2
.
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Though, by this Lemma, the error δp1q

2 can grow exponentially fast and the growth rate

is quite large, it will not blow up as 9v2 ď ´Θplog d{d1.5q, so the time needed for Stage 1.2

is much shorter than 1{d2.5.

Lemma C.14 (Main lemma of Stage 1.2). Stage 1.2 takes at most Opd2.5δ
p1q

2 pT1.1qq amount

of time. At the end of Stage 1.2, we have, for any pv2, r2q P µ2, ´v2 ě Θpdqδ
p1q

2 pT1.1q.

For the errors, the spread of the second layer is p1 ` op1qqδ
p1q

2 pT1.1q, and both δ
p1q

1,RpT1.2q

and δ
p1q

1,T pT1.2q can be bounded by Opd4δ
p1q

2 pT1.1qq.

Proof of Lemma C.12. We write

9r2 “ E
x

tpf˚pxq ´ fpxqqσ1pv2F pxq ` r2qu “ E
x
f˚pxq ´ E

x
tfpxqσ1pv2F pxq ` r2qu

Since the spread of b2 is op1q, when r2 ď Ex f˚pxq{2 “ Θp1q, the RHS is a positive constant.

In other word, r2 will keep grow. Meanwhile, since the second term can be bounded as

Ex tfpxqσ1pv2F pxq ` r2qu ě E}x}ďd2 tfpxqu ě p1 ´ op1qqb̄2, when r2 ě 2E f˚pxq, 9r2 will

become a negative constant and r2 will decrease. Combine this two cases together, and we

complete the proof.

Proof of Lemma C.13. Since |v2| ď dδ
p1q

2 pT1.1q, F pxq “ Θpαq }x} and r2 “ Θp1q, v2F pxq `

r2 ą 0 for all x with }x} ď Θp
?
d{δ

p1q

2 pT1.1qq. Hence, we can rewrite 9v2 as

9v2 “ E
}x}ďΘp

?
d{δ

p1q

2 pT1.1qq

␣

ΠRv2
rpf˚pxq ´ fpxqqF pxqs

(

´ E
}x}ěΘp

?
d{δ

p1q

2 pT1.1qq

␣

ΠRv2
rfpxqσ1pv2F pxq ` r2qF pxqs

(

.

The first term does not depend on v2 and, by the tail bound, the second term can be

bounded by OpRv2δ
p1q

2 pT1.1q{
?
dq. Similarly, for 9r2, we have

9r2 “ E
}x}ďΘp

?
d{δ

p1q

2 pT1.1qq

tf˚pxq ´ fpxqu ˘ O
´

δ
p1q

2 pT1.1q{
?
d
¯

.
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Hence, for any pv2, r2q, pv1
2, r

1
2q P µ2, we have

d

dt
}pv2, r2q ´ pv1

2, r
1
2q}

2
ďpv2 ´ v1

2qO

˜

Rv2δ
p1q

2 pT1.1q
?
d

¸

` pr2 ´ r1
2qO

˜

δ
p1q

2 pT1.1q
?
d

¸

ďOpd2.5q

´

δ
p1q

2

¯2
.

Proof of Lemma C.14. Recall from Lemma C.10 that 9v2 “ ´Θplog d{d1.5q, whence Stage 1.2

takes at most Opd2.5δ
p1q

2 pT1.1qq amount of time. By Lemma C.13, we have
´

δ
p1q

2 pT1.2q

¯2
ď

´

δ
p1q

2 pT1.1q

¯2
exp

´

Opd5qδ
p1q

2 pT1.1q

¯

ď p1 ` op1qq

´

δ
p1q

2 pT1.1q

¯2
.

For v1, similar to the proof of Lemma C.11, both δ
p1q

1,RpT1.2q and δ
p1q

1,T pT1.2q can be bounded

by Opd4δ
p1q

2 pT1.1qq.

C.3.3 Stage 1.3

The goal of Stage 1.3 is to make sure ´w̄2 “ Θp1{Rv2q for some large constant, so that,

by Lemma C.8, the projection operator in 9v2 can be ignored. That is, we define

T1.3 :“ inf tt ě T1.2 : ´w̄2ptq “ Θp1{Rv2qu .

The time needed for this stage is longer than the time needed for previous stages, so we

need less brute-force ways to control the errors. For the first layer, we show that the tangent

movement is almost zero and the radial movement is approximately uniform. For the second

layer, we show that the spread δ
p1q

2 cannot grow too fast.

Lemma C.15 (Main lemma of Stage 1.3). Stage 1.3 takes at most Op1{d1.5q amount of

time. At the end of Stage 1.3, we have ´w̄2 “ Θp1{Rv2q and α “ Θp
?
d{Rv1q.

For the errors, the spread of the second layer is O
´

δ
p1q

2 pT1.2q

¯

and the first layer errors

are O
´

δ
p1q

1,RpT1.2q ` δ
p1q

1,T pT1.2q ` δ1,I ` logpdqδ
p1q

2 pT1.2q

¯

.
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Proof. Since 9v2 “ ´Ωplog d{d1.5q and Rv2 “ Θpd3q, Stage 1.3 takes at most Op1{d1.5q

amount of time. Within this amount of time, by Lemma C.23, we have

pδ
p1q

2 pT1.3qq2 ď pδ
p1q

2 pT1.2qq2 exp

ˆ

Op1q

d2.5
1

d1.5

˙

“ p1 ` op1qqpδ
p1q

2 pT1.2qq2.

For the first layer, by Lemma C.21, we have

δ
p1q

1,RpT1.3q ` δ
p1q

1,T pT1.3q

ď

ˆ

δ
p1q

1,RpT1.2q ` δ
p1q

1,T pT1.2q `
Op1q

d3
δ1,I ` O

´

logpdqδ
p1q

2

¯

˙

exp

ˆ

Op1q

d2.5
1

d1.5

˙

“ O

ˆ

δ
p1q

1,RpT1.2q ` δ
p1q

1,T pT1.2q `
δ1,I
d3

` logpdqδ
p1q

2 pT1.2q

˙

.

Finally, by Lemma C.22, we have αpT1.3q “ p1 ` op1qqαpT1.2q.

C.3.3.1 Estimations related to σ1pv2F pxq ` r2q

First, we need some helper results to handle σ1pv2F pxq ` r2q. The conditions for them

to hold are mild and are always true throughout the entire training procedure, and we will

use these results in later stages, too.

First, we show that when the value of σ1pv2F pxq`r2q can change across different pv2, r2q,

the function value must be small. Note that the error here depends on the ratio δ2{|w̄2|

and this is why we need |w̄2| to be Θpdqδ2 instead of merely Θp1qδ2 at the end of Stage 1.2.

Lemma C.16. Suppose that r2 “ Θp1q, ´v2 ě Ωpδ2q for any pv2, r2q P µ2, where δ2 is the

spread of the second layer. If v2F pxq ` r2 “ 0 for some pv2, r2q P µ2, then v1
2F pxq ` r1

2 ď

Opp|w̄2|´1 ` 1qδ2q for all pv1
2, r

1
2q P µ2.

Remark. It is not necessary that there really exists a pv2, r2q P µ2 with v2F pxq ` r2 “ 0.

As long as v1
2F pxq ` r1

2 ď 0 and v2
2F pxq ` r2

2 ě 0 for some pv1
2, r

1
2q, pv2

2 , r
2
2q P µ2, by the

continuity, there always exists some point pv2, r2q between pv1
2, r

1
2q and pv2

2 , r
2
2q such that

v2F pxq ` r2 “ 0. Moreover, this point is within the spread of the second layer, so this

lemma still applies. ♣
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Then, we show that we can absorb σ1 into f˚ and f .

Lemma C.17. Suppose that the hypothesis of Lemma C.16 is true, and all second layer

neurons are activated on t}x} ď 1u. Then, for any pv2, r2q P µ2 and x P Rd, we have

f˚pxqσ1pv2F pxq ` r2q “ f˚pxq and fpxqσ1pv2F pxq ` r2q “ fpxq ˘ O
`

p|w̄2|´1 ` 1qδ2
˘

.

As a corollary, we have

fpxq “ σpv2F pxq ` r2q ˘ O
`

p|w̄2|´1 ` 1qδ2
˘

,

fpxq “ σpw̄2F pxq ` b̄2q ˘ O
`

p|w̄2|´1 ` 1qδ2
˘

.

As a corollary of Lemma C.16, the measure on which σ1pv2F pxq ` r2q can differ for

different pv2, r2q is also small. Here we also use the fact that those x are around Θp1{|w̄2α|q

the tail bound }D} prq ď Op1{r2q.

Lemma C.18. Suppose Induction Hypothesis C.7 is true at time t. For any pv2, r2qpv1
2, r

1
2q P

µ2, we have

E
x

t|σ1pv2F pxq ` r2q ´ σ1pv1
2F pxq ` r1

2q|u ď O
´

αδ
p1q

2

¯

.

Proof of Lemma C.16. For any pv1
2, r

1
2q P µ2, we can write

v1
2F pxq ` r1

2 “ v2F pxq ` r2
loooooomoooooon

“ 0

`pv1
2 ´ v2qF pxq ` pr1

2 ´ r2q

“
v1
2 ´ v2
v2

pv2F pxq ` r2
loooooomoooooon

“ 0

´r2q ` pr1
2 ´ r2q “ r2

v2 ´ v1
2

v2
` pr1

2 ´ r2q.

The last term can be bounded as Opp|w̄2|´1 ` 1qδ2q.

Proof of Lemma C.17. Since all second layer neurons are activated on t}x} ď 1u, we always

have f˚pxqσ1pv2F pxq`r2q “ f˚pxq. Now we consider fpxqσ1pv2F pxq`r2q. If v2F pxq`r2 ą

0, then we are done. If v1
2F pxq ` r1

2 ă 0 for all pv1
2, r

1
2q P µ2, then both fpxqσ1pv2F pxq ` r2q

and fpxq are 0. Therefore, it suffices to consider the case where v2F pxq ` r2 ď 0 while

fpxq ą 0. By Lemma C.29, in this case, we have fpxq ď O
`

p|w̄2|´1 ` 1qδ2
˘

.
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Proof of Lemma C.18. Since the norm and direction of x are independent, it suffices to fix

a direction x̄ and consider

E
r„}D}

t|σ1pv2rF px̄q ` r2q ´ σ1pv1
2rF px̄q ` r1

2q|u .

For notational simplicity, define hpv2, r2, rq “ v2rF px̄q ` r2. The integrand is nonzero iff

the signs of hpv2, r2, rq and hpv1
2, r

1
2, rq are different. To bound the length of the interval on

which the signs can differ, we write

hpv2, r2, rq “ w̄2rF px̄q ` b̄2 ` pv2 ´ w̄2qrF px̄q ` pr2 ´ b̄2q

“

´

w̄2 ˘ O
´

δ
p1q

2

¯¯

rF px̄q ` b̄2 ˘ O
´

δ
p1q

2

¯

.

Therefore, the length of this interval can be bounded by Opδ
p1q

2 {pw̄2
2αqq. Moreover, note

that this interval is at Θp1{|w̄2α|q, whence the density on it is Opw̄2
2α

2q. Thus, the measure

of this interval is Opαδ
p1q

2 q.

C.3.3.2 Estimations for the first layer

Before we control the error growth, we need a lemma that relates the approximation

error with the tangent movement and radial spread of the first layer.

Lemma C.19. Suppose that the tangent movement and radial spread of the first layer

neurons can be bounded as }v̄1ptq ´ v̄1p0q} ď δ1,T and }v1}
2

“ p1 ˘ δ1,RqEw1 }w1}
2. Then

F px;µ1q “

´

1 ` δ1,I `
?
dδ1,R `

?
dδ1,T

¯

α }x} .

As a simple corollary, we have the following.

Corollary C.20. Suppose that Induction Hypothesis C.7 is true at time t. Then, we have

|fpxq ´ f̃pxq| “

´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2α }x} .

As a result, we have

E
x

!

pfpxq ´ f̃pxqq }x}

)

ď

´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2αE }x}
2

ď δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R.
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Now, we are ready the control the error of the first layer.

Lemma C.21. Suppose that Induction Hypothesis C.7 is true at time t and t P rT1.2, T1.3s.

Then we have

d

dt

´

δ
p1q

1,R ` δ
p1q

1,T

¯

ď O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2

¯

` O
´

logpdqδ
p1q

2

¯

ď
Op1q

d2.5

´

δ
p1q

1,R ` δ
p1q

1,T

¯

`
Op1q

d3
δ1,I ` O

´

logpdqδ
p1q

2

¯

.

Finally, we estimate the radial speed of v1 to provide an estimation for the magnitude

of α at the end of Stage 1.

Lemma C.22. Suppose that Induction Hypothesis C.7 is true at time t and t P rT1.2, T1.3s.

Then we have

d

dt
}v1}

2
“ Θ

ˆ

log d
?
d

˙

w̄2 }v1}
2 .

Proof of Lemma C.19. Define N2 “ Ew1 }w1}
2. Let µ1

1 be the distribution obtained by

setting the norm of neurons in µ1 to N . We have

F px;µ1q “ E
w1„µ1

␣

p1 ˘ δ1,RqN2σpw̄1 ¨ xq
(

“ F px;µ1
1q ˘ Opδ1,RN

2 }x}q.

Let µ2
1 be the distribution obtained by moving v̄1ptq to v̄1p0q in µ1

1. Then, we have

F px;µ1
1q “ N2 E

w1„µ1p0q
tσpw̄1 ¨ xqu ˘ O

`

δ1,TN
2 }x}

˘

“ F px;µ2
1q ˘ O

`

δ1,TN
2 }x}

˘

.

Finally, note that

F px;µ2
1q “

N2
t

N2
0

F px;µ1p0qq “
N2

t

N2
0

p1 ˘ δ1,Iqα0 }x} “ p1 ˘ δ1,Iqαt }x} .

Combine these together and we complete the proof.
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Proof of Lemma C.21. First, we decompose 9v1 along the tangent and radial directions as

follows:

Radp 9v1q :“ x 9v1, v̄1y v̄1 “ 2E
x

tSpxqσpv1 ¨ xqu v̄1,

Tanp 9v1q :“ pI ´ v̄1v̄
J
1 q 9v1 “ }v1}E

x

␣

Spxqσ1pv1 ¨ xqpI ´ v̄1v̄
J
1 qx

(

.

Note that 9v1 “ Radp 9v1q ` Tanp 9v1q. By Lemma C.17, we have

Radp 9v1q “ 2w̄2 E
x

tpf˚pxq ´ fpxqqσpv1 ¨ xqu v̄1 ˘ O
´

logpdqδ
p1q

2 }v1}

¯

,

Tanp 9v1q “ }v1} w̄2 E
x

␣

pf˚pxq ´ fpxqqσ1pv1 ¨ xqpI ´ v̄1v̄
J
1 qx

(

˘ O
´

logpdqδ
p1q

2 }v1}

¯

.

For the radial term, by Lemma C.3 and Lemma C.20, we have

Radp 9v1q “2w̄2 E
x

!

pf˚pxq ´ f̃pxqqσpv1 ¨ xq

)

v̄1 ` 2w̄2 E
x

!

pf̃pxq ´ fpxqqσpv1 ¨ xq

)

v̄1

˘ O
´

logpdqδ
p1q

2 }v1}

¯

“
2CΓw̄2

?
d

E
x

!

pf˚pxq ´ f̃pxqq }x}

)

v1

˘ O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2 }v1}

¯

˘ O
´

logpdqδ
p1q

2 }v1}

¯

.

Therefore,

d

dt
}v1}

2
“ 2 xv1,Radp 9v1qy

“
4CΓw̄2

?
d

E
x

!

pf˚pxq ´ f̃pxqq }x}

)

}v1}
2

˘ O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2 }v1}
2
¯

˘ O
´

logpdqδ
p1q

2 }v1}
2
¯

.

For any v1,v
1
1 P µ1 with }v1} ě }v1

1}, we have

d

dt

}v1}
2

´ }v1
1}

2

}v1
1}

2 “

d
dt

´

}v1}
2

´ }v1
1}

2
¯

}v1
1}

2 ´
}v1}

2
´ }v1

1}
2

}v1
1}

2

d
dt }v1

1}
2

}v1
1}

2 .
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This becomes

d

dt

}v1}
2

´ }v1
1}

2

}v1
1}

2 “
4CΓw̄2

?
d

E
x

!

pf˚pxq ´ f̃pxqq }x}

)

}v1}
2

´ }v1
1}

2

}v1
1}

2

˘ O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2

¯

˘ O
´

logpdqδ
p1q

2

¯

´
}v1}

2
´ }v1

1}
2

}v1
1}

2

4CΓw̄2
?
d

E
x

!

pf˚pxq ´ f̃pxqq }x}

)

˘
}v1}

2
´ }v1

1}
2

}v1
1}

2 O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2

¯

˘
}v1}

2
´ }v1

1}
2

}v1
1}

2 O
´

logpdqδ
p1q

2

¯

“ ˘O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2

¯

˘ O
´

logpdqδ
p1q

2

¯

.

Now we consider the tangent movement. By Lemma C.5 and Lemma C.20, we have

Tanp 9v1q “ }v1} w̄2 E
x

!

pf˚pxq ´ f̃pxqqσ1pv1 ¨ xqpI ´ v̄1v̄
J
1 qx

)

` }v1} w̄2 E
x

!

pf̃pxq ´ fpxqqσ1pv1 ¨ xqpI ´ v̄1v̄
J
1 qx

)

˘ O
´

logpdqδ
p1q

2 }v1}

¯

“ ˘O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2 }v1}

¯

˘ O
´

logpdqδ
p1q

2 }v1}

¯

.

As a result,

d

dt
v̄1 “

Tanp 9v1q

}v1}
“ ˘O

´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2

¯

˘ O
´

logpdqδ
p1q

2

¯

.

Combine these two bounds together and we complete the proof.

Proof of Lemma C.22. By the proof of Lemma C.21, we have

Radp 9v1q “
2CΓw̄2

?
d

E
x

!

pf˚pxq ´ f̃pxqq }x}

)

v1

˘ O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2 }v1}

¯

˘ O
´

logpdqδ
p1q

2 }v1}

¯

“ Θ

ˆ

log d
?
d

˙

w̄2v1 ˘ O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2 }v1} ˘ logpdqδ
p1q

2 }v1}

¯

.
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Recall that δ
p1q

2 ď |w̄2|{d. Hence,

d

dt
}v1}

2
“ Θ

ˆ

log d
?
d

˙

w̄2 }v1}
2

˘ O
´´

δ1,I `
?
dδ

p1q

1,R `
?
dδ

p1q

1,R

¯

w̄2 }v1}
2

˘ logpdqδ
p1q

2 }v1}
2
¯

“ Θ

ˆ

log d
?
d

˙

w̄2 }v1}
2 .

C.3.3.3 Estimations for the second layer

Now, we bound the growth of the spread of the second layer. Readers may first check

the proof of Lemma C.37, which is essentially a simpler case of this result where we do

not need to deal with the projections. In Lemma C.37, we show that the spread will never

grow. Here, the error comes from the projection.

Lemma C.23. Suppose that Induction Hypothesis C.7 is true at time t. Then we have

d

dt
pδ

p1q

2 q2 ď
Op1q

d2.5
pδ

p1q

2 q2.

Proof. Let pv2, r2q, pv1
2, r

1
2q P µ2 and define h2pxq “ v2F pxq ` r2 and h1

2pxq “ v1
2F pxq ` r1

2.

We write

9v2 “ E
}x}ď1

tpf˚pxq ´ fpxqqF pxqu ´ E
}x}ě1

␣

ΠRv2
rfpxqσ1ph2pxqqF pxqs

(

“: T1p 9v2q ` T2p 9v2q.

T1 does not depend on v2. For T2, note that

ΠRv2
rfpxqσ1ph2pxqqF pxqs “ ΠRv2 {F pxq rfpxqsσ1ph2pxqqF pxq.

Similarly, for 9r2, we have

d

dt
pr2 ´ r1

2q2 “ ´2 E
}x}ě1

tfpxqpσ1ph2pxqq ´ σ1ph1
2pxqqqpr2 ´ r1

2qu

“ ´2 E
}x}ě1

!

ΠRv2 {F pxqrfpxqspσ1ph2pxqq ´ σ1ph1
2pxqqqpr2 ´ r1

2q

)

´ 2 E
}x}ě1

!´

fpxq ´ ΠRv2 {F pxqrfpxqs

¯

pσ1ph2pxqq ´ σ1ph1
2pxqqqpr2 ´ r1

2q

)

.

230



Combine these two equations together and we obtain

d

dt

`

pv2 ´ v1
2q2 ` pr2 ´ r1

2q2
˘

“ ´ 2 E
}x}ě1

!

ΠRv2 {F pxq rfpxqs pσ1ph2pxqq ´ σ1ph1
2pxqqq ph2pxq ´ h1

2pxqq

)

´ 2 E
}x}ě1

!´

fpxq ´ ΠRv2 {F pxqrfpxqs

¯

pσ1ph2pxqq ´ σ1ph1
2pxqqqpr2 ´ r1

2q

)

.

Since σ1 is non-decreasing, the first term is nonpositive. For the second term, by Lemma C.16

and Lemma C.18, it can be bounded as

max
x:sgnph2pxqq

‰sgnph1
2pxqq

fpxq E
}x}

t|σ1ph2pxqq ´ σ1ph1
2pxqq|u |r2 ´ r1

2| ď O

˜

αpδ
p1q

2 q3

|w̄2|

¸

ď
Oppδ

p1q

2 q2q

d2.5
.

C.4 Stage 2

The goal of Stage 2 is for gradient flow to converge to a point with loss ε. Similar to

Stage 1, we maintain a set of induction hypotheses.

Induction Hypothesis C.24. Define T2 :“ inftt ě T1 : L “ εu. Define δ
p2q

1,L2 , δ1,L8 , δ
p2q

2

as

d

dt
δ

p2q

1,L2 “ ReLU

ˆ

d

dt

›

›F̄ ´ }¨}
›

›

L2

˙

,
d

dt
δ

p2q

1,L8 “ ReLU

ˆ

d

dt

›

›F̄ |Sd´1 ´ 1
›

›

L8

˙

,
d

dt
δ

p2q

2 “ 0,

with initial value satisfying6

Θ

ˆ

d17

ε
pδ

p2q

1,L8q2
˙

ď δ
p2q

1,L2 ď Θ
´ ε

d6
δ

p2q

1,L8

¯

,

δ
p2q

1,L2 ď O

ˆ

ε2

d7

˙

, δ
p2q

1,L8pT1q ď O
´ ε

d14

¯

, δ
p2q

2 ď O

ˆ

ε2

d10

˙

.

For any t P rT1, T2s, we say that this Induction Hypothesis is true if the following hold.

6 As we have mentioned in the footnote in Induction Hypothesis C.7, these δ’s are defined as upper
bounds for the corresponding errors. This gives certain degree of freedom in choosing their initial value.
By Lemma C.9, we can choose the parameters so that the errors at the beginning of Stage 2 is arbitrarily
small and these conditions can indeed be satisfied. The first condition, which requires the L2 error to be
left and right controlled by the L8 error, may seem strange at the first sight. The only reason we need it
is to merge some second order error terms into first order ones.
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(i) Error of the first layer.
›

›F̄ ´ }¨}
›

›

L2 ď δ
p2q

1,L2 and
›

›F̄ |Sd´1 ´ 1
›

›

L8 ď δ
p2q

1,L8.

(ii) Spread of the second layer. }pv2, r2q ´ pv1
2, r

1
2q} ď δ

p2q

2 for all pv2, r2q, pv1
2, r

1
2q P µ2.

(iii) Regularity conditions. b̄2 ď 1 ´ Θp
?
εq. w̄2α ě ´1 ` Θp

?
εq. |w̄2| ď d. |w̄2| ě

Θp1{d3q. α ě Θp1{d1.5q.

(iv) Bounds for the errors. δ
p2q

1,L8 “ Opδ
p2q

1,L8pT1qq and δ
p2q

1,L2 “ Opδ
p2q

1,L2pT1qq.

The main lemma for Stage 2 is as follows.

Lemma C.25 (Stage 2). Induction Hypothesis C.24 is true throughout Stage 2 and Stage 2

takes at most Opd3{εq amount of time.

The rest of this section is organized as follows. In Section C.4.1, we collect some auxiliary

results that will be used later. In Section C.4.2, we show that Induction Hypothesis C.24

is always true throughout Stage 2. (Also see Section C.2.1 for discussion on the techniques

used and some conventions.) Then, we derive a lower bound on the convergence rate in

Section C.4.3. Finally, we prove Lemma C.25 in Section C.4.4.

C.4.1 Auxiliary lemmas
C.4.1.1 The dynamics of F , f and L

Recall that, in Stage 2, we can ignore the projection operators, whence the dynamics of

the neurons is given by

9v1 “ E
x

tSpxq pv̄1σpv1 ¨ xq ` }v1}σ1pv1 ¨ xqxqu ,

9v2 “ E
x

tpf˚pxq ´ fpxqqσ1pv2F pxq ` r2qF pxqu ,

9r2 “ E
x

tpf˚pxq ´ fpxqqσ1pv2F pxq ` r2qu .

Now, we derive the equations which describes the dynamics of α, F , and the loss L.

Lemma C.26 (Dynamics of α). In Stage 2, we have

9α “
4CΓ
?
d

E
x1

tSpx1qF px1qu .
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Lemma C.27 (Dynamics of F ). In Stage 2, for each fixed x, we have

d

dt
F pxq “ 4E

x1

"

Spx1q E
w1

tσpw1 ¨ x1qσpw1 ¨ xqu

*

` E
x1

"

Spx1q E
w1

!

}w1}
2 σ1pv1 ¨ x1qσ1pv1 ¨ xq

@

pI ´ v̄1v̄
J
1 qx1,x

D

)

*

.

Note that in the above lemma, we decompose d
dtF pxq into two terms where the first

term corresponds to the radial movement of v1 and the second term the tangent movement.

Lemma C.28 (Dynamics of L). Define W̄2pxq “ Ew2,b2 tσ1pw2F pxq ` b2qw2u. In Stage 2,

we have

d

dt
L “ ´ E

w2,b2,w1

}∇w2,b2,w1}
2 ,

where

∇w2,b2,w1 :“ E
x

$

’

’

&

’

’

%

pf˚pxq ´ fpxqq

»

—

—

–

σ1pw2F pxq ` b2qF pxq

σ1pw2F pxq ` b2q

2W̄2pxqσpw1 ¨ xq

}w1} W̄2pxqσ1pw1 ¨ xqpI ´ w̄1w̄
J
1 qx

fi

ffi

ffi

fl

,

/

/

.

/

/

-

.

The entries of ∇w2,b2,w1 correspond to the movements of v2, r2, radial movement of v1

and tangent movement of v1, respectively.

The proofs of these three lemmas are as follows.

Proof of Lemma C.26. Recall that α :“ CΓ?
d
Ew1 }w1}

2. Hence, 9α “
2CΓ?

d
Ew1 xw1, 9w1y. We

compute

x 9v1,v1y “ E
x

tSpxq pσpv1 ¨ xq xv̄1,v1y ` }v1}σ1pv1 ¨ xq xx,v1yqu “ 2E
x

tSpxq }v1}σpv1 ¨ xqu .

Hence,

9α “
4CΓ
?
d

E
w1

!

E
x

tSpxq }w1}σpw1 ¨ xqu

)

“
4CΓ
?
d
E
x

"

Spxq E
w1

t}w1}σpw1 ¨ xqu

*

“
4CΓ
?
d
E
x

tSpxqF pxqu .
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Proof of Lemma C.27. First, we write

d

dt
F pxq “ E

w1

"ˆ

d

dt
}w1}

2

˙

σpw̄1 ¨ xq

*

` E
w1

"

}w1}
2 d

dt
σpw̄1 ¨ xq

*

.

By the proof of Lemma C.26, the first term is 4Ex1 tSpx1qEw1 tσpw1 ¨ x1qσpw1 ¨ xquu . For

the second term, we compute

d

dt
σpv̄1 ¨ xq “ σ1pv1 ¨ xq

B

pI ´ v̄1v̄
J
1 q

9v1

}v1}
,x

F

“ σ1pv1 ¨ xq

B

E
x1

␣

Spx1qσ1pv1 ¨ x1qpI ´ v̄1v̄
J
1 qx1

(

,x

F

“ E
x1

␣

Spx1qσ1pv1 ¨ x1qσ1pv1 ¨ xq
@

pI ´ v̄1v̄
J
1 qx1,x

D(

.

Hence, the second term is

E
w1

"

}w1}
2 d

dt
σpw̄1 ¨ xq

*

“ E
x1

"

Spx1q E
w1

!

}w1}
2 σ1pv1 ¨ x1qσ1pv1 ¨ xq

@

pI ´ v̄1v̄
J
1 qx1,x

D

)

*

.

Combine these together and we complete the proof.

Proof of Lemma C.28. First, we write

d

dt
fpxq “ E

w2,b2
tσ1pw2F pxq ` b2q 9w2F pxqu ` E

w2,b2

!

σ1pw2F pxq ` b2q9b2

)

` W̄2pxq
d

dt
F pxq

“: T1

ˆ

d

dt
fpxq

˙

` T2

ˆ

d

dt
fpxq

˙

` T3

ˆ

d

dt
fpxq

˙

.

Note that d
dtL “ ´

ř3
i“1 Ex

␣

pf˚pxq ´ fpxqqTi

`

d
dtfpxq

˘(

. Now we compute each of these

three terms separately. We have

E
x

"

pf˚pxq ´ fpxqqT1

ˆ

d

dt
fpxq

˙*

“ E
w2,b2

!

E
x

tpf˚pxq ´ fpxqqσ1pw2F pxq ` b2qF pxqu 9w2

)

“ E
w2,b2

"

´

E
x

tpf˚pxq ´ fpxqqσ1pw2F pxq ` b2qF pxqu

¯2
*

,

E
x

"

pf˚pxq ´ fpxqqT2

ˆ

d

dt
fpxq

˙*

“ E
w2,b2

!

E
x

tpf˚pxq ´ fpxqqσ1pw2F pxq ` b2qu 9b2

)

“ E
w2,b2

"

´

E
x

tpf˚pxq ´ fpxqqσ1pw2F pxq ` b2qu

¯2
*

.
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Meanwhile, for T3, by Lemma C.27, we have

E
x

"

pf˚pxq ´ fpxqqT3

ˆ

d

dt
fpxq

˙*

“E
x

"

pf˚pxq ´ fpxqqW̄2pxq
d

dt
F pxq

*

“4E
x

"

pf˚pxq ´ fpxqqW̄2pxq E
x1

"

Spx1q E
w1

tσpw1 ¨ x1qσpw1 ¨ xqu

**

`E
x

"

pf˚pxq ´ fpxqqW̄2pxq E
x1

"

Spx1q E
w1

!

}w1}
2 σ1pw1 ¨ x1qσ1pw1 ¨ xqx1JpI ´ w̄1w̄

J
1 qx

)

**

“ 4 E
w1

"

´

E
x

tSpxqσpw1 ¨ xqu

¯2
*

` E
w1

"

›

›

›
E
x

␣

Spxq }w1}σ1pw1 ¨ xqpI ´ w̄1w̄
J
1 qx

(

›

›

›

2
*

.

Combine these together and we complete the proof.

C.4.1.2 Error-related estimations

We collect some error-related estimations here. Most of them have been proved in

Stage 1 except that here we have used |w̄2| ě Θp1{d3q to replace p|w̄2|´1 ` 1q with Opd3q.

We repeat the statement here for easier reference.

Lemma C.29. Suppose that Induction Hypothesis C.24 is true at time t. If v2F pxq`r2 “ 0

for some pv2, r2q P µ2, then v1
2F pxq ` r1

2 ď O
´

d3δ
p2q

2

¯

for all pv1
2, r

1
2q P µ2.

Proof. See Lemma C.16.

Lemma C.30. Suppose that Induction Hypothesis C.24 is true at time t. Then, for any

pv2, r2q P µ2 and x P Rd, we have

f˚pxqσ1pv2F pxq ` r2q “ f˚pxq and fpxqσ1pv2F pxq ` r2q “ fpxq ˘ O
´

d3δ
p2q

2

¯

.

As a corollary, we have

fpxq “ σpv2F pxq ` r2q ˘ O
´

d3δ
p2q

2

¯

,

fpxq “ σpw̄2F pxq ` b̄2q ˘ O
´

d3δ
p2q

2

¯

.
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Proof. See Lemma C.17.

Lemma C.31. Suppose that Induction Hypothesis C.24 is true at time t. Then we have
›

›

›
f ´ f̃

›

›

›

L2
ď O

´

|w̄2α|δ
p2q

1,L2

¯

.

Proof. Since σ is 1-Lipschitz, we have

|fpxq ´ f̃pxq| “

ˇ

ˇ

ˇ

ˇ

E
w2,b2

!

σpw2F pxq ` b2q ´ σpw2F̃ pxq ` b2q

)

ˇ

ˇ

ˇ

ˇ

ď O
´

|w̄2||F pxq ´ F̃ pxq|

¯

.

Thus,
›

›

›
f ´ f̃

›

›

›

2

L2
ď O

´

w̄2
2α

2
›

›F̄ ´ }¨}
›

›

2

L2

¯

ď O
´

w̄2
2α

2pδ
p2q

1,L2q2
¯

.

C.4.2 Maintaining the induction hypothesis

In this section, we show that Induction Hypothesis C.24 is true throughout Stage 2. See

Section C.2.1 for discussion and conventions on the techniques used here.

C.4.2.1 Error of the first layer

Recall that we can decompose the loss as

L “
1

2
E
x

!

pf˚pxq ´ f̃pxqq2
)

`
1

2
E
x

!

pf̃pxq ´ fpxqq2
)

` E
x

!

pf˚pxq ´ f̃pxqqpf̃pxq ´ fpxqq

)

“: L1 ` L2 ` L3.

As we have discussed in the main text, the goal is to show that L2 «
w̄2
2
2 E

!

pF̃ pxq ´ F pxqq2
)

and L3 « 0, so that L can be decomposed into two terms where the first term captures the

difference between the target function f˚ and the infinite-width network f , and the second

term measures the approximation error between F and F̃ . We will show in Lemma C.34

that, as one may expect, L1 does not affect F̄ . Estimating the gradients of L2 and L3 is

slightly more complicated. First we need to introduce the following partition on the input

space.
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Lemma C.32. Define

R1 :“
␣

R ą 0 : @pv2, r2q P µ2, x P RSd´1, v2F pxq ` r2 ą 0
(

,

R2 :“
␣

R ą 0 : Dpv2, r2q P µ2, x P RSd´1, v2F pxq ` r2 ą 0
(

.

Then, we partition the input space into

X1 :“ t}x} ď R1u, X2 :“ tR1 ď }x} ď R2u, X3 :“ tR2 ď }x}u.

In words, X1 is the largest spherically symmetric set on which all second layer neurons are

activated, and X1 YX2 is the largest spherically symmetric set on which at least one second

layer neuron is activated. Suppose that Induction Hypothesis C.24 is true at time t. Then

the following hold.

(i) f˚ vanishes on X2 Y X3, i.e., R1 ě 1, f vanishes on X3, and R3 ď Op1{|w̄2|{αq.

(ii) R2 ´ R1 ď O
´

δ
p2q

1,L8 ` dδ
p2q

2

¯

1
|w̄2|α “: δ

p2q

X2
. As a corollary, we have PrX2s ď O

´

δ
p2q

X2

¯

.

(iii) f ď O
´

δ
p2q

X2

¯

on X2.

Above lemma implies L2 « 1
2 EX1

!

pf̃pxq ´ fpxqq2
)

“
w̄2
2
2 EX1

!

pF̃ pxq ´ F pxqq2
)

and

L3 « EX1

!

pf˚pxq ´ f̃pxqqpf̃pxq ´ fpxqq

)

“ w̄2 EX1

!

pf˚pxq ´ f̃pxqqpF̃ pxq ´ F pxqq

)

“ 0.

We formally establish this approximation in the following lemma.

Lemma C.33 (Gradient of L2 and L3). Suppose that Induction Hypothesis C.24 is true at

time t. Then, for each v1 P µ1, we have

∇v1L2 “ ∇v1

ˆ

w̄2
2

2
E
X1

!

pF̃ pxq ´ F pxqq2
)

˙

˘ O

ˆ

´

δ
p2q

X2

¯2 1

α

˙

}v1} ,

∇v1L3 “ ˘O

ˆ

´

δ
p2q

X2

¯2 1

α

˙

}v1} .

Now, we are ready to derive the equation that governs the dynamics of F̄ . Note that

this Lemma implies that, at least approximately, the dynamics of F̄ depends only on L2.

237



Lemma C.34 (Dynamics of F̄ ). Suppose that Induction Hypothesis C.24 is true at time t.

Then, for each fixed x, we have

d

dt
F̄ pxq “ ´

w̄2
2

2
E
w1

"B

∇w1F̄ pxq,∇w1 E
x1PX1

!

pF̃ px1q ´ F px1qq2
)

F*

˘O

ˆ

?
d
´

δ
p2q

X2

¯2 1

α

˙

}x} .

Then, we show that the signal term in d
dt F̄ pxq can only decrease the L2 error, which is

intuitively true as, after all, L2 is the (rescaled) L2 error. As a result, the L2 error barely

grows.

Lemma C.35 (L2 approximation error). Suppose that Induction Hypothesis C.24 is true

at time t. Then we have

d

dt

›

›F̄ ´ }¨}
›

›

2

L2 ď O

ˆ

d5δ
p2q

1,L2

´

δ
p2q

X2

¯2
˙

.

Finally, we show that the change F̄ |Sd´1 depends on the L2 error. As a result, as long

as the L2 error is small, the L8 error cannot grow too fast.

Lemma C.36 (L8 approximation error). Suppose that Induction Hypothesis C.24 is true

at time t. Then, for any x̄ P Sd´1, we have

ˇ

ˇ

ˇ

ˇ

d

dt
F̄ px̄q

ˇ

ˇ

ˇ

ˇ

ď O

ˆ

d3δ
p2q

1,L2 ` d2
´

δ
p2q

X2

¯2
˙

.

The proofs of these lemmas are as follows.

Proof of Lemma C.32.

(i) This one follows directly from the construction of the partition and Induction Hypoth-

esis C.24.

(ii) First, we write

F pxq “ α }x} ` α }x} pF̄ px̄q ´ 1q “ α }x} ˘ α }x} δ
p2q

1,L8 “ α }x} ˘ O

˜

δ
p2q

1,L8

|w̄2|

¸

,
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where the last equality comes from the fact f vanishes on t}x} ě Ωp´b̄2{pα|w̄2|qqu.

Similarly, for any pv2, r2q P µ2, we have

v2F pxq ` r2 “

B„

v2
r2

ȷ

,

„

F pxq

1

ȷF

“

B„

w̄2

b̄2

ȷ

,

„

F pxq

1

ȷF

`

B„

v2
r2

ȷ

´

„

w̄2

b̄2

ȷ

,

„

F pxq

1

ȷF

“ w̄2F pxq ` b̄2 ˘ O

ˆ

δ
p2q

2

b

α2 }x}
2

` 1

˙

“ w̄2F pxq ` b̄2 ˘ O
´

d3δ
p2q

2

¯

.

Hence, for any R ą 0 and x P RSd´1, we have

v2F pxq ` r2 “ w̄2α }x} ` b̄2 ˘O
´

δ
p2q

1,L8

¯

˘ O
´

d3δ
p2q

2

¯

looooooooooooooomooooooooooooooon

“: δTmp

.

Therefore,

v2F pxq ` r2 ą 0, if }x} ă
b̄2 ´ δTmp

´w̄2α
“ R̃ ´

δTmp
´w̄2α

,

v2F pxq ` r2 ă 0, if }x} ą
b̄2 ` δTmp

´w̄2α
“ R̃ `

δTmp
´w̄2α

.

In other words, R1 ě R̃ ´
δTmp

´w̄2α
and R2 ď R̃ `

δTmp
´w̄2α

. Thus,

R2 ´ R1 ď
δTmp

´w̄2α
ď O

´

δ
p2q

1,L8 ` O
´

d3δ
p2q

2

¯¯

d4.5 “ δX2 .

To complete the proof, it suffices to invoke Lemma C.1.

(iii) Note that by the definition of R2, for any x0 P R2Sd´1, we have fpx0q “ 0. Hence,

for any x P X2, there exists some x0 with fpx0q “ 0 and }x ´ x0} ď R2 ´ R1 “ δ
p2q

X2
.

Since f is Op1q-Lipschitz, we have, for any x P X2, fpxq “ fpxq ´ fpx0q ď Opδ
p2q

X2
q.

Proof of Lemma C.33. Since both f˚ and f vanishes on X3, it suffices to consider X1 and
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X2. Recall that that all second layer neurons are activated on X1. Hence,

L2

ˇ

ˇ

ˇ

ˇ

X1

:“
1

2
E
X1

!

pf̃pxq ´ fpxqq2
)

“
w̄2

2

2
E
X1

!

pF̃ pxq ´ F pxqq2
)

,

L3

ˇ

ˇ

ˇ

ˇ

X1

:“ E
X1

!

pf˚pxq ´ f̃pxqqpf̃pxq ´ fpxqq

)

“ w̄2 E
X1

!

pf˚pxq ´ f̃pxqqpF̃ pxq ´ F pxqq

)

“ 0,

where the last equality comes from Corollary C.4. Now, we bound the influence of X2. Note

that both ∇v1fpxq and ∇v1 f̃pxq are bounded by Op|w̄2| }v1} }x}q. Recall from Lemma C.32

that f ď Opδ
p2q

X2
q on X2 and PrX2s ď Opδ

p2q

X2
q. Therefore,

›

›

›

›

›

∇v1L2

ˇ

ˇ

ˇ

ˇ

X2

›

›

›

›

›

ď Opδ
p2q

X2
q ˆ O

´

δ
p2q

X2

¯

ˆ O

ˆ

|w̄2| }v1}
1

|w̄2|α

˙

ď O

ˆ

´

δ
p2q

X2

¯2 1

α

˙

}v1} .

The proof for ∇v1L3|X2 is the same.

Proof of Lemma C.34. For fixed x P Rd, we write

d

dt
F̄ pxq “

d
dtF pxq

α
´ F̄ pxq

9α

α
“ ´

1

α
E
w1

x∇w1F pxq,∇w1Ly ` F̄ pxq
1

α
E
w1

x∇w1α,∇w1Ly .

First, we consider L1. For each v1 P µ1, we have

∇v1L1 “ ´E
x

!

pf˚pxq ´ f̃pxqq∇v1 f̃pxq

)

“ ´
2CΓ
?
d
E
x

"

pf˚pxq ´ f̃pxqq E
w2,b2

tσpw2α }x} ` b2qw2u

*

v1 “: CTmp,1v1.

Meanwhile, note that

x∇v1F pxq,v1y “

A

∇v1p}v1}
2 σpv̄1 ¨ xqq,v1

E

“ 2 }v1}
2 σpv̄1 ¨ xq,

x∇v1α,v1y “
CΓ
?
d

A

∇v1 }v1}
2 ,v1

E

“
2CΓ
?
d

}v1}
2 .

Hence,

d

dt
F̄ pxq

ˇ

ˇ

ˇ

ˇ

L1

:“ ´
1

α
E
w1

x∇w1F pxq,∇w1L1y ` F̄ pxq
1

α
E
w1

x∇w1α,∇w1L1y

“ ´CTmp,1
2

α
E
w1

!

}w1}
2 σpw̄1 ¨ xq

)

` CTmp,1F̄ pxq
1

α

2CΓ
?
d

E
w1

}w1}
2

“ ´CTmp,1
2

α
F pxq ` 2CTmp,1F̄ pxq “ 0.
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Namely, L1 does not affect F̄ . Now we consider L2. By Lemma C.33, we have

d

dt
F̄ pxq

ˇ

ˇ

ˇ

ˇ

L2

:“ ´
1

α
E
w1

x∇w1F pxq,∇w1L2y ` F̄ pxq
1

α
E
w1

x∇w1α,∇w1L2y

“ ´
1

α

w̄2
2

2
E
w1

"B

∇w1F pxq,∇w1 E
x1PX1

!

pF̃ px1q ´ F px1qq2
)

F*

`
1

α

w̄2
2

2
F̄ pxq E

w1

"B

∇w1α, E
x1PX1

!

pF̃ px1q ´ F px1qq2
)

F*

˘ O

ˆ

?
d
´

δ
p2q

X2

¯2 1

α

˙

}x} .

Note that we can rewrite the ∇w1F pxq in the first term as p∇w1αqF̄ pxq ` α∇w1F̄ pxq so

that part of it cancel with the second term. Then, we get

d

dt
F̄ pxq

ˇ

ˇ

ˇ

ˇ

L2

“ ´
w̄2

2

2
E
w1

"B

∇w1F̄ pxq,∇w1 E
x1PX1

!

pF̃ px1q ´ F px1qq2
)

F*

˘ O

ˆ

?
d
´

δ
p2q

X2

¯2 1

α

˙

}x} .

For L3, we can simply merge it into the error term of d
dt F̄ pxq|L2 .

Proof of Lemma C.35. By Lemma C.34, we have

d

dt

›

›F̄ ´ }¨}
›

›

2

L2 “ E
x

"

pF̄ pxq ´ }x}q
d

dt
F pxq

*

“ ´
w̄2

2

2
E
x

"

pF̄ pxq ´ }x}q E
w1

"B

∇w1F̄ pxq,∇w1 E
x1PX1

!

pF̃ px1q ´ F px1qq2
)

F**

˘ E
x

"

pF̄ pxq ´ }x}qO

ˆ

?
d
´

δ
p2q

X2

¯2 1

α

˙

}x}

*

.

The second term can be bounded by O

ˆ

δ
p2q

1,L2

´

δ
p2q

X2

¯2
d5
˙

. The first term is equal to

Tmp :“ ´
w̄2

2

4
E
w1

"B

∇w1 Ex
␣

pF̄ pxq ´ }x}q2
(

,∇w1 E
x1PX1

␣

pα }x1} ´ F px1qq2
(

F*

.

To complete the proof, it suffices to show that this is negative. For each w1, we have

∇w1 E
x1PX1

␣

pα }x1} ´ F px1qq2
(

“ E
x1PX1

␣

pF̄ px1q ´ }x1}q2
(

∇w1α
2

` α2 E
x1PX1

␣

∇w1pF̄ px1q ´ }x1}q2
(

.
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Since the distribution of x is spherically symmetric, Ex1PX1

␣

∇w1pF̄ px1q ´ }x1}q2
(

and

Ex

␣

∇w1pF̄ pxq ´ }x}q2
(

have the same direction. Hence,

Tmp ď ´
w̄2

2

4
E
w1

!A

∇w1 Ex
␣

pF̄ pxq ´ }x}q2
(

,∇w1α
2
E)

E
x1PX1

␣

pF̄ px1q ´ }x1}q2
(

“ ´
CΓ
?
d
w̄2

2α E
x1PX1

␣

pF̄ px1q ´ }x1}q2
(

E
x

"

E
w1

␣@

∇w1pF̄ pxq ´ }x}q2,w1

D(

*

.

Then, we compute

@

∇w1pF̄ pxq ´ }x}q2,w1

D

“ 2pF̄ pxq ´ }x}q

B

∇w1F pxq

α
´ F̄ pxq

∇w1α

α
,w1

F

“ 2pF̄ pxq ´ }x}q

˜

2 }w1}
2 σpw̄1 ¨ xq

α
´ F̄ pxq

1

α

2CΓ
?
d

}w1}
2

¸

.

Take expectation over w1 and one can see that this is 0. Thus, Tmp ď 0.

Proof of Lemma C.36. Recall from Lemma C.34 that

d

dt
F̄ pxq “ ´

w̄2
2

2
E
w1

"B

∇w1F̄ pxq,∇w1 E
x1PX1

!

pF̃ px1q ´ F px1qq2
)

F*

˘O

ˆ

?
d
´

δ
p2q

X2

¯2 1

α

˙

}x} .

For the first term, we have

›

›∇w1F̄ pxq
›

› ď

›

›

›

›

∇w1F pxq

α

›

›

›

›

`

›

›

›

›

F̄ pxq
9α

α

›

›

›

›

ď O

ˆ

}w1} }x}

α

˙

,

›

›

›

›

∇w1 E
x1PX1

"

´

F̃ px1q ´ F px1q

¯2
*
›

›

›

›

ď E
x1PX1

!
ˇ

ˇ

ˇ
F̃ px1q ´ F px1q

ˇ

ˇ

ˇ

´
›

›

›
∇w1F̃ px1q

›

›

›
` }∇w1F px1q}

¯)

ď Op1q E
x1PX1

!
ˇ

ˇ

ˇ
F̃ px1q ´ F px1q

ˇ

ˇ

ˇ
}x1}

)

}w1}

ď O

˜

δ
p2q

1,L2

1
a

α|w̄2|
}w1}

¸

.
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Thus,
ˇ

ˇ

ˇ

ˇ

d

dt
F̄ pxq

ˇ

ˇ

ˇ

ˇ

ď O

˜

w̄2
2 E
w1

#

}w1} }x}

α
δ

p2q

1,L2

1
a

α|w̄2|
}w1}

+¸

` O

ˆ

?
d
´

δ
p2q

X2

¯2 1

α

˙

}x}

ď O

˜?
d|w̄2|1.5
?
α

δ
p2q

1,L2

¸

}x} ` O

ˆ

?
d
´

δ
p2q

X2

¯2 1

α

˙

}x}

ď O

ˆ

d3δ
p2q

1,L2 ` d2
´

δ
p2q

X2

¯2
˙

}x} .

C.4.2.2 Spread of the second layer

Lemma C.37. Suppose that Induction Hypothesis C.24 is true at time t. Then for any

pv2, r2q, pv1
2, r

1
2q P µ2, d

dt }pv2, r2q ´ pv1
2, r

1
2q}

2
ď 0. In words, the spread of the second layer

never grows.

Proof. Let pv2, r2q, pv1
2, r

1
2q P µ2 be two second layer neurons. For notational convenience,

we define h2pxq “ v2F pxq ` r2 and h1
2pxq “ v1

2F pxq ` r1
2. We have

1

2

d

dt

`

pv2 ´ v1
2q2 ` pr2 ´ r1

2q2
˘

“ pv2 ´ v1
2qE

x
tpf˚pxq ´ fpxqqF pxq pσ1ph2pxqq ´ σ1ph1

2pxqqqu

` pr2 ´ r1
2qE

x
tpf˚pxq ´ fpxqq pσ1ph2pxqq ´ σ1ph1

2pxqqqu

“ E
x

tpf˚pxq ´ fpxqq ph2pxq ´ h1
2pxqq pσ1ph2pxqq ´ σ1ph1

2pxqqqu .

By Lemma C.32, σ1ph2pxqq ´ σ1ph1
2pxqq “ 0 for all x with }x} ď 1. Hence,

1

2

d

dt

`

pv2 ´ v1
2q2 ` pr2 ´ r1

2q2
˘

“ E
x:}x}ą1

tpf˚pxq ´ fpxqq ph2pxq ´ h1
2pxqq pσ1ph2pxqq ´ σ1ph1

2pxqqqu

“ ´ E
x:}x}ą1

tfpxq ph2pxq ´ h1
2pxqq pσ1ph2pxqq ´ σ1ph1

2pxqqqu .

Note that f ě 0 and, since σ1 is non-decreasing, ph2pxq ´ h1
2pxqq pσ1ph2pxqq ´ σ1ph1

2pxqqq ě

0. Thus, 1
2

d
dt

`

pv2 ´ v1
2q2 ` pr2 ´ r1

2q2
˘

ď 0.

243



C.4.2.3 Regularity conditions

As we have mentioned earlier, we will mainly use the continuity argument to maintain

the regularity conditions, so the problem can be reduced into estimating the derivative on

the boundary. As an example, suppose that b̄2 “ 1 ´ δ for some small δ ą 0. Then by

Lemma C.38, which upper bounds the loss using 1´ b̄2 and ´1´ w̄2α, we know | ´1´ w̄2α|

must be large, otherwise we would have L ă ε. Then, we can use the fact that | ´ 1´ w̄2α|

is large to estimate the derivative. The proof for the other regularity conditions is similar

except the proof for |w̄2|, which is in the same spirit with the ones for first layer errors.

Lemma C.38. Suppose that Induction Hypothesis C.24 is true at time t. Then we have

L ď O

ˆ

p1 ´ b̄2q2 `
p´1 ´ w̄2αq2

w̄2
2α

2
`

´

δ
p2q

1,L8 ` d3δ
p2q

2

¯2
˙

.

Lemma C.39. Suppose that Induction Hypothesis C.24 is true at time t and b̄2 “ 1 ´

Θp
?
εq. Then, d

dt b̄2 ă 0.

Lemma C.40. Suppose that Induction Hypothesis C.24 is true at time t and w̄2α “ ´1 `

Θp
?
εq. Then we have d

dtpw̄2αq ą 0.

Lemma C.41. Suppose that Induction Hypothesis C.24 is true throughout Stage 2. Then

|w̄2| ď d.

Lemma C.42. Suppose that Induction Hypothesis C.24 is true throughout Stage 2. Then

|w̄2| ě Θp1{d3q and α ě Θp1{d1.5q.

The proofs of this subsubsection are gathered bellow.

Proof of Lemma C.38. For any x P Rd, by Lemma C.30 and the Lipschitzness of σ, we

have, for any x P X1 Y X2,

fpxq “ σpw̄2αF̄ pxq ` b̄2q ˘ O
´

d3δ
p2q

2

¯

“ σp1 ´ }x}q ˘ |1 ´ b̄2| ˘
ˇ

ˇ´ }x} ´ w̄2αF̄ pxq
ˇ

ˇ ˘ O
´

d3δ
p2q

2

¯

.
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By Induction Hypothesis C.24, for any x P X1 Y X2, we have
ˇ

ˇ´ }x} ´ w̄2αF̄ pxq
ˇ

ˇ “
ˇ

ˇ´1 ´ w̄2αF̄ px̄q
ˇ

ˇ }x}

ď |´1 ´ w̄2α| }x} `
ˇ

ˇ1 ´ F̄ px̄q
ˇ

ˇ |w̄2|α }x} ď O

ˆ

| ´ 1 ´ w̄2α|

|w̄2α|
` δ

p2q

1,L8

˙

.

Therefore,

fpxq “ f˚pxq ˘ |1 ´ b̄2| ˘ O

ˆ

| ´ 1 ´ w̄2α|

|w̄2α|

˙

˘ O
´

δ
p2q

1,L8 ` d3δ
p2q

2

¯

.

Thus,

L “
1

2
E
x

␣

pf˚pxq ´ fpxqq2
(

ď
1

2

ˆ

|1 ´ b̄2| ` O

ˆ

| ´ 1 ´ w̄2α|

|w̄2α|

˙

` O
´

δ
p2q

1,L8 ` d3δ
p2q

2

¯

˙2

ď O

ˆ

p1 ´ b̄2q2 `
p´1 ´ w̄2αq2

w̄2
2α

2
`

´

δ
p2q

1,L8 ` d3δ
p2q

2

¯2
˙

.

Proof of Lemma C.39. By Lemma C.30, for any pv2, r2q P µ2, we have

9r2 “ E
x

␣

f˚pxq ´ σpw̄2F pxq ` b̄2q
(

˘ O
´

d3δ
p2q

2

¯

.

Then, by Induction Hypothesis C.24 and the Lipschitzness of σ, we have

σpw̄2F pxq ` b̄2q “ σpw̄2α }x} F̄ px̄q ` b̄2q “ σpw̄2α }x} ` b̄2q ˘ O
´

δ
p2q

1,L8

¯

.

Therefore,

9̄b2 “ E
x

␣

f˚pxq ´ σpw̄2α }x} ` b̄2q
(

˘ O
´

δ
p2q

1,L8 ` d3δ
p2q

2

¯

.

Since L ě ε, by Lemma C.38, we have

p´1 ´ w̄2αq2

w̄2
2α

2
ě Ωpεq ´ Opδ2q ´ O

´

δ
p2q

1,L8 ` d3δ
p2q

2

¯2
ě Ωpεq.

Since w̄2α ě ´1, this implies w̄2α ě ´1 ` Ω p|w̄2|α
?
εq . In fact, this implies w̄2α ě

´1 ` Ωp
?
εq even when |w̄2|α is op1q, as, in that case, w̄2α ě ´1 ` Ωp

?
εq directly holds.

Hence,

σpw̄2α }x} ` b̄2q ě σ
``

´1 ` Ω
`?

ε
˘˘

}x} ` 1 ´ δ
˘

“ σ
`

1 ´ }x} ` Ω
`?

ε }x}
˘

´ δ
˘

.
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Thus,

9̄b2 “ E
x

␣

f˚pxq ´ σ
`

1 ´ }x} ` Ω
`?

ε }x}
˘

´ δ
˘(

˘ O
´

δ
p2q

1,L8 ` d3δ
p2q

2

¯

ď E
}x}ď

␣

1 ´ }x} ´
`

1 ´ }x} ` Ω
`?

ε }x}
˘

´ δ
˘(

` O
´

δ
p2q

1,L8 ` d3δ
p2q

2

¯

“ ´Ω
`?

ε
˘

` δ ` O
´

δ
p2q

1,L8 ` d3δ
p2q

2

¯

.

As long as the constant in δ “ Θp
?
εq is sufficiently small, this implies 9̄b2 ă 0 when

b̄2 “ 1 ´ δ.

Proof of Lemma C.40. By Lemma C.26 and Lemma C.30, we have

d

dt
pw̄2αq “ E

x

␣`

f˚pxq ´ σpw̄2α }x} F̄ px̄q ` b̄2q
˘

F pxq
(

ˆ

α `
4CΓw̄

2
2?

d

˙

˘ O
´

d3 logpdqδ
p2q

2

¯

α

ˆ

α `
4CΓw̄

2
2?

d

˙

.

Now we estimate the coefficient of the first term. Suppose that w̄2α “ ´1 ` δ for some

δ ď Θp
?
εq with a sufficiently small constant. Then, by Lemma C.38, we have p1 ´ b̄2q2 ě

Ωpεq ´ Opδ2q “ Ωpεq. Hence, b̄2 ď 1 ´ Θp
?
εq. Also note that w̄2α “ Θp1q implies that it

suffices to consider x with }x} “ Θp1q. As a result, we have

σpw̄2α }x} F̄ px̄q ` b̄2q “ σpw̄2α }x} ` b̄2q ˘ O
´

δ
p2q

1,L8

¯

ď σ
`

1 ´ }x} ´ Θp
?
εq
˘

` O
´

δ
p2q

1,L8

¯

.

Then, we decompose the coefficient as

E
x

␣`

f˚pxq ´ σpw̄2α }x} F̄ px̄q ` b̄2q
˘

F pxq
(

“ E
␣`

f˚pxq ´ σpw̄2α }x} F̄ px̄q ` b̄2q
˘

F pxq
(

ě E
}x}ď1

!´

Θp
?
εq ´ O

´

δ
p2q

1,L8

¯¯

F pxq

)

ě Ω
`

α
?
ε
˘

.

Thus,

d

dt
pw̄2αq ě

´

Ωp
?
εq ´ O

´

d3δ
p2q

2

¯

logpdq

¯

α

ˆ

α `
4CΓw̄

2
2?

d

˙

ą 0.
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Proof of Lemma C.41. By Lemma C.26 and Lemma C.30, we have

9̄w2 “ E
x

tpf˚pxq ´ fpxqqF pxqu ˘

´

d3 log dδ
p2q

2

¯

9α “
4CΓ
?
d
E
x

tpf˚pxq ´ fpxqqF pxqu w̄2 ˘ O
´

d2.5plog dqδ
p2q

2

¯

As a result,
ˇ

ˇ

ˇ

ˇ

d

dt

ˆ

α ´
2CΓ
?
d
w̄2

2

˙ˇ

ˇ

ˇ

ˇ

ď O
´

d4δ
p2q

2

¯

.

Also recall that w̄2
2 ! α at T1. Thus, throughout Stage 2, we always have

ˇ

ˇ

ˇ
α ´

2CΓ?
d
w̄2

2

ˇ

ˇ

ˇ
! 1{d.

Since |w̄2α| ď 1, this implies |w̄2| ď Opd1{6q ď d.

Proof of Lemma C.42. Recall from the proof of Lemma C.41 that |α ´
2CΓ?

d
w̄2

2| ! 1{d.

Hence, when α “ Θp1{d1.5q, we have |w̄2| ď Op1{dq. The estimations in Stage 1, mutatis

mutandis, show that both α and |w̄2| will grow in this case.

C.4.3 Convergence rate

Recall from Lemma C.28 that d
dtL “ ´Ew2,b2,w1 }∇w2,b2,w1}

2 , where

∇w2,b2,w1 :“ E
x

$

’

’

&

’

’

%

pf˚pxq ´ fpxqq

»

—

—

–

σ1pw2F pxq ` b2qF pxq

σ1pw2F pxq ` b2q

2W̄2pxqσpw1 ¨ xq

}w1} W̄2pxqσ1pw1 ¨ xqpI ´ w̄1w̄
J
1 qx

fi

ffi

ffi

fl

,

/

/

.

/

/

-

.

Lemma C.43. Suppose that Induction Hypothesis C.24 is true at time t. Then we have

d

dt
L ď ´

›

›

›
∇̃
›

›

›

2
` O

´´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

d4
¯

,

where

∇̃ :“ E
x

#

pf˚pxq ´ fpxqq

«

}x}

b

α2 `
4CΓ?

d
w̄2

2α

1

ff+

.

Lemma C.44. Suppose that Induction Hypothesis C.24 is true at time t. Then we have

›

›

›
∇̃
›

›

›
ě ΩpαLq ´ O

´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

.
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Lemma C.45 (Stage 2). Suppose that Induction Hypothesis C.24 is true throughout Stage 2.

Then T2 ´ T1 ď Opd3{εq.

Proof of Lemma C.43. Since it is the norm of ∇w2,b2,w1 , we can safely ignore the last entry

and only consider the first three entries. By Lemma C.30, we have

r∇w2,b2,w1s1:3 “ E
x

$

&

%

pf˚pxq ´ fpxqq

»

–

F pxq

1
2w̄2σpw1 ¨ xq

fi

fl

,

.

-

˘ O

¨

˝d3δ
p2q

2

»

–

α logpdq

1
w̄2 }w1} logpdq

fi

fl

˛

‚.

Furthermore, we have

E
x

tpf˚pxq ´ fpxqqF pxqu “ E
x

tpf˚pxq ´ fpxqqα }x}u ` E
x

␣

pf˚pxq ´ fpxqqαpF̄ pxq ´ }x}q
(

“ E
x

tpf˚pxq ´ fpxqqα }x}u ` O
´

αδ
p2q

1,L2

¯

.

Meanwhile, for r∇w2,b2,w1s3, by Lemma C.3 and Lemma C.31, we have

2w̄2 E
x

tpf˚pxq ´ fpxqqσpw1 ¨ xqu

“ 2w̄2 E
x

!

pf˚pxq ´ f̃pxqqσpw1 ¨ xq

)

` 2w̄2 E
x

!

pf̃pxq ´ fpxqqσpw1 ¨ xq

)

“
2CΓw̄2

?
d

E
x

!

pf˚pxq ´ f̃pxqq }x}

)

}w1} ˘ 2w̄2 }w1}

›

›

›
f ´ f̃

›

›

›

L2

c

E
xPX2

}x}
2

“
2CΓw̄2

?
d

E
x

!

pf˚pxq ´ f̃pxqq }x}

)

}w1} ˘ O
´

|w̄2|1.5α0.5 }w1} δ
p2q

1,L2

¯

.

Repeat the above procedure and we can replace the f̃ in the first term with f . Therefore,

r∇w2,b2,w1s1:3 “ E
x

$

&

%

pf˚pxq ´ fpxqq

»

–

α }x}

1
2CΓw̄2?

d
}x} }w1}

fi

fl

,

.

-

˘ O

¨

˝δ
p2q

1,L2

»

–

α
0

|w̄2|1.5α0.5 }w1}

fi

fl

˛

‚˘ O

¨

˝d3δ
p2q

2

»

–

α logpdq

1
w̄2 }w1} logpdq

fi

fl

˛

‚

“ E
x

$

&

%

pf˚pxq ´ fpxqq

»

–

α }x}

1
2CΓw̄2?

d
}x} }w1}

fi

fl

,

.

-

˘ O

¨

˝

´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

»

–

α logpdq

1
|w̄2| }w1} logpdq

fi

fl

˛

‚.
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Now, we estimate the the expected norm of r∇w2,b2,w1s1:3. First, we have

r∇w2,b2,w1s21 “

´

E
x

tpf˚pxq ´ fpxqq }x}u

¯2
α2 ˘ O

´´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

α2 logpdq

¯

,

r∇w2,b2,w1s22 “

´

E
x

tf˚pxq ´ fpxqu

¯2
˘ O

´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

.

For r∇w2,b2,w1s3, we have

E
w1

r∇w2,b2,w1s32 “
4C2

Γw̄
2
2

d

´

E
x

tpf˚pxq ´ fpxqq }x}u

¯2
E
w1

}w1}
2

˘ O

˜

´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

w̄2
2

E }w}
2
1?

d
logpdq

¸

“

´

E
x

tpf˚pxq ´ fpxqq }x}u

¯2 4CΓw̄
2
2?

d
α

˘ O
´´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

w̄2
2α logpdq

¯

.

Thus,

}r∇w2,b2,w1s1:3}
2

“

´

E
x

tpf˚pxq ´ fpxqq }x}u

¯2
ˆ

α2 `
4CΓw̄

2
2?

d
α

˙

`

´

E
x

tf˚pxq ´ fpxqu

¯2

˘ O
´´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

d4
¯

“

›

›

›
∇̃
›

›

›

2
˘ O

´´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

d4
¯

.

Proof of Lemma C.44. For notational simplicity, put A :“
b

α2 `
4CΓ?

d
w̄2

2α. Then we can

write

∇̃ “ E
x

"

pf˚pxq ´ fpxqq

„

A }x}

1

ȷ*

.

Define

∇̂ “

„

´1 ´ αw̄2

Ap1 ´ b̄2q

ȷ

.
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By Induction Hypothesis C.24,
›

›

›
∇̂
›

›

›
ď Op1q. Hence, in order to lower bound

›

›

›
∇̃
›

›

›
, it suffices

to lower bound
A

∇̃, ∇̂
E

. We have

A

∇̃, ∇̂
E

“ AE
x

␣

pf˚pxq ´ fpxqq
`

´ }x} ` 1 ´ pαw̄2 }x} ` b̄2q
˘(

.

First, for those x P t}x} ď 1u, we have f˚pxq “ ´ }x} ` 1 and

fpxq “ w̄2F pxq ` b̄2 “ w̄2α }x} ` b̄2 ` w̄2αpF̄ pxq ´ }x}q.

Hence, we have

E
}x}ď1

␣

pf˚pxq ´ fpxqq
`

´ }x} ` 1 ´ pαw̄2 }x} ` b̄2q
˘(

“ E
}x}ď1

␣

pf˚pxq ´ fpxqq2
(

` E
}x}ď1

␣

pf˚pxq ´ fpxqqw̄2αpF̄ pxq ´ }x}q
(

“ E
}x}ď1

␣

pf˚pxq ´ fpxqq2
(

˘ O
´

|w̄2α|δ
p2q

1,L2

¯

.

Then, for x P t}x} ě 1u, note that ´ }x} ` 1 ď 0 and f˚pxq “ 0. Therefore, we have

E
}x}ě1

␣

pf˚pxq ´ fpxqq
`

´ }x} ` 1 ´ pαw̄2 }x} ` b̄2q
˘(

“ ´ E
}x}ě1

␣

fpxq
`

´ }x} ` 1 ´ pαw̄2 }x} ` b̄2q
˘(

ě E
}x}ě1

␣

fpxqpαw̄2 }x} ` b̄2q
(

.

Then, we compute

E
}x}ě1

␣

fpxqpαw̄2 }x} ` b̄2q
(

“ E
}x}ě1

␣

fpxqpw̄2F pxq ` b̄2q
(

` E
}x}ě1

␣

fpxqpαw̄2p}x} ´ F̄ pxqqq
(

“ E
}x}ě1

␣

f2pxq
(

˘ O
´

d3δ
p2q

2

¯

˘ O
´

αw̄2δ
p2q

1,L2

¯

.

where the second equality comes from Lemma C.30 and Induction Hypothesis C.24. Com-

bine these two cases together and we obtain

A

∇̃, ∇̂
E

ě AE
x

␣

pf˚pxq ´ fpxqq2
(

´ O
´

|w̄2α|δ
p2q

1,L2

¯

´ O
´

d3δ
p2q

2

¯

.
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Finally, note that A ě α. Thus,

›

›

›
∇̃
›

›

›
ě ΩpαLq ´ O

´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

.

Proof of Lemma C.45. By Lemma C.43 and Lemma C.44,

d

dt
L ď ´Ωpα2L2q ` O

´´

δ
p2q

1,L2 ` d3δ
p2q

2

¯

d4
¯

ď ´Ω

ˆ

L2

d3

˙

Thus, for any T P rT1, T2s,

LpT q ď

ˆ

Ω
`

d´3
˘

pT ´ T1q `
1

LpT1q

˙´1

ď O

ˆ

d3

T ´ T1

˙

.

Thus, it takes at most Opd3{εq amount of time for L to reach ε.

C.4.4 Proof of the main lemma

Proof of Lemma C.25. The Induction Hypothesis is maintained in Section C.4.2 and by

Lemma C.45, we have T2 ´ T1 ď Opd3{εq. Now we consider the first layer errors. Recall

that
d

dt
pδ

p2q

1,L2q2 “ O

ˆ

d5δ
p2q

1,L2

´

δ
p2q

X2

¯2
˙

,

d

dt
δ

p2q

1,L8 “ O

ˆ

d3δ
p2q

1,L2 ` d2
´

δ
p2q

X2

¯2
˙

.

Recall that δX2 :“ Op1qd4.5pδ
p2q

1,L8 `d3δ
p2q

2 q. For simplicity, we choose δ
p2q

1,L8 ě d3δ
p2q

2 so that

δX2 “ Opd4.5δ
p2q

1,L8q. Then, we have

d

dt
pδ

p2q

1,L2q2 “ O
´

d14δ
p2q

1,L2pδ
p2q

1,L8q2
¯

,

d

dt
δ

p2q

1,L8 “ O
´

d3δ
p2q

1,L2 ` d11pδ
p2q

1,L8q2
¯

.

We choose δ
p2q

1,L2pT1q and δ
p2q

1,L8pT1q such that

Θ

ˆ

d17

ε
pδ

p2q

1,L8q2
˙

ď δ
p2q

1,L2 ď Θ
´ ε

d6
δ

p2q

1,L8

¯

and δ
p2q

1,L8pT1q ď Θ
´ ε

d14

¯

. (C.8)
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Note that this is possible because δ
p2q

1,L2pT1q and δ
p2q

1,L8pT1q can be chosen to be arbitrarily

polynomially small. When this is true, we have

d

dt
pδ

p2q

1,L2q2 ď O
´ ε

d3
pδ

p2q

1,L2q2
¯

and
d

dt
δ

p2q

1,L8 “ O
´ ε

d3
δ

p2q

1,L8

¯

.

Thus, by induction, within Opd3{εq amount of time, these two errors can at most Opδ
p2q

1,L2pT1qq

and Opδ
p2q

1,L8pT1qq, respectively.

C.5 From gradient flow to gradient descent

Converting the above gradient flow argument to a gradient descent one can be done in

a standard one, provided that we can generate fresh samples at each iteration. First, by

choosing a sufficiently small step size, one can make sure within each step, the difference

between gradient descent and gradient flow is inverse polynomially small. Note that our

argument is built upon the induction hypotheses. Hence, we do not need to worry about

the accumulation of errors. Moreover, our estimations can tolerate an inverse polynomially

large error. Then, at each step of gradient descent, we generate sufficiently (but still

polynomially) many samples to ensure that with high probability, the difference between

the population gradient and the finite-sample gradient is sufficiently small. Since it only

takes polynomial iterations to finish the process, the total amount of samples needed is

polynomial.
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Appendix D. Supplementary Materials for Chapter 5

In this chapter, we give the omitted proofs for Chapter 5.

D.1 Preliminary

In this section, we prepare some useful lemmas for the later analysis. In Section D.1.1,

we show that Assumption 5.1 is true when data matrix X is a Gaussian random matrix

and noise ξ „ Np0, σ2Iq. In Section D.1.2, we give the proof of Lemma 5.5 and Lemma 5.6

for gradient approximation.

D.1.1 RIP and regularity conditions

In this subsection, we show that Assumption 5.1 can be satisfied when X is a Gaussian

random matrix and ξ is a Gaussian random vector with variance σ2.

We use standard proof to show the RIP property, and the rest of the properties follow

from simple concentration. First, the following shows random Gaussian matrix is a ps `

1, δq-RIP matrix with δ “ Θp
a

ps{nq logpd{sqq. To satisfy Assumption 5.1, with simple

calculation we see that we only require rΩps4q ď n ď rOpd{s4q.

Proposition D.1. Let X be a n ˆ d Gaussian random matrix. Then, there exists uni-

versal constant c1, c2 such that X{
?
n is pk, δq-RIP for any k ď c1n{ logpd{kq and δ ě

c2
a

pk{nq logpd{kq with probability at least 1 ´ pk{dqk ě 1 ´ 1{d.

Proof. From the proof of Theorem 5.2 in [29], we know the error probability is at most

e´c0pδ{2qn`krlogped{kq`logp12{δqs`logp2q,

where c0pεq “ ε2{4 ´ ε3{6. Note that it suffices to consider δ ă 1, which implies that

c0pδ{2q ě δ2{48 and k ď n{c22{ logpd{kq. Then the exponent can be upper bounded by with

δ ě c2
a

pk{nq logpd{kq

´nδ2{48 ` p4 ` logp1{c2qqk logpd{kq ď ´pc22{48qk logpd{kq ` p4 ` logp1{c2qqk logpd{kq

ă ´pc22{50qk logpd{kq,

where the last inequality is true since we can choose c2 to be large enough constant.
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The following lemma shows that the regularity conditions on X, ξ in the second part

of Assumption 5.1 are satisfied with high probability when X is a Gaussian matrix and ξ

is sampled from Np0, σ2Iq.

Lemma D.2 (Regularity conditions). Suppose X is a Gaussian matrix and ξ „ Np0, σ2Iq.

With probability at least 1 ´ de´Ωpnq, We have

}ξ}2 “ Opσ
?
nq,

›

›

›

›

1

n
XJξ

›

›

›

›

8

ď Bξ :“ O

˜

σ

c

log d

n

¸

,

›

›XJξ
›

›

2
“ O

´

σ
?
dn

¯

,

›

›

›

›

1

n
XJβ

›

›

›

›

8

“ O

ˆ

}β}2?
n

˙

for any vector β,

p1 ´ Op
a

n{dqqd ď λminpXXJq ď λmaxpXXJq ď p1 ` Op
a

n{dqqd.

Proof. The first three and the last one are standard consequences of Gaussian vector/matrix

concentration, see e.g., Lemma A.5 in Vaskevicius, Kanade, and Rebeschini [187] for the

proof of
›

›XJξ{n
›

›

8
and Theorem 3.1.1 and Theorem 4.4.5 in Vershynin [189] for the rest.

For the third one, denote Xr:, is is the i-th column of X. Then,
›

›XJβ{n
›

›

8
ď maxi |βJXr:

, is|{n ď }β}2maxi }Xr:, is}2 {n. Then it follows from standard Gaussian concentration.

Now we are ready to prove Lemma 5.2 that shows Assumption 5.1 holds under Gaussian

input and Gaussian noise. It immediately follows from Proposition D.1 and Lemma D.2

above.

Lemma 5.2. Suppose X is a Gaussian random matrix and ξ „ Np0, σ2Iq. Then if

rΩps4q ď n ď rOpd{s4q, we have Assumption 5.1 is satisfied with probability at least 1 ´ 1{d.

Proof. It suffices to combine Proposition D.1 and Lemma D.2.

D.1.2 Gradient approximation

Lemma 5.5 and Lemma 5.6 give ways to approximate several important terms in the

gradient. Here we give their proofs.
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Lemma 5.5. Given n ˆ d matrix X{
?
n satisfying pk ` 1, δq-RIP, for any β P Rd, let

∆ “
`

1
nX

JX ´ I
˘

β, then the following hold:

• If β is k-sparse, then }∆}8 ď
?
kδ }β}2.

• For any vector β, we have }∆}8 ď δ }β}1.

Proof. For the first part, it is a standard consequence of the RIP condition, see e.g., Lemma

A.3 in Vaskevicius, Kanade, and Rebeschini [187]. For the second part, notice that β “

ř

i βiei where teiu
d
i“1 is the standard basis, it then follows from the first part.

Lemma 5.6 (Gradient approximation). Under Assumption 5.1, we have the following gra-

dients and their useful approximation:

∇wL “

ˆ

1

n
XJr

˙

d p2λwq “ 2λ

ˆ

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r

˙

d w,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq “ ´2λ

ˆ

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r

˙

d u,

∇vL “
1

n
XJr “

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r,

where recall S`, S´ are the set of positive and negative entries of β˚ and e` “ rdszS`,

e´ “ rdszS´ are the corresponding complement set,

}∆r}8 “O pp1 ` |nb ´ 1|qBξq `
?
sδ

d

n
}vS}2 ` sδ

›

›

›

›

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

›

8

` O

ˆ

d
?
n
λ

˙

p
›

›we`

›

›

2

8
`
›

›ue´

›

›

2

8
q ` γ,

and b and }Γ}8 ď γ are defined in (5.3).

Proof. By the decomposition of XJXv{n in (5.3), we have

1

n
XJr “

1

n
XJXv ´

1

n
XJξ `

1

n
XJXpλwd2

S`
´ λud2

S´
´ β˚q `

1

n
XJpλXwd2

e`
´ λXud2

e´
q.
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We further have

1

n
XJr “pb ´

1

n
qpXJξqe ´

1

n
pXJξqS `

d

n
vS `

1

n
XJXpλwd2

S`
´ λud2

S´
´ β˚q

`
1

n
XJpλXwd2

e`
´ λXud2

e´
q ` Γ

“pb ´
1

n
qpXJξqe ´

1

n
pXJξqS `

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

` p
1

n
XJX ´ Iqp

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚q ´ p

1

n
XJX ´ Iq

d

n
vS

`
1

n
XJpλXwd2

e`
´ λXud2

e´
q ` Γ

“
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

` pb ´
1

n
qpXJξqe ´

1

n
pXJξqS ` p

1

n
XJX ´ Iqp

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚q

´ p
1

n
XJX ´ Iq

d

n
vS `

1

n
XJpλXwd2

e`
´ λXud2

e´
q ` Γ.

Denote the last two lines in in the last equation above as ∆r. We know

1

n
XJr “

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r.

To bound }∆r}8, by Lemma 5.5 and Assumption 5.1, we know
›

›

›

›

pb ´
1

n
qpXJξqe ´

1

n
pXJξqS

›

›

›

›

8

“O pp1 ` |nb ´ 1|qBξq

›

›

›

›

p
1

n
XJX ´ Iqp

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚q

›

›

›

›

8

“
?
sδ

›

›

›

›

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

›

2

ďsδ

›

›

›

›

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

›

8

›

›

›

›

p
1

n
XJX ´ Iq

d

n
vS

›

›

›

›

8

ď
?
sδ

d

n
}vS}2

›

›

›

›

1

n
XJpλXwd2

e`
´ λXud2

e´
q

›

›

›

›

8

“O

ˆ

λ
?
n

›

›

›
Xwd2

e`
´ Xud2

e´

›

›

›

2

˙

“O

ˆ

d
?
n
λ

˙

p
›

›we`

›

›

2

8
`
›

›ue´

›

›

2

8
q,
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Thus, we have

}∆r}8 “O pp1 ` |nb ´ 1|qBξq ` sδ

›

›

›

›

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

›

8

`
?
sδ

d

n
}vS}2

` O

ˆ

d
?
n
λ

˙

p
›

›we`

›

›

2

8
`
›

›ue´

›

›

2

8
q ` γ

D.2 Proof for Stage 1

Recall that our goal in Stage 1 is to show (1) variables wS and uS grow large to recover

β˚ (specifically, wS recovers the positive entries of β˚ and uS recovers the negative entries

of β˚); (2) the other variables we, ue and v remain small. This is summarized in the

following main lemma:

Lemma 5.7 (Stage 1). Let CT1 be a large enough universal constant, denote

T1 :“ inf

#

t :

›

›

›

›

d

n
v

pT1q

S ` λw
pT1qd2
S`

´ λu
pT1qd2
S´

´ β˚

›

›

›

›

8

“ CT1pBξ ` σ
a

n{dq

+

.

Then we know T1 “ Oplogp1{αq{ηλq and the following hold with a large enough universal

constant C1:

•
›

›

›
w

pT1q
e`

›

›

›

8
,
›

›

›
u

pT1q
e´

›

›

›

8
ď C1α.

•
›

›

›
v

pT1q

S

›

›

›

2
ď C1

?
spn{dq log2pdqpBξ ` σ

a

n{dq and
›

›vpT1q
›

›

2
ď C1σ

a

n{d.

•
›

›rpT1q
›

›

2
ď C1σ

?
n.

To prove this lemma, we need to maintain the following inductive hypothesis which

assumes the approximate error comes from the non-signal entry is small and other regularity

conditions. Later we will use these assumptions to bound different error terms and finish

the induction.

Lemma D.3 (Inductive Hypothesis for Stage 1). For t ď rT1 :“ C
rT1
logp1{αq{ηλβmin with

large enough universal constant C
rT1

, the following hold with large enough universal constant

rC1:
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•
›

›

›
w

ptq
e`

›

›

›

8
,
›

›

›
u

ptq
e´

›

›

›

8
ď rC1α.

•
›

›

›
λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď rC1,

›

›

›

d
nv

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď rC1.

•
›

›rptq
›

›

2
ď
›

›rp0q
›

›

2
ď rC1

?
sn.

We finally remark on the constant dependency in Stage 1 here. All the lemmas appear in

this section, except the main result Lemma 5.7, should only depend on universal constants

CT1 ,
rC1, C rT1

. Perhaps the one that needs the most careful proof is the induction hypothesis

Lemma D.3. In the proof, we rely on the condition rΩpsq ď n ď rOpd{sq to make sure that

the terms like Bξ `σ
a

n{d are smaller than any universal constant, especially the constant

that only depends on universal constants CT1 ,
rC1, C rT1

. In this way, it ensures that we can

choose another universal constant C1 that only depends on CT1 ,
rC1, C rT1

to serve as the

upper bound in Lemma 5.7.

D.2.1 Dynamics of v

As we discussed earlier, even though in Stage 1 we hope to use the corresponding

entries of u, w to learn the signal, the same entries of v will also grow and it’s important

to understand the dynamics of v.

The dynamics of v roughly follows the trajectory for optimizing }Xv ´ ξ}
2
2 {2n. We

formalize that in the following two lemmas. First, we give a decomposition of XXJv{n

as follow. This term plays an important role when we estimate the gradient as shown in

Lemma 5.6, therefore we here give a careful analysis.

Lemma D.4. Recall the decomposition in (5.3)

1

n
XJXvptq “

d

n
v

ptq
S ` btpX

Jξqe ` Γt,

bt`1 “ bt ´
ηd

n

ˆ

bt ´
1

n

˙

,

where
›

›Γptq
›

›

8
ď γt and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose
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Lemma D.3 holds. We have for t ď rT1

bt “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

γt ď Opp
a

sd{n ` dsδ{nqηtq “ Opσ
a

n{d ` Bξq.

We then give the decomposition of v.

Lemma D.5. Recall the decomposition in (5.4)

vptq “ v
ptq
S ` atX

Jξ ` ∆ptq
v ,

at`1 “ at ´ ηpbt ´ 1{nq

where
›

›

›
∆

ptq
v

›

›

›

8
ď ζt. and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose

Lemma D.3 holds. We have for t ď rT1

at “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

ζt “ OppBξ ` sδ ` σ
a

n{dqηtq “ Opσ
?
n{dq.

Moreover, for every t ď rT1,
›

›vptq
›

›

2
“ Opσ

a

n{dq,
›

›

›
v

ptq
S

›

›

›

2
“ Op

?
spn{dq log2pdqpBξ `

σ
a

n{dqq.

D.2.2 Implications of Inductive Hypothesis Lemma D.3

Given the understanding of dynamics of v and XJXv in Appendix D.2.1, we have the

following approximation of gradient, using Lemma 5.6.

Lemma D.6. In the setting of Lemma D.4 and Lemma D.5, we have for t ď rT1

∇wL “

ˆ

1

n
XJr

˙

d p2λwq “ 2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d w,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq “ ´2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d u,

∇vL “
1

n
XJr “

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r,

where
›

›

›
∆ptq

r

›

›

›

8
“O

´

Bξ ` σ
a

n{d
¯

loooooooooomoooooooooon

“:Bs

`sδ

›

›

›

›

d

n
v

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

›

8

,
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Now we are ready to estimate the dynamics for the relevant entries of u and w using

Lemma D.6. We first show in Lemma D.7 that wS`
,uS´

will grow to Ωpβminq. Then in

Lemma D.8 we show it takes Op1{ηλβminq to decrease
›

›

›

d
nv

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

8

by half. The proofs are deferred to Appendix D.2.4.

Lemma D.7. Suppose Lemma D.3 hold. Then for every T11 ď t ď rT1 with T11 “

Oplogp1{λα2q{ηλβminq, λpw
ptq
k q2 ě βmin{4 for k P S` and λpu

ptq
k q2 ě βmin{4 for k P S´.

Lemma D.8. Suppose Lemma D.3 and Lemma D.7 hold. Given any time t0, assume

at time t0 B0 :“
›

›

›

d
nv

pt0q

S ` λpw
pt0q

S`
q2 ´ λpu

pt0q

S´
q2 ´ β˚

›

›

›

8
ě 4Bs where Bs is defined in

Lemma D.6. Let

T 1 :“ inf

#

t ´ t0 ě 0 :

›

›

›

›

d

n
v

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

›

8

ď

›

›

›

›

d

n
v

pt0q

S ` λpw
pt0q

S`
q2 ´ λpu

pt0q

S´
q2 ´ β˚

›

›

›

›

8

{2

+

be the time that signal error reduces by half. Then, we know T 1 “ Op1{ηλβminq.

As a technical condition in proving the two lemmas above, we need to make sure that

once we fit the signal using the corresponding entries in u,w,v up to error µ, the error will

not become much worse later. We formalize this as the following stability lemma.

Lemma D.9 (Stability). Suppose that Lemma D.6 and Lemma D.7 hold. Assume that
›

›

d
nv

pt0q ` λwpt0qd2 ´ λupt0qd2 ´ β˚
›

›

8
ď µ at time t0, then | dnv

ptq
k `λpw

ptq
k q2´λpu

ptq
k q2´β˚

k | ď

maxtµ, 2pBs ` sδµqu for all t ě t0 and k P S, where Bs is definied in Lemma D.6.

Now we are ready to bound the time T1 for Stage 1 using the above lemmas.

Lemma D.10. Suppose Lemma D.3 hold. Recall

T1 :“ inf

"

t :

›

›

›

›

d

n
v

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

›

8

ď CT1pBξ ` σ
a

n{dq

*

,

where CT1 is a large enough universal constant. Then, we know T1 “ Oplogp1{αq{ηλβminq.
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D.2.3 Proof of Inductive Hypothesis Lemma D.3 and Lemma 5.7

Finally, we are ready to prove in the induction hypothesis and finish the proof of

Lemma 5.7.

Lemma D.3 (Inductive Hypothesis for Stage 1). For t ď rT1 :“ C
rT1
logp1{αq{ηλβmin with

large enough universal constant C
rT1

, the following hold with large enough universal constant

rC1:

•
›

›

›
w

ptq
e`

›

›

›

8
,
›

›

›
u

ptq
e´

›

›

›

8
ď rC1α.

•
›

›

›
λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď rC1,

›

›

›

d
nv

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď rC1.

•
›

›rptq
›

›

2
ď
›

›rp0q
›

›

2
ď rC1

?
sn.

Proof. We claim that both
›

›

›
w

ptq
e`

›

›

›

8
,
›

›

›
u

ptq
e´

›

›

›

8
“ αp1 ` OpηλpBξ ` σ

a

n{d ` sδqqqt and

›

›

›

d
nv

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď rC1{2 are true. If such claim is true, then we prove

the first 2 points as t ď rT1 “ opη´1λ´1pBξ ` σ
a

n{d ` sδq´1q and pd{nq }vS}8 ď rC1{2.

The latter one is true because we can choose rC1 to be large and use Lemma D.5. Also, the

condition rΩpsq ď n ď rOpd{sq makes sure that we can ensure Bξ`σ
a

n{d to be smaller than

any universal constant, especially the constant that only depends on universal constants

CT1 ,
rC1, C rT1

in this case.

We show the above claim by induction. We know all the conditions hold at t “ 0.

Suppose before time t it holds, then consider the time t ` 1.

For
›

›

›

d
nv

pt`1q

S ` λw
pt`1qd2
S`

´ λu
pt`1qd2
S´

´ β˚

›

›

›

8
, if λpw

pt`1q

k q2 ` λpu
pt`1q

k q2 ď βmin{4, then

it is easy to see it is bounded by rC1{2. Otherwise, we can see it from the proof of Lemma D.8

and Lemma D.10 that shows it continues to decrease and stay small.

Now consider
›

›

›
w

pt`1q
e`

›

›

›

8
and

›

›

›
u

pt`1q
e´

›

›

›

8
. By Lemma D.6 we have for k R S

|w
pt`1q

k | ďp1 ` 2ληOpBξ ` σ
a

n{d ` sδqq|w
ptq
k |,
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which implies that |w
pt`1q

k | ď p1 ` OpληpBξ ` σ
a

n{d ` sδqqqt`1α as w
p0q

k “ α. Similarly,

we get the same bound for uk with k R S.

It remains to consider wk with k P S´ and uk with k P S`. We will focus on wk with

k P S´, the other follows the same calculation. We have

w
pt`1q

k u
pt`1q

k “

ˆ

1 ´ 2ηλ

ˆ

1

n
XJrptq

˙

k

˙

w
ptq
k ¨

ˆ

1 ` 2ηλ

ˆ

1

n
XJrptq

˙

k

˙

u
ptq
k ď w

ptq
k u

ptq
k ď α2.

From the proof of Lemma D.10 we know u
ptq
k ě α. This implies that |w

ptq
k | ď α.

We now prove the last part on
›

›rpt`1q
›

›

2
. We have

rpt`1q “Xvpt`1q ` λXwpt`1qd2 ´ λXupt`1qd2 ´ ξ

“rptq ´ ηX ¨
1

n
XJrptq ` λX

ˆ

´η
4λ

n
pXJrq d wd2 ` η2

4λ2

n2
pXJrqd2 d wd2

˙

´ λX

ˆ

η
4λ

n
pXJrq d ud2 ` η2

4λ2

n2
pXJrqd2 d ud2

˙

.

This suggests that
›

›

›
rpt`1q

›

›

›

2
ď

ˆ

1 ´
η

n
λminpXXJq ´

4ηλ2

n
λminpXdiagpwd2 ` ud2qXJq

˙

›

›

›
rptq

›

›

›

2

` λ
?
d ¨ O

ˆ

η2
λ2

n2
d }r}

2
2

˙

ď

ˆ

1 ´ Ω

ˆ

ηd

n

˙˙

›

›

›
rptq

›

›

›

2

where we use Lemma D.12 and Assumption 5.1. We finish the induction.

Now we are ready to proof the main result Lemma 5.7 for Stage 1.

Lemma 5.7 (Stage 1). Let CT1 be a large enough universal constant, denote

T1 :“ inf

#

t :

›

›

›

›

d

n
v

pT1q

S ` λw
pT1qd2
S`

´ λu
pT1qd2
S´

´ β˚

›

›

›

›

8

“ CT1pBξ ` σ
a

n{dq

+

.

Then we know T1 “ Oplogp1{αq{ηλq and the following hold with a large enough universal

constant C1:
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•
›

›

›
w

pT1q
e`

›

›

›

8
,
›

›

›
u

pT1q
e´

›

›

›

8
ď C1α.

•
›

›

›
v

pT1q

S

›

›

›

2
ď C1

?
spn{dq log2pdqpBξ ` σ

a

n{dq and
›

›vpT1q
›

›

2
ď C1σ

a

n{d.

•
›

›rpT1q
›

›

2
ď C1σ

?
n.

Proof. Combine Lemma D.3, Lemma D.5, Lemma D.10 we prove the first 2 points and

bound the time T1. For the last point, by Lemma 5.5 and Assumption 5.1
›

›

›
rpT1q

›

›

›

2
ď

›

›

›
XλwpT1qd2

e`

›

›

›

2
`

›

›

›
XλupT1qd2

e´

›

›

›

2
`

›

›

›
Xpv

pT1q

S ` λw
pT1qd2
S`

´ λu
pT1qd2
S´

´ β˚q

›

›

›

2

`

›

›

›
XpvpT1q ´ v

pT1q

S q ´ ξ
›

›

›

2

ďOpλdα2q ` Op
?
nspBξ ` σ

a

n{dqq ` pd{n ´ 1q

›

›

›
Xv

pT1q

S

›

›

›

2

`

›

›

›
paT1XXJ ´ Iqξ ` ∆pT1q

v

›

›

›

2

ďOp1q }ξ}2 ` Opλdα2q ` Op
?
nspBξ ` σ

a

n{dqq ` rOp
?
nspBξ ` σ

a

n{dqq `
?
dζT1

“Opσ
?
nq,

where we use aT1 ď 1{d and ζT1 “ Opσ
?
n{dq from Lemma D.5. Note that the constants

hide in big-O in these lemmas only depends on universal constants CT1 ,
rC1, C rT1

, so we can

choose another large enough universal constant C1 to appear at these upper bounds.

D.2.4 Omitted proofs in Section D.2.1 and Section D.2.2

In this subsection, we give the proof of Lemma D.4, Lemma D.5, Lemma D.6, Lemma D.7,

Lemma D.8, Lemma D.9 and Lemma D.10 in previous subsections.

Lemma D.4. Recall the decomposition in (5.3)

1

n
XJXvptq “

d

n
v

ptq
S ` btpX

Jξqe ` Γt,

bt`1 “ bt ´
ηd

n

ˆ

bt ´
1

n

˙

,
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where
›

›Γptq
›

›

8
ď γt and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose

Lemma D.3 holds. We have for t ď rT1

bt “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

γt ď Opp
a

sd{n ` dsδ{nqηtq “ Opσ
a

n{d ` Bξq.

Proof. We first write the update of bt and Γt using the update of v.

bt`1pXJξqe ` Γt`1 “
1

n
XJXvpt`1q ´

d

n
v

pt`1q

S

“
1

n
XJXvptq ´

d

n
v

ptq
S ´ η

1

n
XJX

1

n
XJrptq ` η

d

n

ˆ

1

n
XJrptq

˙

S

“btpX
Jξqe ` Γt ´

η

n2
XJXXJrptq ` η

d

n

ˆ

1

n
XJrptq

˙

S

“btpX
Jξqe ` Γt ´

η

n2
XJpXXJ ´ dIqrptq ´ η

d

n

ˆ

1

n
XJrptq

˙

e

.

We bound the last two terms one by one. For η
n2
XJpXXJ ´ dIqrptq, we have by

Assumption 5.1 and Lemma D.3
›

›

›

η

n2
XJpXXJ ´ dIqrptq

›

›

›

8
ď

η

n
Op

1
?
n

¨
?
dn ¨

?
snq “ Opη

a

sd{nq.

For η d
n

`

1
nX

Jrptq
˘

e
, we have

ˆ

1

n
XJrptq

˙

e

“

ˆ

1

n
XJXvptq `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ´
1

n
XJξ

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“

ˆ

d

n
v

ptq
S `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` pbt ´
1

n
qXJξ ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“pbt ´
1

n
qpXJξqe `

ˆ

p
1

n
XJX ´ Iqpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

.
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Therefore, by Lemma D.3 we know

bt`1 “ bt ´
ηd

n
pbt ´

1

n
q,

γt`1 ď γt ` Opη
a

sd{nq ` η
d

n
Opsδ ` pd{

?
nqλα2q “ γt ` ηOp

a

sd{n ` dsδ{nq.

This implies

bt “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

γt ď Opp
a

sd{n ` dsδ{nqηtq “ Opσ
a

n{d ` Bξq.

Lemma D.5. Recall the decomposition in (5.4)

vptq “ v
ptq
S ` atX

Jξ ` ∆ptq
v ,

at`1 “ at ´ ηpbt ´ 1{nq

where
›

›

›
∆

ptq
v

›

›

›

8
ď ζt. and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose

Lemma D.3 holds. We have for t ď rT1

at “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

ζt “ OppBξ ` sδ ` σ
a

n{dqηtq “ Opσ
?
n{dq.

Moreover, for every t ď rT1,
›

›vptq
›

›

2
“ Opσ

a

n{dq,
›

›

›
v

ptq
S

›

›

›

2
“ Op

?
spn{dq log2pdqpBξ `

σ
a

n{dqq.

Proof. We write the update of at and ∆
ptq
v using the update of v

at`1X
Jξ ` ∆pt`1q

v “vpt`1q ´ v
pt`1q

S “ vptq ´ v
ptq
S ´ η

ˆ

1

n
XJrptq

˙

e

“atX
Jξ ` ∆ptq

v ´ η

ˆ

1

n
XJrptq

˙

e

.
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For
`

1
nX

Jrptq
˘

e
, using the decomposition of XJXv{n in Lemma D.4, we have

ˆ

1

n
XJrptq

˙

e

“

ˆ

1

n
XJXvptq `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ´
1

n
XJξ

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“

ˆ

d

n
v

ptq
S `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` pbt ´
1

n
qXJξ ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“pbt ´
1

n
qpXJξqe `

ˆ

p
1

n
XJX ´ Iqpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

.

Therefore, we have the update of at and ζt by using Assumption 5.1, Lemma 5.5 and

Lemma D.3

at`1 “at ´ ηpbt ´ 1{nq,

ζt`1 ď ζt ` ηOp|nbt ´ 1|Bξ ` sδ ` σ
a

n{d ` Bξ ` pd{
?
nqλα2q.

This implies

at “ ηt{n ´ η
ÿ

τăt

bτ “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

ζt ď OppBξ ` sδ ` σ
a

n{dqηtq “ Opσ
?
n{dq.

Thus, we have
›

›

›
vptq ´ v

ptq
S

›

›

›

2
ď atOpσ

?
dnq ` ζt

?
d “ Opσ

a

n{dq. We now bound

}vS}2. Since its gradient norm
›

›∇vSL
›

›

2
“

›

›pXJr{nqS
›

›

2
ď Op

?
sq by Lemma D.3 and

Assumption 5.1, we can bound }vS}2 as

}vS}2 “ η
ÿ

τďt

›

›

›
∇vSL

pτq
›

›

›

2
ď Op

?
sηtq “ Op

?
spn{dq log2pdqpBξ ` σ

a

n{dqq.

This also implies }v}2 “ Opσ
a

n{dq.
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Lemma D.6. In the setting of Lemma D.4 and Lemma D.5, we have for t ď rT1

∇wL “

ˆ

1

n
XJr

˙

d p2λwq “ 2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d w,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq “ ´2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d u,

∇vL “
1

n
XJr “

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆r,

where
›

›

›
∆ptq

r

›

›

›

8
“O

´

Bξ ` σ
a

n{d
¯

loooooooooomoooooooooon

“:Bs

`sδ

›

›

›

›

d

n
v

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

›

8

,

Proof. By Lemma D.4 and Lemma D.5 and the choice of parameter, the result directly

follows from Lemma 5.6.

Lemma D.7. Suppose Lemma D.3 hold. Then for every T11 ď t ď rT1 with T11 “

Oplogp1{λα2q{ηλβminq, λpw
ptq
k q2 ě βmin{4 for k P S` and λpu

ptq
k q2 ě βmin{4 for k P S´.

Proof. For t ď rT1, by Lemma D.6, we have for k P S` (note that puS´
qk “ 0 in this case.

The case k P S´ is similar, we omit for simplicity)

w
pt`1q

k “

ˆ

1 ´ 2ηλ

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ OpBξ ` σ
a

n{d ` sδq

˙˙

w
ptq
k ,

v
pt`1q

k “v
ptq
k ´ η

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ OpBξ ` σ
a

n{d ` sδq

˙

.

Since
›

›

›
v

ptq
S

›

›

›

8
“ Op

?
spn{dq log2pdqpBξ `σ

a

n{dqq by Lemma D.5, we know pd{nq

›

›

›
v

ptq
S

›

›

›

8
ă

βmin{4. Thus,

λpw
pt`1q

k q2 “

ˆ

1 ´ 2ηλ

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ OpBξ ` σ
a

n{d ` sδq

˙˙2

λpw
ptq
k q2

ě

´

1 ´ 2ηλ
´

λpw
ptq
k q2 ´ β˚

k {2
¯¯2

λpw
ptq
k q2.

Therefore, by Lemma D.11 within time Oplogp1{λα2q{ηλβminq we have λpw
ptq
k q2 ě

βmin{4 and will remain for t ď rT1.
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Lemma D.8. Suppose Lemma D.3 and Lemma D.7 hold. Given any time t0, assume

at time t0 B0 :“
›

›

›

d
nv

pt0q

S ` λpw
pt0q

S`
q2 ´ λpu

pt0q

S´
q2 ´ β˚

›

›

›

8
ě 4Bs where Bs is defined in

Lemma D.6. Let

T 1 :“ inf

#

t ´ t0 ě 0 :

›

›

›

›

d

n
v

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

›

8

ď

›

›

›

›

d

n
v

pt0q

S ` λpw
pt0q

S`
q2 ´ λpu

pt0q

S´
q2 ´ β˚

›

›

›

›

8

{2

+

be the time that signal error reduces by half. Then, we know T 1 “ Op1{ηλβminq.

Proof. Denote Et “

›

›

›

d
nv

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

8
. For t ď t0 ` T 1, by Lemma D.6,

we have for k P S` (note that puS´
qk “ 0 in this case. The case k P S´ is similar, we omit

for simplicity)

w
pt`1q

k “

ˆ

1 ´ 2ηλ

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ pBs ` sδEtq

˙˙

w
ptq
k ,

v
pt`1q

k “ v
ptq
k ´ η

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ pBs ` sδEtq

˙

.

We claim
›

›

›

d
nv

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

8
ď

›

›

›

d
nv

pt0q

S ` λpw
pt0q

S`
q2 ´ λpu

pt0q

S´
q2 ´ β˚

›

›

›

8
“

B0 for t0 ď t ď t0 ` T 1. We show this by induction. At t “ t0 it holds. Suppose before t

the claim holds. For time t ` 1,

d

n
v

pt`1q

k ` λpw
pt`1q

k q2 “
d

n
v

ptq
k ´

d

n
η

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ B0{3

˙

`

ˆ

1 ´ 2ηλ

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ B0{3

˙˙2

λpw
ptq
k q2

ě
d

n
v

ptq
k ` λpw

ptq
k q2 ´ η

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ B0{3

˙ˆ

d

n
` 4λ2pw

ptq
k q2

˙

.

This implies for t ď t0 ` T 1

d

n
v

pt`1q

k ` λpw
pt`1q

k q2 ´ β˚
k ě

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k

˙ˆ

1 ´
η

3

ˆ

d

n
` 4λ2pw

ptq
k q2

˙˙

ě

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k

˙

p1 ´ Ωpηλβminqq ,
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where in the last line we use Lemma D.7. Thus, if d
nv

ptq
k ` λpw

ptq
k q2 ´ β˚

k ă ´B0{2, then

it will increase so that | dnv
ptq
k ` λpw

ptq
k q2 ´ β˚

k | ď B0. Similarly, one can show that if

d
nv

ptq
k ` λpw

ptq
k q2 ´ β˚

k ą B0{2, then it will decrease so that | dnv
ptq
k ` λpw

ptq
k q2 ´ β˚

k | ď B0. In

this way, we finish the induction.

Moreover, from the above calculations, we can see that if d
nv

ptq
k `λpw

ptq
k q2´β˚

k ă ´B0{2,

then within time Op1{ηλβminq, | dnv
ptq
k `λpw

ptq
k q2´β˚

k | ď B0{2. Similarly, if d
nv

ptq
k `λpw

ptq
k q2´

β˚
k ą B0{2, then within time Op1{ηλβminq, | dnv

ptq
k ` λpw

ptq
k q2 ´ β˚

k | ď B0{2. By Lemma D.9,

we know once | dnv
ptq
k ` λpw

ptq
k q2 ´ β˚

k | ď B0{2, it will remain bounded by B0{2. Therefore,

we know T 1 “ Op1{ηλβminq.

Lemma D.9 (Stability). Suppose that Lemma D.6 and Lemma D.7 hold. Assume that
›

›

d
nv

pt0q ` λwpt0qd2 ´ λupt0qd2 ´ β˚
›

›

8
ď µ at time t0, then | dnv

ptq
k `λpw

ptq
k q2´λpu

ptq
k q2´β˚

k | ď

maxtµ, 2pBs ` sδµqu for all t ě t0 and k P S, where Bs is definied in Lemma D.6.

Proof. By Lemma D.6, we have for k P S` (note that puS´
qk “ 0 in this case. The case

k P S´ is similar, we omit for simplicity)

w
pt`1q

k “

ˆ

1 ´ 2ηλ

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ pBs ` sδµq

˙˙

w
ptq
k ,

v
pt`1q

k “v
ptq
k ´ η

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ pBs ` sδµq

˙

.

Since λpw
ptq
k q2 “ βmin{4 by Lemma D.7, we have

d

n
v

pt`1q

k ` λpw
pt`1q

k q2 “
d

n
v

ptq
k ´

d

n
η

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ pBs ` sδµq

˙

`

ˆ

1 ´ 2ηλ

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ pBs ` sδµq

˙˙2

λpw
ptq
k q2

ě
d

n
v

ptq
k ` λpw

ptq
k q2

´ η

¨

˝

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k ˘ pBs ` sδµq
looooomooooon

“:err

˛

‚

ˆ

d

n
` 4λ2pw

ptq
k q2

˙

.
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This implies for t ě t0, if d
nv

ptq
k ` λpw

ptq
k q2 ´ β˚

k ă ´2err, we have

d

n
v

pt`1q

k ` λpw
pt`1q

k q2 ´ β˚
k ě

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k

˙ˆ

1 ´
η

2

ˆ

d

n
` 4λ2pw

ptq
k q2

˙˙

ě

ˆ

d

n
v

ptq
k ` λpw

ptq
k q2 ´ β˚

k

˙

p1 ´ Ωpηλβminqq

Thus, d
nv

ptq
k `λpw

ptq
k q2 ´β˚

k will increase in this case. Therefore, we know d
nv

ptq
k `λpw

ptq
k q2 ´

β˚
k ě ´maxtµ, 2erru “ ´maxtµ, 2pBs ` sδµqu for all t ě t0. Similarly, given η is small

enough, we can also get a similar upper bound. Thus, we finish the proof.

Lemma D.10. Suppose Lemma D.3 hold. Recall

T1 :“ inf

"

t :

›

›

›

›

d

n
v

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

›

8

ď CT1pBξ ` σ
a

n{dq

*

,

where CT1 is a large enough universal constant. Then, we know T1 “ Oplogp1{αq{ηλβminq.

Proof. We can first use Lemma D.7 and then repeatedly using Lemma D.8 logp1{4Bsq

times. We get within time Oplogp1{λα2pBξ ` σ
a

n{dqq{ηλβminq “ Oplogp1{αq{ηλβminq,
›

›

›

d
nv

ptq
S ` λpw

ptq
S`

q2 ´ λpu
ptq
S´

q2 ´ β˚

›

›

›

8
ď 4Bs “ CT1pBξ ` σ

a

n{dq.

D.2.5 Technical lemmas

In this subsection, we collect several technical lemmas that are used in the proof.

Lemma D.11. Suppose zt`1 “ p1´ ηpzt ´µqq2zt with η, µ, z0 ą 0 and z0 ď µ´ ε. Then if

η ď µ{2, within time T “ Opp1{ηµqplogpµ{z0q ` logpµ{εqqq we have |zT ´µ| ď ε. Moreover,

we have |zt ´ µ| ď ε for t ě T .

Proof. Denote T1 :“ inftt : zt ě µ{2u and T2 :“ inftt : |zt ´ µ| ď εu. We bound T1 and

T2 ´ T1 respectively in below.

For t ď T1, we have zt`1 ě p1` ηµ{2q2zt ě p1` ηµ{2q2tz0. Thus, T1 “ Op 1
ηµ logpµ{z0qq.

For T1 ď t ď T2, we have zt`1 ě zt ´ 2ηpzt ´ µqzt ě zt ´ ηpzt ´ µqµ. This implies

zt`1´µ ě p1´ηµqpzt´µq ě p1´ηµqt´T1pzT1 ´µq. Therefore, T2´T2 “ Opp1{ηµq logpµ{εqq.

Together we know T “ T1 ` T2 “ Opp1{ηµqplogpµ{z0q ` logpµ{εqqq.
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We then show once |zt ´ µ| ď ε, it will stay close to µ. To see this, if ´ε ď zt ´ µ ă 0,

then from the above calculation we know zt`1´µ ě p1´ηµqpzt´µq ě ´ε. If 0 ď zt´µ ď ε,

then zt`1 “ p1´ ηpzt ´µqq2zt ď zt ď µ` ε. Therefore, we know |zt ´µ| ď ε for t ě T1.

Lemma D.12. For α, β P Rd, we have }α d β}2 ď }α}2 }β}8,
›

›αdk
›

›

2
ď }α}

k
2 for k ě 1.

Proof. We have

}α d β}
2
2 “

ÿ

i

α2
iβ

2
i ď }α}

2
2 }β}

2
8 ,

›

›αdk
›

›

2

2
“
ÿ

i

α2k
i “ }α}

2k
2k ď }α}

2k
2 .

D.3 Proof for Stage 2

In Stage 2, we will show that the training loss goes to ε while the test loss }β ´ β˚}2

remains small. In particular, we will split into 2 sub-stages: in Stage 2.1, train loss decreases

to }r}2 “ Opσq (Lemma D.13), and in Stage 2.2 we use a NTK-type analysis (Lemma D.18).

Note that it suffices to combine Lemma D.13 and Lemma D.18 to get Lemma 5.10.

Throughout Stage 2, we mostly rely on ve to fit the noise in order to reduce the loss;

at the same time, we show that the variables used in Stage 1 continue to fit the signal and

all the other variables remain small. This can be done by an NTK-type analysis when the

loss is very small. However, for the first part of Stage 2 we still need to track the dynamics

of v and XJXv carefully.

D.3.1 Stage 2.1: train loss decreases to }r}2 “ Opσq

Our goal in this stage is to show that the loss decreases to Opσ2q and that the non-signal

entries remain small. We formalize this in the following main lemma.

Lemma D.13 (Stage 2.1). Let T21 :“ inftt :
›

›rptq
›

›

2
ď CT21σu with large enough universal

constant CT21 . Then, we have T21 ´T1 “ Oppn{ηdq logpnqq and the following hold with large

enough universal constant C21:
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•
›

›

›

d
nv

pT21q

S λw
pT21qd2
S`

´ λu
pT21qd2
S´

´ β˚

›

›

›

8
ď C21pBξ ` σ

a

n{dq

•
›

›

›
w

pT21q
e`

›

›

›

8
,
›

›

›
u

pT21q
e´

›

›

›

8
C21α.

•
›

›vpT21q
›

›

2
ď C21σ

a

n{d and
›

›

›
v

pT21q

S

›

›

›

2
ď C21

?
spn{dq log2pdqpBξ ` σ

a

n{dq.

To prove this, we will maintain the following inductive hypothesis, which shows the

non-signal entries remain small. The overall strategy is to show that entries of v will allow

us to fit the noise and hence reduce loss, and we do this by using a similar strategy to track

the dynamics of v as in Stage 1.

Lemma D.14 (Inductive Hypothesis for Stage 2.1). For time T1 ď t ď rT21 :“ T1 `

C
rT21

pn logpnq{ηdq with a large enough universal constant C
rT21

, we have the following hold

with large enough universal constant rC21:

•
›

›

›

d
nv

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď rC21pBξ ` σ

a

n{dq

•
›

›

›
w

ptq
e`

›

›

›

8
,
›

›

›
u

ptq
e´

›

›

›

8
ď rC21α.

•
›

›

›
v

ptq
S

›

›

›

2
ď rC21

?
spn{dq log2pdqpBξ ` σ

a

n{dq.

•
›

›rptq
›

›

2
“ p1 ´ Ωpηd{nqqt´T1 ¨ C1σ

?
n.

In particular, the first and third point imply
›

›

›
λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
“ 2 rC21

?
spBξ `

σ
a

n{dq log2pdq. The last point implies that T21 ´T1 “ Oppn{ηdq logpnqq. Moreover, by the

choice of parameters, Opd{
?
nqλ

›

›

›
w

ptq
e`

›

›

›

2

8
“ OpBξ{ log dq, Opd{

?
nqλ

›

›

›
u

ptq
e´

›

›

›

2

8
“ OpBξ{ log dq.

Similar as Stage 1, we discuss the constant dependency here. All the constants in big-

O in this subsection, except main result Lemma D.13, should only depends on universal

constants CT21 ,
rC21, C rT21

as well as the constants in Stage 1. To ensure this, we especially

need to choose the constant in λ “ Θ
´

dσ´1n´1p
a

logpdq{n `
a

n{dq´1 log´1
pnq

¯

to be
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small enough to ensure the nonsignal entries do not grow large. See the proof of Lemma D.14

for details.

D.3.1.1 Dynamics of v

As in Stage 1, we analyze the decomposition of XJXv{n and v separately. The proofs

are very similar to Lemma D.4 and Lemma D.5 in Stage 1, but several terms will now have

a tighter bound. We defer the proofs to Appendix D.3.1.4.

For the decomposition of XJXv{n we have

Lemma D.15. Recall the decomposition in (5.3)

1

n
XJXvptq “

d

n
v

ptq
S ` btpX

Jξqe ` Γt,

bt`1 “ bt ´
ηd

n
pbt ´

1

n
q,

where
›

›Γptq
›

›

8
ď γt and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose

Lemma D.14 holds. We have for T1 ď t ď rT21

bt “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

γt ď γT1 ` Opσ
a

d{n ` pdBξ{n log dqηtq “ Opσ
a

n{d ` Bξq.

For the decomposition of v we have

Lemma D.16. Recall the decomposition in (5.4)

vptq “ v
ptq
S ` atX

Jξ ` ∆ptq
v ,

at`1 “ at ´ ηpbt ´ 1{nq,

where
›

›

›
∆

ptq
v

›

›

›

8
ď ζt. and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose

Lemma D.14 holds. We have for T1 ď t ď rT21

at “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

ζt “ ζT1 ` OppBξ ` σ
a

n{dqηpt ´ T1qq “ OppBξ ` σ
a

n{dqn logpnq{dq.

In particular, we can show that
›

›vptq
›

›

2
“ Opσ

a

n{dq.
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D.3.1.2 Implications of Inductive Hypothesis Lemma D.14

Given the dynamics of v, we now have the approximation of gradient by Lemma 5.6.

Lemma D.17. In the setting of Lemma D.15 and Lemma D.16, we have for T1 ď t ď rT21

∇wL “

ˆ

1

n
XJr

˙

d p2λwq “ 2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d w,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq “ ´2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d u,

∇vL “
1

n
XJr,

where
›

›

›
∆ptq

r

›

›

›

8
“O

´

Bξ ` σ
a

n{d
¯

` sδ

›

›

›

›

d

n
v

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

›

8

.

D.3.1.3 Proof of Inductive Hypothesis Lemma D.14 and Lemma D.13

Now we are ready to prove the induction hypothesis for Stage 2.1 and Lemma D.13.

Lemma D.14 (Inductive Hypothesis for Stage 2.1). For time T1 ď t ď rT21 :“ T1 `

C
rT21

pn logpnq{ηdq with a large enough universal constant C
rT21

, we have the following hold

with large enough universal constant rC21:

•
›

›

›

d
nv

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
ď rC21pBξ ` σ

a

n{dq

•
›

›

›
w

ptq
e`

›

›

›

8
,
›

›

›
u

ptq
e´

›

›

›

8
ď rC21α.

•
›

›

›
v

ptq
S

›

›

›

2
ď rC21

?
spn{dq log2pdqpBξ ` σ

a

n{dq.

•
›

›rptq
›

›

2
“ p1 ´ Ωpηd{nqqt´T1 ¨ C1σ

?
n.

In particular, the first and third point imply
›

›

›
λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

8
“ 2 rC21

?
spBξ `

σ
a

n{dq log2pdq. The last point implies that T21 ´T1 “ Oppn{ηdq logpnqq. Moreover, by the

choice of parameters, Opd{
?
nqλ

›

›

›
w

ptq
e`

›

›

›

2

8
“ OpBξ{ log dq, Opd{

?
nqλ

›

›

›
u

ptq
e´

›

›

›

2

8
“ OpBξ{ log dq.
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Proof. We show these inductively on t. For t “ T1, we know it holds by Lemma 5.7.

Suppose it holds before time t, then at time t ` 1 we will show it still hold.

For
›

›

›

d
nv

pt`1q

S ` λw
pt`1qd2
S`

´ λu
pt`1qd2
S´

´ β˚

›

›

›

8
, let k P S` (the case k P S´ can be han-

dled similarly, we omit for simplicity). Since by the choice of parameter pd{nq

›

›

›
v

ptq
S

›

›

›

8
ă

βmin{2, we know λpw
ptq
k q2 “ βmin{4. For T1 ď t ď rT21, by Lemma D.9 and Lemma D.17,

we know
›

›

d
nv

pt`1q ` λwpt`1qd2 ´ λupt`1qd2 ´ β˚
›

›

8
“ rC21pBξ ` σ

a

n{dq with large enough

rC21.

For k R S, consider wk (uk can be bounded similarly), we have the dynamics by

Lemma D.17

w
pt`1q

k ď

´

1 ` 2ηλOpBξ ` σ
a

n{dq

¯

w
ptq
k .

This means |w
ptq
k | “ p1 ` OpηλpBξ ` σ

a

n{dqqt´T1 ¨ C1α. To show |w
ptq
k | remain as Opαq,

recall the choice of λ “ Θ
´

dσ´1n´1p
a

logpdq{n `
a

n{dq´1 log´1
pnq

¯

and rT21 ´ T1 ď

C
rT21

n logpnq{ηd, we only need to choose the constant in λ to be small enough. In this way,

we get |w
ptq
k | ď rC21α with large enough constant rC21.

It remains to consider wk with k P S´ and uk with k P S`. We will focus on wk with

k P S´, the other follows the same calculation. Similar in the proof of Lemma D.3, we have

w
pt`1q

k u
pt`1q

k “

ˆ

1 ´ 2ηλ

ˆ

1

n
XJrptq

˙

k

˙

w
ptq
k ¨

ˆ

1 ` 2ηλ

ˆ

1

n
XJrptq

˙

k

˙

u
ptq
k ď w

ptq
k u

ptq
k ď α2.

We know u
ptq
k ě α. This implies that |w

ptq
k | ď α.

For }vS}2, we have by Lemma D.17 and Lemma 5.7

›

›

›
v

pt`1q

S

›

›

›

2
ď

›

›

›
v

ptq
S

›

›

›

2
` η

›

›

›

›

1

n
pXJrptqqS

›

›

›

›

2

ď

›

›

›
v

pT1q

S

›

›

›

2
` Op

?
spBξ ` σ

a

n{dqηpt ´ T1qq

“Op
?
spn{dq log2pdqpBξ ` σ

a

n{dqq

ď rC21

?
spn{dq log2pdqpBξ ` σ

a

n{dq

with large enough constant rC21.
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For the bound on
›

›rpt`1q
›

›

2
, using the same calculation as in the proof of Lemma D.3,

we can show it is true.

Given the above induction hypothesis, we are ready to prove the main result for Stage 2.1.

Lemma D.13 (Stage 2.1). Let T21 :“ inftt :
›

›rptq
›

›

2
ď CT21σu with large enough universal

constant CT21 . Then, we have T21 ´T1 “ Oppn{ηdq logpnqq and the following hold with large

enough universal constant C21:

•
›

›

›

d
nv

pT21q

S λw
pT21qd2
S`

´ λu
pT21qd2
S´

´ β˚

›

›

›

8
ď C21pBξ ` σ

a

n{dq

•
›

›

›
w

pT21q
e`

›

›

›

8
,
›

›

›
u

pT21q
e´

›

›

›

8
C21α.

•
›

›vpT21q
›

›

2
ď C21σ

a

n{d and
›

›

›
v

pT21q

S

›

›

›

2
ď C21

?
spn{dq log2pdqpBξ ` σ

a

n{dq.

Proof. The first two points and the bound on T21 ´ T1 follow from Lemma D.14. The last

point follow from Lemma D.16 and Lemma D.14. As mentioned earlier, we can choose

large enough universal constant C21 to serve as upper bound, since all big-O here only hide

constants depend on universal constants CT21 ,
rC21, C rT21

and the constants in Stage 1.

D.3.1.4 Omitted Proofs in Section D.3.1.1 and Section D.3.1.2

In this subsection, we give the proof of Lemma D.15, Lemma D.16 and Lemma D.17.

Lemma D.15. Recall the decomposition in (5.3)

1

n
XJXvptq “

d

n
v

ptq
S ` btpX

Jξqe ` Γt,

bt`1 “ bt ´
ηd

n
pbt ´

1

n
q,

where
›

›Γptq
›

›

8
ď γt and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose

Lemma D.14 holds. We have for T1 ď t ď rT21

bt “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

γt ď γT1 ` Opσ
a

d{n ` pdBξ{n log dqηtq “ Opσ
a

n{d ` Bξq.
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Proof. The proof here is almost the same as in the proof of Lemma D.4 in Stage 1. The

only difference is that we know have better bounds on the error terms. We first write the

update of bt and Γt using the update of v.

bt`1pXJξqe ` Γt`1 “
1

n
XJXvpt`1q ´

d

n
v

pt`1q

S

“
1

n
XJXvptq ´

d

n
v

ptq
S ´ η

1

n
XJX

1

n
XJrptq ` η

d

n

ˆ

1

n
XJrptq

˙

S

“btpX
Jξqe ` Γt ´

η

n2
XJXXJrptq ` η

d

n

ˆ

1

n
XJrptq

˙

S

“btpX
Jξqe ` Γt ´

η

n2
XJpXXJ ´ dIqrptq ´ η

d

n

ˆ

1

n
XJrptq

˙

e

.

We bound the last two terms one by one. For η
n2
XJpXXJ ´ dIqrptq, we have by

Assumption 5.1 and Lemma D.14
›

›

›

η

n2
XJpXXJ ´ dIqrptq

›

›

›

8
ď
η

n
Op

1
?
n

¨
?
dnqp1 ´ Ωpηd{nqqt´T1Opσ

?
nq

“Opησ
a

d{nqp1 ´ Ωpηd{nqqt´T1 .

For η d
n

`

1
nX

Jrptq
˘

e
, we have

ˆ

1

n
XJrptq

˙

e

“

ˆ

1

n
XJXvptq `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ´
1

n
XJξ

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“

ˆ

d

n
v

ptq
S `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` pbt ´
1

n
qXJξ ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“pbt ´
1

n
qpXJξqe `

ˆ

p
1

n
XJX ´ Iqpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

.
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Therefore, we know by Lemma D.14

bt`1 “ bt ´
ηd

n
pbt ´

1

n
q,

γt`1 ď γt ` p1 ´ Opηd{nqqt´T1Opησ
a

d{nq ` η
d

n
OpBξ{ log d ` pd{

?
nqλα2q

“ γt ` p1 ´ Opηd{nqqt´T1Opησ
a

d{nq ` ηOpdBξ{n log dq.

By Lemma D.4, this implies

bt “ p1 ´ ηd{nqt´T1bT1 ` p1 ´ p1 ´ ηd{nqt´T1q{n “ p1 ´ p1 ´ ηd{nqtq{n ď 1{n,

γt ď γT1 ` Opσ
a

n{d ` pdBξ{n log dqηpt ´ T1qq “ Opσ
a

n{d ` Bξq.

Lemma D.16. Recall the decomposition in (5.4)

vptq “ v
ptq
S ` atX

Jξ ` ∆ptq
v ,

at`1 “ at ´ ηpbt ´ 1{nq,

where
›

›

›
∆

ptq
v

›

›

›

8
ď ζt. and recall the notation βS “

ř

i:β˚
i ‰0 βiei, βe “

ř

i:β˚
i “0 βiei. Suppose

Lemma D.14 holds. We have for T1 ď t ď rT21

at “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

ζt “ ζT1 ` OppBξ ` σ
a

n{dqηpt ´ T1qq “ OppBξ ` σ
a

n{dqn logpnq{dq.

In particular, we can show that
›

›vptq
›

›

2
“ Opσ

a

n{dq.

Proof. The proof here is almost the same as in the proof of Lemma D.5 in Stage 1. The

only difference is that we know have better bounds on the error terms. We write the update

of at and ∆
ptq
v using the update of v

at`1X
Jξ ` ∆pt`1q

v “vpt`1q ´ v
pt`1q

S “ vptq ´ v
ptq
S ´ η

ˆ

1

n
XJrptq

˙

e

“atX
Jξ ` ∆ptq

v ´ η

ˆ

1

n
XJrptq

˙

e

.
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For
`

1
nX

Jrptq
˘

e
, using the decomposition of XJXv{n in Lemma D.15, we have

ˆ

1

n
XJrptq

˙

e

“

ˆ

1

n
XJXvptq `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ´
1

n
XJξ

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“

ˆ

d

n
v

ptq
S `

1

n
XJXpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` pbt ´
1

n
qXJξ ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

“pbt ´
1

n
qpXJξqe `

ˆ

p
1

n
XJX ´ Iqpλw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚q ` Γt

`
1

n
XJpλXwptqd2

e`
´ λXuptqd2

e´
q

˙

e

.

Therefore, we have the update of at and ζt by using Lemma 5.5, Assumption 5.1 and

Lemma D.14

at`1 “ at ´ ηpbt ´ 1{nq,

ζt`1 ď ζt ` ηOp|nbt ´ 1|Bξ ` Bξ{ log d ` σ
a

n{d ` Bξ ` pd{
?
nqλα2q.

By Lemma D.5, this implies

at “ ηt{n ´ η
ÿ

τăt

bτ “ p1 ´ p1 ´ ηd{nqtq{d ď 1{d

ζt ď ζT1 ` OppBξ ` σ
a

n{dqηpt ´ T1qq “ OppBξ ` σ
a

n{dqn logpnq{dq.

We now bound }v}2. Since its gradient norm

}∇vL}2 “
›

›XJr{n
›

›

2
ď p1 ´ Ωpηd{nqqt´T1Opσ

a

d{nq

by Lemma D.14 and Assumption 5.1, we can bound

›

›

›
vptq

›

›

›

2
ď

›

›

›
vpT1q

›

›

›

2
` η

ÿ

T1ďτďt

›

›

›
∇vL

pτq
›

›

›

2
“

›

›

›
vpT1q

›

›

›

2
` Opσ

a

n{dq “ Opσ
a

n{dq.
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Lemma D.17. In the setting of Lemma D.15 and Lemma D.16, we have for T1 ď t ď rT21

∇wL “

ˆ

1

n
XJr

˙

d p2λwq “ 2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d w,

∇uL “ ´

ˆ

1

n
XJr

˙

d p2λuq “ ´2λp
d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚ ` ∆rq d u,

∇vL “
1

n
XJr,

where
›

›

›
∆ptq

r

›

›

›

8
“O

´

Bξ ` σ
a

n{d
¯

` sδ

›

›

›

›

d

n
v

ptq
S ` λw

ptqd2
S`

´ λu
ptqd2
S´

´ β˚

›

›

›

›

8

.

Proof. By Lemma D.15 and Lemma D.16 and the choice of parameter, the result directly

follows from Lemma 5.6.

D.3.2 Stage 2.2

After Stage 2.1, the loss is already very small. This allows us to further tighten the

bound of several terms and use an NTK-type analysis to show that the parameters do not

move much while reduce the training loss to ε.

Lemma D.18. Let T22 :“ inftt : Lpuptq,wptq,vptqq “
›

›rptq
›

›

2
{n ď εu. Then T22 ´ T21 “

Opn logpσ{εq{ηdq and the following hold:

•
›

›

›

d
nv

pT22q

S ` λw
pT22qd2
S`

´ λu
pT22qd2
S´

´ β˚

›

›

›

8
“ OpBξ ` σ

a

n{dq

•
›

›

›
w

pT22q
e`

›

›

›

8
,
›

›

›
u

pT22q
e´

›

›

›

8
“ Opαq

•
›

›vpT22q
›

›

2
“ Opσ

a

n{dq,
›

›

›
v

pT22q

S

›

›

›

2
“ Op

?
spn{dq log2pdqpBξ ` σ

a

n{dqq

•
›

›rptq
›

›

2
“ p1 ´ Ωpηd{nqqt´T21Opσq

In particular, the above imply that
›

›βpT22q ´ β˚
›

›

2
“ Op

?
s log2pdqpBξ`σ

a

n{dqq. Moreover,

for every t ě T22, the above still hold and train loss Lptq ď ε.
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For the constant dependency, the big-O here can be replaced by a large enough universal

constant, similar to the argument in Stage 1 and Stage 2.1. We omit here for simplicity.

Proof. We show these by induction. At t “ T21, we know they hold by Lemma D.13.

Suppose before time t they hold, then at time t ` 1 we know
›

›XJrpτq{n
›

›

8
“ p1 ´

Ωpηd{nqqτ´T21Opσ{
?
nq for any τ ď t by Assumption 5.1.

For
›

›

›

d
nv

pt`1q

S ` λw
pt`1qd2
S`

´ λu
pt`1qd2
S´

´ β˚

›

›

›

8
, consider the k-th entry with k P S` (k P

S´ can be bounded similarly). The proof is similar to the proof in Lemma D.14, we omit

for simplicity.

We now consider
›

›

›
w

pt`1q
e`

›

›

›

8
and

›

›

›
u

pt`1q
e´

›

›

›

8
. For k R S, consider wk (uk can be bounded

similarly)

|w
pt`1q

k | ď

´

1 ` 2λη
›

›

›
XJrptq{n

›

›

›

8

¯

w
ptq
k

ď
ź

T21ďτďt

`

1 ` p1 ´ Ωpηd{nqqτ´T21Opηλσ{
?
nq
˘

Opαq

ď

˜

1 `
ÿ

T21ďτďt

p1 ´ Ωpηd{nqqτ´T21Opηλσ{
?
nq

¸

Opαq

ďOpα ` λσ
?
nα{dq “ Opαq,

where in the second to last line we use the fact that
ś

ip1 ` qiq “ e
ř

i lnp1`qiq ď e
ř

i qi ď

1 ` Op
ř

i qiq for
ř

i qi “ Op1q.

It remains to consider wk with k P S´ and uk with k P S`. We will focus on wk with

k P S´, the other follows the same calculation. Similar in the proof of Lemma D.3, we have

w
pt`1q

k u
pt`1q

k “

ˆ

1 ´ 2ηλ

ˆ

1

n
XJrptq

˙

k

˙

w
ptq
k ¨

ˆ

1 ` 2ηλ

ˆ

1

n
XJrptq

˙

k

˙

u
ptq
k ď w

ptq
k u

ptq
k ď α2.

We know u
ptq
k ě α. This implies that |w

ptq
k | ď α.

For }r}2, we can bound it the same as in the proof of Lemma D.3.
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For }vS}, we have by Lemma D.13

›

›

›
v

pt`1q

S

›

›

›

2
ď

›

›

›
v

ptq
S

›

›

›

2
` η

›

›

›

›

1

n
pXJrptqqS

›

›

›

›

2

ď

›

›

›
v

pT1q

S

›

›

›

2
`

ÿ

T21ďτďt

p1 ´ Ωpηd{nqqτ´T21Opησ{
?
nq

“Op
?
spn{dq log2pdqpBξ ` σ

a

n{dqq

For }v}2, we have

›

›

›
vpt`1q ´ vpT21q

›

›

›

2
ďη

ÿ

T21ďτďt

›

›

›

›

1

n
XJrpτq

›

›

›

›

2

ď
ÿ

T21ďτďt

p1 ´ Ωpηd{nqqτ´T21Opησ{
?
nq

“Opσ
?
n{dq.

Note that
›

›vpT21q
›

›

2
“ Opσ

a

n{dq, thus we have
›

›vpt`1q
›

›

2
“ Opσ

a

n{dq.

In this way, we finish the induction proof. It remains to bound T22 ´ T21. Given
›

›rptq
›

›

2
“ p1 ´ Ωpηd{nqqtOpσq, we know T22 ´ T21 “ Opn logpσ{εq{ηdq. Moreover, we can

see in the above proof that it will still hold after T22, thanks to the geometric decreasing of

}r}2.

D.4 Proof of Main Result (Theorem 3.2)

In this section, we give the proof of main result. Given that we have already charac-

terized the training dynamics to the convergence in Stage 1 and Stage 2, it immediately

follows from the results for Stage 1 (Lemma 3.3) and Stage 2 (Lemma 3.4).

Theorem 3.2 (Main result). Under Assumption 3.1, 3.2, 3.3, consider Algorithm 1 on loss

(3.2). There exists a schedule of weight decay λt and step size ηt such that given m ě m0 “

rO˚p1q¨p1{ε0qOprq neurons with small enough ε0 “ Θ˚p1q, with high probability we will recover

the target network Lpθq ď ε within time T “ O˚plogp1{εq{ηq where η “ polypε, 1{d, 1{mq.

Moreover, when ε Ñ 0 every student neuron wi either aligns with one of teacher neuron

w˚
j as =pwi,w

˚
j q “ 0 or vanishes as |ai| “ }wi} “ 0.

Proof. First note that Lemma 3.4 follows from Lemma D.13 for Stage 2.1 and Lemma D.18
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for Stage 2.2. Then, it suffices to combine Lemma 3.3 and Lemma 3.4 in Section 5.5, since

}β ´ β˚}2 ď

›

›

›

›

d

n
vS ` λwd2

S`
´ λud2

S´
´ β˚

›

›

›

›

2

`

›

›

›

›

d

n
vS

›

›

›

›

2

` }v}2 `

›

›

›
λwd2

e`
´ λud2

e´

›

›

›

2

“ O

˜

?
s logpnq logpn{αq

˜

σ

c

logpdq

n
` σ

c

n

d

¸¸

D.5 Synthetic Experiments

102 103 104 105 106

d

10 3

10 2

10 1
hybrid interpolation
log(d)/ d
v + w 2 u 2

log3(d)/ d
w 2 u 2

1/log(d)

Figure D.1: Test loss vs. dimension d when fixing the ratio d{n “
?
d{3 for 3 different

interpolating method: hybrid interpolation with Lasso [137], model v ` λwd2 ´ λud2 as
we focused in the chapter and model wd2 ´ ud2 that only keeps the second order term.
Solid lines represent the mean and shaded regions represent the standard deviation of test
loss during 3 experiments. Dashed lines represent the corresponding order.

Table D.1: Test loss bound of different methods
Hybrid interpolation [137] Min-ℓ1-norm [191] Ours

Opσ2 s log d
n ` σ2 n

d q Op σ2

logpd{nq
q O

´´

σ2 s log5pdq

n ` σ2 sn log4 d
d

¯¯

In this section, we run synthetic experiments to verify our theoretical results. We choose

d from 100 to 106 and set n “ 3
?
d. The target β˚ “ p1{

?
3,´1{

?
3, 1{

?
3, 0, . . . , 0qJ, data

xi „ Np0, Iq sampled from Gaussian distribution and noise level σ “ 0.1. We compare 3

different interpolation method:

• Hybrid interpolation [137]: As a 2-step procedure, we first use Lasso (implemented in

sklearn) with ℓ1 regularization coefficient on the order of Θpσ
a

logpdq{nq (Theorems
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7.13 and 7.20 in Wainwright [190]). We choose the coefficient with the best test loss

among the choice of t1{10, 1{5, 1{2, 1, 2, 5, 10u ˚ σ
a

logpdq{n. In the second step, we

use the min-ℓ2-norm interpolator to fit the residual.

• Model v ` λwd2 ´ λud2: As suggested in our main result, we initialize v “ 0 and

w “ u “ α1 with α “ 10´10. We set λ “ 100d{σn logpnqp
a

logpdq{n `
a

n{dq and

run gradient descent with stepsize η “ 10´6 until training loss reaches 10´4.

• Model wd2 ´ud2: We use small initialization that sets w “ u “ α1 with α “ 10´15.

We run gradient descent with stepsize η “ 10´6 until training loss reaches 10´4.

Our results are shown in Figure D.1. We can see that with fixed ratio d{n “
?
d{3,

as d increases, the test loss of different method decreases with different rate. The hybrid

interpolation gives the smallest test loss and our learner model v ` λwd2 ´ λud2 gives

a similar performance. This agrees with what our theoretical result suggests. The model

wd2 ´ ud2 that only uses second-order term performs worse than others. This is expected

as we know such parametrization with small initialization converges to min-ℓ1-norm in-

terpolator [199], and min-ℓ1-norm interpolator gives large test loss Ωpσ2{ logpd{nqq in the

sparse noisy regression setting [46, 191].
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