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Abstract

Gaze estimation, the ability to predict where a person is looking, has become an
indispensable technology in healthcare research. Current tools for gaze estimation
rely on specialized hardware and are typically used in well-controlled laboratory
settings. Novel appearance-based methods directly estimate a person’s gaze from
the appearance of their eyes, making gaze estimation possible with ubiquitous, low-
cost devices, such as webcams and smartphones. This dissertation presents new
methods on appearance-based gaze estimation as well as applying this technology to
solve challenging problems in practical healthcare applications.

One limitation of appearance-based methods is the need to collect a large amount
of training data to learn the highly variant eye appearance space. To address this
fundamental issue, we develop a method to synthesize novel images of the eye using
data from a low-cost RGB-D camera and show that this data augmentation technique
can improve gaze estimation accuracy significantly. In addition, we explore the
potential of utilizing visual saliency information as a means to transparently collect
weakly-labelled gaze data at scale. We show that the collected data can be used
to personalize a generic gaze estimation model to achieve better performance on an
individual.

In healthcare applications, the possibility of replacing specialized hardware with
ubiquitous devices when performing eye-gaze analysis is a major asset that appearance-

based methods brings to the table. In the first application, we assess the risk of
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autism in toddlers by analyzing videos of them watching a set of expert-curated
stimuli on a mobile device. We show that appearance-based methods can be used
to estimate their gaze position on the device screen and that differences between
the autistic and typically-developing populations are significant. In the second ap-
plication, we attempt to detect oculomotor abnormalities in people with cerebellar
ataxia using video recorded from a mobile phone. By tracking the iris movement
of participants while they watch a short video stimuli, we show that we are able to
achieve high sensitivity and specificity in differentiating people with smooth pursuit

oculomotor abnormalities from those without.
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1

Introduction

1.1 Overview

Gaze is the process of seeing and acquiring visual information from the outside
world. With over 80% of the human sensory information being received by the
eyes (Rosenblum, 2010), gaze is the primary method for human perception. As a
result, gaze cues are re ective of the underlying cognitive process and a ective state,
which plays a crucial role in understanding human interaction.

Eye gaze is an important feature that has been extensively studied in various
elds in healthcare including cognitive science, psychology, and behavioral science.
A person's gaze has been shown to be re ective of their decision making process,
e.g., deciding which object to select (Shimojo et al., 2003; Schotter et al., 2012), or
what direction to take (Wiener et al., 2012). Researchers have also used gaze as a be-
havioral biomarker for many psychiatric conditions including concussion (Samadani
et al., 2015), anxiety (Schulze et al., 2013), autism (Wetherby et al., 2004; Pierce
et al., 2016; Frazier et al., 2016), and ataxia (Zee et al., 1981; Furman et al., 1983).
Furthermore, eye movement patterns are also indicative of fatigue and drowsiness
(Marandi et al., 2018; Wilkinson et al., 2013).
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Due to the wide range of applications related to gaze, there has been growing in-
terest in the past decade to develop tools with the capability to estimate a person's
gaze | eye trackers. Commercial eye trackers such as the Tobii T60 and EyeLink
1000 use specialized hardware including high resolution infrared cameras and illumi-
nators to detect small-scaled features in the eyes for gaze estimation. When using
these devices, many conditions including indoor environment setting, constrained
head movement, optimal distance to the camera, and user calibration, needs to be
met in order to achieve high accuracy. Consequently, eye trackers have mainly been
limited to researchers and used in well-controlled laboratory settings.

In contrast to the technology used in commercial eye trackers, appearance-based
methods directly estimate gaze from the images of the eyes without the need to
extract small-scale features, therefore allowing the use of low-resolution visible light
cameras such as webcams and smartphones cameras. The potential of using these
ubiquitous devices for gaze estimation implies the possibility to conduct gaze-related
experiments outside laboratory settings. For healthcare applications, this translates
to the possibility of performing clinical assessments beyond the clinic walls. In addi-
tion, appearance-based methods have been shown to have a larger operational range
when compared to commercial eye trackers (Zhang et al., 2019). This robustness to
camera positioning can also be of great importance in healthcare applications where
gaze estimation often needs to be performed remotely in a non-intrusive manner.

Despite showing great potential, appearance-based methods have yet to match
commercial eye trackers in terms of estimation accuracy. In general, the di culty
lies in the large variation of eye appearance due to factors irrelevant to gaze, such
as user appearance, head pose, illumination, distance to camera, etc. Recently, sev-
eral works (Zhang et al., 2015; Krafka et al., 2016; Zhang et al., 2016; Park et al.,
2019) used deep learning to make signi cant advances in this area, demonstrating
the importance of having large amounts of data. However, the current process of
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collecting and annotating gaze data is extremely time-consuming, and often a bot-
tleneck to achieving better performance. For some healthcare applications, it is also
challenging for the user to perform calibration, e.g., the user is a toddler or a person
with disability, therefore it is important to develop a method that can achieve high
estimation accuracy with limited or even without calibration.

In this dissertation, our rst aim is to address the problem of collecting large
scale gaze data in an e cient and user friendly manner for appearance-based gaze
estimation. To this end, we rst explore a method that uses a RGB-D camera
and synthesis techniques for data augmentation. We then develop a framework
that uses visual saliency information to allow for the collection of gaze data in a
transparent fashion. Our second goal is to apply current appearance-based methods
to real world healthcare applications. We rst present an application on the screening
autism in toddlers. In this application, we use an appearance-based method to
estimate the toddler's gaze pattern and show di erences between typical and autistic
populations. In the second application, we detect oculomotor abnormalities in people

with cerebellar ataxia by tracking their eye movement.
1.2 Dissertation Organization and Key Contributions

The organization of this dissertation is as follows.
Chapter 2: Background.

In this chapter, we go over some of the literature for gaze estimation. Speci cally,
we review both feature-based and appearance-based methods with more focus on the

latter. We also compile a list of the publicly available gaze datasets.



Chapter 3: Synthesis-based Low-cost Gaze Estimation with RGB-D Camera.

In this chapter, we present a method to synthesize novel eye images from RGB-
D data for gaze estimation. We use 3D information to synthesize head movement
and a linear method to synthesize eye movement. We show that this technique
can greatly augment the data and improve gaze estimation performance. The work
presented corresponds to the publication "Synthesis-based low-cost gaze analysis”

(Chang et al., 2016).
Chapter 4: Personalizing Gaze Estimation using Visual Saliency.

In this chapter, we present a method that utilizes visual saliency information to

collect weakly-labelled gaze data in a transparent fashion. We design an algorithm
capable of using this weakly-labelled data to adapt person-independent CNN-based
models for a speci c user and show signi cant improvements in gaze estimation ac-
curacy. The work presented corresponds to the publication "SalGaze: Personalizing

Gaze Estimation using Visual Saliency” (Chang et al., 2019).
Chapter 5: Scalable Gaze Analysis for Screening Autism in Toddlers.

In this chapter, we present an application on screening autism in toddlers. We
developed a mobile application to record a toddler's face while they watch a series
of video stimuli. We use an appearance-based method to predict the toddler's gaze
pattern and show major di erences between the typical and autistic population. The

work presented is part of an ongoing project.
Chapter 6: Detection of Oculomotor Abnormalities in Cerebellar Ataxia.

In this chapter, we describe a simple and rapid eye movement test using a mobile
phone camera for data capture and show its capability in detecting oculomotor ab-

normalities such as smooth pursuit. We use a combination of computer vision and



signal processing tools to extract the eye movement signal and show that it can be
used to classify oculomotor abnormalities and estimate severity. The work presented

is part of a submission in review.
Chapter 7: Conclusion.

In this chapter, we summarize the dissertation and discuss potential future research

directions.
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Background

Over the past two decades, a plethora of di erent methods for have been proposed
for gaze estimation. A detailed survey summarizing some of the earlier works can be
found in Hansen and Ji (2010). Despite the great amount of work in this area, most
gaze estimation methods can be categorized as either feature-based or appearance-
based. In this chapter, we provide a brief literature review of these two types of gaze

estimation methods.



Figure 2.1 : Dark/bright pupil e ect under infrared illumination. The specular
re ection (glint) is the bright dot to the lower right of the pupil. Hansen and Ji
(2010).

2.1 Feature-based Methods

Feature-based gaze estimation relies on the detection of local features in eye images
to estimate gaze. This class of methods typically require mid-high resolution cameras
to be able to accurately extract features related to gaze. In addition, a calibration

procedure is typically required to estimate user speci ¢ parameters.
2.1.1 Pupil-Center Corneal Re ection

Currently, the most accurate and widely adopted technique in commercial gaze track-
ers is the pupil-center corneal re ection (PCCR) method. This approach requires
high-resolution near-infrared cameras and light sources to capture detailed images
of the eyes. Due to the high contrast between iris and pupil under infrared lighting,
pupil localization could be achieved with high accuracy. Specular re ections, com-
monly referred to as glints, are also clearly visible in the infrared domain (Figure 2.1).
Depending on how the PCCR feature, the vector pointing from the pupil center to the
glint, is used to compute gaze, PCCR methods can be classi ed into two categories:
interpolation methods and model-based methods. Interpolation methods learn a
direct mapping from the PCCR feature to the gaze position. Di erent strategies
including linear regression (Merchant et al., 1974), polynomial regression (Morimoto

and Mimica, 2005; Stampe, 1993), Support Vector Regression (Zhu et al., 2006),



S

Figure 2.2 : Model-based PCCR method. The geometric relationship between the
PCCR feature, eye model, light source, and gaze can be derived explicitly, Guestrin
and Eizenman (2006).

and neural networks (Ji and Yang, 2002) have been proposed to learn this mapping.
However, the proposed methods are not robust to head motion and performance
signi cantly degrades when the head moves away from its original position. Model-
based methods geometrically relates the PCCR feature with the eye model and light
source (Figure 2.2). Using this method, head pose invariance could be achieved with
a calibration session that is dependent on the setup. Using a single camera and
light source, accurate gaze could be computed for a xed head pose only (Guestrin
and Eizenman, 2006). When multiple light sources are used with a single camera,
accurate gaze could be computed for varying head pose if a calibration session of
xating at multiple points is performed (Shih et al., 2000). If multiple cameras are
used, then the calibration session could be simpli ed to using a single point (Zhu
and Ji, 2007).

Overall, PCCR-based methods can achieve very high accuracy by precisely mod-



() (b) (c)

Figure 2.3 : Eye features. (a) The vector from the mid point of two eye corner
landmarks to the eyeball center is used as eye feature (Chen and Ji, 2008). (b) The
iris and eyelid contours are tracked using a patrticle Iter (Wu et al., 2007). (c) Facial
landmarks are used to localize the eye and the starburst algorithm is used to t an
ellipse to the iris contour to nd the iris center (Xiong et al., 2014).

elling the geometry of the system and thus commonly used in commercial eye trackers.
However, these methods require dedicated hardware which can be a limiting factor

in many applications.
2.1.2 RGB-D based Methods

With the increasing availability and a ordability of commercial RGB-D cameras
such as the Microsoft Kinect and Intel RealSense, many works aim at applying
feature-based methods to RGB-D data. In contrast to PCCR methods, accurate
pupil localization is relatively di cult under natural light, therefore features such

as eye landmarks, eye contour, iris center, and iris contour are commonly used to
characterize the eye (Fig 2.3) in RGB-D based methods.

Xiong et al. (2014) used RGB-D data from the Microsoft Kinect to construct a
3D model of the eye. The pupil center is localized by tting an ellipse to the iris
contour using the starburst algorithm (Li et al., 2005). Wen et al. (2016) used a
multilinear face model (Cao et al., 2014) to track the head position. The eyeball

motion is estimated by rendering the eye appearance to match the recorded image.



Draelos et al. (2015) used the Intel RealSense to capture the 3D geometry of the eye
and t a plane to the iris section. The gaze direction is taken to be orthogonal to
the eye plane.

Compared to PCCR-based methods, RGB-D based methods are less demanding
in terms of hardware, requiring only a single RGB-D camera. However, RGB-D based
methods are less accurate due to the coarser features that can be extracted from the

lower resolution RGB images as well as the limited precision of depth information.
2.2 Appearance-based Approaches

Methods that directly map the high-dimensional eye image to the low-dimensional
gaze parameters are classi ed as appearance-based methods. Since no small-scale
feature detection is required, appearance-based methods can leverage low resolution
images from low-cost hardware which is one of the main reasons it has gained much
attention among researchers in the past few years. However, due to the fact that eye
appearance is a ected by numerous factors, such as degree of openness of eyes, head
pose, illumination conditions, etc., determining the exact relationship between eye

appearance and gaze is very challenging in an unconstrained environment.
2.2.1 Fixed head pose methods

One line of work in this area focus on studying the underlying relationship between
the eye appearance image and gaze under a xed head pose setting. Early works
collected thousands of eye images to train an arti cial neural network (Xu et al., 1998;
Baluja and Pomerleau, 1994). Tan et al. (2002) exploited the topology in the eye
appearance space and used it to linearly interpolate gaze. They successfully reduced
the number of training samples to 252 while maintaining high accuracy. Lu et al.
(2011) improved on the work of Tan by enforcing a sparsity constraint which ensures

samples used for interpolation are within the same local appearance manifold. They
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Figure 2.4 : 2-D gaze space and eye appearance feature manifold. Gaze positions on
a 2-D screen (left) and corresponding eye appearance features projected to 2-D space
(middle). The eye appearance manifold in 3-D space and eigenvalues in percentages
(right). Lu et al. (2011).

drastically reduced the number of training samples to 33 (Figure 2.4).

By simplifying the gaze estimation problem to a single head pose, xed head pose
methods achieve very high accuracy. These methods give us insight into the complex
relationship between the eye appearance and gaze but are not practical in real-world

applications.
2.2.2 Synthesis based methods

To address the variation of eye appearances caused by head pose, a line of work pro-
poses a synthesis-based approach to arti cially create eye appearances under di erent
head pose settings. Sugano et al. (2014) used a multi-camera setup to reconstruct
the 3D geometry of the eye region. By projecting the textured mesh in di erent
directions, they simulate eye appearances under di erent head poses (Figure 2.5).
They use random forest regression on their augmented dataset and achieve good
accuracy for cross-subject testing. The work described in Chapter 3 builds on the
work of Sugano by additionally synthesizing eye appearances corresponding to dif-
ferent eyeball movement using linear interpolation. Wood et al. (2016) developed a

morphable eye model to render realistic eye images under di erent head pose, eye-
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Figure 2.5 : Eye image synthesis using a virtual camera. Eye images corresponding
to di erent head poses are synthesized by rotating a virtual camera around the 3-D
eye mesh, Sugano et al. (2014).

Figure 2.6 : Eye image synthesis using a morphable eye model. Synthetic eye
images are rendered by varying the gaze (left) and pose (right), Wood et al. (2016).

ball, and illumination con gurations (Figure 2.6). They synthesize a dataset of 1
million eye images and use k-Nearest-Neighbors for gaze estimation.

Synthesis provides a means of augmenting the gaze data to increase the variations
in eye appearance. While it has been shown to help with factors such as head pose,
synthesis based methods have inherent di culty in generalizing to real data due to

the gap between real and synthesized data.
2.2.3 Deep Learning Methods

In recent years, tremendous progress has been made in the eld of deep learning,
addressing many important problems in the computer vision domain. Many state-
of-the-art techniques in deep learning have since been applied to the problem of gaze

estimation.
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Person-independent Methods

Earlier methods using deep learning focused on training a generic gaze estimation
model without calibrating to a speci ¢ person. Zhang et al. (2015) collected over
200,000 images on 15 people using their laptops. Using 3D calibration data, the
images of the eye region are normalized to a frontal pose and then used train a
convolutional neural network. Wood et al. (2015) trained a convolutional neural
network using arti cial eye images synthesized from a sophisticated morphable eye
model. Shrivastava et al. (2016) used unlabeled eye images to train an adversarial
neural network to improve the realism of synthetic eye images. They show improve-
ment in gaze accuracy using the re ned synthetic data. Krafka et al. (2016) used
Amazon Mechanical Turk to collect over 2 million images of over 1400 people using
their iPhone and iPad. They train a convolutional neural network using the left and
right eye images, face image, as well as a binary mask indicating the face position in
the image (Figure 2.7). Zhang et al. (2016) trained a convolutional neural network
using only the full face image and achieves improved performance on two benchmark
datasets. Park et al. (2018b,a) trained a deep network to regress to intermediate eye
landmarks and pictorial representations of the eyeball before estimating the gaze.
Overall, person-independent methods have made signi cant breakthroughs in the
area of calibration-free gaze estimation, showing the power of deep learning and the

importance of having large amounts of data.
Gaze Personalization

Due to inter-person anatomical di erences that cannot be be observed from the

appearance of the eye (Guestrin and Eizenman, 2006), generic person-independent
models seem to have reached a performance bottleneck of 4 { 5 degrees error (Zhang
etal., 2016; Fischer et al., 2018). Based to this observation, recent works have focused

on the problem of personalizing generic gaze models for a speci c user. Krafka et al.
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Figure 2.7 : Gaze estimation using a convolutional neural network. The network
takes the left eye, right eye, face and face grid images as input and outputs the gaze
position on the screen, Krafka et al. (2016).

(2016) used the CNN features of a few calibration samples to train a Support Vector
Regression model. However this approach is prone to under tting and over tting.
Several methods (Lincen et al., 2018; Chen and Shi, 2019; Xiong et al., 2019) have
tried to explicitly incorporate person-dependent parameters in the model. These
parameters are estimated using a few calibration samples during testing. Others (Yu
et al., 2019; Sugano et al., 2012) use synthesis techniques to augment the number
of samples for a specic user to train a person-speci ¢ model or ne-tune a generic
model. Liu et al. (2018) proposed a di erential approach to, for each person, learn
the angular di erence between two eye images instead of the absolute gaze direction.
In this way, only features related to gaze are learned and person-dependent factors
are eliminated. Park et al. (2019) used meta learning to train a highly adaptable
model that does not overt and can be ne-tuned with very few samples to yield

signi cant performance gains.
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Overall, the goal of gaze personalization is to further improve the performance
of person-independent deep learning based methods by incorporating person-speci c
data. The challenge is to achieve this with as little input from the user as possible
since collecting ground truth data can be challenging or not possible in some applica-
tions such as the one we describe in Chapter 5. In Chapter 4, we describe a method
that utilizes saliency information to collect ground truth gaze data in a transpar-
ent manner and show that it can be used to signi cantly improve gaze estimation

performance.

2.3 Public Datasets

Collecting ground truth gaze data is not an easy task. For 3D gaze data, one has to
calibrate the system to determine the 3D relationship between the eyes and the gaze
target. While 2D gaze data is easier to collect since the gaze target is usually at a
known location on a 2D screen, the data is often exclusive to the setup and cannot be
compared other data. Nevertheless, it is important to mention some of the publicly
available large scale gaze datasets that have been commonly used as benchmarks.
A summary of the datasets is shown in Table 2.1 and more detailed information is

given in the following sections.
Columbia (Smith et al., 2013)

In this dataset, each of the 56 participants were asked to gaze in 21 directions under
5 di erent head poses for a total of 5880 images. A chin rest was used to stabilize the
participant's head while 5 cameras placed at speci c locations were used introduce

the head pose variation. Each image was manually checked to unsure quality.
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Table 2.1: Comparison of current publicly available gaze estimation datasets with
respect to number of participants, head poses, on-screen gaze targets (discrete or
continuous), number of di erent illumination conditions, and total number of images.

Dataset Participants Poses Targets lllumination  Images
Columbia 56 5 21 1 5,880
Eyediap 16 continuous continuous 2 videos
UT Multiview 50 8 + synthesized 160 1 64,000
MPIlIGaze 15 continuous continuous continuous 213,659
TabletGaze 51 continuous 35 continuous videos
GazeCapture 1474 continuous 13 + continuous  continuous 2,445,604

Eyediap (Mora et al., 2014)

This dataset consists of RGB-D video data of 16 participants looking at a visual
target under di erent settings. Visual targets consists of discrete and continuous
dots that appear on a monitor as well as a physical oating ball. For each visual
target, participants are recorded once under a xed head pose and once with head
motion. 3 participants had extra recordings with varying illumination and distance

to camera.
UT Multiview (Sugano et al., 2014)

50 participants were each asked to xate on 160 points on a monitor while being
simultaneously recorded using 8 cameras, which results in 64,000 original eye images.
They reconstruct the 3D shapes of the eye region and then densely synthesize from
dense views to acquire 1,152,000 synthesized images. The whole process was carried

out in a well-controlled setting using a chin rest.
MPIlIGaze (Zhang et al., 2015)

Over the course of 3 months, 15 participants were asked to take part in multiple
gaze recording sessions when using their laptops. Each recording session consisted of
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having the user xate on 20 random points on the screen. The data was collected at
di erent locations and times of day with no restrictions on the head pose to ensure
a realistic variability in appearance and illumination. Eye images are normalized to

a frontal pose using a generic 3-D face model.
TabletGaze (Huang et al., 2015)

The dataset is composed of recordings of 51 participants watching a video on a tablet.
The video consists of dots appearing at 35 xed locations on the screen in a random
order. Each participant conducted four recording sessions for each of four di erent
body postures, with a total of 16 video sequences. There were no limitations on
how the tablet was held. The recording session took place in a naturally lit o ce

environment.
GazeCapture (Krafka et al., 2016)

For this dataset, 1474 people were recruited through Amazon Mechanical Turk to
use an iOS application to record gaze information. Participants are asked to xate
on 60 dots, 13 of which are xed, on the iPhone or iPad screen and repeat the process
for multiple orientations of the device. The use of crowdsourcing introduces a large
variability in pose, appearance, and illumination in the dataset. A total of 2,445,604
images were collected, although only less than 1.5 million images had a valid face

detection and were used to train the model in Krafka et al. (2016).
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3

Synthesis-based Low-cost Gaze Estimation with
RGB-D Camera

Accurate gaze estimation from low resolution images outside of the lab (in the wild)
still proves to be a challenging task despite the great amount of progress made in this
eld within the past decade. The new Intel low-cost RealSense 3D camera, capable
of acquiring submillimeter resolution depth information, is currently available in
laptops, and such technology is expected to become ubiquitous in other portable
devices. In this chapter, we focus on low-cost, scalable and real time analysis of
human gaze using this RealSense camera. We exploit the direct measurement of
eye surface geometry captured by the RGB-D camera, and perform gaze estimation
through novel synthesis-based training and testing. We show that this synthesis-
based training and testing signi cantly improves the precision in gaze estimation,

opening the door to true low-cost solutions.
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3.1 Introduction

Gaze estimation is the process of predicting where the human eye is looking. There
has been a great increase of interest in this area over the last decade due to its
relevance in a wide range of applications, including human-computer interaction,
fatigue detection, and clinical mental health diagnosis. In many of these applications,
gaze estimation needs to be performed either from a distance or in a non-intrusive
manner, therefore limiting the resolution of the acquired eye images. In this common
low-resolution scenario, appearance-based methods, which use the eye appearance
image to directly estimate gaze, are more popular compared to model-based methods,
which use derived geometric features as input.

The advantage of appearance-based methods is that no small-scale feature need
to be extracted since the high-dimensional eye image is directly mapped to the low-
dimensional gaze direction, allowing the use of low resolution images. However, the
biggest limitation of appearance-based methods is that variation in eye images arise
from factors other than gaze, head motion being a major contributor. In general,
appearance-based methods require a large amount of training data to cover the eye
appearance space. For example, Zhang et al. (2015) collected more than 200,000
images over a 3-month period to train a deep neural network.

In this chapter, we propose an appearance-based approach for gaze estimation
using synthesized eye images to address the problem of e ciently acquiring large
amounts of gaze data. Sugano et al. (2012) proposed a synthesis-based approach
to generate multiple views of the eye from a 3D reconstruction of the face. How-
ever, their method is only able to synthesize eye appearance changes due to head
motion and not the gaze-related eye movement itself. In addition, they use eight
industry-level cameras for the multi-view reconstruction requiring complex calibra-

tion and high cost. In contrast, we use a single Intel RealSense 3D camera, a low-cost
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commercial RGB-D camera similar to Microsoft's Kinect but better in short range
capabilities, to acquire 3D surface data of the face, from which multiple views of the
eye are synthesized. We show how the RealSense can be used to accurately align
and segment eye images automatically. In addition, we propose a novel approach
to synthesize eye appearance changes due to eye movements using a linear method.
Finally, we demonstrate that a test-by-synthesis approach is able to further improve

the gaze estimation performance

3.2 Methods

Our synthesis-based gaze estimation approach is composed mainly of ve steps:
person-speci ¢ face model learning, face alignment, head pose synthesis, eye move-
ment synthesis, and random forest regression. An overview of our approach is shown

in Fig. 3.1. In the following sections, each step of the pipeline is described in detalil.

3.2.1 RGB-D Data

We rst describe the type of data that is acquired from the RGB-D cameras such as
the Intel RealSense. The data acquired consists of two components: an RGB image
and a depth map. The RGB image is similar to what could be captured from a
typical webcam while the depth map is an image that contains information about
the distance of objects in the scene. The two components are registered such that
there is a unique mapping from pixels in the RGB image to pixels in the depth map
and vice versa. Combining the two components, a point cloud can be generated
where each point in the point cloud has a position element (X, y, z) and a color

element (r, g, b).
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Figure 3.1 : Pipeline of proposed method. First, a personalized face model is
created by tting a 3D morphable model to multiple RGB-D scans of the face. Each
RGB-D frame is then aligned to the personalized face model such that the head
pose is normalized to a canonical frontal view. From the pose-normalized face, eye
images corresponding to di erent head poses are synthesized by projecting the 3D eye
surface in di erent directions. The head pose rotation angles and projection angles
are tracked to infer the gaze direction of the synthesized pose-varying eye images.
In the eye movement synthesis step, a linear method is used to combine multiple
eye images with the same head pose to synthesize eye appearances of di erent gaze
angles for that head pose. In the nal step, a random forest is trained for each unique
pose to learn the mapping from the eye appearances to the gaze directions.

3.2.2 Personalized Face Model Learning

One of the challenges of appearance-based gaze estimation methods is the large
variance in eye appearances due to 2D eyeball movement and 6D head motion. To
address the appearance variation from head motion, we learn a personalized face

model for head pose normalization and synthesis.
Basel Face Model

3D Morphable Model (3DMM) is a popular method for generating 3D face models
due to their capability of allowing for a large variety of face shapes using a limited

number of parameters. We speci cally use the Basel Face Model (BFM) (Paysan

21



et al., 2009) due to its availability and simplicity, but other 3D face databases (Cao
et al., 2014; Yin et al., 2008) could also be used instead.

The BFM represents a 3D face as
sp q M (3.1)

wheres P R3" contains the 3D coordinates of then vertices stacked into a vector,
PR® is the mean face, and each column df PR3 ™ is a face shape basis vector.

In this way, the face model is parameterized by the coe cient vector PR™.
Model Fitting

We learn the personalized face model using an approach similar to Amberg et al.
(2008) by deforming the BFM to simultaneously t a set ofk point cloud samples
of the subject's facetx;u. Since there is no one-to-one correspondence between
raw sample points and BFM points, we minimize the distance between a subset of
corresponding pointsk;;s; PR3 . Speci cally, we solve the following optimization

problem,

k nj
. 5 5 2
arg min IRt sl 11l (3.2)
tRj uttju, i1 1

whereR;;t; are the rotation matrix and translation vector that aligns thej th sample
with the BFM, x; is the ith corresponding point in samplg, s;; i Mo s
the BFM point corresponding tox;; , n; is the number of correspondences for sample
j,and is a stiness parameter that controls the amount of deformation allowed.
We solve (3.2) iteratively by alternating between solving for the rigid head-pose
transformation (R; t) and the face deformation . An initial alignment is computed
from corresponding facial landmarks (Kazemi and Sullivan, 2014);; s, using Pro-
crustes (Schenemann, 1966). Point-to-plane iterative closest point (ICP) (Zhang,

1994) is then used to solve foR;t. To nd the correct correspondencess; and
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si, we use all pairs of nearest neighbors points between the sample and BFM with
distances smaller than . Then s solved using least-squares. The sti ness pa-
rameter is decreased each iteration to allow for larger deformations as alignment
accuracy improves. Typically, the algorithm converges in 10 to 15 iterations. Pseu-
docode for the algorithm is shown in Algorithm 1. We denote the tted model as

the personalized BFM.

Algorithm 1  Basel Face Model Fitting

1: PO P8 b ,

2. for j B 1Lk do

3 R;tq B Procrustes (xj;s)

4. X b RXJ' t

5. end for

6: while || * ||?i do

7 p 1

8: for | B 1;k do

o: pR;tg D lcp (X;; )

10: X b RXJ' t

11: px;;S;9 B Minpairwise (Xj;S)
12: end for o

13: toargmin (]| M, x> | |2
14: sbD M 1

15: b {c

16: end while

Eye Region De nition

Here we de ne the eye region of the personalized BFM. This goal of this step is to
ensure consistent eye region cropping during the image generation stage. We de ne a
xed point ¢ PR?® within the personalized BFM to reference an eye's location. This

point is computed as the mean of the aligned eye centers,
1.¥
c K RiXjc 1 (3.3)
i1
wherex;. is the mean of the 3D (left or right) eye landmarks of thg th sample.
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A more straightforward approach for eye localization across subjects would be to
track a xed point within the eye region of the BFM throughout the tting process
and use it as reference. However, due to di erences in face shapes as well as the
limited expressiveness of the BFM, the eye region of a subject's face point cloud
does not consistently overlap with that of the BFM after tting the model. We

therefore opted to use subject-speci ¢ landmarks for better localization.
3.2.3 Face Alignment

The goal of face alignment is to normalize the head pose to a canonical viewpoint
and scale so that the face point cloud can be systematically manipulated later to
generate same-pose images of the eyes. Accurate alignment also allows for consistent
segmentation of the eye region.

The approach here is similar to the method described in Section 3.2.2 except
that ICP is performed without deforming the BFM. For each RGB-D sample, facial
landmarks are detected in the RGB image using Intraface Xiong et al. (2014), from
which 3D landmark points are derived by mapping the 2D points to the 3D point
cloud. With the 3D landmark points, the region between the forehead and mouth is
cropped. We chose to use only this region for alignment since it is robust to occlusion
and expression changes. An initial rigid transformation is estimated by aligning 11
facial landmarks to the corresponding personalized BFM landmarks using Procrustes
after which ICP is used to further re ne the alignment. Since the sample point cloud
and personalized BFM are from the same person, a near perfect alignment can be
achieved using this method (Figure 3.2).

The head pose for samplg is de ned as the 3D rigid transformationR;;t; from
the BFM to the RGB-D sample. Due to the continuity of head pose in the tracking
process, we use the estimated head pose parameters from the previous frame to

initialize ICP for the next frame to achieve more consistent alignment.
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Figure 3.2 : Face alignment process. (a) Before alignment. The RGB-D sample
(blue) is clearly separated from the BFM (red). (b) After rigid alignment. Procrustes
is used to estimate a rigid transformation between the personalized BFM and the
RGB-D sample using 11 facial landmarks. (c) After ICP alignment. Point-to-plane
ICP is performed to ne-tune the alignment.

3.2.4 Head Pose Synthesis

In this step, we synthesize novel views of the eye by rotating and projecting the pose-
normalized point cloud. The eye images generated using this method represents the
appearances of the eye if the person only moved their head without moving their
eyes.

Let xo denote a RGB-D sample with head poseRg; tou, gazego, and it's pose-
normalized counterpartx;, with gazeg; . Therefore,

Xx; Ryx R 't

g Rg 19
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Figure 3.3 : Eye image projection. (a) 3D points around the eye center are projected
to the X-Y plane. (b) A rectangular area of xed size around the projected eye center

is de ned to be the eye region. (c) The synthesized eye image is formed by uniformly
sampling points within the de ned eye region using linear interpolation.

After applying a rotation of R; to the sample, we get
Xs RiX¢ RiROIX RiRolto

gs Rigr RiR,'g

wherex s and gs represents the rotated point cloud its corresponding gaze vector.

The rotation anglestR;u was chosen to be from -10 to 10 degrees with 5 degree
intervals in both the pitch (vertical) and yaw (horizontal) directions, yielding a total
of 25 di erent views. This range was chosen such that eye appearance changes due
to head pose variation were clearly noticeable, but at the same time not distorting
the eye images to an extent where gaze information is lost.

After projecting X to the X-Y plane, a xed-size rectangular region around the
eye center de ned in Equation 3.3 is selected as the eye region. Eye images are then
generated by uniformly sampling within the region at a xed resolution of 24 40
pixels. This process is shown in Figure 3.3 and examples of synthesized eye images
are shown in Figure 3.4a. Our proposed method is able to handle scaling and multi-
resolution images by tuning the sampling resolution within the de ned eye region.

Due to errors in estimating the head pose, the sample and model are not exactly

aligned which introduces errors in the synthesized eye image. The alignment error
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can be split into translation error and rotation error. The former results in a shift in

the eye image while the latter introduces skew. Previous works have tried to address
translation error by registering the eye corners and using template matching to align
them (Lu et al., 2012; Martinez et al., 2012). We did not adopt this approach since
eye corners need to be manually labeled and we also found that eye corners are not

distinct enough for some subjects under our camera resolution.
3.2.5 Eye Movement Synthesis

In the previous section, we synthesized eye images corresponding to head motion.
In this step, we compliment the previous section by further synthesizing eye images
corresponding to eye movements for a given head pose.

Lu et al. (2014) showed that gaze positions and eye appearances have a similar
local manifold when the head is static, and that gaze position could be estimated
using a linear combination of other gaze positions. This linear approximation is
computed by reconstructing the target eye image from a sparse set of samples eye
images. Based on this nding, we reverse the process and synthesize eye images as
a linear combination of other eye images based on gaze.

The eye image pixels are rst raster-scanned and normalized to have values be-
tween 0 and 1 to form the descriptore PRY, whered is the number of pixels in the
eye image. For a set of eye imagéeg;u, their corresponding 3D gaze direction is
denoted astgiu PR®. Let tg;u PR® denote the set of gaze directions for which we

wish to synthesize eye imagee; u PRY. The goal is to solve

min| ;|1 st g Dg (3.4)

directions. The synthesized eye images are then computed as

i Dy (3.5)
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Figure 3.4 : Synthesized eye images using (a) head pose synthesis, and (b) eye
movement synthesis.

whereDy  X1;X2;:::;X,Sis the dictionary of eye images.

The range of gaze directions to synthesizg was chosen to be the same as the
range of the original setg;. Typically this is about 40 degrees in the horizontal
direction and 20 degrees in the vertical direction. The interval was set to 0.2 degrees
in each direction which results in approximately 20,000 synthesized images. We
solve Equation 3.4 using Orthogonal Matching Pursuit (OMP) Tropp and Gilbert
(2007) which takes less than one second using a Matlab implementation. Samples of

synthesized eye images are shown in Fig. 3.4b.
3.2.6 Random Forest Regression

We chose to use random forests (Breiman (2001)) to learn the mapping between eye
appearance and gaze direction because it has been shown to work well in related tasks
(Sugano et al. (2014); Zhang et al. (2015)). Each eye image is converted to grayscale,
raster-scanned to form a feature vector and normalized to have unit length. The gaze
direction is de ned as a unit vector that points from the eye center de ned in Section
3.2.2 to the visual target. During the head pose and eye movement synthesis steps

the gaze direction is updated for each synthesized eye image.
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3.3 Experiments

In this section, we describe the data collection process, the experiments we conducted

as well as the results.
3.3.1 Data Collection

The data collection system is composed of a 14-inch laptop with a 160®00 display
and an Intel RealSense F200 camera. RGB images captured by the RealSense were
set to 1920 1080 pixels while the depth map resolution was set to 640 480.
Calibration was performed using a mirror-based technique such that pixel coordinates
on the laptop screen can be mapped to its 3D coordinates in the camera reference
system.

During recording sessions, 3 participants (2 male and 1 female) were asked to sit
approximately 40cm in front of the laptop and look at 60 visual targets that appeared
randomly on the screen. Participants were explicitly told that they can move their
head naturally. After post processing, 10 RGB-D frames were kept for each visual
target per participant. Half of the data is randomly selected as the training data
and the other half as the testing data.

A personalized face model was rst created for each participant using a subset of
their data using the method described in Section 3.2.2. Using the face model, each
frame was normalized to the canonical frontal pose. Head pose and eye movement
synthesis is then performed to augment the data. The synthesized samples belong
to the same training or testing set as the original non-synthesized sample. The head
pose angle computed during the pose normalization stage is used to adjust the gaze

direction label since all evaluation is performed in the pose-normalized setting.
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3.3.2 Results

We evaluated the performance of our proposed method by conducting three sets of

experiments.

No-synthesis: This is the baseline experiment. In this setting, no head pose or
eye movement synthesized data was used and only the pose-normalized original

eye images were included for training and testing.

Half-synthesis: For this experiment, the eye movement synthesized data for the
canonical frontal pose is used for training. Essentially this is augmenting the
baseline training set using eye movement synthesis. The test data is the same

as the baseline experiment where no synthesized data is used.

Full-synthesis: In this setting, the eye movement synthesized data for all syn-
thesized head pose angles is used to augment the training data. Instead of
training a single random forest on all the data, we instead train a random for-
est on all eye movement synthesized data for each of the 25 head pose angles.
During testing, the head pose synthesized data for each test sample is eval-
uated using the corresponding random forest. After correcting the output of
each random forest with its associated head pose angle, the median is adopted

as the nal gaze estimate.

The estimation errors for each participant across the three experiments are given
in Table 3.1. It can be seen that using eye movement synthesis improves the perfor-
mance over the baseline for all participants. When both head pose and eye movement
synthesis are performed the error is further reduced to less than one degree on aver-

age.
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Table 3.1: Gaze estimation error ()
Participant No-synthesis Half-synthesis Full-synthesis

1 1:32 154 1:18 1:37 0:85 0:98
2 140 1:73 1:25 1:48 1:07 1:29
3 1.25 151 0:91 1:.09 0:77 0:93

Average 132 1:59 1111 1:31 0:90 1:.07

3.4 Conclusion

We proposed a novel synthesis-based approach for gaze analysis using a low-cost
commercial 3D camera. We synthesize eye appearance changes due to both head
motion and eye movement to dramatically increase the amount of training data. In
the testing stage, we also use synthesis to obtain multiple gaze estimates. Moreover,
our approach works with low resolution images and is able to handle slight natural
head motion. The reported results demonstrate that synthesis can be used to com-
pensate the lack of calibration data and greatly improve gaze estimation accuracy

and stability, justifying the feasibility of low-cost gaze analysis.

31



A4

Personalizing Gaze Estimation using Visual
Saliency

Traditional gaze estimation methods typically require explicit user calibration to
achieve high accuracy. This process is cumbersome and recalibration is often re-
quired when there are changes in factors such as illumination and pose. In this
chapter, we introduce SalGaze, a framework that utilizes saliency information in the
visual content to transparently adapt the gaze estimation algorithm to the user with-
out explicit user calibration. We design an algorithm to transform a saliency map
into a di erentiable loss map that can be used for the optimization of CNN-based
models. SalGaze is also able to greatly augment standard point calibration data
with implicit video saliency calibration data using a uni ed framework. We show

accuracy improvements over 24% using our technique on existing methods.
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4.1 Introduction

Gaze estimation is the problem of estimating a person's line of sight. It is important
as eye gaze re ects a person's underlying cognitive process Eckstein et al. (2017)
which can be used in a wide array of applications including digital content marketing
Wedel and Pieters (2008), diagnosing psychiatric conditions such as autism Klin et al.
(2002), and automated driving Alletto et al. (2016).

Due to dierences in the structure and appearance of the eye, calibration is
typically required to learn the parameters that are intrinsic to the user in order for
gaze estimation algorithms to achieve high precision. This calibration process is
typically in the form of having the user look at certain points on the target screen.
One main issue with this process is that a one-time calibration typically only works
in the same environment setting. Changes in factors such as illumination, head
position, and facial appearance can drastically a ect the estimation accuracy and
recalibrating for each scenario is not feasible. Active gaze calibration can also be too
restrictive in some scenarios. For instance, gaze is an important biomarker for autism
risk assessment in toddlers (Sasson and Elison, 2012), however, it is very challenging
to require a toddler to perform active calibration as well as get feedback on the
calibration performance. The same challenges also appear for elderly populations
with neurodegenerative disorders (Anderson and MacAskill, 2013). Due to these
reasons, having a way to passively calibrate for the user is critical for making gaze
estimation a more pervasive technology, in particular when using o -the-shelf devices,
such as cameras embedded on mobile devices, and deploying in general in-the-wild
scenarios.

With recent advances in machine learning, the combination of appearance-based
gaze estimation and deep learning has become a popular method for remote estima-

tion of gaze (Xiong et al., 2019; Chen and Shi, 2019; Yu et al., 2018; Wang et al.,
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2019; Fischer et al., 2018; Yu et al., 2019). Appearance-based algorithms have the
advantage of only using an image of the person's face or eyes as input, therefore
eliminating the need of any specialized hardware other than a regular camera. Deep
learning algorithms have been shown to be powerful tools for gaze estimation due
to its ability to incorporate factors including illumination, head pose, appearance,
etc., using end-to-end learning. The biggest challenge with this approach is the need
for a huge amount of data with ground truth gaze labels to train the network. Re-
cent works (Smith et al., 2013; Sugano et al., 2014; Funes Mora et al., 2014; Huang
et al., 2017; Zhang et al., 2015; Krafka et al., 2016; Wood et al., 2016) have made
great e orts on creating such large datasets, showing promising results. However, the
process of collecting labeled gaze data is still a tedious task, and without powerful
domain transfer techniques, which have yet to be demonstrated for gaze estimation,
such data is limited to the devices, and scenarios for which it was collected. The
lack of data as well as an e cient process for collecting data is one of the major
bottlenecks of deep learning methods for gaze estimation. Addressing this challenge
is the goal of this chapter.

Cognitive science has shown that the human visual system has a strong tendency
to focus on highly salient regions in the visual eld. There has been extensive work
in the area of computational saliency to emulate this behavior. While conventional
research in this eld leverages ground truth gaze data for visual saliency estimation,
in this work we propose to invert the process and utilize visual saliency information
for gaze estimation. We argue and demonstrate that saliency information within the
scene can be used for calibration purposes without active participation from the user.

In this chapter, we present SalGaze, a novel framework that leverages visual
saliency information, properly processed as here introduced, for personalized gaze
estimation using deep learning models. Calibration is transparently performed while

the user watches a few short video clips. By using a here proposed di erentiable loss
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map, SalGaze is also able to combine standard point-based calibration data with
free-viewing video data under a uni ed framework, further improving performance if

more accuracy is desired. We experiment with both empirical saliency data collected
from eye trackers, and saliency data generated from two state-of-the-art saliency

algorithms. We show accuracy improvements of more than 24% using our technique.

4.2 Related work

Saliency Prediction. Seminal work in this area was done by Itti et al. (1998). They
presented a computational model that extracted low-level features such as color and
orientation to predict a global saliency map. More recently, a plethora of deep
learning based methods have been proposed for static saliency prediction. Kummerer
et al. (2014, 2016) proposed two deep saliency prediction networks, DeepGaze | and
DeepGaze I, that was built on the AlexNet (Krizhevsky et al. (2012)) and VGG-19
(Simonyan and Zisserman (2014)) models respectively. Pan et al. (2017) used a GAN
to generate saliency maps. Cornia et al. (2018) and Liu and Han (2018) combines
Long Short-Term Memory networks (LSTM) (Hochreiter and Schmidhuber (1997))
with ResNet (He et al. (2016)) to infer saliency by incorporating global and scene
contexts. The problem of saliency prediction is not the focus of this work, we use
saliency as a tool for gaze estimation. Further progress on computational saliency

estimation can potentially further improve the results we obtain.

Gaze and Saliency. While the problem of gaze estimation and saliency prediction
have received a lot of attention in each of their own respective areas, there are only

a handful of works, to date, that make a connection between them. Sugano et al.
(2010) were the rst to utilize saliency as a probability map for gaze estimation.
They use Gaussian process regression to establish a mapping between eye images

and gaze positions on a monitor under a xed head pose setting. Chen and Ji (2011)
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used a model-based approach where the parameters of the eyeball are estimated in
a probabilistic manner using saliency information of the stimuli. Their method is
based on the pupil center corneal re ection (PCCR) which requires the use of an
infrared camera in order to locate the pupil position. Many other works (Recasens
et al. (2015, 2017); Fan et al. (2018); Soo Park and Shi (2015); Chong et al. (2018))
uses the saliency information of an image to determine if a person in the same
image is looking at a salient object. Our work di ers from them as we use the
saliency information of an out-of-frame target for precise gaze estimation. Contrary
to these works, our method is designed for deep learning algorithms that utilize a loss
function, and as such we design a new saliency-informed di erentiable cost function
which is also capable of combining saliency information with point-wise calibration.
The ability of transparently collecting large amounts of gaze data using saliency

information further enhances the potential of our method.
4.3 Personalized Gaze Estimation from Saliency

In Section 4.3.1, we mathematically formulate the problem of 2D gaze estimation for
standard point-wise calibration data. Then in Section 4.3.2, we extend the formula-
tion to using saliency information and derive a solution by designing a di erentiable
loss map. We show that traditional point-based calibration is a special case of our
solution and therefore can be combined with it. Implementation details of our CNN

model are provided in Section 4.3.3.
4.3.1 Point Loss

Let € R? denote an open set where a person's gaze is tracked, e.g. a computer
monitor or a phone screen| the input, typically the face or eye image of the person
or a combination of them, andf a model capable of estimating the person's gape "

from this image, i.e.,p® fpq(pP).
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The standard calibration procedure consists of collecting images :::; |, of users
looking at pre-speci ed locationsp; ::;; pn (pi P ) on the screen. The parameters of
the modelf are denoted as p i;:::; mG We can optimize these parameters such

that the empirical error on the collected data is minimized,

n

opt  argmin’ df pigpc; (4.1)
i1
where d represents some distance between the predicted ggze ~f g q and the
ground truth gazep, e.g., the one induced by the L2 normdpu;vg }u v},
a o

U V. Equation (4.1) can be solved, for example, using stochastic gradient

descent, as the loskp g ', ddf pigp is di erentiable,

qu

2ff pdiq pd —— 5 ) (4.2)

BLi
B
Sincef is implemented using di erentiable CNN models in this Work,BEfT is well
de ned and can be computed numerically. Gradient descent leads to the updating
rule,

qu

"N nboR&nPd 5 — (4.3)

P

where represents the gradient descent step size. Essentially, the parameters of
the model are slowly modi ed such thatp®™N p. As shown in Eq. (4.3), the term
proportional to p p pgpushes the prediction of the model in the opposite direction
of the error vector, therefore improving the accuracy. This simple optimization
technique has been shown to be very robust in the context of gaze estimation Krafka

et al. (2016).
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4.3.2 Probability Map Loss

We extend the ideas in the previous section to the scenario where, instead of precise
point calibration data, we have, for each input imagd;, saliency informations; :

N r O; 1sof the content the user is watching.spx; ygcan be interpreted as a measure
of the likelihood that the user is looking at the pointpc;yq P .

A naive way to adapt Eq. (4.1) to exploit the new calibration datats;u would

be,
n

ot argmin’ gmsipf piqqg (4.4)

i1

where g is de ned as some smooth monotonic decreasing function, e.gpuq u
orgpuq I{u. This formulation makes sense in regions whespx;yq 0 since if the
model predicts a positionf g gof high probability, sgf g ggwould be large, and the
lossgpsp Pl gqgvould be small. However, for regions whesx; yq 0, which could
often occur in saliency maps}r s} is zero and a gradient descent-like optimization
technique will fail.

In order to obtain a well-posed and robust optimization scheme, we propose to

compute a loss mappsqwith the following properties:
Ipsq should be continuous, di erentiable and have properties described in 1;
it should encourage predictions to occur at regions with large saliency values;
for point data, Ipsqshould represent the distance to this point as in Eq. (4.1).

To that end, we adapt ideas from Aubert and Kornprobst (2010) and implement a
Reinitialization-like equation as we detail next.
First we set a threshold and compute a binary maply,: Nt 0;1u; lop;yq 1

if spx;yq and 0 otherwise. Then we use this binary image as the initial condition
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of the Partial Di erential Equation (PDE)

ﬁ Bupi; yg tq
—ét lopx; yap¥ upp;ygtar 1q O
%

(4.5)
0
upp;ygogq  lopyg

Figure 4.1 illustrates the evolution ofupix; yqgtg Algorithm 2 describes the nu-
merical implementation of the reinitialization scheme described in Eqg. (4.5). A ro-
bust implementation of the gradient computation step in Algorithm 2 is given in

Algorithm 3.

De nition 4.3.1. Let be a close setin and distp; qthe distance of a pointp

to the set de ned as

distmp; q iqul)f}q p}2: (4.6)

De nition 4.3.2.  The skeleton of , denoted byS , is the set of pointsx P R? such

that there exist at least two distinct pointyy and z in  satisfying

Xyl | x 2z distp a

Proposition 1. If is a closed subset of, uppg distpp; g and S denotes the

closure of the skeleton of,

1. uis 1-Lipschitz for allpP

2.}ru} 1forallpP zS.

Proposition 2. Let t gP {lopgg Ou. The function u : R N R de ned
by,
inf 4 tg if to ty;
ugp: tq .|q| (HoP Qg tq | p 4.7)
distpp; q ifti tp,

where

: . (
tp inf tPR {inf ..dopp qgqq O
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