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Abstract

Deep neural networks have achieved tremendous success in recent years, with appli-
cations in various tasks involving both computer vision and natural language pro-
cessing. Representation learning is often adopted to extract useful latent features for
these tasks. In this dissertation, I will discuss the contributions that I have made
in using representation learning methodologies for deep generative models, as well as

unsupervised domain adaptation.

The first part of the dissertation will mainly focus on deep generative models for
vision and language intelligence. I will present Symmetric Variational Autoencoder,
which unifies the Variational Bayesian and adversarial training frameworks. Then, I
will show the application of such generative models in the natural language domain,

and present a VAE framework with a hyperbolic latent space.

For the second part, I will mainly focus on representation learning for unsuper-
vised domain adaptation (UDA). In this problem setup, we want to extract repre-
sentative features that contain mostly task-oriented information but little domain-
related information. I will first present to learn such features in a contrastive manner:
pulling data of the same class together while pushing those that are not away from
each other. Next, I will focus on UDA where large domain gaps exist. To tackle
such a UDA problem, I propose to use unlabeled domain bridges, and transform the

original problem into several intermediate ones.

v
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Chapter 1

Introduction

Deep neural networks have achieved great success in various applications, across both
computer vision, and natural language processing (NLP) domains. Representation
learning is often adopted to extract useful latent features for certain applications.
In this dissertation, I mainly focus on two applications: 1) Deep generative models;
and 2) Unsupervised domain adaptation (UDA), and demonstrate the effectiveness
of different representation learning methodologies on improving the overall model
performance. This chapter provides reviews of existing deep generative models and
UDA models, upon which the proposed models are based. I will then discuss the

contributions that I have made in these fields during my Ph.D. study.

1.1 Background

1.1.1 Variational Autoencoder

The variational autoencoder (VAE) [KW14] is based on optimizing a variational
lower bound, connected to inferring an approximate posterior distribution on latent
variables; such learning is typically not performed in an adversarial manner. VAEs
have been demonstrated to be effective models for inferring latent variables, in that
the reconstructed data do typically look like the original data. This model yields
general forms of encoders and decoders, but it is based on the original variational

Bayesian (VB) formulation.

Assume observed data samples X ((X), where q(X) is the true and unknown



distribution we wish to approximate. Consider p (Xjz), a model with parameters
and latent code z. With prior p(z) on the codes, the modeled generative process is
X p(Xjz),withz p(z). We may marginalize out the latent codes, and hence the

R
modelis X p (X) = dzp (Xjz)p(z). Tolearn , we typically seek to maximize the

expected log likelihood: T = argmax Egqlogp (X), where one typically invokes the

approximation Eqexy logp (X) ﬁ Ezl logp (Xn) assuming N iid observed samples

XnOn=1:n-

It is typically intractable to evaluate p (X) directly, as ; dzp (Xjz)p(z) gener-
ally doesn’t have a closed form. Consequently, a typical approach is to consider a
model q (zjX) for the posterior of the latent code z given observed X, character-
ized by parameters . Distribution q (zjX) is often termed an encoder, and p (Xjz)
is a decoder [KW14]; both are here stochastic, vis-a-vis their deterministic counter-
parts associated with a traditional autoencoder [VLL*10]. Consider the variational

expression

p (Xiz)p(2)

( j
LX ; — E X E ZiX 10 - 1.1
(5 ) =EaeoEq @ix log 1 %) (1.1)

In practice the expectation wrt X  g(X) is evaluated via sampling, assuming N
observed samples Xngn=1.n. One typically must also utilize sampling from q (zjX)

to evaluate the corresponding expectation in (1.1). Learning is effected as ( E A) =
argmax . Ly( ; ), and a model so learned is termed a variational autoencoder

(VAE) [KW14].
While Lx( ; ) = Eqeollogp (X)  KL(q (zjx)kp (zjX))] Eqegllogp (X)], the

variational expression may be alternatively represented as
La( ; )= KL(q (x;2)kp (X;Z)) + Cx (1.2)

where g (X;2) =q(X)q (zjx), p (X;2) =p(z)p (Xjz) and Cx = Eq(x) log g(X).



One may readily show that

KL@ (X;2)kp (X;Zz))
= EypoKL(@ (zjx)kp (zjx)) + KL(q(X)kp (X)) (1.3)

= Eq @KL@ Xiz)kp (Xj2)) + KL(q (2)kp(2)) (1.4)

where q (z) = ; q(X)q (zjx)dx. To maximize Ly( ; ), we seek minimization of
KL(q (X;z)kp (z;z)). Hence, from (1.3) the goal is to align p (X) with q(Xx), while
from (1.4) the goal is to align q (z) with p(z). The other terms seek to match the
respective conditional distributions. All of these conditions are implied by minimizing

KL(q (x;2)kp (2;2)).

1.1.2 Generative Adversarial Networks

Generative Adversarial Networks (GANs) [GPAM™14] constitute another recent frame-
work for learning a generative model. The original idea is to build an effective gen-
erative model p (xjz) with z  p(z). Different from VAEs, there is no desire to
simultaneously design an inference network q (zjx), and thus GANs do not recon-
struct.

GANSs consist of a generator G and a discriminator D that compete in a two-
player game. The generator is trained to generate synthetic data that look similar
to the real data in order to fool the discriminator, while the discriminator wants to
distinguish between the real data and the fake ones provided by the generator. The

training procedure is explained in (1.5):

mGinmng (D;G) = Ex g logD(X) + E; pplog(l D(G(z))) (1.5)

where (X) and p(z) are the distribution for the data and latent code, specifically,

3



Real
or
Fake

Figure 1.1: Discriminator D and Generator G are learned during the training process
for a GAN.

and G(z) is the proposed p (Xjz) as discussed previously. Fig. 1.1 shows the training
procedure of GANSs, where X is the synthetic data generated by G(z). Note that for a
fixed generator, the optimal discriminator is D(X) = %. Therefore, the global

equilibrium is achieved when p (Xjz) = q(X), in which the generator successfully fools

the discriminator.

Different from VAEs, which suffers from generating blurry images, GANs is well-
known for the quality of its generation. However, one issue of GANs is that often
time, the synthetic images have low diversity, i.e. the mode collapse. This is because
the model rarely converges to the desired global equilibrium, while settling in a sub-
optimal local solution in which samples produced by the generator looks the same.
This characteristic of GANs makes the model hard to be trained. Most followup
works try to solve the issue of GAN by introducing more stable model architecture
that provides better optimization paths.

One of the first improvements in the training of GANs when generating images
is to apply the CNN architectures. This is first done by Deep convolutional GAN
(DCGAN) [RMC16]. CNN allows both the generator and the discriminator to learn
good up-sampling and down-sampling operations, which helps to improve the quality
of the generated images. Techniques such as batch normalization is required when

training deep networks in order to have more stable training. Other techniques such



as using leaky ReLLU activation functions also provides better results in general.

Alternative cost functions are also applied in GANs. Wasserstein GAN [ACB17]
uses earth moving distance in the cost function in order to prevent vanishing gradients
in training GANs. Different from the original GANs, WGAN is more likely to provide
gradients that are useful for training the generator. In the later work [GAA™17],
gradient penalty is added to penalize the norm of discriminator gradients with respect
to data samples during training. This solves the issue in original WGAN, in which

clipping the parameters of the discriminator reduces the capacity of the model.

Other models such as Bidirectional GAN [DKD17] and Adversarially learned in-
ference (ALI) [DBP™17] provide an inference model to allow data samples to be
mapped to latent representations. This is done to improve the quality of the data
representation. However, the reconstruction quality suggests that the model often do
not encode and decode samples. This limitation would further discussed in the later

section.

1.1.3 Adversarial Variational Bayes

Variational Autoencoder [KW14] represents one of the most successful deep genera-
tive models. By using the reparameterization trick, one can train VAE with stochas-
tic gradient decent. While the original implementation of VAE requires a Gaussian
assumption for the encoder, many recent works try to remove this requirement. Nor-
malizing flow [RMeal5] employs a sequence of invertible transformation to make
the distribution of the latent codes arbitrarily flexible. More recently, Stein VAE
[PGH™*17] applies Stein variational gradient descent [LW16] to infer the distribution
of latent codes, discarding the assumption of a parametric form of posterior distribu-
tion for the latent code. However, these methods do not aim to solve the fundamental

limitation of ML-based methods, as they are all based on the variational formulation



in (2.1).

Adversarial Variational Bayes (AVB) [MNG16] is introduced as a technique for
training VAE with arbitrarily expressive inference models, i.e. it does not require
a Gaussian assumption for the encoder. This is achieved by using a discrimina-
tive network that allows to rephrase the maximum-likelihood problem as a min-max
game (adversarial). This indeed establishes a principle connection between VAEs and
GANSs. The original paper addresses both advantages and disadvantages of VAEs and
GANs: while GANs generally yield visually sharper results when applied to leaning a
representation of natural images, VAEs can nicely yield both generative and inference
models. However, even though VAEs may have a better log-likelihoods, the recon-
structed images often vaguely resemble the input. This is due to the fact that the
inference models used during training do not capture the true posterior distribution
(discussed in details in the following section).

In order to solve this issue and have arbitrarily flexible inference models, AVB tries
to combine VAEs and GANs in a maximum-likelihood (ML) point of view, leading
to a ML assignment for the generative model with the correct posterior distribution.

The adversarial manner of AVB shows up in the following proposition:

Proposition 1. For p (xjz) and q (zjx) xed, the optimal discriminator f is given
by:
f (X;z) =logq (zjx) logp(z) (1.6)

according to the objective:

max By Bq @i log (F (X2)) + EqeoEpey log(1 - (F (X2))) (1.7)

This can be similarly proved as Proposition 1 in [GPAM™*14]. Together with the

original VAE objective in (2.1), we can rewrite the optimization objective as:



max By Bq @ T (X2) +logp (Xj2)) (1.8)

To optimize (1.8), it is required to calculate the gradients of (1.8) with respect to

and . Using the reparameterization trick [KW14], (1.8) can rewritten in the form:

max BqE (T (%2 (X)) +logp (Xjz (X; ))) (1.9)

for a suitable function z (X; ), i.e. a neural network that takes data X and Gaus-
sian noise  from N (0;1). Together with Proposition 1, (1.9) allows us to take

unbiased estimates of the gradients of (1.8) with respect to and

Generally speaking, AVB strives to optimize the same objective as VAE, but
approximates the Kullback-Leibler divergence using an adversarial approach instead
of relying on a closed-form formula as what is done in VAE. This helps to remove
the Gaussian assumption for the encoder in the original VAE, and provides a ML

assignment with a correct posterior distribution.

1.1.4 Domain Adversarial Neural Networks

With recent advances in supervised deep learning, many vision problems, includ-
ing image recognition [KSH12, SZ15, SLJ*15, HZRS16], fine-grained classification
[WBW™11, KSDFF13, SKP15], object detection [GDDM14, RHGS15, RDGF16,
LGG*17, LDG*17] and semantic segmentation [SLD17, CPK* 18], have met tremen-
dous improvements. While the success is driven by several factors, such as improved
deep learning architectures [HZRS16, HSS18| or optimization techniques [DHSI11,
KB14, IS15], it is strongly dependent on the existence of large-scale labeled training
data, such as TmageNet [DDS*09]. Unfortunately, such large-scale labeled dataset

may not be available for each application domain. This demands new ways of knowl-



edge transfer from existing labeled data to individual target applications, potentially

with an access to large-scale unlabeled data from the application domain.

Unsupervised domain adaptation (UDA) [BDBCP07, BDBC™10] has been pro-
posed to improve the generalization capability of classification models on the target
domain using labeled data from the source domain and unlabeled data from the tar-
get domain. Deep domain adaptation [THZ"14, GUA™16], which realizes UDA in
deep learning frameworks, has been successful in many vision applications [CLS™18,
IFYA18, HWYDI16, HTP*17, THS™18]. The general idea is to reduce the discrep-
ancy metric measured by the domain discriminator [GUA™16] between the source
and target domains at certain feature-level. It is successful if the discriminator learns
the transformation mechanisms between the two domains well.

Domain adversarial neural network [GUA™16] learns domain-invariant features to
transfer a classifier learned from labeled source domain to unlabeled target domain.
This is realized by first learning the domain-related information and then leveraging
it with features extracted from the input data. DANN uses a domain discriminator d
to control the amount of domain-related information in the extracted feature. Firstly,
d itself needs to be trained well so that it can tell the difference between source and

target domains. The discriminator is updated by maximizing the following:
Ly = Ex pg logd(f(X)) + Ex b, log(1l d(f(x))) (1.10)

In comparison, the feature extractor ¥ wants to confuse the discriminator d to remove
any domain-specific information. Moreover, to make sure the extracted feature is
task-related, F is trained to generate features that can be correctly classified by the

classifier C trained by minimizing the following:

Lc = Ewxy) ps v[ Ylog C(f(x))] (1.11)



and a learning objective for feature extractor is as follows:

min Lc + Lg: (1.12)
fi C

1.2 Thesis Contribution
1.2.1 Unifying VAE and Adversarial Training

The original Variational Bayesian framework yields a lower bound on the log likeli-
hood of the observed data, and therefore model learning is connected to maximum-
likelihood (ML) approaches. From the perspective of designing generative models,
it has been recognized recently that ML-based learning has limitations [AB17]: such
learning tends to yield models that match observed data, but also have a high prob-
ability of generating unrealistic synthetic data.

To alleviate such a problem, we propose a new form of the variational autoencoder
(VAE), based on the symmetric Kullback-Leibler divergence. It is demonstrated that
learning of the resulting symmetric VAE (sVAE) has close connections to previously
developed adversarial-learning methods. This relationship helps unify the previously
distinct techniques of VAE and adversarially learning, and provides insights that allow
us to ameliorate shortcomings with some previously developed adversarial methods.
In addition to an analysis that motivates and explains the sVAE, an extensive set of

experiments validate the utility of the approach.

1.2.2 Learning Sentence Representations in a Hyperbolic Space

Natural language often exhibits inherent hierarchical structure ingrained with com-
plex syntax and semantics. However, most state-of-the-art deep generative models
learn embeddings only in Euclidean vector space, without accounting for this struc-
tural property of language. We investigate text generation in a hyperbolic latent space

9



to learn continuous hierarchical representations. An Adversarial Poincaré Variational
Autoencoder (APo-VAE) is presented, where both the prior and variational posterior
of latent variables are defined over a Poincaré ball via wrapped normal distributions.
By adopting the primal-dual formulation of Kullback-Leibler divergence, an adver-
sarial learning procedure is introduced to empower robust model training. Extensive
experiments in language modeling, unaligned style transfer, and dialog-response gen-
eration demonstrate the effectiveness of the proposed APo-VAE model over VAEs in
FEuclidean latent space, thanks to its superb capabilities in capturing latent language

hierarchies in hyperbolic space.

1.2.3 Adaptation via two Contrastively Trained Classi ers

Recent unsupervised approaches to domain adaptation primarily focus on minimiz-
ing the gap between the source and the target domains through refining the feature
generator, in order to learn a better distribution matching between the two domains.
This minimization can be achieved via a domain classifier to detect target-domain
features that are divergent from source-domain features. However, by optimizing
via such domain classification discrepancy, ambiguous target samples that are not
smoothly distributed on the low-dimensional data manifold are often missed. To solve
this issue, we propose a novel Contrastively Smoothed Class Alignment (CoSCA)
model, that explicitly incorporates both intra- and inter-class domain discrepancy to
better align ambiguous target samples with the source domain. CoSCA estimates
the underlying label hypothesis of target samples, and simultaneously adapts their
feature representations by optimizing a proposed contrastive loss. In addition, Maxi-
mum Mean Discrepancy (MMD) is utilized to directly match features between source
and target samples for better global alignment. Experiments on several benchmark

datasets demonstrate that CoSCA can outperform state-of-the-art approaches for
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unsupervised domain adaptation by producing more discriminative features.

1.2.4 Tackling Large Domain Gap using Unlabeled Bridges

We tackle an unsupervised domain adaptation problem where the domain discrepancy
between labeled source and unlabeled target domains is large due to many factors
of inter and intra-domain variation. While deep domain adaptation methods are
realized by reducing the domain discrepancy, it is difficult to minimize when domains
are significantly unalike. In this work, we propose to decompose domain discrepancy
into multiple but smaller, and thus easier to minimize, discrepancies by introducing
unlabeled bridging domains that connect the source and target domains. We realize
our proposal through an extension of the domain adversarial neural network with
multiple discriminators, each of which accounts for reducing discrepancies between
unlabeled (bridge, target) domains and a mix of all precedent domains including
labeled source. We validate the effectiveness of our proposal on several adaptation

tasks including object recognition and semantic segmentation.
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Chapter 2

Symmetric Variational Autoencoder

2.1 Introduction

Generative models that are descriptive of data have been widely employed in statistics
and machine learning. Factor models (FMs) represent one commonly used generative
model [TB99], and mixtures of FMs have been employed to account for more-general
data distributions [GH97a]. These models typically have latent variables (e.g., factor
scores) that are inferred given observed data; the latent variables are often used for
a down-stream goal, such as classification [CCL*08]. After training, such models
are useful for inference tasks given subsequent observed data. However, when one
draws from such models, by drawing latent variables from the prior and pushing them
through the model to synthesize data, the synthetic data typically do not appear to be
realistic. This suggests that while these models may be useful for analyzing observed
data in terms of inferred latent variables, they are also capable of describing a large
set of data that do not appear to be real.

The generative adversarial network (GAN) [GPAM™14] represents a significant
recent advance toward development of generative models that are capable of synthe-
sizing realistic data. Such models also employ latent variables, drawn from a sim-
ple distribution analogous to the aforementioned prior, and these random variables
are fed through a (deep) neural network. The neural network acts as a functional
transformation of the original random variables, yielding a model capable of rep-
resenting sophisticated distributions. Adversarial learning discourages the network
from yielding synthetic data that are unrealistic, from the perspective of a learned
neural-network-based classifier. However, GANs are notoriously difficult to train,
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and multiple generalizations and techniques have been developed to improve learning
performance [SGZ'16], for example Wasserstein GAN (WGAN) [AB17, ACB17] and
energy-based GAN (EB-GAN) [ZML17].

While the original GAN and variants were capable of synthesizing highly realistic
data (e.g., images), the models lacked the ability to infer the latent variables given
observed data. This limitation has been mitigated recently by methods like adversar-
ial learned inference (ALI) [DBP*17], and related approaches. However, ALI appears
to be inadequate from the standpoint of inference, in that, given observed data and
associated inferred latent variables, the subsequently synthesized data often do not

look particularly close to the original data.

The variational autoencoder (VAE) [KW14] is a class of generative models that
precedes GAN. VAE learning is based on optimizing a variational lower bound, con-
nected to inferring an approximate posterior distribution on latent variables; such
learning is typically not performed in an adversarial manner. VAEs have been demon-
strated to be effective models for inferring latent variables, in that the reconstructed
data do typically look like the original data, albeit in a blurry manner [DBP*17].
The form of the VAE has been generalized recently, in terms of the adversarial vari-
ational Bayesian (AVB) framework [MNG16]. This model yields general forms of
encoders and decoders, but it is based on the original variational Bayesian (VB) for-
mulation. The original VB framework yields a lower bound on the log likelihood of
the observed data, and therefore model learning is connected to maximum-likelihood
(ML) approaches. From the perspective of designing generative models, it has been
recognized recently that ML-based learning has limitations [AB17]: such learning
tends to yield models that match observed data, but also have a high probability of

generating unrealistic synthetic data.

The original VAE employs the Kullback-Leibler divergence to constitute the vari-
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ational lower bound. As is well known, the KL distance metric is asymmetric. We
demonstrate that this asymmetry encourages design of decoders (generators) that
often yield unrealistic synthetic data when the latent variables are drawn from the
prior. From a different but related perspective, the encoder infers latent variables
(across all training data) that only encompass a subset of the prior. As demonstrated
below, these limitations of the encoder and decoder within conventional VAE learning

are intertwined.

We consequently propose a new symmetric VAE (sVAE), based on a symmetric
form of the KL divergence and associated variational bound. The proposed sVAE
is learned using an approach related to that employed in the AVB [MNG16], but
in a new manner connected to the symmetric variational bound. Analysis of the
sVAE demonstrates that it has close connections to ALI [DBP*17], WGAN [ACB17|
and to the original GAN [GPAM™14] framework; in fact, ALI is recovered exactly,
as a special case of the proposed sVAE. This provides a new and explicit linkage
between the VAE (after it is made symmetric) and a wide class of adversarially trained
generative models. Additionally, with this insight, we are able to ameliorate much of
the aforementioned limitations of ALI, from the perspective of data reconstruction. In
addition to analyzing properties of the sVAE, we demonstrate excellent performance

on an extensive set of experiments.

2.2 Review of Variational Autoencoder

2.2.1 Background

Assume observed data samples X  ((X), where q(X) is the true and unknown dis-
tribution we wish to approximate. Consider p (Xjz), a model with parameters
and latent code z. With prior p(z) on the codes, the modeled generative process is

X p(Xjz),withz p(z). We may marginalize out the latent codes, and hence the
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R
modelis X p (X) = dzp (Xjz)p(z). Tolearn , we typically seek to maximize the

expected log likelihood: ~ = argmax Eqo logp (X), where one typically invokes the
P

approximation Equg logp (X) & Ezl logp (Xn) assuming N iid observed samples

fxngn=1;N .

It is typically intractable to evaluate p (X) directly, as R dzp (Xjz)p(z) gener-
ally doesn’t have a closed form. Consequently, a typical approach is to consider a
model q (zjX) for the posterior of the latent code z given observed X, character-
ized by parameters . Distribution q (zjX) is often termed an encoder, and p (Xjz)
is a decoder [KW14]; both are here stochastic, vis-a-vis their deterministic counter-
parts associated with a traditional autoencoder [VLL*10]. Consider the variational

expression

P (Xiz)p(2)

(X]
L ; — E X E ZiX 10 - 2.1
x(5) a0 Eq (zix) 108 q (zjX) (2.1)

In practice the expectation wrt X  q(X) is evaluated via sampling, assuming N
observed samples Xngn=1.n. One typically must also utilize sampling from q (zjX)
to evaluate the corresponding expectation in (2.1). Learning is effected as ( E A) =

argmax . Ly( ; ), and a model so learned is termed a variational autoencoder

(VAE) [KW14].
While Ly( ; ) = Eqeollogp (X)  KL(q (zjx)kp (2jX))] Eqeollogp (X)], the

variational expression may alternatively be represented as
Lx( 5 )= KL (X;2)kp (X;2)) + Cx (2.2)

where ¢ (X;2Z) = q(X)q (zjX), p (X;z) =p(z)p (Xjz) and Cx = Eqx)logq(x). One

15



may readily show that

KL(q (x;z)kp (z;2))
= EqKL(q (zjx)kp (zjx)) + KL(q(x)kp (X)) (2.3)

= Eq @KL (Xjz)kp (Xjz)) +KL(q (z)kp(z)) (2.4)

where q (z) = ; q(x)q (zjx)dx. To maximize Lx( ; ), we seek minimization of
KL(q (X;z)kp (z;z)). Hence, from (2.3) the goal is to align p (X) with q(X), while
from (2.4) the goal is to align q (z) with p(z). The other terms seek to match the
respective conditional distributions. All of these conditions are implied by minimiz-
ing KL(q (X;z)kp (z;z)). However, the KLi divergence is asymmetric, which yields

limitations wrt the learned model.

2.2.2 Limitations of the VAE

The support S,y of a distribution p(z) is defined as the member of the set f§p(z) :

R -

(z)dz = 1 g with minimum size kS

R
Sp(z)p vk » s dz. We are typically

p(2)

interested in ¥ 0*. For notational convenience we replace S ) with Sp), with

p(z

the understanding is small. We also define Sp) as the largest set for which
R

R
Soor p(z)dz + Sory p(z)dz = 1. For simplicity of

p(z)dz = , and hence So

exposition, we assume Spzy and Spzy are unique; the meaning of the subsequent
analysis is unaffected by this assumption.

Consider KL(q(X)kp (X)) = Eqlogp (X) Cx, which from (2.2) and (2.3) we
seek to make large when learning . The following discussion borrows insights from

[ACBL17], although that analysis was not placed within the context of the VAE. Since

R
Saee 40 1ogp (X)dx 0. Egeglogp (X) 5 d(x)logp (X)dX, and Sqe =

(Sae NSp ) L (Sq0 N Sp ) )- If Sqix) N\ Sp (x) & 5, there is a strong (negative)

penalty introduced by ¢ q(X)logp (x)dx, and therefore maximization of

a6 \Sp 0
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&)

pe(x|2)
q¢(z|x)
Encoder Decoder

Figure 2.1: Characteristics of the encoder and decoder of the conventional VAE L, for
which the support of the distributions satisfy Syy  Sp (x) and Sq ()  Sp(z), implying
that the generative model p (X) has a high probability of generating unrealistic draws.

Eqoo logp (X) encourages Sqx) \Sp () = ;. By contrast, there is not a substantial
penalty to Sqixy \'Sp (x) & .

Summarizing these conditions, the goal of maximizing KL(q(X)kp (X)) encour-
ages Sqx)  Sp (- This implies that p (X) can synthesize all X that may be drawn
from g(x), but additionally there is (often) high probability that p (X) will synthesize
X that will not be drawn from q(X).

Similarly, KL(q (z)kp(z)) = h(q (z)) + Eq ()logp(z) encourages Sq ()
Sp(z); and the goal of increasing differential entropy h(q (z)) = Eq (»logq (2)
encourages that Sy () \ Sp(z) be as large as possible.

Hence, the goal of large KL(q(X)kp (X)) and KL(q (z)kp(z)) are saying the
same thing, from different perspectives: (i) seeking large KL(q(X)kp (X)) implies
that there is a high probability that X drawn from p (X) will be different from those
drawn from q(X), and (ii) large KL(q (z)kp(z)) implies that z drawn from p(z)
are likely to be different from those drawn from ¢ (z), with Z 2 fSpz) \ Sy () g re-
sponsible for the X that are inconsistent with q(X). These properties are summarized

in Fig. 2.1.

Considering the remaining terms in (2.3) and (2.4), and using similar logic on
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p(2)

po(x|2)
- q(x)

q(x) @
Encoder Decoder

Figure 2.2: Characteristics of the new VAE expression, L.

EqooKL(q (zjx)kp (zjx)) = h(q (zjX)) + Eqp0Eq (zix) logp (2jx), the model en-
courages Sq (zjx)  Sp @jn- From By KL(q (Xj2)kp (Xj2)) = h(q (Xjz)) +
Eqy @Eq xjz)logp (Xjz), the model also encourages Sy (xjz) Sp (xjz)- The dif-
ferential entropies h(q (zjx)) and h(q (Xjz)) encourage that Sq (zjx) \ Sp (zjx) and
Sy (xjz) \ Sp (xjz) be as large as possible. Since Sy (zjx)  Sp (zjx), it is anticipated
that q (zjx) will under-estimate the variance of p (Xjz), as is common with the

variational approximation to the posterior [BKM17].

2.3 Re ned VAE: Imposition of Symmetry

2.3.1 Symmetric KL divergence

Consider the new variational expression

q (zix)q(x)

L,( ; = EynEp (xiz) ] - 2.
() p(2)Ep (xjz) 108 p (Xjz) (2.5)
= KL(p (X;2)kq (x;2)) +C, (2.6)
where C; = h(p(z)). Using logic analogous to that applied to Ly, maximization of

L, encourages distribution supports reflected in Fig. 2.2.
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Defining Ly,( ; ) =Lx( ; )+ Lz( ; ), we have
Le.( ; )= KLs(q (X;2)kp (x;2)) + K (2.7)

where K = C4 + C,, and the symmetric KL divergence is KLs(q (X;2)kp (X;2)) ,
KL(q (x;z)kp (X;2)) + KL(p (X;2)kq (X;z)). Maximization of Ly, ( ; ) seeks
minimizing KLs(q (X;z)kp (X;z)), which simultaneously imposes the conditions sum-

marized in Figs. 2.1 and 2.2.

One may show that

KLs(q (X;2)kp (X;2))
= EpoKL(p (Xiz)kq (Xjz)) + Eq »KL(a (Xjz)kp (Xjz))

+ KLs(p(2)kq (2)) (2.8)
= Ep wKL(p (zjx¥)kg (zjX)) + EquoKL(a (zjx)kp (zjX))

+ KLs(p (x)kg(x)) (2.9)

Considering the representation in (2.9), the goal of small KLs(p (X)kq(X)) encour-
ages Sqix)  Sp o @Nd Sy () Sgx), and hence that Syx)y = Sp (). Further, since
KLs(p (X)kq(X)) = Eqqylogp (X) +Ep 9 logq(X) +h(p (X)) Cx, maximization
of KLs(p (X)kq(x)) seeks to minimize the cross-entropy between q(X) and p (X),
encouraging a complete matching of the distributions q(X) and p (X), not just shared
support. From (2.8), a match is simultaneously encouraged between p(z) and q (z).

Further, the respective conditional distributions are also encouraged to match.

2.3.2 Adversarial solution

Assuming fixed ( ; ), and using logic analogous to Proposition 1 in [MNG16], we

consider

90 ) =Ep plog(l  (F (X:2)) + Ep xpylog (F (X2)) (2.10)
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where () =1=(1+exp( )). The scalar function ¥ (X;z) is represented by a deep
neural network with parameters | and network inputs (X;z). For fixed ( ; ), the

parameters  that maximize g( ) yield

f (x;z)=logp (X;2) logq (X;2) (2.11)
and hence

La( 5 ) = Bq xnf (X%2)+Cx (2.12)

LZ(; ) = Ep (x;z)f (X;Z)+Cz (2.13)

Hence, to optimize Ly, ( ; ) we consider the cost function
‘(75 )=Exaf (X2) B xaf (X2) (2.14)
Assuming (2.11) holds, we have
‘(v 5 )= KLs(q (x;2)kp (X;2)) 0 (2.15)

and the goal is to achieve *( ; ; ) = 0 through joint optimization of ( ; ; ).
Model learning consists of alternating between (2.10) and (2.14), maximizing (2.10)
wrt  with ( ; ) fixed, and maximizing (2.14) wrt ( ; ) with  fixed.

The expectations in (2.10) and (2.14) are approximated by averaging over sam-
ples, and therefore to implement this solution we need only be able to sample from
p (Xjz) and q (zjx), and we do not require explicit forms for these distributions. For
example, a draw from q (zjX) may be constituted as z = h (X; ), where h (X; ) is

implemented as a neural network with parameters and N (O; 1).

2.3.3 Interpretation in terms of LRT statistic

In (2.10) a classifier is designed to distinguish between samples (X;z) drawn from
p (X;z) = p(z)p (Xjz) and from q (X;z) = q(X)q (zjX). Implicit in that ex-
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pression is that there is equal probability that either of these distributions are se-
lected for drawing (X;z), i.e., that (X;z) P (X;z) +q (X;Z)]=2. Under this
assumption, given observed (X;z), the probability of it being drawn from p (X;z) is
P (X;2)=(p (X;z)+q (X;z)), and the probability of it being drawn from q (X;z) is
q (X;2)=(p (X;2)+q (x;z)) [GPAM™14]. Since the denominator p (X;z)+q (X;z)
is shared by these distributions, and assuming function p (X;z)=q (X;z) is known,

an observed (X; z) is inferred as being drawn from the underlying distributions as
ifp (X;2)=q (X;2)>1; (X;2) ¥ p (X;2) (2.16)

ifp (X;2)=q (x;2)<1; (X;z2) ¥ q (X;2) (2.17)

This is the well-known likelihood ratio test (LRT) [Tre01], and is reflected by (2.11).
We have therefore derived a learning procedure based on the log-LRT, as reflected
in (2.14). The solution is “adversarial,” in the sense that when optimizing ( ; )
the objective in (2.14) seeks to “fool” the LRT test statistic, while for fixed ( ; )
maximization of (2.10) wrt  corresponds to updating the LRT. This adversarial
solution comes as a natural consequence of symmetrizing the traditional VAE learning

procedure.

2.4 Connections to Prior Work
2.4.1 Adversarially Learned Inference

The adversarially learned inference (ALI) [DBP™17] framework seeks to learn both an

encoder and decoder, like the approach proposed above, and is based on optimizing
(; ) = argmin . maxfE, (xlog (F (X;2))

TEq pinlog(1 (F (x:2)))g (2.18)
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This has similarities to our approach, where the term max E, (x.zy)log (f (X;2))+
Eq xzylog(l  (F (X;z))) is identical to our maximization of (2.10) wrt . However,
in the proposed approach, rather than directly then optimizing wrt ( ; ), asin (2.18),
in (2.14) the result from this term is used to define ¥ (X; z), which is then employed
in (2.14) to subsequently optimize over ( ; ).

Note that log () is a monotonically increasing function, and therefore we may

replace (2.14) as

LO(; : ) = Eq (X;Z)log (f (Xaz))

+Ep xylog ( F (x;2)) (2.19)

andnote ( F (x;z; ; )=1 (f (X;z; ; )). Maximizing (2.19) wrt ( ; )
with fixed  corresponds to the minimization wrt ( ; ) reflected in (2.18). Hence,

the proposed approach is exactly ALL if in (2.14) we replace f with log ( f ).

2.4.2 Original GAN

The proposed approach assumed both a decoder p (Xjz) and an encoder p (zjX),
and we considered the symmetric KLs(q (X;z)kp (X;z)). We now simplify the model
for the case in which we only have a decoder, and the synthesized data are drawn
X p (Xjz) with z  p(z), and we wish to learn  such that data synthesized in

this manner match observed data X  q(X). Consider the symmetric

KLs(q(x)kp (X)) = Ep)Ep inf (X)

Eqof (%) (2.20)

where for fixed

f (X)) =log(p (x)=4(x)) (2.21)
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We consider a simplified form of (2.10), specifically

9( ) = Ep@Ep xizylog (F (X))

+Eq(x) log(l (f (X)) (2.22)

which we seek to maximize wrt  with fixed , with optimal solution as in (2.21).

We optimize seeking to maximize KLs(q(X)kp (X)), as argmax “( ; ) where
(1 ) =Eeof (X)) Ep i (X) (2.23)

with Eqogf  (X) independent of the update parameter . We observe that in seeking
to maximize *( ; ), parameters are updated as to “fool” the log-LRT log[q(X)=p (X)].
Learning consists of iteratively updating by maximizing g( ) and updating by
maximizing “( ; ).
Recall that log () is a monotonically increasing function, and therefore we may
replace (2.23) as
(5 )=Ep xlog ( F (X)) (2.24)
Using the same logic as discussed above in the context of ALI, maximizing “'( ; )
wrt  may be replaced by minimization, by transforming ( ) ¥ (). With this
simple modification, minimizing the modified (2.24) wrt = and maximizing (2.22) wrt
, we exactly recover the original GAN [GPAM™14], for the special (but common)

case of a sigmoidal discriminator.

2.4.3 Wasserstein GAN
The Wasserstein GAN (WGAN) [ACB17] setup is represented as

= argmin maxfE,f (X) Ep xf (X)9 (2.25)

where T (X) must be a 1-Lipschitz function. Typically £ (X) is represented by a
neural network with parameters , with parameter clipping or “, regularization on
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the weights (to constrain the amplitude of ¥ (X)). Note that WGAN is closely related
to (2.23), but in WGAN f (X) doesn’t make an explicit connection to the underlying
likelihood ratio, as in (2.21).

It is believed that the current paper is the first to consider symmetric variational
learning, introducing L;, from which we have made explicit connections to previously
developed adversarial-learning methods. Previous efforts have been made to match
g (z) to p(z), which is a consequence of the proposed symmetric VAE (sVAE). For
example, [MSJ*15] introduced a modification to the original VAE formulation, but

it loses connection to the variational lower bound [MNG16].

2.4.4 Amelioration of vanishing gradients

As discussed in [ACB17], a key distinction between the WGAN framework in (2.25)
and the original GAN [GPAM™14] is that the latter uses a binary discriminator to
distinguish real and synthesized data; the £ (X) in WGAN is a 1-Lipschitz func-
tion, rather than an explicit discriminator. A challenge with GAN is that as the
discriminator gets better at distinguishing real and synthetic data, the gradients wrt
the discriminator parameters vanish, and learning is undermined. The WGAN was
designed to ameliorate this problem [ACB17].

From the discussion in Section 2.4.1, we note that the key distinction between
the proposed sVAE and ALI is that the latter uses a binary discriminator to distin-
guish (X; z) manifested via the generator from (X; z) manifested via the encoder. By
contrast, the sVAE uses a log-LRT, rather than a binary classifier, with it inferred
in an adversarial manner. ALI is therefore undermined by vanishing gradients as
the binary discriminator gets better, with this avoided by sVAE. The sVAE brings
the same intuition associated with WGAN (addressing vanishing gradients) to a gen-

eralized VAE framework, with a generator and a decoder; WGAN only considers a
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generator. Further, as discussed in Section 2.4.3, unlike WGAN, which requires gra-
dient clipping or other forms of regularization to approximate 1-Lipschitz functions,
in the proposed sVAE the f (X;z) arises naturally from the symmetrized VAE and
we do not require imposition of Lipschitz conditions. As discussed in Section 2.6,

this simplification has yielded robustness in implementation.

2.5 Model Augmentation

A significant limitation of the original ALI setup is an inability to accurately recon-
struct observed data via the process X ¥ z ¥ x [DBP*17]. With the proposed
sVAE, which is intimately connected to ALI, we may readily address this short-
coming. The variational expressions may be written as Ly = Eq (xz)logp (Xjz)

EqooKL(g (2jx)kp(z)) and L; = Ep (zylogp (2]X)  EpaKL(p (Xj2)kg(x)). In
both of these expressions, the first term to the right of the equality enforces model
fit, and the second term penalizes the posterior distribution for individual data sam-
ples for being dissimilar from the prior (i.e., penalizes q (zjX) from being dissimilar
from p(z), and likewise wrt p (Xjz) and q(X)). The proposed sVAE encourages the
cumulative distributions g (z) and p (X) to match p(z) and q(X), respectively. By
simultaneously encouraging more peaked q (zjX) and p (Xjz), we anticipate better

“cycle consistency” [ZPIE17] and hence more accurate reconstructions.

To encourage q (zjX) that are more peaked in the space of z for individual X, and

also to consider more peaked p (Xjz), we may augment the variational expressions
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as

—
o
I

x = ( *1DEq 2 logp (xj2)
EqeoKL(Q (zjx)kp(2)) (2.26)
: = ( +1Ep g logp (zjx)

Epz)KL(P (xjZ)kg(x)) (2.27)

—
o
I

where 0. For =0 the original variational expressions are retained, and for>
0,9 (zjx) and p (xjz) are allowed to diverge more fronp(z) and g(x), respectively,
while placing more emphasis on the data- t terms. De ningL?, = L2+ L?, we have
LY, = Lxe + [Eq (o) logp (xj2z)
+ Ep (xzylogp (zjx)] (2.28)
Model learning is the same as discussed in Sec. 2.3.2, with the modi cation
i )= Eqaplf (xiz)+ logp (xjz)]

Ep xipplf (x;2)  logp (zjx)] (2.29)
A disadvantage of this approach is that it requires explicit forms fop (xjz) and
p (zjx), while the setup in Sec. 2.3.2 only requires the ability to sample from these
distributions.

We can now make a connection to additional related work, particularly [PWHL17],
which considered a similar setup to (2.26) and (2.27), for the special case of 1.
While [PWH™* 17] had a similar idea of using a symmetrized VAE, they didn't make
the theoretical justi cation presented in Section 2.3. Further, and more importantly,
the way in which learning was performed in [PWH17] is distinct from that applied
here, in that [PWH™ 17] required an additional adversarial learning step, increasing
implementation complexity. Consequently, [PWH 17] did not use adversarial learn-
ing to approximate the log-LRT, and therefore it cannot make the explicit connection
to ALI and WGAN that were made in Sections 2.4.1 and 2.4.3, respectively.
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Figure 2.3 : sVAE results on toy dataset. Top: Inception Score for ALI and sVAE
with  =0;0:01; 0:1. Bottom: Mean Squared Error (MSE).

2.6 Experiments

In addition to evaluating our model on a toy dataset, we consider MNIST, CelebA and
CIFAR-10 for both reconstruction and generation tasks. As done for the model ALI
with Cross Entropy regularization (ALICE) [LLC " 17], we also add the augmentation
term ( > 0 as discussed in Sec. 2.5) to sVAE as a regularizer, and denote the new
model as sVAE-r. More speci cally, we show the results based on the two modeils:
SVAE: the model is developed in Sec. 2.3 to optimizg ) in (2.10)and "( ; ; )

in (2.14). ii) sVAE-r: the model is sSVAE with regularization term to optimize g( )
in(2.10)and™q ; ; )in(2.29). The quantitative evaluation is based on the mean
square error (MSE) of reconstructions, log-likelihood calculated via the annealed
importance sampling (AlS) [WBSG16], and inception score (IS) [SGZ6].

All parameters are initialized with Xavier [GB10] and optimized using Adam
[KB15] with learning rate of 0.0001. No dataset-specic tuning or regularization,
other than dropout [SHK" 14], is performed. The architectures for the encoder, de-
coder and discriminator are detailed in the Appendix. All experimental results were

performed on a single NVIDIA TITAN X GPU.

2.6.1 Toy Data

In order to show the robustness and stability of our model, we test sVAE and sVAE-r

on a toy dataset designed in the same manner as the one in ALICE [LLC7]. In

27



Figure 2.4 : sVAE results on MNIST. (a) Reconstructed images. In each block:
column one for ground-truth, and column two for reconstructed images by sVAE. (b)
Generated sample images by sVAE. Note that is set to Q1

this dataset, the true distribution of data x is a two-dimensional Gaussian mixture
model with ve components. The latent codez is a standard Gaussian distribution

N (0;1). To perform the test, we consider using di erent values of for both sVAE-r
and ALICE. For each , 576 experiments with di erent choices of architecture and
hyper-parameters are conducted. In all experiments, we use mean square error (MSE)
and inception score (IS) to evaluate the performance of the two models. Figure 2.3
shows the histogram results for each model. As we can see, both ALICE and sVAE-r
are able to reconstruct images when = 0:1, while sVAE-r provides better overall

inception score.

2.6.2 MNIST

The results of image generation and reconstruction for sVAE, as applied to the
MNIST dataset, are shown in Figure 2.4. By adding the regularization term, sVAE
overcomes the limitation of image reconstruction in ALI. The log-likelihood of SVAE

shown in Table 2.1 is calculated using the annealed importance sampling method on
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the binarized MNIST dataset, as proposed in [WBSG16]. Our model achieves 79.3
nats, outperforming normalizing ow (85.1 nats) while also being competitive to the
state-of-art (79.2 nats). In addition, SVAE is able to provide compelling generated
images, outperforming GAN [GPAM 14] and WGAN-GP [GAA* 17] based on the

inception scores.

Table 2.1 : Quantitative Results on MNIST

Model log p(x) IS
NF (k=80) [RMeal5] -85.1 -
AVB [MNG16] -79.5 -
PixelRNN [OKK16] -79.2 -
GAN [GPAM * 14] - 8.34 .03
WGAN-GP [GAA *17] - 8.45 .04
SVAE-r (ours) -79.3 9.29 .06

2.6.3 CelebA

We evaluate sVAE on the CelebA dataset and compare the results with ALI. In ex-
periments we noted that for high-dimensional data like the CelebA, ALICE [LLC17]
shows a trade-o between reconstruction and generation, while sVAE-r does not have
this issue. If the regularization term is not included in ALI, the reconstructed images
do not match the original images. On the other hand, when the regularization term is
added, ALI is capable of reconstructing images but the generated images are awed.
In comparison, sVAE-r does well in both generation and reconstruction with di erent

values of . The results for both sVAE and ALI are shown in Figure 2.5 and 2.6.

Generally speaking, adding the augmentation term as shown in (2.28) should en-
courage more peaked (zjx) and p (xjz). Nevertheless, ALICE fails in the inference

process and performs more like an autoencoder. This is due to the fact that the dis-
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Figure 2.5 : CelebA generation results. Left block: sVAE-r generation. Right block:
ALICE generation. =0;0:1;1 and 10 from left to right in each block.

Figure 2.6 : CelebA reconstruction results. Left column: The ground truth. Middle
block: sVAE-r reconstruction. Right block: ALICE reconstruction. =0;0:1;1 and
10 from left to right in each block.
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Figure 2.7 : sVAE-r and ALICE CIFAR quantitative evaluation with di erent values

of . Left: IS for generation; Right: MSE for reconstruction. The result is the average
of multiple tests

criminator becomes too sensitive to the regularization term. On the other hand, by

using the symmetric KL (2.14) as the cost function, we are able to alleviate this issue,

which makes sVAE-r a more stable model than ALICE.

2.6.4 CIFAR-10

The trade-o of ALICE [LLC *17] mentioned in Sec. 2.6.3 is also manifested in the
results for the CIFAR-10 dataset. In Figure 2.7, we show quantitative results in terms
of inception score and mean squared error of SVAE-r and ALICE with di erent values
of . As can be seen, both models are able to reconstruct images whemmcreases.
However, when is larger than 10 3, we observe a decrease in the inception score of
ALICE, in which the model fails to generate images.

The CIFAR-10 dataset is also used to evaluate the generation ability of our model.
The quantitative results, i.e., the inception scores, are listed in Table 2.2. Our model
shows improved performance on image generation compared to ALl and DCGAN.

Note that sSVAE also gets comparable result as WGAN-GP [GAA17] achieves. This
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Table 2.2 : Unsupervised Inception Score on CIFAR-10

Model IS

ALl [DBP *17] 534 .05
DCGAN [RMC16] 6.16 .07
WGAN-GP 6.56 .05
WGAN-GP ResNet [GAA*17] 7.86 .07
SVAE (ours) 6.76 .046
SVAE-r (ours) 6.96 .066

Figure 2.8 : sVAE CIFAR unsupervised generation.

Figure 2.9 : sVAE-r (with = 1) CIFAR unsupervised generation.

can be interpreted using the similarity between (2.23) and (2.25) as summarized in the
Sec. 2.4. The generated images are shown in Figures 2.8 and 2.9. The reconstruction

images and more generated images are in the Appendix.

32



2.7 Conclusions

We present the symmetric variational autoencoder (SsVAE), a novel framework which
can match the joint distribution of data and latent code using thesymmetric Kullback-

Leibler divergence. The experiment results show the advantages of sVAE, in that it
not only overcomes the missing mode problem, but also is very stable to train. With
excellent performance in image generation and reconstruction, we will apply sVAE

on semi-supervised learning tasks in future work.
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Chapter 3

Representation Learning in Hyperbolic
Space

3.1 Introduction

The Variational Autoencoder (VAE) [KW13, RMW14] is a generative model widely
applied to language-generation tasks, which propagates latent codes drawn from a
simple prior to manifest data samples through a decoder. The generative model
is augmented by an inference network, which feeds observed data samples through
an encoder to yield a distribution on the corresponding latent codes. Since natural
language often manifests a latent hierarchical structure, it is desirable for the latent
code in a VAE to re ect such inherent language structure, so that the generated text
can be more natural and expressive. An example of language structure is illustrated
in Figure 3.1, where sentences are organized into a tree structure. The root node
corresponds to simple sentences.@, \ Yes"), while nodes on outer leaves represent
sentences with more complex syntactic structure and richer, more speci ¢ semantic

meaning €.g. \ The food in the restaurant is awesoni?.

In existing VAE-based generative models, such structures are nexplicitly con-
sidered. The latent code often employs a simple Gaussian prior, and the posterior
Is approximated as a Gaussian with diagonal covariance matrix. Such embeddings
assume Euclidean structure, which is inadequate in capturing geometric structure
illustrated in Figure 3.1. While some variants have been proposed to enrich the

prior distributions [XD18, WGX *19, WTG* 19, SZM" 19], there is no evidence that

! Another possible way to organize sentences is a hierarchy of topics,g. a parent node can be a
sentence on sports”, while its children are sentences on basketbalt and \ skiing".
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Figure 3.1 : lllustration of the latent hierarchy in natural language. Each tree node
is a latent code of its corresponding sentence.

structural information in language can be recovered e ectively by the model.
Hyperbolic geometry has recently emerged as an e ective method for represen-
tation learning from data with hierarchical structure [MLM* 19, NK17]. Informally,
hyperbolic space can be considered as a continuous map of trees. For example, a
Poincae disk (a hyperbolic space with two dimensions) can represent any tree with
arbitrary low distortion [DSGRS18, Sarll]. In Euclidean space, however, it is di cult
to learn such structural representation even with in nite dimensions [LLR95].
Motivated by these observations, we propose Adversarial Poincae Variational
Autoencoder (APo-VAE), a text embedding and generation model based on hyper-
bolic representations, where the latent code is encouraged to capture the underlying
tree-like structure in language. Such latent structure provides more control of the

generated sentences;e:, an increase of sentence complexity and diversity can be
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achieved along some trajectory from a root to its children. In practice, we de ne
both the prior and the variational posterior of the latent code over a Poincae ball,
via the use of a wrapped normal distribution [NYFK19b]. To obtain more stable
model training and learn more exible representation of the latent code, we exploit
the primal-dual formulation of Kullback-Leibler (KL) divergence [DDH" 18] based on
the Fenchel duality [R" 66], to adversarially optimize the variational bound. Unlike
the primal form that relies on Monte Carlo approximation [MLM* 19], our dual for-
mulation bypasses the need for tractable posterior likelihoods via the introduction of

an auxiliary dual function.

We apply the proposed approach to language modeling, unaligned style trans-
fer and dialog-response generation. For language modeling, in order to enhance the
distribution complexity of the prior, we use an additional \variational mixture of
posteriors" prior (VampPrior) design [TW18] for the wrapped normal distribution.
Speci cally, VampPrior uses a mixture distribution with components from varia-
tional posteriors, coupling the parameters of the prior and variational posterior. For
unaligned style transfer, we add a sentiment classi er to our model, and disentan-
gle content and sentiment information by using adversarial training [ZKZ17]. For
dialog-response generation, a conditional model variant of APo-VAE is designed to
take into account the dialog context.

Experiments also show that the proposed model addresgesterior collapsdBVV * 16],
a major obstacle preventing e cient learning of a VAE on text data. In poste-
rior collapse, the encoder learns an approximate posterior similar to the prior, and
the decoder tends to ignore the latent code for generation. Experiments show that
our proposed model can e ectively avoid posterior collapse. We hypothesize that
this is due to the use of a more informative prior in hyperbolic space that en-

hances the complexity of the latent representation, which aligns well with previous
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work [TW18, WGX* 19] that advocates a better prior design.

Our main contributions are summarized as follows. i We present Adversar-
lal Poincae Variational Autoencoder (APo-VAE), a novel approach to text embed-
ding and generation based on hyperbolic latent representationsii )(In addition to
the use of a wrapped normal distribution, an adversarial learning procedure and a
VampPrior design are incorporated for robust model training. iii ) Experiments on
language modeling, unaligned style transfer, and dialog-response generation bench-
marks demonstrate the superiority of the proposed approach compared to Euclidean

VAEs, as it bene ts from capturing informative latent hierarchies in natural language.

3.2 Preliminaries
3.2.1 \Variational Autoencoder

Let X = fx;gY, be a dataset of sentences, where eagh = [X;1;::;X;1,] IS a
sequence of tokens of lengtfi;. Our goal is to learnp (x) that best models the
observed sentences so that the expected log-likelihood is maximized,, L( ) =
Nip logp (xi).

The variational autoencoder (VAE) [KW13, CTZ" 18] considers a latent-variable
model p (x;z) to represent sentences, with an auxilary encoder that draws sam-
ples of latent codez from the conditional density g (zjx), known as the approx-
imate posterior. Given a latent codez, the decoder samples a sentence from the
conditional density p (xjz) = Qt p(X¢jX < ;z), where the \decoding" pass takes an
auto-regressive form. Together with priorp(z), the model is given by the joint
p (x;z) = p (xjz)p(z). The VAE leverages the approximate posterior to derive an

evidence lower boun@ELBO) to the (intractable) marginal log-likelihood logp (x) =
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R
log p (x;z)dz:

p (x;2)

LX;; :Ez Zjx -
( ) q (zjx) gq(ZJX)

(3.1)

where (; ) are jointly optimized during training, and the gap is given by the de-
composition

logp (x) = L(x; ; )+ Dk (p (zjx) kq (zjx)); (3.2)

where Dy, denotes Kullback-Leibler divergence. Alternatively, the ELBO can be

written as:
L(x; 5 )= E; q @zx) [logp (xjz)]

Dk (9 (zjx) k p(z)) ; (3.3)

where the rst conditional likelihood and second KL terms respectively characterize
reconstruction and generalization capabilities. Intuitively, a good model is expected
to strike a balance between good reconstruction and generalization. In most cases,
both the prior and variational posterior are assumed to be Gaussian for computa-
tional convenience. However, such over-simpli ed assumptions may not be ideal for
capturing the intrinsic characteristics of data that have unique geometrical structure,

such as natural language.

3.2.2 Hyperbolic Space

Riemannian manifolds can provide a more powerful and meaningful embedding space
for complex data with highly non-Euclidean structure, that cannot be e ectively
captured in a vectorial form .9, social networks, biology and computer graphics).
Of particular interest is the hyperbolic space [GBH18], where)the relatively simple
geometry allows tractable computations, andi() the exponential growth of distance

in nite dimensions naturally embeds rich hierarchical structure in a compact form.
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Riemannian Geometry. An n-dimensional Riemannian manifoldM " is a set of
points locally similar to a linear spaceR". At each point x of the manifold M ", we
can de ne a real vector spacd,M " that is tangent to x, along with an associated
metric tensorgc(; ) : TxM" T M " I R which is an inner product onTyM ".
Intuitively, a Riemannian manifold behaves like a vector space only in its in nitesimal
neighborhood, allowing the generalization of common notation like angle, straight line
and distance to a smooth manifold. For each tangent spadgM ", there exists a
speci c one-to-one map exp(v) : TyM " I'M " from an -ball at the origin of TyM "

to a neighborhood ofx on M ", called the exponential map We refer to the inverse
of an exponential map as thdogarithm map denoted log(y) : M"!I'T ;M ". In
addition, a parallel transport Py, yo: TyM "I T oM " intuitively transports tangent
vectors along a \straight" line betweenx and x°, so that they remain \parallel." This

is the basic machinery that allows us to generalize distributions and computations in

the hyperbolic space, as detailed in later sections.

Poincae Ball Model. Hyperbolic geometry is one type of non-Euclidean geom-
etry with a constant negative curvature. As a classical example of hyperbolic space,

an n-dimensional Poincae ball, with curvature parameterc O (i.e., radius pl—E), can

be denoted adB! := fz 2 R"jckzk? < 1g with its metric tensor given by g = 2gF,

where , = ﬁ and g denotes the regular Euclidean metric tensor. Intuitively,
as z moves closer to the boundaryal—é, the hyperbolic distance betweerz and a

nearby z° diverges at a rate of;—— ! 1 . This implies signi cant representation
capacity, as very dissimilar objects can be encoded on a compact domain. Note that
asc! 0, the model recovers the Euclidean spad®’, i:e:, the lack of hierarchy. In

comparison, a largerc implies a stronger hierarchical organization.

2The fact that APo-VAE outperforms standard VAE evidences the existence of the hierarchical
organization in NLP data.
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Mathematical Operations. We review the closed-form mathematical operations
that enable di erentiable training for hyperbolic space models, namely the hyperbolic
algebra (vector addition) and tangent space computations (exponential/logarithm
map and parallel transport). The hyperbolic algebra is formulated under the frame-
work of gyrovector space$Ung08], with the addition of two points z;z°2 B! given
by the Mebius addition:

z z2%= (3.4)

(L+2chz;z9 + ckz%?)z + (1 ckzk?)z®
1+ 2che;z9 + c2kzk?kz %2 '

For any point 2 B, the exponential map and the logarithmic map are given for

ué Oandy 6 by

kuk u
)P

Coly P .
exp” (u) = ¢ (tanh(" c > T k),

log® (y) := p_z—tanh 1(IO ck k) —; (3.5)
ce Yk K

where ., :=( ) Y. Note that the Poincae ball model isgeodesically complete
in the sense that exp is well-de ned on the full tangent spacel Bf. The parallel

transport map from a vectorv 2 ToB} to another tangent spacel B is given by

PS (v)=log®(  cexgg(v)= —Ov: (3.6)

3.3 Adversarial Poincae VAE

We rstintroduce our hyperbolic encoder and decoder, and how to apply reparametriza-
tion. We then provide detailed descriptions on model implementation, explaining how
the primal-dual form of KL divergence can help stabilize training. Finally, we de-
scribe how to adopt VampPrior [TW18] to enhance performance. A summary of our
model scheme is provided in Figure 3.2.

40



Figure 3.2 : Model framework of the proposed APo-VAE (red is the prior and blue
is the posterior). X = [Xy;:::; Xt] is text sequential data, andsy = [Sk.1; 5 SkeT] IS
the pseudo-input. The posterior (blue) is obtained by (3.7), and VampPrior (red) is
achieved by (3.12). (x;z) is the dual function.

3.3.1 Flexible Wrapped Distribution Encoder

We begin by generalizing the standard normal distribution to a Poincake ball [GBH18].
While there are a few competing de nitions of the hyperbolic normal, we choose the
wrapped normal as our prior and variational posterior, largely due to its exibil-
ity for more expressive generalization. A wrapped normal distributioMNg, ( ; ) is
de ned as follows: () sample vectorv from N (O; ), (ii) parallel transport v to

u = P§ (v), and (iii ) using exponential map to projectu back to z := exp® (u).

Putting these together, a latent sample has the following reparametrizable form:
C
z=exp® —2v ;v N (0; ): (3.7)

For approximate posteriors, ( ; ) depends onx. We further generalize the (restric-
tive) hyperbolic wrapped normal by acknowledging that under the implicit VAE [FLG 19]
framework, one does not need the approximate posterigr(zjx) to be analytically
tractable. This allows us to replace the tangent space sampling step N (0; )

in (3.7) with a more exible implicit distribution from which we draw samples as

v = G(x; ; 1) for N (O;1). Note that now := F(x; ) can be regarded
as a deterministic displacement vector that anchors embeddings to the correct se-
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mantic neighborhood, allowing the stochasti¥ to only focus on modeling the local
uncertainty of the semantic embedding. The synergy between the deterministic and
stochastic parts enables e cient representation learning relative to existing alter-
natives. For simplicity, we denote the encoder neural network as EncNetwhich

contains G and F, with parameters = f ; »0.

3.3.2 Poincae Decoder

To build a geometry-aware decoder for a hyperbolic latent code, we follow [GBH18],
and use a generalized linear function analogously de ned in the hyperbolic space. A
Euclidean linear function takes the fornf (z) = ha;z bi = sign(ha;z bi)kakd®(z;Hayp),
wherea is the coe cient, b is the intercept, H,., is a hyperplane passing througlo
with a as the normal direction, andd®(z;H) is the distance betweerz and hyper-

plane H. The counterpart in Poincae ball analogously writes

f $.p(2) = sign(ha; logs(z)in)kaks dS(z; HE.,); (3.8)
whereH¢ = fz 2 BYjha;log;(z)i, = 0g, andd3(z; HS ) = pl—Esinh ! m—b@;"’“
are the the gyroplane and the distance between and the gyroplane, respectively.
Speci cally, we use the hyperbolic linear function in (3.8) to extract features from the
Poincae embeddingz. The featuref g (z) will be the input to the RNN decoder.
We denote the combined network of 7., and the RNN decoder as DecNet where

parameters contain a and b.

3.3.3 Implementing APo-VAE

While it is straightforward to compute the ELBO (3.3) via Monte Carlo estimates
using the explicit wrapped normal density [MLM 19], we empirically observe that:

(i) the normal assumption restricts the expressiveness of the model, and) (the
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wrapped normal likelihood makes the training unstable. Therefore, we appeal to
a primal-dual view of VAE training to overcome such di culties [R* 66, DDH" 18,

TCD™* 19, FLG" 19]. Speci cally, the KL term in (3.3) can be reformulated as:

Dk (9 (zjx) k p(z)) = max (3.9)
E: q @ix) (X;2) Ez pyexp (x;z) ;

where (x;z) is the (auxiliary) dual function (i.e., a neural network) with param-
eters . The primal-dual view of the KL term enhances the approximation ability,
while also being tractable computationally. Meanwhile, since the density function in
the original KL term in (3.3) is replaced by the dual function (x;z), we can avoid
direct computation with respect to the probability density function of the wrapped
normal distribution.

To train our proposed APo-VAE with the primal-dual form of the VAE objective,
we follow the training schemes of coupled variational Bayes (CVB) [DDH.8] and
implicit VAE [FLG *19], which optimize the objective adversarially. Speci cally, we

update in the dual function (X;z) to maximize:
L:1=Ex x[E; q (zjx) (x;2)

E; vy exp  (X;2)]; (3.10)

where E, x [] denotes the expectation over empirical distribution on observations.
Accordingly, parameters and are updated to maximize:
Lo=Ex xE; q (zjx)[ logp (xjz)

(x;2)]: (3.11)

Note that the term Ex x E; 4 zjx) (X;Z) is maximized in (3.10) while it is mini-
mized in (3.11),i.e., adversarial learning. In other words, one can consider the dual

function as a discriminative network that distinguishes between the prioe  p(z)
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Algorithm 1 Training procedure of APo-VAE.

1: Input : Data samplesX = fx;g\,, Poincae curvature c, and number of pseudo-
input K.

2: Initialize , , ,and .

3: for iter from 1 to max_iter do

Sample a mini-batchfx ,gM_, from X of sizeM.

# Sampling in the Hyperbolic Space.

Obtain |, and v, from EncNet (Xp,).
Movevn, to uy = P (Vi) by (3.6).

Map um to zy, = exp® _(um) by (3.5).

# Update the dual function and the pseudo-input.
10:  Samplezy, by (3.12).

11: Update and by gradient ascent on (3.10)

© N a A

12:  # Update the encoder and decoder networks.
13: Update and by gradient ascent on (3.11).
14: end for

and the variational posteriorz g (zjx), both of which are paired with the input

datax X.

3.3.4 Data-driven Prior

While the use of a standard normal prior is a simple choice in Euclidean space, we
argue that it induces bias in the hyperbolic setup. This is because natural sentences
have speci ¢ meaning, and it is unrealistic to have the bulk of mass concentrated in
the center (this is for low dimension; for high dimensions, it will concentrate near the
surface of a sphere, which may partly explain why cosine similarity works favorably
compared with Euclidean distance for NLP applications).

To reduce the induced bias from a pre- xed prior, we adopt the VampPrior frame-
work [TW18], which is a mixture of variational posteriors conditioned on learnable
pseudo-data points. Speci cally, we consider the prior as a learnable distribution

given by
1P ¢ :
P(@)= i k=20 (@si); (3.12)
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whereq is the learned approximate posterior, and we call the parameter:= f s, g,
pseudo inputs. Intuitively, p (z) seeks to match the aggregated posterior [MS15]:
q(z) = Nlp iN=1 g (zjx;) in a cost-e cient manner via parameterizing the pseudo
inputs. By replacing the prior distribution p(z) in (3.10) with p (z), we complete
the nal objective of the proposed APo-VAE. The detailed training procedure is

summarized in Algorithm 1.

3.4 Related Work

VAE for Text Generation. Many VAE models have been proposed for text gen-
eration, most of which focus on solving the issue of posterior collapse. The most
popular strategy is to alter the training dynamics, keeping the encoder away from
bad local optima. For example, variants of KL annealing [BVV 16, ZSE18, FLL 19]
dynamically adjust the weight on the KL penalty term as training progresses. Lag-
ging VAE [HSNBK19] aggressively optimizes the encoder before each decoder update,
to overcome the imbalanced training issue between the encoder and decoder. Alter-
native strategies have also been proposed based on competing theories or heuristics.
-VAE [ROPV19] tackles this issue by enforcing a minimum KL divergence between
the posterior and the prior. [YHSBK17] blames mode-collapse on the auto-regressive
design of the decoder and advocates alternative architectures. A semi-amortized in-
ference network is considered by [KWRI18] to bridge the amortization gap between

log-likelihood and the ELBO.

Recent work has also shown that posterior collapse can be ameliorated by using
more expressive priors and variational posteriors other than Gaussian. Flow-based
VAE is considered in [ZR19] to enhance the exibility of prior distributions. A
topic-guided prior is proposed in [WGX 19] to achieve more controllable text gen-

eration. [FLG* 19] explores implicit sample-based representations, without requiring
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an explicit density form for the approximate posterior. [XD18] considers replacing
the Gaussian with the spherical von Mises-Fisher (vMF) distribution. Compared to
these prior arts, our model features structured representation in hyperbolic space,

which not only captures latent hierarchies but also combats posterior collapse.

Hyperbolic Space Representation Learning. There has been a recent surge of
interest in representation learning in hyperbolic space, largely due to its exceptional
e ectiveness modeling data with underlying graphical structure [CCD17], such as re-
lation nets [NK17]. In the context of NLP, hyperbolic geometry has been considered
for word embeddings [TBG18]. A popular vehicle for hyperbolic representation learn-
ing is the auto-encoder (AE) framework [GLA19, Ovil9], where the decoders are built
to e ciently exploit the hyperbolic geometry [GBH18]. Closest to our APo-VAE are

the works of hyperbolic VAEs [MLM" 19, NYFK19b], where wrapped normal distri-

butions have been used. Drawing power from the dual form of the KL, the proposed
APo-VAE highlights an implicit posterior and data-driven prior, showing improved

training stability.

3.5 Experiments

We evaluate the proposed model on three tasks:) (anguage modeling, i{ ) unaligned
style transfer, and (ii ) dialog-response generation, with quantitative results, human

evaluation and qualitative analysis.

3.5.1 Experimental Setup

Datasets. We use three datasets for language modelinBenn TreebankPTB) [MSM93],
Yahoo and Yelp corpora [YHSBK17]. PTB contains one million words of 1989 Wall

Street Journal material annotated in Treebank Il style, with 42k sentences of varying
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lengths. Yahoo and Yelp are much larger datasets, each containing 100k sentences
with greater average length.

For unaligned style transfer, we use the Yelp restaurant reviews dataset [SLBJ17],
which is obtained by pre-processing the Yelp datasete:, sentences are shortened for
more feasible sentence level sentiment analysis. Overall, the dataset includes 350k
positive and 250k negative reviews (based on user rating).

Following [GCHK19], we use the Switchboard [GH97b] dataset for dialogue-response
generation. The former contains 2.4k two-sided telephone conversations, manually
transcribed and aligned. We split the data into training, validation and test sets

following the protocol described in [ZZE17].

Evaluation Metrics. To benchmark language modeling performance, we report
the ELBO and Perplexity (PPL) of APo-VAE and baselines. In order to verify our
proposed Apo-VAE is more resistant to posterior collapse, we also report the KL-
divergenceDy, (g (zjx)kp(z)) and mutual information (MI) between z andx [HSNBK19].
The number of active units (AU) of the latent code is also reported, where the ac-
tivity of a latent dimension z is measured a#\, = Cov«E; 4 (zjx)[z], and de ned as
active if A, > 0:01.

To evaluate our model on unaligned style transfer, we consider the transfer ac-
curacy from one sentiment to another, the BLEU scores between original and trans-
ferred sentences, the reconstruction perplexity of original sentences, and the reverse
perplexity (RPPL) based on a language model from the transferred sentences.

For dialogue-response generation, we adopt the evaluation metrics used in pre-
vious studies [ZZE17, GCHK19], including BLEU [PRWZ02], BOW [LLS16], and
intra/inter-dist  values [GCHK19]. The rst two metrics are used to assess the rele-

vance of the generated response, and the third is for diversity evaluation.
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Model Implementation. For language modeling, we adopt the LSTM [HS97] for
both the encoder and decoder, with dimension of the latent code set to 32. Fol-
lowing [MLM* 19], the hyper-parameterc is set to Q7. For unaligned style transfer,
we extend our model in the same fashion as [F@9]. For dialogue-response gen-
eration, we modify APo-VAE following the conditional VAE framework [ZZE17].
Speci cally, an extra input of context embeddings is supplied to the model {.e.,

p (X;zjs);q (zjx;s)). The prior p(zjs) is a wrapped normal conditioned on context

embedding, learned together with the posterior.

3.5.2 Experimental Results

Language Modeling.  Table 3.1 shows results on language modeling. We com-
pare APo-VAE with other VAE-based solutions, including -VAE [HMP *17], SA-
VAE [KWM * 18], lagging VAE (LAG-VAE) [HSNBK19], vMF-VAE [XD18], Poincae
VAE (P-VAE) [MLM *19] and iVAE® [FLG* 19]. On all three datasets, the proposed
model achieves lower negative ELBO and PPL than other models, demonstrating its
strong ability to better model sequential text data. Meanwhile, the larger KL term
and higher mutual information (betweenz and x) of APo-VAE model indicate its
robustness in handling posterior collapse. In addition, the introduction of a data-
driven prior (denoted as APo-VAE+VP) further boosts the performance, especially

on negative ELBO and PPL.

Visualization. To verify our hypothesis that the proposed model is capable of
learning latent tree structure in text data, we visualize the two-dimensional projec-
tion of the learned latent code in Figure 3.3. For visualization, we randomly draw 5k
samples from PTB-test, and encode them to the latent space using the APo-VAE en-

coder. We color-code each sentence based on its length. { blue for long sentences

3We report iVAE ; results in all our experiments.
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Table 3.1 : Results on PTB, Yahoo, and Yelp datasets. A better language model
achieves lower negative ELBO and PPL. Higher KL and Ml indicate a better utiliza-
tion of the latent space.

-ELBO PPL KL Ml AU

Model PTB
VAE 102.6 108.26 1.1 0.8 2
-VAE 1045 11792 7.5 3.1 5
SA-VAE 102.6 107.71 1.2 0.7 2
vMF-VAE 95.8 93.70 29 3.2 21
P-VAE 91.4 76.13 4.5 29 23
IVAE 87.2 53.44 125 122 32
APo-VAE 87.2 53.32 8.4 4.8 32
APo-VAE+VP 87.0 53.02 8.9 45 32
Yahoo
VAE 3286 61.21 0.0 0.0 0
-VAE 328.7 61.29 6.3 2.8 8
SA-VAE 327.2 60.15 5.2 29 10
LAG-VAE 326.7 59.77 5.7 29 15
vMF-VAE 3185 5392 6.3 3.7 23
P-VAE 3134 5057 7.2 3.3 27
IVAE 309.1 47.93 114 10.7 32
APo-VAE 286.2 47.00 6.9 4.1 32
APo-VAE+VP | 285.6 46.61 8.1 49 32
Yelp
VAE 357.9 4056 0.0 0.0 0
-VAE 358.2 40.69 4.2 2.0 4
SA-VAE 357.8 4051 2.8 1.7 8
LAG-VAE 3559 39.73 3.8 24 11
vMF-VAE 356.2 51.03 4.1 3.9 13
P-VAE 355.4 50.64 4.3 48 19
IVAE 348.7 36.88 11.6 11.0 32
APo-VAE 319.7 34.10 121 7.5 32
APo-VAE+VP | 316.4 3291 127 6.2 32

and red for short sentences). Note that only a small portion of data have a length
longer than 32 & 10%), and human inspection veri ed that most of them contain
multiple sub-sentences. We exclude these samples from our analysis.

As shown in Figure 3.3, longer sentences (dark blue) tend to occupy the outer

rim of the Poincae ball, while the shorter ones (dark red) are concentrated in the
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Figure 3.3 : Visualization of the hyperbolic latent space of 5,000 randomly sampled
sentences from the test set of PTB. The lengths of the samples are color-coded (red
for short ones and blue for longer ones). The six listed sentences are created by
modifying data samples.

inner area. We also select some long sample sentences (dark blue), and manually
shorten them to create several variants of di erent lengths (ranging from 6 to 27),
which are related in a hierarchical manner based on human judgement. We visualize
their latent codes projected by the trained APo-VAE. The resulting plot is consistent

with a hierarchical structure for APo-VAE: as the sentence becomes more specic,

the embedding moves outward. We also decode from the neighbours of these latent
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codes, the outputs (see the Appendix) of which demonstrate a similar hierarchical

structure.

Unaligned Style Transfer. Table 3.2 shows the results on the Yelp restaurant
reviews dataset. APo-VAE achieves over 1 point increased BLEU scores than iVAE,
capturing a more informative and structured feature space. Comparable performance

is achieved for the other evaluation metrics.

Table 3.2 : Unaligned style transfer on the Yelp restaurant reviews dataset.

Model ACC BLEU PPL RPPL
ARAE 95 32.5 6.8 395
IVAE 92 36.7 6.2 285
APo-VAE 95 37.8 6.1 273

Dialogue Response Generation. Results on SwitchBoard are summarized in Ta-

ble 3.3. Our proposed model generates comparable or better responses than the base-
line models in terms of both relevance (BLEU and BOW) and diversity (intra/inter-
dist). APo-VAE improves the average recall from @27 (by iVAE) to 0:438, while

signi cantly enhancing generation diversity €.g., from 0:692 to Q792 for intra-dist-2).

Table 3.3 : Results on SwitchBoard (P: precision, R: recall, A: average, E: extreme,
G: greedy). Higher BLEU and BOW Embedding indicate better quality of generated
responses. Higher intra/inter-dist means better generation diversity.

Model BLEU BOW _Intra—di.st _Inter-di_st

R P F1 A E G |dist-1 dist-2 | dist-1 dist-2
CVAE 0.295 0.258 0.2750.836 0.572 0.846 0.803 0.415 0.112 0.102
CVAE-BOW | 0.298 0.272 0.284| 0.828 0.555 0.8400.819 0.493 0.107 0.099
CVAE-CO 0.299 0.269 0.2830.839 0.557 0.8550.863 0.581 0.111 0.110
DialogWAE | 0.394 0.254 0.3090.897 0.627 0.8870.713 0.651] 0.245 0.413
iVAE 0.427 0.254 0.3190.930 0.670 0.9000.828 0.692 0.391 0.668
APo-VAE 0.438 0.261 0.328 |0.937 0.683 0.904 |0.861 0.792 |0.445 0.717
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Human Evaluation. We further perform human evaluation via Amazon Mechani-

cal Turk. We asked the turkers to compare generated responses from two models, and
assess each model's informativeness, relevance to the dialog context (coherence), and
diversity. We use 500 randomly sampled contexts from the test set, each assessed by
three judges. In order to evaluate diversity, 5 responses are generated for each dialog
context. For quality control, only workers with a lifetime task approval rating greater
than 98% were allowed to participate in our study. Table 3.4 summarizes the human
evaluation results. The responses generated by our model are clearly preferred by

the judges compared with other competing methods.

Table 3.4 : Human evaluation results. Win/loss/tie indicates the percentage of

responses generated by APo-VAE being better/worse/equal to the compared model.
vs iVAE vs DialogWAE

win loss tie | win loss tie

Informativeness| 52.8 27.9 19.363.7 27.1 19.2

Coherence 41.7 35.5 22.841.2 344 24.4

Diversity 51.2 26.4 22.462.1 25.1 12.8

3.6 Conclusions

We present APo-VAE, a novel model for text generation in hyperbolic space. Our
model can learn latent hierarchies in natural language via the use of wrapped normals
for the prior. A primal-dual view of KL divergence is adopted for robust model
training. Extensive experiments on language modeling, text style transfer, and dialog
response generation demonstrate the superiority of the model. For future work,
we plan to combine APo-VAE with the currently prevailing large-scale pre-trained

language models.
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3.7 Supplementary Material

3.7.1 Basics of Riemannian Geometry (Extended)

This section provides additional coverage of the basic mathematical concepts used
in APo-VAE. For more detailed mathematics expositions, readers are referred to
[GBH18].

A real, smoothn-dimensional manifoldM is a set of points locally similar to a lin-
ear spaceR". At each point x of the manifold M is de ned a real vector space of the
space of the same dimensionality ¢l , called the tangent space irx: T,M . Intu-
itively it contains all the possible directions in which one can tangentially pass through
x. For each pointx there also de nes ametric tensorgy(; ): TyM T (M! R,
which de ned an inner product on the associated tangent spadgM . More specif-
ically, given a coordinate system, the inner product is given in the quadratic form
ok (u;Vv) = hu;vig = uTGyv, where by slight abuse of notatioru; v 2 R" are vector
representations of the tangent vectors wrt the coordinate system ar@, 2 R" " is
a positive-de nite matrix. Collectively, (M ;g) de nes a Riemannian manifold

The metric tensor is used to generalize the notations such as distance and volume
in Euclidean space to the Riemannian manifold. Given a curve(t) : [0;1]!' M, its
length is given by

Z 1
L()= ) k qt)k «dt: (3.13)
The concept of straight lines can then be generalized ¢eodesicswhich is the shortest
path between pairs of points<;y on the manifold (x;y) =argmin L( ) such that
(0) = x and (1) = y with traveling at constant speed ie., k {t)k ;) = c,
wherec is the distance). The concept of moving along a straight line with constant
speed de nes theexponential map where forv 2 T,M there is a unique unit speed

geodesic satisfying (0) = x with initial tangent vector v, and the corresponding
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(a) Parallel transport a tangent vector (ar- (b) Map the transported tangent vector (or-
row) from one location (black) to another (or- ange) to a point (green) in the hyperbolic
ange). space by using the exponential map.

Figure 3.4 : Visualization of di erent mathematical operations in a hyperbolic space,
that are used to de ne the wrapped distribution.

exponential map is de ned by exp(v) = (1). We call the inverse of exponential
map the logarithm maplog, = exp,!: M!T ;M , mapping from the manifold to

the tangent space. For the Poinare ball model, it isgeodesically completén the

sense that exp is well-de ned on the full tangent spacely M .

Figure 3.5 : Mapping a Gaussian distribution (red) and a implicit distribution (blue)
to the hyperbolic space.
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3.7.2 Additional Related Work

VAE with Adversarial Learning. One of the rst to apply adversarial learn-
ing to VAE is Adversarial Variational Bayes (AVB) [MNG17, PWH™ 17]. Motivated
by Generative Adversarial Network (GAN) [GPAM* 14], AVB introduces an auxil-
lary discriminator that transforms the maximum-likelihood-problem into a two-player
game. Similarly, Adversarial Autoencoder (AAE) [MSJ 15] uses adversarial learning
to match aggregated posterior with the prior. Based on this, Coupled Variational
Bayes (CVB) [DDH* 18] connects the primal-dual view of ELBO with adversarial
learning, where the discriminator takes both data sample and latent code as input.
This approach is also adopted in implicit VAE [FLG 19] for text generation. How-
ever, the prior used in implicit VAE is still standard Gaussian, while our proposed

model uses hyperbolic geometry.

3.7.3 Metrics (Dialogue Response Generation)

BLEU [PRWZ02] is used to measure the amount af-gram overlap between a gener-
ated response with the reference. Speci cally, BLEU scores ok 4 are computed;
the average and the maximum scores are considerednagram precision andn-gram
recall, respectively. In addition, the BOW embedding metric [LLS16] is used to
measure cosine similarity between bag-of-word embeddings of response and refer-
ence. Three metrics are considered for cosine distance&) domputed by greedily
matching words in two utterances; i{) between theaveraged embeddings in two
utterances; and (ii ) between the largestextreme values among the embeddings in
two utterances. We also follow [GCHK19] and use thdistinct metric to measure the
diversity of generated text. Dist  n is the ratio of uniquen-grams over alln-grams
in the generated sentencesdintra-dist and inter-dist are the averageadistinct values

within each generated sample and among all generated samples, respectively.

55



Figure 3.6 : Visualization of the Euclidean space (VAE) of 5,000 randomly sampled
sentences from the test set of PTB. The four listed sentences are created by modifying
data samples.

3.7.4 Additional Implementation Details

For language modeling, we adopt the LSTM [HS97] for both the encoder and decoder,
which have 256 hidden units for PTB, and 1024 hidden units for Yahoo and Yelp. The
dimension of the latent code is set to 32. Following [MLM19], the hyper-parameterc

is set to Q7. We set the vocabulary size to 10,000 for PTB, and 20,000 for both Yahoo
and Yelp. The word embedding size is 256 for PTB, and 512 for Yahoo and Yelp. For
dialogue response generation, we follow [GCHK19], and use the GRU [CVM13}]

with 300 hidden units in each direction for both the response encoder and context
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(a) Hyperbolic latent space for Yahoo.

(b) Hyperbolic latent space for Yelp.

Figure 3.7 : Visualization of the hyperbolic latent space of 5,000 randomly sampled

sentences from di erent datasets.

Table 3.5 : Generate a sample based

on the latent code of a speci c input (PTB).

Input

Sample

the national cancer institute ban smok-

ing

the hunki and drug administration were
talking

the national cancer institute warns cit-
izens to avoid smoking cigarette

the hunki and drug administration o -
cials also are used tdunki

the national cancer institute claims
that smoking cigarette too often would

increase the chance of getting lung car

cer

the u.s. and drug administration o -
cials say they are n'thunki to be used
by the government

the national cancer institute also pro-

jected that overall u.s. mortality rates

from lung cancer should begin to droj

in several years if cigarette smokin
continues to decrease

the u.s. and drug administration o -
cialshunki they are looking for ways to
p<unk> their own accounts for some of
gtheir assets to be sold by some compa-
nies

encoder, and 300 hidden units for decoder. The latent codehas a dimension of

200. The size of the vocabulary is set t

initialized by GloVve [PSM14].

0 10,000, and the word-embedding size is 200,
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Table 3.6 : Results on DailyDialog (P: precision, R: recall, A: average, E: extreme,
G: greedy). Higher BLEU and BOW Embedding indicate better quality of generated
responses. Higher intra/inter-dist means better generation diversity.

Model BLEU BOW _Intra—di.st _Inter-di_st

R P F1 A E G |dist-1 dist-2 | dist-1 dist-2
CVAE 0.265 0.222 0.2420.923 0.543 0.8110.938 0.973 0.177 0.222
CVAE-BOW | 0.256 0.224 0.2390.923 0.540 0.8120.947 0.976| 0.165 0.206
CVAE-CO 0.259 0.244 0.2510.914 0.530 0.8180.821 0.911 0.106 0.126
DialogWAE | 0.341 0.278 0.306 | 0.948 0.578 0.8460.830 0.940 0.327 0.583
iVAE 0.355 0.239 0.2850.951 0.609 0.8720.897 0.975 0.501 0.868
APo-VAE 0.359 0.265 0.305/0.954 0.616 0.873 | 0.919 0.989 |0.511 0.869

3.7.5 Additional Results

For language modeling, we plot the hyperbolic latent space for Yahoo and Yelp as

shown in Figure 3.7. To demonstrate the hierarchical structure in the generated

sentencesi(e., the decoder), we choose 4 sentences (from short to long) with some

hierarchy, listed on the left hand side of Table 3.5. These sentences are encoded to

hyperbolic space by using a well trained APo-VAE. Then, we decode by randomly

select a neighbor of each of the 4 latent codes. The output sentences are shown on the

right hand side of Table 3.5, demonstrating similar hierarchy as the input sentences.

Moreover, we directly measure the generation quality by using PPL and reverse PPL,

shown in Table 3.7. Our APo-VAE achieves consistently better performance.

Table 3.7 : Results on forward and reverse PPL on the PTB dataset.

Model Forward Reverse
VAE 18494 10149
Cyc-VAE 3390 5587
-VAE 625 1897
SA-VAE 341 10651
vMF-VAE 274 2364
iVAE 116 1520
APo-VAE 109 1385

For dialog response generation, we include additional results on the DailyDialog

dataset [LSS 17], which contains 13k daily conversations for an English learner in
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Table 3.8 : Human evaluation results on DailyDialog. Win/loss/tie indicates the
percentage of responses generated by APo-VAE being better/worse/equal to the com-

pared model.

vs iVAE vs DialogWAE
win loss tie | win loss tie
Informativeness| 45.4 26.9 17.746.1 26.5 27.4
Coherence 40.1 25.9 24.040.7 24.2 25.1
Diversity 43.9 30.8 25.3475 314 21.1

daily life. We also provide examples of generated responses along with their cor-
responding dialog context in Table 3.9. Samples generated by APo-VAE are more
relevant to the contexts than the baseline models. In addition, APo-VAE is capable

of providing both positive and negative responses, demonstrating better generation

diversity. The human evalutation results for DailyDialog can be found in Table 3.8.
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Table 3.9 : Examples of context-response pairs for di erent models. "Eg.i' means the

i-th sample.
Context DialogWAE IVAE APo-VAE
i would wonder- Eg.1: ok. Eg.1: I'm not Eg.1: good idea.
ing if you like to going to take a how about shop-
stay here for a look. ping tomorrow
few days? morning?
Eg.2: great, Eg.2: is it a Eg.2: of course.
thanks for problem? would you like to
asking. have lunch with

me?

Eg.3: next week
is a good idea.

Eg.3: it is a day
vacation for you
here in the us.

Eg.3: i'm afraid
i can't make it
to the next few

days.
i have to check Eg.1l: that's a Eg.1: that's the Eg.1: i'm sorry
out today. i'd long time. problem, sir? to hear that. are
like my Dill you looking for
ready by 10. another one?
Eg.2: yes. Eg.2: i was the Eg.2: no prob-
only child in the lem. may i have
room. it now?
Eg.3: i'm afraid Eg.3: you can Eg.3: i see, sir.
you can't do get me a little what is the room
that. time, and the number?
red will take you
geto.
i wonder Eg.1: that's a Eg.1: a prob- Eg.1: of course.
whether i could great idea. what lem. what do let's see.
possibly borrow did you do? you think of this
your new bicycle one?
NOW.
Eg.2: i'd like to Eg.2: yes sure, Eg.2: i sorry
tell you a fees, thanks. you are to hear that.
but i'm not sure very tough. anything else?
i can do that. do you have any
other account?
Eg.3: oh, what is Eg.3: what is Eg.3: i would

your problem?

the problem?
what time? oh
yes, it's been a
long time. let
me see.

love to do that.
there have been
more 1 for you.
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Chapter 4

Contrastively Learnt Latent
Representation for Domain Adaptation

4.1 Introduction

Deep neural networks (DNNs) have signi cantly improved the state of the art on
many supervised tasks [DJV14, YCBL14, SZ15, HZRS16]. However, without suf-
cient training data, DNNs often generalize poorly to new tasks or new environ-
ments [TE11]. This is known as dataset bias or a domain-shift problem [GSB9].
Unsupervised domain adaptation (UDA) [PY 10, GUA" 16] aims to generalize a
model learned from a source domain with rich annotated data to a new target domain
without any labeled data. Recently, many approaches have been proposed to learn
transferable representations, by simultaneously matching feature distributions across
di erent domains [HFMC17, THDS15].

Motivated by [GPAM * 14], [THSD17, GL14] introduced a min-max game: a do-
main discriminator is learned by minimizing the error of distinguishing data samples
from the source and the target domains, while a feature generator learns transfer-
able features that are indistinguishable by the domain discriminator. This imposes
that the learned features are domain-invariant. Additionally, a feature classi er en-
sures that the learned features are discriminative in the source domain. Despite
promising results, these adversarial methods su er from inherent algorithmic weak-
nesses [SBNE18]. Speci cally, the generator may manifest ambiguous features near
class boundaries [SWUH18]: while the generator manages to fool the discriminator,

some target-domain features may still be misclassi ed. In other words, the model
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Figure 4.1 : Comparison between previous classi er-discrepancy-based methods and
our proposed CoSCA in thefeature space. Top: The region of vacancy created
by maximum discrepancy reduces the smoothness of alignment between ambiguous
target samples and source samples, leading to sub-optimal solutions. This prob-
lem becomes more severe when global domain alignment is not consideBattom:
Demonstration of global alignment and class-conditional adaptation by using the pro-
posed CoSCA. After classi er discrepancy is maximized, the proposed contrastive loss
moves ambiguous target samples near the decision boundary towards their neighbors
and separates them from non-neighbors.

merely aligns the global marginal distribution of the two domains and ignores the
class-conditional decision boundaries.

To overcome this issue, recent UDA models further align class-level distributions
by taking the decision boundary into consideration. These methods either rely on
iteratively re ning the decision boundary with empirical data [SBNE18, SUHS17],
or utilizing multi-view information [KSW * 18]. Alternatively, the maximum classi er

discrepancy (MCD) [SWUH18] model conducts a min-max game between a feature

generator and two classi ers. Ambiguous target samples that are far from source-
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domain samples can be detected when the discrepancy between the two classi ers
is maximized, as shown in Figure 4.1(b). Meanwhile, as the generator fools the
classi ers, the generated target features may fall into the source feature regions.
However, the target samples may not be smooth on the low-dimensional manifold
[CSZ09, LZL* 17], meaning that neighboring samples may not belong to the same
class. As a result, some generated target features could be miscategorized as shown
in Figure 4.1(c).

In this paper, we propose the&Contrastively SmoothedClassA lignment (CoSCA)
model to improve the latent alignment of class-conditional feature distributions be-
tween source and target domains, by alternatively estimating the underlying label
hypothesis of target samples to map them into tighter clusters, and adapt feature
representations based on a proposed contrastive loss. Speci cally, by aligning am-
biguous target samples near the decision boundaries with their neighbors and dis-
tancing them from non-neighbors, CoSCA enhances the alignment of each class in a
contrastive manner. Figure 4.1(f) demonstrates an enhanced and smoothed version
of the class-conditional alignment. Moreover, as shown in Figure 4.1(d), Maximum
Mean Discrepancy (MMD) is included to better merge the source and target domain
feature representations. The overall framework is trained end-to-end in an adversarial

manner.

Our principal contributions are summarized as follows:

" We propose CoSCA, a novel approach that smooths class alignment for max-
imizing classi er discrepancy with a contrastive loss. CoSCA also provides

better global domain alignment via the use of MMD loss.

" We validate the proposed approach on several domain adaptation benchmarks.
Extensive experiments demonstrate that CoSCA achieves state-of-the-art re-

sults on several benchmarks.
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4.2 Related Work

Unsupervised Domain Adaptation A practical solution for domain adaptation is

to learn domain-invariant features whose distribution is similar across the source and
the target domains. For example, Seneet al. [SSSS16] proposed using clustering
techniques and pseudo-labels to obtain discriminative features. Loegjal. proposed
DAN [LCWJ15] and JAN [LZWJ16] to minimize the MMD or variations of MMD
between two domains. Adversarial domain adaptation integrates adversarial learning
and domain adaptation in a two-player game [GL14, THSD17, THDS15]. Following
this idea, most existing adversarial learning methods reduce feature di erences by
fooling a domain discriminator [LCWJ18a, GUA 16]. However, these methods fail
to consider the relationship between target samples and the class-conditional decision
boundaries when aligning features [SWUH18], while only merging the source and the

target domains.

Class-conditional Alignment  To address the aforementioned issue, recent work en-
forces class-level alignment while aligning global marginal distributions. Associative
domain adaptation (ADA) [HFMC17] reinforces associations across domains directly
in the embedding space, to extract features that are statistically domain-invariant
and class-discriminative. Adversarial Dropout Regularization (ADR) [SUHS17] and
Maximum Classi er Discrepancy (MCD) [SWUH18] were proposed to train a neural
network in an adversarial manner, avoiding generating non-discriminative features
lying in the region near the decision boundary. In [PCLW18, LZWJ16] the authors
considered class information when measuring domain discrepancy. Co-regularized
Domain Adaptation (Co-DA) [KSW* 18] utilized multi-view information to match
the marginal feature distributions corresponding to the class-conditional distribu-
tions. Compared with previous work that executed the alignment by optimizing
\hard" metrics [SWUH18, KSW* 18], we propose to smooth the alignment iteratively,
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with explicitly de ned loss.

Contrastive Learning  The intuition for contrastive learning is to let the model
understand the di erence between one sete(g; data points) and another, instead

of only characterizing a single set [ZHPA13]. This idea has been explored in pre-
vious works that model intra-class compactness and inter-class separabilitg:d;
distinctiveness loss [DL17], contrastive loss [HCLO6], triplet loss [WSIL4]) and tan-
gent distance [RDV 11]. It has also been extended to consider several assumptions
in semi-supervised and unsupervised learning [LZIL7, CXZZ17], such as the low-
density region (or cluster) assumption [LZE 17, RDV* 11] that the decision boundary
should lie in the low-density region, rather than crossing the high-density region. Re-
cently, contrastive learning was applied in UDA [KJYH19], in which the intra/inter-
class domain discrepancy were modeled. In comparison, our work is based on the
MCD framework, utilizing the low-density assumption and focusing on separating
the ambiguous target data points by optimizing the contrastive objective, allowing
the decision boundary to sit in the low-density regionj:e:, region of vacancy, and

smoothness assumption.

4.3 Approach

Unsupervised domain adaptation seeks to generalize a learned model from a source
domain to a target domain, the latter following a di erent (but related) data dis-
tribution from the former. Speci cally, the source- and target-domain samples are
denotedS = f(x3;y9); 5 (X7 7)) 5 (XR YR, G and T = £x3; 0 x] o x|, 9, respec-
tively, where x? and x! are the input, andy? 2 f 1; 2; ::;; K g represents the data labels

of K classes in the source domain. The target domain shares the same label types
as the source domain, but we possess no labeled examples from the target domain.

We are interested in learning a deep networ& that reduces domain shift in the data
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Figure 4.2 : Framework of the proposed CoSCA. The inputs ar&X*® with label

Y s from the source domain and unlabeleX® from the target domain. The model
contains a shared feature generatdé and two feature classi ersF; and F,. Lywp

is calculated using the generated feature mean of the source and targed,, gs and
g respectively. L 54y is the classi er discrepancy calculated based on the probability
outputs p; and p, of F1(G(X1')) and Fo(G(X1')), respectively. L conyas iS the contrastive
loss calculated for both source-and-target and target-and-target samples.
distribution across S and T, in order to make accurate predictions foy!. We use
the notation (X3;Y ®) to describe the source-domain samples and labels, aXd for
the unlabeled target-domain samples.

Adversarial domain adaptation approaches such as [SWUH18, KSGP19] achieve
this goal via a two-step procedure:i) train a feature generatorG and the feature
classi ers F1, F, with the source-domain data, to ensure the generated features are
class-conditional;ii ) train F; and F, so that the prediction discrepancy between the
two classi ers is maximized, and trainG to generate features that are distinctively
separated. The maximum classi er discrepancy detects the target features that are
far from the support of the source domain. As the generator tries to fool the classi ers

(i-e:, minimizing the discrepancy), these target-domain features are enforced to be

categorized and aligned with the source-domain features.
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However, only measuring divergence betwedén and F, can be considered rst-
order moment matching, which may be insu cient for adversarial training. Previous
work also observed similar issues [AGLL7, THS" 18]. We address this challenge by
adding the Maximum Mean Discrepancy (MMD) loss, that matches the di erence
via higher-order moments. Also, the class alignment in existing UDA methods takes
into account the intra-class domain discrepancy only, which makes it di cult to sep-
arate samples within the same class that are close to the decision boundary. Thus,
in addition to the discrepancy loss, we also measure both intra- and inter-class dis-
crepancy across domains. Speci cally, we propose to minimize the distance among
target-domain features that fall into the same class based on decision boundaries,
and separate those features from di erent categories. During this process, ambigu-
ous target features are simultaneously kept away from the decision boundaries and

mapped into the high-density region, achieving better class alignment.

4.3.1 Global Alignment with MMD

Following [SWUH18], we rst train a feature generatorG() and two classiers
F1(G()) and F,(G()) to minimize the softmax cross-entropy loss using the data
from the labeled source domairs, de ned as:
hx
L(X%Y®) =  Exsys) (xsivs) L=ys1logps(yjx®)
k=1
X [

+ 1p=ysylogpa(yjx®) (4.1)
k=1

wherep,(yjx) and po(yjx) are the probabilistic output of the two classi ersF;(G(x))
and F,(G(x)), respectively.

In addition to (4.1), we explicitly minimize the distance between the source and
target feature distributions with MMD. The main idea of MMD is to estimate the
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distance between two distributions as the distance between sample means of the pro-
jected embeddings in a Hilbert space. Minimizing MMD is equivalent to minimizing
all orders of moments [GBR 12]. In practice, the squared value of MMD is estimated

with empirical kernel mean embeddings:

Lo (XX = 0k (82 (9,
! I TR TN
(4.2)
1 X X
gs= — G(X); g=—  G(x})
Ns 1oy Nt iy

where () is the kernel mapping,gs 2 R", g: 2 R", with n; and ng denoting the
size of a training mini-batch of the data from the source domais and the target
domain T, respectively;jj jj denotes the ,-norm. With the MMD loss L ywp , the
normalized features in the two domains are encouraged to be distributed identically,

leading to better global domain alignment.

4.3.2 Contrastively Smoothed Class Alignment

Discrepancy Loss The discrepancy loss represents the level of disagreement between
the two feature classi ers in prediction for target-domain samples. Speci cally, the
discrepancy loss betweeRk; and F; is de ned as:

1 X . .
I P (YiX) Pz (Yix) (4.3)

k=1

d(pa(yjx); P2(yjx))

wherej j denotes the ;-norm, and p;, () and p,, () are the probability output of
p: and p, for the k-th class, respectively. Accordingly, we can de ne the discrepancy

loss over the target domainr :
Laav(X') = Ext xt d(pa(yjx"); pa(yix")) (4.4)
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Adversarial training is conducted in the MCD [SWUH18] setup:

min L(XS;YS) I—adv(xt)
F1;F2

(4.5)
mC-‘!n L adv(X t)

where is a hyper-parameter. Minimizing the discrepancy between the two classi ers
F1 and F, induces smoothness for the clearly classi ed target-domain features, while
the region in the vacancy among the ambiguous ones remains non-smooth. Moreover,
MCD only utilizes the unlabeled target-domain samples, while ignoring the labeled

source-domain data when estimating the discrepancy.

Contrastive Loss To further optimize G to estimate the underlying label hypothesis
of target-domain samples, we propose to measure the intra- and inter-class discrep-

ancy across domains, conditional on class information. By using an indicator de ned

(L
asc(y;y9 = Y=Y , we de ne the contrastive loss betwee® and T as:
0 y6y°
SS$T X t t
Lcontras = Ldis(G(X?); G(Xj ); C(y|si % )) (4-6)
X728 ;X}ZT

wherelL g4is IS a distance measure (de ned below), ang‘ is the predicted target label
for x}. Speci cally, (4.6) covers two types of class-aware domain discrepanciey:
intra-class domain discrepancy \¢ = g‘); and ii) inter-class domain discrepancy
(y° 6 g-t). Note that y? is known, providing some supervision for parameter learning.
Similarly, we can de ne the constrastive loss betweeh and T as:
TS$T X t t | S §
Lcontras = Ldis(G(Xi);G(Xj);C(yi ’ﬂ)) (4-7)
xi‘;x}ZT
To obtain the indicator c(y;yY, estimated target labelg' is required. Speci cally, for

each data samplex!t, a pseudo label is predicted based on the maximum posterior
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probability of the two classi ers:
n
g = argmax  p(Fy(G(x})) = Kix)
k2f 1;2;:5K g

. (4.8)

+ p(F2(G(x})) = kijx)
Ideally, based on the indicator L 4is should ensure the gathering of features that fall in
the same class, while separating those in di erent categories. Following [LZL7], we
utilize contrastive Siamese networks [BGL94], which can learn an invariant mapping

to a smooth and coherent feature space and perform well in practice:

8
<jiG(xi)  G(x)ii? G =1
Lais = | ) - (4.9)
max(0;m jj G(x;) G(x;)jj)° ¢ =0
wherec; = c(yi;y;) and m is a pre-de ned margin. The margin loss constrains the
neighboring features to be consistent. Based on the above de nitions of source-and-

target and target-and-target contrastive losses, the overall objective is:
L contras (X s; Y s; X t) = L?(fr?;ras + LIO?]Iras (4-10)

Minimizing the contrastive lossL conras €ncourages features in the same class to ag-
gregate together while pushing unrelated pairs away from each other. In other words,
the semantic feature approximation is enhanced to induce smoothness between data

in the feature space.

4.3.3 Training Procedure

We optimize G, F; and F, by combining all of the aforementioned losses, performed
in an adversarial training manner. Speci cally, we rst train the classi ersF; and

F, and the generatorG to minimize the objective:
min L(XS;YS)+ 1L vmp (XS,Xt) (411)
F1;F2:G
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Algorithm 2 Training procedure of CoSCA.
1: Input : Source domain sampleisx?; y°g, and target domain samplesﬁx}g. Hyper-
parameters 1, ,, 3, and inner-loop iteration and .
2: Output : Classiers F; and F,, and generatorG.

3: for iter from 1 to max_iter do
Sample a mini-batch of source sampleg} y7] and target samples x} .

# Update both the generator and the classi ers
Compute L (X®;Y %) on [x7;y?].

Compute L yvp (X5;X1) on xis;xjt )
Update G, F; and F;, using (4.11).

© N a &~

# Update the classi ers
10: for inner _loopiter,; from 1to do
11: Compute L (X3;Y ®) on [X?; y7].

12: Compute L agv(X") 0On X;.
13: Fix G, update F; and F;, using (4.12).
14:  end for

15:  # Update the feature generator
16:  for inner loopiter, from 1 to do

17: Compute L ag, (X ") 0n X;.

18: Compute L conras (X%, Y 5 XT) on X7 y9; %] .
19: Fix F; and F,, update G using (4.13).

20: end for

21: end for

We then train the classi ers F; and F, while keeping the generatoiG xed. The
objective is:

min L(X3;Y %) oL agv(XH) (4.12)
F1;F2

Lastly, we train the generatorG with the following objective, while keeping bothF;

and F, xed:

mGin 2|—adv(Xt)+ 3Lc0ntras(Xs;Ys;Xt) (4.13)

where ;, ,and j3are hyper-parameters that balance the di erent objectives. These
steps are repeated, with the full approach summarized in Algorithm 2. In our exper-
iments, the inner-loop iteration numbers and are both set to 2.
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Class-aware sampling When training with the contrastive loss, it is important to
sample a mini-batch of data with all the classes, to allow (4.10) to be fully trained.
Following [KJYH19], we use a class-aware sampling strategy. Speci cally, we ran-
domly select a subset of each class, from which a mini-batch is sampled. Conse-

qguently, in each mini-batch, we are able to estimate the intra/inter-class discrepancy.

Dynamic parameterization of 3 In our implementation, we adapt a dynamic
I (t) to parameterize 3. We set! (t) =exp[ (1 m)] 3, Which is a Gaussian

curve ranging from 0 to j; this is employed to prevent unlabeled target features

gathering in the early stage of training, as the pseudo labels might be unreliable.

4.4 Experiments

We evaluate the proposed model primarily on image datasets. To compare with
MCD [SWUH18] as well as the state-of-the-art results in [SBNE18, KSW18], we
evaluate on the same datasets used in those studies: the digit datasets:( MNIST,
MNISTM, Street View House Numbers (SVHN), and USPS), CIFAR-10, and STL-
10. We also conduct experiments on the VisDA datasetge., large-scale images. Our
model can also be applied to non-visual domain adaptation tasks. Speci cally, to
show the exibility of our model, we also evaluate it on the Amazon Reviews dataset.
For visual domain adaptation tasks, the proposed model is implemented based
on VADA [SBNE18] and Co-DA [KSW' 18] to avoid any incidental di erence caused
by network architecture. However, di erent from these methods, our model does not
require a discriminator, and only adopts the architecture for the feature generat@
and the classi er F. Speci cally, G has 9 convolutional layers with several dropout,
max-pool, Gaussian noise and global pool layers. Bofh and F, are one-layer MLPs.
We also include instance normalization [SBNE18, UVL16], achieving superior results

on several benchmarks. For the VisDA dataset, we implemented our model based on
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(a) The Digit dataset.

(b) The CIFAR-10 dataset and the STL dataset.

Figure 4.3 : Sample images from the Digit, CIFAR-10 and STL datasets. Images
from each column belong to the same class, while each row corresponds to a domain.
Self-ensembling Domain Adaptation (SEDA) [FMF18]. To compare with MCD and
Contrastive Adaptation Network (CAN) [KJYH19] (codebase not available) in both
experiments, we re-implemented them using the exact architecture as our model.

In addition to the aforementioned baseline models, we also include results from
recently proposed unsupervised domain adaptation models. Note that standard do-
main adaptation methods (such as Transfer Component Analysis (TCA) [PTKY11]
and Subspace Alignment (SA) [FHST13]) are not included; these models only work
on pre-extracted features, and are often not scalable to large datasets. Instead, we
mainly compare our model with methods based on adversarial neural networks.

For the non-visual task, we adopt a one-layer CNN structure from previous work
[Kim14]. The feature generatorG consists of three components, including a 300-
dimensional word embedding layer using GloVe [PSM14], a one-layer CNN with
ReLU, and a max-over-time pooling through which the nal sentence representa-
tion is obtained. The classi ersF; and F, can be decomposed into one dropout layer

and one fully connected output layer.
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Table 4.1 : Results on visual domain adaptation tasks. Source-Only corresponds to
training a classi er in the source domain and applying it directly to the target domain,
without any adaptation. Models with instance-normalized input are implemented
using the same network architecture. Results witly are reported in [SWUH18].

Source Domain MNIST SVHN  MNIST MNIST CIFAR STL
Target Domain SVHN MNIST MNISTM USPS STL CIFAR
MMD [LCWJ15] - 71.1 76.9 81.1 - -
DANN [GUA"16] | 35.7 71.1 81.5 77.1 - -
DSN [BTS' 16] 40.1 82.7 83.2 91.3 - -
ATT [SUH17] 52.8 86.2 94.2 - - -
With Instance-Normalized Input:
Souce-Only 40.9 82.4 59.9 76.7 77.0 62.6
VADA [SBNE18] 73.3 94.5 95.7 - 78.3 71.4
Co-DA [KSW*18]| 81.3 98.6 97.3 - 80.3 74.5
MCD [SWUH18] 68.7 96.2 96.7 94.2 78.1 69.2
SEDA [FMF18] 37.5 99.2 - 98.2 80.1 74.2
CAN [KJYH19] 67.1 94.8 96.2 97.5 77.3 70.4
CoSCA 80.7 98.7 98.9 99.3 81.7 75.2

4.4.1 Digit Datasets

There are four types of digit imagesi(e:, four domains). MNIST and USPS are both
hand-written gray-scale images, with relatively small domain di erence. MNISTM [GUA16]
is a dataset built upon MNIST by adding randomly colored image patches from
BSD500 dataset [AMFM11]. SVHN includes colored images of street numbers. All
images are rescaled to 32 32 3. Sample images of all four digit datasets are

presented in Figure 4.3(a).

MNIST ! SVHN While both MNIST and SVHN include images of digits, there
exists a large domain gap between these two datasets. As gray-scale handwritten
digits, MNIST has much lower dimensionality than SVHN, which contains cropped
street-view images of house numbers. Speci cally, each image from SVHN has a
colored background, which sometimes contains multiple digits, and might be blurry.

This makes MNIST! SVHN a much harder adaptation task than other digit datasets.
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It is shown recently in [SBNE18] that instance normalization allows the classi er to
be invariant to channel-wide scaling and shifting of the input pixel intensities, greatly
improving the adaptation performance on MNIST SVHN (73.3%). With instance
normalization, our proposed CoSCA achieves test accuracy of 80.7%, as shown in

Table 4.1, competitive with state-of-the-art results from [KSW 18].

(8 MCDM! S (b) COSCA M! S (c) MCD S! M (d) COSCA S! M

(&) MCD C! STL  (f) CoOSCAC! STL  (g) MCD STL! C  (h) CoSCA STL! C

Figure 4.4 : t-SNE embedding of the feature$s(x) for MNIST (M) ! SVHN (S)
and STL! CIFAR (C). Color indicates domain, and the digit number is the la-
bel. The ideal situation is to mix the two colors with the same label, representing
domain-invariant features.

Notice that MCD does not provide adequate performance. Figure 4.4(a) plots the
t-SNE embedding of the features learned by MCD. Domains are indicated by di erent
colors, and classes are indicated by di erent digit numbers. MCD fails to align the
features of the two domains globally due to the large domain gap. In other words,
the maximized discrepancy provides too many ambiguous target-domain samples.

As a result, the feature generator may not be able to properly align them with the

source-domain samples. In comparison, as shown in Figure 4.4(b), CoSCA utilizes the
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MMD between the source and the target domain features, thus maintaining a better
global domain alignment. With further smoothed class-conditional adaptation, it

outperforms MCD.

SVHN ! MNIST Classi cation with the MNIST dataset is easier than others. As
shown in Table 4.1, source-only achieves 82.4% on SVHNINIST with instance
normalization. Therefore, even with the same amount of domain di erence, perfor-
mance on SVHN MNIST is much better than MNIST! SVHN across all compared

models. The test accuracy of our model achieves 98.7%.

MNIST ! MNISTM Since MNISTM is a colored version of MNIST, there exists a
one-to-one matching between the two datasetse:, a domain adaptation model would
perform well as long as domain-invariant features are properly extracted. CoSCA pro-

vides better results than Co-DA, yielding a test accuracy of 98.9%.

MNIST ! USPS Evaluation on MNIST and USPS datasets is also conducted to
compare our model with other baselines. The proposed method achieves an excellent

result of 99.3%.

4.4.2 CIFAR-10 and STL-10 Datasets

CIFAR-10 and STL-10 are both 10-class datasets, with each image containing an
animal or a type of transportation. Images from each class are much more diverse
than the digit datasets, with higher intrinsic dimensionality, which makes it a harder
domain adaptation task. There are 9 overlapping classes between these two datasets.
Figure 4.3(b) shows some sample images from each class. CIFAR provides images
of size 32 32 and a large training set of 50,000 image samples, while STL contains
higher quality images of size 9696, but with a much smaller training set of 5,000
samples. Following [FMF18, SBNE18, KSW18], we remove non-overlapping classes

from these two datasets and resize the images from STL to 322.
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Table 4.2 : Test accuracy of ResNetl01 model ne-tuned on the VisDA dataset.
Results with y are reported in [SWUH18], while the others are implemented using
the same network architecture.

Model \plane bcycl bus car horse knife mcycl person plant sktbrd traintrucKmean
Source Only 55.1 53.3 61.9 59.1 80.6 17.9 79.7 31.2 810 265 735 ®H3.4
MMD 87.1 63.0 76.5 42.0 90.3 429 859 53.1 49.7 36.3 85.8 20I/Y
DANN 81.9 77.7 828 44.3 81.2 295 65.1 286 519 546 828 B34
MCD 89.1 80.8 829 70.9 91.6 56.5 89.5 79.3 909 76.1 88.3 2931
CAN 914 789 79.1 72.8 93.2 63.4 824 68.6 93.2 88.3 8342|779
SEDA 95.3 87.1 84.2 58.3 94.89.6 87.9 79.1 92.891.3 89.6 37.4|82.2

CoSCA 95.7 87.4 85.773.595.3 728 915 84.8 946 879 87.9 36.8§82.9

STL! CIFAR is more di cult than CIFAR ! STL, due to the small training set in
STL. For the latter, the source-only model with no adaptation involved achieves an
accuracy of 77.0%. With adaptation, the margin-of-improvement is relatively small,
while CoSCA provides the best improvement of 4.7% among all the models (Table
4.1). For STL! CIFAR, our model yields a 12.6% margin-of-improvement and an
accuracy of 75.2%. Figures 4.4(e), 4.4(f), 4.4(g), and 4.4(h) provide t-SNE plots
for MCD and our model, respectively, which shows our model achieves much better

alignment for each class.

4.4.3 VisDA Dataset

The VisDA dataset is a large-scale image dataset that evaluates the adaptation from
synthetic-object to real-object images. Images from the source domain are synthetic
renderings of 3D models from di erent angles and lighting conditions. There are
152,397 image samples in the source domain, and 55,388 image samples in the target
domain. The image size, after rescaling as in [SWUH18], is 224224 3. A model
architecture with ResNet101 [HZRS16] pre-trained on Imagenet is required. There
are 12 dierent object categories in VisDA, shared by the source and the target
domains.
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Table 4.3 : Results on the Amazon Reviews dataset. Results withare reported by
[HLND18, ZR18].

Source-Only| DANN PBLM MCD DAS CoSCA
[GUA"16] | [ZR18] | [SWUH18]| [HLND18]
Accuracy\ 79.13 \ 80.29 \ 80.40 \ 81.35 \ 81.96 \ 83.17

Table 4.2 shows the test accuracy of di erent models in all object classes. The
class-aware methods, namely MCD [SWUH18], SEDA [FMF18] and our proposed
CoSCA, outperform the source only model in all categories. In comparison, the
methods that are mainly based on distribution matching do not perform well in some
of the categories. CoSCA outperforms MCD, showing the e ectiveness of contrastive
loss and MMD global alignment. In addition, it performs better than SEDA in most

categories, demonstrating its robustness in handling large scale images.

4.4.4 Amazon Reviews Dataset

We also evaluate CoSCA on the Amazon Reviews dataset collected by Blitzdral.
[BDPO7]. It contains reviews from several di erent domains, with 1000 positive and
1000 negative reviews in each domain.

Table 4.3 shows the average classi cation accuracy of di erent methods, including
DANN [GUA*16] DAS [HLND18] and PBLM [ZR18]. We use the same model ar-
chitecture and parameter setting for MCD and the source-only model. Results show
that the proposed CoSCA outperforms all other methods. Speci cally, it improves
the performance from test accuracy of 81.96% to 83.17%, when compared to the
state-of-the-art method DAS. MCD achieves 81.35%, which is also outperformed by
CoSCA.
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Table 4.4 : Ablation study on CoSCA with dierent variations of MCD on
MNIST! SVHN, STL! CIFAR, and Amazon Reviews.

MNIST STL Amazon
Model SVHN CIFAR Reviews
MCD [SWUH18] 68.7 69.2 81.35
MCD+MMD 72.1 70.2 81.73
MCD+Contras 75.9 73.4 82.56
CoSCA 80.7 75.2 83.17

4.4.5 Ablation Study

To further demonstrate the improvement of CoSCA over MCD [SWUH18], we con-
duct an ablation study. Speci cally, with the same network architecture and setup,
we compare model performance among 1) MCD, 2) MCD with smooth alignment
(MCD+Contras), 3) MCD with global alighnment (MCD+MMD), and 4) CoSCA,

to validate the e ectiveness of adding contrastive 10Ss conras @and MMD lossL yvp to
MCD. As MCD has already achieved superior performance on some of the benchmark
datasets, we mainly choose those tasks on which MCD does not perform very well,
in order to better analyze the margin of improvement. Therefore, MNIST SVHN,

STL! CIFAR and Amazon Reviews are selected for this experiment (Table 4.4).

E ect of Contrastive Alignment We compare CoSCA with MCD as well as its
few variations, to validate the e ectiveness of the proposed contrastive alignment.
Table 4.4 provides the test accuracy for every model across the selected benchmark
datasets. For MNIST' SVHN, MCD+Contrastive outperforms MCD by 7.2%. For
STL! CIFAR and Amazon Reviews, the margin of improvement is 4.2% and 1.21%,
respectively (less signi cant than MNIST SVHN, possibly due to the smaller domain

di erence). Note that the results of MCD+Contras are still worse than CoSCA,
demonstrating the e ectiveness of the global domain alignment and the framework

design of our model.
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(a) Validation accuracy vs number of iterations for
MNIST! SVHN.

(b) Validation accuracy vs number of iterations for
STL! CIFAR.

Figure 4.5 : Ablation study on CoSCA and di erent variations of MCD.

E ect of MMD  We further investigate how the MMD loss can impact the per-
formance of our proposed CoSCA. Speci cally, for MNIST SVHN, MCD+MMD
achieves a test accuracy of 72.1%, only lifting the original result of MCD by 3.4%. For
STL! CIFAR and Amazon Reviews, the margin-of-improvement is 1.0% and 0.38%,
respectively. While this validates the e ectiveness of having global alignment in the
MCD framework, the improvement is small. Without a smoothed class-conditional
alignment, MCD still encounters misclassi ed target features during training, leading
to a sub-optimal solution. Notice that when comparing CoSCA with MCD+Contras,
the improvement for MNIST! SVHN is signi cant (as shown in Figure 4.5(a)), with
validation accuracy and training stability enhanced. This demonstrates the impor-

tance of global alignment when there exists a large domain di erence.
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4.5 Conclusions

We have proposed Contrastively Smoothed Class Alignment (CoSCA) for the UDA
problem, by explicitly combining intra-class and inter-class domain discrepancy and
optimizing class alignment through end-to-end mini-batch training. Experiments
on several benchmarks demonstrate that our model can outperform state-of-the-art
baselines. Our experimental analysis shows that CoSCA learns more discrimina-
tive target domain features, and the introduced MMD feature matching improves
the global domain alignment. For future work, we will extend our model to other
domain-adaptation tasks. Another direction to explore concerns development of a
theoretical interpretation of contrastive learning for domain adaptation, particularly
characterizing its e ects on the alignment of source and target domain feature dis-

tributions.
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Chapter 5

Bridging Domain Gap by Learning
Intermediate Latent Representation

5.1 Introduction

With advances in supervised deep learning, many vision problems have realized
signi cant performance improvements [KSH12, SZ15, SE15, HZRS16, GDDM14,
RHGS15, SLD17, CPK 18]. While the success is driven by several factors, such
as improved deep learning architectures [HZRS16, HSS18] or optimization tech-
niques [DHS11, KB14, IS15], it is strongly dependent on the existence of large-scale
labeled training data [DDS 09]. Unfortunately, such a dataset may not be avail-
able for each application domain. This demands new ways of knowledge transfer
from existing labeled data to individual target applications, potentially with access
to large-scaleunlabeleddata from the application domain.

Unsupervised domain adaptation (UDA) [BDBCPQ7, BDBC 10] has been pro-
posed to improve the generalization ability of classi ers, using unlabeled data from
the target domain. Deep domain adaptation that realizes UDA in a deep learning
framework has been successful in several vision tasks [GUA, CLS 18, IFYA18,
HTP* 17, TSSC19, PTS20]. The core idea is to reduce the discrepancy metric be-
tween the two domains, measured by the domain discriminator [GUAL6] or MMD
kernel [THZ" 14] at certain representation of deep networks. Ideally, the discrim-
inator learns the transformation mechanisms between the two domains. However,
it could be di cult to model such dynamics when there are many factors of inter-
and intra-domain variation applied to transform the source domain into the target
domain.
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Figure 5.1 : Unsupervised domain adaptation is challenging when the target domain is
signi cantly di erent from the source domain due to many convoluted factors of variation.
We introduce bridging domains composed of unlabeled images with some common factors
to the source (e.g., lighting) and the target domain (e.g., viewpoint, image resolution).

In this paper, we aim to solve unsupervised domain adaptation challenges when
domain discrepancy is large due to variation across the source and the target do-
mains. Figure 5.1 provides an illustrative example of adapting from labeled images
of cars from the internet to recognize cars for surveillance applications at night. Two
dominant factors, the perspective and illumination, make this a di cult adapta-
tion task. As a step towards solving these problems, we introducmlabeled domain
bridgeswhose factors of variation are partially shared with the source domain, while
the others are in common with the target domain. As in Figure 5.1, the domain on
the bottom left shares a consistent lighting condition (day) with the source, while
the viewpoint is similar to that of the target domain. We note that there could be
multiple bridging domains, such as the one on the bottom right of Figure 5.1, whose
lighting intensity is between that of the rst bridging domain and the target domain.

To utilize unlabeled bridging domains, we propose to extend the domain adver-

sarial neural network [GUA" 16] using multiple domain discriminators, each of which
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accounts for learning and reducing the discrepancy between unlabeled (bridging, tar-
get) domains and the mix of all precedent domains. We justify our learning framework
by deriving a bound on the target error, that contains the source error and a list of
discrepancies between unlabeled domain and the mix of precedent domains, includ-
ing the source. This bound captures the intuition that judicious choices of bridge
domains should not introduce large discrepancies. We hypothesize that the decom-
position of a single, large discrepancy into multiple, small ones leads to a series of
easier optimization problems, culminating in better alignment of source and target
domains. We illustrate this intuition in Figure 5.2 on a variant of the two-moons
dataset.

While works on unsupervised discovery of latent domains exist [GLC11, GGS13Db,
GGS14], it still remains a hard, unsolved problem. Firstly, we focus on the com-
plementary and also unsolved problem of devising adversarial formulations that ex-
ploit given bridging domains. We observe that such domain information is often
easily available in practice, for example, image meta-data such as timestamps, geo-
tags and calibration parameters su ce to inform about illumination, weather or
perspective. Moreover, we exploit di erent methods on measuring domain discrep-
ancy [GBR" 12, GUA" 16] or out-of-distribution (OOD) sample detection [HG17] to

discover latent domains in an unsupervised manner, i.e., without domain information.

5.2 Related Work

Unsupervised Domain Adaptation. The proper reduction of discrepancy across
domains [PY" 10] is a longstanding challenge. Speci cally, an appropriate metric is
required in order to measure the dierence in between domains [BDBCPO07]. Re-
cent works use kernel-based methods such as maximum mean discrepancy (MMD)

[THDS15] and optimal transport (OT) [CFTR15] to measure the domain di erence in
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the feature space. Others adopt the idea of adversarial training [GUAG6, SLZ 17]
which is inspired by the generative adversarial network (GAN) [GPAM14]. This
training procedure allows the feature representations to be indistinguishable between
the source and target domain, aligning the two. One example of using adversar-
ial training on UDA problems is the domain adversarial neural network (DANN)
[GUA™ 16]. It trains a discriminator that distinguishes domains, while also learning

a feature extractor to fool the discriminator by providing domain-invariant feature.

Multiple Domains. In [ZZW* 18], models are proposed for multiple-source UDA
problems based on a domain adversarial learning. While the intuition is to utilize
extra source domains that are available, the adaptation process is in practice favored
toward the source domain that is closely related to the target domain [MMROQ9]. Our
method shares the similar high-level idea, in which relevant domains should guide the
adaptation. In contrast, unlabeledbridging domains that share factors of variation
with both source and target domains are utilized to guide the two domains, aligned
with the bridging domain. Similar to our proposed approach, the bene t of having
intermediate domains to guide transfer learning is shown in [TSZY15], but in the
context of semi-supervised label propagation, requiring labeled data from the target

domains.

5.3 Method

Our proposed domain adaptation framework is built atop DANN, utilizingunlabeled
bridging domainsto enhance the adaptation performance when the source and target

domains are signi cantly di erent due to factors of variations.

Notation. DenoteDs and Dt as the source and target domains, respectively, from
which data x are drawn. Output labely Y hasN categories. The model contains:

1) a feature extractorf :D! RK, with parameter ¢, that maps x into a feature
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vector f (x); 2) the domain discriminatord: RX ! (0; 1), with parameter g, that tells
whether f (x) is from Dg or Dt; and 3) the classierC :RX I'Y , with parameter ¢,

that gives a predicted labely= C(f (x)).

5.3.1 Domain Adversarial Neural Network

The domain adversarial neural network transfers a classi er learned from the labeled
source domain to the unlabeled target domain by learning domain-invariant features.
It is realized by rst learning the domain-related information and leveraging it with
features extracted from the input. DANN uses a domain discriminatod to control
the amount of domain-related information in the extracted feature. The discriminator

is updated by maximizing the following:
Lo = Exp ¢ logd(f (x)) + Exp , log(1 d(f (x))): (5.1)

In comparison, the feature extractorf wants to confuse the discriminatod to remove
any domain-speci c information. Moreover, to make sure the extracted feature is
task-related, f is trained to generate features that can be correctly classi ed by the

classi er C trained by minimizing the following:

Lc = Exyyp sy [ YlogC(f (X)) (5.2)
and a learning objective for feature extractor is as follows:

minLc + Ly (5.3)

fiC

While [GUA™ 16] introduces a gradient reversal layer to jointly train all parameters,
we do alternating update of GANs [GPAM 14] between 4 and f ¢; cg in our im-

plementation.
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5.3.2 Challenge in Domain Adversarial Learning

While deep domain adaptation algorithms are realized in di erent forms [THDS15,
THZ" 14, GUA"™ 16, SLZ 17, BTS" 16, STS 20], their theoretical motivation largely
derives from the seminal work of [BDBCPO7]. In short, a theorem from that work
states that the target domain task error 1 is bounded by the source errorg*and the
domain discrepancy:

t(h)  "s(h)+ dy w(Ds;Dr); (5.4)

whereh2H is a hypothesis anddy 4 is written as:

sup jPp,(h(x) 6 h{x))  Po. (h(x) 6 h{x))j:
h:h02H

Adversarial loss can be used to minimize the domain discrepancy to obtain a tighter
bound. While it provides exibility on the types of discrepancy, it is challenging to
learn the right transformation from the source domain to the target domain when

the two are far apart.

Figure 5.2 : Translated two moons. The inter-twinning moons (left) are considered as the
source domain. Two moons are rotated and translated to the right to generate the target
domain (right in gray).

As motivation, consider a variant of the two-moons dataset, whose data points
are translated to the right by the amount proportional to the rotation angle, as in

Figure 5.2. The source domain is centered at the origin, while the target domain is

87



moved to the right after being rotated by 90, and given without labels. Adapting

from source to target directly is dicult due to a signi cant change. Moreover,

there are many ways to generate the same unlabeled target data points (e.g., rotate
counterclockwise instead of clockwise, as in the bottom of Figure 5.2). In such a
case, knowing what happens in the middle of the entire transformation process from
source to target domains is critical, as these data points in the middle, even if they are
unlabeled, can guide learning algorithms to easily disentangle transformation factors

(e.g., clockwise rotation and translation to the right) from task-relevant factors.

5.3.3 Adaptation with Bridging Domain

We introduce additional sets of unlabeled examples, which we call bridging domains,
that reside in the transformation pathway from labeled source to unlabeled target

domains.

DANN with a Single Bridging Domain. BesidesDs and D1, we denoteDg

as a bridging domain. Our framework is composed of feature extractb(x) from an
input x2Dgs[D g [D 1 and classi erC(f (x)) trained using classi cation loss in (5.2).
Unlike DANN, which directly aligns Ds and D1, we decompose the adaptation into
two steps. First,Ds and Dg are aligned. This is an easier task than direct adaptation
as in DANN, since there are less discriminating factors betwe®y and Dg. Second,
we adaptD+ to the union of Dg and Dg. Similarly, the task is easier since it needs
to discover remaining factors betwee®t and Ds or Dg, as some factors are already
found from the previous step. To accommodate the two adaptation steps, we use two
binary domain discriminators, d; for learning discrepancy betweeis and Dg, and

d, betweenDs [D g and Dy. Finally, this is realized with the following objectives:
La, = Epg logdi(f) + Ep, log(1  du(f)); (5.5)
La, = Epspp 5 10gd(f) + Ep, log(1 dy(f)): (5.6)
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Figure 5.3 : The learning framework with labeled source, unlabeled target, and unlabeled
bridging domains for our extension of DANN using multiple discriminators. The model is

composed of shared feature extractof , classi er C, which is trained using labeled source
examples, and two domain discriminatorsd; and ds.

Both Ly, and L4, are minimized to update their respective model parameters,
and 4,. We update the classier using (5.2) and the feature extractor to confuse

discriminators as follows:

min LC + 1|—d1 + 2Ld2; (57)

fiC

with two hyperparameters ; and , to adjust the strengths of adversarial loss. We
alternate updates betweerd;;d, and f; C . The proposed framework is visualized in

Figure 5.3.

Theoretical Insights. To provide insights on how our learning objectives are
constructed, we derive a bound on the target error while considering the unlabeled

bridging domain:
7(h) 1(hy) + % s(hg)+2 + +dy uw(D ;Dy)+ %dH H(Ds;Dg); (5.8)
whereh = argminy,y (h), D =Ds[D g, and
. P .
=minpu f r(h)+ 5, j j(h)gwith =(0:50:5).

Note that T(hT)+% g(hg)+2 "s(h), making (5.8) similar to (5.4). The derivation
is provided in the Supplementary Material.
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The implications of (5.8) are two-fold: Firstly, to keep the bound tight, we need
to assure that both domain discrepancies are small. This motivates the design of
our proposed adversarial learning framework discussed earlier. More importantly, we
argue that the individual components ofdecomposed discrepancies are much easier

to optimize than the one in (5.4) when the bridging domain is chosen properly.

Unsupervised Bridging Domain Discovery. While there are many real-world
problems where the bridging domains naturally arisee(g, the illumination condition

of the surveillance images, which can be obtained from the mean pixel values), it is
not always available. In such cases, one may resort to the unsupervised discovery of
latent domains [GLC11, GGS13b, TSZY15].

To nd out whether an unlabeled image of the target domain belongs to the
bridging domain, one may measure the closeness of individual target examples to the
source domain. For example, we propose to pretrain a standard DANN and exploit
the discriminator scored,e(fyre(X)); X 2D 1 to quantify the closeness. Since the dis-
criminator converges at equilibrium of source and target distributions [GPAM14],
this requires an early stopping in practice [SLZ17].

Alternatively, we can use o -the-shelf algorithms to compute the distance be-
tween individual target examples to the source domain. Given a feature extractbye
trained on the source examples, one may compute the MMD betwebfe(X);Xx2D 1
and ffpe(X)0k2ps. In addition, out-of-distribution (OOD) sample detection meth-
ods [HG17] are good candidates as they provide the score quantifying how likely an

example belongs to the source domain.

DANN with Multiple Bridging Domains. Our framework can be extended
to the case for which multiple unlabeled bridging domains exist, which is desirable
to span larger discrepancies between source and target domains. To formalize, we

denoteDy= Ds; Dy +1 = Dt as source and target domains, anb,,; m=1;::;;M as
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unlabeled bridging domains withD,, closer to source thanD..;. We introduce
M +1 domain discriminators d;; ::;; dy +1 , €ach of which is trained by maximizing the

following objective:
Lan = ESm 1p, logdm (f) + Ep,, log(1 dn(f)); (5.9
and the learning objective forf and C is given as follows:

P
M L, (5.10)

mnbLc+

fiC

5.4 Experiments

We evaluate our methods mainly on three adaptation tasks: digit classi cation, object
recognition, and semantic scene segmentation. For the recognition task, we use the
Comprehensive Cars (CompCars) [YLCLT15] dataset to recognize car models in the
surveillance domain at night using labeled images from the web domain. For the scene
segmentation task, synthetic images of the GTA5 dataset [RVRK16] are given as the
source domain and the task is to perform adaptation on Foggy Cityscapes [SDVG18].
We also provide results on the two-moons toy dataset as described previously and

the digit classi cation task.
5.4.1 Toy Experiment with Two Moons

Created for binary classi cation problem, the inter-twinning moons 2D dataset suits
our model if we consider di erent rotated versions of the standard two entangled
moons as di erent domains. In this experiment, we consider a hard adaptation from
the original data to the ones that are rotated 90 (clockwise or counter-clockwise),
while intermediate rotation such as 30 and 60 can be considered as bridging do-
mains. Moreover, as discussed in Section 5.3.2, the domains do not share the same

centers and are proportionally translated according to the rotated angle. We follow
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the same network architecture as in [GUA16], with one hidden layer of 15 neurons

followed by sigmoid non-linearity. The performance is summarized in Table 5.1.

Table 5.1 : Average classi cation accuracy on test set of each domain. Results for
the baseline and di erent bridging domain combinations are included.

Model 0 30 60 90

0 90 80.88 1.71 - - 56.98 4.47
o 300 90 87.233.64 95.66 4.18 - 60.98 7.41
0o 60 90 79.191.21 - 89.66 3.61 80.67 9.47

o 300 60 90 78.751.56 82.33 8.71 87.33 3.83 86.97 2.17

One observation is that when 90 is involved as a target domain, the source
domain accuracy is sacri ced a lot, which may be because of the limited network
capacity. While the adaptation achieves only 580%, which is almost a random guess,
with source-to-target model (0 90), the proposed method clearly demonstrates its

e ectiveness, achieving 8®7% on the target domain.

5.4.2 Digit Classi cation

Di erent digit datasets are considered as separated domains. MNIST [LBBH98] pro-
vides a large amount of hand written digit images in gray scale. SVHN [NWQ1]
contains colored digit images of house numbers from street view. MNIST-M [GUAG]
is enriched from MNIST using randomly selected colored image patches in BSD500
[AMFM11] as background. We consider adaptation from labeled MNIST to unlabeled
SVHN, while using MNIST-M as an unlabeled bridging domain. Given the di erences
between MNIST and SVHN, MNIST-M seems appropriate bridging domain (similar
appearance of foreground digits to MNIST but color statistics to SVHN).

We compare our model with the baseline model, i.e., a standard DANN from
source to target without bridging domain. A DANN model that adapts to the mix-
ture of bridge and target domains as a single target is included for comparison. We
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Table 5.2 : Accuracy on MNIST-M and SVHN test sets averaged over 10 runs. We report
the performance of the standard DANN, the DANN model using mixture of unlabeled
domains as a single target (MNIST MNIST-M+SVHN), and our proposed model.

Model MNIST-M SVHN
MNIST! SVHN - 71.02
MNIST! MNIST-M+SVHN 96.27 78.07
MNIST! MNIST-M! SVHN 97.07 81.28

present results in Table 5.2. When the bridging domain is involved, the average ac-
curacy on SVHN (target) signi cantly improves upon the baseline model. Moreover,
our proposed model achieves higher performance than the model with mixture of

unlabeled domains, demonstrating bene ts from the bridging domain.

5.4.3 Recognizing Cars in SV Domain at Night

Dataset and Experimental Setting. Two sets of images are provided in the

CompCars dataset: 1) the web-nature images are collected from car forums, public

websites and search engines, and 2) the surveillance-nature images are collected from

surveillance cameras. The dataset is composed of 623 web images across 431 car

models and 44481 SV images across 181 car models, with these categories of the SV

set being inclusive of 431 categories from the web set. We consider a set of adaptation

problems from labeled web to unlabeled SV images. This is challenging as SV images

have di erent perspective and illumination variations from web images.

We use an illumination condition as a metric for adaptation di culty and partition

the SV set into SV1{5 based on the illumination condition of each image. SV1

contains the brightest images, whereas SV5 contains the darkest ones. We visualize

samples from SV1{5 in Figure 5.4, and con rm the domain discrepancy between web

1We compute the mean pixel-intensity and sort/threshold images to construct SV1{5 with roughly
the same sizes. In practice, the illumination condition may be obtained from metadata, such as
recorded time.
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Figure 5.4 : Sample images of CompCars surveillance (SV) domain from light (SV1) to
dark (SV5) illumination conditions.

Figure 5.5 : t-SNE plots of CompCars web and SV domains from light (SV1) to dark
(SV5) illumination conditions using baseline features.

and SV1{5 domains through t-SNE plots in Figure 5.5.

We present two experimental protocols. First, we evaluate on an adaptation task
from web to SV night (SV4{5) using SV day (SV1{3) as one domain bridge. We
demonstrate the di culty of adaptation when two domains are far from each other,
and show the importance of bridging domain and the e ectiveness our adaptation
method. Second, we adapt to extreme SV domain (SV5) using di erent combinations
of one or multiple bridging domains (SV1{4) and characterize the properties of an

e ective bridging domain.

Evaluation with a Single Bridging Domain. We demonstrate the di culty of
adaptation when domains are far apart and show that the performance of adversarial
DA can be enhanced using bridging domains. In particular, night images (SV4{5) are
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