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Abstract
High-throughput sequencing techniques have been developed to investigate cellular pro-

cesses by generating data across different stages of the central dogma. These approaches

encompass genomics, epigenomics, transcriptomics, and proteomics, offering insights into

distinct molecular processes. Integrating data from these modalities, or "omics," enables

scientists to unravel the complexities of cellular function and deepen our understanding of

molecular biology.

The advent of single-cell sequencing has revolutionized the resolution of omics data by

enabling the analysis of individual cells. Various methods have been developed to capture

multi-modal information within single cells. Among them, Multiome—a co-assay of RNA

and ATAC—simultaneously profiles the transcriptome and epigenome. Since its commer-

cialization in 2020, Multiome has become a widely adopted tool for studying gene tran-

scription regulation and interpreting key genetic variants, leading to a rapid accumulation

of publicly available datasets.

However, several obstacles hinder researchers from fully utilizing multi-modal single-

cell data. The first challenge lies in reusing publicly available datasets such as Multiome

data. Different laboratories often adopt varying strategies, pipelines, and reference genomes

for data processing, introducing technical variance that complicates the integration and

comparison of samples across studies. This inconsistency also limits the development of

machine learning methods that rely on standardized datasets.

The second challenge is the lack of robust methods for integrating information across

modalities and effectively analyzing multi-modal single-cell data. Conventional single-cell

analysis tools are primarily designed for single-modality datasets and are not easily adapt-

able to tasks such as trajectory inference, cell clustering, or batch correction in multi-modal

data. This gap highlights the need for specialized computational tools capable of handling

the complexity of multi-modal data integration and analysis.

In the second chapter, I present comparative analysis of gene regulation in single

cells (Compass). Compass consists of two main modules: CompassDB, a comprehensive
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database of publicly available Multiome datasets, and CompassR, an open-source R soft-

ware package designed for data exploration and visualization. CompassDB contains 435

Multiome samples, all processed using a uniform pipeline to ensure consistency and compa-

rability across datasets. Additionally, case studies are provided using CompassR to explore

gene regulation at the tissue, cell type, and sample levels.

The third chapter introduces single-cell modality information integration with lightweight

contrastive learning (MILL). MILL is designed to handle various types of multi-modal

single-cell data, including Multiome, CITE-seq, TCR-seq, and spatial transcriptomics. Our

results show that MILL effectively integrates information from multiple modalities by pro-

jecting them into a shared latent space. The latent space can be used for downstream anal-

yses such as cell type annotation, trajectory inference, and batch effect correction. Notably,

by incorporating image-based information, MILL significantly enhances cell type identifica-

tion, particularly in cells with low RNA quality. Our benchmark results demonstrate that

MILL outperforms existing state-of-the-art methods in tasks such as batch correction while

requiring significantly fewer computational resources and less time.

In conclusion, Compass serves as a valuable resource and platform for the reuse of

publicly available single-cell Multiome data, while MILL offers an efficient and powerful

tool for analyzing multi-modal single-cell datasets. Together, these contributions provide

robust computational tools and novel insights that advance the field of multi-modal single-

cell data analysis.
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1. Introduction
It has been two decades since the initial development of high-throughput sequencing

technology, which has revolutionized biomedical research (Margulies et al., 2005). Sci-

entists apply the technology to answer complex biological questions with unprecedented

precision. For instance, researchers can use high-throughput sequencing to compare the

whole transcriptome between cancerous and normal tissues, identifying key genes involved

in tumorigenesis. Conventional sequencing of a whole tissue, known as bulk sequencing,

captures the collective molecular information of all cells within the sample. Although sev-

eral deconvolution tools (Jin and Liu, 2021) have been developed to infer cell-type-specific

signals, bulk sequencing remains limited in resolution, making it challenging to dissect

cellular heterogeneity in tissues.

To capture cell-specific transcriptomic information, transcriptome analysis should be

conducted at the level of individual cells. Single-cell sequencing techniques enable the

isolation of individual cells from complex tissue and allow for the capture of genetic infor-

mation (e.g., transcriptome) at a per-cell resolution. This approach can effectively address

cellular heterogeneity in tissue.

This chapter will provide an overview of single-cell sequencing techniques, with a focus

on multi-modal techniques. It will cover key aspects of single-cell data analysis, challenges

associated with multi-modal single-cell data analysis, and current efforts to overcome these

challenges.

1.1 Development of single-cell sequencing techniques

The development of single-cell techniques originated from early efforts to isolate and

capture individual cells from tissue. Current cell isolation strategies include limiting di-

lution, fluorescence-activated cell sorting (FACS), laser capture microdissection (LCM),

micromanipulation, and microfluidics (Zeb et al., 2019). Each approach has its limitations:

limiting dilution is labor-intensive and inefficient, FACS requires a large number of viable

cells, LCM involves a complex operational workflow, and micromanipulation suffers from
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low throughput. The common drawback of these methods is the high cost of capturing

single cells.

Microfluidics is the predominant method for capturing single cells from tissue. This

technique utilizes microfluidic chips to encapsulate individual cells into droplets (Yin and

Marshall, 2012). It has several advantages, including high throughput, reduced processing

time, efficient single-cell capture, and ease of operation on commercial platforms.

Microfluidics assigns unique oligo DNA barcodes to droplets, each representing a single

cell. During library construction, the sequencing reads with the same barcode originate

from the same cell, allowing researchers to distinguish individual cells even in large-scale

experiments involving thousands of cells. 10x Genomics has widely adopted the technology

and occupies approximately 95% of the global market for single-cell RNA sequencing.

1.1.1 Single-cell RNA sequencing

The earliest single-cell sequencing technique dates back to 2009, when Tang et al. (Tang

et al., 2009) developed a method for whole-transcriptome analysis of individual cells through

manual isolation. While groundbreaking at the time, this approach was low-throughput and

inefficient. Since then, single-cell sequencing technologies have advanced rapidly, evolving

from profiling eight cells in early studies to handling millions of cells in recent research (C.

Qiu et al., 2024).

In the following 15 years, scRNA-seq techniques have diversified and improved signif-

icantly. Though early techniques have become outdated, some of them are still evolving.

For example, SMART-seq, a plate-based scRNA-seq technique which enables the analysis

of hundreds of cells per experiment, was initially introduced in 2012 (Goetz and Trimarchi,

2012). Since then, it has undergone several improvements, giving rise to SMART-seq2 (Pi-

celli et al., 2014), SMART-seq3 (Hagemann-Jensen et al., 2020), and SMART-seq3xpress

(Hagemann-Jensen et al., 2022). A key advantage of plate-based techniques is their ability

to sequence full-length transcripts, providing comprehensive gene expression insights.

The other widely adopted technique is the 10x Genomics Chromium system, which was
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commercialized in 2015. This system signi�cantly simpli�es single-cell sequencing, making

it more accessible and facilitating the development of numerous other single-cell sequencing

technologies. However, droplet-based methods like 10x Genomics also have limitations.

They can only capture the 5' or 3' end of transcripts, or quantify transcripts using probes in

spatial transcriptomics (e.g., Xenium), restricting full-length RNA analysis. Nevertheless,

their high throughput and ability to process a large number of cells make them the dominant

choice for large-scale single-cell studies.

Besides SMART-seq and 10x Genomics, which o�er high sensitivity and high-throughput

pro�ling respectively, many alternative methods have been developed to meet diverse ex-

perimental needs. Droplet-based techniques such as Drop-seq (Macosko et al., 2015) and

inDrop (Klein et al., 2015) support large-scale and cost-e�ective cell pro�ling. Well-

based techniques like Seq-Well (Gierahn et al., 2017) provide a more accessible setup for

resource-limited settings. Moreover, combinatorial indexing approaches, including SPLiT-

seq (Rosenberg et al., 2018) and sci-RNA-seq (Cao et al., 2017), improve scalability without

the need for micro�uidics. These various techniques allow researchers to tailor their ap-

proach to speci�c biological questions and sample constraints.

1.1.2 Single-cell ATAC sequencing

Chromatin accessibility is a crucial property of DNA, re�ecting the activity of gene

regulatory regions and the binding a�nity of transcription factors (TFs). DNase I hy-

persensitive sites sequencing (DNase-seq) (Song and Crawford, 2010) and the assay for

transposase-accessible chromatin with sequencing (ATAC-seq) (Buenrostro, Wu, Chang,

and Greenleaf, 2015) have been widely applied to study chromatin accessibility.

DNase-seq identi�es regulatory elements based on DNase I hypersensitive sites, which

are regions of open chromatin that can be cleaved by a restriction endonuclease called DNase

I. While DNase-seq is a powerful tool for detecting regulatory elements, it has notable

limitations. It requires precise experimental conditions to ensure complete digestion by

DNase I, and it demands a large number of cells to capture a clear signal from background
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noise. ATAC-seq employs a modi�ed transposase, Tn5, which randomly inserts adapter

DNA into open chromatin regions. Unlike DNase I, Tn5 doesn't have the capability to cut

the DNA sequence, allowing it to capture the full sequences of open chromatin regions.

ATAC-seq has become the preferred method for chromatin accessibility studies due to its

simpler protocol and ability to work with fewer cells.

Due to the bias of DNase I and the complexity of its experimental setup, single-cell

DNase-seq (Gao et al., 2021) has not been widely adopted, although it was developed in

2021. In contrast, single-cell ATAC sequencing (scATAC-seq), leveraging Tn5 transposase,

has proven to be more suitable for single-cell studies. Since the initial scATAC-seq method

was developed by Buenrostro et al. (Buenrostro, Wu, Litzenburger, et al., 2015) in 2015 us-

ing a micro�uidic system, multiple strategies have emerged, including microwell-, nanowell-,

and droplet-based approaches, further advancing single-cell chromatin accessibility pro�l-

ing.

1.1.3 Single-cell multi-omics

Recent advances of single-omic techniques have ushered in a new era of cellular analy-

sis, allowing researchers to explore cellular diversity from multiple perspectives, including

genomics, epigenomics, and transcriptomics. However, given that the interaction between

di�erent molecular layers is complex, the ability to detect multiple molecular modalities

has become increasingly important for understanding cellular processes. As a result, the fo-

cus of single-cell technology development has gradually shifted from optimizing single-omic

techniques to advancing multi-omics approaches. In recent years, single-cell multi-omics

techniques have matured signi�cantly, enabling the integrative analysis of genomics, epige-

nomics, transcriptomics, and proteomics. These advancements provide a comprehensive

understanding of cellular function and the central dogma, o�ering deeper insights into

molecular regulation and cellular dynamics.
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1.1.3.1 Multiome

The 10x Genomics Chromium Single Cell Multiome ATAC + Gene Expression (Multi-

ome) is a single-cell multi-omics technique that enables simultaneous measurement of both

chromatin accessibility and gene expression within the same cell. By integrating single-

nucleus RNA sequencing (snRNA-seq) and single-nucleus ATAC sequencing (snATAC-seq),

Multiome provides a comprehensive understanding of cellular states and is particularly well-

suited for studying gene regulation, cellular fate determination, and epigenetic regulation.

Multiome is built upon the droplet-based, high-throughput single-cell sequencing plat-

form. Following cell lysis, only the nuclei are retained to eliminate background noise from cy-

toplasmic RNA. The isolated nuclei are then treated with Tn5 transposase, which selectively

marks regions of open chromatin in the genome. The Chromium platform encapsulates in-

dividual nuclei into droplets and ligates unique barcodes to each droplet. Subsequently, the

RNA and ATAC fractions are separately ampli�ed and processed for library construction,

followed by high-throughput sequencing. Regarding data processing, researchers can uti-

lize Cell Ranger ARC, which performs alignment of both RNA and ATAC reads, as well

as quality control of cells. The resulting read count matrix can then be analyzed using

open-source tools such as Seurat and Signac (Stuart et al., 2021) for cell type annotation

and gene regulatory network inference.

Despite its great potential for studying gene regulation, the Multiome assay faces several

practical and technical challenges. First, Multiome is highly sensitive to the sample prepa-

ration process, especially during nuclei isolation, which may in�uence the signal quality of

both RNA and ATAC (Sandoval et al., 2023). Moreover, compared to single-modality as-

says, Multiome often has reduced sensitivity, particularly in ATAC-seq signal, which tends

to exhibit more dropout events (De Rop et al., 2024). Additionally, the cost of running

Multiome assays can be prohibitive for large-scale or low-input studies (De Rop et al.,

2024).
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1.1.3.2 CITE-seq

Cellular Indexing of Transcriptomes and Epitopes by sequencing (CITE-seq) (Stoeck-

ius et al., 2017) is a widely adopted single-cell multi-omics technique that enables the

simultaneous detection of gene expression and protein abundance in individual cells. By

integrating transcriptomic and proteomic data, CITE-seq provides a more comprehensive

understanding of gene expression and cellular phenotypes at the protein level.

The core mechanism of CITE-seq is antibody-derived tags (ADTs), which are anti-

bodies conjugated to oligonucleotide DNA barcodes. These antibodies can bind to the

target protein on the cell surface speci�cally, forming antibody-cell complexes. Single cells

are then isolated using a droplet-based micro�uidic system, allowing both mRNA and

oligonucleotide-bound antibody tags from the same cell to be captured together. Reverse

transcription is performed on the mRNA, and the oligonucleotides are incorporated into

the library preparation process. Using high-throughput sequencing, CITE-seq enables the

quanti�cation of both gene expression and surface protein abundance. CITE-seq is widely

applied in immunology research, as immune cells are typically determined by their sur-

face protein abundance rather than gene expression. This technique is particularly useful

for identifying immune cell subtypes, analyzing responses to immunotherapy, and studying

interactions between tumor cells and the immune system.

1.1.3.3 TCR-seq

T cell receptor sequencing (TCR-seq) is a single-cell multi-omics technique that enables

the simultaneous detection of both transcriptome and T cell receptor (TCR) sequences in

individual T cells (Pai and Satpathy, 2021). TCRs are receptor proteins located on the

surface of T cells. As the hallmark of T cells, they bind to external antigens and help

protect the body from pathogens. There are two primary types of TCRs: TCRa/ b and

TCRg/ d. TCRa/ b T cells are predominantly found in peripheral blood and serve as key

responders in adaptive immunity. In the genome, TCR genes are composed of variable (V),

diversity (D), joining (J), and constant (C) segments that undergo V(D)J recombination
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during T cell development. The recombined V(D)J genes encode the complementarity-

determining regions (CDRs), among which CDR3 is the most variable and determines the

antigen speci�city of TCR (Garcia and Adams, 2005).

Single-cell TCR-seq (Redmond et al., 2016) leverages high-throughput sequencing and

specialized chemistry (e.g., 10x Genomics 5' V(D)J pro�ling) to capture full-length V(D)J

transcripts alongside global gene expression. In this technique, T cells are �rst encapsu-

lated into droplets with barcoded beads, where reverse transcription tags both mRNA and

TCR RNA sequences with unique molecular identi�ers (UMIs) and cell barcodes. Tar-

geted enrichment of V(D)J regions is achieved through nested PCR, followed by sequencing

and assembly of TCRa and TCRb chains. Typically, results are reported in the format of

both the nucleotide and amino acid sequences of the CDR3 regions. By sequencing both

the TCR chains along with the whole transcriptome per cell, single-cell TCR-seq provides

a comprehensive view of T cell diversity and antigen speci�city, facilitating the study of

clonal dynamics, immune response in infection or cancer, and T cell development (Pai and

Satpathy, 2021).

1.1.4 Spatial transcriptomics

Spatial transcriptomics was recognized as the Method of the Year in 2020 (Marx, 2021),

highlighting its growing importance in biomedical research. Tissues are inherently hetero-

geneous, not only in terms of the diverse cell types they contain but also in the spatial

organization of those cells. Spatial transcriptomics extends beyond conventional omics

approaches by incorporating additional modalities, including cell morphology and spatial

location, providing a deeper understanding of subcellular molecular distribution. The tech-

nique has propelled the �eld of single-cell genomics toward multi-modal omics, o�ering new

perspectives for biomedical studies.

Currently, a widely adopted spatial omics technique is spatial transcriptomics, which

has two notable strategies, spatial In Situ Hybridization (ISH) and In Situ Sequencing

(ISS) (Moses and Pachter, 2022). ISH utilizes DNA probes to hybridize with target RNA,
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generating signals that can be detected through �uorescence imaging. A well-known tech-

nique of this approach is Xenium. However, ISS-based techniques typically cannot capture

the whole transcriptome but are limited to hundreds of genes within a pre-designed gene

expression panel. In contrast, ISS employs oligo-dT probes to capture RNA released after

cell lysis on the capture regions, where each oligo-dT sequence encodes spatial location in-

formation. The spatial barcoding enables the simultaneous capture of gene expression and

spatial positioning of cells. While ISS can pro�le the whole transcriptome, its resolution is

constrained by spot size, meaning that a single spot may contain multiple cells, preventing

true single-cell resolution.

Beyond spatial transcriptomics, spatial multi-omics techniques have also emerged. For

instance, sciMAP-ATAC enables spatial ATAC-seq, allowing chromatin accessibility to be

mapped in a spatial context (Thornton et al., 2021). Additionally, CODEX (CO-Detection

by Indexing) enables spatial analysis of protein abundance, capable of pro�ling over 50

proteins within their native tissue context (Goltsev et al., 2018).

1.2 Data analysis of single-cell sequencing data

Here, we discuss general data analysis steps for single-modal data, with a focus on

scRNA-seq and supplementary discussion of scATAC-seq. This section provides an overview

of key steps and algorithms required for single-cell data analysis.

For single-cell data, analysis usually begins with preprocessing, which covers read align-

ment, gene or peak quanti�cation, quality control, count matrix normalization, batch correc-

tion, feature selection, and visualization (Luecken and Theis, 2019). Several well-established

pipelines have been developed for raw data processing of single-cell data and generating a

count matrix. For example, 10x Genomics o�ers a series of pipelines under the Cell Ranger

framework, which is speci�cally designed for processing data generated using their single-

cell kits. Other single-cell sequencing techniques can also adopt Cell Ranger with minor

modi�cations.
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1.2.1 Quality control

Following initial preprocessing, additional quality control (QC) steps are required to

assess the quality of both cells and features in the dataset. This QC process is performed

using downstream analysis tools such as Seurat/Signac in R and Scanpy (Wolf et al., 2018)

in Python, which provide functions for �ltering out low-quality cells. The �ltering step en-

sures that the dataset is suitable for downstream analyses such as cell clustering, trajectory

inference, and regulatory network reconstruction.

1.2.2 Normalization

Normalization is performed to correct the imbalance in sequencing depth across indi-

vidual cells. It ensures the subsequent analytical steps do not capture the variations arising

from sequencing depth. Though many non-linear normalization methods were developed

(Lytal et al., 2020), the most commonly used approach is counts per scale factor (e.g.

10,000), where the scale factor multiplies the gene count divided by the total count in the

cell. The underlying assumption is that total RNA abundance in a cell should be the same.

The di�erences in count number are primarily introduced by sequencing sampling process.

The normalized count matrix is then log(x+1)-transformed to make the data more nor-

mally distributed. This step also mitigates the mean-variance relationship, improving the

accuracy of downstream analyses such as marker gene identi�cation.

Although counts per scale factor and log transformation can be directly applied to

scATAC-seq normalization, chromatin accessibility data typically requires a di�erent ap-

proach due to its inherent sparsity. Instead of scaling counts, scATAC-seq normalization

applies term frequency-inverse document frequency (TF-IDF), an approach borrowed from

text processing. In this method, each peak is treated as a word and each cell as a doc-

ument, adjusting peak-cell count matrix to account for both sequencing depth and the

relative importance of peaks across all cells.
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1.2.3 Feature selection

After normalization, highly variable genes (HVGs) are selected during the feature selec-

tion step in scRNA-seq analysis. This step focuses on the highly informative genes rather

than entire gene set for downstream analysis, improving computational e�ciency and re-

ducing noise. Currently, gene selection is based on variance-to-mean ratio. scATAC-seq

follows a di�erent feature selection process due to its high sparsity. Instead of identifying

HVGs, it �lters out peaks with low occurrence across cells. This �ltering step ensures that

only relevant and reproducible chromatin accessibility sites are retained for analysis.

1.2.4 Dimension reduction and visualization

As the number of HVGs still results in high-dimensional data (e.g., 2000). Researchers

use dimension reduction for two primary purposes: data summarization and visualization.

For the purpose of summarization, the underlying assumption is that the biological

variance between cells is inherently low-dimensional. Principal component analysis (PCA)

is applied on the standardized HVGs expression matrix to capture the inherent dimension of

the data and improve computational e�ciency. For scATAC-seq, a topic modeling strategy

known as Latent Semantic Analysis (LSA) is applied to learn the inherent topics in the

data.

For dimension reduction of visualization purposes, non-linear dimension reduction meth-

ods are widely applied to project the reduced dimensions in a 2D space. The most widely

applied methods are t-distributed stochastic neighbor embedding (t-SNE) (Van der Maaten

and Hinton, 2008) and Uniform Manifold Approximation and Projection (UMAP) (McInnes

et al., 2018). These techniques preserve local structures by minimizing distances between

similar cells while maximizing separation between distinct clusters. However, they may

overlook the global connections between di�erent populations. Compared to t-SNE, UMAP

tends to be faster, more scalable, and better suited for large-scale single-cell datasets.
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1.2.5 Batch correction

In single-cell data analysis, technical noise may impact the accuracy and reliability of

results. Batch e�ect is a well-known source of systematic bias when the experimental condi-

tions di�er across samples. Batch e�ect can in�uence the comparative analyses and interfere

with cell type annotation, as cells from the same batch tend to be clustered together.

To ensure data comparability, batch correction and integration methods are required

to mitigate these biases. Combat (Johnson et al., 2007) was developed initially for the

batch correction of bulk RNA-seq data using Bayesian adjustment and was later adapted

for scRNA-seq with low complexity batch e�ects (Y. Zhang et al., 2020). Since then,

many other methods have been designed speci�cally to correct batch e�ects in single-cell

data. Seurat implements a mutual nearest neighbor (MNN) anchor-based strategy. It �rst

identi�es the mutual nearest neighbors among batches as anchors. By using a transform

matrix, Seurat then aligns samples from di�erent batches into a common latent space.

The strategy is particularly e�ective for datasets with substantial variance, such as those

generated from di�erent single-cell platforms. However, it is computationally intensive

and thus limits its capability to scale to larger datasets. Harmony (Korsunsky et al.,

2019), in contrast, performs batch correction on low-dimensional representations rather

than raw data. It accepts the input of PCA embeddings and employs an iteration clustering

approach to adjust cell representations. Harmony soft-assigns cells to clusters, penalizing

those that contain an imbalanced distribution of batches. Based on the centroids of each

batch, it calculates dataset correction factors and adjusts cell representations. The process

iterates until convergence. A major advantage of Harmony is the input of low-dimensional

representations. Compared to Seurat, it requires signi�cantly less computational resources,

making it better suited for large-scale single-cell datasets.

1.2.6 Cell clustering and annotation

Due to the dropout events where gene expression is undetected despite being present,

conventional gating strategy used in FACS cannot be directly applied for cell annotation.
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Instead, organizing cells into clusters is an essential step in annotating cell types. Com-

munity detection methods using either k-nearest neighbor (KNN) graph or shared nearest

neighbor (SNN) graph are widely employed for this purpose. For instance, Louvain algo-

rithm (Que et al., 2015) is the default method for cell clustering in Seurat and Scanpy. It

applies multi-resolution modularity optimization strategy to detect tightly connected cell

communities. This method has been shown to outperform other clustering algorithms in

scRNA-seq and FACS data clustering (Yu et al., 2022), making it a standard in single-cell

data analysis.

Once cell clusters are established, external information and biological domain knowledge

are required to assign each cluster a cell type label. Typically, researchers �rst compute

the marker genes in each cluster and use them to infer cell types, a process that typi-

cally requires domain expertise. To automate cell type annotation, several computational

methods have been developed. For example, SingleR (Aran et al., 2019) performs cell type

annotation by comparing clusters to reference datasets that have been manually labeled by

experts. However, these methods require access to a pre-annotated reference database. An

alternative approach, CellTypeGPT (Hou and Ji, 2024), leverages domain knowledge by

utilizing ChatGPT as an expert system. By inputting top marker genes, CellTypeGPT pre-

dicts cell type labels without relying on a reference dataset, o�ering a �exible and scalable

annotation strategy.

1.2.7 Trajectory analysis

Single-cell sequencing reveals the heterogeneity of cells across di�erent conditions. How-

ever, processes such as cell development, di�erentiation, and functional changes are typi-

cally continuous instead of discrete. As a result, conventional clustering analysis fails to

capture the dynamic transitions of cell states. Trajectory inference encompasses a set of

computational methods designed to reconstruct cell state transitions from static single-cell

data. These methods allow researchers to infer di�erentiation pathways, branching events,

and gradual functional changes by leveraging the similarities in gene expression. Cells are
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placed in a position along a trajectory based on their expression pro�les, and pseudotime

is applied to represent the relative progression of cells.

Several methods have been developed for trajectory inference in single-cell data. Mon-

ocle (X. Qiu et al., 2017) is one of the early approaches that connects cells based on the

gene expression network using minimum spanning tree. It is widely recognized to be able

to identify simple trajectories of cells. For more complex trajectory cases involving multiple

branching events, Slingshot (Street et al., 2018) provides an improved framework by mod-

eling cellular transitions in a low-dimensional space. Another powerful approach is RNA

velocity (La Manno et al., 2018), which analyzes the ratio of precursor (unspliced) and

mature (spliced) RNA transcripts to infer the directionality of cell di�erentiation.

1.3 Challenges of multi-modal single-cell data analysis

With the development of multi-modal single-cell techniques, there are several challenges

that researchers face. As certain techniques become commercially available, the volume of

publicly available multi-modal single-cell datasets is rapidly accumulating, creating obsta-

cles for data reuse and integration. An essential challenge is the integration of information

across multiple modalities, which is crucial for fully extracting biological insights from data.

As discussed in the previous section, most existing computational methods are designed for

single-modality data. This creates a need for new methods speci�cally tailored for multi-

modal data or methods that can bridge the gap between multi-modal and single-modal

analyses.

1.3.1 Public data reuse

Single-cell sequencing has been widely applied across various �elds of biomedical re-

search, leading to the development of multi-modal single-cell techniques such as Multiome

in recent years. Multiome enables the simultaneous pro�ling of RNA and ATAC modalities,

providing valuable insights into gene regulation. As a result, a large number of publicly

available Multiome datasets have been generated since its �rst introduction in 2020. How-

ever, these datasets have been produced by di�erent research groups under varying experi-
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mental conditions, sequencing platforms, and di�erent data analysis pipelines. They have

been deposited in major databases such as Gene Expression Omnibus (GEO) (Clough and

Barrett, 2016), Human Cell Atlas (HCA) (Rood et al., 2024), and Encyclopedia of DNA

Elements (ENCODE) (Snyder et al., 2020).

A major challenge in the �eld is proper data reuse. Due to the di�erences in data

processing steps, such as the use of di�erent pipeline versions and reference genomes, di-

rect comparison between samples is often not feasible. Furthermore, variations introduced

by di�erent data processing strategies can bias model training and negatively a�ect per-

formance in machine learning models. To address this, a platform is needed to provide

uniformly processed datasets, ensuring data comparability and facilitating reuse in compu-

tational and biomedical research.

1.3.1.1 Integration of modalities

Each modality in multi-modal single-cell data provides distinct insights into cellular

states and functions. For instance, RNA reveals transcriptome pro�les, ATAC data high-

lights chromatin accessibility, ADTs capture surface protein abundance, imaging modalities

o�er spatial context and morphological information. While these modalities often align,

they can also o�er unique, non-overlapping insights. For example, RNA-based clustering

often correlates well with ATAC-derived clusters, but transcriptomic data alone may fail

to resolve speci�c subpopulations, such as e�ector, regulatory,gd, and mucosal-associated

invariant T (MAIT) cells, where surface protein information is crucial.

E�ectively integrating multiple modalities is challenging. Tools like Seurat have im-

plemented approaches such as the Weighted Nearest Neighbor (WNN) algorithm, which

calculates the relative contribution of each modality to generate a weighted nearest neigh-

bor graph. This approach works well for clustering and dimension reduction but lacks the

capability to create shared embedding across modalities, limiting its capability for advanced

tasks like trajectory analysis and batch e�ect correction.
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1.3.1.2 Batch effect correction

Batch e�ects are a long-standing issue in both bulk and single-cell high-throughput se-

quencing data analysis, particularly when integrating datasets from di�erent studies, time

points, or experimental conditions. In single-modality studies like scRNA-seq, over 20 algo-

rithms have been developed to address this issue. Notable examples include Seurat, which

applies canonical correlation analysis (CCA) and mutual nearest neighbor (MNN) match-

ing to align datasets and correct for batch e�ects. Harmony operates on lower-dimensional

embeddings (e.g., PCA) and uses soft clustering to redistribute cells into cohesive groups

while mitigating batch e�ects.

For multi-modal data, however, batch correction remains a signi�cant hurdle. Existing

methods for single-modality data often fail to accommodate the added complexity of multi-

modal datasets. Additionally, the scale of modern multi-modal single-cell experiments,

often exceeding105 cells, demands high computational e�ciency�an area where current

methods often fall short. Developing scalable, modality-aware batch correction algorithms

is critical for enabling robust integration of multi-modal datasets.

1.4 Recent approaches for multi-modal single-cell data analysis

Several methods have been developed to address batch e�ects and integrate multi-

modal single-cell data, many of which leverage advanced deep learning frameworks. These

tools aim to align data from di�erent modalities into a uni�ed latent space while preserv-

ing modality-speci�c features and mitigating technical variation. Some of them use deep

learning-based strategy. Multigrate (multiomic data integration for single-cell genomics)

(Lotfollahi et al., 2022) is an unsupervised deep generative model designed for single-cell

multi-omic data integration. It learns a shared joint space for di�erent modalities, account-

ing for technical variance in each sample. This method has been successfully applied to

CITE-seq and Multiome datasets. MultiVI (Multi-Modal Variational Inference) (Ashuach

et al., 2023) employs a variational autoencoder (VAE) framework to integrate multi-modal

single-cell data, such as RNA and ATAC from Multiome. It jointly models relationships
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between data types, aligning them into a uni�ed latent space while preserving modality-

speci�c features. This approach excels in aligning RNA and ATAC modalities. totalVI

(total Variational Inference) (Gayoso et al., 2021) adapts the VAE framework for CITE-

seq data, integrating RNA and protein modalities. It e�ectively aligns transcriptomic and

surface protein data into a shared latent space, making it particularly useful for immuno-

logical studies. scVAEIT (Single-cell Variational Autoencoder Integration Tool) (Du et al.,

2022) leverages a VAE to simultaneously learn shared and modality-speci�c latent repre-

sentations while addressing batch e�ects. It excels in preserving biological signals during

integration. scMoMaT (Single-cell Multi-Omic Matching and Transfer) (Z. Zhang et al.,

2023) uses probabilistic latent variable modeling with matrix tri-factorization to integrate

multi-modal single-cell data. It focuses on matching and transferring information across

modalities. MIRA (Multimodal models for Integrated Regulatory Analysis) (Lynch et al.,

2022) employs topic modeling to merge RNA and ATAC modalities. It creates a joint

embedding that captures shared biological signals from both data types, o�ering a ro-

bust representation of multi-modal data. These deep learning-based methods can handle

high-dimensional data and complex relationships but require substantial computational

resources, including GPUs, for model training.

Other methods are based on factorization. MOFA+ (Multi-Omics Factor Analysis v2)

(Argelaguet et al., 2020) uncovers latent factors that represent shared and modality-speci�c

variability across multiple data types. This tool provides implementations in both R and

Python, with GPU acceleration for e�cient computation. MOFA+ is particularly suited

for uncovering complex relationships across diverse omics datasets. UINMF (Uni�ed Inte-

grative Non-Negative Matrix Factorization) (Kriebel and Welch, 2022) uses non-negative

matrix factorization (NMF) to identify shared and modality-speci�c features. By learn-

ing shared factors, it captures common biological signals across modalities while retaining

unique modality-speci�c variations. These factorization-based methods can o�er inter-

pretable results and lower computational demands but may struggle with very large datasets

or highly complex relationships.
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1.5 The novelty of our work

In the thesis, I discuss how we address the challenges in the �eld of multi-modal single-

cell data analysis.

To tackle the challenge of data reuse, we have developed Compass, a platform designed

to facilitate the reuse of public Multiome datasets. Unlike databases that collect pro-

cessed results from publications, we have implemented a uniform data processing pipeline

to collect and process publicly available Multiome datasets from GEO and ENCODE. Com-

passDB currently provides over 400 uniformly processed Multiome datasets. Additionally,

we developed CompassR, an R package to explore, compare, and visualize the datasets in

CompassDB, streamlining data accessibility and analysis.

To facilitate the development of computational methods for multi-modal single-cell data,

we introduce MILL, a framework based on contrastive learning for integrating informa-

tion across modalities and generating shared representations. In Multiome and CITE-seq

datasets, the representation generated by MILL can be applied to the input of cell type

annotation, trajectory analysis, and batch correction, leveraging methods originally devel-

oped for single-modal data. Furthermore, MILL can integrate TCR and RNA information

to study T cell clonal expansion dynamics. By incorporating image information in spa-

tial transcriptomics, MILL enhances cell type identi�cation in cells where RNA quality

is suboptimal. Together, these contributions provide a scalable and e�cient solution for

integrating and analyzing multi-modal single-cell data.
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2. Comparative analysis of gene regulation in single
cells using Compass

In this chapter, we present Compass, a platform developed for the resue of publicly

available Multiome data. We developed a uniform pipeline to collect data from the level

of sequencing reads. All processed data are deposited into the database CompassDB. We

provide functions for researchers to explore the gene regulation relationship derived from

Multiome samples. We also developed an R package, CompassR, for users to download,

explore, compare, and visualize datasets from CompassDB.

2.1 Contributions

Dr. Zhicheng Ji and Changxin Wan conceived the study. Changxin Wan contributed

to data collection, implementation of the database and web server, and construction of R

packages. Zhiyou Ye contributed to the data collection pipeline. Tianbei Zhang conducted

the cell type annotation of each sample. Dr. Huifang Ma, Dr. Ming Chen, Dr. Wenping

Hou, and Dr. Zhicheng Ji contributed to the conceptualization and design of the method.

2.2 Background

Gene expression regulation is a vital and intricate process that governs the quantity,

timing, and spatial organization of gene expression. This precise control ensures coor-

dinated cellular responses to environmental changes and proper development. Regulation

occurs at multiple levels, including chromatin remodeling, transcription, post-transcription,

translation, and post-translation. These mechanisms underpin essential biological processes

such as cell di�erentiation and organismal development. Dysregulation of gene expression

has been implicated in various diseases, including cancer, where abnormal expression pat-

terns can disrupt cellular function. Thus, studying gene expression regulation is crucial for

understanding both normal physiology and disease pathology.

Among the many stages of gene expression regulation, transcription plays a pivotal

role in controlling mRNA levels, thereby regulating gene output. In eukaryotic genomes,

di�erent regions serve distinct functions. Coding regions encode the mRNA sequences that
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are translated into proteins, while non-coding regions, such as promoters and enhancers,

regulate transcription. Transcription factors, proteins with a speci�c a�nity for promoters

and enhancers, recruit other proteins to assemble RNA polymerase complexes, promoting

RNA synthesis. Promoters and enhancers, collectively known as cis-regulatory elements

(CREs), are key players in the transcriptional regulation of gene expression.

However, linking CREs to their target genes presents signi�cant challenges. Promoter-

gene linkages are relatively straightforward because promoters are located near the gene's

transcription start site. In contrast, enhancers often reside farther away from their target

genes, and their linkages are harder to establish directly. Enhancer regulation also exhibits

a high degree of tissue and cell-type speci�city, requiring specialized resources to capture

these linkages across diverse biological contexts.

Successfully linking CREs to their target genes requires three critical components: gene

expression pro�les, CRE maps, and a su�ciently large sample size to establish statisti-

cal associations. RNA sequencing (RNA-seq) has become a cornerstone for quantifying

transcriptome-wide RNA levels. Similarly, the assay for transposase-accessible chromatin

with sequencing (ATAC-seq) uses the Tn5 transposase to identify regions of open chromatin,

which represent active CREs. Recent advancements in single-cell techniques now enable

simultaneous RNA-seq and ATAC-seq at single-cell resolution, providing robust datasets

with thousands of cells for deeper insights. The advent of the 10x Genomics Multiome

technology has further revolutionized the �eld. This technique performs co-assays of single-

nucleus RNA-seq and ATAC-seq within the same cell, enabling researchers to directly link

transcriptomic and chromatin accessibility data. Since its introduction in 2020, publicly

available Multiome datasets have grown substantially. However, several barriers hinder

their e�ective reuse. Data are dispersed across platforms like ENCODE and GEO, often

processed using di�erent software versions and reference genomes, complicating integrative

analyses. Additionally, processing raw sequencing data demands computational resources

and domain expertise, making it inaccessible to many researchers.

To address these challenges and maximize the utility of public Multiome datasets, we
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developed a standardized pipeline to collect and process datasets from GEO and ENCODE.

Using this pipeline, we constructed a comprehensive database and accompanying web server

to facilitate data access. To support studies on CRE-gene linkages and transcriptional

regulation, we built tools that allow users to query CRE-gene regulatory relationships across

tissues and cell types. These resources aim to empower researchers with easy access to high-

quality data and analytical tools, driving discoveries in gene regulation and transcriptional

biology.

2.3 Materials and methods
2.3.1 Data collection

Samples in this study were collected from GEO (Clough and Barrett, 2016) and the

ENCODE project (Snyder et al., 2020). To search for single-cell multi-omics samples in

GEO, we queried the GEO website using the keyword "Multiome" and constrained the

species to human and mouse. The query was performed on June 24th, 2024. For each

sample, its raw sequencing �les in FASTQ format were downloaded from SRA. Metadata for

samples from GEO was queried through the R package GEOquery (version 2.62.2) (Davis

and Meltzer, 2007). All single-cell Multiome samples available on the ENCODE portal

(https://www.encodeproject.org/) were included in this study. The query was performed

on October 14th, 2022. For each sample, its raw sequencing �les in FASTQ format and its

metadata were directly obtained from the ENCODE portal.

2.3.2 Data processing
2.3.2.1 Read alignment

For each sample, FASTQ �les were processed with 10x Cell Ranger ARC software

(version 2.0.1) to align the reads to the human GRCh38 or mouse mm10 genome (10x

version 2020-A-2.0.0). Cell Ranger ARC produced a gene expression count matrix for the

RNA modality and a fragments �le for the ATAC modality. Each sample was then processed

separately using the following pipeline.
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2.3.2.2 Cell �ltering

Cells that met the following six criteria were retained for further processing: number of

RNA reads greater than 1,000; number of RNA reads fewer than 25,000; number of ATAC

reads greater than 1,000; number of ATAC reads fewer than 100,000; nucleosome signal

(calculated by Signac'sNucleosomeSignal function) less than 2; and TSS enrichment score

(calculated by Signac'sTSSEnrichmentfunction) greater than 1.

2.3.2.3 Processing RNA modality

For the RNA modality, Seurat (version 4.3.0) (Hao et al., 2024) was used to further

process the gene expression count matrix. Speci�cally, the count matrix was library size

normalized and log-transformed (log-normalized) using the functionNormalizeData with

a scale factor of 10,000. The top 2000 variable features were selected by the function

FindVariableFeatures . The gene expression matrix was then scaled using theScaleData

function. Dimensionality reduction with principal component analysis (PCA) was per-

formed using theRunPCAfunction on the expression of the top 2000 variable genes.

2.3.2.4 Processing ATAC modality

For the ATAC modality, Signac (version 1.8.0) (Stuart et al., 2021) was used to further

process the fragments �le from Cellranger ARC. Speci�cally, peak calling was performed

with the CallPeaks function across all cells in the sample. Non-standard chromosomes were

�ltered using the keepStandardChromosomesfunction. Blacklist regions were removed by

subsetByOverlaps with the genome blacklist provided by Signac. The �ltered peaks are

referred to as �CREs� throughout this study.

A peak-level chromatin accessibility count matrix was then obtained using theFeatureMatrix

function. Top features were selected usingFindTopFeatures with the min.cutoff param-

eter set to 5. The count matrix was then normalized using TF-IDF with the RunTFIDF

function, and iterative latent semantic indexing (LSI) was performed using theRunSVD

function.

In addition to sample-level peaks, cell-type-level peaks were also called using theCallPeaks
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function with the group.by parameter set to the annotated cell types obtained in the fol-

lowing step.

2.3.2.5 Integration of RNA and ATAC modalities

To integrate information from the RNA and ATAC modalities, we used Seurat'sFindMultiModalNeighbors

function with PCA dimensions 1 to 50 and LSI dimensions 2 to 40 as the input to construct

a weighted nearest neighbor (WNN) graph. The WNN was used to perform cell clus-

tering using the Louvain algorithm (FindClusters function) with a resolution of 1. The

low-dimensional representation was further obtained using UMAP (RunUMAPfunction) with

the WNN as input. Finally, CRE-gene linkage was computed using Signac'sLinkPeaks

function. This function only considers CREs within 50,000 base pairs (bp) upstream or

downstream of a gene's transcription start site (TSS).

2.3.2.6 Cell type annotation

Cell type annotation was performed for each cell cluster in each sample. To annotate

the cell type of a cell cluster, we compared its aggregated gene expression pro�le with those

obtained from DISCO (Li et al., 2022), a large database containing preprocessed single-cell

RNA-seq data from hundreds of tissues and cell lines.

For each sample, we �rst identi�ed its corresponding tissue type in the DISCO database

and downloaded the log-normalized single-cell gene expression matrix for that tissue type

from DISCO. We then created DISCO pseudobulks by aggregating gene expression pro-

�les across cells within each cell type using Seurat'sAverageExpression function. Like-

wise, we created multiome pseudobulks for single-cell multi-omics data by aggregating log-

normalized gene expression pro�les across cells within each cell cluster. Spearman cor-

relation coe�cients were computed between each DISCO pseudobulk and each multiome

pseudobulk using the top 3000 most variable genes. For each multiome pseudobulk, the cell

type name of the DISCO pseudobulk that had the highest correlation coe�cient with the

multiome pseudobulk was assigned to the multiome cell cluster as the annotated cell type.

For samples from cell lines, sorted cell types, or tissues whose counterparts can not be
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found in the DISCO database, the cells were annotated with the original names of the cell

line, cell type, or tissue.

2.3.3 Pseudobulk analysis for quality control

Pseudobulk analysis was performed for RNA and ATAC modalities and for human

and mouse separately. To obtain a pseudobulk feature matrix for the RNA modality, we

computed a pseudobulk for each sample by aggregating the log-normalized gene expression

levels across all cells in that sample using Seurat'sAverageExpression function. To obtain

a pseudobulk feature matrix for the ATAC modality, the genome was segmented into 100,000

bp non-overlapping bins. For each sample and each bin, we calculated the total number

of reads from all cells in that sample that overlapped with that bin. The bin-level count

matrix was then log-normalized using Seurat'sNormalizeData function.

For each pseudobulk feature matrix obtained from either RNA or ATAC, the top 10,000

most variable features were selected using Seurat'sFindVariableFeatures function. These

top variable features were further visualized using the pheatmap (version 1.0.12) R package,

after scaling each feature across pseudobulks to have a mean of 0 and a standard deviation

of 1.

2.3.4 CompassDB web portal
2.3.4.1 Implementation

The CompassDB website is composed of a back-end built with the Django framework

and a front-end user interface built with HTML and JavaScript. User inputs received by

the front-end are passed to the back-end. The back-end then queries a MySQL database

and returns the information to the front-end using an application programming interface

(API).

2.3.4.2 Search for samples

CompassDB supports two modes to search for single-cell multi-omics samples of interest.

In the �rst mode, users can query CompassDB by keywords. The keywords can be related

to any information about the samples, such as species or the name of the publication. In

23



the second mode, users can query CompassDB by selecting the species and the name of the

tissue or cell type. For both modes, CompassDB will return a list of samples meeting the

search criteria and their metadata. Clicking on the name of a sample will lead the user to

a new sample information page, which will be discussed below.

2.3.4.3 Sample information page

The sample information page contains �ve types of information: metadata, including

the name of the study, species, and tissue or cell type name; RNA and ATAC quality control

metrics, such as the average number of reads and the average number of peaks; UMAP plots

showing the cell clusters and annotated cell types; URL links for downloading RNA and

ATAC read count matrices, metadata of the sample, and CRE-gene linkage results; and an

interactive, searchable table for querying CRE-gene linkages associated with a speci�c gene

or genomic region in the sample.

2.3.4.4 Search for CRE-gene linkage across samples

In addition to searching for CRE-gene linkages within one sample, CompassDB also

allows searching for CRE-gene linkages across some or all samples in the database. Users

need to specify a gene or genomic region of interest and can optionally specify only samples

with the desired species, tissue, or cell type to be included in the returned results. If a gene

is speci�ed as input, CompassDB will return all CRE-gene linkages associated with that

gene. If a genomic region is speci�ed as input, CompassDB will �nd all CREs overlapping

with the given genomic region and return all CRE-gene linkages in all samples associated

with any of the overlapping CREs.

For each CRE-gene linkage, CompassDB returns the following information: the gene

name, the genomic location of the CRE, the clickable name of the sample, species, tissue or

cell type name, linkage score and corresponding p-value calculated by Signac'sLinkPeaks

function, TF binding activities through the Cistrome database (Zheng et al., 2019), and

the IDs, names, and scores of motifs in the CRE computed by theFindMotifs function

provided by Signac (Stuart et al., 2021).
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2.3.5 CompassR
2.3.5.1 Mode 1: comparative analysis of gene regulation across tissues

In this mode, the user needs to �rst select a gene and a set of samples of interest.

For each selected sample, CompassR retrieves all CRE-gene linkages associated with the

selected gene from CompassDB. A CRE that is involved in a CRE-gene linkage is called a

gene-linked CRE. CompassR then uses a heatmap to visualize the genomic locations of all

gene-linked CREs in all selected samples. The genomic location of the selected gene and a

union set of all gene-linked CREs (union gene-linked CREs) are visualized at the bottom of

the heatmap. The mean gene expression level of the selected gene in each selected sample

is visualized to the right of the heatmap.

The user can further study TFs associated with tissue-speci�c gene-linked CREs. For

a tissue of interest selected by the user, an element in the set of union gene-linked CREs

is considered a tissue-speci�c gene-linked CRE if it overlaps with gene-linked CREs in

more than half of the samples from the selected tissue and in less than half of the samples

from any other tissue. CompassR uses theATACAnnotateTranscriptionFactor function

in MAESTRO (Wang et al., 2020) to identify enriched TFs in these tissue-speci�c gene-

linked CREs. Brie�y, the function searches Cistrome DB (Zheng et al., 2019) for ChIP-seq

samples whose peaks overlap with the input CREs and returns the corresponding TFs and

binding scores of the samples.

2.3.5.2 Mode 2: comparative analysis of gene regulation across tissues and within a cell
type

This mode is similar to the �rst mode except that the user needs to additionally select

a cell type of interest. In addition to being involved in a CRE-gene linkage, a CRE in a

sample must also overlap with cell-type-level ATAC peaks of the selected cell type in that

sample to be considered a gene-linked CRE in the selected cell type. Once the gene-linked

CREs are obtained, all subsequent analyses are the same as in the �rst mode.
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2.3.5.3 Mode 3: comparative analysis of gene regulation within a sample

In this mode, the user needs to select a gene and a sample of interest. CompassR then

visualizes four components in the same plot using Signac'sCoveragePlot function. The

�rst component is the normalized signals of chromatin accessibility for each cell type in a

�anking region (10,000 bp upstream and downstream by default) of the selected gene. The

second component is the distribution of single-cell log-normalized gene expression levels

within each cell type. The third component is the genomic locations of the selected gene,

nearby genes, and CREs. The fourth component is the CRE-gene linkages associated with

the selected gene. Similar to the �rst mode, CompassR uses Cistrome to identify enriched

TFs in the gene-linked CREs.

2.3.6 Data and code availability

The CompassR package is available at https://github.com/changxinw/CompassR. Com-

passDB is available at http://compass-db.com.

2.4 Results
2.4.1 Overview of Compass

Here we introduce Compass, a tool for the comparative analysis of gene regulation in

single cells. As shown in Figure 2.1, Compass comprises two modules: CompassDB, a

comprehensive database, and CompassR, an open-source R software package. CompassDB

aggregates publicly available Multiome datasets, currently covering over 400 datasets from

GEO and ENCODE. To enable users to fully leverage the data, we developed CompassR,

an R package designed for e�cient querying, exploration, and visualization of data in Com-

passDB.

2.4.2 CompassDB

CompassDB is a large single-cell multi-omics database across various tissues and cell

types. To build CompassDB, we downloaded 435 single-cell multi-omics samples from the

ENCODE project (Snyder et al., 2020) and Gene Expression Omnibus (GEO) (Clough
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FIGURE 2.1: Overview of Compass. Compass has two parts: CompassDB and CompassR.
CompassDB is a database with uniformly processed single-cell Multiome data. CompassR
is an R package designed for comparative analysis of gene regulation using Multiome
data.

and Barrett, 2016) (Figure 2.2A), covering 41 human tissues and 23 mouse tissues (Figure

2.2B). We curated the metadata for each sample, including information on species, biological

source (tissues or cell types), age, gender, and disease status. We processed all samples with

a uniform processing pipeline (Methods) for gene expression and chromatin accessibility

quanti�cations, quality control, peak calling, CRE-gene linkage, cell clustering, and cell

type annotation. Both gene expression and chromatin accessibility pro�les are separated

by tissue types in a pseudobulk analysis (Figures A.1,A.2,A.3,A.4, Methods), showing that

the uniform processing pipeline is able to reliably recover the biological signals from the

data. The processed data contain 2,818,959 single cells with high-quality gene expression

and chromatin accessibility information, 2,165,041 total peaks, 11,846,190 pairs of CRE-

gene linkages, and 102 unique cell types (Figure 2.1).

We developed an online web portal, http://compass-db.com/, for users to navigate

27



FIGURE 2.2: Sample statistics in CompassDB.A. Number of human and mouse samples
collected in CompassDB from GEO and ENCODE. B. Names of tissues collected in Com-
passDB. Number of samples collected for each tissue is indicated in the parenthesis.

and download processed and curated single-cell multi-omics samples. Users can search

by keyword (Figure 2.3A) or browse a list of available cell types or tissue types (Figure

2.3B). For a selected sample, the web portal displays metadata, quality control metrics,

UMAP plot, and cell type annotation plot (Figure 2.3C). RNA and ATAC count matrices,

metadata, and a list of CRE-gene linkages are available for download on the same page.

Compass enables the comparative analysis of gene regulation in two modes. In the

�rst mode, a user can query a gene or a genomic region directly through the CompassDB

online web portal (Figure 2.3D). The portal will then return a list of CRE-gene linkages

associated with the queried gene or genomic region in all samples in the database. For each

CRE-gene linkage, the list includes the linkage score and its p-value obtained by Signac

(Stuart et al., 2021), metadata, motif information, and transcription factor (TF) binding

activities through the Cistrome database (zheng2019cistrome). This mode is useful when

users want to quickly browse all biological contexts associated with the query.

2.4.3 CompassR

In the second mode, we developed CompassR to support more in-depth analyses and

visualizations of CRE-gene linkages. Built upon CompassDB, CompassR can be used to

analyze and visualize CRE-gene linkages in one or multiple samples and identify TFs whose
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FIGURE 2.3: CompassDB web portal. A. Keyword search page. B. Sample search results.
C. Sample information page. D. CRE-gene query page.

binding is enriched in selected CREs (Figure 2.1).

Figure 2.4 illustrates an example of CompassR analysis of the mouse Myh6 gene,

which has important functions in cardiac muscle contraction and adult heart development

(Granados-Riveron et al., 2010). We selected a group of samples from di�erent mouse tis-

sues, including gastrocnemius, heart, hippocampus, and cerebral cortex, for visualization.

For each sample, CompassR visualizes the expression of Myh6 gene and the genomic lo-

cations of Myh6-linked CREs whose chromatin accessibility is signi�cantly associated with

the gene expression of Myh6. CompassR also visualizes the genomic locations of the Myh6

gene and a union set of Myh6-linked CREs across all samples (Figure 2.4A).
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FIGURE 2.4: Myh6 regulation analysis using CompassR. A. CREs linked to Myh6 (left
panel) expression and Myh6 expression (right panel) in different samples from gastroc-
nemius, heart, hippocampus, and cerebral cortex. B. Transcription factor binding on the
CREs linked to Myh6 in Heart.

CompassR identi�es a larger number of Myh6-linked CREs that exist only in heart

tissues. These CREs are reproducibly found across di�erent heart samples, suggesting that

they could be CREs that regulate the expression of Myh6 gene only in heart. It is worth

noting that a study focusing solely on heart samples may identify the same set of CREs but

cannot determine whether these regulatory behaviors are speci�c to the heart or generally

present in other tissues. In contrast, CompassR identi�es these regulations as heart-speci�c

by comparison across samples, which may explain the heterogeneous gene expression levels

of Myh6 in heart and other tissues. To better understand the mechanism driving the

regulation, CompassR further identi�es a list of TFs whose binding sites overlap with these

heart-speci�c Myh6-linked CREs (Methods, Figure 2.4B). Among them, Nkx2-5 (Anderson

et al., 2018), T-box transcription factors (Tbx) (Bruneau et al., 2001), Gata4 (Liang and

Molkentin, 2002), and Srf (Guo et al., 2018) have been reported to regulate Myh6 in the

heart.

In addition to studying whole tissues, CompassR can also study a speci�c cell type across

tissues. For example, we compared the gene regulation of the HEY2 gene in cardiomyocytes

between human atrium and ventricle(Figure 2.5A). Cardiomyocytes are the muscle cells in
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FIGURE 2.5: HEY2 regulation analysis using CompassR. A. CREs linked to HEY2 (left
panel) expression and HEY2 expression (right panel) in different samples from cardiomy-
ocytes of atrium and ventricle. B. Transcription factor binding on the CREs linked to
HEY2 in ventricle cardiomyocytes.

the heart responsible for contracting and pumping blood. The atrium and ventricles contain

cardiomyocytes with di�erent functions and characteristics. HEY2 plays a crucial role in

regulating the size of the cardiac progenitor pool (Gibb et al., 2018), the development of the

right ventricle (Seya et al., 2021), and the overall morphogenesis of the heart (Donovan et

al., 2002). It has higher expression in ventricular cardiomyocytes (Gibb et al., 2018). For

each sample, CompassR visualizes HEY2 gene expression in cardiomyocytes and HEY2-

linked CREs found in cardiomyocytes that are signi�cantly associated with HEY2 gene

expression.

CompassR identi�es many more HEY2-linked cardiomyocyte CREs in ventricle samples

compared to atrium samples. These CREs are reproducibly found in the two ventricular

samples and are thus likely ventricle-speci�c HEY2-linked CREs in cardiomyocytes leading

to the high expression levels of HEY2 in the ventricular cardiomyocytes. CompassR further

identi�es TFs whose binding sites overlap with these CREs (Figure 2.5B). Among them,

TBX5 (Watanabe et al., 2023) and GATA4 (Ihara et al., 2020) have been reported to

regulate HEY2 expression during ventricular development.

In addition to multi-sample analysis, CompassR can also visualize the details of gene
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expression, chromatin accessibility, and CRE-gene linkages in a single selected sample.

Figure 2.6A demonstrates how CompassR can be used to analyze CRE-gene linkages across

di�erent cell types in a single peripheral blood mononuclear cell (PBMC) sample. We

focused on the CD79B gene, a key marker gene of B cells that plays a crucial role in the

development, activation, and signal transduction of B cells (Chu and Arber, 2001). For each

cell type in the PBMC sample, CompassR visualizes the aggregated chromatin accessibility

in a genomic region �anking the CD79B gene body and the distribution of CD79B gene

expression levels. Additionally, CompassR visualizes the genomic locations of the CD79B

gene, the CREs, and linkages between CREs and the CD79B gene.

Compared to the other three cell types, both chromatin accessibility and gene expression

levels are elevated in B cells, which aligns with the biological function of CD79B. Further-

more, four out of �ve CREs are found to be associated with CD79B gene expression. To

further understand how the expression of the CD79B gene is regulated by these CREs,

CompassR identi�es TFs whose binding sites overlap with the four CD79B-linked CREs

(Figure 2.6B). Among them, EBF1 (Györy et al., 2012), SPI1 (DeKoter and Singh, 2000),

SPIB (Willis et al., 2017), and PAX5 (Nutt et al., 1997) have been reported to play cru-

cial roles in regulating B-cell-speci�c genes, including CD79B. RELA is part of the NF-kB

transcription factors that play a critical role in B cell development and activation (Almalki,

2021). These results reveal the potential mechanism of CD79B regulation.

2.5 Discussion

The study of gene regulation is crucial for understanding various biological processes,

including development and disease. A key challenge in the �eld is linking cis-regulatory

elements (CREs) to their target genes. The advent of single-cell Multiome techniques has

signi�cantly advanced this e�ort by simultaneously capturing RNA and ATAC modalities

and providing large sample sizes. However, the lack of access to publicly available Multiome

data has hindered researchers from fully reusing and leveraging these resources.

To address this issue, we collected publicly available Multiome datasets and devel-
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FIGURE 2.6: CD79B regulation analysis using CompassR.A. Signal of each CRE in dif-
ferent cell types (top left panel), CD79B expression (top right panel), and CREs linked
to CD79B expression in the PBMC sample. B. Transcription factor binding on the CREs
linked to CD79B expression.

oped CompassDB, a comprehensive database processed through a uniform data processing

pipeline. CompassDB enables researchers to integrate datasets from di�erent studies with-

out the need to reprocess raw sequencing data. Additionally, we precomputed CRE-gene

linkages in CompassDB, allowing users to e�ciently query results using either gene names

or genomic intervals as input. To further facilitate data reuse, we developed CompassR, an

R package designed for querying CompassDB and visualizing results.

Despite its strengths, Compass has certain limitations. Public datasets are constrained

by their number and the diversity of biological resources represented. As a result, current

datasets can not encompass all tissues and cell types. Additionally, CompassR depends

on data exchange between CompassDB and the user, which can be time-consuming, par-

ticularly when working with larger datasets. Furthermore, CompassR currently supports

comparative analyses only for datasets available in CompassDB. A more versatile frame-

work is needed to integrate users' in-house data, enabling more �exible comparisons with

public datasets.

In conclusion, Compass enables comparative analysis of gene regulation across samples

from di�erent tissues. Compass reveals tissue-speci�c CRE-gene linkages that cannot be
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found by studies focusing on a single tissue type, explaining the heterogeneity of gene

expression across tissues. Additionally, CompassDB enables biologists to quickly explore

gene regulatory activities associated with a given gene or genomic region. The massive

amounts of uniformly processed single-cell multi-omics data provided by CompassDB also

o�er a valuable resource for building and benchmarking future computational methods.
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3. MILL: single-cell Modality Information integration
with Light-weight contrastive Learning

In this chapter, we introduce MILL, a computational method designed for multi-modal

single-cell data analysis. Speci�cally, MILL can integrate the information from di�erent

modalities and generate a shared representation. As a result, methods developed for single-

modal data can be applied directly to MILL embeddings. We evaluate the performance of

MILL on the tasks of cell type annotation, trajectory inference, and batch correction to

demonstrate the capability of MILL for multi-modal data analysis.

3.1 Contributions

Dr. Zhicheng Ji and Changxin Wan conceived the study. Changxin Wan contributed to

the design and implementation of MILL model and conducted the analysis. Dr. Huifang Ma

implemented and provided the image features from SimCLR. Haotian Zhuang contributed

cell morphology metrics and cell type annotation for spatial transcriptomics.

3.2 Introduction
3.2.1 Modalities in molecular cell biology

The central dogma (Watson and Crick, 1958; Crick, 1970) of molecular biology de-

scribes the fundamental �ow of genetic information among biomacromolecules within cells.

In eukaryotes, genetic information is typically transferred from DNA to RNA through tran-

scription, and then from RNA to protein via translation. Additionally, DNA can be copied

from DNA during the process of replication. This dogma serves as a foundational principle

for all cellular life, governing the molecular processes necessary for growth and function.

As a supplement to the original central dogma, certain exceptions exist, particularly among

viruses. For example, some RNA viruses replicate using their RNA genomes directly as a

template (Koonin et al., 1989), while retroviruses utilize reverse transcription to synthe-

size DNA based on an RNA template (Co�n et al., 1997). These exceptions expand the

framework of the central dogma and highlight the versatility of genetic information transfer

in various biological contexts. To study these complicated processes, researchers leverage
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high-throughput sequencing technologies to generate data across multiple biological modal-

ities, or "omics" (Lay Jr et al., 2006). These approaches, such as genomics, transcriptomics,

and proteomics, provide comprehensive insights into the mechanisms underlying the central

dogma. By integrating data from these modalities, scientists can unravel the complexities

of cellular processes and enhance our understanding of molecular biology.

Researchers often generate data that describe various features of DNA, collectively

known as the genome (Council et al., 1988). In eukaryotic cells, the genome represents the

complete set of DNA within an organism and serves as the original repository of genetic

material. The eukaryotic genome is not uniform, it contains distinct functional regions.

Coding regions include protein-coding genes, which undergo transcription to RNA and

translation into proteins as described in the central dogma (Crick, 1970). Non-coding re-

gions encompass non-coding RNAs, regulatory sequences such as promoters and enhancers,

and so-called "junk DNA," some of which may have yet-undiscovered functions. Major

features of the genome are commonly analyzed through genome sequencing, which reveals

the nucleotide sequence of DNA. Beyond sequence information, other genomic features pro-

vide critical insights into molecular and cellular biology. For example, DNA methylation,

a chemical modi�cation of DNA bases, plays a key role in regulating gene transcription.

Bisul�te sequencing enables researchers to map DNA methylation loci across the genome,

forming the basis of the epigenome (Krueger et al., 2012). Several techniques provide

deeper insights into the epigenome. Chromatin immunoprecipitation followed by sequencing

(ChIP-seq) identi�es histone modi�cations and transcription factor binding sites, o�ering a

window into epigenetic regulation of gene expression (Park, 2009). Similarly, the assay for

transposase-accessible chromatin with sequencing (ATAC-seq) measures chromatin accessi-

bility, highlighting active regulatory regions (Buenrostro, Wu, Chang, and Greenleaf, 2015).

Both ChIP-seq and ATAC-seq contribute to the study of the cistrome, which encompasses

all cis-regulatory elements within the genome (Liu et al., 2011). The cistrome is critical

for understanding transcriptional regulation and gene expression control. In recent years,

the three-dimensional (3D) structure of the genome has become a major focus of research.
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Hi-C sequencing captures the spatial conformation of the genome, revealing how DNA folds

and interacts within the nucleus (Belton et al., 2012). This technique has been applied to

study various biological processes, including development and disease, particularly cancer.

The transcriptome (Mutz et al., 2013), an essential intermediate in the �ow of genetic

information from DNA to functional proteins, has been extensively studied in the �eld of

biomedical research. It involves the complete set of RNA transcripts in a cell, including

messenger RNAs (mRNAs), non-coding RNAs, and other RNA species. As a key modality,

the transcriptome provides critical insights into gene activity and cellular function.

The proteome represents the complete set of proteins expressed within a cell at a given

time, re�ecting the cell's functional state. A key technique for generating comprehensive

proteome data is mass spectrometry. This powerful method measures the mass-to-charge

ratio (m/z) of ionized protein fragments, enabling the identi�cation and quanti�cation of

proteins with high sensitivity and speci�city. Mass spectrometry provides insights into post-

translational modi�cations, protein-protein interactions, and cellular pathways, greatly en-

hancing our understanding of biological processes and disease mechanisms. Limited subsets

of the proteome, such as cell surface proteins, can also be analyzed using antibody-based

strategies. For example, CITE-seq combines single-cell RNA sequencing with antibody-

oligo conjugates to quantify cell surface protein levels alongside transcriptomic data. To-

gether, these techniques o�er complementary approaches to studying the proteome, from

targeted analyses to whole-proteome pro�ling, driving advancements in molecular biology

and biomedical research.

In addition to studying the proteome, the metabolome focuses on small molecules such

as sugars, nucleotides, amino acids, and lipids, which re�ect the functional outputs of pro-

teins and cellular metabolism. These metabolites play critical roles in energy production,

signaling pathways, and maintaining cellular homeostasis, providing further insight into

biological mechanisms. Other types of data also contribute to understanding cellular and

tissue biology. For instance, cell morphology provides valuable clues for cell-type classi-

�cation, a practice commonly used by pathologists to diagnose diseases and assess tissue
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organization. Similarly, the spatial context of cells reveals information about cellular orga-

nization, interactions, and communication within tissues. Techniques such as hematoxylin

and eosin (H&E) staining are widely used to visualize cell morphology and spatial relation-

ships, o�ering an essential tool for histological analysis and pathology.

3.2.2 Multi-modal single-cell techniques

The advent of single-cell sequencing began with the pioneering work by Tang et al.,

2009, marking a transformative milestone in biomedical research. Since then, over 100

single-cell sequencing techniques have been developed, each o�ering unique insights into

cellular modality and heterogeneity. Among these, single-cell RNA sequencing (scRNA-

seq) has become the most widely applied method. scRNA-seq quanti�es RNA expression

levels in individual cells, enabling the identi�cation of cell types and the generation of

cell type-speci�c gene expression pro�les. This has proven invaluable for studying tissue

composition, developmental processes, and disease mechanisms at single-cell resolution. In

addition to scRNA-seq, single-cell ATAC-seq (Assay for Transposase-Accessible Chromatin

with sequencing) has emerged as a key technique for pro�ling the epigenome in individual

cells. By identifying DNA regions of accessible chromatin, scATAC-seq reveals regulatory

elements such as enhancers and promoters, o�ering insights into transcription factor binding

and chromatin dynamics. Like its bulk counterpart, single-cell ATAC-seq is widely used to

uncover transcriptional regulators and elucidate the mechanisms underlying gene regulation,

but with the added advantage of resolving cell-to-cell variability.

Despite the transformative power of single-omic techniques, researchers have increas-

ingly recognized their limitations. For example, single-cell RNA sequencing (scRNA-seq)

provides insights into gene expression but lacks information on the regulatory mechanisms

controlling gene activity. Such limitations have prompted the development of computa-

tional methods to integrate data from multiple modalities, allowing researchers to derive

deeper and more comprehensive biological insights.

With the development of single-cell technologies and the growing demands of multi-
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modal approaches in biomedical research, recent advances have focused on multi-omics

approaches. Multi-omics refers to the simultaneous measurement of multiple omics layers

within individual cells, enabling a systematic view of cellular function and regulation. This

integration is particularly advantageous because measuring one modality, such as RNA,

often does not interfere with or damage the information available in another, such as DNA.

One notable example is the 10x Genomics Multiome platform, which combines single-

nucleus RNA sequencing (snRNA-seq) and single-nucleus ATAC-seq (snATAC-seq) in the

same cell. This technique provides both transcriptomic and epigenomic information, re-

vealing gene expression levels alongside chromatin accessibility. Such data can be used to

link enhancers to their target genes, addressing a key challenge in gene regulation studies.

Another powerful multi-omics technique is CITE-seq (Cellular Indexing of Transcriptomes

and Epitopes by sequencing), which measures surface protein levels and RNA expression

simultaneously. CITE-seq has been particularly impactful in immunology, where subsets

of immune cells often exhibit minimal di�erences in their transcriptomes. In these cases,

surface proteins, which are commonly used for cell sorting and classi�cation, are more infor-

mative for distinguishing cell types. This dual-modality approach has enhanced our ability

to identify and characterize subtle cellular subpopulations, especially in complex immune

environments.

The development of single-cell multi-omics technologies has extended beyond just two

omics. For example, TEA-seq simultaneously captures RNA, chromatin accessibility (ATAC),

and surface protein expression, while scNMT-seq pro�les nucleosome positioning, DNA

methylation, and transcriptome data at the single-cell level. Moreover, spatial techniques

further enhance the scope by integrating omics data with imaging and spatial context,

providing insights into cellular morphology and tissue organization. While these advance-

ments have revolutionized the �eld, they have also introduced signi�cant challenges in data

analysis.
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3.2.3 Contrastive learning

In recent years, contrastive learning has emerged as a popular framework in represen-

tation learning, especially in cases with limited labeled data. Rooted in self-supervised

learning, contrastive learning focuses on learning meaningful representations by contrasting

positive and negative pairs of data samples. The core objective is to maximize the similar-

ity between representations of positive pairs, which are data samples that are semantically

or structurally related, while minimizing the similarity between negative pairs, which are

dissimilar samples.

Unlike traditional supervised learning, which depends heavily on annotated datasets,

contrastive learning leverages unlabeled data by creating pseudo-supervision through data

augmentations or multi-view representations. Positive pairs are typically generated by

applying transformations to the same sample (e.g., cropping, noise addition, or altering

modalities), while negative pairs are derived from unrelated samples. The framework op-

timizes a contrastive loss function, such as Noise Contrastive Estimation (InfoNCE), to

e�ectively separate representations in the latent space.

Contrastive learning has demonstrated remarkable success across various domains, in-

cluding computer vision, natural language processing (NLP), and genomics. Its ability to

handle multi-modal and high-dimensional data makes it particularly suitable for contexts

where relationships between modalities or augmented views play a crucial role. One of the

most well-known algorithms in the domain of contrastive learning is CLIP (Contrastive

Language-Image Pretraining), developed by OpenAI. CLIP is a multimodal model that

learns joint representations of text and images by aligning them in a shared embedding

space. It has shown signi�cant utility in tasks such as image classi�cation and zero-shot

learning for image captioning. Inspired by the success of CLIP, the principles of contrastive

learning have been extended to single-cell genomics, leading to the development of scCLIP

(Contrastive Learning for Multi-Modal Single-Cell Data).

scCLIP adapts CLIP's framework to multi-modal single-cell data, integrating RNA and
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ATAC modalities. It employs two transformers to encode each modality separately, gen-

erating modality-speci�c embeddings. Contrastive learning is then applied to align these

embeddings into a common latent space, facilitating downstream analyses such as cluster-

ing and trajectory inference. While it has been shown to be e�ective, scCLIP's reliance

on training and �ne-tuning transformers requires substantial data and computational re-

sources, making it challenging for smaller datasets or resource-limited environments.

Beyond transformer-based methods like CLIP, other self-supervised learning strategies

utilize pre-trained models for feature extraction from images, text, or other modalities.

These extracted features are then aligned across modalities using simpler neural networks,

reducing the computational burden. This approach has shown promise for cross-modal

retrieval tasks and integration of multi-modal datasets, particularly in situations where

labeled data or computational resources are limited.

Here, we introduce MILL (Single-cell Modality Information Integration with Light-

weight Contrastive Learning), a novel approach designed to integrate information across

modalities of multi-modal single-cell data. Unlike computationally intensive methods that

rely on complex models, MILL builds upon conventional dimension reduction techniques

such as PCA and LSI, applying contrastive learning to e�ectively align modalities. This

lightweight design o�ers a balance between computational e�ciency and integration per-

formance. MILL has been evaluated on a range of datasets, including Multiome, CITE-

seq, spatial transcriptomics, and TCR-seq. It demonstrates exceptional ability to merge

information across diverse modalities, outperforming existing methods in computational

e�ciency. The embeddings generated by MILL can be seamlessly applied to downstream

analyses, including cell clustering, visualization, trajectory inference, and batch e�ect cor-

rection. Our benchmarking results highlight MILL's robust potential for advancing multi-

modal single-cell research. By o�ering a scalable and e�cient framework, MILL addresses

key challenges in integrating and analyzing increasingly complex multi-modal single-cell

datasets.
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3.3 Materials and methods
3.3.1 Implementation of MILL

The input to MILL is multi-modal single-cell data. Currently, MILL supports data

from a variety of co-assay techniques, including single-cell RNA+ATAC (e.g., Multiome),

single-cell RNA+Protein (e.g., CITE-seq and TCR-seq), and spatial transcriptomics (e.g.,

Vizgen and Xenium). Each modality undergoes a speci�c preprocessing pipeline to extract

meaningful feature representations before feature alignment.

1. RNA modality RNA data is processed using Seurat functions with default parameters

to produce a principal component space:

• NormalizeData() : Normalizes sequence depth of gene expression values using

log normalization.

• FindVariableFeatures() : Identi�es top 2000 highly variable genes across all

cells.

• ScaleData() : Scales and centers the data to mean equal to 0 and standard

deviation equals 1.

• RunPCA(): Reduces dimensionality using principal component analysis and save

top 50 principal components.

2. ATAC modality Since scATAC-seq data is sparse, Signac and Seurat functions are

applied sequentially with default parameters to produce a latent semantic indexing

(LSI) space:

• FindTopFeatures() : Identi�es the most frequently observed peaks across all

cells. By default it will �nd the top 95% common peaks and set them as variable

features.

• RunTFIDF(): Due to sparsity of ATAC count matrix, term frequency-inverse

document frequency transformation is applied to normalize raw count matrix.

• RunSVD(): Obtain latent semantic indexing (LSI) space through partial singular

value decomposition.
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3. ADT modality

For protein data, NormalizeData() is applied with the parameternormalization.method

set to CLR and margin set to 2. The data is then scaled usingScaleData() to scale

and center the data to mean equals 0 and standard deviation equals 1.

4. TCR modality

TCR data, which contains sequences for both TRA and TRB chains, is processed

using Trex. This tool generates feature spaces by analyzing the amino acid sequences

of TRA and TRB, providing a comprehensive representation of TCR data.

5. Spatial transcriptomics Spatial transcriptomics data requires additional preprocessing

to capture meaningful feature maps for individual cells:

• Cell Segmentation and Image Cropping: Performed to isolate individual cells

within the spatial context. The cell segmentation is performed using cellpose

(Pachitariu and Stringer, 2022).

• SimCLR: A contrastive learning-based approach is applied to extract feature

maps for each cell. SimCLR (Chen et al., 2020) utilizes data augmentations and

contrastive objectives to produce robust representations from images.

After obtaining feature representations for each modality, two fully connected neural

networks are employed to learn a shared representation space. Speci�cally, each neural

network has three layers: the input layer receives the feature vector of the corresponding

modality and projects it to a 256-dimensional space; the embedding layer takes the 256-

dimensional vector as input and outputs a 128-dimensional vector; and the �nal output

layer maps the 128-dimensional input to a 64-dimensional latent vector, which de�nes the

consistent latent space shared between the two networks. ReLU is applied as the activation

function for each layer.

The objective function 3.1 is de�ned to learn the latent space of two modalities. For each

cell i, the objective maximizes the similarity si ,i of the positive pair while minimizing its sim-

ilarity with all other samples in the batch, represented by
° N

j= 1 exp(sj,i ) and
° N

j= 1 exp(si ,j ).

By optimizing this contrastive learning objective, the neural networks e�ectively learn a
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common embedding space for RNA and other modalities. This shared embedding allows

robust integration of multi-modal single-cell data, facilitating downstream tasks such as

clustering, visualization, and trajectory analysis.

L = �
1

2N

N¸

i= 1

"

log
exp(si ,i )

° N
j= 1 exp(si ,j )

+ log
exp(si ,i )

° N
j= 1 exp(sj,i )

#

(3.1)

3.3.2 Data collection and processing

For the 10x Multiome data, we collected a dataset of bone marrow mononuclear cells

(BMMC) comprising 13 samples from 10 donors. Cells with at least 60 ATAC read counts

and at least 100 RNA read counts were retained. Additionally, a processed CITE-seq dataset

with 12 samples from 10 donors was downloaded from the same study. Cells were �ltered

based on RNA expression (retaining cells with at least 500 genes and at most 10,000 genes)

and ADT counts (retaining cells with at least 20 and at most 80 counts). The �ltering

criteria di�er between Multiome and CITE-seq data due to the sensitivity of methods like

totalVI, which are prone to errors when datasets contain more low-quality cells.

Both datasets were provided as preprocessed h5ad objects with cell type annotations in-

cluded in the original study. The processed TCR-seq dataset was obtained from GSE167118

(Zhao et al., 2021), and the Xenium dataset was downloaded from 10x Genomics. For the

Xenium dataset, cell segmentation and cropping were performed using cellpose (v2.0) (Pa-

chitariu and Stringer, 2022).

3.3.3 Competing methods for Multiome and CITE-seq batch correction

Conda (version 22.11.1) is applied for computational environment management. We

adopted R (version 4.1.2), Seurat (version 4.3.0), and Signac (version 1.14.0) in R environ-

ment. For Python-based packages, we used Python (version 3.9.0) and PyTorch (version

2.4.0) in the Python environment. A summary of all involved algorithms is shown in Table

3.1.

1. Sample merge: To merge the Multiome data, we �rst computed PCA spaces for
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Table 3.1: Existing algorithms for multi-modal single-cell batch correction. MILL is our
method built upon a contrastive learning framework. Most of the other methods use
generative models.

Algorithm Language GPU Multiome CITE-seq Methodology
MILL R,Python Optional Yes Yes Contrastive learning

Multigrate Python Yes Yes Yes variational autoencoder
scVAEIT Python Yes Yes Yes variational autoencoder

scMoMaT Python Yes Yes No matrix decomposition
MultiVI Python Yes Yes No deep generative model
totalVI Python Yes No Yes total variational inference
MOFA+ R,Python Optional Yes No factor analysis

the RNA modality and LSI spaces for the ATAC modality. The Seurat function

FindMultiModalNeighbors() was then applied to integrate the PCA components

(1 to 30) and LSI components (2 to 31) into a weighted nearest-neighbor (WNN)

graph. The �rst component was excluded from LSI due to sequencing depth bias.

For merging the CITE-seq data, PCA spaces were computed for both RNA and ADT

modalities using theRunPCA()function. The top 30 principal components from both

modalities were used as input toFindMultiModalNeighbors() to generate a WNN

graph. Finally, the RunUMAP()function was applied to create a UMAP representation

based on the WNN graph for either Multiome data or CITE-seq data.

2. Harmony: After merging all samples into a single dataset, we applied MILL to the

PCA and LSI components of the Multiome data, as well as the PCA and scaled

ADT expression from the CITE-seq data, to generate a latent space vector for each

cell. To further correct batch e�ects, we used theRunHarmonyfunction from the R

package harmony (version 1.0), withgroup.by.vars set to sample identi�ers and

max.iter.harmony set to 20. The latent spaces produced by Harmony were then

utilized for data visualization, cell type clustering, and benchmarking analyses.

3. Multigrate : To run Multigrate (provided by scArches version 0.6.1), we followed the

tutorial available at https://docs.scarches.org/en/latest/multigrate.html and draft

code from the benchmark study Hu et al., 2024. For Multiome data integration,

45



the raw RNA count matrix and the log-normalized ATAC matrix were used as inputs

to the model. The loss function for the RNA modality was set to negative binomial

(NB), while mean squared error (MSE) was used for the ATAC modality. For the

application on CITE-seq data, the ADT modality loss was also set to MSE, since the

ADT input consisted of a normalized count matrix.

4. scVAEIT : scVAEIT (version 0.0.0) has been benchmarked on both Multiome and

CITE-seq datasets. We followed the tutorial provided by https://github.com/jaydu1/

scVAEIT/. The dimension of the latent space output from scVAEIT was set to 32.

5. scMoMaT: For scMoMaT (version 0.2.2), we adapted the tutorial from https://github.

com/Peter-ZZQ/scMoMaT/blob/main/demo_scmomat.ipynb/ for the task of Multi-

ome integration.

6. MultiVI : MultiVI (provided by scvi-tools version 0.19.0) was applied only to Multiome

batch correction. The reference code is provided through https://docs.scvi-tools.org/

en/1.0.0/tutorials/notebooks/MultiVI_tutorial.html.

7. totalVI : totalVI (provided by scvi-tools version 0.19.0) was applied to CITE-seq data

integration only. We adapted the tutorial from the https://docs.scvi-tools.org/en/

stable/tutorials/notebooks/multimodal/cite_scrna_integration_w_totalVI.html.

8. MOFA+ : MOFA+ (version 0.7.1) was used exclusively for batch correction of the

Multiome data following the tutorial from https://muon-tutorials.readthedocs.io/en/

latest/single-cell-rna-atac/pbmc10k/3-Multimodal-Omics-Data-Integration.html. In

order to run MOFA+, both RNA count and ATAC count were normalized using log

normalization. MOFA+ models were trained using the CPU mode.

3.3.4 Benchmark metrics

The batch e�ect correction benchmark analysis was performed through Python package

scIB (version 1.1.5) (Luecken et al., 2022). We included metrics for both the biological

conservation and batch correction performance. All metrics are listed in Table 3.2.
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Table 3.2: Metrics for multi-modal single-cell batch correction. We used �ve metrics to
evaluate biological conservation and �ve metrics to assess batch correction performance.

Metric Description Metric Type
ARI Adjusted rand index Biological Conservation
NMI Normalized mutual information Biological Conservation
ILS Isolated label score Biological Conservation

cASW Average silhouette width - cell types Biological Conservation
cLISI Local inverse Simpson index- cell types Biological Conservation
kBET K-nearest neighbor batch effect test Batch Correction

KNN Connectivity Connectivity within cell type subgraph Batch Correction
PCR Principal component regression Batch Correction

bASW Average silhouette width - batches Batch Correction
iLISI Local inverse Simpson index- batches Batch Correction

1. ARI : Rand Index (RI) is de�ned as

RI =
a+ b

a+ b+ c+ d

wherea is the number of pairs of points that are in the same cluster in both clusterings,

b is the number of pairs of points that are in di�erent clusters in both clusterings,

c is the number of pairs of points that are in the same cluster in one clustering but

in di�erent clusters in the other, and d is the number of pairs of points that are in

di�erent clusters in one clustering but in the same cluster in the other.

Adjust Rand Index (ARI) is de�ned as:

ARI =
RI � Expected(RI)

Max(RI) � Expected(RI)

whereExpected(RI) is the expected value of RI under random chance, andMax(RI) is

the maximum value the RI can achieve. The �nal ARI is the maximum ARI between

clustering result under di�erent resolutions and cell type labels. ARI score ranges

between 0 to 1, where higher value indicates better biological conservation capability.

2. NMI : Normalized Mutual Information (NMI) is a metric used to evaluate the similar-

ity between two clusterings by quantifying the amount of information shared between
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them. It is derived from mutual information, a concept in information theory that

measures the dependency between two variables. NMI is normalized to ensure the

score ranges between 0 and 1, where 1 indicates perfect alignment between the clus-

terings, and 0 signi�es no shared information. Mathematically, NMI is de�ned as:

NMI (U, V ) =
2 � I (U, V )

H (U ) + H (V )

Where:

• U and V represent the two clusterings being compared.

• I (U, V ) is the mutual information, calculated as:

I (U, V ) =
¸

uPU

¸

vPV

P(u, v) log
P(u, v)

P(u)P(v)

where P(u, v) is the joint probability of a data point belonging to cluster u in U

and cluster v in V, and P(u) and P(v) are the marginal probabilities.

• H (U ) and H (V ) are the entropies ofU and V, respectively:

H (U ) = �
¸

uPU

P(u) log P(u)

Similar to ARI, the �nal NMI is de�ned as the maximum NMI score obtained by

comparing clustering results under di�erent clustering resolutions to ground-truth

cell type labels.

3. ASW: Average Silhouette Width (ASW) is a metric used to evaluate the quality of

clustering by measuring how well each data point lies within its assigned cell types

(cASW) or batches (bASW). It is derived from the silhouette score, which assesses

the cohesion and separation of clusters. The silhouette score for a single data pointi

is calculated as:

s( i) =
b( i) � a( i)

max(a( i), b( i))

where:
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• a( i) is the average distance betweeni and all other points within the same cluster

(intra-cluster distance).

• b( i) is the minimum average distance betweeni and all other points in the nearest

neighboring cluster (inter-cluster distance).

The original ASW value ranges from � 1 to 1, where higher values indicate bet-

ter biological conservation in cASW and poor batch correction in bASW. To en-

sure consistency in interpretation, cASW is scaled to the range of0 to 1 using the

formula: cASW = cASW + 1
2 . bASW is transformed to the range of 0 to 1 using

bASW = 1 � | bASW|, so that higher bASW values indicate better batch correction.

4. ILS: The Isolated Label Score (ILS) is a metric to quantify the capability of the

integration method to retain meaningful biological structure across batches. For a

given cell type i that occurs in ki batches, the ILS is calculated by averaging the

ASW values for cell types that appear in kmin batches, wherekmin is the smallest

value among allki .

5. LISI : Local Inverse Simpson's Index (LISI) is a metric used to evaluate the perfor-

mance of integration algorithms. It measures the local diversity of cells in a neigh-

borhood, quantifying how well cells from either cell types (cLISI) or batches (iLISI)

are mixed. Mathematically, LISI is derived from Simpson's Index, which measures

diversity within a neighborhood. For a cell i, the local inverse Simpson's index is

calculated as:

LISI ( i) =

0

@
¸

jPN ( i)

p2
j

1

A

� 1

where:

• N ( i) is the neighborhood of celli (de�ned by k-nearest neighbors in the embed-

ding space).

• pj is the proportion of cells in the neighborhood belonging to a cell type or batch

j.

49



A higher LISI score indicates better mixing of cell types or batches. To ensure

consistency across metrics, we applied a linear transformation to cLISI as LISI=

(L � LISI )/ (L � 1), where L is the number of unique cell types.

6. kBET: The k-nearest neighbor Batch E�ect Test (kBET) quanti�es how well cells

from di�erent batches are mixed within local neighborhoods in a kNN graph. The

goal is to determine whether the batch composition in a local neighborhood matches

the global batch distribution. The kBET acceptance rate is de�ned as the proportion

of neighborhoods where the null hypothesis (that the local batch distribution matches

the global distribution) is not rejected. A high acceptance rate indicates good batch

mixing, while a low acceptance rate suggests that batch e�ects persist.

7. KNN Connectivity : The k-nearest neighbor (KNN) Connectivity measures how well

cells of the same cell type are connected within a KNN graph. Mathematically, for

a given cell i with group label gi , let N ( i) represent its set ofk-nearest neighbors in

the KNN. The connectivity score for i is de�ned as:

C( i) =

°
jPN ( i) d(gi , gj )

k

where:

• d(gi , gj ) = 1 if gi = gj , and 0 otherwise.

• k is the number of nearest neighbors considered.

A high KNN connectivity score indicates that cells from the same cell type are tightly

connected, re�ecting good preservation of local structure and potentially better mix-

ing of batches.

8. PCR: Principal Component Regression (PCR) quanti�es the correlation between

batch labels and the feature vectors in the latent space. PCR aims to determine

how much variation in the latent space can be explained by batch labels. ThePCR

score for batch e�ect is computed as the average correlation across the feature vec-

tors. A higher PCR score indicates that batch e�ects explain a larger proportion of

the variance in the latent space, suggesting poor batch mixing.
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3.3.5 Computational resources

Due to their deep learning-based architecture, methods such as Multigrate, scVAEIT,

scMoMaT, MultiVI, totalVI, and MILL-GPU were evaluated on a SYS-120GQ-TNRT GPU

server equipped with a up to 230 GB of RAM and an Nvidia RTX A6000 GPU. In contrast,

MILL-CPU and MOFA+ were evaluated on a UCSB-B200-M5 CPU server with up to 730

GB of RAM. To assess the computational performance of these methods, we evaluated the

time and memory usage on datasets of varying sizes. Cells from both the Multiome and

CITE-seq datasets were sampled incrementally from 10% to 90% of the total dataset size

in 10% steps, with sampling strati�ed by batch labels. For each method, the user time

and maximum resident set size (RAM usage) were recorded by using thetime command in

Linux during execution.

3.4 Results
3.4.1 Model structure of MILL

As shown in Figure 3.1, MILL is designed to process multi-modal single-cell data, cur-

rently supporting two modalities. This �exibility makes MILL compatible with datasets

such as single-cell RNA+ATAC (e.g., Multiome, SHARE-seq, SNARE-seq), single-cell

RNA+Protein (e.g., CITE-seq, TCR-seq), and spatial transcriptomics paired with cell mor-

phology (e.g., Vizgen, Xenium). MILL performs feature extraction for each modality to

reduce dimensionality and represent meaningful biological signals:

• RNA Modality : Principal Component Analysis (PCA) is applied to obtain a lower-

dimensional representation of cellular variation.

• ATAC Modality : Due to the sparsity of chromatin accessibility data, latent semantic

indexing (LSI) is used by default. However, PCA is also available as an alternative.

• ADT Modality : Given the limited feature size of antibody-derived tag (ADT) data,

MILL supports normalized ADT vectors as input. PCA can also be applied to the

ADT modality.

• TCR-seq: TCR-seq combines RNA and TCR sequence data. Since sequence infor-
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FIGURE 3.1: Overview of the MILL model structure. MILL uses two neural networks and
a contrastive learning objective function to learn a shared latent space.

mation cannot be directly processed due to the complexity of protein structure and

TCR-antigen interactions, MILL uses Trex to generate embeddings from TCR se-

quences. Trex captures antigen-binding properties, making sequence data usable as

input.

• Spatial Transcriptomics with Morphology : Morphological information from cell im-

ages cannot be directly compared due to the limitations of pixel-based similarity. To

address this, MILL employs SimCLR, a contrastive learning framework, to extract

image features and generate cell embeddings.

After feature extraction, MILL learns a shared representation space using fully con-

nected neural networks. The objective is to maximize the similarity between embeddings of

the same cell across modalities while minimizing the similarity between embeddings of dif-

ferent cells. This is achieved by leveraging contrastive learning. The �nal output of MILL is

an averaged embedding for each cell. These embeddings serve as a common representation

of the input modalities and can be used in downstream analyses such as cell clustering,

visualization, trajectory inference, and batch e�ect correction.
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FIGURE 3.2: Modality integration of MILL. A. UMAP visualization of Multiome data for
RNA, ATAC, and MILL. B. UMAP visualization of CITE-seq data for RNA, ADT, and
MILL.

3.4.2 MILL projects multiple modalities into a common latent space

We �rst evaluated the embedding spaces generated by MILL, represented as vectorsa

and r for each cell. To visualize these embeddings, we applied Uniform Manifold Approx-

imation and Projection (UMAP), a non-linear dimensionality reduction algorithm widely

applied in single-cell data analysis. MILL was tested on both Multiome (Figure A.6) and

CITE-seq datasets (Figure A.7), demonstrating its ability to learn a shared embedding

space for RNA and ATAC (or ADT) modalities (Figure 3.2). As shown in Figure 3.2, cell

projections from di�erent modalities overlap remarkably well, indicating e�ective integra-

tion across modalities.

In addition to analyzing the overall embeddings, we explored the individual feature vec-

tors produced by MILL. Our results reveal that individual components of these embeddings

capture biological variation among cells (Figure 3.3), similar to the principal components

(PCs) in PCA. This highlights MILL's capacity to not only unify multi-modal data but

also preserve meaningful biological signals within the individual feature vectors.
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FIGURE 3.3: Variance explained through MILL's feature vectors. A. Plot of the 12th versus
4th feature vector. A. Plot of the 12th versus 34th feature vector.

3.4.3 MILL preserves biological information of cells
3.4.3.1 MILL shows competitive cell type annotation performance compared to single
modalities

We used MILL embeddings for dimension reduction with UMAP and cell clustering

using the Louvain algorithm. Cell annotations and labels were assigned based on the

original publication's cell annotation results (Figure 3.4). The annotations derived from

MILL embeddings demonstrated competitive performance compared to using RNA and

ATAC modalities individually. MILL appears to combine the strengths of both modalities:

while the RNA modality alone occasionally misclassi�ed some T cells as NK cells, the ATAC

modality struggled to distinguish between normoblasts and erythroblasts (Figure 3.4).

To systematically evaluate the annotation capability of MILL compared to single modal-

ities, we calculated the Rand Index (RI) and Adjusted Rand Index (ARI) between the cell

clustering results and ground-truth cell type labels (Figure 3.5). The results indicate that

MILL embeddings clustered cells as e�ectively as the RNA modality and outperform the

ATAC modality alone.

We also evaluate MILL's annotation performance on CITE-seq datasets. UMAP vi-

sualizations based on MILL embeddings e�ectively represented distinct cell types (Figure

3.6). While the RNA modality showed limited ability to distinguish T cell subpopula-
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FIGURE 3.4: MILL embeddings for visualization on Multiome. UMAP visualization and
cell type annotation using MILL ( A), RNA (B), and ATAC ( C).

FIGURE 3.5: Comparison of cell-type annotation using different modalities on Multiome.
Comparison of the capability of cell type annotation between MILL and RNA using Ad-
justed Rand Index (A) and Rand Index (B). Comparison of the capability of cell type an-
notation between MILL and ATAC using Adjusted Rand Index ( C) and Rand Index (D).

tions, MILL successfully separated these populations. Similarly, ADT alone, limited by the

number of measured markers, was unable to distinguish red blood cell populations such as

erythroblasts, proerythroblasts, normoblasts, and reticulocytes. MILL, however, achieved

this distinction by leveraging complementary information from the RNA modality. Across

multiple datasets, both RI and ARI scores consistently showed that MILL had competitive

performance compared to individual modalities for cell clustering and cell-type annotation

(Figure 3.7). Overall, our results demonstrate that MILL embeddings are highly e�ective

for cell-type annotation.
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FIGURE 3.6: MILL embeddings for visualization on CITE-seq. UMAP visualization and
cell type annotation using MILL ( A), RNA (B), and ADT ( C).

FIGURE 3.7: Comparison of cell-type annotation using different modalities on CITE-seq.
Comparison of the capability of cell type annotation between MILL and RNA using ARI
(A) and RI (B). Comparison of the capability of cell type annotation between MILL and
ADT using ARI ( C) and RI (D).

3.4.3.2 MILL reconstructs cell differentiation trajectories

Cell trajectory analysis is a fundamental computational approach for inferring di�er-

entiation pathways of cells. Here, we applied MILL to bone marrow mononuclear cells

(BMMC; Figure 3.8A), a system rich in intermediate cell states and ideal for trajectory

analysis. The UMAP embedding generated by MILL showed a strong concordance with

established immune cell di�erentiation pathways (Figures 3.8, A.5).

Because UMAP is not directly suited for trajectory analysis, we applied Slingshot (Street

et al., 2018) to the MILL embeddings to construct trajectories, visualized through UMAP

(Figure 3.8B). Using hematopoietic stem cells (HSCs) as the trajectory root, we identi�ed
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FIGURE 3.8: Bone marrow cell trajectory analysis using MILL. A. Cell type annotation
in UMAP space using MILL embeddings. B. Trajectory inference results from Slingshot
applied to MILL embeddings, visualized in UMAP space.

three distinct developmental paths:

• HSCs � MK/E progenitors � proerythroblasts � erythroblasts � normoblasts.

• HSCs � G/M progenitors � CD14+ monocytes � CD16+ monocytes.

• HSCs � lymphoid progenitors � transitional B cells � naïve CD20+ B cells � B1

B cells � plasma cells.

These reconstructed trajectories are highly consistent with established models of hematopoi-

etic development in the bone marrow (Figure A.5). The results highlight MILL's ability to

faithfully represent developmental relationships and reconstruct accurate cell trajectories.

3.4.4 Batch effect correction on multi-modal single-cell data using MILL
and Harmony
3.4.4.1 MILL and Harmony integration: balancing batch mixing and biological variance

Batch e�ects in high-throughput sequencing data pose signi�cant challenges for integra-

tive single-cell analyses. In multi-modal single-cell datasets, batch e�ects across multiple

modalities can exacerbate these issues, complicating downstream analyses. MILL integrates

variance from di�erent modalities into a common latent space, enabling the application of

Harmony, a tool originally developed for single-cell RNA-seq data�to harmonize batch
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