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Abstract

Extended reality (XR), including virtual reality (VR) and augmented reality (AR), has

been showing promises in many applications including gaming, education, and healthcare.

Immersive XR systems require context awareness of the user and environmental condi-

tions. High expectation for XR, coupled with their known resource-hungry nature, requires

optimizations of XR systems to reduce their communication and computing resource con-

sumption.

In this dissertation, we focus on characterizing user and environmental contexts and

building resource-efficient and adaptive systems to respond to these characteristics. First,

we model and exploit patterns of one aspect of user behaviors in VR systems, that is, VR

viewport pose that represents the location and the orientation of VR devices. Then, we

delve into enhancing the accuracy and resource efficiency of a crucial component for XR

user and environmental context awareness: simultaneous localization and mapping (SLAM)

that performs device pose tracking and environmental mapping concurrently. Our approach

involves proposing an SLAM system that intelligently adapts to both communication and

computation resource constraints of XR devices to maintain high SLAM performance. We

also lessen the computational loads on XR devices and enhance the context awareness

capabilities by using external Internet of things (IoT) cameras.

We first present our work on analyzing and exploiting pose characteristics for virtual

content generation. We develop the first statistical model of viewport poses in VR. Our

statistical model of users’ VR viewport pose comprises the models of pose components, ori-

entation and position, based on the experimental measurements. Under the developed VR

viewport pose model, we derive analytical results for the pixel similarity between different

VR frames. Based on our analytical model, we adaptively determine which contents are

reused across different VR frames. We evaluate the developed algorithms by implement-

ing them on Meta Quest 2-based edge-assisted VR systems, and demonstrate the systems

running in real time, supporting the full VR frame rate, and outperforming baselines on

measures of frame quality and bandwidth consumption.

We then present our work on performing adaptive and robust SLAM under resource

constraints for AR devices. We develop the first uncertainty quantification model for pose
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estimation in visual (V-) and visual-inertial (VI-) SLAM under edge computing-based ar-

chitectures. We apply the developed uncertainty quantification model to efficiently and

optimally select subsets of frames to build pose graphs under limited computation and

communication resources. We implement the design in conjunction with the state-of-the-

art V- and VI-SLAM framework, and show that it reduces the pose estimation error under

constrained bandwidth. This is the first theoretically grounded work that uses optimization-

based algorithms to identify and transmit the most informative frames, as opposed to ex-

isting works that rely on heuristics in making offloading decisions.

Finally, we propose enhancing XR systems’ SLAM performance with external IoT cam-

eras. We integrate IoT data into all primary modules of the SLAM systems, designing both

tight and loose methods to fuse IoT data with the visual and inertial measurements from

XR devices. In tight integration, additional terms related to IoT information are incorpo-

rated in the map optimization and pose optimization problems. For loose integration, IoT

data aids in tasks including pose initialization, pose rectification, and loop detection. Our

experimental results, conducted using a Unity game engine-based emulator, demonstrate

that our IoT-enhanced SLAM system, IoTSLAM, outperforms ORB-SLAM3 and the loose

fusion approach by 25.5% and 16.1% across all sequences in both V- and VI-configurations.
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Chapter 1. Introduction

By offering immersive and interactive experiences, extended reality (XR) systems such

as augmented reality (AR) and virtual reality (VR), are transmitting the way we com-

municate, learn, play, and work and revolutionizing a wide range of industries, notably

e-commerce, education, entertainment, manufacturing, and healthcare. To achieve immer-

sive XR experiences, high frame rate, high resolution, and low motion-to-photon latency

are required for rendering digital visuals [CCK18, 3GP21]. Additionally, next-generation

XR systems require a high degree of context awareness – a detailed knowledge of the user

and environmental conditions, to seamlessly integrate virtual and real worlds in AR, and to

provide context-specific adaptations in both AR and VR [SECG23]. High expectation for

VR and AR, coupled with their resource-hungry nature, poses challenges to untethered and

standalone mobile devices with limited computational capability and battery lifetime. This

dissertation focuses on building adaptive, resource-efficient XR systems that are responsive

to user behavioral patterns and available resources. We aim to address the challenges of

empowering mobile XR devices with limited resources (constrained power, communication,

and sensing capabilities) to run interactive and environmentally-aware applications that

are computation-intensive, with the help of edge computing-based architectures.

In this chapter, we first provide the background related to understanding one particular

user behavior – users’ head pose, that is, the location and the orientation of users’ viewport

(Section 1.1). We then introduce the background related to an essential capability for XR

context awareness – simultaneously localization and mapping (SLAM) that conducts device

pose tracking and environmental mapping. We provide the background of enhancing the

resource efficiency of SLAM for XR devices (Section 1.2), as well as the background of using

IoT cameras to improve the accuracy and resource efficiency of SLAM (Section 1.3).

Section 1.1 is partially based on the material we presented in [CKIG22, CIG22]. Section

1.2 is based on the material we presented in [CIG23, CSIG23].
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Figure 1.1: VR frames generated for similar VR viewport poses.

1.1 Analyzing and Exploiting Pose Characteristics

for Virtual Content Generation

Unlike traditional media, VR allows a user to explore the virtual world around her as if

it was real. By turning her head and moving her body in the physical world or by using

dedicated controllers, the VR user can walk around and look in all directions within a VR

scene, with the rich graphical experience rendered for her specific points of view. This

is achieved through the user’s viewport pose tracking: each VR frame is generated for a

specific pose, namely the x, y, and z coordinates, and polar and azimuth orientation angles

� and �, of the user’s VR headset or another interface to the virtual world (mobile phone

[LVQ+20, LG19, TLL+18]; computer monitor [SRV+19]). Since VR frame generation is

tightly coupled to the viewport pose in the virtual world, understanding the properties of

viewport trajectories in VR is important, and has been recently examined as a prediction

problem [NYN18, GBP+20]. However, to the best of our knowledge, no work has developed

statistical models for viewport pose in VR experiences.

Due to the tight coupling of users’ poses and the generated VR frames, the VR frames

are highly redundant for similar poses, as shown in Fig. 1. Hence, the correlations be-

tween different VR frames, and the performance of approaches that exploit them to reduce

resource consumption in VR [LG19, LG18, MPH20], are intimately tied to the dynamics

of user behavior within the VR experience. We examine and exploit this phenomenon in

Chapter 3.
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In Chapter 3, we analyze viewport pose characteristics of VR users to facilitate the real-

time virtual content generation. We develop a statistical model of viewport poses in VR.

The developed model is based on experimental measurements in 5 VR games of different

complexities and across 4 VR user interface types. We then introduce a real-time VR

content generation method tailored to the characteristics of the viewport change pattern in

the real world. Our simulations and Meta Quest 2-based implementations show that our

method generates high-quality virtual content while reducing the generation time.

1.2 Performing Adaptive and Robust SLAM un-

der Resource Constraints for AR Devices

SLAM, the process of simultaneously constructing a map of the environment and tracking

the mobile device’s pose within it, is an essential capability for a wide range of appli-

cations, such as autonomous driving and robotic navigation [RDTEL21]. In particular,

visual (V) and visual-inertial (VI) SLAM, which use cameras either alone or in combi-

nation with inertial sensors, have demonstrated remarkable progress over the last three

decades [CCC+16], and have become an indispensable component of emerging mobile ap-

plications such as drone-based surveillance [FLKS13, WKC15] and markerless augmented

reality [Goo24a, App24b].

Due to the high computational demands placed by the V- and VI-SLAM on mobile

devices [XCL+20, CXL+22, BAHD20, AKS+22], offloading parts of the workload to edge

servers has recently emerged as a promising solution for lessening the loads on the mo-

bile devices and improving the overall performance [XCL+20, CXL+22, DLS16, BAHD20,

AKS+22, KSC18, LYYY17, SC19, WSS+20, XCY+22]. However, such approach experi-

ences performance degradation under resource limitations and fluctuations. The existing

edge-assisted SLAM solutions either assume wireless network resources to be sufficient for

unrestricted offloading, or rely on heuristics in making offloading decisions. By contrast,

we develop an edge computing-assisted SLAM framework, which we call AdaptSLAM, that

intelligently adapts to both communication and computation resources to maintain high

3



SLAM performance.

In Chapter 4, we presents AdaptSLAM. Similar to [DLS16, BAHD20, AKS+22, KSC18,

LYYY17, SC19, WSS+20], AdaptSLAM runs a real-time tracking module and maintains

a local map on the mobile device, while offloading non-time-critical and computationally

expensive processes (global map optimization and loop closing) to the edge server. However,

unlike prior designs, AdaptSLAM uses a theoretically grounded method to build the local

and global maps of limited size, and minimize the uncertainty of the maps. To achieve this,

we develop the first uncertainty quantification model that characterizes how the AR frames

and their connections contribute to the uncertainty in AR devices’ pose estimation for visual

and visual-inertial SLAM. This allows us to identify and transmit the most informative

frames under resource constraints. We implement the design in conjunction with the state-

of-the-art ORB-SLAM3 framework, and show that it reduces the pose estimation error

under constrained bandwidth.

1.3 Enhancing XR Systems’ SLAM Performance

with External IoT Cameras

V- and VI- SLAM systems encounter several challenges that can impact their performance.

One challenge emerges when there are insufficient visual features in the captured frames.

Since V- and VI-SLAM systems rely heavily on extracting and matching visual feature

points [QLS18, CER+21], a lack of distinct features can lead to significant degradation in

SLAM performance. This is particularly problematic in environments with sparse or repeti-

tive textures, where it becomes challenging to identify and track unique features [SCMG22].

Additionally, SLAM systems often struggle in conditions of poor lighting or rapid motion,

which can further reduce the number and quality of detectable features [SCHG23]. Another

challenges arise when there is inaccurate loop closure. Loop closing, vital for correcting cu-

mulative drift over time, can be adversely affected by noise, leading to incorrect scaling

adjustments and substantial increases in total trajectory error [TBG22]. These limitations

highlight the need for augmenting SLAM systems with additional data sources to enhance
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their robustness and reliability. Integrating information from other sensors, such as IoT

devices, can provide valuable contextual and environmental data that compensates for the

shortcomings of V- and VI-SLAM systems running onboard XR devices. This fusion not

only helps in maintaining performance in visually challenging scenarios but also helps ex-

amine the correctness of loop closings and reduce the number of wrong loops to improve

the pose estimation accuracy.

In Chapter 5, we focus on using IoT cameras located in the vicinity of XR devices

to sense the environment and provide extra information for robust pose estimation. The

IoT information is fused into all main modules of SLAM systems, using both tight and

loose integration with the visual and inertial measurements from XR devices. For the tight

integration, we add extra terms related to IoT information in objective functions of map

optimization and pose optimization problems. For the loose integration, we use IoT data

to assist in tasks such as pose initialization, pose rectification, and loop detection.

1.4 Contributions

In this section, we briefly summarize the contributions of this dissertation.

In Chapter 3, we develop a statistical model for user viewport pose in VR experiences,

which captures viewport orientation and position. To the best of our knowledge, this is the

first statistical model of viewport pose in VR. Under the developed VR viewport pose model,

we derive analytical results for the visibility similarity between reference and novel VR

frames. Based on our analytical model, we propose an algorithm that adaptively determines

which background contents are reused across different VR frames. We implement the

developed algorithm on local and edge-assisted VR systems, and show that it improves the

average image quality by 5.9% and reduces the variance of the required bandwidth by 88.4%

compared to the splitting method with machine learning-based viewport pose prediction.

We make the VR viewport pose dataset and our implementation codes publicly available
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via GitHub.1

In Chapter 4, we present AdaptSLAM, an edge-assisted V- and VI-SLAM system that

adapts to the available communication and computation resources, based on a theoretically

grounded method we developed to select the subset of keyframes (the representative frames)

for constructing the best local and global maps in the mobile device and the edge server

under resource constraints. To achieve this, we propose an uncertainty quantification model

to characterize how keyframes contribute to the overall pose estimate uncertainty under the

edge-assisted V- and VI-SLAM framework. Based on the model, uncertainty minimization

is formulated as cardinality-constrained combinatorial optimization problems. Using the

problem’s approximate submodularity and reusing the computation for different keyframes,

a low-complexity greedy-based algorithm is proposed to efficiently select keyframes to con-

struct near-optimal local and global maps. We implemented AdaptSLAM to work with

the state-of-the-art open-source SLAM ORB-SLAM3 framework, and demonstrated that,

under constrained network bandwidth, AdaptSLAM reduces the tracking error by 62%

compared to the best baseline method. We open-source AdaptSLAM via GitHub.2

In Chapter 5, we present IoTSLAM, an external IoT camera-supported SLAM system

for XR devices. IoTSLAM incorporates the information from IoT cameras to the V- and VI-

SLAM running onboard XR devices using both tight and loose fusion. For the tight fusion,

we introduce new terms to objective functions of map optimization and pose optimization

problems. The addition of new terms makes full use of the information from IoT cameras,

and visual and inertial sensory data of XR devices. For the loose fusion, we use IoT data

to determine which keyframes to retain in the local map optimization to improve resource

efficiency, examine the correctness of loop closing detections, and initialize and rectify the

pose estimate before and after the pose optimization. Our results show that IoTSLAM

outperforms ORB-SLAM3 and the loose fusion approach by 25.5%, and 16.1%, averaged

over all sequences with both V- and VI-configurations.

1https://github.com/VRViewportPose/VRViewportPose.

2https://github.com/i3tyc/AdaptSLAM
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Chapter 2. Related Work

2.1 Analyzing and Exploiting Pose Characteristics

(i) Modeling device pose. VR frame generation requires information about the pose (posi-

tion and orientation) of users’ points of view. The vast body of work that has, over the years,

modeled human mobility in many different applications [BRS03, HLV06, IM06, RSH+08]

focuses on human positions but not orientations. Orientations of handheld mobile devices

are starting to be modeled in the context of visible light communications [EYG19, SPZ+19].

We are unaware of existing statistical models of users’ viewport pose in VR. The position

component of our developed model builds on the RWP mobility model [BRS03, LGFA13],

and one of the orientation components is related to the observations previously made

in [SSP+18]. The comprehensive model we propose significantly modifies and extends

these approaches.

(ii) Predicting VR viewport pose. Recently, several approaches that predict pose or

its components in 360� video and VR systems have been developed [QHXG18, ACR20,

LVQ+20, HD20, HDZB21, FBW21, ZGB+20, WZK+22, YZH+19]. Unfortunately, highly

immersive VR experiences are known to be negatively affected by errors in pose predic-

tion [LG19]. Our statistical approach, complementary to the prediction-based method,

makes decisions based on the distribution of viewport poses, rather than the specific pre-

dicted pose. Our evaluation demonstrates that this approach improves image quality and

bandwidth variability over the prediction-based approach.

(iii) Exploiting redundancy across VR frames. Multiple methods for reducing the re-

quired bandwidth and transmission latency in 360� videos and VR systems have been

developed [TLL+18, JLR+20, LZZ+18, LG19, LG18, MPH20, YZH+19]. In a rich body

of work [LVQ+20, LHC+19, MPH20, LG18, HNP+20, GYZ+20], a VR frame is classi-

fied into background that is relatively static across VR frames and foreground that is

less similar from one frame to the next. The background can be rendered on the edge

and prefetched by the VR device, while the foreground is rendered on the mobile device
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[LVQ+20, LHC+19, HNP+20, GYZ+20]; the background can also be reused across multi-

ple frames [MPH20, LG18]. These studies use heuristics to separate the background and

the foreground, based on factors such as the object’s distance from the viewport [MPH20]

and its semantics [LVQ+20, LHC+19, HNP+20, LG18, GYZ+20]. In the distance-based

method [MPH20], contents are split based on a cutoff radius, separating objects within

the radius from those outside. Semantics-based methods handpick foreground and back-

ground objects: MUVR [LG18] assigns stationary objects (e.g., a complex castle lying on

the ground) as background, and animations and user interactions as foreground. Other

works [HNP+20, LHC+19, GYZ+20, LVQ+20] assign objects having predictable behav-

iors and heavy rendering demands as background, while objects that are unpredictable

and have lighter rendering loads are assigned as foreground. These semantics-based meth-

ods [LVQ+20, LHC+19, HNP+20, LG18, GYZ+20] require VR app developers to manually

assign foreground and background objects based on their subjective assessments of the ob-

jects’ attributes such as rendering load and predictability. These approaches also result

in a static separation, where the same content is always classified as either foreground

or background, across different VR frames. Additionally, these approaches do not effec-

tively identify contents that can be reused across multiple frames. Complementing these

approaches, we develop a principled approach for splitting the background and the fore-

ground adaptively, based on an analytical expression for the inter-frame pixel similarity we

derive. Our evaluation demonstrates that our approach is lightweight, runs on-device or

on the edge server, and improves the VR image quality while consuming fewer resources

compared with baseline algorithms.

2.2 Resource-e�cient and IoT-supported SLAM

(i) V- and VI-SLAM. Due to the affordability of cameras and the richness of information

provided by them, V-SLAM has been widely studied in the past three decades [CCC+16].

It can be classified into direct approaches (LSD-SLAM [ESC14], DSO [EKC17]), which

operate directly on pixel intensity values, and feature-based approaches (PTAM [KM07],
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ORB-SLAM2 [MAT17], Pair-Navi [DXW+19]), which extract salient regions in each camera

frame. We focus on feature-based approaches since direct approaches require high comput-

ing power for real-time performance [CCC+16]. To provide robustness (to textureless areas,

motion blur, illumination changes), there is a growing trend of employing VI-SLAM, that

assists the cameras with an inertial measurement unit (IMU) [WAL+12, QLS18, CER+21];

VI-SLAM has become the de-facto standard SLAM method for modern augmented real-

ity platforms [Goo24a, App24b]. In VI-SLAM, visual information and IMU data can be

loosely [WAL+12] or tightly [QLS18, CER+21] coupled. We implement AdaptSLAM based

on ORB-SLAM3 [CER+21], a state-of-the-art open-source V- and VI-SLAM system which

tightly integrates visual and IMU information.

(ii) Edge-assisted SLAM. Recent studies [WZW+21, WKC15, RCM14, DLS16, BAHD20,

KSC18, LYYY17, SC19, WSS+20, XCL+20, XCY+22, HZC+22] have focused on offload-

ing parts of SLAM workloads from mobile devices to edge (or cloud) servers to reduce

mobile device resource consumption. A standard approach is to offload computationally

expensive tasks (global map optimization, loop closing), while exploiting onboard com-

putation for running the tasks critical to the mobile device’s autonomy (tracking, local

map optimization) [DLS16, BAHD20, KSC18, LYYY17, SC19, WSS+20, XCY+22]. Most

edge-assisted SLAM frameworks assume wireless network resources to be sufficient for un-

constrained offloading [WKC15, RCM14, DLS16, KSC18, LYYY17, SC19]; some use heuris-

tics to choose the information to be offloaded under communication constraints [BAHD20,

XCL+20, WZW+21, WSS+20, XCY+22, HZC+22]. Some frameworks only keep the newest

keyframes in the local map to combat the constrained computation resources on mobile

devices [KSC18, SC19]. Complementing this work, we propose a theoretical framework

to characterize how keyframes contribute to the SLAM performance, laying the founda-

tion for the adaptive offloading of SLAM tasks under the communication and computation

constraints.

(iii) Uncertainty quantification and minimization. Prior work [KGS+19, CK18, CZZ+21]

has focused on quantifying and minimizing the pose estimate uncertainty in V-SLAM.
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Since the pose estimate accuracy is difficult to obtain due to the lack of ground-truth

poses of mobile devices, the uncertainty can guide the decision-making in SLAM systems.

In [KGS+19, CK18], it is used for measurement selection (selecting measurements between

keyframes [KGS+19] and selecting extracted features of keyframes [CK18]); in [CZZ+21],

it is used for anchor selection (selecting keyframes to make their poses have ‘zero uncer-

tainty’). Complementing this work, we quantify the pose estimate uncertainty of both

V- and VI-SLAM under the edge-assisted architecture. After the uncertainty quantifica-

tion, we study the problem of selecting a subset of keyframes to minimize the uncertainty.

This problem is largely overlooked in the literature, but is of great importance for tackling

computation and communication constraints in edge-assisted SLAM.

(iii) Sensor fusion in SLAM. To improve the SLAM performance, SLAM systems have

been enhanced with a variety of auxiliary sensors, including IMU, ultra-wideband (UWB),

global positioning system (GPS), and light detection and ranging (LiDAR). In VI-SLAM,

the fusion of IMU data with visual measurements drastically boosts the SLAM perfor-

mance [QLS18, CER+21]. UWB technology improves the tracking accuracy through precise

distance measurements between the device and fixed UWB anchors [SGT+19, ZYL20]. GPS

adds a global reference to SLAM, which alleviates the error accumulation over time [KIBS19].

LiDAR technology, known for its capabilities to provide accurate 3D information of the en-

vironment, enhances visual SLAM by making it more robust to environmental conditions

such as light or weather [CC21, YWC+23]. These studies highlight the potential of sensor

fusion in overcoming the limitations of standalone SLAM systems. Completing this work,

we incorporate data from external IoT cameras into the SLAM systems to improve the

accuracy and resource efficiency of tracking and mapping processes.
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Chapter 3. Quantifying and Exploiting
VR Frame Correlations: An Application
of a Statistical Model for Viewport Pose

3.1 VR Viewport Pose Model

We introduce our collected dataset in §3.1.1, describe and validate our orientation and

position models in §3.1.2-§3.1.4, and model the correlation between them in §3.1.5.

3.1.1 Collected Dataset

To complement existing datasets of users’ head orientation in 360� videos [SSP+18, DGC+18,

LFL+17] and a small-scale single-interface dataset of users’ viewport pose in VR [CKRB20],

we conducted an Institutional Review Board (IRB)-approved user study,1 collecting a

dataset of users’ viewport pose in 5 different VR games listed in Table 3.1 and shown

in Fig. 3.1, across 4 different common VR user interface types.

In §3.1.1, the data collection of desktop, phone-based, and controller-based-headset VR,

conducted under COVID-19 restrictions, involved unaided and Zoom-supported remote

data collection by distributing desktop and phone-based VR apps, and a small number

of socially distanced in-lab experiments for phone-based and controller-based-headset VR.

After the lifting of the COVID-19 related restrictions, we conducted the in-person user

study for walking-based-headset VR in the lab space (§3.1.1). The dataset collected in this

work is available at https://github.com/VRViewportPose/VRViewportPose.

1The user study is conducted under Duke Campus IRB Protocol 2021-0434: user behavior,
content quality, and content generation and transmission algorithms in virtual reality and
volumetric video.
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