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Abstract

Protocols play critical roles in computer systems today, including managing re-

sources, facilitating communication, and coordinating actions of components. It

is highly desirable to formally verify protocols, to provide a mathematical guarantee

that they behave correctly. Ideally, one would pass a model of a protocol into a

formal verification tool, push a button, and the tool uncovers bugs or certifies that

the protocol behaves correctly. Unfortunately, as a result of the state explosion prob-

lem, automated formal verification tools struggle to verify the increasingly complex

protocols that appear in computer systems today.

We observe that design decisions have a significant impact on the scalability of

verifying a protocol in a formal verification tool. Hence, we present a formal frame-

work that guides architects in designing protocols specifically to be verifiable with

state of the art formal verification tools. If architects design protocols to fit our

framework, the protocols inherit scalable automated verification. Key to our frame-

work is a modular approach to constructing protocols from pre-verified subprotocols.

We formulate properties that can be proven in automated tools to hold on these sub-

protocols, guaranteeing that any arbitrary composition of the subprotocols behaves

correctly. The result is that we can design complex hierarchical (tree) protocols that

are formally verified, using fully automated tools, for any number of nodes or any

configuration of the tree. Our framework is applicable to a large class of protocols,

including power management, cache coherence, and distributed lock management
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protocols.

To demonstrate the efficacy of our framework, we design and verify a realistic

hierarchical (tree) coherence protocol, using a fully automated tool to prove that

it behaves correctly for any configuration of the tree. We identify certain protocol

optimizations prohibited by our framework or the state of the art verification tools

and we evaluate our verified protocol against unverifiable protocols that feature these

optimizations. We find that these optimizations have a negligible impact on perfor-

mance. We hope that our framework can be used to design a wide variety of protocols

that are verifiable, high-performing, and architecturally flexible.
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1

Introduction

Verification presents a significant challenge in computer engineering today. Hardware

and software vendors report allocating a significant fraction of financial resources and

time to verification. In fact, a typical chip manufacturing project could expend up

to 30% of the financial resources and 70% of the design time in verification [1, 2, 3].

Recent trends suggest that this verification challenge will only intensify. Fac-

tors such as the growing ubiquity of computing devices, the tremendous increase

in data generation, and the widespread use of computationally taxing applications

have driven the demand for more powerful and, consequently, more complex com-

puter systems. Unfortunately, this increased complexity makes it easier to introduce

design bugs, which further complicates the verification effort.

1.1 Protocols in Computer Systems

Protocols play important roles across the computing stack. In shared-memory mul-

ticore processors, cache coherence protocols are used to ensure proper adherence to

the underlying memory consistency model [4]. In systems ranging from multicore

processors to datacenters, dynamic power management (DPM) protocols are critical
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to maximizing the performance of a system under a strict power budget [5, 6]. Dis-

tributed lock management (DLM) protocols are used to ensure safe access to shared

resources such as disks and files [7, 8]. And dynamic host configuration (DHCP)

protocols help ensure proper assignment and management of network parameters

such as IP addresses [9].

1.2 Verification

It is crucial to verify these protocols because if they harbor design bugs, it could

lead to undesirable consequences, including security breaches, crashes, and, in fact,

system damage (a chip can overheat due to a buggy DPM). There are two major

approaches to verification: formal verification and simulation. With simulation, a

model of the protocol would be constructed in software and a number of test cases

would be run on the model to uncover potential bugs. However, simulation can

cover only a fraction of the state space of the protocol. Formal verification, on the

other hand, would seek to provide a mathematical guarantee that a protocol behaves

correctly, which makes it the more desirable approach.

Generally, formal verification is conducted with either theorem proving or model

checking. Theorem proving involves expressing a system as a mathematical model

and guiding a program to prove theorems about the system [10, 11]. Unfortunately,

these proofs require a significant amount of manual effort and expertise. Model

checking, on the other hand, is an automated technique. It involves expressing a

software model of the system to the model checker and specifying correctness as a

formal property [12, 13, 14]. The model checker then traverses the state space of

the system to determine whether or not those formal properties hold. Due to its

simplicity of use and automation, model checking is the more widely-used formal

verification technique for verifying protocols.
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1.3 The Need for Verification-aware Protocol Design

Unfortunately, model checking of protocols is plagued by the well-known state-

explosion problem [15]. Protocols are complex reactive systems with multiple nodes

interacting, which results in numerous possible interleavings of transitions. The

state space that the model checker must explore grows exponentially in the number

of nodes in a protocol. As a result, a typical model checker such as Murφ [12] would

run out of memory while attempting to verify a realistic coherence protocol with

only a handful of nodes. In the formal verification community, techniques such as

refinement [16], compositional reasoning [17, 18], and network invariants [19, 20, 21]

have been proposed to make model checking proofs more scalable. However, these

techniques are difficult to apply and require significant case-by-case manual reason-

ing.

We believe that, to respond to these verification challenges, architects must de-

sign protocols specifically to be verifiable with currently available verification tools.

Today, constraints such as area and power overheads are already factored into de-

signing protocols; the cost of verification ought to be considered a first-class design

constraint as well.

To achieve the goal of verification-aware protocols, we believe an important ap-

proach would be to adopt a formal framework that guides architects in designing

protocols specifically to be verifiable using fully-automated formal verification tools.

Such a framework would be applicable to a wide range of protocols and system con-

figurations, so as to enable architectural flexibility while providing a mathematical

guarantee of correctness.
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1.4 Contributions of this Thesis

Our focus in this thesis is on designing protocols to be verifiable with fully-automated

formal verification tools. Our work in this thesis provides theory and implements

specific protocols to guide architects in following this verification-aware approach to

protocol design. To that effect, the contributions of this thesis are as follows:

1. Using an approach that innovates strictly in architecture, we show how a dy-

namic power management (DPM) protocol can be designed to be verifiable in a

model checker for an arbitrary number of nodes. With self-similarity imposed

in the behavior of the protocol’s nodes, one can model check only a handful of

nodes, and by induction, prove that the protocol is correct for any number of

nodes. We design and verify a concrete DPM scheme, implement it on a real

system, and evaluate it to show that our verification-aware design approach

does not impose significant performance penalties.

2. We present the Neo theory that guides architects in designing a wide range

of hierarchical protocols specifically to be verifiable for an arbitrary number

of nodes and arities at each node. The theory formalizes how one can com-

pose pre-verified subprotocols with arbitrary numbers of nodes into hierarchies

while maintaining correctness. Moreover, it outlines a novel formal verification

methodology that enables one to verify these hierarchical protocols in a fully

automated model checker.

3. We show how the Neo theory can be used to, for the first time, design a realistic

hierarchical cache coherence protocol that is verifiable with fully automated

tools for any tree configuration. We explore the design limitations imposed

both by the Neo theory and the formal verification tools. We design a concrete

coherence protocol NeoMESI and evaluate it to show that these limitations
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have negligible effects on performance. Finally, we discuss different kinds of

coherence protocols and architectural configurations and how they can be made

to fit the Neo theory.

1.5 Outline of this Thesis

This thesis is outlined as follows. In Chapter 2, we discuss our first contribution,

which is showing how to design power management protocols to be verifiable for any

number of nodes. In that chapter, we start by motivating this work, as we highlight

the importance of power management protocols, specifically, and why it is crucial to

design them to be verifiable. Then, we go on to present our approach and the concrete

protocol we design, verify, and implement. We end by evaluating the protocol. We

note that in this first contribution, our approach was to avoid innovating in formal

verification theory and focus strictly on making design decisions to make power

management protocols fit formal verification tools. We reflect on this approach and

motivate an alternate approach that innovates both in formal verification theory

and architecture. In Chapter 3, we present this alternate approach, which is the

Neo formal framework for designing a large class of protocols, beyond just the power

management protocols we target in Chapter 2, to be verifiable. We start by providing

a high-level overview of our approach and the formal techniques we utilize. Then, we

formalize the Neo framework, specifying how we propose protocols should be designed

to be verifiable. We prove that any system designed with our framework is guaranteed

to behave correctly. In Chapter 4, we show how to use the Neo framework to design

and verify a realistic hierarchical coherence protocol. We discuss and evaluate some

performance limitations imposed by the Neo theory and verification tools. Then, we

describe how a variety of coherence protocols and architectures can be made to fit

the Neo theory. In Chapter 5, we conclude this dissertation by discussing possible

directions for future work and insights gleaned from our work in this thesis.
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2

Scalably Verifiable Dynamic Power Management

In this chapter, we discuss our work on showing how a dynamic power management

(DPM) protocol can be designed specifically to enable its automated formal verifi-

cation for an arbitrary number of nodes. We start by highlighting the importance

of DPM protocols to systems and why they must be verified. Then, we discuss the

challenges to their scalable verification and go on to present our solution.

It is important to note that in this work, our approach was to avoid innovating in

formal verification theory and focus strictly on making architectural design decisions

that enable scalable verification. As a result, our work here is more intuitive and

not formally robust. However, from conducting the research in this work, we learn

that there are significant benefits to an approach that is more formally robust and

innovates both in formal verification theory and architecture, as is the case with our

framework in Chapter 3. In Chapter 3.1, we discuss these issues.
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2.1 Motivation and Overview

2.1.1 Importance of DPM

For the computer systems of today and tomorrow, the limiting constraint is power.

Computer architects strive to achieve the greatest possible performance within a

given power budget. One way in which computers maximize their power-efficiency

(performance per watt) is through the use of dynamic power management (DPM).

At runtime, computers dynamically re-allocate power to hardware resources. DPM

may involve dynamic voltage and/or dynamic frequency scaling [22], dynamic power

gating [23], dynamic clock gating [24], etc. DPM is performed at many granularities,

including among cores on a multicore processor chip and among processors within a

datacenter.

The challenge of implementing DPM is exacerbated by the increasing scale of

computer systems. Multicore processors contain increasing numbers of cores, and

datacenters contain increasing numbers of processors. With more computing re-

sources, the DPM algorithm has many more options for how to allocate power. Even

if power allocation decisions are made at the coarse granularity of a processor, a

datacenter with thousands of processors still presents a challenge for DPM.

2.1.2 The Challenge of Verifying DPM Protocols

DPM is a well-studied field with many published techniques [5, 6, 25], but one ma-

jor concern with implementing a DPM scheme is verifying that the scheme behaves

correctly in all possible situations. DPM protocols are similar to cache coherence

protocols in their complexity and in the difficulty of verifying them correct. Verifica-

tion is critical—a bug in a DPM scheme can lead to a chip or a rack that overheats

and damages itself—yet there is currently no automated way to verify that a DPM

scheme is correct for an arbitrary number of computing resources. The only prior
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approach we are aware of is to divide a multicore processor into small groups of cores

(e.g., 3 cores per group) and verify that each group manages its own power correctly

[26].

2.1.3 Our Approach

In this work, we develop a new DPM scheme that we design specifically to be scalably

verifiable with fully automated formal verification tools. Our approach creates a

DPM scheme that is hierarchical and, more importantly, fractal, i.e., has the same

behavior at every level. We leverage the fractal nature of the DPM scheme to enable

an inductive proof that the scheme is correct for any number of computing resources

(i.e., for any number of levels of hierarchy). Our DPM scheme borrows the fractal

idea from a recent paper in cache coherence [27] and adapts and extends it to the new

context of dynamic power management. To the best of our knowledge, our fractal

DPM scheme is the first DPM scheme that is scalably verifiable with fully automated

formal tools.

In the sections below, we first present our system model (Section 2.2) and why

it is difficult to verify DPM schemes for this model (Section 2.3). Motivated by the

verification challenge, we present our fractal DPM scheme (Section 2.4) and show

how we can verify it at any scale (Section 2.5). We explain how the fractal DPM

potentially sacrifices performance in order to maintain its fractal behavior (Section

2.6) and evaluate an abstract system to show there are no fundamental performance

limitations (Section 2.7). We then describe our software implementation of the fractal

DPM scheme on a real x86 system with 16 cores (Section 2.8) and experimentally

evaluate it (Section 2.9). Lastly, we compare fractal DPM to prior work (Section

2.10) and conclude (Section 2.11).
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2.2 System Model

We assume a system with an arbitrary number of homogeneous computing resources,

C. These computing resources can be cores or multicore processors, and we inten-

tionally treat them abstractly to highlight the generality of our approach. (In our

implementation that we present later in the chapter, each computing resource is

a single core.) Each computing resource Ci individually and dynamically requests

power Xreq i, where Xreq i is the power required for Ci to operate at its maximum

performance. Note that performance here could refer to several metrics, including

energy efficiency, throughput, and latency. We intentionally keep Xreq i abstract so

as to allow for several possible DPM request and allocation policies.

2.2.1 DPM Model

The DPM scheme dynamically assigns to each computing resource Ci a power al-

location, Pi. A computing resource’s performance, Xi, is a function of its power

allocation and its requested power, Xreq i. That is, Xi = f(Pi,Xreq i). Note that

Xreq i and Pi have the same type. Later in this chapter, we explore specific perfor-

mance functions, but we intentionally keep this function abstract for now. The goal

of the DPM scheme is to allocate a fixed system-wide power budget, B, to the com-

puting resources, in response to their requests, so as to maximize the performance of

the system. That is, the DPM scheme seeks to maximize
∑
Xi under the constraint

that
∑
Pi ≤ B.

2.2.2 Power and Performance Model

Without loss of generality, we assume that there are five possible power settings for

each computing resource: Low (L), Medium-Low (ML), Medium (M), Medium-High

(MH), and High (H). Hence, these power settings are the possible values of Xreq i.
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2.3 Verification Scalability Problem

As computer architects, we seek to design our DPM scheme to fit existing tools rather

than attempt to develop new tools. In this work, we focus only on fully automated

formal verification methodologies. We do not consider informal simulation-based

validation (i.e., simulating extensively to try to uncover design bugs), because it

is fundamentally incomplete (i.e., cannot find all bugs). We also do not consider

formal verification methodologies such as theorem proving [28] because they require

substantial manual effort from verification experts.

For our automated tool, we choose the well-known Murφ [12] model checker.

Model checkers exhaustively search the state space of a design and check that speci-

fied invariants are maintained in every possible reachable state. Model checking is an

exhaustive technique for verification but it suffers from the well-known state space

explosion problem. Exhaustively searching the state space of a non-trivial system

is generally infeasible. Consider our system with DPM. If each computing resource

can be in one of five power states, then the number of states in the system is on the

order of 5C . Clearly, there is some value of C beyond which the state space exceeds

the capability of the model checker.

One typical approach to tackling this state space explosion problem is to model

check a small-scale instance of the desired system. For example, one might model

check a system with three computing resources, because that is the limit of the state

space that can be explored. However, model checking a system with three computing

resources does not, in general, ensure that systems with more computing resources

are correct.

Our goal in this work is to design a DPM scheme that we can verify for any

arbitrary number of computing resources.
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(L), Medium-Low (ML), Medium (M), Medium-High (MH), 

and High (H).  We further assume that each computing 

resource’s Xmaxi has five possible values, also labeled L, 

ML, M, MH, and H.  A computing resource will thus request 

a power setting equal to its Xmaxi.  

3 Verification Scalability Problem 
As computer architects, we seek to design our DPM 

scheme to “fit” existing tools rather than attempt to develop 

new tools. In this work, we focus only on fully automated 

formal verification methodologies. We do not consider 

informal simulation-based validation (i.e., simulating 

extensively to try to uncover design bugs), because it is 

fundamentally incomplete (i.e., cannot find all bugs).   We 

also do not consider formal verification methodologies such 

as theorem proving [6] and parametric verification [7], both 

of which are scalable but require substantial manual effort 

from verification experts.   

For our automated tool, we choose the well-known 

Mur model checker.  Model checkers exhaustively 

search the state space of a design and check that specified 

invariants are maintained in every possible reachable state.   

Model checking is an exhaustive technique for verification 

but it suffers from the well-known state space explosion  

problem.  Exhaustively searching the state space of a 

non-trivial system is generally infeasible.  Consider our 

system with DPM.  If each computing resource can be in one 

of five states, then the number of states in the system is on the 

order of 5C.  Clearly, there is some value of C beyond which 

the state space exceeds the capability of the model checker. 

 One typical approach to this state space explosion 

problem is to model check a small-scale instance of the 

desired system.  For example, one might model check a 

system with three computing resources, because that is the 

limit of the state space that can be explored.  However, model 

checking a system with three computing resources does not, 

in general, ensure that systems with more computing 

resources are correct.   

Our goal in this work is to design a DPM scheme that we 

can verify for any arbitrary number of computing resources. 

4 Fractal DPM Design 
Given the state space explosion problem, our strategy for a 

scalably verifiable DPM scheme is to design it such that we 

can leverage the power of induction.  The key insight is that a 

fractal design—a design in which the system behaves the 

same at every scale—enables an inductive verification.   We 

need to verify two aspects of the design.  First, we must 

verify that the base case of the induction, the smallest scale of 

the system, is correct (i.e., never exceeds its power budget).  

Second, we must verify the inductive step, i.e., that the 

design is indeed fractal.  Critically, both of these verification 

steps are fully automated with Mur.  We defer a discussion 

of the actual verification until Section 5, but we have outlined 

it here to provide intuition for our design. 

4.1 Fractal System Organization 

In Figure 1, we illustrate the smallest scale system, which 

has three computing resources.  Our fractal systems are 

hierarchical, based on a binary tree organization.  The leaves 

of the tree are the computing resources, and the intermediate 

nodes are DPM controllers.  Each DPM controller is a simple 

finite state machine that records the power states of its 

children as well as some state regarding in-flight requests for 

power.   

Each computing resource can request a new power setting 

by sending a request to its parent DPM controller.  

Depending on the request and its current state, the DPM 

controller either responds directly to the computing resource 

or sends a request to its parent DPM controller. 

Because of the fractal design of the DPM scheme, we often 

reason about a DPM controller with its two children as a 

single “node” that behaves like a single computing resource.  

If the two children are at different power settings, we average 

them (and round up) to obtain the power setting of the node.  

The averaging/rounding process is listed in Table 1, where 

Table 1.  Averaging Power Settings of Children.  Bracketed 

entries are symmetric (e.g., L:ML and ML:L). 

Node 

Power 

Possible Power Settings of Children 

L L:L 

ML {L:ML, ML:L}, {L:M,M:L}, ML:ML 

M {L:MH, MH:L}, {L:H, H:L}, {ML:M, M:ML}, 

{ML:MH, MH:ML}, M:M 

MH {M:MH, MH:M},{ML:H,H:ML},{M:H,H:M} MH:MH 

H {MH:H, H:MH}, H:H 

  

Table 2.  Notation for Describing DPM Actions 

label action 

a send ReqL request to parent  

b send ReqML request to parent  

c send ReqM request to parent  

d send ReqMH request to parent  

e send ReqH request to parent  

f send GrantPowerReq response to left child 

g send DenyPowerReq response to left child 

h send Ack to parent 

z stall request 

 
Figure 1.  DPM Scheme for 3-core Processor Figure 2.1: DPM Scheme for 3-core Processor

2.4 Fractal DPM Design

Given the state space explosion problem, our strategy for a scalably verifiable DPM

scheme is to design it such that we can leverage the power of induction. The key

insight is that a fractal design—a design in which the system behaves the same at

every scale—enables an inductive verification. We need to verify two aspects of the

design. First, we must verify that the base case of the induction, the smallest scale

of the system, is correct (i.e., never exceeds its power budget). Second, we must

verify the inductive step, i.e., that the design is indeed fractal. Critically, both of

these verification steps are fully automated with Murφ. We defer a discussion of the

actual verification until Section 2.5, but we have outlined it here to provide intuition

for our design.
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Table 2.1: Averaging Power Settings of Children. Bracketed entries are symmetric (e.g.,
L:ML and ML:L).

 

Node 

Power 

Possible Power Settings of Children 

L L:L 

ML {L:ML, ML:L}, {L:M,M:L}, ML:ML 

M {L:MH, MH:L}, {L:H, H:L}, {ML:M, M:ML}, 

{ML:MH, MH:ML}, M:M 

MH {M:MH, MH:M},{ML:H,H:ML},{M:H,H:M} MH:MH 

H {MH:H, H:MH}, H:H 

2.4.1 Fractal System Organization

In Figure 2.1, we illustrate the smallest scale system, which has three computing

resources. Our fractal systems are hierarchical, based on a binary tree organization.

The leaves of the tree are the computing resources, and the intermediate nodes are

DPM controllers. Each DPM controller is a simple finite state machine that records

the power states of its children as well as some state regarding in-flight requests for

power.

Each computing resource can request a new power setting by sending a request

to its parent DPM controller. Depending on the request and its current state, the

DPM controller either responds directly to the computing resource or sends a request

to its parent DPM controller.

Because of the fractal design of the DPM scheme, we often reason about a DPM

controller with its two children as a single node that behaves like a single computing

resource. If the two children are at different power settings, we average them (and

round up) to obtain the power setting of the node. The averaging/rounding process

is listed in Table 2.1, where we denote the power settings of the children in the form

X:Y, where X and Y are the power settings of the left and right child, respectively.

For example, state L:M denotes that the left child is in state L and the right child is

in state M.
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2.4.2 Maintaining a Fractal Power Invariant

To be fractal, our DPM scheme’s behavior must be fractal (described next in Sec-

tion 2.4.3) and the invariant it maintains must be fractal. For example, we cannot

specify that the average power of all computational resources on the chip is MH.

The invariant must be applicable at all scales of the system, not just when consider-

ing the system as a whole. This need for a fractal invariant distinguishes our DPM

scheme from all prior DPM schemes of which we are aware. The fractal invariant for

DPM also distinguishes this work from Fractal Coherence [27] because the coherence

invariant is naturally fractal and power invariants are not.

The specific fractal invariant we choose is: It is impossible for both children of a

DPM controller to be at the High power setting at the same time.

This invariant is useful for a system that has a power budget less than what

would be drawn by all of its computing resources if they were all operating at their

highest power setting. Such a system could be a multicore processor or a datacenter.

As a concrete example, an Intel multicore processor with Turbo Boost cannot let all

of its cores operate at the highest power setting (in fact, only one core can be at the

TurboBoost setting) [29].

By maintaining this fractal invariant at every level, the DPM scheme limits

system-wide power consumption. In Section 2.6, we analyze the relationship be-

tween our fractal invariant and system-wide power consumption and show that, as

a result of this fractal invariant, the average power consumption of all computing

resources asymptotically approaches a maximum of MH. For example, consider an

8-core chip with an 80W chip-wide power budget. If we equate a core at MH with

a 10W per-core power budget, then our DPM scheme is provably guaranteed to en-

force the chip-wide power budget. If we instead have a datacenter with 10,000 nodes

and a 1MW power budget, then we would equate MH with a 100W per-node power

13



Table 2.2: Notation for Describing DPM Actions

 

label action 

a send ReqL request to parent  

b send ReqML request to parent  

c send ReqM request to parent  

d send ReqMH request to parent  

e send ReqH request to parent  

f send GrantPowerReq response to left child 

g send DenyPowerReq response to left child 

h send Ack to parent 

z stall request 

budget.

We could have chosen another fractal invariant, such as both children are never at

H or MH at the same time or the average power of both children is never more than

MH, etc. Whatever fractal invariant we choose requires us to analyze the relationship

between this fractal invariant and chip-wide power consumption, as we do for the

invariant in this chapter. Future work will explore other fractal invariants, but we do

not believe that the choice of fractal invariant qualitatively affects the contributions

or consclusions of this work.

2.4.3 Fractal DPM Scheme Specification

In this section, we precisely specify the behaviors of the computing resources and

the DPM controllers. We use a table-based specification methodology [30] to specify

these state machines. The rows of a table correspond to states, and the columns

correspond to events (i.e., the sending or receiving of messages). Each entry in the

specification table corresponds to a state/event combination, and the entry specifies

what happens in that situation. An entry has the form actions/nextstate. To keep

the specification tables concise, we denote actions using a shorthand notation shown

in Table 2.2. For example, a specification table entry of the form c/MH would denote

14



Table 2.3: Specification of Behavior of Computational Resource

 

 Xmaxi Demand from Computing Resource Responses from Parent Controller 

State ReqL ReqML ReqM ReqMH ReqH GrantReq DenyReq 

L -- b/pend-ML c/pend-M d/pend-MH e/pend-H   

ML a/pend-L -- c/pend-M d/pend-MH e/pend-H   

M a/pend-L b/pend-ML -- d/pend-MH e/pend-H   

MH a/pend-L b/pend-ML c/pend-M -- e/pend-H   

H a/pend-L b/pend-ML c/pend-M d/pend-MH --   

pend-* z z z z z h/requested state h/previous state 

that the finite state machine sends a Request M (denoted ReqM) request to its parent

DPM controller and then changes its state to MH. A shaded entry in the specification

table denotes that we designed the protocol such that the event in this entry does

not occur in the state the entry corresponds to. An entry with “- -” denotes that

no action or state change occurs. There are some states and transitions that are

required to maintain fractal behavior, and they are in bold text in the specification

tables.

Computing Resource Specification

In Table 2.3, we specify the behavior of each computing resource. The rows of

the table are the states of the finite state machine, i.e., possible power settings. One

state is labeled pend-*, which is shorthand for a family of pending states in which the

computing resource has requested a new power state and is waiting for a response.

For example, pend-L denotes waiting for Low power. The columns correspond to

events that are either requests for power from the computing resource or responses

from the parent DPM controller.

The power management behavior of a computing resource is fairly simple. It

responds to changes in demand by issuing requests for changes in power. It changes

its power based on responses from its parent DPM controller.
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Table 2.4: Specification of Behavior of Non-Root DPM Controller

 

 Messages from Left Child 

(messages from right child are symmetric) 

Messages from 

Parent 

(for requests from 

left child) O
p

ti
o

n
a

l 

 

State ReqL ReqML ReqM ReqMH ReqH Ack GrantReq DenyReq  

L:L (L)  b/pend-ML:L b/pend-M:L c/pend-MH:L c/pend-H:L     

L:ML (ML)  f/block-ML:ML c/pend-M:ML c/pend-MH:ML d/pend-H:ML     

L:M (ML)  c/pend-ML:M c/pend-M:M d/pend-MH:M d/pend-H:M     

L:MH (M)  c/pend-ML:MH d/pend-M:MH d/pend-MH:MH e/pend-H:MH     

L:H (M)  d/pend-ML:H d/pend-M:H e/pend-MH:H g/block-L:H    --/X:HF 

X:HF (M)  d/pend-ML:H d/pend-M:H g/block-X:HF g/block-X:HF    --/L:H 

ML:L (ML) a/pend-L:L  f/block-M:L c/pend-MH:L c/pend-H:L     

ML:ML (ML) f/block-L:ML  c/pend-M:ML c/pend-MH:ML d/pend-H:ML     

ML:M (M) b/pend-L:M  f/block-M:M d/pend-MH:M d/pend-H:M     

ML:MH (M) f/block-L:MH  d/pend-M:MH d/pend-MH:MH e/pend-H:MH     

ML:H (MH) c/pend-L:H  f/block-M:H e/pend-MH:H g/block-ML:H     

M:L (ML) a/pend-L:L f/block-ML:L  c/pend-MH:L c/pend-H:L     

M:ML (M) b/pend-L:ML b/pend-ML:ML  f/block-MH:ML d/pend-H:ML     

M:M (M) b/pend-L:M f/block-ML:M  d/pend-MH:MH d/pend-H:M     

M:MH (MH) c/pend-L:MH c/pend-ML:MH  f/block-MH:MH e/pend-H:MH     

M:H (MH) c/pend-L:H f/block-ML:H  e/pend-MH:H g/block-M:H     

MH:L (M) a/pend-L:L b/pend-ML:L b/pend-M:L  f/block-H:L     

MH:ML (M) b/pend-L:ML b/pend-ML:ML f/block-M:ML  d/pend-H:ML     

MH:M (MH) b/pend-L:M c/pend-ML:M c/pend-M:M  f/block-H:MH     

MH:MH (MH) c/pend-L:MH c/pend-ML:MH f/block-M:MH  e/pend-H:MH     

MH:H (H) c/pend-L:H d/pend-ML:H d/pend-M:H  g/block-MH:H     

H:L (M) a/pend-L:L b/pend-ML:L b/pend-M:L f/block-MH:L      

H:ML (MH) b/pend-L:ML b/pend-ML:ML c/pend-M:ML c/pend-MH:ML      

H:M (MH) b/pend-L:M c/pend-ML:M c/pend-M:M f/block-MH:M      

H:MH (H) c/pend-L:MH c/pend-ML:MH d/pend-M:MH d/pend-MH:MH      

pend-* z z z z z  fh/block* gh/block*  

block-* z z z z z --/requested state   

 

 

 

Table 2.5: Specification of Behavior of Root DPM Controller

 

 Requests from Left Child 

(requests from right child handled symmetrically) 

Ack from Left 

Child 

Optional 

State ReqL ReqML ReqM ReqMH ReqH   

L:L (L)  f/block-ML:L f/block-M:L f/block-MH:L f/block-H:L   

L:ML (ML)  f/block-ML:ML f/block-M:ML f/block-MH:ML f/block-H:ML   

L:M (ML)  f/block-ML:M f/block-M:M f/block-MH:M f/block-H:M   

L:MH (M)  f/block-ML:MH f/block-M:MH f/block-MH:MH f/block-H:MH   

L:H (M)  f/block-ML:H f/block-M:H f/block-MH:H g/block-L:H  --/X:HF 

X:HF (M)  f/block-ML:H f/block-M:H g/block-X:HF g/block-X:HF  --/L:H 

ML:L (ML) f/block-L:ML  f/block-M:L f/block-MH:L f/block-H:L   

ML:ML (ML) f/block-L:ML  f/block-M:ML f/block-MH:ML f/block-H:ML   

ML:M (M) f/block-L:M  f/block-M:M f/block-MH:M f/block-H:M   

ML:MH (M) f/block-L:MH  f/block-M:MH f/block-MH:MH f/block-H:MH   

ML:H (MH) f/block-L:H  f/block-M:H f/block-MH:H g/block-ML:H   

M:L (ML) f/block-L:ML f/block-ML:L  f/block-MH:L f/block-H:L   

M:ML (M) f/block-L:ML f/block-ML:ML  f/block-MH:ML f/block-H:ML   

M:M (M) f/block-L:M f/block-ML:M  f/block-MH:M f/block-H:M   

M:MH (MH) f/block-L:MH f/block-ML:MH  f/block-MH:MH f/block-H:MH   

M:H (MH) f/block-L:H f/block-ML:H  f/block-MH:H g/block-M:H   

MH:L (M) f/block-L:ML f/block-ML:L f/block-M:L  f/block-H:L   

MH:ML (M) f/block-L:ML f/block-ML:ML f/block-M:ML  f/block-H:ML   

MH:M (MH) f/block-L:M f/block-ML:M f/block-M:M  f/block-H:M   

MH:MH (MH) f/block-L:MH f/block-ML:MH f/block-M:MH  f/block-H:MH   

MH:H (H) f/block-L:H f/block-ML:H f/block-M:H  g/block-MH:H   

H:L (M) f/block-L:ML f/block-ML:L f/block-M:L f/block-MH:L    

H:ML (MH) f/block-L:ML f/block-ML:ML f/block-M:ML f/block-MH:ML    

H:M (MH) f/block-L:M f/block-ML:M f/block-M:M f/block-MH:M    

H:MH (H) f/block-L:MH f/block-ML:MH f/block-M:MH f/block-MH:MH    

block* z z z z z --/requested state  
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DPM Controller Specification

We specify the behavior of each non-root DPM controller in Table 2.4, and we specify

the behavior of the root DPM controller in Table 2.5. The specifications differ in

that the root DPM controller has no interactions with a parent. The state names

are of the form X:Y (Z), where X and Y are the power settings of the left and right

children, respectively, and Z is the average power of the two children. The DPM

controllers have two state names that are shorthand for families of states: pend-*

and block-*. The block-* state family includes states such as block-L:ML, in which

the controller granted or denied a request to a child and is blocked waiting on the

Ack from the child and will then go to state L:ML.

The tables are admittedly dense and likely hard to read, but our goal is to show a

complete specification and to reveal that the entire finite state machine is not terribly

complicated (i.e., fits on a dense page). The reader does not need to walk through

each entry of each table but rather is encouraged to skim some entries to get a feel

for how the protocol works. In an effort at conciseness, we include in the tables only

the requests from the left child and responses to requests from the left child; the

behavior with respect to the right child is identical.

The power management behavior of the DPM controllers is significantly more

complicated than that of the computing resources. Notably, the non-root DPM

controller must query its parent DPM controller whenever a requested power setting

change would change the node’s state. For example, consider the case in which

the DPM controller’s state is L:L and the left child requests High power. Granting

the left child High power would change the node’s state from L to M (because H:L

averages to M), and this change must be requested from the parent DPM controller.

To maintain fractal behavior, the node must behave like a single computing resource,

which would similarly issue a request to change its state from L to M.
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The non-root DPM controller either satisfies the request directly (if doing so does

not change the node’s state) or passes along the appropriate request to its parent

DPM, with only four exceptions. These four exceptions are situations in which

satisfying the request would violate our invariant (i.e., both children cannot be in

state H). These four exceptions are requests for High power when the other child is

already in state H. In these situations, the DPM controller denies the request.1

One unusual state (X:HF) and its usage is required for verification purposes. We

refer readers interested in this subtle issue to Appendix 2.12.

2.5 Verification of Fractal DPM

The motivation for our DPM scheme is to enable scalable verification. That is, we can

scale the verification to any arbitrary number of computing resources, and the effort

to verify the DPM scheme is independent of the number of computing resources. In

this section, we show the inductive verification process of our DPM scheme, which

is based on a one-time proof that the induction is complete (Section 2.5.1). The

verification process includes two steps:

1. Base case: verifying that the minimum system satisfies its power constraints

(Section 2.5.2)

2. Inductive step: verifying that larger systems are equivalent to smaller systems

(Section 2.5.3)

Both verification steps are completed using the same automated tool, Murφ. This

single-tool verification methodology is an important improvement over Fractal Coher-

ence [27]—which employs Murφ for the base case and an equivalence checker for the

inductive step—because the use of a uniform tool avoids the need for mistake-prone

1 A more efficient solution would treat the request for H as a request for MH, but we sacrificed
that optimization for simplicity.
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translation from one tool to another. Based on the results of these two verification

steps, we can then prove the fractal DPM scheme is correct for any arbitrary number

of computing resources.

2.5.1 Proof of Verification Completeness

There is a one-time proof (i.e., independent of the number of computing resources)

that shows the above two verification steps are sufficient to inductively verify the

correctness of DPM schemes with any arbitrary number of computing resources.

The proof is very similar to that of Fractal Coherence, and we refer the reader to

that proof [27] instead of replicating it here.

2.5.2 Base Case: Minimum System Verification

The base case of the inductive proof is minimum system verification. For our DPM

scheme, the minimum system includes two computing resources, one internal DPM

controller, and one root DPM controller, as shown in Figure 2.1. The minimum

system is not chosen arbitrarily; it must have all different kinds of components in

the system to ensure the completeness of verification. An example of an incomplete

minimum system would be a system that includes only two computing resources and

one root DPM controller. Although this system is even smaller than the correct

minimum system, any further proof based on this system is incomplete because a

non-root DPM controller may actually have spurious actions and those situations

would have been missed in this incomplete base case.

The verification of the minimum system is straightforward. We describe the DPM

scheme using the expressive language in Murφ, and we specify the properties we are

interested in as invariants. In our model, the invariant is that no two computing

resources are in state H at the same time. Murφ automatically traverses all possible

reachable states through explicit state enumeration and checks whether the property
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5.3 Inductive Step: Equivalence Verification 

  After verifying the power management of the minimum 

system is correct, we need to show that at each scale the 

system has exactly the same behavior in order to prove that 

the scheme is also correct for larger scale systems. This 

self-similarity feature is called fractal behavior and it is the 

guarantee of correctness when the system scales.  

  To check fractal behavior, we need to perform 

equivalence verification. Specifically, we verify a form of 

equivalence called “observational equivalence,” because we 

only care that each scale of the system behaves the same 

when observed from the outside world; internal actions are 

ignored.  Observational equivalence is transactional in that it 

considers how systems react to inputs but not their timing.  

We verify observational equivalence from two 

perspectives. We refer to one equivalence as “looking 

down,” because it is an equivalence between two children 

observed by a DPM controller parent. We illustrate the 

“looking down” equivalence in Figure 2.  This equivalence is 

to ensure that, when observed from the O1 point in the figure, 

the systems inside the dashed boxes in Figure 2 (a) and 

Figure 2 (b) behave the same. The “looking down” 

equivalence enables us to scale the system downward while 

maintaining the illusion that any larger system behaves the 

same as the single computing resource A in the figure.  

We illustrate the other equivalence, which we call the 

“looking up” equivalence, in Figure 3.  When observed from 

the O2 point, the systems inside the dashed boxes in Figure 

3(a) and Figure 3(b) behave the same. The “looking up” 

equivalence enables us to scale the system upward with the 

guarantee that any larger system behaves the same as 

sub-system B in the figure.  

The overall impact of verifying these two equivalences is 

that any scale of the system behaves the same. 

There are a few tools that perform equivalence checking, 

such as the bisimulator [10] in the CADP toolset [11] used in 

Fractal Coherence.  However, those tools usually do not use 

the same language as Mur, and the language translation 

process is error-prone. Being able to use the same tool to 

verify both the base case and the inductive step is preferable. 

  Therefore, we leverage Park et al.’s aggregation checking 

idea [12] to perform the equivalence verification with Mur. 

The idea was originally introduced to check that an 

implementation of a protocol is consistent with its 

specification. The implementation is a fine-grained 

description of the execution, and the specification is an 

abstraction of the protocol with coarse-grained atomicity. 

The key idea is to use an aggregation function to map an 

implementation state to a specification state by completing 

any committed but incomplete transactions. Then an 

invariant is checked about this mapping to ensure that the two 

are actually consistent. 

We find Park et al.’s aggregation method [12] to be a good 

match for verifying observational equivalence because, by 

executing all committed but incomplete transactions, it hides 

the internal transitions and leaves us only the transitions we 

are interested in. In our DPM scheme, the small system can 

be considered as a specification and the large system can be 

considered as an implementation.  For example, as shown in  

Figure 2, computing resource A is the specification and 

sub-system A’ is the implementation. Computing resource A 

always has atomic transitions, and sub-system A’ has many 

internal transitions. The commit point in sub-system A’ is 

when any request or reply message arrives at the internal 

DPM controller. After a message passes through this DPM 

controller, the message is in its post-commit stage and needs 

to be processed until the end. The aggregation function is 

designed in a way that it drains out all the committed 

messages in all buffers inside sub-system A’. 

 We perform each equivalence verification using the Mur 

model of the larger subsystem. Mur performs the 

equivalence verification automatically.  It is worth 

mentioning that Mur enables the checking of the 

equivalence to be performed “on-the-fly,” which means the 

verification does not incur any increase in the state space 

compared to the state space of the larger subsystem. That is to 
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Figure 2.2: Observational Equivalence: “looking down”
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abstraction of the protocol with coarse-grained atomicity. 
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executing all committed but incomplete transactions, it hides 

the internal transitions and leaves us only the transitions we 

are interested in. In our DPM scheme, the small system can 

be considered as a specification and the large system can be 

considered as an implementation.  For example, as shown in  

Figure 2, computing resource A is the specification and 

sub-system A’ is the implementation. Computing resource A 

always has atomic transitions, and sub-system A’ has many 

internal transitions. The commit point in sub-system A’ is 

when any request or reply message arrives at the internal 

DPM controller. After a message passes through this DPM 

controller, the message is in its post-commit stage and needs 
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Figure 2.3: Observational Equivalence: “looking up”

is maintained throughout the entire state space.

2.5.3 Inductive Step: Equivalence Verification

After verifying the power management of the minimum system is correct, we need to

show that at each scale the system has exactly the same behavior in order to prove

that the scheme is also correct for larger scale systems. This self-similarity feature is

called fractal behavior and it is the guarantee of correctness when the system scales.

To check fractal behavior, we need to perform equivalence verification. Specifi-

cally, we verify a form of equivalence called “observational equivalence,” [31] because

we only care that each scale of the system behaves the same when observed from
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the outside world; internal actions are ignored. Observational equivalence is trans-

actional in that it considers how systems react to inputs but not their timing.

We verify observational equivalence from two perspectives. We refer to one equiv-

alence as looking down, because it is an equivalence between two children observed

by a DPM controller parent. We illustrate the looking down equivalence in Figure

2.2. This equivalence is to ensure that, when observed from the O1 point in the fig-

ure, the systems inside the dashed boxes in Figure 2.2 (a) and Figure 2.2 (b) behave

the same. The looking down equivalence enables us to scale the system downward

while maintaining the illusion that any larger system behaves the same as the single

computing resource A in the figure.

We illustrate the other equivalence, which we call the looking up equivalence, in

Figure 2.3. When observed from the O2 point, the systems inside the dashed boxes

in Figure 2.3(a) and Figure 2.3(b) behave the same. The looking up equivalence

enables us to scale the system upward with the guarantee that any larger system

behaves the same as sub-system B in the figure.

The overall impact of verifying these two equivalences is that any scale of the

system behaves the same.

There are a few tools that perform equivalence checking, such as the bisimulator

[32] in the CADP toolset [33] used in Fractal Coherence. However, those tools usually

do not use the same language as Murφ, and the language translation process is error-

prone. Being able to use the same tool to verify both the base case and the inductive

step is preferable.

Therefore, we leverage Park et al.’s aggregation checking idea [16] to perform

the equivalence verification with Murφ. The idea was originally introduced to check

that an implementation of a protocol is consistent with its specification. The imple-

mentation is a fine-grained description of the execution, and the specification is an

abstraction of the protocol with coarse-grained atomicity. The key idea is to use an
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aggregation function to map an implementation state to a specification state by com-

pleting any committed but incomplete transactions. Then an invariant is checked

about this mapping to ensure that the two are actually consistent.

We find Park et al.’s aggregation method [16] to be a good match for verifying

observational equivalence because, by executing all committed but incomplete trans-

actions, it hides the internal transitions and leaves us only the transitions we are

interested in. In our DPM scheme, the small system can be considered as a specifi-

cation and the large system can be considered as an implementation. For example,

as shown in Figure 2.2, computing resource A is the specification and sub-system

A′ is the implementation. Computing resource A always has atomic transitions, and

sub-system A′ has many internal transitions. The commit point in sub-system A′ is

when any request or reply message arrives at the internal DPM controller. After a

message passes through this DPM controller, the message is in its post-commit stage

and needs to be processed until the end. The aggregation function is designed in a

way that it drains out all the committed messages in all buffers inside sub-system

A′.

We perform each equivalence verification using the Murφ model of the larger

subsystem. It is worth mentioning that Murφ enables the checking of the equivalence

to be performed on-the-fly, which means the verification does not incur any increase

in the state space compared to the state space of the larger subsystem. That is to

say, if we can verify the correctness of the larger subsystem without a state explosion

problem, it is guaranteed that the equivalence checking will not incur state explosion

either.

2.6 Power Management Efficiency

Our fractal invariant guarantees that a DPM controller’s two children are never both

at the High power setting. The implication of this invariant at the chip level is
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Figure 2.4: Example of Inefficiency Due to Fractal Invariant

that the chip-wide power consumption is upper bounded. The most power that a

chip with C computational resources can consume while maintaining this invariant is

(C−1)MH+H. That is, C−1 cores are at power level MH and one core is at power

level H. This result implies that, as the number of computing resources approaches

infinity, the maximum average power on a chip approaches MH. We prove this in

Appendix 2.13.

Maintaining a fractal invariant leads to some situations in which our DPM scheme

sacrifices performance that a non-fractal DPM scheme could achieve. In Appendix

2.13, we prove that our system can end up with the average computing resource

power approaching MH and, in fact, it is legal for all computing resources to be in

state MH. Our DPM scheme allows this situation, but it does not permit certain

other situations in which the chip uses the same power. Clearly, if all computational

resources are allowed to be in MH, then this chip-wide power consumption should be

legal in all situations. Consider the examples in Figure 2.4. On the left side, we have

a system in which the average computing resource power is MH, and the invariant

is maintained. On the right side, the average computing resource power is still MH

but this system violates the invariant because the bottom-left DPM controller has
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both of its children in state H.

This illegality is the price we pay for the verifiability of our fractal DPM scheme.

These suboptimal situations exist, but fortunately they are rare and the inefficiency

itself is small. Our DPM scheme would force one of the two leaf nodes on the

bottom-left of the figure to be in state MH instead of H, which is a relatively small

performance inefficiency. We quantify this performance impact in our evaluation of

an abstract system that we describe in Section 2.7.

2.7 Evaluation of Abstract System

In this section, we evaluate an abstract system that consists of generic computing

resources that request power from the DPM scheme. This evaluation enables us

to isolate fundamental characteristics of the fractal DPM scheme without obscuring

them with implementation details. We will experimentally evaluate our fractal DPM

scheme as implemented in a real system in Section 2.9.

The goal of the evaluation in this section is to determine whether our fractal DPM

scheme does a good job of allocating a fixed power budget to computing resources.

One can easily design a DPM scheme that never exceeds a power budget by simply

turning off all of the computing resources; clearly, there is more to DPM than just

staying within the power budget.

2.7.1 Simulation Methodology

We wrote a simple simulator to model a system in which each abstract computing

resource periodically changes its Xreq i and, as a result, requests a new power setting

from its parent DPM controller. The simulator randomly chooses the Xreq i values

for each computing resource at each time step and models the behaviors of the

computing resources and the DPM controllers that were specified in Table 2.3-Table

2.5 (e.g., changing states, sending requests, granting/denying requests, etc.). The
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simulator computes the performance of each computing resource as a function of the

power it is granted by the DPM scheme per time step. We simulate for millions of

time steps to obtain statistically significant results.

To quantify our results, we must assign numerical values to the power settings

(Low-High). We map the power settings as: L=5, ML=10, M=15, MH=20, and

H=25.

2.7.2 Performance Modeling

One challenge in evaluating a DPM scheme is determining the performance of a

computing resource at a given power setting. For a given computing resource, there

are many ways it could use its power allocation. Two computing resources at the

same power setting could run the same software but achieve different performance

based on how they use that power. For example, consider two processor cores, both

of which are allocated a low power setting. One core could stay within its power

allocation by using all of its resources but at a lower clock frequency, while the other

core stays within the same power allocation by keeping a higher clock frequency but

disabling some of its resources.

To avoid muddying the evaluation with the specific details of how each comput-

ing resource uses its power allocation, we abstract away the relationship between

performance and power. We consider a computational resource’s performance to be

a function of its power setting and its Xreq i, and we consider two functions that are

representative of typical performance/power relationships. The two functions are:

perf1 = max(Xreq i,
(Xreq iP )

(P +K)
)

where K=10

perf2 = max(Xreq i, P )
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Figure 2.5: Percentage performance loss of fractal DPM compared to oracle DPM

The first performance equation represents a system in which adding power leads

to decreasing marginal performance benefit (e.g., using more power to enable a

faster core clock frequency helps performance but eventually performance becomes

memory-bound). The second equation offers linear performance benefit (e.g., ideal

voltage/frequency scaling). In real systems, performance would likely fall between

these two performance curves.

2.7.3 Comparisons

Rather than compare against a vast number of prior DPM schemes—and try to match

a wide range of assumptions made in these schemes—we compare against the ideal

case of an (unimplementable) oracle. For each timestep, requests from computing

resources are sent to both Fractal DPM and the Oracle DPM to be satisfied. The

oracle exhaustively searches for the best possible allocation of power settings for all

of the computing resources. For each timestep, we compare the allocations given by

both DPM schemes after the requests from the timestep are satisfied. Our DPM

scheme obviously cannot do as well as the oracle, but our goal is to show that its

performance is close to the oracle.
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Implementation

• Implemented Fractal DPM on 16-core linux system
• 2 machines

• Used UDP for communication with controllers

• Used DVFS to modulate power
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Figure 2.6: Implementation on Real System

2.7.4 Results

In Figure 2.5, we plot the CDF of the percentage performance loss of computing

resources under Fractal DPM, with respect to the oracle DPM. Each datapoint cor-

responds to a timestep in which requests from computing resources are sent both to

Fractal DPM and the Oracle DPM. Figure 2.5a and Figure 2.5b correspond to perf1

and perf2 , respectively. The modeled system has 8 computational resources.2

We observe that, in the majority of the time steps (> 72% for both perf1 and

perf2 ), fractal DPM achieves the exact same performance as the oracle. When fractal

DPM does fall short of the oracle’s performance, the performance gap is never more

than 37% for perf1 and 46% for perf2 . The discrepancy between fractal DPM and

the oracle is somewhat greater for perf2 , because perf2 models greater performance

at higher power states, and thus being at a lower power state (to maintain the fractal

invariant) is somewhat more costly. Overall, these results confirm that there are few

situations in which fractal DPM sacrifices performance and that, in these situations,

the amount of performance sacrificed is relatively small.

2 We cannot simulate the oracle DPM for more computational resources.
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2.8 Implementation

An abstract implementation and evaluation can provide insight, but the true merit

of a DPM scheme can only be confirmed by implementing it in a real system and

evaluating the implementation. We already know that the scheme is correct and

has no fundamental performance limitations, yet real systems can reveal practical

issues—such as latencies and bandwidths–that are ignored in our abstract evalua-

tion. We have implemented our fractal DPM scheme across two 8-core x86 machines

from AMD, as illustrated in Figure 2.6. There are many different ways in which our

DPM scheme could change the power allocations to cores. For our implementation,

we chose dynamic voltage/frequency scaling (e.g., as in Isci’s well-known scheme [6]).

Our DPM scheme is implemented as a program run under superuser mode to enable

the ability to change the power states of cores. Hence, when a core requests a change

in power, the DPM adjusts the core’s voltage and frequency accordingly. Dynamic

voltage/frequency scaling (DVFS) offers perhaps the most intuitive relationship be-

tween power allocation and performance, which is why we chose it despite some

recent studies showing that it might not be the best mechanism for power manage-

ment [34]. We map L, ML, M, MH, and H to the following frequencies (all in GHz):

L=1.4, ML=2.1, M=2.7, MH=3.3, and H=3.6.

Each machine is divided into 4 voltage/frequency domains, i.e., voltage/frequency

can be adjusted at the granularity of a pair of cores but not on a finer, per-core

granularity. Recall, though, that our fractal DPM can operate at any granularity, so

operating at a 2-core granularity poses no problems. Each machine runs Linux, and

we implement the DPM controllers as daemons that run on the machines. (Note that

there is some asymmetry in mapping DPM controllers to machines.) Communication

between cores and DPM controllers and between DPM controllers is performed over

sockets.
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2.9 Evaluation of Implementation

We have several goals in this experimental evaluation.

• Compare the power and performance of fractal DPM against an unimple-

mentable oracle DPM scheme that always assigns the optimal power levels

to core pairs.

• Compare the power and performance of fractal DPM against a provably correct

DPM scheme that statically sets all cores to a given power level.

• Determine the latency to service requests for new power levels

In all of our experiments, we run multithreaded benchmarks on both machines.

On our particular machines, the power efficiency is, perhaps surprisingly, largely

independent of the benchmark itself. That is, the optimal power setting for a core

pair is almost entirely a function of the duty cycle of that core pair rather than what

benchmark the core pair is running when it is not idle [34]. That is, if a core pair

runs benchmark X for 40% of its time and is idle the other 60% of its time, it will

have the same optimal power setting if it instead ran benchmark Y for 40% of its

time and was idle for the other 60%.

For experimental consistency, we chose a single 2-threaded application, body-

track, from the Parsec suite [35], and we run this application on every core pair.

Over the duration of each experiment, we vary the duty cycle of each core pair by

varying the idle time between arrival times of new bodytrack jobs. (We experi-

mented with more sophisticated workloads with more benchmarks, but the results

were nearly identical.)

Before running our experiments, we ran each benchmark (i.e., interval of time

with bodytrack running with a given duty cycle) to determine the optimal power

setting for a core pair running that benchmark. We define the optimal power setting
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as the power setting that maximizes the energy ∗ delay2 (ED2) product. Hence, we

developed five benchmarks, each of which has a unique power setting under which it

runs optimally. We generate a random sequence of these benchmarks for each core

pair before our experiments. We then use the same sequences of benchmarks for our

experiments on each of the DPM schemes to ensure that the same amount of work

is done in each experiment. We disabled c-states on the machines, to prevent the

hardware from choosing to run at a lower frequency than the one we wish to run at.

Because the results are sensitive to how the core pair decides what power level to

ask for and because this decision policy is orthogonal to our work here, we eliminate

its impact by having core pairs ask for the pre-determined optimal power setting of

a benchmark before running it.

Lastly, we consider one minor optimization of the fractal DPM scheme in which

a core pair that has a power request denied re-requests a power setting that is one

level below the denied request (instead of just staying at its current setting). In our

experimental results, we denote this scheme as OptFractalDPM. Observe that this

scheme does not affect the correctness of the protocol because our verification set

up specifically to be agnostic to the underlying power request policy. Hence, if the

re-requested power state would result in an unsafe allocation, the protocol would still

deny the new request. Hence, OptFractalDPM preserves the scalable verifiability of

FractalDPM.

2.9.1 Comparison to Oracle Power Management

As in our abstract evaluation in Section 2.7, we seek to compare fractal DPM to an

unimplementable oracle DPM. The oracle always makes the ideal allocation of power

to the core pairs, and a comparison to this oracle shows how much the fractal DPM

sacrifices in order to be both implementable and verifiable.

We plot the results of this experiment in Figure 2.7. We compare Oracle, fractal
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Figure 2.7: Comparison to Oracle

Figure 2.8: Comparison to Static DPM

DPM, and the optimized fractal DPM, and the comparisons are with respect to delay,

energy, and energy ∗ delay2. All results in the figure are normalized to a trivially

correct DPM scheme that statically sets all cores to the MH power level. The results

show that there is indeed a gap between Oracle and fractal, but that the ED2 gap is

small (approximately 8% for fractal and 2% for the optimized fractal). These results

corroborate the results from our earlier abstract evaluation.
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Figure 2.9: Fractal DPM Response Time

2.9.2 Comparison to Static Power Management

In order to illustrate the efficacy of fractal DPM in optimizing power-efficiency, we

compare it to schemes that statically allocate fixed power levels to all cores. Static

allocation schemes are trivially correct in maintaining chip-wide power invariants.

We are unaware of any other scalable DPM scheme that is provably correct.

The results of this comparison are in Figure 2.8. The figure compares fractal

DPM and the optimized fractal DPM to static settings of ML, M, MH, and H. (The

static-L scheme does so poorly that, if included in the graph, it obscures the more

interesting trends.) The comparisons are with respect to the oracle DPM, i.e., smaller

values are better. The figure shows that, in terms of ED2, the fractal and optimized

fractal achieve better results than the static schemes. The static-ML and static-M

schemes achieve impressive energy savings, but their performance is quite poor. The

static-H scheme achieves excellent performance but at a steep energy cost.

2.9.3 Latency

One possible concern with fractal DPM is whether requests will take too long to

be serviced. This latency includes the communication time between the core and
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its parent DPM controller and possibly between the parent DPM controller and

its ancestors. This latency also includes the time required for the DPM controller

daemons to wake up and determine what actions to take. This latency is not terribly

critical since it is never on the critical path of execution (i.e., a core pair never stops

executing while waiting for a new power level), but this latency is on the critical

path to changing the power level of a core pair.

In Figure 2.9, we plot the results of performing a large number of power setting

requests. The figure is the CDF of the response time, and we observe that the vast

majority of service times are within 1msec. Almost 100% of requests are serviced

within 3msec.

2.10 Related Work

There are two pieces of prior work that are most related to our work here. The

first is Lungu et al.’s research on verifiable DPM for multicore processors [26]. They

observed that DPM schemes (prior to our work here) cannot be verified with model

checkers for more than a handful of cores. They showed the relationship between the

number of power settings and the state space explosion, and they proposed designing

the DPM scheme at the granularity of a handful of cores. There have been many

other DPM schemes [5, 6, 25], but we are unaware of any other DPM scheme that

considers verification.

The other work that inspires this work is fractal coherence [27]. The authors

showed how to use the fractal design to enable scalably verifiable cache coherence

protocols for multicore processors. A DPM protocol has similarities to a coherence

protocol, but there are also key differences including, most notably, the invariants

to be verified. We have leveraged this prior work for the idea of fractal design and

for the proof of how a fractal design enables an inductive verification in two steps.

We chose a simpler and more robust methodology for performing the equivalence
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purposes of verifying the “looking up” equivalence (Section 

5.3). 

Consider the example in Figure 10.  In both halves of the 

figure, the bottom left computational resource requests High 

power.  Its parent DPM then requests MH, because a 

combination of H with the right child’s M averages to MH.  

In Figure 10a, the shaded DPM controller grants the request 

because its new state, MH:H, is legal.  In fact, in Figure 10a, 

there exists no state in which the shaded controller (and thus 

subsystem B) denies a request for MH.   

 In Figure 10b, however, the shaded DPM controller 

denies the request for MH.  If it granted the request, its state 

would be MH:H, which averages to H.  Then the shaded 

DPM’s parent would have two children in state H, which is 

illegal.  Thus subsystem B’ has a state—the state in which it 

rejects a request for MH—that subsystem B does not have.   

To make B and B’ equivalent, we add a new state to DPM 

controllers, called X:HF.  This state denotes a DPM controller 

whose right child is in H and that will deny a request for MH 

from its left child.  By setting the shaded DPM controller in 

Figure 10a to this new state, B is equivalent to B’.   

A crucial insight is that we added this DPM controller state 

to enable verification and not because we ever want to use it 

in the small system of Figure 10a.  However, it has to exist 

and be reachable in order for subsystem B to have a state that 

is equivalent to the state of B’ in Figure 10b. 

 

Appendix B: Chip-Wide Power Consumption 
Definitions: Let Tn be the set of all possible binary trees with 

n computational resources that that satisfy our fractal 

invariant.  For a tree tTn, let C(t)={c1, … cn} be the set of 

computational resources in t. The power consumption of tree 

tTn is:   𝑃(𝑡) = ∑ 𝑃(𝑐𝑖)
𝑛
𝑖=1 , and we denote the power of a 

computational resource as one of {L, ML, M, MH, H}.  We 

define Pequiv(t) as the average power of the children of t as 

specified in Table 1.  We define 𝑃𝑚𝑎𝑥(𝑛) = max
𝑡∈𝑇𝑛

𝑃(𝑡).  We 

denote replacing a computational resource ci in tree t with an 

arbitrary tree s with m computational resources as: 𝑡(𝑐𝑖  →
𝑠 ∈ 𝑇𝑚) . Lastly, we define 𝑡̂𝑛 ∈ 𝑇𝑛 𝑠𝑢𝑐ℎ 𝑡ℎ𝑎𝑡 𝑃(𝑐1) =
𝐻 𝑎𝑛𝑑 𝑃(𝑐2, … , 𝑐𝑛) = 𝑀𝐻.  

Now we inductively prove that ∀𝑛 𝑃𝑚𝑎𝑥(𝑛) = 𝑃(𝑡̂𝑛). 

Base case: Pmax(1) = H, which satisfies the constraint that 

𝑃𝑚𝑎𝑥(1) = 𝑃(𝑡̂1). 

Inductive step: Assume 𝑃𝑚𝑎𝑥(𝑘) = 𝑃(𝑡̂𝑘).  

Let 𝑡′  be an arbitrary element of Tk+1. Then, ∃ 𝑡 ∈
𝑇𝑘  such that 𝑡′ = 𝑡(𝑐𝑖 → 𝑡̅  ∈ 𝑇2)  and such that 

Pequiv( 𝑡̅ )=P( 𝑐𝑖 ).  This is true by the “looking down” 

observational equivalence because, for any tree t’, there 

exists an observationally equivalent tree t from which it can 

be scaled—by replacing a computational resource ci with a 

tree 𝑡̅ with two computational resources—such that none of 

the states of the nodes of t are changed.   That is, 𝑡̅ has an 

average power equal to that of ci. 

There are two cases to consider: 

Case #1: P(ci)≠H: 

From Table 1, the possible power settings that average to 

any non-H state always sum to be less than or equal to twice 

the state they average to. So, since the power of the 

computational resources of 𝑡̅ average to 𝑃(𝑐𝑖), the sum of 

their power states will always be less than or equal to twice 

𝑃(𝑐𝑖).  Thus: 

𝑃(𝑡′) ≤ 𝑃(𝑡) − 𝑃(𝑐𝑖) + 2𝑃(𝑐𝑖)  

𝑃(𝑡′) ≤ 𝑃(𝑡) + 𝑃(𝑐𝑖) 

Given that the highest power state that 𝑃(𝑐𝑖) ≠ 𝐻 can be 

in is MH, and by the inductive step,  

𝑃(𝑡′) ≤ 𝑃(𝑡) + 𝑀𝐻 ≤ 𝑃𝑚𝑎𝑥(𝑘) + 𝑀𝐻 = 𝑃(𝑡̂𝑘+1) 

𝑃(𝑡′) ≤ 𝑃(𝑡̂𝑘+1) 

Because 𝑡′  was an arbitrary element in Tk+1, then 

𝑃(𝑡̂𝑘+1) =  𝑃𝑚𝑎𝑥(𝑘 + 1). 

Case #2: P(ci)=H: 

From Table 1, for a tree satisfying our invariant, the only 

power settings that average to H=P(ci) are H:MH and MH:H.  

Thus: 

𝑃(𝑡′) = 𝑃(𝑡) − 𝐻 + 𝑀𝐻 + 𝐻  
By the inductive step, 

𝑃(𝑡′) = 𝑃(𝑡) + 𝑀𝐻 ≤ 𝑃𝑚𝑎𝑥(𝑘) + 𝑀𝐻 = 𝑃(𝑡̂𝑘+1) 

𝑃(𝑡′) ≤ 𝑃(𝑡̂𝑘+1) 

Again, because 𝑡′ was an arbitrary element in Tk+1, 

 𝑃𝑚𝑎𝑥(𝑘 + 1) =  𝑃(𝑡̂𝑘+1) = (𝑛 − 1)𝑀𝐻 +H.∎ 
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Figure 10.  Observational Equivalence: “looking up” 
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verification (inductive step).

2.11 Summary

We have shown how to design a dynamic power management protocol that can

be formally verified for any number of computational resources. The key to our

approach is the use of a fractal design methodology that enables an inductive proof of

correctness. Our fractal DPM protocol sacrifices only a small amount of performance

compared to an oracle that makes optimal decisions at every time step, and we believe

this sacrifice is worthwhile in order to achieve confidence in the DPM protocol’s

behavior.

2.12 Appendix A: Special State in DPM Controller

In Section 2.4.3, we specified the DPM controller behavior, which includes an unusual

state and transition. Namely, the controller can, at any time, optionally choose to

transition from state L:H to state X:HF and vice versa. This seemingly useless

state and transition are required for purposes of verifying the looking up equivalence
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(Section 2.5.3).

Consider the example in Figure 2.10. In both halves of the figure, the bottom

left computational resource requests High power. Its parent DPM then requests MH,

because a combination of H with the right child’s M averages to MH. In Figure 2.10a,

the shaded DPM controller grants the request because its new state, MH:H, is legal.

In fact, in Figure 2.10a, there exists no state in which the shaded controller (and

thus subsystem B) denies a request for MH.

In Figure 2.10b, however, the shaded DPM controller denies the request for MH.

If it granted the request, its state would be MH:H, which averages to H. Then the

shaded DPM’s parent would have two children in state H, which is illegal. Thus

subsystem B′ has a state—the state in which it rejects a request for MH—that

subsystem B does not have.

To make B and B′ equivalent, we add a new state to DPM controllers, called

X:HF . This state denotes a DPM controller whose right child is in H and that will

deny a request for MH from its left child. By setting the shaded DPM controller in

Figure 2.10a to this new state, B is equivalent to B′.

A crucial insight is that we added this DPM controller state to enable verification

and not because we ever want to use it in the small system of Figure 2.10a. However,

it has to exist and be reachable in order for subsystem B to have a state that is

equivalent to the state of B′ in Figure 2.10b.

2.13 Appendix B: Chip-Wide Power Consumption

In this section, we prove that our DPM scheme guarantees the analytic power cap

(n− 1)MH +H. Note that the proof below applies to our specific choices of fractal

invariants, discrete power states, and how the states map to numerical power values.

In implementing another DPM scheme, one would carry out a similar, but possibly

different, proof as ours below.
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Definitions: Let Tn be the set of all possible binary trees with n computational

resources that that satisfy our fractal invariant. For a tree t ∈ Tn, let C(t) =

{c1, . . . , cn} be the set of computational resources in t. The power consumption of

tree t ∈ Tn is: P (t) =
∑n

i=1 P (ci), and we denote the power of a computational

resource as one of {L,ML,M,MH , H}. We define Pequiv(t) as the average power

of the children of t as specified in Table 2.1. We define Pmax(n) = maxt∈TnP (t).

We denote replacing a computational resource ci in tree t with an arbitrary tree s

with m computational resources as: t(ci → s ∈ Tm). Lastly, we define t̂n ∈ Tn

such that P (c1) = H and P (c2, . . . , cn) = MH . Now we inductively prove that

∀n, Pmax(n) = P (t̂n).

Proof. Base case: Pmax(1) = H, which satisfies the constraint that Pmax(1) = P (t̂1).

Inductive step: Assume Pmax(k) = P (t̂k). Let t′ be an arbitrary element of

Tk+1. Then, ∃t ∈ Tk such that t′ = t(ci → t̄ ∈ T2) and such that Pequiv(t̄) =

P (ci). This is true by the “looking down” observational equivalence because, for

any tree t, there exists an observationally equivalent tree t from which it can be

scaled—by replacing a computational resource ci with a tree t̄ with two computational

resources—such that none of the states of the nodes of t are changed. That is, t̄ has

an average power equal to that of ci. There are two cases to consider:

Case 1: P (ci) 6= H. From Table 2.1, the possible power settings that average to

any non-H state always sum to be less than or equal to twice the state they average

to. So, since the power of the computational resources of t̄ average to P (ci), the

sum of their power states will always be less than or equal to twice P (ci). Thus:

P (t′) ≤ P (t) − P (ci) + 2P (ci), which implies P (t′) ≤ P (t) + P (ci). Given that the

highest power state that P (ci) ≤ H can be in is MH , and by the inductive step,

P (t′) ≤ P (t) + MH ≤ Pmax(k) + MH = P (t̄k+1) and P (t′) ≤ P (t̄k+1). Because t′ was

an arbitrary element of Tk+1, then P (t̄k+1) = Pmax(k + 1).
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Case 2: P (ci) = H: From Table 2.1, for a tree satisfying our invariant, the only

power settings that average to H = P (ci) are H:MH and MH:H. Thus: P (t′) =

P (t)−H + MH +H. By the inductive step, P (t′) = P (t) + MH ≤ Pmax(k) + MH =

P (t̄k+1) and P (t′) ≤ P (t̂(k+ 1)). Again, because t′ was an arbitrary element in Tk+1,

Pmax(k + 1) = P (t̄k+1) = (n− 1)MH +H.
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3

The Neo Framework

3.1 The Need for an Alternate Approach to Verification-aware Design

In the work in Chapter 2, we sought to attain verifiable protocols by innovating

strictly in how we design the protocols and not in the formal verification tech-

niques employed. This approach is similar to the approach in other prior works

in verification-aware architecture [36, 37] that leverage the Fractal idea [27]. The ap-

peal of this approach is that, as a result of the relatively simple formalism, architects

would find it intuitive and easy to adopt, as compared to an approach that involves

significantly more formalism.

However, there is a number of issues we find with our work on verifiable DPMs

that highlight the shortcomings of this approach. First, there was no formally rig-

orous methodology specified for verifying the equivalence properties required for the

fractal approach 2.5.3. As a result, the verification of this critical property in fractal-

based approaches has been ad hoc—we used Park et al.’s [28] approach based on a

simulation preorder, whereas Zhang et al. used an off-the-shelf equivalence checker

that provides numerous options for the equivalence relation to be checked [33]. Sec-
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ond, we find that the simplicity in the formalism could potentially lead to restrictions

in the behaviors and configurations of the protocols’ hierarchies. For example, the

fractal approach requires all non-leaf nodes to have the same number of children.

Also, direct sibling-sibling communication is prohibited. It is not clear if these re-

strictions are necessary for scalable verification. In fact, Voskuilen et al. argue that

these restrictions are not necessary, even though they do not provide a formally

rigorous proof [37, 36].

For these reasons, we believe we need an alternate approach to verification-aware

architecture. In order to ensure formal rigor and help minimize the restrictions

required on the behaviors of protocols, this approach would not shy away from inno-

vating both in formal verification theory and architecture. While such an approach

would no doubt be more complex and less intuitive, we argue that for many systems,

the benefits of the approach outweigh the costs. We present this alternate approach

in this Chapter.

3.2 Overview of Our Approach

In this Chapter, we present a formally rigorous framework that enables architects to

design a variety of protocols to be verifiable in fully automated formal verification

tools. Our framework supports tree hierarchies, as a general case, with any configu-

ration, including flat (non-hierarchical) and asymmetric configurations. We observe

that while some model checkers can verify flat protocols for an arbitrary number of

nodes (parameterized verification), model checkers can currently not handle verify-

ing hierarchical protocols. Hence, our solution involves constructing a set of protocol

components, instances of which are composed into an arbitrary hierarchy, where

each component instance is independently scaled. We present a novel methodology

for pre-verifying the components in a parametric model checker in such a way as to

guarantee that the resulting large and complex system is always correct.
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Figure 3.1: A Neo hierarchy. Nodes labels R, I, and L respectively indicate root,
internal and leaf nodes. Solid lines indicate parent/child communication channels, while
dotted lines indicate peer/peer communication. Arbitrary nesting of tree structures in

the vertical direction is handled by network invariants. Arbitrary branching widths in the
horizontal direction is handled by parameterized model checking. The leaf L acts as a
network invariant, which means for example that the behavior along communication

channel c2 over-approximates that of c1, c3, etc.

3.2.1 High-level Overview

Our goal in this work is to enable parametric verification of hierarchical protocols,

where the arity at each node is an independent parameter. Figure 3.1 illustrates

the kinds of hierarchical protocols we would like to verify. Parents and children can

communicate (solid lines) and siblings can communicate among each other (dotted

lines). Each internal node (I) or root node (R) can have any number of children,

and the children can be internal or leaf nodes (L).

We observe that parameterized model checkers can currently verify flat protocols

for an arbitrary number of nodes [38, 39, 13, 40]. Hence, in order to achieve our
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goal of verifying systems structured like Figure 3.1, our approach is to break down

the 2-dimensional hierarchical verification into the verification of a handful of flat

subprotocols. These flat protocols consist of either internal nodes with an arbitrary

number of leaves as children or a root node with an arbitrary number of leaves as

children. Using parametric model checkers, we can prove certain formal properties

that we formulate in this work. These properties guarantee that the flat protocols

behave correctly and composing the flat protocols into a hierarchy like Figure 3.1

maintains correct behavior. Hence, intuitively, one can view the structure in Figure

3.1 as being constructed by starting with a root node R with an arbitrary number

of leaf nodes as its children. Then the tree is repeatedly scaled by replacing one leaf

with these flat subprotocols, while maintaining correctness.

We require architects to design protocols specifically to satisfy the formal proper-

ties we formulate in this work. These properties are summarized as follows. First, we

formulate the safety property of the protocol in a recursive manner, so as to capture

any safety violations in a subhierarchy. Second, we require that every subtree X

rooted at an internal node I behaves like a leaf node L. In the formal verification

literature, L is said to be a network invaraint for the infinite family of subtrees.

3.2.2 Overview of Formal Techniques Employed

Hence, at the core of our approach to reducing a 2-dimensional verification to 1

dimension is the combination of two distinct ideas from the formal verification lit-

erature: network invariants and parameterized model checking. Consider the hierar-

chical protocol depicted in Figure 3.1. As discussed above, we would like to design

the leaf (L), internal (I), and root (R) nodes1 so that any arbitrary nesting in the

vertical direction, and any arbitrary (and independent) branching degree (number of

children) at each internal and root node, yields a system that is correct. Arbitrary

1 We use the terms component and node interchangeably.
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nesting is handled by network invariants; in particular we require (and verify) that

L is a network invariant. This means that the set of observational behaviors of L

subsumes that of any larger composition of components. For instance, the behavior

along communication channel c2 over-approximates that of c1, c3, etc. We formulate

network invariants in a novel way that not only captures the observational behaviors

(messages) across an interface, but also captures what we call the summary state of

a sub-hierarchy. These summary states are integral in defining the safety property,

which, like the system itself, is hierarchically defined.

Beyond the hierarchical nesting afforded by network invariants, we employ pa-

rameterized model checking to allow arbitrary branching degrees at each node. To

that effect, we show how to prove the formal properties required for network invari-

ants in a parameterized model checker, including an observational pre-order [41, 42];

we believe this is novel. This parameterized proof guarantees that L serves as a net-

work invariant for all members of an infinite family I(1), I(2), I(3), . . ., where I(n)

is an internal node configured to connect to n children.

Network invariants and parameterized model checking are both necessary ingre-

dients in this story; neither is capable of solving what the other does. Network

invariants deal with the connection of instances of components into arbitrarily com-

plex hierarchies, with relatively simple interfaces between constituents; parameter-

ized model checkers typically do not support such a notion of “parameterization”

when the structure is nontrivial (e.g., a tree). Nevertheless, network invariants are

not appropriate to deal with an internal node that is parameterized on the number

of children. An example is a directory in a cache coherence protocol—a typical direc-

tory maintains data for as many caches (children) as there are in the system. There

is no clear way to formulate this type of tightly coupled parameterization as the com-

position of components along with a network invariant. Fortunately, parameterized

model checkers are usually targeted at precisely this style of parameterization.
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3.3 Formalizing the Neo Framework

Our framework can be thought of as a class of transition systems for which certain

formal properties hold. These properties guarantee that any member of this class is

amenable to a much simpler verification methodology. We hope many protocols can

be shown (or designed) to fit this class and thus inherit the simplified verification.

In this section, we define this class of transition systems and prove that given some

automatedly verifiable antecedents, all members of this class are safe.

For any n ≥ 0, we define Nn = {0, 1, . . . , n − 1}; note that N0 = ∅. Also, if

x = (x0, . . . , xk) is a tuple or list, we denote xi by x[i].

3.3.1 I/O Automata Theory

We start by giving a short description of the well-known I/O automata theory upon

which our framework is formalized. We will only go into enough detail as is sufficient

for our work; for a more complete description of I/O automata, see [43].

Before defining I/O automata, we must first define a few notions. An action

signature S is a partition of a set acts(S) of actions into three disjoint sets: in(S),

out(S), and int(S), respectively called the input, output, and internal actions. The

set int(S)∪out(S) is denoted by local(S). Then, an I/O automaton (IOA) A consists

of the following:2

• an action signature S, denoted sig(A)

• a set states(A) called the states

• a nonempty set start(A) ⊆ states(A) called the start states

• a transition relation steps(A) ⊆ states(A)× acts(S)× states(A)

2 We deviate from Tuttle’s thesis [43] in two ways: we preclude part(A), and we don’t require
input-enabledness. This is justified since both notions are only relevant for fair executions, which
for us is purely future work.
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acts(S) is also referred to as acts(A), in(S) is also referred to as in(A), etc. The

set in(A) ∪ out(A) of external actions is referred to as ext(A).

Executions enable one to reason about the behavior of IOAs and how they in-

teract with other IOAs. Hence, many of the formal properties we specify in this

work are formulated on executions of IOAs. Executions are defined as follows. An

execution fragment e of A is a sequence e = s0, a1, s1, . . . , ak, sk such that, for each

i, (si, ai+1, si+1) ∈ steps(A). If s0 ∈ start(A), then e is an execution of A. The set of

executions of A is denoted by execs(A). If a state s is the final state of an execution,

then s is said to be reachable.

For IOAs to be composed, they are required to be compatible; we define this term

as follows. A set {S0, . . . , Sn−1} of action signatures is said to be compatible if for

all i 6= j, out(Si) ∩ out(Sj) = ∅ and int(Si) ∩ acts(Sj) = ∅. Then, a set of IOAs are

said to be compatible if their action signatures are compatible.

The n-way composition S =
∏n−1

i=0 Si of compatible action signatures {S0, . . . , Sn−1}

is an action signature with in(S) =
⋃n−1

i=0 in(Si)\
⋃n−1

i=0 out(Si), out(S) =
⋃n−1

i=0 out(Si)\⋃n−1
i=0 in(Si), and int(S) =

⋃n−1
i=0 int(Si) ∪ (

⋃n−1
i=0 out(Si) ∩

⋃n−1
i=0 in(Si))

3.

The n-way composition C =
∏n−1

i=0 Ci of compatible IOAs {C0, . . . , Cn−1} is an

IOA with the following:

• sig(C) =
∏n−1

i=0 sig(Ci)

• states(C) = states(C0)× · · · × states(Cn−1)

• start(C) = start(C0)× · · · × start(Cn−1)

• steps(C) is a set of tuples of the form (s, a, s′) ∈ states(C)×acts(C)×states(C)

that satisfy the following for all i:

3 Unlike in Tuttle’s thesis [43], by default, we hide messages sent between component IOAs as
internal.
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– a ∈ acts(Ci) implies (s[i], a, s′[i]) ∈ steps(Ci)

– a /∈ acts(Ci) implies s[i] = s′[i]

For IOA C =
∏n−1

i=0 Ci, for s ∈ states(C) and for all i, define s|Ci = s[i]. Let

e = s0, a1, s1, . . . , ak, sk be an execution of C. Then, for all i, define e|Ci as the

sequence derived by modifying e as follows. Delete each aj, sj if aj /∈ acts(Ci).

Then, replace all remaining sj with sj|Ci.

Lemma 1. Let IOA C =
∏n−1

i=0 Ci and e ∈ execs(C). Then, for all i, e|Ci ∈

execs(Ci).

Proof. See Tuttle et al. [43].

3.3.2 Defining Neo Systems

We now formalize our framework by defining a class of IOAs and expressing what

properties we require of IOAs in the class. We will eventually show that these

properties can be verified automatedly and indeed imply safety of the system.

For any set of actions Σ, we define Σ(n) = Σ×Nn and Σ(n,m) = Σ×Nn ×Nm.

Let U be a finite set of upward interface actions, let D be a finite set of downward

interface actions, and let P be a finite set of peer-to-peer interface actions. We

identify some classes of IOAs below.

• An IOA I is an (n,m) (or n-child and m-peer) internal node if it supports

communication with a parent, n children, and m−1 peers. Formally, out(I) =

U ∪ D(n) ∪ P(m− 1) and in(I) = D ∪ U (n) ∪ P(m− 1).

• An IOA L is a leaf node if it is a (0,m) internal node, for some m. Hence,

out(L) = U ∪ P (m − 1) and in(L) = D ∪ P (m − 1). A leaf is a degenerate

internal node with no children.
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• An IOA R is an n-child root node if out(R) = D(n) and in(R) = U (n). An

n-child root node caps a Neo hierarchy, and hence has no peer or parental

communication, but still has n children.

For example, the node shaded grey in Figure 3.1 is a (4, 3)-internal node. For each

i ∈ Nm−1 and IOA A, we define the function φi that derives a new IOA φi(A) with tag

i by modifying A’s action signature as follows. Let shift(i, j) = j if j < i, otherwise

j + 1.

• If a is an external action with a ∈ U∪D, or a is an internal action, it is replaced

with (a, i).

• Each input action (p, j) ∈ P (m− 1) is replaced with (p, shift(i, j), i).

• Each output action (p, j) ∈ P (m− 1) is replaced with (p, i, shift(i, j)).

Intuitively, each upward or downward interface action is now augmented with

φi(A)’s tag i, allowing it to communicate uniquely with its parent. Each internal

action is also augmented with φi(A)’s tag i, so as to ensure disjoint sets of internal

actions in compositions, as required by IOA theory. To facilitate unique peer-to-

peer communication, each peer-to-peer interface action p in φi(A) appears in the

form (p, src, dst), where src is the tag of the source IOA and dst is the tag of the

destination IOA.

Defining Open and Closed Neo Systems

Given a set of leaves Ls = {L(1), L(2), . . .}, where each L(m) is an m-peer leaf, a

set of internal nodes Is , and a set of root nodes Rs , we define the notions of Open

Neo Systems and Closed Neo Systems inductively as follows.

• Each L(m) is an m-peer Open Neo System, supporting communication with

m− 1 peers.
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Figure 3.2: Illustration of Open and Closed Neo Systems.

• Given n n-peer Open Neo Systems Ω0, . . . ,Ωn−1 and an n-child node A ∈

Is ∪ Rs , the (n+ 1)-way IOA composition

Ω = A ·
n−1∏
i=0

φi(Ωi) (3.1)

is an m-peer Open Neo System (if A ∈ Is) or a Closed Neo system (if A ∈ Rs).

We will simply write Neo System if we are not concerned about whether Ω is Open

or Closed. Where Ω is an Open Neo System, we characterize IOA φi(Ω), for some

i < m, as a tagged Open Neo System and Ω as an untagged Open Neo System. We

illustrate Open and Closed Neo Systems in Figure 3.2. The lighter shading shows

a Closed Neo System and the darker shading shows a few examples of Open Neo

Systems.

Lemma 2. For Neo System Ω (3.1), if Ω is an Open Neo System, then in(Ω) =
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D ∪ P(m − 1) and out(Ω) = U ∪ P(m − 1). If Ω is a Closed Neo System, then

ext(Ω) = ∅.

Proof. We are tasked with proving the following statements:

in(Ω) = D ∪ P(m− 1) and out(Ω) = U ∪ P(m− 1) (3.2)

ext(Ω) = ∅ (3.3)

First, we prove (3.2) by structural induction on the definition of Open Neo

systems. (3.2) holds for m-peer leaf IOAs, by virtue of a leaf being a (0,m) internal

node.

For the inductive case, assume (3.2) holds for each Ωi. We will show that it holds

for Ω.

Let P ′ be the set {(p, i, i) : p ∈ P and i < n}. Observe that in(Ω) ⊆ in(A) ∪⋃n−1
i=0 in(Ωi). That implies in(Ω) ⊆ D ∪ P (m − 1) ∪ D(n) ∪ (P (n, n) \ P ′), by

inductive hypothesis and definition of φi. D(n) ⊆ out(A) and (P (n, n) \ P ′) ⊆⋃n−1
i=0 out(Ωi) cannot appear in the input signature of Ω, by definition of action

signature composition. However, no elements of D and P (m − 1) are elements of

out(A) or
⋃n−1

i=0 out(Ωi). Furthermore, D and P (m− 1) are subsets of in(A). Hence,

by definition of action signature composition, in(Ω) = D ∪ P(m− 1).

By similar reasoning as above, out(Ω) = U ∪ P(m− 1).

Next, we prove (3.3), assuming Ω is a Closed Neo System. in(A) = U(n), by

definition of root node. Using results from above, ext(Ω) ⊆ U(n)∪D(n)∪ (P (n, n) \

P ′). But U(n), D(n), and P (n, n) \ P ′ cannot appear in ext(Ω) because all their

elements involve communication between components of Ω, as shown above. Hence,

ext(Ω) = ∅.
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3.3.3 Neo System Safety

The Neo framework relies on formulating a protocol’s safety definition in a recursive

form so as to enable one to reason about the safety of hierarchical protocols with

arbitrary depths. We discuss this Neo safety definition here.

Summary of States

The Neo safety definition relies on summary functions to summarize the states of

arbitrarily deep hierarchies (Open and Closed Neo Systems). We define these sum-

mary functions below. Let Sum be a finite set of summary states that contains a

distinguished state bad . We associate summary functions with each L(m) and the

elements of Is and Rs as follows

• sumL(m) has type states(L(m))→ Sum

• For each n-child A ∈ Is ∪ Rs , sumA : states(A) × Sumn → Sum is a “bad

preserving” function, i.e. bad ∈ {s0, . . . , sn−1} implies sumA(s, s0, . . . , sn−1) =

bad .

We extend the above elemental sum∗ functions to summarize the state of an

arbitrary non-leaf Neo System Ω as follows. Ω is (3.1), where A ∈ Is ∪ Rs and

Ω0, . . .Ωn−1 are open Neo systems. Then sumΩ : states(Ω)→ Sum is defined by

sumΩ(sa, s0, . . . , sn−1) = sumA(sa, sumΩ0(s0), . . . , sumΩn−1(sn−1))

Summary Sequence of Executions

Given an execution e = s0, α1, . . . , αk, sk of a Neo system Ω, we define the summary

sequence sum(e) as follows. Let α′i = αi if αi ∈ ext(Ω), otherwise α′i = λ. We start

with the sequence

sumΩ(s0), α′1, . . . , α
′
k, sumΩ(sk)

and delete all α′i, sumΩ(si) such that α′i = λ and sumΩ(si) = sumΩ(si−1).
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Safety Definition

For Neo System Ω and state s ∈ states(Ω), we say that s is safe if sumΩ(s) 6= bad .

We say that Ω itself is safe if all its reachable states are safe. The primary goal of

this work is to establish that all Neo Systems are safe, by only proving a handful of

lemmas about the “ingredient” IOAs (Ls , Is ,Rs) and their summary functions.

3.3.4 Neo Pre-order �

We define a pre-order � on Open Neo Systems. Given two m-peer Open Neo Systems

Ω1 and Ω2 that are either both tagged or untagged, the relation Ω1 � Ω2 holds if,

for all executions e1 of Ω1, there exists an execution e2 of Ω2 such that sum(e1) =

sum(e2).

Lemma 3. � is transitive.

Proof. Assume Ω1 � Ω2 and Ω2 � Ω3. Let e1 be an arbitrary execution of Ω1. Let e2

be some execution of Ω2 such that sum(e1) = sum(e2); e2 exists, by Ω1 � Ω2. Let e3

be some execution of Ω3 such that sum(e2) = sum(e3); e3 exists, by Ω2 � Ω3. Then,

e3 is an execution of Ω3 such that sum(e1) = sum(e2) = sum(e3).

Lemma 4. Θ � Ω if and only if φi(Θ) � φi(Ω).

Proof. (⇒) Define the function

shiftInv(i, j) =

{
j if j < i
j − 1 , otherwise

Observe that shiftInv(i, shift(i, j)) = j. and shift(i, ShiftInv(i, j)) = j. Assume

Θ � Ω. Let x be an execution of φi(Θ). We generate an execution X of φi(Ω) such

that sum(x) = sum(X) as follows.

Generate a new sequence x′ by modifying x to reverse the tagging of actions in

Θ. Every internal or external action of the form (a, i) is replaced with a, every input
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action of the form (p, j, i) is replaced with (p, shiftInv(i, j)), and every output action

of the form (p, i, j) is replaced with (p, shiftInv(i, j)). shiftInv(i, shift(i, j)) = j and

definition of φi implies x′ ∈ execs(Θ).

We know that Θ � Ω. So, let X ′ be an execution of Ω such that sum(x′) =

sum(X ′). Then, we generate a new sequence X by tagging the actions in X ′ with i.

If a is an external action such that a ∈ U ∪ D or an internal action, it is replaced

with (a, i). Each input action (p, j) such that (p, j) ∈ P × Nm−1 is replaced with

(p, shift(i, j), i). Each output action (p, j) such that (p, j) ∈ P × Nm−1 is replaced

with (p, i, shift(i, j)). Then, X is an execution of φi(Ωi), by definition of φi. Because

shift(i, shiftInv(i, j)) = j, if we tagged the actions of both sides of the equation

sum(x′) = sum(X ′) using shift , we would get sum(x) = sum(X).

(⇐) Uses a similar argument as the other direction.

Lemma 5. Let Neo Systems Ω = A ·
∏n−1

i=0 φi(Ωi) and Θ = A ·
∏n−1

i=0 φi(Θi), where

A ∈ Is ∪ Rs. Suppose for some k, Ωk � Θk and for all i 6= k, Ωi = Θi. Then, for

all executions e of Ω, there exists an execution e′ of Θ such that sum(e) = sum(e′).

Proof. WOLOG, fix k = n − 1. Let C = A ·
∏n−2

i=0 φi(Ωi) = A ·
∏n−2

i=0 φi(Θi). Let

B = φk(Ωk) and G = φk(Θk). Then, Ω = C ·B and Θ = C ·G.

Let e = s0, α1, . . . , αk, sk be an arbitrary execution of Ω. Let d ∈ execs(G) be such

that sumB(e|B) = sumG(d). We know d exists by Lemma 1 and because Ωk � Θk

implies φk(Ωk) � φk(Θk) (Lemma 4).

For some state y, define

y ∗ e = (y, s0), α1, . . . , αk, (y, sk)

I.e. y is simply pre-pended as a component to every state. Similarly e ∗ y post-

pends y to every state of e. Let us call a transition (p, a), α, (p′, a′) of C.B quiet if

we have
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• α ∈ int(B) ∪ int(C)

• p = p′, and

• sum(a) = sum(a′).

A transition is called loud if it is not quiet. Given an execution e ∈ execs(C.B),

the loud-length of e is the number of loud transitions in e. An execution fragment is

called quiet if all its transitions are quiet (i.e. the loud-length is 0).

We proceed by induction on loud-length of e. We will prove the stronger state-

ment that the e′ asserted to exist by the lemma statement satisfies:

(I) sum(e′) = sum(e),

(II) e′|G = d, and

(III) e′ and e agree on the final state of C.

Base Case: The loud-length of e is 0, which means

e = (p, a0), α1, (p, a1), α2, . . . , αk, (p, ak)

where all for all 1 ≤ i ≤ k we have αi ∈ int(B) ∪ int(C) and sum(ai) = sum(a0).

Note that sum(e) is just the single-state execution sum(p, sum(a0)), and sum(e|B) =

sum(a0). It follows that d = b0, β1, . . . , βm, bm, where βi ∈ int(G) and sum(bi) =

sum(b0) = sum(a0) for all 1 ≤ i ≤ m. Now set

e′ = p ∗ d

Clearly e′ ∈ execs(C ·G) and (I), (II), and (III) all hold.

Inductive Step: Suppose the lemma holds for all executions of loud-length n,

and consider an execution e ∈ execs(C · B) of loud-length n + 1. Let us factor e as

follows:

e = e1, (p, a), α, (p′, a′), e2 (3.4)
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where e1, and e2 are execution fragments of C ·B and (p, a), (p′, a′) ∈ states(C ·B)

are such that

• e1, (p, a) has loud-length n,

• (p, a), α, (p′, a′) is loud, and

• (p′, a′), e2 is quiet

Now let d be any execution of G such that sum(e|B) = sum(d). We now case

split into three cases.

Case 1: α 6∈ sig(B). Then we must have a = a′ and α ∈ sig(C), and clearly

sum(d) = sum((e1, (p, a))|B). By the inductive hypothesis, there exists e′1 ∈ execs(C·

G) such that sum(e′1) = sum(e1, (p, a)), e′1|G = d, and e′1 has final state (p, b) for

some b ∈ states(G). Let us set

e′ = e′1, α, (p
′, b)

Clearly (II) and (III) hold of e′; (I) can be seen to hold by noting that sum(e′) =

sum(e′1), f = sum(e1, (p, a)), f where f = α, sum(p′, sum(b)) if α ∈ ext(C · G) =

ext(C ·B) or sum(p, sum(b)) 6= sum(p′, sum(b)), otherwise f = (). In either case we

can see (I) holds by inspection of (3.4) and noting a = a′.

Case 2: α ∈ ext(B) = ext(G) (Lemma 2). We can then factor d as:

d = d1, b, α, b
′, d2

where d1 and d2 are execution fragments of G and b, b′ ∈ states(G) are such that

b′, d2 is quiet. Clearly sum((e1, (p, a))|B) = sum(d1, b), and thus, from the inductive

hypothesis, there exists an execution e′1 of C ·G such that e′1|G = d1, b , sum(e′1) =

sum(e1, (p, a)), and e′1 has final C-state p. Letting b′′ be the final state of d2, let us

set

e′ = e′1, α, (p
′, b′), (p′ ∗ d2) (3.5)
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One can confirm that (I), (II), and (III) hold of e′.

Case 3: α ∈ int(B). Since (p, a), α, (p′, a′) is loud, it follows that sum(a) 6=

sum(a′). We can then factor d as:

d = d1, b, β, b
′, d2

where β ∈ int(G), sum(b) = sum(a) 6= sum(b′) = sum(a′), and b′, d2 is quiet. If we

replace α with β in the e′ of Case 2 (3.5), (I), (II), and (III) hold.

Lemma 6. Let Θ = A ·
∏n−1

i=0 φi(Θi) and Ω = A ·
∏n−1

i=0 φi(Ωi) be Open Neo Systems

such that Θi � Ωi, for all i. Then, Θ � Ω.

Proof. Consider the following sequence Π of IOAs constructed by incrementally re-

placing an Θi with a corresponding Ωi. Π0 = A ·
∏n−1

i=0 φi(Θi) = Θ, Π1 = A · φ0(Ω0) ·

φ1(Θ1) · φ2(Θ2) · . . . · φn−1(Θn−1), Π2 = A · φ0(Ω0) · φ1(Ω1) · φ2(Θ2) · . . . · φn−1(Θn−1),

. . . , Πn = A ·
∏n−1

i=0 φi(Ωi) = Ω.

We will prove by induction that Θ � Πj, for each j.

Base case: Θ = Π0, so Θ � Π0.

Inductive case: Assuming that Θ � Πk, we will show that Θ � Πk+1. By

Lemma 5, Πk � Πk+1. By transitivity of � (Lemma 3) and inductive hypothesis,

Θ � Πk+1.

Lemma 7. (Leaf as a Network Invariant) Suppose that the m-peer Open Neo System

ΩL = A·
∏n−1

i=0 φi(L(n)) satisifies ΩL � L(m). Then, for any m-peer open Neo system

Ω, Ω � L(m).

Proof. If Ω is an m-peer leaf, then Ω = L(m) � L(m). Otherwise, let Ω =

A ·
∏n−1

i=0 φi(Ωi) be an m-peer Open Neo System. Assuming that each Ωi � L(n)

(inductive hypothesis), we will prove, by structural induction on the construction of

Ω, that Ω � L(m). By Lemma 6 and inductive hypothesis, Ω � ΩL. By transitivity

of � (Lemma 3) and ΩL � L(m) (assumption in lemma statement), Ω � L(m).
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Theorem 1. (Every Neo System is safe.) Suppose that for each n-child node A ∈

Rs∪ Is, ΩL = A ·
∏n−1

i=0 φi(L(n)) is safe. Furthermore, suppose that if A is an m-peer

internal node, then ΩL � L(m). Then all Neo systems are safe.

Proof. Let Ω be an (open or closed) Neo System (3.1). From the assumptions of

this lemma and Lemma 7, Ωi � L(n) for all i. Let e be an arbitrary execution of Ω.

By an n-fold application of Lemma 5, there exists an execution e′ of ΩL such that

sum(e′) = sum(e). By definition of sum, if no state in e′ summarizes to bad , then

no state in e summarizes to bad . Therefore Ω is safe.

The significance of Theorem 1 is that if we establish ΩL’s safety, for all A ∈ Rs∪Is ,

and ΩL � L(m), for all A ∈ Is , then any configuration of the Neo nodes (which would

typically be closed) is safe. Parameteric model checking comes into play, since when

the elements of Rs ∪ Is are paramterized (by number of children n and number of

peers m), these safety and preorder checks are parameterized verification problems.

3.4 Mapping Protocols’ Safety to Neo Safety

We have defined safety of a Neo System (Section 3.5.4) to mean that no reach-

able state summarizes to bad , which is somewhat removed from the actual invariant

one might be interested in. Here, we illustrate how an invariant of interest can be

expressed in the form of the Neo safety definition. The key is that the summary func-

tions must be forced to return bad whenever the specific safety property of interest

is violated.

3.4.1 Cache Coherence

In a typical MOESI cache coherence protocol [4], Sum = {I, S,O,E,M, bad}, 4

and cache coherence means that if any leaf summarizes to M or E, then all other

4 The reasoning of this section can be extended to handle cases where Sum includes more than
just these 6 elements.
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leaves must summarize to I. To ensure that Neo System safety (no reachable state

summarizes to bad) implies all reachable states are cache coherent, we require some

simple constraints on sumA for each A ∈ Is∪Rs . Let us define an ordering < on Sum

by I < S,O < E,M < bad . Recalling that sumA has type states(A)×Sumn → Sum,

where n is the arity of A, the cache coherence constraint on sumA is as follows5:

• Whenever there exist distinct i, j ∈ Nn such that si ∈ {M,E} and sj 6= I, we

require sumA(sa, s0, . . . , sn−1) = bad , and

• For all i ∈ Nn, si ≤ sumA(sa, s0, . . . , sn−1) (i.e. sumA is monotonically increas-

ing with <)

Lemma 8. If sumA satisfies the cache coherence constraint for all A ∈ Is ∪Rs, then

Neo safety implies cache coherence.

Proof. Let s be a state of a Neo System Ω. We argue, by structural induction on Ω,

that whenever s contains a cache coherency violation, sumΩ(s) = bad . The base case

Ω ∈ Ls holds vacuously, since a leaf in isolation cannot violate cache coherency. Now

choose A ∈ Is ∪ Rs with arity n. Then s = (sa, s0, . . . , sn−1), where sa ∈ states(A)

and si ∈ states(Ωi), 0 ≤ i < n. If s contains a cache coherency violation then

there exists a leaf L in s that summarizes to M or E, and a distinct leaf L′ that

summarizes to something other than I. If L and L′ are both components of Ωi for

some i, then from our inductive hypothesis, sumΩi
(si) = bad , and from Section 3.3.3,

we have that sumΩ(s) = bad . On the other hand, suppose L and L′ are respectively

components in Ωi and Ωj with i 6= j. Since the cache coherency constraint requires

sum to be monotonic, it follows that E ≤ sumΩi
(si) and S ≤ sumΩj

(sj), and again

the cache coherency constraint requires sumΩ(s) = bad .

5 Note that the constraints presented here are the weakest set of constraints that allow us to prove
Lemma 8 below; they do not preclude, e.g., that inconsistencies between the state sa of A and
s0, . . . , sn−1 yield bad .
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We envision that other types of Neo Systems will need similar side arguments to

relate Neo safety to a more concrete property of interest, and such arguments will

be as straightforward as what was required to prove Lemma 8 above.

3.4.2 Distributed Lock Management (DLM)

Distributed Lock Management (DLM) protocols are used to ensure safe access to

shared resources such as disks and files. Several DLM protocols are based on the DEC

VMS’s DLM implementation [7], including the Oracle Cluster File System (OCFS2)

that appears in the Linux Kernel [44] [45]. VMS’s DLM has 6 permissions—Null

(NL), Concurrent Read (CR), Concurrent Write (CW), Protected Read (PR), Pro-

tected Write (PW), and Exclusive (EX). The following combinations of permissions

are prohibited: (CR,EX), (CW,EX), (CW,PW), (CW,PR), (PR,EX), (PR,PW),

(PW, EX), (PW,PW), (EX,EX).

For scalable resource management, one can organize nodes in a cluster as a hierar-

chy according to the Neo framework. This would facilitate verification, for arbitrary

system sizes, that no two nodes hold a prohibited combination of permissions. We

could set Sum = {NL,CR,CW ,PR,PW ,EX , bad} and define a partial order < such

that NL < CR < PR < PW < EX < bad and NL < CR < CW < EX < bad ;

< does not order PW and CW . Then, imposing similar constraints to the sum

functions of Section 3.4.1, one can show that sum not evaluating to bad implies that

the system never violates DLM safety.

3.5 Case Study: The NeoGerman Protocol

To illustrate our verification methodology, we design and verify a hierarchical cache

coherence protocol called NeoGerman. Using a parametric model checker, we verify

that NeoGerman is a Neo System and, consequently, satisfies the coherence invariant

for arbitrary configurations.
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3.5.1 NeoGerman Description

German’s protocol is a simple, directory-based caching protocol proposed as a stan-

dardized challenge for parameterized verification [46]. To make the protocol hierar-

chical, we made significant modifications. In particular, the directory was modified

to communicate with a parent, hence serving as an internal node.6

The German Protocol

The German protocol is a flat cache coherence protocol. We use the version specified

in [47], which is parameterized to have a single directory connected to an arbitrary

number of private caches. Each cache block is in one of three states: I(nvalid),

S(hared), or E(xclusive). The protocol uses the directory to maintain the invariant

that no two caches are simultaneously in (S,E) or (E,E). The directory maintains

a list of all nodes in S or E, called sharers.

If a cache sends a message to the directory to request S (GetS ) when there

is a cache in E, the cache in E gets sent an Invalidate message, and the directory

collects an invalidation acknowledgement (InvAck) from it. The directory then sends

a GrantS message to the requesting cache to grant it S permissions. If the directory

receives a GetE , it invalidates all sharers and collects all their InvAck ’s before sending

a GrantE message to the requesting cache.

Modifications to German

To turn German into an Open Neo System, we modify the directory so it behaves

like a private cache along a (previously non-existent) communication channel shared

with a parent. Upon receiving requests from its children, the directory now has the

ability to seek permissions from its parent. We will refer to this modified directory

as the internal directory, to distinguish it from the original German directory that

6 The directory was used unmodified to create the root node.
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we use as a root node to close the Neo hierarchy.

The internal directory maintains a variable called Permissions O , which summa-

rizes the permissions of the Open Neo System it heads as that of a single private

cache. The intent is that if, for example, Permissions O is in I and the internal

directory receives a GetS from a child, the internal directory forwards the request

to its parent. Upon receiving a subsequent GrantS from its parent, Permissions O

changes to S and the internal directory sends a GrantS to the requesting child and

makes it a sharer. If the internal directory receives an Invalidate from its parent, it

invalidates all sharing children and collects all InvAcks. Finally, the internal direc-

tory sends an InvAck to its parent and updates Permissions O to I.

3.5.2 Tying NeoGerman to the Neo Framework

In NeoGerman, we have U = {GetS ,GetE , InvAck}, D = {GrantS ,GrantE , Invalidate}

and P = ∅. The private caches correspond to tagged leaf IOAs of the form φi(L),

where L is a leaf node. Each individual leaf is tagged with a parameter that enables

unique communication with its directory. The directory/memory R(n) of the origi-

nal German protocol constitutes an n-child root node of NeoGerman. The directory

I(n) of the NeoGerman protocol constitutes an n-child internal node. Armed with

R(n), I(n), L and the Cubicle IOA composition methods we discussed above, we

have all the ingredients to build NeoGerman as a Neo System.

3.5.3 Modeling NeoGerman in a Model Checker

We modeled NeoGerman in Cubicle [40]. Cubicle is a symbolic model checker used

to verify parameterized array-based systems by using a backwards reachability algo-

rithm and an SMT solver. Its support for parametric verification allows us to verify

safety properties for arbitrary configurations of a Neo hierarchy. Cubicle’s IOAs are

parameterized by indices of a built-in type proc. The state of an arbitrary number of
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IOAs is represented by arrays indexed by proc. Even though neither Cubicle nor our

framework impose size restrictions on communication buffers, we model NeoGerman

with single-entry communication buffers for simplicity.

Representing an I/O Automaton

To illustrate how we model IOAs in Cubicle, let set B = {φi(A) : i ∈ Nn}, where A is

a Neo leaf node with steps(φi(A)) = {(s0, (a0, i), s1), (s1, (a1, i), s2), (s2, (a2, i), s0)}.

Let start(Ai) = {s0}, in(Ai) = {(a0, i)}, out(Ai) = {(a1, i)}, and int(Ai) = {(a2, i)}.

We would model B in Cubicle as follows 7:

type s t a t e a = s0|s1|s2 // s t a t e type d e c l a r a t i o n
array State A [ proc ] : s t a t e // s t a t e array v a r i a b l e d e c l a r a t i o n

i n i t ( i )
{State A [ i ]=s0// i n i t i a l i z e each proc ’ s s t a t e to s t a r t s t a t e }

t r a n s i t i o n a0(i) // input t r a n s i t i o n
r e q u i r e s {State A [ i ]=s0} // guard
{ State A [ i ] :=s1 ; } // s t a t e update

t r a n s i t i o n a1(i) // output t r a n s i t i o n
r e q u i r e s {State A [ i ]=s1}
{ State A [ i ] :=s2 ; }

t r a n s i t i o n a2(i) // i n t e r n a l t r a n s i t i o n
r e q u i r e s {State A [ i ]=s2}
{ State A [ i ] :=s0 ; }

Representing Composition

For IOA B, let steps(B) =
⋃n−1

i=0 {(S0, (a0, i), S1), (S1, (a1, i), S2), (S2, π, S0)}. Let

start(B) = {S0}, out(B) = {(a0, i)}, in(B) = {(a1, i)}, and int(B) = {π}. By

combining the guards and state updates of transitions with identical names, we

represent the composition C = B ·
∏n−1

i=0 Ai as follows:

7 For all Cubicle code in this work, we deviate slightly from Cubicle syntax for conciseness.
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type s t a t e b = S0|S1|S2 ; type s t a t e a = s0|s1|s2

var State B : s t a t e p ; array State A [ proc ] : s t a t e a

i n i t ( i )
{ State B=S0 & State A [ i ]=s0 }

t r a n s i t i o n a0(i) // i n t e r n a l t r a n s i t i o n
r e q u i r e s {State B=S0 & State A [ i ]=s0}
{ State B :=S1 ; State A [ i ] :=s1 ; }

t r a n s i t i o n a1(i) // i n t e r n a l t r a n s i t i o n
r e q u i r e s {State A [ i ]=s1 & State B=S1}
{ State A [ i ] :=s2 ; State B :=S2 ; }

t r a n s i t i o n π() // i n t e r n a l t r a n s i t i o n
r e q u i r e s {State B=S2}
{ State B :=S0 ; }

t r a n s i t i o n a2(i) // i n t e r n a l t r a n s i t i o n
r e q u i r e s {State A [ i ]=s2}
{ State A [ i ] :=s0 ; }

3.5.4 Proving the NeoGerman Hierarchy is Coherent

We leverage the Neo framework and Cubicle’s parametric verification to prove that

any NeoGerman configuration is coherent. Our strategy is to first define sumA(n) for

each A ∈ {R, I} and n ≥ 1 such that it satisfies the constraints of Section 3.4.1.

Then, we prove the conditions of Theorem 1 and Lemma 8, from which coherency

of Ω follows. Let ΩA(n) = A(n) ·
∏n−1

i=0 φi(L), and let Sum = {I, S, E, bad}, ordered

I < S < E < bad . To leverage Theorem 1 and Lemma 8, we model ΩR(n) and ΩI(n)

61



in Cubicle and prove the following for all n and each A ∈ {R, I}

ΩA(n) is safe (3.6)

∀i : si ≤ sumA(n)(s, s0, . . . , sn−1) (3.7)

∀i 6= j : si ∈ {M,E} ∧ sj 6= I
⇒ sumA(n)(s, s0, . . . , sn−1) = bad

(3.8)

ΩI(n) � L (3.9)

First, we define sumR(n) and sumI(n). Unlesss the cache coherence constraints

(Sec. 3.4.1) require bad , sumR(n)(s, s0, . . . , sn−1) = E. Likewise, unless the cache

coherence constraints require bad , sumI(n)(s, s0, . . . , sn−1) = Permissions O , where

Permissions O is a Cubicle variable of I(n). Hence, Permissions O is a function of

states(I(n)).

Safety and Monotonicity of Sum

8 To prove (3.6), we parametrically model check ΩR(n) and ΩI(n); after each ΩI(n)

transition, a variable Sum Output O representing the output of sum∗ is updated to

Permissions O . The following is specified as a safety violation:

unsa fe ( i , j ) CacheState [ i ]=Bad | |
( CacheState [ i ]=E & CacheState [ j ] != I )

where, for all i, CacheState[i ] ≡ sumL(φi(L)).

For (3.7), sumR(n) is monotonic by definition. To prove sumI(n) is monotonically

increasing, we model check ΩI(n), specifying the following as safety violations:

unsa fe ( i ) {Sum Output O!=E & CacheState [ i ]=E}
unsa fe ( i ) {Sum Output O=I & CacheState [ i ]=S}

To prove (3.8), we model check ΩI(n) with the following:

unsa fe ( i j ) {not ( ( CacheState [ i ]=E &
CacheState [ j ] != I n v a l i d ) => Sum Output O=Bad)}

8 As a result of the limitations of Cubicle, we need to prove (3.7) and (3.8) for reachable states,
rather than writing code that clearly satisfies these constraints for any state.
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Observational Pre-order

To prove (3.9), we employ a similar approach to Park et al. [16], with an important

difference that we generalize to a parametric setting to verify our pre-order. Park et

al. show how to prove that a system A implements a system B in a model checker

by expressing B as a function. A is model-checked and, on each transition t, B’s

function is called to give B’s next state, given A’s state at the start of t. An assertion

checks that a simulation relation holds, given t’s action and the states of A and B at

the start and end of t. Cubicle does not support functions and in-line assertions due

to its underlying algorithm, so we must rely only on safety properties. As a result of

these limitations, we must prove a stricter pre-order �c based on a slightly different

function sumc defined below.

Let IOA A execution e = s0α1s1 . . . αksk. Then, sumc(e) is a sequence derived as

follows. Replace each si with sumA(si). Replace each αi ∈ int(A) with the symbol

λ. For IOAs A1 and A2, A1 �c A2 implies for any execution e1 of P1, there exists an

execution e2 of A2 such that sumc(e1) = sumc(ee).

Lemma 9. Θ �c Ω implies Θ � Ω.

Proof. Assume Θ �c Ω. Let arbitrary Θ execution e1 = s0α1s1 . . . αksk and let

e2 = S0π1S1 . . . πkSk be some execution of Ω such that sumc(e1) = sumc(ee). Let

sumc(e1) = sumΘ(s0), α′1, . . . , α
′
k, sumΘ(sk) and sumc(e2) = sumΩ(S0), π′1, . . .

, π′k, sumΩ(Sk). Observe that α′i = λ and sumΘ(si) = sumΘ(si−1) implies π′i = λ

and sumΩ(Si) = sumΩ(Si−1), by sumc(e1) = sumc(ee). Then, by definition of sum,

sum(e1) = sum(e2).

The definition of sumc implies that, to prove ΩI(n) �c L, we must match ev-

ery ΩI(n) execution with an equal-length execution of L. Hence, we make a trivial

modification to the L IOA in NeoGerman by adding λ to int(L) such that, for all
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s ∈ states(L), (s, λ, s) ∈ steps(L). This allows L to make as many stuttering steps

as needed to match execution fragments of ΩI(n) that have only internal steps with

no change in summary state.

The key to our approach in proving the pre-order is that in the same Cubicle file,

we model both ΩI(n) and L 9 and instrument the code of both IOAs such that they

transition in lockstep, starting with ΩI(n). Our instrumentation also guides L to pick

transitions that match each ΩI(n) transition. We use a safety property to check that,

after each L transition, the states and actions of L and ΩI(n) correspond as required

for sumc to be equal. We also use a safety property to check that, after each ΩI(n)

transition, there always exists an L transition that can fire. If both safety checks

pass, then we know that ΩI(n) �c L and, thus, ΩI(n) � L (Lemma 9).

Matching Executions:

1) To force ΩI(n) and L to transition in lockstep, a variable L to run is initialized

to false. It is set to true after each ΩI(n) transition and set to false after each L

transition. Then, the expression L to run=False is conjuncted to the guard of each

ΩI(n) transition and L to run=True is conjuncted to the guard of each L transition.

2) To access the most recent actions of L and ΩI(n), we update a variable O action

only at the end of each ΩI(n) transition and variable L action only at the end of each

L transition. For external transitions, O action and L action are updated to the

transition’s name. Otherwise, they are updated to lambda.

3) To guide L to make a matching external step to each external step of ΩI(n)’s, we

conjunct to the guard of each L external transition named trans name the expression

O action=trans name.

4) To guide L to make a matching step to each internal step of ΩI(n)’s, a vari-

able Forced Transition is updated to some value int name after each ΩI(n) internal

9 Observe that L is identical to each φi(L), except L has no indices in transitions and its state is
not a proc array.
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transition. Then, the guard of the desired L internal transition is conjuncted with

the expressions Forced Transition=int name and O action=lambda.

Note that the above modifications maintain the integrity of the pre-order check.

All modifications to L’s guards involve logical conjunctions, which could only re-

strict L’s transitions. And the only modification to ΩI(n)’s guards is conjuncting

L to run=False, which holds after every L transition.

Safety Checks:

We must check that, after each L transition, the actions and summaries of states

of L and ΩI(n) match. Where sumL(SL) ≡ Cache State L, the following illustrates

our safety checks.

unsa fe ( ) {Sum Output O!= Cache State L & L to run=False }
unsa fe ( ) {O action != L act ion & L to run=False }

Finally, we must check that after each ΩI(n) transition, there exists an L tran-

sition that can fire. To do that, we express a safety property that says that if

L to run=True, the conjunction of the guards of all L transitions must not evaluate

to False. With both safety checks passing, we can conclude that ΩI(n) �c L, and,

consequently, ΩI(n) � L (Lemma 9).

This completes our proof that NeoGerman is a Neo hierarchy and thus satisfies

coherence for any arbitrary configuration. The full NeoGerman Cubicle model and

proofs can be viewed at: http://people.duke.edu/~om26/papers/FMCAD16.

3.6 Characterizing the Scope of our Framework

In this section, we seek to formally describe the class of safety properties the Neo

framework can be used to prove. This is useful because it gives architects and veri-

fication experts a precise characterization of what kinds of protocols and properties

can be designed and verified with Neo. The class of safety properties verifiable with

Neo can be represented by a fragment of first order logic formulas over leaf states.
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We formally define this class below and present Neo summary functions that are

guaranteed to verify any safety property in this class.

Let LP = {`1, . . . , `m} be a set of predicates over the leaf states states(L). We

can use the Neo framework to verify any invariant of the form:

∀x1, . . . , xk.Distinct(x1, . . . , xk)⇒ P (x1, . . . , xk) (3.10)

where the xi’s range over leaves, Distinct(x1, . . . , xk) indicates that the xi’s are

pairwise not equal, and P (x1, . . . , xk) is a propositional formula over the atoms

{`j(xi)|1 ≤ j ≤ m ∧ 1 ≤ i ≤ k}. For example, where LP = {E, S, I}, the cache

coherence invariant we verified for NeoGerman could be expressed as

∀x1, x2.Distinct(x1, x2)⇒ (E(x1)⇒ I(x2)).

Next, we present summary functions guaranteed to verify that (3.10) is invariant.

We construct summary functions such that the state of a Neo hierarchy summarizes

to bad if and only if (3.10) does not hold on the system’s state. The summary

functions have co-domain Sum, where Sum is the (finite) set

Sum =
(
2LP → {0, . . . , k}

)
∪ {bad}

When bad is returned to node A’s summary function, this indicates that (3.10)

fails to hold of the sub-hierarchy rooted at A. Otherwise, a function f is returned,

with the interpretation that f(LP ′) is the number of distinct leaves under A with

states satisfying exactly the predicates LP ′ ⊆ LP ; if there are k or more such leaves,

f(LP ′) = k.

The leaf summary function sumL simply returns the function that maps all sets to

0, except the exact subset of LP that holds of the leaf’s state, which is mapped to 1.

However, if k = 1 and P does not hold of the leaf’s state, bad is returned. Where A

is an n-child internal or root node, it is relatively straightforward to define how sumA

(which is independent of its first argument sA ∈ states(A)) depends on arguments
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(g0, . . . , gn−1) ∈ Sumn and under what conditions it should return bad . sumA returns

the function that maps each LP ′ to g0(LP ′)+ · · ·+gn−1(LP ′), saturating at k, unless

any gi is bad or the counts of (g0, . . . , gn−1) for each LP ′ indicate that some xi’s

below A violate P (x1, . . . , xk), in which case bad is returned.

3.7 Related Work

3.7.1 Formal Verification

Previous research on network invariants [48, 49, 19, 20, 21] tends to focus on “flat”

compositions of transition systems with rather trivial structure; the systems are

arranged in a linear or circular array with only neighbor-to-neighbor communication,

or the other extreme wherein each system talks to all others. The work of Clarke,

Grumberg, and Jha [50] is the most closely related to us, since they allow hierarchical

structures. Like us, they require that a small system serves as a network invariant

for all (larger) composite systems.10 However, we extend their work in several ways:

• As mentioned above, we use parameterized model checking to facilitate arbi-

trary branching degree

• We use an asynchronous/interleaved execution semantics (I/O automata), while

Clarke et al. use a synchronous.

• We make a (modest, but important) extension to allow our systems to be given

“identifiers.”

• We express our state invariant property using summary functions, which makes

the property’s structure naturally echo that of the Neo system’s hierarchy.

Other related work looks at the problem of verifying hierarchical protocols with

two levels, using abstraction and assume/guarantee reasoning [51]. Similar to us,

10 In cases where a single terminal (what we call a leaf ) system fails to be a networks invariant,
they are able to instead employ a non-terminal, but suitably small, composition of systems.
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smaller systems are verified to conclude coherence of a system for which model check-

ing is intractable, but the approach involves manual effort and it is unclear if it scales

to more elaborate hierarchies.

Parameterized model checking approaches have been widely explored in the litera-

ture [52, 53, 54]. The research includes disparate techniques such as: assume/guarantee-

style abstraction [55, 18, 47, 56, 38], predicate abstraction [57], invisible invari-

ants [58], flows [59], regular sets [60], and Satisfiability Modulo Theories (SMT) [61].

We elected to use Cubicle [40] as it has a clean language, has published encouraging

results, and is being actively maintained. Though our work is rather agnostic to

the underlying model checking technique, we believe our leveraging of a parametric

model checker to parametrically prove an observational pre-order is novel.

3.7.2 Verification-aware Architecture

Some prior work has proposed designing systems specifically to be verifiable. The

Manager-Client Pairing (MCP) framework sought to enable the composition of pre-

verified heterogeneous coherence protocols into a unified hierarchy [62, 63]. Manager

agents that manage coherence permissions (e.g., directories) are paired with client

agents (e.g., private caches). Coherence is maintained across the hierarchy through

a permission-checking interface with which managers and clients must communicate

to satisfy requests. MCP assumes that one need only verify each subprotocol to

guarantee the correctness of the hierarchy. This assumption is flawed because each

subprotocol is pre-verified without any interactions with the permission-checking

interface. Hence, there is no formal guarantee about their behavior when they are

composed and interact with the permission-checking interface.

Ladan-Mozes et al. present Hierarchical Cache Consistency (HCC) [64], which

embeds a coherence protocol on a fat-tree interconnection network. HCC guaran-

tees forward progress by enforcing properties that coordinate coherence permissions
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between parents and children and ensures that a tree hierarchy is adhered to in all

communication between cores and any memory bank. HCC was verified manually

and its proof applies to only one protocol. However, our focus is on showing how one

can architect a wide range of protocols to enable their fully-automated verification.

In Fractal Coherence [27], Zhang et al. propose designing coherence protocols

with self-similarity imposed in the logical organization of the nodes. Then, one

can model check the protocol for only a small number of nodes but, by induction,

guarantee correctness for an arbitrary number of nodes. Our approach for designing

verifiable DPM protocols (Chapter 2) is modeled on this framework.

A major challenge with the fractal approach is that one must maintain the arity

of the model checked system in whatever larger system it is scaled to. Given that

model checkers can handle only a small number of nodes, fractal protocols have a

practical restriction to low-arity tree hierarchies. Such hierarchies may incur high

communication latencies in larger systems, should messages need to go to the root.

Voskuilen et al. propose optimizations to the protocol implemented in Fractal Co-

herence [37, 36]. They show how to flatten the hierarchy by maintaining a virtual

hierarchy in the directory, instead of a tree hierarchy in the interconnection network.

Hence, the non-leaf nodes are simply implemented as a hierarchical data structure,

and accesses to them incurs negligible latency. In PVCoherence, Zhang et al. show

how one can design realistic flat coherence protocols to fit a mostly-automated para-

metric verification method [38].

However, these approaches are ad-hoc solutions that are currently restricted to

completely flat hierarchies or low-arity trees. In this work, we set out to present a

comprehensive solution that provides architects with the flexibility to pick whatever

tree configurations they desire. Our approach is also applicable to protocols beyond

power management and coherence protocols, including distributed lock management

protocols, mutual exclusion protocols, and dynamic host configuration protocols.
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3.8 Summary

We present the Neo framework that leverages network invariants and parameterized

model checking together to enable the design and automated verification of hierar-

chical (tree) protocols that, for any size or configuration of the hierarchy, behave

correctly. If architects design protocols to fit the Neo framework, the protocols in-

herit these desirable verification-aware properties.
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4

Implementing a Realistic Coherence Protocol

Cache coherence protocols are used in shared-memory multicore systems to ensure

proper adherence to the underlying memory consistency model [4]. Hierarchical

coherence protocols have been proposed as a way to improve scalability as the number

of cores in shared-memory systems increases [65, 63, 66]. In such systems, it would

be desirable for architects to be able to pick any specific configuration of a cache tree

hierarchy (number of nodes, arity at each node, depth, etc.) based on factors such

as system scale, workloads, cache sizes, etc. Unfortunately, the coherence protocol

loses its mathematical guarantee of correctness if it is instantiated in a configuration

for which it was not verified [67]. Therefore, it is important to be able to verify that

a hierarchical coherence protocol behaves correctly regardless of the configuration of

the tree hierarchy.

In this work, we show how to use the (abstract) Neo theory (Chapter 3) to design

and verify realistic hierarchical coherence protocols using fully automated tools for

any configuration of the tree. We design a specific hierarchical coherence protocol

NeoMESI such that it can be verified to behave correctly, regardless of the number

of nodes or arity at each node. NeoMESI is a hierarchical directory protocol that
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supports a fully-inclusive cache hierarchy and provides MESI permissions on each

level. Parent nodes can communicate with children, and nodes on the same level can

communicate among each other (e.g., data forwarding).

Additionally, we use our process of designing NeoMESI to explore some protocol

optimizations and whether or not the verification tools and the Neo theory can handle

them. We start from a simpler baseline hierarchical directory protocol and iteratively

add features to determine a limit beyond which the theory or model checker cannot

handle the protocol. This endeavor is important because, to guarantee correctness

as hierarchies are scaled, Neo provides additional invariants that must be checked

in the model checker. These additional invariants place more burdens on the model

checker. Hence, our work seeks to provide a snapshot of what protocols and features

our theory and the state of the art formal verification tools can handle.

To evaluate the effects that the optimizations precluded by the Neo theory and

tools had on performance, we compare the formally verified NeoMESI to unverified

protocols that have these optimizations. Using the Gem5 full-system simulator [68],

we run benchmarks from the PARSEC suite [35] with multiple cache hierarchy or-

ganizations on each protocol. Overall, we find that NeoMESI performs statistically

on-par with these unverifiable but optimized protocols.

Finally, we describe how to model as Neo Systems multiple types of systems and

protocols that do not seem like obvious fits to the theory. This is useful because ar-

chitects might be interested in using Neo to design a wide variety of protocols beyond

hierarchical directory protocols like our NeoMESI. We hope that this contribution

and, in general, the work in this chapter can enable future work in verification-aware

protocol design based on the Neo theory.
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4.1 NeoMESI

In designing verification-aware coherence protocols, the role of the architect would

be to adhere to the requirements about transitions, composition, communication,

organization of nodes, etc., specified by the Neo theory. The architect must also

bake into the design Neo properties such as the Neo observational preorder and

the recursive Neo safety property. This then produces a protocol amenable to fully

automated hierarchical parametric verification.

There are many classes of coherence protocols one could design with the Neo

theory. In this work, we illustrate the design process by picking one concrete class of

protocols—tree directory protocols—and designing and verifying a realistic protocol

from that class. We call our protocol NeoMESI.

There are several limitations that are imposed by both the theory and the model

checker that could prohibit certain features from a Neo protocol. Hence, we employed

a systematic approach to designing NeoMESI to get some insight into what features

the state of the art formal verification theory and tools can handle. We started

from a much less optimal tree directory protocol and iteratively added optimizations

until the theory or tools rendered the protocol unverifiable. NeoMESI was the last

verifiable version in this process. We defer the discussion of this process to Section

4.2. In this current section, we describe the final NeoMESI protocol.

NeoMESI is an inclusive hierarchical cache coherence protocol where each subtree

is rooted by a directory subprotocol that provides MESI permissions for its children.

Each directory may or may not be collocated with a cache (i.e., L2, L3, etc), depend-

ing on the architects’ preferences. NeoMESI allows nodes sharing the same directory

to forward data to each other. Note that the protocol does not assume symmetry or

balance in the tree hierarchy as it is verified to be correct in all configurations of the

tree.
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Figure 4.1: Illustration of NeoMESI satisfying a coherence request.
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Figure 4.2: Illustration of NS-MESI satisfying a coherence request.

As we designed NeoMESI, we ensured there was a direct mapping between each

NeoMESI node and nodes in the Neo generic transition system illustrated in Figure

3.1. Each private cache controller is a leaf L, each intermediate directory controller

is an internal node I, and each root directory controller is a root node R.

We need to design two subprotocols with which to scale our hierarchy: a Closed

Neo System and an Open Neo System. Note that for heterogeneous protocols, we

would need to design as many Open Neo Systems as needed. We discuss heterogeneity

in Section 4.4.1.

4.1.1 Closed Neo System

For our Closed Neo System, we use a 1-level MESI directory protocol that has a

number of caches composed with a root directory. The caches can forward data to

each other.
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Figure 4.3: Illustration of NS-MOESI satisfying a coherence request.

4.1.2 Open Neo System

To get an Open Neo System, we keep the L1 caches the same from the Closed Neo

System but make a number of modifications to the root directory to make it into

a Neo internal node or internal directory. We modify the transitions of the root

directory such that, to satisfy certain requests, the intermediate directory is able

to communicate with a parent directory indistinguishable from how an L1 cache

communicates with a directory. The intermediate directory is also able to forward

data to its siblings (L1 cache controllers or other intermediate directories).

We instantiate in the intermediate directory the variable Permission that keeps

track of what coherence permission appears to be held by the entire subhierarchy

below the intermediate directory. We enforce the simple principle that no child of

an intermediate directory can have higher coherence permissions than that of the

variable Permission according to the partial ordering: I < S,O < E,M . We will

refer to this as the permission principle.

Before a block is allocated by the intermediate directory, Permission is initial-

ized to Invalid . Upon receiving a request, the directory may satisfy it within the

subhierarchy if Permission is high enough. Otherwise, it must relay the request to

its parent directory to avoid violating the permission principle.
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Figure 4.1 helps illustrate how requests are satisfied in NeoMESI. The illustra-

tion starts with L1 cache controllers C1 through C4 in coherence states I, I, I, and

M, respectively. Intermediate controller C5 has Permission in I and intermediate

controller C6 has Permission in M. Events such as sending messages and changing

states are numbered to indicate the order in which they occur.

At time step (1), C1 sends a GetShared (GetS) request to its parent directory C5.

Because C5 has Permission in I, it must relay the request to its parent directory C7

(2). Note that C5 and C7 become blocked to all requests at (1) and (3), respectively,

because NeoMESI assumes an interconnection network that does not support point-

to-point ordering, as discussed in Section 4.2 below. The request is forwarded down

the hierarchy until it gets to C4 at (4). At (5), C4 goes from state M to S and sends

the data to its parent controller C6. Since sibling-sibling communication is allowed,

C6 can send the data to C5 at (6) and C5 can change its variable Permission to S

at (7). C5 can finally send the data to C1. At (9) and (10), respectively, C1 and C5

finally send messages to Unblock their parents.

4.2 The Process of Deriving NeoMESI

There are two factors that constrain what features are possible with Neo protocols:

the theory itself and the scalability of verifying Neo protocols in a model checker.

Note that the latter factor depends both on the model checking tool and Neo’s

verification methodology. We use the process of designing and verifying NeoMESI to

get a snapshot about whether or not the Neo theory and state of the art tools can

handle certain desirable features. As our parametric model checker, we use Cubicle,

which represents the state of the art [14].

We started this process by designing a hierarchical directory protocol with di-

rectory subprotocols on each level, providing MSI permissions. This initial protocol

does not support non-blocking directories or a fully inclusive cache hierarchy (e.g., it
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does not support explicit eviction notifications). We then iteratively added features

and attempted to verify the protocol with the Neo verification methodology at each

step. Running on a 2.4GHz processor, we set a time bound of 2 days and a memory

bound of 50GB. In the sections below, we outline our findings for each feature we

sought to add.

4.2.1 Features of Interest

We explore a set of features that affect the verifiability of our protocol. While this

set is not exhaustive, we sought to pick features that we thought would naturally

interest architects because of their potential for improving performance, in addition

to being relevant to the Neo theory and the scalability of the model checking.

Related to Theory

In a hierarchical protocol, a feature that architects could be interested in is having

data forwarding among caches that do not share a parent directory [69]. This direct

data forwarding could reduce the latency of satisfying requests and network band-

width. Unfortunately, all direct non-sibling communication is explicitly prohibited

by the Neo theory. Such communication significantly complicates the theory and

verification methodology, so, in the Neo theory, we deferred enabling non-sibling

communication to future work.

Related to Model Checking Scalability

We considered three features that could affect whether or not the verification of a

protocol can be completed within reasonable bounds of time and hardware resources:

non-blocking directories, explicit eviction notification to parent directories, and co-

herence permissions (specifically, presence of the E and O states).

Non-blocking Directories: When a directory has a number of requests buffered,

it is preferable for the directory to process the requests back-to-back by sending data
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or forwarding the request, instead of blocking to wait for completion messages from

the recipients between requests. It is challenging to design deadlock-free protocols

with non-blocking directories if the underlying interconnection network does not pro-

vide the guarantee of point-to-point ordering [4].

Unfortunately, modeling ordered buffers requires more complex data structures

than what Cubicle supports. This restriction is deliberate by the developers because

it would otherwise make the model checking intractable by significantly increasing

memory consumption and sabotaging the optimizations in the underlying model

checking algorithm. Such restrictions on complex data structures are typical among

parametric model checkers [38, 39, 13].

Support for Inclusive Cache Hierarchy: To obviate the need to explicitly

represent the coherence state of all blocks in memory, many protocol designs opt for

an inclusive cache hierarchy [4, 65]. Two common optimizations help improve the

performance of inclusive protocols. First, before evicting a block, a cache controller

first evicts the block in all its children that have it cached. Second, upon evicting a

block, cache controllers send explicit eviction notifications to their parent directories

[70, 65]. These optimizations add additional transitions to the model checker, which

both increase memory consumption and verification time.

Fortunately, we found that we were able to have a successful verification even

with this feature and optimizations present.

Presence of the E and O States: Many modern coherence protocols have the

E(xclusive) and O(wned) states. Unfortunately, these states add more transitions to

the protocol, which increases the memory consumption and verification time.

While we were able to add the E state and get a successful verification, we found

that the model checker could not handle the O state.
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4.2.2 Summarizing Findings

In summary, we found that to get a successful verification within the time and

memory bounds, were only able to add two optimizations: the E state and support

for fully inclusive hierarchies. Two features the model checker could not handle were

the O state and non-blocking directories. We were also unable to add non-sibling

communication because it is explicitly prohibited by the Neo theory.

4.3 Evaluation

In this section, we experimentally evaluate our formally verified NeoMESI protocol.

While performance is not the focus of this work, we still want to determine the

effects that the optimizations prohibited by the Neo theory and verification tools

have on performance. Hence, we designed two unverifiable protocols that feature

these optimizations so that we can compare them against our verifiable NeoMESI. We

describe these protocols in Section 4.3.1, our experimental methodology in Section

4.3.2 and our results in Section 4.3.3.

4.3.1 Comparison Protocols

In Section 4.2, we discussed optimizations that we could not add to NeoMESI because

they either violated the Neo theory or made the protocol saturate the model checker.

In this section, we describe NS-MESI and NS-MOESI—two unverifiable protocols we

designed by adding these optimizations to NeoMESI.

NS-MESI: Adding Non-sibling Communication

As discussed earlier, the Neo theory explicitly prohibits non-sibling communication,

which precludes data forwarding between cache controllers that do not share a parent.

We make modifications to NeoMESI that violate this principle and call the new

version NS-MESI.
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Figure 4.4: Cache organizations for experiments.

Figure 4.2 illustrates how requests are satisfied in NS-MESI and we compare

against NeoMESI (Figure 4.1). Events at times (1) through (4) are identical for

NeoMESI and NS-MESI. However, in NS-MESI, upon receiving the forwarded GetS,

C4 directly sends the data both to its parent (the new owner) and C1. This saves

a hop. As with NeoMESI, Unblock messages are sent after C1 receives the Data.

However, observe that C5 now changes Permission from I to S after an Unblock

message from C1 at (8), instead of after a Data reply from C6.

NS-MOESI: Adding the O State and Eliminating Blocking

Next, we add to NS-MESI the optimizations that we could not verify NeoMESI with

within reasonable time and memory bounds. Those optimizations are the O state

and eliminating blocking in directories. We call this version NS-MOESI.

Figure 4.3 illustrates how requests are satisfied in NS-MOESI. Events from time

(1) through (4) are identical between NS-MESI and NS-MOESI, except for the fact

that, upon receiving the forwarded GetS at time (4), C6 can immediately change

Permission to the newly added O state, without blocking. Upon receiving the for-

ward GetS, C4 can transition to O and directly forward the data to C1. Observe

that C4 need not send the data to its parent C6, since C4 remains the owner of the

data.
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Table 4.1: Simulation System Configurations

Cores and ISA 32 in-order x86 cores

Frequency 2GHz

OS Linux

Inclusivity Fully Inclusive Hierarchy

Cache Block Size 64 Bytes

L1 I&D Caches 32KB, 2-way, 2-cycle

L2 Cache 4MB, 8-way,  6-cycle, Unbanked

L3 Cache 64MB, 16-way,  16-cycle, Unbanked

DRAM 2GB, 160-cycle

Link Bandwidth 32GB/s

Link Latency 1-cycle

Processor and OS

Memory Hierarchy

Network

4.3.2 Experimental Methodology

Given that NeoMESI is verified for all tree configurations, we sought to evaluate all

the protocols across three cache hierarchy organizations to see if the organizations

expose some trends. Across all organizations, there are 3 levels of caches: L1, L2,

and L3. The L2 and L3 caches are collocated with directories that maintain tags

for their children. These organizations are illustrated in Figure 4.4. The Skewed

organization features an asymmetric hierarchy, where there is a unified L3 cache, 16

cores have private L1 and L2 caches, and the other 16 cores share an L2 cache. The

2 Cores per L2 organization has a unified L3 cache and 16 L2 caches, each shared

by 2 cores with private L1 caches. The 8 Cores per L2 organization has a unified L3

cache and 4 L2 caches, each shared by 8 cores.

We implemented NeoMESI, NS-MESI, and NS-MOESI in the Gem5 full-system

simulator [68]. Other than the cache hierarchy organization, we maintained the same

system configurations for all experiments, summarized in Table 4.1. We ran 7 bench-
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Figure 4.5: Runtime with 2 Cores per L2 Organization.

marks from the PARSEC suite [35] with each protocol and each cache organization,

for a total of 63 experiments. Each experiment was run multiple times to account

for the expected variability in multithreaded workloads [71]. The data we present

represents the average of each experiment, with error bars showing plus or minus a

standard deviation.

4.3.3 Results

The runtimes of the experiments are grouped by cache hierarchy organization and

shown in Figures 4.5, 4.6, and 4.7. Comparing the protocols while holding benchmark

and cache organization constant, we find that NeoMESI generally appears to be edged

out by both NS-MESI and NS-MOESI. However, in nearly all cases, these advantages

are not statistically significant.

To investigate why the optimizations in NS-MESI and NS-MOESI seem to have
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Figure 4.6: Runtime with 8 Cores per L2 Organization.

little effect on the performance, we study how frequently these optimizations are

utilized across all the benchmarks. We would expect non-sibling communication

to reduce the latency of satisfying requests. However, we find that, for NS-MESI,

the fraction of requests that missed in the L1 and are satisfied using non-sibling

communication is only 1.5%. Presumably, because the O state enables L1 caches to

retain ownership longer, that fraction increases in NS-MOESI, but to only 2%.

Additionally, we would expect the relaxation of blocking in the L2 and L3 to

improve the performance of NS-MOESI over both NeoMESI and NS-MESI. However,

we find that, among requests arriving at the L2, the fraction of blocked requests is

only 0.4% and, for those arriving at the L3, that fraction is 0.7%.
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4.4 Adapting Other Protocols to Neo

The Neo theory focused on solving the challenging problem of automated verifica-

tion of hierarchical protocols. To leverage the Neo methodology, one must design

a protocol to fit the Neo class of transition systems. While hierarchical directory

protocols such as NeoMESI seem a natural fit, it would be useful to provide some

insight on how a variety of system configurations and architectures can be modeled

as Neo Systems. For our final contribution in this work, we examine different types

of coherence protocols, network topologies, and cache organizations that architects

might be interested in and discuss how they can be modeled as Neo Systems.
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4.4.1 Heterogeneous Protocols

In large shared-memory systems, architects might be interested in employing hetero-

geneous coherence protocols to enable scalability and design simplicity [63, 62, 72].

In multi-chip processors, for example, coherence protocols on each chip have been

integrated into larger inter-chip coherence protocols [73, 74, 75].

Observe that heterogeneous protocols would have cache controllers from different

subprotocols that potentially behave differently. However, the Neo theory requires

leaves to be identical. Within the bounds of the Neo theory, we present a solution to

this apparent disparity. One can simply model each leaf as containing the behavior of

all possible leaves. Upon initializing the protocol, the directories (which are allowed

to be different internal nodes) initialize the leaves to which they are composed so

as to make the leaves behave as is appropriate for that subprotocol. Note that this

solution does not affect the scalability of verification of safety or implementation

relation, because the model checker would, at runtime, ignore all superfluous states

and transitions after they have been initialized to what is needed for the appropriate

subprotocol.

4.4.2 Snooping Protocols

Snooping protocols are a class of coherence protocols that rely on an ordered broad-

cast network, typically a bus, as the ordering point for coherence requests [76, 77, 78].

In typical snooping protocols, cache controllers broadcast requests to all controllers

via a shared bus. The bus produces an total ordering of all requests for each cache

block and is snooped on by all controllers. This ordering, observed by all controllers,

determines the coherence permissions that each controller has.

Architects might be interested in using the Neo theory to compose snooping

subprotocols into larger, verifiable hierarchies [79]. To do so, one must model the

broadcast and snooping activities into the model checker to verify the Neo properties
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for each flat subprotocol. At a first glance, Neo Systems seem to only support unicast

communication occurring in single transitions. We provide an approach within the

bounds of the theory. The key is to model the behaviors of the broadcast network

in internal and root nodes. The internal or root node would collect all requests

from the controllers (via input transitions), order and buffer the requests, then send

messages to each controller through a string of output transitions, thus completing

a broadcast/snoop cycle.

4.4.3 Ring Protocols

Ring interconnection networks appear in several processors such as IBM Power 4 [80]

and Intel’s Larrabee Microarchitecture [81] because they are often cost-effective and

simple to implement. Coherence protocols built on such interconnects can leverage

the ordering properties that ring topologies naturally provide. For example, in uni-

directional rings where two requests for a block cannot bypass each other, one node

can simply be made the ordering point at which a total ordering of requests is made.

That node would be responsible for marking requests as active.

Architects might be interested in composing flat rings into a hierarchy of rings

or a ring of rings as in KSR1 [82]. Recall that in Neo Systems, leaf nodes are

identical and communication is symmetric among all siblings. However, coherence

protocols in rings typically require unidirectional communication, where each node

sends messages only to the left or right node. This unidirectional communication can

be modeled in Neo Systems by storing, as part of the leaf state, a variable that holds

the index of the next node in the ring and a Boolean that indicates if a leaf is the

ordering point. These variables would determine which node each leaf communicates

with and which node is responsible for marking requests as active. Also, encoded in

the initial state of the internal nodes would be the values of these variables for every

leaf. The initial transition of the internal node would then be to send messages to
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each leaf to instantiate these variables appropriately.

4.4.4 Non-inclusive Cache Hierarchies

While NeoMESI featured an inclusive cache hierarchy, several processors have used

non-inclusive cache hierarchies to maximize the total cache capacity [83, 84, 85]. In

non-inclusive cache hierarchies, it is not required that a block cached in an upper

level cache (say, L1) be also cached in a lower level cache (say, L2). The Neo theory,

on the other hand, requires that each subhierarchy (Open Neo System) implement

an L1 (leaf), which might appear to necessitate an inclusive hierarchy. We argue

that non-inclusive hierarchies are also permitted by the Neo theory. Observe that, to

maintain the Neo Safety property and the Neo observational preorder, one only needs

to keep track of permissions and indices of sharers and owners in subhierarchies. The

actual values of the data in the states of internal nodes and leaves do not factor into

the maintenance of these properties. Hence, having a block physically present in one

level of the cache and not in another does not matter, as long as the metadata is

intact.

4.4.5 Banked Shared Caches

In a many-core processor with large shared caches, splitting the shared caches into

banks can be useful for reducing the data access latency and alleviating the bottleneck

that one centralized cache controller could otherwise cause. Typically, the address

space is statically partitioned and each bank services requests from only one partition.

We believe there is no theoretical limitation in modeling as a Neo System a coherence

protocol that supports banking. One can simply think of the protocol as a collection

of multiple independent Neo Hierarchies, one for each bank. These independent Neo

hierarchies would not interact with each other. As long as each one is verified, the

system can have an arbitrary number of them.
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Nonetheless, one could imagine a system configuration that would allow addresses

to dynamically change partitions and be cached in different banks. It is not clear if

the Neo theory supports such systems. Fortunately, we are not aware of any systems

that allow this behavior.

4.5 Summary

In this work, we showed how the Neo theory can be used to design realistic hierar-

chical coherence protocols specifically to be verifiable with fully automated formal

verification tools. As such, we presented NeoMESI—the first realistic hierarchical co-

herence protocol to have these highly desirable properties. In designing and verifying

NeoMESI, we found that certain desirable optimizations render protocols unverifi-

able with the Neo theory and current verification tools. We evaluated NeoMESI to

determine the effects of these optimizations, comparing it to unverifiable protocols

that have these optimizations. We found that our verifiable NeoMESI performs sta-

tistically on-par with these unverifiable protocols. Finally, we showed how the Neo

theory can be used to model other kinds of protocols that may not appear as natural a

fit as NeoMESI. We hope that this work can enable future work in verification-aware

protocol design using the Neo theory.
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5

Conclusions

In this thesis, we tackled the challenge that current automated formal verification

tools struggle to handle realistic protocols. Our approach was to architect the proto-

cols specifically to fit these tools. In this thesis, we presented theory and implemented

specific protocols in order to guide architects in following this approach. In our first

work, we showed how to design a distributed power management protocol specifi-

cally to be verifiable with automated tools for any number of nodes. However, our

scheme was restricted to binary trees. In our second work, we presented the Neo

theory, which enables architects to design a wide range of hierarchical protocols to

be verifiable for any configuration of the tree. In our final work, we designed and

verified a realistic hierarchical coherence protocol with the Neo theory, implementing

and evaluating it to characterize the performance limitations imposed by the Neo

theory and state of the art verification tools. Below, we discuss some potential future

work and some key insights gleaned in the course of the work for this thesis.
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5.1 Future Work

In the Neo theory, we presented a framework that guides architects in designing

protocols to be verifiable. The theory specifies a class of transition systems with

special properties that enable them to behave correctly while being scaled. The

theory is deliberately abstract, so as to allow it to be applicable to a wide range of

protocols and safety properties.

The Neo theory presents several opportunities for future work. In Chapter 2, we

used the fractal approach to design a verifiable dynamic power management protocol.

As discussed in Chapter 3.7.2, Fractal protocols have a practical restriction to low-

arity symmetric trees. Additionally, we had to apply an ad-hoc approach to picking

fractal invariants and determining what power caps they infer. However, using the

Neo theory to implement a DPM protocol provides significantly more flexibility. The

Neo theory provides a way to directly apply any safety invariant, including a global

power cap, without having to carry out additional manual proofs as we had to with

our Fractal DPM. Moreover, the Neo theory does not restrict the tree configurations,

allowing for potential performance improvements. It would be interesting to see what

DPM designs and performance improvements one can attain by designing a Neo DPM

protocol.

Beyond DPM protocols, we hope that in future work, the Neo theory can be

used to design and verify a larger variety of protocols than we have in this thesis.

In Chapter 3, we briefly discussed how the Neo theory could be used to verify a

distributed lock management (DLM) protocol. In addition to DLM protocols, mutual

exclusion and dynamic host configuration protocols also seem like natural fits to the

theory and present excellent avenues for future work.

There is also a number of theoretical improvements that can be made to the

Neo theory. As discussed in Chapter 4, a key limitation of the Neo theory is the
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prohibition of communication among non-sibling nodes. While this limitation did

not result in significant performance penalties for our specific NeoMESI protocol

(Chapter 4.3.3), the effects could be more significant in other protocols. Hence, we

hope this restriction can be relaxed in future work. Also, the Neo theory focuses

only on safety properties. We hope the theory can be expanded to handle liveness

properties like deadlock, livelock, and starvation.

5.2 Insights

An important insight from our work is that, to enable complex verification-aware

protocols, we must invest in robust and, likely, complex formal frameworks. Prior

to the Neo theory, approaches to verification-aware architecture were case-by-case

solutions that sought to innovate purely in architecture and avoid as much formal-

ism as possible. And our Fractal DPM work was guided by a similar philosophy.

Unfortunately, in a bid to minimize the formalism, the verification-aware protocol

researcher is presented with two choices. One choice is to be overly cautious and

express intuitive but strong restrictions that end up being architecturally burden-

some, as was the case with the fractal approaches [27, 86]. Another choice is to relax

some of those stringent restrictions, without a formally rigorous guarantee that the

relaxation is acceptable, and risk theoretical flaws, as was the case with MCP [62, 63]

(we actually discuss MCP’s theoretical flaws in Chapter 3.7.2).

On the other hand, our work on the Neo theory invests in a formally rigorous

approach with a goal of minimizing the requirements for a protocol to be verification-

aware. We found that the weaker the requirements (which is desirable for the per-

formance of the protocols), the more elaborate the theory has to be and the more

involved it is to prove that the requirements still guarantee correctness. Admittedly,

the Neo theory ended up being quite dense, as we sought to weaken the requirements.

However, we argue that the investment in the theory is a one-time investment that
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is amortized over multiple protocols designed with better performance and flexibility

than they would have otherwise had.

Another important insight from our work is that, by making certain design

choices, we can formally verify protocols that are significantly more complex than

what can be handled by the state of the art verification tools. While this insight

applies to verification-aware architecture research in general, our work on verifying

hierarchical protocols significantly highlights it. Due to severe verification scalability

issues, there are currently no push-button formal verification tools we are aware of

that allow one to even express parameterized hierarchical protocols with arbitrary

arities at each node, much less, verify them. This is understandable because the

formal verification community tends to seek solutions that work in all cases. How-

ever, by seeking out the smaller (Neo) class of protocols, we were able to, in some

sense, bridge this severe scalability gap in push-button parameterized verification of

realistic hierarchical protocols.
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