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Abstract

This dissertation studies approximation methods for a broad class of sequential decision

problems comprised of separate sub-systems that are coupled by linking constraints as well

as shared exogenous information (or “signals”). Such problems arise in a variety of appli-

cations and can be formulated as stochastic dynamic programs (DPs), which in principal

can be solved optimally through the corresponding Bellman equations. However, problems

with such a structure suffer from the “curse of dimensionality,” rendering a solution of the

Bellman equations impractical unless the number of sub-systems is small. Thus, we focus

on developing approximation methods that are computationally efficient and have strong

performance guarantees in theory and practice.

In this dissertation, we first focus on upper bounds, which can serve as benchmarks

to evaluate the performance of feasible policies. Two widely studied approximations of

such problems are approximate linear programs (ALP) and Lagrangian relaxations. It is

well-known that both approximations provide upper bounds on the optimal policy and that

the ALP provides a tighter upper bound. However, the ALP relaxation is typically much

harder to solve. We develop a framework to explicitly characterize the gap between the

two approximations. Our results show that under mild conditions, the gap is bounded from

above by a constant that is independent of the number of sub-systems; and the gap equals

zero for several widely studied problems.

The second part of the dissertation focuses on analyzing the performance of feasible
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policies generated from Lagrangian relaxations, which involves relaxing the linking con-

straints and penalizing violations of the constraints with a Lagrangian penalty. However,

even with the linking constraints relaxed, the shared signals induce correlation between the

sub-systems and we need to choose the Lagrange multipliers carefully so that the gener-

ated policies achieve good performance. In particular, we develop a “special” Lagrangian

relaxation and a DP formulation of the corresponding fluid relaxation, which can be solved

by our iterative primal-dual algorithm. We then analyze the performance of the feasible

dynamic fluid policy. Our analysis implies, under mild conditions, that the policy achieves

asymptotic optimality as the number of sub-systems grows large. Finally, we demonstrate

the results in two applications: (i) a dynamic capital budgeting problem and (ii) a multi-

location inventory management problem with “world-driven” demands.
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Chapter 1

Introduction

Many sequential decision problems have a weakly coupled structure in that a set of linking

constraints couple an otherwise independent collection of sub-systems. This structure arises

in a wide variety of applications, including multi-armed bandits ([Whi80]), inventory routing

and dispatch ([Ade04]), interactive marketing ([BM07]), and assortment planning ([CG07]),

to name a few. A key aspect of these problems is that the decision maker (DM) not only

needs to balance the immediate rewards and potential high future rewards, but also needs

to carefully coordinate decisions across the sub-systems. Such problems can be formulated

as stochastic dynamic programs (DPs). However, in practice, the DP approach is usually

intractable because such problems suffer from the so-called “curse of dimensionality” –

the number of states grows exponentially with the number of sub-systems. [AM08] is

a seminal paper that develops theory and methodology for such problems, called weakly

coupled stochastic dynamic programs.

In this dissertation, we consider a generalization of weakly coupled DPs by incorpo-

rating randomly-evolving exogenous shared information (or “signals”). In each period, the

decision maker (DM) observes the signal and then makes decisions while satisfying linking

constraints. Incorporating signals into weakly coupled DPs allows us to expand the classi-

cal weakly coupled DP framework to a number of applications. For example, in adaptive

clinical trials, the DM needs to allocate patients to different treatments in order to learn the

efficacy of treatments but the number of available patients may vary randomly over time.

The framework also generalizes Markovian multi-armed bandit problems by (a) incorpo-

rating exogenous information through the signal and (b) allowing for more general actions.

However, shared signals also impose more challenges in order to design good policies since

the DM needs to dynamically adjust actions by taking the new information into account.

First, we analyze two widely-studied approximations for such problem. Next, we design
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and analyze computationally efficient relaxations and policies.

1.1 On the Strength of Relaxations of Weakly Coupled Stochas-
tic Dynamic Programs

Given the structure of weakly coupled DPs, it is natural to consider approximations which

decompose value functions across subproblems. Two widely studied techniques to decom-

pose value functions are approximate linear programs (ALP), which involve optimizing value

function approximations that additively separate across subproblems, and Lagrangian re-

laxations, which involve relaxing the linking constraints. It is well-known that both of these

approximations provide upper bounds on the optimal value function in all states. Moreover,

although Lagrangian relaxations are more computational appealing, the ALP provides a

tighter upper bound in the initial state. The purpose of Chapter 2 is to provide theoretical

justification for the fact that these upper bounds are often close if not identical. Therefore,

our results suggest that for large scale problems satisfying conditions we specified in the

discussion, Lagrangian relaxation should be a preferred tool. Specifically, we show:

i. For any weakly coupled DP, the difference between these two upper bounds — the

relaxation gap — is bounded from above in terms of the integrality gap of the sepa-

ration problems associated with the ALP;

ii. If subproblem rewards are uniformly bounded and some broadly applicable condi-

tions on the linking constraints hold, the relaxation gap is bounded from above by a

constant that is independent of the number of subproblems; and

iii. When the linking constraints are independent of subproblem states and have a uni-

modular structure, the relaxation gap equals zero.

The conditions for (iii) hold in several widely studied problems: generalizations of restless

bandit problems, online stochastic matching problems, network revenue management prob-

lems, and price-directed control of relocating resources. These findings generalize and unify

existing results.
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1.2 Dynamic Programs with Shared Resources and Signals:
Dynamic Fluid Policies and Asymptotic Optimality

In Chapter 3, we consider a special class of weakly coupled stochastic dynamic programs

with exogenous signals, where the linking constraints represent the limited amount of shared

resources across subproblems. We refer such problems as dynamic programs with shared

resources and signals.

We focus on the design and analysis of policies generated from Lagrangian relaxations

in Chapter 3. Although Lagrangian relaxations relax the shared resources constraints

and yield a decomposition across subproblems, the shared signal still induces correlation

between subproblems, thereby complicating the performance analysis. In order to address

this challenge, we develop a “special” Lagrangian relaxation and a DP formulation of the

corresponding fluid relaxation — a dynamic fluid relaxation — that provide upper bounds

on the optimal value function as well as a feasible policy. We develop an iterative primal-

dual algorithm for solving the dynamic fluid relaxation and analyze the performance of the

feasible dynamic fluid policy. Our performance analysis implies, under mild conditions, that

the dynamic fluid relaxation bound and feasible policy are asymptotically optimal as the

number of subproblems grows large. Our Lagrangian relaxation uses Lagrange multipliers

that depend on the history of past signals in each period: we show that the bounds and

analogous policies using restricted forms of Lagrange multipliers (e.g., only depending on

the current signal state in each period) in general lead to a performance gap that is linear

in the number of projects and thus are not asymptotically optimal in the regime of many

subproblems. We demonstrate the model and results in two applications: (i) a dynamic

capital budgeting problem and (ii) a multi-location inventory management problem with

limited production capacity and demands that are correlated across locations by a changing

market state.
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Chapter 2

On the Strength of Relaxations of Weakly
Coupled Stochastic Dynamic Programs

2.1 Introduction

We consider a broad class of stochastic dynamic programs (DPs) comprised of subproblems

that are coupled by a set of linking constraints in each period but are otherwise independent.

Solving such weakly coupled DPs is typically difficult, as the number of states to consider

grows exponentially with the number of subproblems. As a result, it is natural to consider

approximation techniques that decompose the weakly coupled DP across subproblems and

are therefore much easier to solve.

In a key paper, [AM08] develop theory and methodology for two decomposition methods

for weakly coupled stochastic DPs: value function approximations that separate additively

across subproblems and Lagrangian relaxations. [AM08] show that the “best” additively

separable value function approximation can be found by solving a linear program (LP)

and we refer to this approach as the approximate linear programming relaxation (ALP);

they also show that the optimal Lagrangian dual problem that jointly optimizes over the

Lagrange multipliers and Lagrangian value functions can be formulated as an LP.1

[AM08] show a number of related results. First, both relaxations provide upper bounds

on the optimal value function in every state. Second, compared to the Lagrangian relax-

ation, the ALP relaxation provides a tighter upper bound in the initial state, i.e., on the

performance using an optimal policy in the weakly coupled DP. Third, although the gap

1[AM08] typically refer to what we call the ALP relaxation as the “LP-based relaxation.”
Other researchers (e.g., [dFR03]) use the term “approximate LP” to refer to approxima-
tions involving weighted sums of basis functions, which can be applied to DPs without
a weakly coupled structure. Also, in our discussion, when we refer to either the ALP
or Lagrangian relaxations, it should be understood that we are usually referring to the
optimal form of both (i.e., optimized to obtain the tightest upper bound in the initial
state).
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between these upper bounds — the relaxation gap as we call it — can grow linearly with

the number of subproblems (Section 4.3.1 in [AM08]), they find on extensive numerical ex-

periments that the relaxation gap is typically small especially in relative terms with many

subproblems and prove that the relaxation gap is in fact zero for restless bandit problems

when at most one arm can be pulled per period. Finally, the ALP relaxation is typically

much harder to solve as the number of constraints in the ALP relaxation grows exponen-

tially with the number of subproblems. From classic results in optimization [GLS81], the

difficulty in solving the ALP is closely related to the difficulty in solving the associated

“separation” problems: i.e., given a candidate solution to the ALP, verifying that the solu-

tion is feasible to the ALP or finding a violated constraint (corresponding to a state-action

pair). For finite-state DPs, in general solving the ALP separation problems requires solving

a sequence of integer programs.

The closeness of the two upper bounds is consistent with findings from other researchers

(e.g., [KT16] and [VZ15] show that the relaxation gap is zero in network revenue manage-

ment problems) and is also consistent with our own experience. Given that a large number

of applications may be modeled as weakly coupled stochastic DPs, it is natural to ask when

the much easier-to-solve Lagrangian relaxation will provide a comparable upper bound to

the ALP relaxation. The purpose of this chapter is to fill a gap in the approximate DP

literature by providing some bounds on the relaxation gap in terms of problem primitives

(e.g., number of subproblems, structure of the linking constraints, etc.). Our main message

is that the relaxation gap is often small if not zero.

2.1.1 Literature Review

Our main setup follows that of [AM08] and also includes exogenous states that evolve

randomly (and independently) of subproblem states; the inclusion of exogenous states does

not create any technical challenges but allows us to capture applications (e.g., network

revenue management) that we otherwise could not. Unlike [AM08] we focus on finite-

horizon DPs, although we show in Appendix A.3 how results carry over to discounted,

infinite-horizon problems.
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The basic idea of additively separable value functions is used widely in the approximate

DP literature and dates back to [SS85]; this theory is developed further by [dFR03]. Similar

approaches have been employed in many applications including network revenue manage-

ment ([KT16, VZ15]), stochastic inventory/routing ([Ade04]) and ambulance redeployment

([MRHT10]).

Lagrangian relaxations have been used widely in the stochastic optimization literature.

In the stochastic programming literature, [DR98] and [TB00] use Lagrangian relaxations in

weakly coupled stochastic programs and derive duality gap results that leverage structure of

the underlying scenario tree. [Haw03, BM16] and [BS20] study Lagrangian relaxations and

fluid relaxations of weakly coupled DPs similar to the Lagrangian relaxation we describe in

Section 2.3.2. Lagrangian relaxations of DPs have been used in many applications, including

marketing [BM07], assortment optimization [CG07], network revenue management [Top09],

dynamic pricing [BBC21], restless bandit problems (e.g., [HF17] and [BS20]), and multi-

location inventory management [MJC22], among many others. Several of these recent

papers (e.g., [BBC21, BS20, HF17, MJC22]) focus on analyzing the optimality gap for

feasible policies based on Lagrangian relaxations; our focus in this chapter is instead on the

relaxation gap, i.e., the gap between the Lagrangian and ALP upper bounds.

For network revenue management problems with independent demand models, it is

known that the ALP is equivalent to a particular Lagrangian relaxation introduced by

[Top09]: see Section 5.4 of [VZ15], who study a general reduction framework for ALP re-

laxations in network revenue management, and Proposition 2 of [KT16]. These papers also

study customer choice models that go beyond the weakly coupled stochastic DP frame-

work. For the equivalence of the bounds in the case of independent demands, both of these

papers establish and use structural properties of an optimal ALP solution. Although these

properties are useful in their own right, Theorem 2.4.1 in this chapter provides a direct

path for showing this equivalence in network revenue management as well as several other

widely-studied problems (Theorem 2.4.8). Theorem 2.4.1 also allows us to show the relax-

ation gap is small – bounded by a constant independent of the number of subproblems –
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under a broad set of conditions on the linking constraints (Theorem 2.4.5). We provide a

more detailed comparison in Section 2.4.3.

Contributions and Outline. Section 2.2 describes the problem formulation and Sec-

tion 2.3 provides necessary background for the two relaxations. In Section 2.4, we derive

a sharp upper bound on the relaxation gap that holds for general weakly coupled DPs

(Theorem 2.4.1): the key quantity that emerges in the analysis is the integrality gap of

the separation problems associated with the ALP. In Section 2.4.2 we use Theorem 2.4.1

to provide sufficient conditions on the structure of the linking constraints and rewards that

imply the relaxation gap is bounded from above by a constant that is independent of the

number of subproblems. In Section 2.4.3, we use Theorem 2.4.1 to show that when the

linking constraints are independent of subproblem states and have a unimodular structure

the relaxation gap is zero and show that these conditions hold in several widely studied

problems. Proofs, extensions, and additional discussions are in the Appendix A.

2.2 Model and Problem Formulation

We consider a decision maker (DM) making decisions over a finite-horizon, with time periods

denoted by t ∈ {1, . . . , T}. In each period, the DM makes decisions for N subproblems,

indexed by i ∈ {1, . . . , N}. A state variable st = (st,1, . . . , st,N ) summarizes the DM’s

information about each subproblem i in period t. We denote the state space for subproblem

i by St,i and the state space for all subproblems by St = ⊗N
i=1St,i, where ⊗ denotes the

Cartesian product. In each period t, the DM also observes exogenous information with

state et that evolves randomly over a state space E. We assume that St,i and E are finite

and the initial state (s1, e1) is given.

In each period t, after observing (st, et), the DM selects an action at,i for each sub-

problem i from the set At,i(st,i, et), assumed finite. We denote the actions selected for all

subproblems in period t by at = (at,1, . . . , at,N ) and denote the set of actions in period t

and state (st, et) by At(st, et) = ⊗N
i=1At,i(st,i, et). In period t, the DM also faces a set of
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Lt linking constraints of the form
N∑
i=1

ℓt,i(st,i, et, at,i) ≤ bt(et), where ℓt,i(st,i, et, at,i) ∈ RLt

and bt(et) ∈ RLt . We denote the DM’s set of feasible actions in a given period and state

by

At(st, et) =

{
at ∈ At(st, et) :

N∑
i=1

ℓt,i(st,i, et, at,i) ≤ bt(et)

}
,

and assume this set is nonempty in every period and state.

In each period t, subproblem i generates a reward rt,i(st,i, et, at,i) and we denote the to-

tal reward in period t by rt(st, et,at) =
N∑
i=1

rt,i(st,i, et, at,i). The states for each subproblem i

evolve randomly according to transition probabilities, which we denote by Pt,i(st+1,i|st,i, et, at,i),

and we assume these transitions are independent across subproblems conditioned on (st, et,at).

Exogenous states also evolve randomly and independently of all subproblems; we denote

the corresponding transition probabilities in each period by Qt(et+1|et).

A policy π = (πt)
T
t=1 is a sequence of functions that map from states (st, et) to actions

at ∈ At(st, et) and a policy is feasible if πt(st, et) ∈ At(st, et) for every period and state.

The DM’s goal is to find a feasible policy that maximizes the expected total reward over

the horizon, i.e.,

V ∗
1 (s1, e1) = max

π∈Π
E

[
T∑
t=1

rt(st, et,at)

∣∣∣∣∣(s1, e1)
]
, (2.1)

where Π denotes the set of all feasible policies and the expectation is taken over the stochas-

tic process induced by the policy.

Standard DP arguments (e.g., [Put94]) imply that there exists an optimal policy and,

using the terminal value function V ∗
T+1(sT+1, eT+1) = 0, that we can express the optimal

value function as

V ∗
t (st, et) = max

at∈At(st,et)

{
rt(st, et,at) + E

[
V ∗
t+1(st+1, et+1))

∣∣(st, et,at)
]}

. (2.2)

It will help our discussion to have the following notation for some state-action sets of

interest:

Γt,i = {(st,i, et, at,i) : st,i ∈ St,i, et ∈ E, at,i ∈ At,i(st,i, et)} ,

Γt,i(et) = {(st,i, at,i) : st,i ∈ St,i, at,i ∈ At,i(st,i, et)} ,
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Γt = {(st, et,at) : st ∈ St, et ∈ E,at ∈ At(st, et)} ,

Γt = {(st, et,at) ∈ Γt : at ∈ At(st, et)} .

2.3 Approximate Linear Programs and Lagrangian Relax-
ations

In this section, following [AM08], we describe two relaxations that decompose the DP across

subproblems, albeit in different ways.

2.3.1 Approximate Linear Programming Relaxation

The first approximation we consider draws inspiration from the well-known fact that the

optimal value V ∗
1 (s1, e1) equals the optimal value of the LP:

minimize
Vt(st, et)

V1(s1, e1)

subject to

Vt(st, et) ≥ rt(st, et,at) + E [Vt+1(st+1, et+1)|(st, et,at)] , ∀t, (st, et,at) ∈ Γt .

(2.3)

LP (2.3) is of little help computationally unless N is very small as both the number of con-

straints and variables — like the number of states in the DP (2.2) — grow exponentially

with N . LP (2.3) is, however, useful conceptually in forming approximations. Specifi-

cally, we consider an approximation that assumes the optimal value function is additively

separable across subproblems:

Vt(st, et) ≈
N∑
i=1

Vt,i(st,i, et) , (2.4)

where Vt,i(st,i, et) is subproblem i’s approximated contribution to total value.2 By con-

straining the value function variables in LP (2.3) to satisfy the additive separability condi-

tion (2.4), we obtain the approximate linear program (ALP):

minimize
Vt,i(st,i, et)

N∑
i=1

V1,i(s1,i, e1) (2.5a)

2We could also include a constant “offset” in (2.4) that in each period only depends on
et but not st. However, it is straightforward to extend Proposition 3 in [AM08] to show
that we can take such an offset to be zero without loss of optimality.

9



subject to

N∑
i=1

Vt,i(st,i, et) ≥ rt(st, et,at) + E

[
N∑
i=1

Vt+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
, ∀t, (st, et,at) ∈ Γt.

(2.5b)

In general, although the number of constraints in ALP (2.5) grows exponentially with N ,

the number of variables in (2.5) only grows linearly with N : this makes (2.5) amenable to

solution by constraint generation methods, as we describe shortly. We denote the optimal

value of the ALP (2.5) by V LP
1 (s1, e1). From the above discussion it is clear that this value

is an upper bound on V ∗
1 (s1, e1).

Proposition 2.3.1. V ∗
1 (s1, e1) ≤ V LP

1 (s1, e1).

2.3.1.1 Solving the ALP Relaxation with Constraint Generation

In this section, we describe a constraint generation approach that solves the ALP relaxation:

this approach is standard but we describe it formally here, as specific steps of the approach

will later play a key role in our theoretical analysis.

Given a candidate solution V = (Vt,i(st,i, et))(t,i,st,i,et) to the ALP relaxation, we define:

δVt,i(st,i, et, at,i) = Vt,i(st,i, et)− rt,i(st,i, et, at,i)− E [Vt+1,i(st+1,i, et+1)|(st,i, et, at,i)] ,

which represents the “slack” in the DP optimality condition for a given (t, i, st,i, et, at,i).

For each time period t and possible exogenous state et, we consider the binary integer

program:

minimize
xt,i(st,i, et, at,i) ∈ {0, 1}

N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

xt,i(st,i, et, at,i)δ
V
t,i(st,i, et, at,i)

subject to

N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

ℓt,i(st,i, et, at,i)xt,i(st,i, et, at,i) ≤ bt(et),

∑
(st,i,at,i)∈Γt,i(et)

xt,i(st,i, et, at,i) = 1, ∀i.

(2.6)
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We refer to (2.6) as the (t, et)-separation problem (or simply the separation problem) associ-

ated with the candidate solution V . Problem (2.6) is in general NP-hard: this follows from

the fact that a multiple-choice knapsack problem (known to be NP-hard; see e.g., [Lin98])

reduces to a special case of (2.6) with a single linking constraint. Each feasible solution of

problem (2.6) selects a feasible state-action pair (s∗t,i, a
∗
t,i) for each subproblem i and this

corresponds to the constraint at (t, s∗t , et,a
∗
t ) in (2.5b) in the ALP relaxation.3

For the constraint generation approach, in each iteration, we first solve an LP with

objective function (2.5a) and a subset of the constraints (2.5b), represented with a set C

of feasible state-action pairs. By construction this provides a lower bound on V LP
1 (s1, e1)

and a (generally infeasible) candidate solution. We then solve the separation problem (2.6)

for each period t and exogenous state et. If the optimal value of (2.6) is negative, this

corresponds to a constraint (2.5b) that is violated by the candidate solution. We then add

these constraints to C and repeat the procedure. At a given iteration, either no violated

constraints are found — proving optimality of the candidate solution in (2.5) — or new

constraints are added. Since there are a finite number of constraints in (2.5), it follows that

the approach converges to an optimal solution in a finite number of iterations. Algorithm

1 provides a formal description of this approach.

We can improve the efficiency of the constraint generation approach in a variety of

ways, such as (a) solving the separation problems over all (t, et) in parallel and (b) using

warm start (e.g., with the dual simplex method) to solve the LP in step 6 at each iteration.

Even with such enhancements, the computational effort in solving the ALP relaxation can

be considerable, especially when solving the separation problems is challenging.

2.3.2 Lagrangian Relaxations

Given that the subproblems are coupled only through the linking constraints, it is natural

to consider relaxing these constraints. Specifically, we consider Lagrangian relaxations of

3[AM08] use column generation to solve the dual LP of the ALP relaxation; the corre-
sponding reduced profit problem at each iteration of their column generation algorithm
is equivalent to (2.6).
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Algorithm 1: Constraint Generation Algorithm

Input : Vt,i(st,i, et), C = ∅, error = ∞, tolerance.

1 While error > tolerance

2 For all (t, et) ∈ {1, . . . , T} × E

3 Solve the separation problem (2.6) and obtain the optimal objective

value z∗(t, et).

4 If z∗(t, et) < 0, add the corresponding constraint to C.

5 End (t, et)

6 Solve the LP with objective function (2.5a) and constraints C and denote

an optimal solution by Ṽt,i(st,i, et).

7 Update: error= ∥Ṽ − V ∥ and Vt,i(st,i, et) = Ṽt,i(st,i, et).

8 End

Output: Vt,i(st,i, et).

the original problem (2.1) where we relax the linking constraints
N∑
i=1

ℓt,i(st,i, et, at,i) ≤ bt(et)

and penalize violations of this constraint with a Lagrangian penalty. Here we focus on non-

negative Lagrange multipliers λ = (λ1(e1), . . . ,λT (eT )) that depend on the time period

and exogenous state et in each period t. We denote the feasible set of Lagrange multipliers

by Λ = {λ : λt(et) ≥ 0, ∀ (t, et)}.

Analogous to the DP (2.2), we can solve the Lagrangian relaxation through the DP

recursion

V λ
t (st, et) = max

at∈At(st,et)

{
rt(st, et,at) + λ⊤

t (et)

[
bt(et)−

N∑
i=1

ℓt,i(st,i, et, at,i)

]

+ E
[
V λ
t+1(st+1, et+1)

∣∣∣(st, et,at)
]}

,

where we take V λ
T+1(sT+1, eT+1) = 0.

The following result is standard (see, e.g., Section 2.3 of [AM08]).

Proposition 2.3.2. For any λ ∈ Λ, the following hold for all t and (st, et):
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(a) (Weak Duality). V ∗
t (st, et) ≤ V λ

t (st, et);

(b) (Decomposition). The Lagrangian value function satisfies

V λ
t (st, et) =

T∑
τ=t

Eeτ

[
λ⊤
τ (eτ )bτ (eτ )

∣∣∣et]+ N∑
i=1

V λ
t,i(st,i, et) ,

where V λ
t,i(st,i, et) is a value function for subproblem i in isolation, which satisfies

V λ
t,i(st,i, et) = max

at,i∈At,i(st,i,et)

{
rt,i(st,i, et, at,i)− λ⊤

t (et)ℓt,i(st,i, et, at,i)

+ E
[
V λ
t+1,i(st+1,i, et+1)|(st,i, et, at,i)

]}
,

where V λ
T+1,i(sT+1,i, eT+1) = 0; and

(c) (Convexity). V λ
t (st, et) is piecewise linear and convex in λ.

Thus, for any λ ∈ Λ, the value V λ
1 (s1, e1) is an upper bound on the performance using

an optimal policy to (2.1). Moreover, the Lagrangian DP decomposes across subproblems.

The Lagrangian dual problem is the problem of finding the tightest such upper bound:

V λ∗

1 (s1, e1) = min
λ∈Λ

V λ
1 (s1, e1) .

2.3.2.1 Computational Methods for Solving the Lagrangian Dual

Following [AM08], V λ∗
1 (s1, e1) equals the optimal value of the LP:

minimize
λt(et), V

λ
t,i(st,i, et)

T∑
t=1

Eet

[
λ⊤
t (et)bt(et)

]
+

N∑
i=1

V λ
1,i(s1,i, e1) (2.7a)

subject to

V λ
t,i(st,i, et) ≥ rt,i(st,i, et, at,i)− λ⊤

t (et)ℓt,i(st,i, et, at,i) + E
[
V λ
t+1,i(st+1,i, et+1)

∣∣∣(st,i, et, at,i)] ,
∀(t, i), (st,i, et, at,i) ∈ Γt,i, (2.7b)

λt(et) ≥ 0, ∀(t, et), (2.7c)

where we take V λ
T+1,i(sT+1,i, eT+1) = 0. Constraints (2.7b) impose Bellman optimality for

the Lagrangian relaxation value function, represented through the LP variables V λ
t,i(st,i, et).

13



In contrast to the ALP relaxation (2.5), both the number of variables as well as the

number of constraints in (2.7) grow linearly with N . Moreover, unlike the ALP relaxation,

the Lagrangian relaxation preserves a DP structure across each subproblem, as noted in

Proposition 2.3.2(b). This allows the use of methods that leverage this structure for addi-

tional efficiency gains, e.g., subgradient methods as in [Top09] or cutting plane methods as

in [BS20]; these methods also leverage the piecewise linear, convex structure in λ described

in Proposition 2.3.2(c).

2.3.3 Relationship Between the ALP and Lagrangian Relaxations

[AM08] show that V LP
1 (s1, e1) ≤ V λ

1 (s1, e1) for any λ ∈ Λ, i.e., the ALP relaxation provides

a tighter upper bound than the Lagrangian relaxation does. Here we provide another

interpretation of this ordering. In short, we show that the Lagrangian relaxations of the

original problem can also be viewed as Lagrangian relaxations of the ALP relaxation with

a particular (restricted) form of Lagrange multipliers.4

Specifically, we consider Lagrange multipliers λ (= λt(st, et,at)) that, in addition to

time and exogenous states, also depend on subproblem states and actions. We let ΛSA

denote the set of such Lagrange multipliers that are non-negative for all t and (st, et,at) ∈

Γt. The ALP relaxation (2.5) only enforces constraints at feasible state-action pairs, i.e.,

(st, et,at) ∈ Γt. We instead consider imposing these for all state-action pairs (st, et,at) ∈ Γt

and include Lagrangian penalties on the right-hand side of the constraints.

Putting these relaxations together, we arrive at the following LP:

minimize
λ, Vt,i(st,i, et)

N∑
i=1

V1,i(s1,i, e1) (2.8a)

subject to

N∑
i=1

Vt,i(st,i, et) ≥ rt(st, et,at) + λt(st, et,at)
⊤

[
bt(et)−

N∑
i=1

ℓt,i(st,i, et, at,i)

]
4Theorem 3 of [AM08] provides sufficient conditions for the Lagrangian and ALP bounds
to coincide — these conditions seem difficult to verify a priori. The discussion following
Theorem 3 in [AM08] also provides a similar interpretation of the relaxations but using
different analysis and reasoning.
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+ E

[
N∑
i=1

Vt+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
, ∀t, (st, et,at) ∈ Γt, (2.8b)

λt(st, et,at) ≥ 0, ∀t, (st, et,at) ∈ Γt. (2.8c)

We denote the optimal value of (2.8) by V SA
1 (s1, e1). It is clear that V SA

1 (s1, e1) ≥

V LP(s1, e1): this follows from the fact that for any fixed λ ∈ ΛSA, and any feasible state-

action pair (st, et,at) ∈ Γt, constraint (2.8b) has a larger right-hand side compared to

the corresponding constraint in the ALP relaxation (2.5). On the other hand, by tak-

ing λt(st, et,at) = 0 for (st, et,at) ∈ Γt and λt(st, et,at) sufficiently large for (st, et,at) ∈

Γt\Γt, problem (2.8) reduces to the ALP relaxation (2.5) and hence V SA
1 (s1, e1) ≤ V LP(s1, e1).

We can also consider constraining λ in (2.8) to be independent of subproblem actions,

thereby leading to a somewhat weaker upper bound V S
1 (s1, e1). Finally, if we constrain λ in

(2.8) to be independent of subproblem states and actions, we recover the optimal Lagrangian

dual problem in §2.3.2. As a result, we have V SA
1 (s1, e1) ≤ V S

1 (s1, e1) ≤ V λ∗
1 (s1, e1).

The following result formalizes this and provides a sufficient condition for V S
1 (s1, e1) =

V λ∗
1 (s1, e1).

Proposition 2.3.3. It holds that

V ∗
1 (s1, e1) ≤ V LP

1 (s1, e1) = V SA
1 (s1, e1) ≤ V S

1 (s1, e1) ≤ V λ∗

1 (s1, e1) .

Moreover, if for all (t, et) the feasible action set At(st, et) is independent of st, then

V S
1 (s1, e1) = V λ∗

1 (s1, e1).

Thus, the ALP relaxation provides a tighter upper bound than the optimal Lagrangian

relaxation, and any gap between the two relaxations can be interpreted as due to the loss

in enforcing Lagrange multipliers in the ALP relaxation to be independent of subproblem

states and actions.

Approximation Architectures for Exogenous States. For simplicity we have

assumed that the ALP approximate value functions and the Lagrange multipliers in the

Lagrangian relaxation depend on exogenous states in each period only through et. We could
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also consider other approximations that in each period depend on some function involving

the full sequence of exogenous states (e1, . . . , et). As long as the same approximation

architectures involving the exogenous states are used in both the ALP and Lagrangian

relaxations, Proposition 2.3.3 and all results in §2.4 apply.

2.4 The Relaxation Gap

In this section, we study the gap between the ALP and Lagrangian relaxations, i.e.,

V λ∗
1 (s1, e1)− V LP

1 (s1, e1), which we refer to as the relaxation gap. Proposition 2.3.3 shows

that the relaxation gap is non-negative. We first characterize the relaxation gap in terms

of the integrality gap associated with the separation problem (2.6) then use this general

result to show that the relaxation gap is small — in some cases zero — for some specific

problem structures.5

2.4.1 General Upper Bound on the Relaxation Gap

The key quantity in our analysis is the integrality gap between the (t, et)-separation problem

(2.6) and its LP relaxation. Given a candidate solution V to the ALP, this LP relaxation

of (2.6) is:

minimize
xt,i(st,i, et, at,i) ∈ [0, 1]

N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

xt,i(st,i, et, at,i)δ
V
t,i(st,i, et, at,i) (2.9a)

subject to

N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

ℓt,i(st,i, et, at,i)xt,i(st,i, et, at,i) ≤ bt(et), (2.9b)

∑
(st,i,at,i)∈Γt,i(et)

xt,i(st,i, et, at,i) = 1, ∀i . (2.9c)

The optimal values of (2.6) and (2.9) depend on ℓt,i(st,i, et, at,i), bt(et) and V . We denote

the corresponding integrality gap, i.e., the difference between the optimal values of (2.6)

5Regarding the potential benefit of state-dependent Lagrange multipliers, in Appendix
A.4 we study the relaxation gap with V S

1 (s1, e1) in place of V λ∗
1 (s1, e1). The results

are qualitatively similar although the bounds are somewhat tighter and the required
conditions for zero relaxation gap are weaker.
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and (2.9), by ∆V
t (et, ℓt, bt). By construction ∆V

t (et, ℓt, bt) ≥ 0.

The following result gives a bound on the relaxation gap that holds for any weakly

coupled DP.

Theorem 2.4.1. For any optimal solution V LP to the ALP relaxation (2.5), the relaxation

gap satisfies

V λ∗

1 (s1, e1)− V LP
1 (s1, e1) ≤

T∑
t=1

Eet

[
∆V LP

t (et, ℓt, bt)
]
.

To gain intuition for Theorem 2.4.1, consider a fixed time t and exogenous state et and

denote by V any feasible solution to the ALP relaxation. By definition, we have

N∑
i=1

Vt,i(st,i, et) ≥ rt(st, et,at) + E

[
N∑
i=1

Vt+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
,∀st,at ∈ At(st, et) ,

i.e., V satisfies the DP optimality conditions at all feasible state-action pairs. With an

optimal Lagrange multiplier λ∗
t (et) to the LP relaxation (2.9), we show in the proof that

N∑
i=1

Vt,i(st,i, et) + ∆V
t (et, ℓt, bt) ≥ rt(st, et,at) + λ∗

t (et)
⊤

(
bt(et)−

N∑
i=1

ℓt,i(st,i, et, at,i)

)

+ E

[
N∑
i=1

Vt+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
,∀st,at ∈ At(st, et) .

We can thus interpret ∆V
t (et, ℓt, bt) as an upper bound on the error in the ALP solution

V satisfying the DP optimality conditions in the Lagrangian relaxation.

In the case of a one-period problem, we have

V LP
1 (s1, e1) = max

a1∈A1(s1,e1)
r1(s1, e1,a1)

(
= max

a1∈A1(s1,e1)

N∑
i=1

r1,i(s1,i, e1, a1,i)

)
,

and

V λ∗

1 (s1, e1) = min
λ≥0

max
a1∈A1(s1,e1)

r1(s1, e1,a1) + λ⊤
1 (e1)

(
b1(e1)−

N∑
i=1

ℓ1,i(s1,i, e1, a1,i)

)
.

It follows from well-known results in integer programming (e.g., Theorem 1 of [Geo74]) that

in this case the optimal value of the Lagrangian relaxation equals the optimal value of the

corresponding LP relaxation. Thus, we have

V λ∗

1 (s1, e1)− V LP
1 (s1, e1) = ∆V LP

1 (e1, ℓ1, b1) .

This shows that the bound on the relaxation gap in Theorem 2.4.1 is sharp.
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2.4.2 Problems with Constant Order Relaxation Gap

By analyzing the integrality gap of the separation problem (2.6), we can obtain more

insightful results on the relaxation gap. In this section, we use the following assumption.

Assumption 2.4.2. There exist constants r̄ and
¯
r independent of N that bound rt,i(st,i, et, at,i)

from above and below for all t, i and (st,i, et, at,i) ∈ Γt,i and at least one of the following

hold:

(i) For all t, i, and states (ŝt,i, et), there exists an action ât,i ∈ At,i(ŝt,i, et) such that

ℓt,i(ŝt,i, et, ât,i) ≤ ℓt,i(st,i, et, at,i) ∀(st,i, at,i) ∈ Γt,i(et) , (2.10)

where the inequality holds componentwise across all Lt linking constraints; or

(ii) For all t, i, and states (st,i, et), there exists an action ât,i(st,i, et) ∈ At,i(st,i, et) such

that

ℓt,i(st,i, et, ât,i) ≤ ℓt,i(st,i, et, at,i) ∀at,i ∈ At,i(st,i, et) , (2.11)

where the inequality holds componentwise across all Lt linking constraints and the

following constants exist independent of N :

(a) ε > 0 such that for all at,i ∈ At,i(st,i, et) for which ℓt,i(st,i, et, at,i) ̸= ℓt,i(st,i, et, ât,i)

it holds that ℓt,i(st,i, et, at,i)− ℓt,i(st,i, et, ât,i) ≥ ε · 1; and

(b) ℓ̄ and
¯
ℓ such that

¯
ℓ ·1 ≤ ℓt,i(st,i, et, at,i) ≤ ℓ̄·1 for all t, i, and (st,i, et, at,i) ∈ Γt,i.

In addition to uniform bounds on rewards, Assumption 2.4.2 requires conditions on the

linking constraints. Condition (i) (see (2.10)) requires existence of an action ât,i in every

state such that ℓt,i is componentwise minimized over all state-action pairs. Condition (ii)

(see (2.11)) weakens this considerably to only requiring existence of an ât,i in every state

that componentwise minimizes ℓt,i in that state. Condition (ii) also requires that actions

that do not minimize ℓt,i be sufficiently “separated” from ât,i – we use these conditions in

constructing feasible solutions to integer program (2.6) that we show are close to optimal

solutions of the LP relaxation (2.9). In general, Assumption 2.4.2 holds in many problems.
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For example, (2.11) holds in any weakly coupled DP with a single linking constraint and

(2.10) holds in any weakly coupled DP in which the linking constraints correspond to

consumption of shared resources and the DM always has the option to assign none of the

shared resources to a subproblem.

The following result generalizes Proposition 3 of [SZ79], which shows that any basic

solution to the LP relaxation of a multiple-choice knapsack problem has at most two frac-

tional variables. We prove the result by showing that any basic solution to problem (2.9)

has at most min{N,Lt} fractional variables.

Proposition 2.4.3. If Assumption 2.4.2 holds, then there exists a constant c independent

of T and N such that for any (t, et) and any ALP solution V , the integrality gap between

the separation problem (2.6) and its LP relaxation (2.9) satisfies

∆V
t (et, ℓt, bt)

≤c ·min{N,Lt} · max
i=1,...,N

{
max

(st,i,at,i)∈Γt,i(et)
δVt,i(st,i, et, at,i)− min

(st,i,at,i)∈Γt,i(et)
δVt,i(st,i, et, at,i)

}
.

Together with Theorem 2.4.1, Proposition 2.4.3 implies that for problems in which

Assumption 2.4.2 holds and with a fixed time horizon and a fixed number Lt of linking

constraints, the relaxation gap is bounded from above by a constant independent of N

provided we can uniformly bound the differences in δV
LP

t,i (st,i, et, at,i) by a constant inde-

pendent of N as well. Intuitively, we expect this to hold whenever an optimal solution

V LP to the ALP relaxation does not assign a disproportionate amount of value to any one

subproblem. The following result shows that this is true if Assumption 2.4.2 holds.

Proposition 2.4.4. If Assumption 2.4.2 holds, then there exists an optimal solution V LP

to the ALP relaxation (2.5) and constants ct independent of N such that for any t, i, et,

st,i and s′t,i ∣∣V LP
t,i (st,i, et)− V LP

t,i (s
′
t,i, et)

∣∣ ≤ ct .

Combining Propositions 2.4.3 and 2.4.4 with Theorem 2.4.1, we obtain a bound on the

relaxation gap that is independent of N if the time horizon and the number of linking

constraints is fixed.
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Theorem 2.4.5. If Assumption 2.4.2 holds, then there exists a constant C independent of

N such that

V λ∗

1 (s1, e1)− V LP
1 (s1, e1) ≤ C ·max

t
Lt .

The constants in the three previous results depend on whether condition (i) or (ii) is

satisfied in Assumption 2.4.2. We provide expressions (depending on T , r̄,
¯
r, ℓ̄,

¯
ℓ, and ε)

for these constants in the proofs. For Theorem 2.4.5, when (i) holds, the constant C grows

quadratically in T ; when (ii) holds, the constant C grows exponentially in T .

For problems with a fixed time horizon and a fixed number of linking constraints,

Theorem 2.4.5 implies that the ALP and Lagrangian relaxations provide asymptotically

equivalent upper bounds whenever the optimal value V ∗
1 (s1, e1) grows faster than a con-

stant.6

Corollary 2.4.6. Consider a sequence of weakly coupled DPs indexed by N with both T

and Lt fixed. If Assumption 2.4.2 holds and lim
N→∞

V ∗
1 (s1, e1) → ∞, then

lim
N→∞

V λ∗
1 (s1, e1)− V LP

1 (s1, e1)

V ∗
1 (s1, e1)

= 0 .

In Appendix A.6, we provide numerical examples based on a dynamic production and

allocation application in which Assumption 2.4.2 holds and find the relaxation gaps to be

quite small, consistent with Theorem 2.4.5.

2.4.3 Problems with Zero Relaxation Gap

Theorem 2.4.1 implies that the relaxation gap is zero if the integrality gap of (2.6) equals

zero for every period t and possible exogenous state et. In this section, we provide sufficient

conditions for the separation problem (2.6) to have a totally unimodular structure — and

thus zero integrality gap — and we show that these conditions are satisfied by some widely

studied problems.

6Section 4.3.1 of [AM08] provides an infinite horizon example with a single linking con-
straint in which the relaxation gap grows linearly with N . Although this appears to
conflict with Theorem 2.4.5, the relaxation gap in this example can be tightened to a
constant by allowing the Lagrange multipliers to depend on time – see Appendix A.5 for
additional details.
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Assumption 2.4.7. For all t and et the following hold:

(i) For all i, st,i, and at,i, the vectors ℓt,i(st,i, et, at,i) (= ℓt,i(et, at,i)) are independent of

st,i; and

(ii) bt(et) is integral and for the variables xt,i(et, at,i) ∈ {0, 1} the constraint matrix

associated with the system

N∑
i=1

∑
at,i∈Āt,i(et)

ℓt,i(et, at,i)xt,i(et, at,i) ≤ bt(et) (2.12a)

∑
at,i∈Āt,i(et)

xt,i(et, at,i) = 1 ∀i = 1, . . . , N , (2.12b)

is totally unimodular, where Āt,i(et) =
⋃

st,i∈St,i
At,i(st,i, et).

In the case of binary action sets, i.e., At,i(st,i, et) ⊆ {0, 1}, Assumption 2.4.7(ii) is

equivalent to the matrix Lt(et, 1) −Lt(et, 0) being totally unimodular, where Lt(et, at) =

[ℓt,1(et, at) · · · ℓt,N (et, at)] and we take ℓt,i(et, at) = 0 if given (t, et), at is not in Āt,i(et).

Theorem 2.4.8. If Assumption 2.4.7 holds, the relaxation gap is zero, i.e., V λ∗
1 (s1, e1) =

V LP
1 (s1, e1).

To understand Theorem 2.4.8, consider the case when At,i(st,i, et) = At,i(et), i.e., action

sets are independent of st,i. When Assumption 2.4.7 holds, this implies that the feasible

sets At(st, et) are independent of st. Now consider the ALP separation problem (2.6) for a

given (t, et) and candidate ALP solution V . Since the constraints in (2.6) are independent

of states, for each subproblem action at,i ∈ At,i(et), it is optimal to set xt,i(ŝt,i, et, at,i) = 1

for any state ŝt,i such that δVt,i(ŝt,i, et, at,i) = minst,i δ
V
t,i(st,i, et, at,i) ≜ ¯

δVt,i(et, at,i). Thus the

ALP separation problem (2.6) reduces to

minimize
xt,i(et, at,i) ∈ {0, 1}

N∑
i=1

¯
δVt,i(et, at,i)xt,i(et, at,i)

subject to

N∑
i=1

∑
at,i∈At,i(et)

ℓt,i(et, at,i)xt,i(et, at,i) ≤ bt(et)
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∑
at,i∈At,i(et)

xt,i(et, at,i) = 1 ∀i = 1, . . . , N .

Due to Assumption 2.4.7(ii), the optimal value of this integer program equals the optimal

value of its LP relaxation, and there exists an optimal Lagrange multiplier for the linking

constraints such that the Lagrangian dual of the LP relaxation obtains the integer optimal

value as well.

When Assumption 2.4.7 holds, leveraging the construction within the proof of Theorem

2.4.1, we can make a stronger statement that the LP forms of both relaxations provide the

same upper bound in all states.

Corollary 2.4.9. If Assumption 2.4.7 holds, then for any optimal solution V LP to the

ALP relaxation (2.5), there exists an optimal solution (λ∗
t , V

λ∗
t,i (st,i, et)) to the Lagrangian

relaxation LP (2.7) such that V λ∗
t (st, et) = V LP

t (st, et) holds for all t and et that occur with

positive probability.

We now describe four widely studied problems in which Assumption 2.4.7 holds.

Generalizations of Restless Bandit Problems. In the traditional restless bandit

problem ([Whi88]), the subproblems correspond to N “arms” and the action at,i ∈ {0, 1}

indicates whether the DM “pulls” (or “activates”) arm i in period t. Arms evolve randomly

and independently with state transition probabilities that may depend on at,i and the DM

can pull up to bt arms in a given period and receives reward rt,i(st,i, at,i) in period t for arm

i. The goal is to maximize the total expected reward, summed across all arms and time

periods.

We consider a generalization of the restless bandit problem in which:

1. The arm action sets are general finite sets including 0 and the linking constraint

limits the number of arms for which at,i ̸= 0, i.e., up to bt arms can be activated with

any positive action in period t.

2. There is an exogenous state et that may affect arm rewards, arm state transition
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probabilities, arm action sets At,i(st,i, et), and the constraint bt(et) on the number of

arms that can be activated in a given period.

By including exogenous states, this model generalizes the multi-action restless bandit model

considered in [ZCJW19] as well as the “bandit superprocess” model considered in [Whi80],

in which non-activated arms do not change states and bt = 1.

This problem is a weakly coupled stochastic DP with a single linking constraint in each

period:

At(st, et) =

{
at ∈ At(st, et) :

N∑
i=1

1{at,i ̸=0} ≤ bt(et)

}
,

where 1{·} denotes the indicator function and we assume bt(et) is integral without loss of

generality.

That Assumption 2.4.7 holds in this problem follows from the fact that the constraint

matrix in Assumption 2.4.7(ii) contains only zero-one entries, there are at most two ones

in each column, and one of them must be in the first row (i.e., corresponding to constraint

(2.12a)), which implies the constraint matrix is totally unimodular ([HT56]).

The following result generalizes Theorem 7 in [AM08], which shows that for the (binary

action) restless bandit problem without exogenous states and with bt = 1 in every period,

the relaxation gap is zero. The proof technique for Theorem 7 in [AM08] differs from ours

in that [AM08] analyze the dual LPs associated with the ALP and Lagrangian relaxations.

Corollary 2.4.10. For the multi-action restless bandit problem with exogenous states, the

relaxation gap is zero.

Online Stochastic Matching Problems. In the online stochastic matching problem

([FMMM09]), the subproblems correspond to N advertisers and the action at,i ∈ {0, 1}

indicates whether or not the DM assigns the arriving impression to advertiser i. Impression

et ∈ E arrives with a known probability in each period. Advertiser states represent the

number of remaining ad displays, which evolve as st+1,i = st,i−at,i. The DM can assign an

impression to at most one advertiser. The goal is to maximize the total expected rewards

rt,i(st,i, et, at,i) summed across all time periods and advertisers.
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The action sets At,i(st,i, et) ⊆ {0, 1} capture the bipartite graph structure between

advertisers and impressions: we have At,i(st,i, et) = {0, 1} if (i) advertiser i and impression

et are connected and (ii) st,i > 0 and we have At,i(st,i, et) = {0} otherwise. This problem

is a weakly coupled stochastic DP — in fact, a special case of the (binary action) restless

bandit problem with exogenous states described in the previous section — with a single

linking constraint in each period and feasible action set:

At(st, et) =

{
at ∈ At(st, et) :

N∑
i=1

at,i ≤ 1

}
.

Corollary 2.4.11. For the online stochastic matching problem, the relaxation gap is zero.

Network Revenue Management with Markovian Requests. In network rev-

enue management ([Top09]), the subproblems correspond to N resources with limited ca-

pacity (e.g., flights) and the exogenous state et represents a randomly-arriving request for

a subset of resources (e.g., a flight itinerary, which is a collection of flights). The request

process (et)
T
t=1 follows a general time-dependent Markov process with transition proba-

bilities Qt(et+1|et), which includes the standard case of independent requests (but with

time-varying probabilities). This formulation could in principle capture problems with

randomly-evolving — and potentially serially correlated — market conditions that influ-

ence the distribution of requests, as such market conditions could be included as part of

the exogenous state.

The decision in each period is whether to accept or reject a request and accepting

request et generates reward r̂t(et). Requests consume resources: we denote the number

of remaining units of resource i in period t by st,i and request et consumes ci(et) units of

resource i. We denote DM actions by at,i ∈ {0, 1}, which indicates whether or not resource

i is used in period t to fulfill the current request et. The action sets are

At,i(st,i, et) =


{0, 1} if st,i ≥ ci(et),

{0} otherwise,

and the linking constraints reflect the fact that the DM has to either accept or reject the

full request, meaning that the actions at,i need to be the same for all i. We can write these
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linking constraints as at,i = at,i+1 for all i < N , which is equivalent to

At(st, et) =

{
at ∈ At(st, et) :

N∑
i=1

ℓiat,i = 0

}
,

where ℓi denotes the ith column of the (totally unimodular) matrix L ∈ {−1, 0, 1}(N−1)×N

with, for all i < N , Li,i = 1 and Li,i+1 = −1 and all other entries equal to zero.

We can write the rewards as rt,i(st,i, et, at,i) = r̂t(et)1{ci(et)>0}/|I(et)|, where I(et) de-

notes the set of resources i such that ci(et) > 0. Finally, the number of remaining units of

each resource transition as st+1,i = st,i− ci(et)at,i. (In this formulation for ease of notation

we assume the DM has to simultaneously accept or reject all resources for each request

but the definitions of the reward and state transition functions capture the facts that only

resources i ∈ I(et) generate rewards and requests only consume resources i ∈ I(et)).

The following result generalizes Proposition 2 in [KT16], which shows that for network

revenue management problems with ci(et) ∈ {0, 1} and independent request arrivals, the

relaxation gap is zero.

Corollary 2.4.12. For the network revenue management problem with Markovian requests,

the relaxation gap is zero.

Rather than analyzing the integrality gap of the ALP separation problems, [KT16]

consider the Lagrangian relaxation of the ALP, as in (2.8). By showing existence of optimal

Lagrange multipliers that perfectly coordinate acceptance decisions across resources in this

relaxation of the ALP (see Proposition 4 of [KT16]), they show that this relaxation of the

ALP separation problems incurs no additional loss, which leads to the equivalence result.

The equivalence result in [KT16] also follows from Proposition 3 of [VZ15], which shows

that their column generation subproblem for the ALP relaxation can be formulated as

a compact LP; [VZ15] prove this result by showing total unimodularity of their column

generation subproblem. Their formulation is different than our ALP separation problem

(2.6) in that they use different variable definitions related to linearizing the effect of capacity

in the ALP relaxation value functions as well as additional forcing constraints on their

binary variables.
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The proofs in [KT16] and [VZ15] rely on structural properties of optimal solutions to

the ALP relaxation – namely, diminishing marginal value in remaining resource capacity

and time. Although these structural properties are useful in their own right, the relaxation

gap from Theorem 2.4.5 allows us to establish equivalence of the bounds in network revenue

management problems without using properties of optimal ALP solutions.

Price-Directed Control of Relocating Resources. Motivated by applications in

logistics networks (e.g., [Ade07]) and shared vehicle systems (e.g., [BBC21] and many ref-

erences therein) a number of researchers have studied optimal control policies for resources

that circulate over a network of locations. Consider a network with N locations, represent-

ing the DP subproblems, and a finite number of resources distributed at these locations.

In each period, a request et = (ot, dt, pt) arrives according to some Markov process; the

request represents a customer who wants to move one unit of a resource (e.g., a rental car)

from location ot to location dt for a price pt.

The DM has to decide whether to accept or reject the request with the goal of maximiz-

ing the total expected rewards. We denote the number of resources in location i in period

t by st,i. The action sets are

At,i(st,i, et) =


{0, 1} if (i = ot and st,i > 0) or (i = dt),

{0} otherwise,

and the linking constraint reflects the fact that the actions at,i have to be the same for

locations ot and dt. We can write this linking constraint as at,ot = at,dt , which is equivalent

to

At(st, et) =

{
at ∈ At(st, et) :

N∑
i=1

ℓi(et)at,i = 0

}
,

where ℓot(et) = 1 and ℓdt(et) = −1 and all other coefficients are zero. The reward function

is rt,i(st,i, et, at,i) =
pt
2 · at,i1{i∈{ot,dt}} and the number of resources in each location evolves

as st+1,i = st,i + at,i1{i=dt} − at,i1{i=ot}.

Computing an optimal policy to this problem is challenging due to the fact that an

optimal policy requires keeping track of the number of resources at all locations. The ALP
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relaxation finds the best value function approximation that additively separates across

locations and the Lagrangian relaxation relaxes the linking constraints at,ot = at,dt , which

allows the DM to manage the locations independently. Other researchers (e.g. [BBC21])

have applied Lagrangian relaxations to variations of this problem.

Corollary 2.4.13. For the relocating resources problem described above, the relaxation gap

is zero.

2.5 Conclusion

Inspired by [AM08], in this chapter we have studied two widely used approximation tech-

niques for weakly coupled stochastic DPs: ALP relaxations and Lagrangian relaxations.

Our own experience aligns with the computational findings in [AM08]: the ALP approxi-

mations (which involve solving integer programs in each iteration of a constraint or column

generation procedure) are quite difficult to solve compared to the Lagrangian dual (which

typically involves solving a DP for each subproblem in isolation as part of a first-order

method). Moreover, this dramatic increase in computational effort often comes with little-

to-no benefit in terms of bound quality. The theory in this chapter confirms that this is

not a coincidence.
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Chapter 3

Dynamic Programs with Shared
Resources and Signals: Dynamic Fluid
Policies and Asymptotic Optimality

3.1 Introduction

In this chapter, we consider a decision maker (DM) making decisions across separate sub-

systems that are coupled by both a shared resource constraint as well as shared information.

Such problems arise in a variety of applications. For example, in applications such as adap-

tive clinical trials or online advertising, the DM has a constraint on the number of “arms”

(e.g., treatments or ads) that can be selected in each period, as well as exogenous informa-

tion that evolves randomly over time (e.g., the number of arriving patients or the number

of impressions during a given time interval). In capital budgeting problems, firms may con-

duct costly R&D to learn about the likelihood of success or failure of new products while at

the same time observing fluctuations in outside investments that affect the firm’s ability to

launch new products to market. In some inventory management problems, firms may have

limited production capacity across many locations (e.g., stores or warehouses) while observ-

ing changing market conditions that simultaneously affect demands over these locations. In

these and other problems with this structure, in order to achieve good performance the DM

needs to carefully coordinate resource allocation decisions across the subsystems as well as

dynamically adjust allocations in response to new information.

Motivated by these applications, we formulate and study a class of stochastic dynamic

programs (DPs) that we refer to as dynamic programs with shared resources and signals.

In each period the DM observes a signal, which describes the shared information, then

allocates a limited amount of a shared resource across a set of projects. The signal evolves

randomly according to an exogenous, finite-state Markov process and the signal may affect

the shared resource constraint, the rewards of each project, the state transition probabilities
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of each project, and the resource consumption of each project.

Solving the resulting DP is impractical unless the number of projects is small: the

number of states to consider in an optimal policy grows exponentially with the number of

projects. Because projects are coupled by the shared resource constraint, it is natural to

consider approximations based on Lagrangian relaxations that relax the shared resource

constraint in each period. These relaxations provide an upper bound on the performance

with an optimal policy and also decompose the problem across projects. However, even with

the shared resource constraints relaxed, the signal process nonetheless induces correlation

between the projects and we need to choose the Lagrange multipliers carefully in order to

achieve good performance. In particular, we consider Lagrange multipliers in each period

that depend on the history of signals up to that period. This choice fully “decouples” the

projects in the Lagrangian relaxation in that the project state distributions are independent

conditional on the signal history in each period.

The optimal Lagrangian dual problem, which chooses Lagrange multipliers to provide

the tightest possible upper bound, can be formulated as a linear program (LP) and its dual

LP can be interpreted as a form of a fluid relaxation. With Lagrange multipliers depending

on the history of signals in each period, the corresponding fluid relaxation is difficult to

solve directly as an LP. To address this challenge, we develop a dynamic fluid relaxation

that we show generates optimal policies and value functions to the fluid relaxation. This

dynamic fluid relaxation is based on a DP formulation that we show is piecewise linear and

concave in the fluid states. We exploit this structure and develop an iterative, primal-dual

algorithm that we show converges to the optimal value functions for the dynamic fluid

relaxation.

We also use the dynamic fluid relaxation to generate a feasible policy to the original

DP, i.e., the DP with shared resource constraints enforced. We analyze the performance

of the feasible dynamic fluid policy and derive an explicit bound on the performance loss

associated with this policy. Our analysis implies, under mild conditions, that the feasible

dynamic fluid policy and the dynamic fluid relaxation bound are asymptotically optimal
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as the number of projects grows large. We also provide analytical examples that show that

similarly constructed policies and performance bounds from Lagrangian relaxations with

restricted Lagrange multiplier forms (e.g., depending only on time or the current signal

state in each period) are not asymptotically optimal as the number of projects grows large.

We illustrate the framework and results on two of the applications described above.

The first is a dynamic capital budgeting problem with Bayesian learning in which a DM

decides which projects to select for R&D and, ultimately, which projects to fund given

uncertainty in the funding budget. The second is a multi-location inventory management

problem combining models studied in [EHN90] and [DAR98] in which a firm faces a limited

production capacity to fulfill demand in each period and the signal represents an observable

and changing market state that affects the distribution of demands at all locations.

3.1.1 Literature Review

Our model falls into the class of stochastic dynamic programs with both endogenous (i.e.,

action-dependent) and exogenous states. [Bra19] studies Markov decision processes that

include exogenous variables and develops “endogenous” forms of traditional DP algorithms

(policy and value iteration) with improved convergence speed for these problems. Although

our model fits into this framework with project states being endogenous and signal states

being exogenous, our focus is on the regime of many projects — and hence many endogenous

states — when exact solution of the stochastic DP is impractical. Our model is also

a “weakly coupled DP” in that it is comprised of subproblems that are coupled by the

shared resource constraints but otherwise independent. [Haw03, AM08, BM16] and [BS20]

study Lagrangian relaxations and fluid relaxations of weakly coupled DPs similar to the

Lagrangian relaxation in Section 3.3 below. Lagrangian relaxations of DPs have been used

in many applications including marketing [BM07], assortment optimization [CG07], network

revenue management [Top09], dynamic pricing [BBC21], and restless bandit and dynamic

selection problems (e.g., [HF17] and [BS20]), and multi-location inventory management

[MJC22]. The presence of exogenous state information (the signal) plays a central role in

our model and analysis and differentiates our work from all of these papers.
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The problem we study can be viewed as a generalization of the restless bandit problem

introduced by [Whi88] where (i) the DM may “select” each project multiple times in every

period, corresponding to allocating more of the shared resource to a project, with projects

potentially consuming different amounts of the shared resource; and (ii) there is exoge-

nous information (the signal) that can affect the shared resource constraint as well as each

project’s rewards, transition probabilities, and resource consumption amounts. [Whi88]

proposes a heuristic index policy by viewing the index as a breakeven Lagrange multiplier

and conjectured that in the infinite-horizon average reward setting this policy is asymp-

totically optimal as the number of projects (or “arms”) grows large. This conjecture was

later proved to be true under certain conditions by [WW90]. [BS20] develop an optimal

Lagrangian index policy for finite-horizon restless bandit problems (“dynamic selection

problems”) and prove this policy is asymptotically optimal in the regime of many arms;

they also provide examples in which Whittle’s index policy may not perform well and fails

to achieve asymptotic optimality. [HF17] study a restless bandit problem with a priori iden-

tical arms and a constant budget and prove their index policy is asymptotically optimal.

[ZCJW19] study a multi-action restless bandit problem and develop and analyze a policy

based on a perturbation of a fluid relaxation; we use a similar idea (in Appendix B.7) when

analyzing the performance of the feasible dynamic fluid policies as the time horizon grows

with the number of projects.

The problem we study can also be viewed as a generalized form of a finite-horizon

contextual bandit problem in which the “context” (signal, in our case) evolves according

to a given Markov process. Most of the literature on contextual bandits has focused on

minimizing regret — the performance gap between the proposed algorithm and an optimal

strategy with known parameters (e.g., [DHK08, AG13] and [RVR18]) — with an unknown

stochastic model. Our focus is instead on optimizing over non-anticipative policies in a

given stochastic model with a Markovian signal process.

The primal-dual algorithm we use to solve the dynamic fluid relaxation relates to the

literature on the Stochastic Dual Dynamic Programming (SDDP) approach to solving linear
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multistage stochastic programs. The SDDP algorithm proposed by [PP91] generates a

feasible policy using approximations of the value functions computed by Benders cuts. A

number of researchers have studied related variations that leverage the structure of the

particular applications studied (e.g., [CP99] and [BZ08]). [CP99] provide the first formal

proof about the convergence of their algorithm. [LP05] extend this proof and ideas to

other SDDP algorithms. [PG08] provide an alternate proof of this result that exploits the

fact that the subproblems have a finite number of extreme points and our algorithm and

convergence proof leverage similar ideas.

3.1.2 Contributions and Outline

Our main contributions are (i) a detailed analysis of Lagrangian relaxations and the de-

velopment and analysis of a corresponding dynamic fluid relaxation; (ii) the development

of the feasible dynamic fluid policy and a performance analysis that implies asymptotic

optimality of the policy as the number of projects grows large; (iii) the development of

a primal-dual algorithm for solving the dynamic fluid relaxation and a proof of its con-

vergence; and (iv) illustration of the model and methods on two applications that are of

practical interest but are difficult to solve.

We begin in Section 3.2 by describing the model, formulating the shared resource and

signal DP, and describing some applications that fit into the framework. In Section 3.3.1, we

first describe the Lagrangian relaxations with Lagrange multipliers depending on the history

of signals and study the structure of these Lagrangian relaxations; in Section 3.3.1.2, we also

describe some Lagrangian relaxations with Lagrange multipliers restricted to simpler forms.

We develop the fluid relaxation in Section 3.3.2. In Section 3.4, we develop the dynamic fluid

relaxation, establish its relationship to the Lagrangian dual problem developed earlier, and

define feasible dynamic fluid policies. In Section 3.5, we develop a primal-dual algorithm

for solving the dynamic fluid relaxation and show that the algorithm converges. In Section

3.6, we analyze the performance of the feasible fluid dynamic policy and show that under

mild conditions the policy is asymptotically optimal in the regime of many projects for

problems with a fixed time horizon. Finally, in Section 3.7, we demonstrate the model and
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approximations in the two applications described above. Proofs and additional discussions

are in the Appendix.

3.2 Model and Problem Formulation

We consider a special class of the problem described in Section 2.2, where the linking

constraints represent the limited amount of shared resources across subproblems. In each

period, the DM allocates a limited amount of a shared resource across a set of N projects,

indexed by i ∈ {1, . . . , N}. The projects evolve randomly over different states and we denote

the state of project i at time t by st,i and state of all projects by st = (st,1, . . . , st,N ).

We denote the set of states for project i by Si and the set of states for all projects by

S = ⊗N
i=1Si. We refer to the exogenous information as the shared signal (or simply the

signal) and denote the state of the signal in period t by zt and the set of signals by Z. We

assume that S and Z are finite.

In each period, the DM observes (st, zt) and selects an action at,i for each project from

the set At,i(st,i, zt), which we assume to be a finite set within R+ that contains 0 (a “no

allocate”/“no select” action) for all t, i, st,i and zt. We denote the actions selected for all

projects in period t by at = (at,1, . . . , at,N ) and denote the set of actions in period t and

state (st, zt) by At(st, zt) = ⊗N
i=1At,i(st,i, zt). We interpret at,i as an allocation to project

i of some amount of a limited resource that is shared across all projects in each period.

Project i consumes bt,i(st,i, zt, at,i) units of the resource in period t when the state of the

project and signal are st,i and zt, respectively, and action at,i is selected. We denote the

total amount of shared resource available in period t when the signal is zt by Bt(zt); we

assume for all t, i, st,i, and zt, that bt,i(st,i, zt, 0) = 0, bt,i(st,i, zt, at,i) > 0 for all at,i not

equal to 0, and Bt(zt) is nonnegative. We denote the DM’s set of feasible actions in period

t by At(st, zt), where

At(st, zt) =

{
at ∈ At(st, zt) :

N∑
i=1

bt,i(st,i, zt, at,i) ≤ Bt(zt)

}
.

Although we focus here on the case of a single shared resource constraint, in Appendix
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B.6 we extend the model and performance analysis to the case of multiple shared resource

constraints.

In each period, each project generates a reward that depends on time, the state of the

project, the signal, and the action for the project. We denote the reward for project i in

period t by rt,i(st,i, zt, at,i) and the total rewards in period t by

rt(st, zt,at) =

N∑
i=1

rt,i(st,i, zt, at,i).

Project states evolve randomly according to transition probabilities that depend on time,

the current project state, the signal, and the action for the project; we denote these tran-

sition probabilities by Pt,i(st+1,i|st,i, zt, at,i) for each project i and assume that transitions

are independent across projects conditioned on (st, zt,at). Signals evolve randomly accord-

ing to a time-varying Markov chain that is independent of all the projects; we denote the

corresponding transition probabilities by Qt(zt+1|zt).

A policy ρ = (ρt)
T
t=1 is a sequence of functions, where ρt maps from the period-t state

(st, zt) to ∆|At(st,zt)|, i.e., a probability distribution over actions; actions are then selected

randomly according to this distribution in each period given (st, zt). We say a policy ρ

is mixed if ρt is supported on more than one action for some t and in some state (st, zt)

(otherwise, we say ρ is deterministic). A policy ρ is feasible if ρt maps to a probability

distribution that is supported on At(st, zt) in every period t and every state (st, zt). We will

typically denote feasible policies by π = (πt)
T
t=1 and we denote the set of feasible policies

by Π. We will use the shorthand aπ
t to denote the action selected by π in period t given

the current state (st, zt), where it should be understood that this action may be generated

randomly when π is mixed. We also use sπt to denote the state process with policy π.

The DM’s problem is to find a feasible policy that maximizes the total expected reward

over all periods given the initial state (s1, z1), i.e.:

V ∗
1 (s1, z1) = max

π∈Π
E

[
T∑
t=1

rt(s
π
t , zt,a

π
t )

∣∣∣∣∣(s1, z1)
]
, (3.1)

where the expectation is taken over the stochastic process ((sπt , zt))
T
t=1 induced by the

policy.
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Following standard DP results (e.g. [Put94], Theorem 4.5.1) we have:

(a) For any initial state (s1, z1) we can calculate the optimal value recursively as

V ∗
t (st, zt) = max

at∈At(st,zt)

{
rt(st, zt,at) + E

[
V ∗
t+1(st+1, zt+1)

∣∣(st, zt,at)
]}

, (3.2)

where V ∗
T+1(sT+1, zT+1) = 0;

(b) There exists a deterministic optimal policy π∗ ∈ Π; and

(c) If π∗
t (st, zt) maximizes the right-hand side of equation (3.2) for every t and in every

state (st, zt) then π∗ is optimal.

Finally, for a feasible policy π, we define the associated value function

V π
t (st, zt) = E

[
T∑

τ=t

rτ (s
π
τ , zτ ,a

π
τ )

∣∣∣∣∣(sτ , zτ )
]
,

which we can write recursively as

V π
t (st, zt) = E [rt(st, zt,a

π
t )] + E

[
V π
t+1(st+1, zt+1)

∣∣(st, zt,aπ
t )
]
,

where, in the case of mixed policies, the expectation includes an averaging over the actions

selected by π.

3.2.1 Illustrative Applications

To help motivate the model, we now describe some applications that fit into this framework.

We provide numerical results based on the first two applications in Section 3.7.

3.2.1.1 Dynamic Capital Budgeting

We consider the problem of a firm conducting research and development (R&D) on and

allocating an uncertain and limited amount of capital to fund a set of projects. The first

T −1 periods are research periods in which the firm can gather information on each project

at a cost (e.g., by conducting R&D tests or experiments on the projects). The final period T

is the funding period in which the firm has a limited budget to fund a subset of the projects
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and only funded projects generate rewards (e.g., expected NPV of future revenues). The

firm funds projects in period T through an outside investment with values (zt)
T
t=1 that are

observable to the firm in each period and evolve randomly according to a given stochastic

process, with BT (zT ) representing the realized funding budget.

Projects rewards are uncertain and the firm has a prior distribution on the rewards for

each project. In research periods, conducting R&D on a project randomly and indepen-

dently generates information about that project and based on this observed information

the firm updates its beliefs about the project through Bayes’s rule. The firm’s goal is to

choose an R&D and funding policy to maximize the expected reward.

The optimal funding decision in this problem is straightforward: in period T , the firm

selects the subset of projects with the highest expected reward subject to the funding

constraint given zT . Finding an optimal R&D policy is, however, much more difficult.

In a given research period t, a high anticipated funding budget signaled by zt creates an

incentive for the firm to spend less in R&D, as incurring costs to learn about and distinguish

projects when a high funding budget is signaled may be wasteful. On the other hand, a

low anticipated funding budget signaled by zt creates an incentive for the firm to be more

selective and thereby invest more in R&D in an effort to find the best projects. Balancing

this trade-off even with a known funding budget is by no means obvious as there can be many

projects and projects themselves evolve randomly over heterogeneous states. Randomness

in the funding budget further complicates the challenge, as the firm needs to make R&D

decisions in each research period taking into account the random future evolution of the

funding budget.

In our examples, we consider a beta-binomial model in which all projects are a priori

identical and each project has an unknown success probability following a beta distribution

with parameter st,i = (αt,i, βt,i); if a project is funded in period T , the firm receives an

expected reward of
αT,i

αT,i+βT,i
ri, where ri is a profit margin. In research periods, the firm can

conduct R&D on project i up to at,i ≤ ā times at cost cat,i. The firm then observes ãt,i ∈

{0, . . . , at,i} “successes” for project i (and at,i − ãt,i “failures”) from these at,i experiments,
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where ãt,i follows a beta-binomial distribution with at,i trials and parameters (αt,i, βt,i).

The firm then updates the state for project i as st+1,i = (αt,i + ãt,i, βt,i + at,i − ãt,i). We

assume the signal zt follows a discrete geometric Brownian motion process with a given

drift and volatility. Our specific numerical assumptions are described in Section 3.7.1.

3.2.1.2 Multi-Location Inventory Management with Correlated Demands

In many inventory management problems firms face the challenges of both (i) limited

production capacity for managing inventory at multiple locations and (ii) demands that

are correlated across the locations due to shared market conditions that fluctuate over

time. We consider the problem a firm managing inventory of a product at a potentially

large number of locations (e.g., stores or warehouses) over a finite horizon. The state st,i

for each location i is the inventory level of the product at location i, which evolves as

st+1,i = (st,i + at,i − dt,i)
+, where dt,i is the random demand for the product at location

i in period t and at,i is the firm’s decision about how much of the product to allocate at

location i in period t. Each location has a limited capacity āi for inventory and the firm

has limited total production capacity Bt in each period, i.e., we require
∑N

i=1 at,i ≤ Bt.

A similar multi-location model is studied in [DAR98], who assume demands are indepen-

dent across locations. In many settings, however, we may expect the demand for products

to exhibit correlation across locations due to shared market conditions that fluctuate over

time (e.g., [EHN90, SZ93, CS01]). We adopt a demand model similar to [EHN90] in which

(zt)
T
t=1 represents an observable market state that affects the demand distributions at all

locations (e.g., macroeconomic factors that systemically influence demands or variations in

weather that affect the demand for seasonal products). The product demand at location i

in period t is given by dt,i = d̄t,izt + εt,i, where d̄t,i is a forecast of the expected demand

at location i in period t given zt and εt,i is a zero-mean forecast error. We assume εt,i are

independent over locations and time.

The firm generates revenue for selling the product and incurs production costs as well

as holding and shortage costs for leftover inventory and unmet demands, respectively. We
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can express the expected reward for location i in period t as

rt,i(st,i, zt, at,i) =E
[
(pt,i − ht,i) (st,i + at,i − dt,i)

+ − bt,i (st,i + at,i − dt,i)
−∣∣zt]

+ pt,id̄t,izt − ct,iat,i ,

where pt,i, ct,i, ht,i and bt,i are the per unit revenue, production cost, holding cost, and

unmet demand cost for the product at location i in period t, respectively. The firm’s

objective is to find a feasible production and allocation policy that maximizes expected

profits.

Similar to [EHN90], the observable market state (zt)
T
t=1 follows an autoregressive pro-

cess. We provide more details in Section 3.7.2.

3.2.1.3 Other Applications

By virtue of allowing projects to consume various amounts of a shared resource and in-

corporating exogenous information through the signal process, the model we study can

capture a variety of other applications. For example, models of response-adaptive clinical

trials involve Bayesian learning to find the best treatment for a disease (e.g., [AB16]) and

include the ability to assign multiple patients (the shared resource) to various treatments

(the projects). This ability to “batch” patients to treatments is necessary in practice, as

time lags in observing treatment outcomes render a fully sequential, response-adaptive al-

location of each patient to a treatment impossible. The model we study could also describe

generalizations of such problems in which the number of arriving patients evolves randomly

over time.1

Problems with a similar structure also arise in marketing. For example, [BM07] con-

sider an interactive marketing problem in which a marketer learns about a set of marketing

“messages” (the projects) by assigning them to customers with a specific segment (the

shared resource). In practice the number of available customers in each period may be ran-

dom. Recent research in A/B testing (e.g., [BFMS20]) also involves dynamically assigning

1For example, dealing with uncertainty in the number of available patients has been an
ongoing challenge in clinical trials for COVID-19 treatments; see, e.g., [NDS20].
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subjects either a new or a control “treatment” (e.g., a website design) in the presence of

random, covariate information about each subject. Although much of the literature on A/B

testing takes a frequentist approach, our model and results may be relevant and useful for

Bayesian forms of A/B testing, particularly with multiple treatments.

Our model also captures online matching problems: for example, advertisers (the

projects) have the capacity to display a certain number of advertisements to particular

impressions (the signal), which arrive randomly in each period. Here the shared resource

constraint represents the limit on the number of assignments per arriving impression (typi-

cally one), and only advertisers “connected” to an arriving impression may be assigned. Al-

though the literature on online matching problems focuses on different asymptotic regimes

than we study here (usually, as the time horizon and/or initial capacities grow large, vs.

number of projects and shared resource constraints growing large, as is our focus), the dy-

namic fluid relaxation and feasible dynamic fluid policy can be applied to these problems

and may perform well in many instances.

3.3 Lagrangian and Fluid Relaxations

The DP (3.2) is difficult to solve due in part to the shared resource constraint, which

couples projects and leads to a total number of DP states that grows exponentially with

the number of projects. In this section, we describe Lagrangian relaxations that relax the

shared resource constraint and include a Lagrangian penalty that penalizes violations of

the shared resource constraint. These Lagrangian relaxations greatly simplify the DP by

decomposing the problem across projects. We then describe an equivalent dual form of the

Lagrangian relaxation in terms of fluid relaxations.

Lagrangian relaxations are well-studied in the literature on weakly coupled stochastic

DPs (e.g., [Haw03, AM08, BM16], and [BS20]). A key innovation in the Lagrangian re-

laxations we consider is to allow the Lagrange multipliers in each period t to depend on

the period-t history of signals zt = (z1, . . . , zt) in every period t. This dependence on

signal histories, while unnecessary for optimal policies to the original DP (3.2), has impor-
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tant implications for the performance of these Lagrangian relaxations, as we will explain

shortly. On the other hand, the dependence of the Lagrange multipliers on zt also presents

computational challenges that we will later address.

3.3.1 Lagrangian Relaxations

In this section we consider Lagrangian relaxations of (3.1) where we relax the shared re-

source constraint
∑N

i=1 bt,i(st,i, zt, at,i) ≤ Bt(zt) and penalize violations of this constraint

with a Lagrangian penalty. Here we focus on nonnegative Lagrange multipliers λ =

(λ1(z1), . . . , λT (zT )) that depend on the time period and may also depend on the his-

tory of signals zt in each period t. We denote the feasible set of Lagrange multipliers by

Λ =
{
λ : λt(zt) ≥ 0 ∀t, zt ∈ Zt

}
.

Analogous to the DP (3.2), we can solve the Lagrangian relaxation recursively as a DP

given by

Lλ
t (st, zt) = max

at∈At(st,zt)

{
rt(st, zt,at) + λt(zt)

[
Bt(zt)−

N∑
i=1

bt,i(st,i, zt, at,i)

]

+ E[Lλ
t+1(st+1, zt+1)|(st, zt,at)]

}
,

(3.3)

where we take Lλ
T+1(sT+1, zT+1) = 0.

The following result is analogous to Proposition 2.3.2 but with Lagrange multipliers

depending on the history of signals.

Proposition 3.3.1. For any λ ∈ Λ, the following hold for all t and (st, zt):

(a) (Weak Duality). V ∗
t (st, zt) ≤ Lλ

t (st, zt); and

(b) (Decomposition). The Lagrangian value function satisfies

Lλ
t (st, zt) =

T∑
τ=t

E [λτ (zτ )Bτ (zτ )|zt] +
N∑
i=1

Lλ
t,i(st,i, zt) , (3.4)
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where Lλ
t,i(st,i, zt) is the value function for the project-specific DP, which satisfies

Lλ
t,i(st,i, zt) = max

at,i∈At,i(st,i,zt)

{
rt,i(st,i, zt, at,i)− λt(zt)bt,i(st,i, zt, at,i)

+ E[Lλ
t+1,i(st+1,i, zt+1)|(st,i, zt, at,i)]

}
,

(3.5)

where Lλ
T+1,i(sT+1,i, zT+1) = 0.

Thus, for any λ ∈ Λ, the value Lλ
1 (s1, z1) is an upper bound on the performance of

an optimal policy to (3.1) that can be used as benchmark to evaluate the performance

of feasible policies. The advantage of the Lagrangian relaxation is that, for any set of

nonnegative Lagrange multipliers, the Lagrangian DP can be decomposed into independent

project-specific problems and the project-specific value function for project i in period t

only depends on st,i as opposed to the states of all projects st.

Although the Lagrangian relaxation decomposes into a sum of project-specific DPs, the

signal state space for each of these project-specific DPs grows exponentially in t, which

makes a direct solution (e.g., by backwards recursion) of the project-specific DPs (3.5)

impractical unless |Z| or T are very small. For example, in the dynamic capital budgeting

examples we consider in Section 3.7.1, we take |Z| = 50 and T = 12. The number of states

for the project-specific DPs (3.5) at time t in these examples equals |St| × 50t−1, which at

time T is larger than |ST | × 4× 1018.

3.3.1.1 The Optimal Lagrangian Dual Problem

As discussed in Proposition 3.3.1, the Lagrangian relaxation provides an upper bound for

the optimal value function. It remains to identify Lagrange multipliers to provide tightest

possible upper bound. The optimal Lagrangian dual problem is

min
λ∈Λ

Lλ
1 (s1, z1) .

Following standard results in the literature on weakly coupled DPs (e.g., [AM08]), we

can formulate the optimal Lagrangian dual problem as a linear program (LP) :

minimize
λt(zt), L

λ
t,i(st,i, zt)

T∑
t=1

E [λt(zt)Bt(zt)] +

N∑
i=1

Lλ
1,i(s1,i, z1) (3.6a)
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subject to

Lλ
t,i(st,i, zt) ≥ rt,i(st,i, zt, at,i)− λt(zt)bt,i(st,i, zt, at,i) + E

[
Lλ
t+1,i(st+1,i, zt+1)

∣∣∣(st,i, zt, at,i)
]
,

∀(t, i, st,i, zt, at,i), (3.6b)

λt(zt) ≥ 0, ∀(t, zt) . (3.6c)

where we set Lλ
T+1,i(sT+1,i, zT + 1) = 0. Constraints (3.6b) impose Bellman optimality for

the Lagrangian relaxation value function, represented through the LP variables Lλ
t,i(st,i, zt).

Although in principle we can solve the optimal Lagrangian dual problem in several ways

(e.g., a subgradient method as in [Top09], a cutting plane method as in [BS20], or directly

as an LP), these approaches are impractical unless |Z|T is small.

3.3.1.2 Restricted Lagrangian Dual Problems

In this section we describe two restricted Lagrangian relaxations that are both natural to

consider and also lead to simpler dual problems. Specifically, we can consider Lagrange

multipliers restricted to being within the sets:

1. ΛS = {λ : λt(zt) = λt(z
′
t) ∀(t, zt, z

′
t) s.t. zt = z′t}, i.e., the Lagrange multipliers

in every period t depend only on the current signal zt (S for “signal-dependent”

Lagrange multipliers).

2. ΛT = {λ : λt(zt) = λt(z
′
t) ∀(t, zt, z

′
t)}, i.e., the Lagrange multipliers in every period

t are constant (T for “time-dependent” Lagrange multipliers).

In both cases, the Lagrangian relaxations decompose across projects, but now the project-

specific DPs greatly simplify in that project-specific value functions depend only on the

states (st,i, zt) in every period. Given that ΛT ⊆ ΛS ⊆ Λ, it follows that the corresponding

Lagrangian dual problems satisfy

min
λ∈Λ

Lλ
1 (s1, z1) ≤ min

λ∈ΛS

Lλ
1 (s1, z1) ≤ min

λ∈ΛT

Lλ
1 (s1, z1) .

Restricting Lagrange multipliers to be within these two sets reduces the number of

states in the project-specific DPs to be linear in |Z|. Thus these two relaxations are easier
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to solve and may provide reasonable approximations to the original DP in some cases. Of

course, other forms of restricted Lagrange multipliers are possible and may also perform

well in some cases.

In general the restricted Lagrangian relaxations described above, however, do not pro-

vide asymptotically optimal performance bounds or policies due to the fact that project

states are not independent in these relaxations. We now provide some intuition for this.

Intuition for Needing Lagrange Multipliers to Depend on Signal Histories.

Figure 3.1 gives some intuition as to why the restricted Lagrangian relaxations lead to de-

pendence across projects despite the fact that these relaxation value functions decompose

across projects. In Figure 3.1, we use the optimal solution of restricted Lagrangian relax-

ation dual with λ ∈ ΛS for the dynamic capital budgeting example described in Section

3.2.1.1 (and later in Section 3.7.1) assuming all projects are a priori identical and that

at most one R&D experiment can be performed on each project in research periods. In

this example there are T = 12 periods. Panel (a) shows the distribution of the number of

times a project is selected for R&D using an optimal policy to the restricted Lagrangian

relaxation, averaging over all signal processes and project states, conditional on zT = 24

(corresponding to a funding budget in period T of 48% of projects). Here we see that a

given project will be selected for R&D anywhere from 1 to 5 times and on average a project

is selected for R&D about 2.25 times.

In panel (b), we show two possible signal histories z1
T and z2

T both ending at zT = 24.

Signal history z1
T (dashed blue with squares) grows quickly initially — suggesting in the

first few periods that a large funding budget may be realized — then decreases to zT = 24

from period 8 onwards. Signal history z2
T (dotted red with circles) on the other hand grows

smoothly to zT = 24.

With signal history z1
T , the funding budget is initially anticipated to be large, and an

optimal policy in the restricted Lagrangian relaxation will not select a project for R&D

more than twice and on average will select a project for R&D only about 1.5 times (panel

c). Intuitively, given that a large funding budget is initially anticipated, the optimal policy
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Figure 3.1: Illustration of how the signal process induces dependence in the La-

grangian relaxation with λ restricted to be in ΛS.

prefers to allocate R&D effort towards finding a large number of projects that are of “good”

but not necessarily “great” quality (i.e., one or two successful R&D results). On the other

hand, with z2
T , an optimal policy tends to select a given project for R&D more, up to 5

times and about 2.45 times on average (panel d): in this case, a funding budget initially
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anticipated to be smaller leads to an optimal policy that aims to find a smaller subset

projects that are of higher quality (i.e., three or more successful R&D results).

Because the signal process affects all projects, it follows that project states are correlated

using this restricted Lagrangian relaxation: if one project has been selected for R&D several

times by period T , this provides information about the possible signal history leading to

zT , which in turn provides information about the state distribution of other projects.

With Lagrange multipliers that depend on the signal history in each period, however,

all information about the signal history is embedded within the Lagrange multipliers and

projects are thus conditionally independent. Although restricted Lagrangian relaxations

may provide good approximations in some cases, conditional independence of the projects

in the Lagrangian relaxation is essential for obtaining asymptotically optimal policies in

general and we provide more detail in Section 3.6.

3.3.2 Fluid Relaxation

The dual LP of the optimal Lagrangian relaxation LP (3.6) provides “state occupancy

measures,” which arise frequently in the study of weakly coupled DPs (e.g., [AM08, BM16],

and [HF17]). Specifically, the dual variables represent the probabilities of visiting particular

states and taking specific actions in the optimal Lagrangian relaxation. We will use this

dual formulation in generating feasible policies that we can apply to the original problem.

Specifically, the dual LP of the optimal Lagrangian relaxation LP (3.6) is

maximize
µt,i(st,i, zt, at,i)

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

rt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i) (3.7a)

subject to

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i) ≤ Qt(zt)Bt(zt), ∀(t, zt), (3.7b)

∑
at+1,i

µt+1,i(st+1,i, zt+1, at+1,i) =
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)µt,i(st,i, zt, at,i),

∀t < T, (i, st+1,i, zt+1), (3.7c)
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∑
a1,i

µ1,i(s1,i, z1, a1,i) = 1, ∀i, (3.7d)

µt,i(st,i, zt, at,i) ≥ 0, ∀(t, i, st,i, zt, at,i) , (3.7e)

where Qt(zt) =
∏t−1

τ=1Qτ (zτ+1|zτ ) denotes the probability of a signal history zt.

We can interpret the variable µt,i(st,i, zt, at,i) as the probability that project i in pe-

riod t visits state (st,i, zt) and action at,i is selected. Constraints (3.7d) require that these

probabilities sum to one in the initial state and constraints (3.7c) are “flow balance” con-

straints that describe the evolution of these probabilities over time. Constraint (3.7b) is

a relaxation of the shared resource constraint: for every history of signal states zt up to

period t, this constraint requires the shared resource constraint hold in expectation, where

the expectation is taken over the possible project states st conditional on zt. The objective

of (3.7) is to maximize the total expected reward.

The following result formalizes this intuition and adds a bit more.

Proposition 3.3.2. The optimal values of the optimal Lagrangian relaxation LP (3.6)

and the fluid relaxation LP (3.7) are the same. Moreover, consider any optimal solution(
λ∗, Lλ∗

t,i (st,i, zt)
)
to (3.6) and any optimal solution µ∗

t,i(st,i, zt, at,i) to (3.7) and consider

a mixed policy (ρ∗t )
T
t=1 that, independently for each project i, selects action at,i in period t

and state (st,i, zt) with probability

µ∗
t,i(st,i, zt, at,i)∑

a′t,i∈At,i(st,i,zt)
µ∗
t,i(st,i, zt, a′t,i)

.

(a) ρ∗ is an optimal (mixed) policy to the Lagrangian relaxation with λ∗.

(b) For any state (st,i, zt), if a given action at,i is uniquely optimal (respectively, strictly

suboptimal) to the Lagrangian DP (3.3) with λ∗, then ρ∗t,i(st,i, zt) = at,i with proba-

bility one (respectively, ρ∗t,i(st,i, zt) = at,i with probability zero).

(c) For every period t and every zt, we have(
E

[
N∑
i=1

bt,i(s
ρ∗

t,i, zt, a
ρ∗

t,i)

∣∣∣∣∣zt

]
≤ Bt(zt)

)
⊥ (λ∗

t (zt) ≥ 0) , (3.8)

where ⊥ indicates that at least one of these conditions is binding.
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Thus we can interpret the fluid relaxation LP (3.7) as an optimization over mixed

policies that satisfy the shared resource constraint in expectation for every period t and

every signal history zt.

The corresponding dual problems for the restricted Lagrangian relaxations described in

3.3.1.2 are provided in Appendix B.5. For Lagrange multipliers that depend on time and

current signal state, i.e., optimizing over ΛS (respectively, just time, i.e., optimizing over

ΛT), the shared resource constraint holds in expectation for each time period for each signal

zt (respectively, for each time period). Moreover, the dual formulations of the restricted

Lagrangian relaxations also relax the flow balance constraints (3.7c) by aggregating over

signal histories zt.

3.4 Dynamic Fluid Relaxation

In this section, we derive a dynamic fluid relaxation of the original problem (3.1) in the

form of a DP and show that this DP is equivalent (in a sense we make precise) to the

fluid relaxation LP (3.7). This DP formulation will be the foundation for the primal-dual

algorithm that we use in Section 3.5 to solve the fluid relaxation. The fluid relaxation

written as an LP in (3.7) is difficult to solve because, although the project fluid states

evolve in a deterministic manner according to the flow balance constraints (3.7c), we need

to solve for the optimal distribution across actions in every period and project for every

history zt of signals. We address this difficulty by writing the fluid relaxation as a stochastic

DP that is Markovian with respect to the current signal zt but represents the project states

with continuous variables.

Specifically, we recast the state variables at time t to be: (i) the proportion of project i

in state st,i ∈ Si at time t, which we denote by ft,i(st,i); and (ii) zt, as before. Similarly, the

decision variables at time t, which we denote by ut,i(st,i, zt, at,i), represent the proportion

of project i that is in state st,i and have action at,i selected. By construction, we have

∑
st,i∈Si

ft,i(st,i) = 1, ∀(t, i),
∑

at,i∈At,i(st,i,zt)

ut,i(st,i, zt, at,i) = ft,i(st,i), ∀(t, i, st,i, zt).
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By letting f t = (ft,i(st,i)) and ut = (ut,i(st,i, zt, at,i)), we consider the “fluid” DP

V F
t (f t, zt) = max

ut∈Ut(f t,zt)

{
N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i)

+ E
[
V F
t+1

(
f t+1, zt+1

)∣∣(f t, zt,ut)
]}

,

(3.9)

where

Ut (f t, zt) =

{
ut ≥ 0 :

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) ≤ Bt(zt),

∑
at,i

ut,i(st,i, zt, at,i) = ft,i(st,i) ∀(i, st,i)

}

and

ft+1,i(st+1,i) =
∑

st,i∈Si

∑
at,i∈At,i(st,i,zt)

Pt,i(st+1,i|st,i, zt, at,i)ut,i(st,i, zt, at,i) , (3.10)

which we denote with the shorthand f t+1 = P t(zt)ut. In this formulation, the project

states evolve in a deterministic manner as a “fluid” according to (3.10) and a given project

may “split” across states. We refer to (3.9) as the dynamic fluid relaxation.

We will develop an algorithm solving the dynamic fluid relaxation (3.9) in Section 3.5.

This algorithm relies on some structural properties. First, the dynamic fluid relaxation

value functions V F
t (f t, zt) are concave and piecewise linear in f t. Since a concave and

piecewise linear function is differentiable almost everywhere and the right-hand side of

equation (3.9) is a convex optimization problem — in fact, an LP, as we now show — given

any (f t, zt), we can also obtain a supergradient of V F
t (f t, zt) at f t from the corresponding

dual variables.

Proposition 3.4.1.

(a) (Concavity). For every zt, V
F
t (f t, zt) is concave and piecewise linear in f t.

(b) (Supergradients). For any (f t, zt), the optimization problem in (3.9) can be written

as a linear program. Let θt denote any optimal dual variables corresponding to the
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constraints
∑

at,i
ut,i(st,i, zt, at,i) = ft,i(st,i) ∀(i, st,i). Then θt is a supergradient of

V F
t (f t, zt) at f t:

V F
t (f

′
t, zt) ≤ V F

t (f t, zt) + θ⊤
t (f

′
t − f t) for all f ′

t.

Finally, the following result establishes the relationship of the dynamic fluid relaxation

to the relaxations developed in Section 3.3.

Proposition 3.4.2. Let (f∗
t , zt,u

∗
t ) denote an optimal process associated with the dynamic

fluid relaxation (3.9) and µ∗
t,i(st,i, zt, at,i) denote an optimal solution to the fluid relaxation

LP (3.7).

(a) µt,i(st,i, zt, at,i) = Q(zt)u
∗
t,i(st,i, zt, at,i) is an optimal solution to LP (3.7). Moreover,

for any zt with Qt(zt) > 0, actions (uτ )
t
τ=1 where uτ,i(sτ,i, zτ , aτ,i) =

µ∗
τ,i(sτ,i,zτ ,aτ,i)

Qτ (zτ )

are optimal to the DP (3.9).

(b) For every t and any (f t, zt) and random initial state s̃t such that s̃t,i is distributed

as (ft,i(st,i))st,i∈Si,

E [V ∗
t (s̃t, zt)] ≤ V F

t (f t, zt) .

(c) For any λ ∈ Λ and for any (f t, zt),

V F
t (f t, zt) ≤

T∑
τ=t

E [λτ (zτ )Bτ (zτ )|zt] +
N∑
i=1

∑
st,i

ft,i(st,i)L
λ
t (st,i, zt).

(d) For any optimal solution
(
λ∗
t (zt), L

λ∗
t,i (st,i, zt)

)
to the optimal Lagrangian relaxation

LP (3.6) and for any zt,

V F
t (f

∗
t , zt) =

T∑
τ=t

E [λ∗
τ (zτ )Bτ (zτ )|zt] +

N∑
i=1

∑
st,i

f∗
t,i(st,i)L

λ∗

t,i (st,i, zt).

Moreover, Lλ∗
t,i (st,i, zt) is a supergradient of V F

t with respect to f t at (f
∗
t , zt).

Proposition 3.4.2(a) asserts that we can obtain an optimal policy to the dynamic fluid

relaxation (3.9) from any optimal solution to the fluid relaxation LP (3.7) and vice versa.
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Figure 3.2: In this illustration, there are three signal histories zt, each with the

same signal zt in period t. The dynamic fluid relaxation value function is plotted in

green. The blue (dashed) hyperplanes are active at one of three possible fluid states,

and the red (dotted) hyperplanes are active at other fluid states, which are not visited

by the optimal dynamic fluid policy.

Parts (b) and (c) show that the dynamic fluid relaxation provides a performance bound on

the optimal value function that is weakly tighter than any Lagrangian relaxation, although

part (d) adds that the dynamic fluid relaxation and the optimal Lagrangian relaxations

coincide along an “optimal fluid path.”

3.4.1 Feasible Dynamic Fluid Policies

An optimal policy to the dynamic fluid relaxation can be implemented as follows. First,

given a signal history zt and the dynamic fluid relaxation value functions V F
t , we can solve

for a sequence of fluid optimal actions u∗
t in each period t by repeatedly solving (3.9) given

the current state (f∗
t , zt) — by Proposition 3.4.1, u∗

t can be calculated by solving a linear

program in each period. We then update the fluid states as f∗
t+1 = P t(zt)u

∗
t . Then,

independently for each project i, when in state st,i we select action at,i with probability

u∗t,i(st,i, zt, at,i)/(
∑

a′t,i∈At,i(st,i,zt)
u∗t,i(st,i, zt, a

′
t,i)). Note that for a given signal history zT

the process (u∗
t )

T
t=1 is deterministic. The following definition formalizes this construction.
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Definition 3.4.1. The dynamic fluid policy ρ∗ selects action at,i for project i in state st,i

in period t with probability u∗t,i(st,i, zt, at,i)/(
∑

a′t,i∈At,i(st,i,zt)
u∗t (st,i, zt, at,i)), independently

across projects, where

u∗
t ∈ argmax

ut∈Ut(f
∗
t ,zt)


N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) + E
[
V F
t+1

(
f t+1, zt+1

)∣∣(f∗
t , zt,ut)

] ,

and fluid states evolve as f∗
t+1 = P t(zt)u

∗
t .

Propositions 3.3.2(a) and 3.4.2(a) imply that the dynamic fluid policy is also an optimal

mixed policy to the Lagrangian relaxation with optimal Lagrange multipliers λ∗. The

dynamic fluid policy may not be feasible to the original DP (3.2) because the shared resource

constraint may be violated with positive probability in some states, although according to

Proposition 3.3.2(c) for every signal history zt the period-t shared resource constraint will

hold in expectation.

We now describe one way to obtain feasible policies from the dynamic fluid relaxation.

Given a current state and action aρ∗

t for the dynamic fluid relaxation, the feasible policies

we consider will first rank the projects according to states (and possibly actions using ρ∗),

then assign either 0 or aρ
∗

t,i resources to each project in their ranked order, ensuring shared

resources are used in maximal fashion. We make this precise with the following definitions.

Definition 3.4.2. A priority index ranking, given a state (st, zt) and an action at in period

t, calculates a value vt,i(st,i, zt, at,i) for every project i then sorts the projects in decreasing

order of these values. We assume this ranking is unique for every period, state, and action

(i.e., no ties).

We will denote priority index rankings by σ, suppressing the dependence on time, states,

and actions. Definition 3.4.2 is a natural generalization of an index policy (e.g., [Whi88])

from the literature on multi-armed bandit problems. However, this definition does not fully

specify a policy in our model because it does not describe how to allocate shared resources

across the projects. We now describe how we do this in the feasible dynamic fluid policies

we consider.
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Definition 3.4.3. Given a randomly generated action aρ∗

t for the dynamic fluid policy in

the current state, a feasible dynamic fluid policy πF: (i) ranks projects according to any

priority index ranking σ using the current state and aρ∗

t and (ii) assigns projects shared

resources in order of σ, i.e., for j = 1, . . . , N , we take aπF

t,σ(j) = aρ
∗

t,σ(j) if enough shared

resource remains and aπF

t,σ(j) = 0 otherwise.

In words, a feasible dynamic fluid policy πF “follows” the dynamic fluid policy ρ∗ as

closely as possible in that if the realized actions from ρ∗ satisfy the shared resource con-

straint in a given state, then πF allocates the shared resource identically to ρ∗; otherwise,

if the realized actions from ρ∗ violate the shared resource constraint in a given state, then

πF allocates the shared resource to a subset of actions by ρ∗ in a maximal way, as defined

above. Many priority index rankings are possible: in our numerical examples, we will use

a priority index ranking that simply ranks projects by project index number, i.e., we take

σ(j) = j for all j = 1, . . . , N in every period and state. More sophisticated rankings (e.g.,

based on an approximate value function, such as Lλ∗
t,i ) may perform even better.

In our examples in Section 3.7 and in some of the performance analysis in Section

3.6, we will discuss policies from the restricted Lagrangian relaxations in Section 3.3.1.2.

We generate these policies analogously as in Definition 3.4.3 with the difference that we

start with an optimal mixed policy from the corresponding restricted Lagrangian relaxation

rather than ρ∗.

3.5 Primal-Dual Algorithm for the Dynamic Fluid Relax-
ation

In this section, we discuss how to solve the dynamic fluid relaxation (3.9) with a primal-

dual algorithm that is a form of stochastic dual dynamic programming applied to our

problem. The algorithm uses the piecewise linear, concave structure of the dynamic fluid

value functions to build approximations to V F
t (f t, zt) from above; these approximations

improve with each iteration of the algorithm. We refer to the algorithm as primal-dual

because it generates an approximate value function to the fluid optimal value function that
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in every iteration provides (a) a feasible policy in the fluid relaxation — and hence a lower

bound on V F
1 (f1, z1) — and (b) a dual upper bound on V F

t (f t, zt) in every period t for every

(f t, zt).

At each iteration j, the algorithm maintains sets Kj
t (zt) of slope-value pairs (θ, v),

where θ ∈ R
∑N

i=1 |Si| and v ∈ R, that provide a piecewise linear, concave approximation of

the form

V̄ j
t (f t, zt) = min

(θ,v)∈Kj
t (zt)

{
θ⊤f t + v

}
,

for every (t, zt), where we take V̄ j
t (f t, zt) = 0 if Kj

t (zt) = ∅; we take Kj
T+1 = ∅ for all j.

These piecewise linear, concave approximations will provide upper bounds to V F
t (f t, zt) in

all states.

Each iteration j of the algorithm proceeds as follows:

1. Signal sampling. We sample M independent (zm
T )Mm=1 signal sequences.

2. Primal evaluation step. For every sampled signal sequence, we calculate the fluid se-

quence (fm
t )Tt=1 forwards in time, starting with the initial state fm

1 = f1. Given (fm
t , zmt ),

we take fm
t+1 = P t(z

m
t )um

t , where um
t is any optimal solution to the right-hand side of

V̂ j
t (f

m
t , zmt ) = max

ut∈Ut(f
m
t ,zmt )

{
N∑
i=1

∑
st,i,at,i

rt,i(st,i, z
m
t , at,i)ut,i(st,i, z

m
t , at,i)

+ E
[
V̄ j
t+1

(
f t+1, zt+1

)∣∣∣(fm
t , zmt ,ut)

]}
,

(3.11)

which can be solved as an LP (see problem (B.2) in Appendix B.2). The fluid sequence

(fm
t )Tt=1 represents the fluid states that are visited by the fluid policy that selects actions

“greedily” with respect to the approximate value functions V̄ j
t+1 given zm

T . In addition,

as explained below, we can use the values V̂ j
t (f

m
t , zmt ) to estimate the performance of this

feasible policy in the fluid relaxation.
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3. Dual improvement step. We improve the approximations V̄ j
t by adding new pieces to

generate V̄ j+1
t . Specifically, working backwards in time starting from T , we calculate the

values

Ṽ j
t (f

m
t , zt) = max

ut∈Ut(f
m
t ,zt)

{
N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i)

+ E
[
V̄ j+1
t+1

(
f t+1, zt+1

)∣∣∣(fm
t , zt,ut)

]}
,

(3.12)

for each of the M sampled fluid states fm
t and for every signal zt ∈ Z, which can be done by

solving a set of LPs. We show that Ṽ j
t (f

m
t , zt) ≤ V̄ j

t (f
m
t , zt). Moreover, analogous to Propo-

sition 3.4.1(b), an optimal dual variable θm
t (zt) for the constraints

∑
at,i

ut,i(st,i, zt, at,i) =

fm
t,i(st,i) provides a supergradient to the expression on the right-hand side of (3.12), i.e.,

the linear function Ṽ j
t (f

m
t , zt)+θm

t (zt)
⊤(f t−fm

t ) is an upper bound to the right-hand side

of (3.12) for all fluid values f t.

In this way, we add the new “pieces”
(
θm
t (zt), Ṽ

j
t (f

m
t , zt)− θm

t (zt)
⊤fm

t

)
to the set

Kj
t (zt) to form the set Kj+1

t (zt).
2 After doing this for all zt, we repeat at t− 1.

Algorithm 2 above provides a formal description3 and the following result summarizes

some properties about these values.

Proposition 3.5.1.

(a) (Dual Values in Algorithm 2). For all iterations j ≥ 1, periods t and states (f t, zt):

(i) V̄ j
t (f t, zt) is nonincreasing in j; and

2Although Algorithm 2 as stated adds all possible pieces in every iteration, it is sufficient
for convergence to only add pieces that strictly improve the approximation, i.e., only add
pieces when Ṽ j

t (f
m
t , zt) < V̄ j

t (f
m
t , zt). This follows from Lemma B.3.2, which shows that

if no new improving pieces are added for a sufficiently large number of iterations, then
the approximation is optimal with probability one.

3Although we do not take advantage of this in our examples, step 7 can be performed over
all (zt,f

m
t ) in parallel. It is also possible to replace V̄ j+1

t+1 with V̄ j
t+1 in calculating the

dual improvement in (3.12), which would also admit parallel computations across time
(but require a modified V̄ 0

t to ensure an upper bound in each iteration). We thank an
anonymous referee for these insightful observations.
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Algorithm 2: Primal-Dual Fluid Relaxation Algorithm

Input : K0
t (zt) = ∅ and an iteration limit J .

1 For j = 0, . . . , J − 1

2 Sample M independent signal sequences (zm
T )

M
m=1.

3 Primal evaluation: compute M fluid sequences (fm
t )

T
t=1 according to

(3.11).

4 Dual improvement: for t = T, . . . , 1

5 For all zt ∈ Z

6 For all (fm
t )

M
m=1

7 Calculate Ṽ j
t (f

m
t , zt) by solving (3.12) and obtain θm

t (zt) from

an optimal extreme point solution to the dual LP.

8 End (fm
t )

M
m=1

9 Kj+1
t (zt) = Kj

t (zt) ∪
{(

θm
t (zt), Ṽ

j
t (f

m
t , zt)− θm

t (zt)
⊤fm

t

)}
.

10 End (zt)

11 End (t)

12 End (j)

Output: V̄ J
t (f t, zt).

(ii) V̄ j
t (f t, zt) ≥ V F

t (f t, zt).

(b) (Primal Values in Algorithm 2).

(i) The quantity 1
M

M∑
m=1 ¯

V m, where

¯
V m = V̂ j

1 (f1, z1) +
T∑
t=2

(
V̂ j
t (f

m
t , zmt )− V̄ j

t (f
m
t , zmt )

)
,

is an unbiased estimate of the performance of the fluid policy that selects actions

greedily with respect to V̄ j
t (f t, zt).

(ii) For every zm
T ,

¯
V m ≤ V̄ j

1 (f1, z1), with equality holding if and only if V̄ j
t satisfies

the Bellman equation (3.9) at states (fm
t , zm

t ) for all periods t.
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Although the description of the algorithm above takes an iteration limit J as input,

we can also take a tolerance ϵ ≥ 0 as an input and stop the algorithm whenever the

suboptimality estimate V̄ j
1 (f1, z1) − 1

M

M∑
m=1 ¯

V m is less than or equal to ϵ. For a large

enough number of iterations the algorithm converges to an optimal solution to the fluid

DP.

Theorem 3.5.2 (Convergence). With probability one, V̄ j
t satisfies the Bellman equation

(3.9) at any fluid optimal state (f∗
t , zt) in a finite number of iterations.

We briefly explain the intuition for Theorem 3.5.2. We approximate V F
t (f t, zt) by the

minimum of a set of linear functions. In each iteration, we enlarge the set of linear functions

by adding pieces. Since V F
t (f t, zt) is piecewise linear with a finite number of pieces, as the

set of pieces in the approximation grows large the approximation should be close to the

true value function. The sketch of the proof is:

• We show that V̄ j
t (f , zt) is an upper bound for V F

t (f t, zt) that is decreasing over

iterations since we preserve all pieces that are generated.

• We show that for every (t, zt), V
F
t (f t, zt) has a finite number of pieces.

• We then show with probability one, if no new pieces are added in a finite number of

iterations, the resulting policy is optimal to the dynamic fluid relaxation (3.9).

If we enumerate all possible signal sequences in step 2 (i.e., M = |Z|T−1), then in the

worst case, each iteration only adds one piece. The proof of Proposition 3.4.1 provides an

upper bound on the number of pieces for V̄ j
t (f t, zt), which grows rapidly in T in the worst

case. In our numerical examples, the algorithm converges in a few iterations even with

a relatively small sample size M in each iteration, and in practice the algorithm can be

terminated after any number of iterations, thereby providing an upper bound to the optimal

value function (and fluid relaxation) that can generate a feasible policy as in Section 3.4.1

as well.
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Figure 3.3: Illustration of the recovered value function (yellow) for the example illus-

trated in Figure 3.2. Algorithm 2 has converged to optimality when all hyperplanes

corresponding to every possible fluid state f ∗
t (zt) are present in the approximation.

Hyperplanes that are active at other fluid states (e.g., the dotted red hyperplanes in

this illustration) may not be included in the recovered value function.

3.6 Performance Analysis

In this section, we analyze the performance of feasible dynamic fluid policies described in

Section 3.4.1 and develop a performance bound that implies asymptotic optimality of the

dynamic fluid relaxation bound and feasible policy in the regime of many projects for a

fixed time horizon.4

In what follows, we let r̄ (
¯
r) denote an upper (lower) bound on rt,i(st,i, zt, at,i), b̄ denote

an upper bound on bt,i(st,i, zt, at,i), and
¯
b denote a lower bound on bt,i(st,i, zt, at,i) (over all

actions at,i > 0). In everything that follows, we assume r̄,
¯
r, b̄, and

¯
b exist as constants

independent of N .

4Appendix B.6 generalizes this analysis to the case of multiple shared resource constraints.
In Appendix B.7, we also describe a variation of the dynamic fluid relaxation that “per-
turbs” the shared resource constraints and analyze the performance of the corresponding
policies. The performance analysis in the perturbed case is slightly weaker in N but
under mild conditions provides policies and performance bounds that are asymptotically
optimal as both the number of projects and the time horizon simultaneously grow large.
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The following result provides a bound over all problem instances on the performance

loss associated with any feasible dynamic fluid policy.

Theorem 3.6.1 (Performance Guarantee). For any feasible dynamic fluid policy πF, there

exist constants γt and δt depending only on t and T such that

V ∗
1 (s1, z1)− V πF

1 (s1, z1) ≤ Lλ∗

1 (s1, z1)− V πF
1 (s1, z1) ≤ (r̄ −

¯
r)

(
T∑
t=1

γtE
[√

Bt(zt)
]
+ δt

)
.

The proof of Theorem 3.6.1 has similarities to the proof of Proposition 5 of [BS20] in

that the proof also analyzes the difference in rewards and decisions between an optimal

dynamic fluid policy ρ∗ and πF along the state process visited by ρ∗. There are however

some important differences due to (a) the presence of signal states and (b) the action sets

in our model involving the ability to allocate different amounts of the shared resource to

each project, with projects in general consuming different amounts of the shared resource.

An overview of the proof of Theorem 3.6.1 is:

• We denote the states visited by an optimal dynamic fluid relaxation policy ρ∗ by

sρ
∗

t . As discussed in Section 3.4.1, ρ∗ also provides an optimal mixed policy to the

optimal Lagrangian relaxation and thus achieves a performance of Lλ∗
1 (s1, z1). The

difference between Lλ∗
1 (s1, z1) and V πF

1 (s1, z1) can be bounded from above by a sum

of T terms, each being a constant times the number of actions that differ between

ρ∗ and πF at sρ
∗

t . In determining the constants in this upper bound, we use the fact

that b̄/
¯
b is bounded from above by a constant.

• We denote the amount of shared resource used by ρ∗ in a given period and state

by B̂ρ∗

t =
∑N

i=1 bt,i(s
ρ∗

t,i, zt, a
ρ∗

t,i). By Definition 3.4.3, if B̂ρ∗

t ≤ Bt(zt), then ρ∗ and

πF select the same actions for all projects. If B̂ρ∗

t > Bt(zt), then πF allocates the

shared resource to a subset of projects selected by ρ∗. In this case, we show the

number of projects for which actions differ under ρ∗ and πF is bounded from above

by 1 + 1

¯
b

(
B̂ρ∗

t −Bt(zt)
)
; here we use the fact that πF uses a “maximal” amount

of shared resource, as in Definition 3.4.3. Considering both cases, the number of

projects with different actions is bounded from above by 1 + 1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+

.

58



• We show that conditioning on a signal history zt in period t, in the dynamic fluid

relaxation each project evolves independently according to the project-specific policy

ρ∗t,i — this uses the fact that ρ∗ satisfies the “flow balance” constraints (3.7c) in every

period t for every signal history zt. This then implies that

Var
[
B̂ρ∗

t

∣∣∣zt

]
=

N∑
i=1

Var
[
bt,i(s

ρ∗

t,i, zt, a
ρ∗

t,i)
∣∣∣zt

]
.

Using this and the fact that ρ∗ uses no more than Bt(zt) of the shared resource on

average in every period (Proposition 3.3.2(c)), we bound from above the conditional

expectation of (B̂ρ∗

t − Bt(zt))
+ by

√
b̄Bt(zt). Combining this with the result in the

previous point, we bound from above the expected number of projects with different

actions by 1+ 1

¯
b

√
b̄Bt(zt). Using this bound within the result in the first point above

and taking expectations over the signal process leads us to the result in Theorem

3.6.1.

Although the constant terms γt and δt in Theorem 3.6.1 grow exponentially in T , for

fixed T the bound is tight in order in that there exist examples such that the performance

gap grows as O(E[
√

Bt(zt)]). For example, in the special case when zt is deterministic

and Bt = O(N), Theorem 3.6.1 implies that the performance loss of πF is no worse than

O(
√
N), and we can construct examples for which this rate is attained.

In addition, under the mild assumption that the optimal value function grows at a faster

rate than
√
N , Corollary 3.6.2 implies that any feasible dynamic fluid policy is asymptot-

ically optimal as the number of projects grows large and the time horizon is fixed, as the

following result shows.

Corollary 3.6.2 (Asymptotic Optimality). Consider a sequence of problems with fixed

T indexed by the number of projects N . If limN→∞
V ∗
1 (s1,z1)√

N
→ ∞ then for any feasible

dynamic fluid policy πF

lim
N→∞

Lλ∗
1 (s1, z1)− V πF

1 (s1, z1)

V ∗
1 (s1, z1)

= 0 .
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On the other hand, the analogous policies and the performance bounds from the re-

stricted Lagrangian relaxations described in Section 3.3.1.2 fail to achieve asymptotic op-

timality.

Proposition 3.6.3. The restricted Lagrangian relaxations in Section 3.3.1.2 provide asymp-

totically optimal feasible policies and performance bounds in special cases but in general

these policies and performance bounds lead to a gap that is linear in N .

We show the first part of Proposition 3.6.3 by providing sufficient conditions which

guarantee asymptotic optimality for the restricted Lagrangian relaxations; these conditions

are restrictive and do not hold in the applications we study in Section 3.7. We also pro-

vide two examples that show that both restricted Lagrangian relaxations fail to achieve

asymptotic optimality in general.

3.7 Applications

In this section, we study the performance of feasible dynamic fluid policies and the dynamic

fluid relaxation bound as well as the policies and bounds generated by restricted Lagrangian

relaxations on the applications described in Section 3.2.1.1 and Section 3.2.1.2. We imple-

mented all experiments in Matlab on a personal computer with a 3.1 GHz dual-core Intel

i5 processor and 8 GB of RAM. For the feasible dynamic fluid policies in both applications

we use the (static) priority index ranking that first ranks project in order of their index

numbers, 1 through N . All Monte Carlo simulations use 10,000 trials.

3.7.1 Dynamic Capital Budgeting

The dynamic capital budgeting example described in Section 3.2.1.1 involves a firm deciding

how to conduct R&D on projects in periods 1, . . . , T−1 and then selecting which projects to

fund in period T . Conducting R&D on a project is costly but provides sample information

about the quality of the project. In this problem, the signal corresponds to the funding

budget, which evolves randomly over time (e.g., due to randomness in outside investments).

60



For our specific numerical assumptions, we consider the beta-Bernoulli case, i.e., the

firm can conduct at most one R&D experiment on each project during every research period.

All projects start in state (α1, β1) = (1, 1). We take T = 12 and assume the signal evolves

according to discrete geometric Brownian motion with drift; namely,

zt+1 = zt exp

((
µ− χ2

2

)
1

T − 1
+

√
1

T − 1
χ ·Xt

)
,

where Xt follows an independent standard normal distribution and we assume a drift µ =

0.1 and a volatility χ = 0.2. We use |Z| = 50 points in the discretization, set the initial

state to be z1 = 13, and assume that BT (zT ) = (zT /|Z|) · N = (zT /50) · N . The initial

signal state thus corresponds to a funding budget for 26% of the projects, although the

signal process evolves randomly until time T . With these parameters, the average funding

budget is about 0.29N , although there is significant volatility: the funding budget can

range anywhere from 0.15N to 0.45N (see Figure 3.4). Finally, we assume that conducting

R&D on a project costs 0.01 and assume that any funded project i has a profit margin ri

of 1.

For the primal-dual algorithm, we run 6 iterations with M = 20 samples in each itera-

tion. In the dual improvement step, we add pieces whenever V̂ j
t (f

m
t , zt) ≤ V̄ j

t (f
m
t , zt)−10−5.

Table 3.1 reports the results: we see that the primal-dual algorithm converges to an abso-

lute error in the 10−4 − 10−5 range after 6 iterations, which takes a few minutes in total.

Optimizing the restricted Lagrangian relaxation with time-dependent Lagrange multipliers

takes about 46 seconds (using the cutting plane method from [BS20]) and optimizing the

restricted Lagrangian relaxation with signal-dependent Lagrange multipliers takes about

40 seconds (solving as an LP).

Table 3.2 reports the asymptotic performance of policies generated from the three re-

laxations and their upper bounds. The last column shows the relative gap for different

relaxations, where

relative gap =
upper bound-asymptotic policy

asymptotic policy
.

The asymptotic gap of dynamic fluid relaxation is 0.025%, which is not quite zero due to

61



0

0.02

0.04

0.06

0.08

0.1

0.12

0.14

P
ro

b
a

b
ili

ty

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

Funding budget per project (B
T
(z

T
)/N)

Figure 3.4: Distribution of BT (zT )/N conditioned on z1 in the dynamic capital

budgeting examples.

the fact at the output of the primal-dual algorithm is an approximation of the optimal

dynamic fluid value function with a small error tolerance (see the last column of Table

3.1).5

Figure 3.5 illustrates the performance of the feasible dynamic fluid policy and the cor-

responding feasible policies from the restricted Lagrangian dual problems. The vertical

axis represents total rewards (or Lagrangian bounds) scaled by N . We take the number

of projects to be 22, 23, . . . , 214. Although the restricted Lagrangian bound with signal-

dependent Lagrange multipliers (i.e., λ ∈ ΛS) is close to the dynamic fluid relaxation

bound, the optimal policy to this restricted Lagrangian relaxation frequently violates the

5Increasing the number of iterations and/or the sample size M mitigates these er-
rors, consistent with the convergence result in Theorem 3.5.2. For example, with
10 iterations and M = 50, the asymptotic gap reduces to 0.002%, although this
takes longer (about 48 minutes). Ignoring estimation error for the lower bound (i.e.,
assuming 1

M

∑M
m=1 ¯

V m = E[
¯
V m]), we can extend the result in Theorem 3.6.1 to

V ∗
1 (s1, z1)−V πF

1 (s1, z1) ≤ V̄ j
1 (s1, z1)−V πF

1 (s1, z1) ≤ V̄ j
1 (s1, z1)−E[

¯
V m]+O(E[

√
Bt(zt)]).
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Iteration 1 2 3 4 5 6

Upper bound 0.220437 0.210131 0.204209 0.204134 0.203861 0.203848

Mean policy performance 0.142000 0.183564 0.188381 0.203481 0.203674 0.203800

Policy lower 95% CI 0.133052 0.177667 0.184135 0.203233 0.203535 0.203769

Policy upper 95% CI 0.150948 0.189461 0.192628 0.203729 0.203816 0.203814

Time (seconds) 7.791523 18.63974 33.80265 40.89813 49.52600 66.39211

Table 3.1: Primal-Dual algorithm results (per project) for the dynamic capital

budgeting examples.

Relaxation Upper Bound/N Asymptotic Policy/N Gap (%)

Dynamic Fluid Relaxation 0.203848 0.203796 0.025

Restricted Lagrangian Relaxation (ΛS) 0.204560 0.195937 4.401

Restricted Lagrangian Relaxation (ΛT) 0.206650 0.187698 10.097

Table 3.2: Simulation results for the dynamic capital budgeting examples.

shared resource constraint and results in a policy that performs relatively poorly even when

N is large. We also compare our policies to two benchmark policies: a myopic policy and a

“research until first failure” policy. Using an argument similar to Proposition 7 in [BS20],

the myopic policy can be shown to be equivalent to a Whittle index policy in which the

DM does not conduct R&D on any project in research periods and randomly funds BT (zT )

projects in the funding period. In the limit of many projects, this policy is about 40.58%

suboptimal. With the research until first failure policy, the DM conducts R&D on every

project in each research period until a project yields a negative result (a “failure”). In the

limit of many projects, this policy is about 6.95% suboptimal. (We also experimented with

policies that conduct R&D on projects until k failures for a project and found on these

examples that k = 1 performed best among such policies.)
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Figure 3.5: Simulation results for the dynamic capital budgeting examples. Solid

lines show the performance of the feasible policies and dashed lines show the corre-

sponding performance bounds.

3.7.2 Multi-location Inventory Management with Correlated Demands

The multi-location inventory management example described in Section 3.2.1.2 involves a

retailer deciding how to allocate a product to multiple locations (N) given limited pro-

duction capacity in every period. Demands for the product are correlated across locations

through an observable market state (zt); specifically, the demand at location i in period

t is given by dt,i = d̄t,izt + εt,i, where the εt,i follow a standard normal distribution and

are independent over time and locations. Unmet demand is lost and the objective is to

maximize the expected revenue net of costs (ordering, holding, and unmet demand costs).

For our specific numerical assumptions, we assume all locations are a priori identical

with zero initial inventory. We take T = 10 and zt+1 = 0.9zt +Xt, where Xt is a discrete

approximation of an independent normal random variable with mean 0.1 and variance 0.019,

and d̄t,i = 10 for all (t, i). We use |Z| = 50 points in the discretization and z1 corresponds
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Figure 3.6: Distribution of expected demand conditioned on z1 in the multi-location

inventory management examples.

to an initial expected demand of about d̄t,i = 10 at each location i. With these parameters,

the expected demand at each location can vary from 20% lower to 20% higher in later

periods (see Figure 3.6) depending on how zt evolves. The capacity at each location is

āi = 20 and we use a total production capacity of Bt = 10N in every period. For the

remaining parameters, we take the unit revenue pt,i to be 0.45, the unit holding cost ht,i to

be 0.2, and the unit unmet demand cost bt,i to be 0.3.

For the primal-dual algorithm, we run 6 iterations with M = 20 samples. In the dual

improvement step, we add pieces if V̂ j
t (f

m
t , zt) ≤ V̄ j

t (f
m
t , zt) − 10−6. Table 3.3 reports

the results. For this problem, convergence of the primal-dual algorithm is rapid: within

a few iterations the absolute error is around 10−6. Optimizing the restricted Lagrangian

relaxation with time-dependent Lagrange multipliers takes about 55 seconds (using the

cutting plane method from [BS20]) and optimizing the restricted Lagrangian relaxation

with signal-dependent Lagrange multipliers takes about 553 seconds (solving as an LP).

Figure 3.7 illustrates the performance of different policies. As a benchmark, we compare
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Iteration 1 2 3 4 5 6

Upper bound 12.071134 12.070947 12.070823 12.070823 12.070823 12.070823

Mean policy performance 11.985426 12.069718 12.070946 12.070820 12.070816 12.070817

Policy lower 95% CI 11.811057 12.067804 12.070945 12.070819 12.070815 12.070816

Policy upper 95% CI 12.159785 12.071632 12.070947 12.070821 12.070817 12.070818

Time (seconds) 22.274039 59.597396 88.591169 92.788280 89.900549 97.259553

Table 3.3: Primal-Dual algorithm results (per location) for the multi-location in-

ventory management examples.

Relaxation Upper Bound/N Asymptotic Policy/N Gap (%)

Dynamic Fluid Relaxation 12.070823 12.070803 0.000

Restricted Lagrangian Relaxation (ΛS) 12.071134 11.939558 1.102

Restricted Lagrangian Relaxation (ΛT) 12.511402 11.633796 7.544

Table 3.4: Simulation results for the multi-location inventory management exam-

ples.

to the myopic policy in which we select production and allocation decisions to minimize

the current costs in each period (we solve the LP relaxation of the corresponding integer

program and then choose a feasible action by randomly drawing from the corresponding

optimal solution, as in the dynamic fluid policy). The asymptotic performance of the

myopic policy is about 2.33% suboptimal. On a per-project basis, the performance of the

feasible dynamic fluid policy converges to the dynamic fluid relaxation bound, consistent

with the analysis in §3.6. On the other hand, the policies and bounds using the restricted

Lagrangian relaxations converge to a performance gap that is constant on a per-project

basis (i.e., a gap that is linear in N in absolute terms).
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Figure 3.7: Simulation results for the multi-location inventory management exam-

ples. Solid lines show the performance of the feasible policies and dashed lines show

the corresponding performance bounds.

3.8 Conclusion

In this chapter, we study a class of weakly coupled DPs with shared resources and signals.

We develop a class of feasible policies based on dynamic fluid relaxations that we derive

from the dual of a Lagrangian relaxation with Lagrange multipliers depending on the signal

history in each period. Our numerical examples provide evidence that the feasible policies

and bounds from the dynamic fluid relaxation outperform analogous policies and bounds

from restricted Lagrangian relaxations. Our performance analysis — which shows the

dynamic fluid relaxation provides an asymptotically optimal policy and bound in the regime

of many projects — provides strong, theoretical support for the use of the dynamic fluid

relaxation for these shared resource and signal DPs as well.

An interesting follow-up to this research would be to consider more complex signals
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processes. For example, the primal-dual algorithm developed in this chapter entails solving

an LP |Z| times per period in each iteration, so problems with high-dimensional or possibly

continuous signal spaces pose both practical and theoretical challenges. One possibility is to

use a form of a sample average approximation for SDDP (e.g., [Sha11]) for such problems

although this would complicate implementation of the policy as well as the theoretical

analysis. Finally, although the dynamic fluid relaxation in principle provides asymptotically

optimal policies and bounds as the number of projects and the time horizon grows with

the number of projects (see Appendix B.7), solving the dynamic fluid relaxation with

long horizons nonetheless presents computational challenges. For these shared resource

and signal DPs, it is not clear that there are “simpler” approximations with candidate

policies that provide strong performance guarantees in the regime of many projects and

time periods, but studying this issue in more detail remains the focus of ongoing work.
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Chapter 4

Conclusion

In this dissertation, we have developed and analyzed upper bounds and the performance

of feasible policies for dynamic programs with linking constraints and shared signals. This

structure arises in a wide variety of applications, such as network revenue management,

dynamic selection problem, and multi-location inventory management, to name only a few.

We provide a detailed theoretical analysis of two approximations (ALP relaxations and

Lagrangian relaxations) and show that, under broad conditions, these two approximations

lead to very close upper bounds. Our theory suggests that Lagrangian relaxations should

usually be the preferred choice for applications involving weakly coupled structures. We

then focus on a special Lagrangian relaxation and develop a dynamic fluid relaxation.

Our performance analysis shows the dynamic fluid relaxation provides an asymptotically

optimal policy and bounds in the regime where the number of sub-systems grows large.

In conclusion, for these dynamic programs with linking constraints and shared signals,

our analysis provides guidance in choosing between ALP relaxations and Lagrangian relax-

ations; and also supports the use of Lagrangian relaxations as a computational manageable

approach for generating strong policies. I hope that the techniques developed in this dis-

sertation will be further studied and applied in more applications of weakly coupled DPs

and perhaps other problems with similar structures.

69



Appendix A

Appendix to Chapter 2

A.1 Proofs in Section 2.3

Proof of Proposition 2.3.3.

We show that if the feasible action set At(st, et) is independent of state st, then V S
1 (s1, e1) =

V λ∗
1 (s1, e1). Consider the LP (2.8) with Lagrange multipliers restricted to be independent

of states and actions; this problem is equivalent to the Lagrangian relaxation (2.7) as

discussed in section 2.3.3 and can be written as

minimize
Vt,i(st,i, et)

N∑
i=1

V1,i(s1,i, e1)

subject to

max
λt≥0

{
min

(st,at)∈Γt(et)
λ⊤
t

(
N∑
i=1

ℓt,i(st,i, et, at,i)− bt(et)

)
+

N∑
i=1

δVt,i(st,i, et, at,i)

}
≥ 0,∀t, et.

(A.1)

Similarly, the ALP relaxation with state-dependent Lagrange multipliers (i.e., the LP (2.8)

corresponding to V S
1 (s1, e1)) can be written as

minimize
Vt,i(st,i, et)

N∑
i=1

V1,i(s1,i, e1)

subject to

min
st

{
max
λt≥0

min
at∈At(st,et)

λ⊤
t

(
N∑
i=1

ℓt,i(st,i, et, at,i)− bt(et)

)
+

N∑
i=1

δVt,i(st,i, et, at,i)

}
≥ 0,∀t, et.

(A.2)

Since At(st, et) is independent of st, we have that At,i(st,i, et) and ℓt,i(st,i, et, at,i) are also

independent of st,i. Therefore,

min
st

{
max
λt≥0

min
at∈At(et)

λ⊤
t

(
N∑
i=1

ℓt,i(et, at,i)− bt(et)

)
+

N∑
i=1

δVt,i(st,i, et, at,i)

}
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=min
st

max
λt≥0

min
xt,i(at,i)∈[0,1]:∑

at,i∈At,i(et)

xt,i(at,i)=1

N∑
i=1

∑
at,i∈At,i(et)

(
λ⊤
t ℓt,i(et, at,i) + δVt,i(st,i, et, at,i)

)
xt,i(at,i)

− λ⊤
t bt(et)


1○
= min

st
min

xt∈Xt(et)

N∑
i=1

∑
at,i∈At,i(et)

xt,i(at,i)δ
V
t,i(st,i, et, at,i)

= min
xt∈Xt(et)

min
st

N∑
i=1

∑
at,i∈At,i(et)

xt,i(at,i)δ
V
t,i(st,i, et, at,i)

2○
= max

λt≥0

 min
xt,i(at,i)∈[0,1]:∑

at,i∈At,i(et)

xt,i(at,i)=1

N∑
i=1

∑
at,i∈At,i(et)

(
λ⊤
t ℓt,i(et, at,i) + min

st,i
δVt,i(st,i, et, at,i)

)
xt,i(at,i)

− λ⊤
t bt(et)


=max

λt≥0

{
min
st

min
at∈At(et)

λ⊤
t

(
N∑
i=1

ℓt,i(et, at,i)− bt(et)

)
+

N∑
i=1

δVt,i(st,i, et, at,i)

}

where

Xt(et) =

{
xt,i(at,i) ∈ [0, 1] :

N∑
i=1

∑
at,i∈At,i(et)

ℓt,i(et, at,i)xt,i(at,i) ≤ bt(et),

∑
at,i∈At,i(et)

xt,i(at,i) = 1, ∀i

}
,

and equalities 1○ and 2○ follow from LP strong duality.

A.2 Proofs in Section 2.4

Proof of Theorem 2.4.1.

Let V LP denote an optimal solution to the ALP relaxation (2.5). It is sufficient to con-

71



sider an exogenous state et that occurs with positive probability. Let ϑV LP

t (et, ℓt, bt) ≥ 0

denote the optimal value of (t, et)-separation problem (2.6) with V = V LP. Therefore, by

definition, the optimal value of the LP relaxation (2.9) is ϑV LP

t (et, ℓt, bt)−∆V LP

t (et, ℓt, bt).

Since the LP relaxation (2.9) is feasible and bounded, by LP strong duality, there exists a

λt(et) ≥ 0 such that the optimal value of

minimize
xt,i(st,i, et, at,i) ∈ [0, 1]

λ⊤
t (et)

 N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

ℓt,i(st,i, et, at,i)xt,i(st,i, et, at,i)− bt(et)


+

N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

xt,i(st,i, et, at,i)δ
V LP

t,i (st,i, et, at,i)

subject to∑
(st,i,at,i)∈Γt,i(et)

xt,i(st,i, et, at,i) = 1, ∀i.

(A.3)

equals ϑV LP

t (et, ℓt, bt)−∆V LP

t (et, ℓt, bt). Moreover, let

gt,i(et) = min
(st,i,at,i)∈Γt,i(et)

δV
LP

t,i (st,i, et, at,i) + λ⊤
t (et)ℓt,i(st,i, et, at,i)

= min
(st,i,at,i)∈Γt,i(et)

V LP
t,i (st,i, et)− rt,i(st,i, et, at,i)− E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, at,i)]
+ λ⊤

t (et)ℓt,i(st,i, et, at,i) .

Then the optimal value of problem (A.3) also equals

N∑
i=1

gt,i(et)− λ⊤
t (et)bt(et) = ϑV LP

t (et, ℓt, bt)−∆V LP

t (et, ℓt, bt) . (A.4)

We then define the quantity ft,i(et) through the following recursion:

ft,i(et) = gt,i(et) + Eet+1 [ft+1,i(et+1)|et], ∀(t, i, et) , (A.5)

where fT+1,i(eT+1) = 0.

Let V λ
t,i(st,i, et) = V LP

t,i (st,i, et)− ft,i(et). We claim that V λ
t,i(st,i, et) is a feasible solution

to the Lagrangian relaxation LP (2.7). Note that for any t, i, and (st,i, et, at,i) ∈ Γt,i, we

have

V λ
t,i(st,i, et)− rt,i(st,i, et, at,i)− E

[
V λ
t+1,i(st+1,i, et+1)

∣∣∣(st,i, et, at,i)]+ λ⊤
t (et)ℓt,i(st,i, et, at,i)
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=V LP
t,i (st,i, et)− rt,i(st,i, et, at,i)− E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, at,i)]+ λ⊤
t (et)ℓt,i(st,i, et, at,i)

− ft,i(et) + E[ft+1,i(et+1)|et]

=V LP
t,i (st,i, et)− rt,i(st,i, et, at,i)− E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, at,i)]+ λ⊤
t (et)bt,i(st,i, et, at,i)

− gt,i(et).

By the definition of gt,i(et), the equation above is non-negative. Therefore, the solution is

feasible to (2.7). For the objective value, we have

T∑
t=1

Eet

[
λ⊤
t (et)bt(et)

]
+

N∑
i=1

V λ
1,i(s1,i, e1)

=
T∑
t=1

Eet

[
λ⊤
t (et)bt(et)

]
+

N∑
i=1

(
V LP
1,i (s1,i, e1)− f1,i(e1)

)
=

T∑
t=1

Eet

[
N∑
i=1

gt,i(et)− ϑV LP

t (et, ℓt, bt) + ∆V LP

t (et, ℓt, bt)

]
+

N∑
i=1

(
V LP
1,i (s1,i, e1)− f1,i(e1)

)
=

N∑
i=1

(
T∑
t=1

Eet [gt,i(et)]− f1,i(e1)

)
+

N∑
i=1

V LP
1,i (s1,i, e1)

+
T∑
t=1

Eet

[
∆V LP

t (et, ℓt, bt)− ϑV LP

t (et, ℓt, bt)
]

=
N∑
i=1

V LP
1,i (s1,i, e1) +

T∑
t=1

Eet

[
∆V LP

t (et, ℓt, bt)− ϑV LP

t (et, ℓt, bt)
]
,

where the second equality follows from equation (A.4) and the last equality follows from

(A.5).

Therefore, the optimal value V λ∗
1 (s1, e1) of (2.7) satisfies

V λ∗

1 (s1, e1)

≤
N∑
i=1

V LP
1,i (s1,i, e1) +

T∑
t=1

Eet

[
∆V LP

t (et, ℓt, bt)− ϑV LP

t (et, ℓt, bt)
]

≤
N∑
i=1

V LP
1,i (s1,i, e1) +

T∑
t=1

Eet

[
∆V LP

t (et, ℓt, bt)
]
,

which shows the result.

Proof of Proposition 2.4.3.

First, since LP (2.9) has N+Lt constraints, there are at most min{N,Lt} subproblems that
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can have more than one basic variable. To see this, note that we can add a non-negative

variable to make constraint (2.9c) an equality constraint, obtaining a standard form LP with

N+Lt constraints. According to the definition of a basic solution and constraint (2.9c), for

any i, there exist at least one (st,i, at,i) such that xt,i(st,i, et, at,i) is a basic variable, which

constitutes N basic variables. In the worst case that maximizes the number of subproblems

that have more than one basic variable, the remaining Lt basic variables can be assigned

to all N problems if Lt ≥ N and Lt subproblems otherwise. Thus the maximum number

of subproblems with more than one basic variable is bounded from above by min{N,Lt}.

Since LP (2.9) is feasible, there exists an optimal basic feasible solution x∗t,i(st,i, et, at,i).

Let N = {1, . . . , N}, N ′ = {i : subproblem i has only one basic variable} and N ′′ =

N\N ′. For any subproblem i ∈ N ′, the basic variable must equal one according to con-

straint (2.9c). For any i ∈ N ′′, the basic variables can be all fractional. We have that

|N ′′| ≤ min{N,Lt} and

∑
i∈N ′

ℓt,i(s
∗
t,i, et, a

∗
t,i) +

∑
i∈N ′′

∑
st,i,at,i

x∗t,i(st,i, et, at,i)ℓt,i(st,i, et, at,i) ≤ bt(et),

where x∗t,i(s
∗
t,i, et, a

∗
t,i) = 1,∀i ∈ N ′. We now construct a feasible solution xt,i(st,i, et, at,i)

to the separation problem (2.6) respectively under Assumption 2.4.2 parts (i) and (ii),

respectively.

Assumption 2.4.2(i): We consider a solution xt,i(st,i, et, at,i) such that

(a) For subproblems i ∈ N ′, xt,i(st,i, et, at,i) = x∗t,i(st,i, et, at,i) for all st,i and at,i;

(b) For subproblems i ∈ N ′′, xt,i(s
′
t,i, et, a

′
t,i) = 1 where (s′t,i, a

′
t,i) achieves the smallest

ℓt,i(st,i, et, at,i) in subproblem i — which exists due to (2.10) — and xt,i(st,i, et, at,i) = 0

otherwise.

The constructed solution is feasible to (2.6), which implies that the integrality gap

satisfies

∆V
t (et, ℓt, bt)

≤
N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

δVt,i(st,i, et, at,i)
(
xt,i(st,i, et, at,i)− x∗t,i(st,i, et, at,i)

)
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≤
∑
i∈N ′′

max
(st,i,at,i)∈Γt,i(et)

δVt,i(st,i, et, at,i)− min
(st,i,at,i)∈Γt,i(et)

δVt,i(st,i, et, at,i)

≤min{N,Lt} ·max
i

{
max

(st,i,at,i)∈Γt,i(et)
δVt,i(st,i, et, at,i)− min

(st,i,at,i)∈Γt,i(et)
δVt,i(st,i, et, at,i)

}
.

Assumption 2.4.2(ii): We consider a solution xt,i(st,i, et, at,i) such that:

(a) For subproblems i ∈ N ′′, xt,i(ŝt,i, et, ât,i) = 1 where ŝt,i is an arbitrarily chosen state

and ât,i achieves the smallest ℓt,i(ŝt,i, et, at,i) in state ŝt,i — which exists due to (2.11) —

and xt,i(st,i, et, at,i) = 0 otherwise. Note that∣∣∣∣∣∣
∑
i∈N ′′

∑
st,i,at,i

ℓt,i(st,i, et, at,i)
(
x∗t,i(st,i, et, at,i)− xt,i(st,i, et, at,i)

)∣∣∣∣∣∣ ≤ min{N,Lt} · (ℓ̄−
¯
ℓ) · 1 .

(A.6)

(b) For subproblems i ∈ N ′, we first let xt,i(st,i, et, at,i) = x∗t,i(st,i, et, at,i) for all st,i and

at,i. The solution xt,i(st,i, et, at,i) may not be feasible for now. We then consider the

state st where st,i = s∗t,i, ∀i ∈ N ′ and st,i = ŝt,i, ∀i ∈ N ′′. Since there exists a feasible

action to state st, by taking a “minimal” action ât,i (instead of a∗t,i) for some states s∗t,i

we can eventually obtain an action that satisfies the linking constraints. Since switching

ℓt,i(st,i, et, a
∗
t,i)− ℓt,i(st,i, et, ât,i) ≥ ε ·1, in the worst case (when (A.6) holds with equality),

the number of actions that change is min{N,Lt}(ℓ̄ −
¯
ℓ)/ε. Then the constructed solution

is feasible to (2.6), which implies that the integrality gap satisfies

∆V
t (et, ℓt, bt)

≤
N∑
i=1

∑
(st,i,at,i)∈Γt,i(et)

δVt,i(st,i, et, at,i)
(
xt,i(st,i, et, at,i)− x∗t,i(st,i, et, at,i)

)
≤
∑
i∈N ′′

max
(st,i,at,i)∈Γt,i(et)

δVt,i(st,i, et, at,i)− min
(st,i,at,i)∈Γt,i(et)

δVt,i(st,i, et, at,i)

+ min{N,Lt}
ℓ̄−

¯
ℓ

ε
max
i∈N ′

{
max

(st,i,at,i)∈Γt,i(et)
δVt,i(st,i, et, at,i)− min

(st,i,at,i)∈Γt,i(et)
δVt,i(st,i, et, at,i)

}
≤min{N,Lt}

(
1 +

ℓ̄−
¯
ℓ

ε

)
max

i

{
max

(st,i,at,i)∈Γt,i(et)
δVt,i(st,i, et, at,i)

− min
(st,i,at,i)∈Γt,i(et)

δVt,i(st,i, et, at,i)

}
.
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Lemma A.2.1. There exists an optimal solution V LP to the LP (2.5) such that for any

period t, exogenous state et, subproblem j and state s′t,j

min
st:st,j=s′t,j
at∈At(st,et)

N∑
i=1

V LP
t,i (st,i, et)− rt(st, et,at)− E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
= 0 .

Proof of Lemma A.2.1.

Let V LP denote an optimal solution of the LP (2.5) and

ϵt,i(s
′
t,i, et,V )

= min
st:st,i=s′t,i
at∈At(st,et)

N∑
i=1

Vt,i(st,i, et)− rt(st, et,at)− E

[
N∑
i=1

Vt+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
.

We construct an optimal solution V̂t,i(st,i, et) satisfying ϵt,i(st,i, et, V̂ ) = 0 ∀(t, i, et, st,i). Let

τ denote the largest time period such that there exists a subproblem j and state (s′τ,j , e
′
τ )

such that ϵτ,j(s
′
τ,j , e

′
τ ,V

LP) > 0. Then we have ϵt,i(st,i, et,V
LP) = 0, ∀(t > τ, i, et, st,i). We

consider a solution

V̂t,i(st,i, et) =


V LP
t,i (st,i, et)− ϵτ,j(s

′
τ,j , e

′
τ ,V

LP), t = τ, i = j, et = e′τ , st,i = s′τ,j ,

V LP
t,i (st,i, et), otherwise.

Note that
∑N

i=1 V̂1,i(s1,i, e1) ≤
∑N

i=1 V
LP
1,i (s1,i, e1).

We are left to show that the constructed solution is feasible. Since V̂τ,j(s
′
τ,j , e

′
τ ) only

appears in constraints for time period τ−1 and τ , it is sufficient to consider these constraints.

For time τ − 1, we have for any (sτ−1, eτ−1) and aτ−1 ∈ Aτ−1(sτ−1, eτ−1),

N∑
i=1

V̂τ−1,i(sτ−1,i, eτ−1) =
N∑
i=1

V LP
τ−1,i(sτ−1,i, eτ−1)

≥rτ−1(sτ−1, eτ−1,aτ−1) + E
[
V LP
τ,i (sτ,i, eτ )

∣∣(sτ−1, eτ−1,aτ−1)
]

≥rτ−1(sτ−1, eτ−1,aτ−1) + E
[
V̂τ,i(sτ,i, eτ )

∣∣∣(sτ−1, eτ−1,aτ−1)
]
.

For time τ and exogenous state e′τ , we have for any sτ such that sτ,j = s′τ,j and aτ ∈

Aτ (sτ , e
′
τ ),

N∑
i=1

V̂τ,i(sτ,i, e
′
τ ) =

N∑
i=1

V LP
τ,i (sτ,i, e

′
τ )− ϵτ,j(s

′
τ,j , e

′
τ ,V

LP)
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≥rτ (sτ , e
′
τ ,aτ ) + E

[
N∑
i=1

V LP
τ+1,i(sτ+1,i, eτ+1)

∣∣∣∣∣(sτ , e′τ ,aτ )

]

=rτ (sτ , e
′
τ ,aτ ) + E

[
N∑
i=1

V̂τ+1,i(sτ+1,i, eτ+1)

∣∣∣∣∣(sτ , e′τ ,aτ )

]
,

where the inequality follows from the definition of ϵτ,j(s
′
τ,j , e

′
τ ,V

LP). Therefore, V̂t,i(st,i, et)

is also an optimal solution to the LP (2.5). Note that ϵt,i(st,i, et, V̂ ) ≤ ϵt,i(st,i, et,V
LP) for

any t, i, et, st,i and ϵτ,j(sτ,j , eτ , V̂ ) = 0. By repeating this process, we can obtain an optimal

solution such that ϵt,i(st,i, et, V̂ ) = 0 for any (t, i, et, st,i).

Proof of Proposition 2.4.4.

Let V LP denote an optimal solution of the ALP relaxation (2.5) satisfying Lemma A.2.1.

For any time t, exogenous state et, any subproblem j and state s′t,j , let

(s∗t ,a
∗
t ) ∈ argmin

st:st,j=s′t,j
at∈At(st,et)

N∑
i=1

V LP
t,i (st,i, et)−rt(st, et,at)−E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
,

then by Lemma A.2.1,

N∑
i=1

V LP
t,i (s

∗
t,i, et)− rt(s

∗
t , et,a

∗
t )− E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(s∗t , et,a∗
t )

]
= 0. (A.7)

For any state st such that st,i = s∗t,i for all i ̸= j, we find an action at ∈ At(st, et) under

the two conditions in Assumption 2.4.2, respectively.

Assumption 2.4.2(i): By taking at,j ∈ argmin ℓt,j(st,j , et, at,j), we have that at is feasible

and differs from a∗
t in one element (i.e., at,i = a∗t,i for any i ̸= j).

Assumption 2.4.2(ii): We claim that there exists a feasible action such that

N∑
i=1

1{a∗t,i ̸=at,i} ≤ 1 +
ℓ̄−

¯
ℓ

ε
.

For subproblem j and state st,j , we take ât,j to be the action that attains the minimum in

(2.11). If

ℓt,j(st,j , et, ât,j) +
∑
i ̸=j

ℓt,i(s
∗
t,i, et, a

∗
t,i) ≤ bt(et),

then the claim holds. Otherwise, since there exists a feasible action, then there exists i such

that a∗t,i ̸= ât,i, where ât,i is the corresponding action in the minimum in (2.11) at state s∗t,i.
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To maximize the number of different actions, since
∣∣∣ℓt,j(s∗t,j , et, a∗t,j)− ℓt,j(st,j , et, ât,j)

∣∣∣ ≤
(ℓ̄ −

¯
ℓ) · 1, the maximum number of different actions is thus bounded from above by 1 +

(ℓ̄−
¯
ℓ)/ϵ. Therefore, the claim holds.

We conclude that for any state st such that st,i = s∗t,i for all i ̸= j, there exists

at ∈ At(st, et) with
∑N

i=1 1{a∗t,i ̸=at,i} ≤ 1 if Assumption 2.4.2(i) holds and
∑N

i=1 1{a∗t,i ̸=at,i} ≤

1 + (ℓ̄−
¯
ℓ)/ε if Assumption 2.4.2(ii) holds.

Since the optimal solution satisfies constraint (2.5b), we have

N∑
i=1

V LP
t,i (st,i, et)− rt(st, et,at)− E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
≥ 0. (A.8)

Combining (A.7) and (A.8), let Ia = {i : a∗t,i ̸= at,i}, then for any st,j ,

V LP
t,j (st,j , et)−

∑
i∈Ia

(
rt,i(st,i, et, at,i)− E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, at,i)])
≥V LP

t,j (s
′
t,j , et)−

∑
i∈Ia

(
rt,i(s

∗
t,i, et, a

∗
t,i)− E

[
V LP
t+1,j(st+1,i, et+1)

∣∣(s∗t,i, et, a∗t,i)]) ,
which implies

V LP
t,j (st,j , et)− V LP

t,j (s
′
t,j , et)

≥c

(
¯
r − r̄ +min

i

{
E
[
min
st+1,i

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣et]− E
[
max
st+1,i

V LP
t+1,j(st+1,i, et+1)

∣∣∣∣et)]}) ,

(A.9)

We now show the result by induction. For time T , exogenous state et and any subproblem

i, fix a state s′T,i. By inequality (A.9), we have for any sT,i,

V LP
T,i (sT,i, eT ) ≥ V LP

T,i (s
′
T,i, eT )− c (r̄ −

¯
r) .

Since the inequality above holds for any fixed state s′T,i, we have for any two states sT,i and

s′T,i,

V LP
T,i (sT,i, eT ) + c (r̄ −

¯
r) ≥ V LP

T,i (s
′
T,i, eT ) ≥ V LP

T,i (sT,i, eT )− c (r̄ −
¯
r) .

Now assume the statement holds for time t+ 1, then we have for any et+1 and i,

min
st+1,i

V LP
t+1,i(st+1,i, et+1)− max

st+1,i

V LP
t+1,i(st+1,i, et+1) ≥ (

¯
r − r̄)

T∑
τ=t+1

cT−τ+1.
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Therefore, for time t, exogenous state et and any subproblem i and states st,i and s′t,i, we

have

V LP
t,i (st,i, et) ≥ V LP

t,i (s
′
t,i, et) + (

¯
r − r̄)

T∑
τ=t

cT−τ+1.

Since the inequality above holds for any state s′t,i and st,i, we have

∣∣V LP
t,i (st,i, et)− V LP

t,i (s
′
t,i, et)

∣∣ ≤ (r̄ −
¯
r)

T∑
τ=t

cT−τ+1.

The statement then follows.

Proof of Theorem 2.4.5.

Let V LP denote an optimal solution of the ALP relaxation (2.5) satisfying Proposition 2.4.4.

Then for any t, i, et, (st,i, at,i) and (s′t,i, a
′
t,i), we have∣∣∣δV LP

t,i (st,i, et, at,i)− δV
LP

t,i (s′t,i, et, a
′
t,i)
∣∣∣

=
∣∣V LP

t,i (st,i, et)− rt,i(st,i, et, at,i)− E
[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, at,i)]
− V LP

t,i (s
′
t,i, et) + rt,i(s

′
t,i, et, a

′
t,i) + E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(s′t,i, et, a′t,i)] ∣∣
≤
∣∣V LP

t,i (st,i, et)− V LP
t,i (s

′
t,i, et)

∣∣+ ∣∣rt,i(st,i, et, at,i)− rt,i(s
′
t,i, et, a

′
t,i)
∣∣

+
∣∣E [V LP

t+1,i(st+1,i, et+1)
∣∣(st,i, et, at,i)]− E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(s′t,i, et, a′t,i)]∣∣
≤(r̄ −

¯
r)

(
1 + cT−t+1 + 2

T∑
τ=t+1

cT−τ+1

)
,

where c = 1 under Assumption 2.4.2(i) and c = 1 + (ℓ̄ −
¯
ℓ)/ε under Assumption 2.4.2(ii).

Therefore, combining Theorem 2.4.1 and Proposition 2.4.3, the relaxation gap satisfies:

V λ∗

1 (s1, e1)− V LP
1 (s1, e1)

≤
T∑
t=1

c ·min{N,Lt} · Eet

[
max

i

{
max

(st,i,at,i)∈Γt,i(et)
δV

LP

t,i (st,i, et, at,i)

− min
(st,i,at,i)∈Γt,i(et)

δV
LP

t,i (st,i, et, at,i)

}]

≤
T∑
t=1

c(r̄ −
¯
r)min{N,Lt}

(
1 + cT−t+1 + 2

T∑
τ=t+1

cT−τ+1

)
.
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Therefore, there exists a constant C such that

V λ∗

1 (s1, e1)− V LP
1 (s1, e1) ≤ C ·max

t
Lt.

Proof of Theorem 2.4.8.

Under Assumption 2.4.7 (i), the separation problem (2.6) can be written as

minimize
xt,i(st,i, et, at,i) ∈ {0, 1}

N∑
i=1

∑
at,i∈Āt,i(et)

∑
st,i∈S̄t,i(at,i,et)

xt,i(st,i, et, at,i)δ
V
t,i(st,i, et, at,i)

subject to

N∑
i=1

∑
at,i∈Āt,i(et)

ℓt,i(et, at,i)
∑

st,i∈S̄t,i(at,i,et)

xt,i(st,i, et, at,i) ≤ bt(et),

∑
at,i∈Āt,i(et)

∑
st,i∈S̄t,i(at,i,et)

xt,i(st,i, et, at,i) = 1, ∀i,

(A.10)

where S̄t,i(at,i, et) = {st,i ∈ St,i : at,i ∈ At,i(st,i, et)}, which is nonempty by the definition of

Āt,i(et).

For any optimal solution to the problem (A.10), for any subproblem i and action at,i ∈

Āt,i(et), it is sufficient to consider st,i ∈ argminst,i∈S̄t,i(at,i,et)
δVt,i(st,i, et, at,i). Therefore,

denoting by
¯
δVt,i(et, at,i) = minst,i∈S̄t,i(at,i,et)

δVt,i(st,i, et, at,i), problem (A.10) is equivalent to

minimize
yt,i(et, at,i) ∈ {0, 1}

N∑
i=1

∑
at,i∈Āt,i(et)

yt,i(et, at,i)
¯
δVt,i(et, at,i)

subject to

N∑
i=1

∑
at,i∈Āt,i(et)

ℓt,i(et, at,i)yt,i(et, at,i) ≤ bt(et),

∑
at,i∈Āt,i(et)

yt,i(et, at,i) = 1, ∀i.

(A.11)

By Assumption 2.4.7(ii), the constraint matrix is totally unimodular for problem (A.11)

and bt(et) is integral, and therefore it follows that the integrality gap is zero.
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Proof of Corollary 2.4.9.

Let V LP denote an optimal solution of ALP (2.5). Using the construction within the proof

of Theorem 2.4.1 and using Theorem 2.4.8, it follows that (V LP
t,i (st,i, et)− ft,i(et),λt) is an

optimal solution of (2.7). Moreover, for any (t, et, st),

T∑
τ=t

E [λτ (eτ )bτ (eτ )|et] +
N∑
i=1

V λ
t,i(st,i, et)

=
T∑

τ=t

E [λτ (eτ )bτ (eτ )|et] +
N∑
i=1

V LP
t,i (st,i, et)−

N∑
i=1

ft,i(et)

=

T∑
τ=t

E

[
N∑
i=1

gτ,i(eτ )

∣∣∣∣∣et
]
+

N∑
i=1

V LP
t,i (st,i, et)−

N∑
i=1

ft,i(et)

=
N∑
i=1

V LP
t,i (st,i, et).

A.3 Infinite Horizon Problems with Discounting

In this section, we present analogs of the results above for infinite-horizon DPs with discount

factor γ ∈ [0, 1). In what follows we drop subscripts on time. The corresponding ALP is:

minimize
Vi(si, e)

∑
s,e

α(s, e)
N∑
i=1

Vi(si, e) (A.12a)

subject to

N∑
i=1

Vi(si, e) ≥ r(s, e,a) + γE

[
N∑
i=1

Vi(si, e)

∣∣∣∣∣(s, e,a)
]
, ∀(s, e,a) ∈ Γ, (A.12b)

where α(s, e) denotes the initial state probability. The corresponding Lagrangian relaxation

LP is

minimize
λ(e), V λ

i (si, e)

∑
s,e

α(s, e)

([
(I − γQ)−1 λ̂

]
e
+

N∑
i=1

V λ
i (si, e)

)

subject to

V λ
i (si, e) ≥ ri(si, e, ai)− λ⊤(e)ℓi(si, e, ai) + γE

[
V λ
i (si, e)

∣∣∣(si, e, ai)] ,
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∀i, (si, e, ai) ∈ Γi,

λ(e) ≥ 0, ∀e ,

where I is the identity matrix, Q is the transition probability matrix for the exogenous

states, [·]e denotes the e-th row of a matrix [·] and λ̂ =
(
λ⊤(e)b(e)

)
e∈E .

Theorem A.3.1 (Analog of Theorem 2.4.1). For any optimal solution V LP to the ALP

relaxation (A.12), the relaxation gap satisfies

V λ∗
− V LP ≤

∑
s,e

α(s, e)
[
(I − γQ)−1 ∆̂V LP

(ℓ, b)
]
e
,

where ∆̂V LP
(ℓ, b) =

(
∆V LP

(e, ℓ, b)
)
e∈E

.

Proof of Theorem A.3.1. The proof is similar to that of Theorem 2.4.1.

Proposition A.3.2 (Analog of Proposition 2.4.4). If Assumption 2.4.2 holds and γ < 1/c,

where c = 1 under Assumption 2.4.2(i) and c = 1 + (ℓ̄−
¯
ℓ)/ε under Assumption 2.4.2(ii),

then there exists an optimal solution V LP to the ALP relaxation (A.12) such that for any

exogenous state e, subproblem i and subproblem states si and s′i,∣∣V LP
i (si, e)− V LP

i (s′i, e)
∣∣ ≤ c

1− cγ
(r̄ −

¯
r) .

Proof of Proposition A.3.2.

Let V LP denote an optimal solution of the ALP relaxation (A.12) satisfying (the infinite-

horizon analog of) Lemma A.2.1. For any exogenous state e, any subproblem j and state

s′j , let

(s∗,a∗) ∈ argmin
s:sj=s′j
a∈A(s,e)

N∑
i=1

V LP
i (si, e)− r(s, e,a)− γE

[
N∑
i=1

V LP
i (s̃i, ẽ)

∣∣∣∣∣(s,a)
]
.

Then by Lemma A.2.1,

N∑
i=1

V LP
i (s∗i , e)− r(s∗, e,a∗)− γE

[
N∑
i=1

V LP
i (s̃i, ẽ)

∣∣∣∣∣(s∗, e,a∗)

]
= 0. (A.13)
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For any state s such that si = s∗i for any i ̸= j, we find an action a ∈ A(s, e) under two

conditions in Assumption 2.4.2, respectively.

Assumption 2.4.2(i): By taking aj ∈ argmin ℓj(sj , e, aj), we have that at is feasible and

differ from a∗
t in one element (i.e., at,i = a∗t,i for any i ̸= j).

Assumption 2.4.2(ii): We claim that there exists a feasible action such that

N∑
i=1

1{a∗i ̸=ai} ≤ 1 +
ℓ̄−

¯
ℓ

ε
.

For subproblem j and state sj , we take âj to be the minimizing action in (2.11). If

ℓj(sj , e, âj) +
∑
i ̸=j

ℓi(s
∗
i , e, a

∗
i ) ≤ b(e),

then the claim holds. Otherwise, since there exists a feasible action, then there exits some

subproblems i such that there exists a∗i ̸= âi, where âi is the corresponding “minimal”

action at state s∗i . Since ∣∣ℓj(s∗j , e, a∗j )− ℓj(sj , e, âj)
∣∣ ≤ (ℓ̄−

¯
ℓ) · 1,

the maximum number of different actions is thus upper bounded by 1+(ℓ̄−
¯
ℓ)/ϵ. Therefore,

the claim holds.

We conclude that there exists a constant c such that for any state s with si = s∗i for all

i ̸= j, there exists a ∈ A(s, e) with
∑N

i=1 1{a∗i ̸=ai} ≤ c.

Since the optimal solution satisfies constraint (A.12b), we have

N∑
i=1

V LP
i (si, e)− r(s, e,a)− γE

[
N∑
i=1

V LP
i (s̃i, ẽ)

∣∣∣∣∣(s, e,a)
]
≥ 0. (A.14)

Combining (A.13) and (A.14), let Ia = {i : a∗i ̸= ai}, then for any sj ,

V LP
j (sj , e)−

∑
i∈Ia

(ri(si, e, ai)− γE [V LP
i (s̃i, ẽ)|(si, e, ai)])

≥V LP
j (s′j , e)−

∑
i∈Ia

(
ri(s

∗
i , e, a

∗
i )− γE

[
V LP
j (s̃i, ẽ)

∣∣(s∗i , e, a∗i )]) ,
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which implies

V LP
j (s′j , e)− V LP

j (sj , e)

≤c

(
r̄ −

¯
r + γmax

i

{
Eẽ

[
max
ŝi

V LP
i (ŝi, ẽ)

∣∣∣∣e]− Eẽ

[
min
ŝi

V LP
i (ŝi, ẽ)

∣∣∣∣e]})
≤c

(
r̄ −

¯
r + γmax

i
max

ê

{
max
ŝi

V LP
i (ŝi, ê)−min

ŝi
V LP
i (ŝi, ê)

})
Since the inequality above holds for any exogenous state e, subproblem j, state sj and s′j ,

we have

max
i,ê

{
max
ŝi

V LP
i (ŝi, ê)−min

ŝi
V LP
i (ŝi, ê)

}
≤c

(
r̄ −

¯
r + γmax

i,ê

{
max
ŝi

V LP
i (ŝi, ê)−min

ŝi
V LP
i (ŝi, ê)

})
,

and

min
i,ê

{
min
ŝi

V LP
i (ŝi, ê)−max

ŝi
V LP
i (ŝi, ê)

}
≥c

(
¯
r − r̄ + γmin

i,ê

{
min
ŝi

V LP
i (ŝi, ê)−max

ŝi
V LP
i (ŝi, ê)

})
,

which are equivalent to

max
i

max
ê

{
max
ŝi

V LP
i (ŝi, ê)−min

ŝi
V LP
i (ŝi, ê)

}
≤ c

1− cγ
(r̄ −

¯
r),

min
i

min
ê

{
min
ŝi

V LP
i (ŝi, ê)−max

ŝi
V LP
i (ŝi, ê)

}
≥ c

1− cγ
(
¯
r − r̄).

Therefore, for any exogenous state e, subproblem i, state si and s′i,∣∣V LP
i (si, e)− V LP

i (s′i, e)
∣∣ ≤ c

1− cγ
(r̄ −

¯
r) .

Theorem A.3.3 (Analog of Theorem 2.4.5). If Assumption 2.4.2 holds and γ < 1/c, where

c = 1 under Assumption 2.4.2(i) and c = 1 + (ℓ̄ −
¯
ℓ)/ε under Assumption 2.4.2(ii), then

there exists a constant C such that the relaxation gap satisfies

V λ∗
− V LP ≤ C · L.
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Proof of Theorem A.3.3.

Let V LP denote an optimal solution of the ALP relaxation (A.12) satisfying Proposition

A.3.2. Then for any i, e, (si, ai) and (s′i, a
′
i), we have∣∣∣δV LP

i (si, e, ai)− δV
LP

i (s′i, e, a
′
i)
∣∣∣

=
∣∣V LP

i (si, e)− ri(si, e, ai)− γE [V LP
i (s̃i, ẽ)|(si, e, ai)]

− V LP
i (s′i, e) + ri(s

′
i, e, a

′
i) + γE

[
V LP
i (s̃′i, ẽ)

∣∣(s′i, e, a′i)] ∣∣
≤
∣∣V LP

i (si, e)− V LP
i (s′i, e)

∣∣+ ∣∣ri(si, e, ai)− ri(s
′
i, e, a

′
i)
∣∣

+ γ
∣∣E [V LP

i (s̃i, ẽ)|(si, e, ai)]− E
[
V LP
i (s̃′i, ẽ)

∣∣(s′i, e, a′i)]∣∣
≤(r̄ −

¯
r)

(
1 +

c

1− cγ
+

cγ

1− cγ

)
= (r̄ −

¯
r)

1 + c

1− cγ
.

Therefore, combining Theorem A.3.1 and Proposition 2.4.3 (which is the same for infinite

horizon problems), the relaxation gap satisfies

V λ∗
− V LP ≤ c(1 + c)

1− cγ
(r̄ −

¯
r)L

∑
s,e

α(s, e)
[
(I − γQ)−1 1

]
e

where 1 denotes the vector of ones. Therefore, there exists a constant C such that

V λ∗
− V LP ≤ C · L.

A.4 Relaxation Gaps with State-Dependent Lagrange Mul-
tipliers

Following the discussion in Section 2.3.3, the ALP relaxation with Lagrange multipliers

depending on subproblem states st provides a tighter bound than the Lagrangian relaxation

in Section 2.3.2. In this section, we develop bounds on the relaxation gap V S
1 (s1, e1) −

V LP
1 (s1, e1). We denote by

V̄t,i(st,i, et, at,i) = rt,i(st,i, et, at,i) + E [Vt+1,i (st+1,i, et+1)|(st,i, et, at,i)] .

85



For each period t and state (st, et), we consider the binary integer program:

maximize
xt,i(et, at,i) ∈ {0, 1}

N∑
i=1

∑
at,i∈At,i(st,i,et)

xt,i(et, at,i)V̄t,i(st,i, et, at,i)

subject to

N∑
i=1

∑
at,i∈At,i(st,i,et)

ℓt,i(st,i, et, at,i)xt,i(et, at,i) ≤ bt(et),

∑
at,i∈At,i(st,i,et)

xt,i(et, at,i) = 1, ∀i.

(A.15)

We let ∆V
t (st, et, ℓt, bt) denote the corresponding integrality gap of problem (A.15).

Theorem A.4.1 (Analog of Theorem 2.4.1). For any optimal solution V LP to the ALP

relaxation (2.5), the relaxation gap satisfies

V S
1 (s1, e1)− V LP

1 (s1, e1) ≤
T∑
t=1

Eet

[
max
st

∆V LP

t (st, et, ℓt, bt)

]
.

Proof of Theorem A.4.1.

Let V LP denote an optimal solution to the ALP relaxation (2.5). We construct a feasible

solution to the state-dependent ALP. Consider a solution

Vt,i(st,i, et) = V LP
t,i (st,i, et) +

T∑
τ=t

1

N
Eeτ

[
max
sτ

∆V LP

τ (sτ , eτ , ℓτ , bτ )

∣∣∣∣et] .
For any (t, st, et), by the definition of ∆V LP

t (st, et, ℓt, bt), we have

max
at∈At(st,et)

rt(st, et,at) + λt(st)
⊤

[
bt(et)−

N∑
i=1

ℓt,i(st,i, et, at,i)

]

+ E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]

= max
at∈At(st,et)

rt(st, et,at) + E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
+∆V LP

t (st, et, ℓt, bt),

where λt(st) is the optimal Lagrange multiplier for the LP relaxation of problem (A.15).

Therefore, for any (t, st, et,at),

N∑
i=1

Vt,i(st,i, et)
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=

N∑
i=1

V LP
t,i (st,i, et) +

T∑
τ=t

Eeτ

[
max
sτ

∆V LP

τ (sτ , eτ , ℓτ , bτ )

∣∣∣∣et]

≥ max
at∈At(st,et)

rt(st, et,at) + E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]

+
T∑

τ=t

Eeτ

[
max
sτ

∆V LP

τ (sτ , eτ , ℓτ , bτ )

∣∣∣∣et]

≥ max
at∈At(st,et)

rt(st, et,at) + E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
+∆V LP

t (st, et, ℓt, bt)

+
T∑

τ=t+1

Eeτ

[
max
sτ

∆V LP

τ (sτ , eτ , ℓτ , bτ )

∣∣∣∣et]

≥rt(st, et,at) + λ⊤
t (st)

[
bt(et)−

N∑
i=1

ℓt,i(st,i, et, at,i)

]
+ E

[
N∑
i=1

V LP
t+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]

+
T∑

τ=t+1

Eeτ

[
max
sτ

∆V LP

τ (sτ , eτ , ℓτ , bτ )

∣∣∣∣et]

=rt(st, et,at) + λ⊤
t (st)

[
bt(et)−

N∑
i=1

ℓt,i(st,i, et, at,i)

]
+ E

[
N∑
i=1

Vt+1,i(st+1,i, et+1)

∣∣∣∣∣(st, et,at)

]
.

Therefore, the constructed solution is feasible and the statement then follows.

The following result provides a tighter bound (up to constants) for the relaxation gap

with state-dependent Lagrange multipliers compared to using Lagrange multipliers inde-

pendent of states, as in Theorem 2.4.5.

Theorem A.4.2 (Analog of Theorem 2.4.5). If Assumption 2.4.2 holds, then the relaxation

gap satisfies

V S
1 (s1, e1)− V LP

1 (s1, e1) ≤
C

2c
·max

t
Lt .

where c and C are the constants defined in the proof of Theorem 2.4.5.

Proof of Theorem A.4.2.

Similar to the proof of Proposition 2.4.3, there are at most min{N,Lt} subproblems that

can have more than one basic variables. Let x∗t,i(et, at,i) denote an optimal basic feasi-

ble solution to the LP relaxation of problem (A.15). Let N = {1, . . . , N}, N ′ = {i :
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subproblem i has only one basic variable} and N ′′ = N\N ′, we then have∑
i∈N ′

ℓt,i(st,i, et, a
∗
t,i) +

∑
i∈N ′′

∑
at,i

x∗t,i(et, at,i)ℓt,i(st,i, et, at,i) ≤ bt(et),

where x∗t,i(et, a
∗
t,i) = 1,∀i ∈ N ′. Note that under Assumption 2.4.2 (Condition (i) and

(ii)), for any i ∈ N ′′ and state st,i, there exists an action ât,i such that ℓt,i(st,i, et, ât,i) ≤

ℓt,i(st,i, et, at,i), ∀at,i. Therefore, the action at such that at,i = a∗t,i,∀i ∈ N ′ and at,i =

ât,i, ∀i ∈ N ′′ is feasible to the integer program (A.15). Hence, we have

∆V
t (st, et, ℓt, bt)

≤min{N,Lt} · max
i=1,...,N

{
max

at,i∈At,i(st,i,et)
V̄t,i(st,i, et, at,i)− min

at,i∈At,i(st,i,et)
V̄t,i(st,i, et, at,i)

}
.

Let V LP denote an optimal solution of the ALP relaxation (2.5) satisfying Proposition 2.4.4.

Then for any t, i, et, st,i, at,i and a′t,i, we have∣∣V̄t,i(st,i, et, at,i)− V̄t,i(st,i, et, a
′
t,i)
∣∣

=
∣∣rt,i(st,i, et, at,i) + E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, at,i)]
− rt,i(st,i, et, a

′
t,i)− E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, a′t,i)] ∣∣
≤
∣∣rt,i(st,i, et, at,i)− rt,i(st,i, et, a

′
t,i)
∣∣

+
∣∣E [V LP

t+1,i(st+1,i, et+1)
∣∣(st,i, et, at,i)]− E

[
V LP
t+1,i(st+1,i, et+1)

∣∣(st,i, et, a′t,i)]∣∣
≤(r̄ −

¯
r)

(
1 +

T∑
τ=t+1

cT−τ+1

)
,

where c = 1 under Assumption 2.4.2(i) and c = 1+ (ℓ̄−
¯
ℓ)/ε under Assumption 2.4.2(ii) as

shown in the proof of Proposition 2.4.4. Therefore, the relaxation gap satisfies

V S
1 (s1, e1)− V LP

1 (s1, e1)

≤
T∑
t=1

Eet

[
max
st

∆V LP

t (st, et, ℓt, bt)

]

≤
T∑
t=1

min{N,Lt} · (r̄ −
¯
r)

(
1 +

T∑
τ=t+1

cT−τ+1

)
,

≤C

2c
·max

t
Lt,

where C is the constant shown in the proof of Theorem 2.4.5.
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As for the equivalence result, using state-dependent multipliers allows additional flexi-

bility - in particular, Assumption 2.4.7 (i) is no longer required.

Assumption A.4.3. For all t, et and st, bt(et) is integral and for the variables xt,i(et, at,i) ∈

{0, 1} the constraint matrix associated with the system

N∑
i=1

∑
at,i∈At,i(st,i,et)

ℓt,i(st,i, et, at,i)xt,i(et, at,i) ≤ bt(et)

∑
at,i∈At,i(st,i,et)

xt,i(et, at,i) = 1 ∀i = 1, . . . , N ,

is totally unimodular.

Theorem A.4.4 (Analog of Theorem 2.4.8). If Assumption A.4.3 holds, the relaxation

gap is zero, i.e., V S(s1, e1) = V LP
1 (s1, e1).

A.5 Discussion of Example 4.3.1 in [AM08]

In this section, we consider Example 4.3.1 in [AM08]. This example (set in infinite horizon

in [AM08]) satisfies Assumption 2.4.2 (under condition (ii)) and [AM08] show that the

relaxation gap is linear in N . This appears to contradict Theorem A.3.3 and we explain

this here.

There are N identical subproblems. Each subproblem has two states and two actions,

i.e., Si = {1, 2} and Ai(si) = {0, 1} for all si ∈ Si. Furthermore, the rewards ri(si, ai) do not

depend on time and are given by ri(1, 1) = 1 and ri(si, ai) = 0 for all other state-action pairs.

All state-action pairs transition into state si = 2 with probability one. The initial states

are si = 1 for every subproblem i. There is a single linking constraint
∑N

i=1 ℓi(si, ai) ≤ 1,

where

ℓi(1, 1) = 2, ℓi(1, 0) = 0, ℓi(2, 1) = −1, ℓi(2, 0) = −1 .

Since action ai = 1 is not feasible in state 1 and state si = 2 is absorbing, the optimal

expected reward equals zero, regardless of the time horizon.
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This example satisfies Assumption 2.4.2 and therefore Theorem 2.4.1 implies that the

the relaxation gap is bounded from above by a constant independent of N . We now show

this explicitly.

We first consider the finite horizon case. For the ALP (2.5), V LP
t,i (st,i) = 0 is an optimal

solution. Thus, the ALP provides an optimal upper bound.

For the Lagrangian relaxation, it is optimal to take λt = 0 for all t > 1 and V λ
t,i(2) = 0

for all i and t > 1. The value of V λ
t,i(1) for t > 1 does not affect the optimal value of the

Lagrangian relaxation (2.7) since state si = 1 will not be visited in any time periods t > 1.

Therefore, for solving the Lagrangian relaxation, it is sufficient to solve:

minimize
λ1, V

λ
1,i(1)

λ1 +

N∑
i=1

V λ
1,i(1)

subject to

V λ
1,i(1) ≥ 1− 2λ1, ∀i,

V λ
1,i(1) ≥ 0,∀i.

The optimal solution is λ1 = 1/2 and V λ
1,i(1) = 0, which gives a Lagrangian bound equal to

1/2. Thus, consistent with Theorem 2.4.5, the relaxation gap is bounded from above by a

constant independent of N .

[AM08] consider this problem over an infinite horizon with a fixed discount factor, which

we denote by γ and the same initial state. [AM08] show that the ALP relaxation provides

a tight upper bound of zero and the Lagrangian relaxation upper bound equals N , where

the optimal Lagrange multiplier λ∗ = 0. Thus, the relaxation gap equals N , in conflict

with Theorem A.3.3.

Note, however, that to obtain the tight ALP relaxation bound of zero, [AM08] strengthen

the ALP relaxation bound by imposing constraints only at states that can be visited by

policies (in this example, the only possible states are all subproblems in state 1 or all sub-

problems in state 2). We show in Proposition A.5.1 below that the standard ALP relaxation

bound as we define it leads to a gap that is constant with respect to N .
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In addition, [AM08] remark “...in the example of Section 4.3.1 ... the difficulty lies

in that λ is not state dependent.” In fact, allowing λ to depend on time alone (but not

subproblem states) is sufficient to reduce the relaxation gap to a constant, even with the

strengthened ALP relaxation bound used in [AM08].

Specifically, we consider time-dependent Lagrange multipliers λ = (λ1, λ2, . . . ). Then

the Lagrangian DP given λ is

V λ
1 (1) = max

a∈{0,...,N}

{
λ1 + a− 2aλ1 + γV λ

2 (2 · 1)
}
,

V λ
t (2 · 1) = λt +Nλt + γV λ

t+1(2 · 1), ∀t > 1.

To minimize V λ
1 (1), it is optimal to take λt = V λ

t (2 · 1) = 0 and we are left to consider the

problem

min
λ1≥0

{
λ1 + max

a∈{0,...,N}
a(1− 2λ1)

}
.

The optimal solution is λ1 = 1/2 and V λ
1 (1) = 1/2. Thus with the (strengthened) ALP

relaxation bound of zero, using time-dependent Lagrange multipliers leads to a relaxation

gap of 1/2. Intuitively, having the Lagrange multipliers depend on time captures the

necessary state dependence, since the absorbing state 2 is visited by all subproblems in the

second period.

Proposition A.5.1. In Example 4.3.1 in [AM08], using the (non-strengthened) ALP re-

laxation (A.12), the relaxation gap is bounded from above by a constant independent of

N .

Proof of Proposition A.5.1.

Similar to [AM08], we assume 3γ − 2 ≥ 0. As shown in [AM08], the optimal Lagrangian

bound is N . For completeness, we include the Lagrangian LP here. The Lagrangian

relaxation LP is

minimize
λ, V λ(s)

1

1− γ
λ+NV λ(1)

subject to
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V λ(1) ≥ 1− 2λ+ γV λ(2),

V λ(1) ≥ γV λ(2),

V λ(2) ≥ λ+ γV λ(2).

The problem is equivalent to

min
λ≥0

1

1− γ
λ+N max

{
γ

1− γ
λ, 1− 2λ+

γ

1− γ
λ

}
=min

λ≥0
max

{
N +

λ

1− γ
+ λN

(
3γ − 2

1− γ

)
,

λ

1− γ
+ λN

γ

1− γ

}
.

Since we assume 3γ−2 ≥ 0, all coefficients of λ are non-negative, therefore, we have λ∗ = 0

and the optimal Lagrangian bound is N .

For the ALP (2.5), since all subproblems are identical, it is sufficient to consider solutions

with Vi(s) = Vj(s) for any subproblem i, j and state s. Moreover, for any states with k

subproblems in state 1, since all subproblems transition to state 2, it is sufficient to consider

the constraint that maximizes the one-period total rewards for this state, i.e., the action

that solves the problem

max
ai

k∑
i=1

r(1, ai), s.t.
k∑

i=1

ℓ(1, ai) ≤ 1 +N − k.

The optimal solution is to take action 1 for as many subproblems in state 1 as possible

and the optimal value is min{k, ⌊(1 +N − k)/2⌋}. Therefore, the ALP relaxation reduces

to

minimize
V LP(s)

NV LP(1)

subject to

kV LP(1) + (N − k)V LP(2) ≥ min

{
k,

⌊
1 +N − k

2

⌋}
+ γNV LP(2), ∀k = 0, . . . , N,

(A.16a)

where k denotes the number of subproblems in state 1. With k = 0, constraint (A.16a) is

equivalent to V LP(2) ≥ 0. Hence, the problem can be further simplified as

V LP(1) = min
V LP(2)≥0

max
k=1,...,N

min

{
1,

1

k

⌊
1 +N − k

2

⌋}
− (1− γ)N

k
V LP(2) + V LP(2).
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We focus on the case where N ≥ 2. There are three possible cases:

(i) N mod 3 = 0. There exists m ∈ Z++ such that N = 3m. Then we have

NV LP(1) ≥N · min
V LP(2)≥0

max
k=m,N

min

{
1,

1

k

⌊
1 +N − k

2

⌋}
− (1− γ)N

k
V LP(2) + V LP(2)

=N · min
V LP(2)≥0

max{1 + (3γ − 2)V LP(2), γV LP(2)} = N

(ii) N mod 3 = 2. There exists m ∈ Z++ such that N = 3m− 1. Then we have

NV LP(1) ≥N · min
V LP(2)≥0

max
k=m,N

min

{
1,

1

k

⌊
1 +N − k

2

⌋}
− (1− γ)N

k
V LP(2) + V LP(2)

=N · min
V LP(2)≥0

max

{
1 +

(
3γ − 2 +

1

m
(1− γ)

)
V LP(2), γV LP(2)

}
= N

(iii) N mod 3 = 1. There exists m ∈ Z++ such that N = 3m− 2. Then we have

NV LP(1) ≥N · min
V LP(2)≥0

max
k=m−1,N

min

{
1,

1

k

⌊
1 +N − k

2

⌋}
− (1− γ)N

k
V LP(2) + V LP(2)

=N · min
V LP(2)≥0

max

{
1 +

(
3γ − 2− 1

m− 1
(1− γ)

)
V LP(2), γV LP(2)

}

=N ·min

 γ(
2 + 1

m−1

)
(1− γ)

, 1

 .

Note that since the Lagrangian bound is N , the only possible case when the relaxation gap

is positive is when N = 3m − 2 and γ <
(
2 + 1

m−1

)
(1 − γ) for some m ∈ Z++. In this

case, we have

V λ∗
− V LP ≤N −N

γ(
2 + 1

m−1

)
(1− γ)

=(3m− 2)

1− γ(
2 + 1

m−1

)
(1− γ)


=

3m−2
m−1 (1− γ)− (3γ − 2)(3m− 2)(

2 + 1
m−1

)
(1− γ)

=
3m− 2

2m− 1
− 3m− 2

2 + 1
m−1

3γ − 2

1− γ

≤3

2
− 3m− 2

2 + 1
m−1

3γ − 2

1− γ
≤ 3

2
.

Therefore, the relaxation gap is bounded from above by 3/2.
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A.6 Dynamic Production and Allocation Example

We consider the problem a firm allocating limited production capacity for a product at N

locations (e.g., stores or warehouses) over a finite horizon. The state st,i for each location

i is the period t inventory level of the product at location i, which evolves as st+1,i =

(st,i + at,i − dt,i)
+, where dt,i is the random demand for the product at location i in period

t. Each location has a limited capacity āi for inventory and the firm has limited total

production capacity Bt in each period, i.e., we require
∑N

i=1 at,i ≤ bt. The firm generates

revenue for selling the product and incurs production costs as well as holding and shortage

costs for leftover and unmet demands, respectively. We can write the expected reward for

location i in period t as

rt,i(st,i, at,i) = E
[
pt,idt,i + (pt,i − ht,i)(st,i + at,i − dt,i)

+ − bt,i(dt,i − st,i − at,i)
+
]
− ct,iat,i,

where pt,i, ct,i, ht,i and bt,i are the per unit revenue, production cost, holding cost, and unmet

demand cost for the product at location i in period t, respectively. The firm’s objective is

to find a feasible production and allocation policy that maximizes expected profits. This

problem has a single linking constraint and Assumption 2.4.2 holds under both conditions

(i) and (ii).

We consider examples in which all locations are symmetric each with zero initial inven-

tory. We let dt,i be a discrete approximation of a normal distribution with mean d̄t,i = 10

and variance 1. The capacity at each location is āi = 20 and we use a total production

capacity of bt = 10N in every period. For the remaining parameters, we take the unit

revenue pt,i to be 0.45, the unit holding cost ht,i to be 0.2, and the unit unmet demand

cost bt,i and the unit production cost ct,i to be 0.3.

For the Lagrangian relaxation, we solve the problem using the cutting plane method

described in [BS20] with an error tolerance of 10−5. For the ALP relaxation, we use

constraint generation with error tolerance 10−5. Given a candidate ALP solution Vt,i(st,i),
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let
¯
δVt,i(at,i) = minst,i δ

V
t,i(st,i, at,i); then the separation problem (2.6) can be simplified to

minimize
xt,i(at,i) ∈ {0, 1}

N∑
i=1

∑
at,i

xt,i(at,i)
¯
δVt,i(at,i)

subject to

N∑
i=1

∑
at,i

at,ixt,i(at,i) ≤ bt,

∑
at,i

xt,i(at,i) = 1, ∀i.

(A.17)

We use several enhancements to increase efficiency in solving the ALP. First, at each

iteration of the constraint generation algorithm, we solve the separation problems across

time in parallel using 8 workers. Second, since locations are symmetric, it is sufficient to

consider solutions with Vt,i(st,i) = Vt,j(st,i) for any location i, j and state st,i. Therefore

we have
¯
δVt,i(at,i) = ¯

δVt,j(at,i) for any location i, j and action at,i. The LP relaxation of the

separation problem (A.17) is equivalent to:

minimize
yt(at) ∈ [0, 1]

∑
at

yt(at)
¯
δVt (at)

subject to∑
at

atyt(at) ≤ bt/N.

(A.18)

Finally, rather than solving the separation problems exactly, we instead first solve the

LP relaxation (A.18); let y∗t (at) denote a corresponding optimal solution. We then assign

⌊y∗t (at) · N⌋ locations the allocation at. For the remaining locations, we solve (A.17) by

replacing N with N −
∑

at
⌊y∗t (at) · N⌋. This heuristic reduces the size of the separation

problem (2.6) but the solution may not be optimal. Therefore, the output of the algorithm

provides a lower bound on the ALP relaxation.

Table A.1 reports the numerical results. On a per-location basis, the ALP relaxation

converges to the Lagrangian relaxation, consistent with Theorem 2.4.5 and the relaxation

gaps are quite small in all cases (note that the Lagrangian relaxation is independent of N

on a per-location basis). Moreover, despite the enhancements to solve the ALP relaxations,
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Expected value per location

T N = 1 N = 3 N = 9 N = 27 N = 81 LR

10 12.40585 12.40754 12.40757 12.40757 12.40757 12.40757

20 24.92696 24.93047 24.93142 24.93142 24.93142 24.93142

30 37.44807 37.45368 37.45520 37.45528 37.45528 37.45527

40 49.96918 49.97689 49.97913 49.97913 49.97913 49.97913

50 62.49029 62.50013 62.50297 62.50299 62.50299 62.50299

Run times (seconds)

T N = 1 N = 3 N = 9 N = 27 N = 81 LR

10 0.86405 1.55403 2.23475 2.03349 2.29733 0.04637

20 1.27835 4.58919 4.11424 3.91494 3.99941 0.09643

30 1.79537 7.62609 5.33953 6.34776 6.28313 0.23380

40 2.20932 21.48491 7.69511 9.37272 7.47482 0.23303

50 2.50208 14.31427 8.87012 8.10283 7.88087 0.40232

Table A.1: Results for the dynamic production and allocation examples. The

columns with N correspond to the ALP relaxations with N locations and the column

“LR” denotes the Lagrangian relaxation.

the time required to solve the ALP relaxations ranges from 6 to about 50 times the time

to solve the Lagrangian relaxation.
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Appendix B

Appendix to Chapter 3

B.1 Proofs in Section 3.3

Proof of Proposition 3.3.1.

(a) We prove the result by induction. Given the initial state (s1, z1), the optimal value

V ∗
1 (s1, z1) can be solved recursively as:

V ∗
t (st, zt) = max

at∈At(st,zt)

{
rt(st, zt,at) + E[V ∗

t+1(st+1, zt+1)|(st, zt,at)]
}
,

where V ∗
T+1(sT+1, zT+1) = 0.

For period T + 1, we have V ∗
T+1(sT+1, zT+1) = Lλ

T+1(sT+1, zT+1) = 0.

Assume that for period t + 1, V ∗
t+1(st+1, zt+1) ≤ Lλ

t+1(st+1, zt+1). Then for period t,

we have

V ∗
t (st, zt)

≤ max
at∈At(st,zt)

{
rt(st, zt,at) + λt(zt)

[
Bt(zt)−

N∑
i=1

bt,i(st,i, zt, at,i)

]

+ E
[
V ∗
t+1(st+1, zt+1)

∣∣(st, zt,at)
]}

≤ max
at∈At(st,zt)

{
rt(st, zt,at) + λt(zt)

[
Bt(zt)−

N∑
i=1

bt,i(st,i, zt, at,i)

]

+ E
[
V ∗
t+1(st+1, zt+1)

∣∣(st, zt,at)
]}

≤ max
at∈At(st,zt)

{
rt(st, zt,at) + λt(zt)

[
Bt(zt)−

N∑
i=1

bt,i(st,i, zt, at,i)

]

+ E
[
Lλ
t+1(st+1, zt+1)

∣∣∣(st, zt,at)
]}

=Lλ
t (st, zt).
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The first inequality follows from the fact that λt(zt) ≥ 0 and
∑N

i=1 bt,i(st,i, zt, at,i) ≤ Bt(zt)

for any at ∈ At(st, zt). The second inequality follows by At(st, zt) ⊆ At(st, zt). The last

inequality follows from the induction assumption.

Hence, we can conclude that for any λ ≥ 0, state (st, zt), we have V ∗
t (st, zt) ≤

Lλ
t (st, zt). By standard DP results (e.g., [Put94] Theorem 4.4.2), V ∗

t (st, zt) depends on zt

only through zt, and V ∗
t (st, zt) = V ∗

t (st, zt). Therefore, we have V ∗
t (st, zt) ≤ Lλ

t (st, zt).

(b) It is sufficient to show that (3.4) and (3.5) satisfy the Bellman equation for the La-

grangian DP (3.3), i.e.,

T∑
τ=t

E [λτ (zτ )Bτ (zτ )|zt] +
N∑
i=1

Lλ
t,i(st,i, zt)

= max
at∈At(st,zt)

{
rt(st, zt,at) + λt(zt)

[
Bt(zt)−

N∑
i=1

bt,i(st,i, zt, at,i)

]

+ E

[
T∑

τ=t+1

E [λτ (zτ )Bτ (zτ )|zt+1] +

N∑
i=1

Lλ
t+1,i(st+1,i, zt+1)

∣∣∣∣∣(st, zt,at)

]}
.

First note that

λt(zt)Bt(zt) + E

[
T∑

τ=t+1

E [λτ (zτ )Bτ (zτ )|zt+1]

∣∣∣∣∣zt

]

=λt(zt)Bt(zt) +

T∑
τ=t+1

E [λτ (zτ )Bτ (zτ )|zt] =

T∑
τ=t

E [λτ (zτ )Bτ (zτ )|zt] ,

where the first equality follows from tower property. Therefore, we are left to show

N∑
i=1

Lλ
t,i(st,i, zt)

= max
at∈At(st,zt)

{
rt(st, zt,at)− λt(zt)

N∑
i=1

bt,i(st,i, zt, at,i)

+ E

[
N∑
i=1

Lλ
t+1,i(st+1,i, zt+1)|(st, zt,at)

]}
,

which can be obtained by summing Lλ
t,i(st,i, zt) over i using equation (3.5).

Proof of Proposition 3.3.2.

Note that (3.6) and (3.7) are both bounded and feasible LPs, and (3.7) is the dual problem
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of (3.6). Therefore, the optimal values of (3.6) and (3.7) are the same by strong duality

for linear programming.

(a) At time t, for project i, at state (st,i, zt), according to the policy ρ∗, the probability for

this project taking action at,i is

µ∗
t,i(st,i, zt, at,i)∑

a′t,i∈At,i(st,i,zt)
µ∗
t,i(st,i, zt, a′t,i)

.

Note that when µ∗
t,i(st,i, zt, at,i) > 0 for some at,i, constraint (3.6b) holds with equality by

complementary slackness, which implies that at,i is an optimal action. Also there must

exist some at,i such that µt,i(st,i, zt, at,i) > 0 by constraint (3.7c) and (3.7d), otherwise the

state (st,i, zt) will not be visited. Therefore, the mixed policy is optimal for the Lagrangian

DP (3.3).

(b) For any state (st,i, zt), if an action at,i is strictly suboptimal, the corresponding con-

straint (3.6b) holds as a strict inequality. By complementary slackness, we have constraint

(3.7e) holds with equality, i.e., µ∗
t,i(st,i, zt, at,i) = 0, which implies that ρ∗t,i(st,i, zt) = at,i

with probability zero. On the other hand, if at,i is the unique optimal solution, then any

other action a′t,i is suboptimal and thus µ∗
t,i(st,i, zt, a

′
t,i) = 0, which implies that at,i is the

unique action such that µ∗
t,i(st,i, zt, at,i) > 0, and thus ρ∗t,i(st,i, zt) = at,i with probability

one.

(c) Under the mixed policy ρ∗, conditional on the signal history zt, the probability that

project i is in state st,i and action at,i is selected is µ∗
t,i(st,i, zt, at,i)/Qt(zt). Therefore, we

have

E

[
N∑
i=1

bt,i(s
ρ∗

t,i, zt, a
ρ∗

t,i)

∣∣∣∣∣zt

]
=

1

Qt(zt)

N∑
i=1

∑
st,i,zt

bt,i(st,i, zt, at,i)µ
∗
t,i(st,i, zt, at,i) ≤ Bt(zt).

(B.1)

By complementary slackness, we have

λ∗
t (zt)

(
E

[
N∑
i=1

bt,i(s
ρ∗

t,i, zt, a
ρ∗

t,i)

∣∣∣∣∣zt

]
−Bt(zt)

)
= 0.
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B.2 Proofs in Section 3.4

Proof of Proposition 3.4.1.

(a) We prove the result by induction. Note that V F
T+1(fT+1, zT+1) = 0 for any zt+1, which

is concave and piecewise linear in fT+1. Now assume for any zt+1 that V F
t+1(f t+1, zt+1) is

concave and piecewise linear in f t+1, which we write as

V F
t+1(f t+1, zt+1) = min

k∈Kt+1(zt+1)

{
f⊤
t+1θt+1,k(zt+1) + vt+1,k(zt+1)

}
.

Then the right-hand side of equation (3.9) can be written as an LP:

maximize
ut,f t+1, V (zt+1)

N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) +
∑
zt+1

Qt(zt+1|zt)V (zt+1)

subject to

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) ≤ Bt(zt),

∑
at,i

ut,i(st,i, zt, at,i) = ft,i(st,i), ∀(i, st,i),

f t+1 = P t(zt)ut, ut ≥ 0,

V (zt+1) ≤ f⊤
t+1θt+1,k(zt+1) + vt+1,k(zt+1), ∀zt+1, k ∈ Kt+1(zt+1).

(B.2)

The dual problem of (B.2) is:

minimize
θt, ζt,ηt+1,

θ⊤
t f t + ζtBt(zt) +

∑
zt+1

∑
k∈Kt+1(zt+1)

Qt(zt+1|zt)vt+1,k(zt+1)ηt+1,k(zt+1)

subject to∑
k∈Kt+1(zt+1)

ηt+1,k(zt+1) = 1, ∀zt+1,

rt,i(st,i, zt, at,i)− ζtbt,i(st,i, zt, at,i) + E

 ∑
k∈Kt+1(zt+1)

θt+1,k(i, st+1,i, zt+1)ηt+1,k(zt+1)

∣∣∣∣∣∣(st,i, zt, at,i)


≤ θt,i(st,i), ∀(i, st,i, at,i), (B.3a)

ηt+1 ≥ 0, ζt ≥ 0.
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Since both (B.2) and (B.3) are bounded and feasible LPs, the optimal values of (B.2)

and (B.3) are the same and equal to V F
t (f t, zt). The LP (B.3) has 1 +

∑N
i=1 |Si| +∑

zt+1
|Kt+1(zt+1)| variables and 1 +

∑
zt+1

|Kt+1(zt+1)| + |Z| +
∑N

i=1

∑
st,i

|At,i(st,i, zt)|

constraints. Thus, the number of extreme points is at most(
1 +

∑
zt+1

|Kt+1(zt+1)|+ |Z|+
∑N

i=1

∑
st,i

|At,i(st,i, zt)|

1 +
∑N

i=1 |Si|+
∑

zt+1
|Kt+1(zt+1)|

)
.

Since f t only appears in the objective of the LP (B.3) and there exists an extreme point

to (B.3) that is optimal, V F
t (f t, zt) is a concave and piecewise linear function in f t.

(b) As shown in Proposition 3.4.1(a), the optimization problem in (3.9) can be written

as a linear program (B.2) and θt is the dual variable corresponding to the constraints∑
at,i

ut,i(st,i, zt, at,i) = ft,i(st,i) ∀(i, st,i). Let (θ∗
t , ζ

∗
t ,η

∗
t+1) denote an optimal solution of

LP (B.3). Then (θ∗
t , ζ

∗
t ,η

∗
t+1) is feasible to the corresponding linear program of V F

t (f
′
t, zt)

with f ′
t in place of f t in the objective. Therefore,

V F
t (f

′
t, zt)

≤θ∗⊤
t f ′

t +
∑
zt+1

∑
k∈Kt+1(zt+1)

Qt(zt+1|zt)vk(zt+1)η
∗
t+1,k(zt+1) + ζ∗t Bt(zt)

=V F
t (f t, zt) + θ∗⊤

t (f ′
t − f t).

Proof of Proposition 3.4.2.

(a) First, from Proposition (3.3.2), the optimal value of LP (3.7) equals Lλ∗
1 (s1, z1). Let

(f∗
t , zt,u

∗
t ) denote an optimal process associated with the DP (3.9), and consider the solu-

tion µt,i(st,i, zt, at,i) such that µt,i(st,i, zt, at,i) = Qt(zt)u
∗
t,i(st,i, zt, at,i). We first show this

solution is feasible to LP (3.7).

Since u∗t,i(st,i, zt, at,i) ≥ 0 and∑
a1,i

µ1,i(s1,i, z1, a1,i) =
∑
a1,i

u∗1,i(s1,i, z1, a1,i) = f∗
1,i(s1,i) = 1, ∀i,

constraints (3.7d) and (3.7e) are satisfied. For constraint (3.7b), ∀(t, zt),

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i)
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=Qt(zt)

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)u
∗
t,i(st,i, zt, at,i) ≤ Qt(zt)Bt(zt),

where the inequality follows from u∗
t ∈ Ut(f

∗
t , zt). For constraint (3.7c), ∀t < T, (i, st+1,i, zt+1),

∑
st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)µt,i(st,i, zt, at,i)

=Qt(zt)
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)u∗t,i(st,i, zt, at,i)

=Qt+1(zt+1)
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)u∗t,i(st,i, zt, at,i)

=Qt+1(zt+1)f
∗
t+1,i(st+1,i) = Qt+1(zt+1)

∑
at+1,i

u∗t+1,i(st+1,i, zt+1, at+1,i)

=
∑
at+1,i

µt+1,i(st+1,i, zt+1, at+1,i) .

Therefore, the solution is feasible to (3.7). For the objective value, we have

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

rt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i)

=
T∑
t=1

N∑
i=1

∑
zt

Qt(zt)
∑

st,i,at,i

rt,i(st,i, zt, at,i)u
∗
t,i(st,i, zt, at,i)

=V F
1 (f1, z1),

which implies that Lλ∗
1 (s1, z1) ≥ V F

1 (f1, z1).

On the other hand, let µ∗
t,i(st,i, zt, at,i) denote an optimal solution of (3.7). We consider

a history dependent policy for the fluid DP (3.9) such that given zt with Qt(zt) > 0, the

DM takes action ut,i(st,i, zt, at,i) such that ut,i(st,i, zt, at,i) = µ∗
t,i(st,i, zt, at,i)/Qt(zt). We

show this policy is feasible, i.e., ut ∈ Ut(f t, zt). Note that ut ≥ 0 and

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)at,iut,i(st,i, zt, at,i)

=
1

Qt(zt)

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)at,iµ
∗
t,i(st,i, zt, at,i) ≤ Bt(zt).

We use forward induction to show this policy satisfies the flow balance constraint. In period
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t = 1, by constraint (3.7c), we have

∑
a1,i

u1,i(s1,i, zt, a1,i) =
∑
a1,i

µ∗
1,i(s1,i, z1, a1,i) = f1,i(s1,i) = 1, ∀i.

Assume that for period t,

∑
at,i

ut,i(st,i, zt, at,i) = ft,i(st,i), ∀(i, st,i).

Then for period t+ 1 with signal zt+1, we have ∀(i, st+1,i)

ft+1,i(st+1,i) =
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)ut,i(st,i, zt, at,i)

=
1

Qt(zt)

∑
st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)µ∗
t,i(st,i, zt, at,i)

=
1

Qt+1(zt+1)

∑
st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)µ∗
t,i(st,i, zt, at,i)

=
1

Qt+1(zt+1)

∑
at+1,i

µ∗
t+1,i(st+1,i, zt+1, at+1,i)

=
∑
at+1,i

ut+1,i(st+1,i, zt+1, at+1,i),

where the second last equality follows from constraint (3.7c).

Therefore, this policy is feasible and the expected total reward is

T∑
t=1

∑
st,i,at,i

∑
zt

Qt(zt)rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i)

=
T∑
t=1

∑
st,i,at,i

∑
zt

rt,i(st,i, zt, at,i)µ
∗
t,i(st,i, zt, at,i) = Lλ∗

1 (s1, z1),

which implies Lλ∗
1 (s1, z1) ≤ V F

1 (f1, z1). In conclusion, we have Lλ∗
1 (s1, z1) = V F

1 (f1, z1).

(b) For any state (t, s̃t, zt), let f̃ t denote the corresponding fluid state. Proposition 3.4.2(a)

implies that V F
t (f̃ t, zt) is equal to the optimal value of the optimal Lagrangian dual prob-

lem with (t, s̃t, zt) as the initial state. Therefore, we have V ∗
t (s̃t, zt) ≤ V F

t (f̃ t, zt). Since

V F
t (f t, zt) is concave in f t, by Jensen’s inequality, we have

E [V ∗
t (s̃t, zt)] ≤ E

[
V F
t (f̃ t, zt)

]
≤ V F

t (E[f̃ t], zt).
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Since E[f̃t,i(st,i)] = E[1(s̃t,i = st,i)] = P(s̃t,i = st,i) = ft,i(st,i), it follows that

E [V ∗
t (s̃t, zt)] ≤ V F

t (E[f̃ t], zt) = V F
t (f t, zt) .

(c) For a random initial state (t, s̃t, zt) such that s̃t,i is distributed as (ft,i(st,i))st,i∈Si ,

consider the optimal Lagrangian dual problem analogously as (3.6) but instead with the

objective
T∑

τ=t

E[λτ (zτ )Bτ (zτ )|zt] +
N∑
i=1

∑
st,i

ft,i(st,i)L
λ
t,i(st,i, zt).

The corresponding initial state constraint in the fluid relaxation LP analogously as (3.7)

is ∑
at,i

µt,i(st,i, zt, at,i) = ft,i(st,i), ∀(i, st,i).

Using an analogous argument as in the proof of Proposition 3.4.2(a), it follows that V F
t (f t, zt)

is equal to the optimal value of the optimal Lagrangian dual problem with a random initial

state (t, s̃t, zt). Therefore, for any λ ∈ Λ and for any (f t, zt),

V F
t (f t, zt) ≤

T∑
τ=t

E[λτ (zτ )Bτ (zτ )|zt] +

N∑
i=1

∑
st,i

ft,i(st,i)L
λ
t,i(st,i, zt).

(d) Let (λ∗
t (zt), L

λ∗
t,i (st,i, zt)) denote an optimal solution of (3.6). We show this result by

induction. For time T + 1, let
∑T

τ=T+1 E [λ∗
τ (zτ )Bτ (zτ )|zT+1] = 0. Thus, the base case

holds. Now assume for time t+ 1 that

V F
t+1(f

∗
t+1, zt+1) =

T∑
τ=t+1

E [λ∗
τ (zτ )Bτ (zτ )|zt+1]+

N∑
i=1

∑
st+1,i∈Si

f∗
t+1,i(st+1,i)L

λ∗

t+1,i(st+1,i, zt+1).

Then for time t, we have

N∑
i=1

∑
st,i∈Si

f∗
t,i(st,i)L

λ∗

t,i (st,i, zt)

=
N∑
i=1

∑
st,i:f∗

t,i(st,i)>0

f∗
t,i(st,i)max

at,i

{
rt,i(st,i, zt, at,i)− λ∗

t (zt)bt,i(st,i, zt, at,i)

+ E
[
Lλ∗

t+1,i(st+1,i, zt+1)
∣∣∣(st,i, zt, at,i)

]}
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1○
=

N∑
i=1

∑
st,i:f∗

t,i(st,i)>0

f∗
t,i(st,i)

∑
at,i

u∗t,i(st,i, zt, at,i)

f∗
t,i(st,i)

(
rt,i(st,i, zt, at,i)− λ∗

t (zt)bt,i(st,i, zt, at,i)

+ E
[
Lλ∗

t+1,i(st+1,i, zt+1)
∣∣∣(st,i, zt, at,i)

])

=
N∑
i=1

∑
st,i,at,i

u∗t,i(st,i, zt, at,i)

(
rt,i(st,i, zt, at,i)− λ∗

t (zt)bt,i(st,i, zt, at,i)

+ E
[
Lλ∗

t+1,i(st+1,i, zt+1)
∣∣∣(st,i, zt, at,i)

])

=
N∑
i=1

∑
st,i,at,i

u∗t,i(st,i, zt, at,i) (rt,i(st,i, zt, at,i)− λ∗
t (zt)bt,i(st,i, zt, at,i))

+
N∑
i=1

∑
st,i,at,i

u∗t,i(st,i, zt, at,i)
∑

st+1,i,zt+1

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)Lλ∗

t+1,i(st+1,i, zt+1)

=

N∑
i=1

∑
st,i,at,i

u∗t,i(st,i, zt, at,i) (rt,i(st,i, zt, at,i)− λ∗
t (zt)bt,i(st,i, zt, at,i))

+
N∑
i=1

∑
st+1,i,zt+1

Qt(zt+1|zt)f∗
t+1(st+1,i)L

λ∗

t+1,i(st+1,i, zt+1)

=

N∑
i=1

∑
st,i,at,i

u∗t,i(st,i, zt, at,i) (rt,i(st,i, zt, at,i)− λ∗
t (zt)bt,i(st,i, zt, at,i))

+
∑
zt+1

Qt(zt+1|zt)

(
V F
t+1(f

∗
t+1, zt+1)−

T∑
τ=t+1

E [λ∗
τ (zτ )Bτ (zτ )|zt+1]

)
2○
=V F

t (f
∗
t , zt)−

T∑
τ=t

E [λ∗
τ (zτ )Bτ (zτ )|zt] .

From Proposition 3.4.2(a), it follows that µt,i(st,i, zt, at,i) = Qt(zt)u
∗
t,i(st,i, zt, at,i) is

optimal to (3.7). Thus, solutions (λ∗
t (zt), L

λ∗
t,i (st,i, zt)) and µt,i(st,i, zt, at,i) satisfy com-

plementary slackness. Equality 1○ holds because f∗
t,i(st,i) =

∑
at,i

u∗t,i(st,i, zt, at,i) and if

u∗t,i(st,i, zt, at,i) > 0, then µt,i(st,i, zt, at,i) > 0 and thus action at,i is optimal to (3.3) by

complementary slackness. Equality 2○ follows from the definition of V F
t (f

∗
t , zt), which is

V F
t (f

∗
t , zt) =

N∑
i=1

∑
st,i,at,i

u∗t,i(st,i, zt, at,i)rt,i(st,i, zt, at,i) +
∑
zt+1

Qt(zt+1|zt)V F
t+1(f

∗
t+1, zt+1),
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as well as complementary slackness, which implies

N∑
i=1

∑
st,i,at,i

u∗t,i(st,i, zt, at,i)λ
∗
t (zt)bt,i(st,i, zt, at,i)

=
1

Qt(zt)

N∑
i=1

∑
st,i,at,i

µt,i(st,i, zt, at,i)λ
∗
t (zt)bt,i(st,i, zt, at,i) = λ∗

t (zt)Bt(zt).

Therefore, we conclude that

V F
t (f

∗
t , zt) =

T∑
τ=t

E [λ∗
τ (zτ )Bτ (zτ )|zt] +

N∑
i=1

∑
st,i∈Si

f∗
t,i(st,i)L

λ∗

t,i (st,i, zt).

Moreover, for any f t, we have

V F
t (f

∗
t , zt) +

N∑
i=1

∑
st,i

(ft,i(st,i)− f∗
t,i(st,i))L

λ∗

t,i (st,i, zt)

=
T∑

τ=t

E[λ∗
τ (zτ )Bτ (zτ )|zt] +

N∑
i=1

∑
st,i

ft,i(st,i)L
λ∗

t,i (st,i, zt)

≥V F
t (f t, zt),

where the inequality follows from Proposition 3.4.2(c).

B.3 Proofs in Section 3.5

Proof of Proposition 3.5.1.

(a-i) By construction, we have Kj
t (zt) ⊆ Kj+1

t (zt) for any j and (t, zt), as we keep adding

pieces over iterations and no piece is removed. Thus V̄ j
t (f t, zt) is nonincreasing in j.

(a-ii) We show this result by induction over t, first at j = 1. We first show for all t

and (f t, zt), that V̄ 1
t (f t, zt) ≥ V F

t (f t, zt). For time T + 1, we have V̄ 1
T+1(fT+1, zT+1) =

V F
T+1(fT+1, zT+1) = 0, which proves the base case. Now assume that for time t + 1,

V̄ 1
t+1(f t+1, zt+1) ≥ V F

t+1(f t+1, zt+1) for any (f t+1, zt+1). Every piece in K1
t (zt) represents a

linear function that is an upper bound of the function

max
ut∈Ut(f t,zt)


N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) + E
[
V̄ 1
t+1(f t+1, zt+1)

∣∣(f t, zt,ut)
] .
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Therefore, for any (f t, zt),

V̄ 1
t (f t, zt)

≥ max
ut∈Ut(f t,zt)


N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) + E
[
V̄ 1
t+1(f t+1, zt+1)

∣∣(f t, zt,ut)
]

≥ max
ut∈Ut(f t,zt)


N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) + E
[
V F
t+1(f t+1, zt+1)

∣∣(f t, zt,ut)
]

=V F
t (f t, zt),

which shows that V̄ 1
t (f t, zt) ≥ V F

t (f t, zt) for any (t,f t, zt).

We now consider iteration j > 1. For time T + 1, we have V̄ j
T+1(fT+1, zT+1) =

V F
T+1(fT+1, zT+1) = 0. Now suppose for time t + 1, it holds that V̄ j

t+1(f t+1, zt+1) ≥

V F
t+1(f t+1, zt+1) for any (f t+1, zt+1). For time t and any zt, K

j
t (zt) is updated by adding

pieces to form upper bounds of the function

max
ut∈Ut(f t,zt)


N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) + E
[
V̄ j
t+1(f t+1, zt+1)

∣∣∣(f t, zt,ut)
] .

Since V̄ j
t+1(f t+1, zt+1) is nonincreasing in j for any (f t+1, zt+1), it follows that any piece in

Kj
t (zt) forms a linear function that is an upper bound for the function above as well. Thus,

we have

V̄ j
t (f t, zt)

≥ max
ut∈Ut(f t,zt)


N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) + E
[
V̄ j
t+1(f t+1, zt+1)

∣∣∣(f t, zt,ut)
]

≥ max
ut∈Ut(f t,zt)


N∑
i=1

∑
st,i,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) + E
[
V F
t+1(f t+1, zt+1)

∣∣(f t, zt,ut)
]

=V F
t (f t, zt).

(b-i) We have

E

[
1

M

M∑
m=1

¯
V m

]
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=
1

M

M∑
m=1

E

[
V̂ j
1 (f1, z1) +

T∑
t=2

(
V̂ j
t (f

m
t , zmt )− V̄ j

t (f
m
t , zmt )

)]

=
1

M

M∑
m=1

T∑
t=1

E
[
(rt(z

m
t ))⊤um

t +
(
E
[
V̄ j
t+1(f

m
t+1, zt+1)

∣∣∣zmt ]− V̄ j
t+1(f

m
t+1, z

m
t+1)

)]
=

1

M

M∑
m=1

T∑
t=1

E
[
(rt(z

m
t ))⊤um

t

]
.

Therefore,
¯
V is an unbiased estimate of the fluid policy that is greedy with respect to V̄ j

t .

(b-ii) For any zm
T and any t, we have

V̂ j
t (f

m
t , zmt )

= max
ut∈Ut(f

m
t ,zmt )

{
N∑
i=1

∑
st,i,at,i

rt,i(st,i, z
m
t , at,i)ut,i(st,i, z

m
t , at,i)

+ E
[
V̄ j
t+1

(
f t+1, zt+1

)∣∣∣(fm
t , zmt ,ut)

]}

≤V̄ j
t (f

m
t , zmt ),

where the inequality follows from the proof of Proposition 3.5.1(a-ii). Therefore, we have

¯
V m = V̂ j

1 (f1, z1) +
T∑
t=2

(
V̂ j
t (f

m
t , zmt )− V̄ j

t (f
m
t , zmt )

)
≤ V̂ j

1 (f1, z1) ≤ V̄ j
1 (f1, z1).

In addition, we have
¯
V m = V̄ j

1 (f1, z1) if and only if for every t

V̄ j
t (f

m
t , zmt )

=V̂ j
t (f

m
t , zmt )

= max
ut∈Ut(f

m
t ,zmt )

{
N∑
i=1

∑
st,i,at,i

rt,i(st,i, z
m
t , at,i)ut,i(st,i, z

m
t , at,i)

+ E
[
V̄ j
t+1

(
f t+1, zt+1

)∣∣∣(fm
t , zmt ,ut)

]}
.

The proof of Theorem 3.5.2 uses the following two lemmas.

Lemma B.3.1. For every (t, zt), there exists a finite set K̄t(zt) with such that, for every

iteration j, it holds that Kj
t (zt) ⊆ K̄t(zt).
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Proof of Lemma B.3.1.

We show the result by induction. We have that K̄T+1(zT+1) = ∅ holds as the base case.

Now suppose that Kj
t+1(zt+1) ⊆ K̄t+1(zt+1) for any j and consider LP (B.3) with fm

t and

Kj
t+1(zt+1) in place of f t and Kt+1(zt+1), respectively. By construction, every piece in

Kj
t (zt) corresponds to an extreme point of this LP. Therefore, we have

Ṽ j
t (f

m
t , zt)− θm

t (zt)
⊤fm

t =
∑
zt+1

∑
k∈Kj+1

t+1 (zt+1)

Qt(zt+1|zt)vt+1,k(zt+1)ηt+1,k(zt+1) + ζtBt(zt),

which implies that piece (θm
t (zt), Ṽ

j
t (f

m
t , zt)−θm

t (zt)
⊤fm

t ) corresponds to an extreme point

solution (θm
t (zt), ζt,ηt+1). Since Kj

t+1(zt+1) ⊆ K̄t+1(zt+1) and K̄t+1(zt+1) is finite by the

induction assumption, it follows that there is a finite number of extreme points to the

LP (B.3). Let K̄t(zt) denote the finite set formed by the union of all extreme points for

all possible Kj
t+1(zt+1). By the above argument, we have that Kj

t (zt) ⊆ K̄t(zt), which

completes the proof.

Lemma B.3.2. If we enumerate all possible zT in an iteration j and Kj
t (zt) = Kj+1

t (zt)

holds for every (t, zt), then the corresponding approximations V̄ j
t (f t, zt) are optimal to the

fluid DP (3.9).

Proof of Lemma B.3.2.

In iteration j, let (zm
T )Mm=1 denote the sampled signal histories and (fm

t )Tt=1 denote the

fluid states corresponding to zm
T in Algorithm 2. If we enumerate all possible zT and

Kj
t (zt) = Kj+1

t (zt) for every (t, zt), then for any (m, t,fm
t , zmt ),

V̄ j
t (f

m
t , zmt ) = Ṽ j

t (f
m
t , zmt )

= max
ut∈Ut(f

m
t ,zmt )

{
N∑
i=1

∑
st,i,at,i

rt,i(st,i, z
m
t , at,i)ut,i(st,i, z

m
t , at,i)

+ E
[
V̄ j
t+1(f t+1, zt+1)

∣∣∣(fm
t , zmt ,ut)

]}
.

That is, for every possible signal history zm
T , V̄ j

t (f t, zt) satisfies the Bellman equation for

the fluid DP (3.9) and thus is optimal.
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Proof of Theorem 3.5.2.

Combining Lemma B.3.1 and B.3.2, if we enumerate all possible signal histories in each

iteration, the algorithm converges in a finite number of iterations. If we sample M signal

histories in each iteration, then with probability one, all possible signal histories will be

enumerated in a finite number of iterations since the number of possible signal histories is

finite. Therefore, with probability one, V̄ j
t satisfies the Bellman equation (3.9) at any fluid

optimal state in a finite number of iterations.

B.4 Proofs in Section 3.6

The proof of Theorem 3.6.1 uses the following four lemmas.

Lemma B.4.1. For a given initial state (s1, z1), let (s
ρ∗

t ,aρ∗

t ) denote the period-t states

and actions using the dynamic fluid policy ρ∗. Then, for any policy π,

Lλ∗

1 (s1, z1)− V π
1 (s1, z1)

=
T∑
t=1

E

[
λ∗
t (zt)

(
Bt(zt)− B̂ρ∗

t

)
+ rt(s

ρ∗

t , zt,a
ρ∗

t )− rt(s
ρ∗

t , zt, πt(s
ρ∗

t , zt))

+ E
[
V π
t+1(st+1, zt+1)|sρ

∗

t , zt,a
ρ∗

t

]
− E

[
V π
t+1(st+1, zt+1)|sρ

∗

t , zt, πt(s
ρ∗

t , zt)
] ]

,

where

B̂ρ∗

t =

N∑
i=1

bt,i(s
ρ∗

t,i, zt, a
ρ∗

t,i).

Proof of Lemma B.4.1.

Since ρ∗ is an optimal policy for the Lagrangian DP (3.3) given λ∗ starting in state (s1, z1),

by definition we have

Lλ∗

1 (s1, z1) =
T∑
t=1

E
[
λ∗
t (zt)

(
Bt(zt)− B̂ρ∗

t

)
+ rt(s

ρ∗

t , zt,a
ρ∗

t )
]
.

Moreover, we have

E[V π
1 (s1, z1)]

=E[V π
1 (s1, z1)] +

T∑
t=2

E
[
V π
t (sρ

∗

t , zt)
]
−

T∑
t=2

E
[
V π
t (sρ

∗

t , zt)
]
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=

T∑
t=1

E
[
V π
t (sρ

∗

t , zt)
]
−

T∑
t=1

E
[
V π
t+1(s

ρ∗

t+1, zt+1)
]

=
T∑
t=1

E
[
V π
t (sρ

∗

t , zt)− V π
t+1(s

ρ∗

t+1, zt+1)
]

=
T∑
t=1

E
[
rt(s

ρ∗

t , zt, πt(s
ρ∗

t , zt)) + E
[
V π
t+1(st+1, zt+1)

∣∣∣sρ∗t , zt, πt(s
ρ∗

t , zt)
]
− V π

t+1(s
ρ∗

t+1, zt+1)
]
.

The statement follows by combining the two equations above.

Lemma B.4.2. If st and s̃t differ for m or fewer projects, then for any t and zt, the

number of actions that differ under πF across states st and s̃t is at most
(
b̄

¯
b + 1

)
m+ 2 b̄

¯
b .

Proof of Lemma B.4.2.

Since the dynamic fluid policy makes decisions independently across projects, for two states

st, s̃t, if st,i = s̃t,i, then the actions generated for project i are same under policy ρ∗. Thus

the actions generated by ρ∗ in states st and s̃t (denote these by aρ∗

t and ãρ∗

t , respectively)

will differ for at most m projects.

We denote the priority index ranking in state st by σ and the priority index ranking

in state s̃t by σ̃. That is, σ(j) is the index i ∈ {1, . . . , N} corresponding to the jth-highest

ranked project in state st, and similarly for σ̃. We denote by I the index set corresponding

to projects having the same states, i.e., I = {i ∈ {1, . . . , N} : st,i = s̃t,i}, and denote by Ic

the index set corresponding to the remaining projects. By assumption, |Ic| ≤ m.

We consider the following:

γj = Bt(zt)−
j∑

i=1

bt,σ(i)(st,σ(i), zt, a
ρ∗

t,σ(i)), γ̃j = Bt(zt)−
j∑

i=1

bt,σ̃(i)(s̃t,σ̃(i), zt, ã
ρ∗

t,σ̃(i)),

l = inf
{
j ∈ {1, . . . , N} : γj < b̄

}
, l̃ = inf

{
j ∈ {1, . . . , N} : γ̃j < b̄

}
,

L = {σ(j) : 1 ≤ j ≤ l} ∩ I, L̃ = {σ̃(j) : 1 ≤ j ≤ l̃} ∩ I.

If both l and l̃ do not exist, the shared resource constraint is never depleted at st or s̃t and

the claim holds as at most m actions differ according to the definitions of πF and ρ∗. If only

l (l̃) does not exist, we take l (l̃) to be N .
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Without loss of generality, we assume |L| ≤ |L̃|. From the definition of a priority index

ranking, since states (and actions using ρ∗) are the same for any project in I, it follows

that L ⊆ L̃. Let

j∗ = sup{j ∈ {1, . . . , N} : σ(j) ∈ L}, l∗ = (σ̃)−1(σ(j∗)),

so that project σ(j∗) is the l∗-th project we try to assign resources to in state s̃t. We let

l∗ = 0 if such a j∗ does not exist. Then we have l∗ ≤ l̃ since σ̃(l∗) = σ(j∗) ∈ L and L ⊆ L̃,

which implies

L ∩ {σ(j) : 1 ≤ j ≤ l} = L ∩ {σ̃(j) : 1 ≤ j ≤ l∗}. (B.4)

By the definitions of l, l̃ and b̄, for any j ≤ l (j ≤ l̃), it is feasible with πF to use aρ
∗

t,σ(j)

(ãρ
∗

t,σ̃(j)) in state st (s̃t) (i.e., a
ρ∗

t,σ(j) = aπF

t,σ(j) and ãρ
∗

t,σ̃(j) = ãπF

t,σ̃(j)) as at least b̄ shared resource

remains. Therefore, we have ∑
i∈L

1{aπF
t,i ̸= ãπF

t,i} = 0,

and, in addition, we have

l∑
j=1

bt,σ(j)(st,σ(j), zt, a
ρ∗

t,σ(j))−
l∗∑
j=1

bt,σ̃(j)(s̃t,σ̃(j), zt, ã
ρ∗

t,σ̃(j))

=
∑

{j:j≤l,σ(j)/∈L}

bt,σ(j)(st,σ(j), zt, a
ρ∗

t,σ(j))−
∑

{j:j≤l∗,σ̃(j)/∈L}

bt,σ̃(j)(s̃t,σ̃(j), zt, ã
ρ∗

t,σ̃(j))

≤b̄m,

where the equality follows from (B.4) and the last inequality follows from |{j : j ≤ l, σ(j) /∈

L}| ≤ |Ic| ≤ m. The inequality above implies γ̃l∗ ≤ γl + b̄m.

For projects ranked l + 1 through N in state st, the number of remaining actions that

are positive using πF is at most γl/
¯
b. Similarly, for projects ranked l∗ + 1 through N in

state s̃t, the number of remaining actions that are positive using πF is at most γ̃l∗/
¯
b. Since

I\L ⊆ {σ(j) : l + 1 ≤ j ≤ N} ∩ {σ̃(j) : l∗ + 1 ≤ j ≤ N},

it follows that ∑
i∈I\L

1{aπF
t,i ̸= ãπF

t,i} ≤ γl + γ̃l∗

¯
b

.
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Putting this all together, we have

N∑
i=1

1{aπF
t,i ̸= ãπF

t,i} =
∑
i∈Ic

1{aπF
t,i ̸= ãπF

t,i}+
∑
i∈L

1{aπF
t,i ̸= ãπF

t,i}+
∑
i∈I\L

1{aπF
t,i ̸= ãπF

t,i}

≤m+
γl + γ̃l∗

¯
b

≤m+
2γl + b̄m

¯
b

≤
(
1 +

b̄

¯
b

)
m+ 2

b̄

¯
b
,

where the last inequality follows from the fact that γl < b̄ by the definition of l.

Lemma B.4.3. If st and s̃t differ for m or fewer projects, then at any time t and state

zt, there exists a nonnegative constant kt depending only on t and T such that

|V πF
t (st, zt)− V πF

t (s̃t, zt)| ≤ kt(r̄ −
¯
r)m.

Proof of Lemma B.4.3.

We prove this result by induction. For time T + 1, we have

V πF
T+1(sT+1, zT+1) = V πF

T+1(s̃T+1, zT+1) = 0,

thus kT+1 = 0, which establishes the base case.

Now assume the inequality holds for time t+ 1, then for time t, we have

|V πF
t (st, zt)− V πF

t (s̃t, zt)|

=
∣∣rt(st, zt, πFt(st, zt))− rt(s̃t, zt, πFt(s̃t, zt)) + E

[
V πF
t+1(st+1, zt+1)− V πF

t+1(s̃t+1, zt+1)
]∣∣

≤ |rt(st, zt, πFt(st, zt))− rt(s̃t, zt, πFt(s̃t, zt))|+
∣∣E [V πF

t+1(st+1, zt+1)− V πF
t+1(s̃t+1, zt+1)

]∣∣ .
By Lemma B.4.2, the number of actions using πF that differ across states st and s̃t is

at most
(
b̄

¯
b + 1

)
m+ 2 b̄

¯
b . Therefore, we have

|rt(st, zt, πFt(st, zt))− rt(s̃t, zt, πFt(s̃t, zt))| ≤
((

b̄

¯
b
+ 1

)
m+ 2

b̄

¯
b

)
(r̄ −

¯
r).

With at most
(
b̄

¯
b + 1

)
m + 2 b̄

¯
b different actions, the next states will differ for at most(

b̄

¯
b + 1

)
m+ 2 b̄

¯
b projects. Thus, by the induction hypothesis,

∣∣E [V πF
t+1(st+1, zt+1)− V πF

t+1(s̃t+1, zt+1)
]∣∣ ≤ kt+1(r̄ −

¯
r)

((
b̄

¯
b
+ 1

)
m+ 2

b̄

¯
b

)
.
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Therefore, if m ≥ 1,

|V πF
t (st, zt)−V πF

t (s̃t, zt)| ≤ (1+kt+1)(r̄−
¯
r)

((
b̄

¯
b
+ 1

)
m+ 2

b̄

¯
b

)
≤ (1+kt+1)(r̄−

¯
r)

(
3
b̄

¯
b
+ 1

)
m.

Also note that if m = 0, |V πF
t (st, zt)− V πF

t (s̃t, zt)| = 0. Therefore, for any m, we have

|V πF
t (st, zt)− V πF

t (s̃t, zt)| ≤ (1 + kt+1)(r̄ −
¯
r)

(
3
b̄

¯
b
+ 1

)
m.

We obtain the result by setting

kt =

(
3
b̄

¯
b
+ 1

)
(1 + kt+1) =

(
3
b̄

¯
b
+ 1

)T−t+2

−
(
3
b̄

¯
b
+ 1

)
.

Lemma B.4.4. For any period t, the states of each project generated by the policy ρ∗ are

conditionally independent given the history of signals zt.

Proof of Lemma B.4.4.

We prove this result by induction. At period t = 1, the initial state is given and thus is

independent across projects by construction. Now assume that at time t, given the history

of signals zt, for a state sρ
∗

t visited under the policy ρ∗, it holds that

P(sρ
∗

t |zt) =

N∏
i=1

P(sρ
∗

t,i|zt).

Note that

P(sρ
∗

t+1|zt+1) =
P(sρ

∗

t+1, zt+1)

P(zt+1)
=

P(sρ
∗

t+1, zt+1|zt)P(zt)

P(zt+1)
= P(sρ

∗

t+1|zt),

where the last equality holds because the signal evolves independently of the projects. Then

P(sρ
∗

t+1|zt+1) = P(sρ
∗

t+1|zt)

=
∑

sρ
∗

t ,aρ∗
t

Pt(s
ρ∗

t+1|s
ρ∗

t , zt,a
ρ∗

t )P(aρ∗

t |sρ
∗

t , zt)P(sρ
∗

t |zt)

=
∑

sρ
∗

t ,aρ∗
t

N∏
i=1

Pt,i(s
ρ∗

t+1,i|s
ρ∗

t,i, zt, a
ρ∗

t,i)Pi(a
ρ∗

t,i|s
ρ∗

t,i, zt)Pi(s
ρ∗

t,i|zt)
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=

N∏
i=1

∑
sρ

∗
t,i ,a

ρ∗
t,i

Pt,i(s
ρ∗

t+1,i|s
ρ∗

t,i, zt, a
ρ∗

t,i)Pi(a
ρ∗

t,i|s
ρ∗

t,i, zt)Pi(s
ρ∗

t,i|zt)

=
N∏
i=1

∑
sρ

∗
t,i ,a

ρ∗
t,i

Pt,i(s
ρ∗

t+1,i, s
ρ∗

t,i, a
ρ∗

t,i|zt)

=

N∏
i=1

P(sρ
∗

t+1,i|zt) =

N∏
i=1

P(sρ
∗

t+1,i|zt+1).

This verifies the induction hypothesis and shows that the states of each project are condi-

tionally independent.

Lemma B.4.5. At time t and given a signal history zt, the expected number of projects

with actions that differ under πF and ρ∗ is bounded from above by 1 +
√
b̄Bt(zt)/

¯
b.

Proof of Lemma B.4.5.

Consider a time period t, state, (sρ
∗

t , zt), and action using ρ∗.

Case (1): B̂ρ∗

t ≤ Bt(zt). Then the policy πF and ρ∗ generate the same actions.

Case (2): B̂ρ∗

t > Bt(zt). We claim that the difference in the number of actions is no larger

than

1 +
1

¯
b

(
B̂ρ∗

t −Bt(zt)
)
.

To show this, note that according to the definition of the feasible dynamic fluid policy, πF

consumes Bt(zt)−∆ of the shared resource for some 0 ≤ ∆ < b̄, and any projects that have

different actions under πF and ρ∗ must consume at least max {∆,
¯
b} of the resource under

ρ∗. Therefore, the number of projects with different actions is at most

B̂ρ∗

t −Bt(zt) + ∆

max {∆,
¯
b}

.

This expression is maximized over ∆ ∈ [0, b̄) when ∆ =
¯
b.

Combining the two cases, we conclude that the number of projects with different actions

is at most

1 +
1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+

.
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Averaging over all project states sρ
∗

t , we can bound the difference in the number of

actions as

E
[(

B̂ρ∗

t −Bt(zt)
)+∣∣∣∣zt

]2
1○
≤E

[(
B̂ρ∗

t − E
[
B̂ρ∗

t

∣∣∣zt

])+∣∣∣∣zt

]2
≤E

[∣∣∣B̂ρ∗

t − E
[
B̂ρ∗

t

∣∣∣zt

]∣∣∣∣∣∣zt

]2
2○
≤E

[(
B̂ρ∗

t − E
[
B̂ρ∗

t

∣∣∣zt

])2∣∣∣∣zt

]
=Var

[
B̂ρ∗

t

∣∣∣zt

]
=Var

[
N∑
i=1

bt,i(s
ρ∗

t,i, zt, a
ρ∗

t,i)

∣∣∣∣∣zt

]
3○
=

N∑
i=1

Var
[
bt,i(s

ρ∗

t,i, zt, a
ρ∗

t,i)
∣∣∣zt

]
4○
≤

N∑
i=1

(
b̄− E

[
bt,i(s

ρ∗

t,i, zt, a
ρ∗

t,i)
∣∣∣zt

])
E
[
bt,i(s

ρ∗

t,i, zt, a
ρ∗

t,i)
∣∣∣zt

]
≤b̄

N∑
i=1

E
[
bt,i(s

ρ∗

t,i, zt, a
ρ∗

t,i)
∣∣∣zt

]
5○
≤ b̄Bt(zt).

Inequality 2○ follows from Jensen’s inequality, and equality 3○ uses the fact that all projects

are conditionally independent given zt from Lemma B.4.4. Inequality 4○ follows from the

Bhatia-Davis inequality since 0 ≤ bt,i(s
ρ∗

t,i, zt, a
ρ∗

t,i) ≤ b̄. Both inequality 1○ and 5○ follow

from E[B̂ρ∗

t |zt] ≤ Bt(zt) by Proposition 3.3.2 (c). Therefore, we have

1

¯
b
E
[(

B̂ρ∗

t −Bt(zt)
)+∣∣∣∣zt

]
≤ 1

¯
b

√
b̄Bt(zt).

Using this with the cases described above shows the result.

Proof of Theorem 3.6.1.

As shown in the proof of Lemma B.4.5, at time t and state (sρ
∗

t , zt), the number of projects

with different actions under ρ∗ and πF is at most

1 +
1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+

.
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Since state transitions are independent across projects, it follows that applying ρ∗ and πF

starting from state (sρ
∗

t , zt), the next-period states differ in at most

1 +
1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+

projects. Using this as well as Lemmas B.4.1 and B.4.3, we have

Lλ∗

1 (s1, z1)− V πF
1 (s1, z1)

=
T∑
t=1

E

[
λ∗
t (zt)

(
Bt(zt)− B̂ρ∗

t

)
+ rt(s

ρ∗

t , zt,a
ρ∗

t )− rt(s
ρ∗

t , zt, πFt(s
ρ∗

t , zt))

+ E
[
V πF
t+1(st+1, zt+1)

∣∣∣sρ∗t , zt,a
ρ∗

t

]
− E

[
V πF
t+1(st+1, zt+1)

∣∣∣sρ∗t , zt, πFt(s
ρ∗

t , zt)
] ]

≤
T∑
t=1

E

[
λ∗
t (zt)

(
Bt(zt)− B̂ρ∗

t

)
+ (r̄ −

¯
r)

(
1 +

1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+)

+ kt+1(r̄ −
¯
r)

(
1 +

1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+)]

=

T∑
t=1

(
E
[
λ∗
t (zt)

(
Bt(zt)− B̂ρ∗

t

)]
+ (1 + kt+1)(r̄ −

¯
r)E

[
1 +

1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+])

≤
T∑
t=1

(
E
[
λ∗
t (zt)

(
Bt(zt)− B̂ρ∗

t

)]
+ (1 + kt+1)(r̄ −

¯
r)

(
1 + E

[
1

¯
b

√
b̄Bt(zt)

]))
.

The last inequality follows from Lemma B.4.5. By complementary slackness, we have

E
[
λ∗
t (zt)

(
Bt(zt)− B̂ρ∗

t

)]
= 0.

Therefore, we have

Lλ∗

1 (s1, z1)− V πF
1 (s1, z1) ≤ (r̄ −

¯
r)

T∑
t=1

(
γtE

[√
Bt(zt)

]
+ δt

)
,

where

γt = (1 + kt+1)

√
b̄

¯
b

and δt = 1 + kt+1.

Proof of Corollary 3.6.2.

Without loss of generality, we assume Bt(zt) ≤ b̄N . We then have:

lim
N→∞

Lλ∗
1 (s1, z1)− V πF

1 (s1, z1)

V ∗
1 (s1, z1)
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≤ lim
N→∞

(r̄ −
¯
r)
∑T

t=1 γtE
[√

Bt(zt)
]
+ δt

V ∗
1 (s1, z1)

≤ lim
N→∞

(r̄ −
¯
r)
∑T

t=1 γt
√
b̄N + δt

V ∗
1 (s1, z1)

= 0.

Since Lλ∗
1 (s1, z1) ≥ V πF

1 (s1, z1) and limN→∞ V ∗
1 (s1, z1) is positive by the assumption that

V ∗
1 (s1, z1) grows faster than

√
N , it follows that

lim
N→∞

Lλ∗
1 (s1, z1)− V πF

1 (s1, z1)

V ∗
1 (s1, z1)

= 0.

Proof of Proposition 3.6.3.

We show three results: (a) The restricted Lagrangian relaxation with λ ∈ ΛT may fail to

achieve asymptotic optimality even in a two-period problem; (b) the restricted Lagrangian

relaxation with λ ∈ ΛS may fail to achieve asymptotic optimality; and (c) the restricted

Lagrangian relaxation with λ ∈ ΛS may achieve asymptotic optimality in some special

cases.

(a) Consider a two-period problem in which all projects are a priori identical and the project

states do not change. In every period, there are two possible actions {0, 1}. The initial state

of every project is s. In period 2, the signal will transition to either z̄ or
¯
z with probability

0.5, respectively. Assuming the number of projects N is divisible by 4, the DM can select

up to B1(z) = N/2 projects, B2(z̄) = 3N/4 projects, and B2(
¯
z) = N/4 projects. The

rewards for selecting a project is given as r1(s, z, 1) = 2, r2(s, z̄, 1) = 1 and r2(s,
¯
z, 1) = 4.

In both periods, not selecting a project provides zero reward.

Solving problem (B.5), the optimal objective value is 3N and an optimal solution is

µ∗
1(s, z, 1) = µ∗

1(s, z, 0) =
1

2
, µ∗

2(s,¯
z, 1) = µ∗

2(s, z̄, 0) =
1

2
, µ∗

2(s,¯
z, 0) = µ∗

2(s, z̄, 1) = 0.

Let ρ denote the optimal mixed policy to the restricted Lagrangian DP and π denote the

feasible policy generated analogously as in Definition 3.4.3. In period 1, ρ selects each

project with probability 0.5. Let n denote the total number of projects selected by ρ. Then
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π selects

N

2
−
(
N

2
− n

)+

projects. In period 2, if the signal is z̄, ρ never selects projects and thus π also does not

select any projects. If the signal is
¯
z, ρ selects all projects and π can only select up to N/4

projects. Therefore,

min
λ∈ΛT

Lλ
1 (s, z)− V π

1 (s, z)

=3N − E
[
N − (N − 2n)+ +

1

2
N

]
=2E

[(
N

2
− n

)+
]
+

3

2
N

≥3

2
N.

Therefore, the policy π generated by the restricted Lagrangian relaxation with λ ∈ ΛT has

a performance gap linear in N .

(b) Consider a three-period example in which all projects are a priori identical and the

signal only affects the shared resource constraint. In every period and state, there are two

possible actions {0, 1} for each project. There are two possible signal states z̄ and
¯
z with

Q(z̄ |̄z) = Q(
¯
z|z̄) = 0.5. There are two possible project states s and s′. Each project state

transitions to the other state if and only if the project is selected. The initial state of

all projects is (s′, z̄). The DM can select up to Bt(z̄) = 3N/4 projects and Bt(
¯
z) = N/4

projects. There are no rewards in the first two periods. In period 3, for any signal, we have

r3(s
′, z, 1) = 0 and there are no rewards if a = 0 or the state of a project is s.

Solving problem (B.6), the optimal objective value is N/2 and an optimal solution is

µ1(s
′, z̄, 1) =

3

4
, µ1(s

′, z̄, 0) =
1

4
, µ2(s, z̄, 1) =

3

8
, µ2(s, z̄, 0) = 0, µ2(s

′, z̄, 1) = 0,

µ2(s
′, z̄, 0) =

1

8
, µ2(s,

¯
z, 1) =

1

8
, µ2(s,

¯
z, 0) =

1

4
, µ2(s

′,
¯
z, 1) = 0, µ2(s

′,
¯
z, 0) =

1

8
,

µ3(s, z̄, 1) = 0, µ3(s, z̄, 0) =
1

8
, µ3(s

′, z̄, 1) =
3

8
, µ3(s

′, z̄, 0) = 0, µ3(s,
¯
z, 1) = 0,

µ3(s,
¯
z, 0) =

1

8
, µ3(s

′,
¯
z, 1) =

1

8
, µ3(s

′,
¯
z, 0) =

1

4
.
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Let ρ denote the optimal mixed policy to the restricted Lagrangian DP and π denote the

corresponding feasible policy. Under policy ρ, the expected rewards with z3 = z̄ and z3 =
¯
z

are 3N/4 and N/4 respectively, which also equals the shared resource constraint in each

case. Therefore, for any signal history, the expected total reward under policy π is no more

than the expected reward under ρ.

Consider the signal history z3 = (z̄,
¯
z, z̄) and let nt denote the number of projects

selected by policy ρ at time t. In period 1, π selects min {n1, 3N/4} projects and then all

chosen projects transition to state s. In period 2, π selects min {n2, N/4} projects which

are in state s. Thus, in period 3, there are min {n1, 3N/4}−min {n2, N/4} projects in state

s. π then selects

min

{
3

4
N,N −min

{
n1,

3

4
N

}
+min

{
n2,

N

4

}}
projects. Therefore,

min
λ∈ΛS

Lλ
1 (s

′, z̄)− V π
1 (s′, z̄)

≥1

4

(
3

4
N − E

[
min

{
3

4
N,N −min

{
n1,

3

4
N

}
+min

{
n2,

N

4

}}])
=
1

4
E

[(
min

{
n1,

3

4
N

}
−min

{
n2,

N

4

}
− N

4

)+
]

=
1

4
E

[(
N

4
−
(
3

4
N − n1

)+

+

(
N

4
− n2

)+
)+]

=
1

4
E

[
E

[(
N

4
−
(
3

4
N − n1

)+

+

(
N

4
− n2

)+
)+∣∣∣∣∣n1

]]

≥P
(
n1 ≥

3

4
N

)
N

16
.

Since n1 is a binomial random variable with N trials and probability 3/4, P (n1 ≥ 3N/4) >

1/4 for N ≥ 2 following from Theorem 1 of [GM14]. Therefore, the policy π generated by

Lagrangian relaxation with λ ∈ ΛS has a performance bound that is linear in N .

(c) For two-period problems, the restricted Lagrangian relaxation with λ ∈ ΛS achieves

asymptotic optimality: this follows from the fact that Lagrangian relaxations with λ ∈ Λ

and λ ∈ ΛS are the same for two-period problems.
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Another case in which this restricted Lagrangian relaxation achieves asymptotic opti-

mality is when the following two conditions hold. First, the signal only affects rewards and

does not affect any other problem parameters, and the dependence of rewards on signals is:

rt,i(st,i, zt, at,i) =
(
r′t,i(st,i) + r′′t (zt)

)
at,i

for some functions r′, r′′. Second, all projects i consume at,i resources when action at,i is

selected. Consider the restricted Lagrangian relaxation with λ ∈ ΛS and λ∗ > 0 and set

µ∗
t,i(st,i, zt, at,i) = Qt(zt)

∑
z′t
µ∗
t,i(st,i, z

′
t, at,i), where µ∗

t,i(st,i, zt, at,i) is an optimal solution

to the dual LP of the restricted Lagrangian relaxation (see Appendix B.5). Then we claim

this solution is an optimal solution to the fluid relaxation LP (3.7), which uses full signal

histories. To show this, it is sufficient to show that such a µ∗
t,i(st,i, zt, at,i) is feasible to

(3.7) and achieves same objective value as minλ∈ΛS
Lλ
1 (s1, z1).

By construction, this solution satisfies constraints (3.7d) and (3.7e). For constraint

(3.7b),
N∑
i=1

∑
st,i,at,i

at,iQt(zt)
∑
z′t

µ∗
t,i(st,i, z

′
t, at,i) ≤ Qt(zt)Bt.

For constraint (3.7c),

∑
st,i,at,i

Pt,i(st+1,i|st,i, at,i)Qt(zt+1|zt)Qt(zt)
∑
z′t

µ∗
t,i(st,i, z

′
t, at,i)

=Qt+1(zt+1)
∑

st,i,at,i,z′t

Pt,i(st+1,i|st,i, at,i)µ∗
t,i(st,i, z

′
t, at,i)

=Qt+1(zt+1)
∑
z′t+1

∑
st,i,at,i,z′t

Pt,i(st+1,i|st,i, at,i)Qt(z
′
t+1|z′t)µ∗

t,i(st,i, z
′
t, at,i)

=Qt+1(zt+1)
∑

z′t+1,at+1,i

µ∗
t+1,i(st+1,i, z

′
t+1, at+1,i)

=
∑
at+1,i

Qt+1(zt+1)
∑
z′t+1

µ∗
t+1,i(st+1,i, z

′
t+1, at+1,i).

For the objective value, we have

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

(
(r′t,i(st,i) + r′′t (zt))at,i

)Qt(zt)
∑
z′t

µ∗
t,i(st,i, z

′
t, at,i)


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=
T∑
t=1

N∑
i=1

∑
st,i,at,i

∑
z′t

µ∗
t,i(st,i, z

′
t, at,i)

(∑
zt

(r′t,i(st,i) + r′′t (zt))at,iQt(zt)

)

=
T∑
t=1

N∑
i=1

∑
st,i,at,i

∑
z′t

µ∗
t,i(st,i, z

′
t, at,i)

(r′t,i(st,i)at,i +∑
zt

r′′t (zt)at,iQt(zt)

)
.

Let Qt(zt|z1) =
∑

zt−1
Qt(zt). Note that since λ∗ > 0, by complementary slackness, we

have

T∑
t=1

∑
zt

r′′t (zt)Qt(zt)
∑
z′t

N∑
i=1

∑
st,i,at,i

at,iµ
∗
t,i(st,i, z

′
t, at,i)

=
T∑
t=1

∑
zt

r′′t (zt)Qt(zt|z1)
∑
z′t

Qt(z
′
t|z1)Bt

=
T∑
t=1

∑
zt

r′′t (zt)Qt(zt|z1)Bt

=

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

r′′t (zt)µ
∗
t,i(st,i, zt, at,i).

Therefore, the objective value is equal to minλ∈ΛS
Lλ
1 (s1, z1) ≥ minλ∈Λ Lλ

1 (s1, z1) and thus

the solution is optimal.
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B.5 Restricted Lagrangian Relaxations

For Lagrange multipliers that only depend on time (i.e., λ ∈ ΛT), the corresponding dual

LP is:

maximize
µt,i(st,i, zt, at,i)

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

rt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i)

subject to

N∑
i=1

∑
st,i,zt,at,i

bt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i) ≤ E[Bt(zt)], ∀t,

∑
at+1,i

µt+1,i(st+1,i, zt+1, at+1,i) =
∑
st,i,zt
at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)µt,i(st,i, zt, at,i),

∀t < T, (i, st+1,i, zt+1),∑
a1,i

µ1,i(s1,i, z1, a1,i) = 1,

µt,i(st,i, zt, at,i) ≥ 0, ∀(t, i, st,i, zt, at,i).

(B.5)

For Lagrange multipliers that only depend on time and the current signal state (i.e., λ ∈

ΛS), the corresponding dual LP is:

maximize
µt,i(st,i, zt, at,i)

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

rt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i)

subject to

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)µt,i(st,i, zt, at,i) ≤

∑
zt−1

Qt(zt)

Bt(zt), ∀(t, zt),

∑
at+1,i

µt+1,i(st+1,i, zt+1, at+1,i) =
∑
st,i,zt
at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)µt,i(st,i, zt, at,i),

∀t < T, (i, st+1,i, zt+1),∑
a1,i

µ1,i(s1,i, z1, a1,i) = 1,

µt,i(st,i, zt, at,i) ≥ 0, ∀(t, i, st,i, zt, at,i).

(B.6)
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B.6 Multiple Shared Resource Constraints

In this section, we discuss how to generalize the framework and performance analysis to

the case with multiple (say, K) shared resource constraints. We denote by Bt(zt) ∈ RK

and bt,i(st,i, zt, at,i) ∈ RK the vector of shared resources and vector of resources consumed,

respectively. The feasible action set in each period t and state st, zt then is

At(st, zt) =

{
at ∈ At(st, zt) :

N∑
i=1

bt,i(st,i, zt, at,i) ≤ Bt(zt)

}
.

We assume for all t, i, st,i, zt that bt,i(st,i, zt, 0) = 0 and bt,i(st,i, zt, at,i) > 0 for all at,i > 0,

and denote by B̄t(zt) = maxk Bt,k(zt). The definition of
¯
b (b̄) is analogous to the single

constraint case, where we also take the minimum (maximum) over all constraints.

The definitions of the Lagrangian relaxation, dynamic fluid relaxation, and feasible

dynamic fluid policy can be modified in straightforward fashion to accommodate multi-

ple shared resource constraints. The Lagrange multipliers are now K-dimensional and

complementary slackness implies that there exists an optimal policy in the dynamic fluid

relaxation that uses at most Bt,k(zt) units in expectation for every constraint k and signal

history zt, with equality holding if λ∗
t,k(zt) > 0. The feasible dynamic fluid policy extends

in an obvious way (i.e., as the next project σ(j), where σ is any priority index ranking, is

considered being assigned aρ
∗

t,σ(j), we need to be sure enough shared resources remain for all

constraints).

The performance of the feasible dynamic fluid policy with multiple constraints remains

asymptotically optimal under similar conditions, with the performance loss scaling linearly

in K. The analysis is similar to that in Section 3.6. Here we describe the technical results

that require substantive changes to the proofs; the other technical lemmas in Section B.4

extend in straightforward fashion.

Lemma B.6.1. If st and s̃t differ for m or fewer projects, then for any t and zt, the

number of actions that differ under πF across states st and s̃t is at most
(
b̄

¯
b + 1

)
m+ 2 b̄

¯
b .

Proof of Lemma B.6.1.

We denote the priority index ranking in state st by σ and the priority index ranking in
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state s̃t by σ̃. That is, σ(j) is the index i ∈ {1, . . . , N} corresponding to the jth-highest

ranked project in state st, and similarly for σ̃. We denote by I the index set corresponding

to projects having the same states, i.e., I = {i ∈ {1, . . . , N} : st,i = s̃t,i}, and denote by Ic

the index set corresponding to the remaining projects. By assumption, |Ic| ≤ m.

We consider the following:

γj = Bt(zt)−
j∑

i=1

bt,σ(i)(st,σ(i), zt, a
ρ∗

t,σ(i)), γ̃j = Bt(zt)−
j∑

i=1

bt,σ̃(i)(s̃t,σ̃(i), zt, ã
ρ∗

t,σ̃(i)),

l = inf

{
j ∈ {1, . . . , N} : min

k
(γj)k < b̄

}
, l̃ = inf

{
j ∈ {1, . . . , N} : min

k
(γ̃j)k < b̄

}
,

L = {σ(j) : 1 ≤ j ≤ l} ∩ I, L̃ = {σ̃(j) : 1 ≤ j ≤ l̃} ∩ I.

Note that if both l and l̃ do not exist, the shared resource constraint is never depleted at st

or s̃t and the claim holds as at most m actions differ according to the definition of policies

πF and ρ∗. If only l (l̃) does not exist, we take l (l̃) to be N .

Without loss of generality, we assume |L| ≤ |L̃|. From the definition of a priority index

ranking, since states (and actions using ρ∗) are the same for any project in I, it follows

that L ⊆ L̃. Let

j∗ = sup{j ∈ {1, . . . , N} : σ(j) ∈ L}, l∗ = (σ̃)−1(σ(j∗)),

so that project σ(j∗) is the l∗-th project we try to assign resources to in state s̃t. We let

l∗ = 0 if such a j∗ does not exist. Then we have l∗ ≤ l̃ since σ̃(l∗) = σ(j∗) ∈ L and L ⊆ L̃,

which implies

L ∩ {σ(j) : 1 ≤ j ≤ l} = L ∩ {σ̃(j) : 1 ≤ j ≤ l∗}. (B.7)

By the definitions of l, l̃ and b̄, for any j ≤ l (j ≤ l̃), it is feasible to use aρ
∗

t,σ(j) (ãρ
∗

t,σ̃(j))

using πF in state st (s̃t) (i.e., a
ρ∗

t,σ(j) = aπF

t,σ(j) and ãρ
∗

t,σ̃(j) = ãπF

t,σ̃(j)) as for any constraint, at

least b̄ units of the corresponding shared resource remains. Therefore, we have∑
i∈L

1{aπF
t,i ̸= ãπF

t,i} = 0,

and, in addition, we have

l∑
j=1

bt,σ(j)(st,σ(j), zt, a
ρ∗

t,σ(j))−
l∗∑
j=1

bt,σ̃(j)(s̃t,σ̃(j), zt, ã
ρ∗

t,σ̃(j))
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=
∑

{j:j≤l,σ(j)/∈L}

bt,σ(j)(st,σ(j), zt, a
ρ∗

t,σ(j))−
∑

{j:j≤l∗,σ̃(j)/∈L}

bt,σ̃(j)(s̃t,σ̃(j), zt, ã
ρ∗

t,σ̃(j))

≤b̄m · 1,

where the equality follows from (B.7) and the last inequality follows from |{j : j ≤ l, σ(j) /∈

L}| ≤ |Ic| ≤ m. The inequality above implies γ̃l∗ ≤ γl + b̄m · 1.

For projects ranked l+1 through N in state st, the number of remaining actions that are

positive using πF is at most mink(γl)k/¯
b. Similarly, for projects ranked l∗+1 through N in

state s̃t, the number of remaining actions that are positive using πF is at most mink(γ̃l∗)k/¯
b.

Since

I\L ⊆ {σ(j) : l + 1 ≤ j ≤ N} ∩ {σ̃(j) : l∗ + 1 ≤ j ≤ N},

it follows that

∑
i∈I\L

1{aπF
t,i ̸= ãπF

t,i} ≤ mink(γl)k +mink(γ̃l∗)k

¯
b

.

Putting this all together, we have

N∑
i=1

1{aπF
t,i ̸= ãπF

t,i} =
∑
i∈Ic

1{aπF
t,i ̸= ãπF

t,i}+
∑
i∈L

1{aπF
t,i ̸= ãπF

t,i}+
∑
i∈I\L

1{aπF
t,i ̸= ãπF

t,i}

≤m+
mink(γl)k +mink(γ̃l∗)k

¯
b

≤ m+
2mink(γl)k + b̄m

¯
b

≤
(
1 +

b̄

¯
b

)
m+ 2

b̄

¯
b
,

where the last inequality follows from mink(γl)k < b̄ by the definition of l.

Lemma B.6.2. At time t and given a signal history zt, the expected number of projects

with actions that differ under πF and ρ∗ is bounded from above by K
(
1 +

√
b̄B̄t(zt)/

¯
b
)
.

Proof of Lemma B.6.2.

Consider a time period t, (sρ
∗

t , zt), and action generated by ρ∗.

Case (1): B̂ρ∗

t ≤ Bt(zt). Then the policy πF and ρ∗ generate the same actions.
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Case (2): B̂ρ∗

t ≰ Bt(zt). We denote by K = {k : (B̂ρ∗

t −Bt(zt))k > 0}. We claim that the

number of different actions is at most

∑
k∈K

1 +
1

¯
b

(
B̂ρ∗

t −Bt(zt)
)
k
.

To show this, we first note that by definition, πF uses Bt(zt)−∆ shared resources for some

∆ ≥ 0 and mink∈K ∆k < b̄. We denote by D ⊆ {1, . . . , N} the set of projects that have

different actions under πF and ρ∗. Using ρ∗, any project i ∈ D must consume at least
¯
b

resources. Moreover, for any project i ∈ D, there exists at least one resource k ∈ K such

that with ρ∗, project i consumes at least ∆k units of resource k. We denote by Dk ⊆ D the

set of projects that consume at least ∆k units of resource k ∈ K using ρ∗. We then have

|D| ≤
∑

k∈K |Dk|.

For any constraint k ∈ K with Dk ̸= ∅, using ρ∗, we have (i) the total resources

consumed by the projects in D is equal to (B̂ρ∗

t −Bt(zt))k +∆k; and (ii) and each project

i ∈ Dk consumes at least max{∆k,
¯
b} units of resource k ∈ K. It follows that

|Dk| ≤

(
B̂ρ∗

t −Bt(zt)
)
k
+∆k

max {∆k,
¯
b}

.

The expression on the right-hand side is maximized over ∆k ≥ 0 when ∆k =
¯
b. Therefore,

|D| ≤
∑
k∈K

|Dk| ≤
∑
k∈K

1 +
1

¯
b

(
B̂ρ∗

t −Bt(zt)
)
k
.

Combining the two cases, and noting that |K| ≤ K, it follows that the number of

projects with different actions is at most

∑
k∈K

1 +
1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+
k
.

For any constraint k, averaging over all project states sρ
∗

t , as in the proof of Lemma

B.4.5, we can bound the difference in the number of actions from above as

1

¯
b
E
[(

B̂ρ∗

t −Bt(zt)
)+
k

∣∣∣∣zt

]
≤ 1

¯
b

√
b̄B̄t(zt).
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Therefore, the expected number of projects with different actions between the policies πF

and ρ∗ is bounded from above by∑
k∈K

E
[
1 +

1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+
k

∣∣∣∣zt

]
≤ K

(
1 +

1

¯
b

√
b̄B̄t(zt)

)
.

Theorem B.6.3. For any feasible dynamic fluid policy πF, there exist constants γt and δt

depending only on t and T such that

V ∗
1 (s1, z1)−V πF

1 (s1, z1) ≤ Lλ∗

1 (s1, z1)−V πF
1 (s1, z1) ≤ K(r̄−

¯
r)

(
T∑
t=1

γtE
[√

B̄t(zt)

]
+ δt

)
.

Proof. Similar to the proof of Theorem 3.6.1, we have

Lλ∗

1 (s1, z1)− V πF
1 (s1, z1)

=
T∑
t=1

E

[
λ∗
t (zt)

⊤
(
Bt(zt)− B̂ρ∗

t

)
+ rt(s

ρ∗

t , zt,a
ρ∗

t )− rt(s
ρ∗

t , zt, πFt(s
ρ∗

t , zt))

+ E
[
V πF
t+1(st+1, zt+1)

∣∣∣sρ∗t , zt,a
ρ∗

t

]
− E

[
V πF
t+1(st+1, zt+1)

∣∣∣sρ∗t , zt, πFt(s
ρ∗

t , zt)
] ]

≤
T∑
t=1

E

[
λ∗
t (zt)

⊤
(
Bt(zt)− B̂ρ∗

t

)
+ (r̄ −

¯
r)
∑
k∈K

(
1 +

1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+
k

)

+ kt+1(r̄ −
¯
r)
∑
k∈K

(
1 +

1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+
k

)]

=
T∑
t=1

(
E
[
λ∗
t (zt)

⊤
(
Bt(zt)− B̂ρ∗

t

)]
+ (1 + kt+1)(r̄ −

¯
r)
∑
k∈K

E
[
1 +

1

¯
b

(
B̂ρ∗

t −Bt(zt)
)+
k

])

≤
T∑
t=1

(1 + kt+1)(r̄ −
¯
r)K

(
1 + E

[
1

¯
b

√
b̄B̄t(zt)

])
= K(r̄ −

¯
r)

(
T∑
t=1

γtE
[√

B̄t(zt)

]
+ δt

)
,

where

γt = (1 + kt+1)

√
b̄

¯
b

and δt = 1 + kt+1.

B.7 Perturbed Dynamic Fluid Relaxations

In this section, we describe and analyze a variation of the dynamic fluid relaxation in

which the shared resource constraints are adjusted (or “perturbed”) to be Bt(zt)− ϵt(zt) in
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every period and state for some ϵt(zt). The advantage of this approach is that by choosing

ϵt(zt) properly, we can ensure that the shared resource constraints are satisfied with high

probability, leading to a performance gap that is asymptotically optimal when both the

time horizon and the number of projects simultaneously grow large.

We denote the corresponding perturbed feasible dynamic fluid policy by πP: this policy is

the same as the policy in Definition 3.4.3 except that this feasible policy attempts to “follow”

an optimal mixed policy ρϵ from the dynamic fluid relaxation with the shared resource

constraint adjusted to Bt(zt) − ϵt(zt). The following result characterizes the performance

of this policy and describes how to choose ϵt(zt).

Theorem B.7.1 (Perturbed Performance Guarantee). If Bt(zt) ≥ CN ≥ 2b̄ log(TN), ∀(t, zt)

for some constant C, then by taking ϵt(zt) = Bt(zt)

√
2b̄ log(TN)

CN , any perturbed feasible dy-

namic fluid policy πP satisfies

Lλ∗

1 (s1, z1)− V πP
1 (s1, z1) ≤ (r̄ −

¯
r)T

(√
2b̄N log(TN)

C
+ 1

)
.

The proof for Theorem B.7.1 takes a different approach than that of Theorem 3.6.1 and

has similarities to the proof of Theorem 1 in [ZCJW19]. An overview of the proof is:

• We decompose the gap into two terms that we analyze separately:

Lλ∗

1 (s1, z1)− V πP
1 (s1, z1) = Lλ∗

1 (s1, z1)− V ρϵ

1 (s1, z1)︸ ︷︷ ︸
Error term #1

+V ρϵ

1 (s1, z1)− V πP
1 (s1, z1)︸ ︷︷ ︸

Error term #2

.

• By choosing ϵt(zt) = κBt(zt) for some constant κ the first term can be bounded from

above by (r̄−
¯
r)TNκ. This follows from the fact that after scaling all shared resource

constraints by a factor 1−κ, the optimal value of perturbed dynamic fluid relaxation

V ρϵ

1 (s1, z1) can be bounded from below by (1− κ)Lλ∗
1 (s1, z1) +

¯
rTNκ.

• For a given sample path, if ρϵ satisfies the shared resource constraint (i.e., uses no

more than Bt(zt) in every period), by definition the difference between the rewards

obtained by ρϵ and πP is zero. Otherwise, the difference between the rewards is at

most TN(r̄−
¯
r). Using the facts that (a) in the dynamic fluid relaxation, each project
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evolves independently conditioning on zt and (b) ρϵ uses no more than Bt(zt)−ϵt(zt)

of the shared resource on average, we show with a concentration inequality that the

probability that ρϵ violates the shared resource constraint is bounded from above by

a term that decays exponentially in ϵ2t (zt). Overall, this implies that the second term

can be bounded from above as O
(
TN

∑
t E[exp(−ϵ2t (zt)/Bt(zt))]

)
.

• Choosing ϵ as in the statement of the result optimizes the sum of the two terms and

leads to the result.

The performance bounds in Theorem 3.6.1 and B.7.1 both imply asymptotic optimality

of the feasible dynamic fluid policy in particular regimes. There are however important

differences in the two bounds: in Theorem 3.6.1, the dominant term in the summation (i.e.,

corresponding to γt) grows exponentially in T , whereas in Theorem B.7.1, the dominant

term in each period grows as log (TN). This allows us to consider asymptotic regimes in

which T potentially grows with N . The following corollary provides some formal results

along these lines.

Corollary B.7.2 (Asymptotic Optimality). Consider a sequence of problems indexed by N

and any perturbed feasible dynamic fluid policy πP with ϵ chosen as in Theorem B.7.1. If (a)

T = O(Nd) for some nonnegative d and limN→∞
V ∗
1 (s1,z1)

T
√
N logN

→ ∞; or (b) limN→∞
log T
N = 0

and limN→∞
V ∗
1 (s1,z1)
TN is bounded below by a positive constant, then:

lim
N→∞

Lλ∗
1 (s1, z1)− V πP

1 (s1, z1)

V ∗
1 (s1, z1)

= 0.

The conditions in Corollary B.7.2 provide flexibility in how the time horizon scales with

N . For example, condition (b) requires the optimal value function to grow at a rate of

Θ(TN) — which for example holds when all projects produce positive expected reward

in every period with an optimal policy — and allows T to grow at any rate slower than

exponential in N . In the case when T grows polynomially with N , condition (a) only

requires the optimal value function to scale faster than T
√
N logN .

The proof of Theorem B.7.1 uses the following two lemmas.
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Lemma B.7.3. For a given initial state (s1, z1), let (s
ρϵ

t ,aρϵ

t )Tt=1 denote the process gen-

erated using the perturbed dynamic fluid policy ρϵ, and let πP denote the perturbed feasible

dynamic fluid policy. For any t, it holds that aπP
t = aρϵ

t with probability at least

1−
T∑
t=1

E

[
exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)]
.

Proof of Lemma B.7.3.

If B̂ρϵ

t ≤ Bt(zt) then aπP
t = aρϵ

t . First, we have:

P
[
B̂ρϵ

t > Bt(zt)
∣∣∣zt

]
≤P
[
B̂ρϵ

t − ϵt(zt) > E
[
B̂ρϵ

t

∣∣∣zt

]∣∣∣zt

]
=P
[
1

N
B̂ρϵ

t − 1

N
E
[
B̂ρϵ

t

∣∣∣zt

]
>

1

N
ϵt(zt)

∣∣∣∣zt

]
1○
≤ exp

−
1

2N2 ϵt(zt)
2

Var
[

1
N B̂ρϵ

t

∣∣∣zt

]
+ b̄

3N2 ϵt(zt)


=exp

−
1
2ϵt(zt)

2

Var
[
B̂ρϵ

t

∣∣∣zt

]
+ b̄

3ϵt(zt)


=exp

−
1
2ϵt(zt)

2∑N
i=1Var

[
bt,i(s

ρϵ

t,i, zt, a
ρϵ

t,i)
∣∣∣zt

]
+ b̄

3ϵt(zt)


2○
≤ exp

−
1
2ϵt(zt)

2

b̄
∑N

i=1 E
[
bt,i(st,i, zt, a

ρϵ

t,i)
∣∣∣zt

]
+ b̄

3ϵt(zt)


≤ exp

−
1
2ϵt(zt)

2

b̄E
[
B̂ρϵ

t

∣∣∣zt

]
+ b̄

3ϵt(zt)


3○
≤ exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)
,

where inequality 1○ follows from Bernstein’s inequality since bt,i(s
ρϵ

t,i, zt, a
ρϵ

t,i) are condition-

ally independent bounded random variables in
[
0, b̄
]
and thus these random variables satisfy

the one-sided Bernstein’s condition with parameter b̄/3. This implies that conditional on zt

that B̂ρϵ

t /N satisfies the one-sided Bernstein inequality with parameter (b̄/3)N . Inequality

2○ follows from the fact that

Var
[
bt,i(s

ρϵ

t,i, zt, a
ρϵ

t,i)
∣∣∣zt

]
≤
(
b̄− E

[
bt,i(s

ρϵ

t,i, zt, a
ρϵ

t,i)
∣∣∣zt

])
E
[
bt,i(s

ρϵ

t,i, zt, a
ρϵ

t,i)
∣∣∣zt

]
.
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Finally, inequality 3○ follows from Proposition 3.3.2(c).

Using the inequality above, we have

P
[
(aρϵ

t )Tt=1 = (aπP
t )Tt=1

∣∣∣zT

]
≥P

[
T⋂
t=1

[
B̂ρϵ

t ≤ Bt(zt)
]∣∣∣∣∣zT

]

=P

[
T⋂
t=1

[
B̂ρϵ

t ≤ Bt(zt)
∣∣∣zt

]]
4○
≥ 1−

T∑
t=1

P
[
B̂ρϵ

t > Bt(zt)
∣∣∣zt

]
≥1−

T∑
t=1

exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)
,

where the inequality 4○ follows from the union bound. Hence,

P
[
(aπP

t )Tt=1 = (aρϵ

t )Tt=1

]
=
∑
zT

P
[
(aπP

t )Tt=1 = (aρϵ

t )Tt=1

∣∣∣zT

]
QT (zT )

≥1−
∑
zT

QT (zT )

T∑
t=1

exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)

=1−
T∑
t=1

E

[
exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)]
.

Lemma B.7.4. Let Lλ∗
1 (s1, z1) and V ρϵ

1 (s1, z1) denote the optimal values of the (unper-

turbed) fluid relaxation LP (3.7) and the perturbed fluid relaxation LP (B.8), respectively.

If ϵt(zt) = κBt(zt) for every (t, zt), then

Lλ∗

1 (s1, z1)− V ρϵ

1 (s1, z1) ≤ (r̄ −
¯
r)NTκ.

Proof of Lemma B.7.4.

The perturbed fluid relaxation LP with shared resource constraints reduced by ϵ is:

maximize
ut,i(st,i, zt, at,i)

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i)
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subject to

N∑
i=1

∑
st,i,at,i

bt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i) ≤ Qt(zt)(Bt(zt)− ϵt(zt)), ∀(t, zt), (B.8a)

∑
at+1,i

ut+1,i(st+1,i, zt+1, at+1,i) =
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)ut,i(st,i, zt, at,i),

∀t < T, (i, st+1,i, zt+1), (B.8b)∑
a1,i

u1,i(s1,i, z1, a1,i) = 1, ∀i, (B.8c)

ut,i(st,i, zt, at,i) ≥ 0, ∀(t, i, st,i, zt, at,i) . (B.8d)

Let µ∗
t,i(st,i, zt, at,i) denote an optimal solution of the fluid relaxation LP (3.7). We now

construct a feasible solution of the perturbed LP (B.8). Consider a solution ut,i(st,i, zt, at,i)

defined as follows. First, we define ut,i(st,i, zt, at,i) with nonzero actions by letting

ut,i(st,i, zt, at,i) = (1− κ)µ∗
t,i(st,i, zt, at,i), ∀(t, i, st,i, zt, at,i > 0).

Then, starting from the first period, we recursively define ut,i(st,i, zt, 0) as

u1,i(s1,i, z1, 0) = 1−
∑
at,i>0

u1,i(s1,i, z1, a1,i), ∀i,

ut+1,i(st+1,i, zt+1, 0) =
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)ut,i(st,i, zt, at,i)

−
∑

at+1,i>0

ut+1,i(st+1,i, zt+1, at+1,i), ∀(t < T, i, st+1,i, zt+1).

We show the feasibility of the constructed solution. Constraints (B.8b) and (B.8c) are

satisfied by definition. For constraint (B.8a), for any (t, zt), we have

N∑
i=1

∑
st,i,at,i>0

bt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i)

=
N∑
i=1

∑
st,i,at,i>0

bt,i(st,i, zt, at,i)(1− κ)µ∗
t,i(st,i, zt, at,i)

≤Qt(zt)(1− κ)Bt(zt) = Qt(zt)(Bt(zt)− ϵt(zt)),

where the inequality follows from (3.7b). It remains to show nonnegativity of ut,i(st,i, zt, 0).

For any project i, we use forward induction to show that ut,i(st,i, zt, 0) ≥ (1−κ)µ∗
t,i(st,i, zt, 0)
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for every (t, st,i, zt). For period one,

u1,i(s1,i, z1, 0) = 1− (1− κ)
∑

a1,i>0

µ∗
1,i(s1,i, z1, a1,i) ≥ (1− κ)µ∗

1,i(s1,i, z1, 0).

Suppose ut,i(st,i, zt, 0) ≥ (1 − κ)µ∗
t,i(st,i, zt, 0) for any (st,i, zt). Then for time t + 1 and

every (st+1, zt+1),

ut+1,i(st+1,i, zt+1, 0)

=
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)ut,i(st,i, zt, at,i)−
∑

at+1,i>0

ut+1,i(st+1,i, zt+1, at+1,i)

≥(1− κ)
∑

st,i,at,i

Pt,i(st+1,i|st,i, zt, at,i)Qt(zt+1|zt)µ∗
t,i(st,i, zt, at,i)−

∑
at+1,i>0

ut+1,i(st+1,i, zt+1, at+1,i)

=(1− κ)
∑
at+1,i

µ∗
t+1,i(st+1,i, zt+1, at+1,i)− (1− κ)

∑
at+1,i>0

µ∗
t+1,i(st+1,i, zt+1, at+1,i)

=(1− κ)µ∗
t+1,i(st+1,i, zt+1, 0),

where the inequality follows from the induction hypothesis ut,i(st,i, zt, 0) ≥ (1−κ)µ∗
t,i(st,i, zt, 0),

and the second last equality follows from (3.7c). Therefore, the solution is feasible and we

have

V ρϵ

1 (s1, z1)

≥
T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

rt,i(st,i, zt, at,i)ut,i(st,i, zt, at,i)

=TN
¯
r +

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

(rt,i(st,i, zt, at,i)−
¯
r)ut,i(st,i, zt, at,i)

≥TN
¯
r +

T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

(rt,i(st,i, zt, at,i)−
¯
r)(1− κ)µ∗

t,i(st,i, zt, at,i)

=Lλ∗

1 (s1, z1)−
T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

(rt,i(st,i, zt, at,i)−
¯
r)κµ∗

t,i(st,i, zt, at,i)

≥Lλ∗

1 (s1, z1)−
T∑
t=1

N∑
i=1

∑
st,i,zt,at,i

(r̄ −
¯
r)κµ∗

t,i(st,i, zt, at,i)

=Lλ∗

1 (s1, z1)− (r̄ −
¯
r)TNκ.
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Proof of Theorem B.7.1.

The values V ρϵ

1 (s1, z1) and V πP
1 (s1, z1) are equal to the expected total rewards using poli-

cies ρϵ and πP, respectively. By Lemma B.7.3, we have (aπP
t )Tt=1 = (aρϵ

t )Tt=1 holds with

probability at least

1−
T∑
t=1

E

[
exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)]
.

Thus, (aπP
t )Tt=1 ̸= (aρϵ

t )Tt=1 has probability at most

T∑
t=1

E

[
exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)]
,

in which case, the difference between the total rewards under policies ρϵ and πP is no more

than TN(r̄ −
¯
r). Therefore,

V ρϵ

1 (s1, z1)− V πP
1 (s1, z1) ≤ TN(r̄ −

¯
r)

T∑
t=1

E

[
exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)]
.

By taking ϵt(zt) = Bt(zt)

√
2b̄ log(TN)

CN and combining the inequality above and the bound

from Lemma B.7.4, we have

Lλ∗

1 (s1, z1)− V πP
1 (s1, z1)

=Lλ∗

1 (s1, z1)− V ρϵ

1 (s1, z1) + V ρϵ

1 (s1, z1)− V πP
1 (s1, z1)

≤(r̄ −
¯
r)

T∑
t=1

[√
2b̄N log(TN)

C
+ TNE

[
exp

(
−

1
2ϵt(zt)

2

b̄ (Bt(zt)− ϵt(zt)) +
b̄
3ϵt(zt)

)]]

≤(r̄ −
¯
r)

T∑
t=1

[√
2b̄N log(TN)

C
+ TNE

[
exp

(
−

1
2ϵt(zt)

2

b̄Bt(zt)

)]]

≤(r̄ −
¯
r)

T∑
t=1

[√
2b̄N log(TN)

C
+ TNE

[
exp

(
−Bt(zt) log(TN)

CN

)]]

≤(r̄ −
¯
r)T

(√
2b̄N log(TN)

C
+ 1

)
.

Proof of Corollary B.7.2.

We have that

lim
N→∞

Lλ∗
1 (s1, z1)− V πP

1 (s1, z1)

V ∗
1 (s1, z1)
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≤(r̄ −
¯
r)√

C
lim

N→∞

T
(√

2b̄N log (TN) +
√
C
)

V ∗
1 (s1, z1)

.

(a) If T = O(Nd), then there exists a positive constant C1 such that for sufficiently large

N , we have T ≤ C1N
d. Thus, there exists a positive constant C2 such that for sufficiently

large N ,

T

(√
2b̄N log (TN) +

√
C

)
≤ T

(√
2b̄N (logC1 + (d+ 1) logN) +

√
C

)
≤ C2T

√
N logN.

In addition, if limN→∞
V ∗
1 (s1,z1)

T
√
N logN

→ ∞, then

lim
N→∞

T
(√

2b̄N log (TN) +
√
C
)

V ∗
1 (s1, z1)

≤ lim
N→∞

C2T
√
N logN

V ∗
1 (s1, z1)

= 0.

(b) If limN→∞
V ∗
1 (s1,z1)
TN is bounded below by a positive constant, then for sufficiently large

N , there exists a positive constant C ′ such that V ∗
1 (s1, z1) ≥ C ′TN . If limN→∞

log T
N = 0,

then

lim
N→∞

T
(√

2b̄N log (TN) +
√
C
)

V ∗
1 (s1, z1)

≤ lim
N→∞

T
(√

2b̄N log (TN) +
√
C
)

C ′TN

= lim
N→∞

√
2b̄

C ′

√
log T + logN

N

=0.
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