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Abstract

A major component of most psychiatric disorders is that they affect the internal
mental state of the individual. Modern psychiatric research primarily depends on
self-report to measure internal state in humans and on behavior to measure internal
state in animals. Both of these can be unreliable measures of internal mental state.
In order to facilitate psychiatric research, we need models of mental state that are
based on neural activity. Such models have proven challenging to design because they
must be able to distill the complexity of neural activity distributed across many brain
regions. This dissertation describes models that solve this problem, by representing
such neural activity as a sum of contributions from many distinct sub-networks in the
brain. We call these sub-network electrical functional connectome (electome) networks.
Here, I show that electome networks can be used to distinguish between mental states
in mice. One of these electome networks distinguishes mice that show depressive
symptoms from those that do not, and can be used as a measure depressive phenotype.
Electome networks represent a new class of tools that give brain researchers a new

way to measure internal mental state and relate it back to brain activity.
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Chapter 1

Introduction

Psychiatric disorders, such as depression, autism, and anxiety disorders, represent
a major burden for affected individuals, their families, and for society as a whole.
Lifetime rates of psychiatric disorder may be as high as 50 percent in the US according
to some estimates [Sansone and Sansone, 2010]. As an example of the burden caused
by psychiatric disorder, depression is a disorder that is primarily characterized by
a generally saddened mood and a lost of interest or pleasure in almost all activ-
ities [American Psychiatric Association, 2013]. A number of other cognitive and
physical symptoms are associated with depression, including difficulty concentrating,
indecisiveness, significant changes in weight, fatigue, sleep disturbances, and recurring
thoughts of death and suicide. These symptoms can significantly impair one’s ability
to function professionally and socially. In addition, depression substantially increases
one’s risk of attempting suicide [Orsolini et al., 2020]. Psychiatric disorders typically
impact emotional or cognitive processes in the brain [Bouton et al., 2001, Davidson
et al., 2002, Dawson et al., 2004]. For example, in generalized anxiety disorder the
emotion of anxiety is experienced in many contexts where it is unwarranted and
inappropriate. This is in contrast to situations where anxiety is actually beneficial,
such as competitive sports or academic tests [Hardy and Hutchinson, 2007, Owens
et al., 2014]. Appropriate emotional processing should cause anxiety to arise in

situations when it is adaptive.

Emotional processes, such as anxiety and fear, are mediated by networks of neurons

located within different regions of the brain. In the case of fear processing, one region



that plays a major role is the amygdala [Stujenske et al., 2014, Ohman, 2005]. If fear is
induced due to the perception of some threat, then a network of neurons that connects
amygdala to the sensory regions of the brain that process sensory cues related to the
threat are also an important part of emotional processing. Equally important is the
network of neurons that go out from the amygdala to regions like the hypothalamus,
causing you to feel fear and your body to adapt accordingly. The brain contains
approximately 100 billion neurons that are divided up into many such regions, each
one playing some role in different mental processes. How all these neurons coordinate
to produce internal mental states is still not well understood. This makes the study
of psychiatric disorders very challenging. Since we do not fully understand how a
"healthy’ brain works, we do not know where to look when some disorder causes a
particular breakdown in mental processing. And the sheer complexity of the brain

means that it is almost impossible to look in the right place just by guessing alone.

Ignoring the brain for a moment, even observing the signs of emotional and
cognitive processes in other humans can be challenging. A very common example of
observing an emotional process can occur when you observe that someone is happy
because they are smiling or because they tell you "I am doing well”. In clinical
settings, these sorts of observations can be formalized as notes taken by a health
care provider and self-report questionnaires. For example, the Hamilton depression
rating scale is often used to formalize observations about mental processes in order
to characterize depression severity in clinical studies [Bech, 2009]. Important mental
processes may be completely internal, without any external indicators that they are
occuring. Without self-report, processes such as thoughts and feelings go unobserved
to everyone except those experiencing them. In the context of psychiatric research this
is problematic because subjects may unknowingly or deliberately provide incorrect

reports without any type of check [Singh et al., 2007].



In order to study psychiatric disorders in a more controlled manner, we rely on
animal models. For example, to study depression we can expose one group of mice to a
chronic stress protocol [Krishnan et al., 2007, Zhong et al., 2017] while keeping another
gentically-identical group under the same conditions without the exposure to stress.
Because chronic stress is known to induce depressive like symptoms in mice, this type
of experiment allows us to study depression while controlling for other important
variables like genetics and environmental conditions. We can precisely measure the
changes in brain activity that occur in the mice with depressive symptoms compared
to the unstressed mice and try to relate the changes in brain activity to disturbances

in normal mental processes that we believe explain the observed depressive symptoms.

A major caveat to this approach is that many hallmark symptoms of depression
and other psychiatric disorders can not be observed in animals, even if they are present
due to aspects of emotional processing that are conserved across species. For example,
a major symptom of depression is depressed mood. Unfortunately we do not know
how to obtain a self-report from a mouse about its mood. As a result, some aspects
of psychiatric disorders cannot be measured at all in animal models, while others rely
on indirect behavioral measurements of internal state. Returning to the depression
example, another major symptom is reduced interest or pleasure in activities; this
state is sometimes referred to as anhedonia. In rodents, researchers often attempt
to measure anhedonia based on how much a mouse seems to prefer something that
the researcher assumes should be pleasurable to the mouse. A common example is
the ’sucrose preference test’, where a mouse is given access to two water bottles, one
containing sugar water and the other containing plain water [Liu et al., 2018]. In
this test, it is assumed that mice should prefer drinking from the bottle with sugar
water, and that a mouse experiencing anhedonia would exhibit a reduced preference

for the sugar water. This test is not a direct measure of anhedonia, as there are a



number of other factors that may influence a mouse’s behavior in this circumstance.
For instance, mice might avoid the sugar water because they are not accustomed
to the taste of sugar water. For this and many other reasons, the reliability of the
sucrose preference test has been brought into question [Murison and Hansen, 2001,
Willner, 2005, 2016]. Modern psychiatry research in animal models often relies on
such behavioral measures of internal states, which represent the best option available
even though they are difficult to interpret and can lead to incorrect conclusions for

unknown reasons.

Plenty of progress has been made in developing models of internal mental state
based on non-invasive recordings of neural activity. A great example of this is the
discovery of the default mode network [Raichle et al., 2001]. The default mode
network appears to be a task-independent network in the brain that becomes more
active during spontaneous cognition, as opposed to when a person is focusing on an
external task [Andrews-Hanna et al., 2010]. The discovery of resting state networks
like the default mode network has been greatly facilitated by the use of independent
component analysis (ICA) [Calhoun et al., 2009, De Luca et al., 2006, Kiviniemi et al.,
2011]. ICA is a type of factor model. Other types of factor models have been used in
both fMRI and EEG recordings to search for networks in the brain that are associated
with various cognitive and emotional states states [Li et al., 2019, Miwakeichi et al.,
2004]. A particularly interesting recent study used cannonical correlation analysis to
identify neural activity states that were associated with different subtypes of depressive
symptoms and responsiveness to treatment [Drysdale et al., 2017].

Because methods for modeling mental state based on neural activity recordings
have primarily been focused on applications in humans, they have failed to support
basic psychiatry research in two ways. First, relatively few attempts have been made

at modeling mental state in rodents using neural activity recordings that encompass
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many different brain regions. This is problematic because a substiantial amount
of basic psychiatry research occurs in rodents [Italia et al., 2020, Krishnan et al.,
2007]. Second, the non-invasive recording methods currently in use suffer from poor
spatial or temporal resolution, causing models based on these methods to suffer. More
importantly, good spatial and temporal resolution are necessary to accurately observe
communication between distinct brain regions. It is highly likely that communication
between brain regions plays an important role in generating mental states [Harris
and Gordon, 2015]. There is evidence that the disruption of such communication
may cause certain psychiatric disorders [Carlson et al., 2017, Friedman et al., 2014].
Therefore, models of mental state based on recordings of neural activity with good
spatial and temporal precision in rodents have the potential to facilitate progress in

basic psychiatry research.

In this dissertation I describe new methods for generating models of mental state
from local field potential (LFP) recordings in rodents. LEFPs provide excellent spatial
and temporal resolution, allowing for the detection of communication between brain
regions. In Chapter 2 I introduce the Cross-Spectral Factor Analysis (CSFA) model,
which identifies brain networks that characterize mental state. We call these electrical
functional connectome (electome) networks, because they are defined by functional
connectivity within and between brain regions based on LFP recordings. In Chapter 3
I describe a different approach for identifying brain networks from the same type
of neural activity recording. This approach improves upon the capabilities of CSFA
by explicitly modeling directed communication between brain regions. In Chapter 4
I describe an experiment where that second class of models was used to identify
a brain network that can be used as a measure of depressive state in mice. The
identified network reliably distinguishes mice that exhibit depression-like behaviors

from those that do not. In Chapter 5 I discuss a system that we have developed for



closed-loop control of mental state using electome networks to provide feedback for
driving stimulation. Chapter 6 concludes with a discussion of the impact of this work

and future work that can extend this impact.



Chapter 2

Cross-Spectral Factor Analysis

Note: This chapter was adapted from a previous publication [Gallagher et al., 2017].
Kyle Ulrich was also a major contributor to this work. Kyle developed the initial
concept for the models, while | developed the current implementation and the results

described here.

2.1 Introduction

Neuropsychiatric disorders (e.g. schizophrenia, autism spectral disorder, etc.) take an
enormous toll on our society [Eaton et al., 2008]. In spite of this, the underlying neural
causes of many of these diseases are poorly understood and treatments are developing
at a slow pace [Akil et al., 2010]. Many of these disorders have been linked to a
disruption of neural dynamics and communication between brain regions [Carlson et al.,
2017, Uhlhaas et al., 2008]. In recent years, tools such as optogenetics [Deisseroth,
2011, Miesenbock, 2004] have facilitated the direct probing of causal relationships
between neural activity in different brain regions and neural disorders [Nestler and
Hyman, 2010]. Planning a well-designed experiment to study spatiotemoral dynamics
in neural activity can present a challenge due to the high number of design choices,
such as which region(s) to stimulate, what neuron types, and what stimulation pattern
to use. In this manuscript we explore how a machine learning approach can facilitate
the design of these experiments by developing interpretable and predictive methods.

These two qualities are crucial because they allow exploratory experiments to be used



more effectively in the design of causal studies.

We explore how to construct a machine learning approach to capture neural
dynamics from raw neural data during changing behavioral and state conditions.
A body of literature in theoretical and experimental neuroscience has focused on
linking synchronized oscillations, which are observable in LFPs and EEGs, to neural
computation [Harris and Gordon, 2015, Lisman and Jensen, 2013]. Such oscillations
are often quantified by spectral power, coherence, and phase relationships in particular
frequency bands; disruption of these relationships has been observed in neuropsychi-
atric disorders [Hultman et al., 2016, Uhlhaas et al., 2008]. There are a number of
methods for quantifying synchrony between pairs of brain regions based on statistical
correlation between recorded activity in those regions [Bastos and Schoffelen, 2016,
Wang et al., 2014], but current methods for effectively identifying such patterns on
a multi-region network level, such as Independent Component Analysis (ICA), are
difficult to transform to actionable hypotheses.

The motivating data considered here are local field potentials (LFPs) recorded
from implanted depth electrodes at multiple sites (brain regions). LFPs are believed to
reflect the combined local neural activity of hundreds of thousands of neurons [Buzsaki
et al., 2012]. The unique combination of spatial and temporal precision provided by
LEFPs allows for accurate representation of frequency and phase relationships between
activity in different brain regions. Notably, LFPs do not carry the signal precision
present in spiking activity from signal neurons; however, LFP signal characteristics
are more consistent between animals, meaning that information gleaned from LFPs
can be used to understand population level effects, just as in fMRI or EEG studies.
Our empirical results further demonstrate this phenomenon.

Multi-region LEF'P recordings produce relatively high-dimensional datasets. Basic

statistical tests typically perform poorly in such high dimensional spaces without being

8



directed by prior knowledge due to multiple comparisons, which diminish statistical
power [Moran, 2003]. Furthermore, typical multi-site LEP datasets are both “big
data” in the sense that there are a large number of high-dimensional measurements
and “small data” in the sense that only a few animals are used to represent the
entire population. A common approach to address this issue is to describe such data
by a small number of factors (e.g. dimensionality reduction), which increases the
statistical power when relevant information (e.g. relationship to behavior) is captured
in the factors. Many methods for reducing the dimensionality of neural datasets
exist [Cunningham and Yu, 2014], but are generally either geared towards spiking
data or simple general-purpose methods such as principal components analysis (PCA).
Therefore, reducing the dimensionality of multi-channel LFP datasets into a set of
interpretable factors can facilitate the construction of testable hypotheses regarding

the role of neural dynamics in brain function.

The end goal of this analysis is not simply to improve predictive performance,
but to design meaningful future causal experiments. By identifying functional and
interpretable networks, we can form educated hypotheses and design targeted manip-
ulation of neural circuits. This approach has been previously successful in the field of
neuroscience [Carlson et al., 2017]. The choice to investigate networks that span large
portions of the brain is critical, as this is the scale at which most clinical and scientific
in vivo interventions are applied. Additionally, decomposing complex signatures of
brain activity into contributions from individual functional networks (i.e. factors)
allows for models and analyses that are more conceptually and technically tractable.

Here, we introduce a new framework, denoted Cross-Spectral Factor Analysis
(CSFA), which is able to accurately represent multi-region neural dynamics in a
low-dimensional manifold while retaining interpretability. The model defines a set of

factors, each capturing the power, coherence, and phase relationships for a distribution
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of neural signals. The learned parameters for each factor correspond to an interpretable
representation of the network dynamics. Changes in the relative strengths of each
factor can relate neural dynamics to desired variables. Empirically, CSFA discovers
networks that are highly predictive of response variables (behavioral context and
genotype) for recordings from mice undergoing a behavioral paradigm designed to
measure an animal’s response to a challenging experience. We further show that
incorporating response variables in a supervised multi-objective framework can further
map relevant information into a smaller set of features, as in [Raina et al., 2004],

potentially increasing statistical power.

2.2 Related work

The goal of this model is to design a general-purpose method for analysis of neural
oscillations, specifically an interpretable generative process via a low-dimensional
embedding. In machine learning, low-dimensional representations of the data are often
used to capture underlying correlated structures, such as topic models [Blei et al.,
2003], state-space models [Beal, 2003], dictionary learning [Zhou et al., 2009], and deep
convolutional factor analysis [Chen et al., 2013]. Due to the inherent non-linearities
of oscillatory time-series, non-linear functions are convenient choices to represent this
quasi-periodic data. Gaussian processes [Rasmussen and Williams, 2006] provide a
concise framework for placing prior distributions over these latent functions, and are
increasingly being used to represent expressive features through the covariance kernel,
such as deep architectures [Cho and Saul, 2009], convolutional factor analysis [Mairal
et al., 2014], or encoding arbitrary spectral densities via a Gaussian mixture. This
latter kernel is known as the spectral mixture (SM) covariance kernel [Wilson and

Adams, 2013], and a recent multi-task [Caruana, 1997] extension of the SM kernel,
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Figure 2.1: CSFA data and model description.[left] Example of multi-site LFP
data from seven brain regions, separated into time windows. [right] Visual description
of the parameters of the dCSFA model. y¢': Signal from channel ¢ in window W. zy:
Task-relevant side information. Sy-: Score for factor “ in window w. : Parameters
describing CSFA model. : Parameters of side-information classifier. Shaded regions
indicate observed variables and clear represent inferred variables.

known as the cross-spectral mixture (CSM) kernel [Ulrich et al., 2015], encodes the full
cross-spectral density between multiple output observations within the GP framework.
The CSM kernel was illustrated as an excellent tool for representing multi-output

LFP data [Ulrich et al., 2015].

2.3 Model Description

Here, we describe a model to extract a low-dimensional “brain state” representation
from multi-channel LFP recordings. The states in this model are defined by a set
of factors, each of which describes a specific distribution of observable signals in the
network. The data is segmented into time windows composed of N observations,
equally spaced over time, from C distinct brain regions. We let window W be

represented by YW = [y¥;::5;y0] 2 RS N (see Fig 2.1[left]). N is determined by the
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as this temporal resolution is assumed to be sufficient to capture the broad changes
in brain state that we are interested in. We assume that window durations are short
enough to make the signal approximately stationary. This assumption, while only an
approximation, is appropriate because we are interested in brain state dynamics that
occur on a relatively long time scale (i.e. multiple seconds). Therefore, within a single
window of LF'P data the observation may be represented by a stationary Gaussian
process (GP). It is important to distinguish between signal dynamics, which occur on
a time scale of milliseconds, and brain state dynamics, which are assumed to occur
over a longer time scale.

In the following, the Cross-Spectral Mixture kernel [Ulrich et al., 2015], a key
step in the proposed model, is reviewed in Section 2.3.1. The formulation of the
CSFA model is given in Section 2.3.2. Section 2.3.3 offers an alternative formulation
of the CSFA model that models the observed signal as the real component of a
complex signal. Model inference is discussed in Section 2.3.4. For efficient calculations,
computational approximations for the CSFA model are described in Section 2.3.4.
In Section 2.3.5, a joint CSFA and classification model called discriminative CSFA
(dCSFA) is introduced. Appendix A gives additional mathematical background on

multi-region Gaussian processes.

2.3.1 Cross-Spectral Mixture Kernel

Common methods to characterize spectral relationships within and between signal
channels are the power-spectral density (PSD) and cross-spectral density (CSD),
respectively [Oppenheim, 1999]. A set of multi-channel neural recordings may be
characterized by the set of PSDs for each channel and CSDs for each pair of channels,

resulting in a quadratic increase in the number of parameters with the number of

12



channels observed. In order to counteract the issues arising from many multiple
comparisons, neuroscientists typically preselect channels and frequencies of interest
before testing experimental hypotheses about spectral relationships in neural datasets.
Instead of directly calculating each of these parameters, we use a modeling approach
to estimate the PSDs and CSDs over all channels and frequency bands by using the
Cross-Spectral Mixture (CSM) covariance kernel [Ulrich et al., 2015]. In this way we
effectively reduce the number of parameters required to obtain a good representation

of the PSDs and CSDs for a multi-site neural recording.

The CSM multi-output kernel is given by
0 I:)Q 0

where the matrix Kcgm 2 C© €. This is the real component of a sum of Q separable
kernels. Each of these kernels is given by the combination of a cross-spectral density
matrix, B 2 C® ©, and a stationary function of two time points that defines a
frequency band, Kq( ). Representing =t t', as all kernels used here are stationary
and depend only on the difference between the two inputs, the frequency band for

each spectral kernel is defined by a spectral Gaussian kernel,

ka( 5 ¢ o) =exp 3¢ %+ q (2.2)

which is equivalent to a Gaussian distribution in the frequency domain with variance
q, centered at . The matrix By is a positive semi-definite matrix with rank R.
(Note: The cross-spectral density matrix Bg is also known as coregionalization matrix
in spatial statistics [Banerjee et al., 2014]). Keeping R small for the coregionaliza-

tion matrices ameliorates overfitting by reducing the overall parameter space. This
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relationship is maintained and Bq is updated by storing the full matrix as the outer

product of a tall matrix with itself:
By = B4BY; B,2C R: (2.3)

Phase coherence between regions is given by the magnitudes of the complex off-
diagonal entries in By. The phase offset is given by the complex angle of those

off-diagonal entries.

2.3.2 Cross-Spectral Factor Analysis

Our proposed model creates a low-dimensional manifold by extending the CSM
framework to a multiple kernel learning framework [Génen and Alpaydin, 2011]. Let
t, represent the time point of the Nt

Each window of data is modeled as

Yy =futa) + NN tle); (2.4)

X
Fu(t)=  swmFL(t); Fu(t) = [Fu(ty); 0 Fu(tn)]; (2.5)

1=1

where F,(t) is represented as a linear combination functions drawn from L latent
factors, given by fF/,(t)glz;. The I-th latent function is drawn independently for each
task according to

Fo(t) GP(0;Kesm(; 1); (2.6)

where | is the set of parameters associated with the I™" factor (i.e. fB(']; !1; ég(?:l).
The GP here represents a multi-output Gaussian process due to the cross-correlation

structure between the brain regions, as in [Teh et al., 2005]. Additional details on the
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multi-output Gaussian process formulation can be found in Supplemental Section A.

In CSFA, the latent functions fF/,(t)glz; are not the same across windows; rather,
the underlying cross-spectral content (power, coherence, and phase) of the signals is
shared and the functional instantiation differs from window to window. A marginaliza-
tion of all latent functions results in a covariance kernel that is a weighted superposition

of the kernels for each latent factor, which is given mathematically as

YV GP(0O;Kcspal(; ;w)) (2.7)
X , )
Keseal 5 sw) = sy Kesm( 5 1) + Ic: (2.8)
I=1
Here, =T 1;:::; Lg is the set of parameters associated with all L factors and

represents the Dirac delta function and constructs the additive Gaussian noise.
The use of this multi-output GP formulation within the CSFA kernel means that the

latent variables can be directly integrated out, facilitating inference.

To address multiplicative non-identifiability, the maximum power in any frequency
band is limited for each CSM kernel (i.e. max(diag(Kcsm(0; 1))) =1 for all I). In
this way, the factor scores squared, s2,, may now be interpreted approximately as the

variance associated with factor | in window w.

2.3.3 Complex Normal Formulation

indexing here for simplicity. From Eq. 2.7 we model the data as originating from a

multivariate normal distribution.

Y N (0, KCSFA(t; t; )) (29)
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We can consider the observed data, Y , to be the real portion of a complex signal,

such that
Y =Y "+jYh Y'=Y; fY ;Y ig 2 REN; (2.10)

where superscript r and i correspond to the real and imaginary components of a
vector argument and J is the imaginary number. In such a case, we can represent the
full complex vector Y as a arising from a multivariate circularly symmetric complex

normal distribution.

Y CN(0;2Kcsea(tit; ) (2.11)
. X
KCSFA(t;t; ): 55\,|KCSM<t;t; |)+ 1(|N Ic) (212)
I=1
5 X
Kesm(tt, )= Bq K(tit o o) (2.13)
g=1

where  denotes the Kronecker product. Note that the only differences between
this formulation and that given in Eqgs. 2.7 and 2.8 are that KCSM equal to the full
complex value of the sum in Eq. 2.13 and that the covariance matrix in Eq. 2.11 is

multiplied by a factor of 2.

2.3.4 Inference

A maximum likelihood formulation for the zero-mean Gaussian process given by Eq.
2.7 is used to learn the factor scores fsygW_, and CSM kernel parameters , given

the full dataset Y. If we let ¥gea 2 CNC NC he the covariance matrix obtained
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from the kernel Kcspa(; ;W) evaluated at time points t, we have

(Fswol_,; ) = argmax L(Y;fsuol,; ) (2.14)
fswon_,;~
h'd
L(Y;fsuguzy; )= N(vec(Y");0; Espa); (2.15)
w=1

where vec( ) gives a column-wise vectorization of its matrix argument, and W is
the total number of windows. As is common with many Gaussian processes, an
analytic solution to maximize the log-likelihood does not exist. We resort to a batch
gradient descent algorithm based on the Adam formulation [Kingma and Ba, 2014].
Fast calculation of gradients is accomplished via a discrete Fourier transform (DFT)
approximation for the CSM kernel [Ulrich et al., 2015]. This approximation alters
the formulation given in Eq. 2.7 slightly; the modified form is given in Section 2.3.4.
The hyperparameters of the model are the number of factors (L), the number of
spectral Gaussians per factor (Q), the rank of the coregionalization matrix (R), and
the precision of the additive white noise ( ). In applications where the generative
properties of the model are most important, hyperparameters should be chosen using
cross-validation based on hold-out log-likelihood. In the results described below, we
emphasize the predictive aspects of the model, so hyperparameters are chosen by
cross-validating on predictive performance. In order to maximize the generalizability
of the model to a population, validation and test sets are composed of data from
complete animals/subjects that were not included in the training set.

In all of the results described below, models were trained for 500 Adam iterations,
with a learning rate of 0.01 and other learning parameters set to the defaults suggested
in [Kingma and Ba, 2014]. The kernel parameters  were then fixed at their values

from the 500" iteration and sufficient additional iterations were carried out until
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the factor scores, fsygU_,, reached approximate convergence. Corresponding factor
scores are learned for validation and test sets in a similar manner, by initializing
the kernel parameters  with those learned from the training set and holding them
fixed while learning factor scores to convergence as outlined above. Normalization
to address multiplicative identifiability, as described in Section 2.3.2, was applied to

each model after all iterations were completed.

DFT Approximation

The computational costs associated with calculating gradients in a CSFA model with a
large number of parameters can be quite high, due to the fact that a matrix inversion is
necessary for gradient calculation (see [Rasmussen and Williams, 2006]). As originally
described in [Ulrich et al., 2015], the computational costs of the CSM model can be
significantly decreased by approximating the covariance matrices associated with all
spectral Gaussian kernels (see Sec. 2.3.1) as circulant matrices. We let Ky be the
covariance matrix associated with the q™" spectral Gaussian kernel in the ™" factor
at time points t. By definition, Kg is a symmetric Toeplitz matrix, such that it is
uniquely identified by its first column, c. We get a circulant matrix approximation
of Ky by generating a new first column, €, by reflecting the first b% + 1c elements
of € to the last d% + le. The resulting matrix, Kq|, is diagonalizable by the discrete
Fourier transform (DFT) in the following way. Letting U be the N N unitary DFT

matrix, and be the sampling period associated with time points t, we have
WKaU = =diag( S(1)); (2.16)

where 1 is the vector of frequencies corresponding to the DFT transformation over t,

and S( ) is the power spectral density associated with €. In this way, we only need
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to perform computation on the diagonal matrix Rar’ rather than on the full matrix
Kqi. As the sampling rate and window length approach infinity there is no error in
approximating Kg with Kq| [Ulrich et al., 2015], due to sufficient resolution of the
DFT frequency bins.

CSFA can take advantage of the same approximation, when formulated in the

following way. Letting Z denote the DF'T of the observed data, we have

Z CN(0;2 (L;1: ) (2.17)
(1,1 )=(lc UVKcsraltit; )(lc U) (2.18)
1 X 2 X
(lN IC)+ S Bq| qu(!; qls q|): (219)
1I=1 qg=1
This approximation results in a covariance matrix, , that is block diagonal, signifi-

cantly reducing the cost of the matrix inversion necessary for computing gradients.

2.3.5 Discriminative CSFA

We often wish to discover factors that are associated with some side information (e.g.

accomplished by modifying the objective function to include a second term related to
the performance of a classifier that takes the factor scores as regressors. We term this
modified model discriminative CSFA, or dCSFA. We choose the cross-entropy error of

a simple logistic regression classifier to demonstrate this, giving

P, P

Frsughly 9= armax L(Y;FSuglly, )+ why koo laumklog PR
Fswly=1:"
(2.20)
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The first term of the RHS of (2.20) quantifies the generative aspect of how well the
model fits the data (the log-likelihood of Section 2.3.2). The second term is the loss
function of classification. Here is a parameter that controls the relative importance
of the classification loss function to the generative likelihood. It is straightforward
to include alternative classifiers or side information. For example, when there are
multiple classes it is desirable to set the loss function to be the cross entropy loss
associated with multinomial logistic regression [Kwak and Clayton-Matthews, 2002,
which only involves modifying the second term of the RHS of (2.20).

In this dCSFA formulation, and the other hyperparameters are chosen based
on cross-validation of the predictive accuracy of the factors, to produce factors that
are predictive as possible in a new dataset from other members of the population.
The number of factors included in the classification and corresponding loss function
can be limited to a number less than L. One application of dCSFA is to find a few
factors predictive of side information, embedded in a full set of factors that describe a
dataset [Raina et al., 2004]. In this way, the predictive factors maintain the desirable
properties of a generative model, such as robustness to missing regressors. We assume
that in many applications of dCSFA, the descriptive properties of the remaining factors
matter only in that they provide a larger generative model to embed the discriminative
factors in. In applications where the descriptive properties of the remaining factors
are of major importance, hyperparameters can instead be cross-validated using the

objective function from (2.20) applied to data from new members of the population.

2.3.6 Handling Missing Channels

Electrode and surgical failures resulting in unusable data channels are common when

collecting the multi-channel LFP datasets that motivate this work. Fortunately,
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accounting for missing channels is straightforward within the CSFA model by taking
advantage of the marginal properties of multivariate Gaussian distributions. This is
a standard approach in the Gaussian process literature [Rasmussen and Williams,
2006]. Missing channels are handled by marginalizing the missing channel out of the
covariance matrix in Eq. 2.7. This mechanism also allows for the application of CSFA
to multiple datasets simultaneously, as long as there is some overlap in the set of
regions recorded in each dataset. Similarly, the conditional properties of multivariate
Gaussian distributions provide a mechanism for simulating data from missing channels.
This is accomplished by finding the conditional covariance matrix for the missing

channels given the original matrix (Eq. 2.8) and the recorded data.

2.3.7 Code Repository

A public repository of code for running the CSFA and dCSFA models in MATLAB is

available at

https://github.com/neil-gallagher/CSFA

2.4 Results

2.4.1 Synthetic Data

In order to demonstrate that CSFA is capable of accurately representing the true
spectral characteristics associated with some dataset, we tested it on a synthetic
dataset. The synthetic dataset was simulated from a CSFA model with pre-determined

kernel parameters and randomly generated score values at each window. In this way
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Figure 2.2 : Factor scores learned in two di erent dCSFA models. Data
shown corresponds to the test set described in 2.4.2. Score trajectories are smoothed
over time for visualization. Bold lines give score trajectory averaged over all 6 mice.
(top) Scores for three factors that track with behavioral context over a two-day
experiment. (bottom) Scores for a single factor that tracks with genotype.
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there is a known covariance matrix associated with each window of the dataset.
Details of the model used to generate this data are described below. The cross-
spectral density was learned for each window of the dataset by training a randomly
initialized CSFA model and the KL-divergence compared to the true cross-spectral
density was computed. Hyperparameters for the learned CSFA model were chosen to

match the model from which the dataset was generated.

A classical issue with many factor analysis approaches, such as probabilistic
PCA [Bishop, 2006], is the assumption of a constant covariance matrix. To emphasize
the point that our method captures dynamics of the covariance structure, we compare
the results from CSFA to the KL-divergence from a constant estimate of the covariance
matrix over all of the windows, as is assumed in traditional factor analysis approaches.
CSFA had an average divergence of 5486std. dev. of 495) compared to 756 (std.
dev. of 179) for the mean estimate. These distributions were signi cantly di erent
(p-value< 2 10 38 Wilcoxon rank sum test). This indicates that, on average, CSFA
provides a much better estimate of the covariance matrix associated with a window

in this synthetic dataset compared to the classical constant covariance assumption.

Dataset Parameterization

To generate our synthetic dataset we generated random draws from a CSFA model
with 4 channels and 3 latent factors, each factor containing a single spectral Gaussian
component. The parameters for the original CSFA model from which the data were
generated are given in Table 2.1. We simulated 5000 time windows of 5s sampled at
500Hz. For each window two of the scores were nonzero. The non-zero scores were
independently drawn from a uniform distribution, then normalized such that the sum

of squared scores for each window added to one. This normalization scheme gives

approximately unit variance for the signal in each window.
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Table 2.1 : Parameter values for simulated CSFA dataset

Factor | Spectral Spectral Channel Channel
Gaussian | Gaussian | Weights Shifts
Mean (Hz) | Variance
(Hz?)
1 6 1 [€#2° € 0 O] 000 =2]
6 1 [0 0€? et7d] [000 =2]
3 10 1 [eeeé [0 =4 =2 3=4]

2.4.2 Mouse Data

We collected a dataset of LFPs recorded from 26 mice from two di erent genetic
backgrounds (14 wild type, 12 CLOCK 19). The CLOCK 19 line of mice have
been proposed as a model of bipolar disorder [van Enkhuizen et al., 2013]. There
are 20 minutes of recordings for each mouse: 5 minutes while the mouse was in
its home cage, 5 minutes during open eld exploration, and 10 minutes during a
tail suspension test. The tail suspension test is used as an assay of response to a
challenging experience [Abelaira et al., 2013]. Eleven distinct brain regions were
recorded: Nucleus Accumbens Core, Nucleus Accumbens Shell, Basolateral Amygdala,
Infralimbic Cortex, Mediodorsal Thalamus, Prelimbic Cortex, Ventral Tegmental Area,
Lateral Dorsal Hippocampus, Lateral Substantia Nigra Pars Compacta, Medial Dorsal
Hippocampus, and Medial Substantia Nigra Pars Compacta. Following previous
applications [Ulrich et al., 2015], the window length was set to 5 seconds and data

was downsampled to 2561z

We learned CSFA and dCSFA models in two separate classi cation tasks: prediction
of animal genotype and of the behavioral context of the recording (i.e. home cage,
open eld, or tail-suspension test). Three mice of each genotype were held out as
a testing set. We used a 5-fold cross-validation approach to select the number of
factors, L, the number of spectral Gaussians per factor (i.e. factor complexityQ,
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the rank of the cross-spectral density matrixR, and the additive noise precision,
For each validation set, CSFA models were trained for each combination of
L2f10,20,309;Q2f 3,583, R2f1,29;, 2f5;209, and the model giving the best
classi cation performance on the validation set was selected for testing (see table 2.2).
The hyperparameters above for each dCSFA model were chosen based on the best
average performance over all validation sets using CSFA. The parameters for the
dCSFA model corresponding to each validation set were initialized from a trained
CSFA model for that validation set with the chosen hyperparameters. 3 factors from
the CSFA model were chosen to be included in the classi er component of the dCSFA
model. For the binary classi cation task, the 3 factors with the lowest p-value in a
Wilcoxon rank-sum test between scores associated with each class were chosen. For
the multinomial classi cation task, a rank-sum test was performed between all pairs
of classes, and the 3 factors with the lowest average log p-value were chosen. The
hyperparameter for dACSFA was chosen frorhl, 0.1, 0.04 based on validation set

classi cation performance.

We compare our CSFA and dCSFA models to two-stage modeling approaches that
are representative of technigues commonly used in the analysis of neural oscillation
data [lacoviello et al., 2015]. Each of these approaches begins with a method for
estimating the spectral content of a signal, followed by PCA to reduce dimensionality
(see Section 2.4.2 for details). CSFA models were trained as described in Section 2.3.4;
dCSFA models were initialized as reported above and trained for an additional 500
iterations. Figure 2.2 demonstrates that the predictive features learned from dCSFA

clearly track the di erent behavioral paradigms.

If we constrain our classi er to use only a few of the learned features, dCSFA sig-
ni cantly outperforms the best comparison method. Compressing relevant predictive

information into only a handful of factors here is desirable for a number of reasons;
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Table 2.2 . Classi cation performance. For genotype, logistic regression with
an L1 regularization penalty was used. For behavioral context, multinomial logistic
regression with an L2 penalty was used. All results are reported as a mean, with
standard error included in brackets. FFT+PCA: PCA applied to magnitude of FFT.
Welch+PCA: PCA applied to Welch's estimated spectral densities. CSFA: CSFA
factor scores. dCSFA: All dCSFA factor scores. dCSFA-3: Scores for 3 discriminative
dCSFA factors. Welch + PCA-3: PCA applied to estimated spectral densities; 3
components selected using the criteria described in 2.4.2.

Features Genotype (AUROC) | Behavioral Context (% Accuracy)
FFT + PCA 0.632 [0.012] 85.5 [0.2]
Welch + PCA 0.922 [0.013] 87.5 [1.5]
CSFA 0.685 [0.067] 82.8 [0.9]
dCSFA 0.731 [0.064] 83.1 [0.6]
dCSFA-3 0.741 [0.099] 70.7 [1.9]
Welch + PCA-3 0.528 [0.045] 54.7 [0.4]

it reduces the necessary number of statistical tests for testing hypotheses and also
0 ers a more interpretable situation for neuroscientists. The dCSFA factor that is

most strongly associated with genotype is visualized in Figure 2.3.

Comparison Methods

To provide a comparison of our method we describe two alternative approaches to
classifying side information using the power and cross spectra. Just like CSFA, we
divide the recording in to a series of time windows. In the rst comparison method,
the spectral content for each channel is simply estimated by taking the magnitude
of the signal in the Fourier domain. In the second method, we estimate the power
spectra for each channel, and coherence for each pair of channels, independently using
Welch's method [Welch, 1967], a non-parametric method for obtaining a denoised
estimate of the power spectra. Letting= equal the number of frequencies used ari

equal the number of channels, this gives us a high dimension&l ((C +1) C=2)
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Figure 2.3 : Visual representations of a dCSFA factor. [right] Relative power-
spectral (diagonal) and cross-spectral (o -diagonal) densities associated with the
covariance function de ning a single factor. Amplitude reported for each frequency
within a power or cross-spectral density is normalized relative to the total sum of
powers or coherences, respectively, at that frequency for all factors. [left] Simpli ed
representation of the same factor. Each 'wedge' corresponds to a single brain region.
Colored regions along the "hub' of the circle represent frequency bands with signi cant
power within that corresponding region. Colored “spokes' represent frequency bands
with signi cant coherence between the corresponding pair of regions.
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representation of the brain dynamics for each window (ignoring directionality). This
dimensionality is reduced for both comparison methods using PCA. The number
of factors used in each model was chosen from amdri®, 20, 3@ using the same

cross-validation scheme as described in section 2.3.4 for the CSFA hyperparameters.

An advantage of these methods is that the computational cost is lower than
CSFA. However, these methods lose the interpretability of CSFA. First, there are no
constraints between the estimates (variations in cross spectra are independent from
the other channels). The factors are not sparsi ed in any way, which means that
every factor involves every frequency in every channel, making meaningful biological
interpretations di cult. This contrasts with CSFA where, by using parametric spectral
Gaussian distributions and coregionalization matrices, the few parameters have strong

signi cance.

2.4.3 Visualization

The models generated by CSFA are easily visualized and interpreted in a way that
allows neuroscientists to generate testable hypotheses related to brain network dy-
namics. Figure 2.3 shows one way to visualize the latent factors produced by CSFA.
The upper-right section shows the power and cross-spectra associated with the CSM
kernel from a single factor. Together these plots de ne a distribution of multi-channel
signals that are described by this one factor. Plots along the diagonal give power
spectra for each of the 11 brain regions included in the dataset. The o diagonal plots
show the cross spectra with the associated phase o set in orange. The phase o set
implies that oscillations may originate in one region and travel to another, given the
assumption that another (observed or unobserved) region is not responsible for the

observed phase o set. These assumptions are not true in general, so we emphasize
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that their use is in hypothesis generation.

The circular plot on the bottom-left of Figure 2.3 visualizes the same factor in
an alternative concise way. Around the edge of the circle are the names of the brain
regions in the data set and a range of frequencies modeled for each region. Colored
bands along the outside of the circle indicate that spectral power in the corresponding
region and frequency bands is above a threshold value. Similarly, lines connecting one
region to another indicate that the coherence between the two regions is above the
same threshold value at the corresponding frequency band. Given the assumption
that coherence implies communication between brain regions [Bastos and Scho elen,
2016], this plot quickly shows which brain regions are believed to be communicating

and at what frequency band in each functional network.

2.5 Discussion and Conclusion

Multi-channel LFP datasets have enormous potential for describing brain network dy-
namics at the level of individual regions. The dynamic nature and high-dimensionality
of such datasets makes direct interpretation quite di cult. In order to take advantage
of the information in such datasets, techniques for simplifying and detecting patterns
in this context are necessary. Currently available techniques for simplifying these types
of high dimensional datasets into a manageable size (e.g. ICA, PCA) generally do not
0 er su cient insight into the types of questions that neuroscientists are interested in.
More speci cally, there is evidence that neural networks produce oscillatory patterns
in LFPs as signatures of network activation [Harris and Gordon, 2015]. Methods
such as CSFA, which identify and interpret these signatures at a network level, are
needed to form reasonable and testable hypotheses about the dynamics of whole-brain

networks. In this work, we show that CSFA detects signatures of multi-region network
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activity that explain variables of interest to neuroscientists (i.e. animal genotype,

behavioral context).

The proposed CSFA model explicitly targets known relationships of LFP data to
map the high-dimensional data to a low-dimensional set of features. In direct contrast
to many other dimensionality reduction methods, each factor maintains a high degree
of interpretability, particularly in neuroscience applications. We emphasize that CSFA
captures both spectral power and coherence across brain regions, both of which have
been associated with neural information processing within the brain [Harris and
Thiele, 2011]. It is important to note that this model nds temporal precedence in
observed signals, rather than true causality; there are many examples where temporal
precedence does not imply true causation. Therefore, we emphasize that CSFA
facilitates the generation of testable hypothesis rather than demonstrating causal
relationships by itself. In addition, CSFA can suggest ways of manipulating network
dynamics in order to directly test their role in mental processes. Such experiments
might involve closed-loop stimulation using optogenetic or transcranial magnetic
stimulation to manipulate the complex temporal dynamics of neural activity captured
by the learned factors.

Future work will focus on making these approaches broadly applicable, computa-
tionally e cient, and reliable. It is worth noting that CSFA describes the full-cross
spectral density of the data, but that there are additional signal characteristics of
interest to neuroscientists that are not described, such as cross-frequency coupling [Lis-
man and Jensen, 2013]; another possible area of future work is the development of
additional kernel formulations that could capture these additional signal character-
istics. CSFA will also be generalized to include other measurement modalities (e.g.

neural spiking, fMRI) to create joint generative models.
In summary, we believe that CSFA ful lls three important criteria: 1. It con-
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solidates high-dimensional data into an easily interpretable low-dimensional space.
2. It adequately represents the raw observed data. 3. It retains information from
the original dataset that is relevant to neuroscience researchers. All three of these
characteristics are necessary to enable neuroscience researchers to generate trustworthy

hypotheses about a network-level brain dynamics.
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Chapter 3

Directed Spectral Measures Improve
Latent Network Models of Neural
Populations

3.1 Introduction

A major goal in neuroscience is to characterize how populations of neurons work
together to carry out computational tasks [Mst and Sporns, 2016]. A well-known
example is the biological neural network that identi es low-level visual features such as
edges. It rst sends signals from the retina to the lateral geniculate nucleus, then from
there to the primary visual cortex, then nally to higher cortical visual processing
regions [Cudeiro and Sillito, 2006, Purves et al., 2008]. While some biological neural
networks are well known, we expect that the vast majority remain undiscovered due to
the enormous variety of tasks the brain performs. Many methods have been developed
to help discover latent networks of neural populations (i.e., brain networks) [Bong
et al., 2020, Williams et al., 2018, Zhang et al., 2019]. A key aspect of such methods
is that they should be interpretable, meaning that a neuroscientist must be able to
use the model to draw conclusions about the brain [Vu et al., 2018]. Unfortunately,
many types of common models in the machine learning literature do not o er this

type of interpretability [Rudin, 2019].

One class of models that is considered interpretable for brain networks and widely
used is Linear Latent Factor Models (LLFMs) [Cunningham and Yu, 2014, Udell
et al., 2016]. This family includes popular methods like Principal Component Analysis

(PCA) and Independent Component Analysis (ICA), and are used across almost all
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modalities in neuroscience to model brain networks. For example, ICA is regularly
used in functional magnetic resonance imaging (fMRI) applications to identify latent
brain networks such as the default mode network [Calhoun et al., 2009, Kiviniemi
et al., 2011]. A common approach in neuroscience is to apply an LLFM to some
measure or extracted feature from the recorded signal, rather than to the recorded
signals themselves, in order to get a model of brain networks that are characterized
in the desired measure. For example, power spectra are often calculated from the raw
electroencephalogram (EEG) recordings before an LLFM is applied, yielding brain
networks de ned by power spectra [Hyvarinen et al., 2010, Miwakeichi et al., 2004]. In
multi-site local eld potential (LFP) data, LLFMs have also been applied to identify
latent brain networks that are de ned by a cross-spectral covariance matrix [Gallagher
et al., 2017].

One type of measure that could be especially informative for de ning latent brain
networks is directed communication between brain regions. However, LLFMs that
directly incorporate measures of directed communication are lacking. We believe
that this is because existing measures of directed communication, such as Granger
causality [Granger, 1969], are incompatible with the implicit assumptions of using
LLFMs to identify brain networks, as we discuss in Sections 3.2 and 3.5. There are
a few exceptions. For example, Gallagher et al. [2017] attempted to capture this
e ect by modeling networks in terms of phase shifts in spectral content between
neural populations, but it is unclear if such phase shifts are an appropriate proxy
for directed transmission of signals, and those models are bottlenecked by signi cant
computational time.

In response to this methodological gap, we introduce a novel measure of directed
communication that we will refer to as the Directed Spectrum (DS). The DS estimates

directed communication between time series in the frequency domain. We prove
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that these measures are a linear function of latent brain networks under reasonable
assumptions, making them compatible with LLFMs in this application. We then
demonstrate that an LLFM of DS measures recovers latent networks in a simulated
dataset where the ground truth networks are known. We compare the performance
to several competing directed communication measures, including Spectral Granger
Causality [Geweke, 1982], and show that using the DS results in signi cantly higher
quality reconstruction of the true brain networks. Finally, we show that latent brain
networks identi ed from real neural data via the DS can decode behaviorally relevant

information with much higher delity.

3.2 Linear latent factor models (LLFMs) for
identifying brain networks

The term linear latent factor model describes any model that seeks to approximate

a data vectorx, as a linear sum of latent factor vectors plus an additional noise term

n»

P, _a .
Xp = lezé”xﬂu . (3.1)

X, represents a single sample from a larger dataset[:::;xn]. We assume

that x, contains measures calculated from multi-channel time-series datd, =

corresponding to a recording from a single channel. We are often interested in the

frequency domain representations of these quantities, which will be marked by a tilde

represent theJ di erent latent factor loadings, and zy represents the activation
level, or score, of thg " factor in the n'" sample. Many well-known models, such

as principal component analysis [Abdi and Williams, 2010], independent component
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analysis [Hyvarinen and Oja, 2000], and nonnegative matrix factorizaton [Wang and

Zhang, 2013], are LLFMs.

LLFMs are frequently used for modeling and discovering brain networks [Cunning-
ham and Yu, 2014]. In that context, it is straightforward to interpret the factor scores,
1) " as the activation levels for a set of brain networks. Likewise, we can interpret
the factor loadingx () as the observable signature of thg" brain network. LLFMs
are also quite exible. A wide variety of di erent assumptions can be made regarding
the structure of the factors, the scores, and the noise distribution [Fevotte and Idier,
2011, Udell et al., 2016, Williams et al., 2018]. The fact that LLFMs are interpretable

and adaptable to a wide variety of data types has made them a standard model class

for discovering latent brain networks.

3.2.1 Compatibility between linear latent factor models
and measures of neural activity

It is common to model measures of neural activity recordings rather than modeling
the recording directly. For example, a typical choice is to convert the observed
data into a set of power spectra$..) for each channel [Ahirwal and Londhe, 2012,

Miwakeichi et al., 2004],
See(!)  Eljiven(!)j?; (3.2)

wherew.,(! ) is the element of the frequency domain representation for tte' channel
at frequency! in samplen. Modeling these measures in an LLFM leads to latent
networks described in terms of power spectra associated with each channel. The
chosen measures dictate the representation of the discovered networks, so we want to
use relevant and easy-to-interpret measures.

An implicit assumption in this application of LLFMs is that the modeled measures

are linear functions of the latent brain networks. This is seen in{3.1) where the
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observed measure is a linear function of the latent factor scorg§’ within some noise
tolerance. We letX () represent a function that produces the set of measures from

our observed neural dataV,.

De nition 1.  We call X () a linear function of latent brain networks if

P . .
X(Va) = o ZEX W), (3.3)

where V) represents the data that would be observed if only & latent network

was present with an activation of 1.

It can be shown that power spectra are theoretically consistent with this require-
ment (see Section 3.4), but there are many measures that cannot obey this assumption.
For example, the Pearson correlation coe cient and Granger causality are two mea-
sures that cannot obey this assumption (see Section 3.5). Including such measures

will lead to suboptimal representations of latent brain networks.

3.3 Modeling directed communication in brain
networks with LLFMs

Measures capturing directed communication between neural populations are rarely
included in LLFMs despite their frequent use in neuroscience [Barnett and Seth, 2014,
Bastos and Scho elen, 2016, Friston, 2011]. We believe this is because such measures,
including Granger causality [Geweke, 1982, Granger, 1969], are not linear functions
of brain networks and therefore are poorly modeled by LLFMs (see Section 3.5).
Nonetheless, measures of directed communication such as Granger causality are vital
for the study of brain networks [Carlson et al., 2017, Harris and Gordon, 2015].

Below, we introduce a novel measure of directed communication within a network,
which we refer to as the Directed Spectrum (DS). The DS is a spectral measure,
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meaning it describes the strength of communication associated with di erent fre-
guencies. In order to derive the DS measures, we rst build a general time-series
model of latent brain networks in Section 3.3.1, and then de ne how latent networks
combine to produce the observed signal in Section 3.3.2. The DS is formally de ned
in Section 3.3.3. These DS measures capture communication in a similar manner to

Granger causality while also being compatible with a linear model of brain networks.

3.3.1 Modeling brain networks as independent VAR
processes

We outline a model where the output for each latent network is de ned by a
Vector Autoregressive (VAR) process. For additional background on VAR models see
Supplemental Section C. The model outlined below represents a general framework
for understanding what the DS measures capture, even though inferring it directly

would be quite challenging.

We begin by assuming that we hav@ latent brain networks that each generate
vector timeseries outputs. Rather than slicing by channel as in Section 3.2, we de ne
the output series asvil) = [vﬂ%; e ;V-(rj;)n], where vt(;jn) 2 R is the column ofV,
representing signal for all channels at timé within sample n. The output series is
associated with a VAR process,

— P; . . .
vid= P AV e B BN @z O (34)

);n
We refer to t(;jn) as theinnovations in the j" network at time t, and assume that
they are drawniid from a zero mean Gaussian distribution. Each network has a
single covariance structure over all samples() that is scaled ber(]” (the activation
level) to de ne the innovation distribution of the n" sample. The innovation terms
represent new signal introduced into the network that cannot be explained by the past
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) v

Network outputs Vi ” 1y.,5 2225V o -

We can represent this network in the frequency
domain given standard assumptions regarding the stability of VAR models [Prado

and West, 2010],

) ) . ) P _ . . 1
vi(y= HO@)=O@); HOE) PoAVeit 70 1 2;
(3.5)

Where\fﬁ”(! ) 2 RX and ~r(1])(! ) 2 RX are the frequency domain representations of

the seriesvgj;%; N ;vg;a1 and 5‘,)1 i (T’L respectively.

3.3.2 Modeling observed signal as a superposition of latent
transmitted signals

In order to complete our model of latent brain networks, we must relate it to the
observed signal. We model each observed sample by a VAR in the frequency domain,

analogous to the way we modeled latent network outputs,

(1) = Ha(t)=n(!): (3.6)

We assume that theK channels in our data are partitioned into a set of non-overlapping
groups,G= fb;c;d;:::g. For example, each group can be a single channel to model
all inter-channel relationships, or could be all channels within a given brain region.

We patrtition the observed data, as well as the transfer matri¥,(! ) and innovations
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~n(!) into these groups,

2 2 3
V'bn(l Hoon(! ) Hben('!)  Hoain(!)
\7‘n(| )_ cn(I : Hn(! )_ cb;n(!) Hcc;n(!) Hcd;n(!) ;
Yan(!) Haoin(!) Haen(') Haan ()
2 3 2 : 3 (3.7)
~pn(!) bb;n bc;n bd;n
~a(1) = "'c;n(! ) : = cb;n cein cd;n
~d;n(! ) db;n dc;n dd;n

We assume that the network outputs and corresponding VAR parameters are parti-
tioned in the same way. The ordering of these groups is arbitrary. Without loss of
generality, we will focus on modeling communication between groupsand c.

We examine how our VAR models represent communication between groups by

noting that

P
Yen(l) = 92G Hegin(Y ) ~gin(!): (3.8)

The observed signal irc is a sum of contributions from each groug, including the self-
contribution from c. If the innovations in b and ¢ are uncorrelated,Hcp:n (! ) ~p:n(!)
would unambiguously represent the signal it that can be attributed to b. If

the innovations in b and c are correlated, then there is ambiguity regarding which
innovations are responsible for which components of the observed signal. For example,
the data v..,(! ) could be still be explained byb contributing Hep:n (! ) ~pin (! ), Or
alternatively by b only contributing to c¢ via innovations that are uncorrelated with

innovations in c. We prefer this second explanation and de ne the contribution ofb
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to the observed signal inc as thetransmitted signal

8
5 ch;n(! ) "'b;n(! ) bc;n ccl;n "'c;n(! ) ; b6 c
TSp cn(l) = (3.9)

P« 1
Hcc;n(! )+ k=1 Hck;n(! ) ke;n  cen ~c;n(! ); b= c:

The choice to restrictT S, ¢.n(! ) to only convey uncorrelated innovations is important
because it results in a more conservative estimate of the e ectlofon c and agrees with
the principle of e cient communication that likely governs brain networks [Bullmore
and Sporns, 2009]. The innovations,.,(! ) must account for any signals that are
induced in b due to the in uence of some other unobserved neural population (the so-
called "common input" problem [Kulkarni and Paninski, 2007]). By usindl' Sy, ¢.n(!)

to model that communication, we are saying that the brain would not waste energy

to transmit signal that is already common to bothb and c.

We complete our model of the observed signa, (! ) with the following two

assumptions.

Assumption 1. The innovations associated with any network are independent of the

innovations in all other networks.

Assumption 2. The transmitted signals of the observed data are the sum of the

corresponding transmitted signals for the latent networks,
P, 0
T Sk! C;H(! ) = j=1 T Sk! c;n(! )’ (310)
where the transmitted signal is de ned for the latent networks as

8
_ | o
() P - R R 80 b6 c
TSy cn(t) = | b | o : (3.11)
HEM+ LR @ @7 By b=c
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Assumption 1 can be thought of as enforcing the independence of inputs to
each network. Assumption 2 is equivalent the following two statements: 1) the
propagation of signal within each network is independent of propagation in each
other network, which we believe is reasonable approximation of the biological reality,
and 2) the observed outputs occur in some medium where simultaneously occurring
phenomena obey the laws of superposition, which is a property of many neural activity
measurement modalities (e.g. electrical potentials, uorescence). By combining
these two assumptions with(3.8), we get the result that the observed data are a

superposition of the network outputs,

P P
Yen(!) = 92G Hegin(! ) ~gin(!) = 426 T Sy en(!) (3.12)
P P , P P : - P -
= g TS0 () = e L HEC)=Ga() = L vi():
(3.13)

We note that because the relationship above does not contain a noise term, non-
physiological sources of signal would simply be represented as additional networks in
the model to adapt to additive noise. This completes our model of the relationship

between latent brain networks and observed signals.

3.3.3 De ning the Directed Spectrum

The model de ned above provides a framework for determining whether a measure
of neural recordings can be considered a linear function of latent brain networks.
We de ne our measure, the Directed Spectrum (DS), as the second moment of the

transmitted signal

h [
DSp c(!) E ¥Sh cn(1)IS, cn(!) = Heo(!) bicHe(!); (3.14)
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— 1 .
bjc — bb bc cc  ber

where ;c represents the innovation variance fob conditioned on the innovations in

c. The DS represents the portion of the power spectrum af that is explained by
signal transmitted from b (see Section 3.4 for more details). It is a linear function of
the latent networks when data is appropriately modeled as described above (for proof,
see Supplemental Section B).

The DS can be estimated e ciently via factorization of the cross-spectral matrix
associated with the observed data [Dhamala et al., 2008, Wilson, 1978]. Additional
algorithmic details can be found in Section 3.6.1.

These DS measures can be calculated according to (3.14) for data partitioned into
any number of groups greater than one. In some situations it is desirable to calculate
the DS values by factorizing a reduced cross-spectral matrix for each pair of groups,
with all other groups removed. We refer to this method as th&airwise Directed
Spectrum (PDS). One bene t of the PDS is that it simpli es the handling of missing
channels from the data, since the PDS for the non-missing groups of channels can

still be calculated without any adjustments.

3.4 Relationship between DS and the
cross-spectral matrix

The cross-spectral matrix is an important descriptor used in the analysis of vector
timeseries [Bastos and Scho elen, 2016, Ulrich et al., 2015]. It is de ned as the

expectation of the outer product of a signal with itself,

S()  E()w() I (3.15)

The relationship in (C.3) implies that the cross-spectral matrix associated withke(! )
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can be decomposed into a quadratic expression involvikt(! ) and .

S()=H() H () (3.16)

We drop the! parameter from because the covariance matrix does not depend on
frequency under the assumption that the  areiid Normal terms. This quadratic term
describes how the innovation signal, ;, propagates to create the spectral properties
of the signalv,. The cross-spectral matrix can be factorized into a unique set of VAR
parametersH (! ) and Sigma [Wilson, 1972]. If there are groups within the vector
w(! ) this factorization of the cross-spectral can be partitioned following the scheme

given in Section 3.3.2,

2 3
Sbb (') Sbe(')  Swa(!)
§Scb(' Scc (' Scd (') _
Sab (') Sac(!) Saa(!) B
2 32 32 3
Hpo(!)  Hpe(!) Hpa(!) bb be bd Hop(!)  He(') Ha ()
E (M) Hee (1) Hea (1) zé be cc cd zéHbc(!) Hee (1) Hac (')
Han (') Hac (') Haa (1) bd od dd Hoa (')  Hea (') Haa (V)
(3.17)

To simplify our initial exploration of the relationship between the Directed Spec-
trum and the cross-spectral matrix, we assume that the innovation terms for each
group are independent, which causes the o -diagonal blocks of the innovation covari-
ance matrix in (3.17) to be zero. In doing so, we get that the power spectral density

(Scc(')) can be split into a separate term for the innovation associated with each
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group,

Sec(!) = Heo(!) cc(! JHee(t) +Hen(') oo(* )Heo(' ) +Hea (') aa (P )Hea(!) +
(3.18)
The rst term may be interpreted as the intrinsic component of the power spectrum
in ¢c. The second term may be interpreted as the component of power érthat is
predicted by the innovations inb. In the case where the innovations terms for each
group are independent, that second term is equivalent to the Directed Spectrum from

bto c.

3.4.1 Correlated innovation terms

When the innovation terms are correlated, it is conceptually the same as the previous
derivation after a rotation. Regardless, we include the derivation here on two channels

for completeness. Multi-channel extensions are straightforward.

Spectral factorization allows us to decompose the CPSD into a special quadratic
expression [Wilson, 1972],

2 3 2 32 32 3
Qscc(! ) Scb(! )g _ QHCC(! ) ch(! )gg cc cbg QHCC(! ) Hbc(! )g

Sep(! ) Sonl! ) Hoo(') Hol') o o0 He(!) Hil')

(3.19)

From this, we see that the power spectral densityS..(! )) can be split into multiple

terms.

Scc(! ) = Hcc(! ) cchc(! )+ ch(! ) becb(! )+ 2<(Hcc(! ) Cbch(! )) (320)

As before, the rst term may be interpreted as theintrinsic component of the power

in c. If the innovations are uncorrelated, the third term would drop out and the second
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term may be interpreted as the component of power in due to the (Granger) causal

in uence of bon c. If the innovations are correlated, we may still nd a separation of

Sce(!) into intrinsic and causal components by rst applying a linear transformation,
2 3 2 3 2 3

9°0-u§%%; uv=9 ' % (3.21)
! b

1
bc cc 1

In this new space, g = 0, and we can split Sc.(! ) into intrinsic and causal

components that can still be de ned in terms of the original signals and b,

See(!') = Heel! ) ccHec(! )+ Hg(!) ggH g(! ); (3.22)
= He(!) cchc(! )+ Heo(!) bchcb(! ); (3.23)
bic = bb bc ccl ber (3.24)

The causal component of powerHcy(! ) 1cH,) is exactly the Directed Spectrum as

de ned in Section 3.3.3.

3.4.2 The power spectrum is linear with respect to
underlying brain networks

Spectral power features are reasonable to model using a linear latent factor model
because they satisfy De nition 1 under reasonable assumptions. We will uSg(! )
to refer to the spectral power of the signat(t) at frequency! , and ¢! ) to refer to

the frequency domain representation af(t) at ! . This gives the relationship,

See(!)  Elive(!)i?: (3.25)

Using this de nition, we show that Assumption 1 and 2 are also su cient to have
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spectral power be linear with respect to the same networks,

Sec(t) = E[ve(!) ve(! )] (3.26)
0 N I#
= E v (1) v (1) (3.27)
" XJJ=1 iz
= E v (1) () (3.28)
X -
= zZOsP(); (3.29)

j=1

where Sé’;:)(! ) is the power spectrum of the signal that would be generated if only the
j™ network were present with an activation level of 1. For notational convenience we
have dropped the sample index. This result means that it is completely reasonable

to model spectral power and DS features jointly in the same linear latent factor model.

3.5 Related measures of directed communication

3.5.1 Spectral Granger causality

The Directed Spectrum is a necessary development because related measures typically
used in neuroscience are not linear functions of latent brain networks. We rst
examine Granger causality, which measures the degree to which one signal or group
of signals helps predict future values of another signal or group [Granger, 1969].
Spectral Granger causality is a modi cation that separates Granger causality into
components associated with individual frequencies [Geweke, 1982]. It is a leading
spectral measure of directed communication in neuroscience [Barnett and Seth, 2014,
Bastos and Scho elen, 2016], and we view it as conceptually the closest measure to

the DS. Spectral Granger causality measures the degree to which one group of signals
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b helps to predict oscillatory patterns in another group of signals, over a range of
frequencies [Geweke, 1982]. It is derived from the theory of vector autoregressive
(VAR) models (see Section C). Speci cally, spectral Granger causality takes advantage
of the relationship between the cross-power spectral density and the VAR model for

the corresponding data that was de ned by Wilson [Wilson, 1972].

!
iSee(!)]

fo c(! I
> (I ) " Scc(! ) ch(! ) bchcb(! )

(3.30)

Herefy (! ) represents the spectral Granger causality frorb to ¢ at frequency! .

Spectral Granger causality is related to the standard time-domain de nition of
Granger causality in the following way:
142

a for c(!)dl F poc (3.31)
2 g

with equality when jAy,(!) be oAc(!)j & 0 is satis ed in the range 0< !
2 [Geweke, 1982]. In this way, one can think df, (! ) as the spectral decomposition
of the standard Granger causalityFy, ..

There is a conditional de nition of spectral Granger causality that accounts for
the e ects of another group of recordingg before evaluating the impact ofb on
the prediction of c [Geweke, 1982]. In this case, the e ects of the recordingsare
considered using a VAR model.

0 1 0 10 1 0 1

t ><p CC, Cg, t %/
B = %A - A g B K+ %)Cyﬁ (3.32)
Ot ¢

=1 Age;  Agg:; Ot g

The conditional spectral Granger causalityf , ¢jq(! ) is then de ned as an uncondi-
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tional spectral Granger causality for a di erent pair of variables.

fb! cjg(! ) fb gv! cy(! ) (3-33)
0 1

b

with b, gf ED tE. Just as in the unconditional case, the conditional spectral
oY

Granger causality can be considered the spectral decomposition of time-domain

conditional Granger causality.
YA 2

2_ fb! cjg(! )d! F b! cjg (3-34)
0

The spectral Granger causality fromb to ¢ can be de ned in terms of the DS,

= ISee (1)i .
Por (1) =N eomybs o ey (3.35)

Spectral Granger causality is not a linear function of the network models described
in Section 3.3. To see this, consider the case where only §{& network is present
without any other signals being added to it. Note that changinng(]j) would then have

no impact onfy, (! ) because both the numerator and denominator in (3.35) would
scale equally withz{’. Standard (non-spectral) Granger causality is equivalent to a
scaled integral over all frequencies of the spectral Granger causality [Geweke, 1982],

meaning that it also would remain constant agz changes.

3.5.2 Phase slope index

There are several other spectral measures of directed communication used in neu-
roscience, including phase slope index [Nolte et al., 2008], partial directed coher-

ence [Baccah and Sameshima, 2001], and the directed transfer function [Kaminski

48



and Blinowska, 1991]. Each of these can not be a linear function of latent brain
networks under reasonable assumptions. We rst consider the phase slope index,
which cannot capture bidirectional transmission of signal (all signal is considered

unidirectional) [Vinck et al., 2015].

The phase slope index (PSI) was introduced as a measure for estimating the ow
of information between channels in vector timeseries [Nolte et al., 2008]. It is de ned
as !

X
e = | CodM)Cuc(t + 1) (3.36)
f2F
wherel () represent the imaginary component of the expression in parenthesésjs
a group of sequential frequencies for which the PSI is being calculated, ahdis the
frequency resolution of the recordingCy(! ) is the coherency for the channelb and

c at frequency! ,
Sbc(! ) .
Sbb(! )Scc(! ),

where Sp(! ) is an element of the cross-spectral matrix (see Section 3.4. PSI is an

Co(!)= P

(3.37)

approximate estimate of the change in the phase of the frequency domain representation
of the data as a function of frequency. A positive value ¢f indicates that information
predominantly ows from channelbto c, while a negative value indicates information

~

ows from cto b. In this way PSI is symmetric, ~p. = cb-

It has been shown that the phase-slope index does not accurately model bidirec-
tional ow of information [Vinck et al., 2015]. This precludes it from being able to
accurately represent many real brain networks in practice. In theory, PSI is also not
a linear function of latent brain networks as outlined by De nition 1 and Section 3.3.
To see this, consider the case where only th& latent network is present. We note
that the power spectrum and other elements of the cross-spectral matrix should both

scale linearly with the network activationZ{’ (for more details see Section 3.4.2).
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This means the coherency (! ), and therefore also the PSI™, would be invariant

to changes inZ{’, so they cannot be linear functions oZ{’.

3.5.3 Directed transfer function and partial directed
coherence

Partial directed coherence and the directed transfer function are both based in
VAR models like the DS, but they ignore the innovation term~,(! ), which accounts
for unobserved components of the networks and for network activation level in our

model.
The directed transfer function was developed to measure information ow in
multichannel electroencephalogram (EEG) recordings [Kaminski and Blinowska, 1991].

It is de ned in terms of the transfer matrix for a VAR model of the observed data,

Hbc(! )
426 1Hog(! )i’

DTFu(!) = & (3.38)

whereG represents the set of all channels in the dataset. The partial directed coherence

iIs a complementary measure of information ow [Baccah and Sameshima, 2001],

PDCy(!) = g prl) . (3.39)
" e Aull)
@ !
Ap(! )= Hp(!) t= 1 Alle 1t - (3.40)

=1
Both the directed transfer function and partial directed coherence do not account for
the innovation term ~,(! ) in the VAR model model of the observed data. This rules
both measures out of being linear functions of the latent brain networks de ned in

Section 3.3.
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3.5.4 Other measures

There are a number of other non-spectral measures of directed communication used
in neuroscience [Bastos and Scho elen, 2016, Friston, 2011]. The cross-correlation
function between activity in di erent neural populations has been used to identify
directed communication between neuronal populations [Alonso et al., 1996]. In
these applications it has been used to identify the lag associated with unidirectional
transmission between populations, and is considered unreliable in situations involving
bidirectional communication [Bastos and Scho elen, 2016]. Transfer entropy provides
an information theoretic measure of directed communication. In our application
transfer entropy su ers from the same problem as Granger causality, where scaling
the activation of a single network results in the same value [Barnett et al., 2009,

Bossomaier et al., 2016].

One nal method worth mentioning here is dynamic causal modeling (DCM) [Fris-
ton et al., 2003]. DCM produces a generative model to explain observed neural activity
based on latent connectivity. Directed connectivity is represented by parameters of the
model, which contrasts with our application where measures of directed connectivity
are calculated rst before being used as features in an LLFM. DCM has even been
extended in order to represent spectral content in neural signals [Friston et al., 2012].
One substantial di erence between DCM and the approach we suggest here is that
DCM is not designed to segregate the directed connectivity out into subnetworks in
an unsupervised manner. Instead, DCM is typically used to identify di erences in

connectivity between two known conditions [Stephan et al., 2010].

A full review of all the available measures of directed communication is beyond
the scope of this work. We refer readers to reviews by Bastos and Scho elen [2016]

and Wang et al. [2014] for such information. We have chosen measures for comparison
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here that we believe provide a good representation of the most important measures of

directed communication used in neuroscience.

3.6 Detailed methods

3.6.1 Estimation of the Directed Spectrum

The directed spectrum can be estimated for a pair of channels within time window
by a simple application of(3.14) onceH,(! ) and | are known. Two well de ned
methods for estimatingH,(! ) and , from multi-channel timeseries data are spectral
factorization [Dhamala et al., 2008, Wilson, 1978] and directly modeling the timeseries
as a VAR process [Barnett and Seth, 2014]. For the purpose of this work we followed
the spectral factorization method of Wilson [1978] to estimatel,(! ) and .

The rst step our the estimation process was to calculate an estimate of the
cross-power spectral density matrix associated with each window. This was done
in MATLAB with the cpsd function, which uses Welch's method [Welch, 1967]
of averaging multiple shorter time windows to estimate the cross-power spectral
density matrix. In both experiments, we used 0.2 long rectangular windows with
0.175s of overlap to generate our estimates. Wilson's spectral factorization is an
iterative algorithm for factorizing a cross-power spectral density into the quadratic
term H H [Wilson, 1978]. The algorithm has quadratic convergence properties. In
this manner,H,(! ) and , were estimated once for each time window, then the
Directed Spectrum was calculated for each directed pair of channel groups in the
dataset.

To estimate the Pairwise Directed Spectrum for all directed pairs of channel groups,

we rst estimated a separate cross-power spectral density for each (undirected) pair of
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channel groups. We then applied Wilson's factorization to each individual cross-power
spectral density, resulting in a separate estimate ¢i,(! ) and | for each pair of
channel groups. Those values ¢f,(! ) and |, were then applied in(3.14) to calculate

the Pairwise Directed Spectrum for the corresponding pair.

3.6.2 Model training setup

After calculating all of the features listed in Tables 3.2 and 3.3 for each dataset, we
trained a separate non-negative matrix factorization (NMF) model to represent each
set of features. The Directed Spectrum and Pairwise directed spectrum features were
normalized by the associated frequency to account for di erences in spectral across
frequencies in local eld potential data [Bedard and Destexhe, 2009]. The other
features tested are invariant to changes in scale, and therefore did not require such
normalization. Each NMF model was trained using theNMF function from scikit
learn's decomposition module [Pedregosa et al., 2011]. All models were initialized
using nonnegative double singular value decomposition, with zeros lled in with small

random values, and were trained using a multiplicative update solver.

Simulated data experiment

All NMF models were trained with three factors, with an L1 regularization strength
of 0.1 applied to the elements of the model. Switching to a KL divergence loss was
required to train the NMF model of the phase slope index features due to increased
sparsity in the features. All other models were trained using the Itakura-Saito

divergence loss [Fevotte and Idier, 2011].
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Local eld potential experiment

For the local eld potential dataset, we evaluated each set of features based on
decoding performance via a nested cross validation strategy. The mice in the dataset
were divided evenly into ve splits. For each set of features and split, a nal NMF
model was trained on the remaining four splits, followed by a multinomial logistic
regression classi er trained to classify behavioral context from the latent factor scores
from the NMF model of those four splits. The performance for decoding behavioral
context was evaluated on the remaining split, giving ve total one-vs-all "area under
the receiver operating characteristic curve' (AUC) values for each behavioral context

and feature set.

All NMF models were trained with L1 regularization on all elements of the model.
NMF models trained in the “inner' cross validation loop had a lower tolerance on the
stopping condition (1e-3), compared to the tolerance of 1e-4 used in training the nal
NMF model for each testing split. Each logistic regression model was trained via a

SAGA solver with L1 regularization on the model weights.

3.6.3 Compute resources

Computational tasks described above were run on a consumer desktop machine with
an Intel i19-7980XE CPU and 64GB of RAM. Estimating the Directed Spectrum
from a single vector timeseries sample that was 1s in duration required 0.5-%.6f
wallclock time to compute. Each non-negative matrix factorization model in the
simulated data experiment required approximately 1 minute of wallclock time to train.
The non-negative matrix factorization models in the local eld potential experiment

required between 2-20 minutes to train.
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Figure 3.1 : Graphical representation of the simulated latent networks. The

ve channels are represented by the letters A, B, C, D, and E. A box around a channel

indicates the corresponding network induces oscillations in that channel. Arrows

indicate propagation of signal at some delay. Networks 1 and 3 have a predominant
frequency of 5 Hz (both in purple), and network 2 has a predominant frequency of 30
Hz (in blue).

3.7 Directed Spectrum improves identi cation of
latent networks

To test the e ectiveness of the DS and LLFMs, we generated a simulated dataset
composed of known latent networks and corresponding activation levels. It contains
10,000 independent recordings, each containing 5 channels sampled for ve seconds
at 500 Hz. The recorded signals were generated as a sum of contributions from
three independent networks. A vector autoregressive (VAR) model for each network
generated those network contributions as a di erent random draw for each recording
with parameters that were xed over all recordings. Each VAR model was designed
to generate a particular pattern of oscillations and delayed directional transmission of
signals. See Figure 3.1 for the network properties and Figure 3.2 for a visualization of
the superposition.

Each of the three networks underlying the simulated dataset is de ned by a VAR
process over the ve regions. The parameters of each VAR process are designed to
induce oscillations in the regions indicated by Figure 3.1 at the associated frequencies
by setting a single pair of complex conjugate poles for the process. Signals were

transmitted between the indicated regions by adding a scaled copy of signal in the
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Figure 3.2 : Simulated recordings are a sum of latent network contributions.

The simulated recording (left) is a sum of sighals generated by each of the three
networks. Each panel contains 5 signals associated with the 5 regions over the same
one second period. Black scale bars indicate the period for oscillations associated
with each network, and are placed to show that the distance between peaks in the
signal is approximately one period.

sending region to signal in the receiving region at a xed delay that was speci c to
each network. The innovations covariance associated with each network was de ned
by ) =1+(R0+ R )=10, where the elements dR() 2 R > 5 are random samples
from a standard normal distribution.

Table 3.1 : Simulated network VAR parameters.

Network intra-region poles inter-region delay (ms) inter-region signal scaling

1 098 2 s 20 0.003
2 0.9 2 = 6 0.02
3 0.98 12 s 20 0.003

For each simulated recording three activation scores were sampled from a uniform
[0; 1] distribution for the networks. The innovation covariance matrix of each network
was scaled by the corresponding activation score before sampling a series from the
associated VAR model. The three series for each recording were then added together
to produce the simulated data for that recording.

We generated a model of the latent networks in the simulated dataset by applying
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an LLFM to DS measures. We calculated the DS for frequencies between 1 Hz and 50
Hz at 1 Hz intervals, between all directed pairs of channels. A non-negative matrix
factorization model (i.e. LLFM) was trained using the Itakura-Saito (IS) divergence
loss, with an L1 penalty on the factor loadings and scores, and multiplicative update
steps for optimization [Fevotte and Idier, 2011]. The IS divergence loss was chosen
because it is related to the gamma distribution negative log-likelihood and is more
appropriate than mean square error loss for power. After training, the NMF factors
were re-ordered to correspond to the matching network in the simulation, based
on maximizing the average Spearman's correlation between the estimated and true
network activation levels. For comparison, we repeated this process with the Pairwise
Directed Spectrum (PDS), spectral Granger causality (GC) [Geweke, 1982], phase-
slope index (PSI) [Nolte et al., 2008], directed transfer function (DTF) [Kaminski
and Blinowska, 1991], and partial directed coherence (PDC) [Baccah and Sameshima,
2001] features substituted for the DS features. Because PSI represents the direction
of shared information with sign (i.e. positive/negative), we set negative PSI values to
zero and leave the opposite direction as positive; this allowed us to continue to use
non-negative matrix factorization to identify latent networks.

We evaluated how well each model recovered the underlying network activation
levels using Spearman's correlation. The model of DS features performed signi cantly
better in this regard than the 'non-linear' features (see Table 3.2). The PDS model
also performed signi cantly better than the 'non-linear' models, and gave comparable
results to the DS model. We have visualized the estimated scores along with the
true scores for each window for the DS features and Granger causality features in
Figure 3.3. We see that the score estimates of the DS model are much more tightly
spread around the true score values, with the relationship between true scores and

estimated scores being very weak in the model of GC features.
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Table 3.2 : Spearman’s correlation between latent network activation es-
timates and true activation levels. GC: Granger causality; PSI: phase slope
index; DTF: directed transfer function; PDC: partial directed coherence; DS: directed
spectrum; PDS: pairwise directed spectrum. Values ifiorackets]represent the 95%
con dence interval [Bonett and Wright, 2000].

Measure Network 1 Network 2 Network 3
GC 0.485[0.468, 0.502] 0.442[0.424, 0.459] 0.281[0.261, 0.300]
PSI 0.387[0.368, 0.405] 0.135[0.115, 0.155] 0.248[0.229, 0.268]

DTF  0.426[0.408, 0.443] 0.131[0.111, 0.151] 0.542[0.526, 0.557]
PDC  0.560[0.545, 0.575] 0.154[0.134, 0.174] 0.445[0.427, 0.462]
DS 0.920[0.916, 0.923] 0.905[0.901, 0.909] 0.927[0.924, 0.930]
PDS  0.908[0.904, 0.912] 0.917[0.913, 0.920] 0.916[0.913, 0.920]

Finally, we tested whether the models produced accurate and interpretable repre-
sentations of the true latent networks from the dataset. The model of DS features
successfully recovers all directional in uences of each network in the corresponding
factors (see Figures 3.4, 3.5). Spurious detection of network components was limited
to connections between true nodes in the network at the frequency associated with
the network, and these spurious in uences were small relative to the true detected
in uences. While the model of GC features did also recover all directional in uences
of the networks underlying the simulated data, it incorrectly spread the directional
in uences associated with each network out over multiple estimated networks. This
resulted in the GC model identifying more spurious in uences with greater relative

amplitudes.

3.8 Directed Spectrum improves brain state
decoding on neural recordings

We next tested how e ectively networks identi ed by the Directed Spectrum decode
behaviorally relevant variables from neural recordings, as a proxy for determining

whether they re ect 'real' networks. The dataset consists of local eld potentials
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Figure 3.3 : True vs. estimated network scores. The estimated scores for
the model trained using DS features are plotted in blue, the estimated scores for a
model trained on Granger causality features are plotted in red. The line in black
demonstrates the expected trend for a model that perfectly recovers the latent network
activations.

Figure 3.4 : Estimated directional in uences in Network 2 for a model of

DS features (blue) and Granger causality features (red). Within each grid,

a plot corresponds to signal that is being transmitted from the channel listed on the
left to the channel listed above.
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(a) Network 1 (b) Network 3

Figure 3.5 : Estimated networks 1 & 3 from linear factor models of DS

(Top) and Granger causality (Bottom) for simulated data experiment. Each
panel shows a grid of DS or Granger causality (GC) features associated with the
indicated network estimate. Within each grid, a plot corresponds to signal that is
being transmitted from the channel listed on the left to the channel listed at the top.
See Fig. 3.1 for a description of the true networks.
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simultaneously recorded from 11 brain regions in 26 mice (originally published in

[Carlson et al., 2017]). In each recording session local eld potentials were recorded
from a mouse while it was exposed to three di erent behavioral contexts of successively
increasing stress levels: resting in the home cage, exploring an open eld, and a tail
suspension test. The tail suspension test is commonly used to investigate learned

helplessness [Abelaira et al., 2013].

In order to train networks that could be used to decode behavioral context, we
rst divided the dataset into time windows with a duration of 1 second. For each time
window, we calculated the DS for all directed pairs of brain regions, for frequencies
from 1 to 56 Hz at 1 Hz intervals. A nonnegative matrix factorization model with L1
factorization was trained using the Itakura-Saito divergence objective [Fevotte et al.,
2009] in order to identify latent brain networks from the DS measures. A multinomial
logistic regression classi er with L1 regularization was then applied to the latent factor
scores for decoding the behavioral context. In order to obtain estimates of the spread
of the decoding performance and choose optimal hyperparameter values, a 5-fold
nested cross-validation procedure was used, where each mouse was associated with
only one split. The average one-vs-all area under the reciever operating characteristic
curve (AUC) across all three behavioral contexts was used as the evaluation metric.
The hyperparameters tuned during cross-validation were the number of NMF factors
(20, 40, 80), NMF regularization strength (1000, 100, 10, 0), and logistic regression
regularization strength (10, 1). Similar to the experiment described in Section 3.7,
the procedure was repeated using the Pairwise Directed Spectrum (PDS) and the

comparison measures listed in that section.

Our training procedure resulted in a one-vs-all AUC for each of the behavioral
contexts, for each of the 5 splits, for each of the measure types (see Table 3.3). We

performed a 2-factor repeated measures ANOVA and determined that there was a
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Table 3.3 : Behavioral Context Decoding Performance. The columns "HC
AUC', "OF AUC', and 'TS AUC' report the mean and standard error of the one-vs-all
AUC across 5 splits for the homecage, open eld, and tail suspension behavioral
contexts, respectively. The "Mean AUC' column reports the average across the mean
AUCs reported for each behavioral context.

Measure Mean AUC HC AUC OF AUC TS AUC

GC 0:830 0:828 0:018 (0825 0:021 0837 0:009
PSI 0:674 0:676 0:014 (0684 0:.015 0661 0016
DTF 0:758 0772 0017 Q781 0:014 Q720 0:.022
PDC 0:721 0:730 0:021 Q782 0:016 Q0652 0012
DS 0:908 0:894 0:016 Q916 0:012 Q915 0:007
PDS 0:919 0:909 0:014 Q915 0:014 Q932 0:005

signi cant di erence associated with the measure typesH =92:9,p=4 10 ). A
Tukey's HSD post-hoc test revealed that there was not a signi cant di erence between
models of the pairwise and non-pairwise versions of D £ 0:90), but that both

performed signi cantly better than models of the other measuregp( 0:001 for all).
3.9 Discussion

We have shown that our novel measure of directed communication, the Directed Spec-
trum (DS), is a linear function of latent brain networks under reasonable assumptions,
and so is compatible with LLFMs for characterizing latent brain networks. We saw
drastically improved recovery of networks in simulated data with a known ground
truth. In real neural recordings, the DS improved decoding of neurally relevant envi-
ronmental variables. These results demonstrate that the DS allows for more accurate
and interpretable models of latent networks de ned by directed communication.

A limitation that could be explored in future work is that the DS assumes that the
network states are stationary over a single time window (see Supplemental Section C).
This limitation is common to almost all methods that assess spectral content of neural
activity. Because of this, the DS is only theoretically grounded when applied to time
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Figure 3.6 : Example network from local eld potential experiment. Each
plot represents the DS from the region on the left to the region on topBrain
region key: Acb_Core = Nucleus Accumbens Core; Aclsh = Nucleus Accumbens;
BLA = Basolateral Amygdala; IL _Cx = Infralimbic Cortex; Md _Thal = Mediodorsal
nucleus of the Thalamus; PrLCx = Prelimbic Cortex; VTA = Ventral Tegmental
Area; IDHip = lateral Dorsal Hippocampus; ISNC = lateral Substantia Nigra Pars
Compacta; mDHip = medial Dorsal Hippocampus; mSNC = medial Substantia Nigra
Pars Compacta
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windows that are shorter than the time expected for substantial change to be occur
in the latent brain state. In practice, time window lengths of one to ve seconds have
been considered a relatively stable period in studies of emotional processing [Hultman

et al., 2018, Zheng and Lu, 2015].

We have only explored LLFMs here, but a variety of nonlinear latent factor models
exist for modeling latent brain networks [Tenenbaum et al., 2000, Zhang et al., 2019].
Nonlinear models are especially useful in applications where predictive performance
Is the only priority, such as brain-computer interfaces. When the primary goal is to
drive scienti ¢ understanding of the brain, nonlinear models are less desirable because
it is challenging to relate the parameters of such models to relevant conclusions about
brain function [Rudin, 2019]. We believe that LLFMs and the DS are an appropriate,
e cient, and reproducible baseline approach in both scienti ¢ and prediction-based
applications, while noting that other more expressive models may lead to even better

predictive performance at the cost of interpretability.

The development of the DS provides a straightforward way to generate linear
models of latent brain networks de ned by directed communication. We view this as
an important advancement because directed communication between neural popula-
tions is a critical component of the way neuroscientists understand brain networks.
Furthermore, the DS is likely useful for studying latent networks in many other elds
as well (e.g. latent networks of directed internet tra c). We view the major strength
of the Directed Spectrum is that it enhances the expressiveness of LLFMs by allowing
them to accurately model directed communication within networks. Thus, we have
expanded the capabilities of LLFMs while retaining the level of interpretability that

make them attractive models in practice.
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Chapter 4

A General Electome Biomarker of
Persistent Depressive State

Note: This chapter describes the results of a highly collaborative research project.
My main contributions to this work were coordinating and running the chronic mild
stress protocol, and analyzing all of the electrophysiological and behavioral data after
it was collected. Other major contributors were Yael Grossman, who coordinated and
ran the chronic social defeat stress protocol, and collected the forced interaction test
data; Dalton Hughes, who collected the elevated plus maze data; and Alexandra Fink,

who helped coordinate and run the chronic mild stress protocol.
4.1 Introduction

In the past, disorders of the mind that were not associated with observable changes
to brain tissue were considered psychiatric while disorders associated with observable
pathology in the brain were considered neurological [Price et al., 2000]. Today, we
have vastly improved our capabilities to observe and study the brain and almost all
psychiatric disorders are associated with some known disruption of neural function.
Nonetheless, due to the complex nature of most psychiatric illnesses we still do not
have a good understanding of underlying causes or e cient avenues of treatment for
many of these disorders.

Animal research provides one major avenue of research for improving our under-
standing of and treatments for psychiatric disorders. Basic psychiatry research in
animal models allows us to investigate the neural correlates of psychiatric disorder

with more precision than is possible using non-invasive methods in humans. For
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example, electrodes can be directly implanted into the brains of animals to record
neural activity with much more spatial precision than the electroencephalogram
recordings that are typically used to investigate electrical activity in the brains of
humans. One major drawback of psychiatric research in animals is the lack of direct
measures of emotional state. Compared to research in humans, where subjects can
directly report their emotional state, animal research typically relies on measurements
of behavior to estimate emotional state. For example, depression researchers often
rely on a behavioral test called 'sucrose preference' to measure the emotional state
of anhedonia (i.e. loss of pleasure) in mice [Liu et al., 2018]. This measurement
compares how much a rodent prefers drinking water with sucrose mixed in compared
to water without sucrose, under the assumption that rodents in a depressed state
will show a reduced preference for pleasureable stimuli, such as sucrose. Despite
its widespread use, this measure is notoriously unreliable [Willner, 2016], with a
depressive state sometimes resulting in an enhanced preference for sucrose, rather
than a decreased preference [Murison and Hansen, 2001]. The primary issue here is
that basic psychiatry researchers are forced to use behavior as a proxy for emotional
state, even though there may not be a simple relationship between the emotional

state being studied and any observable behavior.

The predominant opinion in the eld is now that psychiatric disorders arise from
disruptions that occur within the brain [Price et al., 2000]. Any disruptions in
observed behavior occur indirectly through the impact of disruptions in the neural
circuits that are responsible for mental processing. Under this line of thought, a
pathological mental state should have some observable neural correlates. Therefore, a
more appropriate way to measure mental state in animals would be to identify these

neural correlates, rather than trying to estimate mental state through behavior.

Here we used the methods described in Chapter 3 to identify a biomarker associ-
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ated with depressive phenotype in mice based on electrophysiological recordings. The
biomarker is de ned by directed transmission of oscillatory signals from prelimbic,

infralimbic, and cingulate cortical regions to the amygdala and nucleus accumbens.
We nd that this biomarker generalizes across two di erent mouse models of depres-
sion, and is correlated with physiological and behavioral measurements of depressive

phenotype, indicating that it is a readout of the intensity of depressive state.

4.2 Mesolimbic dopamine signaling and depression

The pathophysiology of depression is still not well understood. Much of our cur-
rent understanding of depression is framed in the context of traditional antidepres-
sants and their mechanisms of action [Delgado, 2004, Mahar et al., 2014]. The
rst ‘wave' of antidepressants that originated in the 1950s were monoamine oxidase
inhibitors [Quitkin et al., 1979]. These drugs worked by increasing the cellular concen-
trations of monoamines like dopamine and serotonin. More recent antidepressant drugs
include tricyclic antidepressants and selective serotonin reuptake inhibitors are also
believe to primarily in uence the brain through changes in monoamine signaling [Ged-
des et al., 1999]. As a result, a major focus of basic depression research has been
to understand the relationship between monoamine signaling and depression [Mahar
et al., 2014, Weiss et al., 1981]. Major serotonergic pathways of interest originate in
the raphe nuclei of the midbrain and terminate in the cerebellum and most regions of
the forebrain [Hornung, 2003]. Likewise, dopaminergic projections that originate in
the substantia nigra and ventral tegmental area (VTA) and terminate in the striatum,
amygdala, prefrontal cortex, cingulate cortex, and hippocampus have been of interest

in depression research [Russo and Nestler, 2013].

Mice that exhibit depressive behavior following exposure to chronic social defeat
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stress have elevated bursting activity in VTA dopaminergic neurons when compared
to age-matched controls or to mice that do not show a depressive phenotype following
stress [Cao et al., 2010, Krishnan et al., 2007]. Inducing elevated phasic activity
in VTA dopamine neurons via optogenetic stimulation was su cient to induce a
depressive phenotype in mice that previously did not show a depressive phenotype
following stress [Chaudhury et al., 2013]. In that same study, phasic stimulation of
projections from VTA to nucleus accumbens was su cient to induce a depressive
phenotype, but stimulation of projections from the VTA to medial prefrontal cortex
did not induce a depressive phenotype. These results suggest that elevated burst ring
in dopaminergic projections from VTA to nucleus accumbens play a causal role in the
induction of depressive phenotype in rodents. This story is complicated by evidence
that burst ring in VTA dopamine cells is reduced in mice that are exposed to chronic
mild stress (CMS), a di erent protocol that also induces a depressive phenotype in
rodents [Tye et al., 2013]. In that work, it was shown that inducing phasic ring in
VTA dopamine neurons via optogenetic stimulation rescues normal behavior after a
depressive phenotype is induced via CMS, while optogenetic inhibition of the same
population was su cient to acutely induce a depressive phenotype. These results
again indicate that dopaminergic signals that originate in the VTA play a critical
role in mediating the presence of a depressive phenotype in rodents, but they also
suggest that role is not primary. It is likely that the role of VTA dopaminergic
activity on depression occurs though its e ects on downstream targets (e.g. nucleus
accumbens, medial prefrontal cortext, amygdala, etc...), rather than directly mediating

the expression of depressive behavior.
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4.3 Methods

Chronic Mild Stress. A group of 30 C57 mice were run through a chronic mild
stress protocol to induce a depressive phenotype. In addition 16 age-matched control
mice were exposed to similar levels of handling without exposure to other stressors.
The chronic mild stress protocol was adapted from the protocol described by Zhong
et al. [2017]. Mice were exposed to two stressors per day, one during the light phase
of their circadian cycle, and the other during the dark phase. The light cycle stressors

were:

Brief (1 hour) exposure to cold temperatures (40)
" Physical restraint
" Lights o
" Place cage on a constantly moving surface (i.e. plate shaker)
" Replace cage bedding with used rat cage bedding

The dark cycle stressors were:
" Flood cage with enough water to fully saturate cage bedding
" Remove all cage bedding
" Tilt cage at 45 angle
" Place barrier in cage, e ectively shrinking size of cage by 50%
"~ Strobe light on cage through full dark cycle

~ Remove access to food and water
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" Lights on

Stressors were chosen according to a pseudo-random schedule where no stressor was
repeated on successive days. Mice were between 9 and 11 weeks old at the start of
stress, and exposure to stressors lasted 8 weeks. All mice were housed 2-5 per cage and
maintained on a 12-hour light/dark cycle, with food and water availablead libitum,

except where otherwise dictated by the CMS protocol.

Chronic social defeat stress. A total of 33 mice were subjected to a chronic
social defeat stress (CSDS) protocol [Hultman et al., 2016, Krishnan et al., 2007],
with 17 age-matched controls housed in the same conditions and exposed to repeated
cage transfers matching the non-stressful aspects of the CSDS protocol. During the 10
day CSDS protocol, the C57 'subjects' are exposed to aggressive retired-breeder CD1
mice. On each day, a C57 mouse is introduced into the cage of a new CD1 mouse
for 5 minutes. After direct exposure to the aggressive CD1, the C57 mouse is then
transferred into housing that is adjacent to the cage of the CD1 it was just exposed
to, with a transparent and perforated plexiglass barrier separating the two chambers.
After 24 hours of this adjacent housing arrangement, the C57 is then transferred into
the cage of a new CD1 and the process is repeated. After the nal 24 hour exposure
period, each C57 mouse is transferred to individual housing. Mice were between 10

and 12 weeks old at the start of the CSDS protocol.

Electrophysiology recordings. All local eld potentials (LFPs) were recorded
from electrodes that were referenced to metal ground screws secured above the
cerebellum and anterior cranium. Electrodes were implanted to record signals from
the basolateral and central amygdala, medial dorsal nucleus of the thalamus and ventral

hippocampus in the left hemisphere, as well as ventral tegmental area, prelimbic cortex,
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infralimbic cortex, and cingulate cortex bilaterally. Raw signals were recorded from
the electrodes at 30kHz using the Cerebus acquisition system (Blackrock Microsystems
Inc. UT), with online noise cancellation applied to reduce 60 Hz artifact. Local eld
potential signals were bandpass Itered with cuto frequencies of 0.5 Hz and 250
Hz and downsampled to 1000 Hz. Finally, we used a heuristic approach to remove
segments from our recording that were dominated by signals that did not appear to
be physiological before applying another Iter to remove harmonics of 60 Hz and

downsampling again to 500Hz.

Forced interaction test. Local eld potentials were recorded during a forced
interaction test (FIT) [Hultman et al., 2018] in order to probe the neural activity
associated with depression. Each FIT session begins with 10 minutes of recording in
the homecage, followed by 5 minutes of recording with the mouse placed in a 3.25"x7"
Plexiglass cylinder at the center of a larger chamber. After that 5 minute period an
aggressive CD1 mouse is introduced into the outer chamber and recording continues
for an additional 5 minutes. Gaps in the cylinder allow for limited interaction between
the CD1 and C57. For each mouse in the study this procedure was completed twice,
once immediately before and once after the chronic stress period. For all analyses,
the last segment of the FIT where a CD1 mouse is present was ignored because we
expect that exposure to a CD1 mouse would have a di erent e ect on mice exposed

to CSDS than to the other groups.

Elevated plus maze. In order to evaluate anxiety-like behavior, mice were observed
in an elevated plus maze (EPM) for 5 minutes. The elevated plus maze is composed of
a plus-shaped platform with two ‘closed arms’ that have walls surrounding the platform

and two 'open arms' that do not have walls surrounding the platform. Animals are
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Figure 4.1 : Forced interaction test.  Adapted from Hultman et al. [2018].

allowed to freely explore the maze during the 5 minutes. Animals that spend more
time in the closed arms and less time in the open arms are considered to display
anxiety-like behavior. For animals subjected to CMS, the EPM task was carried out
2 or 3 days following the post-stress FIT recording. For animals subjected to CSDS,
the EPM task was carried out between 5 and 19 days following the post-stress FIT

recording.

VTA power spectral density analysis. To test whether local eld potentials in
VTA can generally distinguish between animals that do and do not show depressive
symptoms, we compared the distributions of the power spectrums observed across
di erent groups of mice. For mice subjected to CMS and the corresponding controls,
we calculated the average power spectrum associated with the rst two segments of
the FIT recording session after stress. For each frequency, the mean and standard
error of the power spectrum value was calculated for each group of mice, and a 95%
con dence interval was estimated from those values. This analysis was repeated for
the susceptible and resilient groups of mice subjected to chronic social defeat stress

(CSDS) and the corresponding controls.
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LFP preprocessing for network analysis. To generate network models, our
LFP recordings were split into 5s time windows. The LFPs were normalized such that
the signal in each channel has a mean of zero within each window and a variance of 1
within each recording session. The power spectrum and pairwise directed spectrum
were calculated within each window for each channel and directed pair of channels,
respectively. These values were scaled by the associated frequency to account for the
approximate Fi scaling that is observable in the power spectrum of LFP recordings.
Features associated with each channel were also normalized by the root-mean-square
value of the total power for that channel across all windows and frequencies, so that
channels with larger signal amplitudes would not dominate the network model. Finally,
power spectrum values were upweighted so that the total variance associated with
power spectrum features was equal to the variance associated with directed spectrum

values.

Electome network model of power spectrum and directed spectrum. A

subset of the data was held out to test whether the learned model generalized to
unobserved members of the population. From the CMS experiment, 9 mice subjected
to stress and 3 control mice were held out for the test set. From the CSDS experiment,
11 susceptible mice, 7 resilient mice, and 11 control mice were held out. This left 21
mice exposed to CMS and 13 control mice from the CMS dataset, and 9 susceptible
mice, 6 resilient mice, and 6 control mice from the CSDS dataset remaining in the
training set. The normalized power spectrum and pairwise directed spectrum values
were concatenated for each window in the training set and modeled with non-negative
matrix factorization (NMF) using an Itakura-Saito loss [Fevotte et al., 2009] with

L1 regularization. Multiple di erent NMF models were trained according to a grid

search across the number of factor in the model (5, 10, 20, and 40 factors) and L1
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regularization weight (0, 10, 100, 1000). The optimal model was selected based on

the cross-validation scheme described below.

Distribution-based regression. The depressive state observed in mice following
chronic stress is persistent over the course of weeks [Fanous et al., 2011, Krishnan
et al., 2007, Razzoli et al., 2011]. Because of this persistent nature, we wanted to
determine whether the entire set of recordings within a day could be used to classify
whether a mouse exhibits depressive phenotype (as opposed to giving a di erent
estimate for each 5 s window of data). To do this we decided to classify based on
the distribution of activity over a recording session. For each FIT recording, we
sorted the square root of factor scores from the NMF model and created a compressed
description of the distribution of network activation levels by taking the §', 25",

50", 75", and 93" percentile root-scores from that recording.

Classi er training. A 5-fold cross validation scheme was applied to determine
the NMF model parameters that allowed for the best decoding of depressive state.
For each fold, the root-percentile values were further normalized so that each of the
ve features (corresponding to the ve percentiles) had a variance of 1 across all
recordings in the remaining 4 folds. The features for the validation fold were then
scaled with the same parameters as applied to the 4 'training' folds. Forward-stepwise
feature selection based on training fold performance was used to determine the best
networks to use for classifying depressive state using a logistic regression classi er with
L2 regularization. The performance of the classi er was evaluated on the validation
set using 1, 2, 3, or 4 networks from each of the trained NMF models. The NMF
parameters and number of networks to include in the classi er were chosen based on

the average classi er performance across all 5 validation sets. The optimal parameters
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were 40 factors, NMF regularization weight of 100, and a single factor used in the
classi er. Importantly, the same NMF network factor was chosen as best across each
of the 5 cross-validation splits, this factor is described in Section 4.6. A nal classi er

was trained using percentile scores from all 5 training splits, after normalizing these

features to have a variance of 1 as described above.

Test set evaluation. The test set data was then transformed into the NMF factor
space and percentile values were calculated for each of the factors as described above.
These features were then normalized with the scaling factors that were calculated
for the training data, mirroring the process used in the cross-validation procedure.
Finally, the classi cation performance of the trained classi er was evaluated on this

test data.

4.4 Measurable impacts of chronic stress on
behavior and physiology

The chronic stress protocols induced measurable changes in the groups of mice
that were subjected to them. CMS reduced weight gain over the stress period (see
Figure 4.2), matching the expected e ect [Strekalova et al., 2011, Zhong et al., 2017].
The impact of CSDS is typically measured using the social interaction ratio from a
choice interaction test [Krishnan et al., 2007]. As expected, we found a 'susceptible’
population of mice with a social interaction ratio below 1 following CSDS, as well as
a 'resilient' population with a social interaction ratio above 1 (see Figure 4.3).

Prior research has shown that both CMS and CSDS increase anxiety-like behavior
in mice [Krishnan et al., 2007, Zhong et al., 2017]. CMS signi cantly increased
anxiety-like behavior (1-sided Mann-Whitney U test; p = 0.024) measured by reduced

time in the open arms of an elevated plus maze (see Figure 4.4). Mice exposed
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Figure 4.2 : Weight gain after chronic mild stress. Bars represent mean
standard error of the weight gain over the stressful period for mice exposed to CUS
(left) and age-matched controls (right). ' indicates signi cance at the = 0:05 level.

Figure 4.3 : Social Interaction Ratio after CSDS.
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(@) CMS (b) CSDS

Figure 4.4 : Time spent in open arms of an elevated plus maze after chronic
stress. Bars represent mean standard error of the open arm time for mice exposed
to chronic stress and age-matched controls. ™' indicates signi cance at the= 0:05
level.

to CSDS had a reduced average time spent in the open arms of an elevated plus
maze compared to age-matched controls, but the di erence did not reach statistical

signi cance (1-sided Mann-Whitney U test; p = 0.117).

4.5 Ventral tegmental area activity is insu cient
as a general biomarker for depressive state

Given that role of the ventral tegmental area (VTA) in depression has been
emphasized in prior literature [Krishnan et al., 2007, Russo and Nestler, 2013], we
rst asked whether local eld potential (LFP) activity in VTA is su cient to decode
whether an animal is in a depressive state or not. This was done by calculating
the average power spectral density (PSD) of each recording in the forced interaction
test (FIT) after being exposed to chronic stress, giving one average PSD for each
mouse. The mean and standard error were then calculated at each frequency in
the PSD for each group of mice (see Figure 4.5). There is a group increase in the

VTA LFP power spectral density in animals exposed to chronic mild stress (CMS),
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Table 4.1 : CMS VTA power ANOVA table.

Sum. Sg. Mean Sg. Num. DF Den. DF F p
Group 0.55 0.55 1 31 152 4.76e-4
Band 65.78 16.44 4 289 452.6 3.22e-259
Group:Band  0.0065 0.0016 4 289 0.045 0.996

Table 4.2 : CSDS VTA power ANOVA table.

Sum. Sqg. Mean Sq. Num. DF Den. DF F p
Group 0.031 0.031 1 34 0.78 0.38
Band 959.0 239.7 4 316 6110 8.91e-298
Group:Band 0.123 0.031 4 316 0.785 0.536

relative to age-matched controls. In contrast there is substantial overlap in the power
spectral densities associated with mice exposed to chronic social defeat stress and
controls. These trends were veri ed via two-way repeated measures ANOVA, with
experimental group (e.g. control, susceptible, etc.) and power spectrum frequency
band as the independent variables. An ANOVA applied to the CMS power spectra
reveled a signi cant di erence in overall power between the CMS and controls groups
(p=0.00048; Table 4.1), while the other ANOVA analysis failed to nd a signi cant

di erence between groups in the CSDS experiment (p=0.383; Table 4.2).

4.6 An electome network model associated with
depressive state

We then trained a more sophisticatedelectome(electrical functional connectome)
network model to see if it could decode depressive state across both CMS and CSDS
models of depression. Thelectomemodel was trained on a combination of directed
spectrum and power spectrum features calculated from the entire training dataset,
as described in Section 3.4.2. For each FIT recording session, we represented the

distribution of activation scores for each network with ve percentile values (5, 25",
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Figure 4.5 : VTA power spectral densities associated with depressive state

following CMS, but not CSDS. [Top] Mean power spectral densities (solid) and
95% con dence interval (dashed) for mice exposed to chronic mild stress (blue) and
controls (red). [Bottom] Mean power spectral densities (solid) and 95% con dence
interval (dashed) for susceptible mice exposed to chronic social defeat stress (blue)
and controls (red).
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Figure 4.6 . Depression score is elevated in animals with depressive phe-
notype. Bars represent mean standard error of the depression score for mice
in the non-depressive (left) and depressive (right) phenotype groups. ™' indicates
signi cance at the = 0:05 level.

50", 75", and 958"). We then trained a logistic regression model to decode depressive
phenotype from these percentile values. The classi er gives a 'depression séoie'
weighted combination of the percentile values, with a higher score indicating that
the classi er thinks that recording is more likely to come from a mouse showing
depressive phenotype. After training the classi er on a dataset of recordings before
and after stress, we applied the classi er to a held out test set of 41 additional mice
(Figure 4.6). We found that the depression scores were signi cantly higher in the
depressive phenotype animals compared to the non-depressive phenotype animals in
this test set (p=0.013, Cohen's d=0.723, 1-tailed 2-sample t-test). This was also true
when only comparing the depressive phenotype animals to the resilient CSDS animals

after exposure to stress (p=0.011, Cohen's d=1.069, 1-tailed 2-sample t-test).

The electomenetwork associated with depressive phenotype is visualized in Fig-

1The depression score is equivalent to the classi er margin
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ure 4.7. It describes a pattern of directed communication originating in three cortical
regions (prelimbic, infralimbic and cingulate cortex), and transmitted to amygdala
and nucleus accumbens, in the frequency band between 15 and 38 Hz. We note that
activity in the Ventral Tegmental Area is not associated with this network, matching

what we would expect based on the results described in Section 4.5.

As described above, the logistic regression classi er and corresponding depression
score are calculated from the distribution oklectomescores associated with each
recording. This means that the elevated depression score shown in Figure 4.6 is not
equivalent to a simple elevation of the mean activation score for thedectomenetwork
shown in Figure 4.7. Instead, the depression score is higher if the distribution of
electomenetwork scores matches a speci c pattern de ned by the logistic regression
classi er. To see why this is important examine Figure 4.8. The mediaelectome
score is not much larger for mice in the CMS group compared to mice in the resilient
group. In contrast, we see that the 78 and 95" percentile values are much higher in
the depressive phenotype groups (CMS and Susceptible) compared to the Resilient
and Control groups. We found that the logistic regression classi er picked up on these
trends, letting the 73" and 93" percentile scores contribute the most to increasing the
depression score. Loosely speaking, this means that depressive phenotype is associated

with a higher ceiling for how strongly the network in Figure 4.7 can be activated.

4.7 Depression electome network is associated
with measures of depressive state

We wanted to test whether depression score is associated with other measures of
depression beyond those we used to separate mice into hon-depressive and depressive
phenotype groups. We started by testing whether depression score is correlated with

weight gain over the course of chronic stress, for the subset of animals where body
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Figure 4.7 : Depression electome network. The colored arcs represent directed
communication between a pair of brain regions in a speci c frequency band. Empty
bars around the edge of the graphic indicate that isolated oscillations within brain
regions (determined by the power spectrum) are not signi cantly associated with this
network. Brain regions and frequencies are indicated by labels around the outside of
the graphic. Brain region key: Amy = Amygdala; CgCx = Cingulate Cortex; Hipp =
Hippocampus; IL = Infralimbic Cortex; Nac = Nucleus Accumbens; PrL = Prelimbic
Cortex; Thal = Mediodorsal Nucleus of the Thalamus; VTA = Ventral Tegmental
Area.
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Figure 4.8 : Depression electome network score distributions. Orange bar
represents the average across mice of the median electome network score within each
mouse, for each group. Likewise, the box boundaries represent the averagé asd

75" percentile scores. 'Whiskers' represent thé"sand 93" percentile scores.
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weight was collected both before and after chronic stress. Because weight gain is
reduced over the course of chronic mild stress relative to controls [Zhong et al., 2017],
we expected that depression score should have a negative correlation with weight gain.
This was the case when looking at the correlation between weight gain and depression
score across all animals (Spearman correlation = -0.280, 1-tailpd 0:025). More
interestingly, this negative correlation is stronger when only the depressive phenotype
animals are considered (Spearman correlation = -0.58, 1-tailgd= 0:00036). Similarly,
there was a negative correlation between social interaction ratio and depression score
that trended towards signi cance (Spearman correlation=-0.34, 1-taileg¢h = 0:08)

in holdout set animals that were exposed to CSDS (social interaction ratio was not
collected for CMS animals). Together, these results indicate that depression score not
only characterizes the presence of a depressive phenotype, but its behavioral severity

as well.

Finally, we wanted to test the relationship between depression score and anxiety-
like behavior. Anxiety is highly comorbid with major depressive disorder, with over
60% of depressed patients also having anxiety disorder [Kessler et al., 2003]. In
our mouse models of depression, animals with a depressive phenotype also display
anxiety-like behavior on assays like the elevated plus maze (EPM). We measured
time spent in the open arm of an EPM days after the post stress FIT recording as a
proxy for anxiety (see Figure 4.10). Open arm time was positively correlated with
depression score in depressive phenotype animals (Spearman correlation = 0.489,
two-tailed p = 0.0010), but was not signi cantly correlated with depression score
in control (Spearman correlation = -0.19, two-tailed p = 0.37) or resilient animals
(Spearman correlation = -0.04, two-tailed p = 0.90). These results indicate that
depressive phenotype and anxiety-like behavior are separable phenomena in the brain,

as our depression score based solely on brain activity is positively correlated with
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Figure 4.9 : Depression score vs. weight gain over stress. Weight gain was
calculated as the di erence in body weight immediately before and after chronic stress.
Each dot represents a single mouse in the corresponding group. Depression scores are

for post-stress FIT recordings only.
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Figure 4.10 : Depression score vs EPM open arm time. Each dot represents
a single mouse in the corresponding group. Depression scores are for post-stress FIT
recordings only.

depressive phenotype severity but negatively correlated with anxiety-like behavior.
4.8 Discussion

In this work, we identi ed an electomenetwork that was associated with depressive
phenotype in mice. That network showed higher maximum activation levels in mice
with a depressive phenotype that were exposed to either chronic mild stress or chronic
social defeat stress. Groups of mice that did not show a depressive phenotype after
exposure to chronic social defeat stress and those that were not exposed to chronic

stress at all both displayed lower maximunelectomenetwork activation levels. Our
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electomemodel described network activity that originated in cortical regions and
propagated to nucleus accumbens and amygdala. We contrast our network model
approach with the analysis of activity in a single region, which was unable to generally
decode depressive phenotype across a population of mice exposed to CMS or CSDS.
We also demonstrate that thiselectomenetwork is correlated with other measures of
depressive phenotype in mice, suggesting that it might serve as a continuous measure
of the intensity of depressive phenotype in rodents. Lastly, we found that o@lectome
network was inversely correlated with anxiety-like behavior in animals that show a
depressive phenotype, suggesting some interplay between depression and anxiety after

a depressive state is established.

It is worth emphasizing that we have established an association between the
electomenetwork described above and depressive phenotype, but have not established
a causal relationship. It is possible that pathological activation of the biological
neural networks that give rise to thiselectomenetwork as shown in Figure 4.8 is
directly responsible for the expression of depressive phenotype. It is also possible
that this electomenetwork only serves as a biomarker and other brain regions and
patterns of activity primarily mediate the expression of depression. The reality may
also lie somewhere between those two extremes, with our identi eflectomenetwork
identifying characteristics of a larger underlying network that could be considered to
‘cause’ depression. Future work could begin to elucidate the causal role of the activity
patterns identi ed here by measuring whether disrupting communication between
the identi ed regions when the network approaches maximal activation impacts the

expression of depressive phenotype.

Because this work was carried out in mice, additional work is required before it
can impact our understanding of depression in humans. A logical next step would be

to carry out a similar study in non-human primates in order to determine whether
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the biological processes that link theelectomenetwork described here to depressive
behavior are conserved. It may also be possible to translate this work directly to
humans through non-invasive neural recording modalities. Current non-invasive
methods lack either the spatial or temporal precision of the local eld potentials
used here. Future work would be necessary to adapt the models outlined here to
such contexts, but it might be possible to develop models that integrate multiple
recording modalities from multiple subjects in order to recover the characteristics of
the electomenetwork described here. A di erent, simpler approach would be to see if
observations from less precise modalities in depressed patients are at least consistent

with the model described here.

The electomenetwork model described here provides a framework for integrating
many seemingly unrelated or inconsistent ndings regarding the neurobiology of
depression. Each of the regions in our model have been a major focus of prior
depression research [Russo and Nestler, 2013]. One region that is notably absent
from our electomenetwork is the VTA. As described in Section 4.2, dopaminergic
activity in the VTA has previously been shown to play a causal role in the expression
of depressive phenotype in rodents [Chaudhury et al., 2013, Krishnan et al., 2007,
Tye et al., 2013]. In spite of this, we do not have a model for the relationship between
VTA dopaminergic signaling and depression that generalizes across the population of
depressed individuals in either mice or humans. Each of the regions identi ed in our
electomenetwork receives dopaminergic inputs from VTA. Thus, it may be that the
role of VTA in depression is through modulation of this network.

A major theme in basic psychiatry research that is addressed by this work is the
ability to reliably measure mood and emotional states in animals. The current standard
methods typically revolve around measurement of behaviors that serve as a proxy for

mood and emotional state. We have described here afectomenetwork that is a
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biomarker of depressive state in mice and is completely based on electrophysiological
measurements, rather than behavioral measurements. Many behavioral measurements
used for this purpose are considered unreliable [Murison and Hansen, 2001, Willner,
2016]. When using behavioral measurements as a proxy for measuring depressive state,
it is impossible to determine whether an inconsistency in behavioral measurements is
because of failure to induce a depressive state or because a depressive state will not
always result in the anticipated behavioral change. For example, time spent in the
open or closed arm of an elevated plus maze (EPM) is sometimes used as a measure
of depressive state [Ducottet and Belzung, 2004, Zhong et al., 2017] due to the strong
links between depression and anxiety [Dobson, 1985, Drysdale et al., 2017]. Based on
private correspondence with other depression researchers, it is our understanding that
impact of protocols like CSDS and CMS on behavior in the EPM is inconsistent. By
using an electrophysiological biomarker of depressive state, rather than just behavioral
measures, we are now able to provide an explanation for this inconsistency. Based on
activation levels of ourelectomenetwork, it appears that after chronic stress animals
that are not depressive or only weakly depressive do show reduced time spent in
the open arms of an EPM as expected. But animals that are in a more intensely
depressive state after chronic stress actually spend more time on the open arms of an
EPM. In conclusion, the electomenetwork described here represents a more reliable,

objective measure of depressive state in rodents than other methods currently in use.
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Chapter 5

Closed-Loop Control of Mental State via
Electome Network Models

Note: This chapter partially describes an ongoing joint project with Yael Grossman
and Austin Talbot. Yael designed and ran the aggression closed-loop stimulation
experiments. Austin designed and implemented the code to train the initial SAE
electomenetwork model. | designed, built, and optimized the closed-loop stimulation
system in Figure 5.2, and | trained theelectomemodel that was used in the closed
loop experiments. | also helped design and build th€LASP closed-loop stimulation

system described in Figure 5.1
5.1 Introduction

Stimulation of brain tissue is being explored as a treatment for a variety of di er-
ent psychiatric disorders. For example, deep brain stimulation has potential as a
treatment for depression, obsessive compulsive disorder, and Tourette's syndrome,
among others [Holtzheimer and Mayberg, 2011, Mian et al., 2010, Schrock et al., 2015].
Transcranial magnetic stimulation is a non-invasive stimulation method that has also
seen increased interest as a potential treatment for psychiatric disorders [Aleman,
2013]. Neural stimulation works by changing the state of neural activity in the tissue

it is applied to. In many cases, neural stimulation is applied in an open-loop manner,
meaning that stimulation is applied without accounting for any feedback [Fasano
et al., 2012, Schlaepfer et al., 2013]. This is contrasted with closed-loop stimulation,
where some feedback measure is used to determine how the stimulation should be

applied as it is being applied [Grosenick et al., 2015].
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Feedback and closed-loop control are well established concepts that are used across
many di erent elds of engineering [Ogata, 2010]. A simple example of closed-loop
control is using a thermometer as feedback to control the temperature in a warm
room using air conditioning. If you wanted to control the temperature of the room to
be 75F, you could use the temperature on your thermometer as feedback to turn
the air conditioning on whenever the temperature is 76 or warmer, and turn it o
whenever it is 74F or colder. A simple version of this occurs when a neurologist
or neurosurgeon tunes the parameters of deep brain stimulation based on feedback
from patient self-report [Bronstein et al., 2011]. Once the parameter tuning stops,

any additional stimulation would be classi ed as open-loop.

An underappreciated fact about neural stimulation is that the impact of that
stimulation changes depending on the state of endogenous neural activity. We have
previously shown that adjusting the timing of optogenetic stimulation to match
endogenous neural activity completely changes the behavioral impact of that stimula-
tion [Carlson et al., 2017]. In that work, projections from the prefrontal cortex to the
medial dorsal thalamus were stimulated optogenetically. 50 Hz burst stimulation was
applied in a way that was phase-locked to endogenous oscillations of activity in the 3-7
Hz band in prefrontal cortex (Figure 5.1). This stimulation enhanced escape behavior
in a tail suspension test, which is commonly used as a screen for antidepressant
e ectiveness [Cryan et al., 2005]. In contrast, open-loop burst stimulation had no
impact on escape behavior and constant 14 Hz stimulation reduced escape behavior.

Here we describe closed-loop stimulation to control aggressive behavior in mice,
using electomenetworks as feedback to estimate mental state. It has been shown that
stimulation of the medial prefrontal cortex reduces aggressive behavior in rodents, but
also has undesirable negative side e ects [Takahashi et al., 2014]. We usesbactome

network model to estimate when a mouse is in a mental state that will likely lead to
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Figure 5.1 : Timing relative to endogenous activity changes the impact of

neural stimulation.  Adapted from Carlson et al. [2017]. A) Visual description of
viral targeting strategy for optogenetic stimulation. B8) (Top) Schematic of nCLASP
system used to control closed-loop stimulation (Bottom left) nCLASP triggered burst
stimulation when it was estimated that 3-7 Hz oscillations were rising. Histogram
shows distribution of stimulation triggers over the phase of those oscillations. P value
corresponds to Rayleigh test. (Bottom middle/right) Stimulation induced gamma
oscillations in thalamus. Yellow stimulation was an additional control that should not
impact neural activity. (C) Impact of nCLASP stimulation on escape behavior. Yellow
= control. (D/E ) Impact of control stimulation on escape behavior. (p < 0:05;
**: p < 0:.01)
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aggressive behavior and only apply stimulation during those periods. We show that
this closed-loop method still reduces aggressive behavior, while eliminating negative

side e ects of stimulation.

5.2 Controlling neural stimulation with electome
networks

We have developed a closed-loop stimulation system that converts LFP data into
activation scores for a pre-learned set @lectomenetworks, then determines whether
to stimulate based on those scores (Figure 5.2). In the aggression experiment, this
process occurs in under 500 ms for a 1 s window of LFP data from 11 dierent
brain regions. The LFPs are rst converted to a cross-power spectral density (CPSD)
matrix, containing the full set of power spectra and cross spectra for all brain regions
and pairs of regions, respectively. The CPSD matrix is then fed into a fastectome
model to generate a set of activation scores. The details of tkéectomemodel that
was used for this fast inference are described in Section 5.3. Finally, the activation
scores are fed into a controller that decides whether or not to stimulate. The controller
works by taking a weighted sum of the activation scores and stimulating if that sum

is above a predetermined threshold.
5.3 Fast inference of electome networks

The CSFA model described in Chapter 2 is computationally intensive and projecting
new data into the electomenetwork activation space for such a model could not be
carried out fast enough for the closed-loop system described above to work. Therefore,
we developed a fast approximation of the CSFA model using a supervised autoencoder
framework [Gao et al., 2015, Socher et al., 2011]. In this approximation, the CPSD
matrix rstis estimated using Welch's method [Welch, 1967]. A supervised autoencoder
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