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Abstract

In this dissertation, we develop experimental design and partial identification inference
methods for causal experiments with ordinal outcomes. Chapter 2 of the dissertation in-
vestigates how social media users classify profiles as either bot or human. We design and
implement a preregistered conjoint experiment in which respondents evaluate social media
threads containing both human- and LLM-generated content, while randomizing race, gen-
der, and partisanship cues on the LLM-operated profile. We find that users from dominant
social groups classify out-group profiles as bots more often, whereas users from marginal-
ized groups classify in-group profiles as bots more often. This study offers a framework
for a “Sociological Turing Test” and highlights considerations in measuring online profile
perception, including experimental power analysis and treatment stimuli construction.

Chapter 3 develops theory for causal experiments with ordinal outcomes, where the
typically-studied average treatment effect (ATE) is not well-defined. We derive and prove
sharp upper and lower bounds on the probability that an individual’s potential outcome
under treatment equals that under control. These bounds show the extent to which the
observed data support a null effect conclusion. Situations in which the sharp lower bound is
zero motivate our introduction of a new partial identification framework that incorporates
minimal, interpretable beliefs on the probability of no effect, and we prove sharp bounds
under this setting. The results demonstrate how injecting even small amounts of belief
meaningfully alters the identification set of estimands and sharpens conclusions.

Chapter 4 proposes a hypothesis testing procedure to test point null hypotheses regard-
ing partially identified parameters. We state our decision rules under partial identification
and show how to invert these tests to obtain confidence regions for parameters such as the
probabilities of a beneficial treatment and strictly beneficial treatment. Through simula-
tion studies and empirical applications, we demonstrate how these procedures work and how
they help us draw meaningful conclusions even when point identification is not possible.
These contributions advance causal inference for ordinal outcomes in partial identification

settings, with an application to human-Al social interaction.
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1. Introduction

Across a wide range of modern applications (Hainmueller & Hiscox, 2010; Qureshi et al.,
2016a), researchers increasingly confront data structures in which outcomes are ordinal and
in which causal e ects cannot be point-identi ed without assumptions that are di cult to
justify empirically.

This dissertation is motivated by the observation that partial identi cation is a neces-
sary feature of many causal inference problems. Ordinal outcomes such as is this pro le
a bot or a human? do not reveal numerically-quanti able di erences across treatment
conditions. Even with randomized experiments, these outcomes provide only the marginal
distributions of potential outcomes, leaving the joint distribution and therefore many sub-
stantively meaningful causal estimands not well-de ned. As a result, many estimands of
interest (e.g., the probability that treatment is harmful to an outcome, has no e ect, or
is bene cial) are often only partially identi ed. Standard tools for causal inference for
such outcomes typically rely on structural assumptions (e.g., monotonicity) or parametric
modeling assumptions (Agresti & Kateri, 2017; Jeliazkov et al., 2008) all of which are
assumptions researchers would have to defend in their work, even when these assumptions
are unrealistic.

This dissertation therefore has two main goals. Substantively, it seeks to understand
how individuals classify online pro les as either bot or human in online social media contexts
based on identity cues such as pro le race, gender, and political partisanship. Methodolog-
ically, it develops new results for inference with ordinal outcomes, including sharp bounds
for null e ects and procedures for hypothesis testing under partial identi cation. The com-
bination of these goals highlights how rigorous causal analysis is essential for examining
interesting applied problems, such as human-Al interaction in online social environments,
and how these applied problems themselves motivate further developments to existing causal

inference frameworks.



As an increasingly amount of content on social media platforms are generated by LLMs,
users are forced to make rapid judgments about whether they are interacting with bots or
people (DiResta & Goldstein, 2024; Farris et al., 2020). These judgments can rely heavily
on social identity cues, such as race, gender, and partisanship, which have been known to
shape trust, perceived legitimacy, and categorization decisions (Bertrand & Mullainathan,
2004; Combs et al., 2023; Finkel et al., 2020). Because LLM-generated content often ap-
pears natural, conversational, and di cult to distinguish from human-generated text, these
elements produce a setting in which social judgments proceed under substantial uncertainty.

In our rst chapter, we present a preregistered conjoint survey experiment with U.S.
adults randomly assigned to evaluate social media conversations containing both human-
generated and LLM-generated content. Each conversation contains controlled visual iden-
tity cues pro le photo race, gender, and partisanship assigned to the Al-generated (i.e.,
focal ) pro les. Respondents classify each pro le as either a bot or a human, providing
repeated ordinal, speci cally binary, outcomes nested within respondents.

Our results reveal two central ndings that contribute to existing narratives around hu-
mans' Al detection capabilities and the impact of identity characteristics on bot perception.
First, respondents exhibit low accuracy in distinguishing human-generated pro les from
LLM-generates ones, which is consistent with recent evidence on the di culty of telling
apart human- versus LLM-produced text (Jakesch et al., 2023). Second, identity plays a
systematic role in bot classi cation: members of dominant groups (e.g., white Republican
men) more often classify out-group pro les as bots, while members of marginalized groups
(e.g., Black Democrat women) more often classify in-group pro les as bots. These results
point to the existence of an identity-based heuristic that drives judgments of bot versus
human status. In addition, we emphasize the need for a methodological Sociological Tur-
ing Test framework and highlight the experimental design considerations (e.g., conducting
power analysis, constructing treatment stimuli, mitigating potential confounders, and en-
suring outcome sensitivity) that arise when studying these types of human-Al interaction

problems on social media platforms.



The second chapter contributes to causal methodology, deriving and proving sharp lower

and upper bounds for the probability of a null e ect

n=PrtY (1) = Y;(O)u,

when Y;(1) and Y;(0) are ordinal potential outcomes. Although ordered, due to the categor-
ical nature of ordinal outcomes, the typically studied average treatment e ect (ATE) is not
well-de ned here. In addition, because the joint distribution of (Y;j(1), Y;(0)) is unobserved
in causal experiments, n is only partially identi ed. Building on previous work, such as
Lu et al. (2018), which sharp bounds the probability that treatment improves or strictly
improves the outcome:

t=PrtY (1) ¥Yi(Ou, h=PrtY;(1)iVY i(O)u,

our chapter demonstrates, with simulated and real-data examples, why it is useful and
necessary to examine a third estimand, n. As in Lu et al. (2018), our closed-form expres-
sions for the sharp lower and upper bounds on n depend only on the observed marginal
distributions of Y;(1) and Y;(0).

This chapter also introduces a new partial identi cation strategy for the setting in which
it is reasonable for researchers to form beliefs on the probability that the treatment does
not have an e ect. In this setting, given the observed marginal distributions, researchers
can place e amounts of probability mass on the diagonal entries of the joint distribution
that describes the relationship between the potential outcomes under treatment and con-
trol. We prove and provide closed-form expressions for the sharp lower bound on n in this
setting. The resulting bounds improve upon the raw bounds and provide more interpretable
quantities for analysis.

We apply the bounds on the null e ect that we derive, as well as the sharp bounds that
Lu et al. (2018) derives, to study a series of interesting real-data questions that stem from
the American National Election Studies (ANES). Given the partial identi cation bounds
on t and h, we show, for real-world data, how the bounds on n provide clarity on the

relationships between treatments and outcomes that are otherwise ambiguous based on the
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bounds on t and h alone. Speci cally, we nd, for example, that there is no e ect of gender
on the amount of time before an election one decides on how one's going to vote.

The fourth chapter complements Chapter 3 by developing hypothesis testing, con dence
region construction, and p-value computation for partially identi ed parameters. We detail
our testing procedure that does size control and attains reasonable power for various joint
point null hypotheses on h and t. Instead of focusing on sampling variability, the type
of variability previous literature in partial identi cation hypothesis testing focuses on, we
focus on structural variability, which stems from the geometric structure of the set of joint
probability matrices consistent with the null and alternative hypotheses.

By inverting these hypothesis tests, we show how our procedure constructs valid con -
dence regions and p-values for pairs (h, t). We demonstrate the advantages of our procedure
with simulation studies that draw joint distributions uniformly and non-uniformly over the
feasible set of joints consistent with given values of (h,t). We also apply our procedure to
analyzing some of the ANES examples in Chapter 3 and illustrate how our formal hypothesis
testing procedure provides further evidence for gender having a null e ect on voting behav-
ior. Overall, this method allows researchers to make evidence-based inference statements
even when point identi cation is not possible.

As a whole, this dissertation advances two elds. First, the dissertation advances the
sociology of Al by situating the study of human Al interaction within a randomized con-
trolled experimental framework that isolates the causal e ect of identity cues on judgments
of bot versus human status. Second, the dissertation contributes to statistical methodology
by developing tools for causal inference in ordinal outcomes partial identi cation settings.
These tools are broadly applicable to areas beyond Al and social science, areas such as
medicine, education, and politics, in which ordinal outcomes are common and modeling
assumptions may be di cult to justify.

The remainder of this dissertation is organized as follows. Chapter 2 presents the socio-
logical motivation, experimental design, analysis considerations, and substantive ndings of

the Sociological Turing Test. Chapter 3 develops sharp bounds on the probability of a null
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e ect in binary treatment, ordinal-outcome experiments. Chapter 4 constructs hypothesis
tests and con dence regions for partially identi ed parameters. Chapter 5 concludes with
a discussion of the implications and limitations of current work, as well as directions for

future work, that arise from the research presented in this dissertation.



2. Bot or Not: A Sociological Turing Test

2.1 Introduction

This chapter is an extension of Rochford et al. (2025), of which | am second author,

focusing on the experimental design process.

2.1.1 Sociology of Al

Generative arti cial intelligence (Al) is rapidly transforming social life. Over 40 per-
cent of Americans now use platforms such as ChatGPT for tasks from creative writing to
software development (Bick et al., 2024). Sociologists are only beginning to examine how
this technology may reshape the labor market, the information ecosystem, and other vital
social processes (M. Airoldi, 2022; Bai et al., 2025; W. S. Bainbridge et al., 1994; Davidson,
2024; Davidson & Karell, 2025; Fourcade & Healy, 2024; Gallegos et al., 2025; Ho man
et al., 2022; Joyce & Cruz, 2024; Joyce et al., 2021; Nelson, 2023; Pesko & Stewart, 2023;
Sourati & Evans, 2023; Tsvetkova et al., 2024; Wilmers, 2024; Zajko, 2022; S. Zhang et al.,
2025). As automated agents spread through complex social systems (Bai et al., 2025; Bail,
2024; Davidson, 2024; Fourcade & Healy, 2024; Joyce et al., 2021; Martin, 2023; Sourati &
Evans, 2023; Tsvetkova et al., 2024), people increasingly face informal Turing tests , decid-
ing whether they interact with bots or humans. These encounters are more intricate than
Alan Turing imagined: bot pro les often include Al-generated images and tailored mes-
sages (DiResta & Goldstein, 2024; Farris et al., 2020), and Large Language Models (LLMs)
can adapt to context and converse with many users at once. Such socially embedded clas-
si cation processes underscore the need for a Sociological Turing Test, a framework for
understanding how social factors shape judgments of others as bots or humans.

We develop a theoretical framework to study how people distinguish humans from Al.
We test this framework in a preregistered online experiment with 1,165 U.S. adults who
viewed social-media conversations mixing humans and Al bots. Each prole displayed

controlled visual cues for race, gender, and partisanship. We analyze how respondents



judged pro les most similar to or most di erent from their own self-reported identities
and nd a striking pattern: respondents from dominant social groups more often labeled
dissimilar pro les as bots, whereas members of marginalized groups more often labeled

similar pro les as bots.

2.1.2 Social Identity and Generative Al

The ability to categorize others is central to social life. People constantly read social
signals to make sense of others (Bodenhausen & Richeson, 2010; Fiske & Neuberg, 1990;
Go man, 1959; Tajfel & Turner, 1979). Online interactions complicate this process: with
few physical cues, users rely on limited information (Bail, 2021; Marwick & Boyd, 2011;
Sobieraj, 2020). Early internet studies showed how low-cost identity signals foster deception
(Donath, 1999), and today's platforms intensify it through context collapse and content
overload (Bail, 2021; Marwick & Boyd, 2011; Tufekci, 2017; van Dijck, 2013). A single
image or sentence can convey strong but incomplete identity cues (Bail, 2021; Rogers &
Jones, 2021; Van Bavel et al., 2024), while emoji and reaction buttons add new signals.

Generative Al heightens these challenges. People often fail to distinguish human from
Al text: respondents misclassi ed Al content in job-search, hospitality, and dating contexts
(Jakesch et al., 2023). College instructors detected ChatGPT essays only 70% of the time
(Waltzer et al., 2024), and users feared misclassifying humans more than bots (Kenny
et al., 2024). Al also spreads persuasive misinformation (Spitale et al., 2023), and even
GPT-2 produced news nearly indistinguishable from human writing (Kreps et al., 2022).
If people struggle with isolated passages, spotting bots in complex social media settings is
even harder.

We propose a Sociological Turing Test to examine how social factors, not just technical
limits, shape these judgments, focusing on race, gender, and political partisanship. Racially
marked names reduce trust and cooperation (Bertrand & Mullainathan, 2004; Quillian et
al., 2017). Gender in uences credibility and harassment online (Combs et al., 2023; Quadlin,

2018; Rivera & Owens, 2021; Rivera & Tilcsik, 2016). Partisan divides intensify negative



appraisals and hostility (Bail et al., 2018; Finkel et al., 2020; lyengar et al., 2012; Mason,
2018). Multiple intersecting identities can magnify bias or disadvantage (Billups et al.,
2022; Du Bois, 1903; Go man, 1963; Hill Collins, 1991; Purdie-Vaughns & Eibach, 2008;
Ridgeway & Markus, 2022).

Our rst hypothesis (H1) predicts respondents will more often classify pro les with very
di erent identity cues as Al bots, re ecting out-group distrust (Brown, 2020; Owens et al.,
2010; Tajfel & Turner, 1979). Our second hypothesis (H2) predicts the opposite: pro les
closely matching a respondent's own identity may also be labeled bots, consistent with
the uncanny valley (Moore, 2012; Mori et al., 2012) and theories of symbolic boundary
maintenance (Lamont & Molnér, 2002; Smith, 2014). Similarity can heighten sensitivity to

subtle discrepancies and perceived threats to group distinctiveness (Brown, 2020).
2.2 Dynamic Randomized Experiment

As discussed in the introduction, examining how social identity cues shape human judg-
ments about the botness or humanness of online pro les is increasingly important in an
era where humans interact with LLMs frequently and on many platforms. In this section,
we describe the most natural and ideal experiment, the dynamic randomized experiment,
that one might design to isolate the causal e ect of race, gender, and partisanship identity
cues on bot perceptions of online pro les. In the following sections, we describe the chal-
lenges of implementing this design for our setting and discuss the design we landed on for
our experiment.

This ideal design would insert each respondent in their own dynamic, multi-pro le
conversational environment, such as a simulated social media news feed. Within this set-
ting, respondents would engage with multiple LLM-operated pro les whose posts, likes,
comments, and other interactions would happen in real time. This environment would
allow us to closely imitate the social media environments in which judgments about the
authenticity of online pro les are usually made.

A single pro le in each environment would be designated as the focal prole. The focal



pro le's pro le picture would be manipulated to display race, gender, and partisanship
identity cues, while several nonfocal proles would be held constant across treatment
groups. Respondents would be randomized into the di erent focal pro le arms doing so
balances respondent characteristics across arms. Respondents in each environment would
complete an interactive session with these LLM-operated pro les, which may include actions
such as posting, commenting, liking, and following, and would subsequently be asked to
answer the question of whether they thought the focal pro le that they encountered was a

bot or a human.

2.2.1 Design Speci cs

In this design setting, we would construct a full factorial design based on the three
binary identity attributes: race (r P tBlack, Whiteu), gender (g P tMan, Womanu), and
partisanship (p P tDemocrat, Republicanu). This creates eight possible combinations of
identities:

(r, g, p) P tBlack, Whiteu tMan, Womanu tDemocrat, Republicanu.

Each respondent would be randomly assigned to one of these eight treatment conditions,
de ned by the eight focal pro les, each of which would have its pro le picture manipulated

to take on one of these identities. Let

Ti=(iG,m)

denote the set of identity attributes assigned to the focal pro le in respondent i's interaction
environment. Assignment would be independent across respondents, with each respondent
having a 1/8 probability of being assigned to any given arm.

After completing the interaction period, respondents would answer a post-interaction
survey that includes the main question of interest: Do you think the focal pro le you
interacted with is a bot or a human? Note that respondents would not know which pro le
is the focal pro le beforehand, and we would replace the wording focal prole with the

actual username of that pro le in the post survey question. Then, we de ne the potential



outcome

Yi(r!g! p)!

the bot or human rating that respondent i would give if assigned a focal prole with

attributes (r, g, p). The observed binary outcome is

Y; =Yi(ri, g, pi) = 1trespondent i labels the focal pro le with attributes (r i, gi, pi)) as a botu.

The primary estimand for each treatment arm would then be the probability or odds of bot

classi cation:

( Pr Yi(r,g,p)=1( (

PrY(,g,p)=1",
i.9.p) 1P Yi(ng.p=1

These quantities and this design would allow us to characterize how a pro le's race, gender,
and partisanship cues impact respondent classi cation of that pro le as either a bot or a
human in a dynamic interactive environment that mimics online social media platforms.
We note that the factorial nature of this design would allow for various types of e ects.
For example, we could examine the probability that Black Democrat Woman pro les are

labeled a bots:

PrtY;(Black, Woman, Democrat) = 1u

We would also be interested in heterogeneous (i.e., conditional) e ects. In other words,
how di erent respondents from di erent demographic groups label di erent pro les as bots.
For instance, we could be interested in the conditional probability that Black Democrat

Woman pro les are labeled as bots by white Republican men:

PrtY;(Black, Woman, Democrat) = 1 | Respondent = White Republican Manu

This would measure the bot-classi cation rate for Black Democrat Women pro les, specif-
ically among white Republican men respondents. Such conditional analyses reveal whether

bot classi cation happens di erently across di erent respondent subgroups.
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2.2.2 Power Analysis

To determine whether or not the above experimental design is feasible, given resource
constraints, for detecting the factorial e ects in our 22 design with binary outcomes, we
conducted a simulation-based power analysis following the potential outcomes framework
for 2K factorial experiments discussed in Dasgupta et al. (2012). Our goal of running this
simulation power analysis is to nd the minimum number of respondents needed to obtain
a power of at least 0.8 for detecting any nonzero factorial e ect among the seven estimands
corresponding to the three main e ects, the three two-way interactions, and the single three-
way interaction that following Dasgupta et al. (2012) would yield in our case. This means
we want to nd the smallest n for which the minimum power across all seven factorial e ects
is at least 0.8. This ensures adequate power to detect even the weakest nonzero e ect.

In a 2K design, we let J = X denote the number of treatment combinations. Here,

K = 3 yields J = 8 treatment arms, as stated before. Following Dasgupta et al. (2012), let

O,....,q1 Pt1,1u’

denote the orthogonal contrast vectors associated with the K main e ects and all interac-

tions. For each respondent i, de ne the vector of length J

Yi= Y(@D),....%Q) ",

as the vector which records the full set of potential outcomes. The unit-level factorial e ect

for contrast jPt1,...,J 1luis
tij =2 (K1) ngYi.
and the corresponding nite-population estimand is

t_j =2 (K1) gJTY_,

whereY is the vector of averaged potential outcomes for each treatment option (each focal
pro le identity combination). These estimands provide a potential-outcomes interpretation

of main and interactions e ects applicable even to binary outcomes.

11



We conducted a grid search over candidate per-arm sample sizes

n P t5,10,...,500u,

evaluating power under each n and each of six data-generating parameter vectors q. The
six g con gurations were chosen to span a range of weak/strong and sparse/di use e ect
patterns. For each candidate sample size n and each parameter vector g, we simulated 100
datasets according to the following steps:
1. We generated a design matrix X with one column for each of the three main ef-
fects (race, gender, partisanship), the three two-way interactions, and the three-way

interaction, producing a vector X;; for respondent i in treatment arm j.

2. For each respondent i and each treatment arm jP t1,..., Ju, we computed
Pij T
lo =01+ Xips,
g 1 p i ai ij s

producing eight linear predictors per respondent, corresponding to the eight total
potential outcomes.
3. Potential outcomes were simulated for each respondent i and each treatment arm j

according to

Yij Ber Pij

using the Bernoulli distribution as we have a binary outcome.
4. Under random assignment with equal allocation across the J treatment arms, the

expected mean outcome in arm j equals the average potential outcome for that arm:

n

Yij-
i=1

Yj=

Sl

5. Then, for each of the 100 datasets, we obtain

f=2KD gy,

whereY =(VYq,...,Y)7.
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To test the null hypothesis
HOj . tj =0

for each of the seven factorial eects j = 1,...,J 1, we constructed two-sided Normal-

approximation con dence intervals using a plug-in Binomial standard error based on the
simulated arm means. Because we jointly examined all J 1 = 7 factorial e ects, we

controlled the family-wise error rate using a Bonferroni correction. Speci cally, we rejected
Ho; when the Bonferroni-adjusted con dence interval excluded zero, corresponding to a
signi cance level of

al(J 1) =0.05/7.

For each per-arm sample size n, the empirical power for e ect j was de ned as the proportion
of the 100 simulations in which we reject the null hypothesis for that e ect. The overall
power for that n was the minimum power across all seven e ects. We then de ned the
su cient per-arm sample size as the smallest n for which this minimum power exceeded
the 0.8 threshold.

The simulation results indicate that approximately n 250 respondents are required to
achieve at least 0.8 power for detecting any of the seven factorial e ects at the 0.05 signi -
cance level. This sample size is reasonable under most resource constraints. However, a key
goal of our study is to examine how these e ects vary across respondent demographic groups
(e.g., black Democrat women and white Republican men). Because there are eight such
respondent subgroups, achieving comparable power within each subgroup would approxi-
mately require increasing the total sample size nJ = 2000 by a factor of eight, producing a
necessary total sample size on the order of

Nyte 8 2000

This requirement exceeds the resources available for this project and would incur substantial
burdens on respondent recruitment, compensation budgets, and computational demands
(from hosting the study on an interactive-environment platform). Consequently, despite

the advantages of the dynamic randomized design, we redesigned our experiment to attain
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su cient power to analyze our hypotheses of interests while staying within practical resource

constraints. The revised, and nal, design is described in the sections that follow.
2.3 Static Conjoint Experiment

Given the resource constraints, in order to ensure that our study was su ciently powered
to detect the treatment e ects of interest, we modi ed our original dynamic experiment
and turned to a static conjoint design. Whereas our initial design relied on interactive,
real-time engagement between respondents and multiple LLM-operated pro les a setting
that required a large sample size and substantial computational infrastructure the conjoint
approach o ers a more scalable and easy-to-run alternative. Conjoint experiments (Agarwal
et al., 2015) are widely used in survey research to estimate how people evaluate multi-
attribute policies, products, or, in our case, pro les. Respondents are typically shown sets
of pro les, each pro le characterized by multiple randomly assigned attributes (in our case,
race, gender, and partisanship), and asked to rate each option.

One key advantage of the conjoint design is that it allows each respondent to, within
a reasonable time frame, evaluate multiple pro les, thereby increasing statistical e ciency.
By collecting multiple responses from every respondent, the design reduces the sample size

requirements while still enabling us to estimate our e ects of interest.

2.3.1 Respondent Task

In our conjoint experiment, respondents are shown several short social media threads.
Each thread contains dialogue content generated by a mixture of human research assistants
and an LLM agent powered by GPT-4. The pro le picture identity cues for the pro le
operated by the LLM in these threads constitute the experimental treatment. Although
all prole pictures and usernames are fabricated, the Al-operated pro le's attributes
race, gender, and partisanship are systematically manipulated across the threads. This
setup allows us to present respondents with controlled but realistic examples of online
conversation, imitating the type of content encountered on typical social media platforms.

Respondents are then asked to classify each pro le as either a bot or a human after reading
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the corresponding thread.

Figure 2.1 provides an overview of the structure of the study. The owchart illustrates
the randomization of identity cues, the presentation of multiple pro les per respondent,
and the post survey classi cation task. This design ensures that each respondent evalu-
ates multiple pro les while enabling us to directly analyze how identity cues shape bot
perception.

A key design consideration is the number of pro les that each respondent should rate.
Presenting too few pro les sacri ces statistical precision, whereas presenting too many
pro les presents the risk of running into respondent fatigue and in ated within-person cor-
relation. After piloting and reviewing other conjoint studies, we selected a design in which
each respondent viewed four threads, each containing a distinct pro le image and identity
cue combination for the LLM-operated pro le. Every respondent saw all combinations of
the binary race (black, white) and gender (man, woman) attributes. Partisanship cues
(Democrat or Republican) were independently randomized across pro les shown to each
respondent. This structure ensures full coverage of the range of identities in our factorial

experiment while maintaining a reasonable response load for our respondents.

2.3.2 Outcome Measure

Another key survey decision was how best to elicit respondents' judgments about the
botness of each prole. In many conjoint experiments, respondents are shown pairs of
options and asked to choose which one they prefer. However, this approach poses challenges
for our study. When a respondent is asked to evaluate multiple pairs of pro les, pairwise

comparisons can generate preference cycles that violate transitivity such as

A B, CiA, but B j C,

even when such cycles do not correspond to meaningful distinctions in the respondent's
perceptions of botness. These cycles complicate interpretation and create di culties for
modeling, especially when the quantity we are trying to measure is an absolute judgment

(is this pro le a bot? ) rather than a relative judgment.
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One possible solution is to include an equally likely or no di erence response category
to avoid forcing respondents to choose between pro les. In principle, allowing respondents
to indicate ties can reduce arti cial distinctions when pro les genuinely appear similar.
However, in our pilot study, we found that respondents overwhelmingly selected no di er-
ence when given the option. This pattern suggests that this format may not be sensitive
enough for capturing bot perceptions, as we cannot tell whether respondents choose no
di erence because they genuinely see no di erence, because they simply do not have strong
beliefs about what bots should look like, or because they are apathetic about the classi ca-
tion task. Such a response pattern risks underestimating the e ects of interest and reducing
our ability to detect meaningful di erences.

To address these issues, we came up with the following measurement strategy. Instead
of pairwise comparisons, each respondent directly rated each pro le on a binary scale, as
either a bot or a human. This approach produces an unambiguous and interpretable
outcome that matches more closely to the theoretical question of interest: whether a pro le
is perceived as a bot or human. It also avoids the interpretive complications associated with
intransitive preference cycles and reduces respondents' cognitive burden by allowing them to
make independent judgments about each pro le rather than comparative judgments across
multiple pairs of pro les.

By collecting multiple binary classi cations from each respondent, this design achieves a
balance between measurement quality and statistical power. The resulting data allow us to
estimate how race, gender, and partisanship cues shape perceptions of botness for di erent
respondent demographic groups, providing a solid foundation for the analyses presented in
the following sections.

2.3.3 Treatment Exposure
2.3.3.1 Visual Identity Cues as Treatment

With the respondent task and outcome measure set, we turn our focus to details re-

garding the treatment stimuli. We systematically manipulate the visual identity cues of
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the LLM-operated pro le each time it was displayed in a pro le and shown to our respon-
dents. Cues for race (black, white) and gender (man, woman) were signaled using pro le
photos selected from the 10k US Adult Faces Database (W. A. Bainbridge et al., 2013).
This database contains face photographs that have been pre-rated by 1,274 respondents on
various facial and personality attributes. We chose one image for each race/gender com-
bination (for four total images) that were balanced on potentially confounding subjective
attributes such as attractiveness and trustworthiness. Each of the four race-gender displays
of the LLM-operated pro le was also assigned an identity-consistent username. Partisan-
ship was signaled by randomly overlaying either a blue Proud Democrat or a red Proud
Republican banner onto the LLM-operated pro le's photo.

To enhance the believability of the threads and ensure the LLM-operated pro le's cues
did not stick out in each thread, the human-operated pro les were also assigned visual cues.
Various usernames, pro le images, and banners were given to these human pro les. Names
could be generic usernames or real names plausible for the assigned persona's demographics.
Pro le images included generic avatars (e.g., cute animals) or realistic facial images aligned
with the persona's demographics. To cue political partisanship, our LLM-operated bot
pro les always displayed political banners in their pro le images. Seeing that not all social
media pro les in real life have banners, to make these political banners appear natural (and
avoid the presence of banners tipping o the existence of bot pro les), we also gave human-
operated pro les various types of banners. Human-operated pro les had a 25% chance of
displaying a partisan banner (either Democrat or Republican), a 25% chance of displaying
a political issue banner (e.g., climate action or gun rights, depending on partisanship of
the prole's persona), and a 50% chance of displaying no banner. The usernames and
pro le images for the human-operated pro les were randomized without replacement across
the four chat threads shown to each respondent to give the impression that each thread
contained distinct pro les and conversations. See Figure 2.2, Figure 2.3 for some examples
of focal and nonfocal pro les, and Figure 2.4 for all usernames and other photos used in

creating the pro les.
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2.3.3.2 Generating Pro le Text Content

An important consideration for our design is the inclusion of nonfocal pro les with
human-generated content alongside the focal pro les with LLM-generated content in each
chat. If every pro le's content were bot-generated, respondents could label every pro le as
a bot (and be correct in their answer), but such a measure would be ambiguous for our
causal estimands. For example, without human-generated content, if a respondent rates
every pro le they see as a bot it would be unclear if that rating is due to the pro le's
identity cues or if the respondent is simply very skilled at detecting bots. Without a known
set of human pro les, there is no way to distinguish these two cases. The existence of a
correct answer by having both human- and LLM-generated content also enables richer
analysis, as we can now analyze respondent ability to detect bots and whether this ability
varies among di erent demographic subgroups.

Another consideration is isolating the e ect of our experimental visual identity cues
from confounders that may arise from the text shown to respondents. This is necessary as
elements of text could potentially signal identities independent of the manipulated identity
cues. For example, text discussing climate change may signal Democratic partisanship. We
could have had distinct LLM prompts for each identity combination. However, two con-
founders arise from this. First, previous studies have found that LLMs may not reasonably
portray diverse identities especially minority identities (Hofmann et al., 2024; Larooij &
Tornberg, 2025; Ostrow & Lopez, 2025; Salinas et al., 2025; S. Zhang et al., 2025). This
drawback of LLMs' could potentially lead respondents to classify minority pro les as bots
based on less believable text rather than our manipulated identity cues. Second, giving each
social media chat its own LLM prompt would necessarily create variation in the human-
generated content for that chat, which could also confound respondent responses on bot
perceptions.

To address this challenge, we found one GPT-4 prompt that could generate believable

social media content that could be reasonably paired with any of the eight possible visual
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identity combinations. We did so by running a separate pretest survey via CloudResearch
Connect (N = 150) to evaluate sample social media messages produced by an initial set
of xed prompts for the Large Language Model GPT-4 (snapshot 0613) from OpenAl.
These initial prompts were designed to produce believable social media messages, while
avoiding implying a particular race, gender, or partisanship. These prompts or personas
included a preamble that described the style of communication required (short, informal
social media messages), personality and behavior traits in discussion, and a small set of
potential discussion topics. Respondents were asked if these messages evinced political bias
as well as whether they thought the messages were produced by bots. We selected a prompt
with generated texts that were less frequently perceived as politically partisan or bot-like
and elected this persona as the netural persona.

To create social media chat threads containing both bot and humans, we conducted a
synchronous conversation between the neutral, pre-tested GPT-4 persona we identi ed and
ve human research assistants (RAs). RAs were assigned basic demographic and partisan
pro les to guide their contributions, but were instructed to only avoid contradicting them
and not to explicitly perform or roleplay these identities. The RAs were unaware that one
of the pro les in their conversations was performed by the pre-tested GPT-4 persona. We
took the entire discussion and split it into segments containing posts and corresponding
replies. In total, the full discussion yielded nine distinct conversation threads, seven of
which included at least one post or reply from the pre-tested GPT-4 persona interacting
with the human RAs. The text from these seven threads formed the basis of the stimuli
presented to respondents, with four threads randomly displayed, one at a time, for each

respondent.

2.4 Running the Experiment
2.4.1 Experimental Units

We recruited 1,165 United States adults via the CloudResearch Connect platform in Oc-

tober 2024. To ensure su cient sample size across race, gender, and political partisanship,
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we created eight separate recruitment streams corresponding to each targeted combination
of these characteristics, with independent quotas set for each group. Respondents received
a base payment of $2 for completing our 10 minute survey, with an additional bonus of up
to $1 for accurate human or bot classi cations to incentivize careful engagement with the
task. As preregistered, respondents who failed quality and attention checks were excluded
from our analysis, narrowing our analytical sample to 1,160 respondents (for a list of checks,
see Appendix A.2). We also excluded any respondents whose demographics as indicated
by their survey responses did not match any of the eight identity combinations of interest

(e.g., Asians were excluded), leaving us with a nal analytical sample of N = 932.
2.4.2 Survey Process

The survey experiment was hosted on Qualtrics. First, respondents completed a pre-
task survey that collected demographic information about their race and gender, followed
by political partisanship and political ideology. We also collected self-reported social me-
dia usage patterns, to examine whether users of di erent social media display di erent
tendencies in classifying pro les as bot or human.

Next, respondents completed the primary bot-or-human classi cation task. Each re-
spondent was presented with four conversation threads, randomly selected from the seven
available threads created in our human-bot discussion, and displayed using HTML to mimic
the visual layout of common social media platforms. Each thread contained exactly one in-
stance of the pre-tested LLM-operated bot pro le and a number of human pro les, for which
visual identity cues were manipulated across threads as described in previous sections.

Our primary outcome measure was respondents' binary classi cation of each pro le as
bot or human within the presented threads (see Figure 2.5 for an example of one thread
and the corresponding bot versus human classi cation measure). We employed a binary
bot or human classi cation rather than a con dence scale to mirror the categorical nature
of social identity processes and the rapid social judgments people make in online contexts.

This approach aligns with social identity theory's core in-group vs. out-group categorization
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Table 2.1: Respondent Demographics

Characteristic Category N Percent
Total Sample 932 100.0%
Age Mean=39.2 SD=13.3 Range=18-82
Race Black 378 40.6%
White 554 59.4%
Gender Man 480 51.5%
Woman 452 48.5%
Political Party Democrat 543 58.3%
Republican 389 41.7%
Race Gender Black Man 211 22.6%
Black Woman 167 17.9%
White Man 269 28.9%
White Woman 285 30.6%
Race Party Black Democrat 268 28.8%
Black Republican 110 11.8%
White Democrat 275 29.5%
White Republican 279 29.9%
Gender Party Man Democrat 264 28.3%
Man Republican 216 23.2%
Woman Democrat 279 29.9%
Woman Republican 173 18.6%

mechanism, forcing respondents to reveal underlying decision-making heuristics rather than
allowing them to hedge responses. De nitive right and wrong answers also allowed us to
pay respondents for accuracy. Respondents were informed ambiguously that any number of
pro les in each thread could be Al bots (including none), and were reminded of the bonus
for accurately classifying pro les as either bot or human. Respondents remained unaware
that each thread always contained exactly one LLM-operated pro le.

After completing the classi cation task for all four threads, respondents completed a

post-task survey assessing con dence in the classi cations they provided, their familiarity
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with Al systems, and open-ended explanations regarding their classi cation criteria. The
survey also included exploratory items measuring Al-related concerns. We included these
measures to assess whether they correlate with aptitude or a general propensity to classify
pro les as bots. We placed them in the post-treatment survey to avoid priming e ects. For

a list of all questions asked on the survey, please see Appendix A.1.

2.5 Analysis
2.5.1 Model Speci cation

Our outcome is a binary indicator equal to one if a respondent classi ed a given pro le
as a bot and zero if a respondent classi ed it as a human. Because each respondent evaluates
multiple pro les and because these ratings vary in both the pro le's displayed identity cues
and the respondent's own identity attributes, we estimate a saturated logistic regression
model that includes all main e ects and all possible interactions among respondent race,
gender, partisanship, and bot race, gender, partisanship. This fully interacts the identity
of the respondent with the identity cues of the pro le, thereby allowing the most exibility
in examining in-group versus out-group classi cation patterns.

For rating i, the observed binary outcome is assumed to follow;y Ber (p;) where

Pi

log 1p,
|

=bo+  bjl(Aj=L)+  bil(Aji =Lj) I(Ag =L+
j ik

bi 1(Ai =Lj) (A =L I(A) =L)+
Pkl

5
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Here, the attributes and levels correspond to:
Attribute = tRace, Gender, Party, Bot Race, Bot Gender, Bot Partyu,

Level = tWhite, Woman, Republican, White, Woman, Republicanu,

with baseline categories

tBlack, Man, Democrat, Black, Man, Democratu.

This speci cation maintains a saturated model: every possible interaction among bot-pro le
identity cues and respondent identity attributes is included. The resulting coe cient vector

b therefore describes how the odds of labeling a prole as a bot diers as we examine
di erent identity combinations of respondent and bot.

Our primary substantive interest lies in the comparative odds that respondents classify
in-group versus out-group pro les as bots. We report odds ratios because our primary
interest lies in how, for respondents of a given demographic, the odds of respondents rating
a pro le of the same demographic as a bot compare to the odds of the respondents rating
a pro le of a di erent demographic as a bot. For example, for respondents of a given race,
nding the ratio of the odds that they rate pro les sharing their race as bots to the odds
that they rate pro les not sharing their race as bots helps us assess whether respondents
of a certain race label pro les in their racial in-group or out-group as bots more often.

Because each respondent rates multiple focal pro les, ratings generated by the same
individual are not statistically independent. Ignoring this clustering would violate the in-
dependence assumption in modeling and result in underestimating standard errors. To ad-
dress this, we compute clustered standard errors at the respondent level, following Cameron
and Miller (2015).

Let Y be the n 1 outcome vector, X the n 64 design matrix, and b the estimated
coe cient vector, where n is the number of ratings. Let g = 1,...,G index respondents,

with C4 denoting the set of observations belonging to respondent g. The cluster robust
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covariance estimator is
0 1
G

Varc, (b) = (X TWX) T @ X3 dglig XgA (XTWX) 1,
g=1
where W is the diagonal weight matrix with entries p(1 p i) where p = Pr(Y; =1 | X)
(McCullagh & Nelder, 1989), Xq is the submatrix of X for respondent g, andlg =
Wé’z (Yg Pg) contains the weighted residuals for that respondent. The summation across
clusters allows unrestricted covariance structures within respondents while assuming inde-
pendence across respondents, which is a standard assumption for cluster robust inference.
To discuss how we obtain our e ects of interest, we take the estimate in rst row of
Table 2.3, 1.09, for example. This row summarizes, for white respondents, the e ect of
pro le race on bot classi cation while averaging over pro le and respondent gender and
partisanship. Substantively, we interpret that, among white respondents, averaging over
respondent and bot gender and partisanship, the odds of labeling a white pro le as a bot
is approximately 1.09 times the odds of labeling a Black pro le as a bot. To compute this
quantity:

odds(White respondents labels White pro le a bot)
odds(White respondents labels Black pro le a bot) '

we rst subset the data to all responses given by white respondents. For each of these
responses, we hold, as is, all respondent and bot attributes that are not race (i.e., gender
and partisanship). We then use the tted logistic regression model to compute predicted
odds of a bot classi cation under two counterfactual pro le race settings. In the rst
counterfactual dataset, we set all the focal pro les' race to White while leaving all other
covariates unchanged; in the second, we set the focal pro les' race to Black instead. For
each observation, we form the ratio of the odds of labeling White pro le as bot to the
odds of labeling Black prole as bot and we then average these ratios across all white
respondents to obtain the estimated odds ratio reported in Table 2.3.

To conduct inference for this odds ratio, we treat the estimator as a continuous function

g(b) of the logistic regression coe cients. We compute its gradient rg( b) numerically,
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and then apply the delta method with respondent-level clustered standard errors. Specif-
ically, if VarCL(B) is the cluster robust covariance estimator, then the variance of g?() is

approximated by

Var g(b) rg( b)’ Yarc (b)rg( b).

This procedure yields standard errors and p-values that appropriately account for the non-
linear transformation used to compute the estimated odds ratio as well as the dependence

in the data due to multiple responses from the same respondent.

2.5.2 Multiple Testing

Because we test several hypotheses, the method with which we adjust for multiple testing
becomes a point of consideration. The identity attributes of respondents and identity cues
of focal pro les are highly related (for example, the Black Democrat Woman category is
nested under the Black Woman category which is then nested under the Black category).
Since our analysis involves a set of related hypotheses rather than a set of isolated claims,
controlling the family-wise error rate (FWER) to minimize the probability of a single false
positive across all tests would increase the risk of missing meaningful but moderate e ects
across our closely-related hypotheses.

Instead, we control the false discovery rate (FDR), which is more aligned with our goal
of pattern-discovery. Since we do not treat any singular hypothesis as an isolated discovery,
false discovery at the individual-hypothesis level does not weaken the conclusion that a
pattern is present. For example, a Benjamini-Hochberg adjusted p-value of approximately
0.38 means that a nontrivial fraction of our tests may be false positives if we were to
interpret each test individually. However, we interpret our results not at the individual
test-level but at the pattern-level. We compute the Benjamini-Hochberg FDR-adjusted
p-values for all estimated quantities, as presented in Tables 2.3, 2.4, and 2.5.

This experimental design, modeling, inference, and interpretation strategy allows us to,
in a data-driven manner, evaluate competing theoretical accounts of how social identities

shape judgments of botness in online spaces while minimizing confounding in uences that
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often complicate observational studies of online behavior. In the following sections, we detail

what we uncovered regarding the relationship between identity cues and bot classi cation.

2.6 Results
2.6.1 Al Familiarty Exploratory Findings

Prior to evaluating our two central hypotheses, we rst examine descriptive patterns
related to respondents’ familiarity with arti cial intelligence and their overall pro ciency
distinguishing Al bots from humans. The overall proportion of pro les classi ed as Al bots
was virtually identical regardless of whether the pro les were operated by generative Al
or by a real person (29% in both cases), and a“test revealed no signi cant association
between whether the prole was an Al bot or a human and the classi cation made by
respondents (p=0.999). In other words, respondents were not able to distinguish the human
pro les from those powered by LLMs. Additionally, our measure of technical knowledge
about Al systems showed no signi cant correlation with accuracy. Although men reported
substantially higher engagement with Al tools like ChatGPT (92% vs. 81% for women)
and greater con dence in explaining how such systems work (63% vs. 52%), this reported
familiarity did not translate into better detection accuracy. Accuracy in bot classi cation
is uniformly low across all groups (mean = 59% < 72% which is the proportion one would
have gotten correct if they had chosen human for all pro les, as 72% of the pro les shown
were nonfocals). There is no evidence that any demographic group is consistently more or
less accurate at identifying bots based on a logistic regression predicting correctness from
race, gender, and party. Although correctness varies somewhat across demographic groups,
these di erences are small and do not form a clear pattern. These ndings underscore that
variations in classi cation as bot or human likely re ect di ering classi cation strategies or
heuristics employed under conditions of uncertainty, rather than di erences in classi cation

ability.
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2.6.2 Primary Hypotheses Findings

Turning to our primary experimental ndings from the classi cation task, we observed
that the results relating to single-identity hypotheses race alone, gender alone, or partisan-
ship alone did not exhibit strong systematic di erences in how respondents classi ed these
pro les as bot or human (Table 2.3). Yet, as we discussed above, identity is not experienced
as an aggregation of singular features; rather, it is constituted through the intersection of
multiple characteristics. The factorial design of our experiment enabled examination of

these interaction e ects.

Table 2.2: Bot Classi cations by Identity Cues

Bot Identity Cues N (Classi cations) % Rated as Bot SD

All bots 3728 28.9 0.45
Black Man Democrat 461 27.3 0.45
Black Man Republican 471 30.6 0.46
Black Woman Democrat 462 31.2 0.46
Black Woman Republican 470 28.1 0.45
White Man Democrat 463 30.5 0.46
White Man Republican 469 27.9 0.45
White Woman Democrat 465 27.1 0.44
White Woman Republican 467 285 045

Our analysis revealed support for both of our hypotheses. We examined the estimated
odds ratios for classifying proles as Al bots when displaying identity cues maximally
dissimilar from the respondent (in terms of race, gender, and partisanship) relative to
classifying pro les as Al bots when displaying maximally similar cues. Here, we found some
results consistent with the narrative of out-group bias (H1). For example, from Table 2.5
the odds of white Republican men classifying pro les displaying cues for black Democratic
women as bots is 2.14 times their odds of classifying pro les displaying cues matching their
own identity as bots.

We observed the opposite pattern across members of marginalized groups: individuals

in these groups were often more likely to classify pro les displaying cues that aligned with
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their own identities as Al bots. This provides evidence for some form of heightened sensi-
tivity towards in-group identity cues (H2). For instance, based on Table 2.4, among black
Democrats, averaging over gender, the odds of their classifying pro les with cues aligned
with their own identity as bots is 1.5 times their odds of classifying pro les displaying white
Republican cues as bot. In addition, from Table 2.5 the odds of black Democratic women
classifying pro les with cues aligned with their own identity as bots is twice their odds of
classifying pro les displaying white Republican man cues as bots. These results indicate a
tendency among some identity groups to classify online pro les displaying familiar identity
markers as bots. Although not all odds ratios were signi cant, the ordering shows a pattern:
generally, respondents who identify as black or as women more often classi ed pro les with
similar identity cues as bots, while respondents identifying as white or as men more often

classi ed dissimilar pro les as bots.

Table 2.3: Fixed-effects model with clustered standard errors. OR = odds ratio; LB = 95%
Cl lower bound. p-value (FDR) = Benjamini-Hochberg FDR-adjusted p-values.
Single-identity hypotheses.

Hypothesis OR LB p-value p-value (FDR)

1 Wrate W bots more often 1.09 0.93 0.18 0.63
2 Wprate B bots more often 1.01 0.87 0.46 0.74
3 B rate B bots more often 1.36 1.06 0.02 0.38

4  Brate W bots more often 0.97 0.79 0.61 0.75
5 Mrate M bots more often 1.04 0.88 0.34 0.69
6 Mrate F bots more often 1.07 0.9 0.26 0.68
7 F rate F bots more often  1.13 0.81 0.27 0.68
8 Frate M bots more often 1.11 0.93 0.17 0.63
9 Drate D bots more often 1.13 0.96 0.10 0.44
10 Drate R bots more often 0.98 0.83 0.58 0.75
11 Rrate R bots more often 1.21 1 0.051 0.38

12 Rrate D bots more often 1.23 0.78 0.23 0.68

2.7 Discussion and Conclusion

This study examined how people interpret social identity cues when judging whether
a social media pro le is controlled by a generative-Al bot or a human. Our experimental

results show that these classi cations are complex and context-dependent, particularly when
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Table 2.4: Fixed-effects model with clustered standard errors. OR = odds ratio; LB = 95%
Cl lower bound. p-value (FDR) = Benjamini-Hochberg FDR-adjusted p-values.
Double-identity hypotheses.

Hypothesis OR LB p-value p-value (FDR)

13 WM rate WM bots more often 1.02 0.77 0.45 0.74
14 WM rate BF bots more often 1.01 0.76 0.47 0.74
15 BMrate BM bots more often 1.12 0.74 0.32 0.68
16 BMrate WF bots more often 1.01 0.7 0.48 0.74
17  WF rate WF bots more often 0.99 0.74 0.53 0.74
18 WF rate BM bots more often 1.08 0.8 0.33 0.68
19 BF rate BF bots more often 1.7 095 0.07 0.38
20 BF rate WM bots more often 0.72 0.46 0.89 0.98
21 WD rate WD bots more often 1.29 0.96 0.08 0.39
22 WD rate BR bots more often  0.87 0.64 0.77 0.91
23 BDrate BD bots more often 1.48 1.05 0.03 0.38
24  BD rate WR bots more often  0.75 0.52 0.91 0.98
25 WR rate WR bots more often 0.98 0.72 0.55 0.75
26 WRrate BD bots more often  1.12 0.84 0.26 0.68
27 BRrate BR bots more often  1.54 0.93 0.08 0.39
28 BRrate WD bots more often  0.98 0.59 0.52 0.74
29 DMrate DM bots more often 1.11 0.77 0.32 0.68
30 DM rate RF bots more often 1.12 0.8 0.29 0.68
31 DF rate DF bots more often 1.34 0.98 0.07 0.38
32 DFrate RM bots more often 0.82 0.59 0.84 0.95
33 RMrate RM bots more often 0.99 0.7 0.51 0.74
34 RMrate DF bots more often  1.06 0.75 0.39 0.74
35 RF rate RF bots more often 1 0.69 0.51 0.74
36 RFrate DM bots more often 1.11 0.76 0.32 0.68

evidence is ambiguous. Individuals scrutinize identity cues not only in out-group pro les
but also in pro les resembling their own especially among marginalized groups. Although
our manipulations were intentionally narrow, these ndings have important implications

for the emerging sociology of generative Al.
2.7.1 Sociological Turing Test and Social Position

Past research evaluating human-versus-bot classi cation typically presented isolated
text or screenshots (Brown, 2020). Our design instead places an Al bot among humans in

a multi-actor conversation and adds visual cues of race, gender, and partisanship, re ecting

how real users evaluate pro le pictures, usernames, and other signals (Bail, 2021). By
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Table 2.5: Fixed-effects model with clustered standard errors. OR = odds ratio; LB = 95%
Cl lower bound. p-value (FDR) = Benjamini-Hochberg FDR-adjusted p-values.
Triple-identity hypotheses.

Hypothesis OR LB p-value p-value (FDR)

37 WDM rate WDM bots more often 0.82 0.46 0.71 0.86
38 WDM rate BRF bots more often  1.22 0.69 0.29 0.68
39 BDM rate BDM bots more often  1.09 0.53 0.42 0.74
40 BDM rate WRM bots more often 0.92 0.45 0.58 0.75
41  WDF rate WDF bots more often  1.77 0.97 0.06 0.38
42  WDF rate BRM bots more often  0.57 0.31 0.94 0.98
43 BDF rate BDF bots more often 203 1.06 0.04 0.38
44  BDF rate WRM bots more often 0.49 0.26 0.96 0.98
45 WRM rate WRM bots more often 0.47 0.27 0.99 0.99
46 WRM rate BDF bots more often  2.14 1.23 0.01 0.38
47 BRM rate BRM bots more often  1.53 0.73 0.17 0.63
48 BRM rate WDF bots more often  0.65 0.31 0.83 0.95
49  WRF rate WRF bots more often  1.08 0.61 0.41 0.74
50 WRF rate BDM bots more often  0.92 0.52 0.59 0.75
51 BRF rate BRF bots more often 031 0.1 0.96 0.98
52 BRF rate WDM bots more often 3.2 1.06 0.04 0.38

combining dialogue with visual identity cues, we study the informal, socially situated Turing
tests that occur online. This approach allows observation of identity-based categorization
in action and addresses the issue of falsi ability in tests of social identity theory (Brown
2020). Our ndings show that the Turing test must consider not only the properties of
humans and bots but also the social background of the person evaluating them.

We nd a form of in-group skepticism among people with multiple disadvantaged iden-
tities, echoing stigma consciousness (Go man, 1963) and double-consciousness (Du Bois,
1903). In the context of social media, identity markers can be appropriated, familiar identi-
ties may trigger heightened suspicion. This dynamic resonates with contemporary accounts

of appropriation and misrepresentation (Brensinger, 2023).

2.7.2 Limitations and Conclusion

Our experiment manipulated only images and usernames within a text-based social-
media format and focused on race, gender, and partisanship. Future research could exam-

ine additional identities such as age, socioeconomic status, or religion and incorporate
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behavioral rhythms, interactive dialogue, and other generative-Al artifacts like deepfakes or
synthetic voices. Cross-platform replication (e.g., TikTok, Reddit) and cross-national stud-
ies would test whether cultural or platform norms mediate classi cation. More interactive
designs could also measure behaviors such as replies, direct messages, sharing, or blocking.
Perhaps the most important implication is that humanity itself is becoming a negotiated
boundary online. Marginalized groups may enter the Al era with heightened vigilance that
erodes intra-group trust (C. Lee et al., 2024; Sobieraj, 2020; Wu, 2018), while dominant
groups can weaponize the bot label to dismiss dissent or discomfort. As generative Al
systems proliferate, the question is no longer whether people can tell bots from humans in

principle, but whose personhood becomes suspect and on what social grounds.
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FIGURE 2.1: Flowchart demonstrating study design.
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FIGURE 2.2: Example “focal” pro les shown to respondents in our study. We selected
faces from the 10k US Adult Faces Database database that were relatively balanced across
features like attractiveness, trustworthiness, and other potential visual confounders.

FIGURE 2.3: Example “nonfocal” pro les shown to respondents. Personas for these
human pro les were xed, and display images, banners, and usernames were randomly
assigned to them such that the demographics of the persona were not contradicted.
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FIGURE 2.4: Usernames and other pro le photos used to create “focal” and “nonfocal”
pro le identities.
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