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Abstract

This dissertation develops novel latent space statistical methodology for imputation in
complex interaction networks characterized by sparsity, observational bias, spatiotemporal
variation, and functional-valued edges.

First, we address the challenge of imputing a meta-network from multi-source ecological
data subject to extreme observational bias. This work is motivated by frugivory interaction
networks, where most source studies focus on a limited number of taxa, leading to incom-
plete species co-occurrence information and uninformative non-edges. We introduce the
Extended Covariate-Informed Link Prediction (COIL+) framework which flexibly borrows
information across studies to reduce bias due to uncertain species occurrence. This allows
non-edges arising from species non-overlap to be more effectively distinguished from true
absences of interaction.

Second, we consider spatiotemporal populations of highly sparse networks, where both
node set variability and under-sampling impede inference. In this regime, existing dynamic
latent factor models are over-parameterized, resulting in overfitting and poor predictive per-
formance. To address this, we introduce the Nested Exemplar Latent Space (NEX) model,
driven by a low-rank factorization of the latent trait tensor. NEX decomposes node-level
latent features into a lower-dimensional feature space governed by a small number of exem-
plar curves. We demonstrate the performance and interpetability of this approach through
simulation and application to a collection of Arctic dynamic plant-pollinator networks.

Finally, we examine to chemical-gene interaction networks where edges represent dose-
response functions measured via high-throughput screening (HTS). These networks are
characterized by extreme sparsity, with the vast majority of chemical-gene pairs still untested.
We propose the Dose-Activity Response Tracking (DART) method which integrates existing
knowledge of chemical structural covariates and gene ontologies into a latent factor model
to borrow information across dense and sparse regions of the dose-response surface. DART
enables prediction of dose-response curves for untested pairs, facilitating prioritization of

substances for further screening. We evaluate the performance of the proposed method
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with respect to simulated data and a new PFAS-HepG2 dose-response dataset.
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1. Introduction

Many of the most pressing scientific questions across disciplines from ecology to fi-
nance revolve around interactions and the networks they form. Shifting trade networks in
global finance can reveal changes in regional interdependence; spatial heterogeneity in fru-
givory networks has important implications for seed dispersal and forest maintenance; and
chemical-gene interaction networks in toxicology provide insight into potential human and
environmental health risks. At its core, a network is a collection of nodes—representing
entities or actors—Ilinked by edges that represent relationships between them. Even for
static, single-layer networks, structural complexity abounds: nodes may belong to one or
more sets (as in bipartite graphs), edges may be directed or undirected, and networks may
vary over time or space in terms of both the node set and connectivity patterns.

Network-structured data are often complex, high-dimensional, sparse, and observed with
substantial bias—posing challenges for traditional statistical methods. Although the era of
“big data” has transformed most scientific fields, high-quality interaction data remain scarce
due to the high cost and logistical difficulty of observing relationships directly. Even when
such data are available, modeling challenges persist: flexible inference is difficult when the
number of nodes is large relative to the number of network replicates, requiring principled
dimension reduction.

One common approach assumes stochastic equivalence: edges are conditionally indepen-
dent given latent class membership of the nodes (Airoldi et al., 2005; Karrer & Newman,
2010; Nowicki & Snijders, 2001). While a rich literature extends the class of stochas-
tic block models (SBMs) to more flexible formulations, the core assumption limitis their
applicability outside community detection settings. A flexible alternative emerged in the
form of latent factor models Durante and Dunson, 2014b; Hoff et al., 2002a, which posit
that a node’s propensity for interaction is driven by a vector of unobservable features; the
probability of an edge between any two nodes is a function of the inner product of their
latent features—their distance in the latent space. These models support highly expressive

and interpretable representations of network structure and have seen broad adoption. Yet,
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existing latent space models struggle computationally and inferentially in the presence of
extreme sparsity, missing data, or functional-valued edges, as in dose-response experiments.

This dissertation attempts to address some of these challenges and presents three
Bayesian modeling contributions for network data, addressing bias, spatiotemporal dy-
namics, and functional outcomes.

In Chapter 2, we develop an approach to reduce bias in link prediction in the common
ecological scenario in which studies are characterized by extreme taxonomic and geograph-
ical bias. Biotic interactions provide a valuable window into the inner workings of complex
ecological communities and capture the loss of ecological function often precipitated by
environmental change. Indeed, ecological networks are crucial to understanding the impli-
cations of environmental change for the assembly and persistence of species communities.
However, the financial and logistical challenges associated with collecting interaction data
result in networks that are recorded with geographical and taxonomic bias, particularly
when studies are narrowly focused. Our Extended Covariate-Informed Link Prediction
(COIL+) framework builds upon recent by Papadogeorgou et al., 2023, utilizing a latent
factor model that flexibly borrows information between species and incorporates depen-
dence on covariates and phylogeny. We introduces a framework for borrowing information
from multiple studies to reduce bias due to uncertain species occurrence. We propose a
new trait matching procedure which permits heterogeneity in trait-interaction propensity
associations at the species level. We illustrate the approach through an application to a
literature compilation data set of 268 sources reporting frugivory in Afrotropical forests and
compare the performance with and without correction for uncertainty in occurrence. Our
method results in a substantial improvement in link prediction, revealing 5,255 likely but
unobserved frugivory interactions, and increasing model discrimination under conditions of
great taxonomic bias and narrow study focus. This framework generalizes to a range of
network applications involving missing or biased observations.

In Chapter 3, we develop a novel low rank tensor factorization approach to achieve di-

mension reduction in populations of sparse spatio-temporally varying networks. Dynamic
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latent space models are widely used for characterizing changes in networks and relational
data over time. These models assign to each node latent attributes that characterize con-
nectivity with other nodes, with these latent attributes dynamically changing over time.
Node attributes can be organized as a three-way tensor with modes corresponding to nodes,
latent space dimension, and time. Unfortunately, as the number of nodes and time points
increases, the number of elements of this tensor becomes enormous, leading to computa-
tional and statistical challenges, particularly when data are sparse. We propose a new
approach for massively reducing dimensionality by expressing the latent node attribute
tensor as low rank. This leads to an interesting new nested exemplar latent space model,
which characterizes the node attribute tensor as dependent on low-dimensional exemplar
traits for each node, weights for each latent space dimension, and exemplar curves char-
acterizing time variation. We study properties of this framework, including expressivity,
and develop efficient Bayesian inference algorithms. The approach leads to substantial ad-
vantages in simulations and applications to ecological networks. We explore an in-depth
application to a dynamic network dataset comprising over two decades of plant-pollinator
interaction observations from the high arctic Zackenberg Valley, demonstrating both the
cores attributes of the proposed approach and key considerations when adapting the model
to real-life networks observed with bias.

In the final chapter, Chapter 4, we propose a novel framework for modeling dose-response
relationships across chemical-gene pairs extending recent work on generalized infinite fac-
torization priors. High-throughput screening (HTS) platforms generate vast experimental
data on gene expression responses to chemical exposure, but the resulting networks are
highly incomplete, with most dose-response curves truncated or entirely unobserved. Al-
though gene ontologies characterize similarity among genes with respect to known cellular
functions and biological pathways, the sensitivity of various pathways to environmental con-
taminants remains unclear. We propose a novel Dose-Activity Response Tracking (DART)
approach to predict the biological activity of chemicals across genes using information on

chemical structural properties and gene ontologies within a Bayesian factor model. DART
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reveals the latent processes driving the dose-response curves and predicts new activity pro-
les for chemical-gene pairs lacking experimental data. DART captures latent mechanisms
governing toxicity while facilitating out-of-sample prediction. We validate its performance
through simulations and an application to a large-scale dataset of Per- and poly uoroalkyl
substances (PFAS) exposure in HepG2 cells.

Collectively, these contributions advance statistical methodology for complex network
data under conditions of sparsity, bias, and functional complexity. Each chapter addresses
key challenges in high-dimensional, structured data while o ering tools with broad appli-

cability across scienti ¢ domains.



2. Covariate informed link prediction with extreme
taxonomic bias

Species interactions form the foundation of ecological communities: Their study is cru-
cial to understanding both the natural processes in uencing community assembly and the
likely impacts of anthropogenic activities. The collection of biotic interactions within a
community or ecosystem can be described as a network whose topology contains intrinsic
interest and is also instrumental in the study of ecological resilience (Suweis et al., 2013).
A growing body of literature suggests a powerful link between network structure and com-
munity dynamics, namely robustness in the face of disturbance (Dunne, 2006), tolerance
to extinction (Memmott et al., 2004), and productivity (Duy et al., 2007; Fiegna et al.,
2014). As a result, a more complete understanding of the network structure increases the
ability of researchers to accurately predict the impacts of disruptive processes, including
habitat destruction, pollution, and climate change. Moreover, monitoring of interactions
is of scienti c interest, as the loss of an established pattern of interaction is the loss of an
ecological function (Jordano, 2016).

The study of these important networks poses a persistent challenge to ecologists due
to the complexity of obtaining and analyzing network data. Sampling interactions requires
extensive eldwork, often substantially greater in intensity than that required for biodi-
versity surveys (Jordano, 2016). Di erent interaction data collection methods are prone to
varying logistical feasibility and nancial resources; for example, direct observations tend to
require high logistical feasibility but costs may be lower, while DNA-based molecular tech-
nigques are associated with high nancial burdens (Quintero et al., 2022). Many ecological
interactions remain unobserved by researchers, even when resources allow a high sampling
e ort (Chaco et al., 2012). Most ecological networks are therefore under-sampled. Com-
piling data from many di erent studies into meta-networks (e.g., DeSisto and Herrera, 2022;
Durand-Bessart et al., 2023a; Fricke and Svenning, 2020) can help reduce under-sampling,
advancing the study of global ecology and biogeography (Windsor et al., 2023). Neverthe-

less, meta-networks are typically characterized by high sampling bias (e.g., Tonos et al.,



2025).

Network studies of plant-animal interactions such as frugivory, pollination, and her-
bivory can broadly be categorized as eithezoocentric, phytocentric, or combined. In the
zoocentric approach (animal-centered), interactions are observed via animal activity, in-
cluding direct behavioral observations and camera traps. Researchers also use microscopic,
metabarcoding and stable isotope analysis of fecal samples to identify frugivory interactions
(Gonzalez-Varo et al., 2014; Quintero et al., 2022) and pollen samples recovered from pol-
linator bodies to identify pollination interactions (Olesen et al., 2010). Zoocentric studies
improve detection of interactions involving rare plants, yet tend to undersample animal
species that do not forage in the understory (Vitorino et al., 2022). The phytocentric ap-
proach, in contrast, often favors more common plants; direct observation of feeding events
can be obtained by monitoring focal species (Cirtwill et al., 2023), sampling plots, or sur-
veying transects containing focal species. Alternatively, focal plant species can be sampled
and inspected for herbivory marks, with associated EDNA analyzed (Kudoh et al., 2020).
Combined focus studies may use a mixture of the techniques above, often resulting in a
more complete network (Jordano, 2016; Quintero et al., 2022). Although studies employ-
ing a combination of methods tend to generate a greater number of links (Escribano-Avila
et al., 2018), undersampling remains a signi cant concern (Jordano, 2016).

Incompleteness of sampled networks is exacerbated by study-speci c taxonomic and
geographic bias (Papadogeorgou et al., 2023). Network studies are necessarily limited to a
speci ¢ geographical area and can only record interactions for the subset of species whose
range lies within the study area. An interaction that occurs in one region may not appear
in a second area where the relevant species co-occur, due to spatial variability in species
abundance, phenology, and the presence or absence of preferred food sources (Poisot et al.,
2015). Simultaneously, limitations imposed by the research questions of interest typically
limit network studies to a small number of focal species. As a result, while a meta-network
assembled from multiple network studies may reduce under sampling on the whole, it will

be biased by asymmetry of sampling e ort across taxa and locations (Tonos et al., 2025).

6



A further, fully insurmountable source of bias for observational studies is that posed
by forbidden interactions, i.e., those which are prevented by non-overlapping geographical
ranges, incompatible phenologies, or incompatible morphologies (Vitorino et al., 2022).
Any network sampled through eld work is intrinsically incapable of detecting forbidden
interactions, such as pollination of a owering plant by an insect not present in its range.
However, these potential interactions may be of interest to community ecologists looking to
predict the likely impacts of shifting ranges and phenologies that are increasingly observed
due to climate change, or to epidemiologists seeking to predict pathogens with a high
potential to jump from non-human primates to humans (Werner et al., 2023).

Pervasive under-sampling and bias in observed networks have motivated a rich and
growing statistical literature on link prediction, with particular attention paid to dimen-
sion reduction. The collection of biotic interactions within an ecological community can be
e ciently represented as a network in which species are represented by nodes, and inter-
actions are represented by edges between the nodes. In most practical scenarios, network
researchers observe presence-only data for a relatively small number of edges and are inter-
ested in performing inference on all possible edges. In practice, for a network representing
interactions amongng frugivores andnp plants, it is of interest to predict whether or not
an interaction exists among allng np possible frugivore-plant pairs, while only a relatively
small number of interactions (n) have been observed. This creates aifl posed statistical
problem in which the number of parameters (g np) vastly exceed the number of observa-
tions (n); such a problem may not have a unigue solution and hence inferences from the
model may be invalid.

Latent space representations o er a exible class of solutions, providing e cient infer-
ence and prediction on the basis of biased and under-sampled networks. Pioneered by Ho
et al., 2002a, the latent space approach to network analysis permits massive dimension
reduction: instead of estimating a separate parameter for all species pairs, such models
embed each species in a low-dimensional Euclidean space and estimate the interaction

propensity between any given pair via their distance in the latent space. Recent advances
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in ecological network modeling incorporate domain-speci ¢ knowledge into network models,
including phylogenetic and morphological information. A number of recent studies point
to the importance of morphological traits in driving dietary interactions (Dehling et al.,
2016; Goldel, 2020). It is not surprising then that including traits in interaction models has
proven fruitful: Cardoso et al., 2021 and Dallas et al., 2019 nd that mammalian hosts with
similar functional traits share parasite species. Where morphological data are limited, the
phylogenetic or taxonomic relationship can play an important role in explaining interaction
patterns between species (Werner et al., 2023), as key traits can be linked to conserved
genetic regions.

Recent work by Papadogeorgou et al., 2023 synthesizes cutting-edge ecological ap-
proaches within the classical latent space network model. This model introduces two inno-
vations which are highly valuable in the context of bipartite species interaction networks

particularly meta-networks. First, it links species-level traits and phylogenies to latent
factors, allowing observable traits and unobservable species detectability to inform the la-
tent embedding. Second, it uses a conditional likelihood speci cation to account for the
di erential e ort caused by taxonomic and geographic biases in the study design. This
results in a rich model which is highly successful at describing patterns of connectedness in
meta networks. However, in practice, the success of this model is highly dependent on the
availability of network-wide studies.

A prerequisite for bias correction network methods such as Papadogeorgou et al., 2023
is data describing which interactions are detectable under the respective study's methods,
particularly study focus and species co-occurrence patterns. Although study focus can be
inferred with a high degree of con dence, regional occurrence and co-occurrence information
is not often available in single-species studies or studies witbxtreme taxonomic bias

While nearly all observational network studies result in presence-only data, multi-species
studies provide some information about non-interactions as well as interactions. When a
study targets multiple focal species, it provides more comprehensive link detection, but also

a more complete picture of local species occurrence. In such a study, non-interactions can
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be informative: if a zoocentric study involves two focal monkey species within the same
region, and only one of them is observed eating the fruit of a given plant, this provides
some moderate evidence that the other monkey species does not feed upon that plant.
Because we know that the plant and both monkey species indeed co-occur, the absence of
an observed interaction suggests the lack of a true interaction. If, in contrast, our study
is zoocentric or phytocentric with a single focal species, the informativeness of non-edges
is highly uncertain: absence may be due either to a lack of co-occurrence or lack of a true
interaction.

Single-species studies hence provide very little information about non-interactions, in-
troducing additional di culty into the challenge of link prediction. In the Model Details
in Section 2.1.2 below, we propose a solution that incorporates additional uncertainty in
species occurrence to improve the informativeness of non-edges in data sets dominated by
studies with extreme taxonomic bias, i.e., either zoocentric or phytocentric studies with a
small number of focal species. Although the focus of our study is on plant-animal inter-
actions, speci cally frugivory, the methods are relevant to other ecological network types

such as host-pathogen, predator-prey, plant-mycorrhizal, and microbiome.
2.1 Materials and methods

We begin with a description of the Afrotropical frugivory dataset, consisting of a corpus
of taxonomically and geographically biased interaction studies which provide the response
variable for our network analysis, as well as supplemental data used to construct trait
and phylogenetic explanatory variables. We then describe our proposed method for link
prediction with an emphasis on the appropriate construction of study metadata variables
and the incorporation of expert knowledge.

2.1.1 Data
2.1.1.1 Afrotropical Frugivory Database

We used observed interaction data from Durand-Bessart et al., 2023a, a compilation

of literature that represents the most complete data available for frugivory interactions



Figure 2.1 : Study locations are distributed throughout Afrotropical forests with signif-
icant geographical bias favoring the eastern and western edges of the Congo river basin;
green overlay indicates tree cover based on data provided by Reiner et al., 2023. The
dataset includes 66 sources which do not provide an explicit location and are omitted from
the map.

in Afrotropical forests. We update this database by conducting a literature search for
Afrotropical frugivory interactions on Google Scholar, leading to the identi cation of 32
relevant articles that were not already included in the Durand-Bessart et al., 2023a database.
The combined Afrotropical Frugivory dataset consists of 10,635 records spanning 5,938
unigue pairwise frugivory interactions involving 267 frugivore species and 958 plant species.
The data were extracted from 268 sources spanning at least 327 sites across Afrotropical
forests. Of these, only 1% are full network studies, while the vast majority (82%) are
zoocentric, 6% are phytocentric, and 10% focus on a single frugivore-plant pair. Of the
zoocentric sources, 66% demonstratextreme taxonomic biasfocusing on a single frugivore.
In the abstract, the Afrotropical Frugivory Database, and indeed any data suitable
for the proposed method, is a meta-network that provides (1) a collection of observed
interactions drawn from multiple di erent studies, and (2) information on the focal species
for each study. Although the latter component of the data is not always explicitly provided
within each study, the study type (e.g., zoocentric, phytocentric) is provided and allows
recovery of focal species; this process is illustrated in the Model Details in Section 2.1.2

below.

10



2.1.1.2 Supplemental Data

Because species that share a long portion of their evolutionary history are likely to dis-
play similar interaction propensities, phylogenetic correlation matrices provide an important
source of data for learning interactions. Phylogenetic correlation matrices are computed
via the R packageape. For frugivores, a consensus tree is obtained from VertLife (Upham
et al., 2019), while plant phylogenetic data are acquired using thé/.PhyloMaker package
(Y. Jin & Qian, 2019) in R making use of the most up-to-date angiosperm phylogeny in
Smith and Brown, 2018 generated from GenBank and Open Tree of Life data.

Physical traits of frugivores and plants provide additional information on interaction
propensity, a widely known phenomenon known as trait-matching. We include the following
traits for frugivores, selected due to their widespread availability and relation to energy
requirements and foraging habits: natural logarithm of body mass (Durand-Bessart et al.,
2023a; IUCN, 2024; Kingdon, 2015), generation length (IUCN, 2024; Paci ci et al., 2013),
conservation status based on the International Union for the Conservation of Nature (IUCN)
Red List (IUCN, 2024), and habitat (forest or mixed) (IUCN, 2024). Plant trait data
include wood density (Rejou-Mechain et al., 2017), fruit width, and fruit length (DeSisto
& Kampe, 2025; Durand-Bessart et al., 2023a). We include both fruit length and width in
models; while both variables are related to frugivory, the fruit width is more sensitive to
frugivory-driven selection than the length of the fruit (Yu et al., 2024). Additional details

on the preparation of trait data are provided in Supplemental Materials.
2.1.2 Model Details

We begin by describing the structure of an appropriate dataset in the abstract, building
on the Afrotropical Frugivory dataset introduced above for intuition. We next introduce

the bias correction mechanism via conditional likelihood speci cation and then provide the

details for the covariate-informed latent factor model underlying link prediction.
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2.1.2.1 Data Structures and the Conditional Likelihood

Assume that interactions involving ng frugivore species andnp plant species are ob-
served inng studies. Interactions observed in each study are recorded in a binary adjacency
matrix; the collection of adjacency matrices is stacked into a three-dimensional arraf with
dimensionsng  np ns whose entries indicate the observation of an interactionAjjs =1
if frugivore speciesi and plant speciesj were observed in an interaction in studys and
Aijjs =0 otherwise.

The motivating problem is that the observed adjacency arrayA is incomplete due to
under-sampling, taxonomic and geographical bias, and non co-occurrence (i.e., forbidden
interactions). We are interested in recovering true interactions, de ned aghose interactions
that would take place, given the opportunityLet L be theng np latent variable matrix of
true interactions: we are interested in learning unobserved interactions, i.e., frugivore-plant
pairs in the setfi;j :Lj =1;Ajs =0 foralls=1; ;nsg.

To impute these unobserved interactions, we must rst de ne a probability model which
re ects the core fact that interactions between non-co-occurring or non-focal species pairs
are unobservable. In particular, the likelihood for any single interaction follows the condi-
tional formulation of Papadogeorgou et al., 2023:

0; if Ifo =0

P(Ajs =1]Lj =LFjs = f0js = 0) = pig; if lfo =1

(2.1)

where Ojs and Fjs are co-occurrence and focus indicators for speciésand j in study

s, and p;;g are detection probabilities for speciesi and j, respectively. Additionally,
(I:f;0) 2 f 0; 1g are particular values of the respective binary indicators for the presence of
a true interaction, study focus, and co-occurrence. Hence, an interaction is observable only
if it involves focal, co-occurring species with a true interaction; in this case it is observed
with a probability given by the product of the relevant species detection probabilities.
Additional details on the key focus and occurrence data structures, as well as the learned

species detection parameters, are provided below.
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The study focus refers to the taxonomical breadth of a study, or the set of bipartite
interactions that would have been recorded if observed. The focal arraif has dimensions
equal to that of the observed interaction array (\r np ns) and has entriesFjs =1 if an
interaction between frugivorei and plant j would have been recorded in studys, had it been
observed, andFjs = 0 otherwise. As in the case for the Afrotropical Frugivory database,
study focus can be recovered given study type (e.g. zoocentric or phytocentric) and the
observed adjacency matrix, as follows. If studys is zoocentric, the focal frugivores are given
by the set of all frugivore specied such that at least one interaction is observed in study
s FE = fi: P i Ais > 0g. Because the hypothetical study is zoocentric, any interaction
involving a focal frugivore will be recorded, hence the focal array slicé..s hasFjs =1 for
all fi;j :i2 FSF;j =1;2. ;npg. Similarly, for a phytocentric study s, we de ne FP to
be the set of all focal plants: FY = fj : P i Ajjs > 0g. For the corresponding entries of
the focal array sliceF.s, we haveFjs =1 forall fi;j :j 2 FP:i=1;20  ;ngg. Finally,
in a combined or network study s, Fjs =1 for all i;j, i.e., all observed interactions are
recorded. Study type can be easily learned from the title or abstract of the study.

The next data structure needed to construct the likelihood in Equation 2.1 is the co-
occurrence arrayO with dimensionsng  np ns (the same as the interaction and focus
arrays), and having entriesO;s = 1 if frugivore speciesi and plant speciesj are both
present in the site for study s during the study period, and Ojs = 0 otherwise. Because
these data are not explicitly collected or provided in a typical network study, we assume
that they can be estimatedwith uncertainty as a latent data structure. Note, however, that
the model easily accommodates known occurrence information in the rare event that it is
provided; in the description below we assume that it is not.

To illustrate the in uence of occurrence, we rst consider a naive approach which as-
sumes that only species observed in a frugivory interaction in study are present during
study s. Consider the following scenario, common in the Afrotropical Frugivory dataset:
study eight, Tchamba and Seme, 1993, is a zoocentric study focused on the dietary habits

of the African forest elephant (Loxodonta cyclotis) in the Santchou Reserve, Cameroon.
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Because study eight considers a single focal frugivore species, this study has extreme taxo-
nomic bias, limiting our observation of plants to those that are fed on by the forest elephant.
Using the naive occurrence construction above, we s&jj g = 0 for all plants not observed

to be fed on by Loxodonta cyclotis In this case, non-edges i g will not contribute to

the likelihood de ned in Equation 2.1, and hence non-edges areon-informative. As a
result, the model will tend to overestimate interaction prevalence forLoxodonta cyclotis
having been trained on data which ostensibly shows that the forest elephant eats any plant
it comes across. While, in this case, the de ciencies of our occurrence construction may be
masked by the fact that elephants are generalists, they are known to avoid certain fruits,
e.g., citrus. Hence, even in this most favorable case, link prediction will su er from a high
false positive rate.

If the above study instead followed multiple animal species, the naive occurrence con-
struction provided above would be more reliable: assuming that di erent frugivore species
have di erent dietary preferences, an increase in the number of focal frugivore species will
increase the accuracy of the occurrence information implied by the observed adjacency
matrices. However, in the absence of multi-species and network-wide studies, additional
methods are needed to overcome the selection bias introduced by taxonomically narrow
studies.

To avoid the pitfalls of occurrence misspeci cation, we provide a method for incorpo-
rating uncertainty into occurrence estimates in the case of extreme taxonomic bias. If the
occurrence information is de nitively known due to concurrent abundance assays, the@js
can be assumed to be known and speci ed directly as data. In the more typical cas@js
is a latent variable imputed in the model.

In the absence of independent occurrence data, the model takes as input a set of oc-
currence probabilities, assumed to be knowmvith uncertainty, separately for the two types
of species. In our application, we construct a prior occurrence probability matrix for fru-
givores and plants: P or ; Por having dimensionsng  ns and np  ng respectively, with

entries Por (poj.:) indicating the prior probability that species i (j) was present in studys.
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These user-provided probabilities are used as the prior means for the uncertain occurrence
probabilities, which will be learned by the model. This speci cation allows us to account
for uncertainty in both occurrences and associated probabilities, reducing the sensitivity of
the model to uncertain user inputs.

The key question then is where the user-de ned prior occurrence probabilities come
from. Often data from abundance surveys may be available in the absence of network
studies; indeed, such studies are typically less challenging and more commonly executed.
However, suppose that no independent surveys are available or that abundance surveys
do not perfectly correspond to study areas. We propose a simple method of using ex-
pert knowledge to construct prior occurrence probabilities which borrow information across
ecologically similar studies. Using the Afrotropical Frugivory data as an example, presence-
only data for frugivores and plants in each study can be extracted from the respective row
and column sums of each observed interaction adjacency matrix. Site meta-data including
GPS coordinates, country, region, and habitat type can then be used to link sites, with
ecological knowledge being used to specify the degree of information borrowing across sites,
e.g. a species previously present in the same nature preserve may be given a prior oc-
currence probability of 75% at subsequent studies at the same site, while a species only
previously observed in the same region and habitat type might be given a much smaller
probability of occurrence of 15%. Because these probabilities provide the mean of a weakly
informative prior on model-estimated occurrence probabilities, uncertainty is appropriately
incorporated through model speci cation. In the absence of expert knowledge, a default
prior occurrence probability for species which are not observed during a given study can be
used; recommendations for default occurrence probabilities are provided in the Supplement.

To illustrate the incorporation of uncertainty in occurrences, we brie y describe the
updating of occurrence indicators within the model here, using frugivore occurrences for
illustration. When P j Aijs > 0, some interaction involving frugivore species is observed in
study s, so species is known to have occurred in studys; neither the occurrence probability

. . . . . P
nor the occurrence indicator is sampled in this case. If, in contrast j Ajs =0, occurrence
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for frugivore i at site s is unknown. In this case, the user-speci ed occurrence probabilities
are used as the center for weakly informative truncated normal priors placed on occurrence

probabilities:

of N (Pog: D1 ez

We assume that species occurrence indicators are conditionally independent Bernoulli ran-

dom variables given prior occurrence probabilities,

POE=1] of)= o

Posterior samples are provided by joint updating of(OiFS; OiFS) in a blocked Metropolis

Hastings step. A similar procedure is used for plant occurrence indicators and occurrence

probabilities, (OR; oP ); full details are provided in the Supplement.
2.1.2.2 Full model: covariate-informed latent factor network completion

The likelihood in Equation (2.1) describes the central probabilistic relationship govern-
ing the observation of the interaction. However, it cannot be t directly due to its reliance
on latent variables: the co-occurrence matrix, the true interaction matrix, and the detection
probabilities. While we have already outlined the estimation of the co-occurrence matrix,
it remains to describe the estimation of detection probabilities, and the central quantity
of interest, true but unobserved interactions. To t this model, we follow Papadogeorgou
et al., 2023 in estimating the latent variables via three submodels describing (1) interac-
tion propensity, (2) detection probability, and (3) observable traits; the three submodels
are linked by the likelihood and their shared dependence on unobservable latent species
covariates.

The complete link-prediction framework is illustrated in Figure 2.2, with interaction,
trait, detection, and occurrence submodels connected via latent species traits and observed
interactions. A core interaction submodel speci es that links L between frugivores and
plants are driven by unobservable latent traits U;V of the respective species. Atrait

submodelspeci es the relationship between observable species covariat¥sW and latent
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Figure 2.2 : The Directed Acyclic Graph (DAG) of the core link prediction model. Ob-
served data are represented as squares and estimated parameters as circles.

traits, while a detection submodekpeci es the relationship between species detection prob-
abilities p;q and latent traits. Simultaneously, latent traits for each species are learned
through a exible phylogenetic random e ects model, permitting learning of the in u-
ence of phylogenetic correlationCy; Cy and general interaction propensity from a limited
and biased set of observed interactions and observable traits. The actual observability of

recorded interactionsA is biased by study focusFg; Fp and the geographical location of
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studies, and hence the species occurren€®r; Op in the study location, as captured by
the likelihood. An occurrence submodelfformalizes uncertainty in species occurrence and
permits iterative sampling of species occurrence indicators given species occurrence proba-
bilities g; p; these probabilities in turn depend on supplied prior probabilitiesP o and
Por. The process through which our model learns these latent covariates, and hence the
true interaction networks, is described in detail below.

To proceed with the development of the full modeling framework, we now assume that,
in addition to the observed networks, study-level occurrence, and focus data, we have a
(likely small) data set of known species traits. That is, for each frugivore species and
each plant specieg, we observe a vector of species-level traitX; = ( Xi1; Xi2; ;Xipy )T
and Wi = (W1, W2; ;ijp)T respectively. The number of frugivore traits (pyv ) and
plant traits ( pp) may di er. Furthermore, we assume that we have phylogenetic correlation
matrices for both frugivores and plants:Cy;Cy .

Moreover, there exists a collection of unobserved and potentially unobservable traits
for each species, which are nevertheless important for describing interaction patterns. For
each frugivore species and each plant specieg, we de ne an H -dimensional vector of
latent species factorsU; = (Ui1;Ui2; ;U )T, and V| = (Vj1;Vj2;  ;Vin)". These
latent factors can be conceptualized as unobserved traits or preferences of the respective
species, withH providing an upper bound on the number of relevant traits. ThisH is
typically a small number as latent factors provide a low-dimensional summary of each
species' ecological niche. Latent factors in this context are not identi able due to rotational
ambiguity and cannot be directly interpreted.

The phylogenetic correlation matrices,Cy and Cy provide the rst source of infor-
mation on latent factors. Phylogenetic dependence in the latent factors and hence in
interactions is induced via phylogenetic structuring of a Gaussian process prior on latent
factors. That is, for any index h corresponding to a particular dimension of the latent
space, the collection of all frugivore latent factors has a Gaussian process prior in which

the covariance between the latent factors for any two frugivore species decreases with their
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distance on the phylogenetic tree, and similarly for plants:

Un N@O; u); Vin N(@©O; v); (2.2)

where y = yCy+(1 ), andsimilarly for ,and y; v 2 (0;1) control the in uence
of phylogeny on latent trait structuring.

The observed trait matrices X and W provide the next source of information about
latent traits. We assume that observed traits are driven by latent factors such that the ob-
servable covariates are each the manifestation of a particular combination of unobservable,
ancestral traits. Concretely, for each frugivore trait| and each plant trait q, and appropri-
ate link functions f| and gy, the trait submodelsrepresent observed traits via a generalized

linear model on latent factors:

fi  EXi jui)= 10+ U215 g EWigjVi)= q+ V] g (2.3)

More information about the latent factors is derived from the interaction patterns.
Although latent factors are not identi able, exploring what they might represent aids us in
developing an intuition for the model. In the context of a bipartite interaction network such
as the Afrotropical Frugivory database, one could imagine that one latent frugivore trait
could be a metabolic adaptation requiring a high-lipid content diet; a corresponding plant
trait could be the lipid content of its fruit. A latent factor model learns such preferences
and features in the absence of relevant trait data through observed interaction patterns, a

process captured in theinteraction submodet

logitP(Lj =1jXi;Ui;Wi;Vj)= o+t hUih Vin (2.4)
h=1
The interaction submodel species the propensity for interaction between frugivore
specied and plant specieg as a function of a baseline interaction score and the weighted
inner product of their respective latent factors. Interaction propensities are independent of
observed traits conditional on the latent factors: traits impact interactions only through

the latent factors. The weights 1; ; y are modeled by a multiplicative inverse gamma
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shrinkage process of Bhattacharya and Dunson, 2011, so that all weights are positive and
the weights stochastically decrease with the indexh. The motivation for this construct

is to induce shrinkage, decreasing the contribution of higher index latent factors to the
interaction propensity so that only a small number of latent factors prove important.

The nal submodel speci es the relationship between species detection and latent fac-
tors. We de ne the detection probability for frugivore speciesi, p; to be the probability
of detecting an interaction involving frugivore i and a perfectly detectable plant partner,
given that it occurs in the study period. Similarly, the probability of plant detection ¢ gives
the probability of detecting an interaction involving a plant j and a perfectly detectable
frugivore. As speci ed in the likelihood in equation (2.1), the interaction probabilities for
frugivores and plants are independent, such that the probability of observing an interaction
involving a frugivore i and a plant j is simply the product pig. The detection submodels
express that latent factors drive the detection probabilities for each frugivorei and each
plant j:

Eflogit(p) j Ui;Xil= o+ U ;  E[logit(q)jVjiWjl= o+Vl  (25)

The full model above is given a Bayesian speci cation. Since the posterior distribution
is complex, we follow standard practice in relying on Markov chain Monte Carlo sampling
algorithms for model tting. Due to the logistic regression form of the conditional likeli-

hoods, a Gibbs sampler can be used after Polya-Gamma data augmentation (Polson et al.

2013). Details on the full Bayesian model speci cation including all priors are provided in
the Supplementary Materials.

We t our link prediction model to the Afrotropical Frugivory database and supporting
data described in Sections 2.1.1.1 and 2.1.1.2. We consider both the bagiovariate-
Informed Link Prediction model (COIL), which does not sample occurrence probabilities,
and the expanded model including sampling of occurrence probabilities (COIL+). We t
these models under the following scenarios: (i) a naive interaction-based occurrence con-
struction that assigns to all species not directly observed in the study a 0% prior probability

of occurrence (COIL 0/100, COIL+ 0/100) and (ii) an expert-de ned prior occurrence prob-
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ability structure using the method described in Section 2.1.2, where the prior probability
of occurrence is determined based on the proximity of the study to other studies in which
the species was observed (COIL Exp, COIL+ Exp). The same construction is used for
both frugivores and plants in all scenarios. Further details on prior speci cation under
each scenario are provided in the Supplementary Materials, including a discussion of a rec-
ommended default prior occurrence construction. Posterior samples are obtained across
four independent MCMC chains, each run with 20,000 iterations, including a burn-in of
10,000 iterations and 10,000 post-burn-in iterations thinned to 5% to reduce the memory
footprint of the high dimensional posterior probability array while still providing su cient

chain length to ensure convergence.

2.2 Results

In this section, we present a summary of model performance under the various sce-
narios developed for the Afrotropical Frugivory database. MCMC diagnostics for scalar
parameters show good mixing, suggesting convergence to the stationary distribution; see
Supplementary Materials for details.

The imputation of latent interaction probabilities signi cantly increases the estimated
prevalence of frugivory interaction, or the proportion of all possible frugivore-plant pairs
that would interact given the opportunity, from 2.3% based on direct observation to 4.4%-
5.3% based on imputation under the expert-de ned occurrence scenario, as can be seen
in the more dense imputed heat maps presented in Figure 2.4. In addition to the 5,936
known frugivory interactions recorded in Afrotropical forests, we predicted 5,255 - 7,609
likely unrecorded interactions, where likely interactions were those with a posterior mean
interaction probability greater than 75%. Both model speci cations under the expert-
de ned occurrence scenario yield superior performance relative to the interaction-based
occurrence construction, with substantial gains for the extended model.

Validation of missing link imputation for presence-only data presents a challenge because

true negatives are unknown: non-edges may occur due to the absence of a true interaction,
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Figure 2.3 : Out of sample performance under the three modeling scenarios as measured
by pseudo-precision or the ratio of posterior mean interaction probability in heldout true
interactions to the posterior mean overall.

non-overlap of species or relevant phenologies, or incomplete observation. One traditional
metric available in this context is simply the recall: we nd that COIL 0/100, which does
not allow uncertainty in occurrences, performs the best from this perspective, recovering
90% of held out true interactions with a posterior probability greater than 50%. In the
scenario of expert-de ned events, the recall is 76% for COIL+ Exp and 75% for COIL Exp.
The obvious limitation of this metric is that it does not consider the plausibility of predicted
prevalence in each model.

Indeed, it is of key importance to verify that a model is able to recover true edges
without simply predicting interactions for all pairs. In this context a useful cross-validation
scheme lists only known interactions and computepseudo-precisionas the ratio of the
mean posterior probability among the known interactions held out to the mean posterior
probability overall (Papadogeorgou et al., 2023). De ned in this way, pseudo-precision
should be in the interval (1;1=True Prevalence, with larger values generally indicating
a superior discrimination of true edges. Under the expert-de ned occurrence scenario,

we obtain a pseudo-precision of 7.62 for COIL+ Exp and 6.61 for COIL Exp, indicating
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strong ability to identify true interactions, with nontrivial gains for the extended model.
Using interaction-based occurrence data only, in contrast, we obtain a markedly lower
pseudo-precision of 1.88 for COIL 0/100, suggesting this model speci cation results in

over-prediction of interactions.

2.3 Discussion

Examining the heat maps of the posterior network in Figure 2.4, we see that all models
substantially increase the prevalence of interactions relative to the observed network, iden-
tifying a large number of potential interactions unknown in the existing literature. Com-
paring the imputed networks, there is a much greater density of high posterior probability
interactions in the network imputed without sampling occurrence indicators or occurrence
probabilities (COIL 0/100) compared to the models which allow uncertain occurrences with
expert-de ned probabilities (COIL Exp, COIL+ Exp). De ning likely interactions to be
those with posterior probability greater than 75%, we nd an implausibly high posterior
interaction prevalence of 27.7% using COIL 0/100 versus a posterior interaction preva-
lence of 5.3% and 4.4% under COIL Exp and COIL+ Exp respectively. Hence, both COIL
Exp (sampling occurrence indicators) and COIL+ Exp (sampling occurrence indicators
and probabilities) suggest a more moderate interaction prevalence, with COIL Exp vyield-
ing slightly greater interaction density. Species vary in their degree of specialization and,
therefore, niche di erentiation (e.g., Galetti et al., 2016). However, in general, wild animal
diets tend to be specialized (Hutchinson et al., 2022), making extremely high prevalence of
interactions unlikely. Poor pseudo-precision for COIL 0/100 is consistent with the above
nding that, while the model has an apparent advantage in terms of recall, this is the
result of over-estimating interactions across the board, as evidenced by the model's poor
pseudo-precision.

To further assess the di erences in model performance, we can examine the posterior
mean occurrence probabilities estimated for species not directly observed. Table 2.1 summa-

rizes the estimated occurrences for plants and frugivores in each modeling scenario. Because
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Table 2.1: Posterior mean occurrence probabilities for plant and frugivore taxa across the
three models, assuming the taxa has been observed in an interaction no closer than (from
top to bottom): a di erent region in Africa, the same region in Africa, the same country,
the same site, and the same study.

Plant Taxa Frugivore Taxa
COIL 0/100 COIL Exp COIL+ Exp COIL 0/100 COIL Exp COIL+ Exp
Di erent region 0.00 0.00 0.08 0.00 0.00 0.08
Same region only 0.00 0.23 0.24 0.00 0.24 0.24
Same country only 0.00 0.46 0.47 0.00 0.48 0.48
Same site 0.00 0.68 0.69 0.00 0.72 0.72
Same study 1.00 1.00 1.00 1.00 1.00 1.00

COIL 0/100 does not permit updating of occurrences, treating all unobserved species as
absent, all edges involving unobserved species are non-informative; this results in the model
learning excessively high interaction propensities across the board. Under COIL Exp and
COIL+ Exp, we see more plausible posterior-occurrence probabilities, strongly in uenced
by the expert-de ned prior. Hence, both of these models treat non-edges involving species
that were not directly observed in a given study as more or less informative depending
on expert de ned occurrence probabilities. These in turn depend on the presence of that
species in studies at di erent levels of proximity to the study in question, for example,
estimating that a species observed previously at the same site has a 68% to 72% posterior
mean probability of occurrence.

A key di erence between these two models is that COIL Exp does not update occurrence
probabilities, so it does not sample occurrence indicators for any species given a 0% occur-
rence probability at a given site. COIL+ Exp, in contrast, does, producing a substantially
higher mean posterior occurrence probability of 8% for both frugivores and plants in that
scenario. This di erence explains the slightly higher density of interactions in the posterior
network for COIL Exp compared to COIL+ Exp, and the slightly worse performance of
COIL Exp with respect to pseudo-precision.

The heatmaps (Figure 2.4) show strong phylogenetic in uence, visible as horizontal
and vertical strips of high posterior probability interactions for similar frugivore and plant

species. In fact, we obtain high posterior mean values for the phylogenetic structuring co-
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e cients, with 95% credible intervals of (0:89;0:94) and (0:91; 0:94) for y and v, which
describe the phylogenetic in uence on frugivore and plant latent factors, respectively. Fru-
givores and plants share a deep evolutionary history, and eshy fruits evolved across many
angiosperm families (Eriksson, 2016). Our results highlight the importance of phylogeny for
frugivory, coinciding with other research (e.g., globally, phylogeny predicts vertical foraging
in mammals and birds (Jantz et al., 2024)).

A very useful feature of the proposed framework is that it permits trait matching, or
the identi cation of physical trait compatibilities in uencing frugivory. For frugivores, we
consider generation length and log body mass and, for plants, we consider fruit length, fruit
width, and wood density, as described in Section 2.1.1.2. All trait matching analyses are
performed using the posterior network obtained using the COIL+ Exp speci cations.

First, we evaluate variable importance using the resampling method proposed by Pa-
padogeorgou et al., 2023: for each frugivore traiX ., we compute the squared correlation
between the trait (across all frugivore species) and the logit interaction probability with
each plant species, and then average over posterior samples and plant species to obtain an
observed correlation test statistic. Next, we permute the trait values and repeat the process
for a large number B = 100) of bootstrap iterations. Finally, we de ne variable impor-
tance to be the number of standard deviations by which the observed test statistic di ers
from the permuted test statistic. We perform a similar permutation test for plant traits
W.q. Using this procedure, we nd increasing log body mass and wood density to be the
most important variables for frugivores and plants, respectively. In Figure 2.5, we see the
greatest density of high posterior probability interactions appears for medium wood density
plants and high body mass animals. Another notable cluster of high posterior probability
interactions occurs for low to moderate body mass animals with low wood density plants.

Although our analysis covers a large geographic area, mutualistic interactions are mod-
erated by local climate and biogeography (McFadden et al., 2022). As such, we should not
necessarily expect a strong global pattern to emerge in trait matching, but instead expect

to see strong heterogeneity in association between traits and interaction propensity. Be-
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cause it is likely that the frugivore traits which facilitate frugivory with a given plant will
vary by the plant of interest (and similarly for plant traits), we consider an additional trait
matching procedure which permits analysis of this hypothesized heterogeneity. Whereas the
variable importance measure above considers the mean squared correlation across all pairs,
the procedure below computes a signed correlation for each species. For e frugivore
trait, we proceed by taking the vector of observations of this trait for all frugivore species
X.. Next, for each plant species and each posterior sample we compute the correlation
between the trait vector X, and the vector of logit interaction probabilities with respect

to the j plant species,P;; . We repeat the process for each posterior sample to obtain a
posterior mean correlation coe cient for each trait with each plant species; this allows us
to see which frugivore traits are most positively and negatively associated with interactions
with each plant species. We perform a similar procedure for plant traits.

The frugivore trait log body mass is found to be the most important predictor of fru-
givory across all plant species. Although gape size rather than body size is often
utilized for trait matching (Papadogeorgou et al., 2023), information about gape size is less
widely available, and so log body mass (which we expect to be correlated with gape size
(C. Moran & Catterall, 2010)) can be quite informative, as in the present case. Looking at
the correlation between log body mass and interaction propensity by plant family, we see
that it is generally positive, consistent with the ndings of a positive relationship between
body mass and fruit removal rates in birds (Mufioz et al., 2017). Notable exceptions are
concentrated in the families Euphorbiaceae (spurges) and Moraceae ( gs), for which there
is a negative correlation between animal log body mass and frugivory; interestingly, both
families are characterized by a milky latex. In general, we see weaker and more negative
correlations between generation length of the animal and frugivory across plant species,
with larger positive correlations for the plant families Annonaceae and Sapotaceae. One
potential explanation for this trend is that species with shorter generation lengths, which
invest more in reproduction than survival, can exploit a greater variety of fruit resources

because they may be better adapted to variable environments.
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Across all frugivore species, we nd the greatest squared correlation between the plant
trait wood density and interaction propensity, with largely negative correlations, except
for the families Cercopithecidae (old world monkeys), Hominidae (apes), and Elephantidae
(elephants) and, to a lesser degree, Bovidae (ruminants). It is not surprising that, aside
from these exceptions, the relationship between wood density and frugivory tends to be
negative: high wood density trees invest more in their woody structure and grow more
slowly, perhaps with fruit that is nutrient dense but having lower production. In contrast,
low wood density species grow more quickly, producing more fruit but potentially fruit
that is less nutritionally dense. Additionally, species with high wood density may be more
dependent on the right environmental conditions to produce fruit, providing a reliable food
source that may be more readily available to many animals, whereas low wood density trees
may be less dependent on particular environmental conditions for producing fruit (Lima &
Rodal, 2010). Alternately, it may simply be that wood density is in part a proxy for fruit
which is prohibitively large to the ying species for which the correlation is negative, yet
easily accessible to larger or more dexterous mammals.

Considering fruit size directly, we nd fruit length of comparable importance to fruit
width, but with larger positive correlations with fruit width. This contradicts previous
research suggesting that fruit width is more predictive of frugivory than fruit length (Yu et
al., 2024). For both fruit length and width, we see negative correlations for animals in the
avian families Pycononitidae (bulbuls), Ploceidae (weavers), and Lybiidae (barbets) and
weaker positive correlations for animals in the families Bovidae and Pteropodidae (bats).
The pattern is similar for fruit width, but with larger positive correlations, notably for the
families Bovidae and Cercopithecidae. There is ample precedence in the literature that
bird families tend to consume smaller fruits while other families consume larger fruits;
for example, Florchinger et al., 2010 shows that, in Kenya, birds fed on smaller fruits
whereas primates fed on larger fruits and similar conclusions are found by Durand-Bessart
et al., 2023a in Brazil. Notably, bats show a similar pattern to birds in terms of interaction

propensity being negatively related to wood density, but an opposite pattern with respect to
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fruit size, with weaker positive correlations between fruit length and width and interaction
propensity for bats. These results support previous research; for example, considering a
Panamanian g community, birds tend to disperse smaller fruits whereas bats disperse fruits
from a wide range of size classes (Kalko et al., 1996). Size matching between birds/ bats

and the fruits they consume is likely driven by fruit handling ability (Rojas et al., 2021).

2.3.1 Conclusions

We introduced an approach to incorporate uncertainty in species occurrence into a
latent factor-based link prediction framework accounting for the in uence of phylogeny and
observable traits. This method reduces bias due to uncertainty in species occurrence in
the common scenario in which interaction data are derived primarily from taxonomically
biased sources rather than network-wide studies. Additionally, we propose a method for
generating informative priors for occurrence probabilities which borrows information across
studies. We illustrate substantial improvement in link prediction in an application to a new
database of Afrotropical frugivory relations, suggesting approximately 5000 new potential
interactions, currently unknown in the literature. Further, we propose a new method for
performing trait matching using posterior networks which permits heterogeneity in trait-
frugivory associations, and illustrate its use through the identi cation of both novel and
previously studied trends in trait matching demonstrated in the data.

Possible extensions to the framework include allowing spatiotemporal variability in in-
teraction propensity, and incorporating phenological submodels. There is increasing recog-
nition in the ecological literature that interaction networks are not static through space and
time (Poisot et al., 2015), but instead varying due to local trait distributions, local abun-
dances, local environmental conditions and species not directly involved in the interaction
(Gravel et al., 2019). In the absence of relevant observable covariates, spatio-temporal
latent factor models can provide an e cient method to capture variation in interaction
propensities (Durante & Dunson, 2014b). Finally, in the event that information on frugi-

vore presence or fruiting of plants is available through phenological models, these could be
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incorporated into a more expansive framework.
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Figure 2.4 : Heatmaps showing seed dispersal interactions in the posterior network im-
puted using COIL 0/100 (top), COIL Exp (middle) , and COIL+ Exp (bottom). Black
rectangles indicate recorded interactions.
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Figure 2.5 : COIL+ Exp posterior network organized by the most important traits for
frugivores and plants. Interaction propensity generally increases from bottom to top with
log body mass, and decreases from left to right with wood density.

Figure 2.6 : Correlation of continuous frugivore covariates with posterior interaction
propensity with the respective plant species, grouped by family.
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Figure 2.7 : Correlation of plant covariates with posterior interaction propensity with the
respective frugivore species, grouped by family.

32



3. Nested exemplar latent space models for dimension

reduction in dynamic networks
3.1 Introduction

In elds ranging from ecology to nance, there is interest in studying how networks
change over time, and in particular, how connectivity patterns vary dynamically. We focus
on the scenario in which there is a common set of nodes across time, potentially subject
to missingness, but the edges indicating interactions between nodes vary dynamically. As
a motivating application, we analyze bipartite insect-plant pollination networks in Green-
land's Zackenberg Valley. Situated in the high Arctic tundra, the site is disproportionately
vulnerable to the e ects of climate change (Schmidt et al., 2023; Rantanen et al., 2022)
and therefore of great interest is studying the impacts of long-term temperature change and
associated phenological shifts on these essential pollination networks (Cirtwill et al., 2023;
Ascanio et al., 2024).

Bipartite interaction networks, in which interactions are recorded between species of
two distinct types, emerge naturally throughout the ecological literature, as in the plant-
pollinator networks of Cirtwill et al., 2023, the primate-parasite networks of Herrera et al.,
2023, and the frugivore-tree networks of Durand-Bessart et al., 2023b. As a mathemati-
cal object, a binary bipartite dynamic network can be represented as a three-mode tensor
A2 RN M T whereN and M indicate the number of nodes of each typeT indicates the
number of discrete time periods, and each componerj; indicates the observation of an
edge between nodesand | attime t. Figure 3.1 presents an example of this data structure
taken from the Zackenberg Valley data set, illustrating the evolution of a subnetwork con-
sisting of the 15 most common plants and insects throughout a portion of the 2010 summer
season. These networks are characterized by high sparsity, even for these comparatively
dense subnetworks.

Even in the static case, the problem of exible modeling of network data is challenging,
particularly when the data are sparse and the number of nodes is moderate to large, as is the

case in the present application. Indeed, sparse data are common in many application areas

33



Figure 3.1 : Evolution of pollination interactions among 15 common plants and insects for
the rst four weeks of the 2010summer season. Rows indicate plant taxa, columns indicate
insect taxa, and blue squares indicate observation of a pollination interaction.

due to the di culty of measuring real world networks. In the ecological context, painstaking

eld work is required to directly observe inter-species interactions: such interactions are
often eeting, requiring great e ort to observe for any xed pair, while there are many
pairs of species with the potential to interact. While sparsity is a common practical concern,
high dimensionality is an intrinsic concern, since the parameters of interest are pairwise edge
probabilities resultingina N M and N M  T-dimensional parameter space in the
static and dynamic case, respectively. Hence, large and sparse networks are standard in the
eld, and dimensionality reduction is a key component of any statistical analysis.

One common approach to dimensionality reduction assumes that edge probabilities
depend only on group membership of the nodes. The simplest version of this approach
assumes that grouping can be done based on observed node covariates, while allowing
di erential between- and within-group connectedness (Wang and Wong, 1987). Stochastic
block models, instead, allow the node group assignments to be unknown (Kemp et al., 2004;
Nowicki & Snijders, 2001), providing a class of models for inferring node communities. Such
models assume stochastic equivalence: edges in the network are conditionally independent
given the community memberships of the nodes. Although there is a rich literature on
extensions, including the ability to allow node heterogeneity (Airoldi et al., 2005; Karrer &

Newman, 2010), the overarching assumption of conditional independence given a single node
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latent class assignment makes stochastic block models incapable of accurately characterizing
many real-world networks.

A exible alternative is motivated by homophily, the phenomenon in which nodes with
similar characteristics are more likely to be linked. Ho et al., 2002b introduce the idea
of representing the a nity of a node for interaction through a vector of latent features.

The probability of an edge between the nodes and j is a function of jju;  ujjj, where

this class is well-suited to networks characterized by homophily, it is less able to capture
other structures. To obtain a exible generalization, Ho, 2007 proposes a class of latent
factor models in which the presence of an edge within a dyad is modeled as a function of

u’

7 Uuj where is a diagonal matrix; this class of models is able to capture both stochastic

equivalence and homophily. Moreover, given the presence of the matrix, this model can
also capture antihomophily an opposites attract phenomenon.

The static latent space model of Ho et al., 2002b has been extended to the dynamic case
via a Markov process (Sarkar and Moore, 2005) and random walk trajectories (Sewell and
Chen, 2015). In a parallel thread, Durante and Dunson, 2014a uses Gaussian processes for
node-speci ¢ latent variables to extend Ho , 2007 to the time series setting, while Durante
and Dunson, 2016 use the same approach but with more exible nested Gaussian processes,
allowing variability over time in the rate of change in the network structure. Stochastic
block models have also been extended to the dynamic case: Xu and Hero, 2013 model
discrete-time dynamic networks through a state-space model, which combines a stochastic
block model with a simple model for state evolution. Santiago et al., 2022 combine a hidden
Markov model with a mixed-membership stochastic block model to identify latent groups
underlying the network structure.

Although the above developments have proven useful in their respective applications,
dynamic latent factor models (Durante & Dunson, 2014a; Sarkar & Moore, 2005; Sewell
& Chen, 2015) are natural from an ecological perspective. Di cult-to-observe covariates

drive interactions: features for insect species indicate latent consumption preferences, while
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features for plants indicate ower traits, such that the inner product of a dyad's latent fea-
tures measures alignment of insect preferences and plant traits, and hence their propensity
for interaction. An example is a physical characteristic of the consumer (insect) a ecting
its access to resources (plants) of di erent shapes (Garibaldi et al., 2015). Because these
features can be expected to change both seasonally with phenological patterns and in the
long term as species adapt to changing climatic conditions, a smooth dynamic process on
latent features can capture network evolution.

Despite the mechanical appeal, existing dynamic latent space approaches su er from
computational and inferential shortcomings in moderate to large networks with high sparsity
and/or missingness. If we assume &l -dimensional latent space and model each component
of the latent space through(N + M)H independent temporal Gaussian processes as in
Durante and Dunson, 2014a, we havéN + M )HT unknowns characterizing the dynamically
changing edge probability matrix. This results in an excessively exible model that is
subject to over tting, as illustrated in Section 3.4. If in contrast, we utilize a dynamic
stochastic block model as in Xu and Hero, 2013 and Santiago et al., 2022 when interaction
propensities are truly driven by more complex latent features, the number of communities
needed to e ectively capture network transitivity explodes, resulting in an unfavorable
trade-o between accuracy and interpretability.

Tensor decomposition has attracted considerable interest in elds that use high dimen-
sional data structures such as chemometrics, computer vision, social network analysis, and
brain imaging (Kolda and Bader, 2009; Lu et al., 2011; Cichocki and Phan, 2009). Two
classical approaches are the Tucker decomposition (Hitchcock, 1927; Tucker, 1966) in which
a tensor is decomposed into a smaller core tensor and a matrix for each mode, and the CAN-
DECOMP/PARAFAC (CP) decomposition (Carroll and Chang, 1970; Harshman, 1970) in
which a tensor is decomposed as a sum of rank one tensors; CP is a special case of Tucker
decomposition in which the core tensor is diagonal. Auddy et al., 2024 review tensor meth-
ods for high dimensional data analysis, including higher-order networks and emphasizing

community detection methods (Mucha et al., 2010). Recent work by Lyu et al., 2023 in
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this thread uses a latent space model to analyze complex networks including multilayer,
hypergraph, and dynamic networks. The latent positions are learned using a generalized
multilinear kernel as a link function such that edge probabilities are given by a Tucker
decomposition, with estimation accomplished via maximum likelihood estimation.

Our focus is on modeling of sparse, high-dimensional dynamic networks, and in this
context, existing tensor methods struggle. Directly performing a CP decomposition on the
log-odds tensor requires a common dimension for the latent space of each mode, limiting
applicability in scenarios where modes correspond to qualitatively di erent phenomena,
as in the bipartite plant-pollinator dynamic networks of the motivating application. Al-
though Tucker decomposition admits a di erent latent dimension for each mode, modeling
of the core tensor increases dimensionality and complexity while potentially reducing inter-
pretability relative to classical latent space models.

Motivated by ecological applications, we present theN ested Ex emplar Latent Space
model (NEX a novel Bayesian nonparametric tensor decomposition for bipartite dynamic
networks. We build on the latent space approach of Ho, 2007 while achieving substantial
dimension reduction through low-rank CP decomposition of latent feature tensors for nodes
of the respective types. By characterizing each node attribute through low-dimensional
exemplar traits, weights for each latent space dimension, and exemplar curves characterizing
time evolution, we achieve drastic dimensional reduction while maintaining substantial
exibility and interpretability. Further, by providing  NEXwith a fully Bayesian speci cation
utilizing non-parametric double shrinkage priors on the latent space, the need to a-priori set
the latent dimensions is obviated, permitting the user to instead set a conservative upper
bound while letting the data determine the appropriate e ective dimension for each mode.

In Section 3.2, we explain our dimension-reduced latent space mod®&[EXin the context
of existing approaches for dynamic network modeling, specify priors for a Bayesian model
formulation, and provide theoretical guarantees both for our model's exibility and for the
full support of our Bayesian formulation. Although the focus is on bipartite networks with

two types of nodes, the methodology can be trivially adapted to the case in which all nodes
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are of one type, as detailed in Section 3.2.1. In Section 3.3, we provide a simulation study
to demonstrate the model's ability to recover latent probabilities and the true underlying
dimension of the latent space in a synthetically generated dynamic network. We applNEX
to an in-depth application involving over two decades of arctic plant-pollinator networks
collected in the Zackenberg Valley in Section 3.4. Finally, in Section 3.5 we provide conclud-
ing remarks including a possible extension for dynamic networks with observational bias.
The Supplementary Material contains detailed proofs for all theoretical results, additional
simulations under model miss-speci cation with comparison to competitors, and additional

details on data preparation and results from the Zackenberg application.

3.2 Dimension-reduced latent space model
3.2.1 Model formulation

Let A bethe N M T tensor with frontal slices A.; 2 fAz1;:::;Arg, encoding

record interclass interactions such thatAj; = 1 if a link is recorded between nodes andj in
observationt, and otherwiseAj; = 0. Hence, the tensorA describes a multilayer network:
the graph corresponding toA.; has an edge between verticegj in layer t if and only if
Ajit =1. We suppose in the description to follow thatt indexes temporal observations, so
that A encodes a dynamic network; however, the model easily accommodates spatial and

spatio-temporal repetitions. For notational e ciency, we de ne [N] as refering to the index

the second class and the time points, respectively.

We model edges in this dynamic network as the realization of conditionally indepen-
dent Bernoulli random variables with N~ M T latent probability array — : Ajit | ijt
Bern( it ): Dimensionality reduction and borrowing information between nodes and time
points are needed to infer . We perform a rst dimension reduction by projecting each

node into a low-dimensional latent space. The propensity for interaction between two nodes
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at a given time is modeled as the weighted inner product of theiH dimensional latent traits
(Xit andYjt ) plus a time-varying intercept ( ), controlling overall connectivity. This yields
the following model:

it =f YSit); Sit = + Xi Y
where f denotes the logit link function, and " = diag( ") provides weights for each
dimension of the latent space and hence the in uence of the corresponding features on the
interaction propensity. In the ecological context, ; measures the impact of seasonality on
pollination activity, while latent factors represent latent preferences and traits of insects
and plants, respectively. These can be expected to progress over time in correspondence to
seasonal shifts for each species, for example, changes in activity level and biological needs
of insects as their life cycle progresses, and changes in scent emission and density of blooms
from early emergence to peak, and decline.

We nd that the above formulation is still too richly parameterized in many applications,
motivating further dimension reduction. Let X 2 RNHT pe the node attribute tensor for
nodes of the rst class, with Mode-2 (row) bers Xi; = Xj; providing the embedding of
the latent trait space for node i at time t; dene Y 2 RMHT similarly to be the node
attribute tensor for the second class. The proposed Nested Exemplar SpacBEX model
achieves dimension reduction via low rank factorizations of these node attribute tensors,
separately decomposingK and Y into the outer product of low dimensional exemplar traits
for each node, exemplar curves characterizing temporal variation in the latent attributes,

and weights for each exemplar space dimension:

X

X = KuX v wr (3.1)
k=1
X

Y= RUvow (3.2)
k=1

where K is the dimension of the exemplar space, and® is a weight vector that plays a

role similar to that of ™ in the latent trait space. For each dimensionk = 1;:::;K the
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component vectorsUX 2 RN and U 2 RM embed the nodes of each type in the exemplar
space, whileVX 2 RH link the exemplar and latent trait spaces, and W ;W) 2 RT
characterize evolution in the exemplar space over time. With this construction, we massively
reduce the number of parameters td(N + M + T), while maintaining su cient exibility

to capture broad probability tensors , as we will show in the theoretical results presented
in the Supplementary Material.

A key innovation of this model is the use of two separate latent dimensions, which allow
highly exible and interpretable modeling: the H -dimensional latent trait space and the
K -dimensional exemplar space. Le6 2 RNMT pe the latent interaction propensity tensor
with entries Sj¢ indicating the latent log-odds of interaction between speciesand | at time
t, as introduced in (3.2.1). The dimensionH upper bounds the rank of every frontal slice
of S, and as a result controls the complexity of the networks at any time stegd. Similarly,

K provides an upper bound on the rank of tensor decomposition; it follows thaH K.
Details on the selection of appropriate values foH; K are provided in Section 3.2.2 below.

Although the above model speci cation is developed for the bipartite case, this frame-
work is readily extendable to cases with a single class of nodes. In this case, the dynamic
network tensor A is semi-symmetric and we utilize a single latent factor tensoiX to char-

acterize nodes, de ning the log-odds connection matrix for a given time step as
St= dnly + Xe X7

Additionally, while we focus on applications with a nite number of time points, our model
naturally extends to continuous time. In the continuous-time case, the factor matrices\V X
and WY characterizing the third mode are replaced withK functions de ned over time.
With the theoretical results to follow, we characterize the class of time-varying latent
probability matrices { with the representation given by the inner product formulation of
(3.2.1) and the decomposition of the respective latent trait tensors given by (3.1). Proposi-
tion 1 states that given H; K su ciently large, any time-varying latent interaction propen-

sity matrix S; has such a representation. Detailed proofs are provided in the Supplementary
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Material in the continuous time setting and with N = M. Because these results imme-
diately generalize to the discrete-time setting with genericN 6 M, we continue with the

notation developed above.

Proposition 1. Given a time-evolving matrixS; 2 RN N with t 2 [T], there exist nite

integer valuesH; K such that for everyt we have that
St= (Inly + XiY;
where  is a time-varying intercept and Xy; Y; are matrices of time-evolving latent vectors
X
Xe= wiUl Vo= whul v

k=1 k=1

for UX, UY 2 RN and VX, V\Y 2 RH.
Corollary 1 extends this result to the latent probability matrix .

Corollary 2.  Given a time-evolving link probability matrix 2 RN N with t 2 [T], there

exist nite integer values H; K such that for everyt we have that
t=f(S); t2[T];

where S; is de ned in Proposition 1, and f () is the logit function applied elementwise to
S;.
3.2.2 Prior Speci cation

To complete our Bayesian model formulation, we place independent Gaussian priors on

the latent features for each node and for each dimension of the exemplar space:

UX N(0; ?); forallik 2 [N] [K] (3.3)
Ur N(©; ?; foralljk 2[M] [K] (3.4)
ViV N(O; 2); forallhk 2 [H] [K] (3.5)
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For both the third mode factor matrices WX and WY and the time-varying intercepts

we utilize multivariate Gaussian priors, inducing temporal dependence in the networks:
WXsw)  N(@©;) forall k2 [K] (3.6)

N(o ) (3.7)

where and characterize the temporal dependence. For example, a reasonable choice
is =exp( D ); whereD is a matrix quantifying distance between di erent observation
times, and is a smoothing factor governing the rate of decay. For more complex study
designs, with spatio-temporal structure or a temporal structure involving seasonality as
well as annual change, a simple modi cation is to employ a separable covariance=
exp( 1D1)exp( 2D);whereD1 and D indicate distance in separate dimensions. (3.6)-
(3.7) can accommodate continuous time by substituting multivariate Gaussian distributions
with Gaussian processes.

Appropriate selection of dimension for the latent trait space and exemplar space is
crucial to model performance, however, identifying the rank of a tensor is an NP-hard
problem (Hastad, 1989). We sidestep this issue by taking the over- tted Bayesian modeling
approach of Bhattacharya and Dunson, 2011, choosing; K as conservative upper bounds
while adaptively shrinking redundant dimensions. Speci cally, we place a double-shrinkage
prior on  "; K which collapses the distribution of factors in redundant dimensions to
zero; this induces low rank in both the latentH - and exemplarK - spaces. The proposed

shrinkage process is given by

Y

k= & §1 Ga(f:f)y &1 Gal 5 y) (3.8)
s=1

H ¥ H. H H. H H H. H

h — s 1 Ga( 1; 1)) 1 Ga( 5, 2): (3.9)
s=1
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We can compute the rst two moments of the exemplar space weightsl‘(< as:

K K k 1
=)=+ &
12
K 2 K 2« pn 1 1 k1 O
var( )= —& & 1+ 0 1+ 1
1 2 1 2
for k =1;:::;K. We see that ¥ and X control the general level and variability of the

entries in K, while & and X impose shrinkage. SelectingX=X > 1and k=K <1
favors stochastically decreasing values forE ask increases, which causes the contribution
of higher indexed dimensions to decrease to zero. An analogous selection is made for
hyperparameters in the prior of . Furthermore, since by constructionH K, we choose

K=K > =4 tofavor a greater relative shrinkage of the latent trait space compared to
the exemplar space. This soft constraint on relative dimensionalities yields good recovery
of the true tensor rank in simulations (see Section 3.3) while avoiding degeneracies induced
by a hard constraint.

The above approach is related to the multiplicative gamma process (Bhattacharya &
Dunson, 2011); see Durante and Dunson, 2014a and Durante, 2017 for a detailed discussion
of the selection of hyperparameters. Alternative shrinkage priors are possible, including
the cumulative shrinkage prior of Legramanti et al., 2019. In practice, we nd that the
multiplicative gamma approach yields better recovery of true network rank in simulation
studies.

Although the theoretical results in Proposition 1 and Corollary 2 guarantee that NEX is
exible enough to represent any dynamic network given su ciently large H; K , this result
is only relevant from a Bayesian perspective if the priors selected have full support. We
now turn our attention to this question and show that there is a positive probability of
generatingf ;t 2 [T]g arbitrarily close to any true f 2;t 2 [T]g. As with the previous
theoretical results, detailed proofs are provided in the Supplementary Material in the more
general continuous-time setting, and we adapt the statements to the discrete-time setting

for notational consistency here. Theorem 3 below states that (3.3)-(3.7) has full support
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for latent interaction propensity matrices S;.

Theorem 3. Let ps be the prior induced onfS(t)g, t 2 [T] by the priors on the latent
factors (3.3)-(3.6) and time-varying intercept (3.7). For every real matrix SO with t 2 [T]

and for every > 0,

Ps pg% ISt Stlie< 9

Corollary 4 extends this result to the time-varying latent probability matrix.

Corollary 4. Let p be the prior induced onf ( t)g, t 2 [T] by the priors speci ed on the
latent factors (3.3)-(3.6) and time-varying intercepts (3.7). Then for every real probability
matrix { with t 2 [T] and for every > 0 we have

f i Ojj< g> 0
p ?’2‘%)5 ot di< 9>0

3.2.3 Computation

Because all of the parameters in (3.3)-(3.7) are continuous, we obtain posterior sam-
ples using Hamiltonian Markov chain Monte Carlo implemented in the Stan probabilistic
programming language. We nd this works well in a wide variety of simulations and out-

performs data augmentation Gibbs samplers that we considered in small scale settings.

3.3 Simulation study

In this section we provide a simulation study to evaluate the performance of the proposed
model in recovering the latent probabilities and data generating process. Performance is
assessed via accuracy in inferring the e ective dimensions of the latent and exemplar spaces,
as well as in- and out-of-sample recovery of link probabilities. Further simulation studies
demonstrating robustness to model miss-speci cation for data generated from dynamic
latent factor and stochastic block models are provided in the Supplementary Material.

We generate a collection 020 25time-varying bipartite networks A; with t 2 1;2;:::;40g.
Data are simulated according to our generative model with true exemplar and latent di-

mensionsK "¢ = 5:Hte = 2 with = = 1 such that all dimensions contribute
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Figure 3.2 : Simulation results. Left: in-sample true probabilities ﬁt VS posterior means

Nje fort 21 1;2;:::;,39. Right: out-of-sample true probabilities 540 VS posterior means
N..
ij 40-

equally to the network structure a priori. We set the length scale of the Gaussian processes
usingg = x = vy =0:04, and use a prior mean of g = 0:6 for the logit intercept
and 2= 2:IO K true as prior variance for the entries of the non-temporal factor matrices
in the exemplar space decomposition. The adjacency tensdx is generated by likelihood
(3.2.1). To evaluate out-of-sample performance, we treat the nal networkA,p as missing.
We t the proposed model to the synthetic data A using conservative truncation levels
H = K =10; further details are given in the Supplementary Materials.

Our model shows excellent performance in estimating the link probabilities both in- and
out-of-sample. The estimated posterior mean probabilities capture the variability observed
in the true values of ¢ fort 2 f1;:::;40g, with only a slight drop in performance for
the out-of-sample network att = 40. Figure 3.2 presents an aggregate analysis across time
points comparing estimated and true link probabilities in-sample and out-of-sample. Figure
3.3 shows estimated and true link probability matrices fort 2 f 1; 20; 40g.

Figure 3.4 shows that the model is capable of e ectively shrinking towards the true
underlying values ofH; K by collapsing the distribution of factors in redundant dimensions
to zero. This greatly simpli es model speci cation, allowing the user to set a conservative

upper bound for these dimensions.
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Figure 3.3 : Simulation results. From top to bottom: rows indicate the networks at ran-
domly chosen in-sample time stepd = 1;20 and out-of-sample time stept = 40. Left
column: Posterior means of". Center column: True underlying . Right column: Abso-
lute value of the di erence between the twoj " t-

Figure 3.4 : Posterior samples for di erent components of K (left) and " (right) when
data are simulated with true valuesKk =5 andH =2

3.4 Application to dynamic plant-pollinator networks in the arctic

Interaction networks o er a concise overview of complex ecological communities while
providing insights into a community's resilience in the face of exogenous shocks. We analyze
data consisting of repeated observations of a plant-pollinator network in the high-arctic

Zackenberg Valley in Northeast Greenland National Park. Observations were collected on
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a 500 by 500 meter study plot weekly in the snow-free season in the years 1996, 1997,
2010, 2011, and 2016, resulting in a collection of 49 networks, published in Cirtwill et
al., 2023. Because network observations were collected over a two-decade period in which
climatic changes have been particularly pronounced in the Arctic (Rantanen et al., 2022),
it is of great interest to analyze the e ects of shifting phenologies (that is, the timing of
ower blooms and the emergence of arthropods) on pollination interactions. The observed
networks are highly sparse, with less than one percent of all possible interactions observed;
additionally, 46% of observed interactions are observed only once.

The observed networks encode ower visitation interactions over a 40-minute period:
two individuals of each species were identied and monitored, with all insects visiting
owers of the selected individuals recorded, captured and identi ed (with taxa con rmed
by DNA barcoding (Hebert et al., 2003)). Although ower visitation data were collected for
all study years, in 2016 the data were complemented with pollen transport data, based on
microscopic analysis of pollen grains present on each insect captured during ower visitation
(see Cirtwill et al., 2024). Hence, the pollen transport data yield a second network, which
can be used to validate predictions based on the ower visitation data. In total, the data
include 39 plant taxa and 114 arthropod taxa. Since most arctic pollinators are small,
dark-colored, and dicult to distinguish even by experts, taxa are recorded with some
taxonomical ambiguity, with some individuals identi ed only at the genus or family level
and others fully identi ed to the species level. Additional details on the Zackenberg data
can be found in Supplementary Material and Cirtwill et al., 2023.

We resolve taxonomical ambiguity by collapsing partially identi ed individuals into
operational taxonomical units, and limit our analysis to taxa occurring in more than one
interaction across all time periods. Additionally, we remove two weekly networks consisting
of interactions involving a single plant present. Further details on taxonomical cleaning and
subsetting can be found in the Supplementary Material. The application of the protocol
described above results in a network of 35 plant taxa and 58 insect taxa observed over

47 time periods with an observed interaction prevalence of 1.8%. However, behind this
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ostensible sparsity, there is a high degree of missingness due to nonobservable interactions:
for an interaction to be observed, the involved species must co-occur in the observation
period.

To avoid having variation in species occurrence drive our inferences, we model network
variation conditional on species co-occurrence. Plant occurrence is measured without error,
while insect occurrence is inferred from the interaction data: we de ne insects that occur
at time t as those observed in at least one interaction at time or the preceding week 1
or the following weekt + 1. This is because insect phenology is strongly structured by
season (see Wirta et al., 2016, Ascanio et al., 2024; see also Figure 6 of Supplementary
Materials), with the overall activity period de ned by a start date and an end date. During
the intervening period, the taxon will be present and forage for at least some portion of the
midday observation window, whereas some taxa may be missed due to under-sampling. We
performed a sensitivity analysis with respect to the construction of the occurrence matrices
in the Supplementary Material.

We adopt a conditional modi cation of NEXfor the Zackenberg data. LetAjy, be an
indicator for the event that we observe that a planti is pollinated by an insectj during
the seasonally aligned weekv of yearr. We de ne a model for interaction conditional on

pairwise co-occurrence:

Oii
. . — — JWr
E(@jwr J ijwr ;Ojjwr ) = ijwr Ojjwr = Tt e S
Siwr = wt i+ r+ cwr +x0 Py
ijwr w [ r wr T Xiwr Yiwr s
where ; r; i are random e ects for seasonality, annual variability, and plant node degree

heterogeneity, is a xed e ect for temperature in degrees Celsius ¢yr), and Ojjur is an
co-occurrence indictor with Oy = 1 if plant i and insectj co-occur in weekw of year
r. Motivated by this two-dimensional time structure in which networks can be located
temporally by both the year and seasonality week, we structure autocorrelation using a
separable covariance with seasonality and year dependence. The random and xed e ects

are given weakly informative normal priors; details on the full model specication are
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provided in the Supplementary Material.

The model above is t using the proposed framework and a competitor provided by the
dynamic latent factor model of Durante and Dunson, 2014a using the latent and exemplar
space dimensiorK = H =10 for NEXand latent space dimensiorH = 10 for the dynamic
latent factor model. To t NEXwe generate2000post-burn in posterior samples using Stan,
while the same number of post-burn in samples are generated by tting the dynamic latent
factor model with the Polya-Gamma data augmentation Gibbs sampling scheme described
in Durante and Dunson, 2014a, modi ed to accommodate the bipartite data structure and
relevant covariates.

To compare the models, we perform 10-fold cross validation of the ower visitation data,
and additionally utilize the pollen transport data for further out of sample validation. The
existence of the pollen transport data from 2016 allows us to validate predictions made
by the model trained on ower visitation data only adopting an approach similar to that
utilized in Papadogeorgou et al., 2021. We consider the posterior probability for all missing
cells in the ower visitation network with corresponding edges in the pollen transport
data (heldout edges), and the posterior probability for all such tuples that are missing in
ower visitation network, but without observed interactions in the pollen transport network
(heldout non-edges). The ratio of the mean posterior probability among heldout pollen
transport edges to heldout pollen transport non-edges should be greater than one if the
model successfully discriminates non-interactions from interactions.

We nd strong evidence of over tting for the dynamic latent factor model with superior
performance of NEXn out-of-sample metrics. The dynamic latent factor model has a higher
in-sample t with a mean AUC of 0.98 versus 0.90 fotNEXacross cross validation replicates.
However, NEXhas better out-of-sample performance as can be seen in Figure 3.5. While
both models demonstrate the capacity to identify true interactions from the held-out pollen
transport data, we see superior performance dfEXn recovering these held-out interactions,
demonstrating that the more parsimonious model not only ts the original data better, but

further generalizes to data collected using entirely di erent methods. This suggests superior
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Figure 3.5 : Cross Validation Results for the proposed Nested Exemplar Latent Space
Model (NEX and the dynamic latent factor model (DLF. We perform ten-fold cross vali-
dation and for each data set calculate the out-of-sample (AUC) and the ratio of the mean
posterior interaction probability for held-out recorded pollen transport interactions to the
mean posterior interaction probability for missing edges overall (right).

ability of NEXo deliver generalizable insights from sparse data where other models over- t

to noise.

3.4.1 Model interpretation

The application of NEXto the Zackenberg data yields a number of interesting insights
into the stability of arctic pollination networks and the forces driving pollination activity.
A key ecological question relates to the relationship between temperature and interaction
intensity, with a positive relationship presumed based on a general trend of increasing
interaction richness with temperature. However, in tting the conditional NEXmodel, we
nd a small negative e ect of temperature. This is likely the artifact of an in uential
outlier network from 2011 with a very high prevalence of interaction on an unseasonably
cool day late in the season. Removing this term, the e ect of temperature disappears,
providing evidence that the impact of temperature on interactions works largely through
species occurrence and not directly through pollination activity. Similarly, we nd that a
hypothesized seasonality e ect producing greater interaction richness in the peak of summer

disappears or even reverses when controlling for occurrence.
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To address potential concern that these results are driven by bias introduced by our
occurrence construction, we perform sensitivity analysis under a variety of occurrence sce-
narios and nd that the results persist; the details are provided in the Supplementary
Material. These ndings are consistent with recent work showing the remarkable stability
of arctic pollination networks over time (Cirtwill et al., 2023), and suggest that abiotic
factors impact pollination activity primarily through occurrence.

A crucial question in the study of pollination networks relates to the existence of unob-
served interactions, both those that are occurring but not seen and those which are not yet
occurring due to non-overlapping phenologies. FittingNEXallows us to analyze posterior
interaction probabilities across observed non-edges of both types. If we focus on poten-
tially understudied insect families (de ned to be those with limited pollination activity),
we identify a large number of not previously observed high posterior probability interac-
tions for the families Agromyzidae and Scathophagidae, both consisting of ies with a high
potential to be missed by observing researchers, and Braconidae and Ichneumonidae, both
parasitoid wasps where time spent on owers limits time spent searching for hosts, making
them harder to observe on the owers.

Finally, the model suggests a number of new pollination interactions which have not
previously been possible due to non-overlapping phenologies. In particular, we nd a high
mean posterior probability of pollination of the arctic willow Salix arctica by the very rare
genusAtractodes, given appropriate overlap of species occurrence. Additionally, we nd a
number of rare species to be likely but unobserved pollinators of the very brie y bloom-
ing Saxifraga hyperborea These results suggest potential redundancies in the pollination
networks which can contribute to resilience of the arctic ecological community under desta-
bilization from climate-induced phenology shifts. Importantly, they also provide testable
hypotheses regarding unobserved but likely interactions, which can next be resolved by
targeted experiments. See Supplementary Material for a detailed presentation of new high

posterior probability interactions.
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3.5 Discussion

We introduce a novel class of models for dynamic networks, which dramatically reduce
dimensionality relative to existing latent-space approaches. Although existing latent factor
models borrow information across networks over time, they utilize independent Gaussian
processes for each component of the latent space and each node in the network. In contrast,
by utilizing a tensor factorization approach, the proposed model replaces these independent
Gaussian processes with a small set of exemplar curves which are common across nodes and
latent space components, yielding dramatic computational advantages and superior out-of-
sample performance on both real-world and simulated networks.

The application presented here demonstrates the broad suitability of the model to a
number of challenging real-world network settings, which are often characterized by spar-
sity and observational bias. Careful modeling of a complex dynamic pollination network
within the NEXramework delivers novel insights into the drivers of pollination activity, while
suggesting future directions for research, including extension to networks with weighted or
discrete-valued edges and to spatially-indexed replicates. Simultaneously, the computa-
tional e ciency of the model could facilitate a more in-depth treatment of observational
bias, including formalizing uncertainty of co-occurrence through the addition a phenology

sub-model, or the incorporation into more expansive joint species distribution models.
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4. Leveraging ontologies to predict biological activity of

chemicals across genes
4.1 Introduction

Since the mid-20th century, the global use of industrial chemicals has exploded, with
more than 86,000 registered for commercial use in the U.S. alone. Approximately 62% of
the total chemical volume produced consists of substances classi ed as hazardous to human
health (United Nations Environment Programme, 2023). Industrial activity releases large
guantities of chemicals into the environment and incorporates both deliberate additives and
accidental contaminants into many nished products. Consequently, humans are exposed
to tens of thousands of industrial chemicals through air, water, food, consumer products
including textiles, cosmetics, and toys, and occupational activities. Recent biomonitoring
studies have detected chemicals of concern in human tissues and secretions, including heavy
metals such as lead and cadmium, and persistent organic pollutants such as dioxins and
PFAS in breast milk (Serreau et al., 2024), PFAS (Kotlarz et al., 2020) and microplastics
(Leonard et al., 2024) in blood, and bisphenol-A (BPA) (Li et al., 2013) and triclosan
(Allmyr et al., 2008) in urine. The economic impact of chemical and heavy metal exposures,
including illness, reduced cognitive function, healthcare costs, and lost productivity, was
estimated to exceed 10% of global GDP in 2017 (Grandjean & Bellanger, 2017).

A particular group of chemicals that has generated considerable concern in recent years
due to their biological persistence and near ubiquity in commercial applications are Per-
and poly uoroalkyl substances (PFAS), commonly known as forever chemicals. PFAS are
a class comprising thousands of man-made chemicals with wide commercial application,
including nonstick cookware, re ghting foams, textiles, and food packaging due to their
resistance to water, heat and stain. PFAS are characterized by very strong carbon- uorine
bonds, which make them highly resistant to degradation and prone to accumulation in the
environment, marine food chains, and the human body. Exposure to PFAS through food,
drinking water and consumer products has been linked to a variety of adverse health

outcomes, including immune system dysfunction (Ehrlich et al., 2023), decreased fertility
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(Bach et al., 2016), pre-eclampsia (Abd Mutalib et al., 2025), developmental delays (Oh
et al., 2021), and kidney and testicular cancer (Steenland & Winquist, 2021).

Given the substantial human, environmental, and economic costs associated with chemi-
cal exposures, there is signi cant interest in identifying chemicals of concern and developing
appropriate regulatory standards to prevent exposure at hazardous levels. Since 1976, the
United States Environmental Protection Agency (EPA) has maintained the Toxic Sub-
stances Control Act (TSCA) Chemical Substances Inventory, providing a database of over
86,000 known chemicals, of which approximately 42,000 are designated as currently active
in U.S. industries and commerce, with new introductions regularly added (U.S. Environ-
mental Protection Agency, 2024d). While new chemicals on the registry must demonstrate
an appropriate safety pro le, those chemicals which existed prior to the registry's creation
are exempt from such requirements except in cases where the EPA has demonstrated tox-
icity, creating an incentive structure which favors older chemicals over newer, potentially
safer chemicals. The vast majority of chemical volume in the United States is subject only
to voluntary industry testing under the current regulatory framework (Hall et al., 2012).
Nonetheless, advances in molecular biology and toxicology have facilitated large scale ex-
pansion of toxicity testing.

In 2007, a seminal report by the U.S. National Resource Council articulated a vision for
large scale toxicological testing to match the scale of modern chemical exposure (National
Research Council, 2007). Key to the proposed strategy is the shift away from traditional,
animal-based testing towards in vitro and high-throughput approaches. High-throughput
screening (HTS) provides automated testing of a large number of samples for biological ac-
tivity, reporting dose-response data across gene assays and chemicals, with the goal being
to prioritize chemicals for further investigation. The EPA Toxicity Forecaster (ToxCast),
introduced in 2007, constituted the rst large-scale implementation of this strategy, utiliz-
ing high-throughput screening to evaluate thousands of chemicals across hundreds of assays
(Richard et al., 2016). Building on this approach, Toxicology in the 21st Century (Tox21)

is a collaboration between the EPA, NIH, and the FDA which includes both HTS and ad-
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Figure 4.1 : Observed dose-response data for a subset of the data including six gene-speci c
assay endpoints (rows) and six PFAS chemicals (columns). Each cell contains the lptpld-
induction responses elicited at each tested dose (natural log scale) for the respective pairs,
with some pairs lacking data entirely.

ditional development initiatives including assay development and validation of new testing
paradigms (Thomas et al., 2018). While these programs provide publicly available data for
thousands of chemicals, coverage across gene assay targets is often sparse due to logistical
constraints. Despite signi cant progress in recent years, across these programs and their
global counterparts, only a small fraction of known chemicals has been adequately tested
for toxicity (Plass et al., 2025), leaving an urgent need for scalable toxicological screening

and modeling approaches to support regulatory decision-making.

4.1.1 Data description and scienti ¢ challenges

To address the pressing need for extensive toxicological screening, this work aims to
(1) elucidate modes of action for biologically active chemicals and (2) predict responses
across untested assay-chemical pairs in the context of highly sparse HTS data. Typical
HTS datasets are characterized by broad coverage of chemicals, but poor coverage of assay

endpoints; combining datasets across studies introduces additional challenges, including
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a highly irregular dose grid due to varying concentration protocols. The challenges and
opportunities posed by this type of data are illustrated in the motivating PFAS-HepG2 data
set. The PFAS-HepG2 data include two complementary components: (1) legacy HTS data
from the NIH Integrated Chemical Environment, comprising 123 assay endpoints and 204
PFAS chemicals tested on HepG2 liver cells; and (2) a new experimental dataset measuring
the responses of three PFAS chemicals across 10,645 assay endpoints. The data structure,
characterized by a large proportion of inactive pairs and missing data, is illustrated through

a small subset of genes and chemicals in Figure 4.1. Statistically, this setup corresponds
to a matrix of functional observations indexed by assay endpoints (rows) and chemicals
(columns), with each cell containing a potentially incomplete dose response curve. Many
of these curves are sparse, truncated, or completely missing, and the overall matrix is
dominated by inactive assay chemical combinations. Although the combined data provide
an opportunity to borrow information between assay-dense and chemical-dense submatrices,
existing approaches struggle or fall at completely in the face of extremely sparse matrix-

structured functional data.

4.1.2 Background

Dose-response models, which describe how biological endpoints respond to chemical
exposure at varying concentrations, provide an essential tool in toxicology and pharmacol-
ogy. These models provide key information for risk assessment and regulation, facilitate
comparisons across genes and chemicals, o er insights into mode of action, and permit ex-
trapolation beyond observed doses. These insights permit scientists to prioritize chemicals
for further study and quantify the health risks associated with exposure.

In the chemical-gene assay context, classical dose-response models estimate key pa-
rameters describing the biological activity, such as the EGy (the concentration at which
half-maximal e ect is elicited), E nax (the maximum response), as well as additional param-
eters from mechanistic toxicokinetic models. These models typically assume a parametric

form with a small number of parameters. Dose-response models with widespread acceptance
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in the toxicological community include the Hill, Exponential 5 (Exp-5), and power models.
Among these, the Hill model is widely used and parameterizes a sigmoidal dose-response
via the Enax, ECso, and slope. The power model ts response as a three parameter power
function of concentration, and while somewhat rigid, is useful for low-dose extrapolation
and simple monotonic functions. The more exible Exp-5 models the response as a four pa-
rameter exponential decay function in concentration, but as with the Hill and Power models,
cannot capture non-monotonic responses (Judson et al., 2010; Thomas et al., 2019).

Limitations of Parametric Models in HTS Settings

While classical dose-response models are straightforward to implement and interpret,
they often fall short in high-throughput screening (HTS) contexts, where data are sparse,
noisy, and frequently deviate from monotonic response patterns. These parametric ap-
proaches typically t each chemical-assay pair independently, making them unreliable when
curves have fewer than 6 10 observed doses, necessitating models which borrow information
across genes and chemicals. However, joint modeling approaches must accommodate sub-
stantial dependence and heterogeneity: assays vary in sensitivity, genes may be co-regulated,
and chemical activity pro les can di er dramatically across endpoints (Wilson et al., 2014).
These challenges have motivated increasing interest in semi-parametric and nonparamet-
ric approaches, which o er greater exibility for modeling complex, high-dimensional HTS
data.

Bayesian approaches to dose-response modeling have been developed to overcome chal-
lenges posed by high-dimensional, correlated exposures, enabling exible modeling of non-
linear and non-additive e ects (Bobb et al., 2014). Motivating this literature are a number
of related problems. In the mixture literature, the focus is typically on studying a sin-
gle assay response to a chemical mixture (Bobb et al., 2014; Chattopadhyay et al., 2024,
Ferrari & Dunson, 2019, 2021). When a particular assay, known to be developmentally
signi cant is of interest, the goal is to model a single assay response to multiple chemicals
(K. R. Moran et al., 2021). When the goal is to impute responses where experimental data

are missing, a functional matrix completion problem describes multiple assays and multiple
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genes studied on a regular (Tansey et al., 2022) or irregular grid of doses (B. Jin et al.,
2020; Wilson et al., 2014). While the present work is motivated by the matrix-completion
problem, with cells representing the dose-response surface obtained by exposure of a single
assay to a single chemical, we begin with a review of relevant developments in the single

assay case.

4.1.2.1 Semi- and nonparametric dose-response models for single assay studies

Given the limitations of classical models in sparse and noisy HTS data, recent work has
turned to more exible, semi- and nonparametric approaches for modeling dose-response
relationships in single-assay settings. These methods aim to capture functional relationships
from limited data and, in some cases, incorporate information about the chemical structure.
One such approach uses splines to exibly model individual dose-response curves. Davidson
et al., 2022 apply Bayesian shape-constrained splines to t single-gene, single-chemical
responses and identify gene co-regulation clusters. Although the model ts each gene-
chemical curve independently, the observed clustering structure suggests an underexplored
potential for joint modeling across genes.

Although incorporating dependence across genes is an ongoing challenge, signi cant
work has been done on utilizing structural features of chemicals to improve predictions of
biological activity. Quantitative Structure Activity Relationship (QSAR) modeling plays a
key role in virtual screening by prioritizing chemicals for further study based on structural
features associated with biological activity. These models span a wide range of algorithms
that use molecular representations, such as molecular weight, solubility, and other chemical
descriptors, to predict physiochemical endpoints such as binding a nity or enzyme inhi-
bition (Mansouri et al., 2024). The use of chemical structural information to improve the
prediction of biological activity is important in environmental health research.

Wheeler (2018) propose a Bayesian Additive Adaptive Basis Tensor Product (BAABTP)
model, which uses Mold2 descriptors to learn basis functions for the dose-response surface

for a speci ¢ assay. The method tends to enforce excessive similarity in the dose response
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for structurally similar chemicals, even when those structures are not aligned with biologi-
cal activity. To address this, K. R. Moran et al. (2021) decompose the chemical structure
into components that are relevant versus irrelevant to biological activity. Each chemical
is observed at a sparse set of dose levels and described by a high-dimensional vector of
Mold2-derived features. The model introduces two sets of latent factors: one shared be-
tween structure and response and another speci c¢ to structure. This separation enables the
model to isolate the toxicity-relevant signal from the background structural variation. The
response function for chemical in a given assay is modeled ag; = Y+ |+ j; where

i denotes the shared latent factors and the dose-varying loadings are given a Gaussian
process prior with shrinkage via a multiplicative gamma process.

Together, these approaches highlight the utility of exible curve tting and latent struc-

ture modeling in single-assay, multi-chemical settings. However, like Wheeler (2018), the
model in K. R. Moran et al. (2021) is limited to single-assay analyses and does not borrow

information across assays.

4.1.2.2 Matrix completion and multi-assay methods

To address the limitations of single-assay or single-chemical approaches, recent work has
explored matrix completion techniques for multi-assay, multi-chemical data. In pharma-
cology, analogous methods have been developed for large-scale drug screening data, where
drugs and tumor cell lines play roles similar to chemicals and assays.

A key thread in pharmacological research is to provide personalized cancer treatment
by identifying therapies that are most likely to be e ective for a given tumor cell line.
Although automated testing has produced large-scale data on the response of di erent cell
lines to varying compounds, methods for sensitivity estimation have lagged, with persistent
challenges in denoising observed curves and imputing untested combinations. Motivated
by this problem, Vis et al., 2016 develop a multilevel logistic factor model which improves
estimates of drug sensitivity by borrowing information between cell lines and drugs.

Tansey et al., 2022 extend this approach to functional matrix completion. Their Bayesian
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tensor Itering (BTF) model uses a low-dimensional embedding to borrow information be-
tween related drugs and cell lines to infer dose-response curves, including for cell-line-drug
pairs without data. Complementary work by Gutierrez et al., 2024 uses multi-output Gaus-
sian processes to jointly predict dose-response curves across drugs and cancer lines, inte-
grating both chemical and genomic covariates. Both of these approaches are unsuitable in
our context in assuming a regular grid of doses.

There is a parallel thread motivated by environmental health data developing functional
matrix completion methods for hypothesis testing in the irregular dose context typifying
chemical-assay data. Wilson et al., 2014 introduces a zero-in ated piecewise log-logistic
spline model for dose response curves in multiple genes and assays. This approach models
curves as a mixture between active and non-active responses, incorporating assay endpoint
random e ects and a chemical xed e ect corresponding to the partition or solubility coe -
cient, LogP. In their ToxCast application they nd the e ect of solubility is not signi cant,
despite its known relationship to a chemical's ability to permeate a cell membrane. This
suggests that a more exible formulation of chemical covariates may be needed.

B. Jin et al., 2020 address the same problem while allowing heteroskedasticity in multias-
say toxicological data. They use a probit model to estimate a binary indicator j; , equaling
one when the dose-response curve for chemidaand assayj is non-constant and zero oth-
erwise: P( j =1)= ( + [ j),with ;and ; indicating latent pathways for chemicals
and assay endpoints, respectively. These factors are also used to model heteroskedastic-
ity, while cubic B-splines are employed to capture exible dose-response relationships for
active pairs. To encourage borrowing of information across chemicals, a shared prior co-
variance is placed on spline coe cients within each assay. This model addresses multiple
challenges simultaneously including irregular dose grids, heteroskedasticity, and activity
detection though it assumes a comparatively dense dataset. In many HTS settings with
an extremely sparse data matrix, greater borrowing of information across both chemicals

and genes and the incorporation of relevant covariates is essential for robust inference.
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4.1.2.3 Gene covariance and functional grouping

Recent work on gene covariance highlights the importance of gene-co-regulation net-
works. One approach is to model gene co-expression networks, which capture pairwise cor-
relations in expression across samples. Melo et al., 2023 show that these networks are highly
complex with simple assortative methods failing to capture connectivity patters. Instead,
exible clustering using a degree-corrected stochastic block model yields more complete and
biologically meaningful gene groupings, as validated by gene ontology enrichment. While
the incorporation of functional grouping into dose-response analysis has generally been lim-
ited to post-processing Davidson et al., 2022, there is clear potential to borrow information
across genes. Joint modeling approaches must accommodate substantial dependence and
heterogeneity: assays vary in sensitivity, and the corresponding genes may be co-regulated
(Wilson et al., 2014).

In the latent factor Gaussian Process context, the functional grouping methods directly
target the structure of the covariance matrix, which may be insu ciently exible to repre-
sent strong heterogeneity among co-regulated genes. Recent work by Schiavon et al., 2022
proposes a new class of factorization models which instead target the sparsity structure of
the loadings matrix. In this approach, di erent factors have a di erent sparsity structure
and dependence among units is induced via the inclusion of meta-covariates in the shrinkage
model. In the generalized latent factor model with multi-scale responseg; fori =1; ;n
samples andj = 1; ;p components, with meta-covariatesxj = (X1j; ;Xqj)", this ap-
proach yields:yj = tj( j+ ;). Latent factors have sparsity governed by shared global
shrinkage g, factor-speci ¢ shrinkage 1, and factor and component speci ¢ local shrinkage
" jn . Local shrinkage is modeled via regression on meta-covariateg:(' jn j n) = g(xjT h).
This careful consideration of sparsity structure provides a rich method for incorporating
structured shrinkage into latent factor models.

The recent work in pharmacology and environmental health highlights the potential of

exible, covariate-informed models for dose-response inference, but most assume regular
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dose grids or richer observation patterns than typically found in comprehensive environ-
mental health datasets. In response, we propose a novel Gaussian Process model for dose-
response curve estimation that incorporates gene- and chemical-level covariates through
hierarchical shrinkage priors on gene-speci c latent Gaussian processes and latent factor
regression on chemical features. Our approach builds on the in nite factorization priors of
Schiavon et al., 2022, modeling genes as conditionally independent given meta-covariates,
with dependence induced via a shared sparsity structure. This framework enables princi-
pled information sharing across genes and chemicals and supports robust inference in the

highly sparse, irregular settings characteristic of modern environmental screening studies.

4.2 Data

The proposed model is motivated by a PFAS-HepG2 data set comprising: (1) a new col-
lection of experiments exposing three PFAS separately and as a mixture to a very large col-
lection of assay endpoints from the HepG2 immortalized liver cell line (henceforth UNC24),
and (2) all experiments involving PFAS and the HepG2 cell line available on the NIH's Inte-
grated Chemical Environment on May 6, 2024 (henceforth ICE). Details on the constituent

datasets and the harmonized, combined data source are provided below.

4.2.1 UNC24 PFAS mixtures data

The UNC24 PFAS mixtures dataset consists of experiments involving three di erent
PFAS and 10,645 probe sets from the HepG2 immortalized liver cell line. The PFAS
included are: Per uorooctanoic acid (PFOA), Per uorooctanesulfonic acid (PFOS), and
Per uorohexanoic acid (PFHxA). PFOA and PFOS are used to make products that resist
sticking, heat, water, grease, and re, while PFHxA is a common breakdown byproduct
of other PFAS. Each experiment is performed with respect to a probe set, which labels a
collection of DNA probes which measure the expression of a particular gene. Each of the
10,645 probe sets is mapped to the expression of a single gene in this data, while each gene
is mapped to between 1 and 19 probe sets. Among the genes included, the vast majority

(94%) are mapped to a single probe set ID. In total, 10,247 distinct genes are represented.
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The experiments expose the HepG2 cells to each of the three chemicals at concentra-
tions of 2.5, 10, 25, and 35M and an equimolar mixture of all three PFAS at the same
concentrations; pairwise exposure experiments are not included. In the present work, we
focus on the single chemical exposures and subset the data accordingly. All experiments are
performed with six independent replicates and use a 24 hour exposure. Raw gene expression
values are normalized across the entire dataset using Signal Space Transformation Robust
Multi-chip Analysis (SST-RMA) implemented in the A ymetrix Transcriptome Analysis

Console. The response is recorded as tleg, transformed SST-RMA fold change,log, %
4.2.2 HepG2 PFAS ICE data

While the UNC24 data set provides a complete matrix of gene expression responses
measured on a regular grid of doses, we are additionally motivated by a second, larger and
more irregular data source spanning a broader set of chemicals. This second data set com-
prises all experiments involving PFAS chemicals and the HepG2 cell line, obtained from the
NIH's Integrated Chemical Environment (ICE) (U.S. Environmental Protection Agency,
2024c). The included chemicals are drawn from the PFASMASTERLISTV2 chemical list
curated by the EPA (U.S. Environmental Protection Agency, 2024b), which at present in-
cludes 7,993 PFAS compounds. Unlike the UNC24 data, which utilizes a consistent protocol
with respect to dose concentration and replication, the ICE data is highly heterogeneous.
The number of distinct dose concentrations (indices ) ranges from 1 to 30, with most ex-
periments including eight or fewer. Replication also varies widely, with studies reporting
between 1 and 51 replicates; most include only 2 replicates.

While the UNC24 data utilizes probe set IDs corresponding directly to gene expression,
the ICE data reports transcriptomic assay endpoints, which include both gene-centric as-
says and non-gene-centric assays (e.g., enzyme inhibition, cytotoxicity). The raw assay end-
points are linked to gene expression expression using the CompTox Chemicals Dashboard
v2.4.1 (U.S. Environmental Protection Agency, 2024a); gene-relevant assay endpoints are

primarily derived from Attagene (ATG) and Tox21 platforms and span 77 unique genes. A
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Figure 4.2 : The cleaned ICE data consists of 193 PFAS chemicals (rows) and 64 single-
gene assay endpoints (columns). Of these, 55 assay endpoints are tested on nearly all
chemicals, with the remainder being tested on only three chemicals. Color indicates the
number of experimental doses (including replicates) for each assay endpoint - chemical pair,
with untested pairs indicated in black.

small number of assay endpoints in this data are associated with multiple genes. Notably,
28 of the 77 genes are not represented in the UNC24 data; many of these are related to es-
trogen and androgen receptor activity and are therefore of particular interest for evaluating
endocrine disruption by PFAS.

After subsetting to remove multi-gene assays, non-gene-related endpoints, and exper-
iments with incompatible response formats (see Supplement), the cleaned ICE data set
consists of 177,118 experimental observations, covering 64 unique assays and 193 PFAS
chemicals (Figure 4.2). In the vast majority of experiments, the response is reported as
log, fold induction measured at a 24-hour time point, matching the response type and

temporal resolution of the UNC24 data.
4.2.3 Combined data set

The combined HepG2 PFAS dataset comprises 815,818 experiments conducted across
10,269 genes and 193 chemicals, evaluated at an irregular grid of 40 dose levels ranging from

0.01 to 300 M. Nearly all chemicals are tested at high concentrations (200 300M) for at

least some genes, though fewer than 1% of genes are assayed at these extreme doses. The
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number of dose levels per gene chemical pair ranges from four to 21, with no chemical-gene
pair observed at all 40 levels. Most pairs (75%) are evaluated at only four doses, and 20%
at eight. Although some marginal e ects are observed at high doses, most activity appears
to occur at lower concentrations.

Replicate variability is generally low, with rare instances of instability or batch e ects
consistent with the controlled conditions typical of HTS using genetically identical immor-
talized cell lines. However, we see evidence of dose-dependence heteroskedasticity with
higher variance at high dose levels. Consistent with prior ndings (B. Jin et al., 2020;
Wilson et al., 2014), certain genes exhibit widespread activation across chemicals, while
chemical e ects tend to be more variable across genes.

The dataset is highly sparse, with 97% of gene chemical pairs lacking observations en-
tirely. Two dense submatrices provide opportunities for information sharing: one includes
10,206 genes exposed to the same three PFAS chemicals, and the other contains 55 genes
tested against nearly all PFAS chemicals. The data are illustrated in Figure 4.3, with obser-
vations from the UNC24 dataset covering three chemicals and many genes and observations

from the ICE dataset covering many chemicals and few genes.

4.2.4 Gene ontology covariates

Gene ontology covariates are derived from the Hallmark Gene Sets (Liberzon et al.,
2015), a collection of gene sets that are curated by experts based on associations that have
been replicated in the literature. Of the 10,269 genes included in the combined dataset,
2,834 have at least one annotation among the 50 Hallmark Gene Sets. The gene set data
is highly sparse, with the median prevalence across the gene sets under 1%. To reduce
dimensionality of the covariate matrix and improve interpretability, we collapse the 50
gene sets into 12 pathways: tissue function, immune system, endocrine system, blood,
cell regulation, digestion, metabolism, DNA, ATP, reproduction, and detoxi cation. The
coarsened covariates consist of binary indicators such that a gene is given a value of one if

it is annotated to any Hallmark Gene Set associated with that pathway and zero otherwise;
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Figure 4.3 : Overview of the combined PFAS-HepG2 data showing the distribution of
experiments among the 193 included PFAS chemicals and a subset of 100 genes. Cell color
indicates the number of experiments performed with each pair, with each dose counted as
a separate experiment; untested pairs are indicated by a black cell. Genes are organized
by functional annotation, with genes associated with multiple biological pathways grouped
with the most common pathway to which they are annotated.

pathway sets are non-disjoint, and genes in the current data occur in between zero and
eight pathways. Given that genes may contribute to a pathway in yet undiscovered ways,

we treat this data as presence-only.

4.2.5 Chemical covariates

Chemical covariates are derived from QSAR models of physiochemical properties through
the OPERA software (Mansouri et al., 2024). Selected covariates capture a broad range of
chemical, physical, and biological properties. Structural descriptors include atom counts,
ring structures, hybridization, and molecular weight. Physicochemical properties span melt-
ing and boiling points, surface area, and polarizability. Partitioning and lipophilicity are
represented by logP, logD, and KOA values. Volatility and solubility are captured through
vapor pressure and water solubility. Environmental fate descriptors include predicted half-
life and retention time. Additional covariates model ionization and pKa, while ADME-

related variables capture predicted clearance, permeability, and plasma binding. For each
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predicted property, OPERA also provides an applicability domain ag, an index score,
and a con dence estimate, with interval estimates provided for some features. We retain
only point estimates for each feature, resulting in a collection of 32 real-valued covariates,
which are reduced via principal component analysis to the rst ve components, explaining
76.7% of the variance. Complete details on the chemical covariates are provided in the

Supplementary Materials.

Motivated by the block structure of the data and the availability of high-quality covari-
ates, our modeling approach seeks to leverage information from dense submatrices to infer
dose response functions for sparsely observed pairs, while accounting for dose-dependent
heteroskedasticity. To support imputation for chemicals and genes with limited observa-
tions, we incorporate structural chemical covariates and functional gene covariates based
on the premise that structurally similar chemicals tend to exhibit similar biological activity,
and that genes with related functional roles may respond similarly to chemical exposures.
However, related genes may be measured by assay platforms with varying levels of sensi-
tivity and noise, necessitating a exible modeling framework that can adapt to di erences

in measurement quality across endpoints.

4.3 Covariate-informed latent space model for dose-activity re-
sponse tracking

In the chemical gene activity problem, we aim to model dose response curves for a

r =1;:::;R. To address the challenges of data sparsity and heterogeneity, we propose
the Dose-Activity Response Tracking (DART) framework combining a multi-gene, multi-

chemical generalized in nite factorization structure with dose-dependent heteroskedasticity.
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Speci cally, the response for geng exposed to chemical in replicate r is modeled as:

Yip = 0t it i 4.2)
i N (0 p); p=dag( 1; ; p) (4.2)
log 4= p+ p(dg d)ford=1; ;D; (4.3)

where ; 2 RP is a gene-speci c baseline dose-response curve, 2 R® X is a collection

of gene-speci ¢ latent Gaussian Processes (GPs), and 2 RK is a vector of chemical la-
tent factors. The latent factors can be conceptualized as latent pathways through which
chemicals may activate or suppress a gene's expression, with the corresponding GP's cap-
turing the gene's susceptibility to each pathway across dose levels. Dose-level variation is
incorporated into the gene latent components and the gene-level intercept based on the
observed pattern of heterogeneous assay sensitivity as discussed in Section 4.2.3. We model
dose-dependent heteroskedasticity ofj; under a log-linear variance model in Equation
(4.3) using the priors p N (0; ,), o N (0; ), the corresponding variance terms
are chosen conservatively to re ect heteroskedasticity observed in the data while avoiding
explosive noise at high doses.

Replicate-level data are often averaged prior to modeling, discarding potentially impor-
tant information about variability in the data generating process. In retaining replicates
and treating them as noisy observations of some underlying mean ee@jq = j+ j i,
we can improve uncertainty quanti cation and better separate systematic structure from
measurement noise. However, modeling replicate noise is not of primary interest as these
uctuations are not believed to be biologically meaningful or analytically relevant and so
inference on the mean e ect tensorS 2 RP N M is of primary interest.

Because the motivating dataset includes both well-studied and poorly characterized
PFAS chemicals, we incorporate chemical structural covariates to encourage chemicals with
similar physicochemical properties to share similar latent pathway representations, . Let
wi =(wj1; ;wijp )~ be a vector of observed chemical structural covariates for each chem-

ical i. Dependence between similar chemicals is induced via the latent factor regression,
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building on the approach of K. R. Moran et al., 2021
N : N (0:1): =1 = .
Wy = F+ [ iten g 0;1); i=1;::5;N; 1 =2;:::;P: (4.4)

We specify weakly informative independent normal priors for the chemical latent factors,

the intercepts, and the factor coe cients in the covariate submodel: ; N g (0;1), for
i=1; N, ¢ N (0; 2)forl=1; ;P,and | =(11; ; k)~ N x(0; 2) for
I=1; ;P.

A persistent challenge in multi-assay studies is exibly inducing dependence between the
dose-response curves for related genes. Given recent work on gene co-expression networks
(Melo et al., 2023), one intuitive approach is to introduce a gene assay variance-covariance
matrix C9, having entriesc9(j;j 9 = d(j;j 9 whered is some distance or similarity function
de ned on the genome. However, there is no broadly accepted measure of gene similarity,
and we would like to avoid O(m?) cost operations of the gene latent process covariance
matrix. Another readily available source of prior information on the linkages between genes
comes in the form of gene ontologies (i.e., gene sets or gene pathways) as discussed in Section
4.2.4. Gene ontologies provide a vector of binary features for each gene which are believed a
priori to be biologically relevant. To take advantage of these data, we propose a modi cation
of the generalized in nite factorization prior of Schiavon et al., 2022 which models genes as
being conditionally independent given meta-covariates and induces dependence via a shared
sparsity structure. Let j 2 RP K be the matrix containing the latent dose-response GP's
for genej as above in Equation 4.1, and let jx be its columns (each a dose-response GP).
Additionally, let z, be an indicator function for the association of geng with particular

observable ontological pathwayd =1; ;Q, and letz; =(z1; ;zjg) . We specify the
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following local-global shrinkage prior for each latent GPk and for each geng :

ik j#k:Ck  GP(0;#xkCy); o(d;d)=¢e =212 (4.5)
#ik = o0k jk (4.6)

ol Ga(g =29 =2) 4.7)

k MGP (4.8)

"i LogNormal( -; ?); - =2z « ?=2 (4.9)

where | is given uniform prior over a discrete grid of length-scale values, with reason-
able values to include being informed by the range of the data, and MGP refers to the
Multiplicative Gamma Process (Bhattacharya & Dunson, 2011). Hence, sparsity in the
latent dose-response GPs is governed globally by, column-wise by g, and locally by the
covariate-informed term' j inducing dependence among genes with similar ontologies.
Because selection of the dimensioK for the latent space is signi cant for model per-
formance yet di cult to determine a priori, we take the over- tted factor model approach
of Bhattacharya and Dunson, 2011 and chooskK as a conservative upper bound and adap-
tively shrink non-informative dimensions. An appropriate value forK should be determined
on the basis of the complexity of the data in exploratory analysis, including the number of

genes and chemicals modeled. Hence, the prior oR is speci ed as:

K = v s L 1 Gamma( 1; 1); s Gamma( 2; 2)fors>1
s=1
An important consideration in this context is the handling of missing covariates. Gene
ontology covariates are e ectively presence only: zeros can indicate that a gene is not present
in a given ontology or that that gene simply was not tested for the relevant pathway. In
the proposed speci cation, we model j with a log-normal prior with location parameter
=2z « ?#=2suchthatE[ j jz] ¢ =0]=1. Hence, any missing covariates recorded
as zero simply contribute to the shrinkage as multiplication by one and are non-informative;

if all covariates are recorded as zero, the entire local shrinkage coe cientj, = 1 and so
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there is no local shrinkage. We choose? to be small in consideration of the heavy tails
of the log-normal. Additionally, given the sparsity of the gene ontology matrix Z, we
utilize a relatively informative normal prior centered at zero for the ontology coe cients
k=( x1; ; ko)  to discourage over tting with respect to rare non-zero gene ontology
covariates: g N(O; g) independently for latent factors k = I; ;K and ontologies
q=1; Q.
As an example to build intuition, consider two genesj and j° with similar ontologies

zj and zjo: this structure implies that ' jx will be similar to ' o for all latent components
K. In particular, we might have ' j; ' o, very large and' j2 ' jo, very small. The
model permits latent dose-response GPs;j1; jo to take larger values and hence contribute
more to the inner product with the latent features for any chemical i, while shrinking

j2; jo towards smaller values and hence contribute less to the inner product with the
latent features for any chemicali; the ultimate e ect is dose-response curves are a priori
more likely to have similar activity levels with respect to any chemicali, as distance of the
response curves from zero. However, it is important to note that because the borrowing of
information occurs through the GP variance, the model is exible enough to permit very
di erently shaped dose-response curves, or even a combination of active and inactive curves
for ostensibly similar genes.

Because all of the parameters in Equations (4.1)-(4.4) are continuous, we obtain poste-
rior samples using No-U-Turn Hamiltonian Markov chain Monte Carlo (Ho man & Gelman,
2014) implemented in the Stan probabilistic programming language. We demonstrate the
ability of the model to recover true dose-response curves under conditions of varying sparsity

through a simulation study, presented in the Supplementary Materials.

4.4 Application to the PFAS-HepG2 data networks
4.4.1 Comparison to benchmark models

We now turn to the primary scienti ¢ aim of the present study: using the proposed

DART framework to impute missing dose-response curves from the PFAS-HepG2 HTS
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data. To assess predictive accuracy and benchmark performance, we begin with a focused
comparison on a small, densely observed subset, where standard parametric models can be
reliably t. This setting provides a controlled environment to evaluate our model against
established competitors before scaling to larger, more sparsely observed datasets.

While many existing dose-response models for high-throughput screening (HTS) data
either support matrix completion across multiple genes and chemicals or o er robust soft-
ware, few provide both. The EPA's widely usedtcplfit2  package o ers well-maintained
software but is limited to independent curve tting for single gene-chemical pairs, with
no support for missing data or prediction. To provide a realistic benchmark, we adapt
tcplfit2  to handle missing data and generate predictions, applying its most established
models to a small, dense 10-by-10 gene-chemical subset, restricted to pairs with at least
four distinct dose levels observed. Model performance is assessed via 5-fold cross validation.

In selecting competitor models from thetcplfit2  package (Filer et al., 2017), we utilize
models that can accommodate various response curve shapes commonly observed in dose-
response experiments: the Hill, Exponential 5 (Exp5), and Power functions (Judson et al.,
2010; Thomas et al., 2019). The Hill model is widely used, and is the default function n
the US EPA's ToxCast Pipeline (TCPL) and parameterizes a sigmoidal dose-response via
the Emnax, ECsg, and slope. The power model ts response as a three parameter power
function of concentration, and while somewhat rigid, is useful for low-dose extrapolation
and simple monotonic functions. The more exible Exp-5 models the response as a four
parameter exponential decay function in concentration, but as with the Hill and Power
models, cannot capture non-monotonic responses. Additional details on these functions is
provided in the Supplementary Materials.

The DART model is t via a single chain of 10,000 iterations while the TCPL models
are run until reaching the speci ed convergence criteria. Figure 4.4 summarizes in- and out-
of-sample performance across cross validation folds. The proposed joint Bayesian DART
model, t to all gene chemical pairs simultaneously with a modest latent dimension K =

10), performs comparably to standard parametric dose-response models t independently.
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Figure 4.4 : Out-of-sample and in-sample performance (RMSER?) by model across cross-
validation folds. Chemical-gene pairs for which any TCPL model fails are excluded from
performance metrics for all models.

Fitting routines for these benchmark models Hill, Exp5, and Power may fail to converge
when data are sparse, doses are poorly spaced, outliers are present, or chemical activity is
minimal. For fair comparison, we restrict evaluation to gene chemical pairs where all three
TCPL models t successfully; approximately 20% of ts fail across folds.

The DART model achieves similar accuracy to Hill and Exp5 in both R? and RMSE,
while the Power model consistently underperforms. Notably, the Bayesian framework yields
more stable predictions across folds, re ected in tighter distributions of in- and out-of-
sample R?, owing to information sharing via latent factors and covariates. In contrast,
variability in RMSE is somewhat higher for DART, likely due to oversmoothing in high-
response regions, as RMSE is unnormalized and more sensitive to large errors at extreme
dose levels.

Figure 4.5 illustrates tted curves for a representative subset of gene chemical pairs.
As expected, DART, Hill, and Exp5 produce similar ts on monotonic responses, while the
parametric models are unable to capture non-monotonic trends (e.g., Figure 4.5C). The
DART model is speci cally designed for sparse, structured data: while parametric models

may o er slight advantages in dense, well-observed settings, DART uniquely supports joint
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Figure 4.5 : Predicted dose response curves for selected chemical gene pairs within one
fold of cross validation. Solid lines represent posterior means from the DART model with
95% credible bands for the mean e ect; dashed and dotted lines represent benchmark
models, points are observed dose-response combinations. Doses are displayed on the natu-
ral log scale. Panels show: (A) PFOA-ESR1, (B) (Hepta uorobutanoyl)pivaloylmethane-
NR3C1, (C) (Per uoro-5-methylhexyl)ethyl 2-methylprop-2-enoate - ESR1, (D) (Hepta u-
orobutanoyl)pivaloylmethane NR1I2.

inference and prediction under missingness key capabilities for large-scale datasets such

as ToxCast and ICE, which we investigate in the following experiment.

4.4.2 Imputation in the PFAS-HepG2 Dataset

We now move to motivating problem of imputing unobserved portions of the dose-
response surface for the PFAS-HepG2 dataset. We focus on a subset of 100 gene assays
comprising a mixture of genes with and without gene set annotations, and all 193 retained
PFAS chemicals. Across the data, 69% of chemical-gene-dose triples are missing, while
62% of chemical-gene pairs are missing experimental data entirely. We t both the pro-
posed DART model and a simpli ed latent space response tracking model (SLRT) omitting
the chemical and gene covariates with 5000 MCMC iterations for the full data and 5-fold
cross validation. Full speci cations for the experiment are provided in the Supplementary
Materials.

We nd that both models have strong explanatory and predictive power. Averaging

across cross validation folds, DART achieves in- and out-of-samplR? of 0.738 and 0.704,
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respectively, compared to 0.741 and 0.707 for the SLRT. Similarly, DART achieves in- and
out-of-sample RMSE of 0.137 and 0.142, respectively, compared to 0.136 and 0.141 for the
SLRT. Performance with respect to loo and WAIC is similar, with a slight advantage to
the DART model, likely attributable to a lower number of e ective paramaters; while the
raw number of parameters is higher, regularization, shrinkage, and shared coe cients in the
covariate model reduce the variance in the log-likelihood per observation, lowering pLOO
and pWAIC.

These ndings suggest that the latent space formulation is exible enough to learn the
underlying features driving dose-response curves without the inclusion of prior information.
Nonetheless, we nd a number of chemical and gene covariates signi cant, suggesting po-
tential activity pathways. Figure 4.6 displays posterior mean estimates chemical and gene
coe cients whose 98% credible intervals exclude zero. We nd that the in uence of the
chemical structural covariates (QSARS) are largely limited to the rst three principal com-
ponents. Given the log-normal prior on' j, positive values of jq increase the expected
value of jx for genes present in the corresponding gene sgtimplying less shrinkage and
more functional exibility in latent dimension k; negative values of jq imply more shrink-
age towards a null response for those same genes. We nd negative coe cients dominate
for the blood, DNA, ATP, and reproduction gene sets, with signi cant positive coe cients
for genes involved in detoxi cation, cell structure, immune, and tissue pathways.

A key facet of model performance is to accurately capture the distribution of active and
inactive pairs. For the purpose of visualization, we de ne active pairs to be those eliciting
loge-fold induction above 0.5 in experimental data and visualize the densities separately
for each of six dose levels. Figures 4.7 and 4.8 show the posterior predictive and observed
densities for pairs observed to be active and inactive respectively. We nd generally good
correspondence between observed and posterior densities, with slight discrepancies at the
lowest dose levels for active pairs and a tendency to under-predict activity for weakly active
pairs at low to moderate doses. While posterior predictive checks suggest good model

performance for chemical-gene pairs with observed data, we note a longer right tail in pairs
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Figure 4.6 : Gene (A) and chemical (B) covariates signi cant in 95% credible intervals.

Figure 4.7 : Active pairs: posterior predictive and observed densities for pairs with high
observed activity.

entirely lacking observed data. See Supplementary Materials for details.

A key aim of the proposed model is to prioritize chemicals for additional screening. To
this end, we identify 1541 additional chemical-gene assay pairs predicted to be moderately
active and 428 pairs predicted to be highly active at the threshold of 1. These ndings are

summarized in Figure 4.9 showing the observed and predicted minimum active dose needed
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Figure 4.8 : Inactive pairs: posterior predictive and observed densities for pairs with weak
observed activity.

to elicit a 50% increase in assay expression.

4.5 Discussion

We proposed a novel Bayesian framework (DART) for imputing missing dose-response

curves obtained through high-throughput sequencing (HTS) studies. By incorporating

Figure 4.9 : Observed (A) and posterior mean (B) heatmaps showing minimum active
dose to elicit a 50% increase in activation

77



rich covariate information- such as chemical structural descriptors and gene ontology
indicators -DART achieves strong performance both in- and out-of-sample on a highly
sparse dataset of HepG2 cells exposed to PFAS chemicals. Our ndings highlight struc-
tural features associated with chemical bioactivity and gene pathways that are particularly
responsive to PFAS exposure. The model also prioritizes several hundred previously unmea-
sured chemical gene combinations for screening, o ering a principled approach to guiding

future experimental e orts.
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5. Conclusion

In this dissertation, we presented a series of methodological developments aimed at
improving imputation in several challenging, real-world network applications. These con-
tributions advance the eld of statistics by developing exible latent factor models that
incorporate domain-speci ¢ knowledge. Furthermore, the methods developed in this disser-
tation contribute to the motivating scienti ¢ disciplines particularly ecology and environ-
mental health by enabling more robust and interpretable analyses of complex data, and by
providing probabalistic estimates of unobserved interactions that can inform downstream
research.

First, we presented an extended Covariate Informed Link Prediction (COIL+) method
to incorporate uncertainty in species occurrence into a Bayesian latent interaction model.
This approach provides a straight-forward and practical way to incorporate ecological
knowledge into informative priors. Applied to frugivory networks, it substantially im-
proves the prediction of unobserved interactions, identifying approximately 5,000 previously
undocumented but high probability links. Beyond the intrinsic value of discovering new
interactions, these predictions enable more rigorous downstream analyses of pressing eco-
logical questions such as assessing the impact of frugivore population declines on forest
regeneration and cover (DeSisto & Kampe, 2025). While this approach assumes a xed
meta-network of interactions, future work could involve extending the framework to allow
spatiotemporal variability to re ect a more exible conception of interaction networks as
varying under local trait distributions and local conditions (Poisot et al., 2015).

Motivated by the challenge of modeling spatiotemporal network variation, the second
chapter develops a parsimonious and e cient tensor factorization approach with the Nested
Exemplar Latent Space (NEX) framework. Existing latent factor approaches borrow infor-
mation across spatiotemporal replicates, but utilize independent processes for each com-
ponent of the latent space and each node (Durante & Dunson, 2014b). By replacing the
independent Gaussian Processes with a low dimensional set of exemplar curves charac-

terizing variation across time, we nd dramatic computational advantages and superior
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performance when applied to simulated data as well as a real application from the dy-
namic plant-pollinator networks in the Arctic Zackenberg Valley. In adapting NEX to this
challenging application, we develop a conditional modeling approach that considers interac-
tions given co-occurrence and incorporates local environmental conditions. This framework
yields new insights into the drivers of pollination activity and highlights potential interac-
tions that may emerge as plant and insect phenologies shift under climate change. Future
work could extend this approach by incorporating species-level covariates and explicitly
modeling species occurrence when it is not directly observed. Additional extensions may
also consider weighted edges to represent the intensity or count of interactions.

While the rst two chapters address challenges in modeling binary interaction net-
works, the third chapter extends the framework to handle function-valued edges, such as
those arising in chemical-gene interaction networks. To this end, we propose the Dose-
Activity Response Tracking (DART) framework, which captures continuous dose-response
relationships and enables imputation and prediction in sparse high-throughput settings.
While advances in high-throughput sequencing (HTS) have expanded the available data
on biologically signi cant chemical substances, the vast majority of the thousands of in-
dustrial chemicals in use today have not been su ciently tested. To address the pressing
need for extensive screening, we propose a novel framework which leverages known infor-
mation about chemical structural covariates and functional gene groupings in a generalized
in nite factorization dose-response model. We demonstrate the performance of the DART
model through simulations under varying levels of sparsity and an application to a large,
high-dimensional dataset of PFAS exposures in HepG2 cells. While this work o ers insights
into the chemical structures and gene ontology pathways associated with genetic activation,
future extensions could incorporate latent ontologies to uncover novel genetic pathways for
further investigation.

Taken together, the methods developed in this dissertation contribute to the broader
goal of making statistical modeling more adaptable, interpretable, and grounded in domain

knowledge. By addressing real-world challenges across diverse scienti ¢ applications, this
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work demonstrates the value of exible modeling approaches in advancing both methodolog-
ical and applied frontiers. Looking ahead, continued collaboration between statisticians and
domain scientists will be essential to extending these models, validating their predictions,

and uncovering new insights from increasingly complex data.
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Appendix A. Supplement for "Covariate informed link pre-
diction with extreme taxonomic bias"

A.1 Posterior computation

Given the sensitivity of the COIL model to uncertainty in occurrence under extreme
taxonomic bias, the proposed method introduces the following extension (COIL+): (i) the
user submits occurrence probabilities, which are assumed to be known with uncertainty;
(i) these probabilities are used as the center parameter in a prior for the actual occurrence
probabilities, which are sampled at each iteration; and (iii) the sampled values of the
occurrence probabilities are used in imputing the occurrence indicators. We present the
method in detail below using the frugivore occurrenceSDiFS and occurrence probabilities

o » for illustration, however the same procedure is followed for planDR occurrences and
occurrence probabilities e .

Under the COIL framework (Papadogeorgou et al., 2023), the user provides a list of
probabilities of occurrence which are assumed to bknown When a species is observed
interacting with any other species in studys, its occurrence is known to be oneQf = 1.
However, if a species is not observed in any interaction in the studsg, P i Ais =0, its
occurrence is unknown and it is sampled as follows.

The prior occurrence probability is:
P(Oi'; =1] og)z OF »

and the likelihood contribution is
Y Y

P(Ajs j2)/ (Pig)™ (1 pig)t & 1(ajs = 0):
ijs :Fijs Ojjs Lij =1 ijs :Fijs Ojjs Lj =0

82



Posterior updates are obtained via a Gibbs sampling step with the following full conditional:

Y Y
POS=1j)/ o (Pig)™ (L pig)*t & 1(ajs =0)
j:Fis Ojs Lj =1 j :Fis Ojjs Ljj =0
Y 1 aj
= of @ pg) ™ (A.1)
j:Fis Ojs Lj =1

Y
= or (1 pg)"EOeti:

Is

J

In the COIL+ approach, we use the user-provided probabilities as the center for the
prior on occurrence probabilities, which are updated in the sampler. These values either
correspond to an educated guess about the occurrence probabilities based on available

information or one can use the following default values:

( P
0 1 if jaijs>0.
OF .

is 0:75 otherwise

When i ajs > 0, some interaction involving species is observed in studys, so species

is known to have occurred in studys; neither the occurrence probability nor the occurrence
indicator is sampled in this case. Otherwise, the above probabilities are used as the prior

modes for occurrence probabilities, given a weakly informative truncated normal prior:

Is

of  fo=N(por: D1 ;2000): (A.2)

Posterior samples are obtained by block updating oOiFs; oF - In particular, at each iter-

ation we independently sample new values o®5; ¢ using the following proposal distri-

butions:
oL Bernoulli(p) (A.3)
or N (g 00, (A4)
with
(

Po:1 if Oi';(t D =0
1 poif OE" P =1;

IS
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where po.1 and pi.o are the probability of switching the indicator from a 0 to a 1 and from
a 1 to a O respectively. Then we either accept or reject the proposed pair of new values

jointly in a Metropolis Hastings step.

Algorithm 1 Blocked Metropolis Hastings: occurrence indicators and probabilities

Inputs:
O Pog
Initialize:
Of  Bernoulli(por ); g’g N (por ;1)
fort=1toT do °
Update all other parameters from their full conditionals

o N (ggl);(ll)

- .
Op Bernoulli(p ) - @ b
B . F( 1D:qF t 1,

fo(OR J e+ f ( OiFs)gO(OiS 05 g ( of J OiFs)

IS
t ). (t 1). t 1 . t 1) St 1
fo(OF" ™1 ge i )F (5o (0F 0F™ Mg (i e ™)
u  Uniform][0; 1]
if u then
F (1) F
Ois Ois
(t)
O o5

else ® « D
OFf OFf
®
Of Of

Here,f is given by Equation (A.1), fo is given by Equation (A.2), and go;g are the
asymmetric proposals described in Equations(A.3) and (A.4). We recommend switching
probabilities pp.1 = 0:25 and p1.0 = 0:65 to slightly favor non-occurrence, consistent with
geographically limited ranges in the present application. These values and the Metropolis
step size of0:1 were selected to yield an acceptance ratio of approximately 1/3. This
simple blocked sampler yielded superior mixing and recovery of simulated data relative to
other possible sampling schemes considered, including sequential sampling of occurrence
indicators and occurrence probabilities, blocked sampling using data augmentation, and
adaptive Metropolis. The remaining sampling steps are as used in Papadogeorgou et al.,

2023.
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A.2 Application Details
A.2.1 Data Preparation

The physical characteristics of the fugivore and the plant are collected by performing
a literature search as detailed in DeSisto and Kampe, 2025. The resulting data are nearly
complete for frugivores with only two species missing generation lengths; we impute these
missing values using genus and family means. Plant data are less complete, with 107
observations missing fruit width, 94 missing fruit length, and two missing wood density.
Where only fruit length is available, we impute width = length=mean(length : width). If
fruit length is not available, we use genus or family means (with genus preferred if available).

Genus and family means are used for missing values of wood density.

A.2.2 Prior Elicitation

In the African frugivory case study, we consider three priors for the occurrence probabil-
ities or and qp . First, we consider a naive de nition of occurrence based on interaction,
using a prior in which species not directly observed in an interaction in the study are given
a prior probability of occurrence 0%, and those observed are given a prior probability of
occurrence 100%. Next, we propose a default prior to be used in the absence of expert
information, in which species not directly observed in the study are given a 75% prior
probability of occurrence (75/100); this construction yielded the best performance on a
grid search of similarXX/100 priors. Finally, we consider an expert-de ned prior in which
the prior probability of occurrence is determined based on the study's proximity to other
studies in which the species was observedxpert). The same construction is used for both
frugivores and plants in all scenarios, summarized in Table A.1.

We nd these priors to be strongly in uential on data analysis results and hence suggest
careful selection of prior occurrence probabilities. Running the COIL and COIL+ model
under the scenarios described above, we obtain the following posterior probabilities of occur-
rence for frugivores and plants, in Figures A.2 and A.3, respectively. Posterior occurrence

probabilities under the expert-de ned scenario are generally close to the prior mode, both
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Table A.1: Prior occurrence probabilities under the three scenarios. Zone refers the geo-
graphical region of Africa in which the study was conducted: Central, Eastern, or Western.

0/100 75/100 Expert

1 Dierent zone 0.00 0.75 0.00

2 Same zone only 0.00 0.75 0.25
3 Same country only 0.00 0.75 0.50
4 Same site 0.00 0.75 0.75
5 Same study 1.00 1.00 1.00

Table A.2: Posterior mean occurrence probabilities for frugivores under the various scenar-
ios.

COIL 0/200 COIL 75/100 COIL+ 75/100 COIL Exp COIL+ Exp

1 Dierent zone 0.00 0.74 0.74 0.00 0.08

2 Same zone only 0.00 0.74 0.74 0.24 0.24
3 Same country only 0.00 0.74 0.74 0.48 0.48
4 Same site 0.00 0.73 0.73 0.72 0.72
5 Same study 1.00 1.00 1.00 1.00 1.00

Table A.3: Posterior mean occurrence probabilities for plants under the various scenarios.
COIL 0/100 COIL 75/100 COIL+ 75/100 COIL Exp COIL+ Exp

1 Dierent zone 0.00 0.75 0.74 0.00 0.08

2 Same zone only 0.00 0.74 0.74 0.23 0.24
3 Same country only 0.00 0.73 0.73 0.46 0.47
4 Same site 0.00 0.71 0.71 0.68 0.69
5 Same study 1.00 1.00 1.00 1.00 1.00

in COIL and in COIL+, with the exception of the category corresponding to species never
observed in a given zone of Africa. In this case, we see substantial movement from the prior
mode under the COIL+ model, from a 0% prior probability to a 10% posterior probability

of occurrence. The default 75/100% prior yields ecologically implausible occurrences with
a mean posterior occurrence probability of approximately 0.71-0.75 (regardless of sampler)
for plants that have never even been observed in the same zone of Africa, and similarly for
frugivores. Nevertheless, model performance does not su er excessively under this proposed

default prior, as we detail below.
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A.2.3 Model performance

Due to the presence-only nature of nearly all interaction data, including that in the
African Frugivory dataset, it is not straightforward to provide a quanti cation of the
recall/pseudo-precision trade-o posed by the competing models. As such, we recommend
model selection be guided by a thoughtful evaluation of the plausibility of prior and posterior
occurrence probabilities, pseudo-precision, recall, and the loss function of the practitioner.

The analysis of pseudo-precision should be done in the context of expectations about
interaction prevalence. We de ne pseudo-precision as the ratio of the mean posterior proba-
bility of interaction for held-out known edges to the ratio of the mean posterior probability
overall, and so, assuming that not all edges are truly possible, pseudo-precision greater
than one indicates good discrimination of edges from non-edges. However, higher values of
pseudo-precision are not always desirable. Pseudo-precision of a perfect model should be
approximately equal to the reciprocal of interaction prevalence overall; this provides a rea-
sonable upper bound for pseudo-precision. Hence, evaluation of pseudo-precision should be
guided by expert knowledge on interaction prevalence, with desirable values falling in the
interval (1;1=True Prevalencd: For example, while specialization varies between species,
we might assume that many frugivores are opportunistic, and hence any given frugivore
would likely eat at least of 10% of fruit species if given the chance. In that case, this
lower bound on prevalence indicates thatLt00=10 = 10 would be a rough upper bound for
pseudo-precision.

We de ne recall to be the proportion of true heldout interactions having posterior
probability greater than a given threshold (50% and 75% in this application). Depending
on the intended use for the posterior link prediction probabilities, users can determine an
acceptable sensitivity, e.g. at least 50% of known interactions should be recovered as very
likely, having posterior probability of at least 75%.

We illustrate these considerations by analyzing the various models t to the African

Frugivory case study. For each model, the details of the speci cation, the pseudo-precision
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Table A.4: Model summary: model descriptions, pseudo-precision (mean ratio), recall (at
50% and 75% thresholds), and the number of new interactions predicted at the 50% and
75% threshold. Pseudo and precision both refer to out of sample performance, while the

number of new interactions are derived from full data model ts.
meanpe )

Model Prior Occurrence Sampling meanta ) Pov > 05 Poy> 075 #New P> 05 #New p> 075
COIL 0/100 0/100%  NA 1.88 0.91 0.81 99,022 65,085
COIL 75/100 75/100% Indicators only 12.62 0.67 0.47 4,258 1,542
COIL+ 75/100 75/100% Indicators, Probabilities 12.56 0.66 0.48 4,143 1,434
COIL Exp Expert Indicators only 6.61 0.76 0.57 16,830 7,609
COIL+ Exp Expert Indicators, Probabilities 7.62 0.74 0.53 12,302 5,255

and recall of the sample, and the number of new interactions proposed are summarized
in Table A.4. The COIL 0/100 model appears to overpredict interactions with a very
large number of new interactions predicted, very high recall, but poor discrimination via
pseudo-precision. The proposed default prior COIL/COIL+ 75/100 yields very high pseudo-
precision due to a lower overall prevalence but performs more poorly with respect to recall,
failing to meet the sensitivity threshold proposed above. Additionally, the pseudo-precision
levels for this model could be suspiciously high, being slightly above the upper bound of ten
suggested above. The expert-de ned scenarios yield the best balance of pseudo-precision
and sensitivity and meet our rough prevalence and sensitivity guidelines proposed above.

There is a substantial di erence in the nhumber of new interactions predicted between
models using the 75/100 and expert-de ned probability scenarios - with far more new
interactions predicted under the expert scenario. Recall from Tables A.2 and A.3 that the
75/100 prior results in relatively high posterior occurrence probabilities across the board;
hence non-edges are more likely to be treated as observable and informative, pulling down
interaction propensities.

To look more closely at recall for the two most plausible priors, see Figure A.1. We
consider the original model sampling only the occurrence indicators (COIL) and the pro-
posed model sampling both the occurrence indicators and the probabilities (COIL+), t
with the proposed default 75/100% and the prior probabilities of occurrence de ned by ex-
perts. Compared to the proposed default, the probability of events de ned by the experts

yields substantially higher recall at the 50% and 75% thresholds. Under the expert-de ned
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Figure A.1 : Out of sample recall performance as the proportion of true heldout interac-
tions recovered with a posterior mean probability of at least 50% and 75% for two models
under di erent occurrence priors. Note that the original sampler using 0/100% occurrence
prior probabilities is omitted from this analysis to allow more clear visualization of the
di erences between the two best-performing models.

prior, there are additional gains for COIL+ due to non-sampling of 0% prior occurrence
probability species under COIL. The COIL and COIL+ models have broadly similar recall
performance using the 75/100 prior due to the absence of 0% prior occurrence probability
species in this construction.

In terms of pseudo-precision, we see in Figure A.2 that the expert-de ned occurrence
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Figure A.2 : Out of sample pseudo-precision performance for two models under di er-
ent occurrence priors. We consider the original model sampling only occurrence indicators
(COIL) and the proposed model sampling both occurrence indicators and probabilities
(COIL+), t with the proposed default 75/100% and expert-de ned occurrence prior prob-
abilities. COIL 0/100 is omitted for more clear visualization of the relative performance of
the best-performing models.

prior probabilities yield a slightly lower pseudo-precision, though still well above one; this
corresponds to good discrimination of true interactions without sacri cing overall preva-
lence. Performance of COIL and COIL+ is broadly similar under the proposed default
75/100 with a more pronounced advantage to COIL+ under the prior de ned by the ex-
pert, as was the case in the recall above. The strongly inferior performance of using 0/100%
occurrence prior probabilities is omitted from this analysis to allow for a more clear visu-
alization of the relevant methods.

In summary, we nd that the interaction-based occurrence construction of COIL 0/100
results in unreasonably high posterior interaction prevalence and comparatively low pseudo-
precision. Compared to the expert-de ned prior-occurrence probabilities, the proposed
default prior results in a moderate decrease in out-of-sample recall and an increase in out-
of-sample pseudo-precision which corresponds to a somewhat unexpectedly low posterior

interaction prevalence. However, the loss of performance under the proposed default prior
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is minor compared to the dramatically worse interaction-based construction. Hence, in the
event that no additional information about species occurrences can reasonably be provided,
we recommend the default prior occurrence probability of 75% for species not directly

observed in an interaction at the site.

A.2.4 MCMC Implementation and Diagnostics

Posterior samples for the gures presented above and in the main text are obtained
from four independent chains each consisting of 20,000 total iterations: 10,000 burn-in
plus 10,000 iterations post burn-in thinned to 5% resulting in 500 posterior samples. Note
that while thinning is generally not recommended for Bayesian inference, in this case the
high dimensionality of the posterior probability array entails high memory usage; thinning
permits us to reduce the computational cost while running each chain for enough iterations
to reach convergence. Because the model involves a large number of parameters, many
non-identi able, we obtain an overview of the sampler's convergence by monitoring the
log-likelihood. We obtain a Gelman-Rubin statistic of 1.02 from post-burn-in samples,
suggesting satisfactory convergence to the stationary distribution.

Cross validation is performed using ten replicates, each with observed interactions for
100 distinct species pairs (frugivore, plant j) heldout by setting the corresponding edges
Aijjs =0 and focusFjs = 0 for all studiess. Each cross validation replicate is implemented
with a single MCMC chain 20,000 total iterations: 10,000 burn-in plus 10,000 iterations post
burn-in thinned to 5% resulting in 500 posterior samples (as for the full results described

above).

A.2.5 Variable Importance

The contribution of species covariates to the propensity for interaction is assessed by
comparing a test statistic quantifying the association between observed covariates and in-
teraction propensity with a permutation test statistic, as in Papadogeorgou et al., 2023.
Specically, let X, be the vector of values for trait | across all observed frugivores, and

let L, be the vector of logit interaction probabilities for all frugivores and a given plant
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j in posterior sampler. The observed test statistic is computed by averaging the squared

correlation in these two quantities across all plants and all posterior samples:

corr(X; Ljr )

1XF’)6

npR

jir
j=1r=1

Permuted test statistics, each indicated byT? forb=1; B permutations, is obtained
by permuting the values of the covariateX .|, and then performing a completely analogous
computation to the above. Variable importance is then de ned as the number of standard
deviations by which the observed test statistic di ers from the mean of the permutation

test statistics.

Varlmp, = m
T sd(TR)
The importance of the variable is de ned as the number of standard deviations from
the resampled mean the observed mean squared correlation is as in Papadogeorgou et al.,
2023. The variable importance for the traits of the frugivore and the plant is plotted below

in Figures A.3 and A.4.
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Figure A.3 : Frugivore covariates are plotted in order of decreasing importance from left
to right. Color bars indicate the number of standard deviations away from the mean of the
permuted test statistic that the observed test statistic is.

Figure A.4 : Plant covariates are plotted in order of decreasing importance from left to
right. Color bars indicate the number of standard deviations away from the mean of the
permuted test statistic that the observed test statistic is.
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A.3 Theoretical results

This section provides the proofs of the theorems, propositions and corollaries stated in
Subsections 3.2.1-3.2.2 of the manuscript. These theorems prove two important results:
rst, we show that NEXis exible enough to recover any continuously evolving dynamic
network, and second, that the prior (3.3)-(3.7) has full-support in that it assigns positive
probability to arbitrarily small neighborhoods of any dynamic network process.

The following proofs are provided in the continuous time setting witht 2 T R
compact, but are easily adapted to the discrete time setting presented in the theoretical
statements in Sections 3.2.1-3.2.2. To highlight the continuous-time structure, we introduce
a slight modi cation to the notation: a matrix at a given time t is indicated with S(t) as
its entries are functions oft 2 T . For other components which depend on time, such as
WX WY we refer to component values withw,(t). In the proofs that follow, we set the
shrinkage parameters 4y = k =1 and setH and K su ciently large to allow recovery of
any given tensor. Lastly, we assume, without loss of generality, thaN = M is such that

there are an equal number of nodes of each type to simplify the notation.

Proposition 5. Given a time-evolving matrix S(t) 2 RN N with t 2 T compact, there

exist nite integer values H; K such that for everyt 2 T we have that
S()= (HInIF + XY (1) (A.5)

where (t) is a time-varying intercept and X (t); Y (t) are matrices of time-evolving latent

vectors:
X
XM= wOug W (A.6)
k=1
X
Y= wOU W (A7)
k=1

for UX, UY 2 RN and VX, v, 2 RH, while w) ();w) () are real scalar functions onT.
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Proof. Assume without loss of generality that (t) =0 for everyt 2 T . Consider the time

evolving singular value decomposition of the matrixS(t) with rank H (t)
S(t) = L(1)D(1)R(t)”; t2T

with L(t);R(t) 2 RN H® D) 2 RH® HMO  Dene Hy = maxior H(t), which exists
becauseT is compact and the network has nite dimension. SetH  Hg and consider the

block matrices
X(t)= fLODM)™:0nt 1 1oyl Y = FRODM)™:0n¢ v H@gd:

It is straightforward to see that there exists K such that (A.6)-(A.7) hold: let €2 denote
s-th canonical base inRP, and consider the set of rank-1 matrice8™ = e ! 2 RN H.

We can expressX (t) as
XX XX
X (t) = Xnh (t)B™ = Xoh (e ef; (A-8)
n=1 h=1 n=1 h=1

which is equivalent to (A.6) with k = N(h 1)+ nand K = NH . We proceed in the same

manner for Y (t). O

Remark A.3.1. If we have a discrete numbef of time points, (A.6)-(A.7) are equivalent
to the two CP decompositions(3.1)-(3.2) for the tensors X ;Y presented in Section 3.2.
(A.8) then represents the standard worst-case scenario upper bound on the rafkfor the

CP decomposition on a generic tensoX 2 RN H T,
This result for S(t) directly extends to ( t), as we summarize below.

Corollary 6. Given a time-evolving link probability matrix ( t) 2 RN N, with t 2 T

compact, there exist nite integer valuesH; K such that for everyt 2 T we have that
(t)y="1fS(t)g, t2T;

where S(t) is de ned as in (A.5)-(A.7) and f () is the logit function applied elementwise.
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Proof. The proof follows immediately from Proposition 1 and from the fact that the logit

link function f () is a continuous, one-to-one, and increasing function. O

Proposition 1 ensures that the continuous-timeNEXdecomposition (A.6)-(A.7) is exible
enough to represent any dynamic network given su ciently large H; K . From a Bayesian
perspective, this result is relevant only if the prior on the model parameters has full support,
that is, that there is a positive probability of generating f ( t);t 2 T g that is arbitrarily
close to any truef o(t);t2Tg. We setH N and K NH which is su cient to allow
recovery of any dynamically evolving matrix Sp, as we see from the proof of Proposition 1;
these values are chosen to simplify the following proof, but as hinted in Remark A.3.1 are
in practice unnecessarily large. The following Theorem 3 and Corollary 4 prove precisely
the full support of the previous (3.3)-(3.7). As before, we rst prove the complete support
for the log-odds processS(t), and then extend the result to ( t) through the continuity of

the logit link f ().

Theorem 7. Let ps be the prior induced onf S(t);t 2 T g by the priors speci ed on the
latent factors (3.3)-(3.6) and the time-varying intercept (3.7). If T is compact, then for

every real matrix Sp(t) with t 2 T continuous, and for every > 0 we have
psfszqu jiS(t)  So(t)jjz< g> 0
t

Proof. SinceT is compact, for every o > 0 there exists an open covering ofp-balls
B ,(to) = ft :jjt tojj2< o9 with a nite subcover such that T [ ,21,B ,(to), where

jToj< 1 . Then

s(supjjS(t)  So(t)jjz< )= s(max sup jjS(t) So(t)jj2< ):
t2T 102To t2B (to)

De ne Z(to) = sUpzp (t)liS(t)  So(t)ij2- Since

s(max Z(to) < ) > 0 s(Z(to) < ) > 0; forall to 2 To;
0 0

96



we only need to look at each g-ball independently. Using the triangle inequality twice we

obtain a lower bound on the desired probability with

s JiS(to) So(to)iiz+ sup jiSo(to) So(t)jj2+ sup jjS(to) S(t)ji2< ;
t2B (to) t2B 4(to)

which then can be further decomposed as
!
s sup jjSo(to) So(t)jj2< 3
t2B 4(to)
!
s sup jjS(to) S(t)jj2< 3 jiiS(to)  So(to)jj2< 3 S jiS(to)  So(to)jjz< 3
t2B ,(to)
(A.9)
since the rst term states the continuity property for a deterministic component, which
is independent from the other two terms, while the latter two follow from the de nition

of conditional probabilities. We now proceed by analyzing each term in (A.9) separately.

Based on the continuity of So( ), for all =3 > 0, there exists an ¢.1 > 0 such that:
!

jiSo(to)  So(to)jj2< 3 it tjj2< 01 =) s sup  jjSo(to) So(t)jjz<§ =1:
t2B 0;1(to)

The second term in (A.9) states the continuity property of S(t) in a neighborhood oft,
with the conditioning event restricting the analysis to the subset of all the realizations
of S(t) having S(tp) lying in a =3-neighborhood ofSp(tg). We rst prove the continuity
property of S(t) in its unrestricted sample space. The continuity in a subset will follow as
a consequence.

Given the Gaussian process prior on the time dependent components of tiNEXfactors,
X X Y Xy Y XY
XOY® T = wi (Owgo(t)hVi ; Vibi iy ujko
k;kO

represents a nite sum in which the temporal components are almost surely continuous and

interact through a product; thus the resulting elements of the matrix are also almost surely
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continuous across time. ThereforeS(t) = (t) + X (t)Y (t)” is almost surely continuous
on T since also the baseline (), given the Gaussian process prior, is itself almost surely
continuous. Hence again for all=3 > 0, there exists an g. > 0 such that
I
s sup jiS(to) S(jj2< 5 =1:
t2B 4., (to)
Since we proved that all realizations fromS(t) are continuous in a neighborhood otg, the
same will be true for the subset of the sample space induced by the conditigpS(tg)

So(to)jj2< = 3. To examine the last term, rst note that

s 1iS(to) So(to)jj2< 3 -

= s ji (to)INIX + X(to)Y(to)”™  o(to)In1X  Xolto)Yo(to)”ji=< =

3
Thus, using triangle inequality, we can bound this probability by
s JiS(to)  So(to)jj2< 3
s [iX(t))Y(to)”  Xo(to)Yo(to)” jj2< g i (to)Inly  ofto)InIgjie< G

Based on the support of the Gaussian prior,

i (to)In1y  o(to)In1Njj2< 6 j( (to)  ofto)j< ﬁ > 0
Given Proposition 1, there exist x; y such that given

(JiX (to)  Xo(to)jj2< x)\ (jY(to) Yo(to)ji2< v);

we havejjX (to)Y (to)> Xo(to)Yo(to)” ji2< = 6. Given the prior independence oK (tg); Y (to)

we can further lower bound the remaining term with

Px (JiX (to)  Xo(to)ji2< x)py (Y (to) Yo(to)jj2< v):
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Focusing on the rst term, since

X
X(to)=  Wg (to) U (V&)
k=1

is a sum ofK independent terms, we once again invoke the triangle inequality to obtain

¥

px (X (to) Xolto)iiz< x)  Px QWK ()UK (W)™ woik(to) Wk (Ve liz< i
k=1

Sincewy (to) U (VX)” has full support on the space of rank-1N; H ] matrices, we know

that for every k
Px W (t) U (W)™ Wk (o)W (Val)“fie< - > O

Thus px (jiX (to)  Xo(to)jj2< x) > 0. Similarly, it can be shown that py (jjY (to)
Yo(to)jj2< vy) > 0. Additionally, given the previously demonstrated large support for the

common mean (), we obtain
s 1iS(to)  So(to)lz< 7 > O

To conclude, set o = min( o.1; 0:2), such that all terms in (A.9) are positive. O

Corollary 8. Let p be the prior induced onf ( t);t 2 T g by the priors speci ed on the
latent factors (3.3)-(3.6) and time varying intercepts (3.7). If T is compact, then for every

real probability matrix o(t) with t 2 T continuous, and for every > 0 we have
pfsupjj(t) olDjj< g>0:
t2T

Proof. Given the logit link function f () is continuous and one-to-one, we have that for

every > 0, there exists > 0 such that

supjjf fS(t)g  ffSo(t)gjj= supjj (1) o(D)jj2< ; (A.10)
t2T t2T
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for all S(t) having supot jjS(t) So(t)jj2< , wheref f S(t)g indicates elementwise applica-
tion of f () to the entries of S(t). By Theorem 3 we know that sup,ot jjS(t)  So(t)jj2<
has positive probability, which hence directly implies that alsosup,,t jj ( t) o(t)jj2<

has non-zero probability, concluding the proof. O]

A.4 Simulation studies
A.4.1 Simulations from the NEXmodel: additional details

In this section we provide additional details on the simulation study in Section 3.3. In
selecting the hyperparameters for the non-time factor matrices (mode 1 and mode 2) for
the tensorsX; Y, we utilize a heuristic which involves settingK , a user-de ned estimate of
the rank of the CP decompositions; this estimate should be based on the complexity of the
dependence structure in exploratory data analysis, with aK 10 appropriate for most
applications. In this case, we suppose that our user-de ned estimate of the dimension of
the exemplar space iK =7.

We set the prior variance on the elements of the non-time factor matrices to be? =

p_— o "
1= K such that the elements of the tensors<; Y are of order one a priori. Additionally, we

utilize the following hyperparameters for the double-shrinkage prior (4.3)-(3.9): k¥ = !
7, K= H=6, =25 K=75 H=3and §! =12. Weset K=K > L=}
to favor a greater shrinkage in the latent dimension relative to the exemplar dimension,
consistent with the fact that H K. For the prior mean of each time-varying intercept,
we utilize the empirical value of interaction prevalence:

Nobs=Mtot

_— A.11
1 Nops=Ntot ( )

o = log

where i is the Boolean tensor indexing the entries of our networks which are missing,
Nobs = it it Ajjt and Nyt = P it it -

We generate a single chain o4000Hamiltonian Monte Carlo samples with adapt delta
= 0:95 and max treedepth = 12, using the rst half as warm-up. Markov Chain Monte

Carlo diagnostics are satisfactory with good mixing of all entries of , and only a few
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Figure A5 : In sample (left) and out-of-sample (right) errors with respect to the
true underlying probabilities when NEXis t to synthetic data using length scales k in

f 0:004; 0:04; 0:4g, respectively left, center and right of each subplot, with true length scale
set to 0:1 in the data generating process.

sporadic divergences.

In general, the selection of the length scale parameter of the Gaussian proceskeskyy
should be guided by the strength of autocorrelation in the observed networks. To illustrate
the robustness of the model to miss-speci cation in this parameter, we rst t NEXo the
synthetic data with length scales[0:004; 0:04; 0:4]. As we can see from Figure A.5 the model
is robust even to gross miss-speci cation. The model performs better when the length-scale
is underestimated (too high covariance between time periods) rather than overestimated
(too low covariance between time periods). In the discussion that follows, all results refer to
length scale valuek = kyw =0:02 a moderate underestimate that still captures temporal

dependence.

A.4.2 Robustness to miss-speci cation

In this subsection we assess the robustness BEXto model miss-speci cation and eval-
uate it with respect to the higher-dimensional dynamic latent factor model of Durante and
Dunson, 2014a. We t both NEXand the dynamic latent factor model to three synthetic data
sets data generated from theNEXmodel, the dynamic latent factor model and a dynamic
stochastic block model. Given that these data-generating mechanisms were formulated for
the study of symmetric networks without self-edges, we restrict ourselves to this case in
this subsection and correspondingly t the symmetric variant of the NEXmodel speci ed

in Section 3.2.1. To evaluate robustness, we compare in-sample and out-of-sample perfor-
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mance of NEXand the dynamic latent factor model tted to the data generated from the
three models above. In each of the three cases, we consider networks consistingNof 20
nodes, observed afl =40 di erent time steps.

Recall that the dynamic latent factor network model of Durante and Dunson, 2014a

imposes temporal dependence on the latent factors of an inner product network model:

p(Ajr = 1jsj (1) = 1+elsj(t) (A.12)
si)= @O+ xiO%®); xi;x; 2R (A.13)

Xin GP(; ,'Cx) h=1;::1H; (A.14)

(405 )" GP(0;C ) (A.15)

wherecy is a squared exponential kernel for the Gaussian process governing the distribution
of any xed component h of the latent factor vector over time: Cx (;t9 = exp( x|t
t9)=2;C (t;t9 = exp( jt t9)=2, and the e ective dimension of the latent space is
controlled by a multiplicative gamma shrinkage process ony;. The above speci cation
includes a slight modi cation to increase computational stability using an L1 exponential
kernel rather than the L2 kernel originally speci ed. In our simulation, we setH =2; 4 =

= 0:04, and all other hyperparameters according to the recommendations in Durante and
Dunson, 2014a. Because this model is extremely exible compared to the more parsimonious
model proposed, it provides a good test of the ability ofNEXto recover complex data
structures while still maintaining a relatively low dimension on the exemplar spaceK .

Stochastic block models describe networks via community structure, and are typi ed by
the assumption of stochastic equivalence: the nodes of a network can be partitioned into
groups such that the probability of connection between any pair of nodes depends only on
the block assignment of the respective nodes. The variant we consider permits a dynamic
structure by assuming that block assignment is constant over time, but that within- and

between-block connection probabilities vary over time. Formally, we suppose that each of

by the vector Z; 2 RB having a one in the position corresponding to the group of nodé
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with all other elements zero. The probabilities of connection within and between blocks at
time t are described by theB B symmetric block connection matrix ( t). This dynamic

stochastic block model (SBM) has the following formulation:

priA i =1jZi;Z;: ()g= Z7 ( 1)z (A.16)
logit * ()  GP( by 8); (A.17)
fori=1;:::;n;j =1;::;n,and g(t;t9 = exp( gjt t§)=4 with  =0:04 To sum-

marize: the membership of a node is xed across time, while the probabilities of observing
a edge between di erent groups evolves. This provides a useful test to seeNEEXs capable
of e ectively modeling the block structure if it is indeed present in the data.

The data generated from the symmetricNEXariant is simulated with Hyye = 2; Kyye =
5 Cy(:t) = C (t;t9 = exp( jt tY), =0:04 2= 2P Kiwe. o =0, and with all
hyperparameters equal to their values above.

To each of the above synthetic datasets we t the symmetricNEXnodel and the dynamic
latent factor model. In tting NEXwe set the upper bound on the dimension of the latent
space (H) and exemplar space (K) a#d = K = 10 for data simulated from the dynamic
SBM and NEXwhile we setH = 10; K = 20 for the data simulated from the dynamic latent
factor model given its high exibility; in tting the dynamic latent factor model, we set the
upper bound on the dimension of the latent space (H) as H=5 for all synthetic data sets
due to its greater exibility and tendency towards over tting. All NEXhyperparameters are
set as above in Section 3.3 with the exception of the GP covariance, which we set to have
a moderate level of temporal dependence usinGy(t;t9 = C (t;t9 = exp( jt t9) with

= 4= = 0:02 consistent with the procedure in Section 3.3; the same GP covariance
hyperparameters are used for the dynamic latent factor model. All other hyperparameters
values are set to the values used in Durante and Dunson, 2014a, detailed in Section A.5.2.

For each model t and each synthetic data set, we generate a single chain @&f000

samples, discarding the rst 1000as burn-in. We then assess both the in-sample and out-

of-sample recovery of the true underlying probabilities. From Figure A.6 and Figure A.7, it
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Figure A.6 : In-sample (blue) and out-of-sample (red) performance oNEXtop row) and
dynamic latent factor model (bottom row) for synthetic data generated from the dynamic
SBM (A.16)-(A.17) (left column), NEXcenter column), and the dynamic latent factor model
(A.12)-(A.15) (right column).

is clear that the dynamic latent factor model shows a greater degree of over tting, especially
for data generated from the symmetricNEXmodel and the dynamic stochastic block model,
while providing a slightly better t to data generated from the dynamic latent factor model.
Hence, we nd that NEXoutperforms the dynamic latent factor model in terms of out-of-
sample error for data generated fromNEXand the dynamic SBM, while performing slightly
worse than the dynamic latent factor model for data generated from that model itself, as

expected.
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Figure A.7 : In-sample (left) and out-of-sample(right) performance ofNEXand the dynamic
latent factor model (DLB for synthetic data generated fromNEXthe dynamic latent factor
model (A.12)-(A.15), and the dynamic stochastic block model (Dyn) (A.16)-(A.17).
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Figure A.8 : Meta-network of insect-plant interactions: rows indicate plant taxa, columns
indicate insect taxa, and cell color indicates the number of distinct weeks an interaction is
observed.

A.5 Zackenberg Application Details
A.5.1 Data preparation

Data preparation included taxonomical re-assignment to eliminate ambiguity, construc-
tion of a seasonally aligned time measure, construction of occurrence matrices and co-
occurrence arrays, and subsequent subsetting. Although all data analysis was performed
with taxonomical labels, the gures below omit taxa names or utilize generic substitutes
due to data sharing limitations; where possible, limited results relating to speci ¢ taxa of
interest are presented.

To provide an overview of the data, we construct a meta-network by summing binary in-
teraction networks over all years, encompassing 49 weeks of data. Of 3315 ower-pollinator
pairs, only 594 are actually observed in an interaction. Of these, approximately 50% of the
interactions occur in only one of the 49 observed weeks. Only 35 interactions are observed
in at least ten separate weeks, and the most common interaction is observed in 31 separate
weeks. The meta-network shown in Figure A.8 shows the sparsity of interactions in this
setting.

The data consists of 39 plant taxa, of which all are resolved to the species level except
for the genus of the taxonomically challenging genus of whitlow grassedraba, which is

not otherwise represented in the data and therefore presents no ambiguity. The insect
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taxa present more of a challenge: the raw data consists of 114 insect taxa including 42
incompletely identi ed taxa: 36 identied only to the genus level and the remaining 6
identi ed only to the family level.

In the case where a recorded genus has at least one species resolved but also has indi-
viduals identi ed only at the genus level, we pool all observations into a single operational
taxon and similarly for cases where a recorded genus has no species resolved. Although
these operational taxa may in fact consist of di erent species with di erent population
sizes, poorly identi ed taxa tend to be ecologically similar with respect to the pollination
niche, a general phenomenon called niche conservatism (Wiens et al., 2010). In contrast,
when individuals are identi ed to the family level only, we discard the observations due to
ambiguity between these individuals and individuals from fully resolved species in the same
family; one exception to this procedure is made for the family Scathophagidae, which we
treat as an operational taxon.

After executing the taxa correction protocols above, we obtain a collection of networks
spanning 82 operational taxa: 36 consisting of genus-level groupings, 1 corresponding to
the family Scathophagidae as described above, and the remainder corresponding to fully
resolved species. Each taxa is observed in at least one pollination interaction, with a median
of 8 and a maximum of 717 interactions observed, including repeated observations of the
same plant-pollinator pair in a single week. Most species are very infrequent pollinators.

Since the timing of snow melt varies from year to year in the study region, we align
the nominal week indices by de ning time via cumulative heat elapsed since snow melt,
or growth degree days. We compute the cumulative sum of growth degree-days (GDD) in

each week index as:

GDD =max(0;(Tmax + Twmin )=2 Tgase );

whereTyax ; Tmin » and Tgase refer to the maximum, minimum and base air temperature,
using0 C as the base temperature. The temperature is recorded as the air temperature 200

cm above the ground from the Greenland Ecosystem Monitoring program (ClimateBasis,
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Figure A.9 : Estimated insect species occurrences for 2011 under three di erent scenarios,
rows indicate insect taxa and a darkened cell indicates the presence of the taxa in that
week.

2024).

Plant occurrences are assumed to be observed without error, while insect occurrences
are estimated using three di erent procedures: raw occurrence data - an insect is present
only if it is observed in some interaction in that week, padded occurrences 1 - an insect is
present if it was observed in an interaction in weekt or in either of weekt lort+1,
padded occurrences 2 - an insect is present in weekf it is present in weekt landt+1.

A visualization of the three occurrence constructions is provided in Figure A.9. For the
above subset of common insects and plants, we increase the number of insects assumed to
be present by 56 to 81% in scenario 1 and by 4.8 to 12% under padding scenario 2.

After preparing the supplementary data as previously described, we subset the raw
networks to include only plants and insects observed in an interaction over at least two
weeks and remove two weekly networks in which only one plant was present. Outlier
networks in 2011 result from observations all coming from a single plant species in those
weeks -Arenaria pseudofrigida in both cases. The above subsetting results in a subnetwork

of the 35 most common plants and 58 most common insects for 47 weeks.
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A.5.2 Full model speci cation

For NExwe set & = H =7, K= H=¢6 K =25 K =75 & =3 and
H =12 for the double shrinkage prior (4.3)-(3.9), and empirically compute ¢ through
(A.11). We de ne the temporal dependence of the latent space via the separable covariance

=exp( kiDi1)exp( koD») whereDi(w;w9 = jw w4 andDyo(r;r9 = jr rY. We set
the temporal dependence for the seasonal intercept,, with =exp( kiD1). For both
NEXand the dynamic latent factor model, we utilize k; = k = 0:0075and ko, = 0:075

resulting in moderate prior auto-correlation.

For the dynamic latent factor model, we specify the following:

. 1
Elajwr | ijwr 1= jjwr = 1+e S
—_ >
Siwr = wt it rt Cwr T Xjyy Viwr

xin() GP(0; 1)
yin() GP(O; 1)
() GP@O; )
i N(@©; Hfori=1; ;M
. N@©; »forr=1; ;R
1= 2;1= 2 Ga( 0=2; o 3=2)

where and are de ned as above forNEXWe set o = 100, =0, =1. The

shrinkage parameter !is de ned as in Durante and Dunson, 2014a:

h = Y ## Ga(ay;l)#c Ga(ag 1),k=2; H;
k=1
with a; = a, = 2.
A.5.3 Sensitivity analysis with respect to occurrence construction
In this section, we explore the sensitivity of the results to the occurrence speci cation

de ned in Section A.5.1 above. Although exploratory analysis of raw data suggests a
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Figure A.10 : Observed relationship between temperature and pollination activity (left)
versus estimated e ect in the conditional NEXmodel (right) using observed occurrence,
padded occurrence scenario 1, and padded occurrence scenario 2 with posterior mean and
50% credible interval.

Figure A.11 : Observed relationship between seasonality and pollination activity richness
(left) versus estimated e ect in the conditional NEXmodel (right) using observed occurrence,
padded occurrence scenario 1, and padded occurrence scenario 2 with posterior means, 50%
and 90% credible intervals.

positive e ect of temperature on interaction richness, we nd the e ect disappears when
conditioning on co-occurrence with either of the three constructions proposed and tting
the NEXnodel, as can be seen in Figure A.10. Similarly, the raw data show a seasonal trend
in interaction richness, with pollination activity peaking in mid-summer. However, when
controlling for co-occurrence in theNEXmodel, we nd a weak reversed trend; see Figure
All.

Sensitivity analysis for the plant random e ects accommodating degree heterogeneity
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Figure A.12 : Posterior mean, 50% and 90% credible intervals for plant random e ects
obtained from the NEXmodel t under three separate occurrence scenarios.

is provided in Figure A.12. The results are broadly consistent across the three scenarios of
occurrence, with all the model speci cations suggesting the importance of Plant 110ryas
octopetald) and Plant 27 (Saxifraga hyperbored for the arctic ecosystem.

Sensitivity analysis with respect to the year random e ects shown in Figure A.13 sug-
gests the broad stability of the arctic pollination network over the two decades studied, with
a slight increase in baseline pollination activity among co-occurring pairs in recent years.
The cause of this uptick is uncertain, with one potential explanation being a reduction in
alternatives increasing the propensity for interaction between any given pair consisting of
a present insect and a present ower.

Figure A.14 shows good mixing and convergence of the log likelihood to the stationary

distribution under all three occurrence scenarios.
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Figure A.13 : Posterior mean, 50% and 90% credible intervals for year random e ects
obtained from the NEXmodel t under three separate occurrence scenarios.

Figure A.14 : Trace plots of the log likelihood obtained from the NEXmodel t under
three separate occurrence scenarios indicate good mixing and convergence of the respective
chains to their stationary distributions.

A.5.4 New high posterior probability interactions predicted by NEX

Because we are interested in the impacts of shifting phenologies on pollination, it is
important to investigate which currently unobservable interactions might occur in the fu-
ture given overlap of plant blooming and insect foraging. Focusing only on rare insects,
we predict Saxifraga hyperboreato be a potential ower resource for: Euxoa adumbrata,

Agriades glandon, Entephria kidluitata, Praon brevistigma, Propanteles fulvipes, Neolaria
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Figure A.15 : Occurrence patterns for selected rare insects and the plantSaxifraga hy-
perborea and Salix arctica with which they have a mean posterior interaction probability
greater than 0.5. Occurrence information is generated using Padded Occurrence Scenario
1.

prominens, Orthocladius Additionally Salix acrtica is a predicted ower resource for the
genusAtractodes. These results are summarized in Figure A.15.

A basic question of interest is which interactions have been missed due to undersampling
or di culty of observation. We aggregate interactions by insect family and plant species by
taking the maximum of posterior mean interaction probabilities across insects within that
family and summarize these results in Figure A.16. We identify many previously unobserved
high posterior probability interactions for the families Agromyzidae (insect family 1) and
Scathophagidae (insect family 23) - and Braconidae (insect family 4) and Ichneumonidae

(insect family 13).
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Figure A.16 : Maximum of posterior mean interaction probabilities across all weeks, by
insect family; model t using Padded Occurrence Scenario 1. Grey squares indicate observed
interactions in the meta-network.
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Appendix B. Supplement for "Leveraging ontologies to
predict biological activity of chemicals across genes"

B.1 Simulation studies

To assess the model's ability to recover complex dose-response surfaces, we prepare a
simulation study under varying levels of missingness. Data is simulated from the DART
model with missingness level iss ranging from 10 and 75%. Simulations useN = 50
chemicals andM = 50 genes observed acrog3 = 5 distinct dose levels with three replicates
per gene-chemical-dose triple. In each simulation, all replicates are masked for a random
subset of miss DNM dose-chemical-gene triples.

Chemical and gene covariates are simulated with dimensioR =2, Q = 3 respectively
and the dimension of the latent space iK = 5. We utilize the following values for the
hyperparameters:

" gene = 0: Prior mean vector for gene latent Gaussian processes (dimensian).
= 0:25: Standard deviation of the log-normal prior on gene-level scale matrix .
" shape =1:5, rate =1: Parameters for the Gamma prior on global shrinkage terms.

= 0:5: Prior standard deviation for gene ontology coe cients, encouraging shrink-
age to avoid over tting to sparse covariates.

=1: Prior standard deviation for chemical latent factors .

w = 1: Standard deviation for chemical covariate submodel.
= 1: Prior standard deviation for the chemical QSAR coe cients
lc = 1: Length scale for the dose-level Gaussian process kernel, shared across all latent
factors.
oo = 0:1: Prior standard deviation for dose-dependent error model intercept
oo = 0:05 Prior standard deviation for dose dependent error model slope (linear
increase in log-sd with dose index)

Figure B.1 demonstrates strong in- and out-of-sample recovery with missingness levels

up to 50%. In sample remains strong at the very high missingness level of 75%, although

we see evidence of out-of-sample recovery declining at that level.
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