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Abstract

The Gini index is a widely reported measure of income inequality. Because the under-
lying microdata are often confidential, releasing the Gini index may leak information. We
present an approach for bounding this information leakage by releasing a differentially pri-
vate version of the Gini index. In doing so, we analyze how adding, deleting, or altering a
single observation in any specific dataset can affect the computation of the Gini index; this
is known as the local sensitivity. We then derive a smooth upper bound on the local sensi-
tivity. Using this bound, we define a mechanism that adds noise to the Gini index, thereby
satisfying differential privacy. Using simulated and genuine income data, we show that the
mechanism can reduce the errors from noise injection substantially relative to differentially
private algorithms that rely on the global sensitivity, that is, the maximum of the local sen-
sitivities over all possible datasets. We characterize settings where using smooth sensitivity
can provide highly accurate estimates, as well as settings where the noise variance is simply
too large to provide reliably useful results. We also present a Bayesian post-processing
step that provides interval estimates about the value of the Gini index computed with the

confidential data.
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1. Introduction

The Gini index is a widely used statistic for quantifying inequality of monetary vari-
ables, such as income and wealth, within some defined group, such as a state or country
(Rothschild & Stiglitz, 1973). Its value ranges from zero to one, with zero representing
perfect equality, i.e., everyone has the same income, and one representing perfect inequal-
ity, i.e., all the income is concentrated in one individual. To give a sense of values seen
in practice, according to the World Bank, a recently computed Gini index for the United
States is 0.418, which sits squarely in the middle of the distribution of other countries’ Gini
index values, which range from lows around 0.25 to highs around 0.65.

Often, the incomes used to compute the Gini index derive from data collected by a
statistical organization, such as a government agency or the World Bank. The organization
may be ethically or legally obligated to protect data subjects’ confidentiality. This require-
ment motivates the central question of this article: how can statistical organizations release
values of the Gini index that provide provable guarantees of confidentiality protection?

To release other types of statistics, many organizations are turning to differential privacy
to provide such guarantees (Dwork et al., 2006; Dwork, 2006; Dwork & Roth, 2014). For
example, the Census Bureau released differentially private counts from the 2020 decennial
census (Abowd et al., 2022). The Internal Revenue Service and Department of Education
use differentially private algorithms in the College Scorecard to protect statistics related
to educational and financial outcomes for students (Tumult Labs, 2025). The Opportunity
Insights project at Harvard University adds noise to statistics related to social mobility
using an algorithm inspired by differential privacy (Chetty & Friedman, 2019). To the best
of our knowledge, however, researchers have not developed a differentially private algorithm
for releasing the Gini index.

In this article, we develop such an algorithm. To do so, we use a technique known

as smooth sensitivity in the differential privacy literature (Nissim et al., 2007). Smooth



sensitivity enables differentially private algorithms that calibrate noise distributions to the
specific dataset at hand. Such instance-based noise distributions can have much smaller
variances than noise distributions used typically in differential privacy (i.e., distributions
based on the global sensitivity as defined in Section 2.2). The key step in smooth sensitivity
is to find a smooth upper bound on how much the Gini index can change when altering
any one income in the dataset at hand. Finding this bound is computationally infeasible
in many problems. Thus, one of our main contributions is a set of algorithms that make
it feasible for the Gini index. Using theory and empirical investigations, we characterize
conditions on the data and privacy demands under which our algorithms are likely, or not
likely, to provide accurate outputs of the Gini index. We present a Bayesian procedure to
obtain an interval estimate for the non-private value of the Gini index, accounting for the
uncertainty introduced by the differentially private noise.

Our methods are targeted at organizations that seek to adhere to differential privacy
when sharing a Gini index and, in doing so, do not release a public use microdata file of the
income data used in its computation. As suggested by reviewers, an alternative strategy
could be to release differentially private synthetic microdata as public use files. We discuss
this possibility further in Section 6 and in the supplementary material.

As an aside, some organizations make redacted versions of income data available as
public use microdata files. These files undergo statistical disclosure limitation using meth-
ods that typically are not differentially private, for example, rounding and top-coding the
incomes. It is difficult to quantify how much privacy these public use files leak about the
underlying incomes, especially when other data products are released that involve income
distributions, possibly computed using income data that are not subject to the same (or
any) disclosure limitation treatment. Additionally, we note that top-coding incomes can
cause bias in the estimated Gini index (Armour et al., 2016; Gould et al., 2022; Sun et al.,
2025). In contrast, our methods enjoy the formal privacy guarantees and can avoid the
introduction of bias.

The remainder of this article is organized as follows. In Section 2, we review the Gini
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index and differential privacy. In doing so, we explain why differentially private algorithms
based on the global sensitivity of the Gini index are not likely to be effective, which mo-
tivates our use of differentially private algorithms based on the smooth sensitivity. In
Section 3, we present our algorithms. In Section 4, we provide theoretical support for
these algorithms. In Section 5, we present empirical investigations of the properties of the
differentially private Gini index. Finally, in Section 6, we conclude with ideas for future

research.



2. Background

Fori=1,...,n, let z; be the income (or other numerical variable) for individual i. Let
Z = (z1,...,24). We presume Z has no missing values. For convenience, we define an
ordered version of Z as X = (x1,...,Xy), so that xq is the smallest value in Z, x; is the
second smallest value in Z, and so on until x,, is the largest value in Z. We refer to the

position of each x; as its rank in X, e.g., x; has rank i.
2.1 Gini Index

Given a set of data Z, the Gini index ¢(Z) can be computed as

_ Z?:l 27:1 |z — Zj\

8(Z) e 2.1)

There are various ways to rewrite (2.1). We use a representation based on the ordered data

X. As shown by Rothschild and Stiglitz (1973),

D (2i—n— 1)xi' 2.2)

8(Z) =g(X) = n2(n—1)

In practice, computations of ¢g(Z) are based on a variety of data sources. For ex-
ample, the World Bank uses survey data from the Luxembourgh Income Study in high
income countries, whereas it relies on governmental surveys in other countries. As a result,
2(Z) can measure living standards differently, e.g., either income-based or consumption-
based. Additionally, one can compute ¢g(Z) for different units of analysis, e.g., indi-
viduals or households, or populations, e.g., all adults or all individuals age 18 to 65
(to represent ages of individuals likely to be in the workforce). Sample sizes can vary
across applications; for example, the sample sizes in the data used by the World Bank
(https://www.lisdatacenter.org/frontend# /home) across countries range from around 3,000
households (6,000 individuals) to almost 300,000 households (850,000 individuals). Finally,

¢(X) can also be computed for sub-national geographic areas; for example, the United
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States Bureau of the Census reports Gini index values at the state-level using data from
the American Community Survey.

The methodologies presented in Section 4 are applicable across these various sources of
Z. We illustrate this in Section 5, where we empirically evaluate the algorithms using both

household-level and individual-level income data from the Current Population Survey.
2.2 Differential Privacy

Differential privacy (DP) is a mathematical definition of privacy protection. Let M be
a randomized algorithm that takes as input any database D and returns an output R. Here,
we consider databases that are vectors of n real numbers like incomes. Define neighboring
databases D and D; so that they differ on only one element. To develop the DP Gini index,
we work with two types of neighboring databases. The first case is when D and D7 have
n elements in common but D7 has one more or one fewer observation than D. The second
case is when D1 is constructed by changing one element in D to some other value, so that
both D and D have n elements.

We say that M satisfies (e, 6)-differential privacy if, for every pair of neighboring

databases (D, D7) and for every measurable subset of outputs R,
Pr(M(D)eR) < e Pr(M(D;) € R) +94. (2.3)

In this article, we work mainly with so-called exact or pure DP, in which § = 0.
Heuristically, when M satisfies pure DP, for any dataset D the probability that the
algorithm produces any particular set of outcomes is similar regardless whether or not any
one individual’s data are present in D. We emphasize that the definition applies over all
possible instantiations of D, not just the observed data at hand. The degree of similarity is
controlled by the parameter €, whereby smaller values of € generally result in greater privacy
protection. However, smaller values of € also generally result in randomized algorithms
that introduce more noise into the outputs. Ideally, the value of € is selected to achieve
a satisfactory balance in accuracy and disclosure risks (Abowd & Schmutte, 2016; Reiter,

2019). For a summary discussion of setting €, see Kazan and Reiter (2024).
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To produce a released statistic that satisfies DP, a typical strategy is to add noise ran-
domly sampled from some distribution with variance proportional to the global sensitivity
of the statistic. For all neighboring databases D and D; that differ in one element, which
we write as d(D,D;) = 1, and some function, f : D — R, the global sensitivity of the

function is

GSy = | p,max  If(D)~f(Dy)} (2.4)

For example, when f is the sample mean of a set of n elements each lying in some interval
[L, U], and defining neighboring databases as having sample size 1, the GS¢ = (U — L) /n.
When f = g(Z) is the Gini index, GSyz) = 1. To see this, consider the extreme case
where a single individual holds all the income. Removing that individual or changing them
to have zero income reduces g(Z) from 1 to 0.

Adding noise proportional to global sensitivity is not likely to result in a differentially
private version of ¢(Z) with low error for reasonable privacy guarantees. To illustrate,
consider the highly popular DP algorithm known as the Laplace mechanism. This algorithm
adds to f(D) a random draw sampled from a Laplace distribution with mean zero and scale
parameter GS¢/€, resulting in Z(D). Unless € is very large, adding Laplace noise scaled to

GSg(z) would obliterate the usefulness of §(Z).
2.3 Using Smooth Sensitivity to Implement Differential Privacy

The global sensitivity of the Gini index derives from extreme cases that, for all practical
purposes, are fictions. For example, the Gini index for most countries lies between 0.2 and
0.7 (Charles et al., 2022). This situation, i.e., the GSy is impractically large to accommodate
unrealistic instances of neighboring databases, is not uncommon in DP.

This recognition suggests we should work with measures of sensitivity for the specific
data at hand. As a step toward doing so, we define the local sensitivity. For any function

f:D— R and a fixed database D, the local sensitivity is

LSf(D) = by dmax [f(D) = f(D1)]. (2.5)
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The local sensitivity measures how much f(D) changes when removing, adding, or changing
one observation in the specific D, leaving all other values fixed. In contrast, the global
sensitivity considers this change over all possible realizations of D. Often, LS f(D) is much
smaller than GSy.

Unfortunately, algorithms that simply replace GSy with LS¢ do not necessarily satisfy
DP (Nissim et al., 2007). To illustrate, suppose each individual in Z has the same value
of income, so that g(Z) = 0. In this case, we also have LS,zy = 0 (when defining a
neighboring database by removing any single z; from Z). If we add noise to g(Z) using a
Laplace distribution with scale LS,(7)/€ instead of GS,(z)/€, we would produce §(Z) =
g(Z) = 0. Thus, an adversary would learn from ¢(Z) that everyone in Z has the same
income, which violates the DP guarantee. Examples showing information leakage from
calibrating noise to local sensitivity can be constructed for other definitions of neighboring
databases.

We therefore turn to smooth sensitivity, a framework that allows one to release f(D)
with instance-based additive noise, i.e., based on the D at hand. Following the notation in

Nissim et al. (2007), we define the smooth sensitivity in Definition 2.3.1.

Definition 2.3.1 (-smooth sensitivity). For B > 0 and any database D of size n the B-smooth
sensitivity of f is

D) = max(LS;(D')e~F4(O:L") 2.
Sp(D) = max(LS¢(D')e ), (2.6)
where D' are datasets of size n and d(D, D') is the number of elements that differ in D, D'

Smooth sensitivity considers the local sensitivity of every D’ of size n, but it increasingly
downweights values of LS¢(D') as D and D’ become less similar, i.e., as d(D, D) increases.
Nissim et al. (2007) provide a general strategy to compute S¢g(D), which we now

summarize. Any D’ of size n has its own local sensitivity, LS¢(D’). For k = 0,...,n,

define A% (D) as the maximum of these local sensitivities over all D’ of size n such that



d(D,D’) = k, that is,

(k) — '
AY(D) D':d%%(')gk LS¢(D"). (2.7)

Then, the smooth sensitivity from Definition 2.3.1 is S¢g(D) = maxg—o,1,...n e PkA (D).
Nissim et al. (2007) also show that if one can find a bound on each A®) (D), say, AKX (D) >

A(k)(D) for k=0,...,n, then one can use

S;5(D) = max e P*AN(D) (2.8)

to design differentially private algorithms. We consider algorithms M (D) of the form,

f(D) = f(D) + Mw, (2.9)

(44

where « is a constant and ¢ is a random draw from a noise distribution, both chosen
to ensure (€,6)-DP holds. In particular, Nissim et al. (2007) show that one can achieve

(e,0)-DP by drawing ¢ from the density,

1

S (2.10)

p(y)

where v > 1 and & = ¢/(4v), B = ¢/v7. We use (2.9) and (2.10) in the DP Gini index
algorithm. Nissim et al. (2007) also show that one can use a Laplace mechanism with noise
proportional to S fﬁ(D) and satisfy (e,0)-DP. As noted previously, we focus on pure DP,
although one could use (€,6)-DP as well. We leave comparisons of the relative accuracy
and disclosure risks for the different privacy criteria to future work.

We close this review of DP with a comment relevant to designing DP algorithms for
numerical data like incomes. Often, when D = (z1,...,z,) comprises numerical values, DP
algorithms impose upper and lower bounds to ensure DP (Kamath et al., 2025). That is,
they presume L < z; < U for all possible values of z;, clipping any values outside this range
to the boundary points. To preserve the DP guarantee, these bounds should be selected
without using the observed data at hand. When domain knowledge does not define (L, U),

one can allocate some (small) portion of the privacy budget to privately learn noisy bounds
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on the observed data. In our algorithms for the DP Gini index, we also impose bounds on

the data values. We describe a DP algorithm for setting U (we set L = 0) in Section 5.



3. Overview of the Algorithm

In this section, we present high level overview of our strategy for using smooth sensitivity
to release the Gini index under pure DP. Supporting derivations and proofs are presented
in Section 4. Throughout, we work with the ordered version of the data X, presuming that
we have bounds L and U sothat L<x; <Ufori=1,...,n.

As motivation for our algorithms, we first illustrate why in practice one cannot simply
use a “brute force” approach to computing values of A®%) (X) in (2.7). Consider a toy dataset
with n = 4 individuals, X = (x1,x2,x3,x4) = (3,6,7,7.5), where L = 0 and U = 10. Here,
2(X) ~ 0.206. Further, suppose that possible values of the underlying data are measured to
the hundredths decimal place, so that each x; could have taken any of 1000 possible values.
To compute the smooth sensitivity, we need to determine A® (X) for k = 1 and k = 2. Note
that A(k)(X) =1 when replacing k = 3 or k = 4 points. For k = 1, a brute force approach
for finding AW (X) is to compute the local sensitivity over all possible neighboring datasets
with one element changed. This requires up to (4 x 1000)? computations, since we construct
each neighboring dataset by replacing one of the four values of x; with one of the 1000 values
in [0,10], and then evaluate the local sensitivity of this dataset which requires computing
the Gini index for each of its 4000 possible neighboring datasets. Following this approach
for k = 2, we would consider up to (6 x 1000?)(4000) combinations to find A (X), where
six is the number of ways to pick two records out of four. As these computations suggest,
this brute force approach becomes intractable for any reasonable sample size n.

We therefore develop algorithms targeted at greatly reducing computational overhead
of computing each A (X). Our strategy proceeds as follows. First, fork=1,...,n—1, we
find the largest and smallest values that g(X) can take on when replacing k values from X
with k other values in [L, U]. As we prove in Section 4, we can determine the largest value
of the Gini index by removing and replacing k consecutive elements in X, and we can find

the smallest value of the Gini index by removing and replacing k elements in X so that the
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remaining n — k elements are consecutive. We describe which values to use as replacements
in Section 4. Leveraging these facts, we construct algorithms that search for the maximum
and minimum values of the Gini index over sets of consecutive elements, which is far more
efficient than searching over all possible subsets of k elements. For each k, we use these

maximum and minimum Gini index values to obtain a bound on the LS, (xr for all datasets

X’ where d(X, X") = k. These bounds provide the values of A% (X) > A(®)(X) that we use
in (2.8) and (2.9).

We use three algorithms to implement this strategy, which we display in this section.
Algorithm 1 and Algorithm 2 compute the minimum and maximum values, respectively, of
the Gini index that can result after changing k elements. We illustrate these two algorithms
for the n = 4 toy example in the supplementary material. Algorithm 3 integrates all the
algorithms to compute a smooth upper bound for use in smooth sensitivity.

Algorithm 1 and Algorithm 2 relate to previous work on how shifting income from one
person in Z to another person in Z affects the Gini index; see Gastwirth, 2017 for a review
of this work. For example, Monti (1991) derives the influence function (Hampel, 1974) for
the Gini index and uses it to approximate the effect of slight perturbations of individual
values. Cowell and Victoria-Feser, 2003 use the influence function to approximate how the
Gini index is affected by data trim, censorship, and truncation. Langel and Tillé (2013)
study the performance of linearization and jackknife methods, which involve perturbations
of data, to estimate the sampling variance of the Gini index. Our algorithms differ from
these previous works in that we quantify the worst-case change in ¢(Z) resulting from
replacing a single record with any other feasible value. This quantification is necessary to

develop algorithms that use the smooth sensitivity to satisfy differential privacy.
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4. Derivations and Theorems

In this section, we provide theoretical support for the algorithms in Section 3. In Section
4.1, we derive the local sensitivity of ¢(X) when changing one element in X and bounds
on the local sensitivity of the Gini index for datasets differing from X in k > 1 elements.
These bounds rely on the minimum and maximum values of the Gini index attainable by

changing

Algorithm 1: FastMinG(X, k)

Input: Sorted incomes x1 < - -+ <xy,; number of elements to replace k (1 < k < n)
Output: min g(;): minimum value of Gini index when replacing k elements
/* 1. prefix tables */
Py« 0, Co< 0, Wy« 0, gmin < 0;
fori— 1ton do
wj—2i—n—1, Wy W, 1+w;, , —Pi_1+x;, R —« Rj_1+ix;;

L /] Pi=4cixt; Ri=2itx
/* 2. slide window */
fori < Otok do

L—i+1, Ren—k+i; // i lows, k—i highs
j = Findminindex(L, R);

Sa<—Pia—Pr1; Sia— (Rja —Rp1) = (L—=1) 54 /] Sa= Z]t;lL Xt
Sta = NI (t—L+1)x

S« Pr—Pi_1; Sip— (RR—Rj_1)—(j—1)Sp; // Sp= Zfzjxt;
Sip=Yi(t—j+1+a+k)x

N =

2514 — (n+1)Sa] + kxj(2(j — L) + k—n) + [25+2(j — L+ k) —n —1)Sn];

D=5, +ka+SB;

| 8min < min(gmin/ N/(TID)

return g,

function Findminindex (lo, hi):

while hi —lo > 3 do
t— |(hi—10)/3]; // Ternary search on [lo,hi]
my < lo+t; myp «— hi—t;
If g(my) < g(mp) then hi <« my—1 else lo « my +1

| return arg minjc, ;) 8 (/)

12



Algorithm 2: FastMaxG(x, k, L, U)

Input: Sorted incomes x1 < -+ <xy; bounds L, U; replacements k (1 < k < n)
Output: max g(): maximum value of Gini index when replacing k elements
/* 1. prefix tables */
Py—0, Co«— 0, Wo<— 0 gmax «— —0;
fori < 1ton do
w;<«—2i—n—1, P« P_1+x;, C; < Ci_1 +w; x; ; /] Pi=cixt,

C = Ztgi WXt

/* 2. slide window */

fors —1ton—k do

Sp <« Ps; Sgp <« Py — Py ; /] SL=24_1Xt; SR = D gipi1 Xt
fori < Otok do

np«—i, ny<k—i; // i lows, k— i highs
D« S; 4+ Sg +n L+ nyU,

N<—Lny (I’lL—Vl) + Cs+2n15; + (Cn—CS+k)—2nuSR + Uny (ﬂ—nu);

gmax < Max(gmax, N/ (nD));

return gmax;

13



Algorithm 3: Smooth sensitivity of the Gini index under (¢, 0)-DP
Input: Sorted incomes x1 < --- <x, referred to as X; bounds L, U; number of
elements to replace k (1 < k < n); privacy parameters €,y
Output: S, — smooth sensitivity
p—e/(2(y+1));

Q0 < Gini(X); // calculate Gini index g(X)
1o < Mean(X); // calculate Y. ,x;/n
Isg < LocalSensBounds(X, L, U); // as shown in Equation 4.12
kmax < min(n, [—1In(Isg)/B]);
S, < 0;
fork — Otok*; // For each iterate, change k elements,k® is defined in
Eq 4.4
do
min g ) < FastMinG(X, k) ; // calculate minimal Gini
max g ) < FastMaxG(X,k, L, U) ; // calculate maximal Gini
min Xy < MinAve(X,k, L) ; // calculate minimal average
max ¥y < MaxAve(X, k,U) ; // calculate maximal average

Is < LocalSensBounds (min g(x), max g k), min %), max %, L, U);
; // as shown in Equation 4.12
Su < max(Sy, e Frlsy);

return S;

up to k elements in X, which we compute using the methods described in Section 4.2. In
Section 4.3, we formally establish the smooth sensitivity of our algorithm. In Section 4.4,
we describe two strategies to speed up computations. Finally, in Section 4.5, we present an
approach for interval estimation of ¢(X) based on Bayesian inference. A table summarizing

the key notation is in the supplementary material.
4.1 Smooth Upper Bound on Local Sensitivity

Section 4.1.1 and Section 4.1.2 describe how much the Gini index can change when one
element in X increases or decreases, respectively. The maximum of these values is the local
sensitivity of g(X). Section 4.1.3 presents upper bounds on the local sensitivity for any

dataset differing from X in k > 1 elements, which we use to bound each A% (X).
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4.1.1 Maximum change in Gini index when increasing one element in
X

Suppose some X, € X is increased by a positive amount a > 0. Let X/, = X_,,, U (xp, +
a), where X_,; = X — x,,. After the perturbation, the rank of x,, + a among the values in
X!, increases when X, +a > x,,11 and stays the same when x,, +4a < x;,11. Let the new
rank of (x,;, +a) in X}, be m’, where m < m’ < n. To simplify notation, we use X’ in lieu
of X}, and g to denote g(X).

Using the definition of the Gini index in (2.2), adding a to x,, increases the denominator
from (n —1)(nx) to (n —1)(nx + a). The numerator changes from » ' ;(2i —n —1)x; to

Y@i—n—1Dxi+@m —n—1)(xu+a)+ > QGi-1)-n-1x+ > (2i—n-1)x.

i<m m<i<m’ i>m'

4.1)
Thus, for any X', the change in the Gini index Ag = g(X’) — go depends on three quantities:
the increment amount a, the original rank m, and the resulting rank m’. To emphasize this
dependence, we write Ag as Ag(m,m’,a). Using the algebraic manipulations presented in

the supplementary material, we can show that

Ag(m,m',a) = L a 2t w + 2 i(x x;) (4.2)
S0 = e ¥ a n—1 80 n—1 40" '
where w = Z—ﬂ Note that (4.2) can be positive or negative (or in rare cases zero).
We now consider (4.2) as a function of a, fixing the ranks m and m’. Suppose that a
can take any value in [X,/ — Xy, Xpr41 — X ). When a is in this interval, Ag(m,m’,a) is

differentiable with respect to a. We have

/ /

oAg(m,m’',a) (3@1 —w—go)(nx+a) —a(ﬁfl —w—go) — 731 "t — ;)
oa N (nx 4 a)?
1 2m’ ) b M
~ (nx +a)? <(n—1_w_g°)nx+n—1 2<xi_xm>)- (4.3)
i=m

~r

A
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When the ranks m and m’ are held fixed, the sign of (4.3) is the same for all values of a in
the open interval. Thus, within any interval [m,m’), Ag(m,m’,a) is always increasing or
always decreasing. This suggests that for any fixed m and m’, the largest absolute value
of Ag(m,m’,a) is likely to occur at the maximum or minimum possible values of a that
change the rank from m to m’, i.e., when a = x,,y — X, or @ ~ X1 — Xy Further, the
term that determines the sign in (4.3), which we refer to as A, increases monotonically in

m’ when m is fixed. To see this, note that (2m’/(n —1))nx is linear in m’ with positive

slope, and Z;-n:/m(xi — X;y) is nondecreasing in m’ because each additional term x; — x,;, = 0
when m <i<m'.

We use these features of (4.3) to help determine the largest possible absolute value of
Ag(m,m’,a) for any fixed rank m. To do so, we determine the values of m’ that result in

the largest and smallest Ag(m, m’,a), where the smallest is of interest because Ag(m, m’, a)

could be negative. The result is contained in Lemma 4.1.1.

Lemma 4.1.1. Fix rank m € {1,...,n}. Let m’ be the new rank of the element x,, after adding
some a > 0 to it, so that m < m’ < n. The following two facts hold.

1. When % —w—go <0, Ag(m,m’, a) attains a unique minimum at the integer,

m’ 2 &
n—1

m':sm:min{m’<n:(

/ . . ..
When % —w —go =0, Ag(m,m’, a) attains its minimum at m' = m.

2. Ag(m,m’,a) attains its maximum at m' = n.

Proof. We begin by establishing several facts about the sign of (4.3) at the endpoints of the

domain of m’. When m’ = n, (4.3) has a positive sign since

2n _ 2 ¢
(n_l—w—go) nx+7l_1i§1(xl—xm)>0. (4.5)

When m’ = m, the sign of (4.3) is determined by the sign of 2m/(n — 1) — w — go. This
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expression could be negative for some values of m and positive for other values of m,
which motivates examining the two cases in the first fact of the lemma statement.

We next show that Ag(m, m’, a) does not have discontinuities at the points defined by
a4 = Xpy — Xp. Let r be an integer satisfying m < r < n. Asa — (x, — x,,)~, we have

m' =r—1;asa — (x, — x,)*, we have m’ = r. Thus, for any r we have

Ag(m,m =r,a= (x, —xp)") —Ag(m,m' =r—1,a= (x, — xn)7)
1 2 2 —
— lim — a (o —20)] _ (4.6)
a—x,—xy NX +a |n—1 n—1

Thus, the differences in Ag(m, m’, a) at the endpoints of any adjacent intervals are negligi-
ble.

Recall that A from (4.3) is nondecreasing in m’ when m is fixed. We use this fact to
reason about the two cases described in the lemma statement. When 2m/(n —1) — w —
g0 < 0, increasing m eventually switches the sign of (4.3) from negative to positive. Thus,
Ag(m,m’,a) decreases until some rank m’ and increases thereafter. The minimum occurs
at the first m’ for which A is greater than or equal to zero, i.e., the rank corresponding to
Sm given in the lemma statement. When 2m/(n —1) —w — go > 0, (4.3) is always positive,
so that Ag(m,m’, a) increases monotonically with m’. Hence, in this case, the minimum
value of Ag(m,m’,a) occurs at rank m’ = m. Finally, for both cases the maximum value
of Ag(m,m’,a) occurs at rank m’ = n. Since A is nondecreasing and positive for all ranks

m' = s, the Ag(m, m’, a) continues to grow for each increment of m’ until reaching n. [J

Lemma 4.1.1 shows that, for each fixed rank m, we can find the the largest absolute
change in the Gini index |Ag(m,m’, a)| by evaluating it at the rank m’ = n with a = a, =
U — x,;, and at the relevant minimum rank m’ = s,, with a = a,, = x,7 — x;. Note the
minimum value of Ag(m,m,a) = 0 when m’ = m, so we need not consider m’ = m for
determining the largest value of |Ag(m,m’,a)|. As a result, finding the largest value of
|Ag(m, m’,a)| over all admissible pairs of ranks (m, m’) when increasing a single x; amounts

to finding the larger of |Ag(m, m" = n,a, = U — xy,)| and |Ag(m, m' = s, a5, = Xs,, — Xpm)|
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for each rank m, and searching among these for the largest value over m.

In fact, for many realizations of X, we need not evaluate these quantities for every rank
m =1,...,n. The maximum of |Ag(m,m’, a)| occurs either when (m = 1,m’ =s,,) or when
(m = my,m" = n), where the rank m; = |[n — (1 —go)(n —1)/2], i.e., the greatest integer
less than n — (1 — go)(n — 1)/2. Intuitively, for the rank m’ = s,, we want to increase
the smallest element in X to obtain the largest decrement in the Gini index. For the rank
m' = n, we want to increase the element in x that allows for the largest increment in the
Gini index, which generally occurs for some rank 1 < m < n.

To argue why this should be the case, we first fix the rank m’ = n and determine which

choice of m maximizes |Ag(m, m" = n,a)|. We have

;L B 1 [, on o 2 < L
Ag(m,m' =n,a) = Eia a(n — 8o w) + pra izm(xm X;) 4.7)
1| 2 ¢
= nEta ﬂ(—g0+1) +n_1i;1(xm_3(:i)] . (48)

For any rank m, let the differences a,,41 = x; — xp+1 and a,; = x;, — x;. When nx >>
U — x1, which should be the case in practice as long as n is reasonably large and U is
sensible, Ag(m +1,m" = n,a,+1) — Ag(m,m" = n,a,,) for m < n is determined primarily

by the term inside the brackets of (4.8), i.e.,

(xm - xm+1)(1 _gO) + 2(2:17”)(36771—0-1 - xm)) = (2(2:1”1) -1 +g0) (xm—H - xm)'
\Bf -~

(4.9)

The sign of (4.9) depends on the expression labeled B, which decreases strictly with m. This
B is positive when m = 1 and eventually becomes negative. Thus, (4.8) with m’ = n is first
monotone increasing and then monotone decreasing in m. The maximum of Ag(m, m’ =
n,a) is attained at the last integer that makes B positive, which is the rank m = mj. For

the rank m’ = s,,, the maximum of Ag(m, m" = n,a) occurs when m =1 and a = U — x7,

which changes the smallest value in X. A proof is in the supplementary material.
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Determining the rank m’ = s, (for m = 1) and the rank m = mj (for m’ = n) can be
computationally expensive; s;; and m; do not have closed-form solutions. In Section 4.1.3,

we present bounds that avoid the need to compute the values of these ranks.

4.1.2 Maximum change in Gini index when decreasing one element in
X

In this section, we consider decreasing x, by some positive amount a > 0. The decre-
ment could result in a value with reduced rank 1 < m’ < m or a value still with rank
m’ = m. We can use analyses akin to those in Section 4.1.1 to determine the maximum
absolute change in the Gini index when reducing one x,,. For brevity, here we provide the
results of these analyses and leave the details to the supplementary material.

When decreasing x,, by some amount a, the largest value of |Ag(m,m’, a)| occurs when
cither (m,m’) = (n,qu) or (m,m') = (mp,1). The rank g, = max{l < m’ < m :
(g0 — % + w)nx + %Z?:ml,(xi — Xp) < 0} and the rank mp = max{m > 1 : (go+

Dng + 25 S0 (x — xm) = 0}

4.1.3 Bounds on local sensitivity for datasets differing from X in k ele-
ments

For smooth sensitivity, we need to compute a bound on the local sensitivity of the Gini
index for any dataset constructed by replacing k elements in X with k other values in [L, U].
Let X(j) denote one of these datasets, where the index k = 1,...,n indicates the number
of elements replaced and the index f ranges over all possible datasets with d(X, X(kt)) =k.
The elements of X(4;) are arranged in increasing order. For k=1,...,n let ming and
max g (i) denote, respectively, the minimum and maximum values of the Gini index (X))
over the set of all feasible datasets { Xk : d(X, X)) = k} of size n. Similarly, let min ¥
and max ¥ () denote, respectively, the minimum and maximum values of the average of the
n values in X4 over the set of all feasible datasets { X : d(X, X(kt)) = k} of size n. To
simplify our notation, we write Xy = (Xp, ..., Xtn), Xt = S x/n, and g = 8(Xk))-

As shown in Section 4.1.1 and Section 4.1.2, the maximum absolute change in g; when
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increasing or decreasing any single element occurs for one of four possible pairs of ranks
(m,m’). These include the pairs (m = m;,m' =n), (m =1,m' = s,), (m = mp,m' = 1),
and (m = n,m’ = q,,). We use these facts to bound the local sensitivity for any X(k)- Note
that the values of m; and mp in these four candidates are determined using X ), not X.

For the case where the pair of ranks is (m = mj,m’ = n), we have

1 2n n+1 2 &
_ I _ _ )
|Ag(m_mllm _n’a>‘_|nft+a a(n—l_gt_n—1>+n—li2m (xml_xl) |
=mj
1 2 «
< _ )
e (1—g:1), (F + a) (1) 2 (%t — Xtmy)

- max (U~L)(1—-mingq) Z":x .
nminXg +(U~L)’ (nxt+0 )(n—1) 121 i~ i)

(U~L)(1-mingy) 2(nmax%gy —nL)
< max — , —
nminXg + (U~L) " nmin ¥ (n—1)

(4.10)

The second step holds because of the triangle inequality. The third step utilizes the fact
that 0 < a < U and that the largest value of the summation term occurs when the limits go
from 1 to n. Using this upper bound for the summation allows us to circumvent searching
for the value of mp, thereby avoiding a search procedure with complexity O(log(n)). The
final step holds because we maximize the numerator and minimize the denominator.

For the case where the pair of ranks is (m = 1,m’ = s,,), we can use almost identical
logic to show that (4.10) also provides an upper bound on |Ag(m = 1,m’ = s,,,a)|. For the

/

case where the pair of ranks is (m = n,m’ = g,,), we have

1 2
|Ag(m:n,m’:qm,a)\: nE —a (gt_il—’_l + 1 Z Xy — th
i= qm
Uu-_L 1 2n(U — min X
- max ( . )_(maxg(k)+ ), . 7:1( min ¥ ) @1
nmin¥g) — (U—L) " (nmin¥g) — (U~L))(n—1)

For the case where the pair of ranks is (m = mp, m’ = 1), (4.11) also provides an upper

bound on |Ag(m = mp,m’ = 1,a)|. Thus, regardless of which pair of ranks yields the
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largest change in the Gini index for X, we can bound the local sensitivity of S(X(kt))

without ever computing s,,, mj, mp, or gy.
4.2 Efficiently Finding max g ;) and min gy,

As evident in (4.10) and (4.11), our smooth upper bounds on the local sensitivity depend
on minima and maxima of the Gini index. In this section, we provide statements of theorems
that offer computationally efficient ways to find these minima and maxima. Specifically,
we show that for k = 1,...,n—1, we can find max gy by removing and replacing n —k
consecutively ordered elements from X. We also show that, for k =1,...,n—1, we can find
min g by removing and replacing a total of n — k consecutively ordered elements from X
selected from the smallest and largest values of X.

As part of the methodology, we define k-maximal Gini subsets and k-minimal Gini

subsets.

Definition 4.2.1 (k-maximal Gini subset). Given a set X = (x1,...,x,) of n real numbers in
ascending order and an integer k < n, a subset Q < X is called a k-maximal Gini subset of X if

|Q| = kand, ¥V Q' < X such that |Q'| = k where Q" # Q, we have g(Q') < g(Q).

Definition 4.2.2 (k-minimal Gini subset). Given a set X = (x1,...,xy) of n real numbers in
ascending order and an integer k < n, a subset Q < X is called a k-minimal Gini subset of X if

|Q| = kand, ¥V Q' < X such that |Q'| = k where Q" # Q, we have g(Q') = g(Q).

To illustrate the concepts in Definition 4.2.1 and Definition 4.2.2, we return the the
example with X = (3,6,7,7.5) from Section 3. The k-maximal Gini subset of size k = 2 is
the pair of values (x;, x]-) whose Gini index is largest, i.e., the pair that differs most. For
this X, that subset is {3,7.5}. The k-minimal Gini subset of size k = 2 is the pair of values
(x;, x;) whose Gini index is smallest, which for this X is {7,7.5}. In general, for any k < n,
the k-maximal /minimal Gini subsets tell us how much/little inequality can exist in a sample
from X of size k. The k-maximal and k-minimal subsets are used to prove Theorem 4.2.1

and Theorem 4.2.2. Proofs of the theorems are provided in the supplementary material.

21



Theorem 4.2.1. Givenaset X = (x1,...,x,) of of n real numbers in ascending order, where each
x; € [L,U], and an integer 1 < k < n, the k-maximal Gini subset can be achieved by removing

n — k consecutive elements in X.

Theorem 4.2.2. Given a set X = (x1,...,%,) of n real numbers in ascending order, where each
x; € [L, U], and an integer 1 < k < n, the k-minimal Gini subset can be achieved by removing a

total of n — k elements from X so that Q comprises k consecutive elements.

These theorems show that we can find k-maximal and k-minimal Gini subsets by remov-
ing consecutive elements of X. Thus, it is sufficient to analyze these structured deletions
rather than every possible subset of size k. In particular, the k-maximal Gini subset can be
computed in O(n — k) steps and the k-minimal Gini subset can be computed in O(k) steps.
As a result, the max g(;) and min gy, and therefore (4.10) and (4.11), can be computed in
just O(k(n —k)) steps.

4.3 Bounds on AX)(X) o Use in Smooth Sensitivity

Since (4.10) and (4.11) are bounds on the maximum change in the Gini index for any
X(kt)» we can construct an upper bound for each A®(X) to use in (2.8), as given in Theorem

4.3.1.

Theorem 4.3.1. Fora given k € {1,...,n}, let Cy be the value of the bound in (4.10) and Cy be
the value of the bound in (4.11). Then, an upper bound for AKX (X) is

(4.12)

A(k)(X) _Jmax(Cy,Cp) ifn¥ — (U—L) > 0and max(Cy, C2) <1
! |1 otherwise.

For each k, we also can find a reasonably tight bound Agk) > Agk) to use in (2.8) that
does not require finding the minimum and maximum Gini indexes min g and max g x)
and hence does not require running Algorithm 1 and Algorithm 2. This reduces the overall
runtime of finding the DP Gini index, which can be advantageous, for example, when # is
very large or when doing repeated simulation studies (like we do in Section 5). Theorem

4.3.2 presents this alternative upper bound. The proof is in the supplementary material.
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Theorem 4.3.2. Define the normalized range as IQ(X) = (U—L)/%. Fork =1,...,n, an

upper bound on A§k) (X) and hence A®)(X) is

2 ; 1 u-L 1 k
i < and n —2)—=1>2
Agk)(X) — { g —n)-1 f o t (roe ) (4.13)
1 otherwise.

The difference between the bounds in Theorem 4.3.1 and in Theorem 4.3.2 is of the
order O((1—g0)/(n/1Q(X) —1)). In practical situations, we expect this difference to be
small, since the denominator typically is much larger than the numerator. We describe the

sample complexity of the bounds in Theorem 4.3.2 in the supplementary material.

4.4 Computational Speedups

We can use two additional computational strategies to make the algorithms run more
efficiently, namely (i) pruning the search over values of k and (ii) maintaining auxiliary
in-memory data structures. The latter supports dynamic updates to the Gini index after
modifying k records, thereby avoiding repeated computations using all of X.

With regard to pruning the search over k, we first note that A(k)(X) < 1. Thus,

e PEAR(X) < e Pk, Let
k* = min (k eN|e P < A(O)(X)) . (4.14)

For every k = k*, we have e PFAK) (X) < A)(X), so no k > k* can lead to a different
maximization in (2.8). Consequently, we can restrict the search range to 0 < k < k*.

With regard to the dynamic Gini maintenance, a naive implementation of Algorithm 1
and Algorithm 2 could slide a length-k window across (x1,...,x,) and re-sort the records
after advancing each window. This would result in a cost of O((n — k) klogn). However,
this is not necessary. Only the k elements in the window can change, while the remaining
n — k items keep their original ranks. We leverage this fact in the search strategy in
Algorithm 1. We also save time by not recomputing certain statistics that stay fixed.

In particular, we maintain the order statistics P; = >, _; x4, C; = >,_;(2t —n — 1)x;, and
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R; = Y},_;tx; defined in Algorithm 2 and Algorithm 1. Finally, we compute the Gini index

efficiently using these stored statistics; see the supplementary material for the expression.
4.5 Interval Estimation via Post-processing

In this section, we describe a method to obtain an interval estimate for g(X) that
accounts for the noise introduced by ensuring DP. Let ¢ represent the analyst’s random
variable for the value of g(X). We assume the analyst has some prior distribution p(g)
for ¢(X), for example, ¢ ~ Uniform(0,1). Let p(g|g) be a density of the DP Gini index
given the confidential index; we discuss specification of p(g|g) shortly. We then compute
the posterior density, p(g | §) ocp(§lg)r(g), e.g., using Monte Carlo methods (see Section
5). We summarize the posterior distribution with, for example, 95% credible intervals for
8(X).

The specification of p(§|g) requires some care. In particular, p(g|g) directly comes from
(2.9) using the bound on the local sensitivity S f,’g(X) coupled with the noise distribution
in (2.10). However, S f,ﬁ(X) is a function of X; hence, if one adheres to differential privacy,
S p(X) should not be used directly when specifying p(g[g)-

We therefore define p(§|g) using a noisy version of S¢g(X) in (2.9). We base this noisy

(k)

version on the values of Ay’ (X) from Theorem 4.3.2. These values depend only on the
normalized range IQ(X), which in turn depends on the bounds (L, U), which are public,
and the value of ¥. We use a Laplace mechanism with a small privacy budget €; (we use
€1 = 0.01 in Section 5) and global sensitivity GSz = (U — L)/n to generate a DP version
% of . We then form a privatized version of the normalized range, IQ(X) = (U — L)/%,
which we use in the noisy version of Sfg(X). Computing IQ(X) requires allocating €1 of
the total privacy budget.

In addition to characterizing uncertainty about g(X), the posterior distribution restricts
the support of inferences to the feasible region of the Gini index, [0,1]. Thus, even if §(X)
is randomly drawn to lie outside [0,1], as is theoretically possible under DP mechanisms

with unbounded support, the Bayesian inference about g(X) supports only feasible values.
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5. Experiments

In this section, we illustrate and evaluate the algorithms for generating a DP version
of g(Z) using an open-source dataset comprising genuine incomes (Section 5.1) and hy-
pothetical data comprising representative sample sizes and values of Gini indexes (Section

5.2).
5.1 lllustrations Using Genuine Incomes

To illustrate two types of applications, we consider two sources of Z, one comprising
individual income values and the other household income values. Both income variables
are taken from the 2024 Current Population Survey public use files (U.S. Census Bureau
& U.S. Bureau of Labor Statistics, 2024). The individual incomes are calendar-year 2023
incomes for persons, named “PTOTAL” in the data file. Here, we restrict Z to individuals
aged 18 and older, resulting in n = 109,309 individuals. The resulting ¢(Z) = 0.551.
The household incomes are a reported 2023 calendar year income for all individuals in
the household, named “HHTOTVAL” in the file. We restrict the sample to interviewed
households and exclude group quarters. This yields n = 56,192 households. The resulting
¢(Z) = 0.482. We do not consider the survey weights when computing g(Z) for either
illustration; see Section 6 for further discussion of survey weights.

For both types of incomes, we set the lower bound L = 0. Since we do not know
an upper bound for these incomes, we use a differentially private algorithm to determine
a not-too-large U that is still very likely to exceed the largest observed income, x, =
2,108,379. To do so, we rely on the AboveThreshold algorithm in Durfee (2023), which
returns a differentially private estimate of the largest value in X. The first step of this
algorithm is to generate a differentially private version i of the sample size n. We do so
via the Laplace mechanism with privacy budget €, = 0.075. The second step is to specify
an initial guess at x,, say x*, that is plausible but not far from L (so as not to overshoot

with the initial guess). We count the number of observations in X that exceed that guess,
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FIGURE 1: Distribution of the DP Gini index §(Z) under various € using income data

from the Current Population Survey. Left side uses individual incomes and right side

uses household incomes. Box plots summarize 1,000,000 independent draws of ¢(Z).

Each € is the privacy budget allocated for §(Z) after generating a differentially private
upper bound U.

m = >, I(x; > x*). The third step is to add a modest amount of noise to m, which
is needed to ensure differential privacy. We do so via a Laplace mechanism with privacy
budget €3 = 0.075. The fourth step is to check whether or not the resulting noisy count
exceeds &,. If so, we stop the algorithm and use x* as the estimate of the noisy maximum.
If not, we increase x* by a fixed amount, e.g., increase in increments of $500. We then run
the second, third, and fourth steps of the algorithm for this new x*. We repeat these three
steps until x* > i for the first time. We use x* as the differentially private estimate %, of
Xp.

The AboveThreshold algorithm can produce an &, < x,. Setting U equal to such an %,
would require clipping any x; > &, at &, which would introduce bias in the differentially
private Gini index. To reduce the risk of using a U < Xx;,, we use a post-processing step
and set U = 2.5%,. This represents a conservative inflation, in that %, generated by
our implementation of the AboveThreshold algorithm using (€z,€3) is highly unlikely to
underestimate x, by 60%, per the results in Durfee (2023). Across all of our simulation
runs, 2.5%, always exceeds x; with a maximum of approximately 3,640,000. We run this
modified AboveThreshold algorithm to set U in each simulation run.

We implement the end-to-end DP Gini index algorithm using scenarios comprising five
total privacy budgets. Each total privacy budget allocates (€2 + €3) = 0.15 to generate the

DP upper bound U and € € {0.25,0.5,1,1.5,2} to compute §(X) after generating U. Thus,
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the total privacy budgets are {0.40,0.65.1.15,1.65,2.15}. For the DP noise distribution, we
use (2.10) with v = 2. For each €, we generate 1,000,000 §(Z), using the bounds from
Theorem 4.3.2 to facilitate computation. This produces a single value of §(X) practically
instantaneously in all scenarios. Using the bounds in Theorem 4.3.1 produces a single §(X)
in approximately 3 seconds for the household incomes (n =56,912) and 9 seconds for the
individual incomes (n =109,309). All computations are done in Python on a standard
laptop.

As evident in Figure 1, the DP Gini index is approximately unbiased, as the averages
of the draws of ¢(Z) are centered at g(Z). The unbiasedness results because the DP
mechanism does not clip the observed data (as long as U > x,) and uses mean-zero noise.
As € increases, the variances of §(Z) shrink. Even at e = 0.25, we are likely to generate a
§(Z) within just a few points of g(Z). The variability in §(Z) for the household incomes
is larger than for the individual incomes. This mainly reflects the smaller n when using
household incomes.

Finally, we use the household incomes from the CPS data to illustrate the posterior
inferences described in Section 4.5. As before, we first generate a DP upper bound U using
a privacy budget of €; + €3 = 0.15. After generating U, we run the DP Gini index algorithm
once using € = 1. The resulting §(X) = 0.472. We then generate the DP sample mean ¥
using a Laplace mechanism with global sensitivity (U —0)/n and €; = 0.01, which we use
to create the DP normalized range IQ(X). We make 95% credible intervals for g(X) under
three prior distributions p(g). First, we use a non-informative, uniform prior distribution
on (0,1). Second, we construct an informative p(g) based on the Gini index in the U.S. in
the two years preceding 2024 (0.485 in 2023 and 0.488 in 2022). For this we use p(g) =
N (0.4865, 0.012). Third, we flatten the normal prior to reflect greater prior uncertainty,
using p(g) = N (0.4865,0.12). For each prior distribution, we sample from p(g|¢) using
self-normalized importance resampling with weights proportional to p(g | g). The resulting
intervals are (0.426,0.518) for the uniform prior, (0.468,0.494) for the normal prior with

o = 0.01, and (0.440,0.507) for the normal prior with ¢ = 0.1. In this application, posterior
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Table 1: RMSEs of §(X) for the repeated sampling simulations based on Proposition 5.2.1.

g € | n=3,000 n=10,000 n=50,000 n=100,000
02 05 0.062 0.035 0.016 0.011
02 1.0 0.045 0.025 0.011 0.008
02 20 0.032 0.018 0.008 0.006
05 05 0.093 0.054 0.025 0.018
05 1.0 0.068 0.039 0.018 0.013
05 20 0.050 0.028 0.013 0.009
07 05 0.115 0.069 0.032 0.023
07 1.0 0.086 0.050 0.023 0.016
07 20 0.063 0.036 0.016 0.012

inferences about ¢g(X) arguably are not overly sensitive to these prior specifications.
5.2 Evaluations Using Repeated Sampling Simulations

In this section, we evaluate the performance of the DP Gini index algorithm on hypothet-
ical datasets with pre-specified values of g(X) € {0.2,0.5,0.7} and sample sizes n € {3,000,
10,000, 50,000, 100,000}, which are representative of most data sources used by the World
Bank in its publications of Gini index values. We consider privacy budgets € € {0.5,1,2}.

To use the bounds in Theorem 4.3.2, we only require the normalized range 1Q(X),
which takes values for L, U, and %; we do not need individual data points (x1,...,xy).
We therefore eschew simulating entire datasets and instead find values of IQ(X) that are
consistent with a particular ¢(X). In particular, Proposition 5.2.1 presents the minimum
IQ(X) that corresponds to any given g(X). We use these minima for the bounds on each

A®(X) in Theorem 4.3.2. The proof of Proposition 5.2.1 is in the supplementary material.

Proposition 5.2.1. Let X have n > 2 non-negative elements with mean ¥ = n=1 Y1 x; > 0.

Forany g€ 10,1),

inf{IQ(X) : g(X) =g} = 1

1-¢’

(5.1)

A
—_

S
kS

NI— o
A N
o 09
N

-

Table 1 summarizes the root mean squared errors (RMSEs) using 1,000,000 random

draws of §(X) in each simulation scenario when the IQ(X) is at its minimum value. As
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FIGURE 2: RMSEs using 1,000,000 draws of §(X) as the normalized range IQ(X) varies
from inf{IQ(X) : g(X) = 0.5} = 2 to 100. We fix ¢(X) = 0.5 and n = 100,000.

a general trend, the RMSEs decrease as both n and € increase. The RMSEs are typically
small when n > 50,000, even when € = 0.5. They can be large for the small sample size
of n =3,000, particularly when € = 0.5. The RMSEs tend to be largest when g(X) = 0.7.
This arises mainly because the minimum IQ(X) bound increases with g(X), which results
in greater noise variance. In particular, as g(X) — 1, we would expect X to include a
few very large values of x; (i.e., near U). Even small perturbations of these large values
can inflate the local sensitivity. These results suggest that the DP Gini index may require
relatively large € or n to give useful output for data with g(X) near one.

We also examine the performance of the DP algorithm as the normalized range grad-
ually increases, holding g(X) constant at 0.5. We explain our method for doing so in the
supplementary material. As shown in Figure 2, the RMSE of §(X) increases as the IQ(X)
increases, illustrating the downside of using a large normalized range in the privacy mech-
anism particularly when € is small. Evidently, setting U and L to make IQ(X) as small
as possible—which can be done in practice by allocating some privacy budget to estimate
a noisy bound on x,—can help reduce the RMSE. When the normalized range of X is
expected to be large, it may be beneficial to increase the privacy budget, essentially trading

privacy protection for analytic utility.
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6. Conclusion

Overall, the differentially private Gini index algorithm offers reliable estimates across a
range of representative sample size and values of the Gini index, especially when the DP
mechanism is based on a normalized range that is not overly large. When the IQ(X) is
large, we may need a large privacy budget or bigger sample size to release reliable results.
With small sample sizes, extreme observations can result in large local sensitivity, poten-
tially pushing it close to worst-case levels. In such settings, we suspect that no unbiased
differentially private mechanism can deliver simultaneously strong privacy and high utility.

One motivation for using smooth sensitivity is to avoid clipping some x; at a value below
Xy, as clipping induces bias. However, for X with high IQ(X), a practical trade-off between
privacy and utility may be necessary. One strategy is to allocate part of the privacy budget
to estimate some upper quantile g of the values in X, say the 99th percentile, release its
differentially private estimate §, and compute the Gini index using values of X clipped at
quantile g (i.e., set all x; > § to §) using the DP Gini index algorithm. This procedure could
substantially reduce the DP noise in the released Gini index in cases with large IQ(X).

Analysts may be able to use a post-processing method to adjust for the effects of clip-
ping. The general idea is for analysts to presume some model for the tail values beyond §,
for example, a Pareto distribution or a shape-constrained Lorenz continuation, anchored at
(q,9) and constrained to reproduce the released Gini statistic. The collection of tails that
satisfy these constraints determines an identified interval for the Gini index of the data
without clipping. Similar approaches have been suggested to adjust (non-DP) disclosure-
protected Gini index values for the effects of top-coding (Burkhauser et al., 2008; Larrimore
et al., 2008). We leave the investigation of this suggestion to future work.

Our algorithms do not incorporate survey (or other) weights. The literature on differen-
tial privacy does not yet provide effective methods for handling survey weights, particularly

when they are adjusted for nonresponse or calibration. This is because the sensitivity can be
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greatly increased by using survey-weighted analyses (Drechsler, 2023; Reiter, 2019). It may
be possible to modify our algorithms to include other kinds of observation-level weights,
particularly those that are fixed features of each record in the population. In fact, down-
weighting extreme values could reduce the local sensitivity of the Gini index. Developing
methods for computing a differentially private, weighted Gini index is a direction for future
research.

Related, the posterior inferences from Section 4.5 only provide intervals for g(X) from
the sampled X at hand, accounting for the noise from the DP mechanism. If the analyst
instead wishes to account for the variance in g(X) due to the random sampling of X from
a finite population, the analyst would need a differentially private estimate of the sampling
variance of g(X). Additionally, the analyst should incorporate the uncertainty that results
from making differentially private versions of IQ(X) and U (if relevant). Incorporating all
these sources of error is a worthy topic for future research.

An alternative strategy is to use a differentially private algorithm to create synthetic
incomes, which are then used to compute the Gini index. To illustrate this idea, one algo-
rithm to generate DP synthetic data is to partition the incomes into disjoint, ordered bins
ranging from L to U, count the number of cases in X in each bin, and use a DP mechanism
to add noise to each of these counts. The noisy counts are rounded to non-negative integers,
which are then used to approximate a cumulative distribution function (CDF) to use for
simulating the synthetic data. We implement this approach in the supplementary material.
One drawback of this and other noisy CDF algorithms is the potential for high uncertainty
in estimating the tails of the distribution. The differentially private CDF could generate
multiple synthetic values near L or U even though no values in X exist near the bounds,
or it could miss such points when they do exist. This uncertainty translates to increased
variability and even bias in the resulting differentially private Gini index. Additionally, the
behavior of the synthesizer in the tails can be sensitive to choices of hyper-parameters, for
example, the number of bins selected. Nonetheless, it would be informative in future re-

search to compare the accuracy of the DP Gini index based on smooth sensitivity to various
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differentially private synthetic data generators that offer similar privacy guarantees.
Finally, our application of smooth sensitivity is targeted specifically at the Gini index. In
particular, we develop and rely on bounds on the change in the Gini index that result from
altering any one income in the data. We expect that the overarching strategy of smooth
sensitivity would be effective for ensuring DP with other inequality statistics. However,

those algorithms would require derivations of new smooth upper bounds.
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Appendix A.
A.1 Introduction

This appendix includes supplementary material for the main text. Table A.1 includes a
list of all notation. Section A.2 illustrates the computations for Algorithm 1 and Algorithm
2 from the main text using a toy example with X = (x1,x2,x3,x4) = (3,6,7,7.5), where
L =0 and U = 10. Section A.3 includes proofs and derivations relevant for Section 4.1 in
the main text. Section A.4 includes proofs and derivations relevant for Section 4.2 in the
main text. Section A.5 includes proofs and derivations relevant for Section 4.3 of the main
text. Section A.6 includes expressions relevant for Section 4.4 in the main text. Section
A.7 includes proofs and derivations relevant for Section 5 in the main text. Section A.8
includes a simulation comparing the DP Gini index with an approach that first generates

a DP synthetic dataset comprising income values, from which the Gini index is computed.
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Table A.1: Notation

Symbol Meaning
Z; income for individual i
Z=1(z1,...,2n) incomes for n individuals
X ith largest value in Z
X =(x1,...,%) ordered version of Z
LU lower and upper bounds on values z; € Z
w (n+1)/(n—1)
g(X) Gini index for the dataset X (we sometimes write go)
LS¢(D) local sensitivity for function f and database D
AW (X) maximum of local sensitivity over all X', where d(X, X') = k
X m dataset X with the mth entry removed
a the amount of increment/decrement in x,, when changing it
X!, X_m U (xm + a) when increasing x,,,
X_m U (X, — a) when decreasing x,,
m’ new rank of x,,, + a or x,, —ain X,
Ag(m,m’,a) 8(Xp) —8(X)

X(kt) = (X1, -+ s Xtn)
Xt

gt

Sm

mj

qm

mp

1Q(X)

dataset constructed by replacing k elements in X with k other
values in [L, U]

average of X

Gini index of X

rank m’ that provides the maximum Ag(m, m’, a) when increas-
ing the element x,,, with rank m in X

rank m that provides the maximum Ag(m, m’,a) when increas-
ing the element x,, to have rank m’ = n

rank m’ that provides the maximum Ag(m, m’,a) when decreas-
ing the element x,,, with rank m in X

rank m that provides the maximum Ag(m, m’, a) when decreas-
ing the element x,, to have rank m’ = 1

normalized range (U —L)/x
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A.2 lllustrative Example of Algorithms

To illustrate how the Algorithm 1 and Algorithm 2 from the main text greatly reduce
computations, we walk through how they find the maximum and minimum values of the
Gini index in the example with n = 4 values presented in the main text.

We first use Algorithm 1 to find the minimum value of g(X’) when X’ changes one
value in X, ie, k =1 Fori=1,...,n, let X_; = X—x; and X/(x) = X_; U x where
L < x < U. In Section 4 of the main text, we prove that this minimum value for k = 1
is achieved when X_; includes only consecutive values, i.e., (xq,...,%,_1) or (x2,...,Xy).
Further, we show that, when k = 1, the Gini index is minimized when setting x equal to
one of the points in X_;. Thus, we can find the minimum Gini index with an efficient
search. For our example with n = 4, the algorithm examines all values of x € X_; for
X1(7) = (x,6,7,7.5) and X} (x) = (3,6,7,x). After the search, we find that X} (7) results
in the smallest g(X}(7)) ~ 0.054. The smallest values associated with the other three X_;
include g(X}(6)) ~ 0.182, g(X5,(7)) ~ 0.184, and g(X}(6)) = 0.200, all of which are larger
than g(X1(7)).

Algorithm 1 next finds the minimum Gini index value when replacing k = 2 elements
in X. Let X_jj = X — {x;,x;} and le]-(x,y) = X_jju{x,y} where L < x,y < U. As
shown in Section 4 of the main text, to minimize the Gini index we should replace k
consecutive elements with (x,y) equal to the largest value in X_j;. Intuitively, in the
expression for the Gini index, setting (x,y) to the largest value in X_jj makes the pairwise
differences in the numerator as small as possible while making the sample mean in the
denominator as large as possible (for that X_;). Algorithm 1 searches over all possible
{X_ij(x,y) :i <mn,j=1i+1} for the set that yields the smallest value of g(X’_i]-(x,y)). In
our example with n = 4 observations, for k = 2, the minimum Gini index value is attained
for X' 1,(7.5,7.5) = (7,7.5,7.5,7.5), which yields g(X7,(7.5,7.5)) ~ 0.017. The smallest
values of the Gini index for other sequences of consecutive i, include g(X%4(7.5,7.5)) ~

0.176 and g(X},(6,6)) ~ 0.143.
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Algorithm 2 next finds the maximum value of the Gini index for each k. For any k, the
search for the maximum values is accomplished by replacing k consecutive x; with values
at one or the other extreme, i.e., with L or U. In our example with [L, U] = [0,10], when
k = 1 we search for the maximum value of the Gini index over X’ ;(0) and X’ ;(10) for
i=1,...,4. The search results in selecting X’ 5(0) = (3,6,0,7.5), with g(X’ 5(0)) ~ 0.515.
For k = 2, the search for the maximum Gini index selects X’ ,5(0,0) = (3,0,0,7.5), with
g(X’ 5(0,0)) ~ 0.809. For k = 3, the maximum value of the Gini index is attained by

setting any three values to zero, which attains the maximum Gini index of 1.

A.3 Proofs from Section 4.1 in Main Text
A.3.1 Derivation of expression for Ag(m, m’,a)

Recall that ¢(X) = > ,(2i—n—1)x;/ (n—1)nx). Let w = (n+1)/(n—1). In

Section 4.1, we show in (13) that by changing some x,, to x, + a where a > 0, we have

1
A 7 // =
g(m,n',a) nx+a

a(le_w_g())-i-nElZ(xm—xi) S @)

n

When adding a to xy,, the denominator (n —1)nx in ¢(X) changes to (n —1)(nx +a). The
numerator > ;(2i —n —1)x; in ¢(X) changes to
Z(Zi—n—l)xﬁ—(2m’—n—1)(xm+u)—|— Z 2(i—-1)—n—-1)x;+ Z (2i —n—1)x;.

i<m m<i<m’ i>m’

(A.2)
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Thus, we have

9(X,) = — L (Z(Zi—n—l)xi+(Zm’—n—l)(xm—i—a)

(nx+a)(n—1) =

+ Z 2(i—1)—n-1) xl+2 (2i—n—1)x )

m<i<m’ i>m’

n
:(mf+a —) <221—n—1 —@2m—n—-1)x,

+@2m' —n—1)(xy +a) — Z 2xl>
m<i<m’

n(n—1)go+ 2m' —n—1)(xp +a) — 2m —n—1)xu — 3, icpw 2%
(nx+a)(n—1)

nx(n—1)go+ 2m' —n—1)a+2(m' —m)x, — 3, i< 2%
(nx+a)(n—1)

—(n—1)goa+ 2m' —n—1)a+23 icp(Xm — Xi)
(n¥+a)(n—1)

1 om' n4+1 2
_ _ _ =N =) | - A3
g0+m?+a<a<n—1 n—1 g0>+n—1i:m(xm x,)) (A.3)

A.3.2When m’ = s, the maximum of Ag occurs when m =1

In Section 4.1.1 of the main text, we claim that Ag(m,s,,a = x;, — X»,) reaches a
maximum when m = 1. In this section, we provide additional details on this claim. As a

reminder, we define

) , 2m'’ _ 2 &
Sm :mm{m <n:( —w— go)nx + (xi — xm) 20}. (A4)
n—1 n—1 =
Increasing m by one, we also define
2m’ 2 i
s / . = -
Smil = mm{m <n: (n — —w— go)nx + i1 ;H(xl Xmi1) = 0}. (A.5)
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When m’ = s,,,, we have

1 25 2 &
I __ _ m _ A
Ag(m,m' = sy,a) = Fra a(n —1 80 w) + —] Z‘:m(xm X;) (A.6)
with a = x5, — xp
From the definition of s;;, we define
Cm = 25m —w— nf+ii(x~—x)>0 (A7)
m=\,_7 Lo n_li:m i m) = U, .

where ¢, is non-negative per the definition of s,,. Using ¢, Ag(, 5y, a) can be written
as

25,

e~ w - go) ——" (A8)

nx+a

Ag(m,sm,a) = (

o

~~ -

A

We now argue that s, 11 > sy,. For any m’ > m+1, let

F(m m,)_(Zm’ —w — go)nx + 2 3 (x; — xm) (A9)
7 - 7’1—1 gO n_ll:m 1 m)rs .
2 2
Fm+1,m') = (n—l —w — go)nx + m— Z (X; — Xppy1)- (A.10)
i=m+1
Notice that Z;’imﬂ(xi — Xpy1) — Z;"zlm(xi —Xp) = —(m' —m)(xpy+1 — xp) < 0. Thus,

F(m+1,m") < F(m,m’). This inequality implies that if F(m 4+ 1,m’) > 0, we must have
F(m,m’") = 0. Since s,,11 is the smallest m’ for which F(m +1,m") > 0, we have Sy41 = Sp.

Since ¢y, is small relative to (n¥ 4 a), Ag(m, sy, a) mainly depends on the term labeled
A in (A.8). Since s;41 = Sy, we have s, = s1 and hence, by comparing the terms labeled
A form and m = 1, Ag(m, sy, a = x5, — Xp) = Ag(1,51,4 = x5, —x1). When m = 1,
Ag(1,s1,a = x5, — x1) is negative. The definition of s, also ensures Ag(m, s, a) to be
negative. We conclude that when m’ = s, the maximum of |Ag(m, sy, a)| occurs when

m=1.
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A.3.3 Proofs for Section 4.1.2

In Section 4.1.2 of the main text, we claim that when we decrease x;; by some amount a,
the largest value of |Ag(m, m’,a)| occurs when either (m, m’) = (n,1) or (m,m’') = (mp,1).
In this section, we provide support for this claim.

Suppose the observation x, € X is decreased by a positive amount a > 0. After the
perturbation, the rank of x,, —a among the values in X/, decreases to m’ where 1 < m’ < m.
Denote the new dataset as X/,. Using algebraic manipulations akin to those used to compute

(A.1), we can show that
1

(X)) = =) (n=1) (i;;/(Zi—n —Dxi+ 2m' —n—1)(xy —a)
- 2 2(i4+1)—n—1) x1+2 (2i —n—1)x;) (A.11)

nx(n—1)go0— 2m—n—1)xy + 2m' —n—1) (X — a) + X, <iem 2Xi

- (nx—a)(n—1) : (A-12)
B a(n—1)go+ D cicm2Xi — (2m —n —1)xy + (2m' —n —1)(xp — a)
=&t % —a)(n—1)
(A13)
B a((n—1)go—2m' +n+1)+237" (x;— Xm)
= 30 + (n)? — a)(n — 1) . (A.14)
Thus, dividing through by (7 —1), we have
-1 2 - i m
Ag(m,m’,a) — (gO +w)n—;;z:1 m (.’Xf X ) (A].S)

Within any open interval (m’, m|, Ag(m,m’,a) is continuous in a and differentiable. Con-

sidering m and m’ as constants, we have

og(m,m',a) _ (80— 227 +w)(nT —a) + a(go — 2 +w) + 727 3L (xi — xm)
oa (nx — a)z (A.16)
- (nxl—a)z ((go S “") ey D Xm>> ~ (A.17)

We now provide a lemma that is the analogue of Lemma 4.1 from the main text. Here,

we call it Lemma A.3.1.
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Lemma A.3.1. Fixm € {1,...,n}and let m’ be any integer such that 1 < m’ < m. The following
two facts hold.
1. When go — 2% +w < 0, Ag(m, m’, a) attains a unique minimum at the integer

, 2m’ _ 2 &

m/:qm:max{lém ém:(go—n

When go — nzfml +w > 0, Ag attains its minimum at m' = 1.

2. Ag(m,m’,a) attains its maximum at m" = m.

Proof. When m' = m, ag("gf/’”) = —1 (30— 2% + w)nx]. When gy — 2% +w > 0,

— (nx—a)? n—1

increasing m’ eventually switches the sign of %’:ﬂﬂ) from negative to positive. Other-

!
wise, when gy — 2% + w < 0, the sign of 28mma) remains positive for all ' < m. When
8 n—1 g oa p

og(m,m' )

m' =1, we have 522 — (m;_a)z [(go + 1)nx 4+ 25 S5 (s — x1)]. O

For a fixed m, the largest change of the Gini index occurs at m’ =1 or at m’ = g,,,. We
first consider m’ = 1. From the sign of the partial derivative in (A.17), we can show that the
largest change happens when mp = max{m > 1: (g0 + 1)nx + -%; ST — xm) = 0}

We next consider m’ = g;,. Using the definition of g, define

2 m

2m’
= — X PR < , .
Ay <g0 n1+w> nx—i—nli%/(xl Xm) <0 (A.19)
We can rewrite Ag(m, gy, a):
_ 2qm A
Ag(m, gy, a) = <g0 —1 —|—w) +nf—a' (A.20)
A

Since dy, is negative and relatively small, the value of Ag(m,q,,a) mainly depends on

the term labeled A in (A.20). We now argue that gu,4+1 = qm. We define F(m,m') =
(go - 3—@1 + w) nx+ 2: 3" (x; — xp). Notice that F(m +1,m’) — F(m,m') = 25 (m —
m' +1)(xy — Xpq1) < 0. Therefore, guq1 = gm. We also have Ag(n,gq,a = x, — x,,) <
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Ag(m, qu,a = xpm — xy,,) for any m < n. Since Ag(m, gy, a) < 0 under the definition for g,,,

we conclude our claim.

A.4 Proofs for Section 4.2

In this section we prove Theorem 4.1 and Theorem 4.2 from the main text. To do so, we
first prove a lemma that characterizes the effects of inserting an element on the Gini index.
Let X4y = (%1,.++, Xp—1,%, X, . .., X5 ) be the ordered dataset after inserting x € [xy,_1, Xm)

at position m.

Lemmad4.2. Fixme {1,...,n+1}. Let Ag(X4x) = ¢(X4x) — Qo. There exists a unique integer

ma € [1,n 4+ 1] such that

0Ag(Xx)
ox

0Ag(Xx)

<0 whenm < mp, p
X

>0 whenm > my. (A.21)

Proof. Recognizing that —(n +1) —1 = —n — 2, we can write ¢(X ) as

S(X4x) = n(mfl—Hc) <1<,~§ﬂl(2i —n—=2)x;+ (2m—n—2)x

+ ) (2i+1) —n—2)xi>

m<i<n

nx+x

n
<Z (2i—n—1)x;+ (2m —n—2)x

T )

1<ism—1 m<i<n

)+ (2m—n—2)x

Z x; + Z xl> (A.22)

1<i<m-—1 m<i<n

Hence, subtracting go from (A.22), we have

Ag(Xiy) = )<—g0n(f+x)+(2m—n—2)x— Z xi + 2 xi>. (A.23)

nnx +x
(nx + 1<i<m—1 m<i<n
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Viewed as a function of x, the rank m of the added element is a step function that increases

each time x exceeds some x; € X. Consider the rank m of x as fixed, and consider values

of x such that (x,,—1 < x < x,,). We take the derivative of Ag(X. ) with respect to x.
OAg(Xix) 1 2m -2 X X
0x - (nx+x)? ( e Z + Z n (A24)
1<is<m—1

)
With m held constant, the sign of dAg(X)/0x is the same for all x: it is either negative
or positive. The expression labeled (I) in (A.24) controls the sign of the derivative. This (I)
term increases monotonically in m.

When x has rank m = n + 1 in X, ,, we have

0Ag(Xx)
= nx + (A.25)
ox (nx +x . <12< .
When x has rank m = 1in X ,, we have
OAg(Xix) 1 = X
= = A2
ox (nx + x ; n (A.26)
OAZ(Xyx)

OAg(Xix)
—ox <0 fOI'

Thus, there exists a point x,;, such that =5 > 0 for all x > x,,,, and
all x < x,,.

We next show that Ag(X,,) does not have discontinuities at the points defined by
x; € X. Let r be an integer satisfying1 <r <n. Asx — x,, wehavem = r;as x — x;F,

we have m = r + 1. We write X - as the version of X, including x = x,” and X, as the

version of X, including x = x;". Thus, for any r we have

Ag(xxr) —Ag(Xx;> — fim — [M—Zﬂ = 0.

=X NX +Xp | N n

Thus, the differences in Ag(X. ) at the endpoints of any two adjacent intervals are

negligible. This completes the proof of Lemma 4.2. O
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Note that though we write the proof for Lemma 4.2 using X which comprises # records,
the lemma holds for any dataset Q comprising k > 1 records. We use this fact to help prove
Theorem 4.1 and Theorem 4.2 from the main text. As a reminder, we can write the Gini

index for any dataset Q comprising k elements (y1,...,Yx) as

S S i il
B 2n2y '

g(Q) (A.27)

Theorem 4.1. Given a set X = (x1,...,X,) of n real numbers in ascending order, where each
x; € [L,U], and an integer 1 < k < n, the k-maximal Gini subset can be achieved by removing

n — k consecutive elements in X.

Proof. First, consider k = 2. Clearly, the 2-maximal subset Q includes x; and x,, the
smallest and largest elements of X. We obtain this set by removing the n — 2 consecutive
values from X excluding x; and x;,.

Next consider k = 3. The 3-maximal subset Q includes x; and x,,, since |x; — x| is
the largest possible contribution we can add to the numerator of (A.27). When adding a
third element, we want to make the numerator as large as possible to make ¢(Q) as large
as possible. This is done by including either x; or x,_;. Thus, we obtain Q by removing
n — 3 consecutive “interior” elements from X.

To prove the case for k > 3, we use a proof by contradiction. Let the subset Q =
(y1,---,yx) of X have the largest Gini index among all subsets of X of size k. Assume that
Q contains one element y,,, where m is the rank among the k elements in Q, that is not
among the k + 1 largest or k 4 1 smallest values in X, in which case the lemma is false.
We will show that we can replace y,, with some x; € X to increase the Gini index. This
contradicts the assumption that Q is a k-maximal Gini subset; hence, we have a proof by
contradiction. All the elements of Q must be among the k largest or k smallest values in
X.

Under our posited assumption about the composition of Q, we can writeitas (y1,...,yx) =

(X1, -, X1, Ym, Xu, - .., X ). Here, x; and x,, are the lower and upper endpoints of each run

43



of consecutive elements. We use [ and u to refer to their indices.

We now consider Q_,; = Q — y». Lemma 4.2 ensures that, if we set add a point x with
rank m to Q_,,, there is some m 4 such that g(Q ) decreases when m, > m and g(Q++)
increases when m 4 < m.

First, consider the case when m, > m. Then, adding any element x to Q_,, selected
from {x;,1,...,x,_1} decreases g(Q+x). We therefore want to add x that results in the
smallest decrement of ¢g(Q4). Because of the monotonic decrease in (A.24) with x, we
select x,,_1. Second, consider the case when m4 < m. Then, adding any element x to Q_,
selected from {x;1,...,x,_1} increases ¢(Q+x). We therefore want to add x that results in
the largest increment of ¢(Q ). Because of the monotonic increase in (A.24) with x, we
therefore should select x;, 1. When m = m 4, we can select one of x; 1 or x,,_1 in lieu of x,
and find a larger Gini index.

In any of these cases, we can find a Q. comprising k elements such that g(Q4,) >
2(Q). Thus, we have a contradiction: a Q that includes some y,, not among the k smallest
or k largest values in X cannot be the k-maximal subset.

For showing the contradiction, we need not consider any other Q’ including more than
one element y,, that is not among the k smallest or k largest elements. This is because, for
any such Q’, we have g(Q) > g(Q’), since Lemma 4.2 indicates that we can increase the
Gini index by iteratively replacing elements in the “interior” with elements among the

k —1 smallest or largest elements in X. O

Using Theorem 4.1, we can search over all possible n — k sequences of consecutive ele-

ments in X to find the k-maximal Gini subset. We now prove Theorem 4.2.

Theorem 4.2. Given a set X = (x1,...,X,) of n real numbers in ascending order, where each
x; € [L, U], and an integer 1 < k < n, the k-minimal Gini subset can be achieved by removing a

total of n — k consecutive elements from X so that Q comprises k consecutive elements.

Proof. First consider k = 2. Clearly, the 2-minimal subset Q must include two consecutive

elements in X, e.g., Q = {x;,x;11}. For any other Q’ that does not have two consecutive

44



elements of X, e.g., Q" = {x;_1, x;}, we can decrease the Gini index by replacing one of the
elements, e.g., replace x;_; with x;.

Now consider k > 3 elements from X, i.e., we remove n — k elements from X. We use
a proof by contradiction. Assume that a subset Q = (y1,...,yx) of X has the smallest
Gini index among all subsets of X of size k. Assume that Q contains one element x,,
where m is the rank among the n elements in X, that is not consecutive with any of the
other k — 1 elements in Q. We will show that we can replace x;,, with some x; € X that is
consecutive with the remaining elements in Q to decrease the Gini index. This contradicts
the assumption that Q is a k-minimal Gini subset; hence, we have a proof by contradiction.
All the elements of Q must be consecutively ordered in X.

Under our posited assumption about the composition of Q, we consider two possibil-
ities for Q, namely (y1,...,Yx) = (Xm, X1, ..., Xy) O (Y1,-- ., Yx) = (X1, ..., Xy, Xp ). Here, x;
and x, are the lower and upper endpoints of the set of consecutive elements in Q. We use
I and u to refer to their indices. For notational convenience, when m < (I — 1), we refer to
(Xm, x1,...,xy) as Q;. When m > (u+ 1) we refer to (xy,...,x,, Xn) as Q. Let Q_,, be the
k — 1 element vector obtained by removing x,, from either Q; or Q.

First, consider adding some x; € X such thati < [ to Q_,,, resulting in Q’. To compute
the possible changes in the Gini index Ag(Q’), we can apply the expression in (A.23) with
m = 1. It is clear that Ag(Q’) decreases the most when we make x in that expression as
large as possible while maintaining m = 1; that is, we add x;_;. Thus, when adding one
element to Q_,,, the set of k consecutive integers (x;_1, . .., x,) has the smallest Gini index.
However, this contradicts our assumption that Q; has the smallest Gini index. Therefore,
the assumption is untrue.

Likewise, we can adding some x; € X such thati > u to Q_,, which we again call
Q’. To compute the possible changes in the Gini index Ag(Q’), we can apply the expres-
sion in (A.23) with m = n + 1. We see that Ag(Q’) increases the least when we make
x in that expression as small as possible while maintaining m = n + 1; that is, we add

Xy+1. Thus, when adding one largest element to Q_,,, the set of k consecutive integers
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(x1,..., %y, x,+1) has the smallest Gini index. However, this contradicts our assumption
that Q, has the smallest Gini index. Therefore, the assumption is untrue.

For showing the contradiction, we need not consider any other Q that includes more
than one element y,, that is not consecutive with the remaining elements. This is be-
cause for any such Q, we can decrease the Gini index by iteratively replacing the non-
consecutive elements with elements that are consecutive to smallest or largest elements in

X. O

Using Theorem 4.2, we can search over all possible k sequences of consecutive elements

in X to find the k-minimal Gini subset.

A.5 Proofs for Section 4.3

Before proving Theorem 4.4, we restate Theorem 4.3.

Theorem 4.3. Fora given k € {1,...,n}, let Cy be the value of the bound in (A.29) and Cy be the
value of the bound in (A.30). Then, an upper bound for A% (X) is

Agk)(X) _ Jmax(Cy, Cy) if n¥y - (U~-L) > 0and max(Cy,Cy) <1 (A28)
1 otherwise.
The two bounds used in Theorem 4.3 include
U—-L)(1—mi 2(n X —nL
C; = max ( . )_( mlng(k))/ ( rfla)f (k) ) (A.29)
nmin ¥ + (U—~L) " nminX(n—1)
(U~ L)(maxgg) +1) 2n(U — min Xy )
G = max ( min g — (U-L)  (nminggy — (U -L))n-1) ) >

We now proceed with the proof for Theorem 4.4. We first restate the theorem.

Theorem 4.4. Define the normalized range as IQ(X) = (U —L)/%. Fork =1,...,n, an upper

bound on A (X) and hence A (X) is

) . 1 Uu-—L 1 k

; < and n —y)—1>2
1 Vet ST e ) (A31)
1 otherwise.
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Proof. To begin, we note that for any k = 1,...,n, we have

min ¥, = ZZ 1 Zl + kL t—k(U-L)/n (A.32)

" kU
max f(k) = Zz_k—H;Z + <X+ k(u — L)/n. (A33)

Let X (i) be any ordered dataset of n elements that satisfies d(X, X(x)) = k. We have
IQ(X(kp)) = (U — L)/ %) Because the data values are bounded by [L, U], we have U >

X(kt) = L. Thus, we must have (U — L) /%4y < (U~ L)/L as well as
L

— L 1
LI_ - = — (A.34)
X (kt) —kU-L)/n -
Using similar logic, we can show that
U-L - ! - (A.35)
Putting these together, we have
1 u-L 1
— < IQ(X(x)) < min ( L1 k) . (A.36)
I0(X) T n IQX) n

Let C; and C; be the values in (A.29) and (A.30), respectively, computed with X ).

Since 0 < maxg() < 1and L < min¥(;) < max ¥ < U, we have

¢ o< max|— 4=t 2U-D)) 2U-L) (A.37)
nmin ¥y + (U~ L)" nmin¥ nmin Xy
2(U-L) 2(U—-1L)
G2 < max (n min %) — (U — L) nmin X — (U~ L) (A-38)
< 2(U-L) (A.39)

Substituting the result from (A.36) into the inequalities in (A.37) and (A.39), we can de-
duce that when 1/(1/1Q(X) —k/n) < (U —L)/L, we have

(A.40)




Thus, (A.31) holds. O
Theorem 4.5 is used to describe the sample complexity of the bounds in Theorem 4.2

in the main text.

Theorem 4.5. Let € > 0 and 17 € (0,1). Define A% (X) as in (A.31) and fix v > 1 in (10) in the

main text. Let B = €/y. If

2 210(X)y, , 1
n > max (ZIQ(X)(Q +1), fln(a)) (A.41)
then
max P AR (X) < e (A.42)

Proof. First, suppose k < % Since n > ZIQ(X)(% +1), we have

21Q
(k) (k) = 2 2
exp(—pk)AY (X) < max AY(X) = max i z S o < €7,
k=1,...n k=1,...mn ”(IQ(X) —w) =1 2o 1
(A.43)

n €n

Now suppose k > ﬁ(x) Then, exp(—pk) < eXP(_zzéﬁ) = exp(—m). Since

n= Mln(#) and A (X) <1 for all X and k, we have

€

<er. (A.44)

A.6 Expression for Gini Index from Section 4.4

In our algorithms, we compute the Gini index after perturbing k elements. To compute
the maximum Gini index, after we remove n — k consecutive elements with the first element
starting at rank s, with j elements set equal to L and k — j elements set equal to U, the
Gini index of the new dataset X equals

§(Xkn) = (A.45)

Lj(G =n) + Cs +2jPs + (Cn = Corxr) = 2(k — j)(Pn — Posp) + Uk —j)(n —k +)
Ps+Pn_Ps+k+jL+(k—j)u .

(A.46)
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To compute the minimum Gini index, after we remove i elements from the lower tail and
k — i elements from the upper tail, with the remaining middle block running from rank
L=1i+1to R=mn—k+1i, and then set all k removed elements equal to the value x; for

some j with L <j < R, the Gini index of the new dataset X equals

§( X)) = PR—PllJrkx] (2 [(Rji_1 —R;) —i(Pj-y — P))] = (n +1)(P;_1 — )

+kxj(2(j—i—1)+k—n) +2[(Rr = Rj_1) = (j = 1)(Pr — Pj_1)]
+(2(J'—i—1+k)—n—l)(PR—PH)). (A.47)
These facts allow us to compute the Gini index with O(1) time costs.

A.7 Proofs for Section 5

We use Proposition 5.1 in the main text to design several simulation studies. This
proposition allows us to examine the effects of increasing the IQ(X) on the differentially
private Gini index, and thereby the effects of increasing U — L, given a fixed value of the

Gini index. We now provide a proof of that proposition.

Proposition 5.1. Let X have n > 2 non-negative elements with mean ¥ = n~! >, x; > 0. For

any g € [0,1),

4q, 0<g< %,
inf{IQ(X): g(X)=¢} =+{ 1 (A.48)
T—g 2 <g<L

Proof. To begin, we note that IQ(X) = (U — L)/x and g(X) are both scale invariant. That
is, suppose we create Y = (y1,...,yn) = (cx1,...,cx,) for some constant ¢ > 0, and we let
(Ly, Uy) = (cL,cU). Then, IQ(Y) = IQ(X) and g(Y) = g(X). Hence, for this proposition,
we presume the data have ¥ = 1. With ¥ = 1, ¢(X) = >}, ; |xi — xj| /n?.

First, consider an X in which some fraction a of its elements equal L and the remaining
fraction (1 — a) of its elements equal U. We can obtain any g(X) by specifying (L, U)

accordingly. In particular, we have

2(X) = a(l—a)(U—-L). (A.49)
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For fixed ¢(X) = g, we can minimize IQ(X) = (U — L) by maximizing «(1 — «). Since
a(1 —a) < 1/4, we have IQ(X) > 4g. However, this solution only applies when 0 < g <
1/2. When g > 1/2, setting « = 1/2 would force L = 1 —2¢ < 0, which is infeasible
since by assumption the elements of X are non-negative. Setting L = 0, the constraint on
% implies that U = 1/(1 — «). Hence, in these cases, IQ(X) = U = 1/(1 — a). Using
(A.49), we find IQ(X) =1/(1—g).

Second, we show that considering X with only two points is sufficient for proving this
theorem. Suppose we have a dataset Y with more than two unique values such that 7 =1
and ¢(Y) = g. When g < 1/2, we can construct an X with only two unique values also
with ¥ = 1and g(X) = gby settinga =1/2, L =1 —2g,and U = 1+ 2g. We can see this
by noting that ¥ = (1 —29)/2+ (1+29)/2=1and g(X) = (1/4)(1+2¢—-(1—-2g) = g.
When ¢ > 1/2, wecanset L = 0, « = g, and U = 1/(1 — g) to construct X, since

x=(1-¢)(1/(1-g))=1land g(X) =g(1-¢)(1/(1-g)) =¢ O

After the discussion of the simulation results that use Proposition 5.1, in Section 5.2 of
the main text we discuss a set of simulations in which we gradually increase IQ(X) while
fixing g(X) = 0.5. We now describe how we generated the datasets for those simulations.
Specifically, each X has three unique values so that every x; € {0,1,U}. Suppose 1y indi-
viduals have x; = 0, nq individuals have x; = 1, and ny individuals have x; = U. Recall
that the general formula for the Gini index is g(X) = (X, [xi — x;[)/(n(n —1)x). When

X has the three unique values, the numerator »};_:[x; — x;| can be written as

i<j

Z |x1- — x]\ = nonq + nonyU + nlﬂu(u — 1) (A.50)

i<j
Thus, for large n and when ¥ = 1, we have
¢(X) =~ (ng/n)(m/n)+ (no/n)(ny/n)U+ (n1/n)(ny/n)(U—-1)  (A51)
= pop1+ popul + pipu(U —1). (A.52)

Since ¥ = 1, we know that p; + Upy = 1. Of course, we also have pg = 1 — p1 — pu.
Finally, since g(X) = 0.5, we have pop1 + Upopu + (U —1)p1pu = 0.5. Solving these
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three equations, we derive a distribution for sampling values of x, where i = 1,...,n,
namely
0, with probability po = (U —1)pu,
x; = {1, with probability p1 =1—Upy, (A.53)

1—4/1—
U, with probability py = # for U = 2.

We generate n values from this distribution.
A.8 Comparison with DP Synthetic Data

As mentioned in Section 6 of the main text, another strategy for producing a DP
Gini index is via DP synthetic data. In this section, we illustrate an instantiation of this
strategy. Of course, there are many different methods for generating a differentially private,
univariate distribution function. We do not claim that the strategy examined here is optimal
for purposes of producing a DP Gini index, but it does reveal some of the challenges that
can arise with this strategy.

We make DP synthetic data using a histogram-based synthesizer. Specifically, given a
dataset Z, we partition the data values into disjoint, ordered bins ranging from L to U, count
the number of cases in Z in each bin, and use a Laplace mechanism (with global sensitivity
equal to one in each bin) to add noise to each of these counts. The noisy counts are rounded
to non-negative integers. We normalize the post-processed counts to obtain a probability
mass function over the bins. We generate one synthetic income by randomly drawing a
bin index according to this probability mass function and then randomly sampling a value
within the selected bin. One we have a synthetic dataset with n observations, we compute
the Gini index on the synthetic values directly. For convenience, in this experiment, we
suppose the L and U are fixed and public.

In our experiments, we use the CPS income and household income data. We split the
data into B bins where B € {50,100,200,400,500}. Figure A.1 and Figure A.2 display
the distributions of 10,000 runs of the DP Gini index under the histogram-based synthetic

method for various values of €. The value the DP Gini index via synthetic data is sensitive to
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the choice of the number of bins B. Unlike the DP Gini index via smooth sensitivity, which is
unbiased, the DP Gini index via synthetic data can have bias, sometimes underestimating
and sometimes overestimating ¢(X). For example, when B is large, the true counts in
some bins could be small or zero. Adding noise to those bins could result in greater (or
lesser) mass in the tails of the synthetic data than exists in X. This can lead to inaccurate
estimation of the Gini index.

Of course, one can minimize the risk of bias by selecting the right number of bins.
However, to satisfy DP, B either should be selected independently of X or determined by
allocating privacy budget to finding a reasonable value. We leave a full comparison of DP

synthetic data approaches to the smooth sensitivity approach to future research.

0.62 4 mm bins=50
bins=100
= bins=200
mmm bins=400
0.60 4 mmm bins=500
—=Actual Gini = 0.5513

H—
y
: H{
HH
RIE

T T T T T
0.25 0.5 1 15 2

FIGURE A.1: Distribution of the DP Gini index ¢(Z) under the DP synthetic data method
using various € and personal income data from the Current Population Survey.
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B bins=50
mmm bins=100
0.55 mmm bins=200
mmm bins=400
mmm bins=500
0.54 —— Actual Gini = 0.4818

Gini Index

FIGURE A.2: Distribution of the DP Gini index §(Z) under the DP synthetic data method
using various € and household income data from the Current Population Survey.
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