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Abstract

The proliferation of mobile devices, IoT sensors, and wearable technologies has cat-
alyzed a shift in artificial intelligence (Al) from centralized cloud computing to distributed
intelligence at the edge. Edge AI enables models to be trained and deployed closer to
data sources, thereby improving responsiveness and preserving user privacy. However, this
paradigm introduces two fundamental challenges: efficiency—how to train and deploy Al
models within the constrained resources of edge devices—and trustworthiness—how to en-
sure the reliability, robustness, and privacy of Al systems in real-world deployments.

This dissertation aims to advance the frontiers of efficient and trustworthy edge Al
by developing algorithmic and system-level innovations across three critical dimensions:
collaborative learning, on-device model adaptation, and trustworthy edge Al.

First, I address the challenges of heterogeneity and inefficiency in federated learning
(FL), a core paradigm for privacy-preserving, collaborative edge AI. I propose FedSEA, a
semi-asynchronous FL framework that accommodates straggling and diverse clients through
dynamic scheduling and heterogeneity-aware aggregation. To extend FL’s applicability to
cross-silo and multi-modal scenarios, I also introduce a one-shot and few-shot vertical FL
approach that reduces communication overhead while enabling learning with limited sample
overlap.

Second, I explore on-device adaptation of foundation models such as large language mod-
els (LLMs), which are traditionally too resource-intensive for edge deployment. I develop
FedBPT, a gradient-free, black-box prompt tuning framework that supports personalized
model adaptation using only inference-level feedback. Furthermore, I propose a knowl-
edge graph tuning method that incorporates user-defined knowledge structures for real-
time, human-in-the-loop personalization. These techniques allow for efficient and privacy-
respecting adaptation of large models under edge constraints.

Third, I focus on enhancing the trustworthiness of collaborative edge intelligence. I
introduce Soteria, a representation-level privacy defense that prevents information leakage

while preserving model utility. I also present FL-WBC, a client-side robust training strategy
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that defends against model poisoning attacks by reorganizing local gradients. Both methods
offer theoretical guarantees and empirical effectiveness under adversarial conditions.
Together, these contributions establish a comprehensive framework for building edge
AT systems that are not only efficient and scalable but also privacy-preserving and robust.
This work lays the foundation for deploying intelligent applications that are aligned with

user needs and constraints in real-world edge environments.
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1. Introduction

We are witnessing a paradigm shift in artificial intelligence (AI) from centralized cloud
computing to distributed intelligence at the edge. With the development of mobile devices,
IoT sensors, and wearable devices like AR/VR headsets, an increasing volume of data is
being generated at the edge of the network. These data are often rich in user context,
privacy-sensitive, and latency-sensitive—making it impractical or undesirable to offload
them entirely to remote cloud servers. Edge AI, which enables models to be trained and de-
ployed directly on edge devices or in collaboration with nearby infrastructure, has emerged
as a compelling solution to unlock the full potential of ubiquitous data while enhancing
responsiveness and preserving privacy.

Despite its promise, advancing Al at the edge faces two critical challenges: efficiency
and trustworthiness. Efficiency encompasses the ability to train and deploy models within
the resource constraints of edge devices—limited computation, memory, and communica-
tion bandwidth. Trustworthiness refers to the reliability, privacy, and robustness of these
systems when deployed in the real world. A practical edge Al system must not only make
accurate predictions and perform rapid adaptation under constrained settings but also safe-
guard sensitive user data and maintain reliability under adversarial conditions. My Ph.D.
study focuses on solving these two critical challenges to advance efficient and trustworthy
edge Al. The overview of my Ph.D. research journey is shown in Fig. 1.1. I first studied
and theoretically answered the core questions in efficient and trustworthy edge AI. Then, I
developed efficient and trustworthy inference, training, and collaborative intelligence edge
AT algorithms and systems based on my theoretical work. Beyond that, I also collaborated
with the industry to build real-world edge Al platforms. In this dissertation, I aim to push
the frontier of edge Al by tackling these two core challenges—improving both efficiency and
trustworthiness—through algorithmic innovations and system-level optimizations.

In Chapter 2, I present my works on heterogeneity-aware and efficient federated learning
(FL) systems. Federated learning has emerged as a foundational technique for edge Al, al-

lowing decentralized devices to collaboratively train models without sharing raw data. This

1
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data-local paradigm aligns well with privacy requirements and regulatory constraints. How-
ever, in realistic deployments, edge clients exhibit high heterogeneity in data distribution
(non-IID), compute power, and communication capabilities. To address these challenges,
I propose FedSEA, a semi-asynchronous FL framework that tolerates system heterogene-
ity while maintaining fairness and convergence. I also explore a communication-efficient
vertical FL. approach to support cross-silo collaboration with limited overlapping samples,
expanding FL’s applicability in multi-organization and multi-modal edge scenarios.

In Chapter 3, I tackle a pressing and largely unsolved challenge in edge Al: training
large, resource-hungry models like large language models (LLMs) on a device. Traditional
gradient-based methods are infeasible due to the enormous memory and computation de-
mands of LLMs. To address this, I introduce FedBPT, a gradient-free prompt tuning
framework that enables black-box finetuning of LLMs in federated settings without access-
ing model internals. I further propose Knowledge Graph Tuning, a real-time personalization
method that leverages structured user feedback to adapt model behavior in context. These
methods offer new pathways toward scalable, private, and user-aligned foundation model

adaptation on the edge.



In Chapter 4, I focus on enhancing the privacy and robustness of collaborative edge Al.
Although FL reduces the need to transmit raw data, recent studies reveal that shared gradi-
ents and intermediate representations can still leak sensitive information. I propose Soteria,
a representation-level defense that prevents privacy leakage while preserving model utility.
Additionally, I develop FL-WBC, a client-side defense mechanism against model poisoning
attacks, providing certified robustness guarantees. These contributions collectively improve
the trustworthiness of edge Al systems by addressing both privacy and security threats.

Finally, in Chapter 5, I summarize the key lessons and insights drawn from the preceding
chapters. This concluding chapter reflects on the broader implications of my research and

outlines promising directions for future exploration in efficient and trustworthy edge Al
1.1 Heterogeneity-aware and Efficient Federated Learning Systems

Edge Al systems are increasingly reliant on decentralized training frameworks to ac-
commodate privacy, latency, and bandwidth constraints. Among these, federated learning
(FL) has emerged as a promising solution, enabling edge devices to collaboratively train a
shared global model while keeping local data private. This paradigm is well-suited for the
edge environment, where user data is inherently distributed across a diverse set of devices
such as smartphones, wearables, and IoT sensors. FL eliminates the need for raw data
centralization and offers a privacy-preserving alternative to traditional machine learning
pipelines.

However, practical deployment of FL at the edge encounters two fundamental challenges:
heterogeneity and efficiency. Heterogeneity exists at both the system and statistical levels.
Devices in an FL network differ widely in computational power, communication bandwidth,
and availability, leading to unpredictable participation and resource bottlenecks. Simulta-
neously, data across clients is often non-IID and unbalanced, complicating convergence and
degrading model generalization. These forms of heterogeneity pose significant obstacles to
scalable and fair FL in real-world edge settings.

Efficiency is another critical bottleneck in FL deployment. In contrast to centralized



training, federated optimization incurs significant communication and computation over-
head due to iterative rounds of model synchronization across many devices. The challenges
are amplified in resource-constrained edge environments, where devices must balance train-
ing with energy, storage, and real-time application demands. Achieving efficient training
while preserving performance and fairness requires novel algorithmic and system-level inno-
vations.

In Chapter 2, I address these challenges by proposing new frameworks and protocols
for heterogeneity-aware and efficient FL. I first introduce FedSEA, a semi-asynchronous
FL system designed to tolerate device-level stragglers and uneven participation. FedSEA
dynamically adjusts the aggregation schedule and client selection based on availability and
contribution, improving system utilization and fairness. Unlike traditional synchronous
methods, FedSEA supports continuous training progress even under sporadic connectivity,
which is common in edge deployments.

To further enhance efficiency and extend FL to more complex collaboration settings,
I propose a one-shot and few-shot vertical FL. (VFL) framework. While horizontal FL
assumes all clients share the same feature space, many cross-organization or multi-modal
scenarios require VFL, where feature partitions are disjoint and sample overlap is limited.
My proposed method significantly reduces communication costs and enables collaborative
training even when the shared sample set is extremely small—a common scenario in privacy-
restricted, siloed environments.

Together, these contributions offer a comprehensive solution for deploying FL in hetero-
geneous and resource-constrained edge environments. By tackling the twin challenges of
heterogeneity and efficiency, this chapter pushes FL closer to practical deployment across

a wide spectrum of real-world edge Al applications.
1.2 Gradient-free Training Systems for Edge Devices

The emergence of foundation models—particularly large language models (LLMs)—has

transformed the Al landscape, providing versatile tools capable of solving a wide range



of tasks with minimal supervision. However, most foundation models are pretrained in
centralized settings and lack personalization, especially in dynamic and user-specific edge
environments. Adapting foundation models to specific users, devices, or contexts at the
edge presents significant opportunities, yet remains an unsolved challenge.

The critical challenge to on-device adaptation lies in the resource demands of traditional
fine-tuning techniques. Gradient-based training requires access to high memory and com-
putation resources that are unavailable on edge devices. Additionally, in many scenarios,
model parameters may be inaccessible due to proprietary restrictions or privacy concerns,
further limiting the feasibility of conventional approaches.

To address these issues, Chapter 3 presents a novel class of gradient-free model adapta-
tion techniques that enable personalization without accessing model weights or computing
gradients. [ first introduce FedBPT (Federated Black-box Prompt Tuning), a framework
that adapts large models using black-box optimization based on evolutionary strategies.
FedBPT optimizes soft prompts to fine-tune the model with only inference conducted using
output feedback, making it compatible with black-box models. It also reduces the memory
and computational cost at the inference level. It also integrates seamlessly into the feder-
ated learning paradigm, allowing multiple users to personalize a shared foundation model
while preserving local data privacy.

Building on this, I propose a knowledge graph tuning technique for real-time, human-in-
the-loop adaptation. In this method, user-curated knowledge graphs are used to contextu-
alize prompts, enabling the model to better align with individual users’ domain knowledge
and behaviors. This approach provides a transparent and controllable mechanism for adap-
tation, bridging the gap between user intent and model response in edge applications.

These works collectively enable efficient, personalized, and privacy-preserving adapta-
tion of foundation models, paving the way for more personalized and user-centered edge

intelligence.



1.3 Privacy-preserving and Secure Edge Intelligent Algorithms

As edge Al becomes more widely adopted, concerns around trustworthiness—including
privacy, robustness, and security—have become critical barriers to real-world deployment.
While federated learning and edge inference reduce the risk of raw data exposure, they are
not immune to more subtle forms of leakage and attack. For instance, recent work [1, 2, 3,
4,5,6,7,8,9,10, 11, 12, 13, 14, 15] has shown that intermediate representations or model
gradients can reveal sensitive attributes. Additionally, adversarial clients can manipulate
updates to poison the global model, degrading performance or embedding malicious behav-
iors. Ensuring the trustworthiness of edge Al systems requires comprehensive protection
against both inference-time and training-time threats, as well as the ability to maintain
utility under adversarial conditions.

In Chapter 4, I introduce two complementary approaches to improve the privacy and
robustness of federated learning systems. First, I propose Soteria, a representation-level
privacy-preserving mechanism that masks informative features to reduce leakage while pre-
serving task-relevant representations. Unlike differential privacy, Soteria is designed to be
computationally efficient and can be integrated into training pipelines without significantly
degrading model performance. It also offers theoretical guarantees on the trade-off between
privacy and utility.

Second, I develop FL-WBC, a client-side robust training method designed to defend
against model poisoning attacks. FL-WBC reorganizes local gradients to filter out harmful
gradients while preserving benign components effectively. Through both theoretical analysis
and empirical evaluation, I demonstrate that FL-WBC can achieve certified robustness
under extremely hard adversarial settings.

These contributions form a trustworthiness toolkit for collaborative edge Al systems,

reinforcing user confidence and system reliability in the face of evolving threats.



2. Heterogeneity-aware and Efficient Federated Learning
Systems

Federated Learning (FL) [16, 17, 18, 19, 20, 21] is a decentralized machine learning
paradigm designed to collaboratively train models across multiple data silos or edge clients
without transferring raw data. This privacy-preserving approach is particularly well-suited
for scenarios where data is sensitive, such as in mobile applications, healthcare, or finance.
FL enables intelligent services by leveraging distributed data sources while maintaining user
privacy and data locality.

Despite its promising potential, FL faces significant challenges in real-world deployments.
A central issue is heterogeneity—which manifests in various forms:

* System heterogeneity, where devices differ in computational capability, energy avail-

ability, and communication bandwidth.

* Data heterogeneity, where data distributions vary across clients (non-IID settings).

* Protocol heterogeneity, where devices may follow different synchronization patterns

or be intermittently available.

These heterogeneities severely affect the efficiency and robustness of FL systems. Clients
with lower capabilities may slow down synchronous training (the straggler problem), while
naive approaches to handling stale updates in asynchronous protocols often sacrifice model
accuracy.

Another critical issue is efficiency, which is critical for ensuring practical usability across
arange of edge clients and network environments. Efficiency challenges in FL can be broadly
categorized into the following dimensions:

e Computation efficiency, which concerns the cost and feasibility of local training on

client devices.

* Communication efficiency, which concerns the overhead of transmitting model updates

between clients and the server.

In this chapter, I study heterogeneity-aware and efficient federated learning systems

from two representative scenarios:



Horizontal Federated Learning (HFL), where clients share the same feature space but
have different samples. This scenario is most common in mobile or edge settings. I present
FedSEA, a semi-asynchronous framework designed for extreme device heterogeneity, which
enhances both efficiency and fairness under realistic conditions.

Vertical Federated Learning (VFL), where clients share the same sample space but
possess different features. This setting is common in cross-organization collaborations. I
introduce a One-shot/Few-shot VFL framework that significantly reduces communication
overhead while preserving performance, addressing practical deployment constraints.

Below, I separately detail the background and related work for each of these two feder-

ated learning paradigms.

2.1 Background and Related Works

2.1.1 System Heterogeneity and Efficiency in Horizontal Federated
Learning

Horizontal Federated learning (HFL) [16, 17, 18, 19, 20, 21| has attracted increasing
attention as a promising technique to empower a vast number of edge devices with artificial
intelligence [22, 23, 24, 25]. HFL enables massive devices to train a shared model in a
federated fashion without transferring their local data. A central server coordinates the
HFL process, where each participating device communicates only the model parameters
with the central server while keeping local data private. Currently, most HFL systems fol-
low synchronous protocols [16, 26, 27| which are called synchronous HFL. In synchronous
HFL, all the selected devices are required to complete local training and the server will not
perform the aggregation until receiving all the local updates for each communication round.
One representative synchronous HFL framework is FedAvg [16]. However, due to the com-
putational resource heterogeneity of edge devices in practice, the time needed to complete
local training may vary significantly across devices. By applying the synchronous protocol,
the server is required to wait for slow devices, i.e., stragglers, in each communication round,
which decreases the efficiency of HFL. In addition, in realistic settings, the devices may face

the risk of network crash and power-off, which makes them fail to complete training and
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upload the updates. In such cases, the synchronous protocol will lead to extremely long
waiting time for the server and poor scalability of HFL systems.
Status Quo and their Limitations. To improve the efficiency of HFL systems, HFL algo-
rithms with asynchronous settings are proposed and can be categorized into two types:
asynchronous HFL (AFL) [28, 29, 30, 31] and semi-asynchronous HFL (SAFL) [32, 33, 34,
35, 36]. The overview of synchronous, asynchronous, and semi-asynchronous HFL protocols
is shown in Figure 2.1. In asynchronous HFL, the server updates the global model as soon
as it collects a local update. By applying asynchronous protocols, the efficiency can be im-
proved significantly since the server does not need to wait for the stragglers. However, asyn-
chronous HFL always faces two drawbacks: (1) the communication cost of asynchronous
HFL is much higher compared to synchronous HFL due to the frequent communication
between the server and devices; (2) the asynchronous protocol leads to the catastrophic
staleness of the slow devices, especially under large-scale HFL, which introduces errors into
the global model and causes accuracy drop. To improve efficiency and mitigate the un-
acceptable staleness, semi-asynchronous HFL was proposed. In semi-asynchronous HFL,
there are synchronous time points but devices are not required to synchronize with the
server in every communication round. By requiring a part of the devices to synchronize
with the server, semi-asynchronous HFL improves the training efficiency because the server
does not need to wait for the slow devices. At the same time, the communication cost of
semi-asynchronous HFL is controllable by adjusting the synchronization frequency. Semi-
asynchronous HFL looks more promising in efficiency and performance compared with syn-
chronous and asynchronous HFL frameworks. However, existing semi-asynchronous HFL
frameworks still have some fatal design flaws that set obstacles to achieving high efficiency
and hinder the convergence of the global model in realistic settings.

The key to improving the efficiency of semi-asynchronous HFL is an effective scheduler
of synchronization. Existing semi-asynchronous HFL frameworks follow two methodologies
to conduct synchronization. The first methodology is that the system sets a fixed time

interval Tgix [36, 32]. The server conducts aggregation to update the global model and lets
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FIGURE 2.1: The workflow of different HFL protocols.

a part of devices synchronize with the server every T¢ix. The second type is that the server
holds a cache storing the local updates uploaded from the devices [35, 34]. When the cache
is full, the server conducts aggregation based on the local updates stored in the cache and
requires a part of the devices to synchronize with the server by distributing the new global
model to these devices. In realistic settings where computation power and communication
latency on the edge are dynamic along with the time and heterogeneous across devices, both
synchronization methods cannot guarantee efficiency. For the first methodology, it might
be possible to derive a suitable Tjx by profiling all the devices before training. However,
the availability of computation and communication resources on devices tends to change
along with training, and it is unrealistic to find a fixed Tjjyx suitable for each round of
training. A large Ty will make the server wait for long time periods without receiving
any local update. A small T¢j, will aggravate the staleness of slow devices and increases
communication cost. The second methodology of using a cache mechanism is adaptive to
the resource changes during training, but it cannot solve the problem caused by resource
heterogeneity across devices. Suppose the server has a cache length of 100 updates, it might
take 1 minute to receive 95 local updates but more than half an hour to receive the rest 5
due to the slow training and bad communication conditions on these devices, which makes
the system inefficient.

Besides low efficiency caused by the design of the synchronization scheduler, existing
SAFL algorithms also suffer from accuracy drops in the global model under non-I1D settings.
To mitigate the straggling problems caused by the stale updates, existing SAFL either

applies a weight decaying mechanism [32, 30, 28, 31, 33, 34| which assigns a smaller weight
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to the stale model updates during aggregation, or abandons the model updates that are too
stale altogether [35, 36, 37, 38]. These methods are promising in IID settings but would
cause accuracy degradation in non-IID settings. In the real world, there will be some slow
devices holding unique and important data. Always decaying or abandoning the updates
of these slow devices during aggregation will degrade the global model performance on the
important data they hold. With the increase in device heterogeneity, there will be extremely
lagging devices that are hundreds of times slower than the other devices to train and upload
the local models to the server. Furthermore, these devices might be incapable to train the
global model (i,e, limited energy, not enough computation power, etc.). Current SAFL

designs will exclude these extremely lagging devices from contributing to the global model.

2.1.2 Data Heterogeneity and Communication Efficiency in Vertical Fed-
erated Learning

Features Features |

! Unaligned
| samples

! Unaligned
| samples

Client 1 T Client 2 ' Server ]
FIGURE 2.2: An example of data splitting in a two-client VFL setting.

Vertical federated learning (VFL) focuses on scenarios in which the data on clients
have different feature spaces but share some overlapping samples [39]. In addition, the
true labels can reside on a third-party server [40] as shown in Fig. 2.2. For example, a
credit bureau collaborates with an e-commerce company and a bank to train a model to
estimate a user’s credit score. In this case, only the credit bureau has the credit score of
the users which will not be shared with the e-commerce company and the bank. VFL is
mostly deployed in cross-silo scenarios, and the computation power is usually not a major
concern [41]. However, VFL faces two unique challenges. First, VFL requires the clients

to communicate with the server for each iteration (rather than after several epochs under
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HFL) of training, which introduces extremely high communication costs. It is also notable
that iterative communications require reliable communication channels between the server
and the clients, which is usually expensive. In addition to the high communication cost, the
other major challenge of VFL is that the number of overlapping samples may be limited.
For example, two hospitals in different countries are not expected to have a large number
of overlapping patients. The model trained with limited overlapping samples likely cannot
achieve reliable performance.

Furthermore, VFL is currently not as well explored as HFL. Some existing works can
reduce the communication cost by reducing the communication frequency or compressing
the communicated data [42]. However, most methods only achieve limited reduction from
one local update to multiple while still requiring heavy iterative communications. Other
works focus on improving the performance with limited overlapping samples (43, 44]. No-
tably, both challenges are bottlenecks of applying VFL in realistic scenarios and leaving
either one unsolved hinders the deployment of VFL in the real world. To the best of our
knowledge, there is no work aiming at solving these two challenges simultaneously.

Status Quo and their Limitations. VFL was first introduced in [45], where a federated
logistic regression algorithm is proposed. SecureBoost [46] proposed a secure federated
tree-boosting approach in the VFL setting and provided theoretical proof that it achieves
the same level of accuracy as its centralized counterparts. Some other gradient boosting tree
approaches for VFL include Pivot [47] and VF?Boost [48]. A federated random forest was
also studied in [49]. In addition to tree-based methods, other machine learning algorithms
such as linear regression [50] and logistic regression |51, 42] have been investigated under
VFL settings. However, these algorithms are usually incapable of handling complex tasks
such as computer vision (CV) and natural language processing (NLP), in which Deep Neural
Networks (DNN) are preferred. On the neural network side, SplitNN [52] was proposed to
collaboratively train neural networks by splitting a neural network among participants
and exchanging gradients and representations in each iteration. FATE [53] implemented a

framework that supports DNN in VFL. Even though FATE improves the model’s capacity in
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VFL by supporting DNN, it still requires frequent communication between the participants
for each iteration of training and therefore incurs significant communication costs as in
previous VFL methods.

To reduce the communication cost, FedBCD [42] was proposed to leverage stale gradi-
ents for conducting local training such that participants can decrease the communication
frequency from one local update to multiple updates. However, frequent iterative commu-
nication is still required for the whole training process. The other challenge is that the
common samples across clients are usually limited in the real world, and training under
such constraints may not achieve acceptable accuracy. FedCVT [43] proposes to expand
the training samples by estimating representations and labels but does not address the

bottleneck of communication cost.

2.2 FedSEA: A Semi-Asynchronous Federated Learning Frame-
work for Extremely Heterogeneous Devices

Motivated by the limitations of existing works to improve the system efficiency of HFL,
we propose FedSEA [54], a unified SAFL framework that simultaneously (1) improves the
time efficiency in realistic settings; (2) mitigates the accuracy drop caused by applying the
semi-asynchronous protocol; and (3) enables extremely lagging devices to contribute to the
training of the global model.

To achieve the first goal, we design a practical synchronization scheduler that can reduce
the wasted waiting time of the server. Different from existing designs where the server sets
a fixed time interval or applies a cache of model updates, our synchronization scheduler
can dynamically adapt the time point of synchronization for each round. The server can
predict the arriving time of local model updates and conduct synchronization at a time
point when the benefit of continuing waiting (i,e, the number of arriving devices within
unit time) degrades significantly.

To achieve the second goal, we first investigate the cause of the accuracy drop in SAFL.
We theoretically show that besides the straggling problem of stale model updates, unbal-

anced aggregation frequency across devices is also an essential cause of performance degra-
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Table 2.1: Comparison between FedSEA and existing AFL/SAFL frameworks.

Effil-iler::gy in High Global Participation

Method . Model of Extreme

Realistic

Settings Performance Stragglers
AsyncFL [28] v X X
FedCS [37] v X X
SAFA [36] X X X
FedSEA v v v

dation on the global model. Thus, we design a module that can schedule local training
configurations of devices and is able to simultaneously mitigate the problem of staleness
and unbalanced aggregation frequency. The intuition is that the slow devices train fewer
steps such that they can upload updates more frequently. We also empirically and theoreti-
cally show that the accuracy drop is mitigated after applying the scheduler of local training
configurations.

To achieve the third goal, FedSEA enables the extremely lagging devices to train smaller
models rather than the global model. There are some works enabling the slow devices to
train heterogeneous models [26, 55|, but the small models in these works are subnets of the
global model which limits the improvement of computation reduction. FedSEA does not
have this limitation of the model architecture. The extremely lagging devices can train an
MLP while the global model is CNN or LSTM, which reduces the computation cost of the
lagging devices significantly.

2.2.1 Preliminary: Challenges of Real-world Heterogeneous FL systems
2.2.1.1 Heterogeneous and Dynamic Resource Availability on Devices

In the real world, the devices participating in FL are heterogeneous in terms of on-board
resources. In addition, the edge devices usually run several primary tasks besides FL tasks,
which leads to dynamic on-board resource availability. Such heterogeneous and dynamic on-
board resource availability makes the synchronous protocol unrealistic when deploying FL

frameworks in practice. To show the heterogeneous and dynamic resource across devices and

the inefficiency of synchronous FL, we conduct experiments on two common edge devices:
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Jetson TX2 and Raspberry Pi 4. We train a LeNet-5 using CIFAR10 on these two devices.
We set the batch size as 10 and measure the time cost of one step of training. To evaluate the
impact of dynamic resource availability on the training time, we run two primary tasks on
Jetson TX2: playing a 4-K video and conducting real-time object detection. The training
time of two devices in different statuses is shown in Figure 2.3. It is shown that Raspberry
Pi 4 needs nearly 100 longer time to complete one step of training compared with the
idle Jetson TX2. When conducting the object detection application, the Jetson TX2 is
nearly 10 slower than the idle status to complete training. Such huge heterogeneous
and dynamic resource availability on board makes it necessary to apply asynchronous and

semi-asynchronous protocols when deploying FL systems in real life.

Jetson TX2 (idle)
20 - Jetson TX2 (video)
B Jetson TX2 (object detection)
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FIGURE 2.3: Time cost of one step of training on different devices.

2.2.1.2 Performance Degradation of Federated Learning with Asynchronous Settings

To reduce the problem of staleness in asynchronous FL, existing works apply weight
decaying mechanisms that assign a smaller weight to the stale model updates during aggre-
gation or abandon the model updates that are too stale from training. These methods are
promising in IID settings but would cause accuracy degradation in non-IID settings. In the
real world, there may be some slow devices holding unique and important data. Always
decaying or abandoning the updates of these slow devices during aggregation will degrade

the global model performance on the long-tail data they hold. We conduct experiments
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of FedAsync and SAFA on MNIST and CIFAR under non-IID settings. The evaluation is
based on two types of devices: fast devices which are idle Jetson TX2 and slow devices
which are Jetson TX2 conducting real time object detection. We partition the data follow-
ing the configurations in [26], but only slow devices have access to the data of class 9-10
such that the slow devices hold unique classes of data. We set local epoch E as 1 and
batch size B as 32. We apply SGD optimizer and set the learning rate h to 0.01. In each
synchronization, the server randomly selects 10 idle devices to participate in training. We
apply simple CNNs with 2 convolutional layers to both datasets. We conduct 1000 commu-
nication rounds of training for MNIST and 2000 communication rounds for CIFAR10. The
results are shown in Table 2.2. It is shown that there is a significant accuracy drop when

applying the weight decaying mechanism under non-IID settings.

Table 2.2: Results of FedAsync and SAFA under non-11D settings.
Methods ~ MNIST CIFAR10
FedAvg 96.63 55.84

SAFA 93.85 51.52
FedAsync  83.26 43.14

2.2.1.3 The Exclusion of Extremely Lagging Devices

Due to the huge device heterogeneity in the real world, there are some devices with
extremely limited computation and communication resources. These devices might take
hundreds of times as long as the training time of the other devices to finish local training
and upload the updates to the server. Furthermore, some extremely lagging devices might
have no capacity to train the global model which is trained by the other devices. Even
though these devices will not degrade the efficiency of FL. with asynchronous settings, these
extremely lagging devices are more likely to be excluded from training due to the extreme
staleness or incapacity of training the global model. A natural option is to support het-
erogeneous model architectures across devices. However, existing frameworks|26, 55, 56|

supporting model heterogeneous settings have three problems: 1) Existing works usually
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derive sub-networks from the dense network and these extremely lagging devices might not
be able to even train such a sub-network. For example, the global model is CNN, whose
sub-networks are also CNN, but the extremely lagging devices might only be able to train
an MLP. 2) Even if the devices can train a sub-network of the global model, aggregating
sub-models will hinder the convergence of the global model. Existing FL frameworks sup-
port heterogeneous architectures by allowing devices to train sub-models to achieve good
performance on personalized models, but the global model performance degrades signifi-
cantly. 3) The process of seeking the sub-network usually starts from training the dense
network, which is inapplicable in realistic settings. Thus, we need to design a practical
method that helps the devices with extremely limited resources to join in training without

introducing additional computation and communication overhead to the devices.

2.2.2 Design of FedSEA
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FIGURE 2.4: Overview of FedSEA.

2.2.2.1 Overview

Figure 4.8 depicts an overview of the proposed framework. Our system follows the

general protocol of semi-asynchronous FL and has a synchronous time point for each com-
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munication round. At the start of each communication round, the server randomly selects
a set of available devices which are not conducting local training and distributes the up-to-
date global model to these devices ((1)). After receiving the starting signal and the global
model, the selected devices set up training configurations and run local training ((2)). Dur-
ing local training, the devices continue communicating with the server. The server adapts
the local training configuration of each device based on the computation power and net-
work latency of all participating devices to improve convergence and efficiency ((3)). The
communication between the devices and the server is unblocked, such that the devices can
upload the model updates to the server once they complete local training (@)

Our framework also considers the devices whose resources are extremely constrained
that cause unacceptable staleness or are incapable to train the same model architecture
as the other devices. These extremely lagging devices conduct local training based on the
model with a smaller architecture. We do not introduce additional computation overhead
to the devices in FedSEA to handle device heterogeneity, and the energy and communi-
cation cost can be significantly reduced for the extremely lagging devices. At the end of
each communication round, the server conducts aggregation on the received heterogeneous
model updates ((5)). To aggregate the heterogeneous local models, the server extracts the
knowledge contained in the smaller model on extremely lagging devices and fuses it into
the larger global model.

The above process (1-(5)) repeats until reaching a predefined number of communication

rounds.

2.2.2.2 Design Challenges

The design of our system has three key challenges:

Challenge#1: How to mitigate the performance degradation of the global model? In AFL,
the lagging devices are inevitable, and directly aggregating stale model updates will do harm
to the convergence of the global model. Previous works consider that the accuracy drop

comes from the straggling problem caused by the stale model updates. They apply weight
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decaying mechanisms or abandon stale models during aggregation to solve the straggling
problem but cause a serious accuracy drop of the global model. The weight decaying

mechanism and abandoning stale models can indeed reduce the straggling problem caused
by the stale model updates, but there should be some other reasons that lead to global

model performance degradation under asynchronous settings. Therefore, we need to further

explore the essential cause of performance degradation of the global model and design a
method that can e ectively alleviate the problem of accuracy drop.

Challenge#2: How to aggregate the smaller models trained by the devices with extremely
limited resources into the global modelaVe design a module that allows extremely lagging
devices to train a smaller model. This module is based on an unlabeled auxiliary dataset
on the server which is more realistic since it is easy for the server to collect public data,
but it is very expensive to label these data samples. At the beginning of a round, this
module distills the knowledge of the global model into a smaller model, and the extremely
lagging devices conduct local training based on this smaller model. After the lagging device
completes local training and uploads the updated small model to the server, this module
will infuse the knowledge of the updated smaller models into the global model. The design
is inspired by knowledge distillation (KD) [57, 58, 59] in deep learning, but KD cannot be
directly applied to our system for two challenges: (1) KD is based on labeled data while
in our system there is no labeled public data. Conducting distillation based on unlabeled
data will introduce unacceptable error; (2) conventional KD is to distill knowledge from
a large model to a small model. However, in our design, we need to infuse information
from a small local model into the large global model, and directly applying KD will cause a
catastrophic over tting problem in our system. Hence, we need to design novel distillation
and infusion methods to support e ective knowledge transfer between the small local model
and the global model, such that the extremely lagging devices can participate in training
by training based on a small model.

Challenge#3: How to determine the synchronization time point in realistic settings?

The key point of improving the e ciency of semi-asynchronous FL is the design of an e ec-
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tive scheduler of synchronization. In the real world, due to the dynamic and heterogeneous
resource availability, the distributions of local updates' arriving time are di erent across
communication rounds. Setting a xed time interval or applying the cache mechanism can-
not guarantee e ciency in practice. Natural thinking is conducting pro ling for the device
participating in training before the start of each communication round and deriving the
real-time resource availability. However, conducting extra pro ling for each communication
round is extremely ine cient. In addition, even if the server has access to the real-time
resource availability of devices, it is still not clear when to nish this communication round
and conduct synchronization. Thus, it is a challenge to design an e ective and e cient

synchronization scheduler and improve the e ciency of the pipeline in realistic settings.

2.2.2.3 Training Con guration Scheduler

Although decreasing the weight of stale model updates, as previous works can reduce
the error caused by the stale model, it still causes an accuracy drop on the data held by the
slow devices. We analyze that this accuracy drop mainly comes from the low aggregating
frequency of slow devices. Such an unbalanced aggregating frequency causes unbalanced
performance across the global data distribution. To show the impact of unbalanced ag-
gregating frequency theoretically, we formulate the problem in a simpli ed setting. The

learning objective of FL is de ned as:

N
W = mintF(W) = pkF¥(W)u, (2.1)
w k=1

where W is the weights of the global model,N represents the number of devicesFX is

the local objective of the k-th device, p¥ is the weight of the k-th device, pk ¥ 0 and

Nk
k=1P = L1
Equation 4.14 is computed in an iterative device-server communication fashion. For
a given communication round (e.g. thet-th), the central server rst randomly selects K

devices according to a probability vector[qy, i, ...,On] t0 compose a set of participating

devicesS; and then broadcasts the latest global modeW, ; to these devices. Afterwards,
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each device (e.g. th&-th) in S performs| iterations of local training using their local data

following:

th,(i+1D th,(i hyir Fk(WtI'(in{(,i)y (2.2)

wherehy; is the learning rate, x{fi is a batch of data samples uniformly chosen from thé-th

device, anth',‘O is initialized as W ;. Finally, the server averages the local updates of the
selectedK devices and updates the global model as follows:
Nk
WD PW . (2.3)

K kPSt

With the above formulation, we analyze the impact of the probability vector [q, tp, -..,0N ]
on the convergence off(W). Before presenting our theoretical results, we rst make the

following Assumptions 1-4 same as [60].

Assumption 1. FL, F2, ...,FN are L-smooth@ ,W , FK(V) & FK(W)+(V  W)Tr F¥W )+
SV w3

Assumption 2. Fy, F, ...,y aremstrongly convex@ ,W , FX(V ) ¥ FK(W )+(V  W)Tr F¥(w )+

SNV W2

Assumption 3. Let x be sampled from thie-th device's local data uniformly at random. The
variance of stochastic gradients in each device is bounédft: F{(W [, xt)) 1 F(W [)||? a

sZfork=1,..,N.

Assumption 4. The expected squared norm of stochastic gradients is uniformly bounded, i.e.,

Ellr F{W & x)II?= G*forallk=1,..,N,i=0,..,I landt=0,.,T L

We de ne F and FX as the minimum value of F and FK and the total number of rounds

is T. Then, we have the following theorem about the convergence &f(W 7).

Theorem 1. Let Assumptions 1-4 hold. df does not follow uniform distribution, which means that

the uploading frequency of devices is unbalanced, then there will be error involved to hinder the
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convergence dE[F(W 1)]. Except for the error involved, the convergence rate is also hindered by

. 1+ N2s? . .
the variance ofy asO . Wheresg is the variance of;.

Proof. See our proof in Section 2.2.3.1. O

Remark 1. Besides the error involved in the convergence, unbalanced uploading frequency also
hinders the scalability of an FL system. From theorem 1 we can see that, when the varignise of

not zero, the convergence will be slower when the number of deMiiefarger.

Based on this analysis, we balance the uploading frequencies of di erent devices by
adjusting the training con guration of devices. The basic idea is that the slow devices
should train fewer steps such that the error caused by the staleness and the performance
unbalance can be reduced simultaneously. Following this idea, we reduce the local training
steps of slow devices and conduct experiments following the settings in Section2.2.1.2. We
reduce the steps of slow devices of SAFA by 5 and 10 times which are noted as SAFA(#step

Q5 ) and SAFA(#step Q10 ), respectively. The results are shown in Table2.3.

Table 2.3: Results of reducing the training steps of slow devices.

Methods MNIST CIFAR10
FedAvg 96.63 55.84
SAFA 93.85 51.52
FedAsync 83.26 43.14
SAFA(#stepQ5 ) 94.15 50.9
SAFA(#stepQ10 ) 93.54 50.62

SAFA(#stepQ IrQ5 ) 96.32 54.34
SAFA(#stepQ IrQ10 )  96.36 54.13

We can see that simply reducing training steps cannot improve accuracy. The reason
is that even if the slow devices upload the model updates more frequently, the fewer train-
ing steps will obliterate the contribution of slow devices during aggregation. To solve
this problem, we increase the learning rate of the slow devices of SAFA by the same
times of reducing training steps. The results are shown in Table 2.3 and are listed as

SAFA(#step Q IrQ5 ) and SAFA(#step Q IrQ10 ), respectively. It is shown that by
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Algorithm 1 Scheduler of Training Con guration.

Input: The anticipated end training timgnd; Anticipated time for this round; Pre-set #batcB;
Pre-set Learning rate;
Output: #batchB; learning rate
1: function TRAINING_CONFIG_SCHEDULER(t._, Ta, B)

i end'
2:  ift, 4i aTathen

3: B= th}Lu
_“end

— 4 teng.

4 A= ha—ﬂ’,

5 else

6: B = B;

7 h = h;

8 end if

9. return tB,Au
10: end function

increasing the learning rate of slow devices, the accuracy gap between synchronous FL and
semi-asynchronous FL is nearly eliminated. Following this preliminary result, we design
a training_con guration_scheduler on the server to adjust the training con gurations of
training devices, and the detailed algorithm is shown in algorithm 1. It is notable that this
scheduler depends on the anticipated training time of the device and the anticipated lasting
time of this round. These two variables are generated by thend_time_predictor on the
server, which will be introduced later. Involving the end_time_predictor is also the key of
our design since in the real world we cannot reschedule the slow devices by foreseeing the
latency and training time of all the devices in the system as we did in Table 2.3. We theo-
retically show that the accuracy drop problem in Theorem 1 can be solved if the aggregat-
ing frequency is balanced across devices by applying otmining_con guration_scheduler ,

which is stated in Theorem 2.

Theorem 2. Let Assumptions 1-4 hold andm sy, G, L s be de ned therein. Suppose that after

applying algorithml by reducing the local training iterations by at mbgimes, the devices

participating in each round can upload their model updates by the equal probability in each
L

communication round. Chooge= -, g = maxt8k, luand the pre-set learning rate = ﬁ

Then the global training objectivie[F(W 1)] satis es
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2k Q+C mg 2
E[F(W F ~———+ —E||Wo W 2.4
FWn] F oo (5 =+ FEIWe W), (2.4)
where
N 1
Q= p: 1 o 4G*+ s? + 6LG+ 8(1 1)°G?
k=1
_ N K4, ,
=N 1KI G-
Proof. See our proof in Section 2.2.3.2. O

2.2.2.4 Distillation Module and Infusion Module

We have shown that dynamically scheduling training con gurations of devices can im-
prove the balance of aggregation across devices, thereby improving the performance of the
global model. However, in the real world, there are some devices with extremely limited
resources. To guarantee a balanced aggregation frequency, these devices might be forced
to train very few iterations before uploading the model updates to the server. In addition,
some extreme stragglers might derivé less than 1 by directly applying algorithm 1 or even
have not enough power to train the global model. To support the devices with extremely
limited resources to participate in training and improve the convergence of the global model,
we design adistillation_module and an infusion_module which enable the extremely lag-
ging devices to train models with smaller architectures. By doing this, the extremely slow
devices are not required to have unacceptably large manipulations on the training con gu-
rations since training the smaller model will be much faster. Moreover, the devices which
have not enough resource to train the global model can also participate in training by train-
ing a smaller model. The design oflistillation_module and infusion_module is inspired by
knowledge distillation (KD) [58] in deep learning, and the work ow is shown in Figure 2.5.
At the start of each communication round t, the server utilizes thedistillation_module to

distill the knowledge from the up-to-date global modelW; to a smaller modelW; ((2)) and
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FIGURE 2.5: The work ow ofdistillation_moduleandinfusion_module

distributes W; to an extremely lagging device (says thek-th) ((2)). Then the k-th device
conducts local training based onW, (®). After t communication rounds, thek-th device
completes local training and upIoadsk/A\/tkth to the server (4)) and the server stores it into a
cache. Before the end of this communication round, the server aggregates the cached small
local models uploaded by the set of slow device% o (t + t) in this round and gets a small
model Wi ¢ (). Then the server calls theinfusion_module to infuse the knowledge from
Wit to the global model in current round and gets a large modeWy,., ((6). At the end

of this round, the infused modelWy, , is aggregated into the global model with the weight

o

of KPSsjon(t+1) pk'

In our design, there is an unlabeled public dataseD,, on the server as an auxiliary
dataset. This is a practical setting since it is easy for the server to collect public data
but very expensive to label the data points. For example, if a company wants to develop
an FL application of face recognition, this company will store a public dataset of face
analysis such as CelebA [61] on the central server. For thaistillation_module, we utilize
the soft label produced by the global modeW; to distill knowledge to a smaller modelW;.
Given a samplex; from D, the logits output by W; and W; are f(x;; W) and f(x;; W),
respectively. Given a logitz, the probability vector is p = g(z; T), whereg(z; T) is de ned
as:

. expz/ T)

jexlz/ 1)’ (2:9)

pi=9(zT) =
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where T is the temperature of distillation. Then the learning objective of W, in distil-
lation_module is formulated as:
: 25 :
Wi = argmin * D (9(F(xi: W) Tllg(f(xi W) ). (2.6)
[

Compared with the conventional KD, the infusion_module has two key unique chal-
lenges. First, the public dataset on which the distillation is based has no true labels. Only
applying the soft label generated by the global model indistillation_module is acceptable
since the global model contains the knowledge from a tremendous number of devices, which
is less over tted and of high quality. However, only applying the soft label generated by
the aggregated small modeW,+ ¢ in infusion_module will introduce signi cant noise into
the global model. The reason is thatWis ¢ is aggregated by the local models uploaded by
very few extremely lagging devices in the system, which is usually much more over tted
than the global model. The second challenge is that conventional knowledge distillation is
to distill the knowledge from a larger model to a smaller model, but theinfusion_module
in our design is to infuse the knowledge from a smaller model to a larger model. When
teaching a model with higher representation capacity by learning knowledge from a sim-
pler model, directly applying KD in infusion_module will cause an unacceptable over tting
problem. To reduce the error from the small modeM/+ infused to the global model,infu-
sion_module teachesW}, , to learn knowledge from both the aggregated small modaiVi.
and current global modelW;.. Then, the infusion objective of W}, , in infusion_module
can be formulated as:

1D punl
LinfWeit) = @i~ D (9(F 06 Wer ) TIG(F (6 Wi )i T))

2.7)
IDpubl
+(1 apny) " Die (90T (xi; Wer £ ); TIIG(F (s Wik )5 T)),

where aj,s P (0,1) controls the trade-o between infusing more knowledge from the

local models and the global model. To mitigate the over tting problem caused by infusing
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Wiyt to W ., we add an L2-norm regularization term to the learning objective. Then the

learning objective of W, , is formulated as:

Wi ¢ = arg min Ling (Wi aing) + bYW}, (2.8)

As shown in Figure 2.5, there is no additional computational overhead on local devices
by applying the distillation_module and infusion_module. All the computational overhead
introduced on the server is at most one time of distillation and infusion in one communica-
tion round. In real systems, the central servers are usually much more powerful than the
edge devices, and only one time of distillation and infusion on the server would not impair

the e ciency of the system.

2.2.2.5 End Time Predictor and Round Time Scheduler

To improve the e ciency of the pipeline, we need to design a practicalsynchroniza-
tion_scheduler to manage when to stop the current communication round and conduct
synchronization. The signi cant information needed to schedule the deadline of this com-
munication round is the anticipated end time of local training of the devices. In addition,
as stated in Section 2.2.2.3, the design dfaining_con guration_scheduler also requires
the end time of local training of each device to adapt its local training con gurations. Thus,
we design anend_time_predictor to predict the end time of local training of each device.
The natural thought is to pro le the training time of each device before they join the FL
training. However, in real life, the devices would often have dynamic computation power,
which makes it necessary to pro le a device before the start of training in each round of
participation. By doing this, the devices will su er from tremendous computation overhead
and the e ciency of the whole system will be signi cantly harmed. In addition, to improve
the precision of prediction, it is always required to pro le multiple steps of training, which
increases the overhead further. To avoid incurring additional computation overhead and
improve e ciency, we propose to conduct proling as long as the starting steps of local

training. After receiving the global model, the participating devices (says thek-th) will

k

trainb- After several

start training and record the training time of each step (says theb-th) t
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steps, thek-th device will send the collected training time of stepsttf . juand the number
of training steps BX to the server. The specic time point when the devices upload the
pro ling information to the server will be introduced in the next section. After receiving
the pro ling information, the server calls the end_time_predictor to predict the end time
of training tX_, of the k-th device.

The basic assumption ofend_time_predictor is that within a certain interval of local
training, the training time of each step follows a normal distribution. The end_time_predictor
inferences the statistics of the distribution of training time of one device. Then it derives
the predicted end time point of local training by which there is an 80% probability that

this device can complete local training and successfully upload the updated model to the

server. The detailed algorithm ofend_time_predictor is shown in Algorithm 2.

Algorithm 2 End time predictor of local training.

Input: Local training time of iterationst iy «U; Start training timetsiart; Latencyt|aiencyy Number
of batchB;
Output: End time of training eng
1: function END_TIME _PREDICTOR(start, tiatency t tirain kU)

A l q<
2: m= g tirain ko
k=1
> 1 X A 2
3 s2= g1 (tyank M3
k=1 ?_
4: tend = tstart + tjatencyt BM+ BSF 1(0.9);

5: return teng;
6: end function

With the set of predicted end time of local training ttX ucached on the server, thesyn-
chronization_scheduler determines when to nish this communication round. The specic
time point when the synchronization_schedulerwill conduct scheduling will be introduced
in the next section. The intuition of synchronization_scheduleris to nd the "bonus" time
point after which the "bene t" of waiting will decrease, which means that fewer devices
can arrive by waiting for the same time. The detailed design oSynchronization_scheduler
is shown in Algorithm 3. An important parameter of the training_con guration_scheduler

and synchronization_scheduleris the anticipated time of the round T,. At the start of the
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FIGURE 2.6: The structure of the server.

rst round, we predict the training time of the selected devices with theend_time_predictor
and derive the initial T, by averaging the predicted training time of these devices. In the
following rounds, we updateT, with the weighted sum of the latest T, and the real lasting

time of the last round.

Algorithm 3 Scheduler of Synchronization.

Input: The set of anticipated end training tim’éehdu; Anticipated time for this roundy;
Output: The end time of this round;

: i i
1: function SYNCHRONIZAION_SCHEDULERtt, U, Ta)

2. Sorttt‘endu in increasing order to get a lif;
3 fork=1,2,...do

4 if Qur1 Qki 0.5Ta0rQu+qi 1.5Tythen
5: T= Qx

6: end if

7 end for

8 return T;

9: end function

2.2.2.6 Work ow Overview

In our system, there is no additional computation overhead on the devices, and the main
scheduling operations happen on the server. The structure of the central server is shown
in Figure 2.6. The aggregation_moduleis responsible for aggregating the received model
updates and we follow the aggregation method of FedAvg. The manager is responsible for
communicating with edge devices and coordinating the other modules on the server. As

shown in Figure2.6, theend_time_predictor is embedded in the manager.
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The work ow of our system is shown in Figure 2.7. In each communication round (says
the t-th), the manager randomly selects a set of available devices which are not conducting
local training to participate in FL training. The manager sends the up-to-date global model
W;, the anticipated lasting time of this round T, the default learning rate h, and the start
signal to the selected devices at the start of this communication round, and the devices
receive the information later due to the network latency (2)). If the device (says thei-th)
has enough computation power and energy to conduct training based aw, it will start to
set up the local training program. Due to the network latency and time needed to set up
the training program, the start time of local training is not the time point when a device
receives the start signal of this round. At the start of local training, this selected device
sends the time stamp of the training startt‘S and the network latency of transferring the
neural network t} back to the manager (2)). During local training, the device records the

training time of each batch (says theb-th batch) t‘tram'b. At %)Ta after the arrival of the

start signal, the device uploads the training time set ti_. . of batches it has trained

and the total number of batches it needs to train B' to the server (3)). The numbers
of local training batches per round in our platform of di erent applications are set to be
more than 30. Therefore, we ask the devices to upload the training time set aftef—oTa,
such that the server can have local training time of more than 3 batches to estimate the
distribution of local training time. If the device cannot nish one batch of training within
l—loTal after the start signal, it uploads the training time of the rst batch once after it

! )

completes the rst batch of training. After receiving ti .,

and B', the manager calls
the end_time_predictor to inference the end time of local trainingt‘end of the i-th device.
Then the manager sendstiend, T, and B' to the training_con guration_scheduler and gets
the adjusted learning rate Ai' and the adjusted number of batches to trainB' for the i-th
device. Then the manager sends the adjusted training con guration$i’ and B' to the i-th
device (4) and the device continues training with the new con gurations. With the new

number of training steps B', the manager updates the end time of local training, ;.

At 1T,
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FIGURE 2.7: The work ow of FedSEA.

after the start of this communication round, the server starts to schedule the ending time of
this communication round based on the expected ending time of local training of di erent
devices tiend( that have been cached in the manager. The manager sends the cachagnd(
and T, to the synchronization_scheduler and the synchronization_scheduler outputs the
scheduled lasting time of this communication roundT;. The communication between the
device and the manager is unblocked, such that the device can upload its updated local
modelW, ((5) to the manager once the local training is completed. It is notable that devices
are not required to nish training and upload their updated model to the server within one
communication round (e.g., the N-th device). At T; after the start of this communication
round, the manager sends the cached set of local updatewti( and current global model
W, to the aggregating_moduleand gets the global model of the next roundW;, 1. After
getting W¢+ 1, the manager updatesT, and starts the next communication round.

The device (says thej-th) which does not have su cient resources to train the global

model W; will send a distillation request to the manager (2)-a) after receiving the start
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signal of this communication round. Then the manager coordinates thdistillation_module
to generate a smaller modeWt which contains the knowledge inW; and sends\Nt to device

j (2rb). After that, the j-th device conducts local training and interacts with the server
as same as the other devices and derives the updated local mod&'{j. At 2T, after the
start of this communication round, the server aggregates the uploaded small models and
coordinates theinfusion_module to derive a large modelW! which contains the knowledge
of small models uploaded in this round.W is aggregated into the new global model at the
end of this communication round. The server aggregates the small models éﬂ't after the
start of this round rather than T; because we expect the server to complete infusion before
the end of this round. In our platform, the server can train a network more than 5 times
faster than the edge devices. Thus, the server can hopefully complete infusion with%ﬂt.

2.2.3 Theoretical Analysis
2.2.3.1 Proof of theorem 1

Our proof is mainly inspired by [60]. Following [60], we describe the training process of

the setting in Theorem 1 as: for allk P[N]

th,(i+1: th,(i h,ir Fk(th,(i,XIt(,i),

& Ve ifi+ 1 1, (2.9)
W= , samplesSwith tgjup]
? and averagetVX, ups ifi+ 1= 1.

o

Similar with [60], we de ne two virtual sequencesVy; = L, pVk and Wy =
I':l:l pkWt'fi to support the analysis. For convenience, we also de ng;; = sz1 Pkr Fk(Wt'fi
and g = kN=1 Pkr Fk(th,(i,X{(,i)- Therefore,\/_t'i” = V\7t,i+1 he,i0ti-

Proof. Note that
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Wiirr W }2=MWyieg Vier+ Viisr W 1o
= ?Vvt,i+ Lih Viis 1};1"‘ }\Z,H L W }%

A Az (2.10)

+FH‘/\7t,i+1 \z[,iihl,v_t‘Hl w ||r1

As

If g = ﬁ for i P [N] which means that the probability of sampling is balanced across
devices,A3 would vanish an(jJVVt,i+ 1 W },is able to converge to zero with speci c learning
rates. However, if the sampling is unbalance across devices as claimed in Thedegrabnot

be vanished and the boumﬁml W }, can achieve when+ 1 = | without additional

assumptions is:

Wiis: W }o82Wiie1 Vieddat 2Vis:1 W )2
a(2 2h)E}Wy W o+ 2hZ(Q+ C)

=(1 2m)EW, W Jo+ 205 (Q+ C) (2.11)

D
+EIWu, Wi
D,
whereQ = kNl pesZ+ 6LG+ 8(1 1)2G?, Cis the upper bound Q%ES[}VVLH 1 Viisio
The rstinequality comes from Cauchy-Schwarz inequality and AM-GM inequality. The second
inequality comes from Lemma 1-3 and Lemma 5 in [60]. From Equation 2.11 we can see that
the existence oD, hinders the convergence pA_/t’i+l W },, andD, comes from the failure
of vanishment ofA3 in Equation 2.10. We have shown thag in Equation 2.10 does not vanish
because of the inequality of, which represents the unbalanced uploading frequency across devices.
Thus, we can derive that if the uploading frequency of devices is unbalanced, then there will be error

involved to hinder the convergence of learning objective.
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If we do not consider the error caused by the unbalanced uploading frequency in Equation 2.10,

which means that we assumg is able to vanish, then we can analyze the convergence rate of

YW, W}, by derivingC, which is the upper bound g Eg}Wiv1 Vs 1}2:

1 _ _
?ES Wiir1 Vs,
ti
1 - _ _ _
‘EES: (Wiirr Wieo) + (Viivr  Vio) 5
i
N N
1 . >0 1
vy O Vt!(i+1 th,(O N Vtk|+1 Vt,ko
hz. N
1 k=1 k=1
N
1 . 1
ti k=1 2
N
N . 1
"z % N Vi Vg
t,i k=1 2
N 2
N . 1 k k
ey O N Viier  Vio
ht2.i k=1 N I 2
N 2 i
N 5 1 5
o7 G | B hyr FOW X)) ,
ti k=1 ]:O

s AN(N  1)1%GsZ,

(2.12)

wheresé is the variance of. The rst inequality comes from the convexity $f },. The

second inequality comes from Cauchy-Schwarz inequality. In the last inequality, we use the fact

thath ; is non-increasing anik o @ 2h;,. Then from Theorem 3 in [60], we derive that except for

the error involved by the unbalanced uploading frequeB§(W 1)] converges a®
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2.2.3.2 Proof of theorem 2

Proof. After applying Algorithm 1, if a device reduces the number of training steps toyes and
increases the learning rate bytimes, we can manually split one step of training ibteteps of

training. Then the local training can be described as

WL = WE hgr FROW L xE)D,

where
#
r Fk(Wt'fi,x{fi) ifi mod b=0,

K w k
rES WS

rRW S, x) = (2.13)

X else

k
t,ti/ bu

By replacingr FX(W X, x{;) with r FK(W X, x;), the Assumption 1-4 still hold. Then the only

difference with deriving theorem 3 in [60] is the variance of the distance betggemdg; ;:

N
E}ou Gul2e=  PRE T RMWXG) T FW)
k=1
N
= pﬁE}r Fk(WtI,(ivX{(,i) r Fk(WtI,(i’X{(,i)
k=1

+r FYWE ) 1 FOW O

N (2.14)
PEEIr FR(W K, x) 1 FY(W & X))
k=1

o]

N

+ 1 pEEI FRWE X)) T FROW )Y,
k=1

N 1

a’ p o1 - 4G* + s .

k=1

The rst inequality comes from the triangle inequality. In the second inequality, we use the fact
that in everyb steps, there willbé 1 stepsr FK(W X, x5) 1 FY(W K, x{).

Suppose that after applying algorithm1 by reducing the local training iterations by at most
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b times, the devices participating in each round can upload their model updates by the equal

probability in each communication round. Chodse r—'} g = maxt8k, luand the pre-set learning
rateh; = ﬁ By applying the new bounds &}g;; g;;}2 and Theorem 3 in [60], we can

derive that the global training objectiggF(W 1)] satis es

EllWo W ]2, (2.15)

2k (Q+ C, mg

EFWD] F o o+

where

Q=" p 1 % 4G*+ s? + 6LG+ 8(1 1)°G?
k=1
N K4,
N 1Kk G

2.2.4 Evaluation
2.2.4.1 System Implementation

We have implemented FedSEA on 3 NVIDIA Jetson TX2s and 6 Raspberry Pi 4s. The
central server is equipped with an Intel Xeon E5-2630@2.6GHz, 128G RAM, and 4 RTX
TITAN GPUs. We use TL-SG116 to connect the server and devices. It is hard to evaluate
FL applying asynchronous protocols with hundreds of devices using only 9 physical devices.
Thus, we collect local training time for multiple batches and the overhead of communication
and scheduling on physical devices and conduct simulations using software. To evaluate the
performance of FedSEA in realistic settings where the devices conduct some other primary
tasks other than FL training and have dynamic resource availability, we divide Jetson TX2
devices into two groups. For one group, the devices switch between the idle condition and
the condition of playing 4K videos, which are referred to as fast devices in our system for
convenience. For the other group, the TX2 devices conduct real-time object detection with

the restriction of at most 5% FPS drop caused by conducting FL training and are referred
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to as medium devices. The Raspberry Pi 4s which have no GPUs are referred to as slow

devices in the system.

2.2.4.2 Applications, Datasets, and Models

To demonstrate that FedSEA performs well in di erent applications, we apply FedSEA
to three representative edge Al applications that bene t signi cantly from FL. The statistics
of the datasets that are used in these applications are summarized in Table 2.4. Even though
previous works [28, 36] partition data following non-IID con gurations, the overall data
distribution of slow devices is the same as the fast devices, which means that abandoning
slow devices will not cause a signi cant accuracy drop. In addition to following the non-
[ID con gurations in [26] to build the non-1ID datasets, the overall data distribution is
heterogeneous across di erent levels of on-device resource availability, i.e., slow devices
having unique data essential to the global model performance, which is more realistic.
Application#1: Image Classi cation (IC). Image classi cation is a popular computer vision
application to classify images into categories. With the increasing computation capabilities
on devices, image classi cation applications are widely deployed on edge devices. In this
work, we use MNIST, EMNIST [62] and CIFAR10 [63] datasets to develop three image
classi cation applications, i.e., IC-MNIST, IC-CIFAR10 and IC-EMNIST. The models of
IC-MNIST and IC-CIFAR10 are the same as in section. 2.2.1.2. The model of IC-EMNIST
is @ CNN with 2 convolutional layers and 2 FC layers. EMNIST is a handwriting image
classi cation dataset grouped by the writers, and hence we naturally distribute one writer's
images to one user. In this application, we sample 2000 writers' data and distribute them
to users. For MNIST and CIFAR10, each device holds 2-class data and these two classes
can be varied across users. For all these three applications, 60% users will conduct local
training on fast devices, 20% users train on medium devices and the rest 20% users train
on slow devices. To evaluate under the setting of heterogeneous data distributions across
di erent levels of on-device resources, there are some non-overlapped classes between fast,

medium, and slow devices. The detailed class distribution is shown in Table 2.4. The
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Table 2.4: Class distribution of data distributed to devices.

Fast Medium Slow

Dataset ) X X

devices devices devices
MNIST 1-6 7-8 9-10
EMNIST [62] 21-62 11-62 1-62
CIFAR10 [63] 1-6 7-8 9-10
HAR [66] 1-3 1-4 1-6
Shakespeare [16] 40-80 20-80 1-80

auxiliary dataset of the IC-MNIST and IC-CIFAR10 are SVHN [64] and CIFAR100 [65],
respectively. For the IC-EMNIST, we sample additional 400 writers' data as the auxiliary
dataset, which are in di erent data distributions compared with the data on devices.

Application#2: Human Activity Recognition (HAR). Human activity recognition has become

a popular feature for wearable devices using data collected from di erent types of on-board

sensors, such as accelerometers, gyroscopes, etc. This application is developed for recogniz-

ing various activities performed by the device owner based on the sensor data. In this work,
we use HAR [66] dataset to build this application. HAR collects smartphone accelerometer
and gyroscope data from 30 individuals, including six labeled activities: walking, walking
upstairs, walking downstairs, sitting, standing, and lying down. We employ a 3-layer fully
connected neural network to recognize human activities. We distribute 15 individuals' data
to fast devices, 5 individuals' data to medium devices, and 5 individuals' data to slow de-
vices. The class distribution is shown in Tabel 2.4. The rest 5 individuals' data without
labels is used as auxiliary data.

Application#3: Next-Character Prediction (NCP). Next-character prediction is a very prac-
tical application on smartphones, e.g., text auto-completion in the virtual keyboard. This
application aims to predict what character comes next given the current input. We apply
Shakespeare [16] dataset to develop this application. This dataset is built omhe Complete
Works of William Shakespeareby separately extracting di erent roles' dialogues. In this
dataset, the dialogues are distributed to devices according to the speaking role. We build an
RNN constructed by an 8-D encoder, including two LSTM layers and three fully connected

layers, as the global model for this application. We sample 90 users to train on fast devices,
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30 users to train on medium devices, and 30 users to train on slow devices. We also sample

data from 30 users as the auxiliary data without labels.

2.2.4.3 Experimental Setup

Baselines. To comprehensively evaluate the performance of FedSEA, we compare FedSEA

against ve baselines:

Standalonetrains a model using local data only on each device without collaborations
between devices. To make fair comparisons, devices in the standalone method conduct
the same epochs of local training as in FedSEA. As there is no global model in
Standalone, we average the accuracy of the local models to get the global accuracy.
FedAvg [16] is the most classical synchronous FL method and has been applied to
commercial products [67]. Devices communicate updated local parameters to the
central server and download the aggregated global model for continuous local training.
FedCS[38] is an e cient FL framework that is aware of resource heterogeneity across
devices. FedCS estimates the speed at which devices work and Iters out some slow
clients proactively (at the stage of client selection) to improve the overall e ciency of
FL.

FedAsync([28] is an asynchronous FL method that provides a theoretical convergence
guarantee. There is no synchronization time point in FedAsync and the server updates
the global model as soon as it receives any uploaded model updates.

SAFA [36] is the state-of-the-art semi-asynchronous FL framework. The system re-
guires a part of the devices to be synchronized with the server every xed time interval.
In each round of synchronization, the system will aggregate the uploaded model up-
dates to update the global model. For a fair comparison, we set the xed time interval
as0.5 ,1 and2 ofthe initial T, of FedSEA, and get the baseline of SAFA(short),

SAFA(medium) and SAFA(long), respectively.

The slow devices (i.e., Raspberry Pi 4) will train smaller models in FedSEA and train

the global model the same as the other devices in the baselines. In IC-MNIST and IC-
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CIFARL10, the slow devices train a 2-layer MLP with a hidden layer of dimension 256. In
IC-EMNIST, the slow devices train a small CNN composed of one convolutional layer with
10 kernels and one fully connected layer. In HAR, the slow devices train a multiclass logistic
regression model. In NCP, the devices train a small RNN with only one LSTM layer.
Evaluation Metrics. We evaluate the training performance of FedSEA using two sets of
metrics:

» Metrics for Training Performance: (1) inference accuracy: for IC-MNIST and IC-
CIFAR10, we evaluate the inference accuracy of the global model on the global test
data. For IC-EMNIST, HAR and NCP, we evaluate the inference accuracy of the
global model on each device's test data and report the average accuracy for evalua-
tions; (2) time cost:for a fair comparison, we x the communication cost (i,e, data
volume of communication) of the whole system and measure the time cost of the
system to nish training, and normalize it as the ratio to the time cost of FedAvg as
reported time cost;

» Metrics for On-board Resource Cost: for a fair comparison, FedSEA and baselines will
stop training after consuming an identical communication cost. We evaluate the cost
of various on-board resources for federated training: (1)ocal training time: we mea-
sure the time cost for local training performed on devices during the whole federated
training and normalize it as the ratio to the local training time of FedAvg. We report
the normalized training time as the local training time; (2) energy consumption: we
measure the average energy consumption across devices brought by participating in
FL and calculate the energy consumption saving percentage; (3nemory footprint:
we measure the memory footprint of di erent applications on device and calculate the

memory footprint reduction on the extremely lagging devices during training.

2.2.4.4 Training performance

We compare FedSEA with the baselines in terms of the accuracy-time cost tradeo . For

a fair comparison, we set the communication cost (i,e, transmitted data volume) to be the
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FIGURE 2.8: Comparison between FedSEA and baselines in inference accuracy-time cost space.

cost of 2000 rounds of FedAvg for FedSEA and baselines. Ideally, we expect the FL system
nishes training in a shorter time with higher accuracy.

We rst compare FedSEA with the SOTA semi-asynchronous FL algorithm SAFA. It is
shown that by setting longer synchronization intervals, SAFA can achieve higher accuracy
but needs to take longer time to nish training, which is more like a zero-sum game between
performance and e ciency. However, FedSEA is able to improve inference accuracy and
system e ciency simultaneously compared with SAFA. In particular, compared with SAFA
applying medium synchronization interval, FedSEA improves inference accuracy by 11.9%,
5.97%, 37.44%, 17.6%, and 15.7% on IC-MNIST, IC-CIFAR10, IC-EMNIST, HAR, and
NCP, respectively. Besides, it also reduces 8.62 12.5 , 15 , 2.05 and 8.81 time cost

in those applications, respectively.
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Second, compared with FedAsync which focuses on time e ciency, FedSEA achieves
higher inference accuracy while having comparable time cost. Speci cally, FedSEA im-
proves inference accuracy by 27.9%, 17.3%, 44.34%, 15.13%, and 16.7% on IC-MNIST,
IC-CIFAR10, IC-EMNIST, HAR, and NCP, respectively.

Third, compared with FedCS, FedSEA improves inference accuracy and system e -
ciency simultaneously. The key reason is that FedCS does not consider the data distribution
heterogeneity across devices when sampling devices to participate in training. In particu-
lar, FedSEA improves inference accuracy by 21.9%, 11.8%, 36.04%, 25.5%, and 16.3% on
IC-MNIST, IC-CIFAR10, IC-EMNIST, HAR, and NCP, respectively. In addition, FedSEA
also reduces 1.27, 1.75 , 2.01 , 1.43 and 6.74 time cost, respectively.

Fourth, compared to FedAvg which is the vanilla synchronous FL, FedSEA does not out-
perform in inference accuracy since FedAvg does not consider the time e ciency. However,
FedSEA can achieve a signi cant reduction in time cost compared with FedAvg. Specif-
ically, FedSEA reduces 72.3, 83.3 , 87.2 , 476 and 34.7 time cost on IC-MNIST,
IC-CIFAR10, IC-EMNIST, HAR, and NCP, respectively. It is also notable that there are
some realistic scenarios where slow devices do not have the capability to train the global
model. In this case, FedSEA can still achieve high inference accuracy by letting the slow
devices train smaller models, but FedAvg will su er a serious accuracy drop due to the
exclusion of those extremely lagging devices.

For standalone, although the devices do not need to communicate with the server nor
wait for the other devices for training, it is still time-consuming for slow devices to train
the global model. Unsurprisingly, without collaborations across devices, the local models
trained locally perform poorly on the global dataset.

Scheduling overhead.The only scheduling overhead that would a ect the e ciency of the
whole system is the scheduler of synchronization since the other scheduling actions are
conducted in parallel with local training. To schedule the synchronization, the server only
needs to sort an array of numbers and compute the di erence between the elements, which

is signi cantly e cient. For example, the local training time of one batch on an idle Jetson

42



TX2 is nearly 0.2 seconds for IC-CIFAR10. However, the time cost of the server in our
platform to schedule even 10,000 devices, which are much more than the devices in our
evaluation, is lower than 0.007 seconds and not comparable with one step of local training.

Thus, the impact of scheduling overhead on the e ciency of the system is negligible.

2.2.4.5 Hyper-parameter Evaluation

Number of Participating Devices: In each round of synchronization, FedSEA randomly
selects several idle devices to participate in training. We evaluate the impact of the number

of selected devices in each synchronization on the performance. We conduct experiments
on IC-EMNIST, IC-CIFAR10 and NCP, and vary the number of selected devices in each
round as {20, 40, 60}. Figure 2.9 shows that the inference accuracy increases slightly when
the number of selected devices increases. Speci cally, the inference accuracy increases by
2.47%, 1.1% and 2.6% for IC-EMNIST, IC-CIFAR10 and NCP when the number of selected

devices increases from 20 to 60.

FIGURE 2.9: Impact of the number of selected devices in each round of synchronization on the
inference accuracy.

Con guration Scheduler Hyper-parameter a: An important hyper-parameter of FedSEA
is the tolerance of staleness, which ia in the algorithm of training_con g_scheduler . We

conduct experiments on IC-EMNIST, IC-CIFAR10, NCP and vary a as {2, 4, 6, 8, 10} to
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explore the impact ofa on the performance of FedSEA. The results are shown in Figure 2.10.
The results illustrate that reducing a improves the inference accuracy of FedSEA. The rea-
son for accuracy improvement is thattraining_con g_scheduler can mitigate the staleness
and improve the balance of aggregating frequency across devices by applying a smakber
which is consistent with our Theorem 1. It is also notable that when decreasing extremely
(i,e, from 4 to 2), the inference accuracy shows a slight drop. The accuracy drop after ap-
plying extremely small a comes from the signi cant manipulation of local training con gu-
rations. However, this accuracy drop is marginal because thdistillation&infusion_module
avoids extremely signi cant manipulation on local training con gurations, and this marginal

accuracy drop will not be an obstacle to applying FedSEA in the real world.

FIGURE 2.10: Impact of the tolerance of stalenessn the inference accuracy.

2.2.4.6 On-board Resource Cost

Local Training Time: One key benet of applying FedSEA is that devices can reduce the
local training time because the slow devices train fewer steps in each round or conduct
local training based on a smaller model. This reduction of training time will promote
the application of FL systems in practice since the local training of FL will hinder the
performance of the primary task on edge devices such as real-time object detection. To

quantify the benet of local training time reduction, we compare the average training
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Table 2.5: The reduction of local training time.

Applications Reduction of local training ti_me
Jetson TX2 | Raspberry Pi4

IC-MNIST 2.1 714.5

IC-CIFAR10 2.7 792.9

IC-EMNIST 3.1 134

HAR 1.6 4.9

NCP 2.3 12.7

Table 2.6: Memory footprint reduction of FedSEA.

L Memory footprint (MB)
Applications FedSEA| Baselines
IC-MNIST 1.01 4.85
IC-CIFAR10 3.98 7.47
IC-EMNIST 6.59 14.19
HAR 0.32 0.72

time of Jetson TX2s with the primary task of objective detection and Raspberry Pi 4s
in FedSEA with the corresponding devices in FedAvg with the same communication cost.
Table 2.5 shows that applying FedSEA devices can reduce local training time signi cantly,
especially for the extremely lagging devices (i,e, Raspberry Pi 4s). For example, Raspberry
Pi 4 can reduce local training time by 714.5 and 792.9 in IC-MNIST and IC-CIFAR10,
respectively. The reason for such a huge reduction is that Raspberry Pi 4s in FedSEA just
train 2-layer MLP rather than CNN in IC-MNIST, IC-CIFAR10.

Energy Consumption: FedSEA can reduce the energy consumption of devices by decreasing
the local training steps and letting slow devices train smaller models. We measure the
average energy consumption of a Raspberry Pi 4 to complete one round of local training
and compare the results between FedSEA and the other baselines in Figure 2.11. The
results demonstrate that devices in FedSEA can complete one round of local training with
less than 3 mWh energy consumption, which saves more than 700energy compared with
other baselines in IC-MNIST and IC-CIFAR10.

Memory Footprint. FedSEA is able to dramatically reduce the memory footprint of local
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FIGURE 2.11 Comparison between FedSEA and the baselines on energy consumption (Raspberry
Pi 4).

training on slow devices by allowing them to train smaller models. To quantify the bene t

of memory footprint reduction, we set the batch size as 64 and measure the memory needed
by a Raspberry Pi 4 to conduct local training in di erent applications. For the baselines,
devices conduct local training on the same model architecture, and hence the reported result
is the same for all the baselines. As Table 2.6 shows, FedSEA is able to reduce memory
footprint by 4.9 , 1.9 , 2.2 , and 2.3 in IC-MNIST, IC-CIFAR10, IC-EMNIST, and
HAR, respectively. This reduction in memory footprint will be even more signi cant when

applying larger batch sizes or larger global model sizes in the real world.

2.3 Communication-Ef cient Vertical Federated Learning with Lim-
ited Overlapping Samples

To solve the aforementioned two challenges of VFL, we proposene-shot VFL [68],
which is a communication-e cient VFL algorithm that can achieve high performance with
minimal overlapping samples. In one-shot VFL, the clients are guided to conduct local semi-
supervised learning (SSL) using both the overlapping samples and the unaligned samples
to train well-performing feature extractors. Under one-shot setting, the clients only need to
conduct two upload operations and one download operation for the training session, which

drastically reduces the communication cost and frequency. We further propostew-shot
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VFL [68] as an extension of one-shot VFL. Few-shot VFL expands the supervised dataset
on clients to improve the performance of the local feature extractors. Compared with one-
shot VFL, clients in few-shot VFL conduct one more time of uploading and downloading
but can achieve better performance, especially when the number of overlapping samples is

small.

2.3.1 Problem De nition

SupposeK clients and a server collaboratively train a model. There is an overlapped
datasef across all clients with sizeNo: tXo;,YoiUy;. The feature vector xo; P RY is
distributed among K clients tx§; P R%UC |, where dy is the feature dimension of clientk.

For simplicity, the aligned dataset txX; P R%uyZ, on client k is denoted asX, and the

settX'gukp[K] is denoted asX,. BesidesX¥, each clientk also possessebl, local samples
tx¥; P RY%y% which is denoted asX{ that is unaligned with other clients. The server

has the true label of the overlapping samplesy; ui'\l"l which is denoted asY,. An example
of data splitting in the two-client setting is shown in Fig. 2.2.

Each client (says thek-th) learns a representation extractor f,(.; g¢) to extract represen-
tations and the server learns a classi erf¢(.; qc) to classify the representations uploaded by

clients. The collaborative training problem can be formulated as

. 1.
min L(Qi X0, Yo) 1 9(0h, .0k Ge; Xo,s Yoi) (2.16)
where Q = [qq; ...;0k; 0c]. 9(.) denotes the loss function formulated as:

g(Qli---’QKﬂc;Xo,iayo,i): g fe hg-),i h(|§,| Yoi (217)

where stands for the concatenation operation, anoh'gi is the representation extracted by
the local model on clientk:

hs = fu(x; a0 (2.18)

1 We assume the alignment between overlapping samples is known as a priori. In some applications private set
intersection could be used before running VFL to nd the sample alignment.
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For simplicity, the set of representations of the aligned data extracted by clientk th'é’iq'i‘)l

is denoted asHX. The objective of each partyk is to nd the optimal ¢, without sharing
local datatx'c;i ui'\i"l and parameterq,. The objective of the server is to optimizeq. without

sharing g and true labels Y,,.

2.3.2 Methods

To reduce the communication cost and improve the model performance under the set-
tings with limited overlapping users, we propose two VFL methods called one-shot VFL

and few-shot VFL, respectively.

2.3.2.1 One-shot Vertical Federated Learning

FIGURE 2.12: Work ow of one-shot VFL. The clients conduct two times of uploading and one
time of downloading.

We rst propose one-shot VFL, in which the clients expect to receive partial gradients
from the server only once. The intuition of one-shot VFL is that we can extract su cient
information that will guide clients to conduct local training from the received partial gradi-
ents. The work ow of one-shot VFL is shown in Fig. 2.12. First, the clients (e.g., thek-th)
extract representations of the overlapping dataH¥ and send the representations to the server

(D). Then, the server aligns and aggregates the received representations from all clients
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and computes loss with the true labels. After that, the server conducts back-propagation
to compute the partial gradients of local representationsr HgLossand sends the partial
gradients and the number of classe€ of the global classi cation task to corresponding
(i.e., the k-th) clients ((2)). After the k-th client receives the partial gradients, it conducts
k-means on the partial gradients and assigns the overlapping samplégf temporary labels
\?(')‘ using the clustering index of corresponding gradients(®). The intuition behind clus-
tering is that the partial gradients of the same class should have similar directions while
the partial gradients of di erent classes should have higher diversity. By clustering the
partial gradients, the clients can infer information about true labels on the server to guide
local training. With the temporary labels assigned to the overlapping samples, the clients
conduct semi-supervised learning based oXf and t X, Y&u to get updated W} (@). After
the k-th client completes the local semi-supervised learning, it derives new representations

HK* by computing fil(X&EWD and sendsHX" to the server (). Finally, the server aligns

and aggregates the received new representatiomngluk to get new global representations
HZl and netunes the classi er W, using t H, You ((6)).

The detailed algorithm of one-shot VFL is shown in Algorithm 4. It is notable that
during the whole training process, the clients only need to upload representations to the
server twice and download gradients from the server once, which is the reason we call it
one-shot VFL. With such a signi cant reduction from iterative download/upload to one-
shot, we overcome the communication bottleneck in VFL. Meanwhile, local SSL conducted
by clients fully utilizes the data of users that are unique to each client and improves the

performance under realistic settings with limited overlapping samples.

2.3.2.1.1 Local SSL.In one-shot VFL, the clients conduct semi-supervised learning (SSL)

based onXK and t XX, Yku. For dierent types of data, the detailed SSL algorithms are

di erent. The training objective of the k-th client can be abstracted into

lssi G X5 XEYE =15 aeXEYE + 10y aoXE (2.19)
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wherelg(.) is the supervised training loss](.) is the unsupervised training loss]  controls
the trade-o between the supervised loss and unsupervised loss. In this paper, we focus
on two types of data: image data and tabular data, which are common use cases of VFL.
Plenty of SSL algorithms [69, 70] have been proposed for image recognition, and we apply
FixMatch [69] for the clients conducting SSL on image data, which is a widely applied
SSL algorithm in image recognition. On the other hand, in order to t DL to the task

of tabular data SSL, we modify the augmentation methods in FixMatch and propose our

FixMatch-tab algorithm for local SSL of tabular data. We modify the weak augmentation

FIGURE 2.13: Features are randomly masked for data augmentation.

a(.) and strong augmentationA(.) in FixMatch to adapt it to the tabular data. For weak
augmentation, we randomly generate a binary maskn with the same shape of the data
point. Each element ofm is sampled from a Bernoulli distribution. We replace the masked
elements with the mean value of the corresponding elements of local data. For the strong
augmentation, we add noise to the masked samples. Thus, when we train a data poirt
in FixMatch-tab, we rst sample a binary mask m for both weak and strong augmentation

and sample a noise vecton for strong augmentation where

mi B(lyrm),
(2.20)
n; N(O,Sz),

m is the expected ratio of elements that are masked ang? is the variance of the noise.
Then, the weak augmentationa and strong augmentationA (.) for this sample in FixMatch-

tab are formulated as

a(x)=mbx+(1 m)b x,
(2.21)
A (x) = a(x)+n,

— 3 _ _
wherex = & jpny Xj @nd N is the number of local samples.

50



FIGURE 2.14: A client does not have enough information to generate reasonable pseudo labels
from either the left or right part of the image alone during local semi-supervised learning (SSL).

FIGURE 2.15: The server judges whether local samples contain enough information to generate
accurate pseudo labels in few-shot learning. The clients conduct local SSL with the expanded
labeled dataset.

2.3.2.2 Few-shot Vertical Federated Learning

Even though one-shot VFL can achieve high performance of the global model with ex-
tremely low communication cost, we consider improving the performance further by paying
with a few more rounds of communication. The key factor to improve SSL performance is to
have a larger labeled dataset. Thus, we propose to expand the supervised learning dataset
on clients in VFL. One intuitive idea is to assign pseudo labels from local predictions to
the unlabeled data points if those predictions have a high con dence. By doing this, we
would only need to modify the local training procedure of one-shot VFL without introduc-
ing additional communication cost. However, there is one potential problem this method

cannot solve. Considering a toy example shown in Fig. 2.14. Two clients participate in

51



training an image classi cation task, and each client has access to half of each image. If the
two shapes on the image are the same, the image is positive and negative if both shapes
are di erent. If we want to improve the performance by enlarging the labeled dataset, the
key is to generate pseudo labels with high accuracy. However, in this toy example, it is
impossible for the clients to generate reasonable pseudo-labels based on only half of the

images since they do not have enough information to infer the true label of the image.

To solve this problem, we propose few-shot VFL as shown in Algorithm 4. The main
di erence with one-shot VFL is that the server in few-shot VFL estimates the missing part
of the representations for each client's unaligned data which shall expand their labeled
datasets. The detailed pipeline of lines 17-18 in Algorithm 4 is shown in Fig. 2.15. In
this section, we focus on VFL with two clients (A & B), but the proposed method can be

naturally extended to the scenario where there are more than two clients. When the server
receives the representationsd/} of client A's unaligned data () in Fig. 2.15), it estimates
the missing representationsﬁl'f’ of corresponding samples on client B (does not exist for

unaligned data) with a transform layer T ((3) in Fig. 2.15) as
HE = T(HL HA, HE). (2.22)

The details of T(.) will be introduced later. Then for each unaligned sample (says théth),

the server produces predictiong y;, 9/:®u and probabilities t p;, p{;®u following

yhi = argmax fA(HA:60);,
i
Pl = max FE(Ha0);,
(2.23)
Yﬁ’;B = argmax fo(He HEae®))

]

where f£(.) is an auxiliary classi er whose input is h};. ¢f and o® are trained (2 in
Fig. 2.15) based on the overlapping samples. If the predictionsJ2;, y.:®ubased on local and

estimated global representations are the same with high con dence, the local representation
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hﬁi contains enough information and should be given a pseudo label during the local SSL
on client A. To reduce the noise from misleading pseudo labels, the server sets a probability

ﬁﬁi for each unaligned sample to be given a pseudo-label during local training following

Bli=1 9=y 1ot 1 pli ot plt (2.24)

The intuition is that the higher the con dence, the local representation hﬁi is predicted to

be the same label as the global representatioh{ii Fﬁi, the larger a probability f)uA’i is given
to the i-th unaligned sample on client A for assigning a pseudo label during local training.
In the following, we will introduce the representation transform layer T(.) and local SSL

with probability set t B u.

2.3.2.2.1 Efcient Representation Estimation. We design the representation transform layer
utilizing a scaled dot product attention(SDPA) function formulated as

HE = T(H{, HE' HE)
(2.25)

where b is matrix multiplication operator, and d is the dimension of representation. With

T(.), Each missing representation is estimated through the weighted sum over represen-

tations of overlapped samples. The weight matrixW, = softmaxﬂ'?%ﬂ) re ects the
similarity between the representation to be estimated and the aligned representations in
client A.

We apply the SDPA function rather than a generative model (e.g., GAN) to estimate
representations for two reasons. First, the generative model has to be trained on the
representations of overlapping samples. However, the number of overlapping samples could
be too small in real life to train a generator with good performance. Second, when there
are K clients, the server needs to trainK generators, which introduces heavy computational
overhead. By applying the SDPA function to estimate representations, we can overcome

the problem of limited overlapping samples and improve the computational e ciency of our
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estimation.

2.3.2.2.2 Local SSL with Expanded Supervised Dataseffter the client A receives t ﬁﬁiu
(@ in Fig. 2.15), it samples a subset denoted aX; from X{ with probabilities t p{};u. For

client A assigns the pseudo labe§” . as the prediction of the local

A e wA
each samplex/}.. in X uci

uc,i ucr
model that was learned using SSL on client A. For simplicity, the set of pseudo Iabely?,ﬁcli
is denoted as\?uAc. In such a way, client A expands the supervised data via SSL. Hence, the
objective of SSL (&) in Fig. 2.15) on client A can be formulated as
lssi q;X@zX{fC,X@ Y X@c' ?oA Y ?Lﬁ)

(2.26)
=ls gGXOY XOYOY YL +1uly gXAzXh, .

2.3.3 Evaluation
2.3.3.1 Experimental setup

We evaluate our proposed one-shot VFL and few-shot VFL on both image and tabular
data. As stated before, we focus on and evaluate two-client scenarios in this paper, which
is a common experimental setup in most VFL literature[42, 49]. We compare our methods
with two SOTA VFL methods aiming at reducing communication cost and solving the
problem of limited overlapping samples, respectively.

Baselines. We compare our proposed algorithm with vanilla VFL and two SOTA VFL
methods. (1) FedBCD [42]aims at reducing the communication cost. In vanilla VFL, clients
conduct one iteration of training after one time of inter-party communication. FedBCD
allows clients to conduct multiple iterations of local training using the stale partial gradients
of representations received in the last communication. (2fFedCVT [43]is a semi-supervised
learning approach that improves the performance of VFL using limited overlapping samples.
FedCVT leverages representation estimation and pseudo-label prediction to expand the
training set to improve the model's representation learning. However, it still su ers from
high communication cost.

Datasets. To evaluate our VFL methods under di erent VFL settings, we use both image
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data and tabular data for experiments. We use CIFAR-10 for image classi cation and
UCI_credit_card dataset [71] for prediction of default of credit card clients. For CIFAR-10,
we follow [42, 43] to split an image into two halves. For UCI_credit_card dataset, we follow
FATE [53] to assign ten attributes to one client and the rest to the other client. To mimic
the settings in which limited samples are overlapping, we randomly samplBl, samples from
the dataset as the aligned dataset. For the rest of the samples we evenly and randomly
separate them into two sets, and one client has access to the assigned attributes/halves of
images of one set.

Hyperparameter Con gurations. To evaluate our methods under settings with di erent
sizes of overlapping samples, we séd, = t256,512,1024, 2048for CIFAR-10 and N, =
t1000, 2000 for UCI_default_credit. We set B as 32 for both datasets. Learning rates
hs and h; are set to be 0.01. For FedBCD, we sefQ as 5. We sets as 0.1 andr, as 0.2
for tabular data augmentation. For CIFAR-10, we allow the baselines to continue training
even after convergence to try to achieve a decent accuracy. For UCI_default_credit, we
stop the training of baselines when there is no improvement in accuracy in the last 20
rounds. We use WideResNet20 as the backbone model for CIFAR-10 and a two-layer MLP
for UCI_default_credit.

Evaluation metrics. (1) Utility metric (Accuracy & AUC). We use the test data accuracy
of the classi er on the server to measure the performance of VFL on CIFAR-10. For
UCI_default_credit, we apply Area under the ROC Curve (AUC) as the utility metric.

A smaller accuracy or AUC means a less practical utility. (2) Communication metric
(Communication cost/times): We use the times of communication between the clients and
the server and the total data volume of communication cost to evaluate the communication

e ciency of VFL.
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Algorithm 4 One-shot and few-shot VFL. modeis "few_shot" if the server is executing few-shot
VFL; X¥ andX¥ are aligned dataset and unaligned dataset of dieviy is the set of true labels of
overlapping samples on the serv€ris the number of classes in the task; TKelients are indexed
by k; B is the minibatch sizeEs andE; are the number of epochs of the server and clidntand
hc are learning rate of the server and cliemf§) andlgg(.) are loss functions de ned in Eq. 2.16
and Eqg. 2.19; Uploading happensdn ; Downloading happens i@ .
Server executes:
1: initialize q;
2: for each clienk P [K] in parallel do
3 HKkg (XK qo); ™(D)in Fig. 2.12
4: end for
5: fork=1,...,.Kdo
6
7
8

rclossd r g fo Hy HE Yo ! ™(2)in Fig. 2.12
: end for
. for each clienk P [K] in parallel do
9. ClientUpdate( xLossC); ™(3)4)in Fig. 2.12
10 HKke fi(XKq); ™(5)in Fig. 2.12
11: if mode== "few_shot"then
12: HE g fi(X a);
13: end if
14: end for
15: if mode== "few_shot"then
16: fork=1,...Kdo

17: tpK Upjy O InferProb tHEu H ™De ned in Alg. 5
18: CIientUpdateFewshchq()E iuilem); ™De ned in Alg. 5
19: HE g fi(X& a);

20: end for

21: end if

22: B, B+ B (splitH} ... HX andY, into batches of siz8);
23: for epochi from 1 toEs do
24:  for batchb, P By, by P By do

25: @D g hs g9 fc(bn).by ; ™(®)in Fig. 2.12
26: end for

27: end for

ClientUpdate(r H(|§LossC):

28: Y§ D k-meangr LossC); ™(3)in Fig. 2.12

29: By,Bo Bt B (split XK, XK, YKinto batches of siz8);
30: for epochi from 1 toE; do
31: for batchby PBy,bo PBo by PB+ do

32: & D ok her glssi G bu,bo by ; ™(4)in Fig. 2.12
33: end for
34: end for
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Algorithm 5 Local SSL training process with expanded labeled dataset in few-shotPd’gi(ﬂ_z.tku
stands foH} ,..., HE' 1 HK*L . HK

InferProb  t HXu, HK :

1:

for k= 1,....Kdo
& D argmingg f& H&A Yo ;

. end for
: gc B execute line 22-27 in Alg. 4;

2
3
4
5:
6
7
8

|_A|l[JK]ztkuD T Hh,Hg,HgK]Ztku :

:fori=1,..|HX do

pk, B compute Eq. 2.23 and Eq. 2.24;

. end for
9:

return t B Upji;

ClientUpdateFewshot( Bk ;tipxi):

10:
11:

12:
13:
14:
15:
16:
17:
18:
19:

X B sample fromX§ with probabilityt pK  pix:
YD fe Xbook
XKD XKy xk; ykip yky yk.
xktp xkzxk -
Bu,B, Bt B (split Xl'jl, x}gl, Y&linto batches of siz8);
for epochi from 1 toE; do

for batchby PBy,bo PBy by PB+ do

Ok b Ok her qklssl qk;bux bo, by ;
end for
end for

™This is executed only by once
™ Qptimize with SGD(2) in Fig. 2.15

™(2)in Fig. 2.15
™(3)in Fig. 2.15

™(4)in Fig. 2.15

™(5)in Fig. 2.15
™(5)in Fig. 2.15

™(®)in Fig. 2.15
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Table 2.7: Results of accuracy and communication on CIFAR-10. Best accuracy is shiosd and best communication costliold italic.

Overlap size 256 512 1024 2048

Acc Comm Cé):;:n Acc Comm ng{n Acc Comm C(?:S][n Acc Comm Cé)orr;tm

[0) i [0) i 0, i 0, 1

(%) times (MB) (%) times (MB) (%) times (MB) (%) times (MB)
Vanilla VFL 31.47 8000 262 | 35.33 16000 524 | 42.71 32000 1047| 50.75 64000 2094
FedCVT [43] || 31.83 8000 262 | 35.12 16000 524 | 42.38 32000 1047| 48.2 64000 2094
FedBCD [42] || 31.45 1600 53 | 35.43 3200 105 | 41.93 6400 209 | 49.75 12800 419
One-shot VFL|| 78.23 3 0.79 | 81.12 3 1.6 | 85.25 3 3.1 | 86.13 3 6.3
Few-shot VFL|| 78.93 5 26.4 | 83.03 5 27.2 | 85.68 5 28.7 | 87.23 5 319
Few-shotVFL|l o) 37 805 526 | 84.05 965 586 | 86.35 1805 87.7 | 87.49 2005 97.4

+ netune




2.3.3.2 Experimental results

Accuracy v.s. Communication Cost. The results of CIFAR-10 are shown in Table 2.7.
It is shown that compared with vanilla VFL, one-shot VFL improves the accuracy by
more than 45% while reducing communication cost by more than 330. FedBCD reduces
communication cost compared with Vanilla VFL. However, it does not improve the accuracy
of the model, and the communication reduction is not comparable with one-shot VFL. It
is notable that FedCVT cannot achieve signi cant accuracy improvement compared with
vanilla VFL, because the true label is extremely limited in our realistic setting. With
extremely limited true labels, it is hard for the server of FedCVT to conduct SSL using
only the estimated representations and pseudo labels.

Few-shot VFL improves the accuracy further with higher communication cost compared
with one-shot VFL. However, the communication reduction is still signi cant compared with
baselines. In both one-shot VFL and few-shot VFL, clients train representation extractors
rst, then the server trains the classi er. To improve the accuracy further, we conduct end-
to-end vanilla VFL after completing few-shot VFL to netune the global model on CIFAR-
10. It is shown that end-to-end netuning can improve the accuracy further. Even though
the netuning requires more communication rounds, it is still much more e cient compared

with the baselines and o ers the clients an option to further improve the performance.

FIGURE 2.16: Compared results of AUC v.s. communication cost on UCI_default_credit.
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The results of UCI_default_credit dataset are shown in Fig. 2.16. Even though the
task of credit card default detection is much simpler than image classi cation, which does
not require a large amount of data to learn, our one-shot VFL can still achieve AUC higher
than all the baselines in both settings. One-shot VFL can reduce the communication cost
by more than 32 , 33 , and 10 compared with Vanilla VFL, FedCVT, and FedBCD,
respectively, under the setting with 2000 overlapping samples. Few-shot VFL increases the
communication cost slightly compared with one-shot VFL, but it can improve the AUC
further.

Accuracy v.s. Times of Communication. Besides the communication cost, the times of
communication needed between the clients are also an important metric to evaluate the
communication e ciency. If the clients are required to communicate with the server contin-
ually (e.g., vanilla VFL), a stable and reliable communication channel between the server
and a client will be necessary. In addition, if a client cannot upload its update to the server
in one round of training due to network outage, all the other clients have to wait for it,
which is extremely detrimental to the robustness and e ciency of the system. As shown in
Table 2.7 and Fig. 2.17, only three times of communications are needed for one-shot VFL,
and the clients conduct SSL locally without waiting for the response from the server, which
improves the e ciency signi cantly. FedBCD reduces the times of communication, but it is
still not comparable to one-shot and few-shot VFL. In addition, continual communication
between clients are still required for FedBCD, which cannot solve the bottleneck of commu-
nication e ciently. Few-shot VFL improves the accuracy further with only two additional
times of communication between the clients and the server. During netuning, the clients
need to continually communicate with the server for multiple rounds. However, the clients
do not need to communicate during as many rounds as for the other baselines. In practice,
our one-shot and few-shot VFL can be used as pre-training techniques to achieve higher

performance while signi cantly reducing the communication cost.
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FIGURE 2.17: Compared results of AUC v.s. number of communication times on
UCI_default_credit.

2.4 Summary

In this chapter, | explored two distinct but complementary directions toward building
heterogeneity-aware and e cient federated learning systems. | proposed and evaluated
solutions under both horizontal and vertical federated learning settings, focusing on the
fundamental challenges of system diversity, computation e ciency, and communication
cost.

| rstintroduced FedSEA, a semi-asynchronous HFL framework designed for extremely
heterogeneous devices. By allowing the central server to adjust training con gurations based
on predicted training time and dynamic on-device resource availability, FedSEA mitigates
the problems of staleness and unbalanced aggregation frequency. This adaptive synchro-
nization strategy signi cantly improves the overall system e ciency. Notably, FedSEA
enables even extremely lagging devices to participate in the training process, enhancing
the scalability and inclusiveness of FL systems. Experimental results on representative FL
applications demonstrated that FedSEA outperforms state-of-the-art methods across mul-
tiple dimensions, including accuracy, convergence time, energy consumption, and memory
usage.

Next, | addressed the communication bottleneck in vertical federated learning by propos-
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ing one-shot VFL, a novel approach that applies self-supervised learning to overcome
two real-world limitations: high communication overhead and limited overlapping sam-
ples across clients. In one-shot VFL, clients engage in only two upload steps and one
download, yet achieve higher accuracy than existing methods. | further proposed few-shot
VFL, which achieves better performance with only one additional round of communication.
Evaluations on both imaging and tabular data con rmed that our methods substantially
reduce communication cost while improving model performance under limited alignment.
Together, these two contributions advance the practicality of federated learning under
real-world system and deployment constraints, paving the way for more scalable, inclusive,

and e cient federated Al systems.
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3. Gradient-free Training Systems for Large Language
Models on Edge Devices (computation driven)

In the previous chapter, | introduce heterogeneity-aware and e cient FL systems that
enable us to utilize the user's distributed data in a private way to develop Al applications.
However, there are still some practical challenges to deploying FL systems in the real world,
especially for applications that rely on advanced large language models.

Large language models (LLM) have shown increasing power on various NLP tasks [72,
73, 74, 75, 76, 77, 78, 79]. Typically, these models are trained on a diverse range of text
from books, articles, and websites to gain a broad understanding of human language and
are known as the pre-trained language models (PLMs). Task-speci ¢ data is often required
to adapt PLMs to perform speci c tasks or be more accurate in real-world scenarios. This
ne-tuning process relies heavily on user-generated data on devices, providing a wealth
of contextual insights and nuanced use cases that re ect actual human interaction and
needs. Federated learning (FL) can be applied to enable numerous devices to collaboratively
netune PLMs over decentralized data while preserving data privacy [16, 80]. However, the
participants have to be capable to train the models to conduct FL, which is challenging to
edge devices with constrained resource onboard. To solve this problem, | develop gradient-
free training systems for large language models on edge devices, which will be introduced

in this chapter.

3.1 Background and Related Works

Three speci ¢ challenges constrain the ne-tuning of Al models on edge devices. Espe-
cially for LLMs, these challenges include (1) limited access to the model parameters due to
the high encapsulation, (2) computational and memory costs for local clients, and (3) com-
munication overhead if the FL system is deployed. In the real world, mobile frameworks like
TensorFlow Lite, PyTorch Mobile, and Apple CoreML, deep learning models are usually
integrated or “encapsulated' within a mobile application. This encapsulation involves con-

verting the model into a binary format that is optimized for e cient mobile inference, and
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the direct manipulation of model parameters after conversion is typically restricted. Such
a high encapsulation is also preferred by the model developers to ensure that the model is
used as intended and protects its intellectual property, and it also means that end-users or
third-party developers have limited ability to alter or inspect the model. Additionally, even

if the clients could access the model parameters, it is impractical for devices with limited
resources [81, 82] to conduct local PLM ne-tuning, which is extremely memory-intensive
and brings high computational overhead. Moreover, ne-tuning PLMs through FL requires
the clients and server to frequently exchange model parameters or gradients, usually on
a scale of millions or even billions of parameters. Such intensive communication cost is
unfeasible for commercial edge devices with limited communication bandwidth.

To this end, existing works [83, 84, 85, 86] apply parameter-e cient ne-tuning (PEFT)
methods of PLMs to FL to reduce resource costs. E ective PEFT methods include adapter
tuning [87], pre x tuning [88], LoRA [89] and BitFit [90]. Recent Knowledge Editing
(KE) methods personalize LLMs by modifying internal model parameters to update factual
knowledge. For example, [91] identify MLP layers as memory units, while KN [92] modi es
speci ¢ MLP rows using gradient-based techniques. Other works use hyper-networks to
predict weight updates at test time [93, 94], with applications in BERT, BART, T5, and
GPT-J. ROME [95] uses causal tracing to localize and edit knowledge-relevant FFN mod-
ules. These techniques primarily freeze most parameters of PLMs and update only a few
additional parameters, which can reduce computational costs signi cantly. However, these
methods still require the clients to access model parameters and gradients for local training.
Even if the computational cost could be reduced, these gradient-based methods requiring
back-propagation are still unfeasible for most edge devices with limited resources, such as
mobile phones and AR headsets.

However, it does not mean that all of these methods are useless to develop the training
system on device. Among all of these methods, prompt-based learning has gained signi cant
attention of me since it does not need to modify the model parameters, which theoretically

provides some probability to tune the model without the access of model parameters. Its
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essence is rooted in leveraging minimal examples or speci ¢ cues to guide a PLM toward
the desired output. This contrasts with traditional supervised learning, where a model is
trained explicitly using extensive labeled data. OpenAl's GPT-3 [74] marked a pivotal turn

in the exploration of prompt-based learning. The sheer scale of GPT-3 made it possible to
produce relevant outputs with carefully crafted prompts [74, 96] without the need for task-
speci ¢ model ne-tuning. However, manually designed prompts still su er a performance
gap compared with a ne-tuned model [74, 97, 98, 99]. Recent works demonstrate that the
prompt does not have to represent natural language. It can also be optimized e ciently in
continuous space with gradient descent [88, 100, 101, 102, 103, 104]. In the case of only
tuning the continuous prompt while keeping the parameters of large PLMs untouched, one
can retain the e cient training bene ts while matching the performance of full model tuning.
Prompt tuning [96, 88] was proposed to ne-tune a continuous vector concatenated to the
input embeddings. Unlike manual prompt design conducted at the vocabulary level, prompt
tuning optimizes the prompt in the embedding space. Based on this idea, p-tuning [104,
105, 102] was proposed to improve the performance further. Similar to prompt tuning,
p-tuning also learns concrete prompts in the embedding space. However, in p-tuning, an
additional LSTM model is required to predict token embeddings. My works introduced in
this chapter are mainly inspired by the prompt learning capability of LLMs, which solve

the memory and computational issues of existing methods.

3.2 FedBPT: Ef cient Federated Black-box Prompt Tuning for Large
Language Models

To solve the aforementioned issue of netuning PLMs on edge devices, | propose a
new framework called Federated Black-box Prompt Tuning (FedBPT) [106] as shown in
Fig. 3.1. The goal of FedBPT is to train an optimal prompt to improve the performance
of the frozen PLMs. The clients and the server exchange prompts rather than model
parameters, which reduces the communicated variables from millions or billions to only

hundreds, improving communication e ciency signi cantly. The clients in FedBPT adopt
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a gradient-free optimization method rather than gradient-based methods to conduct local
training, which frees the clients from being required to access the model parameters. In
addition, only forward-propagation without back-propagation is needed for local training,

which can reduce computational cost and memory consumption.

FIGURE 3.1: Overview of FedBPT. The clients in FedBPT adopt a gradient-free optimization
(CMA-ES) to search for optimal distributions of the prompt based on local data. The clients are not
required to access the PLM parameters, and only inference of the PLM is conducted during the
search. The server aggregates the uploaded local distributions to derive the globally optimal
distribution of the prompt. The global distribution will be sent back to the clients for the next round

of search.

3.2.1 Preliminary: Black-box Prompt Tuning

Common language understanding tasks can be formulated as a classi cation task to
predict for a batch of input texts X the labelsY. Prompt tuning is to train a continuous
prompt vector p P RP such that the prediction performance can be improved when the
model is fed the optimal prompt vector p together with the input X. The objective of

prompt tuning can be formulated as

p = argmin L (f(p;X),Y), (3.1)
pPP

where f( ) is the PLM inference API, L () is the loss function andP is some search space of
interest. To optimize p, gradient-based methods (e.g., SGD) can be applied by conducting

back-propagation of the modelf. Recently, a gradient-free optimization, Black-Box Tuning
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(BBT) [107], was also proposed to optimize the promptp without back-propagation. Based
on the observation that large-scale PLMs have a low intrinsic dimensionality [108, 109],
BBT optimizes z PRY in a much smaller subspaced! D) and uses a random projection
matrix A P RP 9 to project z on the original prompt space P. The objective can be
formulated as

z = arg mFiQ L (f(Az;X),Y). (3.2)

To optimize z, BBT adopts a gradient-free optimizer CMA-ES (Covariance Matrix Adap-
tation Evolution Strategy) [110], a widely used evolutionary algorithm for non-convex black-
box optimization in the continuous domain. CMA-ES maintains a parameterized search
distribution, i.e., a multivariate normal distribution. In each iteration, CMA-ES samples a

population of new query solutions from the multivariate normal distribution as
Zt+1; me+ 5N (0,Cy), (3.3)

wherei = 1,...,1 and| is the population size. m; PRY and C; PRY ¢ are the mean
vector and covariance matrix of the search distribution at iteration stept, respectively. s;
is the standard deviation that controls the step length. m,C; and s; are updated by
maximizing the likelihood of successful steps, which are the steps with lower loss values (cf.

[110] for more details).

3.2.2 Method

We proposeFederated Black-box Prompt Tuning method (FedBPT) to train an optimal
prompt in a federated fashion by adapting BBT to federated learning. Unlike FL methods
communicating model parameters, the clients in FedBPT train and communicate with the
server prompts rather than the model parameters, which is communication e cient. To
optimize prompts, the clients only need to conduct inference rather than back-propagation,
signi cantly reducing the computational cost and memory usage. The FL server aggregates
the local prompts uploaded by the client and is completely agnostic to the employed LLM

architecture. During training, the clients can treat the model as a black box: neither the
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clients nor the server requires access to the PLM parameters.

3.2.2.1 Problem Formulation

Suppose there aré clients in FL, and each client hosts a private datasetD* = ( XX, Y¥)
consisting of Nk samplest x, yfUpq- Given a global projected matrix A in Eqg. 3.2, the

clients collaboratively train an optimal z with the objective to solve:

k
z = argmin %Fk(z), (3.4)
kPK]  KPIK]

where F¥(z) is the loss of clientk:

Fz)=L f(Az;X,Yk = = L f(Az;x),yf . (3.5)
iP[nk]

3.2.2.2 Overview of FedBPT

In FedBPT, the clients optimize local objectives based on BBT. Thus, unlike previous
FL works, FedBPT aggregates the CMA-ES parameters applied by the clients to conduct
BBT rather than the deep learning models. At the start of the training, the server initializes
and distributes the projection matrix A to the clients. Then, the server and clients will
freeze and applyA to calculate the prompt with the received z. In each communication
round (e.g., thet-th round), the server rst sends the up-to-date global CMA-ES parameters,
including the mean vectorz;, covariance matrix C; and the search steps; to clients. Then,
the clients (e.g., thek-th client) conduct BBT to optimize the received CMA-ES parameters
by minimizing their local loss, i.e., Eq. 3.5. After local optimization, the clients upload their
locally optimal parameters and the local loss vaIueF"(zt"+ 1) to the server. After the server
receives all CMA-ES parameters, it aggregates the local parameters and updates the global
CMA-ES parameters for the next communication round. After the training is completed
(e.g., T communication rounds), the mean vector of the global CMA-ESzt will be adopted
to compute the optimal prompt pt = Az 7.

The primary distinction between FedBPT and earlier FL algorithms lies in the use of
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BBT for optimization. Yet, integrating BBT into FL algorithms, such as FedAvg, is not
straightforward. Simply combining BBT and FedAvg cannot achieve decent performance.
The rst challenge is how to aggregate CMA-ES parameters on the server e ectively. Unlike
aggregating deep learning models, directly averaging CMA-ES parameters, mostly consist-
ing of distribution statistics, is not feasible. The second challenge is the prompt over tting
problem caused by data distribution shifts across clients, which is common under non-IID
settings. We will introduce these challenges in detail and our solutions in the following

sections.

3.2.2.3 Server-level CMA-ES Algorithm

FIGURE 3.2: Comparison of aggregation between directly using FedAvg and FedBPT. FedAvg
derives the global distribution by directly averaging the local distribution statistics. Mathematically,

the arithmetic mean of the covariance matrices is not equivalent to the covariance matrix of our

targeted optimal global distribution. In FedBPT, the server applies CMA-ES to derive the global
prompt distributions with the awareness of the evaluation results of the uploaded local distributions.

After receiving local CMA-ES parameters, the server conducts aggregation on the server
to derive a global search distribution that can guide the clients' search in the next commu-
nication round. Directly averaging the models uploaded by the clients following FedAvg is
not e ective for FedBPT. In FedBPT, the clients locally optimize the CMA-ES parameters
parameterized by multivariate normal distribution statistics. Mathematically, the arith-
metic mean of the covariance matrices is not equivalent to the covariance matrix of our

targeted optimal global distribution, as is empirically shown in Section 3.2.3.2. In addition,
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CMA-ES is a random search algorithm that cannot guarantee to achieve a local optimum
as with gradient-based optimization algorithms. Directly averaging optimal and inferior
local search results makes it di cult to achieve a global optimum. To derive an optimal
global search distribution on the server, we adopt a server-level CMA-ES algorithm to up-
date the search distribution statistics based on the local search results. The comparison of
aggregations by directly applying FedAvg and FedBPT is shown in Fig. 3.2.

The intuition of the server-level CMA-ES is to consider the local search results as a set
of solutions sampled by the server. The server then evaluates these sampled solutions and
updates the search distributions for the next communication round. Suppose a set of clients
S participate in training in the t-th communication round. The server-level CMA-ES takes
the received mean vectorstz{‘+ 1Ups, as the sampled solutions and the local loss values
tF"(ztk+ 1)Ups, as the corresponding search step loss. To update the CMA-ES parameters,
the search step lengthis required. However, the server-level sampling is conducted by
multiple local search steps, and the server-level search step length is intractable. Directly
applying a local search step length causes the model to diverge. We provide a theoretical
explanation for this divergence later. To solve this problem, we theoretically derive a
corrected search stegsl on the server formulated as

o

2
st= 2 s 1 (s 1), (3.6)
kPSLj=1

where St is the set of I3l clients that upload z&, ; with the lowest local loss valuesF(z¥, ,).
st‘fj is the step length of clientk's j-th local search iteration in communication roundt. |
is the number of local search iterations, and | is the local search population of clientk.
Then, the overall algorithm of FedBPT is shown in Algorithm 6.

We then introduce how we derive the corrected search stepsl ~ After the server
receives the locally updated prompt vectorst 2{1 1Ups, and the corresponding loss values

tF"(z{‘+ 1)Ups, the server updates the CMA-ES parameters as shown in Algorithm 7.
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Algorithm 6 Training Algorithm of FedBPT.

Server executes:
1: initialize the projection matriXA and distribute it to the clients
2: initialize the global CMA-ES parametetgg, Sg, Cou
3: for eachround = 0,1, ...do

4: for each clienk P S in parallel do
5: tzf 1, ts¢Uppy, F¥(2¢4 1)U D ClientUpdatgz, st, Ct)
6: end fog
o] o 2
_ |
& s{=2 KPSt j=1 Stk,j I (S] Tw)
8  1Zt+1,St+1,Cre1U D CMA-ES z§ , F¢ 2K, S 12¢,S8 Cy

9: end for

ClientUpdate(zt, st, Ct):

10: Ztk,l’ S'[k,l’ Ctk’]_ b z:,s:,Ct

11: for each local iteratiopfrom1tol 1do

12: Randomly sample a set of binary maé% with the same shape &K with a rater, of
elements that are zeros

13:  Randomly sample a set of tokeK$ with the same shape o«

14: fori Pl do

. k . . .

15 Zt,],l N Zt,JlSt,JCt,]
|Ek( 3 L f(AzZ §;:X9), Y
16: Z5..) = =
Lyl L f(Az fj;xkd M+ Xkd 1 MK )Yk

17: end for ) |

. k k k k ~k k .-k k k
18 Zt,j+ l, St,j+ l, Ct,j+ l D CMA_ES Zt,j,i' F ZthxI X 'Zt,j y St,] y Ct,]

iP[l ]

19: end for

20: ¥ | D zf
21: FX(zK ) = L f(Az§ ;XK), Yk
22: returntz, 1, ts Uy, F¥(2¢ ;) uto server

i
1Sl

Without the loss of generality, we assume that Zt1+l’ ....Zy;y s ordered satisfying that
Fizt) .. F|Sf|(zlf‘|l) as stated in line 1 of Algorithm 7. The server updatesz,
following

m m
s 1 s 1

Zt1 = rnZ{(+1 =z + E](th(+1 zt), (3.7)
k=1 k=1

where we applyRank-mUpdate [110] and thembest z&, ; with lowest z¥, ; are averaged

to update z;, 1. There is no issue to updatez;, ; on the server (line 2 in Algorithm 7), but to
update si+1 and Cy4 1, the intermediate coe cients evolution path values ps t+1 and pet+1

for this round should be derived rst (line 3&4 in Algorithm 7). For simplicity, we derive
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Algorithm 7 CMA-ES update.
CMA-ES(tz, fiupy1,2.5,C, ps, Po):

1211 B zyqy. 50y With (i) = argsorfy i)
2D rknzlz

ps B Updateps(Zz% z, C, ps)
pe B Updatep(Z4 z, C, ps, Pc)

[ps|
s'D s exp(gncon; 1) o

C'D (1 G Cnt+ G)C+capepl + it oy B2(EA)T
Returnz s C%, ps, pc

\‘G’U‘-‘;w'\"—‘

s{ from the computation of ps (+ 1, which is also applicable topei+1. CMA-ES derives the

evolution path ps+1 following
b
Zt

7 Z
Psir1® (1 C)pse+ 1 (1 )2 mcC, 1’2%, (3.8)

wherecs is an arti cial hyper-parameter satisfying ¢; @ 1[110]. Thes; is intractable in
FedBPT, and we need to derive an estimated! to conduct CMA-ES on the server correctly.

The key to estimating the global search step on the server is to guarantee that the term

?
" mC, Y2 4+1 2 follows a standard normal distribution
?
“re, 12 % N (0,1) (3.9)
t

under neutral selection, which means that the server randomly seIecD#+1 to update

the CMA-ES parameters. Based on this rule of estimation, we rst derive the distribution

of zz+1 z. From Eqg. 3.7, we have
Ze1 = S(Ze1 ), (3.10)

where zK, , is formulated as

J m

, M
2=+ sl =z N o0Cf | (3.11)
j=1 =g M

where Jis the number of local iterations in one round of training, andm is the rank of
local Rank-mUpdate. s is the search step length of clienk's j-th iteration in round t. ztJI
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is the i-th sampled point in client k's j-th iteration of search in round t. When the clients

conduct limited iterations of local training in one round, we make an assumption that the
local covariance matrix C{‘j in one round will not change signi cantly, then we have

5 > 1
%1zt s | az'th N 0,Cf . (3.12)

Therefore, we have

Ct 1/2 (Zt+l Zt)

[ ; 20° 3 Sk 20 l 2
k=1 m =1 “tj i=1 m
(3.13)
1/2
:?ﬁﬁ _ Cto (ztv1 Z) N (0,1).
m J k 2/
k=1 j=1 St (m m)
Compared with Eg. 3.9, we derive an estimated global search step length as
E mJ 2
st=€ 7 " sk (mm). (3.14)
k=1j=1
In this paper, we setl 1 = ... = land m = '?k where | | is the local population

size of thek-th client, and we setm= @ Then without the restriction on the order of

[
(S

1
Ziy 1,21y, » We have

J
F NN 2
si= 2e sk /(s 1), (3.15)

kPstj=1
where S is the set of % clients that upload z,; with the lowest local loss values
Fk(zK ).
3.2.2.4 Local Black-box Prompt Tuning against Over tting

In real life, client data are non-I1D distributed, which causes label-skew across clients [111].
The server-level CMA-ES evaluates the clients' search results based on the uploaded local

loss values. Such label-skew makes local searches over tted to local data distributions by
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FIGURE 3.3: We randomly mask and replace the tokens to perturb a sentence. The PLM should be
confused about the perturbed sentence even given an optimal prompt.

achieving low local loss values and makes it di cult for the server to evaluate their perfor-
mance on the global data distribution. This over tting issue is more serious when adopting
BBT for local training. Gradient-based optimizations (e.g., SGD) incorporate both data
and label information into the gradient for updating. In contrast, when using Eq. 3.2 as
the local training objective, BBT modi es the CMA-ES parameters based primarily on
how close predictions are to the labels while using the data only indirectly. It is a practical
label-skew case in which most of a client's data is distributed in one class [112]. In this case,
a local CMA-ES might learn a prompt that triggers the frozen PLM to generate predictions
corresponding to the dominant class, regardless of the input. We conduct experiments to
demonstrate such an issue. We conduct experiments on AG's NEWS [113], a topic classi-
cation dataset with four data classes. We simulate an FL client to train prompts for a
pre-trained RoBERTa [114] model using BBT. The simulated client holds data following
the Dirichlet distribution, commonly applied in previous FL papers [115, 112] for non-iid
setting, and more than 90% of its data are in class one. The confusion matrix evaluated
with the prompt trained by this client is shown in Fig. 3.4. It is shown that all of the
data will be classi ed as class one after applying the prompt trained by this client, which
demonstrates the problem of over tting caused by local BBT.

To mitigate this over tting issue, we propose a perturbation method to regularize the
local training objective and avoid CMA-ES selecting over tting prompts. For a sample
txik,yiku of client k, we randomly generate a binary maskmr with an arti cial rate r of
elements that are zeros. We then randomly sample a sentené{é from the vocabulary with

the same length ofxik as shown in Fig. 3.3, and the local training objective for thek-th
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(a) Results without prompt. (b) Results of locally trained prompts.

FIGURE 3.4: Confusion matrix of a client holding data that more than 90% is in class one.

client is formulated as

. L f(Az;xK),yK
Z = argmin

2PZ oy b f Az;xkd m+ gkd 1 mk yko

(3.16)

The intuition is that given a perturbed input, the PLM should not be con dent of generating
a correct prediction even when fed an optimal prompt.

A detailed algorithm of applying server-level CMA-ES and the local perturbation method
can be found in Algorithm 6.
3.2.3 Experiments
3.2.3.1 Experimental Setup
3.2.3.1.1 Datasets and Model$Ve conduct experiments on three language understanding
datasets: (1) The SST-2 [116] is a popular sentiment analysis dataset. The SST-2 dataset
consists of sentences taken from movie reviews along with their corresponding sentiment
labels. Each sentence is annotated as either "positive" or "negative" based on the senti-
ment conveyed. (2) The Yelp polarity [117] is another sentiment analysis dataset, which
consists of reviews on Yelp along with their corresponding sentiment labels of "positive" or

"negative”. (3) The AG's News dataset [113] is a large-scale topic classi cation dataset for
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the task of categorizing news articles into one of four prede ned topic classes. The dataset
is based on the AG's corpus, a collection of news articles from various sources. We evaluate
our FedBPT on two PLMs: (1) RoBERTa [114] is a variation of the BERT model. It is pre-
trained using a variant of the masked language modeling (MLM) objective, whose objective
is to predict masked tokens in a given text sequence. In this paper, we apply the version
of 356 million parameters. (2) Llama 2 [118] is a SOTA PLM released by Meta, which is
a collection of foundation language models ranging from 7 billion to 70 billion parameters.
Llama 2 models are trained on 2 trillion tokens and have double the context length than

Llama 1. In this paper, we evaluate FedBPT on the model with 7 billion parameters.

3.2.3.1.2 BaselinesMe compare our black-box tuning FL framework with several gradient-
based and gradient-free methods. For gradient-based methods, we compare with four base-
lines: (1) FedAvg [16] is the most widely-used algorithm for FL. In FedAvg, the clients
ne-tune the whole model and transmit the updated model parameters. (2FedPrompt [85]

is the SOTA work of applying FL to adapt the PLM with high communication e ciency.
The clients in FedPrompt learn and transmit prompts, which reduces the communication
cost signi cantly. (3) FedP-tuning is built on FedPrompt by replacing the local training
from prompt tuning to p-tuning [105], which is more advanced and proven to achieve higher
performance on downstream tasks. (4jedLoRA [119] applies LoRA [89] for local training
and transmits the low-rank adapter parameters, which can reduce communication cost. For
gradient-free methods, we consider three baselines: (Manual Prompt is adapted following
the templates and label words in Table 3.1 to conduct zero-shot evaluation. (2n-context
Learning Following [74], we randomly select up to 5 training samples and concatenate them
with the input texts. (3) FedAvg-BBT is a baseline by simply combining BBT [107] and
FedAvg. We build this baseline for comparison to show the e ectiveness of our designed

server-level prompt searching.

3.2.3.1.3 FL setup & Hyperparameters We follow FedPrompt [85] to design our FL setup.

The system has ten clients, and all of the clients participate in training in each round.
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Table 3.1: Manual prompt templatdsSi : sentence in the datasétM ASKi: mask token adopted
by ROBERTa[OUTPUT]: output placeholder of Llama 2.

Model Dataset Template

SST-2 hSi. It was[MASK].
RoBERTa AG's News [MASK] News:hSi

Yelp hSi. It was[MASK].

SST-2 What is the sentiment of this senterft®:? [OUTPUT]
Llama2 AG's News hSi. The news is aboJOUTPUT]

Yelp hSi. Itis [OUTPUT]

Considering the real world, where many users possess only a limited amount of labeled
data, we conduct experiments under few-shot settings. We randomly select 40 samples
for each class to construct a training setD¢4,. We conduct experiments in both 11D and
non-11D settings. For 1ID settings, we split the training dataset Dyain evenly. For non-
IID settings, we follow previous works to split the data following the Dirichlet distribution
parameterized bya. We maintain a default setting of a = 1.0 throughout our experiments.
The initial search step lengths; is 1. We set local iteration | to 8 and the local population

| « to be 5 for all clients.

Table 3.2: Results under both IID and non-1ID settings with ROBERTa as the backbone model.

SST-2 AG's NEWS Yelp

Method Trainable || Acc.(%) Acc.(%) | Acc.(%) Acc.(%) | Acc.(%) Acc.(%)

Params. 11D non-1ID 11D non-lID 11D non-lID

Gradient-based methods
FedPrompt 51K 90.25 85.55 87.72 85.62 91.44 91.47
FedP-tuning 15M 90.6 87.16 88.17 86.11 93.61 91.63
FedAvg 355M 84.7 82.4 77.43 76.54 88.25 88.03
FedLoRA 786K 84.6 84.53 77.85 75.9 88.52 88.2
Gradient-free methods

Manual prompt 0 83.6 75.75 88.37
In-Context Learning 0 79.7 76.96 89.65
FedAvg-BBT 500 84.45 84.17 76.54 76.46 89.64 89.72
FedBPT 500 87.16 86.47 82.36 81.03 91.12 90.8

3.2.3.2 Experimental Results

3.2.3.2.1 Results of ROBERTaThe results when adopting RoBERTa as the PLM are

shown in Table 3.2. Compared with the gradient-based methods, FedBPT achieves compa-
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rable or even higher accuracy with drastically reduced trainable parameters. Speci cally,
FedBPT achieves an accuracy of 0.92% higher than FedPrompt and only 0.69% lower than
the best gradient-based baseline FedP-tuning for SST-2 under the non-1ID setting. Mean-
while, FedBPT reduces the trainable parameters by more than 100 and 30,000 compared
with FedPrompt and FedP-tuning, respectively. The trainable parameters are required to
be transmitted in each communication round, which means that FedBPT reduces the com-
munication cost of one device in one round from 120MB to only 4KB compared with
FedP-tuning. For AG's News and Yelp, FedBPT can also achieve comparable accuracy
under 11D and non-IID settings. Notably, FedAvg and FedLoRA cannot improve the ac-
curacy under both 1ID and non-1ID settings. This demonstrates that directly ne-tuning
the parameter space of LLMs is not feasible in realistic FL settings, even if adapting LORA
when the clients hold limited labeled samples. We document the memory usage by one
client of di erent methods on SST-2 in Table 3.3. It is shown that FedBPT can reduce

memory costs by more than3 compared with gradient-based methods.

Table 3.3: Memory footprint on SST-2 by applying ROBERTa.

Method Mem.
FedPrompt 5.8 GB
FedP-tuning 6.1 GB

FedAvg 7.2GB
FedLoRA 2.0GB
In-context Learningl 2.1 GB
FedBPT 1.8GB

Compared with gradient-free baselines, FedBPT achieves higher accuracies under 11D
and non-IID settings for all the datasets. FedBPT achieves accuracies of 2.3%, 4.57%, and
1.08% higher than FedAvg-BBT under non-IID settings for SST-2, AG's News, and Yelp, re-
spectively. It is shown that FedAvg-BBT achieves limited accuracy improvement compared
with manual prompts for all the datasets, which demonstrates thatsimply combining Fe-

dAvg and BBT cannot achieve decent performance
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FIGURE 3.5: The results under IID and non-1ID settings with Llama 2 as the backbone model.

Table 3.4: Number of trainable parameters when adopting Llama 2 as the backbone model.

Method || FedPrompt| FedP-tuning| FedAvg | FedLoRA | Manual | FedAvg-BBT | FedBPT
#Params| 205K | 235M | 7B | 4M | 0 | 500 | 500

3.2.3.2.2 Results of Llama 2.The number of trainable parameters when applying Llama
2 as the PLM is shown in Table 3.4. The trade-o between the communication cost of
one device in one round and model accuracy is shown in Fig. 3.5. We have two important
observations: (1) For Llama 2, FedBPT can improve the accuracy signi cantly compared
with the gradient-free baselines and achieve comparable accuracies with the gradient-based
methods in most settings. Speci cally, FedBPT improves accuracy by more than 12%, 11%,
and 13% for SST-2, AG's News, and Yelp compared with the manual prompts under non-
IID settings, respectively. FedBPT can achieve slightly higher accuracy than FedPrompt
under the AG's News IID setting, while the gradient-free baselines experience declines in
accuracy of over 15%. (2) FedBPT reduces the number of trainable parameters compared
with gradient-based methods even more signi cantly than adopting RoBERTa. Speci cally,
compared with FedP-tuning, FedBPT reduces the trainable parameters from 235M to only

500, which makes FedBPT reduce the communication cost of one device in one round from
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nearly 2GB to 4KB.

In summary, FedBPT can achieve much higher accuracy than gradient-free baselines
and comparable accuracy as gradient-based methods for both ROBERTa and Llama 2 mod-
els. In addition, the number of trainable parameters does not increase when the model scale
is larger. The reason is that FedBPT adopts a projection matrix to project the embedding
space to a low-dimension space, which enables the clients to conduct CMA-ES learning to
train a low-dimensional vector. This scalability is essential considering the rapid growth
of the PLM parameter scale, which allows the clients in FedBPT not to pay more com-
munication costs when the FL system adopts larger PLMs. Some gradient-based methods
outperform FedBPT in accuracy for some settings, which is expected. However, we should
realize that gradient-based methods require conducting back-propagation, which are not
always realistic for most cases of FL on edge devices, and only the gradient-free methods

are feasible in many cases.

3.2.3.3 Ablation studies

3.2.3.3.1 Local population sizel(y). In each iteration of local search, the clients (e.g., the
k-th client) sample |  candidates for evaluation. We study the e ect of local population

| « on the model accuracy. We set  from 5 to 20, and conduct experiments on SST-2
and AG's News for ROBERTa. The results are shown in Fig. 3.6. It is shown that the
model accuracy of FedBPT is not sensitive td . Thus, in real applications, |  can be set

relatively small to reduce computational cost.

FIGURE 3.6: Results of FedBPT adopting RoBERTa with differept
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3.2.3.3.2 Local binary mask rate (p). We study the e ect of the rate of zeros in the
binary masks mik that local devices apply to perturb input and avoid over tting. We
conduct experiments on SST-2 and AG's News under the non-IID setting for ROBERTa.
As introduced in Section 3.2.2.4, a larger, means that more tokens in a sentence will be
randomly replaced. We setr, from 0% to 80%, and the results are shown in Table 3.5. It
is shown that applying the random placement can improve the global accuracy compared
with simply adopting vanilla BBT for local training (i.e., rp = 0). This illustrates the

e ectiveness of our designed random placement in mitigating the local over tting challenge.

Table 3.5: Results of FedBPT adopting RoBERTa with differgntnder non-IID settings.

Dataset SST-2

o 0 0.2 0.4 0.6 0.8
Acc. (%) || 84.86| 85.21| 86.03 | 86.47 | 86.12
Dataset AG's News

p 0 0.2 0.4 0.6 0.8
Acc. (%) || 78.28| 80.92| 81.03| 80.75| 80.83

3.3 Knowledge Graph Tuning: Real-time Large Language Model
Personalization based on Human Feedback

The development of LLMs typically encompasses several key phases [120]: pre-training
on vast corpora, alignment to ensure adherence to ethical guidelines, and domain-speci c
ne-tuning. While these steps are crucial, there is often an oversight in recognizing the need
for further personalization during the deployment phase. Once deployed, LLMs encounter
users with personalized factual knowledge [121, 122, 123]. These individual knowledge
bases are consistently re ected through users' feedback on various queries and the model's
responses during interactions, as shown in the interaction example in Fig. 3.7. To enhance
user experience, real-time model personalization is essential, allowing LLMs to adapt and
incorporate user-speci c knowledge based on persistent feedback throughout human-LLM
interactions.

Several technigues have been developed to personalize LLMs, including Parameter Ef-
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FIGURE 3.7: Pipeline of the development of an LLM. In the deployment phase, the model is
personalized based on human feedback during the human-LLM interadtiotesthat our method
focuses on the penalization to edit the speci ¢ factual knowledge rather than aligning the
LLM to some general preference, which should be done in thalignmentstep. The LLM in the
gure is personalized to adapt to the knowledge that the user's dog is vegetarian from the
interaction. Then, in the later interactions, the LLM agent will recommend vegetarian dog food for
the user given the same query.

cient Finetuning (PEFT)[124], Knowledge Editing (KE)[91, 92, 95], and in-context learn-
ing [74]. However, these approaches often su er from low e ciency, limited interpretability,
or both. PEFT and KE rely on back-propagation, which requires substantial GPU mem-
ory and computation, making them unsuitable for real-time or on-device use. Moreover,
modifying model parameters to suit a speci ¢ query may unintentionally alter the model's
behavior on unrelated queries, leading to inconsistencies and degraded performance over
time especially problematic for users seeking stable, long-term personalization. In-context
learning avoids parameter updates and is more interpretable, but its e ciency and scalabil-
ity degrade with longer context lengths due to increased memory and latency costs.
Knowledge graphs (KGs) [125, 126], which store factual knowledge in a structured for-
mat, are increasingly integrated into LLMs to enhance the inference with external knowl-
edge [127, 128, 129, 130] and are becoming a standard component of LLM systems. In this
work, | propose a new paradigm of model personalization by tuning the KGs based on user
feedback [131]. Our proposed method, Knowledge Graph Tuning (KGT), extracts the per-

sonalized knowledge triples from the query and the user's feedback. Instead of optimizing
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the LLM parameters, KGT optimizes the KGs based on the extracted personalized factual
knowledge. | formulate the training objective based on theevidence lower bound (ELBO)
and derive an optimization goal of achieving ehigh personalized knowledge retrieval probabil-
ity and a high knowledge-enhanced reasoning probability propose a heuristic optimization
algorithm to netune the KG by adding and removing knowledge triples without touching
the model parameters, signi cantly improving computational and memory e ciency. Addi-
tionally, the added and removed knowledge triples are comprehensible to humans, ensuring

the method's interpretability.

3.3.1 Preliminary

A knowledge graphGis a set of triples containing factual knowledge: G = t(er,€l)|e e P
E,r PRu, whereE and R denote the set of entities and relations, respectively, and the triple
(er, €Y is referred to as a knowledge triple. A KG-enhanced LLMf, g is parameterized
by both the LLM parameters g and a KG G. Given a natural language queryq, the KG-
enhanced LLM generates an answef,g(qd) based on both the model parameters and the
retrieved knowledge triples fromG. We follow previous works [132, 133] and assume that
the entities g, in the query and e, in the answer are labeled. In this paper, we focus on the

setting where the LLM retrieves one-depth triples.

3.3.2 Method

This section introduces our method, KGT (Knowledge Graph Tuning), which enables
real-time LLM personalization based on user feedback. Instead of netuning the model
parameters, we edit the user'spersonalized knowledge graphwhich provides the user's
personalized factual knowledge to enhance the customization capability of the LLM. KGT
does not need to conduct back-propagation of the LLM, and only the inference is required,
which signi cantly reduces the latency and computational cost. The edited knowledge
triples are comprehensible, ensuring the method's interpretability. The overview of KGT is

shown in Fig. 3.8.
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FIGURE 3.8 The overview of KGT. The LLM extracts the posterior distribution of the personalized
knowledge triple€Q(z|q, @) from the human-LLM interaction. The personalized triples are utilized
to optimize the KG to achieve two goals: The model can (1) retrieve the personalized triples with
high probability and (2) generate the user's feedback with the retrieved triples in high con dence.

3.3.2.1 Knowledge Graph Tuning

Recently, many techniques have been developed to e ciently netune or personalize the
pre-trained LLM parameters based on the user's data [124, 91, 74]. Instead of netuning
the model parameters, we modify the user's KG to inject personalized knowledge into the

LLM.

( )

3.3.2.1.1 ExampleA user wants to let the LLM-based assistant order some food for
her vegetarian dog. Instead of netuning the LLM to remember the fact that the user's
dog is vegetarian, the user can simply delete the knowledge tripléDog, Enjoy, Meat)
and add a triple (Dog, Enjoy, Vegetabl® in his/her personal knowledge graph. To
generate an appropriate response, the LLM assistant will rst retrieve the knowledge
triple (Dog, Enjoy, Vegetabl¥ based on the user's query, then recommend vegetariar

dog food for the user based on the query and the retrieved personalized knowledge
triple. j

From the example and previous works [128, 127, 92, 134], we conclude that there are two
steps in KG-enhanced LLM reasoning: 1. knowledge retrieval and 2. knowledge-enhanced
reasoning. Following this insight, we formulate the KG-enhanced LLM reasoning probability
by marginalizing the knowledge triple distribution. Then, our KGT is an optimization
problem that aims to maximize the probability of reasoning the answer from a KG-enhanced
LLM:

Poc(ald) =~ Pyc(alg, 2)Pya(Zl), (3.17)
zPG

84



where Py (z]q) is the probability of retrieving the knowledge triple z given the user's
query g, which represents theknowledge retrieval step. Let a denote the user feedback,
and Pyc(alq, z) is the probability of generating the answera given the user's query and
the retrieved triple z, which stands for the knowledge-enhanced reasoningtep. Instead of

optimizing the model parametersqg, we netune the knowledge graphG in KGT.

3.3.2.2 Objective Formulation

The training objective in Eq. 3.17 can be optimized by maximizing the evidence lower

bound (ELBO) [135], which is formulated as

log Pyc(ala) ¥ IEz Q) [|Oﬁ1pq,e(a|q, Z)A | DKL(Q(?]”Pq,G(Zlq)ZIv (3.18)

knowledge-enhanced reasoning ~ knowledge retrieval

where Q(z)  Q(z|q,a) is the posterior distribution of z given the user's query and
the user's feedbacka. This posterior distribution gives a larger probability to the triples
containing personalized factual knowledge based on the user's feedback (e.g., the example
(Dog, Enjoy, Vegetable in Section 3.3.2.1), which are referred to thepersonalized triples
The later term minimizes the KL divergence between the posterior distribution and the prior
distribution of the knowledge triple retrieved by the LLM. The former term maximizes the
expectation that LLM generates correct answers based on the knowledge triples sampled
from the posterior distribution.

We notice that there is a related work RoG [134] deriving a similar objective with our
paper, which is normal since we both derive the objective following the common practice
in retrieval-based works [136, 137]. However, the subjects of optimization are di erent in
the two papers. RoG trains the model parameterq to enhance the LLM's capacity of
reasoning on the graph, while we optimize the KG G to realize e cient and interpretable

personalization

3.3.2.2.1 Knowledge RetrievalThe goal of the knowledge retrieval term is to netune

the KG such that the LLM can retrieve personalized triples based on the user's feedback.

Given a query g and the user's feedbacka, we can ask the user or utilize the LLM fyc
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itself to extract the top- K appropriate relations try g betweene; and e, in this query's
context. We construct the personalized triple ast &, r, €alpik; and denote this triple set as
H(q,a K). Then, the posterior distribution Q(z) can be approximated, formally,

#

L ifzPH K
Q(Z|an) (})( Imz (QIav )1

(3.19)
else

where we assume a uniform distribution over the subset of personalized tripled (g, a K).

Therefore, the knowledge retrieval loss term can be calculated as

1 s
L retrieve = DkL (Q(2)IPyc(ZlQ) = + log Py (2[0) - (3.20)
zPH (g,a,K)

The detailed derivation can be found in Appendix A. By reducingL retrieve , We netune the

user's KG G such that the LLM can retrieve the personalized triples with higher con dence.
To collect H(q, & K), users can either provide feedback about the relations betwees

and e, in this query's context or extract the relations using the model f;c. We design an

instruction template to utilize the LLM to extract the relations  tryup) betweene; and ea:

[ Based on the provided query and answer, identify K types of relationships between th;,

subject <subject> and the object <object>, considering the context of the query and
answer. <query>: g <answer>: a<subject>: e, <object>: e, <relation>: [MASK] 2

aiding reader comprehension.
. J

The instruction is fed into the LLM to generate K relations formatted as

( Iy <sep> r <sep> ... <sep> r. J

Then, we formulate H (g, a K) as the sett &, I, €alipik]-
To calculate the retrieval probability Py (z|g), we design an instruction templateTietrieve ( )

to instruct the LLM to predict what kind of the relationship is needed to answer this query:
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[ To answer the queryq, | need information g [MASK] ]

We calculate the probability of a specic relation r as Py (r|Tretrieve (d)). Then, the

retrieval probability of a knowledge triple z= (e r,€) is derived as

Po(r| Tretrieve (d)) if e= € andzP G,

Pyc(Zlg) = Py er.e |g = . 06 Pac(2l9) (3.21)

else

Thus, only the knowledge triples in G that start from &, have a retrieval probability larger

than 0.

3.3.2.2.2 Knowledge-enhanced Reasoninghe goal of the knowledge-enhanced reasoning

term is to netune the KG such that the retrieved personalized triples can most encourage
the LLM to generate the correct answer. With the approximated posterior distribution

Q(2) in Eqg. 3.19, the reasoning loss term can be formulated as

1 .
Lreasoning = Ez o(z) [109 Pac(ala, 2)] = K log P (alg,2) - (3.22)
zPH (g.aK)

We design an instruction template Treasoning t0 instruct the model to predict the answer

based on both the queryq and the knowledge triple z:

Answer the query considering the user's personalized facts. <question>(q <facts>:
Z <answer>. [MASK]

The knowledge-enhanced reasoning probability is derived &%, (a|g,z) = Py (& Treasoning (0, 2)) -
The nal objective of KGT is the combination of knowledge retrieval optimization and

knowledge-enhanced reasoning optimization, which is formulated as

1 .
L = Lvetrieve * Lreasoning = K log [Py, (89, 2) Py (2la)] - (3.23)

zPH (g,a,K)

3.3.2.3 Optimization Algorithm

Unlike netuning the model parameters with gradient descent, KGT is achieved by

adding and removing the knowledge triples to and from the KG. For a triplez and a KG
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G, we have two operations: 1.G™ z GYtzy 2. Gaz Gztzu. Because we focus
on real-time model personalization, we formulate the optimization in the online learning
setting where the optimization algorithm only has access to the user's current querg; at
time t and feedbacka;. The trivial solution to this query is that we remove all the triples in
G that are probably retrieved based ong, which are the triples starting with &;. Then we
add the triple z from H(q, &, K) with the highest reasoning probability Py (&, z ) into
G. In this case,Pyc(z |o) = 1and the loss is minimized over(q, &). However, this greedy
solution will potentially hurt the other queries due to removing too much knowledge from
the KG. Following the example in Section 3.3.2.1, the greedy solution will not only remove
the triple (Dog, Enjoy, Meat), but also remove other triples starting from the entity Dog
such as(Dog, Is, Animal). The removed triples might be general or personalized factual
knowledge that is essential to the other queries.

We propose a heuristic optimization algorithm based on two principles: 1. The com-
putational cost should be low to achieve real-time personalization e ciency; 2. The KG
should be less modi ed to preserve more knowledge. Both principles require us to mod-
ify as few triples as possible to achieve the optimization goal. The detailed algorithm is
shown in Algorithm 8. In general, we evaluate the reasoning probabilitqu,G(adqt,zl) for
the triples ztin H(q, a K) and triples in G that starting from &,. Then, we add the triples
with the highest reasoning probability (i.e., the triples most encourage the LLM to generate
the correct answer) fromH (g, a,K) to G and remove the triples with the lowest reasoning

probability from G iteratively until the model generates the correct answer.

3.3.3 Experiments

We evaluate KGT in terms of personalization performance and e ciency compared with

the baselines. The experiments are conducted on a server with eight A100 GPUs.

3.3.3.1 Experimental Setup

3.3.3.1.1 Datasets and Evaluation Setting¥Ve rst evaluate KGT in the setting where the

user provides answers that con ict with the common factual knowledge that LLM learned
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Algorithm 8 Knowledge Graph Tuning based on User Feedback

Input: Knowledge grapl@; KG-enhanced LLMfyg; user's quenyg; at timet; user feedback;; size of personalized
triple set for each querl(; loss thresholc.

Output: Optimized KGG.

: Construct personalized triple 481 q;, a;, K)

. Extract the set of triple&, in G starting fromey, .

Ny B | H(a, &, K)[, Ng B | Gyl

tz' | Mupn, Pt 27 Py alar, z UpHpH (g.a.K)

'\, P ZsH(l)...s(NH) wheres(i) = argsor¢l 1 i)

1281 Pupng Pt 20 Pae &lan 2 Ugpg,

D28\, P OZS(l)...S(Ng) wheres(i) = argsorl $ i)
Lb % zPH (q,a,K) lOQ Pq,G(atIquz) Pq,G (Zlch)
9: count addb 0, count removeb 0

10: while count add Ny orcount remove Ngdo
11: if count add Ny then

12: count addb count add+ 1

13: Gb GY chHount add

14: LD % pH(qaK 109 Pyc(ala.?) Pyc(zla)
15: if L o ethen Break

16: end if

17: if count remove Ngthen

18: count removeb count removet 1

19: GD Gzzgount_remove

20: LD % ZPH (¢,a,K) log Pq,G(atIQTvZ) Pe.G (zlar)
21: if L @ ethen Break

22: end if

23: end while

24: return G

from the pre-training dataset, which is an extremely hard setting of personalization. We
evaluate KGT on two datasets: CounterFact [95] dataset andCounterFactExtension dataset
we create based oiPARALLEL dataset [138] utilizing GPT-4 [139]. The details about our
dataset can be found in Appendix B. Both datasets consist of query-answer pairs involving
factual knowledge that con icts with reality. Even though the counterfactual datasets can
mimic the extremely hard personalization settings, to evaluate KGT in a more realistic
setting, we build a real personalization interaction benchmark namedPelnt. We hired
ve real users to interact with the LLM (Llama3-8b) to discuss some topics based on
their preferences and experience and build a benchmark containing ve users' interactions.
One example of interaction can be found in Appendix B. We collect all the interactions
and evaluate if our method and the baselines can adapt to these personalized knowledge

bases in the interactions. To evaluate the real-time model personalization in practice, we
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sequentially input query-answer pairs into the model, ensuring that each pair is accessed
only once during training. Once all the pairs in the dataset have been processed, we assess

the personalization e ectiveness across the entire dataset.

3.3.3.1.2 Baselines and Con gurationsWe compare KGT with ne-tunning (FT), ROME [95],
Knowledge editing (KE) [93], Knowledge neurons (KN) [92], and MEND [94]. We also com-
pare with relevant work, K-LaMP [140], that aims to personalize the responses of LLMs
with the knowledge from the knowledge base. For all baselines, we test several speci cations
of layers to edit and report the best results for each baseline. For FT, we follow previous
arts [95] to execute full ne-tuning on a single layer. For KN, we specify a subset of all
layers as candidates of knowledge neurons to reduce the search space for large models. And
baseline results where no knowledge is edited are referred to as "no edit.’" We conduct ex-
periments on GPT2-xl [141], Llama2-7B [118], and Llama3-8B [142]. We equip each model
with a KG, ConceptNet [125], to enhance the inference.K in Eq. 3.19 is set as ve for

experiments.

3.3.3.1.3 Metrics We utilize two metrics to evaluate the performance of personalization:
(1) Ecacy Score [95], measuring the success rate of personalization using the training
query-answer pairs directly. If the model generates the user's personalized answer with a
higher probability than the answer before tuning, the model is considered successful for
that pair. (2) Paraphrase Score[95], indicating the model's ability to accurately recall
personalized knowledge inparaphrasedforms. This assesses its personalization capacity

while mitigating the impact of over tting to speci ¢ contexts within the training dataset.

3.3.3.2 Personalization Performance

We evaluate the setting that the user only provides the answer as the feedback, and
the model will extract the relations and construct H (g, a K). The results on CounterFact
dataset are shown in Table 3.6. It is shown that KGT outperforms the baselines signi -
cantly in both e cacy and paraphrase scores. Speci cally, using Llama3-8B, KGT improves

e cacy by more than 39%, 41%, 55%, 45%, 43%, 35%, and 61% on e cacy compared with
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FT, ROME, KE, KN, MEND, K-LaMP, and no-edit, respectively. For paraphrase score,
KGT outperforms by more than 36%, 32%, 46%, 37%, 33%, 43%, 34% compared with
FT, ROME, KE, KN, MEND, K-LaMP, and no-edit, respectively, on Llama3-8B. It is also
observed that the results of KGT on Llama3 are better than Llama2. Our analysis is that
Llama3 is more powerful in understanding and following instructions, which makes knowl-
edge enhancement from the KG more e ective. Such an improvement suggests that KGT
will achieve better performance when the pre-trained LLMs are more and more powerful.
Notably, K-LaMP achieves high e cacy but a low paraphrase score on GPT-2. K-LaMP
focuses on recording entities rather than learning factual knowledge through interaction. As
a result, it performs well when queries are repeated verbatim but struggles when queries are
rephrased. Besides, simple entity records fail to contribute e ectively to reasoning in more
advanced models such as Llama2 and Llama3, leading to both low e cacy and paraphrase

scores.

Table 3.6: Results o@ounterFacidataset when the user only provides the answers to the queries as

feedback.
GPT2 Llama2-7B Llama3-8B

Method Ef cacy Paraphrase Ef cacy Paraphrase Ef cacy Paraphrase
FT 58.43% 0.15% 55.77% 0.20% 62.47% 0.11% 63.09% 0.09% 54.44% 0.35% 50.52% 0.05%
ROME  49.38% 1200 48.22% 1 350 49.94% 1 540, 48.84% 1 7404 51.13% 1550 52.39% 1 600
KE 51.50% o300, 51.85% 0279 34.25% 1630 30.45% 1 439 40.56% 1219, 41.00% 0579
KN 50.66% o520, 51.06% (119 49.41% g 4705 51.20% 1 3505 50.52% 1 0505 50.67% 1.10%
MEND  50.41% 159 50.20% o 0206 49.35% g 470, 50.88% 0300 50.29% 7105 54.65% 1 1206
K-LaMP 96.17% 47.08% 65.73% 41.46% 59.41% 43.35%
no edit 35.87% 29.74% 30.58% 28.21% 33.52% 52.16%
KGT 91.77% 1379 91.75% 149 91.1% 1439 83.86% 1039 94.58% 969 86.89% 1379

KGT also shows signi cant improvement compared with the baselines orCounterFac-
tExtension as shown in Table 3.7. Speci cally, KGT improves e cacy by more than 31%,
34%, 51%, 42%, 48%, 57%, and 54% on e cacy when adopting Llama3-8B compared with
FT, ROME, KE, KN, MEND, K-LaMP, and no-edit, respectively.

KGT also shows signi cant improvement over the baselines in realistic personalization
setting on Pelnt. The results onPelnt are shown in Table 3.8. Speci cally, KGT improves

e cacy by more than 71%, 76%, 75%, 79%, 77%, 61% and 75% on e cacy when adopting
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Table 3.7: Results o8ounterFactExtendataset when the user only provides the answers to the
gueries as feedback.

GPT2 Llama2-7B Llama3-8B

Method Ef cacy Paraphrase Ef cacy Paraphrase Ef cacy Paraphrase
FT 58.67% 0.11% 53.71% 0.06% 59.70% 0150 63.09% 0,099 62.29% 0250, 61.97% 0.10%
ROME  57.44% 1750, 58.45% 1 000 47.33% 16005 48.36% 07106 59.28% 17904 53.77% 1.37%
KE 52.49% o805 52.55% @ 449% 33.83% 19105 44.49% (920 41.92% 1 1506 47.35% 0.47%
KN 47.40% 3706 47.22% o046 49.74% o506 49.67% 13606  51.51% os5g0s  52.62% 19106
MEND 58.30% 0.12% 58.51% 0.07% 40.73% 0.05% 43.61% 0.04% 45.62% 0.10% 44.34% 1.75%
K-LaMP 84.77% 52.66% 74.73% 46.08% 36.60% 59.44%
no edit 47.14% 51.74% 30.22% 42.93% 39.26% 47.04%
KGT 8257 28005  78.35% 3260 90.68 074%  83.8 120% 93.80% 03506 89.22% 1179

Llama3-8B compared with FT, ROME, KE, KN, MEND, K-LaMP, and no-edit, respectively.

For paraphrase score on Llama3-8B, KGT outperforms by more than 69%, 62%, 63%, 67%,
71%, 79%, and 63% compared with FT, ROME, KE, KN, MEND, K-LaMP, and no-edit,

respectively.

Table 3.8: Results oRelntdataset when the user only provides the answers to the queries as

feedback.
GPT2 Llama2-7B Llama3-8B

Method Ef cacy Paraphrase Ef cacy Paraphrase Ef cacy Paraphrase
FT 26.53% g.00% 16.32% 0.00% 30.61% g2 20.40% (019 24.48% g00% 20.41% g.00%
ROME  17.68% 3119o 14.96% 5 350 22.44% 009 17.00% 11794 19.04% 11795 27.21% 1179
KE 77.55% 000% 75.51% 0.00% 17.68% 1179, 18.36% 0.00% 20.40% 0295 26.53% 00296
KN 12.24% g009% 6-12% g.00% 18.36% o100 16.32% 0.00% 16.32% o000 22.45% g.019%
MEND 10.88% 1179 11.56% 1179 67.34% 00795 65.30% 0.03% 18.36% 0019 18.36% 0.00%
K-LaMP 12.24% 20.40% 16.32% 24.48% 34.69% 10.20%
no edit 12.24% 6.12% 18.37% 18.36% 20.40% 26.53%
KGT 89.41% 0.25% 82.31% 0.75% 93.78% 1.03% 83.75% 0.82% 95.75% 0.68% 89.83% 0.37%

The improvement in both e cacy and paraphrase rates demonstrates that KGT out-

performs the baseline in personalization performance signi cantly.

3.3.3.3 Ef ciency Comparison

In addition to the personalization performance, we also evaluate KGT's e ciency in
terms of latency and GPU memory cost. The method must achieve low latency and low
GPU memory cost to realizereal-time personalization in practice under the setting with
limited computational resources. KGT can improve the time and GPU memory cost e -

ciency because it only requires inference, which is far more e cient than back-propagation.
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For latency, we test the average time that our method and the baselines require to complete
the personalization for one query-answer pair. The latency results o@ounterFact data are
shown in Table 3.9. The results demonstrate that KGT achieves signi cant latency reduc-
tion compared with most baselines. Notably, Llama3 requires less time on several baselines
than Llama2 and GPT2 because we stop training once the loss converges. The results on
the GPU memory cost can also be found in Table 3.9. The memory cost is reduced signi -
cantly because only the inference is required for KGT. Speci cally, KGT reduces 57%, 56%,
77%, 63%, 62% and 52% GPU memory cost when adopting Llama3-8B compared with FT,

KE, KN, MEND, and K-LaMP, respectively.

Table 3.9: Results of latency and GPU memory cost€ounterFactdataset when the user only
provides the answers to the queries as feedback.

GPT2 Llama2-7B Llama3-8B
Method Memory  Latency Memory  Latency Memory  Latency
FT 8516MB 1.80s 30990MB  0.81s 36968MB  0.25s
ROME 11948MB  1.39s 30452MB  2.33s 36660MB  2.05s
KE 31574MB  2.18s 33464MB  0.30s 69542MB  0.13s
KN 12832MB  3.55s 56148MB  0.69s 44000MB  0.34s
MEND 11036MB  0.86s 35166MB  1.98s 42428MB  1.40s
K-LaMP  9532MB 0.03s 28204MB  0.09s 33724MB  0.06s
KGT 6686MB 0.16s 13516MB  0.14s 15904MB  0.15s

3.3.3.4 Ablation Study

3.3.3.4.1 Does User Need to Provide Feedback of Relation¥% also conduct experiments
under the setting where the user also provides feedback on relatiomsbetween g; and e,

under the query's context. We utilize GPT-4 to mimic the user and extract the relations to

construct H (q, a K). We use the same instruction template in Section 3.3.2.2 for the GPT-4
to conduct relation extraction. The compared results with and without the user's feedback
of relations are shown in Fig. 3.9. It is shown that KGT achieves similar performance if
the user provides feedback on the relations in addition to the answer. Notably, utilizing
the relations extracted by the LLM g can even achieve higher performance on e cacy and

paraphrase rates in most cases. Our analysis is that when extracting relations using the
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LLM g, KGT implicitly distills knowledge from the model to the knowledge triples, which
might bene t the model inference more than human feedback on relations. Thus, in practice,

the user will only need to provide the personalized answer to a query as feedback to KGT.

FIGURE 3.9 Compared results oBounterFactdataset with and without user feedback on relations.

3.3.3.4.2 Effect of the Size of Query SetWe also evaluate the e ect of the query set size
on the personalization performance. We conduct experiments on th€ounterFactdataset
with the Llama3-8B model and evaluate KGT and baselines with query sets of di erent
sizes. The results are shown in Fig. 3.10. It is shown that when the size of the query set
increases, the performance of baselines degrades dramatically, while KGT can preserve high
performance. This compared result illustrates that KGT can be scaled to a large amount of
personalized knowledge. This scalability is crucial for meeting the long-term needs of users

who require the accumulation of extensive personalized knowledge when using LLMs.

FIGURE 3.10 Compared results o@ounterFactdataset using Llama3-8B with different query set
sizes.

3.4 Summary

In this chapter, we explored gradient-free training systems for large language models

(LLMs) on edge devices, aiming to address the critical challenge of on-device training that
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was not covered in the previous chapter. We introduced two complementary approaches de-
signed to enable e cient, interpretable, and scalable model personalization without relying
on traditional gradient-based optimization.

| rst presented FedBPT, a federated black-box prompt tuning framework that enables
e cient training across edge devices without accessing the underlying LLM parameters.
This approach eliminates the need for clients to access model parameters and only requires
forward propagation for local training, thus lowering computational and storage demands
for devices and LLM service providers. Evaluations of several datasets with SOTA PLMs
revealed that FedBPT matches the accuracy of gradient-based methods but with markedly
less communication and memory overhead.

Next, we introduced Knowledge Graph Tuning (KGT), an approach that personalizes
models by optimizing external knowledge graphs instead of model parameters. Our exper-
iments show that KGT improves both performance and e ciency while enhancing inter-
pretability in model personalization. Although this work focuses on a single-user setting,
KGT can e ciently scale to multiple users by sharing one base LLM and assigning each
user a personalized knowledge graph, enabling parallel inference with minimal storage over-
head. A limitation of KGT is its reliance on the LLM's ability to follow instructions when
estimating probabilities and collecting relevant knowledge. However, current LLMs already
satisfy these requirements, and future models are expected to perform even better.

In summary, this chapter contributes practical and scalable solutions for training and
personalizing LLMs on edge devices without gradient-based learning. These approaches
pave the way toward resource-e cient and privacy-preserving human-Al interaction at the

edge.
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4. Privacy-preserving and Robust Collaborative Edge Al
Algorithms

In the previous chapters, | examined approaches to enhance the e ciency, scalability,
and heterogeneity tolerance of edge Al systems. Beyond these challenges, edge Al sys-
tems also face signi cant concerns related to privacy leakage and robustness vulnerabilities.
Addressing these issues has been another focus of my Ph.D. research, particularly in the
context of protecting data and models across various collaborative con gurations, including
edge-to-edge, edge-to-server, and server-to-server interactions. This chapter focuses specif-
ically on the edge-to-edge collaboration scenario, with an emphasis on federated learning
(FL). I explore algorithmic strategies that enhance the privacy and security of FL systems
deployed in decentralized and potentially adversarial environments.

4.1 Background and Related Works
4.1.1 Privacy Leakage in Federated Learning

Privacy preservation is the major motivation for proposing FL. However, recent works
demonstrated that sharing model updates or gradients also makes FL vulnerable to in-
ference attacks. There exist several adversarial goals to infer private informationdata
reconstruction, class representative inferencemembership inferenceand attribute inference.
Data reconstruction aims to recover training samples that are used by participating clients.
The quality of the reconstructed samples can be assessed by comparing the similarity with
the original data. Recently, Zhu et al. [3] present an algorithm namedDLG to reconstruct
training samples by optimizing the input to generate the same gradients for a particular
client. Following up DLG, iDLG [143] is proposed to improve the e ciency and accuracy of
DLG. Aono et al. [144] also show that an honest-but-curious server can partially reconstruct
clients' training inputs using their local updates. However, such an attack is applicable only
when the batch consists of a single sample. Wanet al. [5] present a reconstruction attack
by incorporating a generative adversarial network (GAN) with a multi-task discriminator.

But this method is only applicable to scenarios where data is mostly homogeneous across
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clients and auxiliary dataset is available. Several approaches have been proposed to infer
class features or class representatives. Hitegt al. [145] demonstrate that an adversarial
participant in the collaborative learning can utilize GANSs to construct class representatives.
However, this technique is evaluated only when all samples of the same class are virtually
similar (e.g., handwritten digits, faces, etc.). Membership inference attack (MIA) is per-
formed to accurately determine whether a given sample has been used for the training.
This type of attack is rst proposed by Shokriet al. [146], and it can be applied to any
types of machine learning models even under black-box settings. Sablayrolles al. [147]
propose an optimal strategy for MIA under the assumption that model parameters conform
to certain distributions. Nasr et al. [148] extend MIA to federated learning for quantifying
the privacy leakage in the distributed setting. Attribute inference attack [149, 150, 2, 145]
tries to identify some sensitive attributes of training data. Fredrikson et al. [150] proposes
a method to reveal genomic information of patients using model outputs and other non-
sensitive attributes. More recently, Melis et al. [1] demonstrate that an adversarial client
can infer attributes that hold only for a subset of the training data based on the exchanged
model updates in federated learning.

Status Quo and their Limitations. EXisting privacy-preserving distributed learning methods
can be categorized into three types:di erential privacy (DP), secure multi-party compu-
tation (MPC), and data compression Pathak et al. [151] present a distributed learning
method to compose a deferentially private global model by aggregating locally trained
models. Shokriet al. [152] propose a collaborative learning method where the sparse vector
is adopted to achieve DP. Hammet al. [153] design a distributed learning approach to train

a deferentially private global model via transferring the knowledge of the local model ensem-
ble. Recently, participant-level deferentially private federated learning are proposed [154,
155] via injecting Gaussian noise to local updates. However, these DP-based methods re-
quire a large number of participants in the training to converge and realize a desirable
privacy-performance tradeo . In addition, MPC has also been applied to develop privacy-

preserving machine learning in a distributed fashion. For example, Danneet al. [156]
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propose a secure sum protocol using a tree topology. Another example of the MPC-based
approach is SecureML [157], where participants distribute their private data among two
non-colluding servers, and then the two servers use MPC to train a global model using
the participants' encrypted joint data. Bonawitz et al. [158] propose a secure multi-party
aggregation method for FL, where participants are required to encrypt their local updates
such that the central server can only recover the aggregation of the updates. However, these
MPC-based approaches will incur unneglectable computational overhead. It is even worse
that attackers can still successfully infer private information even if the adversary only
observes the aggregated updates [1]. Furthermore, Zhet al. [3] show applying gradient
compression and sparsi cation can help defend against privacy leakage from shared local
updates. However, such approaches require a high compression rate to achieve a desirable
defensive performance. In Section 4.2.4, given the same compression rate, we show that
our proposed method can achieve better defense and inference performance than that of

the gradient compression approach.

4.1.2 Model Poisoning Attacks in FL

Recent works [6, 7, 8, 9, 10, 11, 12, 13, 14, 15] show that it is easy for edge devices to
conduct model poisoning attacks by manipulating local training process to pollute the global
model through aggregation in FL. Depending on the adversarial goals, model poisoning
attack can be untargeted [6, 7, 8, 9] ortargeted [10, 11, 12, 13, 14, 15]Untargeted model
poisoning attacksaim to minimize the accuracy of the global model indiscriminately for any
test input. For targeted model poisoning attacksthe malicious goal is to make the global
model misclassify the particular test examples as the attacker-desired target class in its
prediction. An adversary using this approach can implant hidden backdoors into the global
model so that the images with a trojan trigger will be classi ed as attacker-desired labels,
known as a backdoor attack [10, 11, 12, 13]. Another type of targeted model poisoning
attack is introduced in [14, 15], which aims to fool the global model to produce adversarial

misclassi cation on a set of chosen inputs with high con dence. My work focuses on the

98



targeted model poisoning attacks in [14, 15], but it can be easily extended to other attack
settings in theory.

Status Quo and their Limitations. A number of robust aggregation approaches have been
proposed to mitigate data poisoning attacks while retaining the performance of FL. One
typical approach is to detect and down-weight the malicious client's updates on the central
server side [159, 160, 161, 162], thus the attack e ects on training performance can be di-
minished. The central server calculates coordinate-wise median or coordinate-wise trimmed
mean for local model updates before performing aggregation [159]. Similarly, [160] suggests
applying geometric median to local updates that are uploaded to the server. Meanwhile,
some heuristic-based aggregation rules [163, 164, 6, 165, 166] have been proposed to clus-
ter participating clients into a benign group and a malicious group, and then perform
aggregation on the benign group only. FoolsGold [163] assumes that benign clients can be
distinguished from attackers by observing the similarity between malicious clients' gradient
updates, but Krum [164, 6] utilizes the similarity of benign clients' local updates instead.
In addition, [10, 167] show that applying di erential privacy to the aggregated global model
can improve the robustness against model poisoning attacks. All these defensive methods
are deployed at the server side and their goals are to mitigate model poisoning attacks
during aggregation. Unfortunately, often in extreme cases (e.g. attackers occupy a large
proportion of total clients), existing robust aggregation methods fail to prevent the aggre-
gation from being polluted by the malicious local updates showing that it is not su cient

to o er defense via aggregation solely. Thus, there is an urgent necessity to design a novel
local training method in FL to enhance its robustness against model poisoning attacks at

the client side, which is complementary to existing robust aggregation approaches.

4.2 Soteria: Provable Defense against Privacy Leakage in Feder-
ated Learning from Representation Perspective

| present my work, Soteria [19], which unveils the privacy leakage in FL and provides

a defense solution against it. In this work, we assume that the server in FL is malicious
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and aims to reconstruct the private training data from devices. Our key observation is:
the class-wise data representations of each device's data are embedded in shared local
model updates, and such data representations can be inferred to perform model inversion
attacks. Therefore, the information can be severely leaked through the model updatesin
particular, we provide an analysis to reveal how the data representations, e.g., in the fully
connected (FC) layer, are embedded in the model updates. We then propose an algorithm
to infer class-wise data representation to perform model inversion attacks. Our empirical
study demonstrates that the correlation between the inferred data representations using
our algorithm and the real data representations is as high as 0.99 during local training, and
thus proves that the representations leakage is the essential cause behind existing attacks.
Note that the data is often non-IID (identically and independently distributed) across the
devices in FL. We also show that the non-lID characteristic aggravates the representation
leakage.

Based on our observation of the representation leakage from local updates, we design
a defense called Soteria. Speci cally, we present an algorithm to generate a perturbation
added to the data representations, such that: 1) the perturbed data representations are as
similar as possible to the true data representations to maintain the FL performance; and 2)
the reconstructed data using the perturbed data representations are as dissimilar as possible
to the raw data. Importantly, we also derive certi ed robustness guarantee to FL and
convergence guarantee to FedAvg, a popular FL algorithm, when applying our defense. To
evaluate the e ectiveness of our defense, we conduct experiments on MNIST and CIFAR10
for defending against the DLG attack [3] and GS attack [4]. The results demonstrate that
without sacri cing accuracy, our proposed defense can increase mean squared error (MSE)
between the reconstructed data and the raw data for both DLG attack and GS attack by
as much as 160, compared with baseline defense methods. Therefore, the privacy of the

FL system is signi cantly improved.
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4.2.1 Essential Cause of Privacy Leakage in FL

Existing works [3, 143, 144, 5] demonstrate that information leakage is from communi-
cated model updates between the devices and server during FL training. However, they
do not provide a thorough explanation. To understand the essential cause of information
leakage in FL, we analyze the privacy leakage in FL. Our key observation is that privacy

leakage is essentially caused by the data representations embedded in the model updates.

4.2.1.1 Representation Leakage in FL

Problem setup. In FL, there are multiple devices and a central server. The server coordi-
nates the FL process, where each participating device communicates only the local model
parameters with the server while keeping their local data private. We assume the server is
malicious and it only has access to the devices' model parameters. The server's purpose is

to infer the devices' data through the devices' model parameters.

FIGURE 4.1: lllustration of the gradient updates of class-wise data in a batch.

Key observations on representation leakage in FL: Data representations are less entangled.
For simplicity, we use the fully connected (FC) layer as an instance and analyze how data
representation is leaked in FL. We note that such an analysis can be naturally extended to
other types of layers. Speci cally, we denote a FC layer ab = Wr , wherer is the input

to the FC layer (i.e., the learnt data representation by previous layers),W is the weight
matrix, and b is the output. Then, given a training batch B, the gradient of the lossl with

respect toW is:

= ()T, (4.2)



wherel, ri, and b’ are the loss corresponding to thé" sample, the input, and the output

of the FC layer in this batch, respectively. We observe that the gradient for a particular
sample is the product of a column vector%ii and a row vector (r')T. Suppose the training
data has C labels. We can split the batchB into C sets, i.e.,B = tBg,B4,...,B¢cU, where
B denotes the data samples with thek-th label. Then, Eq. 4.1 can be rewritten as:
ﬁo Bk c 2@ =T Tl p.©

= — " —(r)TA =" GradB)), (4.2)

1
BW =1 [Bil iPB; Bol i=1

where Grad(B;) represents the gradient with respect to the data samples if8;. Figure 4.1
illustrates the gradient updates for a batch data in a FC layer. We observe that for data
coming from di erent classes, the corresponding data representations tend to be embedded
in di erent rows of gradients. If the number of classes is large in a batch, which is common in
centralized training, the representations of di erent classes will be entangled in the gradients
of this whole batch. In contrast to centralized training, the local data often covers a small
number of tasks on a participating device in FL. Thus, the number of data classe€ within
one training batch may be very small compared to that of the centralized training. In this
case, the entanglement of data representations from di erent classes can be signi cantly
reduced. Such a low entanglement of data representations allows us to explicitly reconstruct
the input data of each class from the gradients, because we can (almost) precisely locate
the rows of data representations in the gradients.

Note that in the above analysis, we only consider a single batch during the FL training.
In practice, FL is often trained with multiple batches. In this case, the data representations
of dierent classes could be entangled, especially when the number of batches is large.
However, in practical FL applications, the devices often have insu cient data. During FL
training, the numbers of batches and local training epochs of each device are both small.
In this case, the data representations could still be less entangled across classes through

inspecting the gradient updates in Eq. 4.2.
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FIGURE 4.2: lllustration of our representation inference algorithm.

4.2.1.2 Inferring Class-wise Data Representations

We develop an algorithm to identify the training classes and infer the data representa-
tions of each class embedded in each FC layer from the model updates. The representation
inference algorithm is in a back propagation fashion. Speci cally, we rst identify the classes
using the gradients of the last L th) layer. We denote the gradients of theL-th layer as
r W L. We notice that the gradient vector r W -, which is the ith row in r W L, shows sig-
ni cantly larger magnitudes than gradient vectors in other rows if the data from i-th class
are involved in training. Then, we can infer the data representation of thei-th class in the
last layer, because it linearly scales WiL. If data representation of the i-th class in layer
W L is inferred, we can use their element values to identify the corresponding row from the
(L 1)-th layer's gradients, i.e., W - 1, which embeds the data representation of thé-th
class inthe(L 1)-th layer. In this way, we can iteratively infer data representations of the
i-th class in all FC layers. The inference process for one FC layer is illustrated in gure 4.2
and the details of our representation inference algorithm are described in Appendix C.

We conduct experiments on CIFAR10 [65] to evaluate the e ectiveness of our algorithm.
We consider the practical non-1ID settings in FL, and follow the 2-class & balancedcon-
guration in [26] to construct non-1ID datasets: 100 devices in total and 10 devices are
randomly sampled to participate in training in each communication round. Each device
holds 2 classes of data and each class has 20 samples.

As local training con gurations can a ect the performance of inferred representation.

In this experiment, we vary the number of local training epochsk P t1,5,1Q and local
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Table 4.1: Averageoracross 200 communication rounds for different layers under different

settings.
Local Training Con gurations|| FC1 FC2 FC3
E=1, B=32 098 0.99 0.99
E=5, B=32 0.82 090 0.92
E=10, B=32 0.70 0.78 0.82
E=1, B=16 0.82 0.93 0.99
E=1, B=8 0.85 089 0.92
E=1, B=32 (IID) 0.48 031 0.18

batch size B P 8,16, 321. We adopt SGD as the optimizer with a learning rateh = 0.01
The model architecture is shown in Appendix D. We also consider a baseline in the IID
setting, where we setkE to be 1 andB to be 32.

We use the correlation coe cient cor between the true representationr*gi and our in-

ferred fgi to quantify the e ectiveness of our proposed algorithm. We calculatecor for
each class on each participating device. We extract data representations from all the FC
layers in each of 200 communication rounds between the devices and the server, and the
averagecoracross all communication rounds and devices is shown in Table 4.2. As Table 4.2
presents, the correlationcor is as high as 0.99, indicating a serious representation leakage
in FL. cor decreases withB or a larger number of batches in one epoch and increases as
E goes lower, which validate our claim in Section 4.2.1.1. Howevecor is still higher than

0.8 in almost all cases. We note thatcoris much lower in the IID-setting. This is because
each device has more classes of data for training than those in non-1ID setting, making the
representations entangled. Our results validate that the practical non-lID setting in FL

dramatically worsens the representation leakage.

4.2.1.3 Unveiling Representation Leakage

In this section, we investigate whether the representation leakage is the essential cause of
information leakage in FL. Particularly, we conduct experiments on CIFAR10 to reconstruct
the input based on the existing DLG attack [3]. DLG attack requires the gradient informa-
tion, and we consider three di erent portions of the gradients: the whole model gradients

(WG), the gradients of convolutional layers only (CLG) and inferred representations using
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FIGURE 4.3: DLG attack results utilizing different parts of gradients.

our method (Rep) The experiment settings are presented in Appendix D. As gure 4.3
shows, only utilizing gradients of convolutional layers cannot successfully reconstruct the
input data, but using the representation inferred by our method can reconstruct the input
data as e ectively as utilizing the whole gradients in terms of visual quality. This result
validates that representation leakage is the essential cause of privacy leakage in FL.
4.2.2 Defense Design
4.2.2.1 Defense Formulation
Our aforementioned observation shows that the privacy leakage in FL mainly comes
from the representation leakage (e.g., in the FC layer). In this section, we propose a
defense against such privacy leakage called Soteria. In particular, we propose to perturb
the data representation in a single layer (e.g., a FC layer), which we cathe defended layer
to satisfy the following two goals:
» Goal 1: To reduce the privacy information leakage, the reconstructed input through
the perturbed data representations and the raw input should be dissimilar.
» Goal 2: To maintain the FL performance, the perturbed data representation and the
true data representations without perturbation should be similar.
Let r and r!represent the clean data representation and perturbed data representation
on the defended layer, respectively. We also de n&X and X! as the raw input and the
reconstructed input via the perturbed data representation. To achieve Goal 1, we require

that the distance betweenX and X1 in terms of Lp norm, should be as large as possible;
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