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Abstract

The study of network data in the social and health sciences frequently concentrates on

understanding how and why connections form. In particular, the task of determining

latent mechanisms driving connection has received a lot of attention across statistics,

machine learning, and information theory. In social networks, this mechanism often

manifests as community structure. As a result, this work provides methods for

discovering and leveraging these communities to better understand networks and the

data they generate.

We provide three main contributions. First, we present methodology for performing

community detection in challenging regimes. Existing literature has focused on

modeling the spectral embedding of a network using Gaussian mixture models (GMMs)

in scaling regimes where the ability to detect community memberships improves with

the size of the network. However, these regimes are not very realistic. As such, we

provide tractable methodology motivated by new theoretical results for networks with

non-vanishing noise by using GMMs that incorporate truncation and shrinkage effects.

Further, when covariate information is available, often we want to understand

how covariates impact connections. It is likely that the effects of covariates on edge

formation differ between communities (e.g. age might play a different role in friendship

formation in communities across a city). To address this issue, we introduce a latent

space network model where coefficients associated with certain covariates can depend

on latent community membership of the nodes. We show that ignoring such structure

can lead to either over- or under-estimation of covariate importance to edge formation

and propose a Markov Chain Monte Carlo approach for simultaneously learning the

latent community structure and the community specific coefficients.

Finally, we consider how community structure can impact experimentation. It
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is evident that communities can act in different ways, and it is natural that this

propagates into experimental design. As a result, this observation motivates our

development of community informed experimental design. This design recognizes that

information between individuals likely flows along within community edges rather

than across community edges. We demonstrate that this design improves estimation

of global average treatment effect, even when the community structure of the graph

needs to be estimated.

v



Dedicated to my grandpa, John Mathews

vi



Acknowledgements

This entire dissertation is based on the importance of connection. Before diving into

the theory behind social connection, how we model it, how we study it, and more,

I would like to share my deep appreciation for the connections in my life that have

made this work possible.

First and foremost, thank you to my advisor, Alexander Volfovsky, for his constant

patience, guidance, and encouragement throughout this entire program. It is hard

to put into words how happy I am to have worked with him over the years. I thank

him for introducing me to the world of networks and community detection. Further,

not only is he incredibly talented in his field, but he is also a wonderful advisor. The

impact of a mentor can be quite great, and I will forever be grateful for Alex and

everything that he has done for me.

Thank you to Galen Reeves for being my co-advisor throughout this program. It

has been an honor to work with such amazing and talented faculty here. I would like

to share my appreciation for Amy Herring and Jim Moody for being on my committee.

Also, thank you to Chantal Gil for taking the time to chat with me and support me as

well. Thank you to those of the Duke Statistical Science department who supported

me over the years.

I want to give an incredibly special thank you to my parents. I am so grateful

for their endless support, for always being there for me, for making me laugh when I

wanted to cry, and for showing me so much love. I have to especially thank my mom

for all of the many, many phone calls.

I am very thankful for all of the friendships that I have made here at Duke with a

special thank you to Vittorio, Evan, Ezinne, Michele, Federico, Jordan, Alessandro,

and Jesper. They all have been so supportive and have filled my time here with

vii



many wonderful memories including pasta dinners, video game nights, late night work

sessions, and so much more. Thank you to my lab groups over the years for providing

positive environments to practice talks, share ideas, and collaborate.

One incredibly special aspect about this PhD was that I got to make amazing

friends all around the world. Thank you to Jeremias and Jean in particular for the

extra support, friendship, and guidance. I appreciate all the video chats across many

time zones that helped me through.

I want to also thank those that inspired me to pursue a PhD. This all started

with my high school statistics teacher, Brian Meeron, who encouraged me to major

in mathematics and statistics. I want to also share my deep appreciation for John

Bailer who mentored me throughout my time at Miami University and encouraged

me to pursue a PhD. Also, thank you to Olga Brezhneva who fostered a great deal of

the love and appreciation I have for mathematics.

Thank you to my friends from back home, especially AJ Tatro, Ricardo Treviño,

Kirk Shedlock, Christy Loke, Andrea Reeves, Carly Francis, and my family, especially

my Aunt Terry, Aunt Jeanne, and my grandparents for all of their support and love.

A huge thank you to my little healthcare team: Eliza Sholtz Russ, Alex Hussey, and

Christine Pavey. Thank you to Whitney Simmons, Katie Austin, and the Tone It Up

community for providing supportive and inspiring workout communities, especially

during the pandemic. Thank you to Taylor Swift for coming out with so many albums

over the past 5 years and to the Starbucks that opened up on 9th street for all the

extra energy needed to finish this.

I am also so grateful to have spent a summer at Netflix. Being an intern with

them was such an amazing opportunity that allowed me to grow as a data scientist.

Specifically, thank you to Ted, Vickie, Sui, Martin, and Brittany.

Graduate school has been quite the adventure. I have learned that I am capable

viii



of much more than I thought, however I could not have done it alone. I am incredibly

lucky to have so many amazing people in my life who have supported me throughout

this program. I truly cannot express how much appreciation I have for them. Not

only have they all helped me to grow as a statistician and researcher, but also as a

person.

ix



Contents

Abstract iv

Acknowledgements vii

List of Figures xiv

List of Tables xviii

1 Introduction 1

1.1 Network Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2 The Stochastic Blockmodel . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Gaussian Mixture Models for Stochastic Block Models with Non-
Vanishing Noise 6

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.2 Spectral Theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.2.1 Distributions of Eigenvalues . . . . . . . . . . . . . . . . . . . 7

2.2.2 Relation between the Spiked Wigner Model and the SBM . . . 8

2.2.3 Recoverability of Communities . . . . . . . . . . . . . . . . . . 12

2.2.4 Information in Eigenvectors . . . . . . . . . . . . . . . . . . . 14

2.3 Novel Contribution . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.4 Problem Formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.5 Theory and Methodology . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.5.1 Gaussian Approximation of Eigenvectors . . . . . . . . . . . . 21

2.5.2 Proposed Method . . . . . . . . . . . . . . . . . . . . . . . . . 24

2.6 Experimental Results . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

2.6.1 Numerical Simulations . . . . . . . . . . . . . . . . . . . . . . 26

x



2.6.2 Real-World Data Analysis . . . . . . . . . . . . . . . . . . . . 28

2.7 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3 Latent Community Adaptive Network Regression 30

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

3.1.1 The AddHealth Data . . . . . . . . . . . . . . . . . . . . . . . 32

3.1.2 Notation and Model Setup . . . . . . . . . . . . . . . . . . . . 34

3.2 Extending the AMEN Model . . . . . . . . . . . . . . . . . . . . . . . 35

3.2.1 The Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

3.2.2 Relationship between~� in Eq (3.5) and � in Eq (3.6) . . . . . 37

3.3 Bayesian Computation . . . . . . . . . . . . . . . . . . . . . . . . . . 38

3.3.1 Priors . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.3.2 Computation . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

3.3.3 Posterior Inference and Summarization . . . . . . . . . . . . . 44

3.3.4 Extending to the Censored Binary Likelihood . . . . . . . . . 45

3.4 Simulations and Computational Considerations . . . . . . . . . . . . 46

3.4.1 Binary Likelihood with Community Dependent and Independent
Covariates . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

3.4.2 Initializing U . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

3.4.3 E�ect of Censoring . . . . . . . . . . . . . . . . . . . . . . . . 54

3.5 Application to AddHealth Data . . . . . . . . . . . . . . . . . . . . . 55

3.5.1 School A . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.5.2 School B . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62

4 Community Informed Experimental Design 63

xi



4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 63

4.1.1 Classical Assumptions and Designs . . . . . . . . . . . . . . . 66

4.1.2 Our Approach: Community Interference Assumptions and Design68

4.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

4.3 Bias Reduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

4.4 Cost of Misclustered Nodes . . . . . . . . . . . . . . . . . . . . . . . . 78

4.5 Simulations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4.5.1 Two Communities . . . . . . . . . . . . . . . . . . . . . . . . 81

4.5.2 Community Level Average Treatment E�ect . . . . . . . . . . 83

4.5.3 Varying Number of Communities . . . . . . . . . . . . . . . . 85

4.5.4 No Community Structure nor Interference . . . . . . . . . . . 86

4.5.5 Potentially Mismatched Communities . . . . . . . . . . . . . . 87

4.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

5 Conclusion and Future Work 91

5.1 Community Detection with Multiple Networks . . . . . . . . . . . . . 91

5.2 Extensions for Latent Community Network Regression . . . . . . . . 93

5.3 Other Estimators for Community Informed Design . . . . . . . . . . . 94

A Spectral Theory and SBM 95

A.1 Parameter Estimation for the SBM . . . . . . . . . . . . . . . . . . . 95

A.2 Phase Transitions for Whitened Representation of the SBM . . . . . . 96

A.3 Additional Real Data Example . . . . . . . . . . . . . . . . . . . . . 96

B Network Regression 99

B.1 Vectorization of diag(~� r UT )X r . . . . . . . . . . . . . . . . . . . . . . 99

xii



B.2 Including Dyadic Covariates . . . . . . . . . . . . . . . . . . . . . . . 100

B.3 General Dyadic Covariates . . . . . . . . . . . . . . . . . . . . . . . . 102

B.4 Bivariate Probit Likelihood . . . . . . . . . . . . . . . . . . . . . . . 104

B.5 Comparison of Censored Binary Formulations . . . . . . . . . . . . . 105

B.6 Covariate Information for AddHealth . . . . . . . . . . . . . . . . . . 106

B.7 Trace plots for AddHealth Networks . . . . . . . . . . . . . . . . . . . 107

B.8 Dyadic Posterior Credible Intervals for AddHealth Networks . . . . . 107

B.8.1 School A . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

B.8.2 School B . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

B.9 Covariate Assisted Clustering . . . . . . . . . . . . . . . . . . . . . . 113

C Experimentation 114

C.1 Expected Cost of Misclustering . . . . . . . . . . . . . . . . . . . . . 114

C.2 Exposure Probabilities with Community Interference Under 3-Net . . 117

C.3 Variance of Di�erence in Means Estimator . . . . . . . . . . . . . . . 118

C.4 Algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

C.5 Generative Model from Ugander et al . . . . . . . . . . . . . . . . . . 122

C.6 Additional Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

Bibliography 127

Biography 136

xiii



List of Figures

1.1 Network generated from ER vs SBM . . . . . . . . . . . . . . . . . . 5

2.1 Distribution of eigenvalues for spiked Wigner model . . . . . . . . . . 9

2.2 Recovery of the signal in a spiked Wigner Model . . . . . . . . . . . . 9

2.3 Matrix representation of 3 SBM networks with varying signal . . . . . 10

2.4 Distribution of eigenvalues for 3 community SBM . . . . . . . . . . . 11

2.5 Threshold for misclustering rate with 2 community SBM . . . . . . . 13

2.6 Comparison of separation on �rst eigenvector for SBMs with community
balanced vs unbalanced degree . . . . . . . . . . . . . . . . . . . . . . 15

2.7 Eigenvectors of 3 community SBM . . . . . . . . . . . . . . . . . . . 16

2.8 Example of how eigendecomposition is invariant to node order (up to
sign change) for a network . . . . . . . . . . . . . . . . . . . . . . . . 17

2.9 Performance of k-means on SBM for community label recovery . . . . 17

2.10 Aligned eigenvectors for SBMs with varying signal levels using the
whitened representation . . . . . . . . . . . . . . . . . . . . . . . . . 19

2.11 Visual representation of phase transitions in the eigenvectors . . . . . 23

2.12 Visual representation of covariance convergence asd grows with N . . 25

2.13 Simulation results for GMM community detection . . . . . . . . . . . 27

3.1 95% CI for � estimates when �tting AMEN model on AddHealth
network. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

3.2 Running separate AMEN models on school network partitioned by
initial estimated latent communities. . . . . . . . . . . . . . . . . . . 33

xiv



3.3 Simulation performance for community dependent row and column
covariates under di�erent models . . . . . . . . . . . . . . . . . . . . 48

3.4 Simulation performance for community independent row and column
covariates under di�erent models . . . . . . . . . . . . . . . . . . . . 48

3.5 Estimating U using di�erent initialization techniques . . . . . . . . . 52

3.6 Median ACF for Ui
~� acrossi 2 f 1; :::; 150g. . . . . . . . . . . . . . . 53

3.7 Computational performance for community adaptive network regression54

3.8 95% Credible intervals for row and column covariates from censored
community dependent model. . . . . . . . . . . . . . . . . . . . . . . 55

3.9 School A: 95% CI for row and column covariates with community
dependent model,K = 2. . . . . . . . . . . . . . . . . . . . . . . . . 58

3.10 School B: 95% CI for row and column covariates with community
dependent model,K = 2. . . . . . . . . . . . . . . . . . . . . . . . . 59

3.11 School A: Comparing 95% CI
P 2

k=1
~� k
2 vs. AMEN with multiplicative

e�ects of dimension 2 for row and column covariates. . . . . . . . . . 60

3.12 School B: Comparing 95% CI
P 2

k=1
~� k
2 vs. AMEN with multiplicative

e�ects of dimension 2 for row and column covariates. . . . . . . . . . 61

4.1 Ideal scenario for GATE estimation . . . . . . . . . . . . . . . . . . . 64

4.2 Neighborhood interference potential outcomes . . . . . . . . . . . . . 65

4.3 Desirable potential outcomes under community interference . . . . . . 69

4.4 Example clusterings under di�erent experimental designs . . . . . . . 72

4.5 Simulated exposure probabilities under various designs . . . . . . . . 78

4.6 Relative bias for 2 equally sized community SBM . . . . . . . . . . . 83

4.7 Relative bias for 2 equally sized community SBM with homogenous
neighborhood interference . . . . . . . . . . . . . . . . . . . . . . . . 84

xv



4.8 Relative bias for dis-assortative community interference . . . . . . . . 84

4.9 Relative bias for community level treatment e�ects for 2 equally sized
community SBM . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

4.10 Relative bias for SBM with varyingK values . . . . . . . . . . . . . . 86

4.11 Relative bias for network with no community interference . . . . . . . 87

4.12 Relative bias for various schools from the middle school data set . . . 89

5.1 Plots of eigenvectors of sums and di�erences of two adjacency matrices 93

A.1 MSE plots for estimatingp and Q . . . . . . . . . . . . . . . . . . . . 96

A.2 Empirical demonstration of phase transitions for recoverability for the
whitened representation of the SBM . . . . . . . . . . . . . . . . . . . 97

A.3 Misclustering rates for various algorithms implemented on 4 middle
schools . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 98

B.1 Comparing censored binary models . . . . . . . . . . . . . . . . . . . 105

B.2 Convergence diagnostics for AddHealth . . . . . . . . . . . . . . . . . 107

B.3 School A: 95% CI for dyadic grade covariates with community dependent
model, K = 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

B.4 School A: 95% CI for dyadic smoking covariates with community
dependent model,K = 2 . . . . . . . . . . . . . . . . . . . . . . . . 109

B.5 School A: 95% CI for dyadic drinking covariates with community
dependent model,K = 2 . . . . . . . . . . . . . . . . . . . . . . . . 109

B.6 School A: 95% CI for dyadic race covariates with community dependent
model, K = 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

B.7 School B: 95% CI for dyadic grade covariates with community dependent
model, K = 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

xvi



B.8 School B: 95% CI for dyadic smoking covariates with community
dependent model,K = 2 . . . . . . . . . . . . . . . . . . . . . . . . 111

B.9 School B: 95% CI for dyadic drinking covariates with community
dependent model,K = 2 . . . . . . . . . . . . . . . . . . . . . . . . 112

B.10 School B: 95% CI for dyadic race covariates with community dependent
model, K = 2 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

C.1 Comparing observed and expected cost from mispaired nodes . . . . . 117

C.2 Relative bias for equal sized two community simulation using one hop
max algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

C.3 Relative RMSE for experiment with equal sized two community simulation124

C.4 Example of a middle school network colored by estimated community
label . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125

C.5 Combining recoverability thresholds and bias due to misclustering . . 126

xvii



List of Tables

3.1 Models considered for community adaptive network regression simulations47

3.2 Comparing percent of students with a particular response by estimated
latent community . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

xviii



Chapter 1

Introduction

Our world has become increasingly driven by networks (Dunbar et al., 2015; Farine

and Whitehead, 2015; Grinberg et al., 2019; Stadtfeld et al., 2019). Whether they are

the social networks we form on and o�ine, those generated by computers, airplanes,

and more, we are constantly impacted by connection. In this work we focus on

exploring social networks as they provide relevant insight into how humans interact

with one another and how information propagates between them. These tasks can

help identify harmful groups of people, at risk individuals, and heterogenous behaviors

in connection formation.

Working with network data is not a trivial task. With their presence comes the

need to understand the fundamentals of networks from a mathematical perspective

to accurately analyze the data they generate. The most common complexity that

networks introduce is their strong correlation structure that violates most assumptions

underlying standard statistical techniques. As such, there has been the need for

development of new methods and theory to accommodate them. Further, the way

in which connections form is often intricate and thus understanding this process

is a fundamental goal of network analysis. In particular, this work concentrates

on illuminating the latent mechanisms that drive connections between individuals

and exemplifying the substantial impact of them. When only the network structure

is available, deriving meaningful conclusions about connection can be challenging.

However, often these latent mechanisms that contribute to network formation can

be inferred from the network itself (Fortunato, 2010; Girvan and Newman, 2002;

McPherson et al., 2001). Community detection aims to uncover these latent structures

1



and forms the basis of this work. To motivate the importance of latent communities,

note that for social networks, homophily is extremely prevalent (Igarashi et al., 2005;

Shrum et al., 1988). That is, individuals tend to be friends with people who are

similar to them and cluster together to form `communities'. These communities allow

us to identify and to better understand meaningful subgroups of individuals.

Chapter 2 presents the fundamentals of spectral theory needed to understand

community detection algorithms and provides a novel approach to community detec-

tion. We present methodology using Gaussian Mixture Models on a lower dimensional

spectral embedding of a network. We show how our method allows for community

label recovery in more challenging (and more realistic) regimes than what is typically

explored in the literature.

In Chapter 3, we consider having access to an observed network and nodal covariate

information. As mentioned, network analysis often aims to understand why people

connect. Combining covariate information and community detection provides an

opportunity to understand these processes in more depth. To do this, we derive an

extension of the Additive and Multiplicative E�ects Network regression model (Ho�

et al., 2013) where we allow for simultaneous estimation of community memberships

and community dependent coe�cients. This allows recovery of not only community

labels but also of the extent to which covariates impact these communities di�erently.

This model is applied to a high school data set that provides meaningful insights as

to how di�erent communities of high school students are driven to connect in di�erent

ways.

Chapters 2 and 3 demonstrate how community structure tends to motivate het-

erogenous behaviors between groups of people. In Chapter 4, this notion is extended to

a causal setting where we consider how communities can be in
uenced by interventions

in di�erent ways. Companies heavily rely on A/B testing to make important business
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decisions. Consider testing a new feature on an app. Rather than simply deploying

the new feature to all users, an experiment is conducted where some users are exposed

to the new feature and some are not. After the experiment, an outcome of interest is

measured. If the di�erence in outcomes between the two groups of users is signi�cant

in favor of the treatment, the new feature is deployed at scale. While a seemingly

simple idea, actually estimating the impact of a new feature can be quite complex

when users are part of a network and can in
uence one another. While much work

has been done on designing methods aiming to capture and account for interference

patterns, most assume homogenous interference (Sussman and Airoldi, 2017; Toulis

and Kao, 2013). However, as mentioned, this is not always a reasonable assumption.

Chapter 4 presents methodology for experimental design that leverages community

structure in order to improve causal inference in network settings where community

level peer interference is likely. This allows for better estimation of treatment e�ect

as well as access to community level treatment e�ects.

1.1 Network Notation

Throughout this work, let a network for N individuals be represented byA, a N � N

binary adjacency matrix whereA ij = 1 if i and j are connected and 0 otherwise. Let

A ii = 0 for all i since we are not interested in self loops. Further, a network can be

either undirected or directed. In an undirected network,A is symmetric and thus

A ij = A ji (edges are reciprocated). However, for a directed network, ifA ij = 1, A ji

can be 0 or 1. Also, we often are interested in how many neighbors a node has which

is described as the degree of a node,di =
P N

j =1 A ij .

Consider whenA is random such that there is some underlying distribution for

connections in the network. To build intuition, consider a simple network model, the
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Erdos-Renyi (ER) graph (Erd•os and R�enyi, 1959) in which

A ij � Bern(p)

independently for all i; j 2 f 1; :::N g with p being the probability of connection.

Under this model, each pair of nodes has the same probability of being connected;

however this assumption of uniform connection probability is not realistic. As such, we

introduce a slightly more 
exible version of the ER model: the Stochastic Blockmodel

(SBM) (Holland et al., 1983) .

1.2 The Stochastic Blockmodel

The SBM is a popular probabilistic network model that allows for connection probabil-

ities to vary based on latent community membership. While the notion of community

structure has been discussed brie
y, the SBM allows us to formally de�ne how

communities relate to network generation. For a SBM withK communities,

A ij jUi ; Uj � Bern(UT
i QUj )

whereU is an N � K membership matrix such that each row contains one 1 indicating

which community a node belongs to. LetQ be aK � K probability matrix describing

the relations between communities. For example, if nodei belongs to community 1

and nodej belongs to community 2, thenQ12 represents the probability that node

i is connected to nodej . For a SBM, the network is said to be assortative if the

diagonal elements ofQ are greater than the o� diagonal elements. Assortativity is

closely tied to homophily as this implies that individuals in the same community are

more likely to be connected. A network is said to be dis-assortative if the diagonal
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Figure 1.1 : Example of a network generated from an ER model (left) versus a 3
community SBM (right).

elements ofQ are less than the o� diagonal, implying that individuals are more likely

to be connected with those who are not in their own community. Note that if all

entries ofQ are equal, this reduces to the ER model. Figure 1.1 illustrates examples

of an ER network (left) versus a SBM (right) where the SBM has nodes colored by

true community labels. However, in practice, often these true labels are not known

and only the network is available. The goal of community detection is to then recover

the labels,U, from the observed network,A.
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Chapter 2

Gaussian Mixture Models for Stochastic
Block Models with Non-Vanishing Noise

2.1 Introduction

As mentioned, community detection tasks have received a lot of attention across

statistics, machine learning, and information theory with a large body of work concen-

trating on theoretical guarantees of spectral based algorithms (usually implemented

on the SBM). This chapter introduces the fundamentals of spectral theory that are

needed to understand and motivate these types of algorithms. We then provide novel,

tractable methodology for community detection in challenging regimes. This work is

driven by new theoretical results for networks that leverage the asymptotic normal

behavior of the scaled eigenvectors of a network.

2.2 Spectral Theory

Before discussing spectral theory applied to a network speci�cally, �rst consider a

N � N real symmetric matrix, W. This matrix can be represented using its eigen-

decomposition: W = V� V T where V = f V1; :::; VN g is the set ofN orthonormal

eigenvectors ofW and � is the N � N diagonal matrix of eigenvalues such that �ii = � i

for i 2 f 1; :::; Ng. The set of eigenvectors,V , satisfy the following: WV = V�. Notice

that W can be rewritten in terms of its eigenvectors and eigenvalues, and thus it is

intuitive that those vectors associated with larger eigenvalues (in magnitude) carry

more information about W. As a result, it is possible that certain eigenvectors can

6



illuminate the underlying potential `signal' that exists in W. Since eigenvalues can be

associated with how much information an eigenvector provides, it is imperative to

understand their behavior. This ties to the notion of community detection where we

aim to extract the community labels from the observed network.

2.2.1 Distributions of Eigenvalues

Consider rede�ning W as a N � N random matrix where entries are distributed

identically and independently (iid). SinceW is random, the eigenvalues ofW are

functions of random variables. However, these eigenvalues are not independent of one

another and exhibit an interesting behavior as they do not get too big nor get too

close to one another (Livan et al., 2018). Due to this correlation structure, standard

statistical approaches are again deemed invalid (similar to the problems encountered

with networks in general). However, the distribution of eigenvalues has been studied

in detail for some classes of matrices. For example, letW have all o� diagonal entries

iid N (0; � 2=2) and diagonal entries iidN (0; � 2), yielding what is formally de�ned as

a Gaussian Wigner matrix. In particular, it is known that for a N � N symmetric

Gaussian Wigner matrix, the eigenvalues follow a semi-circle distribution (Livan et al.,

2018) as illustrated in the bottom panel of Figure 2.1. While under this formulationW

is essentially a noise matrix, understanding its spectral properties yields key insights

for considering matrices that are a combination of noise and signal.

The Spiked Wigner Model

The spiked Wigner model formalizes this `signal plus noise' notion and becomes useful

due to the extensive study of its spectral properties in the information theory and

statistical physics literature (Benaych-Georges and Nadakuditi, 2011; El Alaoui et al.,

7



2020; Lelarge and Miolane, 2019; Miolane, 2019; Reeves et al., 2019) as well as due to

its close ties to the stochastic blockmodel (explored in the following section). Consider

a spiked Wigner model of the form:

Y =

r
�
N

FF T + W (2.1)

where F � P0 is a N dimensional signal vector,� represents the strength of the

signal, and W is a symmetric N � N standard Gaussian Wigner matrix. LetF

encode important information that we want to recover. When onlyY is observed,

recovering this information can be challenging. One popular approach is to utilize the

eigen-decomposition ofY. Note that for small values of� , Y will be dominated by W

and thus the eigenvalue distribution ofY will be similar to that of W. This insinuates

that there is not enough signal to overcome the noise. However, as� grows, there is

a threshold at which recoverability of the signal inF is possible. This corresponds

to when the largest eigenvalue(s) in magnitude ofY escape the semi-circle `bulk' as

illustrated in the top panel of Figure 2.1.

When this occurs, information related toF can be recovered through the associated

leading eigenvector ofY as shown in Figure 2.2. While this particular example has a

spike of rankr = 1, theory has been generalized for higher rank signal matrices when

r � N (Benaych-Georges and Nadakuditi, 2011) which allow us to easily connect the

spiked Wigner model to the SBM for multiple communities.

2.2.2 Relation between the Spiked Wigner Model and the
SBM

Recall that the goal of community detection reduces to the idea of decoupling

signal from the noise in a network, identical to the goal of recoveringF from Y in the

8



Figure 2.1 : The top panel shows the distribution of eigenvalues for the spiked Wigner
model where the arrow points at the `signal' eigenvalue. The bottom panel shows the
eigenvalues for just the Wigner matrix,W.

Figure 2.2 : Across the panels, we adjust� to change how challenging it is to recover
F . The mean squared error between the true signalF and the leading eigenvector is
also recorded in the panel labels (formally, the MSE is1N

P N
i =1 (Fi � V̂1i )2 whereV1 is

the leading eigenvector ofY). As � increases, the problem becomes easier (up to a
sign change) and MSE decreases.
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Figure 2.3 : Adjacency matrix representation of 3 networks. Each matrix represents
a network drawn from a 3 community SBM; each with varying connection probability
matrices, Q. As we move left to right, the network becomes less assortative; thus
providing less signal as those probabilities of within and between community connection
become closer.

previous section. Figure 2.3 shows 3 SBMs with di�erent connection probabilities.

From left to right, the probability of within and between community edges becomes

closer and thus the communities are less distinguishable, similar to the altering of� in

the previous section. Formally, the similarity between the spiked Wigner model and

the SBM has been investigated (Lelarge and Miolane, 2019; Miolane, 2019) and the

asymptotic equivalence between these models has been demonstrated in Reeves et al.

(2019) through the use of mutual information. To illustrate these connections, recall:

A ij jUi ; Uj � Bern(UT
i QUj )

and thus E[AjU; Q] = UQUT . Note that given U and Q, the entries of A are

independent. IfUQUT is known andA is observed, then the residual matrix can be

expressed as:

E = A � UQUT

and thus A = UQUT + E (note the similarity to Eq (2.1)). Further, V ar[E jU; Q] =

V ar[AjU; Q]. Ideally, the residual matrix would re
ect the behavior of a Wigner
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Figure 2.4 : Distribution of eigenvalues for stochastic blockmodel withK = 3
communities for the observed scaled network,A (top panel) and for the residual
matrix (bottom panel). This mirrors the behavior of the spiked Wigner model shown
in Figure 2.1.

matrix (then UQUT would re
ect a spike and the models would be equivalent). Due

to the underlying and non identical Bernoulli distribution of A, this exact equivalence

does not quite hold. However, it is shown that this residual matrix behaves in a

similar manner to a Wigner matrix, and its eigenvalues follow a semi-circle distribution

(Nadakuditi and Newman, 2012). This is illustrated in Figure 2.4 where the eigenvalues

of E are denoted in the bottom panel, and the eigenvalues of the scaled observed

network, A, are in the top panel. Compared to Figure 2.1, the connection between

the SBM and spiked Wigner model is evident. Again, when enough signal is present

in the network, eigenvalues escape the semi-circle `bulk'. Depending on how strong
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the signal is, this determines the feasibility of community label recovery.

2.2.3 Recoverability of Communities

We now brie
y discuss thresholds for community label recovery. When using real

data, we rarely have access to ground truth communities to test the performance

of an algorithm. As a result, it is crucial to understand when recoverability of

labels is possible. There are di�erent levels of recovery in community detection and

corresponding notions of phase transitions for these regimes. For almost exact recovery,

a vanishing fraction of labels is allowed to be misclustered where misclustered means

that a node's estimated community label does not match its true community label.

For partial recovery, a constant fraction of labels can be misclustered. When we are

known to be in an `impossible' regime, this implies that no algorithm performs better

than random guess (where random guess can be de�ned as either putting all nodes in

one community or uniformly randomly assigning labels to nodes). Throughout this

work, random guess will be de�ned as the former since this re
ects the true worst

case scenario. While exact recovery (learn all labels correctly) is desirable, this regime

is not typically realistic. As such, we focus on problems in the partial and almost

exact range of recoverability (Abbe, 2017). Much work has been done for developing

thresholds that relate recoverability to the eigenvalues and degree of a network to

determine how much signal is needed to achieve di�erent levels of recovery (Abbe

et al., 2015; Abbe and Sandon, 2015; Decelle et al., 2011a,b; Krzakala et al., 2013;

Massouli�e, 2014; Mossel et al., 2018; Nadakuditi and Newman, 2012). As a simple

example, consider a 2 equally sized community SBM. Decelle et al. (2011b) show

that recoverability, asymptotically in N , is not possible if the di�erence between the

expected within and between community degree (N � a � N � b) is less than 2
p

c

wherec = N � (a + b)=2. An example demonstrating this behavior in a �nite setting
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Figure 2.5 : For each point, a 2 community equally sized SBM is generated with
N = 1000. Total average degree is held constant atd = 30. The values ofa and b
vary to maintain overall average degree of 30 while also creating di�erences in within
and between expected degree. They axis is the miscustering rate using k-means on
the top 2 eigenvectors of the observed network,A. The misclustering rate is averaged
over 10 runs of the algorithm. The vertical line indicates the threshold for detection.

is given in Figure 2.5 where a clear phase transition can be seen. This �gure shows

the di�erence in expected within and between community degree versus misclustering

rate (the number of misclustered nodes divided byN ). As the di�erence in within

and between community degree increases, recovery becomes feasible. To obtain the

estimated labels used for calculating the misclustering rate, a k-means algorithm is

implemented which is discussed in the next section.

It is also important to note that in Caltagirone et al. (2017) these thresholds are

de�ned for a 2 community asymmetric SBM in terms of the signal to noise ratio, a

function of the network eigenvalues. Further, Reeves et al. (2019) show how to extend

recoverability bounds to multiple asymmetric communities when side information

is available. Note that given these thresholds, the goal then becomes to develop

community detection algorithms that can actually recover community labels for the

network regimes corresponding to the theoretical bounds.
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2.2.4 Information in Eigenvectors

Eigenvectors have been brie
y discussed, and this section demonstrates how they

are utilized in the community detection task. While eigenvalues carry information

about the recovery of signal, they themselves cannot detect communities; however

the eigenvectors can (Athreya et al., 2016; Newman, 2006a; Rohe et al., 2011). As

recoverability thresholds exist in relation to the eigenvalues, a threshold also exists

for the corresponding eigenvectors (Benaych-Georges and Nadakuditi, 2011; Miolane,

2019).

To build intuition as to how eigenvectors carry information, consider the leading

eigenvector of a SBM. Results in spectral theory show that this eigenvector is correlated

with the degree of nodes. To be explicit, the maximal eigenvalue is related to the

degree ofA which means that the corresponding eigenvector maximizes this quantity

(Krivelevich and Sudakov, 2003):

P N
i =1 di

N
� � max (A) � max(di ):

If there is heterogeneity in degree distribution across communities, this causes com-

munity separation in the eigenvector as shown in the left plot of Figure 2.6. Note that

the values of the leading eigenvector di�er for the brown community as compared to

the other two communities. In contrast, the right plot of Figure 2.6 shows values for

the leading eigenvector of a SBM where degree is the same for each community and

thus this eigenvector is uninformative.

Notice that one vector is not su�cient to completely separate all 3 communities

for either SBM. When degree is not heterogenous across all communities, it becomes

imperative to consider multiple vectors. While the interpretability of information in

other eigenvectors is not as straightforward, it has been shown that multiple vectors
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Figure 2.6 : Comparison of separation on �rst eigenvector for SBMs with community
balanced vs unbalanced degree. The x-axis is a randomized ordering of node ID and the
y-axis is theV1 value for each node. This shows how when degree is homogenous across
communities, the leading eigenvector is not informative for community detection.

carry community information (Krzakala et al., 2013). Fig 2.7 illustrates this idea as

multiple eigenvectors are considered. This �gure plots the top 3 eigenvectors of a 3

community SBM with near equivalent expected degree across communities (which

is evident when investigating separation along the leading eigenvector). Considering

3 eigenvectors shows clear separation between the 3 communities in this multi-

dimensional space. This information gain from multiple eigenvectors thus motivates

much of this chapter as we leverage the spectral decomposition of a network to detect

communities.

The bene�t of this lower dimensional embedding is that each node is now rep-

resented by aK dimensional object that presumably carries important information

about each node. Further, the eigendecomposition provides an embedding that is

invariant to the order of nodes in the network as demonstrated in Figure 2.8 (up to a

sign change), a property crucial for implementation on real world data.

Typically K is not known a priori and must be estimated. A common approach for

estimating K is to consider how many eigenvalues escape the bulk. For example, from

the top plot of Figure 2.4, without any knowledge of the underlying SBM, it is clear
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Figure 2.7 : Example of a network generated from a 3 community SBM where each
color indicates a di�erent community. Plots show various eigenvectors plotted against
one another to exemplify how these top 3 eigenvectors carry community structure
information.

that K = 3 would be a good estimate since 3 eigenvalues fall outside the bulk. Given

K , a standard clustering algorithm for community detection is to implement k-means

on the top K eigenvectors ofA or a version ofA (Rohe et al., 2011). K-means is a

distance based algorithm that iteratively clusters nodes into one ofK communities

based o� of closest distance to centroids. The fundamental motivation is that nodes

with similar Vi � are closer in latent space and thus more likely to share community

membership. As demonstrated in Figure 2.9, overall, k-means is able to recover

the majority of community labels correctly. However, the algorithm struggles to

distinguish nodes where there is high overlap in theV values for some individuals

from varying communities. This shows how spectral embeddings provide substantial

information for community recovery, however more advanced algorithms may be able

to extract more information.
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Figure 2.8 : Comparison of eigendecomposition for a SBM with and without nodes
ordered by community. The upper left plot shows the adjacency matrix for the SBM
with nodes ordered by community (and the block structure is evident). However, the
upper right plot shows the same network, however the order of the nodes has been
shu�ed and the block structure is not evident upon visual inspection of the adjacency
matrix. However, the lower two �gures show a plot of 2 eigenvectors for each version
of the network respectively. This illustrates the invariance (up to a sign change) of
the eigendecomposition to the order of nodes in a network.

Figure 2.9 : Example of k-means performance on a 3 community SBM. The left panel
shows the observed network (top) and two scaled eigenvectors (bottom), colored by
true community labels. The right panel shows the same network and eigenvectors,
except colored by the estimated community labels from running k-means to illustrate
how clustering on spectral embeddings is capable of recovering labels.
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2.3 Novel Contribution

Given the vast theory supporting spectral embeddings for community detection, we

consider further extensions of such methods. In current work, spectral embeddings of

a network have been modelled using Gaussian mixture models (GMMs) in scaling

regimes where the ability to detect community memberships improves with the size of

the network. However, these settings are not very realistic as these asymptotic regimes

do not exist in practice. More commonly, we encounter large, sparse networks where

these theoretical results no longer hold. As shown in the sections above, these more

di�cult regimes are incredibly important for implementing algorithms in practice.

Through the use of truncation and shrinkage e�ects, we present a procedure for

community detection using GMMs on spectral embeddings in the non-vanishing noise

regime. This method is then empirically validated using both simulated and real-world

data.

2.4 Problem Formulation

As shown in Section 2.2.4, the community detection problem can be quite simple when

there is heterogenous expected degree across communities since the task typically

reduces to detecting the di�erence in degrees between communities. As such, we shift

focus to the degree-balanced SBM (DB-SBM) in which each community has the same

expected average degree,d. Under the DB-SBM, the community detection task is

slightly more challenging. In this section, we provide a formal problem formulation that

describes how all the relevant information can be captured in a (K � 1) dimensional

embedding of the eigenvectors of the adjacency matrix. We then develop a novel

GMM representation for mid- to high-noise regimes that is able to appropriately
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Figure 2.10 : Aligned eigenvectors from graphs generated from four di�erent SBMs.
The models in the top row have two eigenvalues ofR that are greater than one while
the bottom row only has one eigenvalue greater than one. In the left columnR
is diagonal, while in the right column there is a rotation by an orthogonal matrix.
Each N and ellipse are based on the mean and covariance of GMM components from
Section 2.5.

quantify the uncertainty about the labels of the individual nodes. In Figure 2.10, we

display our proposed eigenvector embedding and the mean and covariance matrices

we derive in Section 2.5 for our GMM across models with both high- (lower row of

plots) and low-noise (upper row of plots) levels. Section 2.6 provides an empirical

validation of our method and a comparison to other state-of-the-art algorithms.

Our approach is described in the context of a general latent space model for net-

works that includes the degree balanced SBM as a special case. LetX = ( X 1; : : : ; X N )T

be an N � s matrix of latent variables whose rows are drawn independently from

a distribution P on Rs with mean zero, identity covariance, and bounded support.

Conditional on X , the entries of the adjacency matrixA are drawn independently

19



according to

A ij jX i ; X j � Bern
�

d
N

+
�
N

X T
i RX j

�
(2.2)

whered is the expected degree of each node in the network,R is a symmetrics � s

matrix that describes how the probability of an edge depends on the latent variables,

and � =
p

d(N � d)=N is a scaling factor that ensures that the signal-to-noise ratio is

invariant to the choice ofd. The tuple (N; P; d; R) is valid only if d=N + ( �=N )xT R~x

is between zero and one for allx; ~x in the support of P.

The assumption that P has zero mean ensures that the model is degree-balanced

in expectation. Speci�cally, E [A ij j X i ] = d=N, and thus the expected degree of node

i is independent ofX i . The assumption that P has identity covariance is without

loss of generality since any linear transformation of the latent variablesX i can be

absorbed into the model parameterR.

When the support ofP is �nite, this model reduces to the degree balanced SBM

where each node is assigned to exactly one ofK possible communities, independently

with probability vector p = ( p1; : : : ; pK ). Speci�cally, we let X i be supported on a set

of K points f � 1; : : : ; � K g in dimensions = K � 1 satisfying the moments constraints:

KX

k=1

pk � k = 0;
KX

k=1

pk � k � T
k = I: (2.3)

We leverage a unique speci�cation ofP given in Reeves et al. (2019, Remark 1) as a

function of label probabilitiesp.

We note that an alternative representation for the labels, used in previous

work (Rohe et al., 2011), is to associate thek-th label with the k-th standard

basis vector inRK . An explicit mapping between these various representations is
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provided in Reeves et al. (2019).

2.5 Theory and Methodology

In this section, we present a general method for inference in degree-balanced networks.

This method is based on a Gaussian approximation for the spectral embedding of the

adjacency matrix. Since the leading eigenvector of the adjacency matrix is correlated

with the degree of the nodes and thus does not provide any information about the

memberships, we consider the spectral embedding of the normalized adjacency matrix

1
� (A � (d=N)11T ). The projection of this matrix onto the space of rank-s matrices can

be expressed asV� V T where � = diag(� 1; : : : ; � s) contains the largest eigenvalues

(in magnitude), in decreasing order, andV = ( V1; : : : ; VN )T is an N � s matrix

with orthonormal columns corresponding to the eigenvectors. We note that the

representation of the eigenvectors is not unique.

2.5.1 Gaussian Approximation of Eigenvectors

In the context of community detection, the basic principle underlying spectral cluster-

ing is that the rows of the leading eigenvectors are correlated with the latent variables.

Applying standard clustering techniques, such ask-means from Section 2.2.4, directly

on the pointsV1; : : : ; VN 2 Rs provides a partition of the nodes in the network and can

be used to estimate community memberships. More generally, a principled approach to

inference is to formulate a joint model for the eigenvectors and the latent parameters.

This applies in the general latent space model as well as in the specialized case of

community detection where the parameter space is �nite. This builds upon recent

work (Athreya et al., 2016; Reeves et al., 2019; Suwan et al., 2016), which provides

both theoretical and empirical support for the use of GMMs.
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To describe our approach, we introduce the scaled eigenvectorsY1; : : : ; YN 2 Rs

according to

Yi =
p

N diag(r1; : : : ; rs)Vi ; (2.4)

wherer1 � r2 � : : : rs are the eigenvalues ofR. The results in Athreya et al. (2016,

Theorem 4.8) can be used to characterize the asymptotic distribution of theYi in

the vanishing-noise regime whereP is �xed and the model parameters (N; d; R) scale

to in�nity. Adapted to the setting of this work, this result suggests the following

approximation:

JYi � N
�

RX i ; ~�( X i )
�

; (2.5)

whereJ is an orthogonal matrix that aligns the eigenvectors with the latent variables

and the covariance is given by

~�( x) = EX 0 � P
�
� (x; X 0)X 0X T

0

�
(2.6)

� (x; ~x) = 1 +
�

N � 2d
N�

�
xT R~x �

1
N

�
xT R~x

� 2
: (2.7)

The matrix J depends on the eigenspace ofR as well as the particular choice of

eigenvectors used in the eigen-decomposition ofA. In the proposed method described

below, this matrix is estimated from the data.

It is important to emphasize that the approximation in Eq (2.5) is adapted from

the vanishing-noise regime where the eigenvalues ofR scale withN . As a consequence,

some important aspects of the moderate to high noise regimes are not captured.

In particular, it is well known that an eigenvector is uninformative about latent

structure unless its associated eigenvalue exceeds a threshold. For our regimes in
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Figure 2.11 : The set up for this �gure is similar to Figure 2.10, however this �gure
emphasizes the phase transition when the magnitude of a value ofR is below 1. r1

stays constant (and high at 2:4) while r2 varies from below to above 1 moving left
to right. The blue community separates from the other 2; however distinguishing
between the brown and green communities is not possible untilr2 is above 1.

particular, if any jr i j < 1 wherei 2 f 1; :::; sg, recoverability of all communities is not

possible (Benaych-Georges and Nadakuditi, 2012, 2011). This is shown empirically in

Figure 2.11.

We propose a Gaussian approximation for the scaled eigenvectorsYi that incorpo-

rates both truncation and shrinkage e�ects via the mean and variance ofYi . Let �R and

R be the symmetrics� s matrices obtained by applying the mappingsr 7! max(jr j; 1)

and r 7! min(jr j; 1), respectively, to the eigenvalues ofR. Our approximation is given

by

JYi � N
�
( �R2 � I )1=2X i ; �( X i )

�
; (2.8)

where againJ is an orthogonal matrix and the covariance is

�( x) = ( I � �R� 2)1=2 ~�( x)(I � �R� 2)1=2 + �R� 1R2 �R� 1: (2.9)

The term ( �R2 � I )1=2 provides the truncation and shrinkage to the eigenvalues ofR.
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This approximation follows from a leave-one-out argument combined with asymptotic

properties of spiked Wigner matrices (Benaych-Georges and Nadakuditi, 2012). Note

that any direction corresponding to an eigenvalue of magnitude less than one does

not provide any information about X i .

Proposition 1. The matrices �( x) and ~�( x) satisfy

�( x) = ~�( x) + O(� � 2
min (R)) (2.10)

�( x) = R2 + O(� � 1 + N � 1) (2.11)

~�( x) = R2 + O(� � 1 + N � 1): (2.12)

Proof Sketch. These results follow straightforwardly from the assumption thatP has

bounded support and the fact that� (x; ~x) = 1 + O(� � 1 + N � 1).

Proposition 1 shows that asR increases, the approximation in Eq(2.8) converges

to the vanishing-noise approximation given in Eq(2.5). Proposition 1 also shows that

if either d or N � d increase withN , then the covariance does not depend onX i and

is given byR2 as demonstrated in Figure 2.12. Interestingly, this result establishes a

connection between the analysis of spectral methods and the information-theoretic

analysis of dense networks given in Reeves et al. (2019), which also involves a GMM

with common covariance across the mixtures.

2.5.2 Proposed Method

Let P0(x; z) be the distribution of the pair (X 0; Z0) where X 0 � P and Z0 is condi-

tionally Gaussian:

Z0 � N
�
( �R2 � I )X 0; �( X 0)

�
; (2.13)
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Figure 2.12 : Similar to Figure 2.11, we now study how the covariance is impacted by
the parameters of the SBM. This �gure shows how the covariance becomes independent
of X i as d grows. Note that R is �xed and N = 4000.

and �( x) is de�ned by Eq (2.9). Our method has three components:

1. (Spectral embedding) LetV be the eigenvectors of the rank-s projection of the

normalized adjacency matrix1
� (A � (d=N)11T ) and let Y1; : : : ; YN be given by

Eq (2.4).

2. (Alignment via maximum likelihood) Let J � be a solution to the optimization

problem

max
J

nY

i =1

P0(JYi ); (2.14)

where the maximum is over all orthogonal matricesJ and P0(z) is the marginal

of P0(x; z) with respect to x. For an SBM, this is the marginal over a GMM.

3. (Classi�cation) For i = 1; : : : ; N output the the posterior P0(x j z) evaluated on

the rotated data z = ( J � Yi ). For an SBM, the posterior is represented by the

probability vector p̂i = ( p̂i 1; : : : ; p̂iK ).

Besides the eigenvalue decomposition, the potentially computationally challenging

step in our method is the optimization with respect to an orthogonal matrix. For

convenience, this optimization can be carried out over a restricted set of orthogonal
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matrices belonging to the setf J : J diag(r1; : : : ; rs)J T = Rg. In the simulations that

follow, we obtain an approximate solution by searching over a set of representative

orthogonal matrices.

2.6 Experimental Results

In this section, we study the behavior of the degree-balanced SBM, parameterized by

(N; p; d; R) from Section 2.4.

2.6.1 Numerical Simulations

We generate a network ofN = 5000 nodes andK = 3 communities with probability

vector p = (0 :1; 0:3; 0:6). The support of P is de�ned according to (Reeves et al.,

2019, Remark 1), which yields
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The adjacency matrix is generated according to Eq(2.2) with average degreed = 15

and

R = J diag(r1; r2)J T ; J =
1

p
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We compare four di�erent methods:

ˆ (GMM) The method described in Section 2.5.2 using the approximation in

Eq (2.8).
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Figure 2.13 : Misclustering rate across varying regimes. Each point is the average
misclustering rate over 100 independent networks. Methods are given by: GMM: ,
Low-Noise GMM: � , Uninformed GMM: � , k-Means: N.

ˆ (Low-Noise GMM) This is the version of the method described in Section 2.5.2

whereP0(x; z) corresponds to the low-noise approximation in Eq (2.5).

ˆ (Uninformed GMM) This method �ts a GMM to the the rows of the eigenvectors

associated with theK � 1 largest eigenvalues (in magnitude) of the scaled

network.

ˆ (k-Means) The k-means algorithm is applied to the same selected eigenvectors

as the uninformed GMM.

We study the regimes where (~r1; ~r2) 2 f 1; 1:1; 1:2g � f 1; : : : ; 2:6g and (r1; r2) =

sort(~r1; ~r2). Performance is assessed using the misclustering rate. For the GMM

methods, we use the maximum a posteriori estimate of the community member-

ships. Following the usual convention in the literature, this metric is optimized over

permutations of the estimated labels to mitigate the e�ects of label switching.

Figure 2.13 shows the misclustering rate across the di�erent regimes. Each point
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in the �gure is the average misclustering rate over 100 networks generated for each

set of parameters. Asr1 and r2 increase, we see an improvement across all methods.

When the eigenvalues ofR are close to one, there is almost no correlation between

the eigenvectors of the adjacency matrix and the community structure and so all

methods perform poorly. Two interesting phenomena can be observed in the �gure:

�rst, the relative advantage of our proposed approach to other approaches appears

to increase as the larger eigenvalue ofR grows (whenr2 = 2:5 we have a nearly 50%

improvement over the next competing method). Second, as the eigenvalues ofR grow,

the performance ofk-means improves and surpasses that of the uninformed GMM.

An additional experiment demonstrating the phase transitions that occur with respect

to jr i j is available in Appendix A.2.

2.6.2 Real-World Data Analysis

In this section, we apply our method to an email network from a large European

research institution (Leskovec et al., 2007; Yin et al., 2017). In these data, an

undirected edge exists between personi and personj if either one or both had sent an

email to the other. Only communication between individuals within the institution is

considered and each person belongs to one of 42 known departments which can be

treated as ground truth communities. The smallest 40 communities are combined,

yielding a total of 3 ground truth communities. This leads to an approximate degree

balanced network with the average in each community being around 30. We provide

two types of analysis for this data: one based on oracle model parameters and one

based on estimated ones. Consider that an oracle provides us with the true values of

R and p (which we can compute based on our ground truth community information).

The misclustering rate of our approach with oracleR and p is 0:2.
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In practice, since one rarely has access to trueR and p values, we also estimatêR

and p̂ based on a 10% sample from the true communities. This process is described

in Appendix A.1. Using the estimated values ofp and R we apply the method of

Section 2.5 and achieve a misclustering rate of 0:3 where we have accounted for using

10% of the data to learn the model parameters. These results compare favorably to the

performance ofk-means which achieves a misclustering rate of 0:368. An additional

real world data implementation is given in Appendx A.3.

2.7 Discussion

In this chapter, we proposed a Gaussian mixture model representation of a projec-

tion of the adjacency matrix that can be leveraged for community detection in the

non-vanishing noise regime. In contrast to prior work, we used a model for the

joint distribution between the eigenvectors and the latent community structure that

includes truncation and shrinkage e�ects. We demonstrate empirically that this novel

representation is able to improve on the performance of community detection in

moderate to high noise regimes.
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Chapter 3

Latent Community Adaptive Network
Regression

3.1 Introduction

Chapter 2 focused on the recovery of community labels when only the observed

network is available. However, now consider the impact of community structure on

inference when we also have nodal covariate information. This chapter considers

more complex mechanisms for connection such as the interactions between nodal

attributes and community structure. The inferential task in the social and health

sciences often involves learning about the in
uence that individual and group level

information can have on the formation of network ties, such as friendships among

students within and across schools (e.g. the PROSPER (Moody et al., 2011) and

National Longitudinal Study of Adolescent to Adult Health (Harris et al., 2009)).

A common explanation for the formation of connections among individuals is the

aforementioned notion of homophily. As we saw in the previous chapter, this idea

has driven the development of community detection models that attempt to identify

important and similar groups of individuals in the network. However, this notion also

drives more general network regression models that postulate a direct link between

observed individual attributes or covariates and the observed network interactions

(Ho�, 2018a; Ho� et al., 2002; Holland and Leinhardt, 1981). Several approaches have

brought the two tasks closer together by conjecturing that under some distributional

assumptions, covariate information can assist in detecting communities in the network

(Binkiewicz et al., 2017; Mele et al., 2019).
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An important observation that motivates the development in this chapter is that

the di�erences between communities within networks likely translate to di�erences in

the impact of certain covariates for explaining edge formation. The degree corrected

stochastic blockmodel was one of the �rst models that allows within community

heterogeneity such that communities are not just detected based on degree (Qin

and Rohe, 2013). Importantly, such di�erences are frequently observed empirically.

Examples of such behavior abound in the literature. Aukett et al. (1988) shows that

prediction of same sex friendships di�er between men and women: women typically

base relationships on sharing emotions and discussing personal issues whereas men

tend to build relationships based on activities that they do together. Staber (1993)

studies how men and women form entrepreneurial relationships di�erently, �nding

that women tend to form larger networks with more male ties and more strangers.

Chamberlain et al. (2007) describes classmate relationship formation between children

with and without autism in a mixed environment. Bail et al. (2018) shows di�erential

e�ects of opposite party exposure on polarization. For all of these examples, the

community labels are known, and, given this information, di�erences between the

communities and e�ects of covariates are easy to evaluate.

Unlike the aforementioned studies, community labels are frequently unavailable

but di�erences in covariate in
uence are still likely to persist via latent or unobserved

communities. The literature lacks methods that address the important question of

varying in
uence of covariate information based on latent community membership of

individuals in a network. In this chapter, we propose a network model that addresses

this gap by leveraging learned latent community information to better describe the

e�ects of certain covariates on friendship formation.

We motivate our development by studying the high school friendship networks

of the National Longitudinal Study of Adolescent Health (AddHealth), a nationally
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representative study conducted during the 1994-1995 school year. In AddHealth, high

school students nominate their top 5 male and top 5 female friends. If studenti

nominates studentj , then a directed edge exists fromi to j . Covariate information

on students was collected including grade, smoking status, drinking habits, club

involvement, GPA, and sport involvement (Harris et al., 2009). Many of these

covariates have been shown to be predictors of friendship formation (Ho� et al.,

2013; Kiuru et al., 2010). Given the high school setting, it is however probable that

latent communities that are not associated with observed covariates are in
uencing

friendships as well. While the communities are not predicted by observed covariates,

the ties within them likely are in
uenced by covariates in di�erent ways.

3.1.1 The AddHealth Data

We motivate the development of this chapter by studying friendship formation in

one AddHealth school. We �rst analyze the data using a 
exible but not community

driven network model called the Additive and Multiplicative E�ects Network (AMEN)

model (Ho� et al., 2013). In this model covariates are linearly associated with the

probability of edge formation, with positive coe�cients meaning that there is a higher

probability of a friendship. Covariate information for both the sender and the receiver

of the ties can in
uence the formation of a directed edge. Figure 3.1 presents 95%

posterior credible intervals for sender (labeled row) and receiver (labeled column)

e�ects.
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Figure 3.1 : 95% CI for � estimates
when �tting AMEN model on AddHealth
network.

Figure 3.2 : Running separate AMEN
models on school network partitioned by
initial estimated latent communities.

The results indicate that being involved in sports potentially increases individuals'

sociability (row e�ect) and popularity (column e�ect). While the model appears to �t

fairly well according to posterior predictive checks, standard community detection

tools detect communities that are not directly correlated with any predictor. As

such, we cannot rule out that the covariates have di�erent e�ects on friendship

formation within these communities. We explore this possibility by naively �tting

simple AMEN models within each of the found communities. Figure 3.2 depicts the

results of a naive application of community detection on the original network and then

performing separate �ts of AMEN within each community. We see that individuals in

di�erent estimated communities might be in
uenced di�erently by certain covariates

such as being white and club involvement. However, this two-step procedure has

clear downsides: partitioning the data leads to a large loss of information since only

connections between people within the same estimated community are studied and the

uncertainty in the community membership estimation is not propagated throughout

the analysis. In the next section we propose a joint model that resolves these issues.
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3.1.2 Notation and Model Setup

To �x notation, the N � N adjacency matrix, A, represents a directed network for

N individuals. We further observep covariates associated with these individuals as

senders (row covariates) and as receivers (column covariates). For notational simplicity,

assume that the number of row and column covariates is the same (however this is

not required). Below we generalize the AMEN model that incorporates covariate

coe�cient estimation along with latent multiplicative and nodal random e�ects (Ho�

et al., 2013). Speci�cally, we consider the generative model whereA ij = 1Z ij > 0 (that

is, the observed edgeA ij is a function of a latent unobserved strength of connection

Z ij ) where:

Z ij = � 0 +
pX

l=1

(xrli � rl + xclj � cl) + UT
i � Vj + ai + bj + � ij : (3.1)

In matrix form, this relational latent representation of Y can be written as:

Z = � 011T +
pX

l=1

(X rl � rl + X cl � cl) + U� V T + a1T + 1bT + E (3.2)

whereE is an N � N matrix of possibly correlated errors. The 
exibility of this model

is in the speci�cation of the random e�ects. Row (a) and column (b) additive e�ects

capture sociability and popularity of nodes, respectively (this generalizes the degree

corrected stochastic blockmodel) (Qin and Rohe, 2013). Since a node's popularity

and sociability are likely correlated, we specify them jointly,
0

B
@

ai

bi
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C
A

i:i:d� N (0; � ab) with � ab =

2

6
4

� 2
a � ab

� ab � 2
b

3

7
5

where� 2
a, � 2

b represent the variance among row and column means and� ab represents

the covariance between row and column e�ects. In the standard AMEN model,U� V T
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captures potential higher order latent dependencies between nodes. For example,

if there are homophilous latent communities inA and nodei and j belong to the

same community,UT
i � Vj would increaseZ ij . In the analysis of Section 3.1.1, latent

multiplicative dimension is equal to 2, that is,Ui ; Vj 2 R2. We note that the model

is overparametrized when � is included without a restriction on the elements ofUi

and Vj . As we are about to introduce such a restriction we maintain such a notation.

Furthermore, this formulation showcases how the AMEN framework generalizes both

the SBM and the latent distance model (Ho�, 2008). This also allows the AMEN

model to capture information about triads without requiring the explicit inclusion of

those statistics as in an ERGM. To capture the likely reciprocity between directed

friendships, one can introduce dyadic dependence inZ by letting � ij and � ji be

correlated:
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where� captures this dyadic correlation (Ho�, 2018a). The parameters of the standard

AMEN model in Eq (3.1) are estimated using a Markov Chain Monte Carlo (MCMC)

algorithm. In this chapter, we extend the AMEN model by considering the connection

between the coe�cients � and the multiplicative e�ects U; V.

3.2 Extending the AMEN Model

When latent communities exist, connections in di�erent communities may be in
uenced

by covariates in di�erent ways. We present a model in which latent community

detection is combined with network regression by allowing for community dependent

coe�cients. We concentrate on discrete communities, considering the previously

de�ned multiplicative variables to be K -dimensional binary vectors whereUik = 1 if
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unit i is in community k (assume
P K

k=1 Uik = 1) as a sender and similarlyVik for a

receiver, where � 2 RK � K represents the relationships between communities. One

of the important upsides of this formulation is the interpretability of the parameters

due to the discrete community memberships of each individual. We discuss a natural

extension to the mixed membership and general latent space model that loses this

interpretability in Chapter 5.

3.2.1 The Model

In order to allow for community dependent coe�cients we re-index them as a function

of U and V. That is, let

Z ij = � 0 +
pX

l=1

(xrli � rlf (Ui ) + xclj � clf (Vj )) + UT
i � Vj + ai + bj + � ij : (3.3)

wheref (Ui ) =
P K

k=1 k � Uik . To facilitate computation we derive a matrix formulation

for Eq (3.3). To allow each latent community to have its own covariate coe�cient, let

~� r , ~� c denotep� K matrices of coe�cients for row and column covariates respectively.

Altering Eq (3.1) to accommodate the community dependent covariate coe�cients

yields the following:

Z = � 011T +
pX

l=1

(diag( ~� rl UT )X rl + X cl diag(~� clV T )) + U� V T + a1T + 1bT + E: (3.4)

To see that this corresponds to Eq(3.3), consider the following three community

example. Nodes 1-4 belong to communities 1, 2, 1, and 3 respectively.

~� rl UT =
�

~� rl; 1
~� rl; 2

~� rl; 3

�

2

6
6
6
6
4

1 0 1 0

0 1 0 0

0 0 0 1

3

7
7
7
7
5
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diag(~� rl UT )X r =

2

6
6
6
6
6
6
6
4

~� rl; 1 0 0 0

0 ~� rl; 2 0 0

0 0 ~� rl; 1 0

0 0 0 ~� rl; 3

3

7
7
7
7
7
7
7
5

2

6
6
6
6
6
6
6
4

x1 x1 x1 x1

x2 x2 x2 x2

x3 x3 x3 x3

x4 x4 x4 x4

3

7
7
7
7
7
7
7
5

=

2

6
6
6
6
6
6
6
4

~� rl; 1x1
~� rl; 1x1

~� rl; 1x1
~� rl; 1x1

~� rl; 2x2
~� rl; 2x2

~� rl; 2x2
~� rl; 2x2

~� rl; 1x3
~� rl; 1x3

~� rl; 1x3
~� rl; 1x3

~� rl; 3x4
~� rl; 3x4

~� rl; 3x4
~� rl; 3x4

3

7
7
7
7
7
7
7
5

.

To construct the above for column covariates, replacediag( ~� rl UT )X r with X c diag( ~� clV T ).

Dyadic covariates can be represented similarly, and this discussion is relegated to

Appendix B.3.

3.2.2 Relationship between ~� in Eq (3.5) and � in Eq (3.6)

In this section we describe the way in which our model generalizes AMEN and what

to expect from �tting the simpler model when the truth is community dependent. For

the purpose of this example only, consider a setting where continuous interactions

between units are observed, community memberships of units are known, there is no

reciprocal correlation, and we are only concerned with a single potential row predictor.

In this case, there are two possible model formulations:

community dependent model: Z = diag( ~�U T )X + E; (3.5)

independent model: Z = X� + E; (3.6)

where� ij � N (0; 1) and p = 1. Note that this can easily be extended to a correlated

error structure by using the quantities described in Section 3.3.2 as well as be extended
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to include multiple row and column covariates. LetZ (vec) be the vectorized version of

Z and X (vec) the vectorized version ofX (Kolda and Bader, 2009). We can write the

OLS estimates of� and ~� as

�̂ =
P N 2

i =1 x i zi
P N 2

i =1 x2
i

, ~̂� k =
P

i 2 ck
H ik zi

P
i 2 ck

H 2
ik

;

whereck is the set of all indices for individuals in communityk, H = f 1N 
 [I N �

X ]Ug, where \
 " denotes the Kronecker product and \� " denotes the Hadamard

product. The numerator of the expression for̂� can be rewritten as
P N 2

i =1 x i zi =
P K

k=1

P
i 2 ck

x i zi =
P K

k=1

P
i 2 ck

H ik zi . Combined with the identity X (vec) =
P K

k=1 H �k ,

we can expresŝ� in terms of ~̂� :

�̂ =
(
P K

k=1
~̂� k(

P
i 2 ck

H 2
ik ))

P N 2

i =1 x2
i

=
n

P K
k=1 S2

k
~̂� k jck j

N 2S2
(3.7)

whereS2
k = 1

jck jN

P
i 2 ck

H 2
ik is the sample variability ofX for each observed community,

and S2 = 1
N 2

P N 2

i =1 x2
i is the overall variability. The connection between the two models

is clear | the community independent model represents a weighted average of the

community dependent coe�cients. As such, we can translate between the community

dependent and independent models, making over-speci�cation less problematic. We

demonstrate this behavior empirically for the full model in Section 3.4.

3.3 Bayesian Computation

We rarely observe continuous interactions between individuals and rather have binary

or ranked values. This makes maximum likelihood inference much more challenging,

but tractable Bayesian inference is feasible. In this section, we derive a Metropolis

within Gibbs sampler for the parameters of the model proposed in Eq(3.4). Our

derivations generalize those presented in Ho� (2018a) by incorporating community
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dependence. In the remainder of this chapter we consider the sender and receiver

communities to be the same (that isU = V). This is a reasonable assumption for

much of social science data. Generalizing toU 6= V is a simple exercise that follows

the same steps outlined below. The Markov Chain Monte Carlo sampler for sampling

from the posterior p( ~�; Z; a; b; U; � ; � jA; X ) is given by:

1. Update �: Sample � (s+1) � N (V� m� ; V� ) where V� , and m� depend onU(s) ,

~� (s) , Z (s) , a(s) , b(s) , and � (s) .

2. Update U and Z :

(a) With uniform probability, randomly select a unit i to update. Propose new

membershipU?
i � .

(b) Compute the acceptance probability

r = min

 

1;
P(U?

i � jA; U (s)
� i ; a(s) ; b(s) ; ~� (s) ; � (s+1) ; � (s))

P(Ui � jA; U (s)
� i ; a(s) ; b(s) ; ~� (s) ; � (s+1) ; � (s))

!

;

which does not depend on anyZ .

(c) Samplew � uniform (0; 1) and if w < r then we accept and setU(s+1)
i � =

U?
i � , otherwiseU(s+1)

i � = U(s)
i � . If the proposal is accepted, sample a new

Z directly: f Z ?
i �; Z ?

�i g � Normal (� z; � z) where the parameters depend on

U(s+1) , � (s+1) , � (s) ~� (s) , Z (s)
� i ,a(s) ,b(s) .

3. Update � : Sample� (s+1) using a Metropolis Hastings update. This is based o�

of the full conditional that depends onU(s+1) , � (s+1) , � (s) , ~� (s) , and Z (s) .

4. Update ~� : Sample ~� (s+1) from N (V m; V) where V; m depend onU(s+1) , Z (s) ,

a(s) ,b(s) ; � (s+1)
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5. UpdateZ (again): SampleT = lower tri (Z )jupper tri (Z (s)) and setlower tri (Z (s+1) ) =

T and then sampleT = upper tri (Z )jlower tri (Z (s+1) ) and setupper tri (Z (s+1) ) =

T.

6. Update a; b: Samplef a; bg(s+1) from a multivariate normal where the parameters

depend onU(s+1) , � (s+1) , � (s+1) , ~� (s+1) , � (s)
ab , and Z (s+1) .

7. Update � ab: Sample � (s+1)
ab from a conjugate Inverse-Wishart distribution that

depends onZ (s+1) , a(s+1) and b(s+1) .

3.3.1 Priors

Normal priors are placed on� related coe�cients:

� 0 � N (� � 0 ; � 2
� 0

), ~� rl ; ~� cl � N (� ~� ; � ~� ).

Note that � ~� is a K dimensional vector and �~� is a K � K matrix. For �, a normal

prior is also used,vec(�) � N (� � ; � � ) where � � is a K 2 vector (if made symmetric,

K (K � 1)=2). For U, assume that each person has equal probability of belonging to

community k 2 f 1; :::; K g. As such, place a uniform distribution over the canonical

basis forU. The remaining priors for variance and covariance parameters are default

choices (Gamma and Inverse-Wishart) as in Ho� (2018a). An arc sine prior is used

for � and an Inverse-Wishart(I 2; 4) is used for � ab.

3.3.2 Computation

This section provides the calculations needed to sample the posterior of the parameters

of interest.
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Updating ~� , a, b

For ease of notation, letp = 1 for the derivations below. In order to derive full

conditionals for ~� r ; ~� c, de�ne

~Zr = Z � � 011T � X c diag( ~� cV T ) � U� V T � a1T � 1bT = Diag( ~� r UT )X r + E

~Zc = Z � � 011T � diag( ~� r UT )X r � U� V T � a1T � 1bT = X cDiag( ~� cV T ) + E:

Throughout, the computational complication in the full conditionals comes from the

correlation betweenZ ij and Z ji . To address this, we can create decorrelated versions

of these as

~Zc� = s � ~Zc + t � ~Z T
c and ~Zr � = s � ~Zr + t � ~Z T

r : (3.8)

where s = f (1+ � ) � 1=2+(1 � � ) � 1=2g
2 and t = f (1+ � ) � 1=2 � (1� � ) � 1=2g

2 : It is possible to then

vectorize each of the objects in Eq(3.8) to perform a standard conjugate update, but

this will require inverting N 2 � N 2 matrices. Instead, we are able to leverage the

Kronecker structure of the predictors to describe the full conditional of~� c and ~� r in

terms of the following, easy to compute objects:

Hc = s � f [I N � X c]V 
 1N g + t � f 1N 
 [I N � X c]Vg; (3.9)

H r = s � f 1N 
 [I N � X r ]Ug + t � f [I N � X r ]U 
 1N g: (3.10)

The full conditionals for ~� r and ~� c are given by:

~� r jX c; X r ; U; V;� ; Z; ~� c; a; b� N (Vr mr ; Vr ) and

~� cjX c; X r ; U; V;� ; Z; ~� r ; a; b� N (Vcmc; Vc):
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where

Vc = ( H T
c Hc + � � 1

~� c
)� 1

mc = vec( ~Zc� )T Hc + � ~� c
� � 1

~� c

Vr = ( H T
r H r + � � 1

~� r
)� 1

mr = vec( ~Zr � )T H r + � ~� r
� � 1

~� r
:

(3.11)

Updating (a; b) follows similarly by computing ~Za and ~Zb, applying the transformation

in Eq (3.8) and proceeding as above.

Update �

To update � we leverage the conjugacy of the normal prior again. Write the de-meaned

and decorrelated data as

~Z � = Z � � 011T � diag( ~� r UT )X r � X c diag( ~� cV T ) � a1T � 1bT and

~Z � � = s � ~Z � + t � ~Z T
� .

We can de�ne the counterpart to Eq (3.9):

H � = s � (V 
 U) + t � (U 
 V).

The full conditional of � is given by

� jX c; X r ; U; V;~� c; ~� r ; Z; a; b � N (V� m� ; V� ) (3.12)

wherem� = vec( ~Z � � )T H � + � � � � 1
� and V� = ( H T

� H � + � � 1
� )� 1:

Updating U and Z

Note that the update for di�erent sending and receiving communities can be derived

analogously. Updating large numbers of discrete parameters is notoriously associated

with poor mixing of MCMC. Given the size of the parameter space, we propose
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to update only a small portion of U at a time. We observe that this allows for

better overall mixing. In the original AMEN model, whenU is a continuous object

in Rd the update can naturally be implemented as a Gibbs step conditional onZ

(Ho�, 2018a). While updating UjZ; � � � is still possible using a Metropolis step when

U takes on discrete values, the autocorrelation in theZs induces an unacceptably

high autocorrelation in the Us, thus again inhibiting mixing. We propose to sample

UjY;� � � marginializing out the Zs. This requires an evaluation of the bivariate probit

likelihood. Details on the explicit form of this marginal bivariate probit likelihood

are provided in Appendix B.4. In order to facilitate the remaining updates (such as

those in the previous section) we must re-sample theZs | this must now be done

marginally as well since the marginalization of theZs in the U update changes the

state space, meaning we cannot condition on previousZs.

We introduce the following update: for a randomly selected uniti we proposeU?
i �

uniformly from f 1; :::; K g . If U?
i � is accepted thenZ i: and Z :i are sampled from the

bivariate truncated normal distribution unconditional on previousZs. If U?
i � is not

accepted, then theZs can be sampled using a Gibbs step. The acceptance probability

for the U?
i � is

min

 

1;
P(U?

i � jA; U� i ; a; b;~�; � ; � )

P(Ui � jA; U� i ; a; b;~�; � ; � )

!

:

We note that the acceptance ratio has hadZ marginalized out. We can then write

P(U�
i � jA; U� i ; a; b;~�; � ; � ) / P(AjU�

i � ; U� i ; a; b;~�; � ; � ) � P(U�
i �): (3.13)

Ui � is independent of all other rows ofU. The �rst part requires the evaluation of the

bivariate probit likelihood where pairs (A ij ; A ji ) are independent of all other pairs of

observations. For the second component, recall that a uniform prior is used forU,
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and the new sample is drawn from a symmetric proposal distribution. IfU: is not

accepted then the state space for theZs does not change, and they can be updated

conditional on the otherZs.

Other Parameters

The updates for the other parameters, �ab and � , proceed in the standard way: �ab

leverages the conjugacy of the Inverse-Wishart distribution, while� is updated via a

Metropolis Hastings step (that is conditioned on the current value ofZ ).

3.3.3 Posterior Inference and Summarization

If there is no prior information about the communities and a uniform (symmetric)

prior is placed on the community labels captured byU then the posterior will also be

symmetric (Stephens, 2000). This is problematic since this leads to multiple posterior

modes, all with equal probability, and thus potential label switching as di�erent modes

are explored. In our setup, this means that we should consider inference onU ~� rather

than ~� directly. We thus use a post-processing procedure suggested in Stephens (2000)

which has become a popular way for dealing with label switching (Fraley and Raftery,

2002; Hurn et al., 2003; Krivitsky et al., 2009). This is done by �rst obtaining the

95% posterior credible intervals for each individuals'Ui
~� . Then, to investigate the

di�erences between community coe�cients, clustering usingk-means is performed on

the posterior means ofU ~� to identify which cluster the posterior mean belongs to.

Call that cluster k̂i for unit i . Then the posterior credible intervals are calculated for

~� k by averaging the credible intervals ofUj
~� for units j for which k̂j = k. This step

may not be necessary if a non-uniform prior is placed overU as community labels

could be identi�ed by community proportions since the posterior would no longer be
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symmetric.

3.3.4 Extending to the Censored Binary Likelihood

Many data collection procedures lead to the observed network,A, being censored

by limiting the number of friends each person can nominate. Denote the maximal

number of friends a person can nominate bym.

To accommodate this type of data collection, we introduce a new random e�ect,

hi . This parameter can be interpreted as an o�set of the latent variable that measures

censoring: for an individual who is not censored, this is set to 0 while for a censored

individual, it is negative. This can be related to standard censored binary regression

models when there is a continuous latent outcome. For example, if we set all of the

hi = h < 0 for censored individuals andhi = 0 otherwise, this is equivalent to having

a heterogeneous cuto� for censored versus non censored individuals. To provide more


exibility, we allow hi to be di�erent for each censored individual. Eq(3.3) is extended

to:

Z ij = � 0 +
pX

l=1

( ~� rl Ui xrli + ~� clVj xclj ) + UT
i � Vj + ai + bj + hi 1i 2 C + � ij (3.14)

where a truncated normal prior is placed on the vector of random e�ectsh such that

h � N (0; � h)1h< 0 with � h = � 2
hI N � N where� 2

h has an inverse-gamma prior. Let 1C

be anN dimensional indicator vector that is a 1 if an individual is censored and 0 if

they are not. Let p = 1 and decorrelate such that:

~Z = Z � � 011T � diag( ~� r UT )X r � X c diag( ~� cV T ) � a1T � 1bT � U� V T with

~Z � = s � ~Z + t � ~Z T

Hh = s � (1C 
 I n ) + t � (I n 
 1C ).

45



For censored individuals, the posterior is then:

h � N (Vhmh; V � 1
h ) � 1f�1 < h < 0g wheremh = vec( ~Z)T Hh + � h � � 1

h and

Vh = H T
h Hh + � � 1

h .

3.4 Simulations and Computational Considerations

We demonstrate the performance of our approach on synthetic data. First we compare

our approach to some general alternatives including those with oracle knowledge of

any underlying groups. Next we describe the initialization approach for the cluster

memberships and demonstrate their importance for the mixing of the MC. We then

evaluate the computational burden of the discrete communities, �nding that the MH

step can in fact increase e�ciency in these parts of the chain. Lastly we show the

performance of the proposed censored model from Section 3.3.4. Data are simulated

using the model proposed in Section 3.2 withK = 3 equally sized communities. Let

X r = X c = X . CovariatesX p are drawn fromN (0; 1). Coe�cients, ~� , are de�ned in

the individual simulations, and the intercept is chosen such that the observed network

is approximately 30% dense. Error terms are correlated such that:

� � =

2

6
4

1 0:9

0:9 1

3

7
5

and covariance between random e�ects for an individual (ai ; bi ) is:

� ab =

2

6
4

1 0:5

0:5 1

3

7
5.
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3.4.1 Binary Likelihood with Community Dependent and In-
dependent Covariates

Let N = 150, � r = 1, � c = 2, ~� r = [1; 0; � 1], and ~� c = [0; � 2; 2] with U = V.

That is, the coe�cients are community dependent forX 2;c and X 2;r . Note that for

both ~� r and ~� c,
P K

k=1
~� k
K = 0. Latent Z is generated as:

Z = � 011T + X 1r � r + X 1c� c+diag( ~� r UT )X 2r + X 2c diag(~� cUT )+ a1T +1bT + U� UT + E:

We compare the performance of the models presented in Table 3.1. In addition to

the community dependent model with varying initialization of communities, we �t

standard AMEN models with varying multiplicative e�ects (amen package, Ho�

et al., 2017). We also study models on partitioned data where the partition uses either

the true or estimated community labels. We show that allowing the model to learn

the community labels rather than using �xed estimates yields much more accurate

inference. Each model runs for 150; 000 iterations.

Table 3.1 : Table of di�erent models considered in simulations

ID joint? Mult. E� Community? Comm. coef.
a 3 None NA 7
b 3 R3 NA 7
c 3 f 0; 1g3 NA 7
d 7 NA Estimated before 3
e 7 NA Oracle 3
f 3 f 0; 1g3 Estimated before 3
g 3 f 0; 1g3 Oracle 3
h 3 f 0; 1g3 Estimated during 3
i 3 f 0; 1g3 Estimated during 3 (all)
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Figure 3.3 : Dashed horizontal line indicates the average
P K

k=1
~� k=K for dependent

covariates and solid horizontal lines are equal to the true~� (Figure on the left are
column covariates, �gure on the right are row covariates).

Figure 3.4 : Solid horizontal lines are equal to the true� (Figure on the left are
column covariates, �gure on the right are row covariates).

Figures 3.3 and 3.4 plot the 95% posterior credible intervals for the coe�cients for

column and row covariates, respectively. The �rst three models can only estimate

community independent coe�cients while the remaining models have varying levels of

adaptability. We note that model h, which is the full model that learns the commu-

nity membership of units, has oracle knowledge of which covariates are community

dependent and hence is grouped with the �rst three in Figure 3.4. The AMEN model

with multiplicative dimension of 3 (model b) yields posterior credible intervals that
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contain the true value of the coe�cients for independent covariates (those associated

with � r and � c). The standard AMEN models (a, b, c) yield posterior credible

intervals that capture the average of the community dependent~� , exhibiting the loss

of information when community dependence is not considered. That is, we might

incorrectly conclude thatX 2r and X 2c do not appear to in
uence connections inA

when indeed two communities are impacted byX 2 substantially and one community

is not. The results for modelsd (separate models for pre-estimated communities) and

f (full model that uses pre-estimated communities) demonstrate how using the initial

estimate of community structure is not su�cient. For both of these, the posterior

credible intervals fail to capture the true coe�cient values. WhenU is known, the

posterior ~� can be approximated by the data with partitioning as in modele, but

any cross community information is unknown (e.g. cross community dyadic e�ects).

Nonetheless, this performs nearly as well on both community dependent and com-

munity independent covariates as the oracle model that does not partition the data

(model g). Lastly consider two versions of our proposed model: modelh assumes prior

knowledge of which covariates are community dependent and which are not, while

model i does not have this knowledge and �ts a community dependent coe�cient

for each covariate. The two models yield very similar results. Importantly, modeli

yields nearly equivalent intervals across communities forX 1 while still identifying the

varying coe�cients associated withX 2. This shows how our approach can di�erentiate

between covariates that are not dependent on community structure without being

given that prior knowledge.

3.4.2 Initializing U

High dimensional discrete parameters are notoriously hard to work with. However,

we saw in modeld that some communities can be learned prior to model �tting. This
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suggests that initializing the MCMC at a good estimate of communities might make

it easier for the chain to move. Here we explore two approaches to initializingU and

show how choosing one of these leads to an improvement in the autocorrelation of the

Ui
~� s.

ˆ Spectral Methods. We have discussed spectral methods in great detail

throughout this work. Here we concentrate on a normalized graph Laplacian

embedding (Rohe et al., 2011). Speci�cally, letL = D � 1=2
�;c AD � 1=2

�;r be the

normalized Laplacian whereD �;r = D r + � r I N , D �;c = Dc + � cI N (these are

adjusted diagonal matrices that capture the degree of each node:D r;ii =
P n

j =1 A ij , � r =
P N

i =1 D r;ii

N and Dc;ii =
P N

i =1 A ij , � c =
P N

i =1 D c;ii

N ). Since networks

are directed in this chapter, the singular value decomposition forms the basis

for clustering (similar to the eigen-decomposition). Compute theK left singular

vectors ofL and cluster them usingk-means clustering. InitializeU to be the

matrix corresponding to those clusters. A covariate assisted version of this

process is described in Appendix B.9.

ˆ Residual Clustering. An alternative approach is to initializeU using residuals

obtained from performing probit regression (this is in e�ect a feasible GLS

estimate ofU). The procedure is as follows: �t a simple probit regression model

to the observed data,

P(vec(A) = 1 jX ) = �( vec(X )� ),

and write the residuals in matrix form. Take the singular value decomposition

of this residual matrix and apply clustering methods on the topK left singular

vectors, similar to in the previous method.
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We note that this is simply an initialization for the communities rather than a true

estimate for them. In particular, both methods can actually be used in the more

general setting where individuals can belong to di�erent row and column communities

(this can be done by simply clustering the left and right singular vectors in the above

procedures).

Comparing Initializations

For a directed network that we study in detail in Section 3.4 we plot the true community

structure (left panel of Figure 3.5), the estimated structure using a spectral approach

(middle panel of Figure 3.5) and the residual clustering (right panel of Figure 3.5).

In this case it appears that the spectral method yields an estimate that is slightly

closer to the true community structure than the residual clustering approach. We

note that in applications there is no direct access to the ground truth and so the

inherent nonidenti�ability of the order of individuals in a network means that such

visualizations require an additional post-processing step to provide a visual indication

of community structure (Chan and Airoldi, 2014). Nonetheless, visualizations such as

this can help through the analysis pipeline by identifying mode changes or mixing

properties of the chain.

51



Figure 3.5 : From left to right, true UUT from the model , ÛÛT whereÛ contains
membership estimates using non covariate assisted spectral clustering,ÛÛT whereÛ
contains member estimates from clustering on probit regression residuals.

Comparing Convergence from Di�erent Initialization

Here we evaluate the e�ect of initialization ofU on the induced autocorrelation on

U ~� in the simulations from Section 3.4. Speci�cally we study two runs of the Markov

Chain on the same data set, one initializingU uniformly at random and one with

the spectral clustering proposed in Section 3.4.2. Both chains are run for 150; 000

iterations and Figure 3.6 provides summaries of the autocorrelations for theUi
~� 's at

di�erent lags (i.e. each plot summarizes the estimates of the lag� t autocorrelation

across all 150 units). We see a substantial di�erence in the rate of decay of the ACF

with the spectral decomposition exhibiting less autocorrelation and lower lags than

the uniform initialization. Similar behavior is observed for other functions of the

posterior.
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Figure 3.6 : Median ACF for Ui
~� acrossi 2 f 1; :::; 150g.

Computational Advantages

One of the important advantages of the latent space model of Ho� et al. (2002) is

its 
exibility in capturing di�erent nodal behaviors (Ho�, 2008). In this section we

address whether restricting the latent multiplicative positions to be discrete introduces

a trade-o� between computation and accuracy of estimates. We generate data from

Eq (3.1), incorporating two non-community-dependent covariates and setting the

latent variables to be independent samples from a 3-dimensional normal distribution

Ui � N3(0; I 3). We �t the correctly speci�ed AMEN model, an under speci�ed AMEN

model without multiplicative e�ects, and our proposed model with 3 communities

and the proposed update schema. Performance is measured using e�ective sample

size divided by a measure of accuracy for each coe�cient,� err = ( �̂ � � true )2 where

�̂ indicates the estimated posterior mean. This allows us to visualize the trade-o�

between speed and estimation quality. Note that higherESS=� err is desirable.
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Figure 3.7 : Plots showing number of iterations vs log of e�ective sample size (ESS)
divided by � err . Each point is an average over 10 runs. There are 10 di�erent iteration
levels.

Figure 3.7 plots these tradeo�s for the three models. We see that AMEN with no

multiplicative e�ects performs the worst as expected since it is under speci�ed and

unable to account for excess variance. Our model, on the other hand, performs on par

with the correctly speci�ed AMEN model, even slightly outperforming it for two of the

parameters. The move from continuous multiplicative e�ects to binary ones a�ords

a computational improvement (especially with the marginal updates we propose).

This �gure showcases that this improvement comes with little loss in accuracy in

estimating parameters even when the multiplicative e�ects are misspeci�ed.

3.4.3 E�ect of Censoring

Lastly, we demonstrate the performance of the proposed model when censoring of data

occurs (as it does for the AddHealth data we analyze in Section 3.5). LetN = 150

with K = 3 equally sized communities. The covariates are distributed as in Section 3.4

with coe�cients given by
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where individuals are allowed to have a maximum of 15 friends (this creates a network

where about about 10% of connections are censored). We �t modeli , which includes

community-based coe�cients for each covariate, and Fig 3.8 plots 95% credible intervals

for each of the coe�cients. We see that while censoring increases the uncertainty

about the estimates, the posterior is still able to capture the mean behavior, even in

the presence of censoring. The similarity in inference between the speci�cation of the

censored binary likelihood in Ho� et al. (2013) and in Section 3.3.4 is demonstrated

in Appendix B.5.

Figure 3.8 : 95% Credible intervals for row and column covariates from censored
community dependent model.

3.5 Application to AddHealth Data

We come back to study the friendship formation behavior of American high school

students. These data were collected as part of the National Longitudinal Study
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of Adolescent Health (AddHealth) dataset (Harris et al., 2009). This nationally

representative study of adolescents during the 1994-1995 school year includes survey

information on school and home activities and behaviors as well as information on

the top �ve male and top �ve female friends for each student. Previous literature has

demonstrated the importance of individual and pairwise measurements of smoking

and drinking behaviors, race and extracurricular involvement on same-sex friendship

formation (Ho� et al., 2013). It has further been postulated that home composition

(such as living with one's mother or father) can in
uence in-school behavior and so we

include these indicators in our analysis (Dunn et al., 2001). All covariates (described

in detail in Appendix B.6) are incorporated into our analysis as potentially community

informed sender, receiver and dyadic e�ects. Missing covariate values are imputed

before the analysis using a semi-parametric Gaussian copula approach (Ho�, 2007,

2018b; Hollenbach et al., 2018).

We illustrate the 
exibility of our modeling framework by studying the male-male

networks of two di�erent schools. School A is a public, rural high school in the

American South with 205 male students while School B is a public, suburban school in

the American Northeast with 292 males. Both schools are majority white | 80% and

92% respectively | and approximately the same fraction of each school nominated

the maximal number of friends (86 and 123, respectively).

Table 3.2 : Comparing percent of students with a particular response by estimated
latent community

School A School B
Community 1 Community 2 Community 1 Community 2

Smoke 33.94% 23.96% 38.30% 17.88%
Drink 33.94% 25.00% 36.17% 37.75%
Smoke and Drink 22.02 % 12.5% 25.53% 15.89%
Live with Mom 90.08% 85.42% 95.74% 94.03%
Live with Dad 77.98% 79.17% 91.49% 84.77%
White 73.39% 86.46% 95.75% 89.40%
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3.5.1 School A

We �rst present results for a school where no community structure appears to moderate

the e�ect of covariates on friendship formation. That is, while communities are

identi�ed, community dependent coe�cients are estimated to be nearly identical

to community independent ones. Figure 3.9 presents the community dependent

coe�cients for both row- and column-e�ects. While some variability is present, the

credible intervals for the community based coe�cients are largely overlapping and the

conclusions for the two communities are nearly indistinguishable. We see that those

who are involved in sports are more likely to send and receive connections, while living

in a larger household appears to reduce ones popularity. Dyadic covariate results are

presented in Appendix B.8 and showcase that being in the same grade increases the

probability of connection regardless of community membership. The only di�erences

we observe between communities relate to the e�ect of race on friendship formation.

While the covariate distribution matches across communities (as demonstrated in the

�rst two columns of Table 3.2), the largest di�erence between them is in their racial

composition. This could contribute to this slight di�erence in the e�ect of race on

friendship formation.
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Figure 3.9 : School A: 95% CI for row and column covariates with community
dependent model,K = 2.

3.5.2 School B

The students in this school split into two communities, where each community exhibits

substantively di�erent friendship-formation behavior. The communities have 141 and

151 students respectively, and importantly (as with School A), the community structure

appears latent and cannot be predicted by any combination of covariates (see last two

columns of Table 3.2). Because the school is predominantly white, race is not included

in the analysis (this is the only deviation from the model formulation between the

two schools).

Figure 3.10 presents the 95% posterior credible intervals for the community

dependent row and column coe�cients (plots for dyadic covariates are in Appendix B.8).

We see immediate di�erences between the two communities: in community 1 smoking

and sport involvement increase popularity and drinking increases sociability, but these

e�ects are not present for community 2. On the other hand, GPA appears to increase
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sociability, but only in community 2. While being in the same grade increases the

probability of friendship for both communities, the e�ect is stronger for community 1.

Lastly, sharing drinking and smoking behavior increases the probability of friendship

for community 1 but not for community 2.

Figure 3.10 : School B: 95% CI for row and column covariates with community
dependent model,K = 2.

Comparison with community independent model Figures 3.11 and 3.12 sum-

marize the similarity between the average community weighted coe�cients and the

output of the less 
exible standard AMEN model with 2-dimensional multiplicative

e�ects for Schools A and B, respectively. We see that generally the two models

produce similar results when averaging over the communities. This is consistent

with the theoretical claims made in Section 3.2.2 and the simulations in Section 3.4.

Importantly, for networks where no community dependence is present, this suggests

that estimating the more complex model does not have to come at the expense of

high quality average inference.
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However, when community structure is present, the average e�ect can be zero

when the e�ect is non-zero for one or both communities. For example, in School A

we observe a negative e�ect of household size on popularity but this e�ect is not

present in either model when averaging over the communities. Similarly, smoking

appears to increase sociability and drinking appears to increase popularity in the

averaged results for School B (Fig. 3.12), but this e�ect is actually only present in

one of the two communities. These discrepancies can lead to signi�cantly di�erent

policies. For example, students from larger families might need additional support for

integrating into the school community, but this would not be observable if no com-

munity dependent model were available. Similarly, while drug and alcohol programs

have been demonstrated to be e�ective in American high schools (Eisenberg, 2003),

the community dependent model suggests which communities coalesce around these

behaviors, which might allow for more targeted interventions.

Figure 3.11 : School A: Comparing 95% CI
P 2

k=1
~� k
2 vs. AMEN with multiplicative

e�ects of dimension 2 for row and column covariates.
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Figure 3.12 : School B: Comparing 95% CI
P 2

k=1
~� k
2 vs. AMEN with multiplicative

e�ects of dimension 2 for row and column covariates.

Convergence diagnostics As the proposed model includes a large number of

parameters, convergence diagnostics must be presented to evaluate whether the

Markov Chain Monte Carlo algorithm has run su�ciently long. Visual inspection

of traceplots for several parameters (see plots in Appendix B.7) suggests that the

MCMC is stable. Further, for eachUj
~� we computed Gewekez-scores, with 70% and

92% of those being under 2 across all covariates and individuals for Schools A and

B, respectively. We note that running the chains substantially longer would likely

lead to more of the Geweke statistics to be below 2, but it is unlikely to change

the estimates of the posterior. This conclusion can be evaluated heuristically: for

School A there is little community dependence and substantially improved mixing

in the community independent model is observed with� %90 of Gewekez-scores

under 2 (which provides estimates that are approximately the same as the community

dependent model). This observation suggests that improvements to mixing can be
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achieved by reducing community dependence where we do not see evidence for it.

3.6 Discussion

We have illustrated the importance of accounting for latent community structure

when performing inference to determine in
uence of covariates on forming connections

in a network. To accommodate for this, we have developed a model that e�ciently

incorporates community structure into the standard AMEN model by using the

simultaneous estimation of memberships to allow for community dependent covariate

coe�cient estimation. This model provides interpretable and meaningful multiplicative

e�ects as well as computationally e�cient methods for estimating them. Additionally,

the value of this model is exhibited in a real world example where accounting for

community dependence allows for better understanding of how networks form in

American high schools.
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Chapter 4

Community Informed Experimental
Design

4.1 Introduction

The previous two chapters have shown (1) that community structure is a common

phenomena in networks and (2) that these communities tend to behave in di�erent ways.

We now consider how this may manifest in an experimental framework; speci�cally how

communities may be impacted by treatment in di�erent ways. To better understand

how and why this occurs, we �rst present some basic terminology and concepts from

causal inference and then present community informed experimental design.

Across industries, experiments provide important evaluation of new hypotheses

and potential future directions (Kohavi et al., 2013; Xu et al., 2015). Whether it

is testing the e�cacy of a new drug or evaluating a change in the output of an

algorithm, the quantity of interest must guide the experimental design. The classical

experiment considers individuals in a population and a set of potential outcomes for

each individual | these potential outcomes are indexed by treatments that might

a�ect them. As such, an experiment between two alternative treatments (call them a

treatment arm and a control arm) will randomly assign individuals to each arm, with

the goal of quantifying a contrast between the potential outcomes of an individual

had they been assigned to treatment versus had they been assigned to control. This is

operationalized by �rst specifying several simplifying assumptions (discussed in detail

below) about the causal process, specifying an estimand or quantity of interest and an

estimator. A general estimand that we will consider is the global average treatment
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Figure 4.1 : This �gure shows the ideal version of the world to estimate the GATE.
We would have access to two versions of the same network at the same time point:
one where everyone is treated and one where no one treated.

e�ect (GATE):

� =
1
N

NX

i =1

Yi (Z = 1) � Yi (Z = 0) ; (4.1)

whereZ is the vector of treatment assignments for all individuals in the sample and

Yi (Z ) is the potential outcome for individual i under the assignment vectorZ . This

quantity represents the di�erence in outcome had everyone in the sample been treated

versus not treated at the same time point as illustrated in Figure 4.1.

It is fairly clear that without additional assumptions this quantity is not estimable

from data since assigning everyone to one of the arms of the experiment would not

allow us to estimate anything. A further complication is that the potential outcome is

indexed by the full vector of treatments | this suggests that an individual's outcome

might be a�ected by a treatment that is assigned to someone else, a notion referred

to as interference.

The GATE is of particular interest in settings where individuals are networked since

interference is likely. As a result, for GATE estimation, reasonable assumptions need

to be made about how interference manifests in a network. The typical assumption is

that of neighborhood interference: an individual is assumed to be impacted by his

or her immediate neighbors and no one else (formally de�ned in the next section).

64



Figure 4.2 : When interference occurs, there are many more possible potential
outcomes in an experiment as compared to when individuals' responses are independent.
For estimating the GATE, under neighborhood interference, we ideally would observe
one of the outcomes where a node and all of its neighbors share the same treatment.

Examples of potential outcomes under this interference are presented in Figure 4.2.

While this assumption accounts for the basic structure of the network, it fails

to account for other potentially in
uential features. For example, as mentioned

throughout, homophily has long been demonstrated to be a driving force in many

social networks (Igarashi et al., 2005; Shrum et al., 1988). As such, it is natural to

believe that it is not just connections between individuals that drive interference

patterns, but rather connections between similarly behaving individuals that drive

interference patterns. Again, since homophilous behavior frequently leads to the

formation of latent community structure in networks, a more realistic mechanism for

interference is one that accounts for the fact that same-community connections are

more likely to interfere with an individual's outcome than cross-community connections.

We note that homophily will only a�ect interference patterns and not induce other

cross-unit dependence in the outcomes which is known to lead to identi�ability issues

(Ogburn et al., 2017; Shalizi and Thomas, 2011).

Below we discuss several common simplifying assumptions and the designs they
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motivate. We then formalize our own assumption that is motivated by the literature

on community in
uence in social networks and develop an experimental design that

can lead to high quality, yet easily interpretable estimates of the GATE.

4.1.1 Classical Assumptions and Designs

The most common assumption in causal inference, termed the Stable Unit Treatment

Value Assumption (SUTVA) or individualistic treatment assignment, (Manski, 1995;

Rubin, 1990), states that the treatment assigned to an individual can only a�ect

their potential outcome. Under SUTVA the GATE reduces to the standard average

treatment e�ect:

� AT E =
1
N

NX

i =1

Yi (Z i = 1) � Yi (Z i = 0) : (4.2)

This estimand motivates a very simple design and estimation procedure: assign

individuals to treatment independently, and estimate� AT E using the naive di�erence

in means estimator,

�̂ =
1

NT

NX

i =1

Yi Z i �
1

NC

NX

i =1

Yi (1 � Z i ) (4.3)

where NT is the number of treated individuals andNC is the number of control

individuals.

Since we know that SUTVA is likely not a viable assumption in networked pop-

ulations, the literature has proposed several alternative assumptions that limit the

in
uence of treatments across the network according to some notion of distance

between individuals (Aronow and Samii, 2017; Jagadeesan et al., 2020; S•avje et al.,

2017; Sussman and Airoldi, 2017; Toulis and Kao, 2013). In particular, these Network

or Neighborhood SUTVA type assumptions can be written as follows: for treatment
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allocation vectorsZ; Z 0 with gi (Z ) = gi (Z 0) we haveYi (Z ) = Yi (Z 0) where the func-

tion gi (z) extracts the components of the vectorZ that relate to the individuals

in the network who can interfere with unit i . For example, the Neighborhood In-

terference assumption of Sussman and Airoldi (2017) and Awan et al. (2020) takes

gi (Z ) = ( Z i ; f Z j : A ij = 1g) or the simpli�ed neighborhood exposure assumption

takes gi (Z ) = ( Z i ;
P

f j :A ij =1 g Z j > 0). Note that this class of assumptions has been

developed in order to study estimands that mimic� AT E rather than the more general

GATE, and there is now a separate literature on di�erent estimation techniques that

are agnostic to the experimental design (Aronow and Samii, 2017; S•avje, 2021).

Some designs focus on only estimating the direct e�ect of treatment which results

in the goal of minimizing the impact of interference. That is, consider how the GATE

can be decomposed into a direct e�ect of treatment on an individual and an e�ect

of neighborhood in
uence. However, in direct e�ect estimation, only the former is

desired. When this is the goal, our type of design is sub-optimal (unless direct and

interference e�ect can easily be decoupled which is generally not true).

To obtain high quality estimates of the GATE, network aware experimental design

is crucial. A natural idea is to identify subsets of the network that are far enough

apart but that represent the interference pattern of the full network. Assigning such

subsets to treatment or control provides a particular view of the GATE. This approach

was formalized by graph cluster randomization (GCR) (Ugander et al., 2013).

Formally, the justi�cation for these methods rests in the notion that within a large

network there are small sub-networks that are separated from each other by su�cient

network distance so as to not in
uence the treatment e�ect of individuals across them.

Following this, graph cluster randomization approaches partition the network into

clusters using some type of clustering method (e.g. epsilon-net and one-hop max in

Ugander and Yin (2020)). LettingC(i ) indicate the cluster that nodei is assigned
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to, each cluster is assigned to treatment with probabilityq. These methods lead to

a provable reduction in bias and variance when compared to classic randomization

schemes. However, these experimental designs fail to leverage additional network

information.

4.1.2 Our Approach: Community Interference Assumptions
and Design

The previously used network interference assumptions e�ectively treat every edge

or connection in a network equivalently. That is, the presence of an edge implies

that interference must occur. However, not all connections are created equal (Aukett

et al., 1988; Bail et al., 2018; Chamberlain et al., 2007; Staber, 1993), which should be

re
ected in the design. Speci�cally, we consider the setting where network connections

are formed with higher probability between similar individuals and so while connections

between dissimilar individuals are possible, they are going to be deemed less strong and

will not lead to interference. We will formalize this by considering networks formed

according to community structure: each individuali belongs to one ofK communities

and edges within communities are more likely than those across communities. As

in previous chapters, it is natural to represent community membership as aK

dimensional binary vectorUi whereUik = 1 if individual i belongs to communityk

and
P K

l=1 Uil = 1. This framing suggests the de�nition of the community network

interference function asYi (Z ) = Yi (Z 0) if gi (Z ) = gi (Z 0) where

gi (Z ) = ( Z i ; f Z j : A ij = 1 and Ui = Uj g):

As such, interference occurs only within communities among individuals who share
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Figure 4.3 : When community interference occurs, any of the shown potential
outcomes are desirable. Shape of node denotes community membership and color
denotes treatment. Note that in all con�gurations, the center node shares treatment
with all same community neighbors.

connections. Examples of desirable potential outcomes are shown in Figure 4.3.

Designing a community aware mechanism for treatment assignment is crucial to

capture and balance community level di�erences while also accurately capturing the

impact of interference. In the following sections, we show how leveraging commu-

nity structure, either known or estimated, improves experimental design, leading to

better estimation of the GATE. As the community detection problem becomes more

challenging, our methods reduce to that of standard graph cluster randomization.

Our proposed approach is as follows: identify the communities that exist in the

graph and perform graph cluster randomization within these communities. There

are thus two crucial steps in this design that can be notationally and conceptually

confusing: (1) identifying communities that inform which units share behavior and (2)

identifying design-relevant clusters which assist in randomization. Both of these steps

technically use forms of clustering algorithms. However, an important distinction

between these is the existence of ground truth. When we speak of community labels

we are postulating that there exist true community labels that we must try to estimate

| these communities inform along which connections interference will happen. As
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such, the quality of estimation of these communities is important and so we discuss

misclustering nodes if they are estimated to be in the wrong community. On the other

hand, the clusters that are used to operationalize graph cluster randomization are

purely technical artifacts and so there is no notion of ground truth or misclustering

for them.

4.2 Methods

We develop a procedure that yields a high quality design for conducting experiments

in networks with community structure. To illustrate this, Figure 4.4 shows examples

of clusters that will be assigned to treatment or control under community informed

design (left) versus standard GCR (right) on a network where nodes belong to one

of two communities, denoted by the shape of the node. Recall that for networks

with community interference, only within community ties are meaningful for GATE

estimation. As a result, clusters of all same community nodes are desirable. Red

nodes indicate that all nodes in a cluster belong to community 1 while blue indicates

that all nodes in a cluster belong to community 2. Purple nodes indicate that a cluster

contains nodes from both communities.

Notice that while standard GCR can produce clusters that fall into a single

community, it also yields clusters that cross community boundaries. When these multi

community clusters exist, individuals are less likely to share treatment with their

within community neighbors. The consequences of this are explored in later sections.

In contrast, community informed design guarantees that all clusters only consist of

same community nodes thus capturing the true underlying interference structure. This

�gure also illustrates the potential of our approach even if the community structure is

not informative of interference as the clusters identify potential GCR clusters.

To implement our method, community informed design can be divided into three
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main parts (1) estimate community labels (2) �nd clusters of closely connected

individuals within community level sub-graphs and (3) perform randomization at the

cluster level for treatment allocation. This process is summarized in Algorithm 1 and

each step is discussed in detail below.

Algorithm 1 Community Informed Design
INPUT: A, K , f (�), h(�), s(�)
OUTPUT: Z

1: Estimate community labels,Û, using a community detection algorithm of choice,
denotedf (A; K ). Speci�cation of K a priori may not be necessary for all algo-
rithms

2: Create a community induced sub-graph for each community based o� of̂U that
contains only within community edges

3: Run a clustering algorithm of choice, denotedh(A; Û), on each sub-graph inde-
pendently such that each sub-graph is partitioned into clusters,CÛ . This ensures
that only nodes belonging to the same community can be in the same cluster

4: Assign treatment according to some design,s(CÛ ). This could denote a pairing
design, randomization designs with covariate information, etc

Estimating Community Labels First consider the algorithm choice for commu-

nity label recovery, f (A; K ). An abundance of algorithms exist in the literature for

this task (Abbe, 2017; Bhattacharyya and Bickel, 2014; Blondel et al., 2008; Bruna

and Li, 2017; Mathews et al., 2019; Rohe et al., 2011), any of which could be used

here. However given the recent theoretical and empirical results in information theory

and statistics, we implement spectral methods (Krzakala et al., 2013; Mayya and

Reeves, 2019; Reeves et al., 2019). At a high level, spectral based methods pro-

duce an embedding of the observed network in a lower dimensional space using an

eigen-decomposition of the adjacency matrix. There are several (nearly equivalent)

approaches for doing this. We implement one from Rohe et al. (2011) that considers

the normalized graph Laplacian, a summary of the network that better captures

71



Figure 4.4 : This �gure shows two versions of the same network where each has
a clustering design implemented. The left plot shows example cluster assignments
under community informed design while the right shows standard graph cluster
randomization. This network is generated from a 2 community stochastic blockmodel.
The true community labels are indicated by the node shape (triangles for community
1, circles for community 2). Red nodes indicate clusters where all nodes in a cluster are
in community 1 whereas blue nodes indicate all nodes in a cluster are in community
2. Purple nodes indicate clusters that have nodes from both community 1 and 2. Not
all clusters are colored; hence why some nodes are gray.

clustering behavior, especially for sparse networks. This is de�ned as

L = D � 1=2AD � 1=2

whereD is a diagonal matrix of degrees in adjacency matrixA, with D ii =
P

j A ij

(note this is similar to the method used in Chapter 3). Using aK dimensional

eigen-decomposition, we write thatL � V � V T where againK represents the number

of communities one expects to observe in the network (this value can be adaptively

chosen by considering the size of the non-zero eigenvalues ofL, otherwise known as

identifying the eigenvalues that fall far from the `bulk' as discussed in Chapter 2

(Krzakala et al., 2013)). After the embedding, the k-means algorithm with multiple

restarts is applied to the topK eigenvectors,V . The resulting labels are used to

createÛ.

72



Determining Clusters After the labels are estimated, a community induced sub-

graph is created for each of theK communities. As a result, each sub-graph contains

only within community ties. For determining clusters for treatment,h(A; Û) is chosen

to be the 3 net (generically epsilon net) algorithm which is implemented on each

sub-graph separately. Unlike the previous step where the goal is to �nd ground truth

communities that de�ne interference, the goal of this step is to �nd sets of closely

connected individuals where each cluster is far from the other clusters. At a high level,

3 net clustering generates a random ordering of all nodes in the graph. Based on this

ordering, a maximal distance 3 hop independent set is created, and the nodes in this

set are called seed nodes. The number of seed nodes determines the number of clusters

that will exist in the experiment. Each node is assigned to its closest seed node based

o� of minimal graph distance, and these assignments then form clusters. Since the

seed nodes are guaranteed to be network exposed to either control or treatment, this

algorithm makes estimation of exposure probabilities plausible through Monte Carlo

simulation. Ugander et al. (2013) demonstrate the theoretical and empirical properties

of 3-net GCR which we adapt to our community informed design. An explicit outline

of the implementation of the community epsilon net is in Appendix C.4.

Randomization of Clusters Finally, for this work, s(CÛ ) is de�ned to be inde-

pendent cluster level randomization where each cluster is treated with probability

q = 0:5. However, this randomization scheme can be altered depending on the desired

estimand or if the design has constraints on randomization schema.

Note that community informed design generalizes other discussed methods. If

community labels are known, Algorithm 1 can be adjusted such that̂U = U and thus

step 1 can be skipped. Also, whenK = 1, Algorithm 1 reduces to standard graph

cluster randomization, and further, ifK = 1 and the number of clusters is set toN
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then Algorithm 1 becomes standard independent randomization.

4.3 Bias Reduction

We study the bias of using the naive di�erence in means estimator of Eq(4.3) for

estimating the GATE under community driven interference. In this setting, speci�cally

let gi =
P

j 2 N c
i

Z j (where N c
i is the neighborhood of within community neighbors

of i ) and write the potential outcome asYi (Z i ; gi ). The potential outcomes can be

decomposed asYi (Z i ; gi ) = Ci (Z i ) + B i (gi ) (similar to the decomposition in Aronow

and Samii (2017); Jagadeesan et al. (2020); Karwa and Airoldi (2018)) . The true

GATE, � , can be represented as:

1
N

NX

i =1

(Ci (1) + B i (dc
i )) � (Ci (0) + B i (0)) (4.4)

wheredc
i is the number of within community neighbors of nodei .

The derivation for the expectation of the estimator, ^� , then follows as:

EZ [�̂ ] = EZ

�
1

NT

NX

i =1

Yi Z i �
1

NC

NX

i =1

Yi (1 � Z i )
�

= EZ

�
1

NT

NX

i =1

Y(1; gi )Z i �
1

NC

NX

i =1

Y(0; gi )(1 � Z i )
�

= EZ

�
1

NT

NX

i =1

(Ci (1) + B i (gi ))Z i �
1

NC

NX

i =1

(Ci (0) + B i (gi ))(1 � Z i )
�
:

Combining the above, whereNT ; NC are �xed, the bias is given by:
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b= EZ [�̂ ] � E [� ]

=
NX

i =1

�
Ci (1)� i (1) + � i (1; dc

i )B i (dc
i ) + � i (1; 0)B i (0) +

X

gi 6= f 0;dc
i g

� i (1; gi )B (gi )
�

�
NX

i =1

�
Ci (0)� i (0) + � i (0; dc

i )B i (dc
i ) + � i (0; 0)B i (0) +

X

gi 6= f 0;dc
i g

� i (0; gi )B (gi )
�

�
�

1
N

NX

i =1

(Ci (1) + B i (dc
i )) � (Ci (0) + B i (0))

�

which can then be written as:

b=
NX

i =1

Ci (1)
�

� i (1) �
1
N

�
� Ci (0)

�
� i (0) �

1
N

�
(4.5a)

+
NX

i =1

B i (dc
i )

�
� i (1; dc

i ) � � i (0; dc
i ) �

1
N

�
(4.5b)

+
NX

i =1

X

gi 6= f 0;dc
i g

B i (gi )
�

� i (1; gi ) � � i (0; gi )
�

: (4.5c)

This calculation mirrors the results of Karwa and Airoldi (2018) for general

interference. Above,gi 6= f 0; dc
i g is equivalent to gi 2 f 1; :::; (dc

i � 1)g and thus

indicates the set of all possible observedgi under our interference assumption except

for those where either no within community neighbors are treated or those where all

within community neighbors are treated. Anytime the assignment is di�erent from

(1; dc
i ) or (0; 0), estimation of the counterfactuals that contributes to the GATE su�er.

As a result, a design is needed where the probability of observing these is small.

Below we show that CID leads to smaller bias than GCR. We considerNT = NC = N=2
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and de�ne the following weights as:

� i (1) =
1

NT
E[1[Z i = 1]] =

1
NT

P(Z i = 1)

� i (0) =
1

NC
E[1[Z i = 0]] =

1
NC

P(Z i = 0)

and

� i (1; gi ) =
1

NT
E[1[Z i = 1; Gi = gi ]] =

1
NT

P(Z i = 1; Gi = gi )

� i (0; gi ) =
1

NC
E[1[Z i = 0; Gi = gi ]] =

1
NC

P(Z i = 0; Gi = gi ):

The values of the above weights are determined by the chosen design and accompanying

interference assumptions.

There are three components to the bias. The �rst part, Eq 4.5a, can be controlled

by choosing a design that treats nodes with probabilityq = 0:5. The second component,

Eq 4.5b, can also be controlled by the design: under community informed design,

� CID
i (0; dc

i ) = 0 since each individual belongs to a cluster within their own community

and must share treatment status with at least one of their within community neighbors.

We can further control � CID
i (1; dc

i ) which is given in Eq(4.6). In contrast, under GCR,

we will show that � GCR
i (0; dc

i ) � 0 and � GCR
i (1; dc

i ) � � CID
i (1; dc

i ) which leads to:

�
�
�
�

NX

i =1

B i (dc
i )

�
� CID

i (1; dc
i ) � � CID

i (0; dc
i ) �

1
N

� �
�
�
� �

�
�
�
�

NX

i =1

B i (dc
i )

�
� GCR

i (1; dc
i ) � � GCR

i (0; dc
i )) �

1
N

� �
�
�
� ;

suggesting that CID reduces the contribution of Eq 4.5b.

To demonstrate the above, we consider GCR and CID with the 3-net clustering
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algorithm. Let dc
max denote the maximal within community degree across all nodes

in A. Following from Ugander and Yin (2020), the network exposure probabilities

can be bounded for both designs. Tighter bounds are derived in Appendix C.2,

however for simplicity, consider the worst case scenario. For community informed

design,P(Z i = 1; Gi = dc
i ) � :5

dc
max � (1+ dc

max ) . To obtain � CID
i (1; dc

i ), we simply divide

P(Z i = 1; Gi = dc
i ) by E[

P N
i 1[Z i = 1]] = N=2:

1
Ndc

max � (1 + dc
max )

� � CID
i (1; dc

i ) �
1

2N
�

1
N

; (4.6)

assuming that a node has at least 1 within community neighbor which is reasonable

under assortative community structure.

Again, under CID when true communities are known,� CID
i (0; dc

i ) = 0 and

� CID
i (1; dc

i ) < 1=N. However, we are not guaranteed that� GCR
i (0; dc

i ) = 0. Fur-

ther, under GCR, P(Z i = 1; Gi = dc
i ) � :5

dmax � (1+ dmax ) . Sincedmax � dc
max , these

exposure probabilities under GCR are lower than that under our design. As a result,

our design yields a probability closer to 1=N; therefore CID yields lower bias in the

second term. Also note, that under CID, given the higher values ofP(Z i = 1; Gi = dc
i )

and P(Z i = 0; Gi = 0), the probability of ending up with less desirable exposure is

su�ciently reduced.

The last component of the bias calculation, Eq 4.5c, contributes a fairly small

amount to the total bias. Note that � i (1; gi ) should be large whengi � dc
i and small

otherwise. Similarly � i (0; gi ) should be large whengi � 0 and small otherwise. We

show this empirically in Figure 4.5. IfB i (gi ) is relatively 
at in gi , this will lead to

terms canceling in Eq 4.5c. Alternatively, ifB i (gi ) is increasing ingi , only the terms

associated with largegi will contribute to the bias. While the exact ordering between

GCR and CID depends on theB i (gi ), due to the P(1; dc
i ) being larger for CID, we
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Figure 4.5 : Simulated P(Z i ; gi ) over 4000 simulations. This �gure demonstrates
how community informed design puts higher probability on more desirable potential
outcomes.

expect the contribution to the bias to be smaller under CID.

4.4 Cost of Misclustered Nodes

Thus far we have abstractly discussed the existence and identi�cation of communities.

Since these communities form the foundation of CID, it is crucial to understand how

community label estimation impacts the design and GATE estimation. In this section,

we derive the expected bias incurred for GATE estimation that is due to incorrectly

estimating the community label of individuals in the �rst stage of the algorithm.

De�ne a node, i , to be misclustered when̂Ui 6= Ui up to permutation of the labels

(estimated community label does not match the true community label). In order to

explicitly derive the cost of misclustered nodes we take a model assisted approach
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(Basse and Airoldi, 2018; S•arndal et al., 2003). Consider the following outcome model:

Yi = � + �Z i + [( U� UT ) i; � A i; ]Z T + � i (4.7)

= � + �Z i +
NX

j =1

Ui; � UT
j; � A ij Z j + � i ; (4.8)

where� is a baseline e�ect,� is overall direct e�ect, Z is the treatment indicator

vector, � is a K � K matrix describing the e�ect of treated neighbors based on

community membership and� represents individual variability. Further, A is the

adjacency matrix of the network, generated from a SBM whereQ is parameterized by

2 probabilities, a and b. As a result, A ij jUi ; Uj � Bern(a) if Ui = Uj or A ij jUi ; Uj �

Bern(b) if Ui 6= Uj . We evaluate how well the GATE is estimated in a setting where

Ui = Uj but Ûi 6= Ûj .

Studying the e�ect of misclustered nodes can be reduced to asking how close the

observedYi is to the actual counterfactual of interest. For example, when individuali

is treated, we would want his or her true within community connections to also be

treated, thus consider:

E
h
Y(Z = 1) i � Yi jZ i = 1

i
=

E
h

U i

X

j

A ij � 1[Ui = Uj ] � 
U i

X

j

A ij � 1[Ui = Uj ] � Z j jÛ
i

where the expectation is with respect to the model uncertainty and the design but

conditioned onÛ. Now consider the situation when the label of nodei is incorrectly

estimated. Formally, let Tij be the event that Ui = Uj and Ûi 6= Ûj . As such, the

di�erence between the counterfactual and observed value for a misclassi�ed treated
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node is equal to

E

"
NX

j =1

A ij Z j 
U i 1Tij

#

:

Note that conditional on Tij , A ij is independent ofUi and Z i is independent ofZ j .

Hence, we can write:

E

"
NX

j =1

A ij Z j 
U i 1Tij

#

= P(Tij ) � N � a � q �
KX

k=1


 kPk (4.9)

wherePk is the probability that a node belongs to communityk. Recall P[Z j jTij ] = q

and P[A ij jTij ] = a. The probability of Tij depends heavily on the network structure

and algorithm f (for label recovery). However, this probability can easily be repre-

sented in terms of the sizes of each community and the number of misclustered nodes

within each community. Let Dk be the number of misclustered nodes in communityk

and Nk be the number of nodes in true communityk. For K = 2:

P(Tij ) = E [
P K

k =1 (N k � D k )� 2D k ]
N 2 .

Details on P(Tij ) for generalK with empirical validation of Eq (4.9) can be found in

Appendix C.1. Note that if GCR is used instead of CID, this is equivalent to setting

P(Tij ) = 1 =2 under the equal two community example (since this is the worst case

performance for community detection).

4.5 Simulations

We now demonstrate the performance of our proposed design coupled with the

di�erence in means estimator in several simulations. Since community informed

design generalizes GCR and independent assignment, we label the methods by the

algorithm, h(�; �), used in step 3 of Algorithm 1. Throughout, we focus on comparing
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the following:

ˆ Ind : Independent random assignment (No regard for network structure)

ˆ Eps-Net : Epsilon net (Knows about network structure but does not know

about communities, standard GCR)

ˆ Community Eps-Net with True U: Perform an epsilon net on each commu-

nity sub-graph (Knows about network structure and existence of communities,

community informed design)

ˆ Community Eps-Net with Estimated U: Perform an epsilon net on each

community sub-graph by estimated community label (Knows about network

structure and existence of communities, community informed design)

While the main goal of this work is bias reduction, we also consider the potential

for bias/variance trade-o�. Results comparing the root mean squared error (RMSE)

are given in Appendix C.6. Consistently our methods maintain lower RMSE than

standard GCR and independent randomization when the interference is community

driven. In the main text of this section, we report the bias of the di�erent approaches

relative to the bias under independent assignment. This is de�ned as the average

absolute bias for the di�erence in means estimator under a particular method divided

by the average absolute bias obtained from independent randomization.

4.5.1 Two Communities

Throughout the simulation in this subsection we investigate networks with two ground

truth communities. There areN = 1600 individuals in the SBM, split equally between

the two communities. The probability of within community edges is set to 0:04, and

we vary the probability of cross-community edges to demonstrate the behavior of our
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randomization as the community detection problem becomes more di�cult. Outcomes

are generated following Eq (4.7). We consider three scenarios:

1. Community interference: The true underlying interference mechanism for

outcomes is within community level interference. That is, a node is only

in
uenced by the treatment of within community connections, and we let


 = (20=50; 40=50).

2. Community agnostic interference: The true underlying interference mechanism

for outcomes is full neighborhood level interference. That is, all neighbors

in
uence a node equally, and we let
 = (20=50; 20=50).

3. Anti community interference: The true underlying interference mechanism for

outcomes is that individuals are only in
uenced by neighbors that do not share

their community and thus � has a dis-assortative structure:

� =

2

6
4

0 20=50

40=50 0

3

7
5 :

The results are presented in Figures 4.6-4.8. Unsurprisingly, our proposed approach

performs exceptionally well in the �rst scenario when either the true labels are known

or the community detection task is easy. Importantly, as the community detection

problem becomes more di�cult, our proposed approach reduces to the standard GCR

method. When there is community agnostic interference, we do not see many gains

from the community detection step of CID. The di�erence between GCR and CID

can likely be explained by the fact that there are more within community edges and

so the clusters used in CID are tighter and more representative than the ones in

GCR. Lastly, we see that our approach su�ers substantially when the interference
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Figure 4.6 : Relative bias for 2 equally sized community SBM with community
interference. The x-axis is the average misclustering rate for a given regime. The
y-axis is relative bias for the di�erence in means estimator. Standard error bars are
over 2000 simulations.

mechanism is completely misspeci�ed. In this setting, the community interference

assumption is false and thus there is no reason to expect our design implementation

to be successful.

4.5.2 Community Level Average Treatment E�ect

Since communities are likely in
uenced by treatment in di�erent ways, consider

community level treatment e�ects:

� k =
1

Nk

NX

i =1

[Yi (Z = 1) � Yi (Z = 0)] 1[Uik = 1] (4.10)

where Nk =
P N

i =1 1[Uik = 1]. This quantity can be estimated using a di�erence

in means estimator that only uses nodes in communityk (whether those labels are

learned or estimated). Through community informed design, these quantities are
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Figure 4.7 : Relative bias for 2 equally sized community SBM with homogenous
neighborhood interference. The x-axis is the average misclustering rate for a given
regime. The y-axis is relative bias for the di�erence in means estimator. Standard
error bars are over 2000 simulations.

Figure 4.8 : Relative bias for 2 equally sized community SBM where response is now
in
uenced by between community neighbors. The x-axis is the average misclustering
rate for a given regime. The y-axis is relative bias for the di�erence in means estimator.
Standard error bars are over 2000 simulations.
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Figure 4.9 : The average relative bias for community level treatment e�ect estimation
over 2000 simulations. These community level e�ects are from the simulation generated
in Figure 4.6.

easily obtained. However, for the independent and standard GCR epsilon net methods,

community information can only be leveraged after the experiment where outcomes

are partitioned by community labels. Figure 4.9 shows relative bias for estimating

the community level treatment e�ects from the simulation set up with community

interference in Section 4.5.1. From this experiment, again the bene�ts of community

informed design are apparent.

4.5.3 Varying Number of Communities

For the following simulation, consider performance for di�erent values ofK . Let

N scale with the number of communities such that there are 250 nodes in each

community (N = 250 � K ) and let 
 depend onK such that a sequence of lengthK

is generated with values between 10=50 and 1. For generating the networks, de�ne

the SBM parameters to bea = :04 and b = :03=(K � 1). Note that N and b are

dependent onK to maintain equal expected degree for the network, however slight
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Figure 4.10 : The y axis is relative bias for varyingK equally sized communities
with standard error bars over 2000 simulations per value ofK .

variability in outcomes persists due to
 .

Figure 4.10 shows that conditioning on communities is bene�cial across values of

K . The community detection problem becomes easier asN increases thus the method

using estimatedU matches that of trueU for high K .

4.5.4 No Community Structure nor Interference

Unlike the �rst three simulations, in this section we consider a network generative

model that does not exhibit explicit community structure. Similarly, the outcome

model relies on all edges in the network and so the community neighborhood inter-

ference assumption is violated. We follow the data generation procedure described

in Ugander and Yin (2020) which uses small world networks and a multiplicative

response model. Details of parameter speci�cation are provided in Appendix C.5.

Again, since the underlying network model does not exhibit meaningful community

structure, the estimated communities used in CID are themselves not relevant and so
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Figure 4.11 : Using response model from Ugander and Yin (2020) in their section
6.2. Standard error bars are over 100 simulations. The x-axis represents their peer
in
uence parameter that is given in Appendix C.5.

we do not expect any performance gains from using CID as opposed to standard GCR.

Figure 4.11 shows the output of the two approaches relative to independent design:

the performance of community informed design with epsilon net nearly matches that

of the non community informed version.

4.5.5 Potentially Mismatched Communities

Much of the work on network analysis has been driven by the study of student-

student networks (Ho� et al., 2013; Mayer and Puller, 2008; Rienties and Nolan, 2014;

Sentse et al., 2014). While grade levels and genders represent natural communities

within a network, it is not necessarily the case that these community labels are to

be recoverable from observed in-school networks (Mathews and Volfovsky, 2021).

Motivated by a recent collection of network-driven experiments on the impact of anti-

bullying interventions (Paluck et al., 2016, 2020) we leverage the observed networks

and observed grade and gender labels for individuals in those networks to study the
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performance of our experimental design.

As part of the original data collection in Paluck et al. (2016), students were asked

to record up to 10 friends (for the purposes of this simulation we consider undirected

versions of these networks, making the observed degree slightly larger), making the

problem of community detection substantially harder since the networks are censored.

We study four schools with di�erent sample sizes (N = 126; 104; 370; 530) and so for

larger N the censoring makes the network appear sparser, again potentially a�ecting

the performance of community detection and our proposed approach.

For each of the schools, outcomes are generated according to Eqn(4.7). Under

this model, ground truth communities are de�ned as unique grade and gender pairs.

That is, if two students share grade and gender, they share a community. Under this

de�nition, we assume that interference in outcomes of students are only driven by

the treatment of neighbors who share the same grade and gender.K is the count of

unique gender-grade pairs in a particular school (ranging from 4 to 6 depending on

the grades within the school). Students with NA values for grade and/or gender are

dropped from the data.

For each school the within community e�ect,
 , is a vector of lengthK with values

ranging from 0:4 to 1:6, and the direct e�ect is � = 1. As shown in Figure 4.12,

leveraging community information reduces relative bias across all of the schools.

However, we also note that the di�erences between standard GCR and community

informed methods are not always the same. For example, both Schools A and B

are relatively small and we see that CID with estimated community labels nearly

matches CID with true labels. On the other hand, we see the smallest improvement

between GCR and CID with estimated communities in School D which has the sparsest

network, making the community detection problem the hardest.
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Figure 4.12 : Relative bias for various schools from the middle school data set where
outcomes are simulated based o� of the true observed networks with standard error
bars over 750 simulations.

4.6 Discussion

This chapter has proposed a new experimental design that leads to a reduction

of bias of the naive di�erence-in-means estimator in the estimation of the global

average treatment e�ect when interference is community driven. The approach

improves on graph cluster randomization techniques by conditioning on the community

structure of the graph (estimated or known) and provably reducing the fraction of

low-quality randomizations. Importantly, the community interference assumption is

meaningful in many applied settings, while realistic violations of it do not lead to a

substantive reduction in the quality of the proposed design. In settings where the

community structure must be estimated from an observed network, we demonstrate

both analytically and empirically that the improvement due to CID decreases as the

community detection problem becomes more di�cult, but this step does not lead to

performance that is worse than naive graph cluster randomization.

Network interference has been recognized as an important obstacle in experimental
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design, leading to many recent advances. For example, Zhou et al. (2020) propose

a cluster adaptive network testing procedure with a sequential cluster adaptive

randomization and a cluster adjusted estimator for the average treatment e�ect. The

proposed approach requires observing additional covariate information on each of the

individuals in the network. While this can improve the underlying clustering of the

network, such data may be unavailable at times (such as when networks are elicited

prior to experimentation) or latent community structure might not be correlated with

observed covariates. Another recent approach proposes a cluster based regression

adjustment that improves estimation of the GATE as well as testing for interference

between individuals (Karrer et al., 2021). They show how tracking exposure to

treatment can be used to further reduce variance in estimating the GATE but again

rely heavily on the availability of additional side information about the individuals in

the study.
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Chapter 5

Conclusion and Future Work

In this work, we have exempli�ed the importance of community structure in networks

and the impact that communities have on statistical inference. We developed a novel

algorithm for community detection in challenging regimes through leveraging new

theory and Gaussian Mixture Models. This was followed by integrating community

detection into network regression by extending the AMEN model. Through latent

community adaptive network regression, it is clear that di�erent communities of

individuals can have heterogenous mechanisms for connection. We also explored how

to navigate the complexities of implementing such a model. Finally, we developed

a community informed design for high quality experimentation procedures when

community structure is present in a network. Communities are a fundamental part of

society and understanding them provides us with key insights for making informed

decisions from policy implementation to product design. Additionally, there are many

possible extensions to this work, a few of which are described below.

5.1 Community Detection with Multiple Networks

A natural extension of Chapter 2 is to consider when we have access to multiple

networks for the same set of nodes. As mentioned in Reeves et al. (2019), access to side

information can make the task of community detection more feasible. In preliminary

work, we show that a single summary is generally not enough for optimizing information

from two networks on the same set of nodes. To illustrate this, consider networks
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generated from:

A (s)
ij jX i ; X j � Bern

�
d
N

+
�
N

X T
i R(s)X j

�
; i < j; (5.1)

where (s) indexes the network with s 2 f 1; :::; Sg and other parameters are as in

Chapter 2. The proposed approach is to consider multiple linear combinations

of networks and to leverage the spectra of these combinations. Consider linear

combinations of the form

B(w) =
X

s

ws
A (s) � d=n11T

�
(5.2)

wherew represents anS dimensional vector of weights. The goal is to consider the

joint distribution of the eigenvectors of multiple linear combinations in order to better

estimate community memberships. To build intuition, consider two networks where

R(1) /

2

6
4

1 0

0 1

3

7
5 ; R(2) /

2

6
4

1 0

0 � 1

3

7
5 :

Figure 5.1 plots two sets of eigenvectors: on the left those of the sum of the two

adjacency matrices and on the right those of the di�erence of the two adjacency

matrices. It is clear that adding the two hides the information about community 2

while subtracting the two hides the information about community 1. However, looking

at both of them simultaneously allows for separating all three communities.

While more work is needed to determine the exact distributions for the multiple

GMMs, approximations have demonstrated that studying multiple linear combinations

of adjacency matrices provides a signi�cant signal boost over existing methods.
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Figure 5.1 : Plots of eigenvectors of sums and di�erences of two adjacency matrices.
The points are colored according to their true community labels. The black circles
represent identity covariances. Each combination individually gives us partial recovery
of communities, but, together, we are able to separate all three communities.

5.2 Extensions for Latent Community Network Re-
gression

Possible extensions for the community adaptive network regression model include

allowing for U and V to be continuous for a more 
exible model. For example,

rather than binary values, each row ofU could be de�ned as a vector of membership

probabilities. Then, the resulting value of~�U T would be a mixture of ~� . While more


exible, we lose the interpretability that is given with the binary form. Another

extension would allow for time dependence in the community structure (which has

been demonstrated in some social networks, e.g. Xin et al., 2017) as well as in the

covariate coe�cients. This in turn introduces another dependence structure that can

be challenging to account for. Finally, this model can be used for prediction. Often we

are interested in possible future connections between individuals. Given the Bayesian

framework used, predictive posterior distributions are easily obtained and predicted
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network structure can be studied.

5.3 Other Estimators for Community Informed De-
sign

Given the recent focus on covariates in the literature, it is a natural future direction

to incorporate covariate information into the community informed design procedure.

This can be done by incorporating covariates into the community detection problem

directly (Binkiewicz et al., 2017; Shen et al., 2022; Yan and Sarkar, 2021) or by

considering community detection as a component of a network regression problem

(Ho�, 2008; Mathews and Volfovsky, 2021). These approaches can further be coupled

with post-hoc estimators that adjust for the potential community structure that may

not have been accounted for during the design phase of an experiment. However,

development of post-hoc estimators is not a trivial task due to potential (and likely)

imbalance at the community level. An adjustment term or a weighted estimator

might be useful if model assumptions can be made. Since Algorithm 1 in Chapter 4

involves the use of spectral methods, another extension would be to relate the cost

of misclustered nodes more explicitly to recoverability thresholds which is brie
y

explored in Figure C.5 of Appendix C.6. Finally, this work focuses on the di�erence

in means estimator; however much work has been done using others such as versions

of Horvitz-Thompson estimators. While these can be useful, they are expensive to

compute and tend to lead to high variance in practice.
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Appendix A

Spectral Theory and SBM

A.1 Parameter Estimation for the SBM

Consider the case where we do not knowp and Q explicitly but are given side

information in the form of a small labeled network that is generated from the same

SBM. Such side information is extremely likely to be available in practice as network

data are rarely collected without some knowledge of underlying labels for a small

fraction of individuals. In this setting, we can estimateQ and p conditional on those

known labels. In this section, we employ a nonparametric histogram estimator for

Q and p and show that it performs well in practice. The estimation procedure is as

follows: for the labeled graph, use the empirical fraction of members of each community

as the estimatep̂ of p. To estimate Q(i ) , order the adjacency matrix according to

the known labels and estimateQ̂(i ) by
P

x i = a;x j = b aij =
P

X i = a;X j = b 1. Such histogram

estimators are known to be consistent for the SBM (Chan and Airoldi, 2014). Each

data point in Figure A.1 represents an average over 250 estimates generated for a

graph of sizen with p =
�

1=10 3=10 6=10

�
and

Q =

0

B
B
B
B
@

0:058 0:010 0:010

0:010 0:022 0:012

0:010 0:012 0:017

1

C
C
C
C
A

:
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Figure A.1 : MSE plots for estimatingp and Q.

A.2 Phase Transitions for Whitened Representa-
tion of the SBM

To exemplify the phase transition that occurs whenjr j < 1, Figure A.2 shows

misclustering rate (using our GMM from Chapter 2) on SBMs where the values ofr1

and r2 are varied. We can see that whenjr i j < 1, recoverability better than random

guess is not possible.

A.3 Additional Real Data Example

We also implement our GMM clustering algorithm on various middle school networks

from Paluck et al. (2016, 2020) (which is also considered in Chapter 4). In this

example, we take grade level to be the ground truth communities. As a result, we

consider 4 middle schools that each have 3 grade levels. Again, we make these networks

undirected.

Figure A.3 compares misclustering rate for k-means and various GMM implemen-

tations on the middle school networks with the size of the networks ranging from 80 to
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Figure A.2 : Empirical demonstration of phase transitions for recoverability for the
whitened representation of the SBM as used in Chapter 2. The low noise GMM
with known parameters is used for this example whereN = 1000, K = 3, d = 30,
p = [1=3; 1=3; 1=3].

462 students. Labels for 25% of the network are used to estimate parameters for the

GMM. In the �gure, the schools are ordered byN , with school A having the smallest

size. For schoolA in particular, note that the uninformed GMM and the GMM with

estimated parameters perform the worst as expected due to the small network size.

As N increases, we see the bene�ts of the GMM become more prevalent.
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Figure A.3 : Misclustering rates for various algorithms implemented on 4 middle
schools (with varyingN ) from the middle school network data. Note that overall,
GMM methods perform better than k-means (especially asN grows).
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Appendix B

Network Regression

B.1 Vectorization of diag(~� r UT)X r

For deriving full conditionals needed to sample our parameters of interest, it is

convenient to rewritediag( ~� r UT )X r in vectorized form (for simplicity we considerp

= 1)

vec(diag( ~� r UT )X r ) = vec(diag(U ~� T
r )X r )

= vec((I N � U ~� T
r 1T

N )X r )

= vec([I N � X r ]U ~� T
r 1T

N )

= (1 N 
 [I N � X r ]U)vec( ~� r ):

The main quantities of importance are:

diag(U ~� T
r ) = ( I N � U ~� T

r 1T
N )

and

(I N � U ~� r 1T
N )X r = ( I N � X r )U ~� r 1T

N

which hold due to the structure ofU ~� T
r 1T

N .

Note that the above is speci�cally for row covariates. A similar calculation is

available for column covariates:

diag(V ~� T
c ) = ( I N � V ~� T

c 1T
N )
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X c(I N � V ~� c1T
N ) = ( V ~� c1T

N )T (I N � X c),

vec(X c diag(~� cV T )) = vec(X c(I N � V ~� T
c 1T

N ))

= vec((V ~� c1T
N )T (I N � X c))

= vec(1N
~� T

c V T [I N � X c])

= ([ I N � X c]V 
 1N )vec( ~� c):

B.2 Including Dyadic Covariates

Often, dyadic covariates are observed or created from row/column covariates. A

dyadic covariate,X d, is a N � N matrix where each entryxd;ij describes some notion

of how i relates to j . For example, observe the row/column covariate, grade. A dyadic

covariate can be created for grade such thatX d;ij = 1 if i and j share the same grade,

otherwise it is 0.

Incorporating dyadic covariates in the standard AMEN model is simple but is

more complicated when coe�cients can be community dependent. To begin, consider

a dyadic covariate that has a special form. Again, for notational convenience,p = 1

for X r ; X c; X d. Let X be a n-dimensional vector and de�ne a dyadic covariate as

X d = XX T . To allow for community dependence, de�ne:

diag(~� dr UT )X d diag(V ~� T
dc) = diag( ~� dr UT )XX T diag(~� dcV T ):

The full model then becomes:

Z = � 011T +
P p

l=1 (diag( ~� rl UT )X rl + X cl diag(~� clV T )+

diag(U ~� T
dr;l )X d diag(V ~� T

dc;l)) + U� V T + a1T + b1T + E:
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Given the special structure of the dyadic covariate, the following holds:

diag(~� dr UT )X = diag(X )U ~� T
dr :

Thus, by substitution:

diag(~� dr UT )XX T diag(~� dcV T ) = diag( X )U ~� T
dr X

T diag(~� dcV T )

= diag( ~� dr UT )X [~� dcV T diag(X )]:

To derive full conditionals, vectorize the dyadic term to isolate~� dr ; ~� dc:

vec(diag(X )U ~� T
dr X

T diag(~� dcV T ) = f [X T diag(~� dcV T )]T 
 diag(X )Ugvec( ~� dr )

vec(diag( ~� dr UT )X [~� dcV T diag(X )]) = f diag(X )V 
 diag(~� dr UT )X gvec( ~� dc):

De�ne:

~Z = Z � � 011T � (diag( ~� r UT )X r + X c diag(~� cV T )) � U� V T � a1T � b1T ;

which is decorrelated:

~Z � = s � ~Z + t � ~Z T

where

Hdc = s � f diag(X )V 
 diag(~� dr UT )X g + t � f [diag(~� dr UT )X ] 
 diag(X )Vg;

Hdr = s � f diag(~� dcV T )X 
 diag(X )Ug + t � f diag(X )U 
 diag(~� dcV T )X g:
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The full conditionals for ~� dc and ~� dr are:

~� dr jX c; X r ; U; � ; Z; ~� dc; a; b� N (Vdr mdr ; Vdr )

~� dcjX c; X r ; U; � ; Z; ~� dr ; a; b� N (Vdcmdc; Vdc)

where

Vdc = ( H T
dcHdc + � � 1

~� dc
)� 1

mdc = vec( ~Z � )T Hdc + � ~� dc
� � 1

~� dc

Vdr = ( H T
dr Hdr + � � 1

~� dr
)� 1

mdr = vec( ~Z � )T Hdr + � ~� dr
� � 1

~� dr

:

B.3 General Dyadic Covariates

Consider a generalized dyadic covariate,X d, that does not take on an outer product

form. Rewrite X d = Q� W T (singular value decomposition ofX d where � is a diagonal

matrix of singular values) and thusX d =
P n

i =1 � i qi wT
i where � i are the diagonal

elements of �. As such,

diag(~� dr UT )X d diag(~� dcV T ) = diag( ~� dr UT )
NX

i =1

� i qi wT
i diag(~� dcV T ):

The above can be expanded to:

diag(~� dr UT )� 1q1wT
1 diag(~� dcV T ) + ::: + diag( ~� dr UT )� N qN wT

N diag(~� dcV T ):

Isolate ~� dc:

diag(~� dr UT )� 1q1wT
1 diag(~� dcV T ) = diag( ~� dr UT )� 1q1[ ~� dcV T diag(w1)]
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and vectorize to get:

vec(diag( ~� dr UT )X d[ ~� dcV T diag(X )]) = f diag(w1)V 
 diag(~� dr UT )� 1q1gvec( ~� dc):

For ~� dr ,

diag(~� dr UT )� 1q1wT
1 diag(~� dcV T ) = diag( � 1q1)U ~� T

dr w
T
1 diag(V ~� T

dc);

which can be vectorized as

vec(diag( ~� dr UT )� 1q1wT
1 diag(~� dcV T )) = f [wT

1 diag(V ~� T
dc)]

T 
 diag(� 1q1)Ugvec( ~� dr ):

Now, to derive the full conditionals, �rst de�ne analogues to equations 3.9 and 3.10

from Chapter 3.3.2:

Hdc = s�
nX

i =1

f diag(wi )V 
 diag(~� dr UT )� i qi g+ t�
nX

i =1

f [wT
i diag(~� dr UT )]T 
 diag(� i qi )Vg;

and

Hdr = s�
nX

i =1

f [wT
i diag(~� dcV T )]T 
 diag(� i qi )Ug+ t�

nX

i =1

f diag(wi )U
 diag(~� dcV T )� i qi g:

The full conditionals for ~� dr and ~� dc are given by:

~� dr jX c; X r ; U; � ; Z; ~� dc; a; b� N (Vdr mdr ; Vdr )

~� dcjX c; X r ; U; � ; Z; ~� dr ; a; b� N (Vdcmdc; Vdc)
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where

Vdc = ( H T
dcHdc + � � 1

~� dc
)� 1

mdc = vec( ~Z � )T Hdc + � ~� dc
� � 1

~� dc

Vdr = ( H T
dr Hdr + � � 1

~� dr
)� 1

mdr = vec( ~Z � )T Hdr + � ~� dr
� � 1

~� dr
:

B.4 Bivariate Probit Likelihood

Let M ij = � 0 +
P p

l=1 (x irl
~� rl UT

i + x jcl
~� clV T

j ) + ai + bj + UT
i � Vj . The likelihood is then:

log(L(�; U; V; � ; a; bjX; A )) =
P

i<j (Yij Yji log(�( M ij ; M ji ; � ))+

(1 � Yij )Yji log(�( � (M ij ); M ji ; � � ))+

Yij (1 � Yji log(�( M ij ; � (M ji ); � � ))+

(1 � Yij )(1 � Yji ) log(�( � (M ij ); � (M ji ); � )))+
P n

i =1 log(1 � �( mii ;
p

1 + � ))

(B.1)

where �( x; y; � ) indicates evaluating the cumulative distribution function of the

bivariate normal distribution.
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B.5 Comparison of Censored Binary Formulations

Figure B.1 : 95% posterior CI for row and column coe�cients under our version of
the censored binary versus that of the standard censored binary AMEN model as in
the `amen' package. Data is generated as in Section 3.4.3.

A censored binary likelihood for networks was introduced in Ho� et al. (2013),

leveraging the set-based likelihood machinery of that paper. The formulation in that

work does not naturally lend itself to our proposed updates for community dependent

coe�cients. In this section we demonstrate that the two approaches lead to the

same parameter estimates (in a non-community dependent setting). The standard

version of the model matches the data generating mechanism for the censored network

structure as in Chapter 3.4.3. That is, onceZ values are simulated,Yij = 1 if Z ij is

in the top m Z i: values. Both models yield near equivalent posterior estimates for all

parameters of interest as shown in Figure B.1. As an additional note, recall that in

Chapter 3.4.3, there are community dependent covariate e�ects that are not accounted
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for in these non-community dependent models. Speci�cally,� r 2 and � c2 vary between

communities. The posterior estimates for these coe�cients are approximately 0 for

both estimation approaches (which is the average of the community dependent~�

values).

B.6 Covariate Information for AddHealth

In the AddHealth study, high school students (grades 9-12) ranked their top 5 female

and top 5 male friends. We analyze the same-sex male-to-male friendships in two

schools. Covariates of interest include:

ˆ Race | an indicator of whether the individual is white

ˆ Drinking | an indicator of whether a an individual drinks

ˆ Smoking | an indicator of whether an individual smokes

ˆ GPA | numeric grade point average

ˆ Living situation

{ Living with father

{ Living with mother

{ Number of people in household

ˆ Club involvement | number of clubs a student is involved in

ˆ Sport involvement | number of sports a student is involved in

We further include dyadic covariates for whether or not two students share the

same grade, share the same binary drinking behavior, share the same binary smoking

behavior, and whether they share the same race.
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B.7 Trace plots for AddHealth Networks

Gewekez-statistics assessing the convergence of the Markov Chain Monte Carlo

algorithm are reported in the main text. Figure B.2 presents traceplots for several

parameters in the model for visual inspection of the stationarity of the chain.

Figure B.2 : Trace plot for 4 individuals' Ui
~� for multiple covariates from school B.

The nodes belonging to the same community overlap so two distinct colors are used
to distinguish between communities.

B.8 Dyadic Posterior Credible Intervals for Ad-
dHealth Networks

Each of Figures B.3-B.10 present the post-processed posterior credible intervals for

the community dependent dyadic covariates. In each �gure, the top left panel (labeled

~� dr; 1
~� dc;1) represents the coe�cient for a pair of individuals where both sender and
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