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Abstract

Dynamic treatment regime is a sequence of decision rules mapping patient informa-

tion at a specific time to a recommended treatment, with the goal of maximizing

long-term clinical outcome. However, the inference for the estimator of optimal

regime is challenging due to the nonregularity resulting from the maximize operator.

In this paper, we review methods for estimating optimal regimes and discuss the

problem of nonregularity. We propose a novel approach based on sample splitting to

construct valid confidence sets for both the optimal regime and the maximized value

function. Additionally, we conduct a hypothesis test to compare the optimal regime

to the treatment regime used in usual clinical practice. We evaluate the proposed

approach using simulated data from the Sequential Multiple Assignment Randomized

Trials (SMART) design and assess the coverage of the confidence sets and the power

of the hypothesis test.
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Chapter 1

Introduction

In recent years, there has been a growing interest in developing dynamic treatment

regimes (DTRs) that can adapt to individual patients to optimize treatment out-

comes. DTRs are sequential decision-making strategies for precision medicine, which

aim to optimize long-term clinical outcomes by tailoring treatments to individual

patient characteristics and clinical history over time. This approach is particularly

useful for chronic diseases, such as HIV/AIDS, cancer, and mental health disorders,

where treatment is often complex and multi-faceted (see [FRT`03] for example).

One prominent approach of estimating optimal DTR is to use the framework

of Markov decision processes and algorithms in reinforcement learning (RL), which

allow for modeling sequential decision-making under uncertainty. For example, Q-

learning [Mur05b], an approximate dynamic programming method, can identify the

optimal regime by maximizing Q-functions that measures the expected cumulative

outcome for each decision point. Q-functions can be complex and flexible, such as

those implemented using regression trees [EGW05] or kernels [OS02]. Other methods

involve directly modeling and maximizing potential outcome for treatment regimes in

a pre-specified class using causal inference framework [Rob86, ROR08, MvdLRG01],

such as the augmented inverse probability weighted estimator [ZTLD13]. Addition-

ally, [QM11, ZTD`12] propose using classification methods for estimating optimal

regime for one-stage decision making problems.

Attaching measure of uncertainty to an estimated optimal regime is crucial for

assessing reliability, which requires inference properties including confidence inter-
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vals, hypothesis tests, and sample size calculations. However, parameters index-

ing estimated optimal regime can be nonregular [Rob04, CMS10], in the sense that

its asymptotic distribution does not converge uniformly over the parameter space

([BKB`93], see Section 3.1 for detail). Thus standard asymptotic approximations

cannot be used directly to form reliable confidence intervals or to carry out hypoth-

esis testing [LLQ`14]. To address this, [MR10, CMS10] proposed hard and soft

threshold method to reduce asymptotic bias for estimated optimal regime, but might

not perform well in finite sample case [HP12]. While resampling techniques such as

the m-out-of-n bootstrap [CLZ13] are commonly used for nonregular estimators, they

can be conservative in our case. Recently, [LVDL16] proposed an online one-step esti-

mator which is n´1{2-consistent to the optimal value function, but it can be sensitive

to the order of the data. Additionally, [SLS20] used subsample aggregating (sub-

agging) and refitted cross-validation to construct confidence set, but this approach

might be computationally expensive.

In this paper, we propose a method for constructing valid confidence sets and

hypothesis tests based on sample splitting. We split the data into three parts with

limited overlap, using one part for estimating the optimal regime, another for eval-

uating the value function, and a third for estimating the optimal regime outside the

first part, which is necessary for constructing the confidence set. Details can be found

in Section 3. We construct inference properties using the distribution of the value

function conditional on the first part of the data. This approach separates the evalua-

tion of the estimated regime from its estimation, allowing us to bypass the maximum

operator that causes the nonregularity problem.

Our proposed method is inspired by the work of [WRB20], who used sample split-

ting to construct confidence sets and hypothesis tests for nonregular estimators with

finite-sample guarantees. However, their method is built for maximum likelihood
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estimators and is not directly applicable to our case. Instead, we utilize the asymp-

totic normality ([Ken22]) of the augmented inverse probability weighted estimator

(AIPWE) to construct a valid confidence set and control type I error and power for

the proposed hypothesis test. This approach provides a reliable method for attaching

measures of uncertainty to the estimated optimal regime, and is particularly useful

when dealing with nonregular parameters that are common in this type of analysis.

In Section 2, we introduce the defination and estimation method for an optimal

regime. In Section 3, we use an estimator for the component-wise maximum of a

mean vector to illustrate the challenge of constructing confidence set for a nonregular

estimator. We present our proposed conditional confidence set and hypothesis test

in this section. In Section 4, we evaluate the performance of our proposed method

through a simulation study using data simulated from a sequential multiple assign-

ment randomized trial (SMART) design. Finally, Section 5 concludes the paper and

discusses further implications.
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Chapter 2

Definition and Estimation of an Optimal

Regime

We estimate the optimal dynamic treatment regime by maximizing the augmented

inverse probability weighted estimator (AIPWE, see [BR05]). We use Q-function as

the outcome model of AIPWE. The details are provided in the following sections.

2.1 Notation and Setup

For simplicity, we consider the setting with K “ 2 decision points at which treatment

option need to be selected. We also assume that at each decision points, there are

binary treatment options encoded as t0, 1u. Any other situations with finite decision

points at which the treatment option is selected from a set of feasible options can be

easily generalized to.

For k “ 1, 2, let Ak P t0, 1u denote the treatment option at kth decision point,

X1 denote the baseline patient information and X2 denote the additional information

measured between decision point 1 and decision point 2. Accordingly, we define the

history as H1 “ X1 and H2 “ pX1, A1, X2q, so that Hk contains all the information

collected prior to decision point k.

Let Hk be the support of Hk, and Ak “ t0, 1u be the set of feasible treatments,

then the treatment regime is defined as a function πk : Hk Ñ Ak, k “ 1, 2. Thus

under πππ “ pπ1, π2q, a patient with history hk will be assigned to treatment πkphkq.

To better quantify the effect of a treatment regime, we define the value function
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V pπππq “ EπππpY ˚q, which is the expected potential outcome when the whole population

were assigned to treatment according to regime πππ. Under potential outcome frame-

work, the value function can be identified through observed data under certain causal

assumptions [HR10].

Given a pre-specified class of regimes Π, which is typically infinite, an optimal

regime πππopt satisfies

πππopt
“ argmax

πππPΠ
V pπππq.

Here we use ”an” rather ”the” because optimal regime might not be unique. As

discussed in Section 1, nonregularity arises due to this max and argmax operator.

2.2 Augmented Inverse Probability Weighted Es-

timator (AIPWE)

In this paper, we use the potential outcome framework to help define value function.

In the setting of binary treatment options, there exists a random variable Y ˚paq, a P

t0, 1u that represents the outcome that would be achieved if a randomly chosen

individual were to receive treatment a. It is called potential outcome, since we can

not observe both of them at the same time in the real world. Thus, we need several

causal assumptions to connect the observed outcome and potential outcome, and

obtain consistent estimator for causal effects through observed data.

The following assumptions and statements holds for all decision points of interest.

Thus for simplicity, in this section, we omit the subscript k.
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2.2.1 Causal Assumptions

Stable Unit Treatment Value Assumption (SUTVA)

As discussed in [Rub90], SUTVA assumption includes two parts:

• No interference: the treatment of one individual does not affect potential out-

come of other individuals.

• Consistency [CF09]: no different versions of a treatment.

Under SUTVA, we can write the observed outcome of individual i in the form of

potential outcome,

Yi “ Y ˚
i p1qAi ` Y ˚

i p0qp1 ´ Aiq, i “ 1, . . . , n,

where Ai P t0, 1u, and Y ˚
i p1q, Y ˚

i p0q denote the potential outcome under treatment

option 1 and 0 respectively.

Positivity

Positivity assumption states that

@a P A, P pA “ a|Hq P p0, 1q.

This guarantees that each individual in the study population has a non-zero proba-

bility of receiving each treatment level, given their observed covariates [RR83]. The

violation of positivity assumption might lead to bias and lack of precision in the

estimates of treatment effects.

Sequential Ignorability
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Ignorability implies that the assignment mechanism does not the potential out-

comes. In the sequential setting, it is defined as

Ak KK tH1, H2pa1q, Y ˚
pa1, a2qu|Hk, k “ 1, 2.

Ignorability is statisfied in randomized experiments.

2.2.2 Definition of AIPWE

Propensity score is a widely used method for estimating the causal effect of a treat-

ment in observational studies. In the binary treatment setting, it is defined in [RR83]

as

epXq “ P pA “ 1|Xq.

Propensity score is useful because of two properties:

• Balancing property: X KK A|epXq.

• If the ignorability assumption holds, then tY ˚p1q, Y ˚p0qu KK A|epXq.

Under the causal assumptions define in Section 2.2.1, we can get a consistent

estimator AIPWE resulting from these two properties.

For clarity, we first introduce the AIPWE in the single decision setting with

K “ 1. Utilizing the propensity score model as epx; ρq “ P pA “ 1|X “ xq, we can

define AIPWE of the form

τ̂AIPW “ n´1
n

ÿ

i“1

«

AiYi

epXi; ρ̂q
´

p1 ´ AiqYi

1 ´ epXi; ρ̂q
´ tAi ´ epXi; ρ̂qugpXiq

ff

, (2.1)

where gp¨q is an arbitrary function. The first two terms are the outcome weighted by

propensity score, only one of which could be non-zero depending on which treatment
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is assigned to this individual. The third term is the augmentation term, which

can usually increase the efficiency of estimators. When gpXq ” 0, (2.1) is called

inverse probability weighted (IPW) estimator. Thus, AIPWE is interpreted as IPW

augmented by a function g.

As demonstrated in [BR05], among all estimators of form (2.1), the one with the

smallest asymptotic variance is obtained using

gpXq “
EpY |X,A “ 1q

epXq
`

EpY |X,A “ 0q

1 ´ epXq
.

If we further posit an outcome model denoted as Qpx, a; βq “ EpY |X “ x,A “ aq,

we can get the doubly robust estimator (DR) defines as

τ̂DR “ n´1
n

ÿ

i“1

«

AiYi

epXi; ρ̂q
´

p1 ´ AiqYi

1 ´ epXi; ρ̂q
´

Ai ´ epXi; ρ̂q

epXi; ρ̂q
QpXi, 1; β̂q

´
Ai ´ epXi; ρ̂q

1 ´ epXi; ρ̂q
QpXi, 0; β̂q

ff

, (2.2)

where ρ̂ and β̂ can be estimated by maximum likelihood estimator for ρ and β.

This estimator is doubly robust, in the sense that the estimator is consistent if

either of propensity score model or outcome model is correctly specified. Even if the

outcome model is incorrect, DR can still achieve a smaller asymptotic variance than

IPW.

2.3 Estimation of Optimal Regime

In this section, we will extend doubly robust estimator to the case of K “ 2. Recall

that π1pH1q P t0, 1u and π2pH2q P t0, 1u, then using DR [TDHL19], we can estimate
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value function V pπππq “ EπππpY ˚q by

pVnpπππq “
1

n

n
ÿ

i“1

«

Y 1A1“π1pH1q1A2“π2pH2q

P pA1|H1qP pA2|H2q
´

"

1A1“π1pH1q ´ P pA1|H1q

P pA1|H1q

*

Q1

´

H1, π1pH1q; β̂1

¯

´
1A1“π1pH1q

P pA1|H1q

"

1A2“π2pH2q ´ P pA2|H2q

P pA2|H2q

*

Q2

´

H2, π2pH2q; β̂2

¯

ff

(2.3)

which is the estimated expected potential outcome under treatment regime πππ. Here,

Q1 is the model measuring the quality of the current treatment for individuals with

specific history at decision point 1, and Q2 is the model at decision point 2. We will

introduce a specific form of Q1 and Q2 in the next paragraph. Similar to equation

(2.2), the first term is the outcome weighted by propensity score, and the second and

the third term is the augmentation term.

Notice that estimating optimal regime is analogous to reinforcement learning,

where the value function V pπππq corresponds to the expected return and the treatment

regime corresponds to the policy. Thus, the approach of Q-functions in reinforcement

learning can be used here for defining Q1 and Q2.

As shown in [Mur05b], in order to bound the generalization error, we can define

Q1 and Q2 as

Q2ph2, a2q “ EpY |H2 “ h2, A2 “ a2q

Q1ph1, a1q “ E
„

max
a2Pt0,1u

Q2pH2, a2q

ˇ

ˇ

ˇ

ˇ

H1 “ h1, A1 “ a1

ȷ

We posit linear models for Q-functions. Specifically,

Q2ph2, a2; β2q “ h⊺2,0β2,0 ` a2h
⊺
2,1β2,1

Q1ph1, a1; β1q “ h⊺1,0β1,0 ` akh
⊺
1,1β1,1, (2.4)
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where βk “ pβ⊺k,0, β
⊺
k,1q

⊺, hk,0 and hk,1 are features constructed from history hk at

decision point k, k “ 1, 2, for example, any transformations of hk.

Accordingly, the least square estimators for β1 and β2 are

pβ2 “ argmin
β2

1

n

n
ÿ

i“1

tY ´ Q2pH2, A2; β2qu
2

pβ1 “ argmin
β1

1

n

n
ÿ

i“1

"

max
a2

Q2pH2, a2; pβ2q ´ Q1pH1, A1; β1q

*2

. (2.5)

Plug equation (2.4) and (2.5) in formula (2.3), we can get the estimated value

function pVnpπππq under given treatment regime. From section 2.2.2, we know that pVnpπππq

is a consistent estimator for V pπππq regardless of whether Q-functions are correctly

specified or not. If they are correctly specified, then this estimator would achieve the

smallest asymptotic variance.

An estimated optimal regime can be obtained by maximizing (2.3),

pπππn “ argmax
πππPΠ

pVnpπππq.

The definition is intuitively straightforward. But computationally, since pVnpπππq is

not a smooth function of πππ, the optimization might be hard to solve, even with a

relatively low dimension of β1, β2. We will discuss the details in Section 4.
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Chapter 3

Inference for Dynamic Treatment Regime

In this paper, we are interested in evaluating performance for estimated optimal

regime and comparing performance of two given treatment regime, for example, com-

paring the optimal regime estimated from data and a given regime which are often

used by doctors. To quantify uncertainty in these two analysis, inferential properties

for both optimal regime and maximized value function is important. However, non-

regularity arises since most estimands of interest in the context of treatment regime

are non-smooth functions of the underlying generative distribution [TDHL19], due

to the maximize operator. Thus there does not exist a locally uniformly convergent

or asymptotically unbiased estimators for these estimands[VDV91].

3.1 Examples for Nonregularity

To illustrate the nonregularity, we use the example of constructing confidence in-

tervals for the component-wise maximum of a mean vector following chapter 10 of

[TDHL19].

Consider that we have observations tXn,iu
n
i“1, where for each n, Xn,1, . . . , Xn,n P

Rp are i.i.d. observations drawn from unknown underlying generative distribution

Pn. Using this local asymptotic framework, the asymptotic approximation can re-

tain key features of the finite sample distribution, which is an important prop-

erty here. Let µ0,n “ pµ⊺0,n,1, . . . , µ
⊺
0,n,pq⊺ denote the mean of random vector X

with p ě 2. We are interested in the component-wise maximum of µ0,n, namely,
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θ0,n “ maxpµ0,n,1, . . . , µ0,n,pq “
Žp

j“1 µ0,n,j. The estimation for θ0,n is defined as

pθn “
Žp

j“1 pµn,j, where pµn,j is the jth element of pµn “ 1
n

řn
i“1Xn,i. This situa-

tion could be translated to estimating an optimal regime with p treatment options

and no patient covariates.

As shown in lemma 10.2.2 of [TDHL19], assume that (i) µ0,n “ µ0 `sn´1{2, where

s is a fixed local parameter with p elements, and (ii) n´1{2p
řn

i“1Xn,i ´ nµ0,nq ⇝

N p0,Σq, where ⇝ means ”asymptotically distributed as”. Then under Pn, we have

n1{2
ppθn ´ θ0,nq⇝

ł

jPUpµ0,nq

pZj ` sjq ´
ł

jPUpµ0,nq

sj,

where Upµ0,nq “ argmaxj µ0,n,j, and Z „ N p0,Σq. Thus, n1{2ppθn ´ θ0,nq depends on a

n´1{2-perturbation of the generative distribution, and there does not exist a regular

estimator for θ0,n. In other words, abrupt changes in the limiting distribution of

pθn will occur when there is only a small perturbations in the underlying generative

model.

3.2 Inference for Multiple Decision Regimes

In this section, we try to construct the confidence set for optimal treatment regime

and maximized value function, and design a hypothesis test to compare estimated

treatment regime and a given regime.

3.2.1 Additional Notation and Assumptions

To address the nonregularity problem, we consider sample splitting procedure. Specif-

ically, assume the observed data is tZiu
2n`mn
i“1 “ tpX1,iq, A1,i, X2,i, A2,i, Yiu

2n`mn
i“1 ,

where mn is the overlap size with mn “ opnq. We split the data into three over-
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lapping parts indexed by D1 “ t1, 2, . . . , n, 3n ` 1, 3n ` 2, . . . , 3n ` mnu, D2 “

tn`1, n`2, . . . , 2n, 3n`1, 3n`2, . . . , 3n`mnu, and D3 “ t2n`1, 2n`2, . . . , 3n, 3n`

1, 3n`2, . . . , 3n`mnu. The overlap part of three datasets is indexed by t3n`1, 3n`

2, . . . , 3n`mnu, and the non-overlap parts are of size n. Intuitively, to construct the

confidence sets, we would estimate the optimal regime using D1, denoted as pπππp1q, and

evaluate pπππp1q on D2, denoted as pV p2qppπππp1q
q. D3 is used to approximate true optimal

regime when needed. Details are provided below. With overlapping part, observed

data can be used more efficiently, considering that in many clinical trials, data col-

lection could be expensive. However, the overlap size should only be opnq, otherwise

the coverage of confidence set might not be guaranteed.

Let Ppjq
n be the sample average over dataset Dj, for example, Ppjq

n Y “ 1
n

ř

iPDj
Yi,

and let P denote expectation over distribution of Z. We use pβ
pjq

k,n to denote coefficients

estimated over Dj using (2.5). Define pL
pj,lq
k,n “ Qk

´

H
pjq

k , πkrH
pjq

k s; β̂
plq
k,n

¯

as Q-functions

evaluated on Dj with coefficients estimated using Dl. Intuitively, Dl works as training

data and Dj works as testing data. Accordingly, we can revise (2.3) as

pV pj,lq
n pπππq “Ppjq

n

«

Y 1A1“π1pH1q1A2“π2pH2q

P pA1|H1qP pA2|H2q
´

"

1A1“π1pH1q ´ P pA1|H1q

P pA1|H1q

*

pL
pj,lq
1,n

´
1A1“π1pH1q

P pA1|H1q

"

1A2“π2pH2q ´ P pA2|H2q

P pA2|H2q

*

pL
pj,lq
2,n

ff

fiPpjq
n ∆

´

Z,πππ; pβplq
n

¯

(3.1)

Besides causal assumptions defined in section 2.2.1, we need additional assump-

tions which is standard in dynamic treatment regime [LLQ`14]. Let β˚
k be the asymp-

totic analog of pβk,n, k “ 1, 2, for example, β˚
1 “ argminβ2

P pY ´ Q2pH2, A2; β2qq.

Define design matrix for Q-functions (2.4) as Bk “ pH⊺k,0, AkH
⊺
k,1q

⊺, and its covari-

ance matrix as Σk “ ErBkB
⊺
ks, k “ 1, 2, and also define ε2 “ B2pY ´ B⊺2β

˚
2 q, ε1 “

13



B1 tmaxa2 Q2pH2, a2; β
˚
2 q ´ B⊺1β

˚
1 u. To ensure that pβk,n is well-defined and

∥∥∥pβk,n ´ β˚
k

∥∥∥
is Opp 1?

n
q, we further assume

• Hk are bounded and Y has a finite variance.

• The matrices Σk, k “ 1, 2 and Covpε1, ε2q are strictly positive. definite.

• The estimating equations for the Q-functions satisfy,

sup
n

E
∥∥∥`

Pp1q
n B2B

⊺
2

˘´1 ?
n

`

Pp1q
n ´ P

˘

B2pY ´ B⊺2β
˚
2 q

∥∥∥2

ă 8

and

sup
n

E
∥∥∥`

Pp1q
n B1B

⊺
1

˘´1 ?
n

`

Pp1q
n ´ P

˘

B1ppL
p1q

2,n ´ B⊺1β
˚
1 q

∥∥∥2

ă 8;

furthermore, supn

∥∥∥∥E´

Pp1q
n BkBk

¯´1
∥∥∥∥2

F

ă 8 for k “ 1, 2, where ∥¨∥F is the

Frobenius norm.

• The class of functions tz ÞÑ ∆pz,πππ; βq : πππ P Π, β P Bu is Donsker, where B is

the support for β.

3.2.2 Confidence Sets for πππopt

As mentioned in section 3.1, the nonregularity arises due to the maximize oper-

ator. If we can separate ”max” from ”doubly robust estimator”, we can directly

use the consistency of DR demonstrated in 2.2.2 and get a valid confidence set.

To achieve this, we can consider the conditional distribution of pV p2,1qppπππp1q
q defined

by (3.1), condition on empirical distribution of D1. We further define ps
p2,1q
n pπππq “

"

Pp2q
n

”

∆
´

Z,πππ; pβ
p1q
n

¯

´ pV
p2,1q
n pπππq

ı2
*1{2

, then we have
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Theorem 3.2.1. Assume causal assumptions in section 2.2.1 and assumptions in

section 3.2.1 are satisfied. For any α P p0, 1q the set

ζn,1´α “

#

πππ P Π :
pV

p2,1q
n pπππq ´ pV

p2,1q
n ppπππp1q

n q

ps
p2,1q
n pπππq ` ps

p2,1q
n ppπππp1q

n q
ě ´

z1´pαp2q

n1{2

+

satisfies

P
`

πππopt
P ζn,1´α

ˇ

ˇPp1q
n

˘

ě 1 ´ α ` rn,

where rn “ OP pmn{nq and rn converges in mean to zero. pαp2q is a tuning parameter

and is chosen by the algorithm shown below.

1. Consider a grid of candidate values, pαp2q P t0.005, 0.01, 0.105, . . . , 1.195, 1.2u.

Start from the smallest value 0.005.

2. Draw B n-out-of-n bootstrap samples from D2 indexed by b “ 1, . . . , B.

3. Let pV
p2,1q

n,b1
denote the value function evaluated on bootstrapped D2 samples with

pβ
p1q
n , and ps

p2,1q

n,b1
likewise. Calculate approximated conditional coverage rate

pp “
1

B

B
ÿ

b“1

1

#

pV
p2,1q

n,b ppπππp3q
q ´ pV

p2,1q

n,b ppπππp1q
q

ps
p2,1q

n,b ppπππp3q
q ` ps

p2,1q

n,b ppπππp1q
q

ě ´
z1´pαp2q{2

n1{2

+

.

4. If pp ě α, where α is the nominal level given by Theorem 3.2.1, then set pαp2q to

be the current value. Otherwise, increase pαp2q to the next value in given grid,

and repeat step 2 - 3.

This algorithm is built upon the double bootstrap procedure outlined in [BS08] to

reduce conservatism. By contrast, if we directly use α rather than pαp2q in ζn,1´α, this

confidence set will be conservative due to the difference between
!

ps
p2,1q
n pπππq ` ps

p2,1q
n ppπππp1q

n q

)2
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and Var
”

pV
p2,1q
n pπππq ´ pV

p2,1q
n ppπππp1q

n q

ı

. This bootstrap procedure could give us a more ef-

ficient confidence set ζn,1´α.

Theorem 3.2.1 intuitively demonstrates the benefit of sample splitting. After

conditioning on Pp1q
n , we can take advantage of the asymptotic normality of doubly

robust estimator to construct a confidence set for πππopt. To be more precise, pVnpπππq is

asymptotically normal for any given regime πππ [Ken22].

To build a confidence interval for V ppπππp1q

n q ´ V pπππoptq, we need to consider

• distribution of pV
p2,1q
n ppπππp1q

n q ´ pV
p2,1q
n pπππoptq conditional on Pp1q

n , see Lemma 3.2.2.

• uncertainty about set ζn,1´α.

Lemma 3.2.2. Assume causal assumptions in section 2.2.1 and assumptions in sec-

tion 3.2.1 are satisfied. Let Φp¨q denote the CDF of standard normal random variable

and let c, κ P R be arbitrary constants. For any πππ define

!

pσp2,1q
n

´

pπππp1q

n ,πππ, c, κ
¯)2

“
1

B ´ 1

B
ÿ

b“1

#

cpV
p2,1q

n,b ppπππp1q

n q ` κpV
p2,1q

n.b pπππq ´
1

B

B
ÿ

b“1

”

cpV
p2,1q

n,b ppπππp1q

n q ` κpV
p2,1q

n.b pπππq

ı

+2

as the bootstrap standard error by resampling only D2 for B times.

Then, provided at least one of c, κ are nonzero, it follows that

sup
t

ˇ

ˇ

ˇ

ˇ

ˇ

P

˜

1

pσ
p2,1q
n ppπππp1q

n ,πππ, c, κq

«

cpV p2,1q
n ppπππp1q

n q ` κpV p2,1q
n pπππq

´

#

cV ppπππp1q

n q ` κV pπππq

+ff

ď t

ˇ

ˇ

ˇ

ˇ

ˇ

Pp1q
n

¸

´ Φptq

ˇ

ˇ

ˇ

ˇ

ˇ

“ oP p1q.

Lemma 3.2.2 is still built on the asymptotic normality of doubly robust estimator.

In Lemma 3.2.2, πππ can be any fixed treatment regime, including the true optimal
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regime. Accordingly, we can build a confidence set for V ppπππp1q

n q ´ V pπππoptq, as well as

design a valid hypothesis testing based on Lemma 3.2.2.

3.2.3 Testing optimal versus business as usual

A critical aspect of evaluating the performance of the estimated treatment regime

is to compare it with a given fixed treatment regime, for example, commonly used

medical protocol. These treatments are called business as usual and are encoded as

πππbau. This question is of great interest in real-world applications, to help doctors or

policy makers to choose between a regime estimated from data and a conventional

decision made based on historical experience.

Consider a hypothesis testing with null and alternative

H0 : V ppπππp1q

n q ď V pπππbau
q

H1 : V ppπππp1q

n q ą V pπππbau
q.

Similar to section , all theorems of this section are built on distribution conditional

on D1, so these hypotheses are reasonable.

Define the test statistics

T bau
δ,n “ 1

!´

pV p2q
n ppπππp1q

n q ´ pV p2q
n pπππbau

q ´ z1´δpσp2,1q
n ppπππp1q

n ,πππbau, 1,´1q

¯

ą 0
)

,

where pσ
p2,1q
n ppπππp1q

n ,πππbau, 1,´1q is the bootstrapped standard deviation of difference be-

tween individual potential outcome for pπππp1q

n and πππbau. Naturally, the null hypothesis

is rejected when T bau
δ,n “ 1. Validity of this test is built on Lemma 3.2.2, where

the asymptotic normality of linear combination of pV
p2,1q
n is established. In detail,

Theorem 3.2.3 and Theorem 3.2.4 verify the type I error and power for this test.
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Theorem 3.2.3. Assume causal assumptions in section 2.2.1 and assumptions in

section 3.2.1 are satisfied. Let δ P p0, 1q be the nominal type I error rate. We have

E

#

T bau
δ,n ¨ 1V ppπππp1q

n qďV pπππbauq

ˇ

ˇ

ˇ

ˇ

ˇ

Pp1q
n

+

ď δ ` oP p1q.

When the null hypothesis V ppπππp1q

n q ď V pπππbauq is false, the left hand side is 0 and

will be smaller than δ. Otherwise, since T bau
δ,n takes on values of either 0 or 1, the

expectation equals to the conditional probability of rejecting the null when it is in

fact true, conditional on Pp1q
n . It should be noted that after conditioning on Pp1q

n , pπππp1q

n

is a fixed regime without any randomness. Thus the left hand side can be interpreted

as type I error rate.

Theorem 3.2.4. Assume causal assumptions in section 2.2.1 and assumptions in

section 3.2.1 are satisfied. Let δ P p0, 1q and ς ą 0 be fixed. The power of the test is

given by

E

#

T bau
δ,n ´ 1V ppπππp1q

n qąV pπππbauq`ςΦ

˜

zδ `
ς

σppπππp1q

n ,πππbau, 1,´1q

¸

´ oP p1q

ˇ

ˇ

ˇ

ˇ

ˇ

Pp1q
n

+

ě 0

where σppπππp1q

n ,πππbau, 1,´1q is the asymptotic analog of pσ
p2,1q
n

´

pπππp1q

n ,πππbau, 1,´1
¯

.

Similar to Theorem 3.2.3, when V ppπππp1q

n q ą V pπππbauq ` ς is false, the statement is

always true no matter the null hypothesis is rejected or not. Otherwise, Theorem

3.2.4 shows the power of this test, which depends on σppπππp1q

n ,πππbauq.

Note that whenHbau
0 is rejected, suggesting there is sufficient evidence to conclude

that V ppπππp1q

n q ě V pπππbauq. Then, as V pπππoptq ě V ppπππp1q

n q, we can also reject the null

V pπππoptq ď V pπππbauq which is considered by [RLD`19].
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Chapter 4

Simulation Experiments and Results

In this chapter, we examine the finte sample performance of the proposed confidence

sets, as well as type I error and power of the proposed hypothese testing, using

simulation experiments.

4.0.1 Design for Simulation Experiments

In simulation study, it is necessary to ensure that the data generation process satisfies

the causal assumptions presented in section 2.2.1. Accordingly, we employ the Se-

quential Multiple Assignment Randomized Trials (SMART) design [Mur05a] where

at each time point, each individual is randomly assigned to feasible treatments.

First, we consider a case where treatment effect of A1 has a non-zero probability

of being 0. Specifically, simulate data through

X1 „
X1 ´1 0 1

P 0.4 0.3 0.3
, A1, A2

i.i.d
„ Unift´1, 1u,

ϕ „ t3, X2 “ µ˚
0 ` µ˚

1X1 ` µ˚
2A1 ` µ˚

3A1X1 ` µ˚
4X

2
1 ` ϕ,

H2,0 “ p1, X1, A1, X1A1, X2q , H2,1 “ p1, A1, X2q ,

v „ Np0, 1q, Y “ HT
2,0β

˚
2,0 ` A2H

T
2,1β

˚
2,1 ` v.

The parameters are chosen as:

(s1) µ˚ “ p1, 0.5, 1,´1, 1q, β˚
2,0 “ p1, 0.5, 0.5, 0.5, 1.5q, β˚

2,1 “ p´1,´1, 0.5q.
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Thus, when X1 “ 1, A1 will not have any effect on potential outcome, and

P pX1 “ 1q “ 0.3.

Furthermore, we consider a case where treatment effect of A1 and A2 are both

non-zero. Specifically,

X1 „ Np0, 1q, A1, A2
i.i.d
„ Unift´1, 1u,

ϕ „ t3, X2 “ µ˚
0 ` µ˚

1X1 ` µ˚
2A1 ` µ˚

3A1X1 ` µ˚
4X

2
1 ` ϕ,

H2,0 “ p1, X1, A1, X1A1, X2q , H2,1 “ p1, A1, X2q ,

v „ Np0, 1q, Y “ HT
2,0β

˚
2,0 ` A2H

T
2,1β

˚
2,1 ` v.

The parameter settings are chosen according to [RLD`19]:

(s2) µ1,0 “ p´1, 1q, µ1,1 “ p4, 1q, µ2,0 “ p´0.4,´1q, µ2,1 “ p4, 1q, β˚
2,0 “

p0.5, 0.5,´1, 1q, β˚
2,1 “ p1, 0.5, 0.5, 1q.

(s3) µ1,0 “ p´1, 1q, µ1,1 “ p4, 1q, µ2,0 “ p´0.4,´1q, µ2,1 “ p´4, 1q, β˚
2,0 “

p0.5, 0.5,´1, 1q, β˚
2,1 “ p1,´3.25, 0.5, 1q.

In each of the three cases above, we simulate 50 replications of D1. Since we focus

on coverage and power conditional on D1, we will have 50 results of these values. The

mean, quartile and upper quartile of these 50 values are provided in section 4.0.3. For

each replication of D1, the conditional probability is calculated based on 500 Monte

Carlo replications of D2. For each of the cases, we try n “ 100, 200, 500, 1000 and

mn “
?
n, to get a sense of the asymptotic behavior when n Ñ 8.

4.0.2 Estimation of an Optimal Regime in Simulation Study

The simulation study focused solely on treatment regimes expressed in linear form.

Specifically, Π contains all functions πππ “ pπ1, π2q such that πk, k “ 1, 2 have the
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form of πkpHk; γkq “ 1 tH⊺kγk ą 0u, where γk is a real-valued vector indexing the

treatment regime. Estimating optimal regime is then equivalent to finding γk such

that pV is maximized. It is worth noting that πkpHk; γkq is equivalent to πkpHk; c ¨ γkq

for all c P R`, so we can constrain γk P r´1, 1spk , where pk is the number of covariates

recorded in Hk.

Since pV pπππq is a non-smooth and nonconvex function of πππ, the optimization prob-

lem of finding argmaxπππPΠ
pV pπππq is difficult to solve, especially when dimension of Hk

is high. [ZTLD13] proposed the use of genetic algorithm, which is a type of evolution-

ary algorithms in computational intelligence, and can be used to solve a lot of tricky

optimization problem. When the summation of dimension of γk is high while each

of them is low, backward iterative strategy can be used as described in section 5.7.3

of [TDHL19]. This optimization problem can also be translated to a mixed integer

programming, given that the set of feasible treatment options in each time point

is typically finite. Accordingly, CPLEX Optimization Studio, a high-performance

mathematical programming solver for mixed integer programming, can be utilized to

attain an estimated optimal regime.

Alternatively, if the dimension is high, we can consider the Latin hypercube sam-

pling method to generate a near-random sample of parameter values pγ1, γ2q. In

Latin hypercube design, the multi-dimensional space r´1, 1sp1`p2 is divided into equal

intervals along each axis, and each interval is guaranteed to contain only one sam-

ple. This allows for a more efficient and thorough exploration of the parameter

space compared to traditional random sampling methods. Employing this technique,

pγ1, γ2q P r´1, 1sp1`p2 are discretized and we can enumerate all random samples to

get a good approximation of argmaxγ1,γ2
pV rπππpH1, H2; γ1, γ2qs. This paper applies

Latin hypercube sampling to maximize value function (3.1) and obtain an estimated

optimal regime.
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4.0.3 Result

Table 4.1 displays the simulation results for Theorem 3.2.1, which assesses the per-

formance of the confidence set ζn,1´α in different settings outlined in Section 4.0.1,

namely (s1s1), (s1s2), (s2s1), and (s2s2). The values presented in Table 4.1 show

the conditional coverage of the confidence set ζn,1´α, where α is fixed at 0.95. We

conducted 50 replications of D1, and report the mean, lower quartile, median, and

upper quartile of the 50 conditional probabilities for each setting. The values in Table

4.1 demonstrate that the confidence set provides good coverage as all values exceed

the nominal level α. Furthermore, the conditional coverage increases as n grows, and

approaches 1 as n becomes larger.

The simulation results for Lemma 3.2.2 are shown in Figure 4.1. In this experi-

ment, we choose c “ 1, κ “ ´1 so that values in Lemma 3.2.2 represent the difference

of value functions between the estimated optimal regime and a fixed regime. The

bright cyan line in Figure 4.1 represents the cumulative distribution function (CDF)

of a standard normal distribution, and the light red line is empirical CDF of the

values in Lemma 3.2.2. The figure illustrates the asymptotic normality of linear com-

bination of values for two treatment regimes in three different settings. As n grows,

the empirical CDF approaches that of the standard normal distribution, while a shift

between the two lines exists when n is small.

For Theorem 3.2.3, since the truth of whether V ppπππp1q

n q ď V pπππbauq is correct highly

depends on D1, and V ppπππp1q

n q tends to increase as n grows larger, we need different

πππbau to guarantee that there exists some D1 with V ppπππp1q

n q ď V pπππbauq, as well as

some D1 with V ppπππp1q

n q ą V pπππbauq ` ς, where ς is the gap defined in 3.2.4. Recall in

Section 4.0.2, we restrict πππ in the form of πkpHk; γkq “ 1 tH⊺kγk ą 0u . Accordingly,

choices of γ “ pγ⊺1 , γ
⊺
2q⊺ in different settings are summarized in Table 4.2. Results
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Table 4.1: Conditional coverage of ζn,1´α at the nominal level α “ 0.95, in four
different settings and for four values of n. Results for Theorem 3.2.1.

design n mean lower quartile median upper quartile

s1 100 0.9291 0.90 0.95 0.97
s1 200 0.9317 0.93 0.95 0.97
s1 500 0.9606 0.94 0.97 0.99
s1 1000 0.9600 0.94 0.98 0.99
s2 100 0.9660 0.96 0.98 1.00
s2 200 0.9674 0.95 0.98 0.99
s2 500 0.9802 0.97 0.99 1.00
s2 1000 0.9924 0.99 1.00 1.00
s3 100 0.9588 0.94 0.97 0.99
s3 200 0.9630 0.97 0.98 1.00
s3 500 0.9858 0.98 0.99 1.00
s3 1000 0.9936 0.99 1.00 1.00

for Theorem 3.2.3 with δ “ 0.1 is given in Table 4.3, i.e. type I error rate of the

proposed hypothesis test. One thing to note is that only part of 50 replications D1

would satisfy V ppπππp1q

n q ď V pπππbauq, thus we will randomly pick out 5 of the conditional

type I error rate and report them in Table 4.3, denoted as ”Ex. i” for i “ 1, . . . , 5,

rather than calculate mean or quantiles of these values. Most of type I error rate is

under δ “ 0.1, and n “ 1000 case works better than others. However, there is not a

clear trend as n grows larger.
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Figure 4.1: Conditional distribution for linear combination of value function be-
tween estimated treatment regime and a given treatment regime

.

Table 4.2: Choice of πππbau in three different settings and for four values of n, where
πππbau is indexed by γ.

γ1 γ2
design n γ11 γ12 γ21 γ22 γ23 γ21
s1 100 0.79 0.61 -0.93 0.61 -0.97 0.44
s1 200 0.29 -0.58 0.44 -0.67 -0.80 0.07
s1 500 0.98 -0.28 0.40 0.07 -0.83 0.11
s1 1000 0.56 -0.35 -0.41 -0.02 -0.60 0.24
s2 100 0.88 -0.88 -0.40 -0.76 -0.88 0.09
s2 200 0.85 0.53 0.06 -0.49 -0.64 -0.20
s2 500 0.90 0.29 -0.04 0.66 -0.45 -0.78
s2 1000 0.85 0.68 -0.84 0.26 0.04 0.03
s3 100 0.11 0.10 -0.84 0.35 -0.69 0.05
s3 200 0.12 0.17 -0.95 0.84 0.01 -0.07
s3 500 0.54 0.94 -0.67 0.79 -0.35 0.30
s3 1000 0.23 0.81 -0.91 -0.41 0.15 0.37
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Table 4.3: Conditional type I error of proposed hypothesis test in Theorem 3.2.3
with nominal error rate δ “ 0.1. Simulation results for Theorem 3.2.3.

design n Ex. 1 Ex. 2 Ex. 3 Ex. 4 Ex. 5

s1 100 0.120 0.176 0.296 0.168 0.200
s1 200 0.072 0.100 0.168 0.216 0.110
s1 500 0.156 0.064 0.048 0.084 0.092
s1 1000 0.036 0.080 0.124 0.096 0.040
s2 100 0.224 0.192 0.208 0.048 0.236
s2 200 0.032 0.036 0.100 0.044 0.052
s2 500 0.032 0.008 0.100 0.080 0.020
s2 1000 0.028 0.056 0.112 0.068 0.068
s3 100 0.212 0.100 0.104 0.248 0.080
s3 200 0.020 0.200 0.080 0.180 0.045
s3 500 0.136 0.064 0.052 0.020 0.056
s3 1000 0.044 0.052 0.060 0.024 0.076

Table 4.4: Conditional power of proposed hypothesis test in Theorem 3.2.4 with
nominal error rate δ “ 0.1 and ς “ 0.2. Results for Theorem 3.2.4.

design n Ex. 1 Ex. 2 Ex. 3 Ex. 4 Ex. 5

s1 100 0.264 0.164 0.144 0.100 0.120
s1 200 0.440 0.352 0.440 0.472 0.212
s1 500 0.293 0.318 0.636 0.335 0.200
s1 1000 0.168 0.204 0.520 0.180 0.440
s2 100 0.344 0.104 0.192 0.448 0.096
s2 200 0.192 0.288 0.208 0.088 0.364
s2 500 0.432 0.380 0.348 0.364 0.300
s2 1000 0.268 0.288 0.380 0.532 0.432
s3 100 0.124 0.460 0.484 0.104 0.356
s3 200 0.282 0.183 0.397 0.422 0.224
s3 500 0.224 0.304 0.436 0.228 0.392
s3 1000 0.188 0.300 0.420 0.264 0.205
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Chapter 5

Conclusion

In this paper, we have discussed the definition and estimation of optimal treatment

regimes, along with the inference challenges of these regimes. To overcome nonregu-

larity arising in DTR, we proposed a novel confidence set based on sample splitting.

The confidence set is constructed using the conditional distribution of value function

evaluated using part of the data, given the other part of data. By doing so, we are

able to disentangle the ”maximize operator,” which can lead to nonregularity issues.

In addition to the confidence set, we proposed a hypothesis test that can compare the

performance of a given treatment regime with the estimated optimal regime. This

test also relies on the conditional distribution of the value function.

The simulation results demonstrate that our proposed confidence set achieves

coverage asymptotically above the nominal level, and this coverage tends towards 1 as

the sample size n tends to infinity. Theoretic explanation for this phenomenon needs

further discussion. Furthermore, the simulation results for the (s1), (s2) and (s3)

settings, as defined in Section 4.0.1, indicate the result is robust to misspecification

of the outcome model, due to the wrongly specified Q function in stage 1. This is

consistent with the knowledge of the doubly robust estimator presented in Section

2.2.2.

Theorem 3.2.3 and Theorem 3.2.4 proposed in Section 3.2.3 can be used to deter-

mine the sample size required for sufficient power to compare an estimated optimal

regime with a fixed treatment regime. Intuitively, a smaller difference in the true

value function between the two regimes requires a larger sample size, which aligns
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with the conclusion in Theorem 3.2.4, where this gap is controlled by ς. This sample

size procedure can provide a useful estimate of the cost of precision medicine in a

specific problem.

Future work will include developing a confidence set for V ppπππp1q

n q ´ V pπππoptq, for

which we have attempted a projection confidence set that combines ζn,1´α and the

Wald confidence interval, in the form of

ď

πππPζn,1´α

«

pV p2q
n

´

pπππp1q

n

¯

´pV p2q
n pπππq´

z1´η{2pσ
p2q
n pπππq

?
n ` mn

, pV p2q
n

´

pπππp1q

n

¯

´pV p2q
n pπππq`

z1´η{2pσ
p2q
n pπππq

?
n ` mn

ff

.

However, this confidence set has been found to be conservative and, thus, less useful.

We anticipate that the double bootstrap, a technique similar to the one used in

Theorem 3.2.1, may help to reduce this conservatism.
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