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Abstract

This dissertation examines the dynamics of widely shared cultural beliefs and
the impact that they have on individual-level cognition. It explores how these cultural
structures shape cognitive processes like categorization, how the social learning
strategies that agents use to learn these structures from one another affect trajectories of
cultural transmission, and how our assumptions about how learning occurs across the
life-course have implications for large-scale patterns of cultural change. To examine the
first element, I collect survey and reaction time data about moral judgments through
Prolific. Using sociological approaches to measuring cultural meaning, I show support
for the idea that template matching — a specific type of categorization - underpins the
attribution of immorality. I then use computational text analysis to test the external
validity of my results. To address the second set of questions, I — along with Tom Wolff —
build an agent-based simulation where agents use different social learning strategies
and place varying weights on the information retrieved with each of these heuristics. We
show that processes of cultural transmission vary considerably according to the
combination of strategies that agents use, as well as on the topology of the structures
where they are embedded. Further, we highlight that there are important parallels
between the social learning literature and sociological work on social influence. Our

study puts both lines of work in conversation and shows that this intersection is a
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prolific site of collaboration, especially for sociologists interested in modeling cultural
transmission. Lastly, to explore the third set of questions, I build another agent-based
simulation that explicitly varies the functional form that the probability of learning takes
across an individual’s life-course. I show that the pace and extent of cultural change are
both a function of the interplay between the shape of formative periods and the
demographic composition of a population. The implication is that if we take seriously
the idea that an agent’s probability of learning varies across the life-course, then
understanding when and to what extent individuals are open to novel information
becomes crucial for explaining how individual-level updating aggregates to large-scale
change. Overall, this dissertation hopes to show the productive dialogue that can be
established between research within the sociology of culture and growing

interdisciplinary interest in culture, its properties and evolution.



Dedication

A mi abuelita Estela, que se preocup6 por mi.

vi



Contents

ADSETACE ..o iv
List Of TabIeS......ccociiiiiiiiiiiii X
List Of FIGUIES .....ciiiiiiiiiiiiiciiiccc e xi
Acknowledgements............oovoviiiiiiiii xiii
1. INErOdUCHON oo 1
2. Template Matching and Moral Judgment: a New Method and Empirical Test............... 5
2.1 INtrodUCHON ... 5

2.2 Theoretical Background ............ccoeveiiiiiiiiiiic e 8
2.2.1 Discrete Categories vs. Underlying Continuums............ccccceeveicinnniinininiccnnns 8
2.2.2 Template Matching and Moral Cognition..........cccoeeevveeieinininininicinin 10
2.2.3 Cooperation and Morality in ACHON .......cccccciviviiiinininiiiiiiccces 13
2.2.4 The Social Meanings of Moral Transgressions ............cccocevvveeevininininininnneenenennnns 15

2.3 SHUAY 1o 21
2.3.1 Data and Methods..........cccoiiiiiiiiiiiic e 21
2.3 2 RESUILS .. s 23

24 SHUAY 2 oo 29
2.4.1 Data and Methods...........ccoiiiiiiiiiiii s 29
242 RESULLS ...vviiiiiicicc 31

25 SHUAY 3o 36
2.5.1 Data and Methods...........coiiiiiiiiiiiic e 38

vii



2. 5.2 RESUIES ettt e e e e e ettt e e e e s eae st eeeeseaasateeeeeseeeasataeeeeeeenneraaeens 43

2.6 DISCUSSION. ...ttt as 44
2.7 LIMIAtIONS ..oviiiiiiiiiiiiiiiciic e 49
2.8 CONCIUSION......oiiiiiiiii s 50
3. Cultural Transmission and the Dynamics of Global and Local Social Influence............ 52
3.1 INErOAUCHON .o 52
3.2. Theoretical Background ............ccccccceviiiviiiiiiiniiiiiiiiicicccces 54
3.2.1 Simulating Cultural Transmission and Segmentation .............ccccccecevvreiiniinnnncns 54
3.2.2 Individual, Local, and Global Influence in Social Settings ...........cccccccceuvuruiurnnnns 58
3.2.3 Using Different Social Learning Strategies..........ccccocovevreeininiiciceiniicicceeeenns 61
3.2.4 Different Strategies among Network Scholars ..........cccccoovvnivinnini 64
3.2.5 Formalizing Learning Strategies...........ccoccviviiiiiiiiiniiiniiiniiiiiccciccccis 67
3.3. Analysis: Transmission and Different Social Learning Strategies.............c...c....... 72
B4 RESUILS ..ot 77
3.5. DISCUSSION. ...ttt 84
3.5 LIMItAtiONS wuoovieiiieiiciiiccte s 88
3.6 CONCIUSION......oviriiiieiete ettt 90
4. The shape of formative periods and the rhythm of cultural change..............cccccecevevnenee. 92
4.1 INtrodUCHON ..o 92
4.2 Theoretical Background ...........ccooueeiiiiiiiiii s 94
4.2.1 The Ubiquity of Formative Periods..........cccccoviiiiinniiinniniiiiiicininccnns 94
4.2.2 Variation in the Shape of Formative Periods ..., 99

viii



4.2.3 The Importance of the Shape of Sensitive Periods..........cccccceviviriiiiiniiiininns 102

4.3 The Agent-Based SImulation..........ccoeeiiiniiiiininiiciinccccceeee s 104
4.3.1 The Setting......coovoviiiiiiiie s 105
4.3.2 Varying Formative WINdOWS........cccvueuiiiiiiiiiniccieeceeeceeeeeees 106
4.3.3 Fertility and Mortality Rates..........ccccoovviviiiiiiiiiniiiiii 107
4.3.4 The SImMulation.........ccccioiiiiiiii e 109
4.3.5 Exploring the Parameter Space ...........cccccecviviviiiiiiininiiiiiiccincccccicecns 111

4.4 RESUIES ..ot 113
4.4.1 Speed of Change...........cccouviiiininiiiiiiic e 113
4.4.2 Extent of Change.........ccoouvviirieiniiccciccc e 117
4.4.3 Responsiveness to Change............cccccevviiiiininiiiininiicccenes 120

4.5 DISCUSSION.....vviuritinietinietcni ettt ettt a e a e ens 124

4.6 LIMItatiONns ....c.ooviiiiiiiiiiii s 129

4.6 CONCIUSION.......viviiiiiicicicc s 131

CONCIUSION ...ttt 134
Appendix A: Moral Dilemmas for Chapter 2..........ccccoeviiiiinincecceeccenes 138
Appendix B: Study 1 for Chapter 2..........cccociiiviiiiiniiiiiiniicciiecees 142
Appendix C: Study 2 for Chapter 2.........c..coieieiiieicc e 144
Appendix D: Study 3 for Chapter 2 .........ccccoeiiiviiiiiiiiiiiniceeeseeces 147
REOIOINCES ...t 149

1X



List of Tables

Table 1: Network Properties ... 76
Table 2: Model comparison Study 1, Chapter 2 .............coooooiiiiiie, 142
Table 3: Model Comparison StUAY 2.........cccciiiviiiiiininiiiiiiniicieecsseeeenes 144



List of Figures
Figure 1: Prototype of a bird and the category that extends around it...........cccccceevvruiinnncn. 11
Figure 2: The relationship between immorality and harmfulness/unexpectedness.......... 24

Figure 3: Coefficients for the models predicting immorality ratings on the scenarios’
semMantic fEAtUTES. ........ccciuiiiiiiiiii e 26

Figure 4: The moral transgressions organized in a three-dimensional space, where the
axes are the most informative semantic features. ...........cccccoeeiiiiiiiiiiie 27

Figure 5: A plausible prototypical moral transgression and the fuzzy category that
would extend around it. ... 28

Figure 6: Coefficients for the models predicting the time it took participants to categorize
the scenarios as harmful and immoral. ...........cccccoviiiiiiiiiias 32

Figure 7: The relationship between distance from the prototype and the time it took
participants to classify scenarios as harmful. All variables mean-centered........................ 33

Figure 8: The relationship between the proportion of individuals who classified a
scenario as harmful and the time it took to classify that scenario as such. All variables
MEAN-CENLETRU. ....oviiiiiiii et 34

Figure 9: Predicted probabilities of a scenario being classified as harmful given its
distance from the template. Shaded region represents the 95% confidence interval. ....... 36

Figure 10: Predicted probabilities of the negative moral words from the Moral
Foundations Dictionary occurring around a subject-verb-object triplet given the triplet’s

distance from the template. Shaded region represents the 95% confidence interval. ....... 43
Figure 11: Krackhardt's kite where node size represents centrality............cccececevvviriiinns 70
Figure 12: Networks used in the simulations ...........c.cccooeveeiiiiii, 76
Figure 13: Heatmap of the proportion of runs that ended in total convergence................ 78
Figure 14: Distribution of convergence across networks and conditions...........cccccceouevuue. 79
Figure 15: Four runs when equal weight is given..........ccccoovnviiiiiiiiiniiiiiiccie 81

el



Figure 16:
Figure 17:
Figure 18:

Figure 19:

Figure 20:
Figure 21:
Figure 22:
Figure 23:
Figure 24:
Figure 25:
Figure 26:
Figure 27:
Figure 28:

Figure 29:

Four random runs when unequal weight is given to different strategies. ....... 82

All runs for one network in two parameter combinations. ...........ccoeeuceeennnee. 84
Three different shapes of formative periods. ........ccccocoverriiiiine. 107
Three different conditions for the probability of survival across the life-course.

..................................................................................................................................... 109
Slopes indicating speed of change after the environment has varied. ............ 114
Distribution of slopes of speed of change across conditions. .........c.cccocevuneeee. 115
The spread of the most popular trait for unbiased copying. ..........cccovuruueece. 118
The spread of the most popular trait for vertical learning...........ccccoovvurucneee. 119

Proportion of the population that has the favored trait (unbiased copying). 122
Proportion of the population that has the favored trait (vertical learning)....123

Relationship between reaction time and the proportion of attributed harm .146

Model excluding the purity SCENATiOs........cccceueueururicuciciccccccccccne, 146
Model for the probability of negative words, window of 25 words................ 147
Model for the probability of negative words, window of 10 words................ 148

xii



Acknowledgements

This dissertation — like most things worth doing — was a collective effort. If I were
to list all the people who have helped me reach this point, the resulting document would
be much longer, and much more interesting, than this manuscript. Rightly so.

Quiero agradecerle a mi familia. A mis papds por su apoyo incondicional. A mi
mama por ensefiarme a cambiar de canal y a mi papd por ensefiarme que el trabajo
nunca debe ser mas importante que un partido de ftbol. A mis abuelos que hicieron el
trabajo dificil. A mis tios que siempre me trataron como un hijo. A mis primos que
siempre me trataron como un hermano.

Quiero darle las gracias a Dani por su amor, por su inteligencia y por su
paciencia. Sus comentarios mejoraron inmesurablemente las ideas que llenan las paginas
que vienen. Su apoyo y su aliento durante los momentos mas dificiles son la razon por la
que tengo el lujo de estar escribiendo esta seccion.

A mis amigos les doy gracias por siempre estar ahi, sobre todo cuando yo me
ausento.

I want to thank my supervisor, Steve Vaisey, who took a gamble on me. He has
encouraged me when necessary, called me out when necessary, and has made me a
better person and researcher. He pushed me towards rigorous inquiry and curiosity and

gave me total freedom to explore the paths where that curiosity led me. That is

xiii



exceedingly rare, and I count myself lucky. I also want to thank my committee — Lynn
Smith-Lovin, Craig Rawlings, and Jim Moody — who have been relentlessly generous
with their time and advice, even before they were part of the committee. They have all
encountered the ideas below in one form or another and, if there is anything good in
there, it is in no small part thanks to their help. I am also very grateful for the
Worldview Lab, which has been an anchor of intellectual community during my time at
Duke. They have also heard me present these ideas and, through their feedback, have
made them much better. I also want to thank the Duke Sociology Staff, especially Jessica
Ellington, who always looked out for me and went out of her way to help me navigate
the troubled waters of being an international student.

The best part of my PhD was the people I was surrounded by. I want to thank
Tom Wolff for his collaboration, for his incisive and encyclopedic knowledge about
sociology, and for the records he has lent me. Without him, there is no chapter 3. I want
to thank Em Maloney for their intelligence, their generous friendship, and for teaching
me how to write loops in R. They have read over this dissertation several times over
throughout the last few years. Without them, there is no PhD. I want to thank Ruthie for
the music, and for always reminding me that there are more important things than
academia (like football). I want to thank Danielle Montagne for the jokes and the bike
rides. I want to thank Susan Jacobs for her help through every step of the PhD, but

mostly for her kindness. I want to thank Kevin Kiley and Maria Cristina Ramos Flor for

Xiv



welcoming me when I first arrived to Duke, and for their mentorship over the years. I
want to thank Aidan Combs for always being willing to talk - and to listen — about ideas,
and for putting up with me as a roommate for several years. I guess thanks to Ellis
Wilson too.

The list goes on, and the longer I go, the higher the risk that I forget someone I
love and to whom I am profoundly indebted. So a blanket statement will have to do:

thanks to everyone whose love and company made this dissertation possible.

XV



1. Introduction

The interdisciplinary study of culture has grown considerably in the last decade.
One of the key ideas underpinning this rapid expansion is the notion that while culture
is not uniquely human, humans are uniquely cultural beings. More than any other
species, humans rely on this vast, external repository of knowledge to coordinate with
one another, and to navigate their everyday lives. This dissertation contributes to this
interdisciplinary line of work by exploring culture from different angles: I examine how
cultural meanings can affect processes of categorization, how beliefs spread across social
networks, and how individual-level processes of attitudinal updating scale up to large-
scale patterns of cultural change. This project, then, sheds light on how culture affects
judgments, how it spreads, and how the assumptions we make about these two
processes have implications for how we ought to conceptualize large-scale cultural
change.

Highlighting the importance of culture might sound prosaic to sociologists, but
this discipline has been conspicuously absent of ongoing interdisciplinary conversations
about the subject. An overarching goal of this dissertation is to put sociological insights
in conversation with important debates that are happening outside the discipline’s
boundaries. I argue that there are important parallels that offer fertile ground for
collaboration, that there are useful insights that sociologists should import to strengthen

their theories, and that there are tools we should try to export, as they would be useful



to adjudicate key ongoing debates. The sociology of culture is a growing subfield, but it
tends to be largely parochial. Here, I want to highlight the potential of harnessing
sociological work and interest in culture to address important debates that are
happening at the intersection of multiple disciplines.

In chapter 2, I argue that the sociology of culture offers tools to weigh in on
important interdisciplinary debates that hinge around categorization and its underlying
processes. As a case study, I address an ongoing debate about how individuals come to
perceive events as immoral. Here, I use sociological approaches to cultural meaning to
test one of the leading theories of moral cognition: the idea that individuals attribute
immorality through template matching. I use spatial measures of cultural meaning to
define and locate a prototypical moral wrong. I then test the theory of template
matching and find evidence that distance from the typical moral transgression -in
semantic space - is related to the time it takes to categorize an event as immoral or
harmful. I then assess the external validity of these results on a corpus of naturally
occurring text. These studies provide empirical evidence supporting the notion that the
attribution of immorality occurs through template matching. Furthermore, they also
serve to illustrate that productive conversations can emerge when we take the insights
that sociologists of culture and cognition have reached in the past few decades out of

our disciplinary boundaries.



Chapter 3 deals with the parallels between the social learning literature and the
insights from sociological work on social influence. Along with collaborator Tom Wolff,
we argue that the social learning strategies agents use are important for understanding
processes of cultural transmission. Even though research on social learning and social
networks has increasingly considered different sources of social influence, many models
of cultural transmission still tend to assume agents that use only a single social learning
strategy. Here, we incorporate current knowledge about social learning into models of
cultural transmission and assess its implications. We argue that classic formulations of
social influence can be extended to incorporate different social learning heuristics. To
illustrate this, we build an agent-based simulation that incorporates the idea that
individuals use different social learning strategies simultaneously when deciding their
lines of action. Our model suggests that the weight agents place on different sources of
influence affects trajectories of cultural transmission. Moreover, the impact that different
combinations of learning strategies have is mediated by network topology. Our model
then can replicate important findings that we have come to expect from models of
cultural transmission such as the idea that sub-populations can emerge even in fully
connected structures. Our key contribution is that we present an alternative way of
arriving at this finding - by manipulating the weight that agents place on the different

sources of social influence.



In chapter 4, I examine how different schedules of learning across the life-course
aggregate to produce distinct patterns of cultural change. Formative windows have
become common in models about cultural evolution, but their length and shape are
rarely parameters that are explored. Meanwhile, sociological work about the life-course
suggests that there might be cross-cultural variation in the shape of formative periods.
In this chapter, I build an agent-based simulation that explores this variation. The results
suggest that the pace of cultural change depends on the interaction between a group’s
demographic makeup and the shape of sensitive periods. Formative windows specify
when agents learn, and a group’s age-structure suggests how many agents find
themselves in those periods. Thus, these elements are informative of how quickly
groups might change in light of new information, and the extent to which that

information might spread.



2. Template Matching and Moral Judgment: a New
Method and Empirical Test!

2.1 Introduction

The sociology of culture and cognition has often been at its most insightful when
examining categorization. The field has made important contributions to our
understanding of how symbolic boundaries are traced between groups of individuals
(Brubaker, Loveman, and Stamatov 2004; Lamont 1992), how social categories emerge
around certain prototypes (Martin and Desmond 2010), and how seemingly disparate
elements are brought together under the same classificatory scheme (Zerubavel 1996).
There have been recent calls for cultural sociologists to get more involved in
interdisciplinary dialogue (Vaisey and Valentino 2018). In this paper, I argue that
sociological work around cultural categories - and their measurement - provides an
opportunity for such interventions. I demonstrate this by using sociological approaches
to measuring cultural meanings to test one of the leading theories of how individuals
classify events as immoral.

There is widespread debate about how actors identify and categorize moral

transgressions. At present, one of the most plausible explanations is that we attribute

! This chapter was published in 2022 in Poetics Volume 92, Part B, under a license from Elsevier.
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moral wrongdoing through template matching (Schein and Gray 2018). In other words,
when we perceive an event, we compare it to our idea of what the typical moral
transgression looks like. If the perceived event closely matches our cognitive template of
an immoral act, then we are likely to view it as a transgression. Even though this theory
has gained traction, the evidence to support it remains limited.

One of the main obstacles for testing the role of template matching in moral
decision-making is that operationalizing the notion of a “typical” moral transgression is
a difficult problem. I contend we can overcome this issue if we approach it through a
sociological lens, acknowledging that mental templates are cultural objects that are —to a
higher or lesser extent — shared among members of the same group. Just as cultural
schemas surrounding poverty affect our evaluations about who is worthy of financial
aid (M. F. Hunzaker and Valentino 2019), the meanings about who represents a
vulnerable victim or what constitutes a harmful action inform our moral judgments
(Bergstrand 2019). The fact that cultural meanings surrounding moral transgressions are
shared means we can measure them; by accessing these collective understandings, it is
possible to provide a principled definition of a “typical” moral wrong.

In this paper, I take advantage of the fact that the bulk of research on moral

cognition has used hypothetical vignettes. Using Osgood et al.’s (1975) approach to



measuring cultural meaning, I produce “translations” of these vignettes into comparable
units and examine their connotative structures. This accomplishes two goals: first, I
identify shared semantic features among the scenarios in order to come up with a
principled way of outlining what a prototypical immoral act looks like; second, I
calculate the extent to which the vignettes match this template, aiming to shed light on
how distance from the exemplar is related to the attribution of immorality. I examine the
informativeness of this measure of distance in survey data but also in naturally
occurring text, showing its considerable explanatory power. By using tools that have
become increasingly widespread among sociologists interested in culture, then, it is
possible to provide an empirical test of one of the leading theories of moral cognition.

My argument will have the following structure. First, I outline a central debate
that currently exists in interdisciplinary work about moral cognition. Second, I explain
how we can use sociological approaches to cultural meaning to adjudicate this debate,
by translating vignettes into a format amenable for the analysis of their underlying
semantic features. Third, I describe the methods and results of Study 1, which shows
that the translations of the scenarios are interpreted consistently by respondents. Fourth,
I discuss the design and findings of Study 2, where I use reaction time data to examine

see if the pattern of results is consistent with template matching. Fifth, I assess the



external validity of the results from Study 1 & 2 by testing them in large corpora of
naturally occurring text. Lastly, I close by discussing the implications and limitations of

the analysis, as well as the potential avenues for research that it opens up.

2.2 Theoretical Background
2.2.1 Discrete Categories vs. Underlying Continuums

Although research on how individuals come to perceive actions as immoral has
been disjointed, scholars have reached some common ground. Evidence from different
fields suggests that actors do not reach moral judgments through logical deliberations,
weighing their commitments to universal principles against the immediate implications
of their actions (Greene 2014, 2015). Rather, they rely on “gut feelings” to instinctively
decide what is right or wrong. We intuitively know what is impermissible, even if we
are not capable of articulating why (Haidt and Joseph 2004). Questions remain, though,
about the underlying cognitive processes that make individuals such swift arbiters of
immorality, and about how these vary across social contexts. In answering these
questions, scholars have generally put forward two types of explanations: one claims
that there are qualitatively different types of moral transgressions, and that actors use
distinct cognitive strategies to understand them; another suggests that moral wrongs are

all judged based on one underlying logic.



Explanations that contend that morality consists of differentiated domains have
emerged as a response to an empirical puzzle: the fact that there are events that
individuals find immoral, but which do not involve harm (Haidt, Koller, and Dias 1993).
Dietary and sexual taboos are examples of these seemingly harmless wrongs. The most
prominent theory in this line of work is Moral Foundations Theory (henceforth MFT)
(Graham et al. 2013). MFT scholars argue that the diversity of moral judgments is
explained by the fact that morality is underpinned by five distinct foundations:
authority, fairness, loyalty, purity, and harm. We attribute immorality differently
depending on the moral foundation that appears to be breached. For instance, seeing a
soccer player bend the rules to their favor is substantively different than watching them
deliberately try to injure a rival. Both are immoral acts but while the former evokes
normative sentiments about fairness, the latter is concerning because of the harm that
might be inflicted on the other player.

A more unified conceptualization of morality — the one that MFT precisely
argues against - has regained traction throughout the last decade. Evidence that shows
that the five moral foundations are all highly correlated has been at the center of this
theoretical push (Gray and Keeney 2015b). This suggests that transgressions are cut from

the same cloth and cannot be parceled out into different groups. Gray and Schein (2018)



contend that the unifying dimension of moral decision-making is harm. Their work
shows that when individuals are asked to envision immoral acts, they tend to bring up
quintessentially harmful practices, and that when asked to explain what makes certain
actions immoral, they tend to resort to ideas of harmfulness (Gray and Keeney 2015a;
Schein and Gray 2018). Individuals, thus, judge actions as immoral insofar as they can
perceive them as harmful. Perceptions of harm even mediate our understanding of
practices where no entities appear to be directly affected: incestual marriages, for
instance, are often described as harming the health — the gene pool - of the group
(Schein and Gray 2018). Their argument is that, regardless of the superficial differences
between moral violations, the central mechanism through which individuals come to see

them as immoral is harm.

2.2.2 Template Matching and Moral Cognition

There is a working theory of moral cognition that is congruent with a more
unified vision of morality and it relies on the notion of template matching (Gray, Young,
and Waytz 2012). Template matching is a cognitive process whereby individuals
categorize information by contrasting it with salient mental exemplars built from
experience and socialization (Schein and Gray 2018; Harnad 2017). Thus, category

membership is not ascribed through inclusionary/exclusionary criteria but rather
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through proximity to a mental template. For example, when individuals are asked to
picture a bird, they are more likely to envision something that looks like a robin than an
owl or an ostrich (Rosch 1988). Figure 1 provides a schematic of such a template: we can
think of a category as a fuzzy force-field that extends around the exemplar. The closer an
entity is to the gravitational center, the easier it is for us to see it as a member of that

category.

Figure 1: Prototype of a bird and the category that extends around it

What the proponents of this position argue, then, is that when we are asked to

picture a moral transgression, we have a particular mental image of what that looks like
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(Schein and Gray 2018). When confronted with an event, we compare it with this
cognitive template in order to assess its harmfulness and immorality. Moral cognition,
then, does not entail sorting an event into discrete categories. Instead, it involves placing
a violation on a continuum, more or less distant from our mental template of a typical
moral wrong.

Proponents of this theory provide a description of this mental template, but
details remain opaque and the empirical evidence limited. Immoral actions, they argue,
have a dyadic structure: they involve an intentional agent directing a damaging
behavior towards a vulnerable patient (Schein and Gray 2018). An event that would
resemble such a template would be a calculating criminal murdering a child. When we
witness an event, we compare it to this template and assess its immorality accordingly.
Though plausible, this definition remains vague. It is unclear how we can define what
constitutes a vulnerable victim or a damaging behavior without relying on tautologies.
Therefore, we do not know how to gauge whether an event fits into this template, let
alone how to calculate how practices might deviate from it. Furthermore, we lack direct
empirical tests of whether and how template matching mediates the attribution of

immorality. Here, I show that cultural sociology helps address this gap; its tools allow us

12



to empirically test this process by measuring the cultural meanings of moral

transgressions.

2.2.3 Cooperation and Morality in Action

Now, it is worth noting that embracing a more unified conception of morality
does not mean accepting that it is ultimately about dyadic harm. For instance, the
argument that cooperation is at the center of morality has considerable purchase
(Baumard, André, and Sperber 2013; Curry, Mullins, and Whitehouse 2019). Tomasello
(2016) points at the human propensity for “joint attention”: the ability to recognize the
different roles that a situation entails, as well as the rights and responsibilities that come
with them. From an early age, children engage in “role-reversal” - hypothesizing how
group members might judge them in terms of cooperativeness and fairness (Tomasello
and Vaish 2013; Tomasello 2019). It is this capacity for abstract empathy, the argument
follows, that is the bedrock of moral commitments. Morality is about making sure
coordinated action runs smoothly (Baumard, André, and Sperber 2013).

This position resonates with current work in the sociology of morality. Several
scholars have recently argued that morality is not exclusively - or even mainly - about a
set of ideas that lay out a blueprint for behavior, but rather about action in specific

situations (Bargheer 2018; Luft 2020). Moral commitments do not precede actions but
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rather emerge from them. Through habit and institutionalization, individuals develop
some “legitimate expectations” (Martin 2015), and it is in this regularity of action - in the
coordinated rhythm of the everyday - that researchers should look for morality. The
type of propositional statements that have often been considered moral commitments
emerge only if evoked discursively, in the form of justifications (Bargheer 2018).
Morality is about action — specifically collective action — and not a set of lofty ideals or
rules that guide decision-making.

The argument I have outlined so far has more in common with this position than
it may first appear. Template matching is a departure from the kind of rule-based
cognition that Bargheer (2018) rightfully decries as unsustainable. Category membership
is not ascribed through a set of deliberative propositions but rather it is perceived — at a
more automatic level — as distance from a template (Harnad 2017). In this sense,
templates are a parsimonious and non-propositional alternative for categorization.
While this paper cannot speak to the relationship between template matching and
behavior, it is worth noting that coordinated action - and therefore cooperation -
requires a joint definition of the situation. Template matching offers an explanation of
how those shared understandings emerge, beyond the idea of culture as a set of

propositional structures. Gray and Schein’s (2018) theory has the advantage of offering a
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clear - and testable - description of the relationship between template matching and

moral judgments.

2.2.4 The Social Meanings of Moral Transgressions

The central challenge in the effort to test the role of template matching in moral
judgments is outlining a principled definition of the prototypical moral violation. An
important step towards that goal is to realize that mental templates are eminently
cultural (M. B. F. Hunzaker 2016; M. F. Hunzaker and Valentino 2019). The cultural
landscapes in which we are embedded shape how we construct certain categories, and
the exemplars around which they are organized (Zerubavel 1996). This is known
territory for sociologists: there is extensive work about how symbolic boundaries are
traced and how classificatory systems emerge. This extends to views of categorization
that rely on template-matching: recent research suggests that our ideas of what the
typical African American (Monk 2019) or benefit claimant looks like (M. F. Hunzaker
and Valentino 2019; Martin and Desmond 2010) vary depending on the social positions
we occupy. By virtue of inhabiting the same social environments, then, members of a
group acquire relatively similar templates.

The key implication here is that the fact that mental templates are shared cultural

objects makes them measurable. We can treat the effort to outline a template of moral
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transgressions in the same way as scholars have attempted to retrieve schematic
associations (M. F. Hunzaker and Valentino 2019) or prototypes in other social
categories (Schroder et al. 2013). In fact, recent work by Bergstrand (2019) suggests that
this effort is worthwhile, showing that there are patterns in how individuals judge who
is a more typical victim and thus more worthy of help. Following this line of work, we
can examine the underlying cultural meanings associated with immoral acts in order to
look for regularities, piecing together an outline of a prototypical moral transgression.
There are two main challenges in this approach: first, we are dealing not with a single
entity but with a dyadic structure, consisting of an agent directing a behavior towards a
recipient; second, we need to find rigorous measures of cultural meaning that we can
map onto these different components. Given fortuitous theoretical overlaps, it is possible
to use the dictionaries of affective meanings collected by Affect Control Theory
(henceforth ACT) scholars to address these challenges.

ACT posits that individuals act in order to maintain the cultural meanings
associated with their identities (David R. Heise 2007). Due to the central role that
meaning plays in this theory, ACT scholars have developed rigorous strategies to
measure it. For the purposes of this paper, it is worth highlighting three ideas that

capture ACT’s approach to meaning: first, that identities and behaviors have distinct
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cultural meanings; second, that these meanings are widely shared among members of
the same group; and third, that these semantic structures can be reduced to a set of
measurable dimensions (David R. Heise 2007; M. B. F. Hunzaker 2016). In order to
operationalize the latter, this theory incorporates Osgood et al.’s (1975) work, arguing
that the meaning of any concept can be effectively distilled to three dimensions:
evaluation, potency, and activity. In other words, we need three pieces of information to
broadly capture the cultural meaning of a concept: we need to know whether it is good
or bad (evaluation), whether it is weak or strong (potency), and whether it is lively or
quiet (activity) (Charles E. Osgood 1969). Extensive cross-cultural work has shown that
these three dimensions broadly capture connotative meanings, both across cultures and
throughout time (Charles Egerton Osgood et al. 1975).

Using these dimensions, it is possible to collect rigorous measures of the
meanings that groups attach to concepts. These aggregate meanings are collected by
asking respondents to rate concepts on three, nine-point scales corresponding to each of
the dimensions (David R. Heise 2014). These measures are then aggregated, and the
average is computed, yielding the evaluation, potency, and activity (EPA) values for
each concept. These EPA profiles are accurate and informative. Babies, for instance, are

very good, very weak, and somewhat lively, while murderers are depicted as very bad,
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very powerful, and slightly lively. This framework, then, helps render cultural meanings
measurable and formalizable. As part of their research agenda, ACT researchers have
collected large dictionaries of affective meanings. I use the online ACT dictionary
collected in 2015 (Robinson et al. 2016) to map reliable measures of cultural meaning
onto the different components of transgressions.

Research on moral cognition has primarily used fictional scenarios to examine
how actors assess immorality. In these studies, respondents are presented with a series
of hypothetical events and they must decide how immoral or harmful they are. These
vignettes tend to share a dyadic grammatical structure much like the one discussed
above: they often involve an actor directing a behavior towards a recipient. This
structure (actor-behavior-object) is also the main unit of analysis of ACT. This means
that the dictionaries of affective meanings contain many of the terms we would need to
translate widely used fictional scenarios into a format that allows for the analysis of their
connotative meanings. Let me provide an example. A scenario that has been shown
(Clifford et al. 2015) to be interpreted reliably is:

You see a teacher hitting a student’s hand with a ruler for falling asleep in class.

Ascribing appropriate EPA profiles to each component of the sentence, we can

produce the following translation:
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Teacher [E =2.5; P =2.31; A =0.32] hits [E =-2.66; P =1.30; A =2.12] lazy student
[E=-0.42;, P =-0.76; A =-1.56]

This format provides a wealth of additional information about these vignettes.
Much like an x-ray, the translation allows to go below the level of denotative meanings
and to examine the underlying cultural structure of the event. This information, in turn,
is useful in the effort to understand template matching in the context of moral cognition.
For instance, it is possible to examine what semantic features play an important role in
the attribution of immorality. Furthermore, we can look for identifiable attributes of
typically harmful actions — such as murder — and prototypically vulnerable victims —
such as children (Bergstrand 2019). Thus, by going down to the level of connotative
meanings, we gain valuable information that will prove essential for understanding the
relationship between moral cognition and template matching.

This approach rests on the assumption that individuals share a mental template
of the prototypical moral transgression. This might seem implausible to cultural
sociologists, whose main focus tends to be variation among subgroups. There is a wealth
of research that shows that schemas and mental categories vary according to the social
positions that individuals occupy (M. F. Hunzaker and Valentino 2019; Boutyline 2017).

While examining these differences is key, an emphasis on variation tends to overshadow
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the considerable consensus that exists within and across groups. ACT scholars have
spent decades trying to map cultural variability and the findings often reaffirm the
presence of consensus, even among individuals from widely disparate backgrounds
(Ambrasat et al. 2014; Kriegel et al. 2017; Smith, Matsuno, and Umino 1994). Now, this is
not to say that differences in mental categories do not exist or that they are unimportant.
But the persistence of consensus, highlighted by ACT’s cross-cultural work, suggests
that assuming the sharedness of cultural categories is not an unwarranted starting point.
In the following studies, I use this approach to assess the prototypicality of moral
transgressions and to analyze how deviations from those regularities shape moral
decision-making. In Study 1, I show that the “translated vignettes” are interpreted
reliably, and I analyze which semantic attributes — e.g. the agent’s evaluation or the
object’s activity — are most informative for understanding the attribution of immorality.
This, in turn, helps me reach a principled formalization of what the template of an
immoral act looks like. In Study 2, I examine if an event’s distance from this template is
predictive of how long it takes individuals to categorize it as immoral or harmful. Using
reaction time data, I test whether the attribution of immorality occurs through template
matching. In Study 3, I derive a hypothesis from the previous analyses and use natural

language processing tools to test it in two large corpora of text. One comprises all Vox
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articles published before March 21st of 2017 (the data-set was compiled by Elena
Zheleva, and it’s available on this link?). The other consist of all Breitbart articles
available in the All the News Data-set® (collected by Andrew Thompson), which has
around 200000 articles spanning 15 publications. Looking at naturally occurring text
from two publications, themselves situated in widely different parts of the ideological

spectrum, provides an appropriate test of external validity.

2.3 Study 1
2.3.1 Data and Methods

I collected the data for this study through the Prolific platform. Prolific is a
crowdsourcing website that allows researchers to connect with participants interested in
completing different types of tasks. This platform has advantages over its counterparts:
it focuses on data quality and has a replenishing pool of participants (Peer et al. 2017).
The latter is important because it ensures that respondents are not so familiar with
surveys and experiments that completing such tasks becomes a purely mechanistic
endeavor. In total, I reached out to 205 participants and, after removing cases with

missed attention checks, the total number of usable responses was 194.

2 https://data.world/elenadata/vox-articles
3 https://www .kaggle.com/datasets/snapcrack/all-the-news
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For this study, I translated 25 vignettes into the format that allows me to explore
their connotative meanings. In order to compile this list, I drew on the work of Gray and
Keeney (2015a), Young and Saxe (2011), and Clifford et. al. (2015). I chose scenarios that
had been previously used and that I could translate using ACT’s dictionaries of
meaning. I also decided to include five scenarios for each of the five moral foundations.
Although the idea that moral wrongs belong to distinct categories has been recently
criticized, it remains useful to examine whether systematic differences exist. The full list
of translations is provided in the supplemental materials. I presented each participant
with the 25 translated scenarios and asked them to rate how immoral, harmful, and
unexpected they were. They provided their ratings using five-point Likert scales that
went from, for example, “not harmful at all” to “extremely harmful.” The decision to
include these three scales was based on previous work, which had examined these
dimensions (Gray and Keeney (2015a); Schein and Gray (2018)).

This study has two main goals: first, to confirm that the translations are
interpreted appropriately and that they produce results that are consistent with previous
findings; second, to examine which semantic features have the biggest impact in
perceptions of immorality. In order to accomplish the former, I compare the average

immorality rating of each scenario with its harmfulness and unexpectedness ratings.
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Previous work suggests that both relationships should be positive. To address the
second goal, I fit cross-classified, multi-level models predicting immorality ratings on
the event’s semantic components — like actor’s evaluation or object’s potency. These
models include varying intercepts for individuals and scenarios in order to account for
systematic differences between events and respondents. The results will give me a

principled basis to reach a formal definition of a prototypical moral transgression.

2.3.2 Results

Figure 2 shows the relationship between the average immorality of each scenario
and its average harmfulness and average unexpectedness. The results further reaffirm
the close relationship between immorality and harm. Moreover, the positive relationship
between immorality and unexpectedness resonates with Gray and Keeney’s (2015a) idea
that severe transgressions tend to be perceived as more unexpected because they often
entail the breaching of social mores. For the purposes of this study, the most important
point is that the translated scenarios are interpreted consistently. There are encouraging
patterns that are consistent with findings in the literature: the “harm” transgressions
tend to be rated as the most severe, while the “purity” violations rank among the most
unexpected. This suggests that there was not a significant loss of information when the

vignettes were translated into the new format.
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Figure 2: The relationship between immorality and
harmfulness/unexpectedness.

To assess the relationship between semantic features and perceptions of
immorality, I regress the latter on the EPA values of each element of the actor-behavior-
object triplet. I fit various model specifications - e.g. accounting for the respondents’
political identification - and then select the most informative one using LOO. LOO is a
widely accepted measure of out-of-sample deviance that indicates how predictive a
model would be in a new data-set; the results are available in the appendix.

The most informative model is a cross-classified model that includes all semantic

features but that forgoes additional covariates, such as the gender or political
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identification®. Figure 3 shows the coefficient plots for two models. In the second model,
I exclude the so-called “purity” scenarios from the analysis, following previous
literature that has argued that these transgressions are distinctive, either because they a
fundamentally different type of violation or simply because they are unconventional.
Both models indicate that there are three semantic features that are particularly
informative when considering the immorality of an event: the behavior’s evaluation, the
behavior’s potency, and the object’s potency. Though there is uncertainty around some
of these coefficients — especially in the first model - both analyses point at the
informativeness of the same three semantic components. Reassuringly, these results are
consistent with Gray and Schein’s (2018). Negative and potent behaviors are perceived
as more immoral. In turn, as the object’s potency increases, the immorality of an acts

tends to decrease. This offers a more concrete definition of the notion of a “vulnerable

4 This suggests that adding the covariates (race, gender, income, and political identification) does not make
the model that much more informative. While it is important not to place too much weight on the
interpretation of control variables, I think this adds plausibility to the assumption that the sampled
population shares a template. At least in these data, the variables we tend to associate with variation in
cultural schemas do not capture much of the variance in the responses.
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patient.” As the recipient of an action appears less potent, said action is considered more

immoral.

Figure 3
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Figure 3: Coefficients for the models predicting immorality ratings on the
scenarios’ semantic features.

Establishing the importance of these three features allows me to place events in a
three- dimensional space in order to compare them. Figure 4 shows this space. This is
key for two main reasons. First, it helps me reach a principled definition of a
prototypical moral transgression: it should involve a potent and negative event directed
at a very weak object. Using the terms that I have tested, the most appropriate event I

can formulate is:
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A person kills a child.
The second reason why building such a three-dimensional space is important is
because it allows me to calculate distance between the scenarios and the template
defined above. This is the key piece of information that helps me test whether template

matching mediates the attribution of immorality and/or harmfulness.

Figure 4
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Figure 4: The moral transgressions organized in a three-dimensional space,
where the axes are the most informative semantic features.

27



These two elements - a template and a way of calculating distance from it - allow
me to provide a clearer conceptualization of template matching in moral decision-
making. We can take the bird schematic presented above and modity it to represent
moral cognition. The fuzzy category is depicted in figure 5. A prototypical moral wrong
lies at the center and, as the category extends, we find transgressions that increasingly
differ from the template in terms of the connotative elements identified above. In the
following study, I examine whether this schematic actually holds explanatory value -
i.e. whether distance from the template is informative for understanding how

respondents classify moral transgressions.

 Amanmamies
his cousin.

An athiete lies.
1o the referce.

Someone
kills a child

Figure 5: A plausible prototypical moral transgression and the fuzzy category
that would extend around it.
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2.4 Study 2
2.4.1 Data and Methods

I also collected the data for this study through the Prolific platform. I reached out
to a total of 200 participants and, after controlling for missed attention checks, there
were a total 184 usable responses. In this study, I asked participants to categorize the
same 25 scenarios as either immoral or not immoral, harmful or harmless. For each
question, the scenario appeared in the middle of the screen and the dichotomous
categories were shown at the bottom, on opposite sides of the page. Using their
keyboards, the participants chose the category to which they think the event belongs.
The outcome variable of interest is the time it takes respondents to categorize the
violations. Reaction time here is meant to stand as a proxy for cognitive effort, with
higher times reflecting that the categorization task is more difficult (Gray and Keeney
2015a; Moore 2017).

Each participant had to classify all scenarios on two dimensions and, therefore, I
have a total of 9200 recorded times. To ensure that I could capture the initial reactions as
reliably as possible, I designed the questionnaire so that participants had a ten-second

limit to classify each scenario (with a one-second pause between questions). Out of all
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the responses, only 44 were above 10 seconds and 22 were below 1 second. Given that
these data most likely reflect misclicks or technical difficulties, I deleted these cases.

The main goal of this analysis is to examine the relationship between distance
from the prototypical moral transgression — a person kills a child — and the time it takes
individuals to categorize the scenarios. I define distance from the template as the
Euclidean distance between that point and a particular event in the three-dimensional
space presented in Figure 4. Thus, if the prototypical transgression is p, then distance for

scenario i will be defined as:

= \/(BPp — BP;))? + (BE, — BE;)? + (0P, — OP;)?

Finding that this distance is informative of reaction time would constitute novel
evidence supporting the idea that moral cognition is underpinned by template
matching. In order to test this proposition, I fit cross-classified, multi-level models where
the main independent variable is distance from the prototype and the outcome variable
is reaction time. The models include varying intercepts for both respondents and
scenarios. They also include controls for length and readability. Reaction time data can
be fickle and the length and complexity of scenarios certainly play a role in how long it

takes respondents to categorize them. The models, then, include a term for the number
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of characters in each event and another coefficient with their respective Flesch-Kincaid
readability score — an established measure of the level of education necessary to

understand a text.

2.4.2 Results

The most informative model, in this case, is the one that depicts a quadratic
relationship between distance from the prototype and reaction time. Although the LOO
values are close, this specification is narrowly better than other functional forms, like
positing a linear or a logarithmic relationship between the variables. This relationship
appears to follow similar patterns for the classification of harmfulness and immorality,
but there is a lot of uncertainty around the coefficients for the model predicting the
former (see Figure 6). This is certainly an important limitation but given the close
interconnection between immorality and harm, the results still provide insight for

understanding template matching in the context of moral cognition.
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Figure 6
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Figure 6: Coefficients for the models predicting the time it took participants to
categorize the scenarios as harmful and immoral.

Figure 7 depicts the quadratic relationship: events that are very close and very
tar from the prototype take little time to classify. In other words, it is easy to see why
prototypical events are harmful, while situations that are very far from that point — such
as kissing one’s spouse — are quickly perceived as harmless. The results indicate that
distance from a mental template might be informative for understanding moral

cognition and that this relationship should be considered parabolically.
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Reaction Time by Distance from Prototype
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Figure 7: The relationship between distance from the prototype and the time it
took participants to classify scenarios as harmful. All variables mean-centered.

The model suggests that the scenarios that are most difficult to categorize are
those that lie at a middling distance from the prototypical immoral act. This relationship
between ambiguity and reaction time is also found in other parts of the data. For
example, Figure 8 shows the predictions of a cross-classified, multi-level model that
regresses reaction time of harmfulness on the proportion of participants who classified
that event as harmful. I provide a full coefficient plot in the supplemental materials, but
the most important point is that this relationship is also parabolic: the events that had
the most variance in how they were categorized took the longest to be classified. This
finding furthers validates the decision to model the relationship between distance from

the prototype and reaction as quadratic.

33



Reaction Time by Proportion of Harmfulness
Raw data and fitted model
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Figure 8: The relationship between the proportion of individuals who
classified a scenario as harmful and the time it took to classify that scenario as such.
All variables mean-centered.

A concern with these results is that most of the scenarios that are very distant from
the prototype are the so-called purity scenarios. Study 1 shows that these scenarios are
consistently ranked among the most harmful. Thus, it is possible that these
transgressions are driving the downward turn of the quadratic effect. To account for this
possibility, I ran the same models taking these scenarios out of the sample and the
quadratic relationship still held; these results are available in the supplemental

materials.
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More interestingly, however, it is possible to fit a logistic regression predicting
whether an event was classified as harmful using distance from the prototype as the
main independent variable. Now, instead of looking at how distance from the template
is related to how long it takes to classify an event, I examine how that distance is
associated with the actual harmfulness ratings. As Figure 9 shows, holding the length
and readability of the vignettes constant, increases in distance from the prototype lead to
a lower predicted probability of an event being classified as harmful. Again, it is
important to re-emphasize that the so-called purity scenarios are both quite distant from
the prototype and yet are very harmful. Thus, these scenarios are “out of place”: their
connotative structures do not seem to correspond to the harmfulness that participants

attribute to them. As I will argue below, this fact carries important implications.
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Figure 9: Predicted probabilities of a scenario being classified as harmful

given its distance from the template. Shaded region represents the 95% confidence
interval.

2.5 Study 3

While their results are insightful, the above studies share an important limitation:
the events considered have really particular characteristics. Not only do they have
similar semantic structures, but they were all curated to represent well-established
moral violations. Study 1 and Study 2, then, seek to examine a general process of
template matching using a homogeneous and idiosyncratic sliver of events. To rectify
this, I examine whether distance from the template is a useful piece of information when
analyzing a much wider set of events; a set that is not curated by researchers interested

in moral violations, but rather extracted from naturally occurring text.
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It is necessary, then, to translate the findings from Studies 1 & 2 into propositions
that can be tested using natural language processing tools. Here, I choose to analyze
whether distance from the moral template is informative of the kind of language that we
expect to find around events in naturally occurring text. Using the results above as a
starting point, it is possible to hypothesize that events that are close to the exemplar are
more likely to be surrounded by words that would betray moral transgression. In other
words, situations that involve an agent directing a negative behavior towards a
vulnerable victim should co-occur with vocabulary related to immorality and harm. In
the analysis below, I test the following hypothesis:

The probability that negative moral words occur around an event should be negatively
related to its distance from the moral template.

Finding a relationship between how distant an event is from the exemplar and
whether there is negative moral vocabulary around it would suggest that the former
measurement has validity outside the confines of the surveys presented above. In the
following section, I describe how I construct the data-sets that I use to perform this

analysis, as well as how I operationalize the notion of “negative moral words.”
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2.5.1 Data and Methods

For this analysis, I use two data-sets. The first consists of all articles published by
the news site Vox before the 21st of March 2017. This data-set was collected by Elena
Zhelenko and made available to the public through the social platform data.world. In
total, the corpus contains 23022 articles published between 2014 and 2017. These data
prove particularly valuable for the problem at hand because Vox covers a wide array of
topics, from economics to public policy and entertainment. This ensures that I am able to
capture a relatively wide set of events, significantly broadening the scope of the studies
above. The second data-set is comprised of all Breitbart articles in the All the News
repository, collected by Andrew Thompson and made available through Kaggle. In
total, there are 23781 Breitbart articles - published between 2015 and 2017 - in this data-
set. I use both data-sets to ensure that the results are not just an artifact of how a given
political group uses moral language.

In order to test the hypothesis, it is necessary to extract events from these articles;
events that can be comparable in structure to the ones used in the previous studies. The
automated identification of subject-verb-object triplets in naturally occurring text is an
area of active research and the last few years have seen a proliferation of user-friendly

and powerful tools designed for this task (cf. (Joseph et al. 2016)). In this project, I use
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the Python libraries spaCy and textacy, which offer automated parts-of-speech
recognition tools that allow to identify and extract these triplets. As a concrete example,
take the following sentence from one of the articles:
By the end of September 2013, the Obama administration had deported 1.83 million
immigrants.
After extracting the subject-verb-object triplet, we are left with the following;:
The Obama Administration had deported immigrants.

This sentence has a familiar structure: it consists of an agent directing a behavior
towards an object. This common structure means that it is possible to map the EPA
values collected by affect control theorists to the extracted triplets, provided that the
definitions of their components are in the existent dictionaries. Thus, using tools for
automated parts-of-speech recognition, it is possible to identify a set of the subject-verb-
objects triplets that exist in the articles. These units, in turn, have a similar semantic
structure to the events used in the studies above, providing a much broader and diverse
testing ground to assess the external validity of the results.

After extracting all recognizable triplets from each article, I put the resulting
data-sets through several filters. I kept the triplets that had nouns as their objects and

discarded the verbs that were preceded by a negation - e.g. “didn’t attack.” I then
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filtered these triplets to identify the events for which there were existent EPA values.
Here, it is important to recall that the measure of distance used in Study 2 takes into
account the EPA scores of the behavior and the object. Therefore, these were the two
components I took into account when mapping EPA scores to the identified triplets. For
the Vox data-set, I end up with 9790 triplets, spanning 6279 articles, for which the
necessary EPA scores are available. For the Breitbart data, there are 7616 triplets in a
total of 5164 articles. The fact that the ACT dictionaries have these terms means that I
can map the affective meanings onto these triplets, which in turn allows me to calculate
their distance to the moral template.

To operationalize the notion of “negative moral vocabulary,” I use the Moral
Foundations Dictionary. This dictionary was compiled by Graham et. al. (2009) and
provides a list of words that are meant to capture the positive and negative aspects of
each foundation, as well as a section of “general morality” terms. For this analysis, I use
a list consisting only of the negative words; a total of 165 terms. The are two main
reasons behind my decision to use this dictionary. First, even though this analysis is not
situated within the framework of MFT, this dictionary is the result of the conscious
effort of researchers who have done rigorous work on moral judgments. Therefore, it is a

more than adequate starting point to examine “moral vocabulary.” Second, the Moral
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Foundations Dictionary is freely available and easy to access. This renders my analysis
reproducible and transparent.

My hypothesis posits a negative relationship between how distant an event is
from the moral template and whether negative moral vocabulary appears around it. In
order to build the dependent variable, I extract excerpts of text around each event and
determine whether any of the words coincide with the negative terms from the Moral
Foundations Dictionary. The excerpts consist of the fifty words prior to the first term of
the triplet and the fifty words following it. Given that some triplets occur at the
beginning or end of articles, the length of the resulting excerpt might vary. The length of
the window here represents a trade-off. A narrow window might not be enough to
capture all of the moral vocabulary used around the events, but casting a wide net might
result in too many false positives - i.e. negative moral terms that might be related to
other triplets. I conducted the same analysis below using windows of 50, 25 and 10
words (available in the supplemental materials) without appreciable differences in the
results. I settle on 50 words for the analysis here because it provides a good balance
between relative proximity around the triplet and enough width to capture moral

vocabulary.
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The outcome variable here then is an indicator variable that equals 1 if any of the
165 terms appear in the excerpt around a given triplet or 0 otherwise. If, for instance, the
words “dishonest” and “subversive” - both of which are among the words I use from the
MED - appear around the triplet, then that event would have a score of 1. In turn, if none
of the words appear around an event, then it would have a score of 0. The main idea is
that the use of these words gives information about the negative moral sentiment that
surrounds a particular event.

Before checking for matches, I lemmatize and stem the words in both the
excerpts and the dictionary. This helps identify overlaps, even if modified versions or
alternative spellings of the words are used. In this analysis, the outcome variable is
binary and, therefore, a logistic regression is the most appropriate. Thus, I regress
whether an event has negative moral words around it on the its distance from the
template, controlling for the length of the excerpt and the overall sentiment of the text,
which I calculate using the NLTK library’s sentiment analyzer (VADER). I also include

varying intercepts for each article.
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2.5.2 Results
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Figure 10: Predicted probabilities of the negative moral words from the Moral

Foundations Dictionary occurring around a subject-verb-object triplet given the

triplet’s distance from the template. Shaded region represents the 95% confidence
interval.

Figure 10 shows the predicted probability that negative moral words appear
around a triplet when holding length of the excerpt and overall sentiment at their
medians. As hypothesized, there is a negative relationship, which is roughly similar
across both publications, with the effect being slightly smaller for Breitbart. Among the

Vox articles, for instance, an event that is two standard deviations closer than average to
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the template has a predicted probability of around 0.75 of having negative moral words
around it. In contrast, a triplet that is two standard deviations further away than average
has a 0.5 probability of co-occurring with negative moral terms. Although the effect size
is relatively small, this finding lends credence to the idea that distance from the moral
template is useful for understanding the moral language that co-occurs around an event.
This is especially apparent when we consider that distance from the template remains
informative even when we have taken general sentiment into account. The connotative
structures of the events are not only predictive of whether an event is presented in a
generally positive or negative light. Rather they give us additional information about the
moral language that is being used around the triplets. These findings, then, give
plausibility to the hypothesis outlined above, thus also affirming the external validity of

the results of Studies 1 and 2.

2.6 Discussion

This project uses tools from cultural sociology to adjudicate a central debate that
exists in interdisciplinary work about moral cognition. The debate is, to a great extent,
about categorization: whether moral judgments are a result of contrasting the events we
witness with a mental template of the typical transgression. One of the main obstacles

when it comes to testing this theory is outlining a principled definition of a typical moral
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transgression. But realizing that mental templates are cultural - and therefore shared -
turns this problem into an issue of measuring meaning; a well-trodden territory for
cultural sociologists (Edelmann 2018). The majority of work on moral cognition has used
hypothetical scenarios to elicit moral judgments from participants (Clifford 2017). Here,
I show that we can use the dictionaries of semantic profiles collected by ACT scholars to
translate vignettes into formats that allow us to explore their connotative structures.
Doing so yields insightful findings. For instance, Study 1 shows that, echoing Gray and
Schein’s (2018) arguments, transgressions have shared regularities: they involve a
negative and potent behavior directed towards a weak object. We can bring rigor to their
definition of an immoral template: a damaging behavior could be considered an action
which is low on evaluation but high on potency; a vulnerable patient could be described
as an actor who has a low potency score.

By establishing connotative regularities of moral transgressions, I outline a
formal definition of what the template of an immoral act looks like and calculate
deviations from it. Then I test the proposition that moral cognition occurs through
template matching. The results from Study 2 show that distance from the template is
informative of how long it takes individuals to classify events as harmful. Interestingly,

the results from Study 2 also suggest that the relationship is quadratic: as distance
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increases, reaction time also increases, but only up to a point. Individuals are quick to
classify events that are very close or far apart from the template. Events that lie at a
middling distance are more ambiguous and take longer to be classified. These findings
provide empirical evidence for the notion that template matching mediates moral
cognition, and also give a clearer idea of how this process occurs.

Study 3 shows that these ideas are informative when considering a wider set of
events, extracted from naturally occurring text. Using tools from computational natural
language processing, it is possible to extract subject-verb-object triplets from text
corpora. These triplets, in turn, have the same grammatical structure as the template I
constructed, which allows for their “translation.” The results from Study 3 provide
evidence for the external validity of the survey findings. The ability to map connotative
meanings to naturally occurring text opens up the possibility of testing a host of
hypotheses about morality. Here, I show that by looking at the connotative structures of
triplets, it is possible to gain knowledge about the negative moral vocabulary that occurs
around them. The possibilities increase further when we consider that there is an active
strand of research that attempts - quite successfully - to use machine learning techniques

to derive EPA scores for terms that are not in the collected dictionaries (Loon and Freese
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2019). This would allow us to explore the connotative structures underpinning moral
judgments in a much wider range of settings.

These studies also shed light on another important issue within the study of
moral cognition. Many of the theoretical developments in the study of morality have
been animated by the question of whether there are such things as harmless wrongs
(Tepe and Aydinli-Karakulak 2019). The results from Study 1 side with Gray and Schein
(2018), noting that some of the so-called “purity” transgressions are perceived as
harmful. Yet, the findings from Study 2 compel us to rethink the distinctiveness of these
scenarios. These violations do not match the patterns that the models uncover in the
data; they are distant from the template and very harmful. Both sides of the debate, then,
have pointed out important aspects of this type of transgressions. Gray and Schein
(2018) are right in insisting that that purity scenarios are understood through the lens of
harm. However, these transgressions are distinctive insofar as their semantic structures
do not match their perceived harmfulness. My findings suggest that we should move
away from the debate about “harmless” wrongs, but they compel us to consider how
practices that are distant from the moral template come to be regarded as harmful

(Schein and Gray 2016).
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At a more general level, this work illustrates that sociological approaches to
culture and cognition have the potential to meaningfully contribute to interdisciplinary
debates surrounding categorization. For the last three decades, sociologists have
imported ideas from cognitive science and psychology to advance our understanding of
how beliefs and actions are shaped by the cultural contexts where individuals find
themselves. This dialogue has been productive but insights and tools that have resulted
from it have largely remained within disciplinary boundaries. As Vaisey and Valentino
(2018) have noted, despite considerable common ground, sociologists seldom venture to
contribute to more interdisciplinary efforts to understand judgments and action. Here, I
show that sociological work about how to conceptualize and measure cultural categories
can be exported and used to test key research questions. Testing the role of template
matching in moral decision-making becomes a tractable task when mental templates are
understood as cultural objects, which are widely shared and, therefore, measurable.
Using tools from cultural sociology, it is possible to address one of the central debates in
the interdisciplinary study of morality. This paper, then, shows that it would be fruitful
for cultural sociologists to look outward: to dialogue with other interdisciplinary
research agendas, where their tools and ideas might help answer some of the most

pressing questions.
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2.7 Limitations

An important limitation of Studies 1 and 2 concerns the number and type of
fictional vignettes used. Given that I only use 25 vignettes, I rely on limited variation to
produce my estimates. Furthermore, the events are all practices that are relatively
immoral. Effectively what I am doing is a form of selecting on the dependent variable.
Study 3 tries to ameliorate this by testing the findings on a wider set of events, showing
the external validity of the results. However, I arrived at the hypothesis using a limited
sample of events. Future work should focus on exploring events with widely varying
connotative structures.

This paper has a conceptual weakness, related to vignette studies in general. In a
recent paper, Luft (2020) notes that sociologists interested in morality should focus more
on social perception. To an extent, vignette studies — from which a lot of our knowledge
about moral judgments comes — have already done the classificatory work for the
respondents - i.e. the events have already been labeled for the participants. This is a
problem because differences in moral judgment might emerge mainly at the stage of
perception. For instance, most people would agree that cheating in a sporting event is
immoral. But the more interesting question is about how agents come to see an athlete’s

behavior as cheating as opposed to, say, being cunning. There is then a lot of potential in
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focusing on social perception to understand moral judgments. Vignettes-based studies
have the limitation of bypassing that crucial stage altogether.

Another potential shortcoming of this analysis is related to the sensitivity of one
of the instruments. Reaction time studies are fickle and here I am adding complexity to
this task. I am asking participants to react to full sentences and to do so remotely.
Though the data show consistent patterns, these limitations should be taken seriously. In
future work, it would be useful to find ways of measuring moral cognition more
precisely.

Lastly, Study 3 shows the possibilities that natural language processing offers to
the study of morality but these techniques are prone to error. For instance, the parts-of-
speech tools I implement to extract the triplets cannot recognize sentences with complex
structures. Moreover, tools like sentiment analysis are correctly identified as blunt,
incapable of discerning important context cues like irony. Despite these shortcomings,
the results provide important insights, showing that researchers can use naturally

occurring text to probe at interesting questions in the study of morality.

2.8 Conclusion

These studies show that a sociological approach to measuring meaning helps us

provide a concrete test of one of the most plausible contemporary theories of moral
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cognition. Current evidence supports a more unified vision of moral judgment, where
perceptions of harm are the main drivers of this process. Gray and Schein have outlined
a model of moral cognition that is consistent with this vision, where immorality is
ascribed through template matching. The evidence to support this position, however,
remains limited. Here, I show that we can use tools from cultural sociology to test it. I
use existent repositories of cultural meanings to examine the connotative structures of
moral transgressions. This allows me to accomplish two things: to produce a rigorous
definition of a prototypical moral wrong, and to examine whether deviations from it
affect how individuals perceive transgressions. The results suggest that distance from
the prototypical moral transgression is informative of the time it takes individuals to
classify scenarios as harmful. Furthermore, distance from the template is also predictive
of the negative moral vocabulary around events in naturally occurring text. This paper
illustrates that sociological discussions about cultural categories — and how to go about

measuring them — have the potential to contribute to key interdisciplinary debates.
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3. Cultural Transmission and the Dynamics of Global
and Local Social Influence

Co-Author: Tom Wolff>

3.1. Introduction

Individuals are adept social learners. When trying to infer the most appropriate
line of action, they might use a combination of social learning strategies to extract
relevant information from those around them. They might copy what most people are
doing, follow their friends or look at what successful and high-status individuals are
doing. Our understanding of social influence, then, has to account for the fact that
agents use sophisticated heuristics when they learn from one another. In this paper we
offer a straightforward argument: that different social phenomena imply particular
social learning strategies and this, in turn, affects how they spread throughout a
network. Here we focus on three strategies: relying on one’s individual experience,
paying attention to one’s immediate ties (local influence), and observing the most central

ties of the network (global influence). Using an agent-based simulation, we explore how

5 This project was done in collaboration with Tom Wolff, who is a fellow doctoral candidate in the Sociology
department. Tom contributed to the theoretical framing as well as to determining which analyses were
necessary to make our case sufficiently strong. While the ideas emerged in discussion with Tom, the text
here is my own. Nonetheless, he has provided invaluable feedback throughout the writing process.
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trajectories of cultural transmission vary when agents use different social learning
techniques. Furthermore, we examine how the differential impact of varying sources of
influence plays out across multiple network topologies. Our key finding is that the
emergence of distinct sub-groups, even in fully connected networks, can be explained by
the weight agents place on the information they retrieve using different strategies. Thus,
we arrive at a result that has come to be a mark of plausible models of cultural
transmission (Axelrod 1997) by examining the interplay between social learning
heuristics.

This paper has the following structure. First, we provide an overview of the
theoretical issues that motivate this analysis. Here, we focus on showing that network
scholars and researchers interested in social learning have insisted that agents draw
information from different places. We argue that this insight would strengthen the
already burgeoning simulation work that seeks to understand cultural transmission.
Second, we build an agent-based model where actors use different combinations of
strategies to learn from one another. We explore different parameter combinations
across four network structures: two real world networks and two random small-world
networks with similar structural features. The results show that when agents place

varying weight on local and global influence, culture spreads at different rates across the
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network. In the real-life networks, which are highly clustered, a reliance on local
influence can lead to the emergence of different sub-groups, even when when agents
place a lot of weight on social cues, at the expense of their own experience. Thus, certain
patterns of cultural transmission - like the emergence of diverging views even in fully
connected networks - could also be explained by the agents’ social learning strategies

and the weight they ascribe to the information they acquire through them.

3.2. Theoretical Background
3.2.1 Simulating Cultural Transmission and Segmentation

In recent years, sociologists have used agent-based modeling to improve theories
of cultural transmission between individuals. These improvements have distinguished
themselves from earlier models by focusing less on the diffusion of public and material
forms of culture and more on how intrapsychic forms of culture — what Lizardo (2017)
has termed “personal” culture — spread through social networks. Further, this new
focus has itself shifted over the last decade, as models in this vein have moved from an
initial concern with explicitly articulated “declarative” beliefs (DellaPosta, Shi, and Macy
2015) toward “nondeclarative” forms of culture, including implicit associations and
social norms (Goldberg and Stein 2018; L. Shaw 2015; L. A. Shaw 2020). Shaw (2015), for

example, presents a model in which agents in a network deploy “representations” of
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phenomena and observe representations deployed by their neighbors, updating their
likelihood of using specific representations between iterations. As agents update which
representations they use over time, group-level consensus arises around which
representations should be deployed, and this consensus reinforces the use of specific
representations once established. The end result is a parsimonious model of social
construction. Moreover, Shaw finds consensus around representations in her model is
rarely global: more often than not, individual representations come to prevail within
specific subgroups in a network.

A central concern in simulation work about cultural transmission has been the
ability to recreate the emergence of subgroups enacting different cultural items (Axelrod
1997). As Goldberg and Stein (2018:900) have argued, a common shortcoming of
“contagion” models of diffusion is their implication that fully connected networks will
ultimately always reach a point of full convergence, as all actors within the networks
adopt and enact the same cultural item. However, as Axelrod’s (1997). seminal paper
notes, simulations should be able to explain why differences at the group level persist
even when agents are likely to become similar to those around them. A strategy that this
line of work has used to try to solve the puzzle of enduring differences is to focus on the

role of the heuristics that agents use to process information. As actors use these
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heuristics over time, they come to differ in their adoption of cultural items, culminating
in segmented networks resembling those seen in the real world. Deffuant (2000), for
instance, shows that polarization arises in contexts with no structural barriers when
agents show preferences toward particular kinds of information or prefer to learn from
certain types of actors. Similarly, Smaldino (2017) finds segmentation in networks where
actors favor information coming from others with similar identities as themselves.
Elsewhere, Goldberg and Stein (2018) show polarization arising when agents build
associations between cultural items and use these associations to judge incoming
information differently. Thus, when models acknowledge that agents have preferences
for the demonstrators from whom they learn and for the information they value, it is
easier to understand why fully connected networks do not often reach full convergence.
In this paper, we continue this line of work, offering a complementary model to
explain the emergence of network-wide segmentation. Unlike recent models — like
Goldberg and Stein’s “associative diffusion” — we do not focus on the conceptual links
between cultural items that exist within individuals. Instead, we turn toward the social
learning literature and incorporate the idea that agents use different heuristics to learn
from one another. Our model, then, explores what happens when agents place different

weight on the information that comes from varied learning techniques. This offers two
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concrete advantages. First, it helps explain the emergence of segmentation without
requiring an overly complex conceptualization of human cognition. While certainly
useful, one of the limitations of focusing on conceptual links is that, as the number of
cultural items increases, these “webs of meaning” grow increasingly complex (Martin
2010). Research on human cognition has revealed that it is often limited in its ability to
process and store large amounts of information. Therefore, it is useful to provide
explanations about how cultural transmission happens that do not rest on assumptions
about the cultural associations that live within agents” heads. Second, it incorporates
empirical knowledge about how humans learn from each other, thus extending these
models. Current models may be too narrow in how they conceptualize and model social
learning. For the most part, they do not incorporate multiple learning heuristics
simultaneously, nor do they explore how the weights individuals place on different
sources of information may shape how behaviors and ideas spread across networks.
Individuals are adept social learners, and can use a combination of social learning
strategies to extract relevant information from those around them. Our model seeks to
extend work on cultural transmission by taking into account agents” abilities to use

multiple, sophisticated social learning strategies simultaneously.
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3.2.2 Individual, Local, and Global Influence in Social Settings

Individuals draw information from different sources: they can, for instance,
explore by individual trial and error or they can look around and emulate what the
people around them are doing. Among sociologists, this reliance on social cues is often
discussed in terms of “peer effects,” which are in turn explained by a need for actors to
“fit into” their social environment (Robalino and Macy 2018). Here, individuals adopt
new habits or beliefs not only because of exposure to novel ideas, but also because
certain lines of action fit better in the social contexts they inhabit. Imagine Jane’s school
friends start taking an interest in heavy metal and going to concerts. It makes sense for
her to start going to those concerts as well: it is a behavior that fits her social context and
allows her to keep spending time with her friends. The view of social influence as a
“problem of fit” (Fligstein 2001) underlies some of our most sophisticated attempts to
disentangle how behaviors and ideas spread through networks. Whether it be actor-
centric models of behavior dynamics (Snijders 2017) or spin-glass models of belief
spread (Galesic and Stein 2019), actors are assumed to have a higher chance of adopting
habits or beliefs if such change would bring greater synchronicity between them and the

people around them. Social influence then can be conceptualized as a problem of
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coordination: we try to orient ourselves towards the lines of action we perceive as
appropriate in our social contexts (Fligstein 2001).

At the same time, we also pay attention to more global features of the structures
in which we find ourselves when selecting a line of action. Suppose that Jane is part of a
school where heavy metal is overall looked down upon. She can still decide to only pay
attention to her friends” behaviors and keep her newly acquired concert-going habits.
But this might result in her friendship group becoming tightly knit but socially isolated;
they would be known as the ‘metalheads.” Perhaps instead she would try to balance
these local and global forces by downplaying her love for loud music or complementing
it with other practices such as going to pop concerts. In many cases, actors strike a
balance between the relative influence of their immediate contexts with that of the wider
structures in which they are embedded when finding adequate lines of action.

The need to reconcile global and local forces is a central component of widely
accepted theories of social action (Abbott 2005; Martin 2003; Bourdieu 1990). Specific
social settings reward certain behaviors and/or identities while discouraging others
(Bourdieu 1990). A relentless drive to make profits might be celebrated in the corporate
world, but it would seem distasteful and unacceptable if embodied by an avant-garde

artist. By virtue of inhabiting these social spaces, we align ourselves to their expectations
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and regularities. Through our piece-meal interactions, we build a picture of the patterns
of behavior that configure the settings we navigate. We infer global patterns by way of
our necessarily local experiences.

It remains unclear, however, how individual experience, local influence, and
global influence affect processes of cultural transmission in tandem. As previously
mentioned, recent simulations have tended to model agents who use a single learning
strategy at any given point. This mechanism is often tied to local sources of influence,
with agents learning information from their immediate neighbors. These models seldom
reflect the fact that agents seek information from different parts of the social structure,
that they use different strategies to do so, and that they might give value to such
information differently depending on the social phenomenon at hand.

An important exception appears in DellaPosta et al.’s (2015) work on cultural
polarization. While DellaPosta et al.’s (2015) simulation primarily looks at the effects of
homophily and peer influence on polarization, the authors eventually show that the
inclusion of global “hubs” of information accelerates the spread of culture through
networks. Their model aims to imitate a real-world scenario of political beliefs in which
highly-influential “opinion leaders” are present, and is commendable in exploring what

happens when actors place different weights on multiple sources of information. Still,
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hubs in this model serve to represent socially distant actors: they exert influence but are
not themselves influenced by other nodes in the network. However, global influence
also occurs in more local social settings where such hubs are absent. Adolescent
networks such as the one Jane finds herself in are a fitting example of this. Among
adolescents, it is not only the less popular kids who adapt their behavior according to
what they observe in their more popular peers: the same popular peers also look to
social social cues and change their behavior based on what others are doing (Milner
2004). Thus, it is important to look at sources of global influence that are more closely
embedded in social settings and that use the same learning strategies as other nodes in a

network.

3.2.3 Using Different Social Learning Strategies

The idea that individuals use different learning strategies depending on the
situation finds empirical support in an established line of interdisciplinary research that
examines the heuristics individuals use when foraging for information (Firth et al. 2020).
For instance, an assumption of our argument to this point has been that agents can infer
which nodes in a network are most central, and that agents are able to draw information
from these central nodes. Research in the social learning literature provides much

evidence for this claim. Across cultures, one of the most widely used social learning
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strategies among humans is to copy successful individuals (Jiménez and Mesoudi 2019).
Humans are highly sensitive to prestige cues, and experimental work has shown
prestige-based social learning occurring as early as childhood (Chudek et al. 2012).
Salient and successful individuals in a structure are visible to others, in part because
they have many connections (their in-degree count is high). In addition, individuals are
adept at inferring high status among members composing a social group. Shepherd
(2017) notes that the amount of status inferred varies depending on the social positions
that individuals occupy: nodes that are highly visible to a portion of the structure might
be relatively obscure to others. Nonetheless, humans still look for prestige cues within
the bounds of their perception.

Inferring which individuals are “successful” and imitating them is a well-
documented social learning strategy, but it is far from the only one. Social learning
scholars emphasize that humans have an array of heuristics for gathering and
processing information at their disposal, and that the specific strategy they use varies
across situations (Firth et al. 2020). Gathering information from “successful” individuals
in a network proves an important strategy when tasks are complex or when
environments are highly variable (Henrich and Broesch 2011; McElreath et al. 2008;

Henrich 2001). For example, in a seminal ethnographic study, Henrich et. al (2011) show
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that — among a group of Fijian villagers — perceived success in spear fishing was the
biggest predictor of whether respondents would seek a person for advice regarding that
activity. However, when environments are relatively stable, merely looking at what the
majority of individuals in a group are doing is an effective strategy (Richerson and Boyd
2008; Rendell et al. 2010). In an experimental study, Efferson et al. (2008) had
respondents play a game where they selected among two ‘technologies” with different
payoffs. A subset of participants did not have information about their individual returns
but rather they knew what their immediate group had chosen - e.g. if everyone chose
technology 1. For the group with social information, conformity - copying the majority -
proved to be a useful strategy in the long run. There are trade-offs, of course, between
different strategies. Copying successful individuals can be effective, but identifying such
individuals requires knowledge about the markers of prestige in a given context.
Imitating the majority, although efficient, can be ineffective in highly variable
environments. Accordingly, computational models and experimental data show that
actors use different strategies depending on the task and setting at hand (McElreath et
al. 2008; Barkoczi and Galesic 2016). The most successful strategies often blend multiple

heuristics with some individual exploration (McElreath et al. 2008).
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Here, we build on this interdisciplinary work by exploring how the fact that
agents use different learning heuristics simultaneously might affect how cultural items
spread across networks. The questions raised in this line of work are usually centered
around the strategies themselves. In the context of simulations, researchers ask: given a
complex problem, what learning strategies should agents use? In experimental studies,
they ask: given a specific task, what heuristics do individuals actually use? This approach
has proven useful to show that it is not only beneficial - in theory - for agents to use a
varied set of learning heuristics given a problem (Rendell et al. 2010), but that people do
use multiple strategies when confronted with complex tasks (McElreath et al. 2008).
Here, we ask the following question: given that agents use combinations of different
social learning techniques, how do these individual-level learning habits affect group-
level processes of diffusion? Thus, we incorporate the idea that agents use different
combinations of learning strategies when foraging for information and take that as our
starting point. But we also analyze how this assumption scales up to aggregate processes

of cultural transmission.

3.2.4 Different Strategies among Network Scholars

Network scholars elsewhere have also explored how different information

processing mechanisms — including those concerned with both local and global sources
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of peer influence — shape how diffusion processes unfold. They have increasingly
moved away from models that only consider immediate ties to more complex
conceptualizations that specify varying sources of influence (DiMaggio and Garip 2012;
Burt 1987). Edelmann (2018), for instance, shows that agents respond differently to peer
influence depending on how culturally proximate they consider their alters and how
culturally appropriate they deem the behavior in question. Closer to our argument,
recent work has shown that central nodes in a structure exercise considerable social
influence across the network (Robalino and Macy 2018; Paluck and Shepherd 2012).
These findings lend credence to the argument that popular and salient individuals are
particularly influential; a view that has both been highlighted in scholarly work (Sherif
and Sherif 1964) and has been the backbone of policy interventions (Campbell et al.
2008).

Efforts to model multiple sources of social influence have been generative for
scholars interested in how culture spreads. In the broader diffusion literature, the
interplay between local and global patterns is often discussed in terms of “credibility”
and “legitimacy” (Centola and Macy 2007; Rossman 2014). “Credibility” here refers to
the fact that agents might abstain from adopting an innovation until they see enough of

their peers embracing it. “Legitimacy,” in turn, reflects that behaviors that break
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expectations — e.g. a radical innovation — will be met with resistance in cultural
transmission. Though implicitly, these concepts highlight the fact that, when deciding
whether to adopt a behavior, agents take into account what their peers are doing but
also try to infer more general patterns in the population. Agents aim to infer what the
information to which they have access tells them about the general acceptance of a
cultural trend in the overall population. To assess the credibility or the legitimacy of an
innovation is partly about figuring out how the local patterns we observe fit into the
wider global dynamics.

Scholars interested in diffusion and those looking at social learning coincide in
their insistence that people look at different parts of the social structure when acquiring
information. These common interstices offer considerable potential for building strong
theories about how agents learn from one another. Some of the structural dynamics of
social influence that network scholars outline run parallel with findings in the social
learning literature. For instance, the influence of central nodes can be mapped to
prestige-biased social learning, while the influence of structurally equivalent alters (Burt
1987) resembles the heuristic of copying those who are similar to us (Barkoczi and
Galesic 2016). Work on diffusion takes for granted agents’ social learning expertise:

agents know who is central in a network and/or who occupies a similar position to them.
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What the social learning literature offers is a solid empirical basis for these assumptions.
Thus, by examining different sources of social influence, through the lens of social
learning, we can ground them in a wider research program that offers empirical
evidence about the cognitive and cultural bases of the strategies individuals use to learn
from one another. In sum, network researchers have built increasingly complex models
of social influence that account for individuals using multiple learning heuristics
simultaneously. Outside of sociology, scholars interested in social learning provide
evidence for the cognitive bases of these learning heuristics. Nonetheless, recent models
of cultural transmission lag behind. These models seldom reflect the fact that agents seek
information from different parts of the social structure, that they use different strategies
to do so, and that they might give value to such information differently depending on
the social phenomena at hand. It would be useful to incorporate these ideas into our
simulations of cultural transmission and to examine how the use of varying social

learning strategies affects processes of transmission for more personal forms of culture.

3.2.5 Formalizing Learning Strategies

It is possible to frame the idea that agents rely on multiple social learning
strategies as an extension of Friedkin and Johnsen’s (1997) classic formulation of social

influence. In fact, Burt’s (1987) work is a paradigmatic example of the usefulness of
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formalizing different processes of social influence. As noted above, his formalization of
influence through structural equivalence closely parallels contemporary work on social
learning, which shows that agents with domain expertise tend to learn from those who
seem similar to them (Barkoczi and Galesic 2016). Furthermore, in a recent paper, Firth
et al. (2020) elaborate on the connection between models of social influence and those of
social influence. In the same vein, for our present purposes, it is useful to think how
prestige-biased social learning could be incorporated into standard formal models of
social influence. Friedkin and Johnsen’s (1997) definition is as follows:
YO =aWy®D 4+ (1 - a)y®

Here, Y® is a vector of length n x 1 that represents the agents’ opinions or
behaviors at time t. On the right-hand side of the equation, we notice two terms that
could be roughly described as the social influence component and the personal track-
record respectively. Let’s start with the latter: Y is a vector of length n x 1 that reflects
the individuals’ starting opinions, and how these might be affected by exogenous
variables. The first component contains W, which is an n X n matrix that represents the
interpersonal influences that exist in given structure. Thus, when multiplied with the

individuals’ opinions at time t — 1, which is what ¥ ¢~V captures, this term represents
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the peer effects on opinion. The parameter a controls how much weight individuals give
to social cues relative to their starting opinions.

We can re-write this equation to specify varying sources of influence. Let V be an
n X n matrix that indicates the popularity or visibility of nodes in a network. In this
context, we can think about prestige-biased social learning as agents weighing
information more heavily if it comes from one of the more popular nodes in the
structure. A measure that closely captures this idea is that of eigen-vector centrality.
Eigen-vector centrality increases as individuals are connected with nodes who are
themselves highly connected. We could say, then, that an agent who relies on prestige-
biased social learning is one that looks at the popularity of the nodes in the network and
weighs information according to that popularity. Our V matrix, then, should contain
information about the nodes’ eigen-vector centrality —i.e. about how agents should
weight information when using this prestige-biased learning.

It would be useful to provide a concrete example. Imagine we have a network

that looks like Krackhardt’s kite:
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Figure 11: Krackhardt's kite where node size represents centrality

V would be a 10 by 10 matrix where the rows would store the eigen-vector

centrality of each node divided by the sum total of centralities in the structure:

0.125 0.125 0.102 0.171 0.102 0.14 0.14 0.07 0.02 0.004
0.125 0.125 0.102 0.171 0.102 0.14 0.14 0.07 0.02 0.004
0.125 0.125 0.102 0.171 0.102 0.14 0.14 0.07 0.02 0.004
0.125 0.125 0.102 0.171 0.102 0.14 0.14 0.07 0.02 0.004
0.125 0.125 0.102 0.171 0.102 0.14 0.14 0.07 0.02 0.004
0.125 0.125 0.102 0.171 0.102 0.14 0.14 0.07 0.02 0.004

In the Friedkin and Johnsen (1997) model, the rows of the matrices must sum to
one. Here, we standardize each node’s eigen-vector centrality so that its influence is
proportional to this property (though we round the numbers for the purposes of

presentation). For instance, if node ] were using prestige-biased learning, it would
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ascribe a lot of weight to the information from node D. Moreover, it would almost
discount the information from node I, even though the latter is its only actual tie. We can
think about this as the visibility matrix: it stores information about the nodes whose
opinions or behaviors agents consider when using prestige-biased social learning.

Now, let A be a parameter — similar to a — that specifies how much weight is
given to the opinions of one’s peers versus those of the most popular nodes —i.e. local
vs. global influence.

The equation would look like this:

YO =avEVRMW) + (1 - DV + (1 — )Y D

Though this equation might seem considerably longer than the original, the
changes are minimal. The term A tells us whether agents give more importance to the
views of their peers or to those of popular nodes, and the matrix V signals who the latter
are. We can think of this specification as a more general form of the Friedkin and
Johnsen (1997) model. If we set 4 to 1, then we get their seminal equation. The result
then is a model of social influence that takes into account that individuals look at
different places of the social structure when learning from one another.

In the analyses below, we show that considering these varying sources of

influence is important to understand processes of cultural transmission. To do this, we

71



build an agent-based simulation based on our revised model of social influence,
showing that trajectories of diffusion vary depending on the learning strategies that

individuals use.

3.3. Analysis: Transmission and Different Social Learning
Strategies

This simulation consists of a hundred agents who learn from one another,
placing different weights on varying sources of information. The thing that is being
transmitted here is a dichotomous behavior - like wearing band t-shirts to school - and,
thus, at any point the agents can occupy one of two states, either 0 or 1. At the beginning
of the simulation, each node has a starting probability p of having the behavior (B = 1).
Each turn, every agent looks around and observes three pieces of information: their own
record of behavior, the average of their immediate ties (local average), and average of
the behaviors across all nodes in the structure weighted by the standardized eigen-
vector centrality (global average). Then, it updates its current state by conducting a

Bernoulli trial with probability m so that:
Pr(B=1)=mn
PrB=0)=1—m
7 is determined by the different sources of information from where agents can

learn, and it can be defined by adapting the modified model of social influence defined
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above. We just need to alter the model so that it considers influence from the perspective
of each agent. For an agent i, the equation that defines m is:
T = a[/l(localit) +(1- A)globalt] +(1- a)personalitb

Recall that, in the formulation above, W is the matrix of interconnections for a
given network. Here, we represent the local score as the average state of the nodes to
which agent i is immediately connected at time t. Thus, if agent i is connected to k
nodes, its local score would be the average of a vector of that respective length - Y, wi.
Conversely, global score represents the same procedure but for V, the visibility matrix. It
is the average of the state of all nodes in the network at time ¢t weighted by their
respective visibility scores. Thus, if there are k nodes in the network, the global score is
defined by )i vi. Last, we need a term that reflects the agent’s track-record with the
behavior at time t. This is the term personal;,,, which is akin to Y and Y&~V in the
original formulation, capturing the habits and idiosyncrasies of the agents. When a = 1
agents place no weight on their personal preferences, and their likelihood to adopt or
disadopt the behavior is wholly dictated by social information. When A1 = 1, in turn,
actors consider only information from their direct ties, ignoring what the most central

nodes of the network are doing.
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The personal preference for the behavior (B = 1) at any given time t is calculated
using a softmax choice rule that takes into account the number of times an actor has

been in state B = 1 across the total number of turns:

| exp(successes;;)
ersonal. = -
p b ¥ exp (trialsy;,)

The model is relatively simple. Each turn, every agent looks at their immediate
ties and computes the average. They do the same for all nodes in the network and
weight the information based on the nodes” eigen-vector centrality. Then, they consider
their own track record and adjust their preferences accordingly. The global parameters a
and A determine how much weight is given to each piece of information.

We are also interested in exploring whether the use of varied learning strategies
interacts with network topology to create different trajectories of transmission. To do
this, we run this model on four different graphs. The first two are networks that stem
from empirical data and the other two are small-world networks with similar
characteristics as their real-world counterparts. The real-world graphs are one-mode
projections of the well-known Scotland Board Members (SBM henceforth) relations and
the network of membership in American revolutionary (ARM henceforth) organizations.
The former is built on information about the company boards where different prominent

18th century Scottish industrialists sat. The network represents the industrialists
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connected by the boards that they shared. The other empirical network consists of
participants in the American revolution and the different political groups that they
belonged to. The graph then represents these agents connected by common group
memberships. The small-world networks have a similar number of nodes and edges as
the empirical graphs and they are meant to serve as points of comparison. Given that
eigen-centrality behaves differently in the presence of multiple components, we
removed isolates from the empirical graphs. We also set all the edge weights to be equal
to one, for the sake of comparison, though the results do not change considerably if the
simulations are run using the weighted networks. Figure 12 shows the networks and

table 1 presents some descriptive statistics of these graphs.
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American Revolution Membe

Random Small World (ARM)

Scottish Board Members

Random Small World (SBM)

Figure 12: Networks used in the simulations

Table 1: Network Properties

Network # Nodes # of Edges Transit/i_:/\:g Modularity Density  Avg. Distance Ac\ilgntErgir;
ARM 254 9,706 0.939 0.477 0.302 1.708 0.319
Small-World (ARM) 254 9,652 0.319 0.166 0.300 1.700 0.806
SBM 131 676 0.591 0.510 0.079 3.096 0.062
Small-World (SBM) 136 680 0.213 0.458 0.074 2.482 0.576
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To explore the parameter space, we run the model for each combination of @ and 4
between 0 and 1, moving in increments of 0.1. For each parameter pair, we run the
simulation 25 times, each consisting of 500 turns and we do this for each of the four

networks. Across the simulations, we fix starting probabilities of the behavior at p = 0.5.

3.4. Results

We begin by taking a bird’s eye view of the overall patterns of diffusion across
all networks. While there are interesting differences across the graphs, there are evident
recurrent trends. Figure 13 displays results for the SBM network. The heat map
represents the different parameter combinations explored, with the weight of social cues
(alpha) in the x-axis and the importance of one’s immediate ties (lambda) in the y-axis.
The color represents the proportion of runs that ended in total convergence - i.e. all
agents adopting the same state. We notice that it is not until the importance of social
cues is above 0.6 that we start seeing total convergence. Then, as the weight of these cues
increases, so do the proportion of runs that finish in total convergence. However, notice
that the weight of local influence mediates this pattern: when local influence is weighted
heavily, convergence becomes less likely. This is a patter we will explore in more length

below. For now, it is enough to point that the convergence is more likely as the weight of

77



social cues increases and that we only start seeing consensus after alpha > 0.6. Thus, we

focus on this range for the remainder of the analysis.

Proportion of runs with total convergence
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Figure 13: Heatmap of the proportion of runs that ended in total convergence.

Figure 14 shows the distribution of final states for all runs across the networks.
Each point represents the absolute difference between the proportion of agents who had
adopted the behavior and 0.5. This means that 0 represents a state where half the
network had the behavior and the other did not. Any deviation from this equilibrium is

a move toward 0.5 in our scale, which itself represents total convergence - i.e. all nodes
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were in the same state at the end of the run. This is why the y-axis goes from 0 to 0.5.
The x-axis represents the importance of local influence, the columns denote the weight

of social cues, and the rows group the results by network.
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Figure 14: Distribution of convergence across networks and conditions.

We notice that, at least in the empirical networks, when agents mostly pay
attention to their immediate ties, then the probability of total convergence lowers. This is

most apparent in the middle two columns - @ = 0.8, a« = 0.9. When the weight of local
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influence is high, then some runs finish below 0.5. We also see that this effect is higher
for the SBM network than for the ARM graph. For instance, when a = 0.9, the latter
network only has runs that do not finish in total convergence when agents only pay
attention to their immediate ties. For the SBM graph, we notice that convergence is not
reached in more parameter combinations (1 = 0.9 and 4 = 1). This is likely due to the
ARM network’s higher average eigen-vector centrality; given the influence of certain
highly visible nodes, even a small amount of global influence is likely to tip processes of
diffusion towards convergence. This also explains why the random small-world
networks - which have high average eigen-vector centrality - are not affected by this
change in local influence. When a = 0.9, all runs reach total convergence, regardless of
the weight of local influence. Thus, for the empirical networks, even when agents mostly
place weight on social information, prioritizing local information can still lead to sub-
groups even in fully connected networks. To use the example from before, this might be
the case of Jane only paying attention to her close friends and embracing the
“metalhead” label. Her friendship group becomes a cluster among the wider network of
musical interests in her school.

Figures 15 and 16 show the trajectories of specific runs for different parameter

combinations in the SBM graph. Figure 15 shows simulations where social influence is
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given equal weight to individual experience, and local and global averages are also
equally influential. The patterns mostly denote fluctuations but no strong tendencies

and no total convergence. Figure 16, in turn, depicts four runs where agents give a lot of
weight to social cues and where they strongly prefer local information. Here, we notice
clearer tendencies towards convergence. However, the push and pull between different
sources of influence can still create fault-lines and sub-groups, as we see in run 24. Using

different social learning strategies, then, shapes how behaviors and ideas spread across

networks.
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Figure 15: Four runs when equal weight is given.
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High social and local influence
p = 0.5; alpha = 0.8; lambda = 0.9

14 |I 19

o o o o
(=) (A% wn -
[41] = o
. o

(=]
L

| 24 |

% of Adopters

o o =
(%1} - (=]
(=] o [S]

0 100 200 300 400 500 O 100 200 300 400 500
Turn

Figure 16: Four random runs when unequal weight is given to different
strategies.

Now, the last column of Figure 14 shows some irregular behavior. It indicates
that when agents only pay attention to social cues - @ = 1, there are many runs that do
not end in total convergence. Moreover, this behavior is more prevalent in the random
small-world networks than in the empirical graphs. At first glance, it is tempting to
dismiss this as pathological behavior in an implausible portion of the parameter space.
However, this result is also insightful. Figure 17 shows all runs in two parameter
combinations for ARM network. Notice the arrow on the plot where the weight of social
cues is 1. This is a run that almost reached complete adoption but then bounced back

and started declining. We observe no such patterns when the weight of social cues is 0.9.
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This happens because when agents only rely on social cues, they are effectively
“memoryless”: the states that they had occupied before are not relevant for predicting
their next actions. Their behavior is wholly dictated by social cues. For this reason, they
respond immediately to random fluctuations. If it just so happens that one of the visible
nodes acquires the behavior (even if the probability was low) then this will ripple
through the structure. This means that the simulations can get stuck in these regions of
random fluctuation where positive and negative divergences offset each other. As the
average eigen-centrality increases, so does the chance of these random fluctuations
happening. This is why we see the random networks display more erratic patterns at
this end of the parameter space.

These irregular patterns highlight that it is crucial to consider the idea that agents
deploy different social learning heuristics in tandem. It is indeed implausible to think
about situations where individuals would rely exclusively on social cues and, therefore,
the results of our model in that slice of the parameter space are rightly pathological.
However, notice that even a small amount of individual information allows agents to get
on a particular track - they either favor the behavior or not. Thus, these small individual
preferences allow agents to stick to the same direction and to be less responsive to

random fluctuations. This lets the runs reach a moment where everyone is heading in
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the same direction, and it creates much more realistic patterns. This resonates with the
one of our central arguments: that individuals deploy different learning strategies
simultaneously and that incorporating this idea into our simulations of cultural

transmission can make them more plausible.
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Figure 17: All runs for one network in two parameter combinations.

3.5. Discussion

Individuals are sophisticated social learners and, for that reason, influence can
come from different sources. This is not a novel idea; it is prevalent in the literature

about social influence (Paluck and Shepherd 2012), cultural evolution (McElreath et al.
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2008), and has even been the backbone of policy interventions (Campbell et al. 2008).
Agents do not passively absorb the influence of their immediate ties but actively use
learning heuristics, like following prestige-cues, to copy the successful. Our models of
cultural transmission, nonetheless, do not tend to incorporate these varying learning
heuristics or to explore how the weight we place on these sources of information affects
how behaviors and ideas spread across networks. In this paper, we build an agent-based
model that explores what happens when agents draw information from varying sources,
and weight that information differently.

Our simulations build on Friedkin and Johnsen’s classic formulation of social
influence, incorporating the idea that individuals learn from their immediate ties but
also, following prestige cues, look at the most central nodes of the networks where they
are situated. This general formulation forms the skeleton of the agent-based simulation
we construct. Each turn, agents pay attention to three sources of information: what their
immediate ties are doing, what the most central nodes in the network are doing, and
their own habits. Then they adjust their behavior with a probability 7 that takes into
account the weight placed on each source of information.

Taking into account the weights placed on different sources of information is key

because they shape trajectories of cultural transmission. The simulation results show
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that the importance that is given to social and individual information, as well as to local
and global sources, shapes how and to what extent a behavior spreads across a network.
When individuals pay little attention to social cues, there is predictably little
transmission. As the weight of social cues increases, so does the reach of the behavior
being transmitted. However, even when agents prioritize social cues, the places where
they get these cues from affect the processes of diffusion: a tendency to weight cues
based on the visibility of the demonstrator, tends to lead to quicker processes of
transmission. Importantly, this pattern only emerges in the empirical networks, which
are more modular and have smaller average eigen-vector centrality than their small-
world counterparts. The importance of the interplay between local and global influence
then is also affected by network structure, with the role of immediate ties being more
prominent in more clustered graphs. How a behavior spreads across a network depends
then, in part, on the learning techniques agents use to identify and imitate such action,
as well as on the structural properties of said network.

A key finding of this analysis is that the interplay between different sources of
social influence can lead to the emergence of sub-groups in fully connected networks.
Goldberg and Stein (2018) contend that one of the shortcomings of “contagion” models

of diffusion is that they imply that ultimately a fully connected network will always
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reach a point of full convergence. Their agent-based simulations of associative diffusion
seek to emend this limitation. Other simulation work shows that polarization can arise
in contexts with no structural barriers if agents are biased toward particular kinds of
information or if they preferentially choose to learn from certain types of actors
(Deffuant et al. 2000). Here we show that we can also explain how distinct pockets of
behavior emerge, even in fully connected structures, by looking at the different
strategies that actors use to learn from one another and how much weight they place on
the information acquired in these ways. Accordingly, we offer a complementary
mechanism explaining how sub-groups emerge in networks, which may be considered
alongside other recent models when attempting to explain how polarization occurs.

At a more general level, our results show the importance of the assumptions
about social learning that undergird models of cultural transmission (Kendal et al. 2018).
The behaviors of our model at the extrema of the parameter space highlight this point.
On the one hand, it is not until agents place considerable weight on social cues that we
see the emergence of consensus. On the other, when agents only pay attention to social
cues, and not their own experience, transmission is more erratic because learners
respond to random fluctuations. Our knowledge of how humans learn from one another

flag both scenarios as implausible. This implausibility suggests that scholars need to

87



greater scrutinize their formalizations of how agents learn in models of cultural
transmission. Moreover, it stresses the importance of integrating work on social learning
into such models (Kendal et al. 2018). Network scholars and researchers interested in
social learning have long insisted on multiple sources of influence and have arrived at
isomorphic ideas about the heuristics that agents use to retrieve information from these
sources (Firth et al. 2020). Our models illustrate that assumptions we make about how
individuals learn from each other in our simulations affect the processes of cultural
transmission that will emerge from them. Therefore, it important to dialogue with work
on social learning to incorporate their insights into our models of how culture emerges
and is transmitted. This is not a novel request; scholars studying social learning have
already highlighted this connection (Kendal et al. 2018). Furthermore, integrating this
idea is currently more important and accessible given emerging methods to infer the
social learning rules prevalent in a group conditional on data about cultural
dissemination (Firth et al. 2020). Thus, sociologists interested in modeling cultural

transmission should take part of this ongoing interdisciplinary conversation.

3.5 Limitations

Our simulation also has important limitations. While recent work on cultural

transmission considers the transmission of multiple cultural items - or the connections
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between them - our simulation only has one practice. It is undeniable that culture is
often “bundled” and what is interesting is often the relationship between cultural items -
i.e. political affiliation and music consumption - rather than the items themselves. Given
that our focus was on the social learning strategies, we erred on the side of simplicity
about the information that was being transmitted through the network. It would be
interesting to see how different social learning strategies would affect the trajectories of
multiple cultural elements and the relationships between them. Another related critique
is that the set of learning heuristics used by agents in our model is far from exhaustive.
Research on social learning finds empirical support for a number of additional heuristics
informing how humans learn and transmit culture. These include preferential learning
from similar others and a tendency to disregard information contradicting existing
beliefs. What we offer here is a proof of concept showing that cultural transmission does
change according to the combination of heuristics actively involved in how agents learn.
From this, future work should explore how additional combinations of heuristics might
change how cultural transmission unfolds. Such work could vary the number of
heuristics employed by agents as well as the relative weight given to each.

Another key shortcoming of our analyses relates to the scope of social learning.

In a recent paper, Rossman and Fisher (2021) convincingly argue that the influence of
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information hubs vanishes when we consider just a small amount of broadcasting -

i.e. information that is accessible to all nodes in a network at the same time. A subtle and
broader argument of their work points to the question of the extent to which processes
of social transmission actually happen through peer-to-peer learning. We have stressed
the importance of the strategies that individuals use to learn from peers in their network
but perhaps the bulk of cultural transmission happens elsewhere, like viral online
content. This highlights the scope conditions of our argument: this interplay between
local and global forces of influence is likely to play a big role when cultural transmission
occurs mainly through peer-to-peer learning. However, it is possible to think of many of
such phenomena that would be of interest to cultural sociologists. To go back to the
example above, perhaps Jane would not find out about new bands or concerts
exclusively from her friends. But the subtle rules about what bands are worth listening
to or what type of band t-shirts to wear to different concerts are part of a body of know-

how that is not easily broadcasted.

3.6 Conclusion

To conclude, in this paper we have pursued a straightforward line of argument:
that individuals use different learning strategies when learning from others in a social

environment, and that these heuristics shape processes of cultural transmission. Even

90



though multiple strands of literature converge in arguing that individuals look at
different sources when foraging for useful information, models of cultural transmission
do not tend to incorporate varying learning techniques. Here, we build an agent-based
simulation that seeks to illustrate this. Our simulations show that the weight placed on
global and local dynamics is important because this interplay affects processes of
cultural transmission. Whether individuals learn from those around them or from the
most central nodes of the network shapes how and to what extent behaviors spread. The
effect of these counterbalancing sources of influence depends on the structural
properties of the network where transmission is taking place. In the empirical networks,
we notice that when agents prioritize local information sub-groups emerge.
Consequently, we offer a complementary mechanism explaining a result that has
become a hallmark of plausible models of cultural transmission (Axelrod 1997, Goldberg
and Stein 2018). Trajectories of cultural diffusion then are partly shaped by the strategies
individuals use to learn from one another, and how these strategies interact with
structural properties of the networks where they are embedded. Therefore, to
understand how culture is transmitted we need to take into account that individuals are
sophisticated social learners, capable of mixing and matching heuristics when foraging

for information.

91



4. The shape of formative periods and the rhythm of
cultural change

4.1 Introduction

The idea that our early years have a particular impact on our worldview is a
mainstay in research about socialization. The notion of a cohort effect presupposes that
there are stages of the life-course in which circumstances and information have a marked
effect in shaping our attitudes. Recent work on attitudinal change has revamped interest
in these formative periods, noting that they offer a mechanism for understanding social
change. In particular, they provide a way to link individual-level attitudinal updating to
large-scale processes of change. If only younger individuals actively update their beliefs,
then cultural change should occur through cohort replacement, as agents socialized under
different circumstances take the place of their elders. Understanding the nature of these
periods then becomes a crucial part of the puzzle to disentangle aggregate processes of
social change.

Though formative periods have become prominent in our explanations and
models of cultural evolution and change, they are seldom the main object of study.
Recent modeling work on social learning has brought attention to the importance of the
demographic makeup of populations as well as the structure of agents’ life-histories.
These models tend to break down individuals’ lifetimes into different categorical stages.

or instance, agents are categorized as either “juveniles” or “adults,” and on e former
F t , t t d ther les” or “adults,” and only the fi

92



are considered as capable of updating their habits. The assumption, then, is that
individuals explore with a constant probability across a specific age range and, once they
cross a given threshold, their attitudes and habits remain stable. Sociological work on the
social delineation of the life-course suggests that cultural contexts might play a role in
determining the timing and bounds of these periods of exploration. To explore this, | vary
the functional form of formative windows explicitly. I build an agent-based simulation
where the main parameters of interest are the length and shape of formative periods —

i.e. how long they last and whether they peak over specific ranges. Thus, | explore what
happens when these instances of exploration happen at different stages over an agent’s
life-course, and how this interacts with the demographic makeup of the population to
produce different patterns of social change.

This paper is organized in three main sections. First, I provide an overview of the
main theoretical questions that motivate this analysis. Second, I build an agent-based
simulation to examine how the shape and length of formative periods interact with
different demographic characteristics of a population. Here, I also explore how the
interplay between formative windows and the age-structure of a group might be
mediated by the social learning techniques that agents use. Third, I close the paper by
arguing that the shape of formative periods is important because knowing the

proportion of a population that is currently within that window gives us information
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about how cultural change can unfold in that group. Understanding the relationship
between formative periods and the demographic makeup of a group also opens new
lines of inquiry, bringing life-course perspectives to our theories about large-scale social

change.

4.2 Theoretical Background
4.2.1 The Ubiquity of Formative Periods

Formative windows — periods of heightened exploration followed by relative
stability — show up across disciplines in different contexts (Frankenhuis and Walasek
2020). Sociological work on attitudinal change, for instance, has produced a recurrent
finding: adults rarely update their beliefs (Kiley and Vaisey 2020; Vaisey and Lizardo
2016). While adolescents display a degree of attitudinal variation (Keskinturk, 2021),
adults” opinions seem to be — by and large — stable. This finding resonates with
interdisciplinary work around when agents learn — or should learn — about their
environments (Fawcett and Frankenhuis 2015). For instance, work from biology shows
that many species exhibit these periods of increased plasticity across the individuals’
lifespan (Sherratt and Morand-Ferron 2018). This pattern of heightened exploration
followed by stability also emerges in modeling and simulation work on collective

problem-solving (Lehmann, Wakano, and Aoki 2013). The idea of formative periods — of
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instances where agents and systems are particularly open to novel information — is an
increasingly common finding across different areas of research.

There is a longstanding line of work that examines the emergence of these
formative periods. Theoretical work in evolutionary biology suggests that to understand
why sensitive periods evolve we need to examine the relationship between agents and
the information they can access about their surroundings, as well as the quality and
availability of such information (Frankenhuis and Walasek 2020). For instance, if
environments are predictable and informational cues available but unreliable, then
formative periods early in life make sense (Frankenhuis and Walasek 2020). In these
environments, although surroundings are sufficiently predictable to invest in learning,
novel information might be untrustworthy making it worthwhile to stick to a set of
strategies that have worked well in the past. Alternatively, if the reliability or availability
of the informational cues changes as the agents age, then formative windows might
occur in specific periods, like adolescence (Walasek, Frankenhuis, and Panchanathan
2021). Ultimately, the emergence of these windows of heightened malleability might be
a response to the exploration-exploitation dilemma, which underpins all learning tasks
(Gopnik 2020). There are finite resources to learn and to enjoy the benefits of the

solutions we have arrived at and, thus, we must allocate accordingly. This, Gopnik
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(2020) argues, is precisely the role that extended childhoods play in humans. They allow
for a period of exploration, where we are socialized into the cultural frameworks that we
will later deploy as competent members of our groups.

For researchers interested in culture, formative periods are particularly
interesting because they offer a mechanism through which large-scale change occurs.
The notion that individuals are particularly sensitive to information at a given life-stage
—usually the early years — has enjoyed longstanding attention in social science (Bartels
and Jackman 2014). From Mannheim’s “Problem of Generations” (1970) to the
bourgeoning literature on cohort effects (cf. (Elder 2018)), the assertion that individuals’
attitudes are shaped by the historical contexts in which they grow up is generally
accepted. In the words of Gerber and Green (1998), agents are “stamped” by the
conditions in which they are socialized. Now, the notion of formative periods offers an
explanation of why such “stamping” occurs. But it goes further and suggests that the
attitudes formed should be relatively durable. This, in turn, makes an implicit assertion
about the main mechanism through which social change occurs. If agents mostly learn
within a given age-range, then cultural change most likely occurs through cohort
replacement (Kiley and Vaisey 2020). Change happens as agents, who built their habits

under different conditions, replace their elders.
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In practice, researchers interested in cultural change and evolution have
increasingly recognized the important explanatory role of formative periods and have
operationalized these windows —in one way or another — in their models. For instance,
there has been a recent push to understand how learning strategies — like learning from
one’s elders or exploring the environment directly — emerge and develop in populations
with different demographic characteristics (Creanza et al. 2017, Deffner and McElreath,
2022). In a recent simulation paper, Deffner and McElreath (2020) have their agents go
through two life-stages: they are either juveniles or adults, and only the former have a
chance to learn. An important finding is that long life-spans — like those of humans —
favor individual learning (i.e. direct exploration of the environment) because they
reward investment during the juvenile period. They note then that a deeper
understanding of life history and learning is needed to explain why social learning is the
dominant strategy among humans. Forgarty et. al (2019), in turn, explore the idea that
agents might use different learning strategies depending on their age. They have their
agents be in one of five classes, roughly representing different life-stages. Then, each
group is allowed to rely on different social learning strategies, such as copying older
individuals or copying agents on one’s same age-band. Their analysis shows that

different age-structured patterns of learning can result in widely varied trajectories of
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cultural transmission. Both examples are underpinned by the same idea: that to
understand how culture emerges and is transmitted across groups we need to pay
attention to (i) the age structure of said population and (ii) the timing of learning across
an individual’s life history.

While these studies operationalize the idea of formative periods, the shape and
length of these windows are not parameters that are directly explored. The agents’
lifespans are divided into categorical stages and each partition is assigned a probability
of learning and/or a preferred learning strategy. The length of these periods —as a
proportion of an agent’s lifespan — does not tend to be vary. Moreover, the probability of
learning tends to remain fixed within a given life-stage. As Deffner and McElreath (2020)
note, this is a simplifying assumption: the probability of learning likely follows a more
continuous trajectory across an individual’s lifetime. It is likely, for instance, that older
individuals still have a probability of updating their habits, however slim it may be. This
not a critique of the abovementioned studies — simulations cannot explore everything
that could potentially be treated as a variable. Besides, the question of how to
operationalize formative periods is not central to the main motivating concerns of these
analyses. What I do in this paper is to bring this question to the forefront: to have the

shape and length of formative windows be parameters that are explicitly varied. My
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main goal then is to examine how varying the shape and length of these periods of

malleability — at the individual level - affects larger processes of cultural change.

4.2.2 Variation in the Shape of Formative Periods

A corollary implication of conceptualizing the length and shape of formative
windows as variable parameters is to consider where this variation comes from.
Especially, whether the shape of these periods is affected by socio-cultural contexts. It is
likely that there is a considerable developmental component to this learning schedule:
research suggests, for instance, that the brain has greater plasticity during our early
years (Mata and von Helversen 2015). However, there might also be social and cultural
sources of variation. One such source could be the cultural differences that exist around
the demarcation of the life-course. As sociologists have repeatedly argued, life-stages
like childhood and adolescence are socially constituted (Cunningham 2012; Elder Jr
1994). The question of when an individual has reached maturity — and the rituals one
must go through to do so — varies across cultures and historical periods. Social factors
then might play a role in how individuals move through the life-course and this, in turn,
might shape the instances in which exploration and change is expected or even

encouraged.
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Another source of potential variation might be the pace at which agents are
expected to move through the rituals leading into adulthood. In other words, there are
cultural differences in how much periods of exploration can be stretched out. Bourdieu
(1987), for instance, comments on the length of periods of exploration. He notes that the
children of the upper class tend to be afforded extended adolescences, while working-
class people tend to settle down earlier. How quickly we move through periods of self-
discovery is socially patterned. In the U.S, the last few decades have seen dramatic
changes in the social norms surrounding the rhythm at which young adults should
progress through the life-course. As Buchmannn (1989) notes, life trajectories have
become less predictable and have stretched out. People’s life-stories look increasingly
different: they go back to education years after joining the workforce, they cohabitate
more without necessarily marrying (Buchmann 1989). In other words, age has become a
somewhat less predictive of the life-stage at which an individual might find themselves
at a given point. More pertinent to our discussion, this has come along with a
postponement of the rituals associated with adulthood, such as getting married or
leaving the parental home (Buchmann 1989). It is reasonable to hypothesize that this
prolonging might in turn affect the windows in which individuals are particularly

sensitive to information. Social factors might affect the shape of formative periods by
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either elongating or shortening the periods of exploration; we might be afforded
extended adolescences or we might be rushed into stability.

There are also cultural factors that might plausibly affect the intensity —i.e. the
peaks — of our periods of exploration. In other words, certain cultures might create social
settings that are particularly conducive to change and exploration. Here, the work of
Rosenfeld (2007; 2005) proves particularly relevant. He sets out to examine why
romantic and marital practices have changed so much in the U.S. after the middle of the
20th century. His argument is that young Americans have increasingly been afforded
more opportunities to move outside the loci of familial control. When the person being
courted lives in the family home, the parents can exercise a large amount of control
around partner choice. However, since the middle of the 20th century, it has become
increasingly common for young adults to leave the parental home before they have gone
through the process of finding a partner. Outside the gaze — and financial control — of
our parents, we are able to exercise more autonomy in our romantic choices and even
potentially disrupt social expectations (Rosenfeld 2007).

Then, exploration — at least exploration that is culturally meaningful - is not only
about plasticity but also about social settings that permit agents to break from social

expectations. Malleability needs to be combined with a context that affords enough
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novel information and that allows the agent to adapt their behavior according to those
cues. It is the latter that, according to Rosenfeld (2007), is affected by institutions that
oversee the choices and trajectories of young people, like the family. Formative windows
then might have peaks, which might coincide with the instances where we happen to be
away from the overseeing gaze of those institutions. Going to university is a perennial
example of such instance in the study of attitudinal change, precisely because it signifies
the exit from the parental nest (Broc¢i¢ and Miles 2021). Social organization then might
play a big role in the intensity of formative windows by determining the moments

where individuals are furthest away from the powers of convention and tradition.

4.2.3 The Importance of the Shape of Sensitive Periods

At this stage, it is pertinent to ask the question: why should we care about the
shape and length of formative windows? My argument is that the assumptions we make
about individual-level formative periods affect how we should conceive of cultural
change at an aggregate level. Imagine two societies with similar demographic makeup
but with different norms about self-discovery and exploration. In one society,
individuals aged 18 are meant to have settled down and started a family. Exploration, in
this context, occurs mainly during the teens. In the other society, social norms about

adolescence are less strict and, therefore, exploration extends into the early 30s and the
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peak occurs around the late teens and early 20s. We might suspect that these societies
would exhibit different patterns of cultural change, despite similar demographic
features.

Now, consider two societies that have similar norms around adolescence but
differ in their demographic properties. Both are relatively strict and their norms tightly
enforced: exploration happens mostly during the early teens and individuals are
expected to be settled down by the time they have turned 18. One society, however, is
currently undergoing a baby boom and, therefore, will a have a considerable proportion
of young individuals - undergoing their formative periods - in the coming decades. The
other group’s fertility rates, in turn, have been steadily declining. Thus, the majority of
the population in the near future will be older individuals, well past their formative
windows. Again, despite similar norms around when exploration is meant to occur, we
would suspect that cohort replacement might occur at different rhythms in these two
settings.

Aggregate patterns of cultural change then might vary according to the shape of
individuals’” formative periods, as well as how it is related to a population’s
demographic characteristics. We need two pieces of information to understand patterns

of change: a group’s age-structure and how exploration is patterned across the life
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course in that population. It is not just about demographic composition; knowing the
proportion of people in their early twenties is not useful in a society where exploration
peaks during the teens. In turn, the precise formal specification of exploration across the
life course is uninformative if we do not know what proportion of the population is
currently undergoing such a period. If we are interested in understanding how cultural
change happens at population level, we ought to look at how these two factors interact.

In this paper I build an agent-based simulation that explores this interplay.

4.3 The Agent-Based Simulation

The present model follows steps that are common in simulations that study
cultural evolution. Agents have different traits that they can learn from each other. They
also exist in an environment that can be in different states, and certain traits are more
congruent with those states. Thus, agents can also learn directly from the environment
to figure out what the most useful trait is at any given point. Agents reproduce and are
progressively replaced by their offspring. Finally, the environment changes states
periodically and then the population learns about and adapts to the new state.

The main outcome of interest is how the agents react to environmental change.
Specifying formative windows implies stating that agents will learn and explore at

different rates across their life-course. Thus, I am interested in examining how
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differently shaped formative windows might lead to populations that are more or less
reactive to novel information. The main purpose of the model is to examine how the rate
of learning across the life-course might affect the pace and extent of population-level

change after the environment changes.

4.3.1 The Setting

The model has a starting population of a hundred agents with ages randomly
drawn from a uniform distribution with a lower bound of 1 and an upper bound of 100.
What is being transmitted in the model are four different traits - (ty, t;, t3, t,). At the start
of each run, each agent is randomly assigned one of the traits. All agents occupy the
same environment, which - at any given time - can be in one of four states -
(eq, €3, e3,e4). Each state of the environment corresponds with one of the traits being
transmitted - e.g. trait t; with environmental state e;, and so forth. The agents who have
the favored trait gain a reproductive bonus (Sponys) and a survival bonus (Sponys). At the
onset, then, there are 100 agents, each with a specific age and a trait, the latter which
might or might not correspond to the current state of the environment all of them

occupy.
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4.3.2 Varying Formative Windows

Here, I am interested in explicitly varying the shape of periods of exploration.
This model examines what happens when — for instance - learning peaks at a certain age,
and when exploration is more or less clustered around that maximum. To express these
variations, I follow Henrich’s (2004) modeling work on cultural deterioration and use
the functional form of a Gumbel distribution. This distribution has a long right tail and,
therefore, it can be used to describe events that are unlikely. In this context, it means that
young agents learn with a high probability and, as they age, exploration becomes
increasingly rare but not impossible. This provides perhaps a more realistic
operationalization of learning across the life-course, where exploration peaks over a
given range and does not stop after a certain threshold but rather becomes increasingly
unlikely.

In order to represent the agents” probability of learning, I take the density of the
Gumbel distributions at the different ages and standardize the values, so they fall
between 0 and 1. Thus, for each age (x-axis), I get an associated probability to learn (y-
axis). Figure 18 shows three distributions with mean 20 and variances 2, 5, and 10. The
probability of learning for a 30-year-old agent would be 3% in the distribution with

variance 2, 38% in the one with variance 5, and 73% in the high-variance case.
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Figure 18: Three different shapes of formative periods.
4.3.3 Fertility and Mortality Rates

There are two main factors that control the demographic makeup of the
population in this model: birth rates and the function that outlines the agents’
probability of survival. The former is determined by a parameter f that defines the
probability that agents who are of reproductive age have offspring. I specify that agents
that are between 15 and 40 years old can have offspring, and agents reproduce without

need for a partner. The probability of reproducing steadily declines as the population (P)
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goes above the carrying capacity of the environment (c), which I set to 100. Thus, the

probability that an agent of reproductive age has offspring is:

ﬁ + ﬁbonus
P

Cc

P(R) =

Building on McElreath and Deffner (2020), I specify that the agents” probability
of survival declines non-linearly as they age. To define this, I use a power law
distribution with a negative exponent (). This parameter determines how steep the
decline of the probability of survival is with respect to age. Just as above, I let this
relationship vary as the population grows over the carrying capacity of the environment:
chances of survival become smaller as the environment gets more crowded. There are
two functions, then, that determine the agents” probability of survival. If the population
is below the carrying capacity of the environment then the probability of survival is

defined by:

x—a)“

P@)=1—(b_a

where x is the age of the agent, a is the minimum age - in this case 0 - and b the
maximum age - 100 in this model.

If the population is above the carrying capacity, then the function is:

alv e

P6)=1—(Z:Z)
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Figure 19 shows three distributions with @ = (2; 4; 8). Notice that a increases, the

probability of survival increases.

Probability of survival and age

Probability of Survival

0.00

Age

Figure 19: Three different conditions for the probability of survival across the
life-course.

4.3.4 The Simulation

Each turn of the simulation represents a year and consists of five steps. First, the
agents learn. Whether the agents update their trait is decided by a Bernoulli trial with
probability determined by the Gumbel function outlined above. If the trial is successful,
then the agents learn socially with a probability [ or learn individually, directly from the

environment, with probability 1 — l. There are two main social learning strategies in the
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model. The first one is unbiased copying: agents pick a random agent and acquire their
trait. The second is vertical learning, where agents copy the trait of someone older than
them. In turn, when agents learn individually, they access the state of the environment
directly and acquire the trait that corresponds with it.

After learning takes place, the model considers the agents’ survival and
reproduction. Survival is again decided by a Bernoulli trial with a probability that varies
by age according to the power-law function outlined above. Then, the agents reproduce.
Among the agents who are between 15 and 40 years old, each reproduces with a
probability that depends on whether they currently have the favored trait and on the
total number of agents there are at that given time, as described above. The offspring
inherit the traits of their parent.

The agents then age one year and, depending on what turn it is, the environment
changes. The state of the environment changes every 50 years. I decide to make these
changes deterministic because this allows me to keep better track of what happens
immediately after the environment changes. Recall that my main outcome of interest is
how agents respond to environmental changes. This periodicity then allows me to track

how the popularity of traits rises and falls after the state of the environment changes.
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This, in turn, captures the pace of large-scale change: whether novel information about
the world can reach a majority of the population, and how long this process takes.
One turn:
(1) Agents learn from one another (either unbiasedly or vertically) or from the
environment.
(2) Agents survive or die.
(3) Agents reproduce and the offspring inherit their traits.
(4) Agents age one year.

(5) If fifty years (turns) have passed, the environment changes.

4.3.5 Exploring the Parameter Space

The central question in this study is whether the shape of formative windows
changes the rhythm of cultural change, and whether this effect varies among
populations with different demographic characteristics. To explore this, I ask three
questions of this model:

(1) When the environment changes, how quickly do agents migrate to the favoured trait?

This provides an indication of the speed of cultural change.

(2) How much consensus is there among agents across one run? This helps me get at how

much the population allows for the coexistence of diverging views.
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(38) How much of that consensus is made up of the favoured trait? This gets at how
responsive the population is to environmental changes.

There are many moving parts to this model, so I must be strategic in my
exploration of the parameter space. These questions can be addressed by varying four
elements. First, I vary the ages when agents are most open to exploration - i.e. the mean
of the Gumbel distribution that defines the agents” probability to learn. In one condition,
exploration peaks at 12 and in the other at 20 years old. Second, I vary the age range
within which agents are open to exploration; I do this by changing the variance of these
Gumbel distributions. I use the three variances - 2, 5, and 10 - depicted in Figure 19.
Third, I explore three populations with different demographic configurations. One
where birth rates are high and life expectancy relatively short (8 = 0.1, Sponyus = 0.05,

a = 2). The mean age of this population is around 15. The other where birth rates are
lower but life expectancy longer (8 = 0.05, Byonus = 0.05, @ = 4), which results in an
average age of around 20. The last demographic condition has low birth rates but very
long lifespans (8 = 0.05, Bponus = 0.05, @ = 8), and this results in an average age of
around 30. Lastly, I explore a condition where all social learning is unbiased copying

and another where agents learn vertically 90% of the time.
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This can be seen then as a 2 X 3 x 3 X 2 design, which results in 36 different
conditions. I contend that these combinations help me address the relationship between
cultural change and the shape of formative periods, across populations with varying
demographic properties. I run the model 50 times in each parameter combination, each

run consisting of 500 time-steps.

4.4 Results
4.4.1 Speed of Change

I begin by exploring how quickly cultural change occurs after the environment
changes. To do this, I look at how many agents acquired the favored trait - the one that
corresponded with the state of the environment - in the turns after the environment
changed. Recall that the environment changes every 50 turns, so there are ten changes
for each run. Thus, I examine how many agents acquire the favored trait on the fifty
turns after each change, run a linear regression, and calculate the slope of that line. A
steep slope would mean that the agents coalesced quickly around the favored trait.

Figure 20 shows an example of what this looks like for a single run.
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Figure 20: Slopes indicating speed of change after the environment has varied.

I am interested in the distribution of these slopes across all conditions. Figure 21
shows this distribution for the different social learning conditions. It depicts the average
slope for each condition, showing how quickly the populations tended to change after
the environment had varied. The x-axis represents the variance - 2, 5, and 10 - of the
formative windows and the y-axis the average slopes. The point is the average slope and
the intervals represent the 25th and 75th percentiles of the distribution. The columns
show the age at which the windows peak and the rows, in turn, denote the social

learning condition. Finally, the colors depict the demographic conditions: the condition
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Avg. Slope

where birth rates are high and life expectancy relatively short is red, the one where birth
rates are lower, but life expectancy longer is depicted in green, and the one that has low
birth rates but very long lifespans appears in blue. I use the average age of the

population in each condition - 15, 20, and 30 respectively - to identify them more easily.
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Figure 21: Distribution of slopes of speed of change across conditions.
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At first glance, we notice a broad pattern related to the availability of learners at
any given point. This is most noticeable in the top row that shows the distribution of
slopes for unbiased learning. We notice, for instance, that across conditions, as the
variance of the formative periods increase, so do the slopes. Additionally, when
formative windows are relatively narrow - variance 2 and 5 - we notice that slopes are
slightly higher for populations that have demographic characteristics such that the
average age of the agents is close to the formative window’s peak. These results make
sense: when a wider range of agents are open to learning, then change might happen
more rapidly.

These trends become slightly less clear when most agents engage in vertical
learning. The average slopes still increase as the windows get wider but there is more
uncertainty around them. This is because we are no longer taking into account just the
amount of agents who can learn but also from whom they learn. When agents must
learn from those older than them, we restrict this pool of demonstrators in a way that
makes it more likely to contain agents who have not updated their beliefs. Thus,
learning may become more hit and miss. When formative windows peaks early, vertical
learning is more likely to happen, simply because the focal explorer has a higher chance

of being younger than a random demonstrator. This is perhaps why we see no stark
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differences, when vertical learning is introduced, for the populations where exploration
peaks early and the variance is low. However, differences are clearer for populations in
which formative windows peak later. Here, vertical learning is more erratic. If agents
happen to learn from those who are older than them but still exploring, change is swift.
This is the case of younger populations, which have enough precocious learners whose
elders are still exploring. Nonetheless, when agents learn from their elders who are
settled, then change is slow. This is what we see in older populations, whose average
slopes do not catch up to those of their younger counterparts as windows widen, like we
see in the unbiased copying condition. When learners have a higher chance of selecting a

demonstrator who has not recently updated, then change might happen more slowly.

4.4.2 Extent of Change

Now, I explore how much consensus there is across each condition. To do so, I
examine how each condition allows for the coexistence of multiple traits. One way to
look at this is to look at the percentage of the population that holds the most popular
trait at any given turn. Note that the most popular trait need not be the “favored” trait; it
is simply the one that, at the time, counts the most adherents. Figures 22 and 23 show
the median of the percentage of agents who have the most popular trait on each turn

across all conditions. A one on the y-axis then would indicate that, across the runs,
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agents tended to all acquire the same trait, while a 0.5 would suggest that 50% of the
agents tended to acquire one trait and the other half of the population split itself among
the remaining traits. The columns represent the variance of the formative windows and

the rows their peaks.
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Figure 22: The spread of the most popular trait for unbiased copying.
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Figure 23: The spread of the most popular trait for vertical learning,.

The trajectories here are cyclical and follow the changes of the environment
reliably. At first glance, we notice that in general younger populations tend to reach
higher levels of consensus. This is even more pronounced when vertical learning is
introduced. Another interesting trend is that that across conditions the population with
a mean age of 30 tends to reach lower levels of consensus. This is particularly stark when
the formative windows have high variance: even in this condition, the line of consensus

oscillates around 0.6. The model suggests then that even when a big portion of the
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population is open to exploration - i.e. formative periods are long -, aging populations
might be less likely to reach consensus.

This could be explained by the amount of cohorts that have to coexist at any
given time and how much communication flows between them. When populations are
older, a high portion of the agents are settled in their beliefs. Recall that the aging
population is produced by low birth rates and long lifespans, and thus cohorts are
replaced more slowly and agents spend more time “settled” in a given trait. Thus, this
means that as new information becomes available, new traits will coexist with those of
this already settled group. However, when channels of communication are explicitly
open across cohorts - like vertical learning - more consensus can be reached. The
explorers will copy the older cohorts and while the latter group will not change, the
younger learners will come to acquire the same traits. However, given that vertical
learning is one directional, this communication only works one way: older individuals
will not copy the young and, thus, distinct subgroups are more likely to coexist in

populations who skew older.

4.4.3 Responsiveness to Change

I also explore how much of that consensus is made up of the favored trait. Recall

that the most popular trait is not necessarily the favored trait. But the extent to which the
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popular trait is the favored trait gives us information: it tells us how the population is
coalescing around the current state of the environment - i.e. it suggests how reactive the
population is to environmental changes. Figures 24 and 25 show this: they depict the
median of the extent to which the most popular trait is the favorite trait throughout all
turns, across the different conditions. Like the plots above, the rows represent the
variances of the formative windows and the columns the peak. The x-axis is the mean
age in each demographic condition, and the y-axis shows the proportion of the most
popular trait that was made up of the favored trait. A one on the y-axis, then, would
indicate that the most popular trait is always the one favored by the state of the

environment.
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Figure 24: Proportion of the population that has the favored trait (unbiased

copying).

122



Median %

Median percentage of favored trait

Vertical learning

2 5 10
1.00
- - o
0.75 -l
N Tt
-
- e -
- I
0.50 e 2
0.25
0.00
1.00
0.75
e e -
- =8 ?"
-Bmmmmm———"
0.50 A= 2 e N
- v
.-
0.25
0.00
15 20 25 30 15 20 25 30 15 20 25 30

Demographic Condition

Figure 25: Proportion of the population that has the favored trait (vertical
learning).

There are two interesting trends here. The first is related to the variance of the
formative windows. When a limited age range is open to exploration - variances 2 and 5
- then the most popular traits are less likely to be the favored trait. This means that traits,
which do not necessarily fit the current state of the environment, are being transmitted.
The second pattern is related to the agents’ learning strategy. We notice that the medians
tend to be lower when vertical learning is introduced. This fits with my overarching
results. Agents are copying their elders who might - or might not - be tuned to the

current state of the environment. Vertical learning then increases consensus in certain

populations by opening up communication between cohorts but it means that this
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consensus can be created around traits that do not quite fit the environments where

agents find themselves.

4.5 Discussion

By explicitly varying the shape and length of formative periods, this model offers
interesting insights about how learning across the life-course aggregates to different
patterns of change. An important overarching point of the model concerns the pace of
large-scale change. The results suggests that change tends to happen more quickly when
formative periods are wide or when populations have an average age that is close to the
period when the agents” probability of learning peaks. In other words, change happens
more quickly when there is a higher supply of malleable minds. Now, malleable minds
is not synonymous to “young people” - i.e. people below a certain age. The proportion
of agents open to change at a given point is a function of two interlocking variables: the
age-structure of a population and the shape of formative periods. It is this intersection
that affects the pace of change.

Nonetheless, the simulations that introduce vertical learning highlight that it is
not only about who can learn but also about who can be a source of information.
Learning becomes more erratic when we impose this constraint on the model. Younger

groups may stall if they copy their elders who are locked-in in traits that do not fit with
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the environment or - alternatively - they may experience sudden change if young adults
are both exploring and serving as demonstrators. Older populations tend to experience
lower levels of growth because their pool of individuals who are actively updating and
who can serve as demonstrators shrinks. The model then suggests that the relationship
between the shape of formative periods and a population’s demographic makeup is
important because large-scale change might occur differently depending on the
availability of malleable minds at any given point. Moreover, this relationship might
vary depending on the social learning strategies that are prevalent in a group. The rate
of social change then is affected by the proportion of individuals who are open to novel
information as well as the strategies they will use to retrieve it.

The results also shed light on the extent of change. The model indicates that
when formative windows are wide or when they peak at an earlier age, populations are
more likely to reach high levels of consensus. In turn, populations with a higher average
age or with narrow formative windows tend to reach lower levels of consensus.
However, even when formative windows are narrow, populations might reach high
level of consensus if inter-cohort communication is prevalent, like in the case of vertical
learning. Again, these insights are partly related to the availability of agents who are

undergoing their formative periods. In a population where most agents are open to

125



learning, when novel information emerges, then the group can largely coalesce around
it. But if a group consists of different age groups, some of whom have already settled in
their ways, when new information becomes available, only the active learners will
update their habits. If agents selectively learn from older individuals — most of whom
will be settled in their beliefs — then consensus might be more easily reached. The extent
to which beliefs or habits might spread across a population after they emerge then
depends on the relationship between formative windows and the demographic
characteristics of a group. New ideas will not gain much ground in a population where
most agents are settled in their dispositions or where there is little learning happening
across cohorts, regardless of how much individuals who are open to change are
updating their beliefs.

The model also offers interesting insights regarding the nature of change. By this
I mean the nature of that which is being transmitted. Populations might respond quickly
to new information, coalescing around the trait that fits with the current state of the
environment. However, they might get locked-in a trait that does not currently fit with
the state of world. The results suggests that as formative periods get wider, populations
can quickly settle around the favorable trait. When the variance around formative

periods is smaller, however, many agents retain unfavorable traits. This becomes even
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more pronounced when agents learn vertically. Here, the individuals who learn have a
higher chance of copying another agent whose dispositions are settled and likely out of
sync with the current state of the environment. In general, the model shows that
relatively narrow formative periods and learning strategies that favor the old as
demonstrators results in the retainment and transmission of information that does not
quite fit with agents” surroundings.

At this point, it is worth clarifying that it is not necessarily negative that groups
do not reach full consensus or that they do not coalesce around the trait that currently
tits with the environment. These results echo modeling work on biology which notes
that narrow formative periods make populations less reactive to changes in the
environment. This might be beneficial in a context when the environment changes
frequently or when information is unreliable. Populations with narrow formative
periods might be able to avoid fads —i.e. they might be avoid spreading information that
will soon become obsolete. Moreover, cultural diversity is also a robust strategy in the
face of uncertain circumstances; groups that allow the coexistence of multiple traits
might be able to preserve cultural ideas that, while perhaps presently unhelpful, are

worth keeping, in case they come in handy at a future time.
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Overall, I think these findings point at the importance of considering cultural
change through the lens of demography and the life-course. In a recent essay, Frye
(2014) discusses the role of theory in demography and culture, asking why it seems to be
associated more with the latter. She points at the age-period-cohort problem as one of
the cornerstones of demographic theorizing, whose importance is beginning to be
recognized in other areas. Among those starting to recognize this are researchers
interested in social learning and cultural change, and this paper is an invitation to
further engage with these theoretical considerations. Research on political socialization
has long shown an interest in “generational effects.” The underlying assumption here is
that attitudinal formation occurs at different rates across the life-course. Thus, questions
about cultural change are also question about the demographic composition of
populations and the social organization of the life-course. It is not possible to
understand - let alone theorize about - large-scale social change without considering that
individuals exhibit different probabilities of learning across the lifetime and that this
scales up to population-level capacities to undergo change.

There are important implications in thinking about cultural change and its
relationship with the demographic characteristics of a group. This way of approaching

social change opens up interesting avenues for research. For instance, a lot of
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industrialized societies currently have aging populations. This might mean that they
would be less likely to experience rapid cultural shifts. However, young people in these
societies are increasingly postponing the rituals of adulthood, taking longer to “settle
down.” This could be interpreted as either shifting the age when exploration peaks or
widening the period when agents are open to information. As the model suggests, in a
population whose mean age is increasing, both processes would result in increasing the
capacity for quick cultural change. Thinking about cultural change through a life-course
perspective allows us to bring these dynamics to the forefront and to ask important
questions about the patterns of change we should see in a society given its age-structure

and its norms about exploration.

4.6 Limitations

This agent-based model presents an overly simplistic conceptualization of
cultural change. For instance, all agents inhabit the same environment, have equal access
to it, and share the same mapping between traits and settings. Furthermore, the agents
are not embedded in social networks, which would restrict who they can learn from.
Moreover, agents learn from only one variable at a time. We know that is distinctively
not how culture works: beliefs and habits tend to be bundled and, therefore, cultural

change is never monolithic. Additionally, the models do not consider that the updating
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of beliefs does not happen in a vacuum, but rather in specific social settings. Cultural
change is not only about agents’ probability of exploring. It is also about how certain
socio-historical contexts and structural arrangements might facilitate or inhabit change,
regardless of how many individuals in the population are open to revisiting their beliefs.
Bourdieu’s (1988) work on May of 68 remains a perennial example of how material and
structural conditions can serve as catalysts for change. This paper then provides a
limited outline of how large-scale cultural change occurs.

As Smaldino (2017) notes, agent-based models are stupid. They oversimplify the
problem at hand. But they are generative: they can help outline testable propositions
and shed light on important lines of research. In light of the model’s shortcomings, I
consider that these analyses are better interpreted as looking for the traces of necessary
but not sufficient conditions for cultural change. Large-scale change is undoubtedly
more complex than what I account for here. However, we have plausible evidence, from
different fields, that humans - like other species - have formative periods. If this is the
case, then cultural change can be explained, at least partially, by cohort replacement. The
central insight of this paper is intuitive: the raw materials of cohort replacement are the
agents who are open to updating their habits and beliefs at any given point. Thus, the

proportion of those individuals in a population tells us something about that group’s
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potential for change. Now, having a high proportion of young people does not mean
that groups will change. But it does mean that they could, and the exact proportion of
agents who are undergoing formative periods at any given point might affect the pace

and extent of such change.

4.6 Conclusion

In this paper, I build an agent-based model that explicitly varies the shape and
length of formative periods, which shows that these parameters are important for
understand the pace, extent, and nature of cultural change. The notion of formative
windows has long been key in our theories about socialization, exemplified by the
burgeoning literature on cohort effects. Recent work on attitudinal formation has
brought these periods back to the fore by showing that, while young adults display
active updating, adults rarely change their mind. This finding resonates with theoretical
work on biology which has made great advances in understanding the evolution of
sensitive periods, especially in early and mid-ontogeny. These formative periods have
become a mainstay in simulation work among scholars interested in cultural evolution.
Nonetheless, in these simulations, the functional form of formative periods is rarely a

parameter that is explored. In this paper, I address this gap: I present a model that varies
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the shape of formative windows explicitly and examines how this impacts large-scale
change.

The model suggests that the interplay between sensitive periods of differing
lengths and sizes and the demographic makeup of a population produces varying
patterns of change. My results suggests that when thinking about a population’s
capacity for change, it is important to consider the availability of malleable minds at any
given point. This does not necessarily mean people under a certain age: given that the
shape of formative windows might vary, a population’s proportion of malleable minds
relates to the number of agents who fall within the bounds of the period that that group
has designated for intense exploration. The model also shows that aging populations
with narrow formative windows might be able to foster many different views
simultaneously, as cohorts who have already past their exploration periods coexist with
each other. Crucially, these results vary depending on the social learning strategies we
assume are prevalent in a population. If we assume individuals learn primarily
vertically, then the stock of available demonstrators — who are also themselves updating
their beliefs — affects the pace of change. Moreover, vertical learning opens a more direct

path of communication between cohorts, which might reduce variability in a
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population’s beliefs but might also lead groups to coalesce around “outdated” traits that
do not quite fit their environments.

The overarching argument of the paper is that looking at social change from a
life-course perspective is both necessary and insightful. The idea that a person’s
probability of changing their mind varies across their life is central to most accepted
theories of socialization and has accrued considerable empirical evidence. If we take this
position seriously then we need to acknowledge that questions about social change are
also questions about how learning happens across the life-course, and about the amount
of active updaters that populations have at any given point. This is not a novel assertion:
demographers have long insisted that their theories are important for understanding
aggregate dynamics like social change. What I try to do with this model is to show that
how the life-course is structured affects a population’s capacity to undergo change. This
is not the only variable, but it needs to be part of our explanation. If social change occurs
primarily through cohort replacement, then the length and shape of the windows that
agents have to settle into their views play a key role in explaining how this process

happens.
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Conclusion

In this dissertation, I have approached several question surrounding cultural
meanings and beliefs, illustrating the fruitful possibilities that emerge at the intersection
of the sociology of culture and interdisciplinary work on cultural evolution. Chapter 2
highlights that sociological approaches to measuring cultural meaning can be used to
adjudicate important interdisciplinary debates. Using ACT’s dictionaries of cultural
meanings, I translate widely used moral dilemmas into a semantic structure that allows
me to explore their connotative meanings. Then, I take advantage of ACT’s tractable
approach to meaning to estimate where the prototypical moral wrong is located in
semantic space. I then show that distance from the prototypical moral violation predicts
the time it takes respondents to categorize a dilemma as immoral. This in turn provides
evidence for the idea that template matching undergirds the attribution of immorality.
As a robustness check, I test my findings on naturally occurring text from a corpus of
Vox and Breitbart articles.

Chapter 3 examines how the use of multiple social learning strategies in tandem
results in different patterns of cultural transmission. Importantly, seminal findings such
as the emergence of sub-groups in fully connected structures can be arrived at by

varying the weight that agents place on the information they retrieve using the different
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learning heuristics. We also highlight that many of the insights from the
interdisciplinary work on social learning run parallel and echo work on social network
analysis. We note, for instance, that it is possible to extend classic formulations of social
influence to incorporate empirically validated heuristics like prestige-biased social
learning. Sociological models of cultural transmission then would be enriched by
incorporating the insights from the burgeoning literature on how humans learn cultural
tools from one another.

In the last chapter, I build an agent-based simulation where the main parameters
of interest are the shape and length of formative periods. Most sociological theories of
socialization assume that individuals build lasting attitudes during their early years, and
this resonates with recent work that shows that adults rarely change their beliefs. This
also fits with work on other disciplines which studies the emergence of sensitive periods
early in ontogeny. These formative periods have become a feature of contemporary
models of cultural evolution, but they are rarely the main subject of interest. Here, I
contend that there is sociological evidence that suggests that formative windows might
vary cross-culturally and, therefore, I set out to explore the implications of assuming
different functional forms for these sensitive periods across the life-course. The model

shows that the interplay between formative periods and the demographic composition
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of a population produces the raw materials of cultural change. When there are many
agents open to new information, change might happen quickly. In ageing populations,
the presence of agents who are less likely to revisit their beliefs makes it so that new
cultural trends might spread to a lesser degree. This need not be negative: it might help
groups avoid fads and retain important knowledge. In sum, the assumptions we make
about how open agents are to new information across the life-course have implications
for the kind of patterns of cultural change we should expect to see across different
groups.

Overall, this dissertation shows that establishing a dialogue between sociological
approaches to culture and the ongoing interdisciplinary work on cultural evolution can
yield fruitful results. Chapters 2 and 4 show that sociological insights can help
adjudicate important debates and point toward novel lines of inquiry. Sociological
approaches to measuring cultural meaning prove useful for uncovering the underlying
dimensions that organize semantic spaces. This type of dimensionality reduction is the
goal of a lot of contemporary research on cultural evolution. Furthermore, sociological
work can help shed light on where we should look for effects of cross-cultural
differences: as I argue in chapter 4, sociological work on the life-course offers specific

hypotheses about how periods of exploration might have changed in industrialized
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societies over the past century. Nonetheless, this dissertation also shows that there is
much that sociology ought to incorporate. For instance, chapter 3 highlights that
sociological models of cultural transmission could be more robust if they were more in
dialogue with the work being done by scholars interested in social learning. The
explanatory goals are similar and some of the same results have been arrived at in
parallel, so it would be productive to create more opportunities for dialogue between
these strands of work. There is a growing interdisciplinary awareness of the importance
of culture, both in human and non-human animals; sociologists have been studying
culture seriously for almost as long as the discipline has existed and, therefore, they

should be prominent interlocutors in this interdisciplinary dialogue.
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Appendix A: Moral Dilemmas for Chapter 2

Here is the full list of vignettes that were translated and used in Study 1 and 2.
As explained in the main body of the text, I drew on the work of Gray and Keeney
(2015), Clifford et. al. (2015), and Young and Saxe’s (2011). I chose scenarios that had
been previously used and that I could translate using ACT’s dictionaries. I also decided
to include five scenarios for each of the five moral foundations. Although the idea that
moral wrongs belong to distinct categories has been recently criticized, it remains useful
to examine whether systematic differences exist.
- Someone sticks a pin into the palm of a child they don't know. Adult (1.06,
1.81, 0.29) hurts (-3.17 1.06 0.92) Child (1.89 -1.14 1.87).
- Someone intentionally kills another person. Adult (1.06, 1.81, 0.29) kills (-4.26
1.95 -0.11) Adult (1.06, 1.81, 0.29).
- You see a teenage boy chuckling at an amputee he passes by while on the
subway. Boy (0.84 0.87 1.59) mocks (-2.48 -0.01 1.6) invalid (-0.77 -1.73 -
0.9).
- You see a wife hitting her husband on the side of his head for coming home

late. Wife (2.62 2.21 1.03) hits (-2.66 1.30 2.12) husband (1.95 1.64 0.38).
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You see a teacher hitting a student's hand with a ruler for falling asleep in
class. Teacher (2.5 2.31 0.32) hits (-2.66 1.30 2.12) lazy student (-0.42 -0.76 -
1.56).

You see a soccer player pretending to be seriously fouled by an opposing
player. Athlete (1.81 2.5 2.45) lies to (-2.52 0.73 -0.19) referee (0.71 2.06 1.45).

You see an employee lying about how many hours she worked during the
week. Employee (1.04 -0.37 0.2) lies to (-2.52 0.73 -0.19) boss (0.91 2.79 1.07).

You see a runner taking a shortcut on the course during the marathon. Athlete
(1.81 2.5 2.45) cheats (-3.29 0.15 -0.14) rival (-0.88 1.28 1.32).

You see a judge taking on a criminal case although he is friends with the
defendant. Judge (1.15 2.53 -0.22) befriends (2.36 2.17 0.16) defendant (0.14 -0.32 -
0.15).

You see a student getting an A on a group project when he didn’t do any
work. Student (1.67 0.48 0.11) cheats (-3.29 0.15 -0.14) classmate (0.98 0.15 0.24).
You see a girl ignoring her father's orders by taking the car after her curfew.
Daughter (1.99 1.07 1.02) ignores (-1.73 0.53 -1.27) father (2.69 2.93 0.51).

You see a girl repeatedly interrupting her teacher as he explains a new

concept. Girl (2.1 1.41 0.74) interrupts (-1.99 0.39 1.84) teacher (2.5 2.31 0.32).

139



You see an intern disobeying an order to dress professionally and comb his
hair. Intern (1.41 -1.39 0.05) disobeys (-1.39 0.88 0.59) boss (0.91 2.79 1.07).

You see a player publicly yelling at his soccer coach during a playoff game.
Athlete (2.72 2.71 2.80) yells at (-1.74 1.13 2.64) coach (1.96 2.37 2.19).

You see a student stating that her professor is a fool during an afternoon
class. Student (1.67 0.48 0.11) insults (-2.6 -0.06 1.4) professor (1.83 2.27 0.24).
You see an employee joking with competitors about how bad his company
did last year. Employee (1.04 -0.37 0.2) conspires with (-0.53 1.24 0.08) competitor
(0.521.59 1.4).

You see a coach celebrating with the opposing team's players who just won
the game. Coach (1.96 2.37 2.19) cheers (3.16 2.16 2.28) rival (-0.88 1.28 1.32).
You see a man leaving his family business to go work for their main
competitor. Man (1.1 1.63 0.62) betrays (-3.34 0.53 0.26) relative (2.35 1.59 0.96).
You see a mayor saying that the neighboring town is a much better town.
Mayor (1.03 2.02 0.75) denigrates (-2.07 0.6 0.74) neighbor (1.46 0.49 0.07).

You see a man secretly voting against his wife in a local beauty pageant. Man

(1.1 1.63 0.62) betrays (-3.34 0.53 0.26) wife (2.62 2.21 1.03).
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Someone has an affair with another person, while they are married to
someone else. Spouse (2.7 1.94 0.39) has sex with (2.09 2.45 1.74) Adulterer (-
2.98-0.15 0.21).

Someone hires a prostitute for an evening of sex. Adult (1.06, 1.81, 0.29) hires
(2.23 2.39 0.11) Prostitute (-1.35-1.35 0.93).

You see two first cousins getting married to each other in an elaborate
wedding. Man (1.1 1.63 0.62) marries (2.52 2.28 0.21) cousin (1.58 0.38 0.7).

Man (1.1 1.63 0.62) makes love to (3.14 2.79 1.08) sister (1.91 1.23 1.06). (Adapted
from Young and Saxe's (2011) example of sibling incest).

Mother (2.79 2.84 0.18) sexually arouses (2.28 2.34 0.96) son (1.68 1.4 0.86).

(Adapted from Young and Saxe's (2011) example of parental incest)
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Appendix B: Study 1 for Chapter 2

Here, I go through the model selection process for the models shown in Study 1.1
explain why I chose to fit a parsimonious model, using only semantic components as the
independent variables.

I begin by fitting a total of five models. I add controls in a step-wise fashion to

assess how much they add to the explanatory value of each model. Then, I compare all

models using LOO.
Table 2: Model comparison Study 1, Chapter 2
Model elpd_diff se_diff elpd_loo se_elpd_loo
Parsimonious | 0.00 0.00 -4863.2 57.01
Gender+Politics+Race | -0.02 0.53 -4863.22 56.98
Gender+Politics+Race+Income | -0.03 1.12 -4863.23 57.03
Gender+Politics | -0.57 1.21 -4863.77 57.05
Gender | -0.87 0.55 -4864.07 56.99

The parsimonious here is narrowly better than the one that includes gender, race

and political ideology as co-variates. Given that I am not interested in these population
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differences in the present study, and that the simplest model has the best fit, I err on the

side of parsimony.
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Appendix C: Study 2 for Chapter 2

Now, I am going to conduct the same analysis but for the model in Study 2. To
answer this question, I fitted three different models. In all of them, the outcome variable
is the time it took participants to classify an event as harmful or harmless. The main
independent variable is Euclidean distance from the prototypical moral wrong and I
control for the length of the statement and its readability (using the Felsch Kincaid
index). All models are multi-level, cross-classified models, including varying intercepts
for respondents and scenarios. The main difference is how the term for distance from the
prototype is expressed: the first model includes only a linear term; the second expresses

the relationship in a quadratic manner; and the third describes the relationship

logarithmically.
Table 3: Model Comparison Study 2
Model elpd_diff se_diff elpd_loo se_elpd_loo
Quadratic | 0.00 0.00 -5718.91 85.1
Logarithmic | -0.26 0.94 -5719.16 85.14
Linear | -0.82 1.01 -5719.72 85.15
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The comparison shows that the quadratic model is preferable, but only by a slight
margin. This means that information criteria cannot be my only tool for discerning
which model is more appropriate. I need to rely on more theoretically informed criteria.

My decision to choose the quadratic model is that this pattern shows up in other
parts of the data. For example, the following plot shows the predictions of a cross-
classified, multi-level model that regresses reaction time of harmfulness on the
proportion of participants who classified that event as harmful. The most important
point is that the relationship is parabolic: the events that had the most variance in how
they were categorized took the longest to be classified. This finding furthers validates
the decision to model the relationship between distance from the prototype and reaction

as quadratic.
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Reaction Time by Proportion of Harmfulness
Raw data and fitted model

type
authority
fairness
harm

loyalty

Reaction Time (std)
N

purity

-1 0
Proportion harmful (std)

Figure 26: Relationship between reaction time and the proportion of attributed
harm

Lastly, I am going to show that the results of the model presented in the main
body of the text hold, even when we take the so-called purity scenarios out of the

sample. Here are the coefficient estimates for this model:
Reaction Time Harm
Readability o ——C—
Length — —

Distance_Sqrd o .

Distance o —
Intercept e — ———————
-0.2 0.0 0.2

Excluding purity scenarios

Figure 27: Model excluding the purity scenarios
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Appendix D: Study 3 for Chapter 2

Here, I show that the results for the model presented in the main article hold for
different sizes of the window. These are the coefficients for the model presented in the
text (window of 50 words), a model with a window of 25 words, and a narrow model

with a window of just 10 words.

Prob. of negative moral words

Sentiment O
Length O
Distance O

Intercept -

2.0 1.5 1.0 -0.5 0.0
Window of 25 words

Figure 28: Model for the probability of negative words, window of 25 words.
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Prob. of negative moral words

Sentiment O
Length O
Distance O
Intercept 0

-2.0 -1.5 -1.0 -0.5 0.0
Window of 10 words

Figure 29: Model for the probability of negative words, window of 10 words.

We notice that some of the estimates change in magnitude but the overall trends
remain constant. Especially, the intercept shrinks as the windows get narrower. This
makes sense: the smaller the windows the less chance there is of finding one of the 165

terms on the Moral Foundations Dictionary List.
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