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ARTICLE INFO ABSTRACT

Keywords: Background: Large language models (LLMs) like ChatGPT are increasingly being recognized as credible tools
Artificial Intelligence for use across diverse healthcare settings. While artificial intelligence (AI) use has previously been evaluated in
Chatgpt

emergency medicine, its use in subspecialty care - particularly spine surgery - remains underexplored. This study

;pme evaluates the clinical accuracy, management appropriateness, completeness, helpfulness, and overall quality of
mergenc; i . .
Consuglt Y ChatGPT responses compared to those of board-certified, spine surgeons in response to common emergency

department (ED) consultations.

Methods: A 7-part questionnaire was developed based on common ED spine consultations (eg, Cauda Equina
Syndrome, compression fracture in elderly patients, purulent drainage from surgical wound, acute lumbar disc
herniation, incomplete spinal cord injury, epidural abscess, and metastatic spine disease). Each case included
3-4 questions pertaining to examination, diagnosis, management, and counseling. Responses from ChatGPT and
7 board-certified spine surgeons were restricted to 3—4 sentences per question. Three emergency medicine physi-
cians rated each de-identified questionnaire response using a 5-point Likert scale. Statistical analysis was con-
ducted using a 2-sample T-test with unequal variance. Inter-rater reliability was assessed using pairwise weighted
Cohen’s kappa coefficient (x).

Results: When comparing Al responses versus spine surgeon responses to proposed ED consultations, Al re-
sponses were rated to be superior across all 5 metrics of clinical accuracy, management appropriateness, com-
pleteness, helpfulness, and overall quality (p<.05). Inter-rater reliability was assessed using the average pairwise
weighted Cohen’s kappa coefficient which showed substantial agreement (k=0.76).

Conclusions: ChatGPT responses to emergency department spine consultations were rated as significantly higher
compared to board-certified spine surgeons by emergency medicine providers. Though further improvement and
validation is warranted, these findings suggest that ChatGPT can be a useful clinical adjunct for spine-related
emergency department consultations.
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Introduction

The rapid evolution of artificial intelligence (AI), particularly large
language models (LLMs) such as ChatGPT (OpenAl, San Francisco, CA),
is transforming the healthcare landscape by offering innovative tools
to support clinical decision-making across multiple specialties. Prior re-
search has explored the capabilities of LLMs in fields including radi-
ology, pathology, and general internal medicine [1-3]. More recently,
these capabilities have been investigated within surgical subspecialties,
including orthopedic surgery, where Al is being evaluated for its use in
clinical decision making and treatment guidance [4,5]. Specifically, Al
has found novel applications within the field of spine surgery within the
last 5 years, guiding diagnostic and clinical decision-making and facili-
tating treatment through intraoperative navigation due to its ability to
be trained on vast quantities of pre-existing patient data [6,7].

However, due to the potentially urgent nature of surgical spine cases,
much of the crucial clinical decision-making happens within an emer-
gency department setting. Thus, one of the most promising areas for Al
application is the emergency department (ED), where timely and high-
quality evaluation and management plans are critical to ED workflow
and efficiency. Specifically, these tools have been employed to improve
diagnostic accuracy, streamline imaging interpretation, enhance triage
processes, and support real-time clinical decision-making. These ben-
efits are particularly pertinent given the continued global rise in ED
visits, which consistently outpaces population growth [8,9]. Reflecting
this growing interest, a study by Liu et al. compared the recommen-
dations provided by ChatGPT-4 to those made by orthopedic surgeons,
evaluating their quality and clinical usefulness from the perspective of
emergency medicine providers [4].

While many LLMs currently exist, ChatGPT, developed by OpenAl,
has emerged as the most widely used and extensively studied model in
both non-clinical and clinical settings. Its accessibility, rapid response
generation, and evolving capabilities have made it a focal point for eval-
uating the integration of Al into healthcare. However, much of the cur-
rent literature focuses on non-surgical fields, and limited data exist re-
garding the role of ChatGPT in surgical subspecialties.

Within the ED, spine-related consultations pose a specific challenge,
as they demand rapid, high-quality recommendations—often in envi-
ronments with limited access to fellowship-trained spine surgeons, par-
ticularly during off-hours or in rural settings. The increasing demand for
subspecialty expertise, combined with the rising ED visits and the ED’s
fast-paced environment, highlights AI’s potential to serve as a valuable
adjunct in this domain. Despite the growing interest in Al for health-
care applications, no studies to date have directly compared the quality
and helpfulness of Al-generated responses to those of fellowship-trained
spine surgeons in the context of emergency department consultations.

This study aims to fill that gap by evaluating the performance of
ChatGPT in comparison to spine surgery consultants in responding to
common spine-related ED consults, with emergency medicine physicians
rating each response across 5 domains. We hypothesized that due to
the subspecialty expertise required for spine surgery patients, ChatGPT
would generate inferiorly rated responses compared to board-certified
spine surgery consultants.

Methods

A 7-part questionnaire was developed based on common ED spine-
related consult presentations. Institutional review board (IRB) approval
was not required due to the nature of this study, as well as lack of hu-
man participants or identifiable patient data. All presentations and ques-
tions were phrased as if they were being asked by emergency medicine
providers in a consultation format. Any questions with controversial an-
swers were eliminated to avoid confusion or technicalities in regards to
the accuracy of the answers generated from board-certified spine sur-
geons and ChatGPT. Of note, the model of ChatGPT used was ChatGPT-
40. The 7-part questionnaire presented the following clinical scenarios:
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Cauda Equina Syndrome, compression fracture in elderly patients, puru-
lent drainage from spine surgical wound, acute lumbar disc herniation,
incomplete spinal cord injury, epidural abscess, and metastatic spine
disease. Each clinical presentation was accompanied by 3-4 questions
addressing several portions of the patient encounter, including: exam-
ination findings, diagnosis, treatment, and patient/family counseling.
Supplementary Table 1 showcases the 7 clinical vignettes and corre-
sponding questions.

Both spine surgeons and ChatGPT-40 were provided specific instruc-
tions to answer the questions in a maximum of 3-4 sentences to stan-
dardize the responses. Additionally, to circumvent ChatGPT’s automated
response of deferring medical advice, each part of the questionnaire
was accompanied by a prompt to answer questions as a board-certified
spine surgeon. Seven board-certified spine surgeons from different in-
stitutions were included in the study and answered the questionnaire.
After completion, each questionnaire was de-identified and labeled A-H,
with questionnaire E being the ChatGPT-generated answers. Two board-
certified emergency medicine physicians and one emergency medicine
resident physician were then provided with the de-identified question-
naires and were instructed to evaluate the responses to each question
using a 5-point Likert scale to rate the following metrics: clinical accu-
racy, appropriateness of management plan, completeness, helpfulness,
and overall quality.

Statistical analysis

Response data was stored in an Excel file. SPSS and Microsoft Excel
were used for the statistical analysis. The Likert scale rating was con-
verted into numerical values ranging from 1 to 5, with higher scores per-
taining to higher quality answers. Two-sample t-test with unequal vari-
ance was used to determine statistical significance between Likert scale
ratings of Al versus non-Al response questionnaires. Significance was
defined as p<.05. The consultation responses of Al versus non-Al were
also stratified by consult presentation for further analysis. Lastly, pair-
wise weighted Cohen’s Kappa, a measure of inter-rater reliability, was
used to assess the scoring consistency among the 3 emergency providers
[10,11]. The Landis and Koch scale was utilized to categorize the pair-
wise weighted Cohen’s Kappa values as the following defined cut offs:
<0.00 as poor agreement, 0.00-0.20 as slight agreement, 0.21-0.40 as
fair agreement, 0.41-0.60 as moderate agreement, 0.61-0.80 as sub-
stantial agreement, and 0.81-1.00 as near perfect agreement [12].

In addition to determining statistical significance, Hedges’ g was used
to calculate standardized mean differences to quantify the magnitude of
difference between ChatGPT and spine surgeon responses. Cohen’s d,
the uncorrected form of this metric, expresses the difference between 2
group means in units of pooled standard deviation; however, in cases
where the sample size is small and/or unequal, it can overestimate the
effect. Hedges’ g applies a correction factor to reduce this bias, making it
more appropriate for our study design (21 Al vs. 147 surgeon responses).
Ultimately, effect sizes were interpreted using conventional thresholds:
0.2 (small), 0.5 (medium), and 0.8 (large), providing a measure of the
clinical relevance of statistically significant findings. Positive values in-
dicate higher ratings for ChatGPT.

Results

A total of 168 responses (21 responses from ChatGPT and 147 re-
sponses from spine surgeons) were evaluated across 5 domains: clinical
accuracy, management appropriateness, completeness, helpfulness, and
overall quality. Each response was scored independently by 3 emergency
medicine physicians using a 5-point Likert scale.

Comparison of spine surgeon versus ChatGPT responses

When comparing Al responses versus spine surgeon responses to pro-
posed ED consultations, Al responses were rated to be superior across
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Table 1
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Comparison of ChatGPT and spine surgeon responses across 5 evaluation domains, with mean scores, p-values, and effect sizes (Hedges’ g).

Domain ChatGPT (n=21) Mean+SD Surgeons (n=147) Mean+SD p-value Hedges’ g 95% CI lower 95% CI upper
Clinical accuracy 4.67+0.91 4.13+0.87 .0176 0.61 0.15 1.08
Appropriateness of management 4.52+0.87 3.81+1.06 <.001 0.68 0.22 1.14
Completeness 4.95+0.22 3.69+1.02 <.001 1.31 0.83 1.79
Helpfulness 4.71+0.46 3.81+1.05 <.001 0.90 0.43 1.37
Overall Quality 4.71+0.46 3.76+1.02 <.001 0.98 0.51 1.44

Table 2

Pairwise weighted Cohen’s Kappa coefficient by domain and respondent type.

Domain All responses (x)  Spine surgeons (x)  ChatGPT (k)
Total score across all metrics 0.76 0.74 0.86
Clinical accuracy 0.65 0.35 0.71
Appropriateness of management 0.69 0.65 0.94
Completeness 0.79 0.76 0.00*
Helpfulness 0.84 0.82 1.00

Overall quality 0.79 0.76 1.00

ChatGPT vs Spine Surgeons on ED Consultation Quality

Clinical Accuracy
5

4,

Management

Overall Quality Appropriateness

Helpfulness Completeness

e Chat GPT

Surgeons

Figure 1. Comparison of ChatGPT vs spine surgeon ratings across 5 domains.

all 5 metrics: clinical accuracy, management appropriateness, complete-
ness, helpfulness, and overall quality (p<.05). Table 1 provides a sum-
mary of the response score results. Of note, the most significant dif-
ference between Al versus non-Al responses was observed in the com-
pleteness metric (+34%) and response overall quality (+25%), suggest-
ing that emergency medicine providers perceived ChatGPT as providing
more polished and thorough responses. Figure 1 illustrates a comparison
of ChatGPT vs spine surgeon ratings across the 5 domains.

Effect size analysis was completed using Hedges’ g to show the mag-
nitude of difference between each domain. The magnitude of difference
ranged from moderate for clinical accuracy (g=0.61) and appropriate-
ness of management (g=0.68), to large for helpfulness (g=0.90) and
overall quality (g=0.98). The largest effect size was observed for com-
pleteness (g=1.31), representing a very large difference and indicating
that ChatGPT’s responses were consistently rated as more comprehen-
sive than those of spine surgeons.

Inter-rater reliability

Inter-rater reliability was assessed using the average pairwise
weighted Cohen’s kappa coefficient which showed substantial agree-
ment among all 3 emergency medicine physician raters (k=0.76).!!
Table 2 showcases pairwise weighted Cohen’s Kappa coefficient by do-
main and respondent type. The high inter-rater agreement strengthens
the internal validity of the study’s findings by confirming that the raters
applied consistent evaluation criteria when assessing Al versus non-Al

responses. Notably, raters assigned near-identical scores for complete-
ness for Al responses. The Cohen’s Kappa coefficient produced a value of
0 in this scenario, a statistical artifact that occur when observed agree-
ment is approximately equal to expected agreement by chance.

Comparison of responses stratified by consult type

When stratified by specific consultation types, Al consistently out-
performed non-Al responses in all domains in 5 of the 7 cases. Table 3
showcases the comparison of rater scores between AI and non-Al re-
sponses stratified by consultation type. Notably, Al was rated signifi-
cantly higher across all 5 domains (p<.01) in the following clinical sce-
narios: cauda equina syndrome, central cord syndrome, purulent sur-
gical wound drainage, epidural abscess, and metastatic disease. In the
acute lumbar disc herniation vignette, Al was rated equal to or higher
than non-Al responses in all domains, with significant differences ob-
served in clinical accuracy and completeness (p<.01). Importantly, Al
responses were not statistically inferior in any domain for the elderly
compression fracture scenario.

Discussion

Our study determined that responses generated by ChatGPT were
rated equivalent or significantly higher than those provided by board-
certified spine surgeons across all 5 evaluated domains (clinical ac-
curacy, management appropriateness, completeness, helpfulness, and
overall quality) when assessed by emergency department physicians.
These findings suggest that LLMs like ChatGPT may serve as a valuable
clinical adjunct for emergency department providers when managing
spine-related consultations. Furthermore, the rater evaluations demon-
strated high inter-rater reliability among the emergency medicine physi-
cians, which supports the consistency of the scoring methodology.

ChatGPT’s superior performance across the evaluated domains may
be attributed to several factors. Firstly, the training of large language
models on broad and diverse medical literature enables ChatGPT to gen-
erate comprehensive and consistent responses. Unlike human respon-
dents, ChatGPT is not subject to individual variability in knowledge
base, fatigue, or bias. Notably, ChatGPT was more likely to adhere to
the instructions given for generating a response to the prompt, provid-
ing answers in a comprehensive full-sentence format with uniform for-
matting and clarity, compared to the brevity sometimes encountered in
responses provided by the more time-constrained spine surgeons. These
factors likely contributed to ChatGPT’s higher Likert scale scores in per-
ceived helpfulness and appropriateness in high-acuity, time-constrained
environments such as the ED.
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Table 3
Comparison of rater scores between AI and non-Al responses stratified by con-
sultation type.

Consult type Al Non-Al p-value
Cauda equina syndrome

Clinical accuracy 5 4.2 <.01
Appropriateness 5 4.1 .01
Completeness 5 4.1 <.01
Helpfulness 5 4.0 <.01
Overall quality 5 4.1 <.01
Elderly compression fracture

Clinical accuracy 2.7 4.1 .15
Appropriateness 2.7 3.6 .07
Completeness 4.7 4.1 .26
Helpfulness 4 3.7 .33
Overall quality 4 3.7 .30
Acute lumbar disc herniation

Clinical accuracy 5 4.1 <.01
Appropriateness 4 3.9 .65
Completeness 5 4 <.01
Helpfulness 4 4 .84
Overall quality 4 3.9 .63
Central cord syndrome

Clinical accuracy 5 4.2 <.01
Appropriateness 5 4 <.01
Completeness 5 3.5 <.01
Helpfulness 5 3.8 <.01
Overall quality 5 3.8 <.01
Purulent surgical wound drainage

Clinical accuracy 5 4.1 <.01
Appropriateness 5 3.8 <.01
Completeness 5 3.2 <.01
Helpfulness 5 3.9 <.01
Overall quality 5 3.6 <.01
Epidural abscess

Clinical accuracy 5 4 <.01
Appropriateness 5 3.5 <.01
Completeness 5 3 <.01
Helpfulness 5 3.6 <.01
Overall quality 5 3.5 <.01
Metastatic disease

Clinical accuracy 5 4.3 <.01
Appropriateness 5 3.8 <.01
Completeness 5 3.9 <.01
Helpfulness 5 3.8 <.01
Overall quality 5 3.8 <.01

The findings of our study align with a growing body of literature
assessing the use of Al in the medical setting [3,4,13,14]. In pertain-
ing to orthopedics, one similar study evaluated ChatGPT’s performance
compared to orthopedic surgeons in responding to general orthopedic
consultations from the emergency department, which showed similar
findings with ChatGPT rated higher by ED providers in categories of
completeness, helpfulness, specificity, and overall quality. Beyond or-
thopedic surgery, LLMs have been used to assist in image interpretation,
differential diagnosis generation, as well as clinical documentation. In
dermatology, Al has been found to be superior compared to generalists
and equivalent to expert clinicians in diagnosing skin cancer [15]. In
primary care, Al has been discussed in the context of assisting clinicians
with the timely ordering of screening and ongoing chronic condition
monitoring [14]. These advancements underscore the expanding role of
LLMs as versatile, generalizable tools across multiple healthcare fields.
This study extends this evidence by demonstrating ChatGPT’s compara-
tive effectiveness within the subspecialty context of spine surgery con-
sultations in the emergency department. As an adjunctive tool, Al has
the potential to streamline ED workflows by expediting diagnostic eval-
uations, clarifying management pathways, and facilitating more focused
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communication between emergency providers and spine surgery consul-
tants, particularly in cases where much of the initial workup has already
been completed.

However, despite the increasing utilization of Al in healthcare, these
findings must be interpreted within the context of current limitations in
validation, accountability, and ethical oversight. Literature has demon-
strated that due to inconsistent accuracy and complexity of responses,
advancements in Al are still needed before independent usage in health-
care settings [16,17]. These systems can provide superficially accurate
but often insufficient or over-conclusive recommendations. The poten-
tial for broader clinical implementation of Al requires rigorous insti-
tutional review, continuous performance monitoring, and clearly de-
fined accountability frameworks by providers, patients, and even LLMs
to mitigate the risks of misinformation and inappropriate recommenda-
tions. While current clinical utilization of Al should prioritize publicly
available, de-identified guideline content without inclusion of protected
health information, ensuring full HIPAA compliance, it also remains es-
sential to further explore Al’s role in refining diagnostic and treatment
options in conjunction with physician decision making.

Limitations

This study has several limitations to consider when interpreting the
findings. Firstly, while the clinical vignettes encompass 7 commonly en-
countered spine-related conditions, they do not capture the full com-
plexity of spine consult evaluation, including imaging evaluation and
consideration of other ongoing physical and social comorbidities. This,
along with the text-based presentation of patient vignettes, limits the
evaluation of Al in a real-time clinical environment with dynamic and
multi-modal decision-making processes typical of the emergency depart-
ment consultations; therefore, limiting the generalizability of our study.
Additionally, this study design excludes the imaging and labs that an
evaluating physician would consult when making management deci-
sions, which they would likely also provide to Al to assist in clinical
decision-making. The ability of Al to function as a clinical aide cannot
be fully evaluated without allowing for multimodal data integration.
The consistency enjoyed by Al as a clinical adjunct is restricted by its
difficulty in understanding context and nuance, both of which were not
directly evaluated by our study’s methodology and should be investi-
gated in future studies.

Additionally, while the questionnaire responses were anonymized,
the emergency medicine providers were aware of the general premise
of the study; therefore, subtle differences in tone or language structure
could have introduced bias by revealing which respondent may be hu-
man versus Al, possibly decreasing the blinded nature of the study. The
directive given to ChatGPT to generate an answer as a board-certified
spine surgeon may also have artificially inflated response quality; how-
ever, this was necessary to bypass ChatGPT’s automated response of
deferring medical advice. To decrease observer bias, future investiga-
tions should compare ChatGPT outputs with and without this directive
to compare the difference in perception by evaluators. One limitation
of our study is the unequal number of questionnaire responses per arm,
with 21 ChatGPT responses generated by a single LLM compared to the
147 responses from 7 surgeons. This imbalance can increase sampling
variability in the smaller arm (ChatGPT) and affect variance estimates,
potentially limiting the reliability of statistical inference. To enhance
statistical robustness, we applied Welch’s unequal-variance t-test and
standardized effect sizes with Hedges’ g, which demonstrated consistent
directional effects across all domains in favor of the Al responses. Fu-
ture studies should expand the analysis to other Large Language Models
(LLMs) such as Perplexity, Gemini, and Copilot.

Conclusion

ChatGPT responses to emergency department spine consultations
were rated as significantly higher than or equivalent to board-certified
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spine surgeons by emergency medicine providers. While more research
is necessary to both improve and evaluate AI's performance in more
complex clinical scenarios and consequently further validate these find-
ings, our study suggests that ChatGPT shows promise as a useful clinical
adjunct for spine-related emergency department consultations.
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