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Abstract

The last decade has witnessed the rapid growth of many innovative and disruptive business models.

This dissertation identifies a few of the unique inefficiencies and challenges that these new business

models bring for small entrepreneurs and recommends ways to solve them.

The second and third chapters of this dissertation focus on rewards-based crowdfunding platforms

such as Kickstarter and Indiegogo, where entrepreneurs designing new and innovative products

solicit monetary pledges from a population of potential contributors. If total pledges exceed a pre-

specified funding target, the entrepreneur distributes non-monetary rewards—typically, units of the

new product—to these contributors. Otherwise, the contributors are refunded their pledges.

The second chapter explores how an entrepreneur might overcome one of the most significant

challenges in crowdfunding: credibly signaling information about the quality of the new product to a

pool of small, uninformed contributors. We find that the entrepreneur should signal high quality by

setting a high target that is distorted above the full information optimal level. While a separating

equilibrium always exists, a pooling equilibrium can only occur under very specific circumstances.

We show that the high target affects the quality choice of entrepreneurs and may deter unique, high

quality projects. In addition, we discuss how the entrepreneur should modify the signaling strategy

when a high target potentially deters backers from pledging due to the cost of participating in a

failed campaign.

The third chapter explores how to design such crowdfunding campaigns when contributors choose

not just whether to contribute, but also when to contribute. We show that strategic contribution

behavior—when contributors intentionally delay their pledges until campaign success is likely—

can arise from the combination of non-refundable (potentially very small) hassle costs and the

risk of campaign failure, and can explain pledging patterns commonly observed in crowdfunding.

Furthermore, such delays hurt the entrepreneur if contributors are distracted, i.e., if they may fail to

return to the campaign after an intentional delay. To mitigate this, an entrepreneur can use a simple

menu of two rewards with a fixed number of units sold at a low price, and an unlimited number

sold at a higher price; this segments contributors over time based on the information they observe

upon arrival. Despite its simplicity, such a menu performs well compared to a theoretically optimal
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menu consisting of an infinite number of different rewards and price levels under many conditions.

The fourth chapter focuses on another business model: subscription box services that deliver

shipments of products to consumers at regular intervals for a fixed, per-box fee. Two challenges for

providers of such services are acquiring new subscribers and retaining existing ones. We show that

providers can respond to these challenges by managing the content of their subscription boxes over

time when selling to customers that are heterogeneous along two dimensions: their utility for the

contents of each box, and their utility for the service of content curation and delivery. The provider

faces a budget for the total value (i.e., the quality) of box contents over a finite time horizon,

and must allocate that budget over time to maximize total demand. Allocating more budget to

a particular period increases consumer utility for the box—and hence the subscription rate—in

that period, but at the expense of reducing the remaining budget for other periods. We show that

it is generally not optimal for the service provider to allocate her budget equally and maintain

consistent quality over time. If consumer heterogeneity is low, the optimal content strategy is to

increase quality over time, which prioritizes retention over initial acquisition (i.e., quality starts low,

acquiring few consumers, but increases to induce consumers to continue subscribing). On the other

hand, if heterogeneity is high, the optimal strategy is to decrease quality over time, prioritizing

acquisition over retention (i.e., quality starts high, acquiring many consumers, but decreases over

time, retaining only consumers who highly value the service).
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Chapter 1

Introduction

The decade since the 2008 recession has seen a surge of many innovative business models that have

disrupted their traditional counterparts. While this trend is often synonymous with large, rapidly

growing corporations such as Uber and Airbnb, small entrepreneurs are also an integral part of this

new economy. This dissertation focuses on two such business models: rewards-based crowdfunding

and subscription box services, identifies a few of the unique inefficiencies and challenges that these

models bring for small entrepreneurs, and recommends ways to solve them.

The next two chapters focus on rewards-based crowdfunding platforms such as Kickstarter and

Indiegogo. These platforms help entrepreneurs (“she”) raise small amounts of funds from a large

number of individuals (called “contributors” or “backers”) online to develop new products.1 The

contributors who pledge these funds typically receive a finished unit of the product as a reward.

Hence, they serve as both investors in the venture and consumers of the product. These campaigns,

in most cases, also require the entrepreneur to specify a target total funding level. She only receives

the pledges and delivers rewards to the contributors who donated to the campaign if the campaign

succeeds in receiving enough pledges to meet this target; otherwise, the campaign fails, and pledges

are refunded to the contributors. Crowdfunding democratizes the access to funds for small en-

trepreneurs by taking the funding decision from a few large, institutional investors and giving it to

the crowd. Till date, over 480,000 campaigns have been launched and about $5 billion have been

raised on Kickstarter alone.2

1.1 Chapter 2: Signaling to the Crowd: Private Quality In-

formation and Rewards-Based Crowdfunding

Even though crowdfunding has many advantages over traditional financing, there are drawbacks to

this model. One of the most significant drawbacks is the information asymmetry problem: on a

crowdfunding platform, contributors must make investment decisions before the product has been

1The terms “backer” and “contributor” have been used interchangeably throughout this dissertation.

2See https://www.kickstarter.com/help/stats?ref=global-footer
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brought to market. Hence, they possess less information about the quality of the product than the

entrepreneur. While institutional investors have the resources and the expertise to investigate the

quality of products in the development phase, a similar level of scrutiny cannot be expected from

the many individuals that comprise the crowd. An entrepreneur using crowdfunding, thus, has the

opportunity to overstate the quality of her product and “trick” potential contributors, uninformed

about product quality, into pledging to her campaign. Indeed, a survey of contributors revealed

that around 9% of campaigns on Kickstarter either failed to deliver rewards or delivered a reward

that was very different from what was promised in the campaign (Mollick, 2015).

The second chapter of this dissertation has sought to address the question of whether it is possible

for an entrepreneur to signal product quality through the design of her crowdfunding campaign. We

show that an entrepreneur can signal high quality by setting a higher campaign target than would

otherwise be optimal under full information. A low quality entrepreneur mimicking a high quality

one and also setting a high target will not receive pledges from any contributor informed about

quality. Hence, the demand for her product will decrease and her risk of failure will be substantially

higher, making mimicking prohibitively costly for her. In essence, the high target projects a high

quality entrepreneur’s confidence of being able to receive pledges from all contributors, informed and

uninformed, and differentiates her from a low quality one. Unfortunately, the more innovative the

product, the larger the number of uninformed contributors, and the larger this distortion in target

needs to be in order to effectively signal high quality. The risk of failure is, therefore, high even for

the high quality entrepreneur when products are especially innovative. Consequently, information

asymmetry pushes entrepreneurs to lower the quality of innovative products and avoid this signaling

cost.

The research in this chapter has been conducted under the supervision of Robert Swinney. The

chapter is based on the paper Chakraborty & Swinney (2019b).

1.2 Chapter 3: Designing Rewards-Based Crowdfunding Cam-

paigns for Strategic (but Distracted) Contributors

The third chapter of the dissertation analyzes the effect of contributors strategically delaying their

pledges during a crowdfunding campaign. Only about a third of all campaigns on popular platforms
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actually attain their funding targets.3 The inherent uncertainty of success makes participating in a

campaign a risky proposition for contributors, and gives them an incentive to delay their pledges in

order to obtain better information about the chance of success. However, entrepreneurs often lose

contributors who decide to strategically delay their pledges because they forget about the campaign

or because end up spending their funds elsewhere. This creates a revenue loss for an entrepreneur

and further jeopardizes the chance of success of her campaign. We demonstrate that it is possible for

the entrepreneur to induce two different outcomes for her campaign which explains the two broad

contribution patterns that are commonly observed in practice: a “no delay” outcome in which all

backers participate immediately upon arrival leading to a “flat” contribution pattern after the first

few days of the campaign, and a “strategic delay” outcome in which some backers strategically delay

their contributions leading to a “last minute surge” in pledges. Furthermore, we design a menu of

rewards and corresponding pledges wherein the required reward price varies with the state of the

campaign, and show that even a simple menu with a fixed number of units sold at a low price, and

an unlimited number sold at a higher price can be very effective at mitigating such strategic waiting.

The research in this chapter has been conducted under the supervision of Robert Swinney. The

chapter is based on the paper Chakraborty & Swinney (2019a).

1.3 Chapter 4: Managing Subscription Box Content Over

Time to Acquire and Retain Subscribers

The fourth chapter focuses on subscription box services wherein a service provider curates a bun-

dle of complementary products and ships them to consumers at regular intervals for a fixed, pre-

determined, per-box fee. While meal-kit boxes such as Blue Apron or cosmetics boxes like Birchbox

are amongst the most famous examples of such subscriptions, there are about 3500 different subscrip-

tion box services with an estimated market size of over $10 billion (Forbes, 2018b; FuelbyMcKinsey,

2018). Despite their popularity, many of these subscription services are struggling from the lack

of long-term subscribers. Surveys show that only about half of respondents who had considered a

subscription actually started one and the average length of a subscription is just 125 days (McKin-

sey & Company, 2018; Shorr Packing Corp., 2016). A key challenge that these services face is to

balance their limited resources between acquisition of new consumers and retention of existing ones

3See footnote 1.
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(McCarthy & Fader, 2017).

This chapter focuses on how a service provider (“she”) can maximize her demand by optimally

varying the contents of her box over time when she faces a market of consumers who are hetero-

geneous in their preferences and learn their idiosyncratic valuation for the subscription upon using

it. We show that when consumers derive similar utility from the subscription, the service provider

should focus on consumer retention by slowly increasing the quality of contents of her boxes over

time. Under this strategy, even though the provider adds new consumers slowly over time, she max-

imizes her demand by ensuring that most of her existing subscribers continue their subscriptions

because of the higher quality of future boxes. On the other hand, when consumers are very different

in their preferences, she should focus on consumer acquisition by decreasing her quality over time.

In this case, she maximizes her demand by adding a large number of subscribers at the beginning,

although many of them might eventually cancel their subscriptions as she lowers the quality over

time.

The research in this chapter has been conducted under the supervision of Robert Swinney and

Fernando Bernstein. The chapter is based on the paper Bernstein et al. (2019).
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Chapter 2

Signaling to the Crowd: Private Quality

Information and Rewards-Based Crowdfunding

2.1 Introduction

Crowdfunding, the process of funding a project or venture by raising many small pledges from a

large number of individuals over the internet, has experienced dramatic growth in the past decade,

and by some estimates is expected to reach a volume of $90 billion per year by 2020 (Forbes, 2015).

While there are many kinds of crowdfunding in practice, in this paper, we focus on a particular

type of crowdfunding—rewards-based—in which entrepreneurs raise funds through platforms like

Kickstarter and Indiegogo to develop new products. The definition of a “product” in the context

of rewards-based crowdfunding can be quite broad: it can be a physical good, such as an electronic

device, an information good, such as software, a movie, or music, or a service, such as a live show or

a restaurant. For concreteness, we focus our discussion around physical products, but our insights

extend to many other types of products commonly funded via crowdfunding platforms. In rewards-

based crowdfunding, an entrepreneur, whom we refer to as the “creator” or “she,” starts a campaign

on a crowdfunding platform by providing detailed information about her product. She typically

offers a menu of “rewards”—most commonly, some version of a finished unit of the product—and

corresponding donation amounts, with larger donations resulting in a higher quantity of the product

or a more valuable version with better features.

Individuals, whom we refer to as “backers” or “contributors,” visit the platform website, read

about the campaign, examine the menu of rewards, and decide whether to donate to the campaign

and which reward to choose.1 An important feature of rewards-based crowdfunding is that backers

who invest in a campaign typically receive the finished item, and hence they serve as both investors in

the venture and consumers of the product. In the most common type of rewards-based crowdfunding,

called all-or-nothing or fixed funding campaigns (popularized by Kickstarter), in addition to the

menu of rewards, the creator also specifies a target total funding level. If the campaign meets its

1The terms “backer” and “contributor” have been used interchangeably throughout this dissertation.
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target, it “succeeds,” and the creator receives the pledges and delivers rewards to the backers who

donated to the campaign. Otherwise, the campaign fails, the pledges are refunded to the backers,

and the creator does not deliver any rewards. Thus, in essence, the fixed funding mechanism allows

creators to make production contingent on the level of demand, whereas a more traditional make-

to-stock retail approach would typically require that production begin before demand is observed.

Despite its many advantages, there are drawbacks to the crowdfunding model. One of the

most significant is that rewards-based crowdfunding inherently depends on soliciting donations from

backers before the product has been brought to market. This leads to an information asymmetry

problem: on a crowdfunding platform, backers must make investment decisions while possessing less

information about the quality of the product than the creator. This information asymmetry problem

gives creators the opportunity to overstate the quality of their product, which introduces significant

risk for potential backers. To mitigate this problem, crowdfunding platforms have introduced several

features. On Kickstarter, creators who give physical products as rewards are often required to have

a fully functioning prototype of the reward while running a campaign. Creators are encouraged

to provide as much information about the product as possible, including expected shipping dates

for rewards and possible risks that might delay or derail the project. Creators are also prohibited

from uploading any computer rendered video or image of the product on their campaign webpage.

Besides designing sophisticated fraud detection algorithms, Kickstarter also encourages backers to

report any suspicious activity on the platform.

Nevertheless, such measures are far from perfect, and while there are many crowdfunding success

stories, there are also numerous examples where campaigns received significant funding, only to later

disappoint backers with low quality finished products. For example, the Pebble smartwatch is one

of the most successful Kickstarter campaigns of all time, raising over $10 million in 2012 while

simultaneously exceeding consumer quality expectations and establishing Pebble as an early leader

in the smartwatch industry (MIT Technology Review, 2016). In the exact same product category,

however, the Kreyos smartwatch, launched with a similar target and price as the Pebble, raised over

$1.5 million, but the final product was significantly delayed and backers were disappointed to find

that the devices lacked many of the promised features and were often defective (PCWorld, 2014).

Another notorious example is Zano, a campaign for small drones that raised ₤2.3 million, making

it the most successful European campaign of its time. However, as with the Kreyos smartwatch,

Zano’s creators delivered rewards to only a handful of backers before declaring bankruptcy, leaving
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the remaining backers in the lurch. An independent journalist hired by Kickstarter discovered that

the creators promised advanced product features in the campaign that were beyond their expertise

(Medium.com, 2016). In both instances—and numerous other examples (Gizmodo, 2014)—creators

overstated the low quality of their offerings and convinced a large number of small, uninformed

backers to donate to their campaigns.

These examples point to an inherent information asymmetry problem in the crowdfunding model

that persists despite the best efforts of platforms like Kickstarter: campaign creators know more

about the likely quality of the finished product than potential backers, and they may mislead

backers in an attempt to increase their profits. In turn, this information asymmetry impacts both

the financing and sale of the product, due to the conflated nature of these roles in a crowdfunding

campaign, and the inefficiencies that this generates could have far reaching consequences for the

viability and profitability of crowdfunding campaigns. In this paper, we explore precisely this issue,

as we consider how private quality information impacts rewards-based crowdfunding. Specifically,

we study a stylized model in which a creator starts a crowdfunding campaign with a single unit of

the finished product as the only reward. The product can be either of high or low quality, and the

creator of a low quality product might try to disguise her product as a high quality product. While

all backers value the high quality product more than the low quality product, only a fraction of

backers are “informed” and can correctly infer product quality without any signal from the creator.

Another segment of backers are “uninformed,” and the creator can signal product quality to these

backers via her choice of the reward price and funding target. Using this framework, we consider the

following research questions. First, how can creators optimally design rewards-based crowdfunding

campaigns in the presence of asymmetric information to credibly signal product quality (§2.4)?

Second, when signaling is possible, how does it affect the creator’s incentive to design a high quality

product (§2.5)? And third, how should a creator modify her signaling strategy when backers have

significant outside options that provide them a non-zero reservation utility and make investing in a

campaign costly (§2.6)?

2.2 Literature Review

Our paper is related to two streams of literature: signaling product quality and crowdfunding. The

literature on asymmetric information about product quality and signaling began with Akerlof (1970)
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and Spence (1973). Since these seminal papers, there has been substantial work on various ways

to signal product quality, including via price (Bagwell & Riordan, 1991), advertising (Kihlstrom

& Riordan, 1984; Milgrom & Roberts, 1986), warranties (Spence, 1977; Grossman, 1981), money

back guarantees (Moorthy & Srinivasan, 1995), limiting product availability and creating a scarcity

(Stock & Balachander, 2005), choosing a slower service rate to create a longer queue (Debo et al. ,

2012), and rationing capacity in an advance selling period (Yu et al. , 2015). Kirmani & Rao (2000)

provide an overview of the quality signaling literature. Our paper adds to the literature on quality

signaling through price by incorporating the unique features of rewards-based crowdfunding, i.e.,

the fixed funding mechanism and the associated funding target.

In contrast to the literature on signaling product quality, the literature on crowdfunding is far

more recent and less extensive; Kuppuswamy & Bayus (2018) and Moritz & Block (2016) provide

a detailed survey of this growing area. Works that consider the creator’s optimal campaign design

and issues of adverse selection or moral hazard are particularly related to our model. Among these,

Chang (2016) considers a moral hazard problem where the backers are not certain whether the

creator will actually deliver the rewards or run away with the money raised from the campaign.

Strausz (2017) studies a similar moral hazard problem and show that the optimal crowdfunding

mechanism should implement deferred payments to the creator, a practice used by platforms like

PledgeMusic. Chemla & Tinn (2018) compares fixed funding with an alternate funding scheme

called flexible or keep-it-all funding in the presence of similar moral hazard issues. The authors

find that the value of learning the uncertain demand is high enough that it allows the firm to

endogenously overcome moral hazard by choosing fixed funding with a high target. Both Roma

et al. (2018) and Babich et al. (2019) consider the information generated from the performance

of a crowdfunding campaign and study its effect on the creator’s choice between crowdfunding and

more traditional ways of fundraising like venture capital funding. None of these papers consider

information asymmetry about product quality between the creator and the backers.

Belavina et al. (2018) study crowdfunding in the presence of performance opacity (i.e., backers

do not observe the quality of the product) and funds misappropriation (i.e., the creator may not

deliver the reward), and propose new policies that a crowdfunding platform can implement to

deter misconduct by creators. Belleflamme et al. (2014) also study crowdfunding with asymmetric

information about quality using a model that is quite different from ours. In their paper, the

backers are heterogeneous in their valuations and there is no demand uncertainty. Our work thus
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incorporates an important element of the crowdfunding problem that is not addressed in Belleflamme

et al. (2014), namely the way creators can use target funding levels to help mitigate the impact

of demand uncertainty as well as signal product quality. Perhaps the most closely related paper

is Sayedi & Baghaie (2017), who consider a model in which creators signal their marginal cost of

quality via their campaign design. Our paper differs from theirs in several key ways. Most notably,

Sayedi & Baghaie (2017) assume that information asymmetry in crowdfunding derives from the

heterogeneous marginal quality costs of creators, while we assume it derives from their intrinsic

quality levels. In addition, Sayedi & Baghaie (2017) assume that either all backers are perfectly

informed about quality, or all backers are uninformed about quality; we allow for a mix of informed

and uninformed backers, and this mixture drives many of our insights. Finally, Sayedi & Baghaie

(2017) assume that total market size is deterministic but valuations are a stochastic function of

quality, whereas we assume market size (the number of backers interested in the product) is itself

stochastic.

In addition to the theoretical work on signaling in crowdfunding, there is also limited but growing

empirical research on the topic, with somewhat conflicting results: Frydrych et al. (2014) find that

a lower target signals legitimacy of a campaign, while Devaraj & Patel (2016) find a higher target

signals higher quality. Our work adds to this stream by providing theoretical support for the use of

a higher target level to signal a higher quality product.

2.3 Model

A creator sells a new product via a campaign on a rewards-based crowdfunding platform with a

single unit of the product as the only reward. We consider the fixed funding mechanism, in which

the campaign is deemed successful and the creator receives the pledges and is obliged to deliver

rewards as long as the total pledges received by the campaign meet its funding target. Otherwise,

the campaign fails, backers are refunded their pledges, and the creator does not deliver any rewards.

The creator thus sets the reward price p and the funding target C, and we call (C, p) the design

parameters of the campaign.
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2.3.1 Backers

Our model of asymmetric quality information is similar to Bagwell & Riordan (1991) and Stock

& Balachander (2005) in that we assume that the product can be either of high or low quality.

For brevity, we refer to the high quality product and its creator as “H-type” and the low quality

product and its creator as “L-type.” Backers have homogeneous valuations vH and vL for the H-type

and L-type products, respectively, where vH > vL. This difference in quality can arise in multiple

ways. First, there could be differences in the attributes or performance of the rewards delivered by

the creators; indeed, such uncertainty in performance is common with the type of new, innovative

products typically launched via crowdfunding platforms. This would directly lead to a difference in

utility from the products offered by the two creator types.

Second, there could be differences in the capabilities of the creators to successfully deliver rewards

to backers after the campaign meets its target. Most creators on crowdfunding platforms are novice

entrepreneurs and typically do not have prior interactions with their supply partners, making their

ability to successfully execute the production process uncertain for backers; indeed, a survey of

backers revealed that around 9% of campaigns on Kickstarter either failed to deliver rewards or

delivered a reward that was different than what was promised in the campaign (Mollick, 2015).

Differences between creators in their ability to successfully deliver rewards could generate differences

in expected valuations vH and vL. To observe this, suppose that xi is the probability that a type i

creator delivers rewards after a successful crowdfunding campaign. With complementary probability

1−xi, the technical challenges of product development or manufacturing are too significant, or other

unforeseen obstacles to production arise, and the creator fails to deliver rewards while also exhausting

all the funding she raised; in that event, backers receive nothing for their pledges, i.e., they receive

zero utility rather than a reward with positive utility. If the H-type creator is more likely to deliver

rewards than the L-type, i.e., 0 < xL < xH < 1, i.e., and the rewards offered by the creators have

identical value upon delivery (call it v), then when a backer pledges to the campaign of a creator of

type i ∈ {H,L}, he fails to receive the reward (and hence loses its utility) with probability 1− xi,

leading to an expected valuation of vH = xHv for the H-type creator and vL = xLv < vH for the

L-type creator. Consequently, one way to interpret the heterogeneous valuations in our model is as

a result of heterogeneity in the chance that creators fail to deliver the promised rewards.

Although backers are homogeneous in their valuations, they are heterogeneous in their knowledge
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about the creator’s type, e.g., they are heterogeneous in their ability to accurately assess the features

of the product or to determine whether the creator has high or low likelihood of delivering the

product. A prospective backer who is an expert in a particular product category will be able to

discern the value of the reward or the probability of reward delivery with a higher degree of accuracy.

We call these backers “informed” and suppose that they are perfectly knowledgeable about the true

quality of the product, and so pledge as long as the price p ≤ vL for the L-type and p ≤ vH for the

H-type. Other backers, with less expertise, may have a more difficult time assessing this information;

we call these backers “uninformed.” Uninformed backers do not know the creator’s true type, and

must determine this information based on the design of the campaign and their common prior belief

b
′ ∈ (0, 1) of the probability that a product is of H-type. This common prior could be derived, for

example, from observing the historical fraction of campaigns on the platform that are of high and

low quality. After observing target C and price p, uninformed backers form a posterior belief b
′′

that the product is H-type, and pledge to the campaign as long as their expected valuation exceeds

the selling price, i.e., if b
′′
vH +(1−b′′)vL ≥ p. The total number of backers interested in pledging to

the campaign is a random variable N , which for most of our analysis is uniformly distributed in the

interval [0, N̄ ]. (We discuss alternative distributions at the end of §2.4.) We denote the probability

density function of this random variable N as f(·) = 1
N̄

. Uninformed backers comprise a fraction α

of the total number, N , while the the remaining fraction are informed backers.

To focus on information asymmetry about product quality, we assume that all backers know the

fraction of uninformed backers, α, and are aware that the backer population is uniformly distributed

in [0, N̄ ]. In our base model in §2.4, backers are risk neutral and incur no additional opportunity or

hassle cost while pledging to the campaign. In case of campaign failure, their pledges are refunded,

and as a result the chance of campaign failure does not encourage backers to strategically delay

or forgo pledges (see Alaei et al. , 2016 and Chakraborty & Swinney, 2019a for models of such

behavior). Backers thus pledge to a campaign as long as their expected surplus from pledging

is non-negative, given their type (informed or uninformed), prior beliefs about the quality of the

creator’s product, and any information learned by observing the design parameters of the creator’s

campaign. §2.6 relaxes this assumption and considers the impact of a backer opportunity cost from

pledging.

Backers visit the campaign in a random order, and we assume potential backers are incapable

of learning the quality of the product by observing the current number of pledges, i.e., herding and
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informational cascades are not possible. We make this assumption for two reasons. First, in practice

many “friends and family” of creators—unknown in number to other potential backers—contribute

to campaigns to help the creator, often disregarding their valuations for the product. When an

uninformed backer observes that a campaign has already received a certain number of contributions,

she is likely unaware of which type of backers (i.e., informed, uninformed, or friends and family)

pledged and which type declined to participate in the campaign. Such “irrational” pledging will

therefore partially obfuscate any information conveyed in the pledge level, and making accurate

inferences about product quality solely from the current number of contributions will be challenging

for potential backers. Second, herding is often inefficient in practice: a case in point is Skarp, a

campaign for a “laser razor” that received over $4 million in contributions despite posting a video

on the campaign webpage that showed a prototype which was extremely ineffective (The Verge,

2015). Therefore, we adopt a common approach used in much of the signaling literature by deriving

an optimal strategy that separates the H-type creator from the L-type creator based purely on

information conveyed in the design of the campaign. In this “static” approach, rather than relying

on backers to dynamically update their beliefs based on the current number of pledges they observe

upon arrival, it is possible for the creator to make the quality of the product apparent even to the

first arriving backer. In this way, the creator in our model can persuade all backers to pledge to the

campaign irrespective of the number of pledges they observe upon arrival; we leave the interesting

question of how best to incorporate observed pledges to design crowdfunding campaigns to generate

information cascades amongst backers to future work.

2.3.2 The Creator

Manufacturing either type of product requires a fixed cost and zero variable cost. The fixed cost for

the H-type and L-type products are SH and SL respectively. These fixed costs represent the expense

of moving from the design and prototyping phase (which has typically been completed before the

campaign begins) to full scale production, and once the creator has invested the fixed cost, she can

satisfy all demand without incurring any additional expense. We assume that SH ≥ SL, reflecting

the fact that greater development and startup costs are typically required to develop higher quality

products, make the production process and supply chain more reliable, or increase the probability of

delivering rewards to the backers. This assumption is aligned with the general literature on product

quality that assumes higher quality comes with greater cost (Mussa & Rosen, 1978; Desai, 2001;
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Jerath et al. , 2017).

We model positive fixed costs and zero variable costs for two reasons. First, fixed costs are

essential for incorporating one of the key elements of fixed funding rewards-based crowdfunding,

i.e., to ensure production commences only if demand is sufficient to guarantee profitability. Second,

provided the margin on a H-type product is greater than that of an L-type product, positive variable

costs would have minimal impact on the results and underlying forces governing the creator’s actions,

reducing the profit of each unit sold but not fundamentally altering the fact that the creator seeks

to design a campaign to ensure profit is sufficiently high to justify moving forward with production

and incurring the expense of the fixed cost. Hence, for ease of exposition, we focus on the more

salient of the two costs: the fixed cost. For i ∈ {H,L}, we assume that the startup cost satisfies

Si < N̄vi, which means that for either type of creator, the likelihood of campaign success is in (0, 1),

i.e., success is neither assured nor impossible.

A few of our assumption bear further discussion. First, in practice, if the campaign is successful,

the crowdfunding platform charges a certain percentage (presently 5% for both Kickstarter and

Indiegogo) of the total pledges received by the campaign. We have ignored this fee for simplicity,

though it can be easily included as a constant multiplicative factor. Second, we assume the creator

has perfect information regarding her own type, i.e., the creator knows whether she is L-type or

H-type. In practice, it may be the case that there is also uncertainty for the creator regarding the

value of her product or her chance of delivering her rewards; however, even in this case, it is likely

that the creator possesses more information about these factors than the uninformed backers. To

keep our analysis parsimonious, we assume that the creator possesses perfect information, although

it is possible to allow imperfect information for the creator as well, provided that information is

more accurate than the information possessed by the uninformed backers. Third, we assume that

the creator knows both the fraction of uninformed backers, α and the distribution of market size. In

reality, given that many products listed on crowdfunding platforms are very new and unique, it may

be difficult for a creator to estimate these values; however, for the sake of analytical tractability, we

assume that both are known, and leave the interesting question of how to address “unknown” levels

of backer expertise or market size distribution to future work. Lastly, we focus only on the campaign

itself, and we do not consider events after the campaign where the backers and other customers may

have another opportunity to purchase the reward, and where creators may earn additional revenue.
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We consider a sequential game of incomplete information in which the creator designs her cam-

paign by choosing an appropriate funding target C and price p to maximize her total expected profit

at the end of the campaign, which is her net income from the campaign after paying the startup

cost. We use the concept of Perfect Bayesian Equilibrium (PBE) and analyze two possible types of

equilibria: separating, in which the uninformed backers can distinguish the two types perfectly, i.e.,

where their posterior belief that product is of high quality, b
′′

is either 0 or 1, and pooling, where

the uninformed backers do not learn any new information from the creator’s campaign design, i.e.,

where the posterior belief b
′′

= b
′
, their prior belief. PBE allows us to set arbitrary beliefs for

strategies that do not lie on the equilibrium path. As is common in signaling models with two

distinct types of senders (e.g., Spence 1973; Milgrom & Roberts 1986; Stock & Balachander 2005),

we assume that if such a strategy is ever observed, the uninformed backers would believe that the

deviating creator is of L-type, i.e., b
′′

= 0. Another common feature of signaling games with PBE is

a continuum of equilibria; we thus employ the intuitive criterion (Cho & Kreps, 1987) for refining

the set of equilibria and identify a unique equilibrium whenever possible. An equilibrium will fail

the intuitive criterion when the creator of one type can deviate and be better off, provided the

uninformed backers recognize her true type, while the creator of other type would be strictly worse

off by resorting to this deviation, no matter what type the uninformed backers perceive her to be.

In other words, whenever the uninformed backers observe a deviation that strictly dominates the

equilibrium strategy of one type but makes the other type strictly worse off, they can be absolutely

sure that it is the former type that had deviated and not the latter, and the focal equilibrium would

not exist.

2.4 Optimal Campaign Design

In this section, we derive the optimal campaign design for creators of both types in both separating

and pooling equilibria. Any separating equilibria must satisfy the following properties. First, the L-

type should find it preferable to reveal her true type rather than mimic the H-type. This means that

in a separating equilibrium, the L-type would adopt her preferred complete information strategy.

Second, the H-type should find it preferable to play her equilibrium strategy rather than deviate to

an off-equilibrium path where she saves the signaling cost and sells only to the informed backers.

We begin by first analyzing a creator’s optimal decisions under complete information, i.e., when
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all backers know the value of the creator’s product. From the model preliminaries discussed in the

previous section, the expected profit of a creator of type i ∈ {H,L} is

Πi(C, p) =

∫ N̄

C
p

(pN − Si)f(N)dN (2.1)

She maximizes her profit by optimally choosing her target C and price p subject to funding constraint

C ≥ Si (so that she can always incur the startup cost Si and deliver rewards if the campaign meets

its target) and pricing constraint p ≤ vi (so that price does not exceed product valuation). We then

have the following result for the full information case:

Proposition 2.1. Under complete information, a creator of type i ∈ {H,L} sets target C = Si, her

startup cost and price p = vi, her product valuation. Consequently, in the presence of information

asymmetry, the L-type sets target C = SL, and price p = vL in any separating equilibrium.

Proof. All proofs appear in Appendix A.

In the absence of information asymmetry, the creator sets the lowest possible funding target

given her fixed costs, i.e., C = Si, and the highest possible price at which backers would still be

willing to pledge given the valuation of her product, i.e., p = vi. The target allows the creator

to produce and deliver the reward only at high demand states when the campaign has received

sufficient pledges to cover the startup cost. It is easy to see that as the target C increases, the

risk of campaign failure increases; consequently the expected profit decreases. Hence, at optimality,

C = Si. Note that in this full information scenario, the optimal campaign design is independent of

N̄ , the upper bound of the demand distribution.

Under information asymmetry, creators must still satisfy the funding constraint, but the L-type

creator need not satisfy the pricing constraint: she can either set (SL, vL) or mimic the H-type’s

campaign design. To discourage mimicking and enable separation, the H-type must thus set her

campaign parameters (C, p) such that it is no longer profitable for the L-type to mimic. Observe

that when separating herself from the L-type, the H-type’s signaling power comes from the fact that

both informed and uninformed backers find her product more valuable. All backers, informed and

uninformed, would be willing to pledge to an H-type’s campaign at a price p ≤ vH . However, if

an L-type decides to mimic an H-type’s price and funding target and sets a price higher than vL,
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she would only be able to sell to the uninformed backers, while the informed backers would find the

product too costly and would not participate. Besides lowering her demand, mimicking any funding

target C ≥ SH chosen by the H-type requires the L-type to increase her funding target by C − SL
from her preferred target SL. In comparison, the H-type’s distortion, C − SH from her preferred

target SH , is smaller, since SL ≤ SH . Both these factors increase the risk of campaign failure

for the L-type creator (more so than for the H-type) and decrease her expected profit, allowing

the H-type to use campaign design to signal her quality. Thus, broadly speaking, the H-type can

signal by either distorting her funding target, the price of her rewards, or both simultaneously. To

begin our analysis, we first consider the case where the H-type is restricted to set her preferred

complete information target SH and may use only her reward price to signal quality. This allows us

to both consider a common strategy—using price to signal quality—that has been explored in many

traditional retail contexts (e.g., Bagwell & Riordan 1991), and form a baseline for comparison to the

general case in which the creator may also utilize the funding target as a signaling device, thereby

illustrating how the unique elements of the crowdfunding model impact the signaling strategy of

the creator. Let

B ≡ vL +
S2
L

N̄2vL
(2.2)

and

α∗ ≡
B +

√
B2 + 4

S2
H−2SLSH

N̄2

2vH
. (2.3)

This leads to the following result:

Proposition 2.2. When using price alone to signal quality, if the separating equilibrium exists, the

H-type sets a funding target C = SH and a reward price equal to

p∗(α) =

vH if α ≤ α∗,
1

2α

(
B +

√
B2 + 4

S2
H−2SLSH

N̄2

)
otherwise,

(2.4)

where α is the fraction of uninformed backers, B is defined in (2.2), and α∗ is defined in (2.3). The

separating equilibrium does not exist if and only if α ∈ (α∗, 1− SH
N̄vH

) and α(1− α) > α∗.

Note that when α ≤ α∗, the fraction of informed backers is so high that the L-type would

never try to mimic the H-type (as total demand would be significantly lower without pledges from
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informed backers). Thus, the H-type can set her preferred complete information price vH . In this

region, separation is achieved with zero signaling cost; consequently, this range of values of α can be

called the region of costless separation. However, for higher values of α the number of uninformed

backers is significant, and mimicking the H-type becomes profitable for the L-type. In this case,

costless separation is not possible, and the H-type needs to set a lower price than her preferred full

information value (vH) to separate herself from the L-type. From Proposition 2.2 and Figure 2.1a,

we see that H-type’s equilibrium price decreases with α. This achieves separation from the L-type

creator by making it costly for her to mimic via a reduction in revenues received upon campaign

success. This reduction occurs through two avenues that act simultaneously: first, the L-type loses

informed backers when mimicking the H-type and her demand is lowered; second, by decreasing

her price, the H-type reduces the potential revenues that a mimicking L-type can earn from the

remaining backers. Note that, even if all backers are uninformed, the H-type can force separation

by setting a very low price.

Moreover, as the equilibrium price decreases, the H-type’s profit decreases; the difference between

this profit and her full information profit is her signaling cost. Therefore, the signaling cost increases

with the fraction of uninformed backers, α. From Proposition 2.2, we also note that the separating

equilibrium may not always exist when price is the sole signaling device. This is because the H-type

would earn higher expected profit by deviating from this equilibrium and charging a price of vH ,

selling only to the informed backers. From Figure 2.1b, observe that this deviation is only profitable

for intermediate values of α—at low α, signaling is costless or nearly so (the signaling cost is zero

when α ≤ α∗), while at very high α, deviating and selling only to informed backers leads to very

little, or zero, profit (since there are very few informed backers, and indeed when α ≥ 1− SH
N̄vH

, the

H-type’s campaign will always fail from this deviation). It is only at intermediate α that there are

sufficiently many informed backers to make a deviation profitable for the H-type creator, but not

so many that the L-type would never mimic the H-type, that a separating equilibrium may fail to

occur.

The proposition illustrates that while price alone can be used to signal quality in rewards-based

crowdfunding, doing so is costly for the H-type creator: the reduction in price required to separate

from the L-type is so great that, in some cases, the signaling equilibrium does not even exist.

Consequently, in the next proposition we consider another possible signaling equilibrium in which
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Figure 2.1. Signaling via Price. In (b), a signaling equilibrium does not exist for intermediate values of α.

the H-type creator varies both of her campaign design parameters, price and funding target, to signal

quality.

Proposition 2.3. When using price and the funding target to signal quality, a separating equilibrium

always exists. In any separating equilibrium the H-type finds it optimal to charge the full information

reward price, p = vH , and set a funding target equal to

C∗(α) =

{
SH if α ≤ α∗,
SL +

√
S2
L + N̄2(α2v2

H − αvHB) otherwise,
(2.5)

where α is the fraction of uninformed backers, B is defined in (2.2), and α∗ is defined in (2.3).

As noted previously, the H-type creator could conceivably signal high quality by simultaneously

adjusting both the reward price and funding target; however, the proposition shows that the H-type

always finds it optimal to set her full information price vH and, instead, vary only her funding

target to signal quality. When α ≤ α∗, she sets her preferred complete information target SH and

signaling is once again costless. Beyond this region, she increases her target with α, i.e., sets a

larger target than the complete information level (see Figure 2.2a). As the funding target increases,

the risk of failure increases and expected profit decreases. Thus, separation is achieved in this case

not by lowering the revenues received from each potential backer, but rather by making success

less likely via a higher funding target: this is preferred by the H-type creator to signaling with
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Figure 2.2. Signaling via Funding Target. In both figures, the parameter values are the same as in Figure 2.1a.

price because it does not reduce revenue in high demand states (as the price is equal to the full

information value, vH), but rather, only in low demand states, when profit would already be low. In

addition, unlike the case when price alone is used as a signal of quality, the separating equilibrium

exists for all values of α. Consequently, we conclude from Proposition 2.3 that the funding target is

a more effective signal of quality than the reward price, or indeed than any combination of the two

campaign parameters.

To further illustrate this point, Figure 2.2b compares the creator’s expected profit under the two

separating mechanisms (price and funding target) using parameters such that the signaling equi-

librium in Proposition 2.2 always exists. Since the L-type always separates herself by signaling her

preferred complete information design parameters (SL, vL), her expected profit remains constant as

a function of the fraction of uninformed backers, α. When α ≤ α∗, i.e., in the region of costless sep-

aration, the H-type creator also sets her preferred complete information design parameters (SH , vH)

under both signaling mechanisms, and earns the same expected profit in both cases. However, once

α > α∗ separation becomes costly, which can be observed from the H-type’s downward sloping

expected profit curves under both mechanisms.

More importantly, note that her expected profit is higher when she uses the funding target

as a signal compared to the case where she uses price. As the creator increases her target while

keeping price constant, the probability of failure increases and expected profit decreases. However,

if demand is high and success occurs, a high target does not affect the creator’s profit. Similarly,
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Figure 2.3. Equilibrium Target for Various Demand Distributions. Log-Normal: scale parameter = 600,
Exponential: mean = 300, Normal: mean = 600, standard deviation = 150. Other parameter values are same

as in Figure 2.1a.

decreasing price while keeping the target constant increases the probability of failure (since more

pledges are now required to meet the target). But, unlike with target, a low price also reduces profit

even if demand is high and success occurs. The latter mechanism thus leads to significant cost to

the creator (by limiting the upside demand potential in very high demand states), and as explained

above, the effect of changing price can be so insidious that the H-type creator may stop signaling and

forego pledges from the uninformed backers. Therefore, using the funding target is a more efficient

way of signaling quality than using price. Since the choice of how to separate (i.e., by varying the

target or by varying the price) depends only on the H-type creator, and she always (weakly) prefers

to separate by varying her target, C, and indeed, this may be the only equilibrium that exists, we

conclude that separation by varying the campaign target is the H-type’s dominant strategy. Figure

2.2b also leads to an additional observation: in the extreme situation when almost all backers are

uninformed, the H-type creator might in fact earn a lower expected profit than the L-type because

of her higher fixed startup cost SH and the signaling cost. This highlights the important role that

informed backers play in shaping the outcome of the campaign. We elaborate on the implications of

this finding in §2.5 when discussing the incentives of a creator to invest in a high quality product.

We also note that, although we assume that the number of backers is uniformly distributed for

mathematical convenience, our results are not driven by this assumption. Numerically, we have

observed that the H-type creator would prefer to set price vH and separate by raising the funding

target for other common demand distributions (see Figure 2.3 for examples using the log-normal,

exponential, and normal distributions).

Now that we have discussed the dominant separating strategy for H-type creators, let us consider
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one last possible outcome: a pooling equilibrium. In any pooling equilibrium, both types of creators

set the same campaign design parameters (C, p). First note that the H-type can only set this target

if C ≥ SH , her fixed startup cost. By definition in a pooling equilibrium, uninformed backers

cannot distinguish the two types after observing the campaign design parameters. Since they do

not learn any new information, they do not update their prior belief b
′
, and hence would only

pledge as long as the price is lower than the expected valuation based on this prior belief, i.e.,

p ≤ b′vH + (1− b′)vL < vH . This leads to the following result:

Proposition 2.4. A pooling equilibrium can exist only if both types of creators have the same startup

cost i.e., SL = SH and there are no informed backers in the market, i.e., α = 1.

The result of this proposition is intuitive. In any pooling equilibrium the H-type can charge a

price lower than her valuation vH . Therefore, there almost always exists campaign design parameters

with a higher price and a higher target compared to (C, p) that makes the H-type better off, as she

can sell to all backers, but makes the L-type worse off, as she cannot sell to the informed backers.

Because of this, in most cases, the pooling equilibrium with (C, p) does not survive the intuitive

criterion. Moreover, the reduction in profit resulting from an equal increase in target is lower for

the H-type compared to the L-type. This is again due to the fact that the distortion in target above

the complete information value, C − Si (for the i-type creator for any C ≥ SH), will be lower for

the H-type than the L-type. The only case when pooling does survive the intuitive criterion is when

α = 1, thus there are no informed backers who can identify the true type of a creator, and SL = SH ,

thus both types of creators have equal startup cost and distort their funding target equally; so the

H-type has no signaling power. Hence, we conclude that pooling equilibria can occur only under

very specific circumstances: when quality is not associated with a difference in startup costs, and

when no informed backers exist in the market.

2.5 The Creator’s Product Design Decision

We have thus far assumed that the quality of the product is exogenously determined; in other

words, we have examined the campaign from the point at which the design of the product is, for

the most part, finalized. However, in practice, creators must at some earlier stage determine the

product’s quality, i.e., they must choose whether to be L-type or H-type creators. In this section,

we consider this decision. Specifically, suppose that at this earlier stage the creator incurs a “design
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and development” fixed cost Fi to convert her initial idea to a preliminary product design of quality

i ∈ {H,L} that will subsequently be posted on the crowdfunding platform. She then starts a

campaign on the platform with a prototype of this design to raise funding, and if the campaign is

successful, she will incur the quality specific startup cost Si and begin production. We assume that

0 ≤ FL ≤ FH , i.e., it is cheaper to design a low quality product, and if the creator earns an equal

net profit from either quality, i.e., ΠL = ΠH , she will choose to develop the high quality product.

The creator’s net profit from a product of type L is then ΠL = ΠL(SL, vL) − FL, while that

from a type H product is ΠH = ΠH(C∗(α), vH) − FH , where C∗(α) is the optimal funding target

in the signaling equilibrium defined in (2.5). Observe that, in the region of costly separation, the

H-type’s profit depends on the fraction of uninformed backers, α. It can be seen from Figure 2.2b

that if α is close to 1, the creator will earn very low profit if the product is of high quality. In

such cases, it is possible that the combination of startup cost SH and signaling cost is so high that

ΠH(C∗(α), vH) < ΠL(SL, vL), and in combination with FL ≤ FH , this may lead to ΠH < ΠL.

Therefore, when the creator chooses quality in an earlier period, she might prefer to have an L-

type product over an H-type product if there are sufficiently many uninformed backers. The above

discussion can be formalized into the following proposition:

Proposition 2.5. Consider any design and development costs satisfying 0 ≤ FL ≤ FH . Then:

(i) If ΠH(SH , vH)−FH < ΠL(SL, vL)−FL, the creator will choose to develop a low quality product

for all α.

(ii) Otherwise, there exists some α̂ ≡ {minα ∈ [α∗, 1] : ΠH(C∗(α), vH) − FH = ΠL(SL, vL) − FL}

such that for all α > α̂, the creator will choose to develop a low quality product.

This proposition shows that the signaling cost may cause creators to forgo the development of

high quality products on crowdfunding platforms, particularly if there are very few informed backers

and if high quality is associated with greater fixed costs at both the design and production stages.

This might happen, for instance, with campaigns for novel or unusual products with few comparable

items already on the market, leading to few informed users in the backer pool. On the other hand,

consider a product that is more commonplace, such that its quality can be relatively easily assessed

by individual backers, resulting in α, the fraction of uninformed backers, significantly smaller than

1. Since the signaling cost for this product is lower, the H-type creator’s profit is greater than the

L-type’s, i.e., ΠH(C∗(α), vH) ≥ ΠL(SL, vL). As long as FH is not too high compared to FL, profit
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net of design costs will be greater under the high quality product, i.e., ΠH ≥ ΠL. Thus, based on

this result, we may conclude that high α products are more likely to be of low quality, whereas low

to moderate α products are more likely to be of high quality, all else being equal.

One implication of Proposition 2.5 is that two creators with the same costs (Fi and Si) and facing

the same market conditions would choose the same quality product, in equilibrium. In practice,

however, creators likely differ in their costs; for instance, the costs could represent the time and effort

required to create low or high quality products, and differences in capabilities or expertise between

creators may lead them to require more or less time to develop similar products. This would lead

to different costs, and in turn, different α̂ thresholds that result in different quality choices. Despite

this, a consequence of Proposition 2.5 is that as α increases, all creators—even if they face different

costs—have less incentive to develop a high quality product, and for sufficiently high α, all creators

will choose to develop low quality products. The relative values of consumer willingness-to-pay and

the startup costs have a similar effect on the the creator’s design choice: for instance, if the value

of the high quality product, vH , is not high enough compared to that of the low quality value, vL,

or if fixed startup costs associated with high quality, SH , are very high compared to those for low

quality products, SL, a creator is more likely to design a low quality product. From Proposition 2.3,

observe that the these conditions lower the H-type’s profit while not affecting the L-type’s profit.

Therefore, under these conditions, a creator is more likely to opt for a low quality product.

We should stress here that, in deriving this result, we continued with our assumption from

the previous section that higher quality only raises the backers’ willingness-to-pay while keeping

the size of the potential backer pool unchanged. This result may change if the choice of quality

had other effects, such as attracting additional backers, or if the creator had other considerations

besides maximizing her campaign profit; see §2.7 for further discussion. We also assume that the

creator cannot change product quality after the campaign begins. This assumption is appropriate

whenever the creator must devote considerable effort to determining quality prior to the start of

the campaign. This is frequently the case in practice; for example, with physical products, both

designing a product from scratch and taking it to a prototyping state as well as negotiating with

suppliers are time consuming processes (Fast Company, 2013). These actions are typically necessary

in advance of launching a campaign, since the creator must come up with an estimate of her costs so

that she can appropriately design her campaign and price her product. Platforms like Kickstarter

try to enforce such planning by requiring creators to specify an estimated delivery date for rewards
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and display a working prototype, especially for any reward in the Technology and Design categories.

Hence, in these cases, a substantial portion of the quality is finalized in advance of the campaign

launch.

Finally, Proposition 2.5 also illustrates the deleterious effect that information asymmetry can

have on crowdfunding platforms. In Propositions 2.1-2.3, we found that given fixed product quality,

information asymmetry reduces expected campaign revenue. As a result, it also reduces platform

revenue, since platforms typically take a fixed percentage of campaign revenue. But Proposition 2.5

further shows that information asymmetry can cause creators to make lower quality products; since,

under full information, lower quality products generate less campaign revenue if the fixed start-up

costs are not too different (i.e., if SH is not too large compared to SL, see Proposition 2.1), this can

further depress platform revenues. Hence, platforms could benefit in multiple ways by attempting to

mitigate the information asymmetry problem: not only will they raise expected campaign revenues

on campaigns of fixed quality (and thus their own share of the profit), but they will also encourage

the development of higher quality projects. This helps to justify the efforts of platforms to reduce

information asymmetry by, e.g., requiring working prototypes, prohibiting computer renderings of

products, and so forth. Indeed, some newer platforms, such as Crowd Supply, have taken the

extreme measure of having their own staff of experts individually vet each campaign. While this

may be costly, our analysis shows that this practice could benefit both creators and platforms alike

by reducing signaling cost and encouraging high quality campaigns.

2.6 Backer Reservation Utility

In the base model, we assumed that backers who participate in a campaign that fails receive zero

utility, i.e., they “walk away” with no cost and no loss of utility. However, in practice, when a

campaign fails, backers themselves may experience some cost due to the lost opportunity to use

their funds in a different way; for instance, they could have pledged to another campaign that was

successful, or they could have simply used their funds for consumption of another good altogether.

Put another way, backers have outside options, and because of this they have a reservation utility

that they compare the campaign utility against when determining whether to pledge. A reservation

utility for backers may impact the creator because, in our base model, we showed that the H-type

creator prefers to separate by setting a high campaign target. This high target increases the risk
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of failure, and in turn, this may influence backers’ pledging decisions and cause them to choose

their outside option instead of participating in the campaign, ultimately deterring the creator from

using a high funding target as a signaling device. In this section, we explore this issue by explicitly

incorporating backer reservation utility to our model.

Specifically, we modify our base model by incorporating a reservation utility h(< vL) that is

the same for both informed and uninformed backers. This reservation utility acts as a threshold,

and backers pledge to the campaign only if their expected net utility from doing so exceeds h. On

observing target C and price p, the uninformed backers infer the product quality, and the informed

and uninformed backers calculate the probability of success φ = Pr(N ≥ C/p). Their net utility

from pledging to a campaign with product valuation vi, where i ∈ {H,L}, is vi − p if the campaign

succeeds and zero if the campaign fails. Hence, they pledge only if their expected net utility is

non-negative, i.e., if

φ(vi − p) ≥ h. (2.6)

An alternative interpretation of h is a hassle cost that is paid upon pledging and is not refunded if

the campaign fails (e.g., the cost of completing the transaction or the financial cost of committing

funds to the campaign); hence, this cost represents some added risk for backers who participate in

a campaign that eventually fails.

Unlike the base model in §2.4, which is a special case with h = 0, the backers’ decisions now

depend on the creator’s target through φ, and they will no longer pledge when p = vi even under

full information. In particular, the inequality φ(vi − p) ≥ h is satisfied only as long as the target is

lower than a threshold C̄(vi) for the i-type product defined as

C̄(vi) ≡ N̄
[√

vi −
√
h
]2
. (2.7)

In other words, the creator cannot set too high a target, as this would make success too unlikely,

and in turn would cause backers to pursue their outside option. In addition, for any C ≤ C̄(vi), the

price p must satisfy p(vi, C) ≤ p ≤ p(vi, C), where

p(vi, C) =
N̄(vi − h) + C −

√[
N̄(vi − h) + C

]2 − 4N̄viC

2N̄
, (2.8)
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p(vi, C) =
N̄(vi − h) + C +

√[
N̄(vi − h) + C

]2 − 4N̄viC

2N̄
. (2.9)

That is, not only must the campaign target be sufficiently low to induce purchasing, but the price

must be “moderate,” neither too low nor too high. A price that is too low means the creator will

accrue low revenues even if demand is high, reducing the chance of success. A price that is too

high lowers the surplus of backers, making their purchase less attractive compared to their outside

option. We assume that h is low enough so that Si < C̄(vi) (i.e., it is possible to design a campaign

that can cover the fixed startup costs; otherwise the creator cannot use the crowdfunding platform).

This also implies that Si < N̄p(vi, Si), i.e., the probability of success is in (0, 1).

Given this, we may now analyze the separating equilibrium when the creator may use both

price and campaign target to signal quality. Like in §2.4, the H-type creator can deviate from any

separating equilibrium to sell only to the informed backers. Because of the lowered demand, this

deviation will also reduce her probability of success, φ, and lower the maximum price and target she

can set. We denote the upper limits on target and price if the H-type creator makes this deviation

by C̄
′
(vH) and p

′
(vH , SH) respectively. These quantities are derived by replacing the maximum

number of backers from N̄ to (1 − α)N̄ in the corresponding limits C̄(vi) and p(vi, C) defined in

(2.7) and (2.9) respectively. Analogous to our definitions in the base model, we let

B
′

= p(vL, SL) +
S2
L

N̄2p(vL, SL)
, (2.10)

α∗
′ ≡

B
′
+

√
B′2 + 4

S2
H−2SLSH

N̄2

2p(vH , SH)
, (2.11)

and

p∗
′
(C,α) ≡

B
′
+
√
B′2 + 4C

2−2SLC
N̄2

2α
. (2.12)

The next proposition describes the separating equilibrium using the quantities defined in (2.7) -

(2.12).

Proposition 2.6. When backers have outside option h and the creator uses both price and funding

target to signal quality,

(i) Under complete information a creator of type i ∈ {H,L} sets C = Si and p = p(vi, Si).
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Figure 2.4. Equilibrium Target and Price When Backers Have Outside Options. In both figures, h = 0.4 and
the values of other parameters are the same as in Figure 2.1a.

(ii) Under information asymmetry, in any separating equilibrium the L-type creator will set C = SL

and p = p(vL, SL) and

(a) when α ≤ α∗′ , the H-type creator will set C = SH and p = p(vH , SH).

(b) when α > α∗
′
, the H-type creator will set C = C∗

′
and p = p∗

′
(C∗

′
, α), where C∗

′
is

the solution to p∗
′
(C,α) = p(vH , C), provided the solution exists (i.e., as long as p(vH , C̄(vH)) <

p∗
′
(C̄(vH), α)), and equal to C̄(vH) otherwise.

(iii) No separating equilibrium exists if p∗
′
(C∗

′
, α) < p(vH , C

∗′), or if α ∈ (α∗
′
, 1 − SH

p
′
(vH ,SH)N̄

),

SH ≤ C̄
′
(vH), and

(1− α)p
′
(vH , SH) +

S2
H

(1− α)p
′
(vH , SH)N̄2

> p∗
′
(C∗

′
, α) +

2SHC
∗′ − C∗′2

p∗′(C∗′ , α)N̄2
.

The separating equilibrium is depicted graphically in Figure 2.4. The key insight from the

proposition and the figure is that, when faced with a positive reservation utility (or equivalently, a

“cost” to backers for participating in a failed campaign), the creator can no longer, in general, signal

by adjusting the campaign target alone. Outside of the region of costless separation, the creator

must simultaneously raise the target and lower the price. The lower price serves two purposes:

one, it increases the utility of backers upon success of the campaign, and two, it allows the H-type

creator to set a lower campaign target while still separating herself from the L-type creator, thereby

increasing the probability that the campaign is successful. Both of these serve to increase expected

backer utility from the campaign, allowing the creator to meet or exceed the backer’s reservation
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utility. Thus, while reducing the price was not necessary with zero reservation utility and doing

so was dominated by adjusting the funding target, with positive reservation utility it becomes

necessary for the creator to reduce the risk to backers participating in campaigns by employing a

more “conservative” campaign design (smaller C and smaller p), even though the campaign target

possesses the same advantages as a signaling mechanism that are present in the base model of §2.4

(i.e., affecting revenues only in low demand states, as opposed to price, which affects revenue in all

demand states).

Finally, note that the separating equilibrium may not always exist with positive reservation

utility, for two reasons. First, when the H-type creator sets the highest possible target, C̄(vH) and

signals by decreasing the price, the price required to separate from the L-type, p∗
′
(C̄(vH), α), could

hit the lower limit p(vH , C̄(vH)). Beyond this point, neither will she be able to increase the target

further, nor will she be able to decrease the price further, and a separating equilibrium cannot exist.

Second, the H-type might find it preferable to sell only to the informed backers by deviating from

the signaling equilibrium and setting the campaign design (SH , p
′
(vH , SH)). Thus, the additional

cost of signaling induced by backer reservation utility may cause the creator to abandon a signaling

strategy altogether and sell only to a smaller subset of the population.

2.7 Conclusion

The emergence of rewards-based crowdfunding over the past decade has established it as a valuable

alternative to the traditional ways of fundraising for entrepreneurs bringing new products to the

market. Among the challenges faced by this fundraising method, information asymmetry is one of

the more difficult to overcome. Our paper has sought to address this issue by considering how a

creator selling a new product on a rewards-based crowdfunding platform can design her campaign

to signal private information about the quality of her product.

We find that a creator can signal high quality by setting a higher campaign target than would

otherwise be optimal under full information: this high target makes it costly for a low quality creator

to mimic, because this would significantly reduce her chance of achieving the target. The optimal

funding target, and hence the signaling cost, distorts further from the full information level as the

fraction of uninformed backers increases. While a high quality creator can also signal by lowering

her price while keeping her full information target, lowering the price is costlier than raising the
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target because changes in price affect the creator’s profit in all demand states while changes in

the target affect only low demand states. This makes the funding target a better signal of quality,

and the high quality creator can virtually always distinguish herself from the low quality creator

using this mechanism. Interestingly, the funding target, which in theory constrains creators by

making their problem more “risky,” in fact helps them by serving as an effective signaling device to

convey information about product quality. By contrast, a pooling equilibrium, where both types of

creators set the same price and target making it impossible for the uninformed backers to identify

the true type of the creators, is quite rare in our base model, and can arise only in the extreme

case when there are no experts to correctly identify product quality and quality is not correlated to

startup costs. Therefore, our findings suggest that, in general, backers can infer product quality on

crowdfunding platforms by observing the campaign design chosen by the creator.

We also show that, when quality is endogenous, information asymmetry results in high quality

if a substantial number of backers are informed of product quality, but leads to low quality for

products with few informed backers. In other words, when designing a product that will have few

informed backers, the high signaling cost can incentivize the creator to develop a lower quality

product. This finding suggests that the popular belief that rewards-based crowdfunding encourages

relatively inexperienced entrepreneurs to experiment with high quality, bold new ideas may not

always be accurate: under information asymmetry, a more unusual product may result in a larger

number of uninformed backers in the market, and hence a greater signaling cost, which in turn

reduces the creator’s incentives to invest in a high quality product.

Lastly, we find that price may be a necessary component of the signaling strategy of creators

when backers have a substantial reservation utility, i.e., when there is a significant outside option,

hassle, or opportunity cost to making a pledge. In this case, raising the target too much will make

pledging to a campaign risky for backers, and to lessen this risk, the creator must reduce the price

of her campaign. In turn, this lowers the profit of creators and increases their signaling cost. This

further implies that if platforms can lower this reservation utility and make transacting on the

platform less costly, they can both making pledging to campaigns less risky for backers and make

signaling quality more efficient for creators.

There are several aspects of our model that warrant further discussion. First, we only considered

signaling through price and target and ignored the other aspects of the campaign e.g., quality of
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the audio-visual and textual description used on the webpage, previous experience of the creator,

fraction of the target already met, etc., that can also reveal information about product quality

to a backer. Second, we focused only on the crowdfunding campaign and did not consider any

events that might occur after a campaign is successfully funded, e.g., a “post-campaign” phase

that may include sales of the product via a traditional retail channel, additional crowdfunding

campaigns, or the ability to raise funding from other sources such as banks and venture capitalists.

Significant post-campaign opportunities may cause creators to adjust the objectives and design

of their campaigns to take these future revenue streams into account. Third, in the presence of

future buying opportunities (e.g., via a traditional retail channel after the crowdfunding campaign

has concluded), backers might strategically delay their purchases so that they are able to learn

more about product quality; this, in turn, may affect the creator’s campaign design and ability

to successfully signal product quality. Fourth, running a crowdfunding campaign also allows the

creator to harness the “wisdom of the crowd” and learn more about consumer preferences and

design requirements, i.e. to discover private information held by backers, and her desire to elicit

this information could also affect her ideal campaign design (Chemla & Tinn, 2018). And fifth,

our results on the creator’s choice of product quality may change if high quality, besides increasing

backers’ willingness-to-pay, provides other benefits such as expanding the market size during or after

the crowdfunding stage, increasing her reputation and her potential to receive subsequent financing,

and so forth. All of these factors, and doubtless many more, may influence the optimal campaign

design of creators, and may provide fruitful directions for future work to understand how creators

can best design rewards-based crowdfunding campaigns.

In sum, while many considerations are likely to influence the optimal design of crowdfunding

campaigns, our results illustrate the significant consequences of information asymmetry in rewards-

based crowdfunding, and show how campaign creators can use the design of the campaign to effec-

tively signal the quality of their products. As this funding model continues to expand as a popular

way for entrepreneurs to bring new products to market, understanding how to manage the unique

elements of crowdfunding campaigns will become increasingly important. In that vein, our findings

provide guidance for backers, creators, and platform designers on the consequences of, and remedies

to, asymmetric quality information in rewards-based crowdfunding.
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Chapter 3

Designing Rewards-Based Crowdfunding

Campaigns for Strategic (but Distracted)

Contributors

3.1 Introduction

Crowdfunding is the practice of raising funds from a large number individuals instead of a small

number of sophisticated investors (Belleflamme & Lambert, 2014). In a typical crowdfunding cam-

paign, a creator seeking to fund a project describes her venture and lists her goals on a platform,

e.g., a website like Kickstarter or Indiegogo. Interested contributors—also called “backers”—visit

the platform, evaluate the project, and determine whether to contribute funds to the creator’s cam-

paign.1 Crowdfunding has seen significant growth in the last decade and has emerged as a viable

alternative to more traditional ways of raising capital. Although there are various types of crowd-

funding, e.g., donations-based, debt-based, equity-based, etc., in this paper we focus on one particular

type, rewards-based crowdfunding.

In rewards-based crowdfunding, contributors pledge funds while expecting a non-monetary re-

ward upon the successful completion of the campaign. Projects can vary substantially in type and

scope, including the development of physical products (e.g., a smartwatch or a jacket), the design

of software (e.g., a smartphone app or a video game), one-time events (e.g., a concert or a party),

and even artistic endeavors (e.g., creation of a book or film). After choosing her project, the creator

designs the campaign, which typically includes a menu of rewards based on pre-specified contri-

bution levels, a target funding amount, and a deadline by which the target needs to be achieved.

Depending on the contribution amount, rewards may range from a simple thank-you note, to a

standard unit of the physical product or a ticket to the event being funded, to a highly personal-

ized “custom version” of the finished product or VIP tickets to the event. Once the campaign has

been designed, prospective contributors visit the platform and decide whether and how much to

contribute depending on their personal valuation of the various rewards on the menu.

1The terms “backer” and “contributor” have been used interchangeably throughout this dissertation.
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(a) Number of pledges per day to the Lavaclip campaign on Kickstarter: a flat
contribution pattern following the initial new campaign surge.
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(b) Number of pledges per day to the Dripo campaign on Kickstarter: a last
minute surge at the end of the campaign.

Figure 3.1. Examples of different contribution patterns. Data presented is number of pledges per day; dollar
amount pledged per day exhibits a similar pattern.

One of the most unique features of rewards-based crowdfunding is that, in many cases, the creator

receives all or nothing of the raised amount; this funding policy, also known as fixed funding, is used

by both Kickstarter and Indiegogo. Under fixed funding, at the deadline of the campaign, if the total

money pledged is at least as much as the initial target set by the creator, she gets the entire amount

and is expected to reward the contributors as per their choices from the menu of rewards. If the

total amount contributed is less than the target, the campaign fails and the creator receives none of

the pledged contributions.2 This unique funding mechanism leads to interesting pledging dynamics.

A campaign typically receives many contributions shortly after it begins, as the creator advertises

the new campaign within her personal and professional network and generates heavy traffic and

platforms publicize newly launched campaigns on their home page. The number of contributions

then decreases sharply a few days into a campaign. However, towards the end of the campaign two

divergent patterns emerge (Alvord, 2016); see Figure 3.1.3

While some campaigns continue receiving a steady rate of contributions until the very end, lead-

2For projects that do not have fixed start-up costs, e.g., charity and community projects, Indiegogo encourages
another funding mechanism, called “flexible funding,” in which the creator receives all funds regardless of whether
the funding target is met. We do not consider this mechanism in our paper, and focus instead purely on fixed
funding campaigns like those on Kickstarter.

3Data source: http://www.kicktraq.com/projects/lavaclip/lavaclip-the-warmest-coffee-warmer/ and
http://www.kicktraq.com/projects/emergelab/dripo-3-in-1-travel-iced-drip-coffee-maker-and-tum/.
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ing to a “flat” contribution pattern after the initial surge (see Figure 3.1a), others see another sharp

rise in contributions leading to a “last minute surge” pattern (see Figure 3.1b).4 To describe this phe-

nomenon, Kuppuswamy & Bayus (2015) coined the term “Kickstarter Effect,” wherein campaigns

nearing their target see a flurry of activity that helps them achieve success. Dai & Zhang (2019)

find evidence for what they call a “prosocial goal pursuit” effect, in which contributors’ pledges are

driven by their motivation to help the creator succeed: specifically, they find that contributors are

more likely to contribute to a campaign immediately before it succeeds than immediately after. On

the other hand, Zvilichovsky et al. (2018) find that when a fixed funding campaign is about to

end and its target is within reach, contributors’ pledges are driven by their motivation to “make

the product happen” above and beyond their desire to help creators. In this paper, we supple-

ment these findings by providing a theoretical analysis of another type of behavior, namely strategic

waiting—which refers to contributors intentionally delaying their pledges until they are certain the

campaign will succeed—that can generate both the flat and last minute surge contribution patterns.

Specifically, using a game theoretic model of campaign design by a creator and contribution

decisions by backers who decide not just whether, but also when, to contribute to a crowdfund-

ing campaign, we ask a series of research questions centered around the causes, consequences, and

solutions to strategic waiting in crowdfunding. First: why might strategic waiting happen in crowd-

funding campaigns? We show that this type of behavior can arise because of the combination of two

factors: the risk of campaign failure, and non-refundable (possibly very small) hassle costs to making

contributions. In practice, the chance of campaign success is quite low at most major crowdfunding

platforms: according to their websites, Kickstarter has a 37% success rate, while Indiegogo reports

a success rate of around 17.1%. While contributors in most cases have their money refunded if a

campaign fails, they do not receive rewards, lowering their utility from having participated in a failed

campaign. At the same time, any personally incurred costs are not refunded if a campaign fails, e.g.,

the opportunity cost of committing funds to the campaign for several weeks, or the transaction cost

of actually making the pledge. Taken together, these factors make it risky for backers to participate

in a campaign that ultimately fails, and give them an incentive to strategically time their pledges

to ensure that success is likely or certain before they back a campaign. Due to the dynamic nature

of crowdfunding campaigns—in particular, the fact that contributors arrive sequentially and are

4The Lavaclip campaign depicted in Figure 3.1a is for a battery powered coffee warmer. The Dripo campaign in
Figure 3.1b is for a travel iced coffee maker and tumbler. The Lavaclip campaign failed, while the Dripo campaign
succeeded on its final day, i.e., during the last minute surge.
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capable of viewing the current total contribution level as well as the campaign’s target—the risk of

contributing to a failed campaign reduces over time, and contributors will, in general, have much

better information about the likelihood of project success if they participate closer to the deadline,

rather than earlier in the campaign. Thus, delaying the pledging decision means backers will have

more information about campaign success—reducing their risk of backing a failed campaign—and

can generate both the flat pattern (when the campaign ultimately fails) and the last minute surge

pattern (when it succeeds) seen in Figure 3.1.

However, the impact of this type of behavior on campaign creators is unclear. This leads to our

second research question, which is: how, exactly, can strategic delays by contributors hurt campaign

creators? We show that if contributors were perfectly rational, strategic contribution behavior

would, in fact, not impact campaign profit. The reason for this is that a perfectly rational strategic

backer only chooses not to contribute if he knows the campaign will fail, meaning that the creator

anyway will not receive any funds. In other words, with perfectly rational contributors, strategic

delays only shift contributions over time and do not impact either the chance of campaign success or

the creator’s profit. However, we show that if contributors are distracted—meaning that when they

choose to strategically delay their contribution, they may, with some probability, fail to return to

the campaign in the future, e.g., because they found another campaign or consumption opportunity

that they prefer to the original campaign, or because they simply forgot to revisit the campaign

before it ends—such behavior reduces campaign profit by lowering both the chance of success and

the total amount of contributions. Hence, strategic behavior, in concert with distractedness, can

negatively impact campaign creators.

Our third and final research question is: given this negative impact, how can campaign designers

and platforms help to mitigate this behavior and increase campaign profit? We consider two possible

pathways to accomplishing this. The first is for the platform to make design decisions that either re-

duce the likelihood of strategic delays emerging in equilibrium or mitigate the negative consequences

of those delays. For example, Kickstarter offers a “Remind Me” feature that sends a notification

to potential backers 48 hours before a campaign ends. We show that while such efforts may indeed

help creators, e.g., by reducing distractedness and increasing the chance of a return visit after a

strategic delay, they may also backfire in other ways that can ultimately reduce campaign profit,

e.g., by making it easier for backers to strategically wait and increasing the likelihood of a strategic

delay outcome; hence, such features are a double-edged sword. The second pathway to mitigating
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the impact of strategic delays that we investigate is for the creator to adjust her campaign design,

specifically by creating a menu of identical rewards listed at two different prices: a finite quantity at

a low, “early bird” price, and an unlimited quantity at a higher price. We show that such a menu,

appropriately designed, can completely eliminate incentives for contributors to strategically delay,

and segment the market based not on their valuations for the reward (which are homogeneous in

our model) but rather based on the time that they arrive to the campaign and the information

they observe upon arrival, thereby increasing campaign profit. While a menu with two items is not

theoretically optimal, we characterize the optimality gap between the best two-item menu and an

optimal infinite-item menu, and show that the simple menu performs very well, especially under

certain conditions. We thus conclude that, while strategic contribution behavior can arise in crowd-

funding campaigns and have a negative impact on creators, careful design of platform features (e.g.,

a Remind Me feature) and crowdfunding campaigns (e.g., offering an appropriate menu of rewards)

can help to mitigate this behavior.

3.2 Literature Review

The recent popularity of crowdfunding has resulted in growing research on this topic in the eco-

nomics, business, and legal literature (Moritz & Block 2016 and Kuppuswamy & Bayus 2018 provide

comprehensive reviews). A number of papers, both empirical and theoretical, address the dynam-

ics of contribution patterns observed over the duration of crowdfunding campaigns. Kuppuswamy

& Bayus (2015) provide an empirical study of the dynamics of contributions on Kickstarter and

are among the first to observe that pledging over the campaign duration is not uniform: potential

backers are more likely to pledge during the first and last week than in the middle of the campaign,

resulting in a “U”-shaped contribution pattern over time with a last minute surge as described

above. Dai & Zhang (2019) explain this phenomenon through a “prosocial goal pursuit effect”

where contributors, being altruistic, are motivated to help the creator to succeed when the project

is near the funding target, observing that contributors are not only more likely to pledge but also

pledge more money immediately before campaign success than immediately after. Zvilichovsky et al.

(2018) experimentally show that when fixed funding campaigns are about to end and their target

is within reach, contributors think they are pivotal to campaign success and pledge to “make the

product happen”. They find that under these conditions, their desire to bring the product to the
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market by making the campaign successful motivates participation above and beyond their desire

to help the creator. Solomon et al. (2015) conduct an experiment to study donation behavior of

contributors, and find that fixed funding with a deadline creates an inefficiency as it encourages

potential contributors to withhold donations until success is assured in an attempt to free-ride on

each other. Zhang et al. (2017) consider different categories of contributors to explain different

observed contribution patterns. In their model, “ordinary” backers pledge throughout the campaign

duration while “herding” backers arrive at the end and pledge only if the campaign is successful.

In contrast to all of these works, we develop a model that explains observed contribution patterns

based solely on forward-looking contributor behavior.

We also analyze the optimal design of a crowdfunding campaign as well as the optimal menu

of rewards to offer. Hu et al. (2015) also consider these issues, although they allow for only two

potential campaign backers, and do not address the issue of strategic contribution behavior in a

general model; by contrast, we have an arbitrary and random number of potential backers, and our

primary focus is on the impact of strategic behavior on the campaign design. A number of papers

(Strausz, 2017; Chemla & Tinn, 2018; Belavina et al. , 2018; Chakraborty & Swinney, 2019b)

study the impact of information asymmetry and moral hazard on campaign design, issues we do

not consider in our full information model. Others consider the choice, and interaction, between

crowdfunding and other forms of financing such as venture capital and bank loans (Babich et al.

, 2019; Xu et al. , 2018); by contrast, in our model, we do not address other financing methods

and consider the optimal design of a campaign from the point at which the creator has decided to

use crowdfunding. Some prior work has considered strategic contribution behavior, particularly as

it relates to contributors choosing whether to participate during the campaign or delay until the

product is later released via a traditional retail channel. See, for instance, Chang (2016) and Xu

& Zhang (2018). In contrast to these papers, the strategic contributors in our model are strategic

within the duration of the campaign, deciding whether to pledge at the beginning of the campaign

or to wait until the end to ensure campaign success. Perhaps the paper most related to ours is Alaei

et al. (2016). In their model, contributors arrive sequentially and make a contribution decision

taking both the current contribution level and time elapsed into account. However, unlike in our

model, the contributors do not have the option of strategically waiting for the campaign to succeed

and instead decide whether to pledge as soon as they arrive or to leave without pledging.

Our paper is also related to the operations management literature on consumers strategizing
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over when to purchase a product under the expectation of future price changes (see reviews by Aviv

et al. 2009 and Gonsch et al. 2013). In contrast to these works, we consider strategic behavior

in the unique setting of a crowdfunding campaign, which introduces new aspects not present in a

traditional revenue management model, such as the funding target and the creator’s design of the

rewards menu. Another closely related topic is the broader literature on product line and menu

design (Moorthy, 1984; Villas-Boas, 1998; Desai, 2001; Desai et al. , 2001), although in our case the

driver for a menu of rewards arises not from heterogeneous valuations or tastes of consumers (e.g.,

heterogeneous willingness-to-pay for quality), but rather, from strategic behavior and heterogeneous

information (the number of contributions that have been made upon arrival). Lastly, contributors in

our model exhibit “distractedness,” meaning that while they intend to return to the campaign after

intentionally delaying their contribution decision, they may, with some probability, fail to return.

This could be due to the unexpected opportunity to spend their money in other ways (e.g., on

other, better crowdfunding campaigns) or unexpected financial hardship that occurs in the interim,

or it could be due to simple forgetfulness. The latter behavioral element has been studied in other

contexts as a form of imperfect (or limited) memory (Ameriks et al. , 2004; Chen et al. , 2010;

Thomadsen & Bhardwaj, 2011).

3.3 Model

We begin by focusing on the case when the creator (“she”) starts a fixed-funding campaign on a

crowdfunding platform with a single unit of product as the only reward; in §3.6.2, we consider a

menu of multiple rewards. The creator’s campaign design decisions with a single-item menu are

thus a funding target, C, and a price, p, for the reward. We call (C, p) the design parameters

of the campaign. Analysis of a single-item menu will serve as a baseline for comparison to more

complicated menus, and help develop intuition regarding the impact of strategic behavior on a

crowdfunding campaign.

3.3.1 Contributors

After the start of the campaign, a random number of potential contributors (“he”) who are interested

in the campaign form an invisible queue and sequentially visit the campaign webpage. Demand,

i.e., the number of potential contributors, N , is uniformly distributed in the interval [0, N̄ ]. The
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density of the probability distribution is denoted by f(·). After visiting the campaign webpage, each

contributor observes the target, C, the price, p, and the number of contributions the campaign has

already received, n, and forms a belief φ̂(n) about the probability of success of the campaign. Note

that φ̂(n) also depends on C and p; however, the observed C and p are the same for all contributors,

whereas n is different for each contributor. Hence, for ease of notation, we only explicitly denote the

success probability’s dependence on n. Following Su & Zhang (2008), Cachon & Swinney (2009),

and others, we assume that this belief is equal to its equilibrium values, i.e. φ̂(n) = φ(n) for all n,

where φ(n) represents the actual probability of success after n pledges for a campaign with design

parameters (C, p).

While we assume that backers sequentially make their contribution decisions and directly observe

the number of previous pledges, we also assume that backers do not make any inferences about the

total demand based on their arrival time or the remaining time in the campaign. In other words,

contributors ignore (or cannot correctly utilize) any information about time when making their

decisions. We make this assumption for two reasons. First, explicitly incorporating arrival times

and contributor inferences around it would require specific assumptions about the arrival process to

the campaign and, moreover, what contributors know about that arrival process. Making such an

assumption is non-trivial, as standard tractable assumptions such as Poisson arrivals do not seem

to fit the data very well; see the arrival patterns discussed in Kuppuswamy & Bayus (2015), for

instance, who point out that the arrival process is likely to be non-stationary. Second, our stylized

model of sequential arrivals in which contributors know how many backers have pledged but ignore

time information is significantly more amenable to analysis than models in which individuals take

timing into account. As a first degree of simplification in analyzing this complex arrival process,

Alaei et al. (2016) assume that contributors arrive at a constant rate but take the time elapsed

into consideration while calculating the probability of campaign success. However, they ignore the

scenario where contributors have the option of waiting till the end of the campaign as the “main

technical difficulty with this scenario is that the (hidden) state variable associated with the number

of consumers who are waiting makes the backers’ decision problem intractable as the state space

becomes large.” On the other hand, assuming the belief φ̂(·) is independent of a backer’s arrival

time leads to a tractable analysis of strategic waiting while still maintaining an important feature

of crowdfunding campaigns: contributors make their decisions sequentially based on the campaign
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target, reward price, and the current contribution level.

Contributors have homogeneous valuation v for the reward offered by the creator. Because

consumers arrive sequentially and possess heterogeneous information, they will have different utilities

from pledging based on their random arrival time even with identical valuations for the reward;

hence, to avoid complicating the model further, we assume homogeneous valuations.5 We further

assume that each contributor can correctly determine the value v, i.e., we do not consider any

uncertainty or information asymmetry regarding reward valuation; see Chakraborty & Swinney

(2019b) for a model of information asymmetry and quality signaling in a rewards-based crowdfunding

context. Besides the price p, a contributor also incurs a hassle cost, h ∈ (0, v), to pledge to the

campaign. As noted in the introduction, the hassle cost can come from a variety of factors, e.g., it

could be the cost of providing personal and financial information to make a pledge. Simply having

to provide this information could be a significant point of friction for contributors: Rajamma et al.

(2009) find that consumers care about their privacy, and having to reveal personal or credit card

information before the very end of the checkout process could lead them to abandon their cart

during online shopping. The hassle could also be the opportunity cost of committing money to the

campaign and forgoing the chance to spend the funds in others ways, or the lack of interest paid

when withdrawn funds are refunded to a contributor’s account following a failed campaign, as is the

case with Indiegogo. The cost h can also be thought of as an outside option or reservation utility of

the contributor, and a pledge to the campaign must bring the contributor at least h in surplus to

induce him to participate. Under the fixed funding mechanism, the reward price, p, is refunded if

the campaign fails, but the hassle cost, h, is sunk as soon as the contributor pledges to the campaign.

Hence, if a contributor observes n previous pledges and backs the campaign immediately, his surplus

is v− p−h if the campaign succeeds (the probability of which is φ(n)) and −h if the campaign fails

(the probability of which is 1− φ(n)), resulting in total expected surplus φ(n)(v − p)− h.

Rather than contribute immediately upon arrival, contributors can strategically delay their

pledges until the end of the campaign to observe the pledging decisions of all other contributors.

Waiting allows the contributor to be sure of campaign success before he pledges and incurs the

non-refundable hassle cost, h. Specifically, we divide the campaign into two stages: “stage 1” is the

time in which all contributors initially arrive, and “stage 2” is the “end of campaign,” in which any

5The consequences of this assumption are discussed further in §3.7.
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strategic contributor who intentionally delayed returns to the campaign, observes the contribution

level, and decides whether to pledge. This demarcation of the campaign is intended to represent

Kickstarter’s “Remind Me” feature, a button that any backer can click that sends a reminder email

48 hours before the campaign ends. We assume that no new contributor visits the campaign in

stage 2. Hence, contributors returning in stage 2 will pledge only if the sum total of contributors

who pledged in stage 1 and those who are returning in stage 2 (based on the value of n at the end

of stage 1) is sufficient for the campaign to meet its funding target. Otherwise, they leave without

pledging. Moreover, the contributors who return receive the reminder at the same time and observe

the number of pledges received by the campaign at the end of stage 1. Hence, they have the same

belief about campaign success and make the same pledging decision in stage 2. The assumption

that no new contributor arrives in stage 2 simplifies our analysis. Without this assumption, a re-

turning contributor would face residual uncertainty, and could have benefited from waiting further

and coming back towards the end of stage 2 and deciding whether to pledge then or wait even longer

to be even more sure of success and so on, resulting in a recurrence of the same pattern. Because

of this assumption, a contributor observes the state of the campaign at most twice before making

a pledging decision: upon arrival (at a random point during stage 1), or in stage 2. In our model,

a single contributor is infinitesimally small and does not affect the outcome of the campaign, and

hence does not alter the decisions of the other contributors.

A strategic delay may be costly to the creator and contributors in two distinct ways. The first

type of cost is a literal one: contributors who choose to wait until stage 2 incur a waiting cost, w,

which represents the effort involved in opting for a reminder and returning to the campaign webpage

for a second time in stage 2. A contributor may also derive some additional utility from pledging

early in the campaign either to be a “trendsetter” or from behaving altruistically and helping the

campaign succeed; in this case, w represents the loss of such “early contribution” utility from waiting

until the campaign outcome is known. The second potential cost occurs indirectly: contributors are

assumed to be “distracted” in the sense that those who choose to delay in stage 1 in fact return

in stage 2 with probability δ ∈ (0, 1]. With a complementary probability 1− δ, contributors fail to

return to the campaign in stage 2, e.g., because in the interim they found another campaign that

they prefer to the original campaign, or because they simply forgot to return before the deadline.

Because of this, only a δ fraction of all contributors delaying their pledges in stage 1 actually return

in stage 2. As noted previously, this “distractedness” could be a consequence of limited or imperfect
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memory (Ameriks et al. , 2004; Chen et al. , 2010; Thomadsen & Bhardwaj, 2011).

We assume that while each contributor is aware that only a δ fraction of contributors deciding

to wait in stage 1 would return in stage 2, each individual contributor also assumes that if he

decides to wait, he will return with probability 1. In other words, contributors are unaware of (or

optimistic about) their own distractedness, believing that though other contributors suffer from a

risk of forgetting to return in stage 2, they themselves are immune to it. This means contributors

suffer from an optimism bias (Weinstein, 1980; Weinstein & Klein, 1996), which is quite common

and is demonstrated by up to 80% of the population in many different domains (Sharot, 2011). We

include this bias both because it is more realistic and it allows us to avoid assuming that contributors

are boundedly rational, but also perfectly rational about their bounded rationality (i.e., they are

fallible and can exactly anticipate their own fallibility).6

Therefore, if a contributor who observes n previous pledges in stage 1 decides to wait till stage

2, he will only pledge in stage 2 if the campaign succeeds (the current probability of which is φ(n))

and will receive surplus v − p − h − w. If he revisits the campaign in stage 2 and finds that the

campaign has failed (the current probability of which is 1−φ(n)), he will not pledge and his surplus

is −w. Consequently, when the contributor visits the campaign in stage 1, his expected surplus from

delaying his pledging decision is φ(n)(v − p− h)− w. Note that if n ≥ C/p, i.e., if a campaign has

already achieved success, the risk of losing the hassle cost h is zero. Since a potential contributor

already knows the outcome of the campaign, he has no incentive to wait if he observes n ≥ C/p. On

the other hand, a potential contributor who observes n < C/p has a non-trivial decision between

contributing immediately and waiting to learn the outcome of the campaign. He will contribute

immediately if the surplus from doing so is non-negative and weakly greater than the expected

surplus from waiting, i.e., if:

(IR): φ(n)(v − p)− h ≥ 0 (3.1)

(IC): φ(n)(v − p)− h ≥ φ(n)(v − p− h)− w =⇒ φ(n) ≥ 1− w

h
(3.2)

Condition (3.1) will be referred to as the individual rationality (IR) condition, while condition (3.2)

will be referred to as the incentive compatibility (IC) condition. We assume that if a contributor

6The optimism bias also aides with analytical tractability by simplifying the contributor incentive compatibility
constraint; we have numerically analyzed an alternative model in which contributors recognize their own distract-
edness, and have found that our key insights (the types of equilibria that can occur, and the value of menus of
rewards) continue to hold in this case, although the resulting equilibrium is significantly more difficult to charac-
terize analytically.
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incurs equal expected surplus in both stages, he will contribute in stage 1 instead of waiting.7

In traditional retail settings, high valuation consumers purchase earlier during the selling season

because of a rationing risk arising from limited inventory. In comparison, a contributor generally

receives a unit as long as he pledges before the crowdfunding campaign is over. Thus, while the

decision of whether to pledge (IR condition) is dependent on a contributor’s valuation, the decision

of when to pledge (IC condition) is independent of it.8

Though contributors are homogeneous in their valuation, v, and hassle cost, h, they are hetero-

geneous in their waiting cost, w, which can take two distinct values. A fraction α of contributors

have a waiting cost weakly greater than h, while the remaining contributors possess a waiting cost

strictly less than h. Note that if w ≥ h, the IC condition holds trivially for all n. In other words,

contributors with a high waiting cost contribute immediately as long as their surplus from doing so

is non-negative, i.e., the IR condition holds. Consequently, we call this contributor segment myopic.

The remaining 1− α fraction have w ∈ (0, h) and are strategic as they make a non-trivial decision

about when to contribute. In general, when a contributor decides to wait until after success before

making a pledging decision, he is not actively helping the campaign to succeed. Therefore, it is pos-

sible that some of the myopic contributors could be the people from the social circle of the creator

who want the campaign to succeed, and hence have a higher disutility from waiting (i.e., they have a

higher “early contribution” utility), signified by the higher w. In contrast, the strategic contributors

have lower waiting cost and may stand to gain by optimally timing their contribution to maximize

their utility. Because a myopic contributor’s waiting cost is so high that they never delay, for the

remainder of our analysis, we ignore the waiting cost when discussing myopic contributors and use

w to refer solely to the waiting cost of strategic contributors. Finally, we assume that the myopic

and strategic contributors arrive in the same proportions in which they make up the contributor

population, i.e., for every α myopic contributors, 1− α strategic contributors visit the campaign.

A few of our assumptions require further discussion. First, besides the uncertainty over campaign

success, contributors also face the uncertainty as to whether the creator will be able to deliver

rewards at the end of a successful campaign. In fact, this risk is not negligible: Mollick (2015) finds

that about 9% of campaigns on Kickstarter either failed to deliver rewards or delivered a reward

7Note that it is possible for the creator to change her price and target by infinitesimally small amounts so that the
IC condition is not tight, i.e., indifferent contributors earn slightly higher expected surplus from contributing in
stage 1; however, since the changes are infinitesimal, the creator’s profit remains the same.

8We consider rationing risk in §3.6.2, when we allow the creator to use a menu of rewards, some with finite quantities.
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that was quite different than what was promised in the campaign. However, the uncertainty over the

creator delivering rewards will only be resolved weeks or months after the campaign ends and will

not affect a contributor’s decision of when to pledge during a campaign. Moreover, in our model,

once the creator’s cost of delivering rewards is met (see §3.3.2), the number of pledges received

by the campaign conveys no additional information regarding this uncertainty to a contributor.

Nevertheless, we can easily incorporate this uncertainty in contributors’ pledging decisions. To see

this, suppose that contributors’ actual valuation for the reward is V . Also suppose that with a

probability x, the creator delivers rewards at the end of a successful campaign and contributors get

to enjoy their valuation V , and with the complementary probability 1 − x, she altogether fails to

deliver rewards because of challenges in product development such as technical issues in production,

supply chain problems, etc., and consequently, contributors receive zero valuation from their pledges.

In this scenario, the parameter v in our model could denote contributors’ expected valuation from

the reward, i.e., v = xV .

Second, the hassle cost and the waiting cost which are driving forces behind contributors’ pledg-

ing decisions can, and most likely will, be small compared to the their valuation for the reward, v.

In §3.4, we show that these two costs primarily influence campaign outcomes through their ratio,

i.e., through their relative magnitudes, while their absolute magnitudes are less critical. Hence, even

if waiting cost w and hassle cost h are small in an absolute sense, they can have a large impact on

campaign design if they are comparable in magnitude to one another. Third, while a contributor

can cancel his pledge, doing so also requires him to re-visit the campaign website at a future time

and, in case of Indiegogo, wait for a few days for the pledge to be refunded to his account. Hence,

for him, cancelling a pledge requires as much costly effort as waiting for the end of the campaign,

if not more, and does not constitute a viable alternative to strategic waiting in dealing with the

risk emanating from the uncertainty of campaign success. Fourth, we assume that the hassle cost,

h, and the probability with which contributors return in stage 2, δ, do not depend on the reward

price, p. Even without this assumption the basic forces in our model remain the same: contributors

might prefer paying the waiting cost to reduce the risk of wasting their hassle cost, which decreases

the creator’s demand when a fraction of these waiting contributors get distracted and do not re-

turn at the end of the campaign. However, without this assumption, finding the creator’s optimal

reward price will become significantly more complicated. Similarly, to keep our model and analysis

parsimonious, we have assumed that the hassle cost h is same in both stages. Our insights will also
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continue to hold without this assumption (i.e., the hassle cost in stage 2 can be larger or smaller

than that in stage 1), provided that the change in hassle cost is not too large, in which case, waiting

or not waiting might trivially emerge to be the dominant choice of all contributors.

3.3.2 The Creator

In order to complete development of the product, manufacture it, and deliver rewards to contrib-

utors, the creator incurs a fixed start-up cost, S, and no variable cost (Chakraborty & Swinney,

2019b). The inclusion of a fixed costs allows us to include a key feature of the fixed funding

mechanism: ensuring production commences only if demand is of a sufficient scale to guarantee

profitability. Positive variable costs could readily be incorporated, reducing the profit from each

unit sold, but would have minimal impact on the results and the creator’s campaign design.

In practice, under fixed funding the creator is required to deliver the rewards whenever the

target, C, is met. We assume the creator has no access to personal funds or other financing, and

therefore, in order to deliver rewards to backers, the creator must set a target C ≥ S to ensure that

production can be funded whenever campaign success occurs.9 Although we discuss the details of

φ(n) in the next section, it is easy to see that φ(n) must be weakly increasing in n, i.e., the closer

the campaign gets to meeting its target, the higher is the probability of success. Since contributors

arrive sequentially, a campaign will never succeed if a contributor, myopic or strategic, who does

not observe any prior contributions earns a negative expected utility from donating immediately,

i.e., if the IR condition does not hold for n = 0. This is because the first arriving contributor

would not be willing to pledge immediately; consequently, the next potential contributor would also

observe n = 0 and make the same choice, as would the third contributor, and so on. Therefore, any

contributor who returns to the campaign in stage 2 will still observe n = 0 and not update his belief

from φ(0). Since φ(0)(v − p)− h < 0, his expected surplus would still be negative and he will leave

without pledging, causing the campaign to fail. Thus, in any equilibrium with a non-zero chance of

campaign success, it must be true that

φ(0)(v − p)− h ≥ 0. (3.3)

The creator thus maximizes her expected profit Π(C, p), which is equal to the difference between

9Alternatively, the start-up cost S may be thought of as the creator’s remaining funding needs net of any personal
assets or other financing she has secured for the project; thus, to ensure she can deliver rewards when the product
succeeds, she must raise at least S.
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Figure 3.2. Sequence of Events.

the total pledged amount and her start-up cost if the campaign succeeds and zero otherwise, subject

to the constraints C ≥ S (the funding constraint) and (3.3). (In practice, the crowdfunding plat-

form also takes a fixed percentage of the creator’s revenues. For ease of exposition, we ignore the

platform’s fee in this analysis, although it could be readily introduced as a constant multiplicative

factor on the creator’s price.) We note that a successful campaign may also result in future business

opportunities that lead to additional value for the creator, and because of this, instead of maximiz-

ing campaign profits, a creator could alternately design her campaign to maximize the likelihood

of campaign success, or some combination of campaign profit and success probability; we have also

considered this alternative objective, and discuss it in §3.7. To summarize, the sequence of events

is as follows (also see Figure 3.2):

1. Before the Campaign: The creator sets the campaign target C and reward price p to

maximize her expected profit, Π(C, p), subject to the funding constraint (C ≥ S) and (3.3).

2. Stage 1: A random number N of contributors arrive sequentially, observe C, p, and the

current contribution level, n, and decide whether to pledge or not (myopic contributors) or

whether to pledge now or delay their decision until stage 2 (strategic contributors).

3. Stage 2: A δ fraction of the strategic contributors who chose to delay return to the campaign

and, if success is guaranteed, pledge.

We note here that an equilibrium where the campaign fails deterministically is always possible. This

happens when contributors are completely pessimistic about success (i.e., believe φ(n) = 0) and as

a result will not participate at any price, causing the campaign to fail with probability one and

generating a self-fulfilling prophecy. Throughout our analysis, we focus on the more interesting case

where the campaign might succeed and the contributors might receive the product, i.e., where the

chance of success is strictly greater than zero.
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3.4 Campaign Design with a Single-Item Menu

In this section we derive the creator’s optimal campaign design (funding target C and reward price

p) with a single-item menu. We begin in §3.4.1 by deriving the optimal response of contributors

to a particular campaign design (C, p), i.e., analyzing the game from Step 2 in the sequence of

events onwards. In §3.5, we analyze the creator’s choice of C and p (i.e., Step 1 in the sequence of

events), given the best response derived in §3.4.1. Finally, in §3.5.1, we discuss the implications of

our findings regarding the optimal campaign design.

3.4.1 Optimal Contribution Behavior

As noted previously, myopic contributors have such a high waiting cost that the IC condition holds

trivially. Furthermore, φ(n) must be increasing in n. Therefore, (3.3) guarantees that for myopic

contributors, the IR constraint (which is specified for any n) always holds, and hence they will

all pledge immediately upon arrival. Unlike myopic contributors, strategic contributors might still

decide to wait until stage 2, unless they observe a sufficient number of prior contributions, making

success likely and causing the IC condition to hold. This leads to the following lemma:

Lemma 3.1. There exists a unique ñ ∈ [0, Cp ) such that φ(n) ≥ 1 − w
h ∀ n ≥ ñ. A strategic

contributor will pledge immediately after visiting the campaign in stage 1 only if he observes that

the campaign has already received at least ñ contributions.

Proof. All proofs appear in Appendix B.1.

Given the result in Lemma 3.1, it follows that, broadly speaking, there can be two different

outcomes. First, it could be the case that ñ = 0; in this scenario, all contributors, myopic or strategic,

pledge without delay from the very beginning of the campaign. We call this a no delay outcome

and denote it by the subscript nd. Alternatively, it could be the case that ñ > 0. In this scenario,

initial contributions are made solely by myopic contributors, while the strategic contributors arriving

early (before ñ total contributions have been made) choose to wait for stage 2. If the campaign

receives ñ pledges from myopic contributors at any point, all subsequent contributors—myopic and

strategic—pledge without delay, and the campaign receives donations at a faster rate. In stage 2,

a δ fraction of the strategic contributors who decided to wait would return and pledge so long two

conditions hold: first, they must have non-negative surplus from pledging, and second, the total
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contributions already received, along with contributions from all returning contributors, must result

in success. We call this a strategic delay outcome and denote it by the subscript sd.

Next, we derive the success probability under each of these outcomes:

Lemma 3.2. (i) Under a no delay outcome, the success probability for a given campaign design

(C, p) is

φnd(n) =

{
N̄−Cp
N̄−n if n < C

p ,

1 otherwise.
(3.4)

(ii) Under a strategic delay outcome, the success probability for a given campaign design (C, p) is

φsd(n) =


N̄−Cp −(1−δ) (1−α)

α ñ

N̄−nα
if n < ñ,

N̄−Cp −(1−δ) (1−α)
α ñ

N̄−n− (1−α)
α ñ

if ñ ≤ n < C
p − δ

(1−α)
α ñ,

1 otherwise,

(3.5)

where ñ =
C
p −N̄

w
h

1−δ+ δ
α−

w
αh

.

Comparing these two expressions, we note that for any ñ > 0 and δ < 1, the ex ante success

probability (before the first contribution, i.e., φ(0)) is strictly greater under no delay than under

strategic delay: under no delay, the ex ante success probability is φnd(0) =
(
N̄ − C

p

)
/N̄ , while

under strategic delay, it is φsd(0) =
(
N̄ − C

p − (1− δ) (1−α)
α ñ

)
/N̄ . In other words, strategic delay

reduces the ex ante chance of campaign success. Recall that strategic contributors are distracted

and may not return to the campaign after they delay their contribution decision: because of this, in a

strategic delay outcome N ≥ C
p is not sufficient for success, and the number of random contributors

that must be realized for the campaign to achieve success is increased by (1 − δ) 1−α
α ñ, which is

reflected in (3.5). Consequently, all else equal (in particular C and p), the strategic delay outcome

lowers the creator’s chance of success and her profit. The extent to which the creator is impacted

by this effect depends on the “distractedness” of backers (1 − δ) and the relative proportion of

strategic to myopic contributors ((1−α)/α). Thus, the two outcomes resulting from Lemma 3.1 are

not innocuous phenomena: they have a significant impact on the chance of success of the creator’s

campaign, but only if contributors are distracted. If δ → 1, a campaign has an identical ex ante

probability of success under both no delay and strategic delay.
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outcomes.

Note that after the campaign has received contributions (i.e., when n > 0), the chance of success

under no delay is not necessarily greater than under strategic delay for the same value of n. This

can most easily be seen if C/p − δ(1 − α)ñ/α < n < C/p, when the chance of success under no

delay is less than one, but under strategic delay success is certain. This is to be expected because,

in general, n observed contributions under strategic delay corresponds to more than n backers who

have arrived at the campaign; some of these backers chose to strategically delay, and will contribute

if success is imminent—pushing the campaign to achieve the target—in stage 2. Under no delay, all

backers participate immediately, and there is no “reserve population” of backers who strategically

waited for imminent campaign success. Because of this, there exists some n̂ < C/p such that, for all

n > n̂, φ(n) is greater under strategic delay; see Figure 3.3, where this critical n̂ ≈ 24. Nevertheless,

before the first contributor pledges (when n = 0), no delay results in a strictly higher chance of

success than strategic delay.

3.5 The Creator’s Optimal Decisions and Equilibrium

We next analyze the creator’s optimal campaign design within each of the two possible outcomes,

beginning with the no delay case. The creator in our model seeks to maximize her expected profit.

If the campaign succeeds, the creator receives all contributions made to her campaign, pN , and

incurs the start-up cost S. If the campaign fails, all contributions are refunded to the creator, she

does not need to deliver rewards, and she does not incur the start-up cost. Because all backers
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pledge immediately in a no delay outcome, the creator’s expected profit in this case is:

Πnd(C, p) =

∫ N̄

C
p

(pN − S)f(N)dN. (3.6)

Observe that (3.6) is increasing in p and decreasing in C for all C ≥ S. Next, in a strategic delay

equilibrium, the first ñ contributions all come from myopic backers. Because of this, there are a

total of (1−α)
α ñ backers who strategically delay their pledges. Further, a 1 − δ fraction of those

strategic contributors do not return in stage 2. Consequently, expected profit under strategic delay

is given by:

Πsd(C, p) =

∫ N̄

C
p +(1−δ) (1−α)

α ñ

(
p[N − (1− δ) (1− α)

α
ñ]− S

)
f(N)dN. (3.7)

This expression is more complicated to analyze than (3.6), as ñ is a function of C and p.

Next, we derive conditions under which an equilibrium exists under the no delay and strategic

delay outcomes. The first condition is that, clearly, the creator must maximize her expected profit.

Both cases also require that (3.3) hold; otherwise, as argued previously, the success probability of the

campaign is zero. The no delay equilibrium further requires that the IC condition, given by (3.2),

holds for all n, i.e., all strategic contributors have incentive to pledge immediately upon arrival,

which is the definition of the no delay outcome; since φ(n) is non-decreasing in n, this condition

reduces to the IC condition holding at n = 0. Thus, a no delay equilibrium exists if:

1. Creator Profit Maximization: the creator maximizes (3.6).

2. Individual Rationality: (3.1) holds for all n, including n = 0, implying φnd(0)(v−p)−h ≥ 0.

3. Incentive Compatibility: (3.2) holds for all n, including n = 0, implying φnd(0) ≥ 1− w
h .

On the other hand, strategic delay is only possible if (1 − w
h )v > h and α ∈ (0, 1). If the former

condition is violated, (3.3) would be true only if φ(0) > 1−w
h , i.e., the only equilibrium with non-zero

success probability would be the no delay outcome. If the latter condition is violated, contributors

always trivially follow a no delay outcome (because they are all myopic if α = 0), or success is

only possible if ñ = 0 (because they are all strategic if α = 1). In both cases, the only possible

equilibrium is no delay; thus, for the remainder of the paper, we focus on the more interesting case

where (1− w
h )v > h and α ∈ (0, 1), and hence strategic delay is a possible outcome. In addition to

49



these two conditions, a strategic delay equilibrium exists if:

1. Creator Profit Maximization: the creator maximizes (3.7).

2. Individual Rationality: (3.1) holds for all n, including n = 0, implying φsd(0)(v−p)−h ≥ 0.

3. Incentive Compatibility: (3.2) binds at ñ ∈ (0, Cp ), implying φsd(ñ) = 1− w
h .

In Appendix B.2, we analyze exactly when these conditions hold for both the no delay and strategic

delay equilibria. The following lemma summarizes the results presented in Lemmas B.1-B.4 in

Appendix B.2:

Lemma 3.3. There exists a threshold funding target C̄t and threshold reward prices p
t
(C) and p̄t(C)

(which themselves are a function of the funding target C) such that a type t ∈ {nd, sd} equilibrium

is possible for any target lower than C̄t and any price between p
t
(C) and p̄t(C).

In other words, we find that in both cases, in order to satisfy the equilibrium conditions listed

above, there exists a maximum funding target a creator can set. As the target increases, the

probability of success decreases. Beyond the threshold C̄t, the chance of success is so low that

the IC and IR conditions can no longer be satisfied at any price; hence, creators cannot set too

high a funding target in order to induce either type of equilibrium. For any funding target below

this threshold, the creator can set a reward price within some interval and induce the no delay or

strategic delay equilibria. If the price set is too high, contributor surplus from the reward is low,

and the IR condition is violated. However, unlike most strategic consumer models (see, e.g., Su &

Zhang 2008 and Cachon & Swinney 2009), the creator also cannot set a price that is too low. A

low price means that many contributions are required for the campaign to succeed, and contributor

surplus decreases due to a low chance of success, potentially violating the IR and IC conditions.

Hence, the creator must set a “moderate” price in order to induce either the no delay or strategic

delay outcomes. The derivation of these thresholds is cumbersome and involves multiple cases; we

refer readers to Appendix B.2 for details and closed form expressions for each threshold. However,

we note here that, for a given C and p, it is possible that both the no delay and strategic delay

equilibria exist simultaneously, i.e., a particular C and p may satisfy the conditions in Lemma 3.3

for both the no delay and strategic delay equilibria, depending on the threshold targets and reward

prices. However, as we will see below, at the optimal C and p for the creator, there is a unique

equilibrium.
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Given the result of Lemma 3.3, in a no delay equilibrium, profit is clearly maximized at the

lowest possible C and highest possible p that supports the equilibrium (that is, that satisfies the IR

constraint): in this case, the creator achieves success with the fewest number of donations possible

(she minimizes C/p) and at the maximum rate of revenue per contribution (she maximizes pN).

Hence, the optimal campaign design in a no delay equilibrium is (C∗, p∗) = (S, p̄nd(S)), provided

that the equilibrium is feasible, i.e., that S ≤ C̄nd. If, on the other hand, S > C̄nd, a no delay

equilibrium cannot exist; in this case, the creator cannot feasibly set a funding target low enough

to induce contributors to pledge without delay. These observation is summarized in the following

lemma:

Lemma 3.4. Under no delay, the equilibrium campaign design is (S, p̄nd(S)).

The above lemma does not discuss the strategic delay equilibrium as characterizing the optimal

campaign design for all values of α in that case is difficult, once again due to the ñ term in (3.7).

However, we are still able to deduce the creator’s overall optimal action (Theorem 3.1) due to the

next observation: whenever both equilibrium outcomes are feasible, the upper bounds on the reward

price can be ordered.

Lemma 3.5. For any target C that is feasible both under no delay and strategic delay, i.e., S ≤

C ≤ min{C̄nd, C̄sd}, a weakly higher price can be set under no delay than under strategic delay, i.e.,

p̄nd(C) ≥ p̄sd(C).

This may, at first glance, seem counterintuitive: a high price would appear to make pledging

risky and give contributors a significant reason to delay their decision, as in the extant literature

on strategic consumer purchasing in revenue management (see, e.g., Aflaki et al. 2019), and so one

might think that a higher price should induce the strategic delay equilibrium. However, because

crowdfunding contributions are fully refunded when the target is not reached, a high price in fact

does not play the same role in influencing purchase timing as in a traditional revenue management

setting. Instead, all else equal, a higher price is supported under a no delay equilibrium because,

under no delay, the ex ante chance of success is higher (Lemma 3.2). If the ex ante chance of success

is higher, the creator can charge a higher price and satisfy the IR constraint for the first arriving

contributor (condition (3.3)). In turn, being able to charge a higher price further raises the chance

of success, as it results in fewer contributions being required to achieve the funding target. In this
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way, the no delay outcome results from something of a self fulfilling prophecy: if backers think the

campaign has a high chance of success, they will pledge immediately, and the creator can charge a

higher price; if the creator charges a higher price, she increases the chance of success by requiring

fewer contributions to meet the target.

In addition, by comparing (3.6) and (3.7), it is easy to see that, for any C and p, profit in a no

delay equilibrium is weakly greater than profit in a strategic delay equilibrium; this is intuitive, since

strategic delay both reduces the chance of success and results in some lost revenue from “distracted”

strategic contributors who do not return in stage 2. This fact leads to the following result:

Theorem 3.1. A crowdfunding campaign is feasible if

S ≤ C̄ =


N̄
(√
v −
√
h
)2

if v
h (1− w

h )2 < 1
w
h N̄
[
v − h

1−wh

]
if v

h (1− w
h )2 ≥ 1 & v

h (1− w
h )(1−

w
h

α+δ−αδ ) ≤ 1

N̄
(√

(α+ δ − αδ)v −
√

α+δ−αδ−wh
1−wh

h
)2

if v
h (1− w

h )(1−
w
h

α+δ−αδ ) > 1

(3.8)

Whenever a campaign is feasible, the optimal funding target is C
∗

= S. Moreover:

(i) If S > w
h N̄(v − h

1−wh
) and v

h (1− w
h )(1−

w
h

α+δ−αδ ) > 1, a strategic delay equilibrium occurs, and

the optimal price is p∗ = p̄sd(S).

(ii) Otherwise, a no delay equilibrium occurs, and the optimal price is p∗ = p̄nd(S).

The intuition behind Theorem 3.1 is as follows. Part (i) of the theorem occurs when a no delay

equilibrium is not feasible but a strategic delay equilibrium is feasible (i.e., when C̄nd < S < C̄sd).

This happens when the creator has high start-up cost (S is large) or when strategic contributors have

a low waiting cost relative to their hassle cost of making a contribution (w is small relative to h).

The former condition ensures that the funding target must be high, making campaign success risky;

the latter condition ensures that strategic contributors gain significantly more from a strategic delay

(saving the hassle cost h) than they lose (paying the waiting cost w). Contributors have a significant

incentive to strategically delay under these conditions, making it impossible for the creator to induce

a no delay equilibrium via her campaign design; however, precisely in these cases, a strategic delay

equilibrium is feasible. Thus, the creator resorts to a strategic delay equilibrium, setting the lowest

funding target (S) and highest price (p̄sd(S)) that will support such an outcome.

On the other hand, if no delay is a feasible equilibrium (part (ii) of the theorem), the creator is
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always capable of inducing that outcome via her campaign design. If no delay is the only feasible

equilibrium, then, as noted above, it is clearly optimal for the creator to set the lowest funding

target (S) and highest price (p̄nd(S)) possible under such an equilibrium. However, recall that,

when both are feasible, a no delay equilibrium can also be sustained at a higher reward price than

a strategic delay equilibrium can (Lemma 3.5). Because no delay is the preferable outcome for the

creator—it results in greater demand and hence greater profit than strategic delay—the optimal

action is for the creator to set the best campaign parameters under no delay (highest price, p̄nd(S),

and lowest target, S), eliminating the possibility of a strategic delay equilibrium. In other words,

whenever a no delay equilibrium is feasible, the creator can effectively “choose” that equilibrium by

setting a funding target equal to S and a reward price equal to p̄nd(S).

3.5.1 Discussion

Theorem 3.1 addresses the first of our main research questions: why might strategic waiting happen

in crowdfunding campaigns? The theorem illustrates that this type of behavior can arise due to the

interaction of campaign failure risk and non-refundable hassle costs from making a contribution.

Theorem 3.1 further demonstrates that both no delay and strategic delay outcomes can emerge

in equilibrium, and moreover, in case (i) of the theorem, strategic delay may be the only feasible

equilibrium for the campaign creator to initiate her project. Interestingly, the conditions under

which strategic delay occurs—specifically, when S is large and the ratio w/h is small—are quite

plausible for a crowdfunding campaign. Typically, creators seek out crowdfunding specifically for

projects with a high fixed start-up cost, as in this case the fixed funding mechanism provides the

most value as a demand discovery tool. Similarly, for contributors, the hassle cost h of making a

contribution is likely to be large relative to the waiting cost w of delaying a pledge: committing

one’s money to a campaign for a period of time, and going through the process of deciding whether

to make and then actually making a pledge, is likely costlier than simply waiting a few days to see

if the campaign will succeed. Thus, it seems likely that many crowdfunding campaigns would end

up in a strategic delay equilibrium.

Although the equilibrium critically depends on the ratio w/h (specifically, the conditions under

which no delay and strategic delay occur, the threshold on the target, and the strategic delay price

are all dependent on this ratio), the individual values of the waiting cost, w, and hassle cost, h, do

not play a significant role in shaping the outcome. Importantly, as alluded to earlier, these costs
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can be very small compared to the contributors’ valuation, v, and yet both no delay and strategic

delay can still occur in equilibrium. Therefore, even if these costs are minimal, they can have an

outsized impact on the campaign that is much more deleterious than simply forcing the creator to

slightly lower her reward price: they can result in a strategic delay outcome and, potentially, a much

more significant loss in revenue. Hence, our results indicate that even very small inconveniences in

the pledging process, which at a first glance might appear insignificant, can end up having a large

impact on the campaign. Similar results of small frictions having a large impact on the market

outcome can be found in the literature; e.g., Diamond (1971) shows that a positive search cost,

however small it might be, allows firms to set monopoly price in a competitive market.

Note also that the equilibria described in Theorem 3.1 are consistent with the different types

of backer behavior often observed in crowdfunding. Under a no delay equilibrium, the campaign

receives a steady stream of contributions, i.e., the contribution rate is “flat” over time. The same

occurs under strategic delay when ñ is not achieved, although in this case, the campaign ultimately

fails. Both outcomes are consistent with the observed “flat” contribution pattern. Under strategic

delay, the contribution rate starts out slow, but once the campaign achieves ñ pledges from myopic

contributors, all subsequent contributors begin donating without delay. As a result, the rate of

contributions, and hence the chance of success, increases significantly after the first ñ pledges.

Moreover, strategic contributors who return to the campaign in stage 2 and pledge at the last

moment can cause a late “spike” in the contribution rate just before the funding target is reached.

These features are consistent with the observed “last minute surge” contribution pattern, as well as

the observation that campaigns that have raised a certain percentage of their target are very likely

to succeed (Alaei et al. , 2016), i.e., there is a “critical mass” of pledges (corresponding to ñ in

our model), above which the chance of success increases significantly. Hence, these forces plausibly

explain observed contribution patterns.

This immediately leads to our second main research question: do strategic delays hurt campaign

creators, and if so, how? As noted above, by comparing (3.6) and (3.7), we see that for any C and

p, profit in a no delay equilibrium is weakly greater than profit in a strategic delay equilibrium,

hence whenever both equilibria exist, the creator clearly prefers the no delay outcome. However,

note that as δ → 1 (i.e., as distractedness goes to zero and strategic contributors become perfectly

rational), the objective functions of the creator in each equilibrium become identical. In other words,

if contributors are perfectly rational, the creator does not care whether she is in the no delay or

54



strategic delay outcomes, as both equilibria yield the same profit at any funding target and reward

price; it is only if δ < 1 and strategic contributors are distracted in the sense that they may not

return to the campaign after a delay that no delay strictly dominates strategic delay. The reason

why the creator experiences no profit loss under strategic delay with perfectly rational contributors

is that such backers will choose not to contribute to the campaign in stage 2 if and only if the

campaign would, in any event, not succeed; hence, their strategic behavior is not in and of itself

detrimental to the creator, as they only shift the time of their contributions. What makes strategic

behavior pernicious is the distractedness of potential contributors: this reduces overall demand and,

moreover, necessitates a greater realization of demand to achieve campaign success. Hence, while

strategic delays can be generated by (potentially very small) hassle costs, they can hurt the creator

due to contributor distractedness.

3.6 Mitigating Strategic Behavior

The observations in the preceding section concerning the impact of strategic delays on campaign

profit have important implications for both campaign creators and platform designers like Kick-

starter. It is in the best interests of both parties to minimize strategic delays, as this results in

higher campaign revenues, a share of which will go to the platform. Thus, both parties may find

it profitable to discourage a strategic delay outcome or, alternatively, to mitigate the impact of

strategic delays by reducing distractedness. This leads to our third main research question: how

can strategic contribution behavior be mitigated? In this section we discuss two possible path-

ways to accomplishing this, including platform-centric efforts to influence consumer hassle costs

and distractedness (in §3.6.1), and creator-centric efforts to modify the design of her campaign (in

§3.6.2).

3.6.1 Influencing Strategic Behavior via Platform Design

The platform’s role in mitigating strategic behavior is to make design choices that discourage strate-

gic waiting or reduce its negative impact. Since non-refundable hassle costs are the key reason why

strategic delays happen in our model, this suggests that platforms should make pledging as fric-

tionless as possible for contributors (decrease h). This is clearly beneficial for the platform and

the creator alike as it increases willingness-to-pay for rewards from both myopic and strategic con-
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tributors. One way to reduce this cost might be waiting to charge backers until the campaign has

succeeded; this suggests that Kickstarter’s policy of charging contributors only after a campaign

ends successfully is superior to Indiegogo’s policy of charging them immediately after a pledge is

made, issuing a refund in case of campaign failure. However, there may be limits to how far such

costs can be reduced, e.g., at some point the platform must ask for the contributors’ credit card

information. Efforts to further reduce the ex ante hassle cost for contributors by delaying some

frictions until after campaign success—for example, by waiting to even ask for a credit card until

the campaign has succeeded—may result in contributions that are withdrawn ex post, e.g., because

the backer’s credit card was declined or the backer simply changes his mind. Hence, reducing ex

ante hassle costs too much may generate other complications, and there may be a limit to how

frictionless the contribution process can be.

Given this, it would seem that the most obvious way platforms can mitigate strategic contribution

behavior is to reduce distractedness, i.e., to increase δ. Indeed, as noted above, when δ → 1, strategic

behavior has no impact on campaign profit. This can be accomplished by platforms reminding

contributors to return to campaign pages they have previously visited (but not yet contributed

to), especially as the campaign nears its conclusion. Indeed, Kickstarter provides a mechanism to

accomplish precisely this: on each campaign page it lists a “Remind Me” button that backers can

click, after which they will receive an email reminder to revisit the campaign 48 hours before its

conclusion. However, our model also suggests that this can turn out to be a double-edged sword:

on one hand, such a feature should increase δ and reduces the “distractedness” of contributors, but

on the other hand, it can make it easier for contributors to wait, reducing their waiting costs (w)

and increasing the likelihood of a strategic delay equilibrium. Whether this has a net benefit for

the campaign depends on the balance of these two factors: making strategic delay a more likely

outcome, but also making consumers less distracted so that those who do delay are more likely to

return before the campaign concludes.

Consequently, while our model suggests that platforms can make design decisions to mitigate

the impact of strategic contribution behavior, this must be done with care: reducing ex ante hassle

costs by deferring some elements of the contribution process until after a campaign has succeeded

may lead to problems with the legitimacy of campaign contributions, and reducing distractedness by

offering easy ways for backers to be reminded of campaigns that will soon end may reduce waiting

costs and increase the incidence of strategic delay equilibria.
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Figure 3.4. Limited quantity “early bird” (left, sold out at 500 backers) and unlimited quantity “regular”
rewards (right) from the NanoPen campaign on Kickstarter. Accessed August, 2018.

3.6.2 Influencing Strategic Behavior with Campaign Design

We next discuss how the creator herself can change the design of her campaign to mitigate strategic

behavior. In our analysis in §3.4, we assumed that the creator is restricted to a single item reward

menu. However, most rewards-based crowdfunding platforms give creators the ability to establish a

reward menu consisting of multiple items. In practice, creators often use this ability to offer a menu

with a limited number of rewards at a low “early bird” price, and a larger (or unlimited) number

of the same reward at a higher “regular” price. See Figure 3.4 for an example of this strategy

from a Kickstarter campaign for the “NanoPen,” a small pen that attaches to a key ring. This

practice appears to have value as a method of mitigating strategic delays by contributors: backers

who pledge early can obtain the reward at the lower price, while those pledging later must pay a

higher price, generating an incentive to pledge immediately upon arrival. In this section, we show

that such a menu of rewards can indeed combat strategic behavior.

We begin with a two-item menu. Specifically, suppose that the creator sets two prices pi (i

for initial) and pf (f for full), where pi ≤ pf , and designs the menu so that only C
pi

rewards are

available at the initial price pi and an unlimited number of rewards are available at the full price pf .

This implies that any contributor who decides to pledge before success will be able to do so at price

pi, while those pledging after success must pay the higher price pf . This simple two-item menu is

not guaranteed to be optimal among the space of all two-item menus (i.e., the optimal quantity of

rewards to offer at price pi may not be C/pi), but as we will see, it performs remarkably well. The

model is otherwise the same as in §§3.3-3.4. Observe that the campaign’s probability of success is
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independent of pf , as the higher price comes into effect only after the campaign has met its target.

Because of this, in a no delay equilibrium, the probability of success is given by (3.4) replacing p

with pi, and the creator’s expected profit is:

Π(C, pi, pf ) =

∫ N̄

C
pi

(
pi
C

pi
+ pf [N − C

pi
]− S

)
f(N)dN (3.9)

Optimizing this profit function of C, pi, and pf leads to following result:

Theorem 3.2. With the above two-item menu, a crowdfunding campaign is feasible if S ≤ N̄
(√
v−

√
h
)2

. Whenever a campaign is feasible, no delay is the only equilibrium, the optimal target is

C∗ = S, and the optimal reward prices are p∗i =
N̄(v−h)+S+

√
{N̄(v−h)+S}2−4N̄vS

2N̄
, and p∗f = v − h.

It is easy to see that the creator can always do better with a two-item menu than a single-item

menu; indeed, the creator can simply set pi = pf to replicate a single-item menu if she desired.

This can be seen from the fact that p∗i and p∗f are both weakly greater than p∗ from Theorem 3.1.

However, the theorem also shows that a two-item menu is sufficient to completely eliminate strategic

contributor behavior in our model. Because the full price pf does not impact the chance of success,

it is clearly optimal for the creator to set p∗f = v − h and extract all surplus from contributors who

pledge after success has occurred. Thus, if a strategic contributor decides to withhold his pledge

until stage 2, his expected surplus is φ(n)(v−p∗f −h)−w = −w, while his expected surplus in stage

1 is φ(n)(v − p∗i )− h ≥ 0. Because of this, not only is all contributor surplus extracted in stage 2,

but the IC constraint holds trivially at the optimal p∗f , and as a result no delay emerges as the only

possible equilibrium.10

Thus, when choosing pi and C, the creator is constrained only by the IR condition (3.3). To

maximize her profit, the creator sets the smallest funding target possible and the highest price that

satisfies the IR condition, and hence she always enjoys the preferred equilibrium (no delay) and does

so at higher prices than with a single-item menu. In addition, the threshold on the start-up cost for

a feasible campaign with a two-item menu is N̄
(√
v −
√
h
)2

; in fact, this is weakly higher than the

value of C̄ in Theorem 3.1, and therefore the creator can initiate a campaign under a wider range

of scenarios with a two-item menu than with a single-item menu. Thus, a two-item menu is clearly

10That strategic behavior is completely eliminated with a two-item menu is, in part, due to our assumption of
homogeneous valuations (see §3.7 for a more detailed discussion).
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preferred to a single-item menu.

In the literature on product line design (Moorthy, 1984; Desai, 2001), a menu of products

is typically used to price discriminate a population of consumers who are heterogeneous in their

valuations for a product. In our analysis, a menu of rewards segments contributors across time

based on their observed value of n. With strategic contributors, it generates a price risk, i.e., the

possibility that any strategic contributors who might choose to wait will have to pay a higher price.

From the IR condition, note that as a contributor’s observed number of previous contributions, n,

increases, his first stage expected surplus also increases. Because of this, with price p∗i , the creator

can only extract the entire expected surplus from the first arriving contributor, and cannot extract

the entire expected surplus from any contributors who observe n ∈ (0, Cp ) previous contributions.

Indeed, it is possible for the creator to have a more complicated menu—in particular, an infinite

number of reward levels, with one reward each at price pi(n), where pi(n) satisfies φ(n)(v−pi(n)) =

h—that performs even better than a two-item menu. We next analyze such an infinite-item menu

and its performance to see precisely how much is gained over a simple two-item menu. With an

infinite-item menu, the creator would still price the post-success rewards at v − h to extract all

surplus from late arriving contributors. Hence, using such a menu, the creator would be able to

extract the entire expected surplus from all contributors. The following theorem analyzes this case,

using Πinfinite to denote the optimal profit from an infinite-item menu and Πsimple to denote the

optimal profit from the simple two-item menu discussed in Theorem 3.2:

Theorem 3.3. If the creator uses a menu with an infinite number of rewards, a crowdfunding

campaign is feasible if S ≤ N̄ [v −
√
v2 − (v − h)2]. When a campaign is feasible under both a

two-item and infinite-item menu, the ratio of expected profits between them satisfies

Πsimple

Πinfinite
=

(
N̄ − S

p∗i

N̄ − n∗

)2

≥
(

1− S

N̄v

)2

,

where n∗ =
N̄(v−h)+S−

√
(N̄(v−h)+S)

2−2N̄S(2v−h)

2v−h . In addition, limv→∞
Πsimple

Πinfinite
= 1, limh→0

Πsimple
Πinfinite

=

1, and limS→0
Πsimple

Πinfinite
= 1.

Note that with an infinite-item menu, the threshold on the start-up cost is higher than N̄
(√
v−

√
h
)2

, the threshold for a two-item menu; that is, the creator can initiate a campaign under a wider
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Figure 3.5. Performance of the simple two-item menu relative to the optimal infinite-item menu
(Πsimple/Πinfinite on the vertical axis in each subfigure) as a function of start-up cost, rewards valuation, and

hassle cost. In the figure, unless otherwise specified, N̄ = 1, v = 10, h = 3, and S = 2.

range of conditions, in particular with a higher fixed start-up cost, than with a two-item menu. Put

another way, an infinite-item menu is particularly valuable to the creator when her fixed start-up

cost is high. This occurs because, when S is high, success takes relatively more pledges, and with

an infinite-item menu, she is able to charge progressively higher prices (extracting more and more

contributor surplus) until success occurs. Therefore, if S is significant, it’s possible that an infinite-

item menu yields a positive profit to the creator while a simple, two-item menu does not result in

a feasible campaign; hence, the relative performance of a two-item menu (defined to be the ratio of

the expected profits, Πsimple/Πinfinite), could, in principle, be zero.

On the other hand, when a campaign is feasible with a two-item menu, it is possible to precisely

define the relative performance of a simple menu. Moreover, this performance goes to one as the

reward value goes to infinity, or as the hassle cost or the start-up cost go to zero. Hence, a two-

item menu performs well as long as contributors greatly value the reward, it is not too costly for

contributors to make a pledge, or if the creator does not have an excessive start-up cost; see Figure

3.5. Relative performance of a two-item menu is also always bounded below by
(
1− S

N̄v

)2
; this

expression is close to one if the maximum possible revenue (the market size upper bound N̄ times

the customer valuation for the reward v) is large relative to the start-up cost S. Hence, a simple

two-item menu, though not optimal, can perform quite well in many conditions, and this, combined

with the ease of implementation of such a menu, suggests that it can be a powerful tool for campaign

creators.
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3.7 Conclusion

Rewards-based crowdfunding is an increasingly popular way for entrepreneurs to raise funds for

new and innovative products. For potential contributors, it offers a unique way to access such

products, often well before any similar offerings are available via traditional channels. However,

only about a third of all campaigns on popular platforms actually attain their funding targets,

and as a result the inherent uncertainty of rewards-based crowdfunding makes participating in a

campaign a risky proposition for contributors, particularly if doing so requires some hassle cost that

is not refunded upon campaign failure. In turn, this gives potential backers an incentive to behave

strategically, timing their contributions to the campaign in order to obtain better information about

the chance of success. This type of behavior is damaging to creators in that it lowers their chance

of success and profit due to the distractedness of strategic backers, and moreover can explain two

commonly observed contribution patterns—“flat” and “last minute surge” phenomena—seen in real

crowdfunding campaigns. We have also demonstrated that both careful platform design and menus

of rewards can be effective at mitigating this behavior. Indeed, in our model, the optimal menu

is one that offers an infinite number of items at increasing prices over time, despite the fact that

contributors have homogeneous valuations for the reward. However, such a menu is not practically

implementable, and we have also shown that a simple two-item menu is effective at eliminating the

strategic delay equilibrium and, although it does not achieve the optimal profit possible with an

infinite-item menu, performs well in many conditions.

While we have focused on creators seeking to maximize their expected profit from a campaign,

it is also worth noting that some creators using crowdfunding may have different objectives. For

example, creators may use crowdfunding as a “proof of concept” platform to demonstrate that

a market exists for their product; for such creators, launching a successful campaign may come

with substantial additional value, V (such as access to a traditional retail channel that dwarfs the

crowdfunding market, or additional funding from banks or venture capitalists). These creators,

then, may be more interested in maximizing the chance of campaign success (φ(0) in our model)

to maximize expected future value (φ(0)V ), or some combination of campaign profits and expected

future value from a successful campaign (λΠ(C, p) + (1 − λ)φ(0)V for λ ∈ [0, 1]). As long as the

future value V is not directly affected by the choice of campaign price and target, all of our results

extend when the creator’s objective is any affine combination of success probability and campaign
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profit. This is because, as can be seen from Lemma 3.2, the probability of success is also maximized

by the smallest funding target and largest reward price possible in a given equilibrium. Hence, the

probability of success and campaign profit align perfectly and result in the same creator actions, and

as a result, our insights hold even if a creator is more interested in achieving success and maximizing

post-campaign value, rather than maximizing immediate campaign profits.

It is also important to note that we have made two assumptions to simplify our analysis that,

in practice, may be be violated. First, we suppose that the number of contributors is uniformly

distributed. Under a general, non-uniform demand distribution, closed form analytical expressions

for the optimal campaign design are impossible to derive. However, we have numerically examined

alternative demand distributions and found that both the strategic delay and no delay equilibria

may exist in this case, and the former is more likely at a higher fixed start-up cost, illustrating that

our key qualitative insights about these equilibria and their effects on the creator are not sensitive

to the uniform demand assumption.

Second, we have assumed that contributors have homogeneous valuations for the reward. While,

in practice, valuations are likely to be heterogeneous, incorporating heterogeneity into our model

significantly increases the analytical complexity, and in particular, optimal menu design becomes

a much more challenging problem: with heterogeneous valuations, pricing even a single reward

is much more complicated, and moreover a multi-item menu can be used to not only segment

contributors across time but also according to their valuations and usage needs (e.g., by offering a

high-priced version of the reward with additional features alongside a low-priced version with fewer

features, as in Moorthy 1984 and others). Hence, focusing on homogeneous valuations has allowed

us to sharply analyze the inter-temporal incentives of contributors and the impact of campaign

design on those incentives without complicating the model with other factors—such as valuation

heterogeneity—that may also influence campaign design. Our key insights—that strategic delay can

generate a last minute surge in contributions, and that menus consisting of “early bird” rewards are

helpful in mitigating this problem—are likely unaffected by heterogeneous valuations, because even

if the creator generates a differentiated menu of rewards at different prices for contributors with

different valuations, within each reward class contributors may still wish to strategically delay due

to their IC conditions, and “early bird” style rewards can still be used to mitigate strategic waiting.

Indeed, the ubiquity of such menus and “early bird” rewards on crowdfunding platforms is evidence

of the fact that contributors do engage in such strategic waiting and can be deterred from a delay
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by an appropriate menu design.

In sum, as crowdfunding continues to grow in popularity as a means for entrepreneurs to fund and

launch new goods and services, these entrepreneurs must learn how to manage and effectively design

campaigns to deal with the issues that this unique selling mechanism raises. Strategic contributor

behavior is one such issue and, as we have shown in this paper, understanding that this behavior

in the context of crowdfunding can lead to insights about pricing strategies that differ greatly

from those resulting due to strategic consumer behavior in other, more typical, retail and revenue

management environments. These insights, in turn, may offer significant value for creators and

platforms alike when designing rewards-based crowdfunding campaigns for strategic contributors.
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Chapter 4

Managing Subscription Box Content Over Time to

Acquire and Retain Subscribers

4.1 Introduction

Subscription box services are one of the latest and most rapidly growing business models in retail.

A subscription box is a bundle of related items that are shipped to consumers at regular intervals,

e.g., weekly or monthly, for a fixed, pre-determined, per-box fee. The subscription box industry has

grown at a compound annual rate of 74% since 2013 and, as of 2018, has an estimated market size

of over $10 billion (FuelbyMcKinsey, 2018). While the largest services such as Blue Apron (meals),

Birchbox (cosmetics), Dollar Shave Club (shaving supplies), and Stitch Fix (clothing) are quite

well known, there are over 3,500 different box services offering diverse products encompassing all

requirements of everyday life (Forbes, 2018b; Guide, 2017; Stacker, 2018). McKinsey & Company

(2018) divide these services into three broad categories: replenishment services that save consumers

their time and money by automating the replenishment of non-durable items like detergent or razors;

access services that provide special pricing and “member only” perks for a monthly fee; and curation

services that send unique collections of related products at regular intervals to consumers. The last

category—which includes services such as Blue Apron, Birchbox, and Stitch Fix, and makes up to

55% of all subscription services—is the focus of our paper.

Within the category of curation services, meal kit services like Blue Apron, Hello Fresh, Home

Chef, and Plated represent some of the most popular subscription boxes. Typically, these services

send shipments of the complete set of ingredients and full instructions for several recipes, that

change from week to week, to their customers for a fixed price every week. As such, they provide

value in two principle ways. First, consumers get to enjoy the content of the box that they receive,

i.e., the ingredients and the resulting meals. In addition, a key element of the value proposition of

these boxes is the delivery service itself: the provider curates a shifting assortment of novel recipes

and delivers ingredients for those recipes directly to the consumer’s home, pre-portioned and neatly

packed in a refrigerated box, along with succinct instructions on how to prepare them. Hence,
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consumers receive fresh ingredients for new and interesting meals at their doorstep without having

to spend time and effort to search for recipes or visit the grocery store to purchase ingredients,

often in larger quantities than what is required for a particular recipe. Thus, the service offered

by these providers—the convenience and value generated from recipe selection and delivery—is an

equally important source of utility for consumers. Other types of curation services also work in a

similar fashion; for example, beauty and grooming boxes like Birchbox and Ipsy that deliver a box

of cosmetics, generating value to customers both from the contents of the boxes and from the service

of selecting and delivering those contents.

However, this business model is not without its own unique obstacles, and a critical challenge is

the difficulty of acquiring new customers and retaining existing ones (Bloomberg, 2017; Forbes, 2017;

McCarthy & Fader, 2017). In a survey of US consumers, McKinsey & Company (2018) found that

only 52% of respondents who ever considered a curation subscription service actually subscribed,

and among them, over 42% had already canceled their subscription. Respondents who did choose to

subscribe said that they loved a personalized experience and continued a subscription that surprised

and delighted them with good content, thereby making the subscription worth its price by providing

both high content value and high service value; they mostly cancelled because they were dissatisfied

with the service or felt it didn’t provide sufficient value for money. In another survey, Shorr Packing

Corp. (2016) supported these findings and identified low perceived value and unaffordability as the

biggest drivers of customer churn. They find that the average length of subscription is a mere

125 days. Hence, curation services must consistently provide high-quality content and service to

value-sensitive consumers to persuade them to initiate and continue their subscriptions. As noted

by McKinsey & Company (2018), the low joining rate and high churn rate make it difficult for box

services to maintain a stable consumer base, recover marketing expenses, and achieve growth and

profitability. Since subscription services offer a box every period at a fixed price, one straightforward

way to address the problem would be to provide more valuable content in each box. However, in

most practical scenarios this is not feasible: around 85% of curation services run on personal funds

while others are investor funded (Entrepreneur, 2018), and consequently have limited budgets for

the content that they can offer. This leads to an immediate dilemma for service providers that

forms our central research question: how can the contents of subscription boxes be chosen to help

acquire—and retain—subscribers?

To analyze this problem, we develop a model of a service provider selling subscription boxes
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over multiple periods to a population of heterogeneous consumers that both must be induced to

sign up for the service (“acquisition”) and to continue using the service after their first period of

consumption (“retention”). For concreteness, we use meal kit subscription services such as Blue

Apron and Hello Fresh as our primary motivating example when introducing the elements of our

model. In such services, the provider typically offers a menu of four to ten recipes each week, from

which consumers select two to four recipes to be delivered to their homes for a fixed weekly fee;

however, if consumers wish, they can also choose to “suspend” their subscription (i.e., they neither

pay the fee nor receive the box) in any particular week, e.g., if they see no recipes they like on that

week’s menu. Thus, one may think of consumers dynamically choosing, in each period, whether to

pay the fee and receive a box or not based on their assessment of the value from the subscription

in each period. As discussed above, that value is the sum of two components: utility from the

contents of the box, which is visible to consumers in each period before they choose whether to

receive the box, and utility from the service itself, which is learned over time based on consumer

experience with the service. Both of these components are heterogeneous amongst consumers (e.g.,

consumers have heterogeneous preferences for each recipe that is offered in a box, and consumers

have heterogeneous preferences for the utility from the service itself).

Even though consumers have heterogeneous utility for the exact contents of each box, the service

provider can manipulate the average utility for those contents by allocating more resources (e.g., by

spending more money on box contents) to some boxes than to others. More resources allocated to a

period raises average consumer utility and hence increases demand in that period; because of this,

for brevity, we refer to the resources allocated to each box as the quality of box contents, although

this need not mean quality in a traditional sense (e.g., it could simply refer to the number of items

in the box or the value of box contents). Given that the provider is subject to resource constraints,

spending more resources on one box would mean less resources for the others, resulting in lower

average consumer utility and lower demand in other periods. Therefore, the service provider must

decide how to allocate limited resources over time to most effectively acquire and retain subscribers.

This is precisely the scenario that we consider as we analyze how a subscription box service provider

with finite resources should allocate those resources over a series of successive periods that constitute

our time horizon. The provider faces a budget on total quality that she can use over the entire

horizon, and must determine how to allocate that budget with the goal of maximizing her total
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Table 4.1. Example of Three Recipe Categories in a Meal Kit Subscription Service.

Average
Consumer Value

Cost to Service
Provider

Category 1 High $15

Category 2 Medium $10

Category 3 Low $5

demand over the horizon.1

To give a specific example: consider a meal kit provider selling a single meal in each of two

periods, who has at her disposal three categories (quality levels) of recipes to choose from in each

period as described in Table 4.1.

The provider in this example faces a choice: what recipes should she include in her subscription

boxes, and in what sequence, to maximize her demand? If the provider has no budget constraint and

cost were no object, then clearly her optimal decision would be to include a recipe from Category

1 in each period, generating the greatest consumer value and hence the highest level of acquisition

and retention. However, suppose instead that the provider may spend, at most, an average of $10

for each meal kit sold to customers. In this scenario, broadly speaking, she has three options. If she

offers a recipe from Category 1 (the highest quality) in period 1, followed by a recipe from Category

3 (the lowest quality) in period 2, she will induce many consumers to sign up in period 1, i.e., her

initial acquisition will be high. However, her acquisition in period 2—new subscribers who join for

the first time—will be low, and many period 1 subscribers will drop the service in period 2 when

the low quality product is offered, i.e., her retention will be low. If she reverses this sequence, her

initial acquisition will be low but her retention and period 2 acquisition will be high. Moreover,

she could choose an entirely different strategy by offering recipes from Category 2 in both periods,

achieving moderate acquisition and moderate retention over the entire time horizon. Put another

way (and in a two period model), the service provider must broadly choose between content quality

that increases over time, decreases over time, or is constant over the horizon in order to best balance

the benefits of customer acquisition and retention; these strategies are summarized in Table 4.2.

Which of these strategies maximizes the demand (and hence the revenue) of the service provider?

1Price is fixed in our model, and so maximizing demand is equivalent to maximizing revenue. In most subscription
services, price is a long term strategic decision and changes infrequently; indeed, changing it could generate a
backlash with consumers (Forbes, 2018a; USA Today, 2019). If price is fixed over the long run, in the short run,
the service provider can only use the contents of her box to influence demand and hence revenues.

67



Table 4.2. Example of Box Content Strategies in a Meal Kit Subscription Service.

Strategy Period 1
Quality

Period 2
Quality

High Initial Acquisition, Low Retention High Low

Low Initial Acquisition, High Retention Low High

Moderate Acquisition and Retention Medium Medium

What is the optimal allocation of box contents over time, and, consequently, the optimal balance

between customer acquisition and retention? This is the trade-off that we explore in this paper.

The remainder of this paper is organized as follows. In §4.2, we review the related literature. In

§4.3 we describe the elements of our model. In §4.4 we analyze a model with two periods (similar

to the example in Table 4.2) and develop a number of insights about the provider’s optimal content

strategy. Specifically, we find that the critical factors that determine the provider’s optimal quality

allocation policy are the heterogeneity of the consumer population (both in terms of their utilities for

the contents of the box and the service itself) and the overall quality budget. At a high level, when

content heterogeneity and service heterogeneity are both relatively low, the provider should follow

a retention strategy in which the quality of her content increases over time. Otherwise, she should

follow an acquisition strategy in which content quality starts high and gradually decreases over

time. Interestingly, the seemingly sensible middle ground approach—the “moderate” acquisition

and retention strategy in Table 4.2—is generally not optimal for the service provider except in cases

when there is no consumer heterogeneity for service. While we derive these results in the context

of a two period time horizon, we also show (in Appendix C.1) that our key insights—in particular,

that the optimal quality strategy is monotone and prioritizes either acquisition or retention of

subscribers—qualitatively extend to the case of an arbitrary number of periods. In additional

extensions in §4.5, we show that our results are robust to the rate at which customers learn about

their value for service (i.e., after a single service experience or more slowly) and to the fraction of

customers in the population that are ex ante informed about their value for service. §4.6 concludes

the paper and all proofs are contained in Appendix C.2.
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4.2 Literature Review

Our paper lies at the intersection of several streams of the operations and marketing literatures.

In the marketing literature, customer relationship management (CRM) has received significant

attention in the recent past (Rust & Chung, 2006; Reinartz & Venkatesan, 2008; Debnath et al.

, 2016). Customer retention, a chief aspect of CRM, has also been extensively studied. Some of

the questions studied in this literature include: which customers are most likely to churn and why,

who to target in a retention marketing campaign, when to target them, what incentive should be

provided in a campaign, what is the value of such campaigns, how to manage a retention campaign

with a customer acquisition campaign, etc. (see Ascarza et al. 2018 for an in-depth review).

In an early paper, Blattberg & Deighton (1996) adopted a so-called decision calculus approach

to maximize consumer equity: based on a manager’s judgment about the value of parameters such

as the maximum possible acquisition and retention rate, yearly earnings generated by a customer,

etc., they separately calculate the optimal retention spending and the optimal acquisition spending

for a firm. Pfeifer (2005) used a similar model to find the optimal acquisition and retention spending

under the maxim that the cost to acquire a new consumer is five times the cost to retain an existing

one. Calciu (2008) further extended this work by allowing customers who were inactive for a certain

number of periods to become active again. Berger & Bechwati (2001) also study an analytical model

where a firm is trying to maximize consumer equity by dividing its promotion budget between

consumer acquisition expenditures and consumer retention expenditures. In Ovchinnikov et al.

(2014), a firm with limited capacity to serve customers decides how much to spend to acquire and

retain consumers. Ben Rhouma & Zaccour (2018) balance acquisition and retention expenditures

to maximize customer equity using a continuous time diffusion model. Unlike all these papers,

the service provider in our model does not separately determine consumer acquisition and retention

efforts. Instead, she only decides the contents of the subscription boxes, which in turn influences the

rate at which new subscribers are acquired and old ones are retained. Among other dissimilarities,

the relationship between effort (which, in our case, is the value of the content) and the rates of

acquisition or retention has a very different functional form in our model: the rates are related to

the value of the contents of the box through the probability of starting or continuing a subscription.

Reinartz et al. (2005) empirically investigate how to balance resources between consumer acqui-

sition and consumer retention and how to distribute those resources across communication channels.
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They find that a sub-optimal retention spending has a greater impact on long term customer prof-

itability than a sub-optimal acquisition spending. Musalem & Joshi (2009) consider two firms

competing over customers through their CRM efforts. In their two period model, customers choose

a firm based on their utility that depends both on their innate preference between the firms as well

as on the costly acquisition and retention efforts exerted by each firm, while firms choose their effort

levels to maximize profit. Our model differs from theirs both in the consumers’ utility as well as in

the firm’s objective. Instead of choosing between two firms, the consumers in our model make their

subscription decisions based on their utility for the content as well as from the value offered by the

service, a factor that they can learn only after using the service. The service provider chooses her

content in each period within a given budget to influence the rate at which consumers subscribe,

learn about their utility from the service, and resubscribe.

A few papers have also examined the role of other operational levers in the trade-off between

acquisition and retention. Olsen & Parker (2008) consider a setting where customers facing a stock

out would become latent. The firm jointly optimizes over its inventory cost, marketing effort to win

back the latent customers, and advertising effort to gain new customers. Similarly, Afèche et al.

(2017) consider a service setting where a firm jointly optimizes its advertisement policy that controls

the arrival rate of new customers, total service capacity, and the allocation of this capacity among

various customer classes which influences customer retention. While the firms in these papers have

separate levers to control acquisition and retention of customers, the subscription service provider

in our model only decides the content of her box to control both the rate of acquisition of new

customers and retention of existing ones.

A number of papers in operations study demand that is dependent on various aspects of past

interactions between a firm and its customers such as service failure (Hall & Porteus, 2000), price

(Popescu & Wu, 2007), sales-force effort (Liu et al. , 2007), capacity (Liu & van Ryzin, 2011), fill

rate (Adelman & Mersereau, 2013), service level (Aflaki & Popescu, 2014), etc. Many of these

papers assume behavioral models such as loss aversion, goodwill formation, and habituation to link

the seller’s decision and the customers’ actions between different periods. In Caulkins et al. (2006),

a firm sells a good at a fixed pre-determined price but can manipulate its quality over time. The

quality choice determines the seller’s reputation which in turn drives future sales according to some

assumed dynamics. Another group of paper studies how parts of an experiential service should be

optimally sequenced to maximize the total perceived utility of a customer (Verhoef et al. , 2004;

70



Dixon & Verma, 2013; Dixon & Thompson, 2016; Das Gupta et al. , 2016). The perceived utility

depends on various behavioral effects like decreasing impatience, satiation, and habit formation

(Wathieu, 1997; Baucells & Sarin, 2007, 2010). None of these aspects of behavioral decision theory

is present in our paper. Instead, in our model, the value of the box in the current period affects

future demand in two ways. First, it determines how much of the budget for content is left for the

remaining periods. Second, once a customer uses the box, he learns his utility from using the service

and makes future purchasing decisions based on this realized utility and the value of the content of

future boxes. Hence, the provider optimally varies the contents of the box over time to influence

the rate at which the service acquires new subscribers and retains them in the future.

The problem of how a firm should change its assortment of products during a selling season has

also been studied (Caro et al. , 2014; Bernstein & Mart́ınez-de Albéniz, 2017; Ferreira & Goh, 2018).

Our paper is different than much of the assortment literature because the customers purchase the

entire box and not individual products from an assortment. Caro & Mart́ınez-de Albéniz (2017)

study how a content creator can maximize traffic to her website by optimizing the effort in producing

new content every period. They find that it is optimal to exert more effort right after a success.

There are two key differences in their setting and ours. First, a visitor to the website can access

content released in previous periods, while a customer cannot buy the boxes offered in past periods.

Second, customers learning their utility from the service—an important aspect of subscription box

services—is absent in their model. Feldman et al. (2019) use a consumer utility model that is

somewhat similar to ours, although the situation they study is very different. The customers in

their model know the mean quality of a new experience good as well their personal willingness-to-

pay for quality—which has a similar role as the service component of consumer utility in our model.

However, since the product is new, there is a customer-specific idiosyncratic quality shock that they

are unaware of right after the product launch. Hence, customers strategically decide whether to

purchase the product immediately after the launch or to wait for others to buy first so that they

can read product reviews and learn about their personal draw of the quality shock before making

a purchasing decision. Our model is different in several ways. First, in contrast to their paper,

the consumers in our model can observe the content of the box and know their utility from the

content; but, they need to learn their utility from the service. Second, we deal with subscriptions

of non-durable products that need to be bought every period; hence, consumers do not have the

option of strategically timing their purchase. Third, while the service provider in our model tries
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to maximize her demand subject to a budget for content, the firm in their model decides the mean

quality of the product to maximize its profit.

Lastly, our model is related to the new and developing literature on subscription boxes (Woo &

Ramkumar, 2018; Bischof et al. , 2018). Nasser & Turcic (2018) study a different type of subscription

model where the customer receives a box every month in exchange for a fixed monthly fee and then

pays an additional marginal price for every item in the box that they wish to keep. Kanoria et al.

(2018) also investigate how to manage churn in services like Blue Apron, but instead of focusing

on the content of the box in each period, they study the service strategy that the firm should use.

They consider two strategies: a safe strategy (e.g., send “safer, simpler dishes” to a customer) that

produces rewards to both the consumer and the producer at a constant rate and a risky strategy

(e.g., send “something spicier or some less familiar fare” to a customer) that produces rewards as

per a Brownian motion with non-zero volatility. They find that the provider could choose the safe

strategy for intermediate levels of consumer satisfaction. The setting we study is different for a

number of reasons. First, the service provider in our model decides the contents (vertical quality) of

each box and not the service strategy. Second, in our model, the provider’s objective is to maximize

her total demand over a given horizon from a population of consumers with diverse tastes who decide

whether or not to purchase in every period, i.e., the provider can influence both the acquisition and

retention of consumers, while in theirs, the provider tries to maximize rewards from a consumer

until he churns and is lost for ever. Moreover, unlike their model, we impose a budget constraint on

the content that the provider can put in the boxes over the entire time horizon, and we suppose that

consumers do not initially know their utility from service and learn it only after using the service.

4.3 Model

A service provider offers a subscription box over T (≥ 2) periods at a price p each period. While the

majority of our analysis in the main text (§§4.4-4.5) restricts attention to the case of T = 2 periods,

in Appendix C.1 we analyze a general number of periods, and consequently we describe the elements

of the model in this section for the general case. For simplicity, we assume that the provider offers

a single box in each period instead of a menu of boxes from which consumers can choose; while the

issue of assortments within a period is of interest as well, assuming that a single box is offered in

each period allows us to sharply analyze the focal decision in our model and determine an optimal
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quality path across periods, e.g., whether the service provider should offer boxes of increasing or

decreasing quality over time. In the following two subsections, we describe the decisions made by

the two key sets of players in our model: subscribers (in §4.3.1) and the service provider (in §4.3.2).

4.3.1 Subscribers

In each period, consumers (i.e., potential subscribers) decide whether to pay the price p and receive

the box in that period. Each consumer’s utility from a box can be divided into two parts: utility

from the content of a box and utility associated with the service of receiving the box. The market

consists of a unit mass of consumers who are heterogeneous in both components of their utility.

Specifically, consumer i’s utility from the content of the box in period t ∈ {1, 2, ..., T} is given by

qit = qt + εit, (4.1)

where qt is the mean utility derived from the content in the consumer population and εit ∼ N(0, σ2
ε )

is a mean zero term specific to consumer i. We refer to qt as the quality of the content, and it

is this quality that is chosen by the provider when she chooses the box contents in each period

(more on this content choice will be discussed in §4.3.2); hence, higher quality results in higher

average utility in the consumer population. The second term, εit, captures the consumer-specific

heterogeneity in taste for the same content; higher σε means consumers have more heterogeneous

tastes for the content of a box. At the beginning of every period, a consumer observes his realized

utility qit. However, for any consumer i, εit is unobserved by the provider; hence, when choosing qt

before period 1, she only relies on the distribution of εit in the consumer population. We assume

that consumer i’s realization of εit are independent across periods, which is appropriate if there is

sufficient variety in the contents of the boxes from one period to the next.

Consumers are also heterogeneous in their utility from the service, θi, which is distributed over

the consumer population as θi ∼ N(µ, σ2
θ). As mentioned in the introduction, this component

of utility comes from various factors including the convenience and value from having the service

provider select the recipe and deliver the box to the consumer’s home, freshness of ingredients,

timeliness of delivery, ease of use of the service, and so on; put another way, it includes all elements

of consumer utility that do not derive from the provider’s exact choice of box contents. Because this

component of utility depends on the ancillary elements of the provider’s service and not the contents

of the box, it does not change from one period to the next, hence it does not depend on t; however,
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it may differ from one consumer to the next, hence the distribution over the consumer population

and dependence on i. Higher σθ means that consumers have more heterogeneous valuations for the

service. Putting the two components of value from the subscription box—content utility and service

utility—together, consumer i receives total utility (net of the purchase price) equal to

uit = θi + qt + εit − p (4.2)

from a box of quality qt in period t.

Before consumers have received service from the provider, they will not, in general, know how

well the provider executes that service nor whether it fits with their expectations; hence, before

period 1, neither the service provider nor consumer i know θi beyond its distribution over the

consumer population. In our base model, we assume that on using the service for the first time, the

consumer perfectly learns his utility from the service, θi.
2 Mathematically, the consumer observes

his realization of total utility, ûit, and using (4.2), infers his draw of θi = ûit − qt − εit + p. In all

subsequent periods, the consumer will know his realized service utility θi when making his purchasing

decision.

Consumers may freely choose, in each period, whether they wish to receive the box for that period

or not, and they incur no hassle cost for “pausing” or “restarting” a subscription; subscription box

services generally make it very easy for consumers to visit their website to start a subscription and

to choose whether or not they want to receive a box in a particular period. Although we ignore

any hassle cost that a consumer incurs to start, stop, or resume service, it can be included in our

model in the form of an extra subtractive term in (4.2). We assume that consumers are risk neutral

in their decision to sign up for the service in each period; hence, a consumer who has never used

the service before will subscribe for the first time in period t if E[uit] = µ+ qt + εit − p ≥ 0. After

receiving service at least once and observing θi, he would subscribe again in a later period t′(> t)

if uit′ = θi + qt′ + εit′ − p ≥ 0.

2In practice, a consumer’s utility from service may include some additional stochastic elements that vary from one
period to the next that make perfect learning of θi after a single service experience difficult, e.g., if the consumer
receives the box late or in a damaged condition, it is hard for him to tell whether this was an one-off mistake by a
third party delivery company or if it happened because the provider used inadequate shipping methods. We thus
relax the assumption of perfect learning in §4.5.1 and consider a case where the consumer needs to use the service
repeatedly to learn θi accurately.
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4.3.2 Service Provider

As mentioned before, the price is a long term strategic decision of the subscription service provider

and depends on various factors such as the overall goals of the company, e.g., market share vs.

profitability, the price of competing services, the state of the industry, etc. We thus assume that the

per-box price p for the service is exogenously fixed during our time horizon of T periods. Similarly,

the mean consumer utility from the service, µ, is assumed to be exogenously fixed; in practice, this

will also depend on various long term decisions such as the exact terms of the subscription (which

determine the ease of usage), fulfillment capabilities, supplier quality, delivery partner quality, and

so forth. We consider a much shorter time horizon in which both the price and the service quality

have already been determined, but the service provider needs to make period by period (e.g., week-

to-week) content decisions. Before period 1, the provider decides the contents of her boxes for the

entire horizon of T periods. This is consistent with the example of meal-kit services like Blue Apron,

Hello Fresh, etc., each of which displays available recipes for three to four weeks in the future.

Our model of content allocation is, in essence, a continuous version of the example discussed in

the introduction and illustrated in Tables 4.1 and 4.2. In general, a box can include items belonging

to the product category of the curation service, and each item will differ both in the value it gives

to subscribers and in the cost that the provider needs to incur to procure and deliver it. From

this list of possible items, the provider first needs to select T different products to offer over the

time horizon. Next, she needs to decide on the order in which she will offer these T products to

subscribers over the T periods of the horizon. For meal kit services like Blue Apron, each “product”

is a recipe and all of the associated ingredients. Since Blue Apron can choose almost any recipe

from most cuisines across the world, the list of possible products is nearly infinitely long. This

allows the provider to choose from (essentially) an infinite number of possible products. Hence, we

assume that the provider can choose any quality product to offer in any period, with the quality

of the period t product equal to qt ≥ 0; by making the quality decision continuous, we avoid the

combinatorial problem of optimizing over various possible sequences of discrete products.

What makes this problem challenging for the provider is that she has finite resources and cannot

simply choose infinitely high quality in each period. To reflect this, we introduce a budget Q for

the total quality of her boxes over the T periods, and as a result we require ΣTt=1qt ≤ Q. 3 This

3Since items that are higher in quality should also be costlier for the provider to offer (Mussa & Rosen, 1978; Desai,
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budget is infinitely divisible and the provider can allocate any quality qt ≥ 0 to a box in period

t ∈ {1, 2, ..., T}, provided the total quality of her boxes over the T periods, ΣTt=1qt, does not exceed

Q. The provider’s objective is to maximize the total expected demand of her boxes during the

planning horizon; since each box is sold for a constant price p, this is equivalent to maximizing

revenue. We discuss further details of the provider’s objective function in the next section, but it is

easy to see from (4.2) that a higher quality of content of a box increases the utility of consumers,

and consequently, the likelihood that they would subscribe; hence, the provider will always exhaust

her total budget over the time horizon. Therefore, the provider will choose qualities of her boxes

subject to the budget constraint:

ΣTt=1qt = Q, where qt ≥ 0 ∀ t. (4.3)

The simplicity of the budget constraint allows us to analyze a complicated objective function (see

(4.4) and (4.6)) while enforcing a key trade-off: the provider cannot offer infinitely high quality

items that result in high demand in every period, and hence she must employ her finite resources

to balance the rate at which the service acquires new subscribers and retains existing ones.

There are several assumptions in our model that merit further discussion. First, we assume a

finite planning horizon over which the provider must allocate box quality. While most of our analysis

in the main text is for the case of T = 2 periods, in Appendix C.1, we show how our key insights

extend to the general case of T > 2 periods and, moreover, T can be arbitrarily large; hence, the

assumption of a finite planning horizon is not overly restrictive. Second, we assume the provider

must determine qualities for the entire horizon at time zero, i.e., the provider does not have recourse

to change her quality decision in the middle of the planning horizon. Within the context of our

model, the provider learns no new information nor is there any stochasticity during the planning

horizon (that is, only consumers learn information—their individual utilities for the service after

subscribing at least once), and hence, there is no benefit to the ability to adjust content quality

after the first period and no difference between open and closed loop optimal policies. However, in

practice, there may well be elements outside our model that yield a benefit to the provider from

learning information about uncertain demand, incorporating consumer feedback, etc. and adjusting

2001; Jerath et al. , 2017), we could also assign some cost c per unit of quality, and then require that the provider
maximize revenue subject to the constraint that total content expenditure not exceed cQ, i.e., that ΣTt=1cqt ≤ cQ.
Observe that the cost c appears on both sides of this inequality; hence, we may think of the budget constraint
merely as a limit on the total quality, and the budget on quality plays the same role as a constraint on the operating
cost of the service.
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quality during the planning horizon; this is an interesting element we leave to future work. Third,

we do not address what happens “after” the planning horizon, i.e., we do not consider subsequent

planning horizons that follow the focal horizon in our model. While this is primarily for tractability

reasons, we do address this point in two different ways in the paper: first, as noted previously, we

allow the time horizon to be arbitrarily long (Appendix C.1), and second, we consider an extension

of our base model in which a fraction of the consumer population arrives in the first period having

already learned their utility θi (in §4.5.2). The latter extension is meant to represent a scenario

where some customers have already used the service in the past, i.e., when there was an earlier

planning horizon in which some subscribers learned their utilities.

4.4 Optimal Quality Allocation

In this section, we derive the optimal quality allocation policy for the service provider. So that we

may derive sharp insights and to simplify our analysis, for the next two sections we focus primarily

on a time horizon of T = 2 periods; we discuss the case of general T at the end of this section and

in Appendix C.1. Hence, with two periods, at period 0 the provider decides on qualities q1 and q2

to maximize her expected demand over both periods. Let φ(·), Φ(·), and Φ̄(·) respectively denote

the pdf, cdf, and complementary cdf functions of the standard normal distribution. This leads to

our first result, which derives the objective function of the service provider—expected total demand

over the horizon:

Proposition 4.1. For any qualities q1 and q2 set by the provider, her expected total demand at

period 0 is

E[D] = 1− Φ
(p− µ− q1

σε

)
Φ
(p− µ− q2

σε

)
+ Φ̄

(p− µ− q2√
σ2
ε + σ2

θ

)
Φ̄
(p− µ− q1

σε

)
. (4.4)

Proof. All proofs appear in Appendix C.2.

From consumer i’s utility function (4.2), observe that he will only subscribe for the first time

in period t ∈ {1, 2} if his expected utility, E[uit] = µ + qt + εit − p ≥ 0, i.e., if his idiosyncratic

taste for the content, εit ≥ p − µ − qt. Since the provider is only aware of the distribution of εit

and not its realization, she calculates consumer i’s probability of subscription to be Φ̄
(
p−µ−qt
σε

)
. If
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the consumer subscribes in period 1, he observes the realization of his total utility, ûi1, and infers

θi accurately. He then subscribes again in period 2 if ui2 = θi + q2 + εi2 − p ≥ 0. But the provider

neither knows θi nor εi2; hence for her, ui2 ∼ N(µ+ q2 − p, σ2
ε + σ2

θ). She calculates that consumer

i will subscribe again in period 2 with probability Φ̄
(
p−µ−q2√
σ2
ε+σ2

θ

)
. The expected demand function

(4.4) has a very intuitive form. The first term, 1 − Φ
(
p−µ−q1
σε

)
Φ
(
p−µ−q2
σε

)
, is the probability that

a consumer subscribes at least once, either in period 1 or in period 2. Hence, this is the total mass

of new subscribers over the two periods. The last term, Φ̄
(
p−µ−q2√
σ2
ε+σ2

θ

)
Φ̄
(
p−µ−q1
σε

)
, is the probability

that a consumer who has subscribed in period 1 subscribes again in period 2; hence, it denotes the

mass of repeat subscribers within the time horizon. The provider needs to maximize her expected

demand, (4.4), subject to the budget constraint, (4.3), which for T = 2, is q1 + q2 = Q.

Observe that the standard deviation of θi, σθ, is important for two reasons. First, if σθ > 0,

it means that consumers are heterogeneous in their utility from the value provided by the service.

More importantly, if σθ > 0 it means that consumers are unaware of their total utility at period

0 and need to use the service to learn it. To study the effect of this parameter on the provider’s

optimal quality, let us begin with the benchmark case: σθ = 0. In this case, the entire consumer

population has the same utility, µ, from service and they all know this parameter accurately; thus,

consumers only differ in their idiosyncratic preference for box contents, εit. This extreme case has a

particularly simple optimal quality allocation that serves as a useful benchmark for our subsequent

analysis:

Proposition 4.2. When consumers have a known, homogenous preference for the service (σθ = 0),

(i) For a low quality budget (Q ≤ 2(p − µ)), setting quality equal to Q in one period and equal to

zero in the other period is an optimal quality allocation.

(ii) For a high quality budget (Q > 2(p−µ)), q∗1 = q∗1 = Q/2 is the unique optimal quality allocation.

When σθ = 0, the expected demand function, (4.4), simplifies to

E[D] = Φ̄
(p− µ− q1

σε

)
+ Φ̄

(p− µ− q2

σε

)
.

Since consumers are homogenous in terms of their utility from the service, they do not need to

learn this value. In the absence of any learning by subscribers, the qualities in the two periods are

only connected through the budget constraint; in other words, if the provider swaps the qualities
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in the two periods, her expected demand will not change. Observe that expected demand increases

as the provider increases the quality of her content in any period. However, the rate of increase is

not uniform: for small values of qt, specifically, if qt < p− µ, she is able to attract more and more

consumers by slightly increasing her quality; hence her expected demand increases at an increasing

rate with respect to qt. But, once qt > p−µ, she would have already captured most of the market and

allocating even more quality will only attract few additional subscribers (only those that experience

very negative εit); thus, her expected demand increases at a decreasing rate. Mathematically, this

occurs due to the “S”-shape of the standard normal cdf function that is convex and increasing for

all negative arguments and concave and increasing for all positive arguments.

Therefore, when the provider’s budget is low, specifically, Q ≤ 2(p− µ), she should allocate all

her budget either to period 1 or to period 2 to utilize the increasing returns to scale that occurs

at low quality and attract many consumers. Even though she will attract very few consumers in

the other period, her aggregate expected demand will still be higher than from allocating positive

qualities in both periods. In fact, when Q < 2(p − µ), choosing q1 = q2 = Q/2 will result in the

minimum value of expected demand. On the other hand, when her budget is high (Q > 2(p− µ)),

allocating too much of the budget in one period is not optimal due to the decreasing returns to scale

that occur at high quality levels. When she is already offering high quality in one period, increasing

her quality even further will only increase her demand modestly, and that last unit of additional

quality will be better utilized if she offers it in the other period. Hence, with a high quality budget,

it is optimal for her to allocate content equally in both periods, resulting in q∗1 = q∗2 = Q/2.

We next return to the case where consumer utility from the service is heterogeneous, i.e., σθ > 0,

and as a result subscribers must learn this value by using the service at least once. From (4.2),

observe that if consumer i knew θi at period 0, from the provider’s perspective, uit ∼ N(µ + q −

p, σ2
ε + σ2

θ). Hence, her expected demand would be

E[D] = Φ̄
(p− µ− q1√

σ2
ε + σ2

θ

)
+ Φ̄

(p− µ− q2√
σ2
ε + σ2

θ

)
.

By using the same logic as in Proposition 4.2, we can conclude that the provider will allocate a

quality Q/2 to every period for any Q > 2(p− µ), and allocate the entire budget, Q, to one period

(and set zero quality in the other period) for any Q ≤ 2(p− µ).

When consumers do not know θi and learn it only by using the service, offering the same quality
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in every period is not necessarily optimal. By setting different qualities, the provider can affect

the rate at which consumers subscribe to the service in period 1, learn θi, and continue to use the

service in period 2. For the remainder of the analysis, we only focus on the case Q > 2(p − µ) for

two reasons. First, there is always a unique optimal allocation; this is the case even for T > 2,

while multiple maxima are possible for lower values of Q (see Appendix C.1). Second, under this

condition, any variation in quality between the two periods will only arise because of a positive σθ,

per Proposition 4.2, allowing us to isolate the effect of consumer learning about the value of the

service, θi. In line with Proposition 4.2, we numerically observe that when Q ≤ 2(p − µ), for any

σθ > 0, the provider always sets q1 equal to or very close to Q and allocates zero or very little

quality in period 2 to take advantage of the increasing returns to scale. Hence, even for positive σθ,

her allocation policy is primarily driven by the scarcity in her budget. We focus instead on the more

interesting case of a budget that is high enough to permit a variety of quality allocation strategies,

and the choice between them is non-trivial. We further divide our analysis into three parts: small

values of σθ, large σθ, and intermediate σθ. First, suppose σθ is small, i.e., σθ → 0. Then we have

the following result:

Proposition 4.3. Let xc ≈ −0.84 be the unique solution to Φ̄(x) − x2Φ̄(x) + xφ(x) = 0. When

σθ → 0,

(i) For a high quality budget (Q > 2(p− µ− xcσε)), the service provider should weakly increase her

quality over time, i.e., set q∗1 ≤ q∗2 .

(ii) For a moderate quality budget (2(p − µ) < Q ≤ 2(p − µ − xcσε)), the service provider should

weakly decrease her quality over time, i.e., set q∗1 ≥ q∗2 , .

When σθ is small (but positive), the structure of the service provider’s optimal policy is again

dependent on her total budget Q. From (4.4), observe that although the rate at which the service

gains new subscribers depends on the choice of period 1 quality, q1, for any q1 and q2 = Q− q1, the

total mass of new subscribers gained over the two periods, 1−Φ
(
p−µ−q1
σε

)
Φ
(
p−µ−Q+q1

σε

)
, remains the

same irrespective of whether she offers quality q1 in the first period and Q− q1 in the second period

or vice-versa. However, the order of qualities is important in deciding the mass of repeat subscribers

(i.e., the provider’s retention strategy). If the budget is high, specifically, Q > 2(p − µ − xcσε),

the provider should offer a lower quality in period 1 and reserve a higher fraction of her budget

for period 2. By offering a low quality in period 1, she will only acquire few subscribers in period
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1, but by offering a higher quality in period 2, she ensures that most of these subscribers—whose

realization of θi are not too low—are retained in period 2. On top of that, a high q2 also attracts

additional new subscribers who were put off by the low quality of box contents in period 1.

On the other hand, for intermediate values of the budget, i.e., 2(p− µ) < Q ≤ 2(p− µ− xcσε),

the opposite strategy is optimal. The reason is that, if the provider decides to increase her quality

over time, the lower budget will force her to set a very low quality in period 1 and attract very few

subscribers. Since the number of subscribers in period 1 is low to begin with, even if she is able

to retain a large fraction of them by offering a higher quality in the next period, she will only be

able to induce few repeat purchases. Instead, if she starts with a higher quality, she will be able

to attract more subscribers in period 1. Even if she manages to retain a smaller fraction of these

subscribers due to low period 2 quality—those who use the service and experience a particularly

high utility from service, θi—her overall demand is higher. In essence, when her budget is high,

the provider should focus on retention of period 1 subscribers, while for intermediate values of the

available budget, she should focus on the acquisition of subscribers in period 1. By continuity, when

Q = 2(p− µ− xcσε), the provider must offer equal quality in the two periods.

Next, we consider the other extreme case: when heterogeneity of consumer tastes for the service

is large, i.e., when σθ →∞. The optimal quality allocation in this case is as follows:

Proposition 4.4. When σθ →∞, the service provider should set q∗1 = Q and q∗2 = 0.

In other words, in this case the service provider should always allocate her entire budget in

period 1 and decrease her quality to zero in period 2, irrespective of her budget, Q. When σθ is very

large, consumers exhibit large variations in their utility from the service, θi. From the provider’s

perspective, if consumer i subscribes in period 1 and learns θi, he will experience a high utility from

the service (and hence return in period 2) with probability 1/2, and with probability 1/2 he will

experience a low utility from the service and cancel his subscription. More importantly, this is true

for any q2 the provider sets, as the heterogeneity in θi overwhelms any contribution to total consumer

utility coming from the quality of the box contents. Thus, subscribers’ decisions to continue their

subscriptions are primarily dependent upon their realization of θi, and the provider does not have

the ability to influence retention by adjusting box quality. Therefore, unlike Proposition 4.3, it is

never optimal for her to focus on retaining subscribers by increasing quality over time. Instead,

she should always allocate all of her budget in period 1, to ensure that she can acquire as many
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(a) High Budget: Q = 10.
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(b) Moderate Budget: Q = 6.5.

Figure 4.1. Optimal Qualities in Two Periods. In this figure µ = 10, p = 12, and σε = 2.

subscribers as possible. This strategy will also maximize her repeat subscriptions as, on average,

half of these subscribers will come back in period 2. Thus, for large σθ, the provider should always

focus on consumer acquisition.

Now that we have studied the two extremes of the range of values σθ can take, let us focus on

the general case. In the next result, qualities q1 and q2 are said to “intersect” at a given σ̂θ if, for

any arbitrarily small positive real number δ, q∗1 < q∗2 (q∗2 < q∗1) for any σθ satisfying 0 < σ̂θ−σθ < δ,

q∗1 = q∗2 for σθ = σ̂θ, and q∗1 > q∗2 (q∗2 > q∗1) for any σθ satisfying 0 < σθ − σ̂θ < δ. When

Q > 2(p− µ− xcσε), let σ̄θ be the unique positive value of σθ that satisfies

1√
σ2
ε + σ2

θ

φ
(
p−µ−Q2√
σ2
ε+σ2

θ

)
Φ̄
(
p−µ−Q2√
σ2
ε+σ2

θ

) =
1

σε

φ
(
p−µ−Q2
σε

)
Φ̄
(
p−µ−Q2
σε

) . (4.5)

We then have the following result:

Theorem 4.1. (i) For a high quality budget (Q > 2(p−µ− xcσε)), the optimal qualities q∗1 and q∗2

intersect only at σ̄θ. Along with Propositions 4.3 and 4.4, this means that the service provider should

weakly increase her quality over time for any σθ < σ̄θ, offer equal quality, Q/2, in both periods when

σθ = σ̄θ, and weakly decrease quality over time when σθ > σ̄θ.

(ii) For a moderate quality budget (2(p−µ) < Q ≤ 2(p−µ−xcσε)), the optimal qualities q∗1 and q∗2

never intersect at any σθ > 0. Along with Propositions 4.3 and 4.4, this means that the the service

provider should always weakly decrease her quality over time for any σθ.
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For intermediate values of σθ, the provider’s optimal policy once again depends on her quality

budget, Q. In Proposition 4.3, we showed that for large Q, i.e., Q > 2(p− µ− xcσε), the provider

should set q∗1 ≤ q∗2 , in order to retain most of the period 1 subscribers. Part (i) of this proposition

states that she should continue this strategy of increasing her quality over time even for low and

moderate values of σθ. The optimal qualities are plotted in Figure 4.1a. As σθ increases, utility

from service θi increasingly dominates overall customer utility from the subscription box. Hence, to

persuade more subscribers—including those who experienced low utility from the service—to come

back in period 2, the provider gradually increases q∗2 from Q/2, her optimal choice when σθ = 0.

She is forced to simultaneously lower q∗1 to satisfy the budget constraint, and the gap between her

quality in the two periods widens. However, after a point, her quality in period 1 becomes very

low resulting in very few period 1 subscriptions, and consequently, even fewer renewals in period 2.

Therefore, she increases q∗1 and decreases q∗2 , until both are equal to Q/2 at σθ = σ̄θ . At this value

of σθ, the service component of utility begins to overwhelm the quality component, and persuading

a large number of period 1 subscribers to continue their subscriptions in period 2 becomes difficult

for the provider. So, she changes her strategy and sets q∗1 higher than q∗2 to improve the rate of

consumer acquisition in period 1 instead of the rate of subscriber retention in period 2. Beyond this

point, as consumers become more and more heterogeneous in their utility, θi, she keeps increasing q∗1

and decreasing q∗2 . As can be seen from part (i) of Theorem 4.1, q∗1 and q∗2 intersect only at σθ = σ̄θ.

Hence, for a high quality budget, σ̄θ represents the critical level of consumer heterogeneity in service

value, below which the provider prioritizes retention and above which she prioritizes acquisition.

On the other hand, if the provider only has a moderate budget, i.e., Q ∈
(
2(p−µ), 2(p−µ−xcσε)

]
,

her optimal strategy when σθ → 0 was to set q∗1 ≥ q∗2 to focus on consumer acquisition. If she tries

to focus on consumer retention instead, she will have to set aside a large fraction of her already

modest budget for period 2 and choose a very low quality in period 1. This will result in very few

subscriptions in period 1 and hence, fewer repeat subscriptions. The same is true for larger values

of σθ. As consumers become increasingly more heterogeneous in their utility for service, it becomes

progressively more difficult for the provider to influence the subscribers’ decisions to continue their

subscriptions, which now mostly depend on their realization of θi. Hence, she raises the rate of

consumer acquisition in period 1 by increasing q1 and decreasing q2 until she sets q∗1 = Q and

q∗2 = 0 when σθ → ∞. Thus, for a moderate quality budget, the provider should always prioritize

acquisition over retention; this case is depicted in Figure 4.1b.
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Figure 4.2. Change in Expected Demand with σθ. Parameter values are same as in Figure 4.1.

It is also illustrative to consider the impact of σθ on the provider’s optimal objective function

value, i.e., expected demand. As shown in Figure 4.2, the service provider’s expected demand

depends on her optimal qualities and might increase or decrease with σθ. For small values of σθ, her

period 2 quality, q∗2 , is not very different from Q/2 and the mean period 2 utility among the period

1 subscribers satisfies µ+ q∗2 − p ≥ 0. As σθ increases, more period 1 subscribers realize a very low

utility from service and do not subscribe in period 2. Thus, her expected demand decreases. On

the other hand, for large enough σθ, q
∗
2 could be so low that the mean period 2 utility among the

period 1 subscribers satisfies µ + q∗2 − p < 0. In this case, an increase in σθ increases the mass of

subscribers with θi ≥ p − q2 − εit, and her expected demand increases. From Figure 4.2, it can be

seen that any such increase in expected demand is very small when her budget Q is high, but much

more pronounced for a moderate budget. When Q is high, the values of σθ at which q∗2 < p − µ

occur are already very high; hence, any marginal increase in expected demand when σθ increases

even further is low.

Until now, we have focused on the variation of provider’s optimal decisions with heterogeneity

in consumer value for the service, σθ. We finish this section with a discussion of how the provider’s

optimal qualities change with heterogeneity in consumer value for the box contents, σε. In Propo-

sition 4.2, we saw that when σθ = 0 and the quality budget is high (Q > 2(p − µ)), the provider

should allocate quality equally in both periods (q∗1 = q∗2 = Q/2), and this result holds for any value

of σε. For σθ > 0, we have the following corollary to Proposition 4.1:

Corollary 4.1. For σθ > 0, let σ̄ε be the unique positive value of σε that satisfies (4.5). The service
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Figure 4.3. Change in Optimal Quality with σε. In this figure, σθ = 8 while other parameter values are same
as in Figure 4.1.

provider should weakly increase her quality over time for any σε < σ̄ε, offer equal quality, Q/2, in

both periods when σε = σ̄ε, and weakly decrease quality over time when σε > σ̄ε.

Figure 4.3 shows the variation of her optimal qualities with σε. When σε = 0, the consumers are

identical in their utility from content and ex ante homogenous (before learning their service value),

hence all of them would subscribe in period 1, provided µ + q1 − p ≥ 0. Therefore, the provider

should allocate quality equal to max{0, p − µ} in period 1 and reserve the rest of her budget for

period 2 to maximize subscriber retention. She continues focusing on the rate of consumer retention

by setting q∗1 ≤ q∗2 even for σε > 0. However, as σε increases, consumers become more and more

heterogeneous in their taste, and the provider needs to increase q∗1 and decrease q∗2 to persuade more

of them to subscribe in period 1, until she sets q∗1 = q∗2 at σ̄ε. Beyond σ̄ε, she prioritizes the rate of

consumer acquisition in period 1 over the rate of retention in period 2 by progressively increasing

q∗1 , resulting in q∗1 > q∗2 .4 Hence, to summarize, the service provider should prioritize retention for

low heterogeneity of content value (low σε), and should prioritize acquisition for high heterogeneity

of content value (high σε).

Our results in this section demonstrate how the provider should vary her quality allocation with

σθ and σε for fixed values of p, µ, and Q. The insights from these results are summarized in Figure

4.4 and Table 4.3. Observe that whenever consumers are very heterogeneous in either their utility

from the content or in their utility from the service, the provider should allocate most of her budget

in period 1 and decrease her quality in period 2, i.e., she should prioritize acquisition. On the other

4Observe that the point σ̄ε for a fixed σθ is analogous to the point σ̄θ for a fixed σε with one key difference: σ̄θ only
exists for small σε (specifically, σε < (p− µ−Q/2)/xc; see Theorem 4.1(i)), while a unique σ̄ε exists for every σθ.
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Figure 4.4. Service Provider’s Optimal Quality Allocation Policy. All parameter values are same as in Figure
4.1.

Table 4.3. The Service Provider’s Optimal Strategy: Prioritizing Acquisition or Retention.

Low σθ (σθ → 0) Intermediate σθ High σθ (σθ →∞)

Low σε (σε → 0) Retention Retention Acquisition

Intermediate σε Retention Retention or Acquisition Acquisition

High σε (σε ≥ p−µ−Q/2
xc

) Acquisition Acquisition Acquisition

hand, when the overall heterogeneity is low (i.e., if both σθ and σε are small), her expected demand

is maximized if she increases her quality over time, i.e., if she prioritizes retention. For intermediate

values of heterogeneity, the provider’s optimal policy is to increase quality over time to focus on

consumer retention when the overall heterogeneity is below a threshold (represented by the curve in

Figure 4.4). Beyond this threshold, she switches her strategy and always decreases her quality over

time to focus on consumer acquisition. This threshold, characterized by σ̄ε and σ̄θ—the solutions

to (4.4)—represents the levels of heterogeneity at which the provider offers equal quality in both

periods.

Until now we have restricted our attention to the case of T = 2 periods for ease of analysis and

exposition. We show below that many of our insights continue to hold qualitatively with an arbitrary

number of periods. We begin with the provider’s expected demand function, which follows analogous

to Proposition 4.1. The total expected demand over T periods for given qualities q1, q2, ..., qT is

E[D] = 1−ΠT
t=1Φ

(p− µ− qt
σε

)
+ ΣTt=2Φ̄

(
p− µ− qt√
σ2
ε + σ2

θ

)[
1−Πt−1

i=1Φ
(p− µ− qi

σε

)]
. (4.6)

Observe that the total expected demand, (4.6), has a similar structure to (4.4): 1−ΠT
t=1Φ

(
p−µ−qt
σε

)
is
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(b) Moderate Budget: Q = 14.

Figure 4.5. Optimal Qualities in T = 4 Periods. Parameter values are same as in Figure 4.1.

the probability that a consumer uses the service at least once in the T periods, while Φ̄
(
p−µ−qt√
σ2
ε+σ2

θ

)[
1−

Πt−1
i=1Φ

(
p−µ−qi
σε

)]
is the probability that a consumer who subscribed at least once in periods 1 to

t−1, uses the service again in period t ∈ {2, ..., T}. We begin our analysis with the benchmark case

of σθ = 0.

Proposition 4.5. When σθ = 0, there exists a threshold Q̄ ≥ T (p − µ) such that for any Q > Q̄,

q∗t = Q/T ∀ t ∈ {1, 2, ..., T} is the optimal quality allocation.

We again find that there is a threshold on the provider’s budget, Q̄, above which she should

allocate equal quality, Q/T , in all periods. However, unlike the base model, this threshold is weakly

higher than T (p − µ). When her budget Q ∈ (T (p − µ), Q̄], she would be better off dividing her

budget equally among some of the T periods and offering 0 quality in the rest. Hence, multiple

maxima are possible. It is only when Q > Q̄, that she prefers allocating it equally among all T

periods. Next, we consider the case of small (but non-zero) σθ.

Proposition 4.6. Let xc ≈ −0.84 be the unique solution to Φ̄(x)−x2Φ̄(x)+xφ(x) = 0. When σθ →

0, the service provider should weakly increase her quality over time if Q > max{Q̄, T (p−µ−xcσε)}

and weakly decrease her quality if Q ∈
(
Q̄, T (p− µ− xcσε)

)
.
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Therefore, for small σθ, the provider’s strategy remains the same as in the T = 2 case: she

should increase her quality over time and focus on retention if her budget is large, while for moderate

budget, she should decrease her quality over time and focus on acquisition. Finally, consider the

other extreme case: σθ →∞.

Proposition 4.7. When σθ → ∞, the service provider should always weakly decrease her quality

over time.

Hence, for very high values of σθ, the provider’s optimal qualities follow the exact same trend as

in the T = 2 case. Combined, Propositions 4.5-4.7 show that in the limiting cases on σθ (σθ → 0 and

σθ →∞), the provider’s optimal quality strategy is qualitatively identical to that described in Table

4.3. In particular, these results show that the optimal quality path remains monotonic, despite there

being many possible non-monotonic strategies with T > 2 periods, and that the optimal quality

path depends on the heterogeneity of the customer population.

For intermediate σθ, it is more challenging to strictly order the optimal quality path over time as

we have done in the two period model. In Appendix C.1, we partially characterize the optimal price

path for intermediate σθ and show that this characterization is consistent with the insights from

the two period model; see Figure 4.5. Moreover, for T ≥ 3 periods, we have numerically solved the

optimal quality trajectory for a large number of combinations of parameter values and observed that

in all cases, the results are consistent with our analysis for two periods (in particular, the insight

from Figure 4.1 that the optimal quality sequence is monotone and whether it increases or decreases

over time depends on σθ and the overall quality budget Q). Thus, while we cannot rule out the

possibility of a non-monotone quality path for intermediate σθ with T ≥ 3 periods, our analytical

results are consistent with monotonicity and, despite extensive numerical studies, we were unable to

identify even a single case in which the optimal quality path is non-monotonic. Thus, we conclude

that our insights regarding the provider’s choice between acquisition and retention strategies derived

in the two period model are largely robust to the number of periods in the planning horizon.

4.5 Extensions

In this section we consider how our results are impacted if we relax two assumptions made in our

base model in §§4.3-4.4. In §4.5.1, we suppose that a subscriber cannot learn his utility from service
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accurately after using the service just once due to stochastic elements that may affect his experience

and change from period to period. In §4.5.2, we allow some fraction of the consumer population to

know their service utility in advance of receiving service.

4.5.1 Subscribers Learn Utility Slowly

In §4.4 we assumed that a subscriber who uses the service in period 1 perfectly learns his utility for

service; hence, he uses this information when deciding whether to continue the subscription in period

2. However, certain components of this utility could be affected by random external factors that are

beyond the control of the service provider. For example, if a subscriber receives the box late or in a

damaged condition, it might not be clear to him whether this was a fault of the third party delivery

company and happened despite the best efforts of the provider (and hence is unlikely to recur), or if

it happened because the provider used inadequate packaging materials (and hence is likely to recur).

Similarly, if a customer receives ingredients that are not fresh, he might not know whether this was

an atypical occurrence or whether it is generally the case with the provider. Hence, in practice, it

might not be possible for consumer i to learn θi perfectly after using the service just once. However,

a subscriber who has used the service repeatedly and found it satisfactory (or unsatisfactory) most

of the time will be reasonably sure that his utility from service is high (or low). In this section, we

consider this variant of the model and show that our insights are robust to subscribers that learn

their service utility slowly, rather than perfectly after a single service experience.

To model this scenario, we suppose that consumer i’s utility from the service in period t ∈ {1, 2}

is θi + ηit, where ηit ∼ N(0, σ2
η) is a mean zero noise term that he cannot directly observe. Hence,

his total utility is

uit = θi + ηit + qt + εit − p. (4.7)

Since he cannot directly observe ηit, after using the service for the first time in period t and expe-

riencing utility ûit, he cannot perfectly infer θi = ûit − ηit − qt − εit + p. Instead, he will use ûit to

update his belief on θi from N(µ, σ2
θ). For a particular σθ, suppose q∗t (σθ) and q∗

′

t (σθ) respectively

denote the provider’s optimal quality in period t under the base model and in the presence of the

noise term, ηit.

Proposition 4.8. In the presence of a mean zero noise term ηit ∼ N(0, σ2
η) that slows the sub-

scribers’ ability to learn about service value, the service provider’s optimal quality in period t ∈ {1, 2}
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is q∗
′

t (σθ) = q∗t

(
σθ√
σ2
θ+σ2

η

σθ

)
.

From consumer i’s perspective, before using the box in period 1, ui1 ∼ N(θi + q1 + εi1 − p, σ2
η).

Since his prior belief on θi ∼ N(µ, σ2
θ), after using the box and experiencing a total utility ûi1, he

is able to update his belief on θi from N(µ, σ2
θ) to N

(
µ
′

i,
σ2
θσ

2
η

σ2
θ+σ2

η

)
using Bayes’ theorem, where

µ
′

i =
σ2
η

σ2
θ + σ2

η

µ+
σ2
θ

σ2
θ + σ2

η

[ûi1 − q1 − εi1 + p].

He will subscribe in period 2 if E[ui2] ≥ 0, where the mean of θi is µ
′

i instead of µ and depends on his

period 1 utility realization, ûi1. However, the service provider needs to choose her quality at period 0

before the realization of ûi1; hence, for her, the value of ûi1 itself is a random variable. Consequently,

she finds that µ
′

i is also a random variable at period 0, whose distribution, N
(
µ,

σ2
θ

σ2
θ+σ2

η
σ2
θ

)
, is

known as the preposterior distribution. Therefore, for the provider, E[ui2] = µ
′

i + q2 + εi2 − p and

its distribution follows N
(
µ + q2 − p, σ2

ε +
σ2
θ

σ2
θ+σ2

η
σ2
θ

)
. This results in the provider’s new expected

demand function:

E[D
′
] = 1− Φ

(p− µ− q1

σε

)
Φ
(p− µ− q2

σε

)
+ Φ̄

(
p− µ− q2√
σ2
ε +

σ2
θ

σ2
θ+σ2

η
σ2
θ

)
Φ̄
(p− µ− q1

σε

)
. (4.8)

Observe that the only change compared to the expected demand function under the base model is

in the square root term; hence, the result follows.

When ση = 0,
σ2
θ

σ2
θ+σ2

η
σ2
θ = σ2

θ , i.e., the provider’s optimization problem reduces to the base model,

while for ση > 0,
σ2
θ

σ2
θ+σ2

η
σ2
θ < σ2

θ . In presence of this additional noise term, period 1 subscribers will

be less heterogeneous in their posterior belief on θi which, in the base model, is equal to their actual

realization of θi. As seen in Figure 4.2, the provider’s expected demand decreases with σθ for small

σθ and increases with σθ for large σθ. Since the standard deviation of the posterior belief on θi

decreases in presence of an external noise, compared to the base model, her expected demand will

increase for small σθ and decrease for large σθ. Similarly, in comparison to her quality allocation in

Figure 4.1, her choice of quality for a particular σθ will shift horizontally; therefore, it can increase

or decrease depending on the values of σθ and ση (see Figure 4.6). However, her broader allocation
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Figure 4.6. Change in Optimal Quality When Subscribers Learn θi Slowly. In this figure, ση = 5 while other
parameter values are same as in Figure 4.1.

strategy will remain the same: she will increase her quality over time if σθ is small and Q is large;

otherwise, she will decrease her quality over time.

4.5.2 Savvy Consumers

In our base model analyzed in §4.4, the service provider faced a market consisting entirely of

consumers who had never before tried the service and, consequently, did not initially know their

utility from service. While this is a reasonable assumption if the service is new or has significantly

changed at the start of the time horizon, it might also be possible for some consumers to have a

reasonable idea of their utility from service even before subscribing. For example, consumers might

peruse reviews of the service or inquire on social media about its value. In fact, providers themselves

often pay “influencers” on platforms like YouTube to share their experiences with this service with

their followers. Consumers can also learn about their utility from the service from having used a

similar service before, e.g., a former customer of Plated may have a good estimate of his utility

from having meals selected and shipped to his home, and so he might know his value of θi when

considering signing up for meals from Blue Apron.

To model this scenario, we suppose that an α ∈ [0, 1] fraction of the unit mass of consumers

are “savvy” and know their value of θi at the start of the horizon. Hence, they will only subscribe

in period t ∈ {1, 2} if uit = θi + qt + εit − p ≥ 0. From the provider’s perspective at period 0,

uit ∼ N(µ+ qt− p, σ2
ε +σ2

θ). However, the remaining 1−α fraction of consumers are “novices” and
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will learn θi only if they subscribe to the service.5 Hence, the provider’s expected demand is

E[D
′′
] = α

[
Φ̄

(
p− µ− q1√
σ2
ε + σ2

θ

)
+ Φ̄

(
p− µ− q2√
σ2
ε + σ2

θ

)]

+ (1− α)
[
1− Φ

(p− µ− q1

σε

)
Φ
(p− µ− q2

σε

)
+ Φ̄

(
p− µ− q2√
σ2
ε + σ2

θ

)
Φ̄
(p− µ− q1

σε

)]
. (4.9)

The first term on the right hand of side of (4.9) is the expected demand from the savvy consumers

while the second term denotes the expected demand from the novice consumers. Since the savvy

consumers do not need to learn θi, their expected demands in the two periods are identical except

for the difference in qualities offered by the provider. The provider needs to maximize (4.9) within

the constraints of her total budget Q. Let the optimal qualities be q∗
′′

1 and q∗
′′

2 . For the next result,

suppose that E[D] is her expected demand under the base model (defined in (4.4)) and σ̄θ is as

defined before Proposition 4.1.

Proposition 4.9. The provider should set q∗
′′

1 = q∗
′′

2 = Q/2 when σθ = 0. When σθ > 0,

(i) For a high budget (Q > 2(p−µ−xcσε)), the provider should weakly increase quality over time for

any σθ < σ̄θ, offer equal quality, Q/2, in both periods when σθ = σ̄θ, and weakly decrease quality over

time when σθ > σ̄θ. Moreover, q∗
′′

1 and q∗
′′

2 satisfy dE[D]
dq1
|q∗′′1
≤ 0 for σθ ∈ (0, σ̄θ) and dE[D]

dq1
|q∗′′1
≥ 0

for σθ ∈ (σ̄θ,∞).

(ii) For a moderate budget (Q ∈
(
2(p − µ), 2(p − µ − xcσε)

]
), the provider should weakly decrease

quality over time for any σθ. Moreover, dE[D]
dq1
|q∗′′1
≥ 0 for σθ ∈ (0,∞).

(iii) The provider should set q∗
′′

1 = Q and q∗
′′

2 = 0 when σθ →∞.

The optimal qualities are plotted in Figure 4.7. Observe that when α = 0, there are no savvy

subscribers and the provider’s problem reduces to the base model. The above result shows that even

for α > 0, the provider’s optimal policy remains qualitatively similar to that in the base model. For

low values of σθ, specifically, σθ < σ̄θ, she will set q∗
′′

1 ≤ q∗
′′

2 , provided that her budget is sufficiently

high. This allows her to improve the rate of retention of period 1 subscribers. For moderate budget

or higher values of σθ, she will focus on increasing the rate of consumer acquisition in period 1 and

decrease her quality over time. However, by varying her quality, she can only influence the rate

5We could alternatively assume a unit mass of novice consumers and a mass, X of savvy subscribers. In this
scenario, α = X

1+X
. The provider’s optimal expected demand will increase by a factor of 1 +X but her choice of

quality will remain the same.
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Figure 4.7. Optimal Qualities with New and Returning Subscribers. In this figure, α = 0.5 while other
parameter values are same as in Figure 4.1.

of acquisition and retention of the novice consumers who now make up just a fraction of the total

market. As we discussed in Proposition 4.2, if subscribers already know θi, the provider would be

better off offering equal qualities in both periods. Hence, compared to the base model, there will be

less variation in her quality between the two periods, as can be seen from the sign of the derivative

dE[D]
dq1
|q∗′′1

—in other words, the provider’s optimal quality path shifts towards a more even quality

distribution across periods due to the presence of savvy consumers. Therefore, while in §4.5.1 we saw

that the provider’s optimal quality allocation horizontally shifts towards the right when compared

with Figure 4.1 due to imperfect learning about service quality, for α > 0, her optimal qualities will

vertically shift towards the mean quality, Q/2 (see Figure 4.7). In the extreme case of α = 1, there

are no new consumers; so, the provider will always choose equal quality, Q/2, in both periods.

Thus, our results show that, while the basic structure of the optimal quality path discussed in

§4.4 persists with savvy consumers, it is important for the provider to adapt her optimal quality

allocation to the consumers’ level of knowledge about the service. As noted in §4.3, these results

also provide some insight into what might happen “after” the finite time horizon that we analyze

in our base model. A reasonable approach might be to model successive T period time horizons,

in which some customers arriving for the second (and later) horizons already know their valuations

for the service due to having subscribed in previous horizons, while other customers (perhaps newly

arrived to the market) do not yet know their service utility. Proposition 4.9 and Figure 4.7 show

that the basic structure of the optimal quality strategy from the base model persists even in this

case, but the more “savvy” customers there are in the population, the closer the optimal quality
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path is to equal quality in every period.

4.6 Conclusion

Subscription box services are a popular and growing form of retail. Despite this, many such services

have struggled with the problem of acquiring and retaining subscribers. In this paper, we have

analyzed how such a subscription box provider can manage this problem by optimally varying the

contents of her boxes over time. What makes this problem challenging for the service provider is

that she does not have infinite resources: she is constrained by a budget of total content value

that she may allocate to all the boxes in the upcoming time horizon, and so she must trade off the

benefits of high quality in early periods (high acquisition from inducing many customers to subscribe

early on) with the benefits of high quality in later periods (high retention from inducing many early

customers to continue using the service).

We find that the optimal strategy is not, in general, to deliver boxes of equal value over time,

and depends critically on the level of heterogeneity in both components of utility in the consumer

population. When the budget is sufficiently high and the heterogeneity in utility from the service is

low to moderate, the provider should gradually increase the quality of her content over time. In this

case, consumers do not differ significantly in their utility from service; as the provider increases her

quality in each successive period, she not only attracts new subscribers who did find the previous

boxes to be too low in content quality, but she also persuades subscribers who previously used a

box and experienced a relatively low utility from service to continue their subscriptions. Hence,

her strategy is primarily focused on consumer retention. On the other hand, if the heterogeneity in

utility from the service is high, service utility begins to overwhelm utility from the box contents, and

the provider’s quality allocation decision has little impact on retention. Thus, instead of focusing

on retention, the provider should start with high quality content—to induce many consumers to

buy early on and realize their utility from the service—and gradually decrease quality over time.

In other words, the provider’s strategy in this case is one of consumer acquisition. Similarly, when

the provider has a moderate to low budget, she will not be able to offer sufficiently high quality

to persuade unhappy subscribers to use the service again; hence, she should focus on consumer

acquisition and decrease her quality over time for all levels of heterogeneity. Although we derive

these results using a time horizon of two periods, we find that they generally extend to horizons of
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any length.

We also find that when consumers are relatively homogeneous in their utility from the content

of the box, the provider should increase her quality over time, i.e., she should follow a retention

strategy. This allows the provider to acquire a sizable number of subscribers at the beginning of the

horizon, and by providing even more valuable content later on, she is able to retain most of them.

However, when they are more heterogeneous in their utility from box content, she should once again

focus on consumer acquisition by offering a higher quality at the beginning of the horizon to initially

attract more subscribers. In summary, there exists a threshold on consumers’ overall heterogeneity,

both from the content and the service, such that the provider should increase her quality over time

(follow a retention strategy) below this threshold, offer equal qualities at the threshold, and decrease

her quality (follow an acquisition strategy) above the threshold.

We also considered a variant of the model in which subscribers cannot perfectly learn their

utility from service after using it just once. In this variation, since subscribers are not able to learn

their true utility immediately, they are relatively more homogeneous in their posterior mean belief

about their utility from service than in our base model with perfect learning. We find that this

“noisy” learning generates similar qualitative insights about the provider’s optimal quality allocation

strategy as in our base model; moreover, the presence of this noise benefits the provider when the

consumers are more homogeneous to begin with and hurts her expected demand when they are

more heterogeneous. In another variant of our model, we allow a fraction of “savvy” consumers

to know how much they value the service even before using it once. Since some of the consumers

already know their utility from service and their subscription decision is simply based on the value

of content, the benefit for the provider from varying her quality over time to influence the rates of

acquisition and retention decreases; hence, she should follow the same basic structure of the optimal

quality strategy as in our base model, but choose content of more similar qualities in both periods.

Together, these two extensions shed light on how the service provider should shift and scale her

quality allocation strategy to fit more complicated situations that might arise in practice.

Although we mainly focused on meal kit services for concreteness, our model is applicable to a

wide variety of curation services with different characteristics. For example, we have assumed that

the consumer knows his utility from the content accurately even before receiving this box, which is

reflective of meal kit services (which post menus for upcoming boxes weeks in advance), but which
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might not always be true for some subscription box services, such as Birchbox and Ipsy, that only

reveal a part of each box’s content to consumers in advance in an effort to “surprise” them with the

content of each box. We can capture this scenario in our model by simply relabeling the component

of consumer i’s utility that he knows before consuming the box as qit = qt+εit and all the remaining

components, either from the hidden parts of the content or from the convenience, that are revealed

only after consumption as θi. In this case, θi will also depend on the accuracy with which the

service is able to match a consumer’s idiosyncratic taste for content.

To summarize, we have analyzed how a resource-constrained subscription box provider can

adjust the value of her box contents over time to maximize demand (and hence revenue). While

subscription services have many other levers at their disposal to influence demand—such as their

pricing strategy, promotions, and marketing efforts—the contents of the boxes themselves are clearly

a central decision, and as we have shown, can be used to influence when (and for how long) customers

choose to subscribe to the service. Taken in sum, our results offer insights that can help subscription

box services combat one of the most pervasive challenges affecting this business model: acquiring

and retaining subscribers.
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Chapter 5

Conclusion

This dissertation focuses on three different Operations Management problems related to two new

business models, namely rewards-based crowdfunding and subscription box services. In each of

these problems, we develop mathematical models to study the impact of consumer behavior on

entrepreneurs adopting these business models, and suggest how these entrepreneurs can make better

operational decisions. The specific consumer behaviors we consider—asymmetric product quality

information, consumer learning, and strategic waiting—are ubiquitous and arise in a myriad of other

contexts. Hence, the mathematical models and managerial insights developed in this dissertation

might also be useful in a host of other business situations.
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Appendix A

Appendix for Chapter 2: Proof of Results

Proof of Proposition 2.1: Expected profit under the complete information scenario for a creator

of type i ∈ {H,L} from campaign design parameters (C, p) is

Πi(C, p) =

∫ N̄

C
p

[pN − Si] f(N)dN

=
N̄

2
p+

2SiC − C2

2N̄p
− Si,

as long as the price p ≤ vi, the valuation of her product. Since any acceptable target must exceed

the startup cost (C ≥ Si),
∂Πi(C, p)

∂C
= −C − Si

N̄p
≤ 0

for all feasible targets C. Therefore, the optimal target is C = Si for any price p. Also note that

∂Πi(C, p)

∂p
=
N̄

2

[
1− 2SiC − C2

(N̄p)2

]
> 0,

since any acceptable price must satisfy (N̄p)2 > C2 ≥ 2SiC −C2. Creator profit increases in p and

decreases in C, and hence the creator should set p = vi and C = Si, earning

Πi(Si, vi) =
N̄

2
vi +

S2
i

2N̄vi
− Si =

(
N̄vi − Si

)2
2N̄vi

.

Since the L-type sets her preferred complete information parameter in any separating equilibrium,

she would set (SL, vL) even when there is information asymmetry.

Proof of Proposition 2.2: From the proof of Proposition 2.1, note that in a complete information

setting, the H-type would set campaign design (SH , vH) and earn

ΠH(SH , vH) =
N̄

2
vH +

S2
H

2N̄vH
− SH .
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Now suppose that to signal her true type under information asymmetry, the H-type sets (SH , p)

where p ≤ vH and SH
p < N̄ . Her profit from this campaign design is

ΠH(SH , p) =
N̄

2
p+

S2
H

2N̄p
− SH .

If the L-type mimics the H-type, she would only be able to sell to the uninformed backers and earn

ΠL(SH , p) =

N̄∫
SH
αp

{pαN − SL}f(N)dN

=
N̄

2
αp+

2SLSH − S2
H

2N̄αp
− SL

if SH
αp < N̄ , and 0 otherwise (since her probability of success is 0 when SH

αp ≥ N̄). Note that

ΠL(SH , p) increases with α and p. The L-type would not mimic as long as ΠL(SL, vL) ≥ ΠL(SH , p).

Suppose,

B ≡ vL +
S2
L

N̄2vL
, (A.1)

p1 ≡
B −

√
B2 + 4

S2
H−2SLSH

N̄2

2α
,

p2 ≡
B +

√
B2 + 4

S2
H−2SLSH

N̄2

2α
.

The condition ΠL(SL, vL) ≥ ΠL(SH , p) can then be simplified to p1 ≤ p ≤ p2.Observe that,

B2 + 4
S2
H − 2SLSH

N̄2
=
[
vL −

S2
L

N̄2vL

]2
+ 4

(SH − SL)2

N̄2
> 0.

Now suppose the H-type creator sets a price p such that p1 ≤ p < min{vH , p2}. Since ΠH(SH , p)

increases in p, the H-type can deviate to the strategy pair (SH , p+ε), where ε > 0 and infinitesimally

small such that p + ε < min{vH , p2}, and increase her expected profit while the L-type would be

strictly worse off from making this deviation. Therefore, the only price that survives the intuitive

criterion is p = min{vH , p2}. The optimal price set by the H-type can therefore be characterized as

follows:

Case 1: vH ≤ p2. In this case H-type’s optimal price is vH . As mentioned above, the L-type
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would not mimic (SH , vH) either if SH
αN̄
≥ vH , or if SH

αN̄
< vH and p1 ≤ vH ≤ p2. Next note that

p1 <
SH
αN̄

< p2, since

∣∣B − 2
SH
N̄
| <

√
B2 + 4

S2
H − 2SLSH

N̄2
. (A.2)

Therefore, when vH > SH
αN̄

, vH is also strictly greater than p1. Hence, for all values of α satisfying

vH ≤ p2, the H-type can separate by setting (SH , vH). Let

α∗ ≡
B +

√
B2 + 4

S2
H−2SLSH

N̄2

2vH
. (A.3)

This case implies that costless separation exists for any α ≤ α∗.

Case 2: vH > p2. Now p = p2. From (A.2), p2 >
SH
αN̄
≥ SH

N̄
. Hence, the H-type can always

choose (SH , p2) and have a strictly positive probability of success. Note that p2 = vH when α = α∗

and decreases with α thereafter. Therefore, for α > α∗, separation is costly.

Define p∗ ≡ p2. Hence, the H-type’s equilibrium strategy is (SH , vH) when α ≤ α∗ and (SH , p
∗)

otherwise. Finally note that when α > α∗, the H-type can deviate from (SH , p
∗) and set (SH , vH)

to sell only to the informed backers. In this case,

ΠH(SH , vH) =

N̄∫
SH

(1−α)vH

{vH(1− α)N − SH}f(N)dN

=
N̄

2
(1− α)vH +

S2
H

2N̄(1− α)vH
− SH (A.4)

if SH
(1−α)vH

< N̄ , and 0 otherwise. The H-type will only make this deviation if ΠH(SH , p
∗) <

ΠH(SH , vH). The last inequality can be simplified to

[(1− α)vH − p∗]
[
1− S2

H

(1− α)vHp∗N̄2

]
> 0.

Observe that the H-type will only make this deviation if (1 − α)vH > SH
N̄

. Additionally, p∗ > SH
N̄

.

Hence, the second term is always positive and the inequality will be satisfied if (1−α)vH > p∗, which

is equivalent to α(1−α) > α∗. Hence, the separating equilibrium will not exist if α ∈ (α∗, 1− SH
N̄vH

)

and α(1− α) > α∗.
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Proof of Proposition 2.3: From the proof of Proposition 2.1, note that in a complete information

setting, the H-type would set campaign design parameters (SH , vH) and earn expected profit

ΠH(SH , vH) =
N̄

2
vH +

S2
H

2N̄vH
− SH .

Now suppose that to signal her true type under information asymmetry, the H-type sets (C, p),

where C ≥ SH , p ≤ vH , and C
p < N̄ . Her profit from this campaign design is

ΠH(C, p) =
N̄

2
p+

2SHC − C2

2N̄p
− SH .

If the L-type mimics the H-type’s campaign design and also set (C, p), she would only be able to

sell to the uninformed backers and earn

ΠL(C, p) =

N̄∫
C
αp

{pαN − SL}f(N)dN

=
N̄

2
αp+

2SLC − C2

2N̄αp
− SL (A.5)

if C
αp < N̄ , and 0 otherwise (since her probability of success is 0 when C

αp ≥ N̄). Note that ΠL(C, p)

increases with α and p. The L-type would not mimic as long as ΠL(SL, vL) ≥ ΠL(C, p). Let

p1(C) ≡
B −

√
B2 + 4C

2−2SLC
N̄2

2α
(A.6)

p2(C) ≡
B +

√
B2 + 4C

2−2SLC
N̄2

2α
(A.7)

where B is defined in (A.1). The condition ΠL(SL, vL) ≥ ΠL(C, p) then can be simplified to

p1(C) ≤ p ≤ p2(C). Observe that

B2 + 4
C2 − 2SLC

N̄2
=
[
vL −

S2
L

N̄2vL

]2
+ 4

(C − SL)2

N̄2
> 0.

Hence, p1(C) and p2(C) exist for all C ≥ SH .

Now for any C ≥ SH , suppose the H-type creator sets a price p such that p1(C) ≤ p <

min{vH , p2(C)}. Since ΠH(C, p) increases in p, the H-type can deviate to the strategy pair (C, p+ε),

101



where ε > 0 and infinitesimally small such that p+ ε < min{vH , p2(C)}, and increase her expected

profit while the L-type would be strictly worse off from making this deviation. Therefore, the only

price that survives the intuitive criterion is p = min{vH , p2(C)}. Also, among all values of C ≥ SH ,

only those that maximizes ΠH(C, p) for p = min{vH , p2(C)} would survive the intuitive criterion.

We encounter two cases while finding the maximizing C.

Case 1: vH ≤ p2(SH). In this case p = vH for any C ≥ SH . Since the H-type’s profit would

be decreases in C, only C = SH survives the intuitive criterion. As mentioned above, the L-type

would not mimic (SH , vH) either if SH
αN̄
≥ vH , or if SH

αN̄
< vH and p1(SH) ≤ vH ≤ p2(SH). From

(A.2), observe that p1(SH) < SH
αN̄

< p2(SH). Therefore, when vH > SH
αN̄

, vH is also strictly greater

than p1(SH). Hence, for all values of α satisfying vH ≤ p2(SH), the H-type can separate by setting

(SH , vH). Note that this case is valid for all α ≤ α∗, where α∗ is defined in (A.3). Therefore, costless

separation exists when α ≤ α∗.

Case 2: vH > p2(SH). Now suppose that vH = p2(C∗). Therefore,

C∗ = SL +
√
S2
L + N̄2(α2v2

H − αvHB).

For any C > C∗, the H-type can only set p = vH . Since she will earn a higher profit with C = C∗, no

C > C∗ will survive the intuitive criterion. Therefore, we will focus on C ∈ [SH , C
∗] and p = p2(C).

Observe that p2(C) > C
αN̄
≥ C

N̄
, since

∣∣B − 2
C

N̄
| <

√
B2 + 4

C2 − 2SLC

N̄2
. (A.8)

Hence, the H-type can always choose any (C, p2(C)) and have a strictly positive probability of

success. To further refine values of C using the intuitive criterion, we differentiate ΠH(C, p2(C))

with respect to C to find,

dΠH(C, p2(C))

dC
=

C − SL
αN̄p2(C)2

√
B2 + 4C

2−2SLC
N̄2

[(
1− α2C − SH

C − SL

)
p2(C)2 − SH − SL

C − SL
C2

N̄2

]

≥ SH − SL
αN̄p2(C)2

√
B2 + 4C

2−2SLC
N̄2

[
p2(C)2 − C2

N̄2

]
≥ 0,

with equality holding only in the extreme case of α = 1 and SL = SH . When equality does not

hold, the only campaign design that survives the intuitive criterion is C = C∗ and p = vH (since
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vH = p2(C∗) ). When equality holds, she can still separate by setting (C∗, vH), but it is no longer

the unique campaign design that survives the intuitive criterion. Note that C∗ = SH when α = α∗

and increases with α thereafter. Therefore, for α > α∗, separation is costly.

Hence, the H-type’s equilibrium strategy is (SH , vH) when α ≤ α∗ and (C∗, vH) when α > α∗.

Finally, from (A.4), note that when α > α∗, the H-type can deviate from (C∗, vH) and set (SH , vH)

to sell only to the informed backers to earn,

ΠH(SH , vH) =
N̄

2
(1− α)vH +

S2
H

2N̄(1− α)vH
− SH

if SH
(1−α)vH

< N̄ , and 0 otherwise. Hence, the H-type will not make this deviation if SHvH ≥ (1−α)N̄ .

The H-type will also not make this deviation if ΠH(C∗, vH) ≥ ΠH(SH , vH). The last inequality can

be simplified to

(1− α)
[
N̄2v2

H −
S2
H

(1− α)2

]
+ α

[
N̄2v2

H −
(C∗ − SH)2

α2

]
≥ 0.

As mentioned above, the H-type will only make this deviation if N̄2v2
H >

S2
H

(1−α)2 . Additionally, from

(A.8), N̄2v2
H > C∗2

α2 > (C∗−SH)2

α2 . Therefore, we can conclude that ΠH(C∗, vH) > ΠH(SH , vH) and

this deviation is not profitable for the H-type. Hence, the separating equilibrium always exists.

Proof of Proposition 2.4: Suppose both types of creators set (C, p) to pool. Any such (C, p)

must satisfy C ≥ SH and vL < p ≤ b
′
vH + (1− b′)vL. From (A.5), note that by setting (C, p), the

L-type could sell only to the uninformed backers and earn

ΠL(C, p) =
N̄

2
αp+

2SLC − C2

2N̄αp
− SL

as long as C
αp < N̄ , and 0 otherwise. On the other hand, her expected profit from her complete

information design parameters (SL, vL) is

ΠL(SL, vL) =
N̄

2
vL +

S2
L

2N̄vL
− SL.

A necessary condition for pooling is that ΠL(C, p) ≥ ΠL(SL, vL). This inequality implies p ≤ p1(C)

or p ≥ p2(C), where B, p1(C), and p2(C) are defined in (A.1), (A.6), and (A.7) respectively. From
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(A.8), observe that p1(C) < C
αN̄

< p2(C). However, the necessary condition holds only if p > C
αN̄

.

Therefore, p ≤ p1(C) is not possible and any feasible price must satisfy p ≥ p2(C).

Next suppose the L-type deviates to another set of campaign design parameters (C
′
, p
′
), where

p < p
′ ≤ vH , C

′
> C and C

′

αp′
< N̄ , such that the uninformed backers mistake her for the H-type,

and ΠL(C, p) = ΠL(C
′
, p
′
). The last equality implies

N̄∫
C
αp

{pαN − SL}f(N)dN =

N̄∫
C
′

αp
′

{p′αN − SL}f(N)dN (A.9)

which can be simplified to

p
′
+

2SLC
′ − C ′2

α2N̄2p′
= p+

2SLC − C2

α2N̄2p
. (A.10)

Note that the integrand on the right hand side of (A.9) is greater than that of the left hand side;

hence the equality must imply C
′

p′
> C

p . Suppose

E ≡ p+
2SLC − C2

α2N̄2p
.

(A.10) leads to two possibilities: p
′

= 1
2

(
E−
√
E2 + 4C

′2−2SLC
′

α2N̄2

)
or p

′
= 1

2

(
E+
√
E2 + 4C

′2−2SLC
′

α2N̄2

)
.

Observe that

E2 + 4
C
′2 − 2SLC

′

α2N̄2
=
[
p+

2SLC − C2

α2N̄2p

]2
+ 4

C
′2 − 2SLC

′

α2N̄2

>
[
p+

2SLC − C2

α2N̄2p

]2 − 4
2SLC − C2

α2N̄2

=
[
p− 2SLC − C2

α2N̄2p

]2
> 0

where the first inequality follows from the fact that 2SLC −C2 > 2SLC
′ −C ′2. Hence, p

′
exists for

any feasible C
′
. This fact also implies,

|2p− E| <
√
E2 + 4

C ′2 − 2SLC
′

α2N̄2
.
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Hence,

1

2

(
E −

√
E2 + 4

C ′2 − 2SLC
′

α2N̄2

)
< p <

1

2

(
E +

√
E2 + 4

C ′2 − 2SLC
′

α2N̄2

)

Since, p
′
> p, p

′
= 1

2

(
E−
√
E2 + 4C

′2−2SLC
′

α2N̄2

)
is impossible. Thus, p

′
= 1

2

(
E+
√
E2 + 4C

′2−2SLC
′

α2N̄2

)
.

Next, suppose that the H-type can deviate to (C
′
, p
′
) and still be recognized as the H-type by

the uninformed backers. Then,

ΠH(C
′
, p
′
)−ΠH(C, p) =

N̄

2

[
p
′ − p+

2SHC
′ − C ′2

N̄2p′
− 2SHC − C2

N̄2p

]
.

Substituting the value of p
′ − p from (A.10),

ΠH(C
′
, p
′
)−ΠH(C, p) =

1

2N̄

[ 1

α2

{2SLC − C2

p
− 2SLC

′ − C ′2
p′

}
−
{2SHC − C2

p
− 2SHC

′ − C ′2
p′

}]

≥ SH − SL
N̄

(C ′
p′
− C

p

)
.

Since C
′

p′
> C

p , ΠH(C
′

, p
′
)−ΠH(C, p) ≥ 0 with equality holding only if α = 1 and SL = SH . By the

intuitive criterion, a pooling equilibrium with (C, p) cannot exist as long as ΠH(C
′
, p
′
) > ΠH(C, p).

In all such cases, the H-type would deviate to (C
′

+ ε, p
′
), where ε > 0 and infinitesimally small,

and be better off while such a deviation would make the L-type worse off. Note that when α = 1

and SL = SH , the profit function of the L-type and the H-type are identical. Hence any deviation

from (C, p) that makes the L-type worse (better) off will also make the H-type worse (better) off

and the pooling equilibrium with (C, p) will exist.

We finally need to check that for any feasible (C, p) with C ≥ SH and vL < p ≤ b′vH+(1−b′)vL,

deviating to (C
′
+ε, p

′
) is feasible for the H-type, i.e., p

′ ≤ vH and p
′
> C

′

αN̄
. First note that p

′ ≤ vH
implies

C
′ ≤ SL +

√
S2
L + α2N̄2(v2

H − vHE).

A feasible C
′

exists if

S2
L + α2N̄2(v2

H − vHE) ≥ 0

which can be simplified to

E ≤ vH +
S2
L

α2N̄2vH
. (A.11)
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Also, C
′
> C is possible only if

C < SL +
√
S2
L + α2N̄2(v2

H − vHE)

which is true only if

E < vH +
2SLC − C2

α2N̄2vH
. (A.12)

Observe that (A.12) is a stricter condition on E because its right hand side is smaller than that of

(A.11). Also note that

∂E

∂p
= 1− 2SLC − C2

α2N̄2p2
> 0.

This follows from the fact that α2N̄2p2 > C2 > 2SLC − C2. Since p ≤ b′vH + (1− b′)vL < vH ,

E ≤ {b′vH + (1− b′)vL}+
2SLC − C2

α2N̄2{b′vH + (1− b′)vL}

< vH +
2SLC − C2

α2N̄2vH

and (A.12) is always satisfied. At the same time, the inequality αN̄p
′
> C

′
must also be true.

Observe that

p
′

=
1

2

(
E +

√
E2 + 4

C ′2 − 2SLC
′

α2N̄2

)
>

C
′

αN̄
.

To see that this is the case, note that this inequality can be simplified to

(
p− SL

αN̄

)2

>
(C − SL)2

α2N̄2

which is true since p > C
αN̄

must hold for pooling to occur.

Therefore, when pooling with (C, p) where C ≥ SH and p2(C) ≤ p ≤ b
′
vH + (1 − b

′
)vL,

the H-type can deviate to (C
′

+ ε, p
′
) where C

′ ∈
(
C, SL +

√
S2
L + α2N̄2(v2

H − vHE)
]

and p
′

=

1
2

(
E+

√
E2 + 4C

′−2SLC
′

α2N̄2

)
and the pooling equilibrium will not exist due to the intuitive criterion,

except when α = 1 and SL = SH . If α = 1 and SL = SH , p2(SH) = vL < b
′
vH + (1− b′)vL for any

b
′ ∈ (0, 1). Hence, there exists feasible (C, p) that can support a pooling equilibrium.
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Proof of Proposition 2.5: Consider the first case where

ΠL(SL, vL)− FL > ΠH(SH , vH)− FH

≥ ΠH(C∗, vH)− FH.

The second inequality follows from the fact that signaling is costly for the H-type creator. In this

case, it is always profitable for the creator to develop a low quality product. Now consider the

second case where ΠH(SH , vH) − FH ≥ ΠL(SL, vL) − FL. This implies ΠH ≥ ΠL for any α ≤ α∗.

On the other hand, if FL = FH = 0, and α = 1, we have the following set of inequalities from

Proposition 2.3:

ΠL =
N̄

2
vL +

S2
L

2N̄vL
− SL

≥ N̄

2
vH +

2SLC
∗ − C∗2

2N̄vH
− SL

≥ N̄

2
vH +

2SHC
∗ − C∗2

2N̄vH
− SH

= ΠH

The first inequality holds because in the separating equilibrium the L-type’s profit must be weakly

greater than her profit from deviating and mimicking the H-type. The second inequality follows

because the L-type’s profit from deviating when α = 1 is just the H-type’s profit in the separating

equilibrium (i.e., both creators sell to all backers when α = 1, even when deviating), except with the

startup cost replaced by SH ≥ SL. A higher startup cost leads to lower profit, hence when α = 1

and FL = FH = 0, ΠL ≥ ΠH . Adding non-zero costs FH ≥ FL ≥ 0, there must be some α̂ ≥ α∗

such that, for all α > α̂, ΠL > ΠH . This leads to the result.

Proof of Proposition 2.6: First consider a complete information scenario. For the campaign

design (C, p), the probability of success

φ(C, p) = Pr(N ≥ C

p
) =

N̄ − C
p

N̄
.

Backers would only pledge to a campaign with reward valuation vi if φ(C, p)(vi − p) ≥ h. This
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inequality can be simplified to

N̄p2 − [N̄(vi − h) + C]p+ viC ≤ 0.

For a fixed C, it is satisfied by any p ∈ [p(vi, C), p(vi, C)], where

p(vi, C) =
N̄(vi − h) + C −

√[
N̄(vi − h) + C

]2 − 4N̄viC

2N̄

and

p(vi, C) =
N̄(vi − h) + C +

√[
N̄(vi − h) + C

]2 − 4N̄viC

2N̄
.

Note that the discriminant is non negative only if

C ≤ N̄
[√

vi −
√
h
]2
≡ C̄(vi).

Therefore, the creator cannot set any C > C̄(vi). Also note that dp(vi,C)
dC < 0 while

dp(vi,C)

dC > 0. As

in proposition 2.1, the creator’s profit

Πi(C, p) =
N̄

2
p+

2SiC − C2

2N̄p
− Si

and for any acceptable (C, p), ∂Πi(C,p)
∂p > 0 and ∂Πi(C,p)

∂C ≤ 0. Hence for any C, the optimal price is

p(vi, C). Hence,

dΠi(C, p)

dC
|p=p(vi,C) =

∂Πi(C, p)

∂C
+
∂Πi(C, p)

∂p
|p=p(vi,C)

dp(vi, C)

dC
< 0.

She would set C = Si and p = p(vi, Si) and earn

Πi(Si, p(vi, Si)) =
N̄

2
p(vi, Si) +

S2
i

2N̄p(vi, Si)
− Si.

Since the L-type sets her preferred complete information parameter in any separating equilibrium,

she would set (SL, p(vL, SL)) even when there is information asymmetry. Similarly, in a complete

information setting, the H-type would set (SH , p(vH , SH)).

Now suppose that to signal her true type under information asymmetry, the H-type sets (C, p),where
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SH ≤ C ≤ C̄(vH), p(vH , C) ≤ p ≤ p(vH , C), and C
p < N̄ . Her profit now is

ΠH(C, p) =
N̄

2
p+

2SHC − C2

2N̄p
− SH .

If the L-type mimics the H-type, she would be able to sell only to the uninformed backers and earn

ΠL(C, p) =
N̄

2
αp+

2SLC − C2

2N̄αp
− SL

if C
αp < N̄ , and 0 otherwise. The L-type would not mimic as long as ΠL(SL, p(vL, SL)) ≥ ΠL(C, p).

Suppose,

B
′ ≡ p(vL, SL) +

S2
L

N̄2p(vL, SL)
, (A.13)

p
′

1(C) ≡
B
′ −
√
B′2 + 4C

2−2SLC
N̄2

2α
, (A.14)

p
′

2(C) ≡
B
′
+
√
B′2 + 4C

2−2SLC
N̄2

2α
(A.15)

The condition ΠL(SL, p(vL, SL)) ≥ ΠL(C, p) then can be simplified to p
′

1(C) ≤ p ≤ p′2(C). Observe

that

B
′2 + 4

C2 − 2SLC

N̄2
=
[
p(vL, SL)− S2

L

N̄2p(vL, SL)

]2
+ 4

(C − SL)2

N̄2
> 0.

Hence, p
′

1(C) and p
′

2(C) exist for all SH ≤ C ≤ C̄(vH). Now for any SH ≤ C ≤ C̄(vH), suppose the

H-type creator sets a price p such that max{p(vH , C), p
′

1(C)} ≤ p < min{p(vH , C), p
′

2(C)}. Since

ΠH(C, p) increases in p, the H-type can deviate to the strategy pair (C, p + ε), where ε > 0 and

infinitesimally small such that p+ ε < min{p(vH , C), p
′

2(C)}, and increase her expected profit while

the L-type would be strictly worse off from making this deviation. So the only price that survives

the intuitive criterion is p = min{p(vH , C), p
′

2(C)}. Also, among all SH ≤ C ≤ C̄(vH), only those

that maximize ΠH(C, p) for p = min{p(vH , C), p
′

2(C)} would survive the intuitive criterion. We

encounter two cases while finding the maximizing C.

Case 1: p(vH , SH) ≤ p′2(SH). Note that p(vH , C) decreases with C, while p
′

2(C) increases with C.

If the H-type chooses any C > SH , she would have to set a price lower than p(vH , SH). Hence, only

(SH , p(vH , SH)) survives the intuitive criterion. As mentioned above, the L-type would not mimic
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(SH , p(vH , SH)) either if SH
αN̄
≥ p(vH , SH), or if SH

αN̄
< p(vH , SH) and p

′

1(SH) ≤ p(vH , SH) ≤ p′2(SH).

Now p
′

1(SH) < SH
αN̄

< p
′

2(SH), since

∣∣B′ − 2
SH
N̄
| <

√
B′2 + 4

S2
H − 2SLSH

N̄2
.

Therefore, when p(vH , SH) > SH
αN̄

, p(vH , SH) is also strictly greater than p′1(SH). Hence, for all

values of α satisfying p(vH , SH) ≤ p′2(SH), the H-type can separate by setting (SH , p(vH , SH)). Let

α∗
′ ≡

B
′
+

√
B′2 + 4

S2
H−2SLSH

N̄2

2p(vH , SH)
.

Costless separation exists when p(vH , SH) ≤ p2(SH), i.e., for α ≤ α∗′ .

Case 2: p(vH , SH) > p
′

2(SH). There can be two possible scenarios. First, p(vH , C̄(vH)) ≥

p
′

2(C̄(vH)). In this case, the H-type creator can choose C ∈ [SH , C̄(vH)] and set price p = p
′

2(C).

Second, p(vH , C̄(vH)) < p
′

2(C̄(vH)). Now suppose Ĉ is such that SH < Ĉ < C̄(vH) and p(vH , Ĉ) =

p
′

2(Ĉ). For any C > Ĉ, the maximum price the H-type can set p(vH , C) < p(vH , Ĉ) < p
′

2(C). Since

she earns a higher profit with C = Ĉ, no C > Ĉ will survive the intuitive criterion. To unify the

two scenarios, we define C∗
′

such that C∗
′

= C̄(vH) under the first scenario and C∗
′

= Ĉ under the

second scenario. We will focus on C ∈ [SH , C
∗′ ] and p = p

′

2(C). Observe that p
′

2(C) > C
αN̄
≥ C

N̄
,

since ∣∣B′ − 2
C

N̄
| <

√
B′2 + 4

C2 − 2SLC

N̄2
.

Hence, the H-type can always choose any such (C, p
′

2(C)) and have a strictly positive probability

of success. To further refine values of C using the intuitive criterion, we differentiate ΠH(C, p
′

2(C))

with respect to C to find,

dΠH(C, p
′

2(C))

dC
=

C − SL
αN̄p

′
2(C)2

√
B′2 + 4C

2−2SLC
N̄2

[(
1− α2C − SH

C − SL

)
p
′

2(C)2 − SH − SL
C − SL

C2

N̄2

]

≥ SH − SL
αN̄p

′
2(C)2

√
B′2 + 4C

2−2SLC
N̄2

[
p
′

2(C)2 − C2

N̄2

]
≥ 0,

with equality holding only in the extreme case of α = 1 and SL = SH . When equality does not

hold, the only campaign design that survives the intuitive criterion is C = C∗
′

and p = p
′

2(C∗
′
).
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When equality holds, she can still separate by setting (C∗
′
, p
′

2(C∗
′
)), but it is no longer the unique

campaign design that survives the intuitive criterion. When C∗
′

= Ĉ, p(vH , C
∗′) = p

′

2(C∗
′
). Note

that if we fix C∗
′

and increase α, the right hand side of the equality decreases while the left hand

side remains unchanged. On the other hand, as C∗
′

increases for a fixed α, the left hand side

decreases while the right hand side increases. Hence, as α increases, C∗
′

must increase to preserve

the equality. However, when C∗
′

= C̄(vH), C∗
′

is independent of α while p
′

2(C∗
′
) decreases with

α. Hence, C∗
′

= SH when α = α∗
′

and is weakly increasing with α, while p
′

2(C∗
′
) = p(vH , SH)

when α = α∗
′

and is strictly decreasing with α. Therefore, for α > α∗
′
, separation is costly. The

separating equilibrium will not exist if for any α > α∗
′
, p
′

2(C∗
′
) < p(vH , C

∗′). Observe that this

can only occur when C∗
′

= C̄(vH).

Define p∗
′
(C∗

′
) ≡ p

′

2(C∗
′
). Hence, the H-type’s equilibrium strategy is (SH , p(vH , SH)) when

α ≤ α∗
′

and (C∗
′
, p∗
′
(C∗

′
)) otherwise. Finally note that when α > α∗

′
, the H-type can deviate

from (C∗
′
, p∗
′
(C∗

′
)) and sell only to the informed backers. Since, ignoring the uninformed backers

decreases the pool of backers by a factor of 1 − α and increases the risk of campaign failure, the

campaign is only feasible if

SH ≤ (1− α)N̄
[√

vi −
√
h
]2
≡ C̄ ′(vH)

and the H-type can charge a maximum price of

p
′
(vH , SH) =

¯(1− α)N(vi − h) + C +

√[
(1− α)N̄(vi − h) + C

]2 − 4 ¯(1− α)NviC

2(1− α)N̄
.

If the campaign is feasible, she would set set (SH , p
′
(vH , SH)) to earn

ΠH(SH , p
′
(vH , SH)) =

N̄

2
(1− α)p

′
(vH , SH) +

S2
H

2N̄(1− α)p
′
(vH , SH)

− SH

if SH
(1−α)p

′
(vH ,SH)

< N̄ , and 0 otherwise. The H-type will make this deviation if ΠH(SH , p
′
(vH , SH)) >

ΠH(C∗
′
, p∗
′
(C∗

′
)). The last inequality can be simplified to

(1− α)p
′
(vH , SH) +

S2
H

(1− α)p
′
(vH , SH)N̄2

> p∗
′
(C∗

′
) +

2SHC
∗′ − C∗′2

p∗′(C∗′)N̄2
.
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The separating equilibrium will also not exist if α ∈ (α∗
′
, 1 − SH

p
′
(vH ,SH)N̄

), SH ≤ C̄
′
(vH), and this

inequality is true.
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Appendix B

Appendices for Chapter 3

B.1 Proofs of Main Results

Proof of Lemma 3.1: Follows from (3.3) and the facts that φ(n) is increasing in n and φ(C/p) =

1.

Proof of Lemma 3.2: (i) In the no delay outcome, since all contributors pledge as soon as they

visit the campaign, the campaign is successful as long as there are at least C
p potential contributors,

i.e., if N ≥ C
p . When a contributor observes n < C

p previous contributions, he updates his belief

about probability of success to φ(n) = Pr(N ≥ C
p |N ≥ n) =

N̄−Cp
N̄−n . If n ≥ C

p , φ(n) = 1.

(ii) From our assumption that the myopic and strategic contributors arrive in the same proportion

in which they make up the contributor population, by the time ñ myopic contributors make the

initial pledges, 1−α
α ñ strategic contributors arrived and decided to wait until stage 2 before making

a decision. Out of them, only δ 1−α
α ñ would actually return in stage 2 and pledge if the campaign

receives sufficient contributions in stage 1; the remaining (1 − δ) 1−α
α ñ contributors would forget

to return and their pledges will be lost. Therefore, the campaign would only succeed if N ≥
C
p + (1 − δ) 1−α

α ñ. Subject to (3.3), the campaign would always receive contributions from the

myopic contributors. So a contributor observing n < ñ previous contributions can be sure that

N ≥ n
α , out of which only the n myopic contributors pledged to the campaign while the remaining

1−α
α n strategic contributors postponed their decision until stage 2. Therefore, he updates his belief

to φ(n) = Pr(N ≥ C
p + (1 − δ) 1−α

α ñ|N ≥ n
α ) =

N̄−Cp −(1−δ) (1−α)
α ñ

N̄−nα
. Next, if n ∈ [ñ, Cp − δ

(1−α)
α ñ),

the contributor concludes that N ≥ n + 1−α
α ñ and updates his belief to φ(n) = Pr(N ≥ C

p + (1 −

δ) 1−α
α ñ|N ≥ n+ 1−α

α ñ) =
N̄−Cp −(1−δ) (1−α)

α ñ

N̄−n− (1−α)
α ñ

. Finally, when n ≥ C
p − δ

(1−α)
α ñ, the pledges from the

δ 1−α
α ñ returning strategic contributors in stage 2 will push the total number of pledges past C

p and

will result in campaign success. Thus, φ(n) = 1 for any n ≥ C
p − δ

(1−α)
α ñ. ñ can be derived by
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noting that φsd(ñ) =
N̄−Cp −(1−δ) (1−α)

α ñ

N̄− ñα
= 1− w/h, and solving for ñ.

Proof of Lemma 3.3: Directly follows from lemmas B.1–B.4 in Appendix B.2. Also see Appendix

B.2 for the thresholds and IR and IC inequalities discussed in the following proofs.

Proof of Lemma 3.4: Under no delay Πnd(C, p) =
∫ N̄
C
p

(pN − S)dN
N̄

. Note that ∂Πnd
∂p = C

p2
C−S
N̄

+

∫ N̄
C
p
N dN

N̄
> 0 for all feasible p. Therefore, for any feasible target C, the optimal price is p̄nd(C). Next

note that ∂Πnd
∂C = −C−S

pN̄
≤ 0. Also note that dp̄nd

dC < 0. Hence, dΠnd
dC = ∂Πnd

∂C + ∂Πnd
∂p |p=p̄nd(C)

dp̄nd
dC <

0. Therefore, the optimal target is S. Hence, under no delay the optimal campaign design is

(S, p̄nd(S)).

Proof of Lemma 3.5: (i) First, consider the case when α ≤
w
h−δ
1−δ . We will show that for any

C < C̄1
sd, a strictly higher price can be set under no delay than under strategic delay, i.e., p̄nd(C) >

p̄1
sd(C). From (IR-1) observe that p̄nd satisfies

(N̄ − C

p̄nd
)(v − p̄nd) = N̄h =⇒ C

p̄nd
= N̄ − N̄h

v − p̄nd
. (B.1)

Also note that when α ≤
w
h−δ
1−δ for any C < C̄1

sd, any p ∈ (0, p̄1
sd(C)] satisfies (IR-2). Therefore, if

( C

p̄nd(C)
− [α+ δ − αδ]N̄

)(
v − p̄nd(C)

)
<

w
h + αδ − α− δ

1− w
h

N̄h (B.2)

then p̄nd(C) > p̄1
sd(C) must be true. To see that this is indeed true, note that substituting (B.1) into

(B.2) results in p̄nd > v− h
1−wh

. The last inequality can be simplified to
√
{N̄(v − h) + C}2 − 4N̄vC >

N̄
[
v − 1+w

h

1−wh
h
]
− C. If C > N̄

[
v − 1+w

h

1−wh
h
]
, the last inequality is trivially true. Otherwise, squar-

ing both sides results in C < w
h N̄(v − h

1−wh
). In either case, p̄nd(C) > p̄1

sd(C) is true when

C < w
h N̄(v − h

1−wh
) = C̄1

sd.

(ii) Next, consider the case when α >
w
h−δ
1−δ . We will show that for any C ≤ min{C̄nd, C̄2

sd}, a

weakly higher price can be set under no delay than under strategic delay, i.e., p̄nd(C) ≥ p̄2
sd(C) for

any C ≤ C̄nd. First observe that when p̄2
sd(C) = C

w
h N̄

, the result follows from (IC-1) in no delay.
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When p̄2
sd(C) = p2(C), we prove this result by contradiction. Suppose p̄nd(C) < p̄2

sd(C). From

(IR-3) observe that, p̄2
sd(C) satisfies ([α + δ − αδ]N̄ − C

p̄2sd(C)
)(v − p̄2

sd(C)) =
α+δ−αδ−wh

1−wh
N̄h which

implies

C

p̄2
sd(C)

= (α+ δ − αδ)N̄ − α+ δ − αδ − w
h

1− w
h

N̄h

v − p̄2
sd(C)

(B.3)

Also note that if p̄nd(C) < p̄2
sd(C), then from (IR-1),

(N̄ − C

p̄2
sd(C)

)(v − p̄2
sd(C)) < N̄h (B.4)

must be true. Substituting (B.3) in (B.4) results in v− p̄2
sd(C) < h

1−wh
. This would mean (1− w

h )(v−

p̄2
sd(C)) < h. Since under strategic delay, φ(n) < 1− w

h ∀ n ∈ [0, ñ), the IR condition φ(0)(v−p) ≥ h

would not be satisfied. Hence, there is a contradiction. Therefore, p̄nd(C) ≥ p̄2
sd(C).

Proof of Theorem 3.1: To find the creator’s optimal campaign design, we divide the problem

into the following cases.

1. α ≤
w
h−δ
1−δ : Under strategic delay the creator can set any C < w

h N̄
(
v − h

1−wh

)
and C

w
h N̄

<

p < p̄1
sd(C). Under no delay, C̄nd ≥ w

h N̄
(
v − h

1−wh

)
. When C < w

h N̄
(
v − h

1−wh

)
, no delay

supports any price C
w
h N̄
≤ p ≤ p̄nd(C) where p̄nd(C) > p̄1

sd(C). Therefore, any price and target

supported under strategic delay can also be set under no delay. Furthermore, the creator loses

(1 − δ)(1 − α) ñα pledges under strategic delay. Therefore, she prefers no delay over strategic

delay and will set (S, p̄nd(S)) as long as S ≤ C̄nd.

2. α >
w
h−δ
1−δ : We first show that when α >

w
h−δ
1−δ , the optimal price for any target C under

strategic-delay is p̄2
sd(C). Furthermore, dΠsd

dC > 0 when p̄2
sd(C) = C

w
h N̄

and dΠsd
dC < 0 when

p̄2
sd(C) = p2(C). Observe that under strategic-delay, Πsd(C, p) =

∫ N̄
C
p +(1−δ)(1−α) ñα

(
p[N − (1−

δ)(1− α) ñα ]− S
)
dN
N̄

. When α >
w
h−δ
1−δ , ñ = α

C
p −

w
h N̄

α+δ−αδ−wh
. Hence, ∂Πsd

∂p =
1−wh

α+δ−αδ−wh
C
p2
C−S
N̄

+∫ N̄
C
p +(1−δ)(1−α) ñα

(
N+ 1+αδ−α−δ

α+δ−αδ−wh
w
h N̄
)
dN
N̄

> 0. Therefore, for any feasible target C, the optimal

price is p̄2
sd(C). Also note that ∂Πsd

∂C = − 1−wh
α+δ−αδ−wh

C−S
pN̄
−
∫ N̄
C
p +(1−δ)(1−α) ñα

1+αδ−α−δ
α+δ−αδ−wh

dN
N̄

< 0.
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Now,
dp̄2sd(C)
dC = 1

w
h N̄

when p̄2
sd(C) = C

w
h N̄

and
dp̄2sd(C)
dC < 0 when p̄2

sd(C) = p2(C). When

p̄2
sd(C) = C

w
h N̄

, dΠsd
dC = ∂Πsd

∂C + ∂Πsd
∂p |p=p̄sd(C)

1
w
h N̄

= 1
w
h N̄

∫ N̄
C
p +(1−δ)(1−α) ñα

N dN
N̄

> 0. When

p̄2
sd(C) = p2(C), dΠsd

dC < 0. Therefore, we can further divide the creator’s problem into the

following sub-cases.

(a) v
h (1 − w

h )2 < 1: Now v
h (1 − w

h )(1 −
w
h

α+δ−αδ ) < 1. Under no delay the creator can set

(S, p̄nd(S)) as long as S ≤ N̄
(√
v −
√
h
)2

. In comparison, under strategic delay she can

set any target C < w
h N̄
(
v − h

1−wh

)
and price p < C

w
h N̄
≤ p̄nd(S). Besides being forced to

set a strictly lower price and having less flexibility while setting the target, the creator

also loses (1− δ)(1− α) ñα pledges under strategic delay. Therefore, she prefers no delay

over strategic delay and will set (S, p̄nd(S)).

(b) v
h (1− w

h )2 ≥ 1 but v
h (1− w

h )(1−
w
h

α+δ−αδ ) ≤ 1: Now, the creator can set (S, p̄nd(S)) under

no delay as long as S ≤ w
h N̄
(
v − h

1−wh

)
. Because of the same reason as above, she will

prefer no delay with parameters (S, p̄nd(S)).

(c) v
h (1 − w

h )(1 −
w
h

α+δ−αδ ) > 1: Now v
h (1 − w

h )2 ≥ 1. Under no delay the creator can set

(S, p̄nd(S)) as long as S ≤ w
h N̄
(
v − h

1−wh

)
. In comparison, strategic delay is feasible as

long as S ≤ N̄
(√

(α+ δ − αδ)v −
√

α+δ−αδ−wh
1−wh

h
)2

.

If S ≤ w
h N̄
(
v− h

1−wh

)
, p̄nd(S) ≥ p̄2

sd(C) ∀ C ∈
[
S, N̄

(√
(α+ δ − αδ)v−

√
α+δ−αδ−wh

1−wh
h
)2]

.

We showed above if p̄2
sd(C) = C

w
h N̄

, then the optimal price under strategic delay, p∗SD(C) ↑

C
w
h N̄

and optimal target, C∗sd = w
h N̄(v − h

1−wh
). Now p̄nd(S) ≥ p̄nd(C

∗
sd) > p∗SD(C∗sd).

Otherwise, p∗SD(C) = p2(C) and C∗sd ↓ w
h N̄(v − h

1−wh
). Hence, p̄nd(S) > p̄nd(C

∗
sd) ≥

p∗SD(C∗sd). Additionally, because of the lost pledges, the creator would prefer no delay

with (S, p̄nd(S)).

If S > w
h N̄
(
v − h

1−wh

)
, the campaign is infeasible under no delay and feasible under

strategic delay. So the creator would set (S, p∗SD(S)), where p∗SD(S) = p2(S).

Therefore, the creator would prefer no delay as long as it is feasible and strategic delay in the

special case of S > w
h N̄(v − h

1−wh
) and v

h (1− w
h )(1−

w
h

α+δ−αδ ) > 1. Note that in the game between
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the creator and the contributors, the creator is the first mover. When she sets (S, p̄nd(S)), p̄nd(S)

is strictly greater than the maximum price that can be supported under strategic delay. Similarly,

when she sets p̄2
sd(S), no delay is infeasible. Hence, a campaign is feasible only when S ≤ C̄, where

C̄ is as given in the theorem. The remainder of the theorem follows.

Proof of Theorem 3.2: Consider the decision of a contributor who observes n prior pledges. The

contributor would pledge immediately if φ(n)(v−pi)−h ≥ 0 and φ(n)(v−pi)−h ≥ φ(n)(v−pf−h)−w

for any n ≥ 0. Since the contributors do not delay, φ is given by (3.4). The creator’s expected profit

Π(C, pi, pf ) =
∫ N̄
C
pi

(
pi
C
pi

+ pf [N − C
pi

]−S
)
dN
N̄

. First note that ∂Π
∂pf

=
∫ N̄
C
pi

[N − C
pi

]dN
N̄

> 0. Since, the

price pf is charged after success, p∗f = v − h for any feasible pi and C. Therefore, the IC condition

is always true and pi and C need to satisfy the IR condition φ(0)(v − pi)− h ≥ 0 which is same as

(IR-1). Hence, any feasible C ≤ N̄
(√
v −
√
h
)2

and for any feasible C, any feasible pi ≤ p̄nd(C).

Note that ∂Π
∂pi

= C
p2i

C−S
N̄

+
∫ N̄
C
pi

pf
p2i
C dN

N̄
> 0 for all feasible pi. Therefore, for any feasible target C, the

optimal initial price is p̄nd(C). Also , dp̄nddC < 0. Finally, note that ∂Π
∂C = −C−S

piN̄
−
∫ N̄
C
pi

[
pf
pi
−1]dN

N̄
< 0.

Hence, for p∗f = v − h, dΠ
dC = ∂Π

∂C + ∂Π
∂pi
|pi=p̄nd(C)

dp̄nd
dC < 0. Therefore, C∗ = S and p∗i = p̄nd(S).

Proof of Theorem 3.3: Suppose n∗ pledges are required for success with the infinite menu.

Therefore,

φ(n) =

{
N̄−n∗
N̄−n n < n∗

1 n ≥ n∗

Hence, to make the IR constraint binding for each contributor and extract all expected surplus, the

creator will set p(n) = v − N̄−n
N̄−n∗h for all n < n∗. Thus, n∗ satisfies

∫ n∗
0

p(n)dn = S. Solving this

yields

n∗ =
N̄(v − h) + S −

√(
N̄(v − h) + S

)2 − 2N̄S(2v − h)

2v − h .

Note that the discriminant is non-negative as long as S ≤ N̄ [v −
√
v2 − (v − h)2] and N̄ [v −√

v2 − (v − h)2] ≥ N̄
(√
v −
√
h
)2

, i.e., a campaign is feasible under these conditions. Finally, note

that
Πsimple

Πinfinite
=
[ N̄− S

p∗
i

N̄−n∗

]2
. In the limit as v →∞, n∗ = 0 and p∗i =∞. Thus, limh→0

Πsimple
Πinfinite

= 1.
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In the limit as h → 0, n∗ = S/v and p∗i = v. Thus, limh→0
Πsimple

Πinfinite
= 1. In addition, in the limit

as S → 0, n∗ = 0 and p∗i = v − h. Thus, limS→0
Πsimple

Πinfinite
= 1.

B.2 Supporting Results

Lemma B.1. Under the no delay outcome, the campaign design parameters, C and p, must satisfy

the following conditions:

(IR-1) (N̄ − C
p )(v − p) ≥ N̄h

(IC-1) C
p ≤ w

h N̄

These conditions are satisfied by any C ≤ C̄nd and a corresponding price p ∈ [p
nd

(C), p̄nd(C)] where

C̄nd =

{
N̄
(√
v −
√
h
)2

if v
h (1− w

h )2 < 1
w
h N̄
(
v − h

1−wh

)
if v

h (1− w
h )2 ≥ 1

p
nd

(C) =


N̄(v−h)+C−

√
{N̄(v−h)+C}2−4N̄vC

2N̄
if C > w

h N̄(v − h
1−wh

)
C
w
h N̄

if C ≤ w
h N̄(v − h

1−wh
)

p̄nd(C) =
N̄(v − h) + C +

√
{N̄(v − h) + C}2 − 4N̄vC

2N̄

Proof: Under no delay, the likelihood of success is given by (3.4). (IR-1) follows from the IR

condition φnd(0)(v− p) ≥ h, while (IC-1) follows from the IC condition φnd(0) ≥ 1− w
h . (IR-1) can

be simplified to N̄p2 − (N̄ [v − h] + C)p+ vC ≤ 0. The discriminant of this quadratic inequality is

non-negative and a solution exists only if C ≤ N̄
(√
v −
√
h
)2

. For any C ≤ N̄
(√
v −
√
h
)2

, (IR-1)

is satisfied by any
N̄(v−h)+C−

√
{N̄(v−h)+C}2−4N̄vC

2N̄
≤ p ≤ N̄(v−h)+C+

√
{N̄(v−h)+C}2−4N̄vC

2N̄
. On the

other hand, (IC-1) implies that any feasible p ≥ C
w
h N̄

. Therefore, for a target C, a price satisfying

(IR-1) and (IC-1) simultaneously exists only if C
w
h N̄
≤ N̄(v−h)+C+

√
{N̄(v−h)+C}2−4N̄vC

2N̄
which can be

simplified to √
{N̄(v − h) + C}2 − 4N̄vC ≥

( 2
w
h

− 1)C − N̄(v − h). (B.5)

This leads to two cases. First, if C < w
h N̄

v−h
2−wh

, the right hand side of (B.5) is negative and the

inequality is trivially true. On the other hand, if C ≥ w
h N̄

v−h
2−wh

, we can square both sides of (B.5)
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to obtain C ≤ w
h N̄
(
v − h

1−wh

)
.

Now there are three things to note. First, w
h N̄

v−h
2−wh

> N̄
(√
v −
√
h
)2

=⇒ v
h (1 − w

h )2 < 1.

Second, wh N̄
v−h
2−wh

≤ w
h N̄
(
v− h

1−wh

)
=⇒ v

h (1− w
h )2 ≥ 1. Third, wh N̄

(
v− h

1−wh

)
≤ N̄

(√
v−
√
h
)2

=⇒(√
v −

√
h

1−wh

)2

≥ 0 which is always true. Therefore, when v
h (1 − w

h )2 < 1, the right hand side of

(B.5) is negative, hence (B.5) is true for any C ≤ N̄
(√
v −
√
h
)2

. If v
h (1 − w

h )2 ≥ 1, although

C ≥ w
h N̄

v−h
2−wh

is possible, any such C ≤ min
{
w
h N̄
(
v − h

1−wh

)
, N̄
(√
v −
√
h
)2}

= w
h N̄
(
v − h

1−wh

)
.

Thus we have the threshold C̄nd. For a C ≤ C̄nd, any feasible p ≤ N̄(v−h)+C+
√
{N̄(v−h)+C}2−4N̄vC

2N̄
=

p̄nd(C), the highest root of (IR-1). Also p ≥ max
{ N̄(v−h)+C−

√
{N̄(v−h)+C}2−4N̄vC

2N̄
, C
w
h N̄

}
. C

w
h N̄

<

N̄(v−h)+C−
√
{N̄(v−h)+C}2−4N̄vC

2N̄
only if C > w

h N̄(v − h
1−wh

). Hence, we have the threshold pnd(C).

Lemma B.2. When α <
w
h−δ
1−δ , under the strategic delay outcome, the campaign design parameters,

C and p, must satisfy the following conditions:

(IR-2) (Cp − [α+ δ − αδ]N̄)(v − p) ≥
w
h+αδ−α−δ

1−wh
N̄h

(IC-2) C
p <

w
h N̄

These conditions are satisfied by any C < C̄1
sd and a corresponding price p ∈ (p1

sd(C), p̄1
sd(C)] where

C̄1
sd =

w

h
N̄
(
v − h

1− w
h

)

p1
sd(C) =

C
w
h N̄

p̄1
sd(C) =

1

2(α+ δ − αδ)N̄

[
(α+ δ − αδ)N̄v + C +

w
h + αδ − α− δ

1− w
h

N̄h

−
√{

(α+ δ − αδ)N̄v + C +
w
h + αδ − α− δ

1− w
h

N̄h
}2 − 4(α+ δ − αδ)N̄vC

]

Proof: Under strategic delay, the likelihood of success is given by (3.5). Note that φsd(ñ) = 1− w
h .

From (3.5), ñ = α
w
h N̄−

C
p

w
h+αδ−α−δ . Since ñ > 0, C

p < w
h N̄ must be true when α <

w
h−δ
1−δ leading to

(IC-2). Substituting ñ in the IR condition φsd(0)(v − p) ≥ h leads to (IR-2). It can be noted

that ñ
α < C

p + (1 − δ)(1 − α) ñα < N̄ as long as C
p > [α + δ − αδ]N̄ . Since C

p > [α + δ − αδ]N̄
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must be true for (IR-2) to hold, no other condition on C, p is necessary. Note that (IR-1) can be

simplified to (α+ δ−αδ)N̄p2−
[
(α+ δ−αδ)N̄v+C +

w
h+αδ−α−δ

1−wh
N̄h
]
p+ vC ≥ 0 which is satisfied

by any C ≥ 0 since the discriminant is always positive. For any C ≥ 0, (IR-2) is satisfied by any

p ≤
(α+δ−αδ)N̄v+C+

w
h

+αδ−α−δ
1−w

h
N̄h−

√{
(α+δ−αδ)N̄v+C+

w
h

+αδ−α−δ
1−w

h
N̄h
}2
−4(α+δ−αδ)N̄vC

2(α+δ−αδ)N̄ or

p ≥
(α+δ−αδ)N̄v+C+

w
h

+αδ−α−δ
1−w

h
N̄h+

√{
(α+δ−αδ)N̄v+C+

w
h

+αδ−α−δ
1−w

h
N̄h
}2
−4(α+δ−αδ)N̄vC

2(α+δ−αδ)N̄ . However, in the

latter case, the condition C
p > [α + δ − αδ]N̄ is violated. Hence, from the former case we have

the threshold p̄1
sd(C). On the other hand, (IC-2) implies that any feasible p > C

w
h N̄

leading to the

threshold p1
sd(C). Therefore, for a target C, a price satisfying (IR-2) and (IC-2) simultaneously

exists only if C
w
h N̄

< p̄1
sd(C) which simplifies to C < w

h N̄
(
v − h

1−wh

)
, leading to threshold C̄1

sd.

Lemma B.3. When α >
w
h−δ
1−δ , under the strategic delay outcome, the campaign design parameters,

C and p, must satisfy the following conditions:

(IR-3) ([α+ δ − αδ]N̄ − C
p )(v − p) ≥ α+δ−αδ−wh

1−wh
N̄h

(IC-3) C
p >

w
h N̄

These conditions are satisfied by any C ≤ C̄2
sd and a corresponding price p ∈ [p2

sd(C), p̄2
sd(C)] where

C̄2
sd =

N̄
(√

(α+ δ − αδ)v −
√

α+δ−αδ−wh
1−wh

h
)2

if v
h (1− w

h )(1−
w
h

α+δ−αδ ) > 1

w
h N̄
(
v − h

1−wh

)
if v

h (1− w
h )(1−

w
h

α+δ−αδ ) ≤ 1

p2
sd(C) =

1

2(α+ δ − αδ)N̄

[
(α+ δ − αδ)N̄v + C − α+ δ − αδ − w

h

1− w
h

N̄h

−
√{

(α+ δ − αδ)N̄v + C − α+ δ − αδ − w
h

1− w
h

N̄h
}2 − 4(α+ δ − αδ)N̄vC

]
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p̄2
sd(C) =



1

2(α+ δ − αδ)N̄

[
(α+ δ − αδ)N̄v + C − α+ δ − αδ − w

h

1− w
h

N̄h

+

√{
(α+ δ − αδ)N̄v + C − α+ δ − αδ − w

h

1− w
h

N̄h
}2 − 4(α+ δ − αδ)N̄vC

]
if C >

w

h
N̄(v − h

1− w
h

)

C
w
h N̄

if C ≤ w

h
N̄(v − h

1− w
h

)

Proof: Similar to the proof of the above lemma, we have φsd(ñ) = 1 − w
h where φsd is given by

(3.5) resulting in ñ = α
C
p −

w
h N̄

α+δ−αδ−wh
. Since ñ > 0, C

p >
w
h N̄ must be true when α >

w
h−δ
1−δ leading to

(IC-3). (IR-3) follows from substituting ñ in the IR condition φsd(0)(v − p) ≥ h. It can be noted

that ñ
α <

C
p + (1− δ)(1− α) ñα < N̄ as long as C

p < [α+ δ − αδ]N̄ which must be true for (IR-3) to

hold. Hence, no other condition on C, p is necessary.

(IR-3) can be simplified to (α+ δ−αδ)N̄p2−
[
(α+ δ−αδ)N̄v+C − α+δ−αδ−wh

1−wh
N̄h
]
p+ vc ≤ 0.

The discriminant of this quadratic inequality is non-negative and a solution exists only if C ≤

N̄
(√

(α+ δ − αδ)v −
√

α+δ−αδ−wh
1−wh

h
)2

. For any such C, (IR-3) is satisfied by any

(α+δ−αδ)N̄v+C−
α+δ−αδ−w

h
1−w

h
N̄h−

√{
(α+δ−αδ)N̄v+C−

α+δ−αδ−w
h

1−w
h

N̄h
}2
−4(α+δ−αδ)N̄vC

2(α+δ−αδ)N̄ ≤ p

≤
(α+δ−αδ)N̄v+C−

α+δ−αδ−w
h

1−w
h

N̄h+

√{
(α+δ−αδ)N̄v+C−

α+δ−αδ−w
h

1−w
h

N̄h
}2
−4(α+δ−αδ)N̄vC

2(α+δ−αδ)N̄ . For the ease of

exposition, we call the lower bound and the upper bound p1(C) and p2(C) respectively. On the

other hand, (IC-3) implies that any feasible p < C
w
h N̄

. Therefore, for a target C, a price satisfying

(IR-3) and (IC-3) simultaneously exists only if C
w
h N̄

> p1(C) which can be simplified to

(α+ δ − αδ)N̄v−α+ δ − αδ − w
h

1− w
h

N̄h− (2
α+ δ − αδ

w
h

− 1)C

<

√{
(α+ δ − αδ)N̄v + C − α+ δ − αδ − w

h

1− w
h

N̄h
}2 − 4(α+ δ − αδ)N̄vC

(B.6)

(B.6) leads to two cases. First, if C >
(α+δ−αδ)N̄v−

α+δ−αδ−w
h

1−w
h

N̄h

(2α+δ−αδ
w
h

−1)
, the left hand side is nega-

tive and the inequality is trivially true. Otherwise, we can square both sides of (B.6) to ob-
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tain C < w
h N̄
(
v − h

1−wh

)
. There are three things to note. First,

(α+δ−αδ)N̄v−
α+δ−αδ−w

h
1−w

h
N̄h

(2α+δ−αδ
w
h

−1)
<

N̄
(√

(α+ δ − αδ)v −
√

α+δ−αδ−wh
1−wh

h
)2

implies v
h (1 − w

h )(1 −
w
h

α+δ−αδ ) > 1. Second, w
h N̄
(
v −

h
1−wh

)
>

(α+δ−αδ)N̄v−
α+δ−αδ−w

h
1−w

h
N̄h

(2α+δ−αδ
w
h

−1)
implies v

h (1 − w
h )(1 −

w
h

α+δ−αδ ) > 1. Third, w
h N̄
(
v − h

1−wh

)
≤

N̄
(√

(α+ δ − αδ)v −
√

α+δ−αδ−wh
1−wh

h
)2

implies(√
(α+ δ − αδ − w

h )v −
√

(α+δ−αδ)h
1−wh

)2

≥ 0, which is always true. Therefore, when v
h (1 − w

h )(1 −

w
h

α+δ−αδ ) > 1, (B.6) is satisfied for any C ≤ N̄
(√

(α+ δ − αδ)v−
√

α+δ−αδ−wh
1−wh

h
)2

. Otherwise, any

feasible C should satisfy C < w
h N̄
(
v− h

1−wh

)
and C ≤ N̄

(√
(α+ δ − αδ)v−

√
α+δ−αδ−wh

1−wh
h
)2

. Since

the former condition is stricter, C < w
h N̄
(
v − h

1−wh

)
must be true. Thus we have the threshold

C̄2
sd. For a feasible C, any feasible p < C

w
h N̄

and p ≤ p2(C). It follows that p2(C) < C
w
h N̄

only

if C > w
h N̄
(
v − h

1−wh

)
. This leads to threshold p̄2

sd(C). The other threshold p2
sd(C) follows from

(IR-3). Note that the respective first cases in both C̄2
sd and p̄2

sd(C) are weak inequalities while the

respective second cases are strict inequalities.

Lemma B.4. Under the strategic delay outcome, when α =
w
h−δ
1−δ , the threshold on the target is

given by w
h N̄
[
v − h

1−wh

]
. For any C < w

h N̄
[
v − h

1−wh

]
, the creator can set p = C

w
h N̄

.

Proof: The proof follows from the preceding two lemmas. Note that as α ↓
w
h−δ
1−δ , C̄2

sd = w
h N̄
(
v −

h
1−wh

)
. Combined with C̄1

sd when α ↑
w
h−δ
1−δ , it means that any feasible C < w

h N̄
[
v − h

1−wh

]
. From

the IC condition, φsd(ñ) = 1− w
h =⇒ C

p = w
h N̄ , if α + δ − αδ = w

h . Therefore for any feasible C,

the only feasible price is C
w
h N̄

. It can also be checked that when α ↓
w
h−δ
1−δ , p2

sd(C) = p̄2
sd(C) = C

w
h N̄

for any C < w
h N̄
[
v − h

1−wh

]
. Similarly, p̄1

sd(C) = p1
sd(C) = C

w
h N̄

when α ↑
w
h−δ
1−δ . Because of the

similar thresholds, we combine the two cases, α =
w
h−δ
1−δ and α <

w
h−δ
1−δ , together for the remainder

of the analysis.
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Appendix C

Appendices for Chapter 4

C.1 Optimal Qualities in T Periods

In §4.4, we showed that the provider’s optimal strategy in a model with an arbitrary number of

periods is qualitatively identical to a two-period model when σθ → 0 and σθ →∞. In this section,

we generalize our two period results from §4.4 to T (≥ 2) periods for intermediate values of σθ. As

before, qualities for two periods t and t
′

are said to intersect at (σ̂θ, q̂) if for any arbitrarily small

positive real number δ, q∗t < q∗
t′

(q∗t > q∗
t′

) for any σθ satisfying 0 < σ̂θ − σθ < δ, q∗t = q̂ = q∗
t′

for

σθ = σ̂θ, and q∗t > q∗
t′

(q∗t < q∗
t′

) for any σθ satisfying 0 < σθ − σ̂θ < δ. For Q > T (p − µ − xcσε),

let σ̄
′

θ be the unique positive value of σθ that satisfies

1√
σ2
ε + σ2

θ

φ
(
p−µ−QT√
σ2
ε+σ2

θ

)
Φ̄
(
p−µ−QT√
σ2
ε+σ2

θ

) =
1

σε

φ
(
p−µ−QT
σε

)
Φ̄
(
p−µ−QT
σε

) .

Theorem C.1. (i) When Q > max{Q̄, T (p − µ − xcσε)}, (σ̄
′

θ, Q/T ) is the unique point at which

qualities, q∗t , intersect for all t ∈ {1, ..., T}. Moreover, for all t ∈ {1, ..., T − 1}, q∗T ≥ q∗t for any

σθ < σ̄
′

θ, q∗1 = q∗2 = ... = q∗T = Q/T for σθ = σ̄
′

θ, and q∗T ≤ q∗t for any σθ > σ̄
′

θ.

(ii) When Q ∈
(
Q̄, T (p − µ − xcσε)], there will be no value of σθ at which q∗T intersects any other

q∗t . Hence, q∗T ≤ q∗t for any σθ and t ∈ {1, ..., T − 1}.

First consider the case Q > max{Q̄, T (p − µ − xcσε)}. Proposition 4.6 states that when σθ is

small, the provider should weakly increase her quality over time for this range of Q; therefore, q∗T

should be greater than all other q∗t for small σθ. However, for very large values of σθ, the provider

should decrease quality over time, resulting in q∗T being smaller than all other q∗t . Theorem C.1(i)

states that for a large budget, as q∗T goes from being the largest of all qualities to the smallest, its

trajectory will intersect any other q∗t only at σ̄
′

θ, and at this point, all q∗t will take the same value,

Q/T . On the other hand, when the provider has a moderate budget, i.e., Q ∈
(
Q̄, T (p− µ− xcσε)],

she decreases her quality over time and q∗T assumes the lowest value at both extremes: σθ → 0 and
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σθ → ∞. Theorem C.1(ii) states that for moderate budget, q∗T never intersects the trajectory of

any other q∗t ; consequently, it always assumes the weakly lowest value among all quality allocations

for any σθ.

However, the main difference from the base model is that, it is possible for the quality trajectories

of periods other than T to intersect each other, in which case quality might not change monotonically

over time. By using very similar arguments as in the proof of Theorem C.1, we find that whenever

such an intersection between two periods, k(< T ) and k
′
(< k) occurs, quality trajectories for all

periods between 1 and k must take the same value as q∗k. Moreover, the quality in period k must

go from being the highest (lowest) among all periods between 1 and k immediately before the

intersection to being the lowest (highest) immediately afterwards. Hence, if any such intersection

occurs, the quality trajectories must follow the same strict structure as that of the intersection for

period T (which always occurs when the quality budget is sufficiently high; see Theorem C.1(i)).

Furthermore, at the point of intersection, the derivative of the expected demand with respect to qt

must be equal for all periods. Because of the stringent conditions on the derivatives, an intersection

between quality trajectories other than the one mentioned in Theorem C.1(i) is unlikely to exist.

Indeed, we have numerically analyzed the optimal qualities for 3 million parameter combinations

and could not find even a single instance where quality was non-monotonic over time.

Based on our numerical experiments, the provider’s optimal strategy appears to be similar to

what we have encountered in the base model (see Figure 4.5). When σθ is smaller than σ̄
′

θ and

the provider’s budget is high, she should focus on consumer retention by weakly increasing content

quality over time. However, with increasing heterogeneity in subscribers’ utilities from service, she

will gradually increase quality in earlier periods and reduce quality in later ones, until at σθ = σ̄
′

θ,

it is optimal to offer equal quality in all periods. On the other hand, if σθ > σ̄
′

θ, or if she has a

moderate budget, it is optimal for her to focus on consumer acquisition by weakly decreasing quality

over time. Hence, the insights that we derived in the base model appear to also hold if we consider

a longer time horizon.

C.2 Proofs of Results

Throughout this appendix, we combine the proofs of Propositions 4.2 - 4.4 and Theorem 4.1 for the

two-period model with their corresponding counterparts for the T -period model because of their
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similarities.

Proof of Proposition 4.1: Consumer i will subscribe in period 1 if E[ui1] = µ+ q1 + εi1− p ≥ 0,

i.e., if εi1 ≥ p − µ − q1. Since εi1 ∼ N(0, σ2
ε ) and the market size is normalized to 1, from the

provider’s perspective at period 0, expected demand in the first period, E[D1] = Φ̄
(
p−µ−q1
σε

)
. In

the second period, consumers can be divided into two segments: those who subscribed in period 1

and know θi and those who did not subscribe, and consequently, do not know θi. Consumers who

know θi will continue their subscriptions if ui2 = θi + q2 + εi2− p ≥ 0, i.e., if θi + εi2 ≥ p− q2. Since

θi+ εi2 ∼ N(µ, σ2
ε +σ2

θ), from the provider’s perspective at period 0, these consumers continue their

subscription with probability Φ̄
(
p−µ−q2√
σ2
ε+σ2

θ

)
. Those who do not know θi will subscribe for the first

time in period 2 with probability Φ̄
(
p−µ−q2
σε

)
. Hence, total expected demand in period 2,

E[D2] = Φ̄
(p− µ− q1

σε

)
Φ̄
(p− µ− q2√

σ2
ε + σ2

θ

)
+ Φ

(p− µ− q1

σε

)
Φ̄
(p− µ− q2

σε

)
.

Adding E[D1] and E[D2] gives us (4.4). We prove (4.6) for the T period model through induction.

We already showed that (4.6) holds when T = 1, 2. Suppose that it also holds for T − 1. Hence

total expected demand in periods 1 to T − 1 is,

E[D] = 1−ΠT−1
t=1 Φ

(p− µ− qt
σε

)
+ ΣT−1

t=2 Φ̄
(p− µ− qt√

σ2
ε + σ2

θ

)[
1−Πt−1

i=1Φ
(p− µ− qi

σε

)]
. (C.1)

Using a similar logic as in the second period, expected demand in period T is given by

E[DT ] = Φ̄
(p− µ− qT√

σ2
ε + σ2

θ

)[
1−ΠT−1

i=1 Φ
(p− µ− qi

σε

)]
+ Φ̄

(p− µ− qT
σε

)
ΠT−1
i=1 Φ

(p− µ− qi
σε

)
. (C.2)

The first term is the probability that a consumer subscribed at least once in the first T − 1 periods

and is subscribing again in period T , while the second term is the probability that a consumer who

never subscribed before is subscribing in period T for the first time. Adding (C.1) and (C.2) gives

us (4.6). Hence, by induction, (4.6) holds for any T ≥ 2.

Proof of Propositions 4.2 and 4.5: When σθ = 0, the total expected demand in (4.6) reduces
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to

E[D] = ΣTt=1Φ̄
(p− µ− qt

σε

)
.

We divide the proof into the following lemmas.

Lemma C.1. Assume σθ = 0. If µ + Q
T > p, then q∗t = Q

T ∀ t ∈ {1, 2, ..., T} is a strict local

maximum to the provider’s problem.

Proof. The provider solves the constrained optimization problem:

Maximize E[D]

subject to: ΣTt=1qt = Q

Define the Lagrangian, L = E[D] +λ(Q−ΣTt=1qt), where the Lagrangian multiplier, λ ≥ 0. ∂L
∂qt

= 0

implies φ
(
p−µ−qt
σε

)
= σελ for all t ∈ {1, ..., T}. Let x∗ ≥ 0 be such that φ(x∗) = σελ. Note that

there could be three possible cases.

Case 1:
p−µ−q∗t

σε
= −x∗ ≤ 0 for all t ∈ {1, ..., T}. This implies that the provider sets quality

q∗t = p − µ + x∗σε in all periods. From ΣTt=1q
∗
t = Q, x∗ =

µ+Q
T −p
σε

. Hence, x∗ ≥ 0 is possible only

if µ+ Q
T ≥ p. Therefore, q∗t = Q

T and λ∗ = 1
σε
φ
(
µ+Q

T −p
σε

)
. To study the second order condition, we

follow Theorem 5.4 of Sundaram (1996), and define a set of vectors

Z = {z ∈ RT |
[ ∂
∂q1

(Q− ΣTt=1qt), ...,
∂

∂qT
(Q− ΣTt=1qt)

]
z = 0};

hence,
∑T
t=1 zt = 0. Further observe that the second derivative, D2L(q̄∗, λ∗), is a diagonal ma-

trix with elements
p−µ−q∗t
σ3
ε

φ
(
p−µ−q∗t

σε

)
≤ 0 (since, q∗t = Q

T ≥ p − µ). Now, z
′
D2L(q̄∗, λ∗)z =

∑T
t=1 z

2
t
p−µ−q∗t
σ3
ε

φ
(
p−µ−q∗t

σε

)
≤ 0. Therefore, this is a local maximum.

Case 2:
p−µ−q∗t

σε
= x∗ ≥ 0 for all t ∈ {1, ..., T}. Therefore, q∗t = p − µ − x∗σε in all periods.

From ΣTt=1q
∗
t = Q, x∗ = −µ+Q

T −p
σε

. Hence, x∗ ≥ 0 is possible only if µ + Q
T ≤ p. Therefore,

q∗t = Q
T and λ∗ = 1

σε
φ
(
− µ+Q

T −p
σε

)
. The second derivative test now results in z

′
D2L(q̄∗, λ∗)z =

∑T
t=1 z

2
t
p−µ−q∗t
σ3
ε

φ
(
p−µ−q∗t

σε

)
≥ 0. Hence, this is a local minimum.
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Case 3: Now suppose, without loss of generality,
p−µ−q∗t

σε
= x∗ for k ∈ {1, ..., T − 1} periods and

p−µ−q∗t
σε

= −x∗ for the remaining T−k periods. In this case, x∗ =
µ+Q

T −p
(1−2 kT )σε

and λ∗ = 1
σε
φ
(

µ+Q
T −p

(1−2 kT )σε

)
.

To show that this case neither constitutes a minimum nor a maximum we choose two different z

vectors that produce different signs of the second derivative test. First suppose, zt = γ(> 0) for one

of the k periods with
p−µ−q∗t

σε
= x∗, zt = 0 for the remaining k − 1 periods with

p−µ−q∗t
σε

= x∗ and

zt = − γ
T−k for each of the T − k periods with

p−µ−q∗t
σε

= −x∗. Now, z
′
D2L(q̄∗, λ∗)z = x∗φ(x∗)

σ2
ε

[
γ2 −

(T −k) γ2

(T−k)2

]
≥ 0. Next consider another z such that zt = γ(> 0) for one of the T −k periods with

p−µ−q∗t
σε

= −x∗, zt = 0 for the remaining T − k − 1 periods with
p−µ−q∗t

σε
= −x∗ and zt = −γk for

each of the k periods with
p−µ−q∗t

σε
= x∗. Now, z

′
D2L(q̄∗, λ∗)z = x∗φ(x∗)

σ2
ε

[
− γ2 + k γ

2

k2

]
≤ 0. Hence,

the lemma follows.

Lemma C.2. There exists a threshold, Q̄, such that q∗t = Q
T ∀ t ∈ {1, 2, ..., T} is the unique global

maximum for any Q > Q̄.

Proof. Observe that we have ignored the constraints qt ≥ 0 ∀ t ∈ {1, ...T} in our analysis above.

Now suppose we impose this constraint by making some of the qt to be zero. From Lemma C.1, it

follows that an allocation with q∗t = Q
k for any k periods, where k ∈ {1, 2, ..., T − 1} and q∗t = 0 in

the remaining T − k periods is also a strict local maximum when µ+ Q
T > p (since µ+ Q

k > p). The

allocation, q∗t = Q
T ∀ t ∈ {1, 2, ..., T} is the unique global maximum if, for any k ∈ {1, 2, ..., T − 1}

kΦ̄
(p− µ− Q

k

σε

)
+ (T − k)Φ̄

(p− µ
σε

)
< T Φ̄

(p− µ− Q
T

σε

)
. (C.3)

The left hand side (LHS) of (C.3) is strictly concave in k and has a unique local maximum, k∗ given

by

∂LHS

∂k
≡ Φ̄

(p− µ− Q
k∗

σε

)
− Φ̄

(p− µ
σε

)
− Q

k∗σε
φ
(p− µ− Q

k∗

σε

)
= 0 (C.4)

provided, p > µ. The left hand side of (C.3) is increasing in k if p ≤ µ; hence no local maximum

exists. Observe that

∂2LHS

∂k2
|k=k∗ =

Q2

k∗3σ2
ε

p− µ− Q
k∗

σε
φ
(p− µ− Q

k∗

σε

)
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and ∂2LHS
∂k∂Q |k=k∗ = − Q

k∗2σ2
ε

p−µ− Q
k∗

σε
φ
(p−µ− Q

k∗
σε

)
. Hence, dk∗

dQ = −
∂2LHS
∂k∂Q |k=k∗
∂2LHS
∂k2

|k=k∗
= k∗

Q > 0. Furthermore,

as Q→∞, the left hand side of (C.3), tends to k+ (T − k)Φ̄
(
p−µ
σε

)
, while the right hand side tends

to T and is, therefore, larger. Hence, as Q → ∞, the inequality in (C.3) is true. Therefore, there

exists a unique Q
′

such that (C.3) is true for any Q > Q
′

and q∗t = Q
T ∀ t ∈ {1, 2, ..., T} is the

unique global maximum for any Q > max{Q′ , T (p− µ)} ≡ Q̄.

When T = 2, we can substitute q2 = Q − q1 and observe that q∗1 = Q/2 is the unique global

maximum for any Q > 2(p− µ). Hence, for T = 2, Q̄ = 2(p− µ).

Proof of Proposition 4.3 and 4.6: We provide a proof through contradiction. Suppose the op-

timal solution to the provider’s problem allocates quality qH in period k and qL(< qH) in period

k+ 1 for any k ∈ {1, 2, ..., T − 1} and achieves total expected demand, which we denote as E[D]HL.

Now consider another allocation where we switch the qualities in periods k and k + 1 (i.e., qk = qL

and qk+1 = qH) while keeping all other periods unchanged. Let us denote the new total expected

demand as E[D]LH . From (4.6), note that

E[D]LH − E[D]HL = Πk−1
i=1 Φ

(p− µ− qi
σε

)[
Φ̄
(p− µ− qH√

σ2
ε + σ2

θ

)
Φ̄
(p− µ− qL

σε

)
(C.5)

− Φ̄
(p− µ− qL√

σ2
ε + σ2

θ

)
Φ̄
(p− µ− qH

σε

)]
.

Observe that if ∂
∂σ

Φ̄

(
p−µ−qH

σ

)
Φ̄

(
p−µ−qL

σ

) ∣∣∣
σ=σε

> 0, then E[D]LH − E[D]HL > 0 when σθ is infinitesimally

small. Now,

∂

∂σ

Φ̄
(
p−µ−qH

σ

)
Φ̄
(
p−µ−qL

σ

) ∣∣∣
σ=σε

=
1

σε

Φ̄
(
p−µ−qH

σ

)
Φ̄
(
p−µ−qL

σ

) [p− µ− qH
σε

φ
(
p−µ−qH

σε

)
Φ̄
(
p−µ−qH

σε

) − p− µ− qL
σε

φ
(
p−µ−qL

σε

)
Φ̄
(
p−µ−qL

σε

)].
For standard normal, the generalized failure rate x φ(x)

Φ̄(x)
decreases in (−∞, xc] and increases in

[xc,+∞), where xc ≈ −0.84 is the unique solution to Φ̄(x) − x2Φ̄(x) + xφ(x) = 0. Therefore, a
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sufficient condition for ∂
∂σ

Φ̄

(
p−µ−qH

σ

)
Φ̄

(
p−µ−qL

σ

) ∣∣∣
σ=σε

> 0 is p−µ−qL
σε

< xc, i.e., qL > p − µ − xcσε. From

Propositions 4.2 and 4.5, note that when σθ = 0, qt = Q
T as long as Q > Q̄ ≥ T (p− µ). Since (4.6)

is right continuous at σθ = 0, there exists small positive reals γ, δ such that when σθ < γ, both

|QT − qL| < δ and |QT − qH | < δ are true. Hence, when σθ → 0 and Q > max{Q̄, T (p− µ− xcσε)},
p−µ−QT
σε

< xc; consequently, p−µ−qLσε
< xc holds and E[D]LH > E[D]HL. Therefore, the provider will

be better off with the new allocation and the original allocation cannot be optimal. Moreover, using

the same logic for any k, qL, and qH , we can conclude that only weakly increasing quality paths can

be optimal.

The opposite argument holds when Q ∈
(
Q̄, T (p−µ−xcσε)

)
. In this case, a sufficient condition

for

∂
∂σ

Φ̄(
p−µ−qH

σ

)
Φ̄

(
p−µ−qL

σ

)∣∣∣
σ=σε

< 0 is p−µ−qH
σε

> xc, i.e., qH < p − µ − xcσε. Note that Q < T (p − µ − xcσε)

implies p−µ−qH
σε

> xc; so E[D]LH < E[D]HL, and only weakly decreasing quality paths can be

optimal.

Proof of Proposition 4.4 and 4.7: We again provide a proof through contradiction. Suppose

the optimal solution to the provider’s problem allocates quality qL in period k and qH(> qL) in

period k+ 1 for any k ∈ {1, 2, ..., T −1} and achieves total expected demand E[D]LH . Now consider

another allocation where we switch the qualities in periods k and k+1 (i.e., qk = qH and qk+1 = qL)

while keeping all other periods unchanged. Let the new total expected demand be E[D]HL. The

difference in expected demand, E[D]HL − E[D]LH can be noted from (C.5). When σθ → ∞,

Φ̄
(
p−µ−q√
σ2
ε+σ2

θ

)
→ 1

2 for any q. Hence,

lim
σθ→∞

E[D]HL − E[D]LH =
1

2
Πk−1
i=1 Φ

(p− µ− qi
σε

)[
Φ̄
(p− µ− qH

σε

)
− Φ̄

(p− µ− qL
σε

)]
> 0.

Therefore, the provider will be better off with the new allocation and the original allocation cannot

be optimal. Moreover, using the same logic for any k, qL, and qH , we conclude that only weakly

decreasing quality paths can be optimal.

Next, consider the special case of T = 2. Suppose E[D]Q0 is the expected demand from choosing
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q1 = Q and q2 = 0. Since, qH ≥ Q/2, and qL = Q− qH ,

lim
σθ→∞

(
E[D]Q0 − E[D]HL

)
=

1

2

[
Φ̄
(p− µ−Q

σε

)
− Φ̄

(p− µ− qH
σε

)]
−
[
Φ
(p− µ−Q

σε

)
Φ
(p− µ

σε

)
− Φ

(p− µ− qH
σε

)
Φ
(p− µ− qL

σε

)]
.

Observe that d
dqH

1
2

[
Φ̄
(
p−µ−Q
σε

)
− Φ̄

(
p−µ−qH

σε

)]
< 0 and

d

dqH

[
Φ
(p− µ−Q

σε

)
Φ
(p− µ

σε

)
− Φ

(p− µ− qH
σε

)
Φ
(p− µ− qL

σε

)]

=
1

σε
Φ
(p− µ− qH

σε

)
Φ
(p− µ− qL

σε

)[ φ(p−µ−qHσε

)
Φ
(
p−µ−qH

σε

) − φ
(
p−µ−qL

σε

)
Φ
(
p−µ−qL

σε

)] > 0.

For standard normal, the reverse hazard rate, φ(x)
Φ(x) , is decreasing in x. The sign of the last derivative

follows from the fact that p−µ−qH
σε

≤ p−µ−qL
σε

. Therefore, d
dqH

[
limσθ→∞

(
E[D]Q0 − E[D]HL

)]
< 0.

Hence, at qH = Q, E[D]Q0 = E[D]HL and as qH decreases, limσθ→∞
(
E[D]Q0 − E[D]HL

)
increases.

Therefore, the provider should set q∗1 = Q and q∗2 = 0.

Proof of Theorems 4.1 and C.1: We break down our proof into the following lemmas.

Lemma C.3. Suppose the optimal solution to the provider’s problem has quality qk in period k. Let

R(q, σθ) =
Φ̄

(
p−µ−q√
σ2ε+σ

2
θ

)
Φ̄

(
p−µ−q
σε

) . Then, R(qk, σθ) ≤ R(qk+1, σθ) ∀ k ∈ {1, 2, ..., T − 1}.

Proof. Suppose the optimal solution to the provider’s problem has qualities qk and qk+1 in periods

k and k+1 respectively and results in overall expected demand E[D]. Let E[D]k+1,k be the demand

from an alternate allocation that has qk+1 in period k and qk in period k+ 1 while keeping all other

periods unchanged.

E[D]− E[D]k+1,k = Πk−1
i=1 Φ

(p− µ− qi
σε

)[
Φ̄
(p− µ− qk+1√

σ2
ε + σ2

θ

)
Φ̄
(p− µ− qk

σε

)

− Φ̄
(p− µ− qk√

σ2
ε + σ2

θ

)
Φ̄
(p− µ− qk+1

σε

)]
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Since, the allocation with quality qk in period k and qk+1 in period k+1 is optimal, E[D] ≥ E[D]k+1,k

which can be the case only if R(qk, σθ) ≤ R(qk+1, σθ).

Lemma C.4. Let xc ≈ −0.84 be the unique solution to Φ̄(x)−x2Φ̄(x) +xφ(x) = 0. For a fixed σθ,

R(q, σθ) is quasiconvex in q. When p − µ − xcσε > 0, R(q, σθ) has a unique minimum, q(σθ) > 0,

that satisfies limσθ→0 q(σθ) = p− µ− xcσε. When p− µ− xcσε < 0, a unique minimum, q(σθ) > 0,

only exists when σθ is sufficiently large and satisfies p−µ√
σ2
ε+σ2

θ

φ

(
p−µ√
σ2ε+σ

2
θ

)
Φ̄

(
p−µ√
σ2ε+σ

2
θ

) > p−µ
σε

φ

(
p−µ
σε

)
Φ̄

(
p−µ
σε

) ; otherwise,

R(q, σθ) is always weakly increasing in q. Whenever the minimum, q(σθ), exists, it increases with

σθ.

Proof. Once again, note that for standard normal, the generalized failure rate, x φ(x)
Φ̄(x)

decreases in

(−∞, xc] and increases in [xc,+∞), where xc ≈ −0.84 is the unique solution to Φ̄(x) − x2Φ̄(x) +

xφ(x) = 0. Now,

∂

∂q
R(q, σθ) =

Φ̄
(
p−µ−q√
σ2
ε+σ2

θ

)
Φ̄
(
p−µ−q
σε

) [ 1√
σ2
ε + σ2

θ

φ
(
p−µ−q√
σ2
ε+σ2

θ

)
Φ̄
(
p−µ−q√
σ2
ε+σ2

θ

) − 1

σε

φ
(
p−µ−q
σε

)
Φ̄
(
p−µ−q
σε

)] (C.6)

=
1

p− µ− q
Φ̄
(
p−µ−q√
σ2
ε+σ2

θ

)
Φ̄
(
p−µ−q
σε

) [ p− µ− q√
σ2
ε + σ2

θ

φ
(
p−µ−q√
σ2
ε+σ2

θ

)
Φ̄
(
p−µ−q√
σ2
ε+σ2

θ

) − p− µ− q
σε

φ
(
p−µ−q
σε

)
Φ̄
(
p−µ−q
σε

)] (C.7)

First suppose p−µ
σε

> xc. There can be two cases: 0 < p−µ√
σ2
ε+σ2

θ

< p−µ
σε

or xc <
p−µ
σε

< p−µ√
σ2
ε+σ2

θ

< 0.

From (C.7), note that in both cases, ∂
∂qR(q, σθ)

∣∣
q=0

< 0. Moreover from (C.7), ∂
∂qR(q, σθ)|q=p−µ−xcσε <

0 while ∂
∂qR(q, σθ) > 0 for any q ≥ p− µ− xc

√
σ2
ε + σ2

θ . For standard normal the failure rate φ(x)
Φ̄(x)

is always increasing in x. As q increases, p−µ−q
σε

decreases faster than p−µ−q√
σ2
ε+σ2

θ

. Hence, from (C.6),

there exists a unique minimum q(σθ) ∈ (p− µ− xcσε, p− µ− xc
√
σ2
ε + σ2

θ); i.e., p−µ−q(σθ)
σε

< xc <

p−µ−q(σθ)√
σ2
ε+σ2

θ

< 0. When σθ → 0, ∂
∂qR(q, σθ) = 0 is only possible if limσθ→0 q(σθ) = p− µ− xcσε.

For a general σθ,
p−µ−q(σθ)√

σ2
ε+σ2

θ

φ

(
p−µ−q(σθ)√

σ2ε+σ
2
θ

)
Φ̄

(
p−µ−q(σθ)√

σ2ε+σ
2
θ

) = p−µ−q(σθ)
σε

φ

(
p−µ−q(σθ)

σε

)
Φ̄

(
p−µ−q(σθ)

σε

) . If we fix q at q(σθ) and
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slightly increase σθ,
p−µ−q(σθ)√

σ2
ε+σ2

θ

increases. Since p−µ−q(σθ)√
σ2
ε+σ2

θ

∈ (xc, 0), the left hand side of the above

equality increases. Now, p−µ−q(σθ)
σε

< xc, implies that q(σθ) must increase to preserve equality.

Hence, q(σθ) increases with σθ.

Next suppose p−µ
σε

< xc. In this case, for small σθ,
p−µ
σε

< p−µ√
σ2
ε+σ2

θ

< xc; hence, ∂
∂qR(q, σθ)

∣∣
q=0

>

0. Similarly, for any q > 0, p−µ−q
σε

< p−µ−q√
σ2
ε+σ2

θ

< xc; hence, ∂
∂qR(q, σθ) > 0 for any q > 0. On the

other hand, if σθ is large enough such that p−µ
σε

< xc <
p−µ√
σ2
ε+σ2

θ

< 0 and p−µ√
σ2
ε+σ2

θ

φ

(
p−µ√
σ2ε+σ

2
θ

)
Φ̄

(
p−µ√
σ2ε+σ

2
θ

) >

p−µ
σε

φ

(
p−µ
σε

)
Φ̄

(
p−µ
σε

) , we have that ∂
∂qR(q, σθ)

∣∣
q=0

< 0. As q increases, p−µ−q√
σ2
ε+σ2

θ

φ

(
p−µ−q√
σ2ε+σ

2
θ

)
Φ̄

(
p−µ−q√
σ2ε+σ

2
θ

) decreases, while

p−µ−q
σε

φ

(
p−µ−q
σε

)
Φ̄

(
p−µ−q
σε

) increases. Therefore, once again we have a unique minimum, q(σθ), that increases

with σθ. Hence, the result follows.

Lemma C.5. Suppose there exists a σ̂θ and periods k and k
′
(< k), such that the optimal quality

allocation for these two periods intersect at σ̂θ. Then, at σ̂θ, qi = q(σ̂θ) ∀ i ∈ {1, 2, ..., k}.

Proof. We define “intersection” before Proposition C.1 in appendix C.1. First consider the case

where for any arbitrarily small positive real number δ, qk > qk′ for any σθ satisfying 0 < σ̂θ−σθ < δ

and qk < qk′ for any σθ satisfying 0 < σθ− σ̂θ < δ. Lemma C.3 states that for an optimal allocation,

R(qk′ , σθ) ≤ R(qk, σθ) ∀ k
′
< k, while from Lemma C.4, R(q, σθ) has a unique minimum, q(σθ).

For any σθ satisfying 0 < σ̂θ − σθ < δ, both qk > qk′ and R(qk′ , σθ) ≤ R(qk, σθ) can only be true

if qk > q(σθ). Similarly, for any 0 < σθ − σ̂θ < δ, both qk < qk′ and R(qk′ , σθ) ≤ R(qk, σθ) can

only be true if qk < q(σθ). Since the optimal allocation and q(σθ) are continuous in σθ, at σ̂θ,

qk = qk′ = q(σ̂θ). Now consider the optimal allocation qk′′ for any period k
′′
< k. To preserve,

R(qk′′ , σ̂θ) ≤ R(qk, σ̂θ), qk′′ = q(σ̂θ) must also hold at σθ = σ̂θ. The same argument will be true in

the case where qk < qk′ for any σθ satisfying 0 < σ̂θ − σθ < δ and qk > qk′ for any σθ satisfying

0 < σθ − σ̂θ < δ.
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First suppose T = 2. At any intersection, q1 = q2 = Q
2 . From Lemma C.4, limσθ→0 q(σθ) =

p − µ − xcσε and q(σθ) increases with σθ. Hence, if Q ∈ (2(p − µ), 2(p − µ − xcσε)], Q
2 < q(σθ)

for any σθ > 0. Therefore, no point of intersection exists (see Figure 4.1b). From Propositions 4.3

and 4.4 we saw that, in this case, q∗1 ≥ q∗2 both for σθ → 0 and σθ → ∞. Since, qualities do not

intersect, q∗1 ≥ q∗2 must hold for all σθ.

On the other hand if Q > 2(p − µ − xcσε), intersection can only happen when Q
2 = q(σθ).

Following (C.6), the unique value of σθ where an intersection occurs, denoted by σ̄θ, satisfies

1√
σ2
ε + σ̄2

θ

φ
(
p−µ−Q2√
σ2
ε+σ̄2

θ

)
Φ̄
(
p−µ−Q2√
σ2
ε+σ̄2

θ

) =
1

σε

φ
(
p−µ−Q2
σε

)
Φ̄
(
p−µ−Q2
σε

)
(see Figure 4.1a).

Now consider any T > 2. Suppose, Q ∈ (Q̄, T (p− µ− xcσε)]. We can again argue from Lemma

C.4 that Q
T < q(σθ) for any σθ > 0. Hence, no point of intersection exists where qT crosses qt for

any t < T (see Figure 4.5b). If Q > T (p − µ − xcσε), the unique σθ, denoted by σ̄
′

θ, at which qT

intersects qt for any t < T , is given by

1√
σ2
ε + σ̄

′2
θ

φ
(
p−µ−QT√
σ2
ε+σ̄

′2
θ

)
Φ̄
(
p−µ−QT√
σ2
ε+σ̄

′2
θ

) =
1

σε

φ
(
p−µ−QT
σε

)
Φ̄
(
p−µ−QT
σε

)
(see Figure 4.5a). Hence, the result follows.

Proof of Corollary 4.1 to Theorem 4.1: When σε = 0, all consumers make identical decisions

in period 1. Hence, the provider should set q∗1 = max{0, p − µ} to ensure µ + q1 − p ≥ 0. Since

Q > 2(p − µ), q∗2 = Q − q∗1 > q∗1 . On the other hand, from Proposition 4.1 observe that for any

σε ≥ p−µ−Q/2
xc

, Q ≤ 2(p− µ− xcσε); consequently, q∗1 ≥ q∗2 .

For intermediate σε, we provide a proof similar to those of Propositions 4.1 and C.1. For a

fixed σθ > 0, let R(q, σε) =
Φ̄

(
p−µ−q√
σ2ε+σ

2
θ

)
Φ̄

(
p−µ−q
σε

) . We showed in Lemma C.3 that in any optimal allo-

cation, R(qk, σε) ≤ R(qk+1, σε) ∀ k ∈ {1, 2, ..., T − 1}. From (C.7), note that when p−µ
σε

> xc,
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∂
∂qR(q, σε)

∣∣
q=0

< 0. On the other hand, if p−µ√
σ2
ε+σ2

θ

< xc,
∂
∂qR(q, σε)

∣∣
q=0

> 0. Furthermore, for

any q > 0, p−µ−q
σε

< p−µ−q√
σ2
ε+σ2

θ

< xc. Hence, ∂
∂qR(q, σε) > 0. Now, if we increase σε such that

p−µ
σε

< xc <
p−µ√
σ2
ε+σ2

θ

< 0 and p−µ√
σ2
ε+σ2

θ

φ

(
p−µ√
σ2ε+σ

2
θ

)
Φ̄

(
p−µ√
σ2ε+σ

2
θ

) > p−µ
σε

φ

(
p−µ
σε

)
Φ̄

(
p−µ
σε

) , then ∂
∂qR(q, σε)

∣∣
q=0

< 0 holds.

Suppose, ∂
∂qR(q, σε)

∣∣
q=0

< 0. As q increases, p−µ−q
σε

decreases faster than p−µ−q√
σ2
ε+σ2

θ

. Hence,

from (C.6), there exists a unique minimum q(σε) > 0. At the minimum, p−µ−q(σε)√
σ2
ε+σ2

θ

φ

(
p−µ−q(σε)√

σ2ε+σ
2
θ

)
Φ̄

(
p−µ−q(σε)√

σ2ε+σ
2
θ

) =

p−µ−q(σε)
σε

φ

(
p−µ−q(σε)

σε

)
Φ̄

(
p−µ−q(σε)

σε

) . Hence, p−µ−q(σε)
σε

< xc <
p−µ−q(σε)√

σ2
ε+σ2

θ

. Observe that as σε increases, keeping

q fixed at q(σε),
p−µ−q(σε)

σε
increases at a faster rate than p−µ−q(σε)√

σ2
ε+σ2

θ

. Hence, to preserve the above

inequality, q(σε) must increase with σε. Therefore, whenever σε is sufficiently large, R(q, σε) has a

minimum, q(σε), that is unique and increases with σε. From (C.5), observe that an intersection can

only occur at a minimum, q(σε). Since q(σε) increases with σε, and at any intersection q1 = q2 = Q
2 ,

an intersection will only occur at the unique value of σε, σ̄ε, satisfying

1√
σ̄2
ε + σ2

θ

φ
(
p−µ−Q2√
σ2
θ+σ̄2

ε

)
Φ̄
(
p−µ−Q2√
σ2
θ+σ̄2

ε

) =
1

σε

φ
(
p−µ−Q2
σ̄ε

)
Φ̄
(
p−µ−Q2
σ̄ε

) .
Therefore, qualities should be weakly increasing for σε < σ̄ε, weakly decreasing for σε > σ̄ε, and

they only intersect at σε = σ̄ε.

Proof of Proposition 4.8: Consumer i will subscribe in period 1 if E[ui1] ≥ 0, i.e., if εi1 ≥ p−µ−

q1. The provider does not know εi1 and calculates the probability of subscription to be Φ̄
(
p−µ−q1
σε

)
.

Suppose the consumer’s utility from service is θi. Therefore, ui1 ∼ N(θi+q1 +εi1−p, σ2
η). However,

consumer i does not know θi. Before experiencing the service in period 1, he believes that his utility

from the service in absence of the mean-zero noise ηi1, given by θi + q1 + εi1 − p, is distributed as

N(µ+ q1 + εi1 − p, σ2
θ). If he subscribes in period 1 and experiences total utility ûit, he can update
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his prior belief on θi + q1 + εi1 − p using Bayes’ theorem to

θi + q1 + εi1 − p|ûit ∼ N
( σ2

η

σ2
θ + σ2

η

[µ+ q1 + εi1 − p] +
σ2
θ

σ2
θ + σ2

η

ûi1,
σ2
θσ

2
η

σ2
θ + σ2

η

)
.

Since consumer i knows q1 + εi1 − p, his posterior belief on θi is

θi|ûit ∼ N
( σ2

η

σ2
θ + σ2

η

µ+
σ2
θ

σ2
θ + σ2

η

[ûi1 − q1 − εi1 + p],
σ2
θσ

2
η

σ2
θ + σ2

η

)
.

This results in the posterior mean on θi,

µ
′

i =
σ2
η

σ2
θ + σ2

η

µ+
σ2
θ

σ2
θ + σ2

η

[ûi1 − qt − εi1 + p].

The consumer would continue his subscription in period 2 if E[ui2] = µ
′

i + q2 + εi2 − p ≥ 0.

From (4.7) note that ûi1 − qt − εi1 + p = θi + η̂i1. The provider, while deciding her quality at

period 0, does not know ûi1 as it depends both on θi and the realization of the noise η̂i1 which are

random variables from her perspective. Since θi ∼ N(µ, σ2
θ) and ηit ∼ N(0, σ2

η), she calculates

E[µ
′

i] =
σ2
η

σ2
θ + σ2

η

µ+
σ2
θ

σ2
θ + σ2

η

E[ûi1 + η̂i1] = µ,

V ar[µ
′

i] =

(
σ2
θ

σ2
θ + σ2

η

)2(
σ2
θ + σ2

η

)
=

σ2
θ

σ2
θ + σ2

η

σ2
θ .

Defining σ
′2
θ ≡

σ2
θ

σ2
θ+σ2

η
σ2
θ , we get the preposterior distribution, µ

′

i ∼ N(µ, σ
′2
θ ). Moreover, from the

provider’s perspective, εi2 ∼ N(0, σ2
ε ); consequently, µ

′

i + q2 + εi2 − p ∼ N(µ + q2 − p, σ2
ε + σ

′2
θ ).

Therefore, at period 0, she calculates that consumer i will resubscribe with probability Φ̄
(
p−µ−q2√
σ2
ε+σ

′2
θ

)
.

This results in the modified expected demand function E[D
′
] in (4.8). The only difference between

the expected demand functions (4.8) and (4.4) is in the square root term; hence, the result follows.

Proof of Proposition 4.9: When σθ = 0, E[D
′′
] = Φ̄

(
p−µ−q1
σε

)
+ Φ̄

(
p−µ−q2
σε

)
. As per Proposition

4.2, q∗
′′

1 = q∗
′′

2 = Q/2. Next suppose σθ > 0. Further suppose that the optimal solution to the

provider’s problem allocates quality qH > Q/2 in period 1, qL = Q− qH in period 2 and results in

expected demand E[D
′′
]HL. Consider another allocation with qL in period 1 and qH in period 2,
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resulting in expected demand E[D
′′
]LH . From (4.9) observe that

E[D
′′
]HL − E[D

′′
]LH = (1− α){E[D]HL − E[D]LH},

where E[D]HL and E[D]LH are the expected demand from these allocations under the base model,

(4.4). Therefore, if the former allocation is better than the later under the base model, so will it be

the case with returning subscribers. Hence, from Proposition 4.3, when σθ → 0, the provider should

weakly increase her quality over time if Q > 2(p − µ − xcσε) and weakly decrease quality for any

Q ∈
(
2(p − µ), 2(p − µ − xcσε)

)
. Also, limσθ→∞ E[D

′′
] = (1 − α) limσθ→∞ E[D] + α, where E[D

′′
]

and E[D] are given by (4.9) and (4.4) respectively. As per Proposition 4.4, the provider should set

q∗
′′

1 = Q and q∗
′′

2 = 0.

Next suppose we substitute q2 = Q− q1 in E[D
′′
]. Therefore,

d

dq1
E[D

′′
] = (1− α)

d

dq1
E[D] +

α√
σ2
ε + σ2

θ

[
φ
(p− µ− q1√

σ2
ε + σ2

θ

)
− φ

(p− µ−Q+ q1√
σ2
ε + σ2

θ

)]
. (C.8)

From Proposition 4.1(i), we know that at σθ = σ̄θ, q
∗
1 = q∗2 = Q/2 maximizes E[D]. There-

fore at σθ = σ̄θ,
d
dq1

E[D]|Q/2 = 0 and d2

dq21
E[D]|Q/2 ≤ 0. Moreover, d

dq1
E[D]|Q/2 = 0 implies

1√
σ2
ε+σ2

θ

φ

(
p−µ−Q

2√
σ2ε+σ

2
θ

)
Φ̄

(
p−µ−Q

2√
σ2ε+σ

2
θ

) = 1
σε

φ

(
p−µ−Q

2
σε

)
Φ̄

(
p−µ−Q

2
σε

) , which only holds if σθ = σ̄θ and Q > 2(p − µ − xcσε). From

(C.8) observe that at σθ = σ̄θ,
d
dq1

E[D
′′
]|Q/2 = 0 and

d2

dq2
1

E[D
′′
]|Q/2 = (1− α)

d2

dq2
1

E[D] +
2α

σ2
ε + σ2

θ

p− µ−Q/2√
σ2
ε + σ2

θ

φ
(p− µ−Q/2√

σ2
ε + σ2

θ

)
< 0.

When σθ = σ̄θ, q1 = Q/2 is, in fact, the global maximum. To see this, suppose that her expected

demand for any q1 under the base model and with returning subscribers are E[D]q1 and E[D
′′
]q1
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respectively. Then,

E[D
′′
]q1 = (1− α)E[D]q1 + α

[
Φ̄
(p− µ− q1√

σ2
ε + σ2

θ

)
+ Φ̄

(p− µ−Q+ q1√
σ2
ε + σ2

θ

)]

≤ (1− α)E[D]Q/2 + α
[
Φ̄
(p− µ− q1√

σ2
ε + σ2

θ

)
+ Φ̄

(p− µ−Q+ q1√
σ2
ε + σ2

θ

)]

≤ (1− α)E[D]Q/2 + 2αΦ̄
(p− µ−Q/2√

σ2
ε + σ2

θ

)
= E[D

′′
]Q/2.

The first inequality follows from the fact that when σθ = σ̄θ, Q/2 is optimal under the base model.

The second inequality follows from Proposition 4.2. For any other σθ,
d
dq1

E[D]|Q/2 6= 0. Since

d
dq1

E[D
′′
]|Q/2 = d

dq1
E[D]|Q/2, it follows that even with returning subscribers, the qualities will only

intersect if σθ = σ̄θ and Q > 2(p− µ− xcσε).

Hence, when the budget, Q > 2(p − µ − xcσε), the provider should weakly increase her quality

over time for any σθ < σ̄θ, offer equal quality, Q/2, in both periods when σθ = σ̄θ, and weakly

decrease quality over time when σθ > σ̄θ. When Q ∈
(
2(p− µ), 2(p− µ− xcσε)

]
, she should always

weakly decrease her quality over time for any σθ. Since p − µ − Q
2 < 0, whenever q∗

′′

1 ≤ q∗
′′

2 ,∣∣∣p−µ−q∗′′1√
σ2
ε+σ2

θ

∣∣∣ ≤ ∣∣∣p−µ−Q+q∗
′′

1√
σ2
ε+σ2

θ

∣∣∣ must be true. Hence, φ
(p−µ−q∗′′1√

σ2
ε+σ2

θ

)
≥ φ

(p−µ−Q+q∗
′′

1√
σ2
ε+σ2

θ

)
. Therefore, from

(C.8), d
dq1

E[D
′′
]|q∗′′1

= 0 must imply d
dq1

E[D]|q∗′′1
≤ 0. Using a similar argument we can conclude

that d
dq1

E[D]|q∗′′1
≥ 0 must be true whenever q∗

′′

1 ≥ q∗
′′

2 . Hence, the result follows.
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