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Abstract
As machine learning systems transition from narrow, task-specific models to general-

purpose agents, the primary bottleneck remains the high cost of supervision. This dis-

sertation investigates the paradigm of efficiently solving new learning problems under in-

creasingly weak supervision, tracing a technical evolution from data and model reuse to the

development of autonomous agentic systems.

The first part of this work addresses learning from shifted data, focusing on decision-

making where the available data does not match the target environment. I present frame-

works for (i) transfer learning in causal inference tasks, which reuse data, model, and

knowledge across disparate domains, and (ii) offline assortment optimization, which must

account for the distributional shift between historical behavior policies and the optimal tar-

get policy. Through delicate algorithmic designs, we demonstrate that structured data reuse

can solve complex decision problems without the need for expensive, real-world exploration.

Building on these foundations, the second part explores robustness as a guaranteed gen-

eralization challenge. I present two distinct approaches: (i) a data augmentation framework

for causal inference and (ii) a robust reinforcement learning (RL) algorithm. By framing

robustness as the ability to maintain performance across a set of unknown target environ-

ments, these methods provide bridges to supervision even weaker than one considered in the

first part. Specifically, robustness requires the models to generalize (perform well) without

information about the specific deployment environment at training time.

The third part shifts toward In-Context Reinforcement Learning (ICRL), where a single

model is trained to solve entirely unseen RL tasks through its context window. I introduce

three key contributions in this space. First, I present a framework for ICRL using sub-

optimal historical trajectories. Through this framework, we circumvent the requirement

to collect high-quality expert data for pretraining ICRL models. Second, I introduce a

paradigm for ICRL using only preference-based feedback, bypassing the need for explicit

reward signals. In particular, under this novel paradigm, both pretraining and deployment

of ICRL models require only a few preference labels, significantly enhancing the scalability

iv



of ICRL applications. We investigate both step and trajectory preference feedback and

propose distinct preference-native ICRL algorithms for difference feedback. Our technical

highlights here include a direct policy optimization algorithm using step preference and

an in-context state-action creditor pretrained from only trajectory preference. Finally, I

investigate the theoretical connection between generalization and robustness in in-context

learners : I demonstrate how the inherent generalization capabilities of large-scale models

can be leveraged to achieve and efficiently enhance robustness in unseen tasks.

Lastly, I present the development of an agentic system for GPU kernel optimization.

This work integrates LLM-based reasoning with low-level hardware constraints, demon-

strating how agentic architectures can bridge the gap between high-level intent and complex

hardware execution.

Collectively, the contributions of this dissertation provide a roadmap for building AI

systems that are data-efficient, robust by design, and capable of autonomous adaptation

under sparse supervision.
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1. Introduction

1.1 The Supervision Bottleneck in Modern Arti�cial Intelligence

The remarkable success of machine learning over the past decade has been largely pred-

icated on the availability of high-quality, large-scale supervision. Whether in the form of

labeled datasets for supervised learning or dense reward signals for reinforcement learning

(RL), the �intelligence� of these systems has historically been a direct function of the human

e�ort invested in their curation. However, as we move toward general-purpose agents ca-

pable of operating in dynamic, real-world environments, this reliance on strong supervision

has become a primary bottleneck.

In real-world applications, data is often shifted, rewards are sparse or non-existent,

and computational environments�such as low-level GPU hardware�are too complex for

manual, expert-level optimization. This dissertation investigates a fundamental question in

arti�cial intelligence: How can we e�ciently solve new learning problems when the available

supervision is increasingly weak, biased, or entirely absent?

1.2 Research Roadmap: From Data Reuse to Agentic Autonomy

This work proposes that the path toward solving problems under weak supervision

follows a logical evolution. We move from the structured reuse of existing data to the

mathematical guarantee of robustness, and �nally to the emergence of autonomous systems

that can reason and act within their own context. This journey is organized into three

central pillars.

1.2.1 Pillar I: Bridging Distribution Shifts via Data and Model Reuse

The �rst stage of addressing weak supervision involves the strategic reuse of existing

knowledge. We explore this through two lenses: transfer learning for causal inference and

o�ine assortment optimization. The �rst problem is source-to-target Individual Treatment

E�ect (ITE) estimation, where one must leverage abundant source data and pre-trained
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models to solve a new target ITE problem characterized by limited observational data.

Our second focus is on o�ine learning in decision-making scenarios where online explo-

ration is unavailable and one must rely on historical �logged� data. Our work in this area,

including the PASTA framework, demonstrates that we can e�ectively identify optimal as-

sortments with theoretical guarantees even without full historical assortment coverage. This

enables organizations to leverage massive scales of historical data to facilitate high-stakes

decisions, signi�cantly enhancing the value of logged datasets.

1.2.2 Pillar II: Robustness as Guaranteed Generalization

As the target environment becomes increasingly unknown, the simple reuse of historical

data becomes insu�cient. We must instead build models that are inherently robust. This

dissertation o�ers a unique perspective on this challenge: robustness is not a separate

metric, but a consequence of guaranteed generalization.

Speci�cally, we view robustness as a specialized form of generalization to unknown

environments. We address two primary challenges: the fundamental lack of counterfactual

outcomes in causal inference, which causes learning to be exceptionally prone to over�tting,

and the dual problems of over-pessimism and over-optimism in robust RL. To this end, we

propose COCOA, a model-agnostic data augmentation framework to enhance ITE learners'

robustness, and introduce solutions for max-min RL that shift the paradigm from empirical

testing to provable reliability. These results ensure that models remain performant in

environments they have never seen�a critical requirement when supervision in the target

domain is absent.

1.2.3 Pillar III: Emerging Agency and In-Context Adaptation

The �nal frontier of this work is the development of systems that do not require re-

training to adapt to new tasks. In-Context Reinforcement Learning (ICRL) represents

the pinnacle of learning under weak supervision; here, the �supervision� is provided purely

through a context window of trajectories collected from the target task.

We present a series of works that allow models to solve unseen RL tasks by learning
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from suboptimal historical data or by interpreting human intent through preference-only

feedback. This evolution culminates in the STARK (Strategic Team of Agents for Re�ning

Kernels) framework. By applying agentic reasoning to the technical domain of GPU kernel

optimization, we demonstrate that the principles of ICRL and robustness can be scaled to

solve hardware-level problems that previously required manual, expert-level supervision.

1.3 Dissertation Organization

The contributions of this dissertation are organized as follows:

• Part I: Data Reuse under Distribution Shift. Chapter 2 and Chapter 3 focus on data-

e�cient decision-making, speci�cally addressing the shifts between behavior policies

and target distributions in causal and assortment tasks.

• Part II: Robustness Algorithms. Chapter 4 and Chapter 5 establish the link between

generalization and robustness, providing frameworks for reliable learning in unknown

environments.

• Part III: In-Context Learning and Agentic Systems. Chapters 6, 7 and 8 detail novel

approaches to ICRL, while Chapter 9 presents our agent-based system for GPU hard-

ware optimization.

Finally, Chapter 10 synthesizes these �ndings and discusses the implications for the

future of autonomous, weakly-supervised AI systems.
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2. Transfer Learning for Individual Treatment Effect
Estimation

2.1 Introduction

Assessing the e�ects of treatments on people (i.e., the Individual Treatment E�ect (ITE)

estimation) is of signi�cant interest to various research communities, such as those studying

medicine and social policy making. In order to study the causal relationship between the

outcome and the treatment, however, researchers must gather su�cient data samples from

randomized control trials. This process can be both costly and time-consuming (Kaur &

Gupta, 2020). To this end, it is desirable to utilize knowledge from di�erent but closely

related problems with transfer learning. For instance, new vaccines must be developed for

treatment when the viruses undergo mutation. Suppose the mutated viruses can be related

to the known ones by a similarity measure. In that case, the e�ects of vaccine candidates

can be quickly estimated based on this similarity with a small amount of data collected

from the new scenario. Hence, this approach can notably accelerate the study.

While the recent progress in transfer learning is very promising (Alyafeai et al., 2020;

Pan & Yang, 2010; M. Wang & Deng, 2018; Zhuang et al., 2021), a major challenge

for transferring causal knowledge arises from non-causal (spurious) correlations to which

the statistical learning models are vulnerable. For example, a classi�er may learn to use

the background colors to di�erentiate images of camels and horses, as these objects are

frequently depicted against di�erent colored backgrounds (Arjovsky et al., 2019; Beery

et al., 2018; Geirhos et al., 2018). In practice, the performance of the ITE estimation

models can never be evaluated because the counterfactual data is inaccessible, as shown in

Figure 2.1. This problem is known in the literature as the fundamental problem of causal

inference (Holland, 1986; Rubin, 1974). For instance, to compute the e�ect of vaccination

on a person at some given time, that individual must both be administered the vaccine,

and also remain unvaccinated, which is obviously absurd. This scenario is very di�erent
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FIGURE 2.1: Inaccessibility to counterfactual data (e.g., a parallel universe where the
treatments are reversed) makes transferring causal knowledge more challenging.

from the conventional supervised learning problems, where researchers often use a separate

validation set in order to estimate the accuracy of the trained model.

The aforementioned challenge implies that much attention must be paid to selecting the

appropriate source model in causal knowledge transfer. Additionally, similar scenarios to

the given target task must be determined using a distance accounting for the immeasurable

counterfactual losses in scenarios under consideration. In this work, we �rst present a lower

bound and a set of generalization bounds for transfer learning between causal inference tasks

in order to demonstrate both the di�culty and viability of causal knowledge transfer. While

these theoretical bounds are informative, a method is needed for selecting the optimal source

model from multiple source tasks. This is discussed in Section 2.5, where we introduce a

framework endowed with a new task a�nity, namely the Causal Inference Task A�nity

(CITA), tailored explicitly for causal knowledge transfer. This task a�nity is used for

selecting the �closest� source task. Subsequently its knowledge (e.g., trained models, source

dataset) is utilized in the learning of the target task, as depicted in Figure 2.2. Our

contributions are summarized below:

1. We establish a new lower bound to demonstrate the challenges of transferring ITE

knowledge. Additionally, we prove new regret bounds for learning the counterfactual

outcomes and ITEs of the target tasks in causal transfer learning scenarios. These

bounds demonstrate the feasibility of transferring ITE knowledge by stating that

the error of any source model on the target task is upper bounded by quanti�able

measures related to (i) the performance of the source model on the source task and

(ii) the di�erences between the source and the target causal inference tasks.

2. We introduce CITA, a task a�nity for causal inference, which captures the symmetry
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of ITEs (i.e., invariance to the relabeling of treatment assignments under the action of

the symmetric group). Additionally, we provide theoretical (e.g., Theorem F.3) and

empirical evidence to show that CITA is highly correlated with the counterfactuals

loss, which is not measurable in practice.

3. We propose an ITE estimation framework and a set of causal inference datasets suit-

able for learning causal knowledge transfer. The empirical evidence on the above

datasets demonstrates that our methods can estimate the ITEs for the target task

with signi�cantly fewer (up to 95% reduction) data samples compared to the case

where transfer learning is not performed.

2.2 Related Work

Many approaches in transfer learning (Blum & Mitchell, 1998; Fernando et al., 2017;

Finn et al., 2016; Le et al., 2020; Rusu et al., 2016; Sharif Razavian et al., 2014; Silver &

Bennett, 2008; Thrun & Pratt, 2012) have been proposed, analyzed and applied in various

machine learning applications. Transfer learning techniques inherently assume that prior

knowledge in the selected source model helps with learning a target task (Pan & Yang, 2010;

Zhuang et al., 2021). In other words, these methods often do not consider the selection

of the base task to perform knowledge transfer. Consequently, in some rare cases, transfer

learning may even degrade the performance of the model Standley et al., 2020. In order to

avoid potential performance loss during knowledge transfer to a target task, task a�nity

(or task similarity) is considered as a selection method that identi�es a group of closest

base candidates from the set of the prior learned tasks. Task a�nity has been investigated

and applied to various domains (e.g., transfer learning (Dwivedi & Roig, 2019; A. Y. Wang

et al., 2019; Zamir et al., 2018), neural architecture search (Le, Soltani, et al., 2022; Le

et al., 2021a, 2021b), few-shot learning (Le, Dong, et al., 2022; Pal & Balasubramanian,

2019), multi-task learning (Standley et al., 2020), continual learning (S. Chen et al., 2018;

Kirkpatrick et al., 2017)).

While transfer learning and task a�nity have been investigated in numerous application
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areas, their applications to causal inference have yet to be thoroughly investigated. Neyman-

Rubin Causal Model (Donald, 2005; Neyman, 1923) and Pearl's Do-calculus (Pearl, 2009b)

are popular frameworks for causal studies based on di�erent perspectives. A central question

in the Neyman-Rubin Causal Model framework is determining conditions for identi�ability

of causal quantities such as Average and Individual Treatment E�ects. Previous work con-

sidered estimators for Average Treatment E�ect based on various methods such as Covari-

ate Adjustment (Rubin, 1978), weighting methods such as those utilizing propensity scores

(Rosenbaum & Rubin, 1983), and Doubly Robust estimators (Funk et al., 2011). With

the emergence of Machine Learning techniques, more recent approaches to causal inference

include the applications of decision trees(Athey & Imbens, 2016; Wager & Athey, 2018),

Gaussian Processes (Alaa & Van Der Schaar, 2017), and Generative Modeling (Yoon et al.,

2018) to ITE estimation. In particular, deep neural networks have successfully learned ITEs

and estimated counterfactual outcomes by data balancing in the latent domain (Johansson

et al., 2016; Shalit et al., 2017). Please note that the transportation of causal graphs is

another well-studied closely related �eld in the causality literature (Bareinboim & Pearl,

2012). It studies transferring knowledge of causal relationships in Pearl's do-calculus frame-

work. In contrast, in this paper, we are interested in transferring knowledge of ITE from a

source task to a target task in the Neyman-Rubin framework using representation learning.

A closely related problem to ours is the domain adaptation problem for ITE estimation, as

explored in (Aglietti et al., 2020; Bica & van der Schaar, 2022; Vo et al., 2022). These

works primarily focus on situations where only the distribution of populations changes,

leaving the causal functions unaltered. In our research, we provide theoretical analysis

and empirical studies for the case where both the population distributions and the causal

mechanisms can change.
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2.3 Mathematical Background
2.3.1 Causal Inference

Let X P X € R d be the covariates (i.e., input features), A P t0, . . . , Mu be the treatment,

and Y P Y € R be the factual (observed) outcome. For every j P t0, . . . , Mu we de�ne

Yj to be the potential outcome (Rubin, 1974) that would have been observed if only the

treatment A = j, j P t0, 1, � � � , Mu was assigned. In the medical context, for instance, X is

the individual information (e.g., weight, heart rate), A is the treatment assignment (e.g.,

A = 0 if the individual did not receive a vaccine, and A = 1 if the individual is vaccinated),

Y is the outcome (e.g., mortality data). A causal inference dataset is a collection of factual

observations DF = t(x i , ai ), yiuN
i=1 , where N is the number of samples. We assume these

samples are independently drawn from the same factual distribution pF. In a parallel

universe, if the roles of the treatment and control groups were reversed, we would have

observed a di�erent set of samples DCF sampled from the counterfactual distribution pCF.

In this work, we present our results for the binary case, i.e., M = 1. However, our approach

can be easily extended to any positive integer M   8. In the binary case, the individuals

who received treatments A = 0 and A = 1 are respectively denoted by the control and

treatment groups.

De�nition 1 (ITE). The Individual Treatment Effect (ITE), referred to as the Conditional

Average Treatment Effect (CATE) (Imbens & Rubin, 2015), is de�ned as:

@x P X , t(x) = E[Y1 � Y 0|X = x] (2.1)

We assume that the data generation process respects the overlap, i.e. @x P X , 0  

p(a = 1|x)   1, and conditional unconfoundedness, i.e. (Y1, Y0) KK A|X (Robins, 1986).

These assumptions are su�cient conditions for the ITE to be identi�able (Imbens, 2004).

We also assume that the true causal relationship is described by a function f (x, a), which

can be expressed as an expected value in the non-deterministic case. By de�nition t(x) =

f (x, 1) � f (x, 0). Let f̂ (x, a) denote a hypothesis that estimates the true function f (x, a).

Thus, the ITE function can then be estimated ast̂(x) = f̂ (x, 1) � f̂ (x, 0). We use `f̂ (x, a, y)
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to denote a loss function that quanti�es the performance of f̂ (�, �). A possible example is

the L2 loss de�ned as `f̂ (x, a, y) = (y � f̂ (x, a))2.

De�nition 2 (Factual Loss). For a hypothesis f̂ and a loss function l f̂ , the factual loss is

de�ned as:

eF( f̂ ) =
»

X �t0,1u�Y
l f̂ (x, a, y) pF(x, a, y)dxdady (2.2)

We also de�ne the factual loss for the treatment (a = 1) and control (a = 0) groups

respectively as:

ea=1
F ( f̂ ) =

»

X �Y
l f̂ (x, 1, y) pF(x, y|a = 1)dxdy (2.3)

and

ea=0
F ( f̂ ) =

»

X �Y
l f̂ (x, 0, y) pF(x, y|a = 0)dxdy (2.4)

De�nition 3 (Counterfactual Loss). The counterfactual loss is de�ned as:

eCF( f̂ ) =
»

X �t0,1u�Y
l f̂ (x, a, y) pCF(x, a, y)dxdady (2.5)

We also de�ne the counterfactual loss for the treatment (a = 1) and control (a = 0)

groups respectively as:

ea=1
CF ( f̂ ) =

»

X �Y
l f̂ (x, 1, y) pCF(x, y|a = 1)dxdy (2.6)

and

ea=0
CF ( f̂ ) =

»

X �Y
l f̂ (x, 0, y) pCF(x, y|a = 0)dxdy (2.7)

The counterfactual loss corresponds to the expected loss value in a parallel universe

where the roles of the control and treatment groups are exchanged.

De�nition 4. The Expected Precision in Estimating Heterogeneous Treatment Effect (PEHE) is

de�ned as:

#PEHE( f̂ ) =
»

X
( t̂(x) � t(x) )2 pF(x)dx. (2.8)
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Here, #PEHE (J. L. Hill, 2011) is often used as the performance metric for estimation of

ITEs (Johansson et al., 2016; Shalit et al., 2017). A critical connection between the factual

loss (eF), the counterfactual loss (eCF), and #PEHE is that for small values of eF and eCF

causal models have good performance (i.e., low #PEHE). However, the #PEHE is not directly

accessible in causal inference scenarios because the calculation of t(x) (i.e., the ground

truth ITE values) requires access to the counterfactual values. In this light, we choose a

hypothesis that instead optimizes an upper bound of #PEHE given in Equation 2.10.

2.3.2 Representation Learning for ITE Estimation

In this work, we consider The TARNet model Shalit et al., 2017 for causal learning.

TARNet was developed as a framework to estimate ITEs using counterfactual balancing.

It consists of a pair of functions (F, h) where F : Rd Ñ R l is a representation learning

function, and h : Rl � t0, 1u Ñ R is a function learning the two potential outcomes functions

in the representation space. The hypothesis learning for the true causal function iŝf (x, a) =

h(F(x), a) and the loss function ` f̂ is denoted by (̀F,h) . To ensure the similarity between the

features of the treatment group and that of the control group in the representation space,

TARNet uses the Integral Probability Metric in order to measure the distance between

distributions, de�ned as:

IPM
G

(p, q) := sup
gPG

�
�
�
�

»

S
g(s)(p(s) � q(s))ds

�
�
�
� (2.9)

where the supremum is taken over a given class of functions G. It follows from the

Kantorovich-Rubinstein duality Villani, 2009 that IPM reduces to the 1-Wassertein dis-

tance when G is the set of 1-Lipschtiz functions as is the case in our numerical experiments.

Here, the TARNet model learns to estimate the potential outcomes by minimizing the
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following objective:

L(F, h) =
1
N

N¸

i=1

wi � ` (F,h) (x i , ai , yi )

+ a � IPM
G

�
tF (xi )ui:ai =0 , tF (xi )ui:ai =1

�
(2.10)

where wi =
ai

2v
+

1 � a i

2(1 � v)
, v =

1
N

N¸

i=1

ai , and a is the balancing weight which controls

the trade-o� between the similarity of the representations in the latent domain and the

model's performance on the factual data.

2.4 Theoretical Framework

In this section, we provide learning bounds on the counterfactual loss of the target task,

and #PEHE (i.e., the error in estimating ITE). These bounds are inspired by the work of Ben-

David et al., 2010 in the non-causal setting. We use superscripts T and S to respectively

denote quantities related to the target and source tasks. Let tT denote the individual

treatment e�ect function of the target task. We consider the performance of a well-trained

source modelf̂ S : X � t0, 1u Ñ Y when applied to a target task:

#T
PEHE( f̂ S) =

E
x�p T

F

� �
t T(x) � [ f̂ S(x, 1) � f̂ S(x, 0)]

� 2
�

(2.11)

2.4.1 The Challenge of ITE Knowledge Transfer

We �rst provide a lower bound on #PEHE that consists of both the factual and the

counterfactual losses. This bound implies that good performance on the counterfactual

data is a necessary condition for accurate estimation of ITE.

Theorem 5. Let f̂ S be a model trained on a source task, and u = pT
F(A = 1) then

eT
F( f̂ S) + ue T,a=0

CF ( f̂ S) ¤ # T
PEHE( f̂ S) (2.12)
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According to the bound in Theorem 5, simply minimizing the factual loss of the target

may not guarantee a good performance. Hence, choosing a source model with low (or zero)

factual loss on the target task cannot perform well if the (immeasurable) counterfactual

loss of the target becomes excessively high. In other words, the performance of the chosen

source model can be arbitrarily inadequate, while its performance appears perfect on factual

data.

While Theorem 5 has implied that causal knowledge cannot be transferred without any

assumption, the learning bounds presented in the following section prove the viability of

transferring causal knowledge under reasonable assumptions.

2.4.2 General Learning Bounds

The problem of ITE knowledge transfer can be expressed as two triples (pS
F, pS

CF, f S)

and (pT
F, pT

CF, f T) where:

• p S
F and pT

F respectively denote the factual probability distribution of the source and

target tasks.

• p S
CF and pT

CF respectively denote the counterfactual distribution of the source and

target tasks.

• f S and fT respectively denote the underlying causal function of the source task and

the target task.

We use the L1 distance to measure the similarity between probability distributions, de�ned

as:

V(p, q) =
»

S
|p(s) � q(s)|ds. (2.13)

Theorem 6. For any hypothesiŝf , we have:

eT
CF( f̂ ) ¤e S

F( f̂ ) + V(p T
F, pS

F) + V(p T
F, pT

CF)

+ E
(x,a)�p S

F

[| f S(x, a) � f T(x, a)|]
(2.14)
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and

#T
PEHE( f̂ ) ¤4e S

F( f̂ ) + 4V(p T
F, pS

F) + 2V(p T
F, pT

CF)

+ 4 E
(x,a)�p S

F

[| f S(x, a) � f T(x, a)|]
(2.15)

We note that the learning bounds consist of (1) the source factual loss, (2) the di�er-

ence between the causal functions, and (3) a measure of similarities between probability

distributions. However, the L1 distance in Theorem 6 is intractable in practice. A more

reasonable candidate distance is IPM distance as de�ned in Equation 2.9. The L1 distance

can be replaced with the IPM distance as demonstrated by the following Theorem 7.

Theorem 7. Suppose that the function class G is stable under addition and multiplication and

f̂ , f T P G, then

eT
CF( f̂ ) ¤e S

F( f̂ ) + IPM
G

(pT
F, pS

F) + IPM
G

(pT
F, pT

CF)

+ E
(x,a)�p S

F

[| f S(x, a) � f T(x, a)|]

and

#T
PEHE( f̂ ) ¤4e S

F( f̂ ) + 4IPM
G

(pT
F, pS

F) + 2IPM
G

(pT
F, pT

CF)

+ 4 E
(x,a)�p S

F

[| f S(x, a) � f T(x, a)|]

2.4.3 Bounds for Counterfactual Balancing Frameworks

Suppose that we have a representation learning model (e.g., TARNet)̂f S = (F, h)

trained on a source causal inference task. We apply the source model to a di�erent target

task. For notational simplicity, we denote P(F(X)|A = a) by P(F(X a)) for a P t0, 1u. We

make the following assumptions A1, A2, A3:

• A1: F is injective (thus Y = F �1 exists on Im(F)).

• A2: There exists a real function space G on Im(F) such that the function r ÞÑ

`T
F,h (Y(r), a, y) P G.

• A3: There exists a function class G1 on Y such that y ÞÑ F̀,h (x, a, y) P G1.
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The above theorem guarantees that causal knowledge can be transferred under reason-

able assumptions. The following Lemma provides an upper bound on the counterfactual

loss for transferring causal knowledge.

Lemma 8. Suppose that Assumptions A1, A2, A3 hold. Then the counterfactual loss of any model

(F, h) on the target task satis�es:

eT
CF(F, h) ¤e S,a=1

F (F, h) + e S,a=0
F (F, h)

+ IPM
G

(P(F(X T
1 )), P(F(X S

1 )))

+ IPM
G

(P(F(X T
0 )), P(F(X S

0 )))

+ IPM
G

(P(F(X T
0 )), P(F(X T

1 ))) + 2g �

where

g � = E
x�p S

F

�
IPM

G1
(P(YS

a |x), P(YT
a |x))

�
(2.16)

measures the fundamental difference between two causal inference tasks.

Theorem 9. (Transferability of Causal Knowledge) Suppose that Assumptions A1, A2, A3 hold.

The performance of source model on target task, i.e. #T
PEHE(F, h), is upper bounded by:

#T
PEHE(F, h) ¤2(e S,a=1

F (F, h) + e S,a=0
F (F, h)

+ IPM
G

(P(F(X T
1 )), P(F(X S

1 )))

+ IPM
G

(P(F(X T
0 )), P(F(X S

0 )))

+ IPM
G

(P(F(X T
0 )), P(F(X T

1 )) + 2g � )

Theorem 9 implies that good performance on the target task is guaranteed if (1) the

source model has a slight factual loss (e.g., the �rst and second term in the upper bound)

and (2) the distributions of the control and the treatment group features are similar in

the latent domain (e.g., the last three terms in the upper bound). This upper bound
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provides a su�cient condition for transfer learning in causal inference scenarios, indicating

the transferability of causal knowledge.

2.5 Task-Aware ITE Knowledge Transfer

In Section 4.5.2, the regret bounds indicate the transferability of causal knowledge be-

tween pair of causal inference tasks. In this section, we propose a causal inference learning

framework (illustrated in Figure 2.2) capable of identifying the most relevant causal knowl-

edge, when multiple sources exist, to train the target task. Note that although the general-

ization bounds are informative for understanding viability of transferring causal knowledge,

they may not be the most constructive approach to select the best source task because the

order of the upper bounds of errors is not necessarily the same as the order of the errors.

To this end, we �rst propose a task a�nity (CITA) that satis�es the symmetry property of

causal inference tasks (see Sec 2.5.2) to �nd the closest source task to the target task. We

observe that CITA strongly correlates with counterfactual loss. After obtaining the closest

task using the computed task distances, its knowledge (e.g., trained model, bundled data)

is utilized for training the target task.

2.5.1 Task Af�nity Score

Let (T, D) denote the pair of a causal inference task T and its dataset D = (X, A, Y),

where D consists of the covariates X, the corresponding treatment assignments A, and the

factual outcomes Y. We formalize a su�ciently well-trained deep network representing a

causal task-dataset pair (T, D) in Appendix (see Sec F). Here, all the previous tasks' models

are assumed to be su�ciently well-trained to represent the corresponding tasks. Next, we

recall the de�nitions of the Fisher Information matrix and the Task A�nity Score (Le,

Soltani, et al., 2022; Le, Dong, et al., 2022).

De�nition 10 (Fisher Information Matrix). For a neural network N qs with weights q s

trained on data D s, a given test dataset Dt and the negative log-likelihood loss function
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L(q, D), the Fisher Information matrix is de�ned as:

Fs,t = E D�D t

h
r qL(qs, D)r qL(qs, D)T

i
(2.17)

De�nition 11 (Task Af�nity Score). Let (T s, Ds) and (T t , Dt ) denote the source and target

task-dataset pairs, respectively. Let the source task be represented by the #-approximation

network N qs. Let Fs,s be the Fisher Information matrix of N qs using the source data Ds.

Let Fs,t be constructed analogously using the target data D t on Nqs. The distance from the

source task Ts to the target task Tt is de�ned as:

d[s, t] =
1

?
2

}F1/2
s,s � F 1/2

s,t }F, (2.18)

where the norm is the Frobenius norm. It has been shown that 0 ¤ d[s, t] ¤ 1, where

d[s, t] = 0 denotes perfect similarity and d[s, t] = 1 indicates perfect dissimilarity. In

Appendix (see Theorem F.3), we prove that under stringent assumptions, the order of task

distances between candidate source tasks and the target task is preserved in a parallel

universe where the roles of the control and treatment groups are exchanged.

2.5.2 Causal Inference Task Af�nity (CITA)

Symmetry of Causal Inference Tasks. We �rst observe that causal inference tasks present

a unique symmetry. Speci�cally, causal inference tasks have multiple regression problems,

one for each treatment group. Given a source task, if we alternate the treatment labels (i.e.,

0 to 1 and 1 to 0), the treatment e�ect (i.e., E[Y1 � Y 0|X]) will be negated. Consequently,

the non-symmetric task a�nity measure (Le, Dong, et al., 2022) between the original task

and the permuted task can still be considered. Moreover, the original model does not need

to be retrained for transfer learning as we only need to permute the roles of output layers

of the model to predict the individual treatment e�ects correctly for each group. In other

words, the causal task a�nity between these two permuted tasks must intuitively equal to

zero. CITA lends itself to this property of causal inference tasks.

Properties of CITA. In this work, assume that all causal inference tasks under con-

sideration have the same number of treatment labels, and each task is represented by a
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FIGURE 2.2: Overview of transfer learning in causal inference. Task af�nity (CITA) is
used to identify the closest task(s) from prior tasks. The models and datasets from the

relevant prior tasks are transferred to the target task.

TARNet network. Let (T s, Ds) and (Tt , Dt ) be the source and target causal inference tasks,

respectively. Here, Ds = (X s, As, Ys), D t = (X t , At , Yt ), and As, At P t0, 1, . . . , Mu.

Consider the symmetric group SM+1 consisting of all permutations of labels t0, 1, . . . , Mu.

For s P SM+1 , let A s(t) denote the permutation of the target treatment labels under the

action of s. Let ds =
1

?
2

}F1/2
a,a � F 1/2

a,s(t) }F then

dsym[s, t] = min
sPSM+1

(ds )

is the label-invariant task a�nity between causal tasks Ts and Tt . Similar to the Task

A�nity Score (Le, Dong, et al., 2022), the proposed distance is robust to the architectural

choice of the representation networks (e.g., TARNet). In other words, the order of closeness

of tasks found using this distance remains the same across di�erent choices of network

architecture or hyper-parameters. Notably, our approach involves a minimization problem

with (M + 1)! candidates. However, in real-life applications, the number of treatments

M + 1 is often a a small number. It is nevertheless still important to note that it may

be challenging to apply our method in the scenarios with large M or for a continuum of

treatments.
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Algorithm 1 Task-Aware ITE Knowledge Transfer

Require: Data: Source tasks S = tt(X i , Ai , Yi )u, 1 ¤ i ¤ mu, Target task T = (X t , At , Yt )
Require: Input: Causal Inference Models N q1, Nq2, . . . , Nqm

Ensure: Causal Inference model for the target task T
1: Function TAS(Xs, As, Xt , At , Nqs):
2: Compute Fs,s using Nqs with X s, As

3: Compute Fs,t using Nqt with X t , At

4: return d[s, t] =
1

?
2

}F1/2
s,s � F 1/2

s,t }F

5:

6: Function MAIN:
7: {Find the closest tasks in S}
8: for i = 1 to m do
9: Train Nqi for source task i using (X i , Ai , Yi )

10: Compute the distance from source task i to target task T:
11: d+

i = TAS(X i , Ai , Xt , At , Nqi )
12: Compute the distance from source task i to target task T1 (inverted treatments):
13: d�

i = TAS(X i , Ai , Xt , 1 � A t , Nqt )
14: CITA: ssymi = min(d +

i , d�
i )

15: end for
16: return closest tasks: i� = argmin i dsymi

17:

18: {ITE Knowledge Transfer}
19: Fine-tune Nq�

i
with the target task's data (X t , At , Yt )

20: return Nq�
i

2.5.3 Causal Knowledge Transfer from CITA

Based on CITA, we propose a task-aware causal inference learning framework, whose

procedure is illustrated in Figure 2.2, that is capable of utilizing past experiences to learn

the target task's ITE quickly. In particular, given multiple trained source tasks, the closest

task is identi�ed via causal inference task a�nity (CITA). Subsequently, its knowledge

(e.g., trained causal model, weights, parameters, initialization settings) is applied to learn

the causal e�ect of the target task. Here, the source task's model is �ne-tuned with the

target task's data for estimating ITEs. In our experiments, we compare the performance

of our method to training from scratch. We also compare our method to data-bundling,

as illustrated in Figure 1 in the Appendix. The pseudo-code of the proposed framework is

provided in Algorithm 1.
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Table 2.1: Overview of the causal inference datasets constructed for Transfer Learning.

Name Type Task CF Avail
IHDP SEMI-SYNTHETIC REG YES
TWINS REAL-WORLD CLS NO
JOBS REAL-WORLD CLS NO
RKHS SYNTHETIC REG YES
MOVEMENT SYNTHETIC REG YES
HEAT SYNTHETIC CLS YES

Name Subject #Task #Sample
IHDP HEALTH 100 747
TWINS HEALTH 11 2000
JOBS SOCIAL SCIENCES 10 619
RKHS MATHEMATICS 100 2000
MOVEMENT PHYSICS 12 4000
HEAT PHYSICS 20 4000

REG/CLS: Regression/Classi�cation, CF Avail: Counterfactual Data Availability

Table 2.2: The impact of causal knowledge transfer on the performance and the required
size of the training dataset.

Dataset IHDP RKHS MOVEMENT HEAT

ORI Size 747 2000 4000 4000
TL Size 150 50 750 500
W/O TL(I) 0.61 0.68 0.021 6.7E-6
W/O TL (P) 0.97 0.96 0.025 1.4E-5
W TL (P) 0.65 0.46 0.011 4.2E-6
Data Gain ¡ 80% ¡ 95% ¡ 80% ¡ 85%
Perf Gain ¡ 30% ¡ 50% ¡ 55% ¡ 70%

ORI/TL Size: Number of data required without and with TL, W/O TL (I & P): Performance achieved without
TL (ideal & practice); (ideal) is the model with the lowest #PEHE (not attainable); (practice) is the model with
the lowest training loss, W TL (P): Performance with TL, Data Gain: Data Reduction with TL, Perf Gain: Error
Reduction with TL.

2.6 Experiments

We �rst describe the datasets we have used for our empirical studies. Subsequently, we

present empirical results that (1) show that CITA identi�es the symmetries within causal

inference tasks, (2) demonstrate the strong correlation between CITA and the counterfactual

loss, and (3) quantify the gains of transfer learning for causal inference.
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2.6.1 Causal Inference Datasets

We present a representative family of causal inference datasets suitable for studying

ITE knowledge transfer. Some of these are well-established datasets in the literature, while

others are motivated by known causal structures in diverse areas such as social sciences,

physics, health, and mathematics. Table 2.1 provides a brief description of the datasets

used in our studies. A more detailed description is provided in Appendix (see Sec B). For

each dataset, a number of corresponding causal inference tasks exist, which can be used to

study transfer learning scenarios. Please note that we can only access the counterfactual

data of the synthetic/semi-synthetic datasets (i.e., IHDP, RKHS, Movement, Heat). We do

not possess the counterfactual data of real-world datasets (i.e., Twins, Jobs).

2.6.2 The symmetry of CITA

Our numerical results for the Jobs and Twins datasets verify that the CITA can capture

the symmetries within causal inference problems. We �ip treatment labels (0 and 1) with

probability p (without any changes to the features and the outcomes) independently for

each control and treatment data point. In Figure 2.3, we depict the trend of CITA between

the original and the altered dataset by varying p, p P [0, 1]. The symmetry of CITA

is evident (with some deviation due to limited training data for calculating CITA). The

altered dataset with p = 1 is the closest to the original dataset (as it should be) since we

have completely �ipped the treatment assignments. The altered dataset with p = 0.5 is the

furthest (as it should be) since we have randomly shu�ed the control and the treatment

groups. We also compare CITA with the nonsymmetrized task a�nity (Le, Dong, et al.,

2022) on the Jobs and the Twins datasets. Figure 2.3 shows that CITA has successfully

captured the symmetries within causal inference tasks. We observe that CITA demonstrates

symmetry at p = 0.5, indicating the symmetry of the causal inference tasks. In contrast,

the original nonsymmetrized task a�nity fails to capture this symmetry property.

20



FIGURE 2.3: The symmetry of CITA. p (on the x-axis) denotes the probability of �ipping
treatment assignments of the original dataset. Left column: CITA; right column:

nonsymmetrized task af�nity.

FIGURE 2.4: CITA vs. Counterfactual Error on causal inference datasets. CITA strongly
correlates with the (immeasurable) counterfactual loss.

2.6.3 CITA and The Counterfactual Loss

In this experiment, we empirically show the strong correlation between CITA (which

only uses available data) and counterfactual loss (which is impossible to measure directly

except for synthetic datasets). In Figure 2.4, for di�erent balancing weights a (see Equa-

tion 2.10), we give the correlation between CITA and counterfactual error on the IHDP,

RKHS, Movement(Physics), and Heat(Physics) datasets (for which counterfactuals are

known). It is both intuitively appealing and empirically observed that CITA and the

counterfactual loss have a strong correlation: the model of a source task has a smaller

counterfactual loss on the target data if the target task is closer (in terms of CITA). Note

that the points in Figure 2.4 for di�erent values of a (i.e., balancing weight) are extremely

close. In other words, CITA highly relates to the counterfactual loss and is robust to hyper-

parameters shift. This property is desirable, especially in causal inference scenarios where
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no validation data can be accessed to cross-validate the hyper-parameters. Additionally, it

can also be observed that CITA trends are robust to variations in the balancing weight for

all datasets.

2.6.4 Comparison of Performance with/without Transfer Learning

This experiment aims to analyze the impact of transferring causal knowledge on the

size of required training data. Here, we use Heat (Physics), Movement (Physics), IHDP,

and RKHS datasets for which the counterfactual outcomes are available. We �rst �x a

target causal inference task. For a wide range of balancing weights (a), we record the

values of #PEHE for training the model from scratch while increasing the size of training

datasets. In this process, the training datasets are slowly expanded such that smaller

training sets are subsets of larger ones. We then report the minimum #PEHE achieved for

each dataset size. We identify the closest source task to the target task and repeat the above

process with a small amount of target task data. We then compare the performance with

and without transfer learning to quantify the amount of data needed by transfer learning

models to achieve the best possible performance without transferring causal knowledge. The

results are summarized in Table 2.2, which demonstrates that transferring causal knowledge

decreases the required training data in this setting by 75% to 95%.

2.7 Conclusion

In this paper, we provided a theoretical analysis proving the transferability of causal

knowledge and outlined the underlying challenges. We also proposed a method for ITE

transfer learning. Speci�cally, we constructed CITA, a new task a�nity tailored for causal

inference tasks, to measure the similarity of causal inference tasks that captures the sym-

metry within them. Given a new causal inference task, we transferred the ITE knowledge

from the closest task between all the available previously trained tasks. Simulations on a

representative family of datasets provide empirical evidence for the gains of our method

and the e�cacy of CITA.
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2.A Causal Inference: An Example

Let X P X be the features (e.g., age, height, weight), the treatment assignment A P

t0, 1u be the indicator representing if the subject received vaccine 0 or 1. The mortality

outcome is denoted by Y P Y .

The main challenge of causal inference arises from the absence of counterfactual ob-

servations. We do not observe the outcomes of individuals upon receiving treatment 1 if

they have received treatment 0 and vice versa. The subjects who received vaccine 1 may

di�er signi�cantly from those who received treatment 0. This issue is called selection bias.

For instance, older people are more likely to receive the treatment than young people).

Thus, estimating the counterfactual e�ects is challenging due to the unbalance between the

treatment groups.

Let f̂ (x, a) be a hypothesis modeling the outcome for an individual x if he/she received

treatment a. The factual loss is de�ned as follows:

eF( f̂ ) =
»

X �tC,Bu�Y
l f̂ (x, a, y) p(x, a, y)dxdady (2.19)

By Bayes rule, we can write the factual loss as

eF( f̂ ) =
»

X �Y
l f̂ (x, a = 0, y) p(x, y|A = 0)p(A = 0)dxdy+

»

X �Y
l f̂ (x, a = 1, y) p(x, y|A = 1)p(A = 1)dxdy

= p(A = 0)
»

X �Y
l f̂ (x, a = 0, y) p(x, y|A = 0)dxdy+

(1 � p(A = 0) )
»

X �Y
l f̂ (x, a = 1, y) p(x, y|A = 1)dxdy

= p(A = 0)e A=0
F ( f̂ ) + (1 � p(A = 0) ) eA=0

F ( f̂ )

We de�ne the factual loss for the group who received vaccine 0 as follows:

eA=0
F ( f̂ ) =

»

X �Y
l f̂ (x, a = 0, y) p(x, y|A = 0)dxdy (2.20)
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Similarly, the factual loss for the group who received vaccine 1 is described as:

eA=1
F ( f̂ ) =

»

X �Y
l f̂ (x, a = 1, y) p(x, y|A = 1)dxdy (2.21)

Consider a parallel universe where the treatment assignments are �ipped (i.e., those who

received vaccine 1 receive vaccine 0 and vice versa). The performance of our hypothesisf̂

in this scenario is the counterfactual loss, de�ned as follows:

eCF( f̂ ) =
»

X �t0,1u�Y
l f̂ (x, a, y) p(x, 1 � a, y)dxdady (2.22)

2.B Datasets and Experiments Descriptions
2.B.1 Datasets

2.B.1.0.1 IHDP The IHDP dataset was �rst introduced by J. L. Hill, 2011 based on real

covariates available from the Infant Health and Development Program (IHDP), studying

the e�ect of development programs on children. The features in this dataset come from a

Randomized Control Trial. The potential outcomes were simulated using Setting B. The

dataset consists of 747 individuals (e.g., 139 in the treatment group and 608 in the control

group), each with 25 features. The potential outcomes are generated as follows:

Y0 � N (exp(b T � (X + W)), 1)

and

Y1 � N (b T(X + W) � w, 1)

where W has the same dimension as X with all entries equal 0.5 and w = 4. The regression

coe�cient b, a vector of length 25, is randomly sampled from a categorical distribution with

the support (0, 0.1, 0.2, 0.3, 0.4) and the respective probabilities m = (0.6, 0.1, 0.1, 0.1, 0.1).

The dataset generated according to these parameters is referred to as the base dataset.

Additionally, we generate 9 additional datasets by introducing 9 new settings. These

settings, which are constructed by varying m and w, are shown in Table 2.3. Each of these
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Table 2.3: The settings to generate IHDP datasets
Dataset m w
IHDP (Base) (0.6, 0.1, 0.1, 0.1, 0.1) 4
IHDP 1 (0.61, 0.09, 0.1, 0.1, 0.1) 4.1
IHDP 2 (0.62, 0.08, 0.1, 0.1, 0.1) 4.2
IHDP 3 (0.63, 0.07, 0.1, 0.1, 0.1) 4.3
IHDP 4 (0.64, 0.06, 0.1, 0.1, 0.1) 4.4
IHDP 5 (0.65, 0.05, 0.1, 0.1, 0.1) 4.5
IHDP 6 (0.66, 0.04, 0.1, 0.1, 0.1) 4.6
IHDP 7 (0.67, 0.03, 0.1, 0.1, 0.1) 4.7
IHDP 8 (0.68, 0.02, 0.1, 0.1, 0.1) 4.8
IHDP 9 (0.69, 0.01, 0.1, 0.1, 0.1) 4.9

generated datasets consists of 747 individuals (e.g., 139 in the treatment group and 608 in

the control group).

2.B.1.0.2 Jobs The Jobs dataset (LaLonde, 1986) consists of 619 observations. In this

experiment, the causal inference task aims to learn the e�ect of participation in a speci�c

professional training program on landing a job in the following three years. Here, we gener-

ate a family of related datasets by randomly reverting the original treatment assignments

(i.e., 0 Ø 1) with the probability p P t0 = 0/9, 1/9, 2/9, 3/9, 4/9, 5/9, � � � , 9/9 = 1u.

The dataset corresponding to p = 0 is considered the original dataset, and the dataset

with p = 1 has all treatment assignments reversed. We select the original Jobs dataset,

introduced in (LaLonde, 1986) as the base dataset for our experiments.

2.B.1.0.3 Twins The Twins dataset (Louizos et al., 2017) is based on the collected birth-

day data of twins born in the United States from 1989 to 1991. It is assumed that twins

share signi�cant parts of their features. Consider the scenario where one of the twins was

born heavier than the other as the treatment assignment. The outcome is whether the baby

died in infancy (i.e., mortality). Here, the twins are divided into two groups: the treatment

and the control groups. The treatment group consists of heavier babies from the twins.

On the other hand, the control group consists of lighter babies from the twins. All given

observations from this dataset are considered factual.

We �rst construct a base dataset by selecting a set of 2000 pairs of twins from the original

25



dataset (Louizos et al., 2017). Each individual is assigned to the treatment group according

to a Bernoulli experiment with the probability of q = 0.75. In an analogous manner to

that of the Jobs dataset, we generate a family of related datasets by randomly reverting the

treatment assignments of the base dataset (i.e., 0 Ø 1) with corresponding probabilities p P

t0, 0.1, 0.2, 0.3, 0.4, 0.5, � � � , 1u. For instance, to generate dataset i = 1, 2, � � � , 11, we revert

the individual treatment assignments in the base dataset using the Bernoulli experiment

with the probability of p i = (i � 1)/10. In particular, p = 0 corresponds to the original

dataset, while p = 1 corresponds to all treatment assignments reverted.

2.B.1.0.4 RKHS In this experiment, we generate 100 Reproducing Kernel Hilbert Space

(RKHS) datasets, each having 2000 data points. Next, we generate the treatment and the

control populations X1, X0 P R4 respectively from Gaussian distributions N (m1, I4) and

N (m0, I4) for each dataset. We sample m1 P R4 and m0 P R4 respectively according to

Gaussian distributions N (eee, I4) and N (�e ee, I4) where eee = [1, 1, 1, 1]T.

Subsequently, we generate the potential outcome functions f0 and f1 with a Radial Basis

Function (RBF) kernel K(�, �), described as follows:

Let g0, g1 P R4 be two vectors sampled from N (7eee, I4) and N (9eee, I4), respectively. Let

l P N be sampled uniformly from t10, 11, . . . , 99, 100u. For j P t0, 1u:

1. We sample mj P N according to the Poisson distribution with parameter l (i.e., Pois)

2. For every i P t1, . . . , mju, we sample xij according to N (g j , I4)

3. The potential outcome functions fj , j = 0, 1 are constructed as fj (�) =
° mj

i=1 K(x i
j , �)

Given the potential outcome functions fj , j P t0, 1u, the corresponding potential outcomes

Y0 and Y1 are generated by:

Y0(x) = f 0(x), for every x P R4,

and

Y1(x) = f 1(x), for every x P R4.

We will refer to the �rst constructed dataset above as the base dataset. Here, all the
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generated potential outcome functions are in the same RKHS.

2.B.1.0.5 Heat (Physics) Consider a hot object left to cool o� over time in a room with

temperature T(0). A person will likely su�er a burn if he/she touches the object at time u.

The causal inference task of interest is the e�ect of room temperature T(0) on the

probability of su�ering a burn. This family consists of 20 datasets; each includes 4000 ob-

servations (e.g., 2000 in the control group and 2000 in the treatment group). The treatment

in our setting is a = 1 when T(0) = 5, and a = 0 when T(0) = 25. The touching times

of the treatment and control groups are sampled from two Chi-squared distributions c2(5)

and c2(2), respectively, to introduce arti�cial bias.

From the solution to Newton's Heat Equation (Winterton, 1999), the underlying causal

structure is governed by the following equation:

T(u) = C � exp(�ku) + T(0)

where T(u) is the temperature at time u and C, k are constants. Let T0 = 25, C = 75 for

the control groups and T0 = 5, C = 95 for the treatment groups in the datasets. We choose

20 values of k = t0.5, � � � , 2u uniformly spaced in [0.5, 2]. For each value of k, we generate

a new dataset. The dataset corresponding to k = 0.5 is referred to as the base dataset.

Let T0(u) and T1(u) denote the temperature at time u for the control and treatment

groups, respectively. The potential outcomes Y0(u) and Y1(u) corresponding to the prob-

ability of su�ering a burn at time t for the control and treatment groups are described as

follows:

Yj (u) = max
�

1
75

(T j (u) � 25), 0
�

2.B.1.0.6 Movement (Physics) Consider a free-falling object encountering air resistance.

Opening the parachute can change the air resistance and control the descent velocity. The

causal inference task of interest is the e�ect of the air resistance (e.g., with a = 1 or without

parachute a = 0) on the object's velocity at di�erent times.

In this experiment, the family of datasets is generated, consisting of 12 datasets. Each
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dataset includes 4000 observations (e.g., 2000 in the treatment group and 2000 in the control

group). The covariate is the time u. The outcome is the velocity at time u. The times

of the treatment and control groups are sampled from two Chi-squared distributions c2(2)

and c2(5), respectively, to create arti�cial bias.

The underlying causal structure is governed by an ordinary di�erential equation (ODE)

with the following analytical solution describing the velocity of a person at time u:

v(u) =
g
C

+ (v(0) �
g
C

)e�Cu (2.23)

where g = 10 is the earth's gravitational constant, C = k/m, and m, k are the mass

and the air resistance constant, respectively. We assume that v(0) = 0 corresponds to a

free-falling object without initial velocity.

For the control group, m = k = C = 1 and the potential outcome is calculated as

Y0(u) = v(u) = 10 � e �u . We use di�erent sets of (m, k) to generate the treatment groups

for each dataset. The values of (m, k) used in this experiment are as follows: (5, 1), (5, 5),

(5, 10), (5, 20), (10, 5), (10, 10), (10, 20), (20, 5), (20, 10), (20, 20), (50, 10), (50, 20). The

potential outcome function Y1(u) is calculated from Equation 2.23 with the values of m, k

shown above. We choose the dataset corresponding to (m, k) = (5, 1) as the base dataset.

2.B.1.1 Details of Experiments

In this paper, we �rst create a number of causal inference tasks from the above families

of datasets. For each family of datasets (e.g., IHDP, Jobs, Twins), the base task is created

from its base dataset. Similarly, we construct the other tasks from the remaining datasets

in that family. In order to study the e�ects of transfer learning on causal inference, we

de�ne the source tasks and the target tasks as follows:

• In the �rst experiment in Section 2.6.3, we choose the base task to be the source task

and the other tasks to be the target tasks.

• In the second experiment in Section 2.6.4, we choose the base task to be the target

task and the other tasks to be the source tasks.

28



2.C Proofs of Theorems

Theorem 5. Let f̂ S be a model trained on a source task, then

eT
F( f̂ S) + ue T,a=0

CF ( f̂ S) ¤ # T
PEHE( f̂ S)

where u = p T
F(a = 1).

Proof of Theorem 5. We have:

#PEHE( f̂ S) =
»

X

�
( f̂ S(x, 1) � f̂ S(x, 0)) � ( f T(x, 1) � f T(x, 0))

� 2
pT

F(x)dx

=
»

X

�
( f̂ S(x, 1) � f T(x, 1)) � ( f T(x, 0) � f̂ S(x, 0))

� 2
pT

F(x)dx

=
»

X
( f̂ S(x, 1) � f T(x, 1))2pF(x)dx +

»

X
( f̂ S(x, 0) � f T(x, 0))2pT

F(x)dx

� 2
»

X
( f̂ S(x, 1) � f T(x, 1))( f T(x, 0) � f̂ S(x, 0))pT

F(x)dx

(2.24)

First, we have the following properties of the factual and counterfactual distributions:

1. @x P X , pF(x) = p CF(x)

2. @x P X , @a P t0, 1u, pF(x, a) = p CF(x, 1 � a)

Applying these properties, the �rst term of Equation (2.24) can be expressed as:

»

X
( f̂ S(x, 0) � f T(x, 0))2pT

F(x)dx = u
»

X
( f̂ S(x, 0) � f T(x, 0))2pT

F(x|a = 1)dx

+ (1 � u)
»

X
( f̂ S(x, 0) � f T(x, 0))2pT

F(x|a = 0)dx

= u
»

X
( f̂ S(x, 0) � f T(x, 0))2pT

CF(x|a = 0)dx

+ (1 � u)
»

X
( f̂ S(x, 0) � f T(x, 0))2pT

F(x|a = 0)dx

= ue T,a=0
CF ( f̂ S) + (1 � u) e T,a=0

F ( f̂ S)

Similarly, the second term of Equation (2.24) can be expressed as:

»

X
( f̂ S(x, 1) � f T(x, 1))2pT

F(x)dx = (1 � u)e T,a=1
CF ( f̂ S) + u e T,a=1

F ( f̂ S)
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The potential outcome is independent given the features Y 1 KK Y0|X due to its uncon-

foundedness. Hence, the third term of Equation (2.24) can be expressed as:

E
�
( f̂ S(X, 1) � f T(X, 1))( f T(X, 0) � f̂ S(X, 0))

�

= E x

"

E
h

f̂ S(x, 1) � Y T
1 )(Y T

0 � f̂ S(x, 0))|X = x
i
#

= 0

The factual and counterfactual losses of the treatment and control groups are positive.

Thus, we have:

ueT,a=1
F ( f̂ S) + (1 � u)e T,a=0

F ( f̂ S) + ue T,a=0
CF ( f̂ S)

= e T
F( f̂ S) + ue T,a=0

CF ( f̂ S) ¤ # T
PEHE( f̂ S)

Theorem 6. For any hypothesis f̂ , we have:

eT
CF( f̂ ) ¤e S

F( f̂ ) + V(p T
F, pS

F) + V(p T
F, pT

CF) + E pS
F
[| f S(x, t) � f T(x, t)|], (2.25)

and

#T
PEHE( f̂ ) ¤4e S

F( f̂ ) + 4V(p T
F, pS

F) + 2V(p T
F, pT

CF) + 4E pS
F
[| f S(x, a) � f T(x, a)|]. (2.26)

Proof of Theorem 6. Adapting the �rst theorem in Ben-David et al., 2010 to our setting, we

have the following two inequalities:

eT
CF( f̂ ) ¤ e T

F( f̂ ) + V(p T
F, pT

CF)

and

eT
F( f̂ ) ¤ e S

F( f̂ ) + V(p T
F, pS

F) + E pS
F
[| f S(x, a) � f T(x, a)|]

Therefore, we have:

eT
CF( f̂ ) ¤e S

F( f̂ ) + V(p T
F, pS

F) + V(p T
F, pT

CF)

+ E pS
F
[| f S(x, a) � f T(x, a)|]
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From Shalit et al., 2017, we have:

#T
PEHE( f̂ ) ¤ 2e T

F( f̂ ) + 2e T
CF( f̂ )

Therefore, we have:

#T
PEHE( f̂ ) ¤4e S

F( f̂ ) + 4V(p T
F, pS

F) + 2V(p T
F, pT

CF)

+ 4E pS
F
[| f S(x, a) � f T(x, a)|]

Theorem 7. Suppose that the function class G is stable under addition and multiplication

and f̂ , f T P G, then

eT
CF( f̂ ) ¤e S

F( f̂ ) + IPM
G

(pT
F, pS

F) + IPM
G

(pT
F, pT

CF)

+ E pS
F
[| f S(x, a) � f T(x, a)|]

(2.27)

and

#T
PEHE( f̂ ) ¤4e S

F( f̂ ) + 4IPM
G

(pT
F, pS

F) + 2IPM
G

(pT
F, pT

CF)

+ 4E pS
F
[| f S(x, a) � f T(x, a)|]

(2.28)

Proof of Theorem 7. we have that:

eT
CF( f̂ ) ¤ e T

F( f̂ ) + }
»

( f T(x, a) � f̂ (x, a))2

(pT
F(x, a) � p T

CF(x, a))dadx}

¤e T
F( f̂ ) + sup

gPG
}

»
g(x, a)

(pT
F(x, a) � p T

CF(x, a))dadx}

Hence, we have:

eT
CF( f̂ ) ¤ e T

F( f̂ ) + IPM
G

(pT
F, pT

CF)
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Similarly, we have:

eT
F( f̂ )

¤ e S
F( f̂ ) + E pS

F
[| f S(x, a) � f T(x, a)|]

+ }
»

( f S(x, a) � f̂ (x, a))2(pS
F(x, a) � p S

F(x, a))dadx}

¤ e T
F( f̂ ) + E pS

F
[| f S(x, a) � f T(x, a)|] + IPM

G
(pT

F, pS
F)

Thus, we have:

eT
F( f̂ )

¤ e S
F( f̂ ) + E pS

F
[| f S(x, a) � f T(x, a)|] + IPM

G
(pT

F, pS
F)

Therefore, we have:

eT
CF( f̂ ) ¤e S

F( f̂ ) + IPM
G

(pT
F, pS

F) + IPM
G

(pT
F, pT

CF)

+ E pS
F
[| f S(x, a) � f T(x, a)|]

From Shalit et al., 2017, we have:

#T
PEHE( f̂ ) ¤ 2e T

F( f̂ ) + 2e T
CF( f̂ )

Therefore, we have:

#T
PEHE( f̂ ) ¤4e S

F( f̂ ) + 4IPM
G

(pT
F, pS

F) + 2IPM
G

(pT
F, pT

CF)

+ 4E pS
F
[| f S(x, a) � f T(x, a)|]

Next, we will use the following results from Shalit et al., 2017 for causal inference. For

x P X , a P t0, 1u, with notation simplicity, we de�ne:

LT
F,h (x, a) =

»

Y
lF,h (x, a, y)P(YT

a = y|x)dy.
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Theorem 12 (Bounding The Counterfactual Loss). Let F be an invertible representation with

inverse Y. Let pa=i
F = p f (r|a = i), a P t0, 1u Let h : R � t0, 1u Ñ Y be a hypothesis. Assume

that for a = 0, 1, the function r ÞÑ LF,h (Y(r), a) P G then:

eCF(F, h) ¤

(1 � u)e a=1
F (F, h) + ae a=0

F (F, h)+

IPM
G

�
pa=1

F , pa=0
F

�
.

(2.29)

Theorem 13 (Bounding the ePEHE). The Expected Precision in Estimating Heterogeneous Treat-

ment Effect ePEHE satis�es

#PEHE(F, h)

¤ 2 (eCF(F, h) + e F(F, h) )

¤ 2
�

ea=0
F (F, h) + e a=1

F (F, h) + IPM
G

�
pa=1

F , pa=0
F

� �
(2.30)

In the next section, the performance of target task eT,a=0
F (F, h) is related to that of a

source task eS,a=0
F (F, h). Without loss of generality, we present the proof for the case when

a = 0.

First, we make the following assumptions:

• A1: F is injective (Thus, Y = F �1 exists on Im(F)).

• A2: There exists a real function space G on Im(F) such that the function r ÞÑ

`T
F,h (Y(r), a, y) P G.

• A3: There exists a function class G1 on Y such that y ÞÑ F̀,h (x, a, y) P G1.

The measure of the fundamental di�erence between two causal inference tasks is de�ned as

follows:

g � = E x�P(X S)

�
IPM

G1
(P(YS

a |x), P(YT
a |x))

�

Lemma 14. Suppose that Assumptions 1-3 hold. The factual losses of any model (F, h) on source
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and target task satisfy for every a P t0, 1u

eT,a
F (F, h) ¤

eS,a
F (F, h) + IPM

G
(P(F(X T

a )), P(F(X S
a))) + g �

Proof of Lemma 14.

eT,a=0
F (F, h) � e S,a=0

F (F, h)

=
»

X
LT

F,h (x, 0)P(X T
0 = x) � L S

F,h (x, 0)P(X S
0 = x)dx

=
»

X
LT

F,h (x, 0)P(X T
0 = x) � L T

F,h (x, 0)P(X S
0 = x)

+ L T
F,h (x, 0)P(X S

0 = x) � L S
F,h (x, 0)P(X S

0 = x)dx

=
»

X
LT

F,h (x, 0)P(X T
0 = x) � L T

F,h (x, 0)P(X S
0 = x)dx

l jh n

G

+
»

X

�
LT

F,h (x, 0) � L S
F,h (x, 0)

�
P(XS

0 = x)dx
l jh n

Q

To bound Q, we use the following inequality:

LT
F,h (x, t) � L S

F,h (x, t)

=
»

Y
`F,h (x, a, y)

�
P(YT

a = y|x) � P(Y S
a = y|x)

�
dy

¤ max
f PG1

�
�
�
�
�

»

Y
f (y)P(Y T

a = y|x) � P(Y S
a = y|x)dy

�
�
�
�
�

= IPM
G1

�
P(YT

a = y|x), P(Y S
a = y|x)

�
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From the above inequality, we have:

Q =
»

X

�
LT

F,h (x, 0) � L S
F,h (x, 0)

�
P(XS

0 = x)dx

¤ E x�P(X S)

�
IPM

G1
(P(YS

a |x), P(YT
a |x))

�

= g �

To bound G, we use the change of variable formula:

G =
»

X
LT

F,h (x, 0)P(X T
0 = x)�

LT
F,h (x, 0)P(X S

0 = x)dx

=
»

R
LT

F,h

�
Y(r), 0

�
P

�
F(X T

0 ) = r
�
�

LT
F,h

�
Y(r), 0

�
P

�
F(X S

0 ) = r
�
dr

¤ max
gPG

�
�
�
�
�

»
g(r)

�
P

�
F(X T

0 ) = r
�
�

P
�
F(X S

0 ) = r
� �

dr

�
�
�
�
�

= IPM
G

�
P

�
F(X T

0 )
�
, P

�
F(X S

0

� �

Combining the above upper bounds for G and Q, we have:

eT,a=0
F (F, h) � e S,a=0

F (F, h)

¤ IPM
G

�
P

�
F(X T

0 )
�
, P

�
F(X S

0 )
� �

+ g �

Thus, we conclude that:

eT,a=0
F (F, h)

¤ e S,a=0
F (F, h) + IPM

G

�
P

�
F(X T

0 )
�
, P

�
F(X S

0 )
� �

+ g �
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Lemma 8. Suppose that Assumptions A1, A2, A3 hold. Then the counterfactual loss of

any model (F, h) on the target task satisfy:

eT
CF(F, h) ¤e S,a=1

F (F, h) + e S,a=0
F (F, h)

+ IPM
G

(P(F(X T
1 )), P(F(X S

1 )))

+ IPM
G

(P(F(X T
0 )), P(F(X S

0 )))

+ IPM
G

(P(F(X T
0 )), P(F(X T

1 ))) + 2g �

where

g � = E
x�P(X S)

�
IPM

G1
(P(YS

a |x), P(YT
a |x))

�
(2.31)

measures the fundamental difference between two causal inference tasks.

Proof of Lemma 8. Theorem 12 is applied to establish an upper bound for the counterfac-

tual loss of the target task. Subsequently, we apply Lemma 14.

eT
CF(F, h)

¤ e T,a=1
F (F, h) + e T,a=0

F (F, h) + IPM
G

�
F(X T

0 ), F(X T
1 )

�

Therefore,

eT
CF(F, h) ¤ e S,a=1

F (F, h) + e S,a=0
F (F, h) + 2g �

+ IPM
G

�
P

�
F(X T

1 )
�
, P

�
F(X S

1 )
� �

+ IPM
G

�
P

�
F(X T

0 )
�
, P

�
F(X S

0 )
� �

+ IPM
G

�
P

�
F(X T

0 )
�
, P

�
F(X T

1 )
� �

Theorem 9. (Transferability of Causal Knowledge) Suppose that Assumptions A1, A2, A3

hold. The performance of source model on target task, i.e. #T
PEHE(F, h), is upper bounded
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by:

#T
PEHE(F, h) ¤2(e S,a=1

F (F, h) + e S,a=0
F (F, h)

+ IPM
G

(P(F(X T
1 )), P(F(X S

1 )))

+ IPM
G

(P(F(X T
0 )), P(F(X S

0 )))

+ IPM
G

(P(F(X T
0 )), P(F(X T

1 )) + 2g � )

Proof of Theorem 9. By applying Theorem 13, we get

#T
PEHE(F, h)

¤ 2
�

eT,a=0
F (F, h) + e T,a=1

F (F, h)

+ IPM
G

�
P

�
F(X T

0 )
�

, P
�

F(X T
1 )

�� �

After applying Lemma 14 to the �rst and second terms of the above equation, we have:

#T
PEHE(F, h) ¤ 2 (e S,a=1

F (F, h) + e S,a=0
F (F, h)

+ IPM
G

(P(F(X T
1 )), P(F(X S

1 )))

+ IPM
G

(P(F(X T
0 )), P(F(X S

0 )))

+ IPM
G

(P(F(X T
0 )), P(F(X T

1 )) + 2g � )

2.D Baseline: Data Bundling

In many causal inference scenarios, we only have access to the trained model, and the

corresponding data is unavailable. This situation could be the case in medical applications

due to privacy reasons. Consequently, bundling the datasets of source tasks with the target

task is not feasible. In contrast, the data may be available for some speci�c applications.

In this case, we create another baseline referred to as data bundling.

In data bundling, we create the bundled dataset by combining the datasets of source

tasks and the target task. Here, we compare our approach with data bundling for the
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FIGURE 2.5: Performance comparison between data bundling and our approach. Our
approach (red horizontal line) signi�cantly outperforms data bundling. An increase in

the size of training data doesn't improve the performance of data bundling.

IHDP and the Movement(Physics) datasets. For data bundling, we report the model's

best performance (i.e., #PEHE) achieved by hyper-parameter search. For our approach, we

only report the model's performance with the lowest training error. This setup gives more

advantage to the data bundling baseline. The results are illustrated in Figure 2.5. Even

with the aforementioned advantage, the data bundling method achieves poorer performance

than our approach. This is due to data imbalance, lack of precision in determining similarity

from propensity score, and di�erences in outcome functions.

2.E Causal Inference Task Af�nity

Let P Nq(T, D te) P [0, 1] be a function that measures the performance of a given model

Nq parameterized by q P Rd on the test set Dte of the causal task T.

De�nition 15 (#-approximation Network). A model N q is called an #-approximation net-

work for a task-dataset pair (T, D) if it is trained using the training data D tr such that

PNq(T, D te) ¥ 1 � #, for a given 0   #   1.

De�nition 16 (Fisher Information Matrix). For a neural network N qs with weights q s

trained on data D s, a given test dataset Dt and the negative log-likelihood loss function
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L(q, D), the Fisher Information matrix is de�ned as:

Fs,t = E D�D t

h
r qL(qs, D)r qL(qs, D)T

i
(2.32)

= �E D�D t

h
H

�
L(qs, D)

� i
, (2.33)

where H is the Hessian matrix, i.e., H
�
L(q, D)

�
= r 2

qL(q, D), and expectation is taken

w.r.t the data. It is proven that the Fisher Information Matrix is asymptotically well-de�ned

(Le, Soltani, et al., 2022). In practice, we approximate the above with the empirical Fisher

Information matrix:

F̂s,t =
1

|D t |

¸

xPDt

r qL(qs, x)r qL(qs, x)T. (2.34)

Here, the empirical Fisher Information Matrix is positive semi-de�nite because it is the

summation of positive semi-de�nite terms, regardless of the number of samples.

2.E.1 Task Af�nity Between Counterfactual Tasks

In the following section, we denote the task-dataset pair a = (Ta, Da) by aF = (T aF, DaF)

where DaF is sampled from the factual distribution. Similarly, aCF = (T aCF, DaCF) denotes

the counterfactual task-dataset pair, where DaCF is sampled from the counterfactual distri-

bution. We refer to (TaF, DaF) and (TaCF, DaCF) as the corresponding factual and counter-

factual tasks.

The following theorem proves that the order of proximity of tasks is preserved even if

we observe the counterfactual tasks instead. In other words, a task, which is more similar

to the target task when measured using factual data, remains more similar to the target

task even when measured using counterfactual data.

Theorem 17. Let T be the set of tasks and let aF = (T aF, DaF), bF = (T bF, DbF), and cF =

(TcF, DcF) be three factual tasks and aCF = (T aCF, DaCF), bCF = (T bCF
, DbCF

), and cCF =

(TcCF, DcCF) their corresponding counterfactual tasks.

Suppose that there exists a class of neural networks (well-trained causal inference neural net-
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works) N = tN quqPQ for which:

@a, b, c P T, d[a, b] ¤ d[a, c] + d[c, b] (2.35)

and the task af�nity between the factual and the counterfactual can be arbitrarily small, described

as follows:

@e ¡ 0, DNq P N , d[aF, aCF]   e (2.36)

We have the following result:

d[aF, bF] ¤ d[aF, cF] ùñ d[a CF, bCF] ¤ d[aCF, cCF] (2.37)

Proof of Theorem 17. Suppose d[aF, bF] ¤ d[aF, cF]. For every e ¡ 0, we have:

d[aCF, bCF] ¤ d[aCF, aF] + d[aF, bF] + d[bF, bCF]

¤ e + d[a F, cF] + e

¤ d[aF, aCF] + d[aCF, cCF] + d[cF, cCF]

+ 2e

¤ d[aCF, cCF] + 4e

Therefore, d[aCF, bCF] ¤ d[aCF, cCF] as e Ñ 0.
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3. PASTA: A Uni�ed Framework for Of�ine Assortment
Learning

3.1 Introduction

In business operations, a key challenge is selecting a product assortment that maximizes

the seller's expected revenue, a problem commonly known as assortment optimization. Solv-

ing this problem requires understanding customer choice behavior for a given assortment,

often modeled using established frameworks such as the widely studied multinomial logit

(MNL) model (McFadden, 1973). This work tackles the o�ine assortment optimization

problem by leveraging historical observational data. We propose a novel algorithm that

e�ciently identi�es the optimal assortment under a broad class of choice models, without

requiring prior knowledge of the model parameters.

O�ine assortment optimization is of particular interest in the era of Big Data, as many

companies have access to extensive customer data, and it is in their best interest to leverage

this existing asset to inform better decisions. In contrast, online learning for assortment

optimization can be costly, time-consuming, and sometimes even infeasible due to var-

ious constraints (Ditch�eld, 2021). However, existing works on data-driven assortment

optimization mainly study the dynamic/online setting (Bertsimas & Mi²ic, 2015), where

decision-makers adaptively learn the underlying choice model and optimize assortments in

a trial-and-error fashion. Online algorithms often build upon the principle of optimism,

prioritizing exploration of assortments with the potential to generate large revenues (X.

Chen, Wang, & Zhou, 2021). Such an exploration strategy ensures su�cient coverage of

assortments, preventing the suboptimal ones from being mistakenly selected due to the

estimation error of choice models. In comparison, the o�ine data distribution can hardly

cover all potential assortments. For example, some assortments with obvious suboptimal

performance are unlikely to be o�ered to customers and, therefore, are never observed in the

o�ine data. Then, the revenues of these assortments are often poorly estimated, leading to
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likely suboptimal decisions. One cannot address this challenge through active assortment

exploration because it is infeasible in the o�ine setting. This challenge, unique to the of-

�ine setting, goes by the name of insu�cient data coverage. Due to this challenge, o�ine

assortment optimization requires a di�erent treatment compared with the optimism-based

online algorithms, whose success hinges on su�cient assortment exploration.

To this end, we adopt the principle of pessimism, an approach that �nds great success

in o�ine learning problems (Jin et al., 2021). Building on this principle, we propose a novel

Pessimistic ASsorTment leArning (PASTA for short) framework for o�ine assortment opti-

mization under general choice models. To identify an optimal assortment under insu�cient

data coverage, PASTA �rst constructs an uncertainty set for the underlying choice model

based on the likelihood ratio test (Owen, 1990). It then evaluates each assortment based on

its worst-case revenue across all models within the uncertainty set and selects the assortment

that maximizes the worst-case revenue by solving a max-min problem. To shed some light,

we note that insu�cient data coverage can potentially result in large estimation errors of

the underlying choice model, where some suboptimal assortments' corresponding revenues

can be over-estimated. PASTA addresses this challenge by leveraging robust optimization

to prevent the selection of suboptimal assortments. In particular, when the uncertainty

set contains the true choice model, the worst-case optimization objective serves as a valid

lower bound for the true revenue function. If a suboptimal assortment is under-explored,

the potential estimation error can cause signi�cant underestimation of its revenue. Con-

versely, when an optimal assortment is su�ciently explored, the risk of underestimation is

negligible. As a result, PASTA guarantees to rule out under-explored suboptimal assort-

ments and recover an optimal assortment, without requiring su�cient exploration of all

feasible assortments but only an optimal one. We note that assuming su�cient exploration

of an optimal assortment is reasonable, as many historical assortments in the o�ine data

are from sales experts with the goal of maximizing revenue.

From a technical perspective, the success of PASTA depends on the precise control of

the size of its uncertainty set, governed by a scalar parameter a ¡ 0. Note that we construct
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the uncertainty set from a likelihood ratio test, where a serves as the test's critical value,

guiding the selection of choice models likely to include the true underlying one. By selecting

a appropriately, we show that PASTA is e�ective across a broad class of choice models. In

particular, we demonstrate that when a is su�ciently large relative to the choice model of

interest (e.g., the MNL model), it provides an upper bound on PASTA's regret, which we

aim to minimize. We characterize a following empirical process theory for a general model

class (van der Vaart & Wellner, 2023), encompassing the celebrated MNL (McFadden,

1981), latent class logit (Hensher et al., 2015), and nested logit (Wen & Koppelman, 2001)

models as special cases. Speci�cally, we derive an e�cient choice of a that scales with D/n,

where n denotes the sample size of the o�ine data, and D is the e�ective dimension of

the choice model. Under this selection, PASTA achieves a regret upper bound of the order
?

a =
?

D/n. We further show that this rate is minimax optimal, as it matches the lower

bound under the MNL model.

We highlight that our theoretical guarantees of PASTA hold even in the challenging

setting of insu�cient data coverage. Rather than assuming the o�ine data includes all

feasible assortments, PASTA only requires that an optimal assortment appears in the data

with positive probability. For a model-agnostic framework with general regret guarantees,

this is a necessary condition to identify an optimal assortment. The positivity assumption

is indeed realistic, as logged assortments often include expert-selected, high-revenue sets.

We note that this requirement can be weakened under additional model structure, but that

would narrow PASTA's generality.

Major Contributions. Our contribution is threefold: (1) We introduce PASTA, a uni�ed

framework for o�ine assortment optimization under a broad class of choice models. To

illustrate its generality, we apply PASTA to several widely used choice models, including

the MNL, latent class logit, and nested logit (NL) models. For these models, we establish

�nite-sample regret bounds in the o�ine setting, which, to the best of our knowledge, are

novel to the literature. (2) Under the MNL model, we derive the �rst minimax regret

lower bound for assortment optimization in the o�ine setting, which justi�es the minimax

43



optimality of the proposed framework. (3) We thoroughly validate our framework with

simulations that allow exact computation of the optimal assortment and regret.

Paper Organization. We �rst brie�y discuss related works in Section 9.2. In Section 8.2,

we formalize the o�ine assortment optimization problem and discuss its unique challenges.

In Section 3.4, we elaborate on our PASTA framework and establish its general regret

bounds. In Section 3.5, we instantiate PASTA on various choice models and establish

regret guarantees for PASTA under these particular models. After presenting simulation

studies in Section 8.5, we conclude the paper.

3.2 Related Work

Assortment Optimization. The assortment optimization problem is a fundamental decision-

making challenge in business operations, owing to its broad applicability (Kök et al., 2009).

Consequently, extensive works aim to address this problem under various choice models,

including the MNL model without constraints (Talluri & van Ryzin, 2004; R. Wang, 2012),

MNL model with unimodular constraints (Davis et al., 2013), NL model (Davis et al.,

2014), ranking-based preference model (Feldman et al., 2019), and consider-then-choose

model (Aouad et al., 2021). These works assume known choice models and focus on the

combinatorial optimization challenges associated with assortment planning (e.g., Désir et

al., 2020; Feldman & Topaloglu, 2015; Flores et al., 2019; N. Liu et al., 2020; R. Wang,

2021), whereas we consider the settings with unknown model parameters that require esti-

mation based on the o�ine data.

Data-driven Assortment Optimization. On the other hand, in the current era of Big

Data, we observe an increasing volume of works regarding data-driven assortment opti-

mization (Bertsimas & Mi²ic, 2015). The existing literature mainly focuses on dynamic

assortment optimization (DAO) (Caro & Gallien, 2007) where we repeatedly update the

assortment based on the observed choices of customers, with the goal that the o�ered as-

sortment converges to an optimal one. A wealth of research addresses this problem under

a range of application scenarios. In particular, Rusmevichientong et al., 2010 study DAO
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under MNL model with capacity constraints; X. Chen, Wang, and Zhou, 2021 propose

an optimal algorithm for DAO under MNL model without constrains, achieving cumula-

tive regrets independent of the total number of items that matches the minimax regret

lower bound in terms of the horizon; X. Chen, Shi, et al., 2021 consider DAO under NL

model; for more complex scenarios, Kallus and Udell, 2020 and X. Chen et al., 2020 study

DAO under MNL with high-dimensional context information and changing context infor-

mation; Cao and Sun, 2024 investigate the tiered DAO problems. In comparison with the

aforementioned works, our work is the �rst to focus on the o�ine setting where the seller

selects an assortment relying on pre-collected historical data, and does not actively explore

new assortments. While we use �o�ine" to describe the source of data for data-driven deci-

sions, some existing works in assortment optimization use �o�ine" to refer to either physical

locations, i.e., brick-and-mortar stores (Dzyabura & Jagabathula, 2018) or decision-making

problems without data (M. Wang et al., 2024). These works are orthogonal to ours.

Pessimism. Our proposed PASTA framework builds upon the principle of pessimism, which

has been successfully applied in o�ine reinforcement learning (RL) to �nd optimal policies

using historical datasets. On the empirical side, it improves the performance of both the

model-based and value-based approaches in the o�ine setting (e.g., Kidambi et al., 2020;

Kumar et al., 2020; T. Yu, Thomas, et al., 2020). The e�ectiveness of pessimism has also

been analyzed and veri�ed theoretically in the setting of RL (Fu et al., 2022; Jin et al.,

2021). Notably, while the principle of pessimism has proven e�ective for o�ine learning,

its exact implementations for di�erent problems require careful instance-speci�c designs.

To this end, the main contribution of our work is to take a pessimistic approach to o�ine

assortment optimization problems and demonstrate its empirical and theoretical values.

Moreover, our work di�ers from the above works by focusing on a decision-making problem

with actions of combinatorial structures.

Distributionally Robust Optimization (DRO) and Robust Assortment Optimization

(RAO). As detailed in Section 3.4, PASTA tackles the insu�cient data coverage in of-

�ine learning by solving max�min programs over data-driven uncertainty sets. While this
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closely relates to work in DRO and RAO (Ben-Tal et al., 2013; Bertsimas et al., 2018;

Désir et al., 2024; Duchi et al., 2021; Rusmevichientong & Topaloglu, 2012; Sturt, 2025; Z.

Wang et al., 2016), our aim is fundamentally di�erent: instead of robustness, PASTA seeks

to identify the optimal assortment with regret guarantees using large-scale historical data,

whereas, to the best of our knowledge, such optimality cannot be guaranteed by existing

DRO and RAO approaches. Although DRO approaches also adopt max-min formulations

and require the uncertainty set to contain the true choice model, PASTA further requires

the uncertainty set to satisfy a �nite-sample concentration condition (see Assumption 19).

RAO likewise uses max�min programs, but its main focus is to e�ciently solve speci�c

robust optimization problems and �nd an assortment that achieves robustness. In com-

parison, our contribution is statistical: we use pessimism to address limited coverage and

prove that the worst-case solution recovers the optimal assortment and achieves e�cient

�nite-sample regret.

3.3 Of�ine Assortment Optimization under Insuf�cient Data Cov-
erage

In Section 3.3.1, we introduce and formally de�ne the o�ine assortment optimization

problem. In Section 3.3.2, we explore the unique challenges rising from insu�cient data

coverage and illustrate them using a motivating example.

3.3.1 Of�ine Assortment Optimization

Let [N] = t1, 2, .., Nu denote the set of N distinct items. Denote the collection of

assortments under consideration by S „ 2[N]ztHu. In the assortment optimization problem,

when presented with an assortment S P S o�ered by the seller, a customer makes a purchase

A P S Y t0u with A = 0 if no purchase is made. The seller subsequently receives a revenue

R. The ultimate goal of assortment optimization is to �nd an optimal assortment s� P S to

maximize the expected revenue. Speci�cally, let p0(a|s) denote an unknown choice model

which represents the probability of the customer purchasing a P s Y t0u when s is o�ered,

with p0(a|s) = 0 for all a R s. The assortment optimization problem is to �nd an optimal
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assortment s� that

s� P arg max
sPS

#

V0(s) =
¸

aPs

p0(a|s)r(s, a)

+

, (3.1)

where r(s, a) = E[R|S = s, A = a] represents the expected revenue when the customer is

presented with the assortment s P S and purchases the item a P s. Here, V0(s) in (3.1)

represents the true expected revenue of assortment s. For optimization tractability, it is

often assumed that the revenue r(s, a) = r(a) only depends on the purchased item but

not on the o�ered assortment (Davis et al., 2013; Flores et al., 2019; Talluri & van Ryzin,

2004). We assume that the optimization problem in the form of (3.1) can be tractably

solved. Our goal is to develop an o�ine learning method that further enjoys performance

guarantees under the challenge of insu�cient data coverage. We also assume that r(s, a) is

a known function to the seller, which incorporates the special case that the revenue R is a

deterministic and known function of (s, a).

In the o�ine data-driven context, we choose assortments based on an o�ine dataset

D = tS i , Aiun
i=1 , consisting of n pairs of historically o�ered assortments and correspond-

ing customer choices. We assume that they are independent and identically distributed

(i.i.d.) samples of the random tuple (S, A), following the probability mass function (s, a) ÞÑ

p S(s)p0(a|s) where pS(s) represents the probability of observing s in the o�ine data. When

presented with the o�ine dataset, a common approach is to �rst estimate the true choice

model p0 with an estimator ppn, such as the maximum likelihood estimator (MLE), and

then to solve (3.1) by replacing p0 with ppn. However, this as-if optimization approach may

fail due to the insu�cient data coverage problem, which is the most critical challenge for

o�ine learning (Jin et al., 2021; L. Shi et al., 2022). Speci�cally, insu�cient data cover-

age implies that certain feasible assortments are entirely absent from the o�ine dataset,

meaning pS(s) = 0 for some s P S. In the next subsection, we present a simple example to

demonstrate how insu�cient data coverage poses a unique challenge for o�ine assortment

optimization.
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3.3.2 An Example of Insuf�cient Data Coverage

In the following example, we show that if an assortment never appears in the data

due to insu�cient data coverage, we cannot recover its expected revenue, and the optimal

assortment may therefore remain ambiguous.

Consider a simple assortment optimization problem with two items, denoted as 1 and

2, and all possible assortments are t1u, t2u, t1, 2u. Suppose that a customer makes the

purchasing choice according to the following model, which is a special case of the latent

class logit model. In particular, for j P t1, 2u, we assume

p0(j|tju) =
1
2

"
vj

1 + v j
+

rvj

1 + rvj

*
,

p0(0|tju) =
1
2

"
1

1 + v j
+

1
1 + rvj

*
,

p0(j|t1, 2u) =
1
2

"
vj

1 + v 1 + v 2
+

rvj

1 + rv1 + rv2

*
,

p0(0|t1, 2u) =
1
2

"
1

1 + v 1 + v 2
+

1
1 + rv1 + rv2

*
,

(3.2)

where the choice of 0 means that the customer does not make a purchase, and the item-

speci�c parameters v1, v2, rv1, rv2 ¡ 0 are unknown to the seller. Then given the item-

speci�c revenues r(1), r(2) ¡ 0, the seller aims to choose from assortments t1u, t2u, t1, 2u

to maximize the expected revenue by utilizing the o�ine data.

Suppose that in the historical dataset, the seller can only observe the samples of single-

ton assortments t1u and t2u, i.e., pS(t1u), p S(t2u) ¡ 0, while their union assortment t1, 2u

is never observed, i.e., pS(t1, 2u) = 0. To better understand the challenge, suppose that

we can precisely recover the customer choice probability for the two singleton assortments

t1u and t2u and have p0(1|t1u) = p 0(0|t1u) = p 0(2|t2u) = p 0(0|t2u) = 1/2, i.e., any

singleton assortment yields a 50% purchase rate. These equalities imply that the unknown

parameters v1, v2, rv1, rv2 satisfy

p(j|tju) =
1
2

"
vj

1 + v j
+

rvj

1 + rvj

*
=

1
2

ô rvj =
1
vj

; j = 1, 2.
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In other words, all the parameters in the parameter space t(v1, v2, rv1, rv2) = (v 1, v2, v�1
1 , v�1

2 ) :

v1, v2 ¡ 0u satisfy the data equally well. For example, both of the parameters (1, 1, 1, 1)

and (10, 1/10, 1/10, 10) are feasible parameters to yield a purchase rate of 50% for single-

ton assortments. But these di�erent parameters give di�erent customer choice probabilities

for t1, 2u, leading to di�erent expected revenues. As a consequence of this ambiguity, it is

challenging for the seller to determine which assortment is optimal.

For example, consider a scenario where item 1 has revenue r(1) =15, and item 2 has

revenue r(2) = 1. In this case, the revenues of the singleton assortments are given by

V0(t1u) = 1
10 and V0(t2u) = 1

2. To determine the optimal assortment, the seller needs to

compare assortment t1, 2u's expected revenue V0(t1, 2u) with V 0(t1u) and V0(t2u). How-

ever, the seller cannot determine the optimal assortment: if the true parameter is (1, 1, 1, 1),

then V0(t1, 2u) = 2
5   V 0(t2u), implying that t2u is the optimal assortment; conversely, if

the true parameter is (10, 1
10, 1

10, 10), then V0(t1, 2u) = 303
555 ¡ V 0(t2u), making t1, 2u the

optimal assortment.

This motivating example illustrates that, when certain assortments are missing from

the o�ine data due to insu�cient coverage, their revenues cannot be recovered, and thus it

is challenging to determine the optimal assortment. This challenge also makes it di�cult to

establish performance guarantees for the as-if optimization approach. For instance, in the

example above, even with an in�nite amount of o�ine data, the MLE is only guaranteed

to converge to some point within the parameter set t(v1, v2, v�1
1 , v�1

2 ) : v1, v2 ¡ 0u (Redner,

1981), based on which the seller cannot guarantee �nding an optimal assortment. It remains

unclear how to perform assortment optimization in this case.

3.4 Pessimistic Assortment Learning

Despite the aforementioned challenges of insu�cient coverage, our insight is that �nding

an optimal assortment may not necessarily require pS(s) ¡ 0 everywhere but only at

one optimal assortment s� . In particular, when computing for an optimal assortment s�

following (3.1), it is unnecessary to estimate p0(a|s) well for all s � s � , as long as we can
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rule out those suboptimal assortments. Building on this insight, we propose a novel PASTA

framework, where we only require the coverage at optimum, i.e., pS(s� ) ¡ 0. This is a much

weaker and more realistic assumption than that of uniform coverage required by the as-if

approach, and much more likely to hold in practice.

3.4.1 PASTA Framework

Let P be a set of conditional mass functions p(a|s) for A|S, representing a family of

models that includes the true choice model p0(a|s). For example, P can be a family of

MNL models with di�erent parameters. Following the principle of pessimism, PASTA �rst

constructs an uncertainty set for p0, which serves as a set estimate of p0. Speci�cally, given

an o�ine dataset D = tS i , Aiun
i=1 where n is the sample size, we let the likelihood-based

loss function pLn(p) (smaller the better) be

pLn(p) := �
1
n

n¸

i=1

log p(A i |Si ); p P P .

Let ppn P arg minpPP
pLn(p) be the maximum likelihood estimator (MLE). For a set estimate

of the true choice model p0, we consider the set of an-minimizers of the loss functionpLn(�)

de�ned as

Wn(an) :=
"

p P P :pLn(p) � pLn( ppn) ¤ a n

*
, (3.3)

where an ¡ 0 is the critical value to control the size of the uncertainty set Wn(an). Note

that Wn(an) is essentially a con�dence region induced by the likelihood ratio test. Without

identi�cation assumptions, Manski and Tamer (2002) point out that the consistency of

MLE ppn is ambiguous, while the set estimate Wn(an) is consistent with a proper choice of

an that PtW n(p0) P anu Ñ 1. We provide the details of how to determine an in Section

4.5.2 later. In the sequel, we drop an in Wn(an) when there is no confusion.

After constructing uncertainty set Wn, PASTA solves the robust optimization problem

psp,n P arg max
sPS

min
pPWn

#

V(s; p) :=
¸

aPs

p(a|s)r(s, a)

+

. (3.4)
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Here, for any p P P , we let V(s; p) be the value function of assortment s under choice

model p. For a given assortment s P S, the inner layer of minimization computes the worst-

case revenue among all possible choice models within the uncertainty set. In particular,

when the uncertainty set contains the true model, i.e., p0 P Wn(an) , the optimal value

min pPWn V(s; p) is a proper lower bound of the true value V0(s) that V0(s) = V(s; p0) ¥

min pPWn V(s; p). In this way, the max-min value attained by (3.4) is also a valid lower

bound of the optimal revenue maxsPSV0(s) attained by the true optimal assortment. To

shed more intuition of PASTA, we compare it with the commonly used as-if approach that

psML,n P arg max
sPS

tV(s; ppn)u , (3.5)

where we replace p0 with an estimate ppn as if ppn is the true model. Note that a less observed

or never observed assortment s in the data often incurs some larger estimation error for

ppn(�|s). Consequently, this potentially leads to some overestimation of its true expected

revenue V(s; p0). That is, the estimated revenue V(s;ppn) can be much larger than its true

value V(s; p0). Such estimation errors increase the risk of the as-if approach mistakenly

selecting a suboptimal assortment. In contrast, PASTA quanti�es the estimation error via

the uncertainty set Wn, and robusti�es assortment optimization against the estimation error.

Speci�cally, when the estimated revenue V(s;ppn) for an assortment s is highly uncertain,

the worst-case revenue minpPWn V(s; p) substantially underestimates V0(s). Consequently,

the outer layer of (3.4) selects an alternative assortment with a relatively higher worst-case

revenue. In this way, PASTA prevents the suboptimal assortments from being mistakenly

selected due to their highly uncertain estimated revenues. To be successful, PASTA only

needs that the underestimation of the revenue at an optimal assortment is mild. This

explains why the PASTA algorithm only requires some coverage at the optimum, a much

weaker and thus more realistic assumption than the uniform coverage assumption.

In what follows, we establish the theoretical guarantees for our proposed framework.
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3.4.2 General Regret Guarantees

We show that the proposed PASTA framework (3.4) achieves a general regret guarantee

under the weak assumption of coverage at optimum, where we only require that pS(s� ) ¡ 0

for an optimal assortment s� that solves (3.1). We defer the detailed proofs in this subsection

to the Appendix8.G.

3.4.2.0.1 Notations For any vector x, let x| and }x}2 respectively denote the transpose

and `2-norm of x. For any �nite set A, let |A| denote the cardinal number of A. For any two

sequences tv(n)un¥1 and tg(n)u n¥1 , we write v(n) Á g(n) (respectively v(N) À g(n))

whenever there exist constants c1 ¡ 0 (resp. c 2 ¡ 0) such that v(n) ¥ c 1g(n) (respectively

v(n) ¤ c 2g(n)). Moreover, we write v(n) h g(n) whenever v(n) Á g(n) and v(n) À

g(n).

Our analysis involves the likelihood ratio-based uncertainty quanti�cation, and we adopt

the Hellinger distance (Bilodeau et al., 2023; Wong & Shen, 1995) for such quanti�cation.

In particular, given an assortment s and two choice models p1(a|s), p2(a|s), let

h2(p1, p2, s) =
1
2

¸

aPsYt0u

� b
p1(a|s) �

b
p2(a|s)

� 2

be their squared Hellinger distance. Meanwhile, note that the o�ine assortment S is

stochastic. We further consider the generalized squared Hellinger distance between two

choice models p1 and p2 by taking the expectation over S with respect to the data distri-

bution p S that

H2(p1, p2) = E S[h2(p1, p2, S)]. (3.6)

To evaluate o�ine assortment optimization algorithms, we adopt the following regret

as the performance metric. In particular, for any estimated optimal assortmentps, we let

its regret be

R( ps) = V0(s� ) � V 0(ps),

which represents the gap between the expected revenues of an optimal assortment and the
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estimated oneps. Note that by de�nition (3.4), V(s; p0) = V 0(s) for all s P S.

We then establish an upper bound for R(psp,n), where psp,n is the solution from PASTA

in (3.4). We begin with the following lemma that sheds light on our proof techniques via

pessimistic optimization.

Lemma 18. If pS(s� ) ¡ 0 for an optimal assortment s� , and the uncertainty set (3.3) includes

the true choice model, i.e., p0 P Wn, then

R( psp,n) ¤ max
pPWn

 
V(s� ; p0) � V(s � ; p)

(
¤ C max

pPWn

b
H2(p, p0),

where C = rs�

a
1/p S(s� ) is a constant independent of the sample size n, and rs� = max jPs� r(s� , j)

is the maximal revenue among the items in s� .

Proof. Proof of Lemma 18 To prove the �rst inequality, we have

V(s� ; p0) � V( psp,n; p0) ¤ V(s � ; p0) � min
pPWn

V(psp,n; p)

¤ V(s � ; p0) � min
pPWn

V(s� ; p) = max
pPWn

 
V(s� ; p0) � V(s � ; p)

(
,

where the �rst inequality above holds since p 0 P Wn, and the second inequality holds

becausepsp,n solves (3.4). In the Appendix 3.C.1, by direct applications of Lemmas 38

and 39, we prove that for any p P P ,

|V(s� ; p0) � V(s � ; p)| ¤ C
b

H2(p, p0),

which concludes the proof.

We compare Lemma 18 with the typical theoretical justi�cations for the as-if approaches

(Kitagawa & Tetenov, 2018). Speci�cally, in the regret analysis for the as-if optimization,

the regret is typically upper bounded by a uniform estimation error supsPS

�
�V(s;ppn) �

V(s; p0)
�
� for values across all s P S (Qian & Murphy, 2011). This is to control the error

caused by the greedy policy, i.e.,
�
�V(psML,n , ppn) � V( psML,n , p0)

�
�, where psML,n is the solution
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of the as-if optimization in (3.5). Such an upper bound typically entails that we estimate

the value function V(s; p) uniformly well for all s P S. It further explains why an estimate-

then-optimize approach requires the strong assumption that pS(s) ¡ 0 for all s P S. In

contrast, Lemma 18 suggests that we only need to control the value function's estimation

error at s� , i.e., maxpPWn

 
V(s� ; p0) � V(s � ; p)

(
, as long as the uncertainty set Wn contains

the true model p0. This explains why PASTA only requires the coverage pS(s� ) ¡ 0 at the

optimal assortment s� .

To leverage Lemma 18 for establishing theoretical guarantees of PASTA, we further

need (i) the validity of the uncertainty set Wn that p0 P Wn with high probability, and (ii)

an upper bound of the set estimation error maxpPWn H(p, p0), measured by the maximum

generalized Hellinger distance in (3.6) between the uncertain models within Wn and the true

model p0. We summarize the assumptions and conditions in Assumption 19, which serve as

su�cient conditions for establishing the �nite-sample regret guarantees of PASTA. Without

loss of generality, we assume that the revenue function is non-negative, i.e., r(a) ¥ 0 for all

a P [N], and r(0) = 0 that no purchase incurs zero revenue.

Assumption 19.

(I) The true choice model is correctly speci�ed by the family P , i.e., p 0 P P .

(II) [COVERAGE AT OPTIMUM] For the of�ine data generating process, there exists s � as

an optimal assortment solving (3.1), such that p S(s� ) ¡ 0.

(III) [UNCERTAINTY SET VALIDITY] For any 0   d   1, with probability at least 1 � d, there

exists a constant an(d) depending on d such that p0 P Wn(an(d)), and sup pPWn(an(d)) H2(p, p0) À

an(d).

In Assumption 19 (I), we focus on a correctly speci�ed and �xed model family P ,

although our arguments can be extended to a family growing in n that approximates p0

via sieve methods (Wong & Shen, 1995). In Assumption 19 (II), we highlight that PASTA

only requires the coverage at optimum, a much weaker condition compared to the uniform

coverage that infsPSp S(s) ¡ 0. As PASTA is a uni�ed framework for general choice models,
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and our goal is to establish a generic regret guarantee without relying on the speci�c choice

model assumptions, we believe that this is the minimal requirement on the o�ine dataset

to identify an optimal assortment.

In Assumption 19 (III), we present the uncertainty quanti�cation validity required by

PASTA. In Section 3.5, we show that Assumption 19 (III) holds under di�erent choice

model families. In particular, our likelihood-based uncertainty set Wn(an) depends on a

critical value an, which needs to be selected in an e�cient manner. On one hand, an cannot

be too small, such that Wn(an) contains p0 with high probability. In fact, a n needs to be at

least as large as the di�erencepLn(p0) � pLn( ppn), which is associated with the convergence

rate of the likelihood ratio test statistic. On the other hand, an cannot be too large, such

that the entire set Wn(an) remains close to the truth p0. In Section 4.5.2, based on the

empirical process theory, we derive an e�cient an for any choice model family P .

Notably, the distance H de�ned in (3.6) only depends on the distance between p1(�|s)

and p2(�|s) at the assortment s with positive coverage pS(s) ¡ 0. As a result, the last part

of Assumption 19 (III) only needs that for any p P Wn(an), p(�|s) is close to p0(�|s) for

s with p S(s) ¡ 0. This eliminates the need to identify or accurately estimate p0(�|s) for

those assortments s with no coverage, thus e�ectively addressing the issue of insu�cient

data coverage.

We then establish the generic regret bound for PASTA under Assumption 19.

Theorem 20. Let rs� be de�ned as in Lemma 18. Under Assumption 19, for any 0   d   1, with

probability at least 1 � d, we have V(s� ; p0) � V(s � ; p) À r s�

a
an(d)/p S(s� ) uniformly for all

p P Wn(an(d)). Following Lemma 18, it further implies that, with probability at least 1 � d, the

regret of PASTA with the uncertainty set Wn(an(d)) satis�es

R( psp,n) À r s�

d
an(d)
p S(s� )

.

We point out that the two constants in the regret bound, p S(s� ) and rs� , only depend

on the optimal s� . In particular, the regret decreases as pS(s� ) increases, that is, when
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s� is observed more frequently. In addition, we note that the choice of critical value an is

crucial for obtaining a valid and sharp regret bound. Speci�cally, the smallest an such that

Assumption 19 (III) is ful�lled leads to the tightest regret bound in Theorem 20. In the

next subsection, we derive an e�cient choice of the critical value an, which minimizes the

regret while satisfying Assumption 19 (III).

3.4.3 Validity of Uncertainty Set

We present an e�cient approach to determining the critical value such that Assumption

19 (III) holds for general choice model family P . Building upon the empirical process

theory (van der Vaart & Wellner, 2023), we �rst characterize the complexity of P by

calculating its bracketing number. Next, we derive a balance equation to determine an

e�cient choice of the critical value a n for the uncertainty set, which is also the learning rate

of conditional density estimation of P via MLE (Bilodeau et al., 2023). Finally, we show

that Assumption 19 (III) holds in Theorem 23. Notably, our justi�cations only rely on the

complexity of P instead of the particular form of the choice model, making our analysis

applicable to a wide class of choice models.

We �rst introduce the de�nition of bracketing number, which is the tool we use to

characterize the complexity of P . Note that P is essentially a class of measurable functions

from domain S � [N] to [0, 1]. In particular, p P P is a mapping from (s, a) P S � [N] to

p(a|s) P [0, 1].

De�nition 21 (Bracketing Number). A class of measurable functions B „ tS � [N] Ñ

[0, 1]u is an H-bracket-cover of P at scale # ¡ 0, if for any p P P , there exists b1, b2 P B,

such that H(b1, b2) ¤ #, and for any (s, a) P S � [N], b 1(a|s) ¤ p(a|s) ¤ b2(a|s). The H-

bracketing number at scale # ¡ 0 is the cardinality of the smallest B satisfying the above,

and is denoted as N[](#, P , H).

In the literature, log N [](#, P , H) is often referred to as the bracketing entropy (van der

Vaart & Wellner, 2023). Its dependency on # as # Ñ 0+ typically characterizes the minimax

learning rate (lower bound) on the function class P (Bilodeau et al., 2023; Y. Yang &
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Barron, 1999), and also determines the convergence rate (upper bound) of MLE (Wong &

Shen, 1995). One typical example is the parametric entropy log N[](#, P , H) À D log(1/#),

which is achievable by a parametric class P with D-dimensional unrestricted parameters,

or by a Vapnik�Chervonenkis (VC) function class with VC-dimension D. Another example

is the nonparametric entropy log N[](#, P , H) À #�h , which is achievable by an in�nite-

dimensional class of smooth functions on a compact domain di�erentiable up to a certain

order, where h ¡ 0 is a constant related to the smoothness of functions.

For the assortment optimization problem of our interest, the domain of P is S � [N],

which is �nite. This implies that we can parameterize P as a �nite-dimensional family with

dimension up to N � 2N . Thus, we consider parametric entropy in all of our applications in

the next section. Meanwhile, to obtain sharp bounds, we devote most of our discussion to

characterize the e�ective dimension D that is potentially much smaller than N � 2N . We note

that our theoretical results are extendable to an in�nite-dimensional customer choice model

family P . Such results are of interest if we consider a nonparametric contextual assortment

optimization problem, where the customer choice depends on the presented assortment as

well as some context-speci�c covariates. We leave this extension as a future work.

Using the bracketing entropy log N[](#, P , H) to measure the complexity of P , we now

elaborate on our approach for an e�cient choice of an ¡ 0 for any model family P . Specif-

ically, we determine the critical value an based on the following balance equation:
» C2

?
an

C1an

b
log N [] (u/C 3, P , H)du ¤ C 4

?
nan, (3.7)

where C1, C2, C3, C4 P (0, +8) are some universal constants. In Theorem 23 below, we prove

that any an satisfying (3.7) leads to an uncertainty set Wn(an) satisfying Assumption 19

(III) with high probability. Moreover, Lemma 22 shows that the solutions to (3.7) guarantee

a monotonic property that allows us to �nd the most e�cient choice of a n.

Lemma 22. Suppose that an ¡ 0 satis�es (3.7). Then every a ¥ an also satis�es (3.7).

By Lemma 22, it is natural to identify a smallest an ¡ 0 satisfying (3.7), such that the

same relationship holds for every a ¥ an. This approach results in the smallest critical
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value for the uncertainty set and thus leads to the tightest regret upper bound for PASTA,

as implied by Theorem 20. To present a concrete example, if we have a parametric entropy

log N [](#, P , H) À D log(1/#), then a critical value solving (3.7) is an h (D/n) log(n/D),

which is also the typical parametric estimation rate.

Note that (3.7) also characterizes the convergence rate of the MLE for both uncondi-

tional (Wong & Shen, 1995) and conditional (Bilodeau et al., 2023) density estimation. In

particular, Bilodeau et al. (2023, Theorem 5) established that

H2( ppn, p0) À a n (3.8)

for MLE ppn. However, this is not yet su�cient for any performance guarantee for the as-

if optimization, since ppn(�|s) and p0(�|s) can exhibit arbitrary relationships at s with no

coverage, i.e., when pS(s) = 0. Consequently, although the MLE ppn converges to p0 in the

metric H, the challenge of insu�cient data coverage, as demonstrated by the motivating

example in Section 3.3.2, remains unsolved for the as-if optimization approach.

In comparison, we establish theoretical guarantees of PASTA under the challenge of

insu�cient data coverage, only requiring the conditions in Assumption 19. It is impor-

tant to note that the existing results for the convergence rates of MLE (Bilodeau et

al., 2023) are not su�cient for the statements required by Assumption 19 (III). Speci�-

cally, we note that by the de�nition of W n(an), MLE ppn belongs to Wn(an). Then the

requirement maxpPWn(an) H2(p, p0) À a n in Assumption 19 (III) is a stronger condition

than (3.8). Furthermore, the condition p0 P Wn(an) in Assumption 19 (III) is equivalent to

pLn(p0) � pLn( ppn) À a n, which does not follow from (3.8) immediately. To this end, we estab-

lish these conditions below under (3.7). For simplicity, we present below a simpli�ed version

of the theorem, while the full statement can be found in Theorem 80 in Appendix 3.A.

Theorem 23. Consider the set estimate Wn(a) in (3.3). Suppose that the critical value an ¡ 0

satis�es (3.7). Then for every a ¥ an, with probability at least 1 � C5e�C 6na, we have

p0 P Wn(a), and sup
pPWn(a)

H2(p, p0) ¤ C 7a.
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Here, tCju7
j=1 are universal constants characterized in Theorem 80.

We remark that our critical value determination is tight in terms of satisfying Assump-

tion 19 (III) for various families P . In particular, Bilodeau et al. (2023, Theorem 2) has es-

tablished that for P with a parametric entropy log N [](e, P , H) h D log(1/e), any estimate

rpn of p0 satis�es H2( rpn, p0) Á D/(n log n) in the worst-case problem instance. This fur-

ther implies that for any set estimate rWn, we have suppPrWn
H2(p, p0) Á D/(n log n) in the

worst-case. Here, the minimax rate D/(n log n) matches (up to logarithmic factors) with

the upper bound suppPWn(a) H2(p, p0) À (D/n) log(n/D) obtained in Theorem 23 from

(3.7), demonstrating that our critical value determination through (3.7) is tight. A similar

minimax rate optimality also holds for a nonparametric entropy log N [](e, P , H) h e �h

with 0   h ¤ 2, corresponding to a su�ciently smooth family P .

Based on Theorem 23, we conclude the regret guarantee for PASTA based on the critical

value an from (3.7) as in Corollary 24 below. To obtain a high-probability statement as in

Assumption 19 (III), for every �xed d ¡ 0, we further need a ¥ 1
C6n log C5

d in Theorem 23.

Therefore, we in�ate the critical value from (3.7) by such an amount, which is mild since

an satisfying (3.7) is at least in the order of n�1 even in the parametric entropy case.

Corollary 24. Suppose that the assumptions of Theorem 23 hold, and let a�
n ¡ 0 satisfy (3.7).

Fix 0   d   1, and let a n(d) = a �
n + 1

C6n log C5
d . Under Assumption 19 (I) p0 P P and

(II) p S(s� ) ¡ 0, with probability at least 1 � d, the regret of PASTA with the uncertainty set

Wn(an(d)) satis�es

R( psp,n) À r s�

d
an(d)
p S(s� )

.

Corollary 24 concludes the performance guarantee of PASTA with three required ingre-

dients: the correct speci�cation of the choice model family P , the coverage at optimum,

as well as the critical value determination via (3.7). For the applications in speci�c choice

models, it remains to determine the critical value an in (3.7), which involves the proper

characterization of the complexity of P via the bracketing entropy log N[] (#, P , H). To
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this end, we instantiate on several of the most widely used choice model families P , and

establish the corresponding regret guarantees in the next section.

3.5 Applications

We apply Corollary 24 to several widely used choice models and establish the regret of

PASTA under these models. We consider three of the most commonly used choice models

� the MNL (McFadden, 1981), latent logit (Hensher et al., 2015), and nested logit (Wen

& Koppelman, 2001) models. Throughout this section, we assume that Assumption 19 (I)

p0 P P and (II) p S(s� ) ¡ 0 hold. For each of the choice model family P to consider, we �rst

characterize its complexity via the bracketing entropy log N[] (#, P , H), then we determine

the critical value from (3.7), and �nally apply Corollary 24 to establish PASTA's regret

guarantee. All the proofs are provided in the Appendix 3.D.

For a given family P , we let q P Q denote the underlying parameter, and Q is a pre-

speci�ed parameter space. The form of a customer choice model p(a|s; q) is known up to

the unknown parameter q. Hence, the family of choice models is P = tp(a|s; q) : q P Qu.

For each model discussed in this section, there exist P-dependent constants DP , CP   +8,

where DP is the e�ective dimension of the family P , and CP is based on the boundedness

of the problem. Let n be the sample size of the o�ine dataset. For �xed 0   d   1, with

probability at least 1 � d, the regret of PASTA with the uncertainty set W n(an(d)) takes

the form

R( psp,n) À r s�

d
an(d)
p S(s� )

;

an(d) h
DP

n
log

CP n
DP

+
1
n

log
1
d

.

(3.9)

Next, we investigate speci�c choice models.

3.5.1 Multinomial Logit (MNL) Model

The MNL model is arguably the most widely used discrete choice model in assortment

optimization literature (Q. Feng et al., 2022). Given the item-speci�c features txjujP[N]
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where xj P Rd, an MNL model with parameter q P Q € Rd assumes that customer's

preference for the j-th item is proportional to exp(x|
j q). Speci�cally, the customer choice

probability under MNL with parameter q is

p(a|s; q) =

$
&

%

exp(x |
aq)

1+
°

jPs exp(x |
j q) a P s;

1
1+

°
jPs exp(x |

j q) a = 0.
(3.10)

We impose the following mild boundedness assumptions. In particular, we assume that the

item-speci�c feature vectors txjujP[N] „ R d are deterministic and uniformly bounded, and

the parameter space Q is also bounded.

Assumption 25. In the MNL model (3.10), there exist constants C x, CQ   +8, such that

maxjP[N] }x j}2 ¤ C x and supqPQ}q}2 ¤ C Q.

We are ready to establish the regret of PASTA under the MNL model.

Theorem 26. Consider the MNL model (3.10) satisifying Assumption 25. Let DP = d and

CP = C x. Under Assumptions 19 (I) and (II), for n Á DP log(n/D P ) and every d P (0, 1), with

probability at least 1 � d, the regret of PASTA with the uncertainty set Wn(an(d)) satis�es (3.9).

3.5.2 Latent Class Logit (LCL) Model

The LCL model is closely related to the MNL model, as it assumes K distinct MNL mod-

els (3.10) as components, and the LCL model is the mixture of them (Hensher et al., 2015).

Speci�cally, let D(K) = t(l 1, � � � , l K) : l 1, � � � , l K ¥ 0, l 1 + � � � + l K = 1u represent the

probability simplex in R K. An LCL model is parametrized by q = (q1, � � � , qK; l 1, � � � , l K),

where qk P rQ € R d is the parameter in the k-th MNL model for k P [K], and (l 1, . . . , l K) P

D(K) consists of the mixture probabilities. The parameter space can be written as Q =

rQK � D(K) € R Kd+K . With item features x j P Rd for j P [N], the custsomer choice proba-

bility under LCL with parameter q is

p(a|s; q) =

$
&

%

° K
k=1

l k exp(x |
aqk)

1+
°

jPs exp(x |
j qk) a P s;

° K
k=1

l k
1+

°
jPs exp(x |

j qk) a = 0.
(3.11)
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Theorem 27. Consider the LCL model (3.11) with the component MNL models satisfying As-

sumption 25. Let DP = Kd + K � 1 and C P = KN exp(C QCx). Under Assumptions 19 (I) and

(II), for n Á D P log(n/D P ) and every d P (0, 1), with probability at least 1 � d, the regret of

PASTA with the uncertainty set Wn(an(d)) satis�es (3.9).

3.5.3 Nested Logit (NL) Model

Despite its widespread use, the MNL model assumes the Independence of Irrelevant

Alternatives (IIA) (Ray, 1973), which can limit its applicability in more complex assortment

problems. To this end, the NL model (Wen & Koppelman, 2001) assumes a partition of

all available items into K exclusive baskets tBkuK
k=1 such that Bk € [N], B i

“
Bj = H for

i � j, and
”

kP[K] Bk = [N] (Gallego & Topaloglu, 2014). The NL model is parametrized by

q = ( rq; l 1, . . . , l K) where rq P rQ € R d and 0   l 1, � � � , l k ¤ 1. Thus, the parameter space is

Q = rQ � (0, 1] K € R d+K . The seller o�ers an assortment s = tskuK
k=1 consisting of the sub-

assortments sk € B k selected from the K baskets. For k P [K], let vk =
°

iPsk
exp(x |

i
rq/l k) be

the basket-level attraction parameter. With item features xj P Rd for j P [N], the custsomer

choice probability under LCL with parameter q is

p(a|s; q) =

$
'&

'%

v
l j �1

j

1+
° K

k=1 v
l k
k

exp
�

x|
a
rq

l j

�
a P sj , j = 1, � � � , K;

1

1+
° K

k=1 v
l k
k

a = 0.
(3.12)

In order to establish the regret guarantee, the required boundedness assumption becomes

the following.

Assumption 28. In the NL model (3.12), there exist constants C x, CQ, Cl   +8, such that

maxjP[N] }x j}2 ¤ C x, supqPrQ } rq}2 ¤ C Q, and 1/l k ¤ C l for k P [K].

Note that l 1, � � � , l K are used to parametrize the within-basket dissimilarity among

items (Wen & Koppelman, 2001). The assumption on their boundedness away from zero

implies that the within-baskets items should be strictly distinguishable from each other.
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Theorem 29. Consider the NL model (3.12) satisfying Assumption 28. Let DP = d + K and

CP = C xCQCl . Under Assumptions 19 (I) and (II), for n Á DP log(n/D P ) and every d P

(0, 1), with probability at least 1 � d, the regret of PASTA with the uncertainty set Wn(an(d))

satis�es (3.9).

3.5.4 Minimax Optimality

To understand the tightness of the aforementioned regret guarantees, we establish the

�rst minimax regret lower bound for the o�ine uncapacitated assortment optimization

problem. Speci�cally, we consider the scenarios where the choice model is an MNL model

(3.10) with the true parameter q0 P Rd and item features txjujP[N] € R d. Here, N is the

total number of items.

Theorem 30. Assume the of�ine data sample size n ¥ min(d, N). There exists a universal

constant c such that, for any measurable functionps of the of�ine dataset Dn, there exists a worst-

case of�ine assortment optimization problem instance with bounded item features txjujP[N], an

MNL parameter q0, an item-only reward function r : [N] Ñ [0, +8), and an of�ine assortment

data distribution pS with p S(s� ) ¡ 0, such that the expected regret ofps is lower bounded by

c �
a

min(d, N)/n.

Notably, the minimax regret in Theorem 30 matches the regret guarantee of PASTA in

Theorem 26 in terms of the sample size n up to logarithmic factors, demonstrating that

PASTA is provably e�cient in terms of sample complexity for o�ine assortment optimiza-

tion. Moreover, in the common scenarios where d ¤ N, PASTA is also provably e�cient in

terms of the choice model complexity.

3.6 Empirical Studies

In this section, we conduct experiments on simulation datasets to empirically demon-

strate the e�ectiveness of PASTA. We consider o�ine assortment optimization under two of

the most popular choice models: the MNL and NL models. To facilitate empirical studies,

in Section 3.6.1, we �rst propose an iterative algorithm for heuristically solving the max-
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min problem given by PASTA in (3.4). We next discuss the data generating process and

baselines in Section 3.6.2, and subsequently present all the empirical results in Section 3.6.3.

3.6.1 PASTA Algorithm

Our algorithm PASTA is applicable for scenarios where the choice model is a parametric

model p(a|s; q) with parameters q P Q € Rd and p(a|s; q) is di�erentiable with respect to q

for all s and a P s Y t0u. These scenarios include many practical settings, such as the MNL

and NL models. Notably, even when P is nonparametric, it is standard to approximate

P with a parametric family so that the optimization is tractable. Hence, an algorithm

for parametric models is su�cient and without loss of generality. Moreover, we follow the

convention of assortment optimization literature to assume that the revenue of a selected

item remains the same across distinct assortments, i.e., there exists rj for j P [N] such that

for any s P S, r(s, j) = rj if j P s and r(s, j) = 0 if j R s.

Speci�cally, let pLn(q) = �(1/n)
° n

i=1 log p(ai |si ; q) and pqn P arg minqPQ
pLn(q) be the

MLE. We aim to solve the following optimization problem

psp,n P arg max
sPS

min
qPWn(an)

V(s; q),

where Wn(an) :=
"

q P Q : pLn(q) � pLn(pqn) ¤ a n

*
and V(s; q) = V(s; p(�|s; q)) =

°
jPs r j p(j|s; q). The proposed algorithm PASTA is executed for a maximum of T itera-

tions. For initialization, set q (0) = pqn and randomly choose s(0) P S. At the t-th iteration,

given s(t�1) and q(t�1) from the previous iteration, we consecutively execute the following

two steps:

A 1. Compute the optimal assortment s(t) given q(t�1) : s(t) P arg maxsPSV(s, q(t�1) );

A 2. Compute the optimal q(t) using s(t) : q(t) P arg minqPWn
V(s(t) , q).

In particular, the step A 1 corresponds to �nding an optimal assortment for a known

choice model with parameter q(t�1) . As discussed in Section 9.2, there exists a streamline of

works that address this problem e�ciently. In our experiments, we use two existing linear
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programming(LP)-based algorithms that respectively solve step A1 under the MNL and

NL models (Davis et al., 2014; Davis et al., 2013). Due to the space constraint and their

tangential connection to our contribution, we summarize them in Appendix 3.B.

We next propose a procedure for the step A2. For a given optimized assortment s(t) ,

we aim to search for the worst-case model parameter q(t) from the uncertainty set Wn that

minimizes the expected revenue. In particular, we employ a gradient descent with line

search (GDLS) method to compute q(t) by solving the following problem.

q(t) P arg min
qPWn

V(s(t) ; q). (3.13)

Given a feasible initial parameter q(t,0) P Wn, we run at most M gradient descent steps.

Note that feasible q(t,0) is easy to obtain aspqn and q(t�1) are guaranteed to be feasible by

de�nition. Suppose bm is the step size for gradient descent in the m-th step. At each step

m P t1, 2, � � � , Mu, we perform a line search to maintain the feasibility. In particular, given

q(t,m�1) P Wn, we �rst evaluate the gradient as xm = r qV(s(t) ; q(t,m�1) ). Then we initiate

bm with a pre-speci�ed step size bm = rb, and check whether q(t,m) = q (t,m�1) � b mxm is

feasible, i.e. q(t,m�1) P Wn. If not, we set bm Ð cb m for some pre-speci�ed c P (0, 1),

and recompute q(t,m) = q (t,m�1) � b mxm. Such a search is repeated until q(t,m) is feasible.

After M steps, we set q(t) = q (t,M) and the step A2 �nishes. We provide the pseudocode in

Algorithm 2 for the overall process. In all of our numerical studies, we set M = 3,rb = 0.01

and c = 1
5, which perform well.

3.6.2 Data Generation Process and Baselines

We compare PASTA to assortment optimization without pessimism, which in the sequel

goes by the name baseline method. Our method and the baseline method are evaluated

on synthetic data for which the optimal assortment s� and true choice model parameter q0

are known so that we can compute the regret. We study two popular choice models, the

MNL and NL models. We describe the data generation process and the baseline method in

details below.
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Algorithm 2 Gradient Descent with Line Search (GDLS)

Require: assortment s(t) ; uncertainty set hyperparameter a n; initial parameter q (t,0) ; ini-
tial step size b̃; step shrinkage constant c; number of descent steps M

Ensure: the optimized parameter q (t)

1: pLn(q) = � 1
n

° n
i=1 log p(A i |Si ; q)

2: pqML,n Ð arg min qPQ
pLn(q)

3: pLML Ð pLn(pqML,n )
4: for m = 1 to M do
5: xm = r qV(s(t) ; q(t,m�1) ) {compute the gradient}
6: bm Ð rb
7: q(t,m) Ð q (t,m�1) � b mxm

8: while n � ( pLn(q(t,m) ) � pLML ) ¡ a n do
9: bm Ð c � b m {decrease the step size}

10: q(t,m) Ð q (t,m�1) � b m � xm

11: end while
12: end for
13: q(t) Ð q (t,M)

3.6.2.0.1 The MNL Model For the MNL model, we consider the assortment optimization

scenarios described by N, K, d, n and p, where N is the total number of available products;

K is the cardinality constraint of the assortments, i.e., S = ts : |s| ¤ Ku; d is the dimension

of choice model parameter q0 and item features txjuN
j=1 ; n is the sample size of the o�ine

dataset; p is the probability of observing the optimal assortment s� . Similar to X. Chen

et al., 2020, we �rst generate the true parameter q0 as a uniformly random unit d-dim

vector. Recall that r j and xj denote the reward and feature of product j, respectively. For

j P t1, . . . , Nu, we generate the rj uniformly from the range [5, 8] and xj as uniformly ran-

dom unit d-dim vector such that exp(x |
j q0) ¤ exp(�0.6) to avoid degenerate cases, where

the optimal assortments include too few items. Given such information, the true optimal

assortment s� can be computed. Then, we generate an o�ine dataset D = t(Si , Ai )un
i=1

with n samples. For i P t1, . . . , nu, we generate Si following the distribution p S such that

p S(s� ) = p and p S(s) = (1 � p)/(|S| � 1) for s � s � , where 0   p   1 is the probability

of observing the optimal assortment s� . After the assortment Si is sampled, the customer

choice Ai is sampled according to the probability computed by the MNL model as in (3.10)

with the true parameter q0.
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3.6.2.0.2 The NL Model For the NL model, we assume without loss of generality that

items are partitioned into K nests, each containing an equal number of k items (Davis et

al., 2014). Thus, the total number of items is K � k, and we characterize the assortment

optimization problems by K, k, d, n and p, where K is the total number of nests and k is

the number of products in each nest; n is the sample size of the o�ine dataset; p is the

probability for sampling the optimal assortment; d is the dimension of item features. As

presented in Section 3.5, the NL model has parameters q0 = ( rq0, l 0) with rq0 P Rd and

l 0 P (0, 1)M We consider unconstrained assortment optimization for the NL model, i.e.,

S = 2[N]ztHu. The data generating process is similar to that of the MNL model case. We

generate the true parametersrq0 as a uniformly random unit d-dim vector and l 0 uniformly

within (0, 1) M . For notation simpilicity, let r kj and xkj respectively denote the reward and

feature of the j-th item in the k-th nest. For k P t1, . . . , Ku and j P t1, . . . , ku, we generate

rkj uniformly from the range [5, 8] and xkj as uniformly random unit d-dim vector such that

exp(x |
kjq0) ¤ exp(�0.6). The generating process of the o�ine dataset D is identical to that

of the MNL model case.

3.6.2.0.3 Baseline Methods For both the MNL and NL models, we use assortment opti-

mization without pessimism, i.e., the as-if approach de�ned in (3.5), as the baseline method.

In our experiments, we use the gradient descent method to �nd the MLEpqML,n that min-

imizes the empirical negative log-likelihood functionpLn. Then given pqML,n , the baseline

method solves the assortment optimization problem in (3.5).
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FIGURE 3.1: Performance comparison between PASTA and the baseline method on the
MNL model. The left panel shows average regret (lower is better), while the right panel

presents assortment accuracy (higher is better).Our proposed method PASTA
consistently outperforms the baseline method in both metrics. The performance gain
remains consistent across varying probabilities of observing the optimal assortment

(middle row) and varying model complexity, measured by the dimension of the model
parameter (bottom row).
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3.6.3 Performance Comparison

To measure the statistical variance of the results, we repeat the data generation process

in Section 3.6.2 to randomly generate 50 o�ine datasets. The solutions of PASTA and

the baseline method are recorded in these experiments. We measure the performance with

two metrics: (1) the regret of the solutions which indicates how far the performance of

the solutions is to that of the optimal performance, i.e., revenue of the optimal assortment

s� ; (2) the assortment accuracy of the solutions with respect to the optimal assortment

s� . The assortment accuracy of an assortment s is de�ned as the ratio of the number of

correctly chosen products to the number of products in s� . For hyper-parameters, we set

an = 2 pLn(pqML,n ) and the maximum of iteration T = 30.

3.6.3.0.1 The MNL Model We �rst set N = 40, K = 10, d = 8, p = 0.1 and gradually

increase the number of samples n. In Figure 3.1, we observe that PASTA consistently

outperforms the baseline method in both regret and assortment accuracy. Other than the

number of samples, another important parameter for the o�ine assortment optimization is

the probability of observing the optimal assortment pS(s� ). To this end, Figure 3.1 shows

the performance of PASTA under varying pS(s� ) from as low as 0.01 to 0.8. We observe

that the gain of PASTA is consistent under a wide range of pS(s� ).

3.6.3.0.2 The NL Model We �rst set K = 3, k = 5, d = 8 and p = 0.1, and gradually

increase the number of samples n. In Figure 3.2, we observe that PASTA consistently

outperforms the baseline method. While the performance of the baseline method improves

with increasing number of samples, PASTA maintains a regret that is less than 25% of

the baseline regret. Next, we study the robustness of PASTA against the probability of

observing the optimal assortment pS(s� ). In Figure 3.2, we set K = 3, k = 5, d = 8,

n = 200 and increase pS(s� ). As shown in Figure 3.2, the gain of PASTA over the baseline

method is consistent. Lastly, we study how the model complexity d e�ects the performance.

We set K = 3, k = 5, p = 0.1, n = 1000 and increase d from 8 to 1024. We present the

results in Figure 3.2. It can be observed that, while the regrets of PASTA and the baseline
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method both increase as d increases, the gain of PASTA maintains.

3.7 Conclusion

We propose PASTA, a uni�ed framework for o�ine assortment optimization under gen-

eral choice models. Notably, the success of PASTA requires only that the o�ine data

distribution includes an optimal assortment. We demonstrate the e�ectiveness of PASTA

by applying it to several popular choice models, including the MNL, LCL and NL models,

and establish the �rst �nite-sample regret guarantees for the o�ine assortment optimiza-

tion problem under these models. Furthermore, we derive the minimax regret lower bound

under MNL, justifying the minimax optimality of PASTA in terms of the sample and model

complexities. During the preparation of our manuscript, we notice a concurrent work (Y.

Han et al., 2025) that explores assortment optimization for a specialized MNL model using

the observational data. Their approach is ranking-based and requires only that the o�ine

data contains the items in the optimal assortment, due to a stronger model assumption. It

remains an interesting research problem to investigate how to generalize the similar opti-

mal item coverage for a broader class of choice models under a uni�ed framework such as

PASTA.
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FIGURE 3.2: PASTA also consistently outperforms the baseline method when the
underlying choice model is an NL model. The performance gain in terms of the regret

difference increases with increasing model complexity (bottom row).

3.A Main Technical Theorem: Hellinger Concentration of MLE for
Conditional Density

We note that the results in this section are applicable to general scenarios that involve

estimating conditional probability density function with MLE. Hence, in this section, we
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will use Y and X to respectively denote A and S to underscore that the results are gen-

erally applicable. Let P be a family of conditional densities for Y|X. Assume a dataset

D consisting of n independent and identically distributed samples of (X, Y) following the

probability density function (PDF) (x, y) ÞÑ p(x)p 0(y|x) where p0 is the true data gener-

ating conditional PDF. The goal is to estimate p0 with the observed data D. In particular,

let the MLE ppn of p0 be de�ned as

ppn P arg min
pPP

#

pLn(p) := �
1
n

n¸

i=1

log p(Yi |X i )

+

. (3.14)

Next we present our main theorem.

Theorem 31. De�ne

k(u) =

$
&

%

2(e|u|/2 �1�|u|/2 )
(1�e �u/2 )2 , u � 0;

1, u = 0.

Let t ¡ 0 be an arbitrary but �xed smoothing constant satisfying k(t)   8(1 � e �t )2, which is

equivalent to 0.5518   t   3.1926. Let n denote the number of samples. Suppose sn, an ¡ 0

satisfy the following relationships: an = s 2
n /8k(t), s 2

n ¥ n �1 , and

» sn

s2
n /2 10

d

log N []

�
u

2
?

2et/2
, P , H

�
du ¤

1
227

?
ns2

n. (3.15)

Let c(t) = 2
 

1�e �t

4 � k(t)
32(1�e �t )

(
¡ 0 and c 1 = 63/(257 � 2 14). Consider the set estimate

Wn(a) :=
!

p P P :pLn(p) � pLn( ppn) ¤ a
)

.

Then for every a ¥ an/4, with probability at least 1 � c � e�2c 1na, it holds that

(i)p 0 P Wn(a), and (ii) sup
pPWn(a)

H2(p, p0) ¤
a

c(t)
,

where c is a universal constant. In particular, at t = 1.7024, c(t) is maximized as 0.1802.
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Remark 32. To connect with the statement in Theorem 23, we have C1 = 2 �7 k(t), C 2 =

2
a

2k(t), C 3 = 2
?

2et/2 , C4 = 2 �24 k(t), C 5 = c, C6 = 2c1, C7 = 1/c(t).

Proof Sketch of Theorem 80. We defer the detailed proof to the Appendix 8.G and only present

a sketch of proof below. All the intermediate results referred below are also deferred to

the Appendix due to space constraint.

The key dif�culty is that likelihood–ratio functions are not uniformly bounded, which

obstructs direct empirical-process control. We therefore introduce a smoothed class P t =

t(1 � e �t )p + e�t p0 : p P Pu and the smoothed risks Lt , pLt,n ; this guarantees a pointwise

bound on the log-likelihood ratio (Lemma 44) while preserving correct speci�cation (p 0 P

Pt ). We localize the analysis to the Hellinger ball tp : H 2(p, p0) ¤ au and consider the

corresponding class of smoothed log-likelihood ratios F loc
t (a). By Lemma 40, this local-

ized class satis�es a Bernstein condition, yielding sharp concentration for }(P n � P)} F loc
t (a)

(Theorem 34). Next, we identify that a special empirical “margin” event implies that

any p with H 2(p, p0) ¥ a must have strictly larger empirical risk than p 0; since ppn min-

imizes pLn, it must lie in the local region H 2( ppn, p0) ¤ a. On this event, an empirical

smoothed risk inequality together with L t (p0) ¤ L t ( ppn) bounds the empirical excess

pLn(p0) � pLn( ppn) by the localized empirical-process norm. A standard peeling argument

then transfers this pointwise control to the whole uncertainty set W n(a), showing that

all empirically near-optimal p remain within Hellinger radius a/c(t) of p 0. Under the

numeric condition k(t)   8(1 � e �t )2 and for a ¥ a n/4, the concentration bounds de-

liver P
!

p0 P Wn(a) and sup pPWn(a) H2(p, p0) ¤ a/c(t)
)

¥ 1 � ce �c 1na, with universal

constants c, c1 ¡ 0.

3.B Linear Programming (LP) for Assortment Optimization Prob-
lems with Known Choice Models

Here we summarize two LP-based approaches for solving the assortment optimization

problem under known choice models. Speci�cally, we solve the following optimization prob-

73



lem

arg max
sPS

V(s; q) =
¸

jPs

r j p(a|s; q),

where p(a|s; q) is a choice model parameterized by q. Note that here q is �xed and known.

Di�erent choice models require di�erent optimization methods. This work considers two

popular choice models � the MNL and NL models. In both scenarios, the assortment

optimization problem can be solved with LP-based methods (Davis et al., 2014; Davis et

al., 2013).

3.B.1 MNL Model

Let an assortment s be represented by an N-dimensional binary vector g P t0, 1uN where

g j = 1 if and only if j P s. Suppose that s P S corresponds to the following feasible set for

g with M linear inequality constraints:

G =

$
&

%
g P t0, 1uN :

¸

jPN

ai j g j ¤ b i for i P [M]

,
.

-
,

where the matrix of constraint coe�cients [a i j ]iP[M],jP[N] is a totally unimodular matrix. In

other words, based on the one-to-one correspondence between s and g, we have s P S if and

only if g P G.

Next, we denote vi = exp(x |
i q) as the preference score for the i-th item, with item

feature xi and revenue ri . The customer choice probability under the MNL model (3.10)

becomes p(i|s; q) = vi
1+

°
jPs vj

. The assortment optimization can be formulated as

max
gPG

°
iP[N] r ivig i

1 +
°

iP[N] vig i
, (3.16)
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which is equivalent to the following linear programming problem (Davis et al., 2013):

max
wj :jP[N]Yt0u

¸

jP[N]

r jwj

subject to
¸

jP[N]

wj + w 0 = 1

¸

jP[N]

ai j
wj

vj
¤ b iw0 @i P [M]

0 ¤
wj

vj
¤ w 0 @j P [N].

(3.17)

In particular, we can recover the optimal solution to Problem (3.16), denoted as g� , using

the optimal solution to Problem (3.17), denoted by w� , via the following formula g �
j =

w�
j

vj w
�
0

@j P [N]. Finally, an optimal assortment s� (q) for a �xed choice p(a|s; q) is obtained

by the correspondence j P s� if and only if g �
j = 1.

3.B.2 NL Model

Without loss of generality, we consider NL models with K baskets where each basket

contains M items. Let an assortment s for the NL model be represented by an array of K

binary vectors g = tg kuK
k=1 where gk P t0, 1uM represents the choice for the k-th basket.

In particular, for m P [M], g k,m = 1 if we choose the m-th item in the k-th basket, with

item feature xk,m and revenue rk,m. For the purpose of optimization and without loss of

generality, we assume that the items in each basket are sorted with decreasing revenues,

i.e., rk,m ¥ r k,m1 for k P [K], m, m1 P [M], and m ¥ m1. Let

Vk(g k) =
M̧

m=1

gk,mexp(q̃| xk,m/l k);

Rk(g k) =
° M

m=1 gk,mexp(q̃| xk,m/l k)r k,m

Vk(g k)
.
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The assortment optimization problem for �xed q̃, l, x, r is therefore de�ned as

max
g=tg kuK

k=1

K¸

k=1

Vk(g k) l k

1 +
° K

k1=1 Vk1(g k1) l k1
Rk(g k). (3.18)

We can e�ciently solve (3.18) through the following LP problem (Davis et al., 2014)

min
h,y1,...,yK

h

s.t. h ¥
K¸

k=1

yk

k P [K], yk ¥ V k(g k) l k(Rk(g k) � h) @g k P G,

(3.19)

where G = t€M1, €M2, . . . , €M M u has the subsets of baskets containing �rst m items, i.e., for

m P [M] €Mm = t1, . . . , 1, 0, . . . , 0u P t0, 1uM with the �rst m elements as 1 and the last

M � m elements as 0. After solving (3.19) with solutions h� , y�
k, the optimal assortment g�

k

can be constructed as g�k = arg max gkPGVk(g k) l k(Rk(g k) � h � ).

3.C Proofs of Theoretical Results
3.C.1 Proof of Theorem 20

Proof of Theorem 20. By triangle inequality, for any p P P , we have V(s� ; p0) � V(s � ; p) ¤

|V(s� ; p) � V(s � ; ppn)| + |V(s � ; ppn) � V(s � ; p0)|. If p0 P Wn, we further have for any p P

Wn(an)

V(s� ; p0) � V(s � ; p) ¤ 2 max
pPWn

|V(s� ; p) � V(s � ; ppn)| . (3.20)

Lemma 38 implies that for any p P P ,

|V(s� ; p) � V(s � ; ppn)| ¤ r s�

c

Cs� ES

h
}p(�|S) � ppn(�|S)}2

1

i
,

where } � } 1 is the L1 norm, r s� = max jPs� r j is the largest possible revenue among all

items and Cs� = 1/p S(s� ). In Lemma 39, we establish that ES

h
}p(�|S) � ppn(�|S)} 2

1

i
¤
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8H2(p, ppn), where H 2 is the generalized squared Hellinger distance de�ned in (3.6). Com-

bining the above two inequalities, we have that for any p P P ,

�
�
�
�V(s� ; p) � V(s � ; ppn)

�
�
�
� ¤

rs�

a
8Cs� H2(p, ppn). From Assumption 19 (III), we have that with probability at least 1 � d

where 0   d   1, for any p P W n(an), H 2(p, ppn) ¤ a n. With this upper bound for H 2(p, ppn),

we further have for probability at least 1 � d,

sup
pPWn

�
�
�
�V(s� ; p) � V(s � ; ppML,n )

�
�
�
� À r s�

b
an(d)/p S(s� ). (3.21)

Lastly, under Assumption 19 (III), with probability at least 1 � d we have p 0 P Wn. Then

application of Lemma 18 along with the inequalities in (3.20) and (3.21) conclude the

proof.

3.C.2 Proof of Theorem 23

Proof of Theorem 23. This result is a simpli�ed result of Theorem 80. In particular, with

k(t) and c(t) de�ned as in Theorem 80, choosing the smoothing constant t = 2 directly

leads to Theorem 23.

3.C.3 Proof of Theorem 80

Our proof builds upon the empirical process on likelihood ratio functions. In particular,

for a family of R-valued functions F , denote }Pn � P} F = sup f PF |Pn( f ) � P( f )|. Note

that under the assumption of correct speci�cation, i.e., p0 P P , p0 minimizes the population

negative log-likelihood:

p0 P arg min
pPP

!
L(p) := E[� log p(Y|X)]

)
. (3.22)

To establish empirical process results without the assumption of uniform boundedness on

the function class, our proof relies on a technique known as smoothing. To this end,

for an arbitrary but �xed smoothing constant t ¡ 0, consider the following smoothed

family of conditional PDFs P t := t(1 � e �t )p + e�t p0 : p P Pu. In particular, for p =

p0, we have p0 P Pt . That is, P t is also a correctly speci�ed family. Moreover, the
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smoothed log-likelihood ratio is upper bounded as log p0(Y|X)
(1�e �t )p(Y|X)+e �t p0(Y|X) ¤ t. De�ne

the corresponding smoothed negative log-likelihoods as

Lt (p) := E
!

� log[(1 � e �t )p(Y|X) + e �t p0(Y|X)]
)

;

pLt,n (p) := E n

!
� log[(1 � e �t )p(Y|X) + e �t p0(Y|X)]

)
;

(3.23)

To facilitate proof, for any t ¡ 0 and a ¥ 0, we also de�ne the local family of smoothed log-

likelihood ratios F loc
t (a): for p P P , let fp,t (X, Y) = log p 0(Y|X) � log[(1 � e �t )p(Y|X) +

e�t p0(Y|X)], and de�ne F loc
t (a) as

F loc
t (a) :=

 
fp,t : H2(p, p0) ¤ a

(
. (3.24)

Notably, per Lemma 40, it satis�es the Bernstein's condition. That is, for any fp,t P

F loc
t (a) and k ¥ 2, we have E| fp,t |k ¤ k!

2 2k�2 � 8k(t)H 2(p, p0). In particular, E( f 2
p,t ) ¤

8k(t)H 2(p, p0).

Proof. Proof of Theorem 80 Fix a ¥ 0 and consider the following event

En(a) :=
"

inf
pPP :H2(p,p0)¥a

!
pLn(p) � pLn(p0)

)
¤ c(t)a

*
.

On En(a)A, we have

inf
pPP :H2(p,p0)¥a

!
pLn(p) � pLn(p0)

)
¡ c(t)a ¥ 0,

while pLn( ppn) � pLn(p0) ¤ 0 because ppn minimizes pLn. Therefore, we have H2( ppn, p0) ¤ a,

and hence fppn
P F loc

t (a). The following inequalities hold

pLn(p0) � pLn( ppn) ¤
1

1 � e �t

!
pLt,n (p0) � pLt,n ( ppn)

)
(3.25)

¤
1

1 � e �t

!
Lt (p0) � L t ( ppn) + }P n � P} F loc

t (a)

)
¤

1
1 � e �t }P n � P} F loc

t (a) , (3.26)

where the �rst inequality is due to Lemma 44, the second inequality holds because f ppn
P

F loc
t (a), and the last inequality is due to L t (p0) = min pPpLt (p) ¤ L t ( ppn). Let A n(a) :=
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!
}P n � P} F loc

t (a) ¥ k(t)
32 a

)
. On A n(a)A , we further have }P n � P} F loc

t (a) ¤ k(t)
32 a. That is,

on En(a)AX A n(a)A , we have that pLn(p0) � pLn( ppn) ¤ k(t)
32(1�e �t ) a, which by de�nition of

Wn is equivalent to p0 P Wn

�
k(t)

32(1�e �t ) a
�

. In other words, p 0 P Wn(a) under the event

En

�
32(1�e �t )

k(t) a
� A

X A n

�
32(1�e �t )

k(t) a
� A

. Recall that on En(a)A, we have

inf
pPP :H2(p,p0)¥a

!
pLn(p) � pLn(p0)

)
¡ c(t)a. (3.27)

For any p P Wn(c(t)a), we also have pLn(p) � pLn(p0) ¤ pLn(p) � min rpPp
pLn( rp) ¤ c(t)a.

Then for any p P Wn, H2(p, p0) cannot exceed an, or otherwise violating (3.27). This

implies that sup pPWn(c(t)a) H2(p, p0) ¤ a. Equivalently, sup pPWn(a) H2(p, p0) ¤ a/c(t) on

the event En (a/c(t) )A. Thus, we have

P

#

p0 P Wn(a), sup
pPWn(a)

H2(p, p0) ¤
a

c(t)

+

lower bounded by

P

#

En

�
32(1 � e �t )

k(t)
a
� A

X A n

�
32(1 � e �t )

k(t)
a
� A

X En

�
a

c(t)

� A
+

,

which by the same calculation in (3.28) is further lower bounded by

1 � P

$
&

%

+8¤

j=0

A n

�
32(1 � e �t )

k(t)
2ja

�
,
.

-
� P

$
&

%

+8¤

j=1

A n

�
2ja
c(t)

�
,
.

-
.

To continue, note that with the condition k(t)   8(1 � e �t )2, we have

max
"

k(t)
32(1 � e �t )

,
c(t)

2

*
¤

1 � e �t

4
¤

1
4

.

With this fact, for any a ¥ a n/4 Á n �1 , by Theorem 34, we have

P

$
&

%

+8¤

j=0

A n

�
32(1 � e �t )

k(t)
2ja

�
,
.

-
¤ c � exp(�4c 2na),
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where c is a universal constant. Similarly, we have P
! ” +8

j=1 A n

�
2j a
c(t)

� )
¤ c � exp(�2c 2na),

where c is also a universal constants. Hence, P
!

p0 P Wn(a), sup pPWn(a) H2(p, p0) ¤ a
c(t)

)
¥

1 � c � exp(�2c 2na). Note that all c's represent different universal constants. Notably, The-

orem 34 requires that 32(1�e �t )
k(t) a ¥ a n; 2a

c(t) ¥ a n, which are satis�ed due to the condition

that a ¥ a n/4 ¥ max tk(t)/32(1 � e �t ), c(t)/2u a n.

Theorem 33 (Rate Theorem). Let t, an, c(t), c 2 be de�ned as in Theorem 80. Then for every

a ¥ a n/2, consider the following event

En(a) :=

#

sup
pPP :H2(p,p0)¥a

#
n¹

i=1

p(Yi |X i )
p0(Yi |X i )

+

¥ e �c(t)na

+

,

which is equivalent to the event
!

inf pPP :H2(p,p0)¥a

!
pLn(p) � pLn(p0)

)
¤ c(t)a

)
, we have PtEn(a)u ¤

c � e�c 2na where c is a universal constant.

Proof. Proof of Theorem 33 Consider the local family of smoothed log-likelihood ratios

F loc
t (a) in (3.24). Let J(a) := mintJ P N : 2 Ja ¥ 1u. Then, with Lemma 44, we further

have

sup
p:H2(p,p0)¡a

!
pLn(p0) � pLn(p)

)
¤

1
1 � e �t sup

p:H2(p,p0)¡a

!
pLt,n (p0) � pLt,n (p)

)
.

Let P j (a) = tp P P : 2 j�1 a   H 2(p, p0) ¤ 2 jau, and we have supp:H2(p,p0)¡a

!
pLt,n (p0) � pLt,n (p)

)
¤

max1¤j¤J(a)

"
suppPPj (a) tL t (p0) � L t (p)u + }P n � P} F loc

t (2j a)

*
. Moreover, for each j P J(a)

and p P P such that 2j�1 a   H 2(p, p0) ¤ 2 ja, we have Lt (p0) � L t (p) ¤ �2H 2
�
(1 �

e�t )p + e�t p0, p0
�

¤ � (1�e �t )2

4 2ja, where the �rst inequality is by Lemma 46, the second

inequality is by Lemma 45 and that H 2(p, p0) ¡ 2 j�1 a. Hence, we have

sup
p:H2(p,p0)¡a

!
pLn(p0) � pLn(p)

)
¤

1
1 � e �t max

1¤j¤J(a)

"
�

(1 � e �t )2

4
2ja + }P n � P} F loc

t (2j a)

*
.
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Note that the event 1
1�e �t max1¤j¤J(a)

!
� (1�e �t )2

4 2ja + }P n � P} F loc
t (2j a)

)
¥ �c(t)a implies

the event Dj such that 1 ¤ j ¤ J(a) and }P n � P} F loc
t (2j a) ¥ (1 � e �t )

�
1�e �t

4 2j � c(t)
�

a ¥

k(t)
32 2ja. Here, the last inequality is based on the fact that for all j ¥ 1, we have c(t) ¤

2j
!

1�e �t

4 � k(t)
32(1�e �t )

)
if and only if (1 � e �t )

�
1�e �t

4 2j � c(t)
�

¥ k(t)
32 2j . For a ¥ 0, de�ne

A n(a) :=
!

}P n � P} F loc
t (a) ¥ k(t)

32 a
)

. Here, for all a ¥ a n/4 and 1 ¤ j ¤ J(a), we have

2ja ¥ a n/2, and hence Theorem 34 can be applied to A n(2ja). That is, P
 
A n(2ja)

(
¤

c � exp(�2 jc2na) where c is a universal constant and c2 = 63/(257 � 2 14). With this we

have

PtEn(a)u ¤ P

$
&

%

J(a)¤

j=1

A n(2ja)

,
.

-
¤ c

J(a)¸

j=1

e�2 j c2na. (3.28)

Lastly, because a ¥ an Á n �1 , we have
° J(a)

j=1 e�2 j c2na ¤
° 8

j=1 (e�c 2na)2j
¤ c � e�c 2na, where c

is a universal constant that is different to the previous universal constants.

Theorem 34. Let an and k(t) be de�ned as in Theorem 80. Consider the local family of smoothed

log-likelihood ratios Floc
t (a) in (3.24). Then for every a ¥ an,

P
�

}P n � P} F loc
t (a) ¥

k(t)
32

a
�

¤ Ce�c 1k(t)na ,

where C is a universal constant and c1 = 63/(257 � 2 14).

Proof. Proof of Theorem 34 This result is a direct consequence of Theorem 35. By Lemma

40, the smoothed local family F loc
t (a) satis�es the Bernstein's condition in Theorem 35

with s 2 = 8k(t)a. Let s 2
n be de�ned as in Theorem 80. Due to a ¥ a n, we have s2 =

8k(t)a ¥ 8k(t)a n = s 2
n ¥ 1/n. Moreover, by (3.15) and Lemmas 42, 43, it further satis�es

the bracketing integral condition for s = 6 and every a ¥ a n. Then Theorem 35 can be

applied to establish the desired result.

81



Theorem 35. Suppose F is a family of R-valued random variables. Assume that there exists some

s2   +8, such that for any f P F , it satisfy the Bernstein's condition:

E| f � E[ f ]| k ¤
k!
2

2k�2 s2; @k ¥ 2.

Let M ¡ 0 and # P (0, 1). Suppose n, M, #, s2 satisfy M = #s2/4, s 2 ¥ n �1 ,

» s

#M
32

b
log N [](u, F , L 2(P))du ¤

M
?

n#3/2

210 , (3.29)

where N[](u, F , L 2(P)) is the minimal number of u-brackets to cover F . Then P t}Pn � P} F ¥ Mu ¤

C exp
!

�(1 � #) nM 2

4(s2+M)

)
, where C is a universal constant. In particular, choose # = 1/2s for

s ¡ 0, the bracketing integral condition (3.29) becomes
» s

s2

27+s/2

b
log N [](u, F , L 2(P))du ¤

1
212+5s/2

?
ns2, (3.30)

and for any s2 such that (3.30) is satis�ed, P
�

}P n � P} F ¥ s2

22+s

�
¤ C exp

�
�Dns 2

�
; D =

2s�1
25+2s(22+s+1) .

Proof. Proof of Theorem 35 Consider a decreasing sequence of real numbers d0 ¡ d 1 ¡

� � � ¡ d N ¡ 0. Because F has a �nite bracketing number, then by de�nition of log N [], we

have for every dj , j P [N], there exists a �nite set F j € F with |F j | = N [](dj , F , L 2(P))

such that for every f P F , there exists a pair of function g u
j ( f ), g l

j ( f ) P F j with g l
j ( f ) ¤

f ¤ g u
j ( f ) almost surely with respect to P, and E[(g u

j � g l
j )

2]1/2 ¤ d j . Hence, given a �xed

f P F , we can construct a set of functions tg l
j , gu

j uN
j=0 for every d0 ¡ d 1 ¡ � � � ¡ d N ¡ 0. For

k P [N], let uk( f ) and l k( f ) be de�ned as u k( f ) = min j¤k gu
j ( f ) and l k( f ) = max j¤k gl

j ( f ).

We will write u k and lk in the following proof if their dependency on f is clear in context.

It is easy to observe that gl
0 = l 0 ¤ l 1 ¤ l 2 ¤ � � � ¤ l N ¤ f ¤ u N ¤ � � � ¤ u 0 = g u

0.

Hence, with tg l
j , gu

j uN
j=0 , we have built a sequence of brackets with decreasing width. Note

that by de�nition, u j ¤ g u
j and l j ¥ g l

j , we have E[(u j � l j )2] ¤ E[(g u
j � g l

j )
2] ¤ d 2

j for
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j P [N]. Consider another decreasing sequence a1 ¡ a 2 ¡ � � � ¡ a N which need not to be

positive. We will use ta iuN
i=1 to construct truncation. Let W be the domain of F , and let

A0 = tw P W : u 0 � l 0 ¥ a 1u, Ak = tw P W : u k � l k ¥ a k+1 and u j � l j   a j+1 for j =

0, . . . , k � 1u, k P t1, . . . , N � 1u, and A N =
� ”

j N A j

� A
. Note that tA juN

j=0 forms a

partition of W and thus
° N

j=0 1A j = 1. With this and some computation, we can write every

f P F as f = u0 +
° N

k=1 (uk � u k�1 )1”
j¥k A j

+
° N

k=0 ( f � u k)1Ak
. Let nn( f ) = P n f � P f , and

we are interested in the quantity that for M P R, P � = P(sup f PF nn( f ) ¥ M). Let # P

(0, 1), and tg 1, . . . , gNu be a sequence of real numbers such that gj ¡ 0 for all j P t1, . . . , Nu

and

N¸

j=1

g j ¤
#M
8

. (3.31)

Then we have P� = P(sup f PF nn( f ) ¥ M) ¤ P 1 +
° N

k=1 P2,k +
° N�1

k=0 P3,k + P 4, where

P1 = P(sup f PF nn(u0) ¡ (1 � #
4)M), P 2,k = P(sup f PF nn((u k � u k�1 )1 Y

j¥k Ak
) ¡ g k),

P3,k = P(sup f PF nn(( f � u k)1Ak
) ¡ g k+1 ), k P t0, . . . , N � 1u, and P 4 = P(sup f PF nn(( f �

uN )1AN ) ¡ #M
8 + g N ). The following proof is dedicated to upper bound these quanti-

ties. Speci�cally, we consider a carefully selected set td juN
j=0 . Let d0 be the smallest d such

that log N [](d, F , L 2(P)) ¤ #
4y(M, s 2, F), i.e., d0 =

�
log N []

� �1 �
#
4y(M, s 2, F)

�
. Subse-

quently, let s = #M/8 and for j P t0, . . . , N � 1u,

dj+1 = max
�

s, suptd ¤ d j /2 : log N [](d, F , L 2(P)) ¥ 4 � log N [](dj , F , L 2(P))u
�

.

Let N = mintj : d j ¤ su. Suppose that log N[](s, F , L 2(P)) ¤ #
4y(M, s 2, F), then d0 ¤ s

by the monotonicity of the bracketing number. With td juN
j=0 , we proceed to de�ne tg ju

and ta ju. For j P t1, . . . , Nu, let gj = 4
dj�1?

n

� °
i¤j log N [](di ,F ,L 2(P))

#

� 1/2

and aj =
8d2

j�1

g j
.

Now we are at the stage of presenting the upper bounds. To bound P 4, note that for

any f P F , because ( f � u N )1AN ¤ 0 almost surely, n n(( f � u N )1AN ) ¤ P(u N � l N ) ¤
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E[(u N � l N )2]1/2 ¤ d N ¤ s = #M
8 . Hence, we have P4 = P(sup f PF nn(( f � u N )1AN ) ¡

#M
8 + g N ) = 0. To bound P 3, note that for any f P F and k P t0, . . . , N � 1u, n n(( f �

uk)1Ak
) ¤ E[(u k � f )1 Ak

] ¤
b

E[(u k � l k)2]E[12
Ak

] ¤
b

d2
kP(A k). Moreover, due to con-

struction of tA ku, we have uk � l k ¥ a k+1 on Ak. Thus, due the chain of inequalities,

E[(u k � l k)2] ¥ E[(u k � l k)21Ak
] ¥ a 2

k+1E[1Ak
], we have P(A k) ¤ E[(u k�l k)2]

a2
k+1

¤ d2
k

a2
k+1

. Plug-

ging this back, we have for all f P F , nn(( f � u k)1Ak
) ¤

b
d2

kP(A k) ¤
c

d2
k

d2
k

a2
k+1

¤ d2
k

ak+1
.

By construction of a j , i.e., aj = 8d2
j�1 /g j , we have g j ¥ d 2

j�1 /a j . Hence, nn(( f � u k)1Ak
) ¤

d2
k /a k+1 ¤ g k+1 and P3,k = P(sup f PF nn(( f � u k)1Ak

) ¡ g k+1 ) = 0.

To upper bound P 1, we have P1 ¤ P(max u0PF0 nn(u0) ¡ (1 � #
4)M) ¤

°
u0PF0

P(nn(u0) ¡

(1 � #
4)M). By assumption for any u 0 P F0 € F and k ¥ 2, E[|u 0 � E[u 0]|k] ¤ k!

2 2k�2 s2.

Recall that by Bernstein's Inequality, for any random random X with E[|X � E[X]| k] ¤

k!
2 2k�2 s2 and X1, . . . , Xn as random variables with the same distribution as X, we have

P( 1
n

° n
i=1 (X i � E[X i ]) ¡ t) ¤ exp

�
� nt2

2(s2+2t)

�
¤ exp

�
� nt2

4(s2+t)

�
. Hence, let y(M, s 2, F) =

nM 2/4(s 2 + M), we thus have P 1 ¤ N [](d0, F , L 2(P)) exp(�y((1 � #
4)M, s 2, F)). More-

over, by de�nition of d 0, we have N [](d0, F , L 2(P)) ¤ exp( #
4y(M, s 2, F)). After straight-

forward calculation. we have P 1 ¤ exp(�(1 � #)y(M, s 2, F)).

To upper bound P 2, note that for any k P t1, . . . , Nu, Var[(uk � u k�1 )1Y j¥k A j ] ¤ E[((u k �

uk�1 )1Y j¥k A j )
2] ¤ E[(u k � u k�1 )2] ¤ E[(u k�1 � l k�1 )2] ¤ d 2

k�1 . By construction of tA ku, we

have 0 ¥ u k � u k�1 ¥ l k�1 � u k�1 ¥ �a k on
”

j¥k A j for k = 1, . . . , N. Then by Bern-

stein's Inequality for random variable with bounded support and �nite variance, it holds

that P(nn((u k � u k�1 )1”
j¥k A j

) ¡ g k) ¤ exp(� ng2
k

2(d2
k�1 +akgk/3) ). Note that u k is de�ned as

min j¤k gu
j where gu

j P Fj . This implies that the possible number of u k is upper bounded by

± k
j=0 |F j |. Then we have

± k
j=0 |F j |

± k�1
j=0 |F j | ¤ exp

�
2

° k
j=1 log N [](dj , F , L 2(P))

�
. This

leads to P2,k ¤ exp
�

2
° k

j=1 log N [](dj , F , L 2(P)) � ng2
k

2(d2
k�1 +akgk/3)

�
. By de�nition of g k and
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ak, we also have ng2
k

2(d2
k�1 +akgk/3) ¥

2
°

j¤k log N [](dj ,F ,L 2(P))
# . Plugging this back in, we have

P2,k ¤ exp
�

�2 1�#
#

°
j¤k log N [](dj , F , L 2(P))

�
.

Recall that by construction

log N [](d0, F , L 2(P)) = #y(M, s 2, F))/4

and log N [](dk, F , L 2(P)) ¥ 4 log N [](dk�1 , F , L 2(P)). Hence,

log N [](dk, F , L 2(P)) ¥ 4 k�1 #y(M, s 2, F))

for k = 1, . . . , N. Then,
° k

j=1 log N [](dj , F , L 2(P)) ¥ 4 k�1 #y(M, s 2, F). This leads to P 2,k ¤

exp
�
�2(1 � #)4 k�1 y(M, s 2, F)

�
, and

° N
k=1 P2,k ¤

° 8
k=1 exp(�(1 � #)y(M, s 2, F)) 2k

. To

continue let a = exp(�(1 � #)y(M, s 2, F))   1 where y(M, s 2, F) = nM 2

4s2+4M . By the

assumption that s 2 ¥ 1/n and M = #s/4, we have y(M, s 2, F) = n# 2s2/16(4 + #) ¥

#2/16(4 + #) ¡ 0. Then we have
° N

k=1 P2,k ¤
° 8

k=1 a2k
¤ c � exp(�(1 � #)y(M, s 2, F)),

where c is a universal constant. With all the results above, we �nally have P � ¤ P 1 +
° N

k=1 P2,k+
° N�1

k=0 P3,k+ P 4 ¤ c � exp(�(1 � #)y(M, s 2, F)), where c is a different universal

constant. The last step is to verify that (3.31) holds. With Lemma 3.1 in Alexander, 1984

and s = #M/8, this can be veri�ed with straightforward calculation.

3.C.4 Proof of Corollary 24

Proof of Corollary 24. By Theorem 23, consider any sn that satis�es (3.7). For any a ¥

s2
n /96, with probability at least 1 � C 1 exp(�2C 2na) where C1 and C2 are universal con-

stants that p0 P Wn(a), and sup pPWn(a) H2(p, p0) ¤ 4a/25. Then by Theorem 20, we

have R(psp,n) À r s�

a
a/p S(s� ). Here we need C1 exp(�2C 2na) ¤ d, which for suf�-

ciently small d is equivalent to a Á 1
n log 1

d. Note that we also need a ¥ s 2
n /96. Choos-

ing a = s 2
n + 1

n log 1
d satis�es these two constraints. Plugging this back into R( psp,n) À

rs�

a
a/p S(s� ) concludes the proof.
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3.C.5 Proof of Lemma 22

Proof of Lemma 22. De�ne J(t) =
³C2t
C1an

b
log N [] (u/C 3, P , H)du; t ¥ a n. By the fact that

u ÞÑ
b

log N [] (u/C 3, P , H) is nonnegative and nonincreasing, J1(t) ¥ 0 and is nonincreas-

ing in t. This suggests that J(t) is concave in t, and hence, a ÞÑ J(
?

a)/
?

a is nonincreas-

ing. For any a ¥ a n, we have

1
?

a

» C2
?

a

C1a

b
log N [] (u/C 3, P , H)du ¤

1
?

a

» C2
?

a

C1an

b
log N [] (u/C 3, P , H)du

=
J(

?
a)

?
a

¤
J(

?
an)

?
an

=
1

?
an

» C2
?

an

C1an

b
log N [] (u/C 3, P , H)du ¤ C 4

?
nan ¤ C 4

?
na,

where the second inequality is due to that a ÞÑ J(
?

a)?
a is nonincreasing. This suggests that

a also satis�es (3.7).

3.D Proofs of Results in Section 3.5
3.D.1 Proof of Theorem 26

Proof of Theorem 26. The MNL model has parameters q P Rd and xi P Rd for i P [N] with

the following conditional probability function

p(a | s; q) =
exp(qJ xa) 1taPsu+ 1 ta=0u

1 +
°

jPsexp(qJ xj )
.

We �rst establish that p(a|s; q) is a Lipchitz continuous function of q for all s and a P

s Y t0u. To this end,

r qp(a|s; q) =
exp(qJ xa)xa � (1 +

°
jPsexp(qJ xj )) � exp(q J xa)(

°
jPsexp(qJ xj )x j )

�
1 +

°
jPsexp(qJ xj )

� 2

=
exp(qJ xa)

1 +
°

jPsexp(qJ xj )
�

xa +
°

jPsexp(qJ xj )xa �
°

jPsexp(qJ xj )x j

1 +
°

jPsexp(qJ xj )

= p(a|s; q) �

0

@ xa

1 +
°

jPsexp(qJ xj )
+

¸

jPs

p(j|s; q)xa +
¸

jPs

p(j|s; q)xj

1

A .

(3.32)
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With this we have

||r q

b
p(a|s; q)||2 ¤

1
2

b
p(a|s; q)

0

@||xa||2 +
¸

jPs

p(j|s; q)||xa||2 +
¸

jPs

p(j|s; q)||xj ||2

1

A

¤
3
2

b
p(a|s; q)Cx.

Hence, we have proved that the function
a

p(a|s; q) is 3Cx/2-Lipschitz continuous with

respect to q. Then for any q1, q2 and �xed s, their squared Hellinger distance can then be

bounded as

h2(p(�|s; q1), p(�|s; q2)) =
1
2

¸

aPs

� b
p(a|s; q1) �

b
p(a|s; q2)

� 2

¤
1
2

¸

aPs

 
3Cx

a
p(a|s; q)
2

||q1 � q 2||2

! 2

¤ D � ||q 1 � q 2||22,

(3.33)

where D = 9C2
x/8. This implies that H 2(q1, q2) ¤ D||q 1 � q 2||22. Then if q P Q where Q is

bounded, we have N [](u, P , H) ¤ N [](u/D, Q, || � ||) �
� D

u

� d
. With this, the left hand side

of the entropy integral in (3.7) can be upper bounded by

» ?
an

C1an

d

log N []

�
u

2
?

2e
, P , H

�
du ¤

?
d

» ?
an

0

gf
f
e log

 
D � 2

?
2e

u

!

du À

d

and log
D � 2

?
2e

sn
,

where the last inequality follows from Lemma 36 provided that
?

an ¤ D � 2
?

2. Hence,

to solve (3.7), it is suf�cient to solve the equation
b

and log D�2
?

2e?
an

À C2
?

nan, which is

equivalent to a n Á d
n log Cx

an
. Choosing an = d

n log nCx
d , and under the assumption that

n Á d log(n/d), the right hand side of the above inequality reads as

d
n

log
�

n
d

Cx

log(n/d)

�
À

d
n

log
nCx

d
= a n. (3.34)

Thus, the above choice of an satis�es (3.7). Moreover,
?

an À C2
x is satis�ed provided that

n Á d log(n/d). Then applying Corollary 24 concludes the proof.
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3.D.2 Proof of Theorem 27

Proof of Theorem 27. To avoid notation overload, only in this proof we let g(s, a; qk) for qk P

Rd and k P [K] denote the conditional probability function of the MNL model g(s, a; q k) =

exp(qJ
k xa)

1+
°

jPs exp(qJ
k xj )

, and let p(a|s; q) be the conditional probability function of the LCL model

as de�ned in (3.11) where q = [q 1, . . . , qK; l 1, . . . , l K]. Thus we have p(a|s; q) =
° K

k=1 l k �

g(a, s; qk). First note that, under Assumption 25, g(a, s; q) is uniformly lower bounded for

all s and a P s Y t0u:

g(a, s; q) =
exp(qJ xa)

1 +
°

jPsexp(qJ xj )
¥

exp(qJ xa)
1 + |s| exp(||q||2Cx)

¥
exp(�C qCx)

1 + N exp(C qCx)
:= D ¡ 0

(3.35)

With the same calculations in (3.32), we have

r qk
p(a|s; q) = l k � g(a, s; qk) �

0

@ xa

1 +
°

jPsexp(qJ
k xj )

+
¸

jPs

g(j, s; qi )xa +
¸

jPs

g(j, s; qk)x j

1

A ;

r l k
p(a|s; q) = g(a, s; qk).

Then we have

||r q

b
p(a|s; q)||2 =

1
2

b
p(a|s; q)||(r qp(a|s; q))/p(a|s; q)||2

¤
1
2

b
p(a|s; q)

 
K¸

i=1

||r qi p(a|s; q)/p(a|s; q)||2 + ||r l p(a|s; q)/p(a|s; q)||2

!

¤
1
2

b
p(a|s; q)

 

3KCx +
° K

i=1 g(a, s; qi )
° K

i=1 l i � g(a, s; qi )

!

.

To proceed, with (3.35), we have
° K

i=1 g(a,s;qi )° K
i=1 l i �g(a,s;qi )

¤
° K

i=1 g(a,s;qi )
D

° K
i=1 l i

¤ K/D. Thus, the density

function of LCL model is (3KC x + K/D)-Lipschitz continuous. With the same compu-

tation in (3.33), let CLCL = K2(3Cx+1/D) 2

2 , it holds that N [](u, P , H) � (u/C LCL)K(d+1)�1 .

Here we have K(d + 1) � 1 = Kd + K � 1 as the effective dimension as there are only

K � 1 free parameters for l P D K�1 in the K � 1 simplex. With this, the left hand side
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of the entropy integral in (3.7) can be upper bounded by
³?

an
C1an

c

log N []

�
u

2
?

2e
, P , H

�
du À

a
K(d + 1) � 1

³?
an

0

c

log
�

CLCL�2
?

2e
u

�
du À

b
an(Kd + K � 1) log CLCL�2

?
2e

sn
. Hence, to solve (3.7),

it is suf�cient to solve the equation

d

an(Kd + K � 1) log
CLCL � 2

?
2e

sn
À

?
nan,

which is equivalent to a n Á (Kd+K�1)
n log CLCL

an
. Using the same technique in (3.34), we have

an = (Kd+K�1)
n log CP n

(Kd+K�1) satis�es the above inequality. Then applying Corollary 24

concludes the proof.

3.D.3 Proof of Theorem 29

Proof of Theorem 29. Let p(a P sj |s; q) be the conditional choice probability function as de-

�ned in (3.12) where q = [ q̃, l]. Note that p(a P sj |s; q) can be written as: for a P sj ,

p(a P sj |s; q) = gA (a, sj ; q̃, l) � g B(sj , s;q̃, l),

where gA (a, sj ; q̃, l) = exp(q̃J xa/l j )°
iPSj

exp(q̃J xi /l j )
and gB(sj , s;q̃, l) =

�
°

iPSj
exp(q̃J xi /l j )

� l j

1+
° K

l=1

� °
iPSl

exp(q̃J xi /l l )
� l l

.

For j P [K], let Vj =
°

iPSj
exp(q̃J xi /l j ) and k i,j = exp( q̃J xi /l j ). With straightforward

calculation, it can be shown that

r q̃gA (a, sj ; q̃, l) = g A (a, sj ; q̃, l)
xa �

°
iPSj

ki,j xi

l jvj
;

r q̃gB(sj , s;q̃, l) = g B(sj , s;q̃, l)
(
°

kP[K]v
l k
k )

°
iPSj

ki,j xi

vj
�

°
kP[K]v

l k
k

°
iPSk

ki,kxi

vk
°

kP[K]v
l k
k

.

Moreover, with the above inequalities and the given assumption that 1/l j ¤ C l for j P

[K], we have ||r q̃gA (a, sj ; q̃, l)|| ¤ g A (a, sj ; q̃, l) 2Cx
l j

and

||r q̃gB(sj , s;q̃, l)|| ¤ 2g B(sj , s;q̃, l)C x.
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Hence, through triangular inequalities of norms, we have

||r q̃p(a P sj |s; q)|| = ||r q̃gA (a, sj ; q̃, l)g B(j; q̃, l) + g A (a, sj ; q̃, l)r q̃gB(sj , s;q̃, l)||;

¤ 2g A (a, sj ; q̃, l)g B(sj , s;q̃, l) max(2C x/l j , l) ¤ 2p(a P s j |s; q)Cx max(2Cl , 1).

Regarding l, it is useful to use the fact that r l i ka,j = � q̃J xa � exp( q̃J xa/l j )/l 2
j for

i = j, a P Sj and r l i ka,j = 0 otherwise. With these, we have

r l i gA (a, sj ; q̃, l) = g A (a, sj ; q̃, l)

°
tPSj

kt,j q̃J xt � q̃J xa

l 2
j vj

1ti=ju ;

r l i gB(sj , s;q̃, l) = g B(sj , s;q̃, l)
�r l i v

l i
i°

kP[K]v
l k
k

1ti�ju +

°
kP[K]ztju vl k

k
°

kP[K]v
l k
k

�r l j v
l j

j
°

kP[K]v
l k
k

1ti=ju .

To continue, with straightforward calculation, for j P [K],

r l j v
l j

j = v
l j

j

 °
iPSj

� q̃J xiki,j

l jvj
+ ln v j

!

.

Then we have
°

iP[K] ||r l i gA (a, sj ; q̃, l)|| ¤ g A (a, sj ; q̃, l) 2CxCq
l 2

j
where ||r l i gB(sj , s;q̃, l)|| ¤

gB(sj , s;q̃, l)g B(si , s;q̃, l) CxCq
l j

if i � j and ||r l i gB(sj , s;q̃, l)|| ¤ g B(sj , s;q̃, l) CxCq
l j

if i = j.

Hence, ||r l i gB(sj , s;q̃, l)|| ¤ g B(sj , s;q̃, l)C xCqCl for all i, j P [K]. With these, we have

||r l p(a P sj |s; q)||2 = ||r l gA (a, sj ; q̃, l)g B(sj , s;q̃, l) + g A (a, sj ; q̃, l)r l gB(sj , s;q̃, l)||

¤ 2p(a P sj |s; q)CxCq max(2C2
l , Cl ).

The above results lead to

||r q̃,l

b
p(a P sj |s; q)|| ¤

b
p(a P sj |s; q)

2

(||r q

b
p(a P sj |s; q)|| + ||r l

b
p(a P sj |s; q)||)

p(a P sj |s; q)

¤ 2
b

p(a P sj |s; q)Cx(1 + C qCl ) max(2Cl , 1).

Let CNL = (2C x(1 + C qCl ) max(2Cl , 1))2/2 and we have for any s = ts juK
j=1 , and any

pairs of q1 = ( q̃1, l 1), q2 = ( q̃2, l 2) that

h2(p(�|s; q1), p(�|s; q2)) =
1
2

¸

aPsj ,sjPs

� b
p(a P sj |s; q1) �

b
p(a P sj |s; q2)

� 2
¤ C NL ||q1 � q 2||22,
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where q1, q2 P RK+d . This implies that H 2(q1, q2) ¤ C NL ||q1 � q 2||22. Then with the same

steps in the proofs for the MNL and LCL models, we can choose a n = K+d
n log CP n

K+1 so that

it satis�es the entropy condition (3.7). Applying Corollary 24 concludes the proof.

3.D.4 Proof of Theorem 30

Proof of Theorem 30. We present the proof for the case where d ¤ N. The proof for the case

where d ¡ N is identical. Let the four-element tuple [x = tx jujP[N], r, q0, pS] de�ne an

instance of the of�ine assortment optimization problem under the MNL model where q 0

is the true model parameter. Moreover, let I = [x, r] and P = [q 0, pS]. Let I Q I and P Q P

be the set of possible of�ine assortment optimization problems under consideration. The

goal is to lower bound R = inf ps sup IPI ,PPP E [|V(s� ) � V( ps)|], where s� = s � (I, P) is the

optimal assortment for instance [I, P], and V(s) = V(s; I, P) =
°

jPs r(s, j)p(j|s; q0) is the

true expected revenue function of the instance [I, P]. To establish a lower bound for R, we

�rst consider d instances of I. For the case where d ¡ N, we consider N instances. All the

other proof steps are identical. Speci�cally, let the i-th instances I i be de�ned as follows:

(i) r(s, i) = r i = 1 and r(s, j) = r j = 0 for j � i; (ii) For i P t1, . . . , du, we set x i P Rd to have

all zero elements except that the i-th element is set to 1/# where # P R is to be chosen later

, e.g., x1 = [1/#, 0, . . . , 0], x2 = [0, 1/#, 0, . . . , 0], etc. For i P td + 1, . . . , Nu, xi can be any

vector in R d as long as xi is distinct to x j for j   i.

Clearly, the optimal assortment for I i is always the singleton set tiu, regardless of the

value of q0. We also have R ¥ R 1 = inf ps supPPP E
h° d

i=1
1
d|V(s� ; Ii , P) � V( ps; Ii , P)|

i
be-

cause the regret average over d instances is always not greater than the worst instance.

Next we continue to lower bound R 1 by specifying a p S and selecting a subset of MNL

models rQ € Q for the worst case regret. Consider the assortment set S := tt1u, . . . , tduu.

We de�ne p S as pS(s) = 1/d if s P S otherwise p S(s) = 0. In other words, the probability

mass is uniformly distributed on all assortments in S. Let rQ := td � v : v P t�1, 1u du where

d P R is to be chosen later. Then R ¥ R 1 ¥ R 2 = inf ps supqPrQ E
h° d

i=1
1
d|V(s� ; q) � V( ps; q)|

i
.
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In the subsequent proof, for v P t�1, 1u d, we use Pv to denote the distribution P v(s, a) =

p S(s)p(a|s; d � v) and qv for qv = d � v. We write v � i v1 if v and v 1 differ in only the i-th

coordinate. we use v+ (q+ ) and v � (q� ) to denote a pair of v where only 1 element is dif-

ferent. Note that if d is small enough, then |q Txi | ¤ 1 for all i. To satisfy this requirement,

one suf�cient condition is |q Txi | ¤ ||q|| � ||x i || ¤ d
# ¤ 1 =¡ d ¤ #.

For any v and v1such that v � i v1, we have

|V(s� ; Ii , Pv) � V(s � ; Ii , Pv1)| =
| exp(xT

i dv) � exp(x T
i dv1)|

�
1 + exp(x T

i dv)
��

1 + exp(x T
i dv1)

�

¥
exp(d/#) � exp(�d/#)

2 + exp(d/#) + exp(�d/#)
¥

exp(d/#) � 1
3 + e

¥
d

(3 + e)#
,

(3.36)

where for the second to last inequality in (3.36) we use the fact that |q Txi | ¤ 1 hence

exp(�d/#) ¤ 1 and exp(d/#) ¤ e; for the last inequality in (3.36) we use the fact that

exp(x) � 1 ¥ x for 0 ¤ x ¤ 1.

Thus, we have proved that, for any v and v 1such that v � i v1,

|V(s� ; Ii , Pv) � V(s � ; Ii , Pv1)| ¥ d/(3 + e)#.

Let n denote the number of samples and Pn denote the product distribution of P. Then,

from Assouad's Lemma (B. Yu, 1997), we have

R 2 ¥
d

(3 + e)#
min
(v,v1)

t||P n
v ^ P n

v1||u, (3.37)

where v, v1 P t�1, 1u d and only differ in 1 coordinate. We further have min v,v1t}P n
v ^

Pn
v1}u ¥ min v,v1t 1

2 exp(�KL(P n
v }Pn

v1)) = 1
2 min v,v1texp(�nE s�p s[KL(p(�|s, qv)}p(�|s, qv1))])uu

where the �rst inequality is due to fact that }p ^ p 1} ¥ 1/2 exp(�KL(p||p 1)) and the equal-

ity follows from the chain rule of KL divergence. With Lemma 37, for any v � j v1, when

s = tju, we have KL(p(�|s; q v)||p(�|s; qv1)) ¤ 4d2

#2 ; when s = tiu and i � j, we have

KL(p(�|s; qv)||p(�|s; qv1)) ¤ (0 � d � 0 � d) 2 = 0. Then for any pair of q v and qv1 such that

v and v1 only differ in one coordinate, we have E s�p s[KL(p(�|s, qv)||p(�|s, qv1))] ¤ 1
d

4d2

#2 .
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With these results and (3.37), we have R2 ¥ d
44#exp(� 4nd2

d#2 ). Choose # =
?

n, d =
?

d,

we �nally have R ¥ R 2 ¥ c
?

d/n where c is an absolute constant. Note that we need

d ¤ # which is equivalent to n ¥ d. In the case where d ¡ N, with the same proof, we can

have R(P , I ) ¥ c �
?

N/n. Hence, we have established that R ¥ c �
a

min(N, d)/n, when

n ¥ min(N, d). This concludes the proof.

3.E Technical Lemmas

Lemma 36. Suppose A ¡ 0 and C ¡ 1. Then for 0 ¤ a ¤ e�
C

2(C�1) A, we have
³a
0

b
log A

u du ¤

Ca
b

log A
a . As a special case, if C = 2, then for 0 ¤ a ¤ e�1 A, we have

³a
0

b
log A

u du ¤

2a
b

log A
a .

Proof of Lemma 36. De�ne

f (a) :=

#
Ca

b
log A

a �
³a
0

b
log A

u du, a ¡ 0;

0; a = 0.

Then f is continuous at 0. Moreover, for a ¡ 0, we have

f 1(a) = (C � 1)

c

log
A
a

�
C

2
a

log A/a
,

which is nonnegative if and only if

log(A/a) ¥
C

2(C � 1)
ô a ¤ e � C

2(C�1) .

As a Ñ 0 + , we further have

f (a)
a

= C

c

log
A
a

�
1
a

» a

0

c

log
A
u

du = (C � 1)

c

log
A
a

�
1
2a

» a

0

1
b

log A
u

du

¥ (C � 1)

c

log
A
a

�
1

2
a

log A/a
¥ (C � 1)

c

log
A
a

�
1

2
b

log A
a

.

This implies that lim inf aÑ0 +
f (a)

a ¥ +8. Therefore, for any 0 ¤ a ¤ e � C
2(C�1) A, we have

f (a) ¥ 0, which concludes the proof.
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Lemma 37. Let p(a|s; q) be an MNL model as de�ned in (3.10). For any singleton assortment

s = tiu, it holds that KL(p(�|s; qv)||p(�|s; qv1)) ¤ (x T
i qv � x T

i qv1)2 where v, v1 are de�ned in

Appendix 3.D.4.

Proof of Lemma 37. For any v, v1 P t1, �1u d that differ only in 1 coordinate, let p v = 1
1+exp(�x T

i qv)

and pv1 = 1
1+exp(�x T

i qv1)
where qv = d � v for some d ¡ 0. Then we have

KL(p(�|s, qv)}p(�|s, qv1)) = (p v � p v1) log(
pv

1 � p v

1 � p v1

pv1
).

With the fact that p v/(1 � p v) = exp(x T
i qv) and (1 � p v1)/p v1 = exp(�x T

i qv1), we have

KL(p(�|s, qv)||p(�|s, qv1)) ¤

 
exp(�x T

i qv1) � exp(�x T
i qv)

exp(�x T
i qv1)

!

(xT
i qv � x T

i qv1).

To continue, assume without loss of generality assume that x T
i qv ¥ x T

i qv1, then

KL(p(�|s, qv)||p(�|s, qv1)) ¤
exp(�x T

i qv1) � exp(�x T
i qv)

exp(�x T
i qv1)

(xT
i qv � x T

i qv1)

= (1 � exp(�x T
i qv + x T

i qv1))(x T
i qv � x T

i qv1)

¤ (1 � (1 + (�x T
i qv + x T

i qv1)))(x T
i qv � x T

i qv1) = (x T
i qv � x T

i qv1)2,

where in the last inequality we use the fact that exp(x) ¥ 1 + x.

Lemma 38. Let Cs� := 1/p S(s� ) and rs� := max jPs� r(s� , j), then the following inequality holds:

for any p1, p2 P P , |V(s� ; p1) � V(s � ; p2)| ¤ r s�

b
Cs� ES[}p1(�|S) � p 2(�|S)} 2

1].

Proof of Lemma 38. With change of measure and by de�nition of V(s; p), we have V(s� ; p1) �

V(s� ; p2) = E S [ f (S)g(S, p1, p2)], where f (S) = I(S = s � )/p S(S) and g(S, p1, p2) = I(S =

s� )
°

jPSYt0u r(S, j) (p1(j|S) � p 2(j|S)). Thus, we have

|V(s� ; p1) � V(s � ; p2)| ¤ r s� ES [ f (S)}p1(�|S) � p 2(�|S)} 1] , (3.38)
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where } � } 1 is the L1 norm. By Hölder's inequality, we also have E S[ f (S)}p1(�|S) � p 2(�|S)} 1] ¤
b

ES[ f 2(S)]ES[}p1(�|S) � p 2(�|S)} 2
1]. Moreover, we have

ES[ f 2(S)] = E S[I(S = s � )/p 2
S(S)] = 1/p S(s� ),

as I(S=s � )
p S(S) has the value zero everywhere except at s = s� . Combining this with the upper

bound for |V(s � ; p1) � V(s � ; p2)| in (3.38), we have

|V(s� ; p1) � V(s � ; p2)| ¤ r s�

b
Cs� ES[}p1(�|S) � p 2(�|S)} 2

1].

Lemma 39. For any p1, p2 P P , ES

� � °
jPSYt0u

�
�p1(j|S) � p 2(j|S)

�
�
� 2

�
¤ 8H 2(p1, p2).

Proof of Lemma 39. We use the fact that the total variation distance is less than a constant

multiple of the Hellinger distance (Tsybakov, 2008), i.e., for any s P S, 1
2

°
jPsYt0u

�
�p1(j|s) �

p2(j|s)
�
� ¤

?
2h(p1(�|s), p2(�|s)), where h is the Hellinger distance. This implies that for

any s P S,
� °

jPsYt0u

�
�p1(j|s) � p 2(j|s)

�
�
� 2

¤ 8h 2(p1(�|s), p2(�|s)). Taking expectation with

respect to S for both sides of this inequality concludes the proof.

Lemma 40 (Bernstein's Exponential Condition). Consider a correctly speci�ed family P =

tp q(y|x) : q P Qu, and the corresponding family of log-likelihood ratios F :=
 

log pq� (Y|X)
pq(Y|X) : q P

Q
(
. De�ne

k(u) :=

$
&

%

2(e|u|/2 �1�|u|/2 )
(1�e �u/2 )2 , u � 0;

1, u = 0.

Assume that for some t ¡ 0, we have logpq� (Y|X)
pq(Y|X) ¤ t. Then for any fq P F , we have

bbE
�

e| fq|/2 � 1 � | fq|
2

�
¤ k(t)H 2(q, q� ). By Taylor's expansion eu � 1 � u =

° 8
k=2

uk

k! , it fol-

lows that, for any fq P F and k ¥ 2, we have E| fq|k ¤ k!
2 2k�2 � 8k(t)H 2(q, q� ). In particular,

E( f 2
q ) ¤ 8k(t)H 2(q, q� ).
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Proof of Lemma 40. Consider fp = f p(Y|X) = log p0(Y|X)
p(Y|X) P F . In particular, f p ¤ t. On the

event tp0(Y|X) ¡ 0u, f p is �nite. By Lemma 41, k( f p) ¤ k(t), that is,

e| f p|/2 � 1 �
| fp|
2

¤ k(t) �
1
2

(1 � e � f p/2 )2

= k(t) �
1
2

"
1 � exp

�
�

1
2

log
p0(Y|X)
p(Y|X)

� * 2

= k(t) �
1

2p0(Y|X)

� b
p0(Y|X) �

b
p(Y|X)

� 2

.

Therefore,

E
�

e| f p|/2 � 1 �
| fp|
2

�
¤ k(t)E

#
1
2

»

Y

� b
p(y|X) �

b
p0(y|X)

� 2

dy

+

= k(t)H 2(p, p0).

Lemma 41. Consider k(u) in Lemma 40. Then k(�) is a non-decreasing and continuous function.

Proof of Lemma 41. For x ¡ �1, consider the change of variable u = 2 log 1
1+x such that

1 � e �u/2 = �x. Then u ¥ 0 if and only if �1   x   0. We further have e |u|/2 � 1 � |u|
2 =

�
log(1 + x) � x

1+x

�
1t�1 x 0u +

�
x � log(1 + x)

�
1tx¡0u . Based on the above transformation,

we de�ne

f (x) :=

$
'&

'%

� 2
(1+x)x + 2

x2 log(1 + x), �1   x   0;

1, x = 0;
2
x � 2

x2 log(1 + x), x ¡ 0.

Then for u � 0, we have k(u) = f (e �u/2 � 1). It suf�ces to show that f is non-increasing

and continuous. Consider g(x) := �x + (1 + x) log(1 + x); x ¡ �1. Then g(0) = g 1(0) =

0 while g2(0) = 1. As x Ñ 0 � , we have lim xÑ0 �

!
f (x) = g(x)

(1+x)x 2/2

)
= g 2(0) = 1.

As x Ñ 0 + , we have lim xÑ0 +

!
f (x) = x�log(1+x)

x2/2

)
= 1. This proves that f is a con-

tinuous function on (�1, +8). For �1   x   0, we have f 1(x) = 2 d
dx

!
g(x)

(1+x)x 2

)
=

2
(1+x) 2x4

 
g1(x)(1 + x)x 2 � g(x)(2x + 3x 2)

(
= 2

(1+x) 2x3

 
2x + 3x2 � 2(1 + x) 2 log(1 + x)

(
. For
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�1   x ¤ 0, consider h(x) := �2x � 3x 2 + 2(1 + x) 2 log(1 + x). Then h 1(x) = 4g(x) ¥

0; �1   x ¤ 0. We have h(x) ¤ h(0) = 0 for �1   x ¤ 0, and hence f 1(x) =

� 2h(x)
(1+x) 2x3 ¤ 0; �1   x   0. This proves that f is non-increasing on (�1, 0). More-

over, lim xÑ0 � f 1(x) = �2 lim xÑ0 �

!
1

(1+x) 2 � h(x)
x3

)
. By h(0) = 0, h1(0) = 4g(0) = 0,

h2(0) = 4g 1(0) = 0, and h 3 (0) = 4g 2(0) = 4, we have lim xÑ0 h(x)/x 3 = h 3 (0)/6 = 2/3.

Then lim xÑ0 � f 1(x) = �4/3   0. For x ¡ 0, we have f 1(x) = 2 d
dx

!
x�log(1+x)

x2

)
=

2
x4

 �
1 � 1

1+x

�
x2 � 2x[x � log(1 + x)]

(
= 2

(1+x)x 3

 
�x 2 � 2x + 2(1 + x) log(1 + x)

(
. For x ¥

0, consider l(x) := x 2 + 2x � 2(1 + x) log(1 + x). Then l 1(x) = 2[x � log(1 + x)] ¥ 0; @x ¥

0. We have l(x) ¥ l(0) = 0 for x ¥ 0, and hence f 1(x) = � 2l(x)
(1+x)x 3 ¤ 0; x ¡ 0. This proves

that f is non-increasing on (0, +8). Moreover, lim xÑ0 + f 1(x) = �2 lim xÑ0 +

!
1

1+x � l(x)
x3

)
.

Note that for x ¥ 0, we have l 2(x) = 2
�
1 � 1

1+x

�
; l3 (x) = 2

(1+x) 2 . Thus we have

l(0) = l 1(0) = l 2(0) = 0 and l 3 (0) = 2. Then lim xÑ0 l(x)/x 3 = l 3 (0)/6 = 1/3, and

lim xÑ0 + f 1(x) = �2/3   0. Combining the above, f (�) is non-increasing and continuous

on (�1, +8).

Lemma 42. For �xed t ¡ 0, a P [0, +8] and any u ¥ 0, we have N [](u, F loc
t (a), L 2(P)) ¤

N []

�
u

2
?

2et/2 , Pt , H
�

. Moreover, N[]

�
u

2
?

2et/2 , Pt , H
�

¤ N []

�
u

2
?

2et/2 , P , H
�

.

Proof of Lemma 42. Let Ft := F loc
t (+8). Then N [](u, F loc

t (a), L 2(P)) ¤ N [](u, F t , L 2(P)).

For i = 1, 2, consider pi (y|x) P P and let rpi := (1 � e �t )pi + e�t p0 P Pt . In particular,

F t Q log(p0/ rpi ) ¤ t, that is, rpi ¥ e �t p0. Then, for some l P [0, 1], we have
�
�
� rp1/2

1 � rp1/2
2

�
�
� =

�
�exp

� 1
2 log rp1

�
� exp

� 1
2 log rp2

� �
� = rpl/2

1 rp(1�l)/2
2
2 |log rp1 � log rp2| ¥ e�t/2

2 p1/2
0 |log rp1 � log rp2|,
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where the second equality is due to mean value theorem. Therefore,

H2( rp1, rp2) ¥
e�t

8
E

# »

Y
p0(y|X)

�
log

rp1(y|X)
rp2(y|X)

� 2

dy

+

=
1

8et E p0

�
log

rp1(Y|X)
rp2(Y|X)

� 2

.

This proves that cN[](u, F t , L 2(P)) ¤ N []

�
u

2
?

2et/2 , Pt , H
�

. Also note that
�
�
� rp1/2

p1
� rp1/2

p2

�
�
� =

| rpp1 � rpp2|
rp1/2

p1
+ rp1/2

p2

=
|pp1 �p p2 |

(pp1+ p0
et �1 )1/2

+ (pp2+ p0
et �1 )1/2 ¤

|pp1 �p p2 |

p1/2
p1

+p 1/2
p2

=
�
�
�p1/2

p1
� p 1/2

p2

�
�
�. This further proves that

H2( rpp1, rpp2) ¤ H 2(pp1, pp2), and hence N[]

�
u

2
?

2et/2 , Pt , H
�

¤ N []

�
u

2
?

2et/2 , P , H
�

.

Lemma 43. Consider two constants s0, s0 P R. If s = s0 and s = s0 satisfy the entropy integral

condition (3.30), then for j ¥ 0, s ¤ s0 + j/5 and s = 2 j/2 s0 also satisfy the entropy integral

condition.

Proof of Lemma 43. Note that s = s0 and s = s 0 satisfying (3.30) implies that

1
s0

» s0

0

b
log N [](u, F , L 2(P))du ¤

1
212+5s0/2

?
ns0

+
1
s0

» s2
0 /2 7+s0/2

0

b
log N [](u, F , L 2(P))du.

By u ÞÑ
b

log N [](u, F , L 2(P)) is non-increasing, this implies that for any j ¥ 0, s = s 0 +

j/5 and s = 2 j/2 s0, we have 1
s

³s
0

b
log N [](u, F , L 2(P))du ¤ 1

s0

³s0
0

b
log N [](u, F , L 2(P))du.

Moreover, it is straightforward to show that

1
s0

» s0

0

b
log N [](u, F , L 2(P))du ¤

1
s

» s2/2 7+s/2

0

b
log N [](u, F , L 2(P))du.

Combining these gives

1
s

» s

0

b
log N [](u, F , L 2(P))du ¤

1
212+5s0/2

?
ns0 +

1
s

» s2/2 7+s/2

0

b
log N [](u, F , L 2(P))du.
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That is,
³s
s2/2 7+s/2

b
log N [](u, F , L 2(P))du ¤ 1

212+5s/2

?
ns2. This proves that s = s0 + j/5

and s = 2 j/2 s0 also satisfy the entropy condition (3.30). Finally, the left hand side of (3.30)

is non-decreasing in s while the right hand side is non-increasing in s. Therefore, it also

holds for all s ¤ s 0 + j/5.

Lemma 44. Consider L(p),pLn(p), Lt (p), pLt,n (p) in (3.22), (3.14) and (3.23). Then we have

L(p0) = L t (p0) = min pPpLt (p) and pLt,n (p0) = pLn(p0). Moreover, for any p P p, we have

pLn(p0) � pLn(p) ¤
1

1 � e �t

!
pLt,n (p0) � pLt,n (p)

)
.

Proof of Lemma 44. It can be established that L(p0) = L t (p0) and pLt,n (p0) = pLn(p0) from

direct derivation. For ease of notation, denote l = e �t P (0, 1). First, we aim to establish

that min pPpLt (p) = L t (p0). For any p P P , denote pl,p := (1 � l)p + lp 0, and we have

Lt (p) � L t (p0) = E log
p0(Y|X)

pl,p (Y|X)
= E

" »

Y
p0(y|X) log

p0(y|X)
pl,p (y|X)

dy
*

¥ 0,

with equality if and only if p 0(�|X) = p l,p (�|X) almost everywhere on Y , almost surely

in X. This concludes that min pPpLt (p) = L t (p0). Next, for any p P P , we have by con-

vexity of u ÞÑ � log(u) that pLt,n (p) = E n

!
� log[(1 � l)p(Y|X) + lp 0(Y|X)]

)
¤ E n

!
(1 �

l)[� log p(Y|X)] + l[� log p 0(Y|X)]
)

= (1 � l) pLn(p) + l pLn(p0). By pLn(p0) = pLt,n (p0),

we have pLt,n (p) � pLt,n (p0) ¤ (1 � l) pLn(p) + l pLn(p0) � pLt,n (p0) ¤ (1 � l)[ pLn(p) � pLn(p0)].

Rearranging terms on both sides, we also have pLn(p0) � pLn(p) ¤ 1
1�l [pLt,n (p0) � pLt,n (p)].

Lemma 45. For l P [0, 1], and two conditional PDFs p1, p2 of Y|X, we have(1�l) 2

4 H2(p1, p2) ¤

H2
�
(1 � l)p 1 + lp 2, lp 2

�
¤ (1 � l)H 2(p1, p2).

Proof of Lemma 45. Suppose l   1, p1, p2 ¥ 0 and p 1, p2 are not zero simultaneously. The

second inequality follows from

�
�
�
�

b
(1 � l)p 1 + lp 2 �

?
p2

�
�
�
� ¤

?
1 � l

|p1 � p 2|
?

p1 +
?

p2
=

?
1 � l|

?
p1 �

?
p2|.
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The �rst inequality follows from

�
�? p1 �

?
p2

�
� =

a
(1 � l)p 1 + lp 2 +

?
p2

(1 � l)
� ?

p1 +
?

p2
�

�
�
�
�

b
(1 � l)p 1 + lp 2 �

?
p2

�
�
�
� .

Note that
a

(1 � l)p 1 + lp 2 ¤ max
 ?

p1,
?

p2
(

¤
?

p1 +
?

p2, and hence

b
(1 � l)p 1 + lp 2 +

?
p2 ¤ 2 (

?
p1 +

?
p2) .

Then we have
�
�? p1 �

?
p2

�
� ¤ 2

1�l

�
�
�
a

(1 � l)p 1 + lp 2 �
?

p2

�
�
�. Finally, if l = 1 or p 1 =

p2 = 0, then the equalities hold trivially.

Lemma 46. Let p0(y|x) be the true conditional density. Then for any conditional density function

p(y|x), 2H2(p, p0) ¤ L(p) � L(p 0).

Proof of Lemma 46.

L(p) � L(p 0) = E
" »

Y
p0(y|X) log

p0(y|X)
p(y|X)

dy
*

¥ �2E

# »

Y
p0(y|X)

" d
p(y|X)
p0(y|X)

� 1

#

dy

+

= E
"

2 �
»

Y

b
p0(y|X)p(y|X)dy

*
= E

# »

Y

� b
p(y|X) �

b
p0(y|X)

� 2

dy

+

= 2H 2(p, p0),

where the inequality is due to log(1 + u) ¤ u.

Lemma 47 (Y. Yang and Barron (1998, Lemma 4)). Let p0(y|x) be the true conditional density.

If for some +8 ¡ t ¡ 0, log p0(Y|X)
p(Y|X) ¤ t, then for any p, L(p) � L(p 0) ¤ 2(2 + t)H 2(p, p0).
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4. CATE Estimation With Potential Outcome Imputation
From Local Regression

4.1 Introduction

One of the most signi�cant challenges for Conditional Average Treatment E�ect (CATE)

estimation is the statistical disparity between distinct treatment groups (Goldsmith-Pinkham

et al., 2022). While Randomized Controlled Trials (RCTs) mitigate this issue (Imbens &

Rubin, 2015; Rubin, 1974), they can be expensive, unethical, and sometimes unfeasible to

conduct. Consequently, we are often constrained to relying on observational studies sus-

ceptible to the aforementioned issue due to various selection biases. To address this, we

introduce a model-agnostic data augmentation method based on potential outcome imputa-

tion, comprising two key steps. First, our approach identi�es a subset of individuals whose

counterfactual outcomes can be reliably imputed. Subsequently, it performs imputation for

the counterfactual outcomes of these selected individuals, thereby augmenting the original

dataset with the imputed values. Crucially, our method functions as a data preprocessing

module that is independent of the chosen CATE estimation model.

Our key insight is that potential outcome imputation for individuals in the observational

dataset can reduce the statistical discrepancy between treatment groups. In particular, our

method is motivated by an observed trade-o� between (i) the discrepancy across treat-

ment groups and (ii) the imputation error of the missing counterfactual outcomes. To

give a concrete example, consider the scenario with a binary treatment assignment. In

this context, no individual can appear in both the control and treatment groups due to

the inaccessibility of counterfactual outcomes (Holland, 1986). Suppose that we randomly

impute the missing counterfactual outcomes and subsequently integrate each individual

along with their imputed outcomes back into the dataset. This data augmentation process

ensures that individuals from both the control and treatment groups become identical, ef-

fectively eliminating all disparities. However, it becomes evident that any model trained
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on such a randomly augmented dataset would exhibit poor performance, primarily due to

the substantial error introduced by the random imputation of the counterfactual outcomes.

To tackle this challenge, we propose to identify a subset of individuals whose counterfac-

tual outcomes can be reliably imputed and limit the imputation to this group. Such a

risk-averse approach e�ectively control the imputation error so that the positive impact of

disparity reduction will outweigh the negative impact of imputation error. We note that

this is a general framework which can be instantiated with di�erent choices of imputation

methods. In Section 4.4, we formalize our insights by providing theoretical guarantees for

this framework.

To instantiate this framework, this work considers a speci�c realization: imputation

with local regression methods such as local Gaussian Process (GP) using close neighbors of

individuals to impute their missing counterfactual outcome. We choose to use the number

of close neighbors as the criterion for imputation: our method only impute for individuals

with su�cient number of neighbors. Speci�cally, we impute the counterfactual outcomes for

these individuals by utilizing the factual outcomes of their proximate neighbors We explore

two distinct methods for imputation: linear regression and GP. To comprehensively assess

the e�cacy of our method, we theoretically demonstrate that our approach asymptotically

generates datasets whose probability densities converge to those of RCTs. In addition, we

provide �nite-sample generalization bounds for GP-based local regression in Section 4.5.2.

To further boost the performance of local regression methods, we propose to use con-

trastive learning to identify the close neighbors of individuals for potential outcome im-

putation. Through contrastive learning, we learn a representation space and a similarity

measure, such that within this learned representation space, close individuals identi�ed by

the similarity measure exhibit similar potential outcomes. This smoothness property facil-

itates local regression methods as the outcomes are highly correlated locally. Consequently,

this ensures that the imputation can be achieved locally within the representation space with

simple models that require minimal tuning.

Our empirical results in Section 9.5 further demonstrate the e�cacy of our method,
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showcasing consistent enhancements in the performance of state-of-the-art CATE esti-

mation models, including TARNet, CFR-Wass, and CFR-MMD (Shalit et al., 2017), S-

Learner and T-Learner integrated with neural networks, Bayesian Additive Regression Trees

(BART) (Chipman et al., 2010; J. Hill et al., 2020; J. L. Hill, 2011) with X-Learner (Künzel

et al., 2019), and Causal Forests (CF) (Athey & Imbens, 2016) with X-Learner.

4.2 Related Works

One of the fundamental tasks in causal inference is to estimate Average Treatment Ef-

fects (ATE) and Conditional Average Treatment E�ects (CATE) (Neyman, 1923; Rubin,

2005). Various methods have been proposed for ATE estimation, including Covariate Ad-

justment (Rubin, 1978), Propensity Scores (Rosenbaum & Rubin, 1983), Doubly Robust

estimators (Funk et al., 2011), Inverse Probability Weighting (Hirano et al., 2003), and

recently Reisznet (Chernozhukov et al., 2022). While these methods are successful for ATE

estimation, they are not directly applicable to CATE estimation.

On the other hand, recent advances in machine learning have led to new approaches for

CATE estimation, such as decision trees (Athey & Imbens, 2016), Gaussian Processes (Alaa

& Van Der Schaar, 2017), Multi-task deep learning ensemble (Z. Jiang et al., 2023), Gen-

erative Modeling (Yoon et al., 2018), and representation learning with deep neural net-

works (Johansson et al., 2016; Shalit et al., 2017). It is worth noting that alternative

approaches for investigating causal relationships exist, such as do-calculus, proposed by

Pearl (Pearl, 2009a, 2009b). Here, we adopt the Neyman-Rubin framework. At its core,

the CATE estimation problem can be seen as a missing data problem (Ding & Li, 2018;

Holland, 1986; Rubin, 1974) due to the unavailability of the counterfactual outcomes. In

this context, we propose a new data augmentation approach for CATE estimation by im-

puting certain missing counterfactuals. Data augmentation, a well-established technique in

machine learning, serves to enhance model performance and curb over�tting by arti�cially

expanding the size of the training dataset (Chawla et al., 2002; P. Chen et al., 2020; S. Y.

Feng et al., 2021; H. Han et al., 2005; W. Jiang et al., 2020; P. Liu et al., 2020; Van Dyk
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& Meng, 2001).

A crucial aspect of our methodology is the identi�cation of similar individuals. There

are various methods to achieve this goal, including propensity score matching (Rosenbaum

& Rubin, 1983), and Mahalanobis distance matching (Imai et al., 2008). Nonetheless,

these methods pose signi�cant challenges, particularly in scenarios with large sample sizes

or high-dimensional data, where they su�er from the curse of dimensionality. Recently,

Perfect Match (Schwab et al., 2018) is proposed to leverage importance sampling to generate

replicas of individuals. It relies on propensity scores and other feature space metrics to

balance the distribution between the treatment and control groups during the training

process. In contrast, we utilize contrastive learning to construct a similarity metric within

a representation space. Our method focuses on imputing missing counterfactual outcomes

for a selected subset of individuals, without creating duplicates of the original data points.

While the Perfect Match method is a universal CATE estimator, our method is a model-

agnostic data augmentation method that serves as a data preprocessing step for other CATE

estimation models.

4.3 Theoretical Background

Let T P t0, 1u be a binary treatment assignment, X P X € Rd be the covariates

(features), and Y P Y € R be the factual (observed) outcome. For each j P t0, 1u, we

de�ne Yj as the potential outcome (Rubin, 1974), which represents the outcome that would

have been observed if only the treatment T = j was administered. The random tuple

(X, T, Y) jointly follows the factual (observational) distribution denoted by pF (x, t, y). Let

DF = t (xi , ti , yi )un
i=1 denote a dataset that consists of n observations independently sampled

from pF where n is the number of observations.

De�nition 48 (CATE). The Conditional Average Treatment Effect (CATE) is de�ned as:

t(x) = E[Y 1 � Y 0|X = x]. (4.1)

CATE is identi�able under the assumptions of positivity, i.e., 0   p F (T = 1|X)   1,

and conditional unconfoundedness, i.e., (Y1, Y0) KK T|X (Imbens & Rubin, 2015; Robins,
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1986). Let t̂(x) = h(x, 1) � h(x, 0) denote an estimator for CATE where h is a hypothesis

h : X � t0, 1u Ñ Y that estimates the underlying causal relationship f between (X, T) and

Y.

De�nition 49 (PEHE). The Expected Precision in Estimating Heterogeneous Treatment

Effect (PEHE) (J. L. Hill, 2011) is de�ned as:

#PEHE(h) =
»

X
( t̂(x) � t(x)) 2pF(x)dx. (4.2)

De�nition 50. For a joint distribution p over (X, T, Y) and a hypothesis h the loss function

is de�ned as:

L p(h) =
»

(y � h(x, t)) 2p(x, t, y) dx dt dy,

Remark 51. #PEHE is widely-used as the performance metric for CATE estimation. However,

directly estimating # PEHE from observational data D F is a non-trivial task, as it requires

knowledge of the counterfactual outcomes to compute the ground truth CATE values.

This challenge underscores that models for CATE estimation need to be robust to over-

�tting the factual distribution. Our empirical results (in Section 9.5) indicate that our

method mitigates the risk of over�tting for various CATE estimation models.

4.4 Understanding Data Augmentation for CATE Estimation

In this section, we present a generalization bound for the performance of CATE esti-

mation models trained using the augmented dataset. This theoretical result will motivate

our proposed data augmentation algorithm. Given the observed factual dataset DF with n

samples, a counterfactual data augmentation algorithm has two main components:

• Component I: identifying a subset R n € X � t0, 1u, where R t
n € X for t P t0, 1u

is the projection for the treatment and control groups on which to perform data

augmentation.

• Component II: imputing the missing potential outcomes for individuals in R n with

an algorithm f̃n : R n Ñ Y .
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The marginal distribution of (X, T) in the augmented dataset can be de�ned as follows:

pAF (x, t) =
1

1 + b
pF (x, t) +

b
1 + b

q(x, 1 � t),

where b
1+b P [0,1

2] represents the ratio of the number of the select individuals for augmenta-

tion to the total number of samples in the augmented dataset, and q =pF (x,1�t)
a 1R n , with a

as the normalizing constant,i.e., a =
³

pF (x, 1 � t)1 R n (x, 1 � t)dxdt. In other words, q is the

factual distribution of the alternative treatment group with its probability mass normalized

to the augmentation region Rn. Intuitively, an e�ective data imputation method f̃n(x, t)

should approximate the true function f in the region Rn, i.e., f̃n(x, t) � f (x, t) for x P R t
n.

Hence, pAF (y|x, t) can be de�ned as follows: it is equal to pF (y|x, t) when (x, t) is sampled

from the factual distribution; for samples drawn from q(x, 1 � t), p AF (y|x, t) is de�ned as a

point mass function d(y = f̃n(x, t)).

Let pRCT (x, t, y) represent the distribution of (X, T, Y) when the observations are sam-

pled from randomized controlled trials. To establish the generalization bound, we assume

that there is a true potential outcome function f such that Y = f (X, T) + h with h verifying

that E[h] = 0.

Proposition 52 (Generalization Bound). Let h be a hypothesis, its #PEHE is upper bounded as

follows:

#PEHE(h) ¤ 4 �
�

L pAF(h)
l jh n

(I)

+2 V
�
pRCT

�
X, T

�
, pAF

�
X, T

��

l jh n

(II)

+
b

1 + b
� bA (n)

l jh n

(III)

�
(4.3)

where V(g1, g2) = 1
2

³
S |g1(s) � g 2(s)|ds is the total variation distance between two distributions,

and,

bA (n) = E X,T�q
�
} f (X, T) � f̃n(X, T)} 2�
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4.4.0.0.1 Interpretation We �rst note that term (I) in Proposition 52 is essentially the

training loss of a hypothesis h on the augmented dataset. Term (II) characterizes the

statistical similarity between the individuals' features in the augmented dataset and those

generated from an RCT. As there is no statistical disparity across treatment groups when

(X, T) follows pRCT , the closer pAF is to pRCT the less is the statistical disparity in the

augmented dataset. Meanwhile, (III) characterizes the accuracy of the data augmentation

method. Hence, this theorem provides a rigorous illustration of the trade-o� between the

statistical disparity across treatment groups and the imputation error. It underscores that

a data augmentation method with a low potential outcome imputation error can improve

CATE estimation. Also note that as b
1+b (i.e., the ratio of imputed data points to all the

data points) increases, (III) increases while (II) decreases. This captures another trade-o�

between the precision of data imputation and the discrepancy across treatment groups. It

is also essential to highlight that if the local regression module can achieve more accurate

estimation with more samples (e.g., local Gaussian Process) bA (n) will converge to 0, as

proved in Section 4.5.2.

4.5 Potential Outcome Imputation from Local Regression

While Section 4.4 proposes a general framework relying on potential outcome impu-

tation, we consider a speci�c instantiation � imputation from local regression methods

with simple function classes such as linear regression and GP. We opt for these relatively

straightforward function classes motivated by the following three principles:

• Local Approximation: Complex functions can be locally estimated with simple func-

tions, e.g., continuous functions and complex distributions can be approximated by

a linear function (Rudin, 1953) and Gaussian distributions (Tjøstheim et al., 2021),

respectively.

� Sample E�ciency: If a class of simple functions can estimate the true target function

locally, then a class with less complexity will require fewer close neighbors for good

approximations.
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: Practicality: A simpler function class requires less hyper-parameter tuning, which

remains one of the most signi�cant challenges in causal inference applications.

We refer to these approaches as Potential Outcome via Local Regression (POLO).

4.5.1 Algorithm

4.5.1.0.1 Overview POLO have two components. The �rst component is a classi�er

g(x, x1, t). For example, g can be a threshold function based on the Euclidean distance

in X : g(x, x1, t) = 1t}x � x 1} ¤ e tu where et ¥ 0 is a pre-speci�ed threshold. Recall that

DF = tx i , yi , tiun
i=1 is the factual dataset. For a given individual x, g identi�es x's close

neighbors Dx, that is, individuals in D F who are likely to exhibit similar outcomes when

subjected to the same treatment t. The second component is a local regressor y(x, Dx),

which imputes the counterfactual outcome for x after being �tted to its close neighbors Dx.

For t P t0, 1u, we use Dt € D F to denote the factual observations in treatment group t,

i.e, Dt = t(x i , ti , yi ) P DF|t i = tu. Note that D F = D 0 Y D 1. For a given individual x in

DF within treatment group t whose counterfactual outcome (i.e., potential outcome under

treatment 1 � t) needs to be imputed, the classi�er g �rst selects from D 1�t a subset of

individuals1 who are close neighbors to x denoted by Dx. Speci�cally,

Dx = ti P [n] : t i = 1 � t, g(x, x i , 1 � t) = 1u. (4.4)

Here, Dx are individuals in treatment group 1 � t who are likely to have similar potential

outcomes to x under treatment 1 � t. Subsequently, the non-parametric regressor y utilizes

the factual outcomes in Dx to estimate the counterfactual outcome of x: pyx = y(x, D x).

Finally, the imputed outcome of x is incorporated into the dataset, i.e., D1�t
A = D 1�t Y

t(x, 1 � t, pyx)u. This process is repeated for every individuals in the factual dataset DF.

The augmented dataset DA = D 0
A Y D 1

A will be used as the training dataset for CATE

estimation models.

However, as discussed in Section 6.1 and shown by Propsition 52, the minimal error of

the counterfactual imputation plays a crucial role in the success of data augmentation. To

1 The terms "individual" and "indices of individuals" are used interchangeably.
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ensure the reliability of these imputations, we only perform imputations for individuals who

possess a su�cient number of close neighbors. In the worst case, no individuals will meet

these criteria for imputation, resulting in no augmentation of the dataset. To this end,

POLO is a risk-averse method that ensures performance at least does not degrade.

4.5.1.0.2 Gaussian Process While there are many choices for the non-parametric local

regressor y, we focus on GP in this work and next elaborate how a local GP y(x, Dx)

imputes the potential outcome. GP is a non-parametric method (Seeger, 2004) that o�ers

robust solutions to regression problems. It is fully characterized by a mean function m :

X Ñ R and a kernel K : X � X Ñ R +
0 and it is denoted as GP(m, K). A GP is a random

process f(X ) indexed by a set X such that any �nite collection of these random variables

follows a multivariate Gaussian distribution. Consider a �nite index set of n elements

xn = tx iun
i=1 , then the n-dimensional random variable f(xn) =

�
f(x 1), f(x 2), . . . , f(x n)

�

follows a Gaussian distribution:

f(x n) � N
�
m(xn), K(xn, xn)

�
(4.5)

where m(xn) =
�
m(x1), . . . , m(xn)

�
is the mean and the K(xn, xn) is a n � n covariance

matrix whose element on the i-th row and j-th column is de�ned as K(xn, xn) i j = K(x i , xj )

Based on the principle of Local Approximation, if an individual x in the factual dataset

received treatment t, it is assumed that the potential outcome of the individual x and those

of its close neighbors (i.e., the individuals within Dx) under treatment 1 � t follow a GP.

Note that by construction of Dx, the potential outcome of Dx under treatment 1 � t is the

observed factual outcome. Thus, after constructing Dx, , the counterfactual outcome for x

is imputed as

py1�t
x = y(x, D x) = E[y 1�t |x, ty iuiPDx ]. (4.6)

Under the assumption of GP, py1�t
x has a closed-form solution. Let s(i) denote the i-th

smallest index in Dx and K denote the kernel (covariance function) of GP. Then

py1�t
x = K J

x K xxy, (4.7)
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where

K x = [K(x, x s(1) ), . . . , K(x, xs(|D x |) )],

y = [y s(1) , . . . , ys(|D x |) ],

and Kxx is a |Dx| � |D x| matrix whose element on the i-th row and j-column is K(xs(i) , xs(j) ).

Finally, we append the tuple (x, 1 � t, py1�t
x ) into the factual dataset to augment the training

data.

4.5.2 Theoretical Analysis

Here we study the theoretical properties of the proposed method. Speci�cally, we present

two main theoretical results regarding the e�cacy of POLO: (i) Our �rst result characterizes

the asymptotic behavior, demonstrating that the distribution of the augmented dataset

converges towards the distribution of randomized controlled trials (RCTs); (ii) Our second

result establishes �nite-sample regret guarantees for POLO with GP, establishing that its

imputation error can be e�ectively controlled.

4.5.2.0.1 Notation We use O to denote the standard big-O notation for asymptotic be-

haviors andÕ to denote the big-O notation ignoring all the log terms. || � ||2 denote the Eu-

clidean norm. For any two values a, b P R, we let a _ b = max(a, b) and a ^ b = min(a, b).

Let n1 and n0 denote the number of individuals in the treatment and control groups,

respectively. We de�ne u = P(T = 1) as the probability of an individual being in the

treatment group, and let y = u
1�u . Moreover, let Xt d= (X|T = t) and g = P(r(X 1, X0) ¥

e) P (0, 1) where r(�, �) denotes the distance metric between features (e.g. the contrastive

learning distance) of the treatment and control groups, and e is a pre-de�ned threshold.

POLO de�nes augmentation regions for the control and the treatment groups denoted as

R 0
n and R1

n, respectively. For t P t0, 1u, we have that,

R 1�t
n = tx j |j P [n], tj = 1 � t, Di 1   . . .   i k P [n],

t ik = t, r(x ik, x) ¤ eu

where k is a positive constant denoting the number of neighbors. We remark that for any
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given individual x, the likelihood of encountering neighboring data points is su�ciently

high as the number of data points grows, which facilitates reliable imputation of its coun-

terfactual outcome. This concept is formally captured in the following Proposition.

Proposition 53. Let j P t0, 1u and anj = P(X j P Rj
n), be the probability of �nding k close

neighbors for X in the alternative group. Then

anj ¥ 1 � n k
j g

nj

k�1¸

i=0

1
i!

�
1 � g

g

� i

.

Hence, 1 � anj = O(n k
j g

nj ).

This implies that with a su�cient number of samples, the probability of not encountering

data points in close proximity to any given point x becomes very small as the exponential

decay gnj for g   1 dominates. Hence, positivity ensures that within the big data regime,

we will encounter densely populated regions, enabling us to approximate counterfactual

distributions locally. This facilitates the application of our methods. Next, we prove that

our data augmentation method converges to an RCT.

Proposition 54 (Convergence to RCT). Let p1
AF and p0

AF be the distributions of the treatment

and control groups, respectively, after data augmentation. The following upper bound holds:

V(p1
AF, p0

AF) ¤
1 � a n0

1 + z �1 an1

+
zan0 (1 � a n1)

1 + a n0z

+
|1 � a n0an1|

(1 + z �1 an1) (1 + a n0z)
,

(4.8)

as n1 and n0 converge to in�nity, we have that an1 and an0 converge to 1 with the rates proved in

Proposition 53. Hence, the right-hand side of the bound converges to 0.

Now, we establish the �nite-sample guarantees for the GP local regressor. From a

functional perspective and by Mercer's decomposition Seeger, 2004, a GP can be considered

as a distribution on a function class F € t f : X Ñ Ru, and F is fully speci�ed by GP's

kernel K : X � X Ñ R +
0 .
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Assumption 55. The potential outcome functions belong to this function space F , i.e,

t f (X, T = t) : X Ñ R | t P t0, 1uu € F .

Remark 56. This assumption is not unreasonable because, by choosing a radial basis func-

tion (RBF) kernel, the function class F is assumed to contain all continuous functions

which commonly include the potential outcomes functions.

De�nition 57 (Lipschitz Constant for GP Kernel). Assume that K : X � X Ñ R + is the

kernel of a Gaussian Process (GP). Its Lipschitz constant LK is de�ned as:

LK(X ) = sup
x,x1PX

||r xK(x, x1)||2. (4.9)

Remark 58. For well-known kernels, such as RBF, LK is known and �nite if X is a bounded

space. Moreover, LK(X ) is an increasing function of the input space X , i.e., if X € X 1,

LK(X ) ¤ L K(X 1).

In this part, we assume that the data generation process is as follows,

Y = f (X, T) + h,

where h � N (0, s 2) and it is independent of (X, T). We also assume that X € Rd and the

potential outcomes function f are bounded, and f is Lf -Lipschitz continuous.

Assume there is a dataset txi , yiu
n̄t
i=1 available with n̄t samples for the imputation of

potential outcomes under treatment t. Let sn̄t (x) = K(x, x) � K(x, x n̄t )(K(x n̄t , xn̄t ) + s 2 �

In̄t )
�1 K(x n̄t , x) be the posterior standard deviation of GP at x where

K(x, xn̄t ) P R1� n̄t = [K(x, x 1), . . . , K(x, xn̄t )],

K(x n̄t , x) P Rn̄t �1 = [K(x, x 1), . . . , K(x, xn̄t )]
J ,

K(x n̄t , xn̄t ) P Rn̄t � n̄t , K(xn̄t , xn̄t ) i j = K(x i , xj ).

Let f̃n̄t (x, t) denote the GP-based imputation function given the dataset txi , yiu
n̄t
i=1 € D t ,

i.e., f̃n̄t (x, t) = K(x, x n̄t )(K(x n̄t , xn̄t ) + s 2 � I n̄t )
�1 y n̄t where yn̄t = [y 1, . . . , yn̄t ]

J . Note f̃n̄t is

a random function, varying with the observed dataset. The following result addresses its

generalization error.
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Proposition 59. For t P t0, 1u, let Lt
K = L K(R 1�t

n ) denote the Lipschitz constant of the kernel K

in region R1�t
n and let Ut

K = sup x,x1PR1�t
n

K(x, x1) denote the "width" of region R1�t
n . Then for

t P t0, 1u, with probability at least 1 � d where d P (0, 1),

sup
xPRt

n

| f (x, t) � f̃n̄t (x, t)|

¤

0

@

d
Ct

K

n̄t
+

c
sup

xPR1�t
n

sn̄t (x)

1

A

d

d log
�

1 + n̄2
t r t

d

�

+ O(1/ n̄t ),

(4.10)

where Ct
K = 4L t

K + 2U t
K/s 2 is only related to the kernel K and unrelated to the number of sample

n̄t ; rt = max x,x1PR1�t
n

||x � x 1|| is the radius of the augmentation region.

Remark 60. To control the error, observe that s̄nt (x) is a decreasing function of n̄t while

supxPRt
n

sn̄t (x) is an increasing function of the size of the augmentation region R t
n. There-

fore, the data augmentation region must be chosen carefully such that it can be controlled

and diminishes asymptotically to zero.

Proposition 59 is a su�cient condition for controlling term (III) in Proposition 52 due

to the fact that

EX,T�q
�
} f (X, T) � f̃n(X, T)}

�

¤ sup
tPt0,1u

sup
XPR1�t

n

| f (X, t) � f̃n(X, t)|,

and the following result:

Proposition 61. With probability at least 1 � d where d P (0, 1),

sup
tPt0,1u

sup
xPR1�t

n

| f (x, t) � f̃n̄t (x, t)|

¤
?

dÕ

0

@

d
C0

K _ C 1
K

n̄0 ^ n̄1
+

c
sup
xPR1

n

sn̄0(x) _ sup
xPR0

n

sn̄1(x)

1

A

+ O(1/( n̄0 ^ n̄1)),

(4.11)
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FIGURE 4.1: t-SNE visualization of IHDP features and potential outcome Y 0 in the
ambient space (left) and the latent space (right) learned by contrastive learning. Groups
are de�ned by dividing the potential outcome Y 0 values into �ve equal intervals from

smallest to largest, with each individual labeled based on the value of its potential
outcome.

with all the constants de�ned in Proposition 59.

Remark 62. As proved in Proposition 53, for any number of required neighbors n̄t , the

probability of a �xed x not having more than n̄t neighbors decreases approximately exponen-

tially to 0. This implies that the imputation error with local GP can be effectively controlled. As

the right-hand side of Equation (4.10) converges to 0 as n Ñ +8, this demonstrates that

asymptotically POLO with local GP will lead to unbiased learning of CATE.

Remark 63. POLO carefully selects the subset of individuals for counterfactual outcome

imputation so that

• By only selecting individuals with a suf�cient amount of close neighbors, R 1�t
n is

reduced. sn̄t (x) is also decreased as the posterior of GP has less variance with more

close neighbors. Hence, supxPR1�t
n

sn̄t (x) is signi�cantly reduced, leading to reduced

error.

• Smaller R 1�t
n decrease both Lt

K and U t
K, further decreasing the error.

Remark 64. The effect of the complexity of the true causal function f is captured in Ct
K and

sn̄t (x): a simpler f implies smoother kernel thus smaller C t
K and faster decrease of s̄nt (x).

4.6 COCOA: Contrastive Counterfactual Augmentation

To further boost the performance of local regression methods, we propose to employ

contrastive learning for an enhanced classi�er g to select neighbors. Our motivation is that
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the success of local regression methods depend on the strength of local correlation. In other

words, neighbors selected by the classi�er g should exhibit similar outcomes when subjected

to the same treatment. This property, however, may not hold in the original feature space

under an arbitrarily selected metric g. To this end, we propose to use contrastive learning

to learn a classi�er gq with parameters q and a latent representation space which verify this

desired property.

Contrastive (representation) learning methods (Bojanowski & Joulin, 2017; Caron et

al., 2020; T. Chen et al., 2020; Dosovitskiy et al., 2014; K. He et al., 2020; Misra &

Maaten, 2020; Tian et al., 2020; Trinh et al., 2019; Z. Wu et al., 2018) are based on the

principle that similar individuals should be associated with closely related representations

within an embedding space. This is achieved by training models to perform an auxiliary

task: predicting whether two individuals are similar or dissimilar. In the context of CATE

estimation, we consider two individuals as similar individuals if they show similar outcomes

under the same treatment. Figure 4.1 illustrates this: with contrastive learning, the features

of the individuals with similar potential outcomes are more clustered in the representation

space, demonstrating the smoothness property that enables reliable local imputation.

4.6.0.0.1 Module Training. The degree of similarity between outcomes is measured using

a particular metric in the potential outcome space Y . In our case, we employ the Euclidean

norm in R 1 for this purpose. With this perspective, given the factual (original) dataset

DF = t(x i , ti , yi )un
i=1 , we construct a positive dataset D+e that includes pairs of similar

individuals. Speci�cally, we de�ne D +
e = t(x i , xj , ti ) : i, j P [n], i � j, t i = t j , }y i � y j} ¤ eu

where e is user-de�ned sensitivity parameter specifying the desired level of precision. We

also create a negative dataset D� = t(x i , xj , ti ) : i, j P [n], i � j, t i = t j , }y i � y j} ¡ eu

containing pairs of individuals deemed dissimilar. Let ` : t0, 1u � t0, 1u Ñ R be any

loss function for classi�cation task . We learn a parametric classi�er (neural network)
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gq : X � X Ñ t0, 1u with parameter q by optimizing the following objective function:

min
q

¸

(x,x1,t)PD+
e

`(gq(x, x1, t), 1) +
¸

(x,x1,t)PD �
e

`(gq(x, x1, t), 0)

4.6.0.0.2 Neighbor Identi�cation. For a given individual x in D F within treatment group

t, we utilize trained gq to identify its close neighbors Dx for counterfactual imputation

following Equation (4.4) with gq as the classi�er. We term this proposed approach with a

learned classi�er as COntrastive COunterfactual Augmentation (COCOA). After selecting

the neighbors, the potential outcome imputation of COCOA is the same as POLO. See

Algorithm 3 in the Appendix for the Pseudocode of COCOA.

FIGURE 4.2: Effects of COCOA on preventing over�tting. From left to right: IHDP with
TARNet, CFR-Wass, and T-learner. X-axis has the training epochs; Y-axis shows the

performance measure (not accessible in practice). The performance of the models trained
without data augmentation decreases as the epoch number increases beyond the optimal
stopping epoch (blue curves), over�tting to the factual distribution. In contrast, the error
of the models trained with the augmented dataset barely increase (red curves), demonstrating

the effect of COCOA on preventing over�tting.

4.7 Empirical Studies

While the theoretical results in Sections 4.4 and 4.5.2 provide large-sample guarantees,

here we empirically demonstrate that COCOA works for practical scenarios where the

number of samples is only moderate. In particular, we observe that COCOA consistently

improves the CATE estimation performance across state-of-the-art CATE models. More

importantly, we observe that COCOA prevents CATE models from over�tting to the factual

data during training. We believe this property is particularly important in the setting of

CATE estimation because the true performance of models cannot be validated in practice,

making robustness to over�tting an especially desirable property.
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4.7.0.0.1 Evaluation Setup. We test our proposed methods on various benchmark datasets:

the IHDP dataset (J. L. Hill, 2011; Ramey et al., 1992), the News dataset (Johansson et al.,

2016; Newman et al., 2008), and the Twins dataset (Louizos et al., 2017). Additionally,

we apply our methods to two synthetic datasets: one with linear functions for potential

outcomes and the other with non-linear functions, we include these results in Appendix

4.E.1. A detailed description of these datasets is provided in Appendix 4.D. To estimate

the variance of our method, we randomly divide each of these datasets into a train (70%)

dataset and a test (30%) dataset with varying seeds. Moreover, we demonstrate the e�cacy

of our methods across a variety of CATE estimation models.

Table 4.1:
?

#PEHE across models, with COCOA augmentation (w/ aug.) and without
augmentation (w/o aug.) on Twins, News, and IHDP datasets. Lower

?
#PEHE

corresponds to better performance.

Twins News IHDP
Model w/o aug. w/ aug. w/o aug. w/ aug. w/o aug. w/ aug.
TARNet 0.59�.29 0.57�.32 5.34�.34 5.31�.17 0.92�.01 0.87�.01

CFR-Wass 0.50�.13 0.14�.10 3.51�.08 3.47�.09 0.85�.01 0.83�.01

CFR-MMD 0.19�.09 0.18�.12 5.05�.12 4.92�.10 0.87�.01 0.85�.01

T-Learner 0.11�.03 0.10�.03 4.79�.17 4.73�.18 2.03�.08 1.69�.03

S-Learner 0.90�.02 0.81�.06 3.83�.06 3.80�.06 1.85�.12 0.86�.01

BART 0.57�.08 0.56�.08 3.61�.02 3.55�.00 0.67�.00 0.67�.00

CF 0.57�.08 0.51�.11 3.58�.01 3.56�.01 0.72�.01 0.63�.01

4.7.0.0.2 Performance Improvements Table 4.1 summarizes the experimental results ver-

ifying COCOA's e�ect on consistently improving the performance of various CATE estima-

tion models. We observe signi�cant improvements for certain models over speci�c bench-

marks (e.g., Twins with CFR-Wass, IHDP with CD), lead to new state-of-the-art perfor-

mance. Moreover, even in cases where the improvement is marginal, we note substantial

enhancements in models' robustness to over�tting the factual distribution, as described in

the following paragraph.

4.7.0.0.3 Robustness Improvements. In the context of CATE estimation, it is essential

to notice the absence of a validation dataset due to the unavailability of the counterfac-
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Table 4.2:
?

#PEHE across different similarity measures: Contrastive Learning (CL),
propensity scores (PS), and Euclidean distance (ED), using CFR-Wass across IHDP,

News, and Twins datasets.
ED PS CL

IHDP 3.32�1.13 3.94�0.21 0.83�0.01

News 4.98�0.10 4.82�0.11 3.47�0.09

Twins 0.23�0.10 0.48�0.09 0.14�0.10

tual outcomes. This poses a challenge in preventing the models from over�tting to the

factual distribution. Our proposed data augmentation technique e�ectively addresses this

challenge, as illustrated in Figure 4.2, resulting in a signi�cant enhancement of the overall

e�ectiveness of various CATE estimation models. Notably, counterfactual balancing frame-

works (Johansson et al., 2016; Shalit et al., 2017) signi�cantly bene�t from COCOA. This

improvement can be attributed to the fact that data augmentation in dense regions helps

narrow the discrepancy between the distributions of the control and the treatment groups.

We include more results in Appendix 4.E.7.

4.7.0.0.4 Ablation Studies. We conducted ablation studies to assess the impact of the

embedding ball size (R) and the number of neighbors (k) on the performance of CATE esti-

mation models trained on the IHDP dataset. Detailed results are in Appendix 4.E.6. These

experiments illustrate the trade-o� between the quality of imputation and the discrepancy of

the treatment groups. COCOA is robust to the choice of these hyperparameters, with a wide

range of values leading to performance improvements. Table 4.2 compares our contrastive

learning method to propensity scores and Euclidean distance as similarity measures. The

signi�cantly improved performance of contrastive learning over other close neighbor classi-

�ers proves its e�cacy. Moreover, Appendix 4.E.4 includes ATE estimation results, and

Appendix 4.E.5 covers ablations on GP and local linear regression kernels.

4.8 Conclusion

We present a data augmentation method for CATE estimation based on potential out-

come imputation and local regression. We propose a generalization bound motivating our

approach. We provide both asymptotic and �nite sample guarantees to support the pro-
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posed method. Notably, we enhance both the performance and robustness of various CATE

estimation models across various datasets.

4.A Schematic Illustration of COCOA

Figure 4.3a provides an overview of the COCOA framework, where similarity learning

and local imputations are leveraged to augment observational data, reducing statistical

discrepancies while minimizing imputation error. This augmented dataset is then used to

train CATE estimation models, improving accuracy and robustness.

Additionally, Figure 4.3b illustrates the trade-o� between statistical discrepancy and

imputation error as the augmentation level varies. This observation motivates the COCOA

approach by highlighting the balance required between data alignment and the reliability

of imputed counterfactuals.

(a) Similarity learning is used to select a subset of
individuals, followed by reliable local imputations to

generate their counterfactuals. These imputations augment
the original dataset, reducing the statistical discrepancy
between treatment groups while minimizing imputation

error. The augmented data is then used to train off-the-shelf
CATE estimation models, improving their accuracy and

robustness.

(b) Trade-off between
statistical discrepancy and

imputation error across
different augmentation levels
(0 to 1). A full description of
the synthetic toy dataset and

implementation details can be
found in Appendix 4.E.2.

FIGURE 4.3: (a) Overview of the proposed model-agnostic data augmentation method for
CATE estimation, and (b) the observed trade-off that motivated the proposed method.

4.B Proofs of the theoretical results

In this section, we include the proofs for the theoretical results presented in the main

text.
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4.B.1 Proof of Proposition 52

To prove the generalization bound, we �rst de�ne a notion of consistency for data

augmentation. And, we demonstrate a lemma proving that the proposed consistency is

equivalent to emulating RCTs.

De�nition 65 (Consistency of Factual Distribution). A factual distribution p F is consistent

if for every hypothesis h : X � t0, 1u Ñ Y , L F(h) = L CF(h).

De�nition 66 (Consistency of Data Augmentation). A data augmentation method is said

to be consistent if the augmented data follows a factual distribution that is consistent.

Lemma 67 (Consistency is Equivalent Randomized Controlled Trials). Suppose we have a

factual distribution pF and its corresponding counterfactual distribution pCF such that for every

hypothesis h : X � t0, 1u Ñ Y , L F(h) = L CF(h). This implies that the data must originate from

a randomized controlled trial, i.e., pF(X|T = 1) = p F(X|T = 0).

Proof of Proposition 67.

Suppose that for every hypothesis h : X � t0, 1u Ñ Y , L F(h) = L CF(h).

By de�nition,

L F(h) =
»

(y � h(x, t)) 2pF(x, t, y) dx dt dy

and

L CF(h) =
»

(y � h(x, t)) 2pCF(x, t, y) dx dt dy

We can write this as

E pF

��
Y � h(X, T) 2��

= E pCF

��
Y � h(X, T) 2��

Since this holds for every function h, consider two Borel sets A and B in X � T � Y , and

we let h1(X, T) = E [Y|X, T ] � 1 A and h2(X, T) = E [Y|X, T ] � 1 B. Hence we have that,

E pF

h
(Y � h 1(X, T) )2

i
= E pF

h
(Y � E [Y|X, T ] + 1 A )2

i

= E pF

h
(Y � E [Y|X, T ])2

i
+ E pF [1A ] + 2E pF [1A (Y � E [Y|X, T ])]
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And we have that, E pF [1A (Y � E [Y|X, T ])] = 0 since by de�nition of the conditional

expectation we have that E[Y1 A ] = E[E [Y|X, T ] 1A ]. We denote by

MSE(pF) = E pF

h
(Y � E [Y|X, T ])2

i
.

Therefore we have that

E pF

h
(Y � h 1(X, T) )2

i
= MSE(p F) + E pF [1A ]

Using the same argument for pCF we have the following result:

E pCF

h
(Y � h 1(X, T) )2

i
= MSE(p CF) + E pCF [1A ]

Similarly, we have the following for h 2:

E pF

h
(Y � h 2(X, T) )2

i
= MSE(p F) + E pF [1B]

E pCF

h
(Y � h 2(X, T) )2

i
= MSE(p CF) + E pCF [1B]

Therefore we have

MSE(pF) � MSE(p CF) = E pF [1A ] � E pCF [1A ]

and

MSE(pF) � MSE(p CF) = E pF [1B] � E pCF [1B]

Therefore

E pF [1A ] � E pCF [1A ] = E pF [1B] � E pCF [1B]

Hence it follows,

E pF [1AXB ] = E pCF [1AXB ]

And as this holds for every Borel measurable set A and B, therefore we have that p F = p CF.

Denote by u = p F(T = 1) we have p F(X) = up F(X|T = 1) + (1 � u)p F(X|T = 0).

Similarly we have that p CF(X) = (1 � u)p CF(X|T = 1) + up CF(X|T = 0). Therefore, since
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pF = p CF,

upF(X|T = 1) + (1 � u)p F(X|T = 0) = (1 � u)p CF(X|T = 1) + up CF(X|T = 0)

= (1 � u)p F(X|T = 1) + up F(X|T = 0)

Hence

(2u � 1) p F(X|T = 1) = (2u � 1) p F(X|T = 0)

Therefore we conclude the result that,

pF(X|T = 1) = p F(X|T = 0).

This concludes the proof.

For completeness, we also include this result.

Lemma 68 (Consistency of Randomized Controlled Trials). The factual distribution of any

randomized controlled trial =verifying pF(T = 1) = p F(T = 0) is consistent, i.e., if pF(X|T =

1) = p F(X|T = 0) and p F(T = 1) = p F(T = 0), then for all h : X � t0, 1u Ñ Y ,

L F(h) = L CF(h)

Proof. Let u = pF(T = 1) = 1
2, pF(T = 1) = p CF(T = 0)

L F(h) =
»

(y � h(x, t)) 2pF(x, t, y) dx, dt dy

= u
»

(y � h(x, 1)) 2pF(x, y|T = 1) dx dy + (1 � u)
»

(y � h(x, 0)) 2pF(x, y|T = 0) dx dy

= u
»

(y � h(x, 1)) 2pF(x, y|T = 0) dx dy + (1 � u)
»

(y � h(x, 0)) 2pF(x, y|T = 1) dx dy

= u
»

(y � h(x, 1)) 2pCF(x, y|T = 1) dx dy + (1 � u)
»

(y � h(x, 0)) 2pCF(x, y|T = 0) dx dy

=
»

(y � h(x, t)) 2pCF(x, t, y) dx dy

= L CF(h)
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To prove Proposition 52 we also include a new de�nition for an �ideal" factual distribu-

tion. Subsequently, we will prove its consistency. The ideal factual distribution is de�ned

as follows:

pIF =
1
2

pF +
1
2

pCF . (4.12)

In other words, to sample a dataset from pIF , we sample from the factual distribution pF

half of the time and from the counterfactual distribution pCF in the other half of the times.

Let pICF denote the counterfactual distribution corresponding to pIF . We next show that

pIF is consistent (thus called ideal distribution).

Lemma 69 (Consistency of pIF.). The error of the ideal factual distribution equals the error of its

corresponding counterfactual distribution, i.e., for every hypothesis h : X � t0, 1u Ñ Y , we have

that L IF(h) = L ICF(h).

Proof. We observe that pICF = 1
2 pCF + 1

2 pF. Therefore, pICF = p IF and the result follows.

Intuitively, this result is saying that the ideal counterfactual augmentation gives us a

factual distribution that perfectly balances the factual and counterfactual worlds. It fol-

lows from Lemma 67 that achieving this property guarantees that the dataset is identically

distributed to the one generated from a Randomized Controlled Trial. However, it is im-

possible to sample from pCF .

Also, we cite this Theorem that we will use in our proof:

Theorem 70 (Theorem 1 in Ben-David et al. (2010)). Let f be the true function for a learning

task such that f (x) = E[Y|X = x ] where X has a density p and let another true function g(x) =

E [Y|X = x ] modeling another learning task, where X has a density q. Let h by a hypothesis

function estimating the true function f , therefore we have

EX�q(x) [}g(X) � h(X)} 2] ¤ E X�p(x) [} f (X) � h(X)} 2] + 2V(p(x), p(x))

+ E X�p(x) [} f (X) � g(X)} 2]
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We can now prove Proposition 52.

Proof. We have f : X � t0, 1u Ñ Y to be the function underlying the true causal relation-

ship between (X, T) and Y.It follows from Theorem 70 that:

L IF(h) ¤ L AF(h) + 2V(p IF, pAF) + E x,t�p AF [} f (x, t) � f̃ (x, t)} 2]

where L IF is the factual loss with respect to the ideal density and L AF is the factual loss

with respect to the density of the augmented data.

By decomposition of the #PEHE we have that,

#PEHE(h) =
»

X
(h(x, 1) � h(x, 0) � f (x, 1) + f (x, 0) )2 pIF(x)dx

=
»

X
(h(x, 1) � h(x, 0) � f (x, 1) + f (x, 0) )2 pIF(x|T = 1)p(T = 1)dxdt

+
»

X
(h(x, 1) � h(x, 0) � f (x, 1) + f (x, 0) )2 pIF(x|T = 0)p(T = 0)dxdt

¤ 2 � L IF(h) + 2 � L ICF(h)

Therefore, it follows from Lemma 69 that,

#PEHE(h) ¤ 4 �
�
L AF(h) + 2V(p RCT(x, t), pAF(x, t)) + E x,t�p AF [} f (x, t) � f̃n(x, t)} 2]

�

And since we have that,

Ex,t�p AF [} f (x, t) � f̃n(x, t)} 2]
�

=

(
1

1 + b
) � E x,t�p F[|| f (x, t) � f̃n(x, t)||] + �

b
1 + b

Ex,t�q [|| f (x, t) � f̃n(x, t)||]

And by observing that the �rst term E x,t�p F[} f (x, t) � f̃n(x, t)} 2] = 0, since the algorithm

keeps the samples from the factual distribution to be the same.
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4.B.2 Proof of Proposition 53 and Proposition 54

Proof of Proposition 53. We have that,

P(X 0 P R0
n) =

n1¸

i=k

�
n1

i

�
(1 � g) ign1�i

= 1 �
k�1¸

i=0

�
n1

i

�
(1 � g) ign1�i

= 1 �
k�1¸

i=1

n1!
(n1 � i)!i!

(1 � g) ign1�i

¥ 1 �
n1!

(n1 � k + 1)!
gn1

k�1¸

i=0

1
i!

�
1 � g

g

� i

¥ 1 � n k
1gn1

k�1¸

i=0

1
i!

�
1 � g

g

� i

Similarly, we have,

P(X 1 P R1
n) =

n0¸

i=k

�
n0

i

�
(1 � g) ign0�i

= 1 �
k�1¸

i=1

n0!
(n0 � i)!i!

(1 � g) ign0�i

¥ 1 � n k
0gn0

k�1¸

i=0

1
i!

�
1 � g

g

� i

Therefore we have,

1 � a n0 = O(n k
0gn0),

1 � a n1 = O(n k
1gn1),

Proof of Proposition 54. We start by de�ning the probability densities of the control and
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treatment groups resulting from the augmentation process as,

p1
AF =

1
1 + b n1

p1 +
bn1

1 + b n1

p01R 0

an1

and,

p0
AF =

1
1 + b n0

p0 +
bn0

1 + b n0

p11R 1

an0

with,

bn1 = a n1

�
1 � u

u

�

and,

bn0 = a n0

�
u

1 � u

�

V(p1
AF, p0

AF) =
1
2

»
|p1

AF � p 0
AF|

=
1
2

» �
�
�
�

1
1 + b n1

p1 +
bn1

1 + b n1

p01R 0

an1

�
1

1 + b n0

p0 �
bn0

1 + b n0

p11R 1

an0

�
�
�
�

¤
1
2

» �
�
�
�

1
1 + b n1

p1 �
bn0

1 + b n0

p11R 1

an0

�
�
�
� +

1
2

» �
�
�
�

bn1

1 + b n1

p01R 0

an1

�
1

1 + b n1

p0
�
�
�
�

¤
1

1 + b n1

V(p1,
p11R 1

an0

) +
bn0

1 + b n0

V(p0,
p01R 0

an1

) + |
1

1 + b n1

�
bn0

1 + b n0

|

We have that,
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V(p1,
p11R 1

an0

) =
1
2

 »

R 1

|p1 �
p1

an0

| +
»

R c
1

p1

!

=
1
2

� »

R 1

p1|1 �
1

an0

| + (1 � a n0)
�

=
1
2

�
|an0 � 1|

an0

»

R 1

p1 + (1 � a n0)
�

=
1
2

�
|an0 � 1|

an0

an0 + (1 � a n0)
�

= (1 � a n0)

Similarly,

V(p0,
p01R 0

an1

) = (1 � a n1)

Substituting this into the bound and letting z = u
1�u we have that,

V(p1
AF, p0

AF) ¤
1 � a n0

1 + b n1

+
bn0(1 � a n1)

1 + b n0

an1) + |
1

1 + b n1

�
bn0

1 + b n0

|

=
1 � a n0

1 + y �1 an1

+
ya n0 (1 � a n1)

1 + a n0y
+

|1 � a n1an0|
(1 + y �1 an1) (1 + a n0y )

4.B.3 Proof of Proposition 59 and Proposition 61

Proof of Proposition 59. The proof for t = 0 and t = 1 is symmetric, thus �x t P t0, 1u. For

notational simplicity, we use z in the proof to denote n̄t , and let

A = (K(x z, xz) + s 2 � Iz) �1 P Rz�z .

and

U t
K = max

x,x1PRt
n

K(x, x1).
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Consider t ¡ 0. A set S is a t-cover for R 1�t
n if @x P R1�t

n , Dx1 P S such that ||x1� x|| ¤ t.

Let C(t, R 1�t
n ) be the covering number of R 1�t

n with radius t:

C(t, R 1�t
n ) = inft|S| : S is t-cover of R 1�t

n u.

Since R1�t
n € R d, we have Vaart and Wellner, 2023

C(t, R 1�t
n ) ¤

�
1 +

r
t

� d
,

where r = max x,x1PR1�t
n

||x � x 1||. Consider a minimum t-cover C t for R 1�t
n with (by def-

inition of covering number) C(t, R) elements. We have that Srinivas et al., 2012, with

probability at least 1 � C(t, R) exp(�x(t)/2),

sup
xPCt

| f (x, t) � f̃n(x, t)| ¤
b

x(t) sup
xPCt

sn(x).

Choosing x(t) = 2 log(C(t, R)/d), we have with probability 1 � d,

sup
xPCt

| f (x, t) � f̃n(x, t)| ¤
b

x(t) sup
xPCt

sn(x).

Moreover, by de�nition of C t , maxxPRt
n

min x1PCt ||x � x 1|| ¤ t. Because f (x, t) is L f -

Lipschitz continuous, we have for all x P R 1�t
n

min
x1PCt

| f (x, t) � f (x 1, t)| ¤ tL f .

With the fact that Lederer et al., 2019 f̃z(x, t) and s z(x) is Lipschitz continuous with re-

spective Lipschitz constant

C1 = L K
?

z||Ayn||, (4.13)

C2(t) =
b

2tL K(1 + z � ||A|| F � U t
K), (4.14)

we have with probability at least 1 � d that

sup
xPR1�t

n

| f̃z(x, t) � f (x, t)| ¤
b

x(t) sup
xPR1�t

n

sz(x) + C 2(t)
b

x(t) + (C 1 + L f )t
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To continue, we will proceed to upper bound C 1:

C1 = L K
?

z||Ay z|| ¤ L K
?

z||A||F||y z|| ¤ L K
?

z
||y z||
s2

due to the fact that ||A|| F ¤ 1/s 2. Assume that f (x, t) ¤ F ¤ +8, by the assumption

of the data generation process y = f (x, t) + e, e � N (0, s 2), and triangular inequality of

norm,

||y z|| ¤ || f (x z, tz)|| + ||g z|| (4.15)

¤
?

zF + ||g z||, (4.16)

where gz is a multi-variate Gaussian random variable in R z with mean 0 and covariance

matrix s 2 � Iz. Hence ||gz||/s 2 is a Chi-squared random variable with degrees of freedom

equal to z. Then we have with probability at least 1 � d/2,

C1 ¤ L K(zF + 2z
b

hzs2)/s 2,

where hz = log(p 2z2/d). On the other hand, C 2 can be upper bounded as

C2(t) ¤
b

2tL K(1 + z � U t
K/s 2).

Hence, by choosing t = 1/z 2, we have

(C1 + L f )t P O(1/z),

and with probability at least 1 � d, we have

sup
XPR

| f (X, t)� f̃n(X, t)| ¤

c
4LK + 2U K/s 2

z
d log(1 + z 2r) +

c
2d log(1 + z2r) sup

xPR1�t
n

sn(x) + O(1/z)

After reorganizing terms, the proof is complete.

Proof of Proposition 61. With Proposition 59, we have probability at least (1 � d) 2 that for

both t = 0 and t = 1

sup
xPR1�t

n

| f (x, t) � f̃n̄t (x, t)| ¤

0

@

d
Ct

K

n̄t
+

c
sup

xPR1�t
n

sn̄t (x)

1

A

d

d log
�

1 + n̄2
t r t

d

�
+ O(1/ n̄t ),
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This implies that

sup
tPt0,1u

sup
xPR1�t

n

| f (x, t) � f̃n̄t (x, t)|

¤ sup
tPt0,1u

"
0

@

d
Ct

K

n̄t
+

c
sup

xPR1�t
n

sn̄t (x)

1

A

d

d log
�

1 + n̄2
t r t

d

�
+ O(1/ n̄t )

*

¤ sup
tPt0,1u

"
0

@

d
Ct

K

n̄t
+

c
sup

xPR1�t
n

sn̄t (x)

1

A

d

d log
�

1 + n̄2
t r t

d

� *
+ O(1/ n̄0 ^ n̄1)

¤ sup
tPt0,1u

"
0

@

d
C0

K _ C 1
K

n̄0 ^ n̄1
+

c
sup

xPR1�t
n

sn̄t (x)

1

A

d

d log
�

1 + n̄2
t r t

d

� *
+ O(1/ n̄0 ^ n̄1)

¤
?

d

0

@

d
C0

K _ C 1
K

n̄0 ^ n̄1
+ sup

tPt0,1u

c
sup

xPR1�t
n

sn̄t (x)

1

A

d

log
�

1 + ( n̄0 _ n̄1)2r t

d

�
+ O(1/ n̄0 ^ n̄1)

By change of variable (1 � d) 2 = 1 � d 1, we have with probability 1 � d 1 for d1 P (0, 1),

sup
tPt0,1u

sup
xPR1�t

n

| f (x, t) � f̃n̄t (x, t)|

¤
?

d

0

@

d
C0

K _ C 1
K

n̄0 ^ n̄1
+ sup

tPt0,1u

c
sup

xPR1�t
n

sn̄t (x)

1

A

gf
f
e log

 
1 + ( n̄0 _ n̄1)2r ta

1 �
?

1 � d 1

!

+ O(1/ n̄0 ^ n̄1)

=
?

dÕ

0

@

d
C0

K _ C 1
K

n̄0 ^ n̄1
+

c
sup
xPR1

n

sn̄0(x) _ sup
xPR0

n

sn̄1(x)

1

A + O(1/ n̄0 ^ n̄1)

4.C Pesudocode

In this section, we include the pseudocode for COCOA 3.

4.D Dataset Descriptions

4.D.0.0.1 IHDP The IHDP dataset is a semi-synthetic dataset that was introduced based

on real covariates available from the Infant Health and Development Program (IHDP) to

study the e�ect of development programs on children. The features (covariates) in this
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Algorithm 3 Contrastive Counterfactual Augmentation

Input: Factual dataset D F = t(x i , ti , yi )un
i=1 ; sensitivity parameter e; threshold k

Output: Augmented factual dataset D AF as training dataset for CATE estimation mod-
els
Initialize D A = H
Construct datasets D+

e and D �
e from D F

Optimize a parametric model g q with contrastive learning and (D +
e , D�

e )
for i = 1 to n do

Determine N i = t(x j , yj )|j P [n], t j = 1 � t i , gq(x i , xj ) = 1u
if |N i | ¥ k then

Estimate ŷi with y(x i , Ni )
Add (x i , 1 � t i , ŷi ) to D A

end if
end for
Set DAF = D A Y D F

dataset come from a Randomized Control Trial. The potential outcomes were simulated

following Setting B in J. L. Hill, 2011. The IHDP dataset consists of 747 individuals (139

in the treatment group and 608 in the control group), each with 25 features. The potential

outcomes are generated as follows:

Y0 � N (exp(b T(X + W)), 1)

and

Y1 � N (b T(X + W) � w, 1)

where W has the same dimension as X with all entries equal 0.5 and w = 4. The regression

coe�cient b is a vector of length 25 where each element is randomly sampled from a

categorical distribution with the support (0, 0.1, 0.2, 0.3, 0.4) and the respective probability

masses m = (0.6, 0.1, 0.1, 0.1, 0.1).

4.D.0.0.2 News The News Dataset is a semi-synthetic dataset designed to assess the

causal e�ects of various news topics on reader responses. It was �rst introduced in Johansson

et al., 2016. The documents were sampled from news items from the NY Times corpus

(downloaded from UCI Newman et al., 2008). The covariates available for CATE estimation

are the raw word counts for the 100 most probable words in each topic. The treatment

t P t0, 1u denotes the viewing device. t = 0 means with computer and t = 1 means with
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mobile. A topic model is trained on a comprehensive collection of documents to generate

z(x) P Rk that represents the topic distribution of a given news item x (Johansson et al.,

2016).

Let the treatment e�ects be represented by zc1 (for t = 1) and z c0 (for t = 0) z c1 is

de�ned as the topic distribution of a randomly selected document while zc0 is the average

topic representation across all documents. The reader's opinion of news item x on device t

is in�uenced by the similarity between z(x) and zct , expressed as:

y(x, t) = C �
�

z(x)Tzc0 + t � z(x) Tzc1

�
+ e

where C = 50 is a scaling factor and e � N (0, 1). The assignment of a news item x to

a device t P t0, 1u is biased towards the preferred device for that item, modeled using the

softmax function:

p(t = 1|x) =
ek�z(x)Tzc1

ek�z(x)Tzc0 + ek�z(x)Tzc1

Here, k determines the strength of the bias and it is assigned to be 10.

4.D.0.0.3 Twins The Twins dataset (Louizos et al., 2017) is based on the collected birth-

day data of twins born in the United States from 1989 to 1991. It is assumed that twins

share signi�cant parts of their features. Consider the scenario where one of the twins was

born heavier than the other as the treatment assignment. The outcome is whether the baby

died in infancy (i.e., the outcome is mortality). Here, the twins are divided into two groups:

the treatment and the control groups. The treatment group consists of heavier babies from

the twins. On the other hand, the control group consists of lighter babies from the twins.

The potential outcomes, Y0 and Y1, are generated through:

Y0 � N (exp(b TX), 0.2)
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and

Y1 � N (a TX, 0.2)

Where b and a are sampled from a high dimensional standard normal distribution.

4.D.0.0.4 Linear dataset We synthetically generate a dataset with N = 1500 samples and

d = 10 features. The feature vectors X =
�
x1, x2, . . . , xd

� T
P Rd are drawn from a standard

normal distribution. The treatment assignment t P t0, 1u is biased, with the probability of

treatment being

p(t = 1|x) =
1

1 + exp(�(x 1 + x 2))

We generate potential outcomes using two linear functions with coe�cients

b0 = (0.5, , . . . , 0.5) P Rd,

and b1 = (0.3, . . . , 0.3) P Rd as follows:

Y0 = b 0X + N (0, 0.01)

Y1 = b 1X + N (0, 0.01)

4.D.0.0.5 Non-Linear dataset We construct a synthetic dataset consisting of N = 1500

instances with d = 10 features. The feature vectors, denoted by X =
�
x1, x2, . . . , xd

� T
P Rd,

are sampled from a standard normal distribution. The treatment assignment t P t0, 1u is

biased, with the probability of treatment being

p(t = 1|x) =
1

1 + exp(�(x 1 + x 2))

We generate potential outcomes using two linear functions with coe�cients

b0 = (0.5, , . . . , 0.5) P Rd,

and b1 = (0.3, . . . , 0.3) P Rd as follows:
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Table 4.3:
?

#PEHE across various CATE estimation models with and without COCOA
augmentation on Linear and Non-Linear synthetic datasets. Lower

?
#PEHE corresponds to

better performance.

Linear Non-linear
Model w/o aug. w/ aug. w/o aug. w/ aug.
TARNet 0.93�.09 0.81�.02 7.41�.23 6.64�.11

CFR-Wass 0.87�.05 0.74�.05 7.32�.21 6.22�.07

CFR-MMD 0.91�.04 0.78�.06 7.35�.19 6.28�.10

T-Learner 0.90�.01 0.89�.01 7.68�.12 7.51�.07

S-Learner 0.64�.01 0.63�.01 7.22�.01 6.92�.01

BART 0.65�.00 0.30�.00 5.49�.00 4.50�.00

CF 0.63�.00 0.27�.00 5.46�.00 4.46�.00

Y0 = exp (b0X) + N (0, 0.01)

Y1 = exp( (b1X) + N (0, 0.01)

4.E Additional Empirical Results

In this section, we present additional results for the completeness of the empirical study

for COCOA. Speci�cally, we (i) add the results for the synthetic datasets, (ii ) provide

details for the toy example used to generate Figure 4.3b, (ii ) present more visualizations

illustrating the e�ect of contrastive learning, (iv) study the performance of our proposed

method on ATE estimation, (v) conduct ablation studies on the local regression module, (vi )

present additional results to demonstrate robustness against over�tting, and (vii ) perform

ablation studies on di�erent parameters for the contrastive learning module.

4.E.1 Results for synthetic data

In this section, we present the
?

#PEHE results for various CATE estimation models

on synthetic datasets, both linear and non-linear. Table 4.3 summarizes the performance

of each model with COCOA augmentation (w/ aug.) and without augmentation (w/o

aug.). Lower
?

#PEHE indicates better performance. The results demonstrate that COCOA

augmentation consistently improves the performance across di�erent models and datasets.
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4.E.2 Trade-off Toy Example

In this section, we synthetically generate a dataset for a binary treatment scenario with

1000 samples per treatment group and d = 4 features. We sample a vector of coe�cients,

b � N (0, I d)

where 0 P Rd is the zero vector and Id is the d � d identity matrix.

Next, we generate feature vectors X P Rd for the two treatment groups:

X0 � N (�1, 0.5I d)

and,

X1 � N (1, 0.5I d)

where �1 P R d and 1 P Rd are vectors with all elements equal to -1 and 1, respectively,

and Id is the d � d identity matrix.

The potential outcomes are generated as follows:

Y0 = (b TX0)3 + N (0, 0.1)

and

Y1 = (b TX1)2 + N (0, 0.1)

We implement a function to augment the datasets using a nearest-neighbor approach

with a speci�ed radius (radius is set to 8). The augmentation involves imputing potential

outcomes for individuals from the opposite treatment group if they have at least three close

neighbors within the speci�ed radius. We then perform linear regression to impute the

outcomes. We include further empirical results in Figure 4.4.

4.E.3 Contrastive Learning Motivation

In this section, we provide more motivation for the use of contrastive learning to learn

a representation space in which we identify similar individuals instead of using traditional

methods (e.g., euclidean distance the ambient space). Figures 4.5 and 4.6 illustrate this. We
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