
Nonparametric Methods for Analysis and Modeling
of Complex Multivariate Distributions

by

Shai Gorsky

Department of Statistical Science
Duke University

Date:
Approved:

Li Ma, Advisor

David Dunson

Mike West

Chi Wei (Cliburn) Chan

Dissertation submitted in partial fulfillment of the requirements for the degree of
Doctor of Philosophy in the Department of Statistical Science

in the Graduate School of Duke University
2020



Abstract

Nonparametric Methods for Analysis and Modeling of

Complex Multivariate Distributions

by

Shai Gorsky

Department of Statistical Science
Duke University

Date:
Approved:

Li Ma, Advisor

David Dunson

Mike West

Chi Wei (Cliburn) Chan

An abstract of a dissertation submitted in partial fulfillment of the requirements for
the degree of Doctor of Philosophy in the Department of Statistical Science

in the Graduate School of Duke University
2020



Copyright c
 2020 by Shai Gorsky
All rights reserved except the rights granted by the

Creative Commons Attribution-Noncommercial Licence

http://creativecommons.org/licenses/by-nc/3.0/us/


Abstract

Modern statistical science is challenged by data sets that grow rapidly in both size

and complexity. These data sets are very often multivariate, including, for instance,

continuous and categorical variables. In addition, such data may encode information

about multiple data-generative mechanisms. Traditional, “parametric” statistical

models and methods are limited, either in their ability to capture nuances that cannot

be generated by low dimensional models or in applying restrictive assumptions to

inferential procedures that are rarely met. In this work, we present three novel

nonparametric methods we developed which tackle different challenges that large and

complex multivariate data sets present. Our first contribution introduces a scalable

method to test the independence between two random vectors by breaking down the

task into simple univariate tests of independence, transforming the inference task

into a multiple testing problem that can be completed with almost linear complexity

with respect to the sample size. To address increasing dimensionality, we introduce

a coarse-to-fine sequential adaptive procedure that exploits the spatial features of

dependency structures to examine the sample space more effectively. We derive a

finite-sample theory that guarantees the inferential validity of our adaptive procedure

at any given sample size. We demonstrate the substantial computational advantage of

the procedure in comparison with existing approaches as well as its decent statistical

power under various dependency scenarios through an extensive simulation study.

We illustrate how the divide-and-conquer nature of the procedure can be exploited
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not only to test independence but to learn the nature of the underlying dependency.

Our second method is motivated by the task of classification and calibration of flow

cytometry observations. An important step in comparative analyses of multi-sample

flow cytometry data is cross-sample calibration, whose goal is to align cell subsets

across multiple samples in the presence of variations in locations, so that variation due

to technical reasons is minimized and true biological variation can be meaningfully

compared. We introduce a Bayesian nonparametric hierarchical modeling approach for

accomplishing both calibration and cell classification jointly in a unified probabilistic

manner. Three important features of our method make it particularly effective

for analyzing multi-sample flow cytometry data: a nonparametric mixture avoids

prespecifying the number of cell clusters; the hierarchical skew normal kernels allow

flexibility in the shapes of the cell subsets and cross-sample variation in their locations;

and finally the “coarsening” strategy makes inference robust to small departures

from the model, a feature that becomes crucial with massive numbers of observations

such as can be encountered in flow cytometry data. Our third contributed method

concerns hierarchical modeling of weights of a Dirichlet Process Mixture. We build

on the Hierarchical Dirichlet Process where an infinite-parameter mean measure

is taken as a Dirichlet Process Mixture and child measures are drawn as Dirichlet

Process Mixtures with the base distribution taken as the above mean measure. The

Hierarchical Dirichlet Process only admits a scalar dispersion parameter, a formulation

that prevents it from capturing structures that may have been generated from different

data-generating mechanisms. Our approach is based on mixing over latent classes

of Hierarchical Dirichlet Processes where each class corresponds to a certain level

of dispersion and a portion of the shared sample space, which allows heterogeneous

variation among multiple distributions over it. We demonstrate the strengths of our

three methods through extensive simulation studies and case studies that can yield

valuable scientific insights.
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1

Introduction

Modern statistical science is challenged by data sets that grow rapidly in both size

and complexity. As modern life becomes ever more digital, backed by an explosive

growth in communications, computing capabilities and storage, more and more data

sets are generated in a variety of �elds. These data sets are very often multivariate,

including, for instance, continuous and categorical variables. In addition, such data

may encode information about multiple data-generative mechanisms. Traditional,

\parametric" statistical models and methods, be they frequentist or Bayesian, assume a

generative probabilistic model that has a \small" number of parameters and provides

recipes for estimation and inference on those { whether they are exact and analytical

or approximate and asymptotic. One substantial advantage of the relative simplicity

of parametric models in statistics is the computational tractability they provide.

Consequently however, such methods can often be limiting, either in their ability to

capture nuances which cannot be generated by low dimensional models or in applying

restrictive assumptions to inferential procedures that are hardly if ever met. In this

work, we present three novel methods we developed that tackle di�erent challenges

which large and complex multivariate data sets present.
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In Chapter 2 we present a nonparametric, \distribution-free" test of multivariate

independence based on a divide-and-conquer multi-scale approach that can analyze

continuous and categorical data, or any combination thereof. The gains in compu-

tational complexity of our method are such that enable it to handle data sets with

many more observations compared with any other nonparametric state-of-the-art

method for testing multivariate independence. Moreover, the other nonparametric

methods require either large-sample approximations or resampling in order to perform

inference. Our method requires none of the above; it relies on exact inference and

computesp-values without resampling. Not only does our method perform inference

faster, it also provides the researcher with detailed insights regarding the nature of

the dependency. That is, not only does our test accept or reject a global hypothesis

about the independence of two random vectors, but it tells the researcher which of

the variables, in which parts of the joint sample space, show the strongest evidence

for dependency and provides visualizations of those which can be insightful.

Chapters 3 and 4 are in the realm of Bayesian nonparametric statistics. Bayesian

nonparametric models are characterized by large parameter spaces and the con-

struction of probability measures on them (Hjort et al., 2010). A staple Bayesian

nonparametric method is the Dirichlet Process Mixture, a model for density esti-

mation and mixture modeling where the number of clusters is not speci�eda-priori

(Escobar and West, 1995), on which both Chapters 3 and 4 are based. In the DPM

model, a countably in�nite set of mixture weights is associated with a corresponding

countably in�nite set of atoms { parameters for the mixture components. In both the

methods we developed in Chapters 3 and 4 we o�er hierarchical extensions of the DPM

model. Hierarchical models are foundational in Bayesian modeling. They consist of a

recursive construction where parameters of higher levels generatedistributions over

parameters of lower levels. Bayesian hierarchical models allow disciplined treatment

of the frequentist concepts like shrinkage and random e�ects and allow speci�cations

2



that may capture complex distributions (Teh and Jordan, 2010).

The method we developed in Chapter 3 was motivated by the need to automatically

classify and calibrate multiple samples of 
ow cytometry (FCM) data. The task

of cross-sample calibration is crucial for allowing meaningful comparisons between

samples that were analyzed in di�erent laboratories. Our model is based on a DPM

with multivariate Skew Normal (SN) kernels and handles the tasks of classi�cation

and calibration jointly. In order to allow sample by sample variation in the locations

of clusters of cells, we introduced a hierarchical structure for the kernel parameters, an

approach which gives rise to a natural scheme for performing calibration. In addition,

we account for sample to sample variation in cell subsets' shapes by incorporating

\coarsening" (Miller and Dunson, 2019) into our model, a general and principled

approach for allowing small deviations from a statistical model. In addition to making

our model robust to shape-misspeci�cation, it mitigates the undesirable tendency of

DPMs to produce a diverging number of clusters as the sample size grows.

In Chapter 4 we also present a hierarchical model. In this chapter, our attention is

predominantly given to modeling the weights of a DPM hierarchically. Here, we build

on the Hierarchical Dirichlet Process model (Teh et al., 2006). In the HDP, an in�nite-

parameter mean measure is taken as a DPM and child measures are drawn as DPMs

with the base distribution taken as the above mean measure. Crucially, the child

measures and the mean measures share realizations of the same kernel parameters due

to the almost sure discreteness of the DPM, thus providing a framework for sharing

information across samples. However, the HDP only admits a scalar dispersion

parameter, a formulation that prevents it from capturing structures that may have

been generated from di�erent data-generating mechanisms. Our approach is based

on mixing over latent classes of HDPs where each class corresponds to a certain level

of dispersion and a portion of the shared sample space, which allows heterogeneous

variation among multiple distributions over it. Our model is very general and may

3



be applied in various scienti�c contexts. We demonstrate its usage with two simple

kernels and show that even in such cases the richness of our hierarchical model leads

to insights that are of scienti�c value.
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2

Multiscale Fisher's Independence Test for
Multivariate Dependence

2.1 Introduction

Testing independence and learning the dependency structure in multivariate problems

has been a central statistical task since the very beginning of modern statistics, and

the last two decades have witnessed a surging of interest in this problem among

statisticians, engineers and computer scientists. A variety of di�erent methods have

been proposed for testing independence between two random vectors. For example,

Sz�ekely and Rizzo (2009) generalize the product-moment covariance and correlation to

the distance covariance and correlation. Bakirov et al. (2006), Fan et al. (2017), and

Meintanis and Iliopoulos (2008) all developed nonparametric tests of independence

based on the distance between the empirical joint characteristic function of the

random vectors and the product of the marginal empirical characteristic functions of

the two random vectors. Sz�ekely and Rizzo (2013) further consider an asymptotic

scenario with the dimensionality of the vectors increasing to in�nity while keeping

the sample size �xed. In a di�erent vein, Heller et al. (2013) form a test based on
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univariate tests of independence between the distances of each of the random vectors

from a central point. In the machine learning literature, a class of kernel-based tests

for independence also became popular. For example, Gretton et al. (2008) form

a test based on the eigenspectrum of covariance operators in a reproducing kernel

Hilbert spaces (RKHS). More recently, P�ster et al. (2018) generalized this approach

to the multivariate case by embedding the joint distribution into a RKHS. Weihs

et al. (2018) de�ned a class of multivariate nonparametric measures which leads to

multivariate extensions of the Bergsma-Dassios sign covariance. Lee et al. (2019)

proposed using random projections to reduce multivariate independence testing to a

univariate problem, and complete the latter using an ensemble approach combining

the distance correlation and a binary expansion test statistic (Zhang, 2019).

The existing multivariate independence tests generally require the computation

of statistics at a computational complexity that scales at least quadratically in the

sample size, making them impractical for data sets with sample sizes greater than,

say, tens of thousands of observations. Moreover, many of these multivariate methods

also require resampling { in the form of either permutation or bootstrap { to complete

inference such as evaluating the statistical signi�cance. This additional computational

burden makes practical applications of these methods very computationally expensive

even for problems with moderate sample sizes. Some works appeal to asymptotic

approximations (either in largen or in large p) (Sz�ekely and Rizzo, 2013; P�ster et al.,

2018) to derive procedures that when the asymptotic conditions are satis�ed do not

require resampling for inference. However, in practice it is hard to know when such

conditions are true, and especially since the polynomial complexity of the algorithms

prevent application to problems with massive sample sizes, most practitioners resort

to resampling to ensure validity of the inference. It is desirable to have a testing

strategy that achieves (i) linear computational complexity in sample size and (ii)

�nite-sample guarantees without the need for resampling or asymptotics.
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In this work we introduce a framework that achieves these two desiderata. Specif-

ically, instead of calculating a single test statistic for independence all at once, we

take a multi-scale divide-and-conquer approach that breaks apart the nonparametric

multivariate test of independence into simple univariate independence tests on a

collection of 2� 2 contingency tables de�ned by sequentially discretizing the original

sample space at a cascade of scales. This approach transforms a complex nonpara-

metric testing problem into a multiple testing problem that can be addressed with a

computational complexity that scales almost linearly with the sample size. While such

an approach was previously adopted in Ma and Mao (2019) for testing the indepen-

dence between two scalar variables, the increasing dimensionality in the multivariate

setting makes a brute-force, exhaustive approach as proposed there computationally

prohibitive and statistically ine�cient. To address the increasing dimensionality,

we incorporate data-adaptivity into the framework and introduce a coarse-to-�ne

sequential adaptive testing procedure which exploits the spatial characteristics of

dependency structures to drastically reduce the number of univariate tests completed

in the procedure, while maintaining the linear complexity (in sample size) of the

method. At the same time, we derive a �nite-sample theory that shows that even with

the additional adaptivity of the procedure, exact inference (in terms of controlling

the level of the test) can be achieved at any given sample size without resorting to

either resampling or large-sample approximation.

The rest of the chapter is organized as follows. In Section 2.2 we present our

testing framework. In particular, we start in Section 2.2.1 by introducing some basic

concepts and notations related to sequential partitioning and discretization of the

sample space that are essential for describing our method. In Section 2.2.2 we present

our main testing procedure. In Section 2.2.3 we provide a �nite-sample theory that

guarantees theexactvalidity of our test procedure at any given sample size in terms

of properly controlling the family-wise error rate (FWER) without resorting to either

7



resampling or asymptotic approximation as other methods do. In Section 2.3 we

carry out extensive simulation studies that examine the computational scalability and

statistical power of our method in a variety of dependency scenarios and compare

our method to a number of state-of-the-art approaches. Moreover, we show through

examples how to exploit the divide-and-conquer nature of our method to identify the

nature of the underlying dependency beyond just completing a hypothesis test on the

null of independence. In Section 2.4 we demonstrate an application of our method to

a data set from a 
ow cytometry experiment with massive sample size. All technical

proofs are provided in Appendix A.1.

2.2 Method

We now introduce our multi-scale divide-and-conquer strategy to testing multivariate

independence. The key idea is to transform nonparametric testing of multivariate

independence into a multiple testing problem involving univariate independence tests

on a collection of 2� 2 tables constructed by sequentially partitioning the sample

space. In Section 2.2.1, we start by describing the construction of these 2� 2 tables

and justify the testing strategy by proving that two random vectors are independent if

and only if univariate independence holds on all of the 2� 2 tables so constructed. In

Section 2.2.2, we present a data-adaptive sequential testing procedure that completes

the univariate tests on only a subset of the 2� 2 tables to achieve scalability with

respect to the dimensionality of the random vectors. Finally in Section 2.2.3 we derive

a �nite-sample theory that provides guarantees for the validity of our procedure at

any sample size without appealing to resampling or asymptotic approximations.

2.2.1 Multi-scale2 � 2 Testing for Multivariate Independence

We start by introducing some notations that will be used throughout the chapter as

well as some basic concepts related to nested dyadic partitioning (NDP), which will

8



be used for constructing the 2� 2 tables on which univariate independence tests are

completed.

Let 
 � 
 X � 
 Y denote aD-dimensional joint sample space of two random

vectorsX and Y where 
 X and 
 Y are respectively the marginal sample space of

X and Y . For simplicity, we assume that 
X � r 0; 1sD x and 
 Y � r 0; 1sD y { that is,

each marginal random variable of the two random vectors are supported onr0; 1s.

Note that this costs no generality as other random variables can be mapped onto the

support of the unit interval through, for example, a CDF transform.

A partition P on a setS is a collection of disjoint non-empty subsets ofS whose

union is S. A nested dyadic partition (NDP) on S is a sequence of partitions,

P0; P1; : : : ;P k ; : : : such that P0 � t Su, and for eachk ¥ 1, the sets inP k are

those generated by dividing each set inP k� 1 into two children. For example, if

we consider an NDP onr0; 1s generated from sequantially dividing sets into two

halves in the middle of the interval, then we have an NDP such that fork ¥ 0,

P k �
 �

l � 1
2k ; l

2k

�(
lPt1;:::;2k u

. We refer to this particular NDP as the canonical NDP,

and note that
”

P k generates the Borel� -algebra. In the following, we shall consider

only NDPs that generate the Borel� -algebra.

Now let us assume that each dimension of 
 has a corresponding NDP. For our

purpose, the NDP for each dimension can be distinct, but for ease of illustration let us

assume that they are all the canonical NDPs onr0; 1s. We consider the cross-products

of these NDPs on each dimension, which creates a cascade of partitions on the sample

space. Speci�cally, for anyk � p k1; :::; kD q PND
0 , P k1 � � � � � P kD forms a partition

of 
. The elements of this partition are of the form

A � A1 � A2 � � � � � AD ; with Ad PP kd for all d � 1; 2; : : : ; D.

From now on, we shall refer to the partitionP k1 � � � � � P kD as the k-stratum of


 and the set A as acuboid in the k-stratum. Note that the vector k encodes the
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level of NDP for each dimension of 
. That is, kd is the level of NDP onr0; 1s to

which the dth margin of A belongs. We refer to the sum of allkd, r �
° D

d� 1 kd, as

the resolution of the k-stratum and of the cuboids therein. Figure 2.1 illustrates

the p1; 0; 2q-stratum and a cuboidA therein in a 3-dimensional sample space with

canonical NDPs on the margins.

We are now ready to construct the 2� 2 tables on which to carry out univariate

tests of independence. One can divide a cuboidA into four blocks according to the

NDP along any of its two margins, forming four blocks. In particular, we consider

the division involving one dimenion of 
X and another of 
 Y . For example, for any

X dimensioni and any Y dimensionj , we can cutA using two D � 1 dimensional

hyperplanes that are respectively orthogonal to each of those two dimensions, forming

four blocks denoted asA00
ij , A01

ij , A10
ij , and A11

ij . Figure 2.2 illustrates the 2� 2 division

of a cuboidA to blocks and a formal de�nition of those is provided in De�nition A.1.3

in Appendix A.

Figure 2.1 : The p1; 0; 2q-stratum and a cuboidA whereD � 3 and k � p 1; 0; 2q.
The thin blue lines delineate thep1; 0; 2q-stratum. The thick blue lines highlight a
particular cuboid A � A1 � A2 � A3 whereA1 � r 0:5; 1q PP1, A2 � r 0; 1q PP0, and
A3 � r 0:25; 0:5q PP2. The resolution of thep1; 0; 2q-stratum is 3 � 1 � 0 � 2.
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Figure 2.2 : A 2 � 2 division of a cuboidA � r 0:5; 1q � r 0; 1s � r 0:25; 0:5q in the
p1; 0; 2q-stratum is constructed by dividing the dimensions ofA that correspond to
the i � 1 dimension ofX and the j � 1 dimension ofY .

Suppose now thatF is the joint sampling distribution of pX ; Y q, then for the

2 � 2 division A along the i th dimension ofX and j th dimension ofY , we can de�ne

a corresponding odds-ratio forF

� ij pAq �
F pA10

ij qF pA01
ij q

F pA00
ij qF pA11

ij q
:

Given an i.i.d. sample fromF , we now have a 2� 2 contingency table formed by the

number of data points lying in the four blocks

t npA00
ij q; npA01

ij q; npA10
ij q; npA11

ij qu or
npA00

ij q npA01
ij q

npA10
ij q npA11

ij q

wherenpAq represents the number of data points inA.

One can test whether� ij pAq � 1 based on this contingency table. While several

standard tests are available for testing independence on a 2� 2 table, we adopt

Fisher's exact test. As we will show in Section 2.2.3, it turns out that this choice is

important for the resulting testing procedure to obtain exact validity at any �nite
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sample size without appealing to resampling or asymptotics. Figure 2.3 provides an

illustration of the two 2 � 2 contingency tables on a cuboidA on which Fisher's test

is applied to attain the p-values. In the following, we will usepij pAq to represent the

resulting p-value from the test on this particular 2� 2 table.

(a) (b)

Figure 2.3 : Illustration of the two 2 � 2 contingency tables on a cuboidA arising
from an i.i.d. sample.

How does testing those \local" nulls� ij pAq � 1 relate to our original \global"

hypothesis ofX KK Y ? It is obvious that if X KK Y then independence must hold|

that is, � ij pAq � 1|for A and any i and j . However, the reverse is not obvious|does

independence on these 2� 2 tables also imply thatX and Y are independent? If this

is the case, then one can test for independence betweenX and Y by testing whether

� ij pAq � 1 on the 2� 2 tables. The next theorem con�rms that this is indeed the

case.

Theorem 2.2.1. Under any sampling distributionF ,

X KK Y ô � ij pAq � 1 for all i dimensions ofX and j dimensions ofY on all cuboids

A.

This theorem implies that one can test for independence between two random

vectorsX and Y by exhaustively testing whether independence holds on each of the
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2 � 2 table constructed on all cuboids up to some maximum resolution, aimed at

identifying dependency structures up to a certain level of detail. This boils down to

a standard multiple testing problem involving a collection ofp-values computed on

all of the 2� 2 tables up to the maximal resolution.

However, such a brute-force exhaustive scan is not practical when the dimen-

sionality grows. If one were to exhaustively test independence on all possible 2� 2

tables of all cuboids up to even just a moderate resolution, the number of tests

required would quickly become massive as the dimensionality of the sample space

grows. Speci�cally, the total number of tests to be completed up to a resolution ofR

is
° R

� � 0 Dx � Dy � 2� �
� � � D � 1

D � 1

�
.

For multivariate problems then, one must be selective in carrying out the univariate

tests. Beyond the consideration of computational practicality, reducing the number

of tests is also desirable for the sake of statistical performance. Every additional test

comes with a price in multiple testing control, and thus it is important to be discreet

in choosing the tests to complete.

2.2.2 MultiFIT: A Coarse-to-Fine Adaptive Testing Procedure

Given the above considerations, data-adaptive strategies are necessary for building

practical testing procedures to deal with increasing dimensionality. We propose such

a strategy, which selects in each resolution the tables to test based on the statistical

evidence attained on coarser resolutions. In particular, only the \children" of tables in

the previous resolution whosep-values are below a pre-speci�ed threshold are selected

for testing. Figure 2.4 provides an illustration. Suppose that cuboidA in resolution r

satis�es pij pAq   p� , some preset threshold, then the four children cuboids, generated

by dividing A in the i th or the j th dimensions are tested in resolutionr � 1. (Note

that the threshold p� can further depend on the resolution ofA.) This course-to-�ne

testing procedure terminates at some maximal resolutionRmax or when there are no
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more cuboids less than resolutionRmax have anyp-values less than the threshold.

Figure 2.4 : The selection of tables for testing based on the statistical evidence on
their parent. The two right children correspond to dividingA along the margin that
corresponds to thei th margin of X , and the two left children correspond to dividing
A along the margin that corresponds to thej th margin of Y . Those four children are
tested in resolutionr � 1 if their parent A in resolution A produces ap-value below
the threshold p� .

The rationale behind this strategy is to exploit the spatial smoothness of depen-

dency structures|when X and Y are dependent, then nearby and nested cuboids

tend to contain empirical evidence for the dependency in a \correlated" manner. (It

is worth noting that here the \correlation" corresponds to our assumption about the

underlying sampling distribution that its dependency structure is spatially smooth,

not the sampling behavior of the data points given the sampling distribution.) Thus

using the statistical evidence at coarser resolutions to inform which cuboids to test in

higher resolutions can lead to e�ective detection of the dependency structure.

Next we formally present the adaptive testing procedure. We letCpr q denote the

collection of cuboids at resolutionr on which we carry out independence tests over all

of the correspondingDx � Dy 2� 2 tables. The procedure consists of three components:

(0) Initialization : Let C0q be 
, and let Cpr q � H for 1 ¤ r ¤ Rmax .

(1) Coarse-to-�ne scanning : For r � 0; 1; 2; : : : ; Rmax do the following:
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1a. Independence testing : Apply Fisher's exact test of independence to the

Dx � Dy 2 � 2 tables of each cuboidA PCpr q and record thep-values.

1b. Selection of cuboids to test for the next resolution : When r   Rmax ,

if the pi; j q-table for a cuboidA PCpr q has ap-value more signi�cant than

a threshold p� , add to Cpr � 1q the four child cuboidsof A generated from

dividing A along thei th and the j th dimensions respectively, each generating

two children.

(2) Multiple testing control : Apply any multiple testing procedure that provides

strong FWER control at a given level� based on thep-values. Some examples

include Holm's step-down procedure (Holm, 1979), or a modi�ed Holm method

by Zhu and Guo (2019).

Detailed pseudo-code for the procedure is provided in Appendix A.2. We call this

testing procedure MultiFIT, which stands for Multi-scale Fisher's Independence Test.

2.2.3 Finite Sample Theoretical Guarantee

Because MultiFIT formulates the test of independence as a multiple testing problem,

its inferential validity rests on whether the p-values are indeed validp-values, i.e.,

that they are stochastically larger than a uniform random variable under the null

hypothesis. Note that thep-values for the cuboids selected in the MultiFIT procedure

are computed according to the (central) hypergeometric null distribution on the 2� 2

tables. At �rst glance, these null distributions appear to ignore the data-adaptive

selection of a cuboidA based on the evidence in its ancestral cuboids. As such, one

may suspect that there might be a selection bias that causes suchp-values to lose

their face values.

The following theorem and corollary resolve this concern by showing that, in-

terestingly, the distribution of n ij pAq given the marginal totals is independent of

15



the event that the cuboid A is selected in the procedure, and hence thep-values

computed in the procedure are indeed still valid despite the adaptive sequential

selection. Consequently, one can indeed control the FWER on the entire procedure

using thesep-values.

Theorem 2.2.2. For any cuboidA, the conditional distribution of the2 � 2 table

given the corresponding marginal totals is the same central hypergeometric distribution

whenX KK Y whether or not we condition on the event that the cuboidA is selected

in the MultiFIT procedure.

Corollary 2.2.3. The p-values computed during Step (1) of theMultiFIT procedure

are valid, and thus Step (2) of the procedure can control FWER at any given level� .

The above theorem and corollary provide a theoretical guarantee that MultiFIT

attains exact control of the FWER regardless of the sample sizen at any �nite sample

size. This is an important property of our procedure in that for multivariate sample

spaces traditional largen asymptotic controls of FWER can often be inaccurate, and

existing methods typically appeal to resampling strategies such as permutation to

provide approximate �nite-sample control of the FWER. But permutation is often

computationally prohibitive in this context in that even just a single run of a test

can be expensive, not to mention applying the same test hundreds to thousands of

times. In contrast, MultiFIT achieves exact control of FWER by a single run of the

procedure without resampling.

We also note that the proof of Theorem 2.2.2 turns out to be conceptually

interesting and elucidates why the adoption of the Fisher's exact test on each 2� 2

table is critical to ensuring the exact �nite sample validity of the MultiFIT procedure.

In particular, the event that a cuboid A is selected to be tested in MultiFIT is in

the � -algebra generated by thep-values on all of its ancestral cuboids, which can

be shown to be independent of the counts in the 2� 2 table on A under the null
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hypothesis of independence once the corresponding marginal totals are conditioned

upon. This independence is elucidated under a Bayesian network representation of

the central hypergeometric distribution (Ma and Mao, 2019, Theorem 3). Accordingly,

conditioning on the selection of a cuboid under MultiFIT does not alter the null

distribution of the p-values for the 2� 2 tables on that cuboid, and thus the validity

of the procedure is maintained even with the adaptive selection of the tables to test

on. Below we provide a sketch of the proof for Theorem 2.2.2 and defer the technical

details to Appendix A.1.

Sketch of Proof for Theorem 2.2.2: Let A be a cuboid in a stratum resulting from

dividing the X margin r x times and theY margin r y times. Eachna;b is a 2a � 2b

contingency table formed by a cross-product of a marginal partition onX at level a

and a marginal partition on Y at level b.

By Theorem 3 in Ma and Mao (2019), the central multivariate hypergeometric

model on all such tables can be represented using a Bayesian network, in which tables

are sequentially generated given the two parents with the conditional distribution

being a collection of univariate central hypergeometric distributions. In particular,

one can show by construction that for any 2� 2 table on a cuboidA, there exists

a Bayesian network in the form presented in Figure 2.5 such that total number of

observations inA is in n r x ;r y (the node with bold black boundary), the counts for the

four blocks of the 2� 2 tables are inn r x � 1;r y � 1 (the node with blue dashed boundary),

and the marginal totals ofA are in n r x � 1;r y and n r x ;r y � 1 (the two nodes with dotted

red boundaries). In addition, the counts of all of the 2� 2 tables on ancestors of

A are measurable with respect to the� -algebra generated the gray-shaded nodes in

the Bayesian network, and thus are independent of the 2� 2 table onA given the

marginal totals. Therefore selection of a table does not in
uence the null distribution

once the marginal totals are conditioned upon.
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2.2.4 Practical Considerations

We close this section by discussing some practical aspects in applying the MultiFIT

procedure. First, although the data-adaptive algorithm is designed to overcome the

explosive number of tests required when the dimensionality is large, it is still often

feasible to apply exhaustive testing up to some resolutionR�   Rmax . In fact, for

the �rst few resolutions, it is recommended to apply exhaustive testing on all tables:

that is, to set the p-value threshold for those resolutions at 1 to avoid missing local

dependency structures. In our software, we allow the user to specify a resolution

R� below which exhaustive testing is adopted. A smaller value forR� will favor

the detection of more global signals, while a largerR� will favor localized signals.

Second, we set the default value forp� in our software for resolutions higher thanR�

at pDx � Dy � log2pnqq� 1. This keeps the number of 2� 2 tables tested constant (on

average) under the null hypothesis irrespective of the number of dimensions, while

also making the threshold more stringent with increasing sample size.

Finally, one can also terminate the univariate tests as soon as a cuboid has too

few observations in any of its rows and columns, as such tables will not give rise to

signi�cant p-values in any case.

2.3 Numerical Examples

2.3.1 Computational Scalability

We start by evaluating the computational scalability of MultiFIT with those of three

other state-of-the-art methods with well-documented software|the Heller-Heller-

Gor�ne ( HHG) multivariate test of association from Heller et al. (2013), the Distance

Covariance (DCov) method of Sz�ekely and Rizzo (2009), and the kernel-based method

(dHSIC) of P�ster et al. (2018).

We apply these methods to data sets simulated under two scenarios. The �rst
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scenario involves data generated under the null hypothesis, with all margins being

drawn independently from a standard normal distribution. Under the second scenario,

one dimension ofY is strongly correlated with a dimension ofX under the \linear"

scenario from Table 2.1 withl � 3. While in practice non-linear alternatives are

the main motivation for the nonparametric tests being considered here, the linear

scenario is essentially the worst-case scenario for MultiFIT in terms of computational

time. (We compare the computational scalability of MultiFIT for all scenarios from

Table 2.1 in the Appendix A. See Figure A.5.) The reason is that the stronger

the dependency at coarser levels, the more tests will be performed under MultiFIT

because more tests will pass thep-value threshold at coarser levels. As such, these

two scenarios represent the two ends of the spectrum in the amount of computation

incurred under MultiFIT.

Figure 2.6 plots the computational time versus the sample size (in log-log scale)

at di�erent dimensionalities|2 and 10. All methods were run on the same desktop

computer with a single IntelR
 Core(TM) i7-3770 CPU unit at 3.40GHz, and the three

competitors were evaluated up to the maximum sample size allowed by the available

16G RAM.

We present the average duration of 10 executions of each method under di�erent

dimensions,d � 2 and d � 10. It is worth noting that the results for MultiFIT are

for the full algorithm that provides p-values, while the for the competitors we only

compute the test statistic once and at least hundreds of resampling or permutation

steps are required in order to perform inference.

Overall, the computational advantage MultiFIT is substantial|it scales approx-

imately Opn lognq in sample size, whileHHG, DCovand dHSICwithout the Gamma

approximation scale approximatelyOpn2q. The Gamma approximation method of

dHSICmakes the method faster in the presence of a strong signal, but it still cannot

handle the larger sample sizes due to its memory requirement.
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2.3.2 Power Comparison

We next examine the statistical power of the competing methods under several

representative dependency scenarios. For this study we setDx � Dy � 2 so that

X � p X 1; X 2q and Y � p Y1; Y2q. In all the simulation settings, we letX 1 and Y1 be

independently normally distributed, whereasX 2 and Y2 are dependent according to

several di�erent scenarios, which are illustrated in Figure 2.7 and detailed in Table 2.1.

For all scenarios except the \local", we set the tuning parameterR� to 2, and for the

\local" scenario, where a signal is embedded in a small sub-portion of the margins

X 2 and Y2 and all other regions are independent, we applied the algorithm we set

R� � 4 to ensure exhaustive coverage up to resolution 4, and from there on continue

only with tests whosep-value is below the default threshold for each of the higher

resolutions.

We performed 2,000 simulations for each scenario and at each of 20 noise levels,

and applied the four methods all at an targeted FWER level of 5%. We �rst applied

a rank transform to each of theD margins for every simulated data set as this is the

default under MultiFIT while the competitors HHG, DCovand dHSICalso performed

much better with the marginal rank transform.

MultiFIT outperforms HHG, DCovand dHSICfor the \sine", \circle", \checkerboard"

and \local" scenarios, the cases that are richer with local structures. For the more

\global" dependency structures|\linear" and \parabolic"| HHGanddHSICoutperform

MultiFIT, while DCovdoes so only in the \linear" case. This is explained by the fact

that the signal is observable almost entirely in the coarsest level, and as we go into

higher resolutions we merely add insigni�cant tests that reduce the overall power.

2.3.3 Learning the Nature of the Dependency

So far we have focused on applying MultiFIT for testing the null hypothesis of

independence. In practice, especially in multivariate settings, the practitioner is often
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Table 2.1: Simulation Scenarios

Scenario
# of Data

Points
Maximal

Resolution
Simulation Setting

Sine 300 4
X 1 � Z , Y1 � Z 1, X 2 � U,

Y2 � sinp5� � X 2q � 4�

Circular 300 4
X 1 � Z , Y1 � Z 1,

X 2 � cosp� q � � , Y2 � sinp� q � � 1

Checkerboard 500 5

X 1 � Z , Y1 � Z 1, X 2 � W � � ,

Y2 �

#
V1 � � 1; if W is odd
V2 � � 1; if W is even

Linear 300 4
X 1 � Z , Y1 � Z 1, X 2 � U,

Y2 � X 2 � 3�

Parabolic 300 4
X 1 � Z , Y1 � Z 1, X 2 � U,
Y2 � p X 2 � 0:5q2 � 0:75�

Local 1000 6

X 1 � Z , Y1 � Z 1, X 2 � Z 2,

Y2 �

#
X 2 � 1{6 � � if 0   X 2; Z 3   0:7
Z 3 ; otherwise

Six simulation scenarios. In all cases,Z; Z 1 are i.i.d Np0; 1q. At each noise levell � 1; 2; :::; 20, �; � 1

and � 2 are i.i.d Np0; pl{20q2q, and the following random variables are all independent:
U � Uniformp0; 1q, � � Uniformp� �; � q, W � Multi-Bern pt1; 2; 3; 4; 5u; p1{5; 1{5; 1{5; 1{5; 1{5qq,
V1 � Multi-Bern pt1; 3; 5u; p1{3; 1{3; 1{3qq, V2 � Multi-Bern pt2; 4u; p1{2; 1{2qqand Z 2; Z 3 are i.i.d
Np0; 1q. The maximal resolution is the algorithm's default: tlog2pn{10quwhere n is the number of
data points.

interested in not just testing the existence of dependence but to have an understanding

of its nature. A by-product of the divide-and-conquer approach is the ability to shed

light on the underlying dependency structure. In this section we provide an example

that illustrates MultiFIT's ability of learning the nature of the dependency. In this

example we consider a dependency structure resulting from higher order interactions

and therefore are di�cult to be visualized in low-dimensional marginal visualizations.

We show that after identifying the 2� 2 tables that contained statistically signi�cant

evidence for dependency (after multiple testing correction), by plotting the data points

in those signi�cant tables, one can learn and visualize the underlying dependency.

Speci�cally, we let X and Y each be of three dimensions, and simulate a sample

with 800 observations. We �rst generate a \circle" scenario so thatX 1, Y1, X 2, and
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Y2 are all i.i.d. standard normals, whereasX 3 � cosp� q � � , Y3 � sinp� q � � 1 where�

and � 1 are i.i.d Np0; p1{10q2q and � � Uniformp� �; � q. We then rotate the circle by

� {4 degrees in theX 2-X 3-Y3 space by applying:
�

�
cosp� {4q � sinp� {4q 0
sinp� {4q cosp� {4q 0

0 0 1

�

�

�

�
| | |

X 2 X 3 Y3

| | |

�

� :

The rotated circle is no longer visible by examining the 2-dimensional margins.

See Figure 2.8 for the marginal views of the sample before and after the rotation.

Figure 2.9 plots the data points that lie in the 2� 2 tables identi�ed as statistical

signi�cant (at 0.001 level after multiple testing adjustment with modi�ed Holm's

procedure) under the rotated setting. The underlying dependency pattern is clearly

visible after selecting these tables. We found that in visualizing the identi�ed tables,

it is often useful to plot the data points that lie in the same slice of that table but with

the full ranges of the plotted margins, as the identi�ed table often captures a portion

of the interesting dependency. Figure 2.9 demonstrates this technique by plotting

those additional observations (in orange). For this reason, we have incorporated this

plotting feature in our software.

2.4 Application to a Flow Cytometry Data Set

Flow cytometry is the standard biological assay used to measure single cell features

known as markers, and is commonly used to quantify the relative frequencies of cell

subsets in blood or disaggregated tissue. These features may be general physical,

chemical or biological properties of a cell. Such data involve complex distributional

features and are of massive sizes with typical sample sizes in the range of hundreds of

thousands, which presents computational challenges to nonparametric data analytical

tools.

For the evaluation, we used 
ow cytometry samples generated by an antibody panel
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designed to identify activated T cell subsets. We show the results of the dependency

analysis on a single illustrative sample with 353,586 cells. For the analysis, we

separated the markers into a vector of four `basic' markers (dump, CD3, CD4, CD8)

and a vector of four `functional' markers (IFN, TNF, IL-2 and CD107). The basic

markers are used in practice to �rst identify viable T cells by exclusion using the

`dump' and CD3 markers, and then to further partition T cells into CD4-positive

(`helper') and CD8-positive (`cytotoxic') subsets. The functional markers are used

to identify the activation status of these T cell subsets and their functional e�ector

capabilities (IL-2 is a T cell growth factor, IFN and TNF are in
ammatory cytokines,

and CD107 is a component of the mechanism used by T cells to directly kill infected

and cancer cells).

We applied MultiFIT with Holm's multiple testing adjustment to the data to

identifying dependency between the basic and functional markers. Our aim here is

to demonstrate MultiFIT's ability to handle such large data and to shed light on

the underlying dependency, and so we ran the test exhaustively up to the maximal

resolution of 4 - testing 102,416 2� 2 tables. The execution time of the algorithm in

this setting is approximately 5 minutes on a laptop computer utilizing four 3.00GHz

Intel R
 Xeon(R) E3-1505M v6 CPU cores.

As the sample size is very large and the data clearly have strong marginal

dependencies, MultiFIT identi�ed hundreds of signi�cant tests after multiple testing

adjustment. None ofHHG, DCovand dHSICwas able to handle this amount of data and

all ended in over
ow errors. Figure 2.10 presents the visualization of the observations

in the 20 2� 2 table with the most signi�cant p-values using the strategy described

in Section 2.3.3.
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Figure 2.5 : A Bayesian network augmentation for the central multivariate hyperge-
ometric model on contingency tables formed by cross-products of sequential marginal
partitions on 
 X and those on 
Y .
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Figure 2.6 : Computational scalability: a comparison ofHHG, DCov, dHSIC(a single
computation of the test statistic) and MultiFIT with Dx � Dy � d, log runtime versus
log sample size. MultiFIT was run withR� � 1 and p� � p Dx � Dy � log2pnqq� 1. Note
that MultiFIT achieves exact FWER control without permutation. The dHSICwith
Gamma approximation achieves approximate FWER control without permutation.
The other methods require permutations for FWER control.
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(a)

(b)

Figure 2.7 : Power versus noise level for di�erent methods. (a) visualization of the
two dependent margins of six scenarios with noise level 2. (b) estimated power at
20 noise levels for the di�erent methods under the six scenarios from Table 2.1 with
Dx � Dy � d � 2.
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(a) (b)

Figure 2.8 : Marginal views of the data sample in Section 2.3.3 (a) before and (b)
after rotation. The dependency is easily visible in the marginal plots before rotation.
Once rotated, the signal is spread among the margins and no longer visually obvious.

Figure 2.9 : Scatter plots for the observations in the three 2� 2 tables identi�ed
as most signi�cant by MultiFIT for the rotated circle scenario. (Signi�cant tables
are those with modi�ed Holm's adjustedp-values below 0.001.) The dependency
structure is again visible in the marginal views: red points are observations that are
within the cuboid that is tested, orange points are observations that are in a cuboid
formed by expanding the tested cuboid so that the plotted margins are not subsetted.
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Figure 2.10 : Scatter plots of the observations identi�ed by the 20 2� 2 tables
with the most signi�cant p-values for the 
ow cytometry data set. Red indicates
observations in the tested cuboid. Orange indicates observations in the same slice
of the sample space, determined by the four markers other than the two margins
plotted. Gray indicates the rest of the observations.

28



3

Coarsened mixtures of hierarchical skew normal
kernels for 
ow cytometry analyses

3.1 Introduction

Flow cytometry (FCM) is a standard biological assay used to measure single cell

features, referred to as \markers", and is commonly used to quantify the relative

frequencies of cell subsets in blood and disaggregated tissues. These features may

be general physical and chemical properties of a cell or the amounts of speci�c

biological macromolecules on the cell surface or within a cell. For example, general

markers include forward scatter (FSC) which re
ects cell size, side scatter (SSC)

which re
ects the granularity of a cell, and viability probes which are enhanced in

dying or dead cells. Most markers correspond to labeled probes to cell surface or

intracellular proteins. For example, a 
uorescent-labeled antibody can be used to

indicate the density of CD3, a protein associated with the T cell receptor whose

presence is indicative of a T cell. An alternative technology based on time-of-
ight

spectroscopy (mass cytometry) uses heavy metal isotopes instead of 
uorescent dyes

to label probes, but the data generated is very similar and we treat data from 
ow
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and mass cytometry interchangeably in this chapter.

A typical modern cytometer can provide researchers with measurements on dozens

of such markers at the single-cell level. Most commonly, these high-dimensional

data are visualized and thereby analyzed via scatter plots of pairs of margins. Such

data often involve multiple samples collected for the purpose of comparative analysis:

the comparison of cell subset features across di�erent samples. However, variations

in cell subset locations (in the marker space) frequently occur due to uncontrolled

technical reasons unrelated to the underlying biological di�erences. In particular,

technical di�erences often make it extremely challenging to compare samples processed

in di�erent laboratories. A prerequisite for proper analysis of such data is cross-

sample calibration|aligning cell subsets across multiple samples|so that cell subset

properties can be meaningfully compared.

A comparative analysis of FCM data generally involves cell classi�cation|i.e.,

the identi�cation of cell subsets (or clusters) in the samples. The standard approach

is through manual gating, during which a human expert uses sequences of two-

dimensional windows (the so-called \gates") to �lter for cells of interest on two-

dimensional scatter plots of the data. Because manual gating on paired scatters

becomes increasingly laborious as the dimensionality of the data grows, automated

methods for cell subset identi�cation from FCM data are becoming increasingly

necessary. However, none of the existing automated classi�cation methods based on

clustering performs calibration in-house and therefore cannot be directly applied to

multi-sample studies.

It is worth noting that consideration of cross-sample variability, which may be

construed as a step toward calibration, appears in a number of previous works. For

example, Cron et al. (2013) developed Bayesian hierarchical modeling extensions to

the Dirichlet Process Mixture (DPM) of Gaussian kernels, in which each sample has

its own set of weights, thus accounting for sample variability in subset sizes. Dundar
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et al. (2014) further expanded the approach to also model sample variability in kernel

parameters by adding a Dirichlet process mixture (DPM) prior on the means of the

Gaussian kernels. Lee et al. (2015) proposed a hierarchical structure where each

sample is a �nite mixture model of multivariate skew-t distributions with random

e�ects on the location parameters. Soriano and Ma (2019) suggest using a DPM of

hierarchical Gaussian kernels to allow for variability in cell subset locations across

samples.

Building on these works, we continue to adopt the nonparametric mixture frame-

work and allow all of the aforementioned features of cross-sample variation in our

model. In particular, we explicitly model sample variability in relative frequencies by

allowing each sample its own set of weights and incorporate a hierarchical multivariate

skew normal kernels to characterize both the 
exible shapes of the cell subsets as

well as their variation across samples. This hierarchical modeling approach gives

rise to a natural scheme for performing calibration, as explained in Section 3.2.3. In

addition, we incorporate into our inference recipe a posterior \coarsening" strategy

(Miller and Dunson, 2019), which is a general and principled approach for allowing

small deviations from a statistical model through likelihood tempering in a Bayesian

model. With this strategy, our method becomes robust to shape-misspeci�cation in

the kernels and mitigates the undesirable issue of DPMs in producing a diverging

number of clusters as sample size grows, thereby increasing the e�cacy of our model

in classi�cation and calibration.

Before describing our method in detail, we provide a quick review of some other

previous statistical approaches to analyzing FCM data as well as some related litera-

ture in Bayesian modeling which will place our method in context. Murphy (1985)

applied K-means cluster analysis to FCM data. Generally, K-means classi�cation

tends to generate clusters of similar spatial dimension, and lack statistical interpreta-

tion. Bakker Schut et al. (1993) perform cluster analysis using K-means initialized
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with a large number of seed points, followed by a modi�ed nearest neighbor technique

to reduce the large number of subclusters. This method caters to symmetric clusters.

Boedigheimer and Ferbas (2008) applied �nite Gaussian mixtures to FCM data, and

adopted a frequentist estimation strategy based on the expectation-maximization

(EM) algorithm. Chan et al. (2008) �t the data with a �nite mixture of multivariate

Gaussians using standard conjugate Bayesian analysis and Gibbs sampling for infer-

ence. Methods that model FCM data with Gaussian kernels su�er from the obvious

weakness that clusters are clearly asymmetric. Malsiner-Walli et al. (2017) o�ered

a Bayesian model that allows a �nite mixture of mixtures of Gaussian kernels and

demonstrate this approach on FCM data. This method automates the selection of

the number of clusters, and allows asymmetric clusters. In the frequentist literature,

Pyne et al. (2010) formulated theFLAMEframework that models FCM data with a

�nite mixture model of skew-t distributions. O'Hagan et al. (2016) suggested using

the multivariate normal inverse Gaussian distribution kernels in the context of �nite

mixture models. Lo et al. (2008) proposed a �nite mixture oft distributions with a

Box-Cox transformation in order to reduce asymmetry. This method is data- and

variable-dependent, which makes full automation of the process di�cult. Arellano-

Valle et al. (2009) discussed Bayesian mixtures of multivariate skew normal kernels,

but did not provide a uni�ed approach that handles all three parameters of the skew

normal distribution. Fr•uhwirth-Schnatter and Pyne (2010) developed a Bayesian, fully

conjugate multivariate �nite mixture model with multivariate skew normal and skew-t

distributions. As is further discussed in Section 3.2.4 this formulation is constrained

by the strong conjugate prior structure and does not allow for intuitive treatment of

calibration for FCM data. Hejblum et al. (2017) used the Bayesian formulation of

Fr•uhwirth-Schnatter and Pyne (2010) that also accommodates dependencies within

the data using a sequential sampler.

Our approach addresses several important di�culties faced by these existing
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approaches. Methods based on �nite mixture models require determining the number

of clusters in advance (and more so in a hierarchical setting that requires determining

the number of clusters for each sample) thus treating it as a tuning parameter. These

approaches run into obstacles when new data is introduced after the selection of the

number of clusters: if a new sample re
ects biological variation in the sense that a

new cluster is formed in addition to the clusters in the control sample, this cluster

cannot be identi�ed as one when the number of clusters is �xed to that of the control

sample. Thus, sophisticated analyses involving comparison of data with biological

variation across batches are severely limited. In contrast to �nite mixtures, an in�nite

mixture such as a DPM avoids the presetting of the number of clusters. However, a

common issue that arises with DPMs is that the number of estimated clusters always

grows to in�nity as the number of observations grow, even as the underlying structure

of the data remains the same. A common way to handle this di�culty is to use the

symmetric approximation to DPMs (Ishwaran and James, 2001) and cap the number

of clusters at a relatively low number. With data sets as large as a typical FCM

sample, this essentially reduces DPMs to �nite mixture models and the maximal

number of clusters will often just be the estimated number of clusters. In contrast, we

take a model robusti�cation approach to address the issue by incorporating a strategy

called model \coarsening" (Miller and Dunson, 2019). In addition, existing mixture

model based approaches using Gaussian andt kernels almost invariably requirepost

hoc merging of clusters due to the massive sample size of FCM data. The need for

such is mitigated in our approach by the 
exibility of the skew kernels as well as

the coarsening. Finally, when estimating mixtures with multivariate skew kernels,

frequentist estimation with EM or Bayesian approaches with conjugate priors and

Gibbs sampling face di�culties in overcoming the multimodality of the likelihood

function of those kernels. We design a hybrid sampler that embeds a Population

Monte Carlo (PMC) step into a Gibbs sampler, which reduces the risk of the sampler

33



to be caught in a local mode and allows us to choose and sample from more reasonable

though non-conjugate priors e�ectively.

The rest of the chapter is organized as follows. Section 3.2 provides the details

of our Bayesian hierarchical model, the coarsening strategy, as well as the inference

recipe for achieving classi�cation and calibration jointly. In Section 3.3 we provide

numerical examples on simulated data that demonstrate the e�cacy of our model. In

Section 3.4 we carry out a case study on a 6-dimensional FCM data set as well as a

19-dimensional mass cytometry data set.

3.2 Method

3.2.1 A Bayesian Nonparametric Hierarchical Model

The complexity of the observed structures in FCM data requires 
exible statistical

models to characterize their key features. Our model captures those by a DPM with

several modeling choices that allow sample variability in weights and kernel locations

as well as 
exibility in the kernel shapes. We choose to work with DPMs as they do

not limit the number of clusters a priori . Since FCM data rarely involves symmetric

clusters we choose to work with skew normal (SN) kernels. These are characterized

by a location parameter� , a scale parameter� , and a skew parameter� . (See

Appendix B.1 for further details about the multivariate SN distribution.)

To allow the clusters to vary in sizes across samples, we endow each sample with

its own set of mixing weights. In order to allow di�erences in the location of the

clusters, we posit a hierarchical structure for the SN kernels. Figure 3.1 presents a

full graphical view of our model. We next describe the model components in detail.

In the following, we assume that the data are drawn fromJ samples:

y i;j
ind� Fj ; i � 1; : : : ; nj and j � 1; : : : ; J

such that nj is the number of observations in samplej P t1; : : : ; Ju and n �
° J

j � 1 nj
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Figure 3.1 : A graphical representation of the COMIX hierarchical model.j indicates
the sample number;i the observation number within a samplej ; k index is for cluster
labels. y i;j is the i th observation in samplej ; Ti;j the cluster assignment random
variable specifying which clustery i;j belongs to. Eachzi;j is associated withy i;j

and is used in augmenting the likelihood.� j;k is the sample and cluster speci�c
location parameter. ! j;k s are cluster and sample speci�c DPM weights.� k and � k

are, respectively, the skewness vector and covariance matrix for each cluster, they are
shared among all samples.� 0;k and Ek are, respectively, the mean and the covariance
of the mutlivariate normal distribution from which the sample speci�c means are
drawn.

is the total number of observations across all samples.

Cluster assignment and weights.Let K be a countable set of cluster labels shared

over all samples. For eachi � 1; : : : ; nj and j � 1; : : : ; J , let Ti;j be the latent cluster

assignment variable for observationi in samplej , such that Ti;j � k if and only if

y i;j belongs to clusterk for somek PK. As discussed above, we allow each sample to

have its own set of weights,! j;k :� PpTi;j � kq. The subscript j indicates that cluster

sizes may vary across samples. Note that this also allows a cluster to appear in some

samples but not in others; the latter samples will simply have very small weights for

that cluster. We assign an independent GEMp� q prior (Ewens, 1990) on the sample
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speci�c weights. For eachj P t1; : : : ; Ju, let

t ! j;k ukPK
iid� GEMp� q:

In order to learn � , we also assign it a prior,� � Gammapa� ; b� q.

Hierarchical multivariate skew normal kernels.Assume now that eachFj has the

density

f j p�q �
¸

kPN

! j;k � gp� | � j;k q

where g is the density function of the multivariate SN distribution, and each� j;k

is comprised of the three parameters of the SN distribution:� j;k � t � j;k ; � k ; � ku.

In particular, for each cluster k we assume that the scale parameter� k and the

skew parameter� k are the same across samples. We allow sample variability in

the sample-speci�c location parameter� j;k by assuming that they are distributed

around a grand \centroid" cluster mean� 0;k following a multivariate Gaussian with

covarianceE k . Thus we have the following hierarchical kernel for generating an

observation in each cluster.

r� j;k | � 0;k ; E k ; Sks ind� Np� 0;k ; E kq

ry i;j | Ti;j � k; � j;k ; � k ; � ks � SNpp� j;k ; � k ; � kq:

We will further discuss the justi�cation for only letting the location parameter vary

between samples in Section 3.2.2.

We assign multivariate Gaussian and inverse Wishart prior for the means and

covariances of the kernels:

� 0;k � N pb0; B 0q

� k � W � 1pm; � q

and follow Liseo and Parisi (2013) and Parisi and Liseo (2018) in the assignment of a
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prior for the skewness parameter:

pp� k ; � kq � pp� k | � kqpp� kq

pp� k | � kq �
�

�
p
2

� pp
2 � 1q

a
|
 k |


 � 1

;

where� is a transformed version of� . The priors for � and � induce priors on an

alternative equivalent parametrization in terms of and G, which are derived from�

and � by multiplying the following Jacobian term, de�ned separately for each cluster

k PK:

|J krp� 0;k ; � k ; � kq Ñ p� 0;k ; G k ;  kqs| �
p¹

j � 1

pG kpj; j q �  kpj q2q� 1
2 :

In practice, we will infer on  k and G k and then transform them back to the original

parameters. (See Appendix B.1 for further details on the alternative parameterizations

of the multivariate SN distribution and its computational advantages.)

We further assign an inverse-Wishart prior to the covariance of the normal

distribution of the cluster means around the grand mean:

E k � W � 1p� 0; E 0q:

This completes the speci�cation of our hierarchical model. Figure 3.1 provides

a graphical model representation of the full hierarchical model while Figure 3.2

illustrates the structure of the data generated from this model.

3.2.2 Coarsening

We use the \coarsening" strategy introduced in Miller and Dunson (2019) to make

inference robust to model-misspeci�cations. This is particularly relevant in the context

of FCM data - where clusters with parametric distributions are not likely to perfectly
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Figure 3.2 : An illustration of 3-sample data set generated from our model. The
\centroid" cluster parameters � 0;k , � k and � k are all shared across the samples. Each
sample has its own set of weights! j;k and, e.g., cluster 2 in sample 3 is empty with
! 3;2 � 0 so that Ti; 3 � 2 for all i P t1; : : : ; n3u. The location parameters of the �rst
cluster � 1;1; � 2;1 and � 3;1 are spread around� 0;1. Similarly, � 1;2; � 2;2; � 3;2 are spread
around � 0;2 and � 1;3; � 2;3 and � 3;3 are spread around� 0;3.

�t and the massive sample size makes the resulting inference sensitive to such model

misspeci�cations.

Generally, for a model family indexed by some parameter� , one de�nes an

\idealized distribution" as a member in the model family that we use to represent

the data generative mechanism. (Here it is the full hierarchical model presented

above.) The coarsening approach assumes the existence of unobserved \ideal data",

say Y1; : : : ; Yn from this distribution. The observed data, sayy1; : : : ; yn , are assumed

to be drawn from a true distribution which is in a R-neighborhood (under some

discrepancy measured) of the idealized distribution. When the observed and ideal

distributions are the same, Bayesian inference is conducted on the standard posterior

distribution, pip� | Y1 � y1; : : : ; Yn � ynq. When they di�er, Bayesian inference is

performed on the \coarsened posterior":pip� | dppPt Y1 ;:::;Yn u; pPt y1 ;:::;yn uq   Rq. That is,
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the \posterior" is computed conditional on the event that the empirical distributions

of the observed and ideal data are within aR-ball de�ned by a discrepancy measure

d. R can be taken as a random variable, and assigned a prior. WhenR � expp
 qand

d is the Kullback-Leibler divergence (ordn a consistent estimator of it), the coarsened

posterior is approximated by:

� p� | dppPt Y1 ;:::;Yn u; pPt y1 ;:::;yn uq   Rq9� � p� q
n¹

i � 1

p� pyi q�

where 9� means \approximately proportional to", � � 


 � n , and � p� q is the prior

on � . Given some� P r0; 1s,
± n

i � 1 p� pyi q� is referred to as the \power likelihood"

and � p� q
± n

i � 1 p� pyi q� is referred to as the \power posterior". This form is easily

implemented within the context of Gibbs sampling for mixture models, and we do

so for our model. In our context, we consider the entire hierarchical DPM model

as the idealized distribution and treat� as a tuning parameter. Generally, the type

of deviations that the coarsening procedure tolerates depends on the discrepancy

measure. The Kullback-Leibler divergence is sensitive to changes in the shape of a

distribution (as opposed to, say, moving probability mass to outlying regions). This

choice allows the hierarchical kernel in our model to focus on the location alone,

which simpli�es the model and the corresponding sampling algorithm.

3.2.3 Cross-sample Calibration

To calibrate multiple samples, we shift each observation in a cluster in a sample by

the di�erence between the grand \centroid" mean and the sample-speci�c mean of

that cluster. That is, when Ti;j � k we compute a corrected value for each observation

by adjusting for the shift in the mean:

~y i;j � y i;j � pp � j;k � ! k � k

a
2{� q � p � 0;k � ! k � k

a
2{� qq � y i;j � p � j;k � � 0;kq

where ~y i;j is the shifted observation corresponding to the original observationy i;j . In

the above,! and � are alternative parameterizations to� and � . (See Appendix B.1
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for further details on the multivariate SN distribution.) To incorporate the posterior

uncertainty in the cluster assignment, we follow the technique suggested in Soriano

and Ma (2017) for calibration by integrating out the cluster assignment variables

Ti;j s:

Er~y i;j | t y i;j us � y i;j � Er� j;k � � 0;k | t y i;j us � y i;j �
1
N

Ņ

n� 1

p� j;T pn q
i;j

� � 0;T pn q
i;j

q:

A desirable byproduct of this integrating-out strategy is that through it we also

bypass potential label switching issue, which will be discussed further in the next

subsection.

3.2.4 Computational Strategies

The multimodality of the SN likelihood poses di�culties to EM estimation in frequen-

tist settings and to Gibbs samplers in Bayesian settings. For example, Fr•uhwirth-

Schnatter and Pyne (2010) o�er a conjugate structure and a Gibbs sampler in order

to perform Bayesian estimation of the parameters of the SN distribution. Liseo and

Parisi (2013) demonstrate how this approach may fail when multimodality arises in

the likelihood even in a simple setting. Our experimentation of the conjugate prior

approach also suggested that a large amount of data is required in order to overwhelm

the prior and allow for correct inference on highly skewed kernels. Furthermore, the

conjugate prior structure entails the elicitation of a joint prior for the location pa-

rameter � and the skewness parameter , which in the current context of application

to FCM data will make tasks such as cross-sample calibration di�cult.

Liseo and Parisi suggest utilizing the Population Monte Carlo approach to tackle

the problem of multimodality while allowing prior modeling on the location parameter

indecently from those of the other SN parameters|that is, � KK p� ; � q a priori . This

strategy particularly suits our need as it allows us to select 
exible and intuitive priors

that o�er a simple hierarchical structure for the location parameter as in our model.
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Because the resulting priors are not conjugate, we cannot use a vanilla Gibbs sampler.

(In contrast, Hejblum et al. (2017), Dundar et al. (2014), and Soriano and Ma (2019)

all constrained their models so that the prior structure will be conjugate and allow

blocked Gibbs sampling.) We thus construct a hybrid \Gibbs-PMC" sampler that

utilizes PMC moves for the SN parameters while using Gibbs moves on the rest of

the model.

A \Gibbs-PMC' hybrid Sampler. Our sampler uses PMC moves for the SN param-

eters � j;k , Gk ,  k , � 0;k , Ek and zi;j , and then given summary statistics (mean) of all

particles for these parameters; it uses Gibbs moves for the other parameters parame-

ters � j;k and T, and Metropolis-Hastings moves for just the single hyperparametera.

The full sampling algorithm is as follows.

� Step 0: Initialize a population ofM particles � 1:M
j;k , G1:M

k ,  1:M
k , � 1:M

0;k , E 1:M
k and

z1:M
i;j .

� Step t ¡ 0:

{ Let nk be the number of observations in clusterk and nj;k the number of

observations for samplej in cluster k.

{ Update the Dirichlet pseudo-count parametera using a Metropolis-Hastings

step with the proposal:

a� | a � Gammapa2 � a0; a � a0q

wherea0 is calibrated during the burn-in iterations.

{ Sample from the full conditional of the mixture weights.

{ For k in 1; 2; : : : ; K :

� SampleM particles z1:M
1 ; : : : ; z1:M

nk
from the proposalqpmq

z as the full

conditional distribution of zi;j (i.e. zpmq
i;j depends viaqpmq

z on  pmq
k ,
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Gpmq
k , � pmq

j;k and � pmq
0;k for m � 1; : : : ; M ).

� In a random order, perform the next 5 updating steps:

1. SampleM particles � 1:M
j;k from the proposalqpmq

� j;k
as the full condi-

tional distribution of � j;k .

2. SampleM particles G1:M
k from the proposalqpmq

Gk
as the inverse-

Wishart part of the full conditional distribution of Gk .

3. SampleM particles 1:M
j;k from the proposalqpmq

 k
as thep-dimensional

multivariate normal part of the full conditional distribution of

 j;k .

4. SampleM particles � 1:M
0;k from the proposalqpmq

� 0;k
as the full condi-

tional distribution of � 0;k .

5. SampleM particles E 1:M
k from the proposalqpmq

Ek
as the full condi-

tional distribution of Ek .

(For every k, if nk � 0 sample particles from priors.)

{ Compute the ratios

%pmq 9
�

�
� pmq

j;k ; Gpmq
k ;  pmq

k ; � pmq
0;k ; Epmq

k ; t zpmq
i;j u | tyi;j u

	

qpmq
�

� pmq
j;k ; Gpmq

k ;  pmq
k ; � pmq

0;k ; Epmq
k ; t zpmq

i;j u
	

whereqpmq is the joint proposal for each particle.

{ Scale thet %pmqu to sum to 1.

{ Resample
!

� pmq
j;k ; Gpmq

k ;  pmq
k ; � pmq

0;k ; Epmq
k

)

m� 1;:::;M
according to the weights

t %pmqu.

{ Compute (mean overM index) � 1:M
j;k , G1:M

k ,  1:M
k , � 1:M

0;k , E 1:M
k and z1:M

i;j .
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{ Sample from the full conditional distribution of Ti;j , based on the values

� 1:M
j;k , G1:M

k ,  1:M
k and t � j;k u

{ (For each t) store: � 1:M
j;k , G1:M

k ,  1:M
k , � 1:M

0;k , E 1:M
k and z1:M

i;j , t Ti;j u, a and

t � j;k u.

{ Merge clusters for which the Kullback-Leibler divergence is smaller than a

preset threshold.

The full conditional and proposal distributions used in the sampler are described in

Appendix B.2.

In implementing the sampler, we utilize the �nite-dimensional symmetric Dirichlet

distribution approximation (Ishwaran and James, 2001) to the Dirichlet process

mixture. With this approximation, the J in�nite sequences of mixture weights

t ! j;k ukPK are replaced for eachj � 1; : : : ; J by:

t ! j;k ukPK � Dirichletp� {K; : : : ; � {K q

where we need to choose the maximal number of clustersK . A known issue of this

approximation for DPM when applied to large data sets is that the posterior will

concentrates on a diverging number of clusters andK is often the de factonumber

of estimated clusters. In our approach, however, this issue is addressed with the

coarsening strategy|we can setK to be very large while the estimated number of

clusters will still be much smaller thanK even for large and noisy data sets such as

those from FCM.

A common problem in inference algorithms for mixture models that utilize a

cluster assignment variable is known as label switching. Since the values the cluster

assignment variable assigns (the labels) to the di�erent clusters are exchangeable, the

prior and posterior distributions for the parameters of the mixture components are

symmetric with respect to permutations of the labels. This problem does not arise
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in our framework when calibration is the sole purpose as our calibration strategy

integrates out the di�erent labeling scenarios. For cell classi�cation, on the other

hand, label switching needs to be addressed and many possible strategies are available.

Our software implementation handles this issuepost hocusing the method of Cron

and West (2011). A coherent classi�cation is maintained by choosing a reference

classi�cation, which we take from the last iteration of the MCMC chain. Then, for

each saved classi�cation a cost matrix is computed (based only on the values of

the cluster assignment variable) and minimized by selecting a permutation on its

columns using the Hungarian algorithm of Munkres (1957). The resulting minimizing

permutation is then applied to the cluster labels.

3.3 Simulation Study

We demonstrate our method using two-dimensional simulated data for ease of visu-

alization. To examine the robustness of our method to model misspeci�cation and

the e�ects of coarsening, we apply our method to two di�erent data sets. The �rst

is simulated exactly from our hierarchical model, i.e., the \ideal" distribution. The

second data set is generated by \distorting" the �rst, \ideal", data set to induce model

misspeci�cation. In the distorted samples each cluster is narrowed asymmetrically.

Figure 3.3 presents both the \ideal" data (top row) and the \distorted" data (bottom

row).

We apply COMIX with a maximal number of 150 clusters to each data set. In

order to examine the e�ects of coarsening, we show model estimates and calibration

results with coarsening (� � 0:2) and without it ( � � 1). We have found in many

numerical studies that� � 0:2 provides robust results for classi�cation and calibration

in many contexts where the observed data deviate from the theoretical skew kernels.

As such we adopt 0.2 as a default value in our software. In applications we recommend

the user to still carry out a context-speci�c sensitivity analysis for� to ensure that an
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Figure 3.3 : Simulated data. Top row: an \ideal" from our generative model in
2 dimensions with 3 clusters in 3 samples. Bottom row: a distorted version of the
\ideal" data. The colors correspond to true cluster labels. The circles designate true
sample-speci�c cluster means. The crossed circles designate true grand means across
the samples.

appropriate value is selected. We provide such an example in our later case studies.

The classi�cation and calibration results for the data drawn from the generative model

are shown in Figure 3.4 and the results for the distorted data are shown in Figure 3.5.

In Figure 3.4, where the data is perfectly drawn from the generative model, each true

cluster is identi�ed as such both with and without coarsening. However, in Figure 3.5,

where the distorted data are not exactly from SN kernels as our generative model

prescribes, the true clusters are broken to several clusters without coarsening (� � 1).

Coarsening helps identify and align the distorted clusters correctly.
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Figure 3.4 : Calibrated samples for the \ideal" data from our generative model with
coarsening (top row,� � 0:2) and without (bottom row, � � 1). Dark grey: the
observations in the \ideal" data prior to calibration. The colors indicate estimated
cluster label assignment. The crossed circles indicate estimated grand cluster means.

Figure 3.5 : Calibrated samples for the distorted data with coarsening (top row,
� � 0:2) and without (bottom row, � � 1). Dark grey: the observations in the
\distorted" data prior to calibration. The colors indicate estimated cluster label
assignment. The crossed circles indicate estimated grand cluster means.
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3.4 Case Study: the EQAPOL Data

3.4.1 A 6-dimensional Data Set

We apply our method to FCM samples processed in 10 di�erent laboratories partici-

pating in the External Quality Assurance Program Oversight Laboratory (EQAPOL)

program. In this study, peripheral blood samples from thesamesubject was sent

to di�erent laboratories together with lyophilized antibody panels for processing.

Because the samples are from the same individual and subjected to the same sample

preparation protocol, the analytical results should be almost identical in principle.

We demonstrate our calibration method to the 10 samples with six features (FSC,

SSC, CD3, CD4, CD8, multiplexed IFN-
 + IL-2).

Figure 3.6 shows the t-SNE plots for the raw and calibrated data for the 10 labs.

As in the previous section, we show the results for� � 0:2 and � � 1. The aligned

data are much more similar across samples, and both large and small clusters are

properly aligned. Speci�cally, when� � 0:2, in all samples the number of estimated

clusters is 11, in accordance with the underlying assumption for the batch control

study that all samples are the same and thus have the same number of clusters.

When � � 1 the number of estimated clusters in the di�erent samples varies between

13 to 15. This suggests that coarsening here is indeed useful in addressing model

misspeci�cation in the context of FCM data. We carry out a sensitivity analysis on

the value of � and provide the details in Appendix B.3. Finally, Figure 3.7 presents

the marginal densities of the six markers before and after calibration.

3.4.2 A 19-dimensional Data Set

We further apply our method to a publicly available higher dimensional data set

collected using a mass cytometer. We pre-processed the data with an Arcsinh

transform using per channel parameters in the binary FCS �le. Following Figure
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Figure 3.6 : t-SNE plots for the 6-dimensional data. Top row: raw data. Middle
row: calibrated data for four samples with� � 0:2. Bottom row: calibrated data for
four samples with� � 1. Color coding corresponds to estimated cluster assignment
variable. The three labs highlighted with red boundary demonstrate where the
classi�cation and calibration for � � 1 is inferior to that of � � 0:2.

2B in Kleinsteuber et al. (2016) we remove from the samples a \spike-in" batch

control based on expression levels of the CD45 barcodes. We then extract the 19

markers described in Kleinsteuber et al. (2016) and demonstrate the calibration and

classi�cation results for Patient #1 batch control across the 3 experimental settings.

Figure 3.8 shows t-SNE plots for the raw and calibrated data the of 3 samples for

� � 1 and � � 0:2. Here too, the calibrated data is very similar across the samples,

attaining our goal. In this case, we get that for� � 1 the number of estimated

clusters is 11 across all samples, whereas for� � 0:2 it is 10. Figure 3.9 shows some

marginal scatter plots of the raw and calibrated data for the two settings. Although

the results are largely similar, here too the smaller number of estimated clusters due

to coarsening are bene�cial, as the lowest cluster in the CD45RO-Perforin plot of the

left sample for � � 1 appear to be arti�cial and uninformative.

The results for these two data sets show that COMIX works well for calibration

of 
ow and mass cytometry data from 6 to 19 dimensions, which span the range of

dimensions used in the vast majority of such experimental data sets. Calibration is

broadly useful not just for multi-center studies, but also for studies across batches of

data as cytometer performance characteristics, antibody lots, and sample preparation
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Figure 3.7 : Marginal density plots for all markers and samples in the 6-dimensional
FCM data set.

often vary over time, necessitating time-consuming and error-prone manual adjustment

of gates across batches in manual analysis, and decreasing the robustness of automated

methods that ignore the need for calibration. Hence, COMIX has broad application

for all but the smallest 
ow and mass cytometry experimental data sets.

49



Figure 3.8 : t-SNE plots for the 19-dimensional data. Top row: raw data. Middle
row: calibrated data for four samples with� � 0:2. Bottom row: calibrated data for
four samples with� � 1. Color coding corresponds to estimated cluster assignment
variable.
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Figure 3.9 : Marginal scatter plots for some markers and all samples in 19-
dimensional FCM data. Blue: raw data. Red: calibrated data for� � 0:2 and
� � 1.
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4

Dispersion Mixture of Hierarchical Dirichlet
Processes

4.1 Introduction

The Hierarchical Dirichlet Process (Teh et al., 2006) is a popular nonparametric

model for joint, hierarchical modeling of multiple related distributions. In it, a

mean measure is taken as a DPM. Child measures are drawn as DPMs with the

base distribution taken as the above mean measure. Crucially, the child measures

and the mean measures share atoms due to the almost sure discreteness of the

DPM, thus providing a framework for sharing information across samples. In other

words, the HDP has an in�nite parameter mean function. However, the HDP only

admits a scalar-valued dispersion parameter. As such, estimations of the same data

may di�er markedly according to the dispersion parameter. Moreover, the HDP's

ability to capture complex dependency structures among multiple distributions is very

limited: when the sizes of di�erent clusters vary di�erently in di�erent portions of the

sample space the estimations are severely limited by the HDP's assumption that the

variability of cluster sizes is the same across the entire sample space. In this chapter,
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we consider a strategy to circumvent this di�culty by constructing a class of models

based on mixing over latent classes of HDPs where each class corresponds to a certain

level of dispersion and a portion of the shared sample space. The resulting model

allows heterogeneous variation among multiple distributions over the sample space.

We carry an extensive simulation study that demonstrates the bene�ts resulting from

our modeling approach in density estimation and predictive power and provide two

case studies with FCM data and topic modeling that demonstrate the potential of

our model in generating valuable scienti�c insights for large and complex data sets.

4.2 Method

ConsiderI data setsX 1; X 2; : : : ;X I , where

X i � p X i 1; X i 2; : : : ; X in i q
iid� H i

where ni is the number of observations in thei th sample. The context in which

both the HDP and our model function is one where the samples are distinct enough

to justify modeling the di�erences between them, but also one in which they are

still related enough to merit a call for joint modeling, and in particular hierarchical

modeling: where it is assumed that the di�erent samples are variations on a latent

\mean" measure.

4.2.1 Background: Hierarchical Dirichlet Processes

In order to borrow strength among the samples, HDP models the sampling distri-

butions H i hierarchically while assuming exchangeability among them. Speci�cally,

they are modeled as i.i.d. given a baseline mean measureH that is drawn from a

DPM with a dispersion parameter� . That is, the mean measure is given by

H � DPp�; H 0q:

53



For each samplei its measure is drawn from the following DPM:

H i
ind� DPp�; H q:

Since the base measure is discrete with probability one, the child Dirichlet processes

necessarily share atoms { providing a framework for sharing information between

di�erent samples. This property is illustrated in Figure 4.1.

Note that the only parameter devoted to characterizing the variation among the

samples in the HDP model is the scalar parameter� . I.e. the HDP model assumes that

di�erent clusters have weights that vary similarly across all samples, as is illustrated

in Figure 4.1. We �nd this formulation to be limiting: HDPs will fail to capture

structures in data that were generated according to weights that vary di�erently

between di�erent parts of the sample space. In order to provide this additional


exibility we aim to generalize the scalar parameter� into a multi-valued parameter.

We construct a class of models based on mixing over latent classes of HDPs where

each of the HDP components corresponds to a certain (scalar) level of dispersion and

a portion of the shared sample space. We treat this collection of scalar dispersion

parameters as our multi-valued dispersion parameter. The resulting model thus allows

heterogeneous variation among multiple distributions over the sample space.

4.2.2 Dispersion Mixture of HDPs

Let us then consider a more general model where each sample is drawn from a

distribution that is itself a (�nite or countably in�nite) mixture of HDPs, each

corresponding to a level of dispersion. Henceforward, we index each such HDP

component with a subscriptl . That is, constructively, our base mean measure is

comprised of multiple draws of HDPs, each with its own dispersion parameter� l ,

where the base distribution for the atoms, sayH0, is shared across the multiple HDPs.
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(a)

(b)

Figure 4.1 : HDP: an illustration of the model. The atoms of the base measure
are shared among the child Dirichlet processes for the di�erent samples (dotted grey
lines). � are the weights of the base measure,� i the sample-speci�c weights. In (a),
where the dispersion parameter� is \large", the measures� 1 and � 2 are similar to
the base measure� and, in particular, to one another. In (b), where� is \small", the
distributions � 1 and � 2 are concentrated on fewer atoms, and in particular di�er from
one another more than in (a).

I.e.

H l
iid� DPp� l ; H0q:
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For each samplei and each dispersion clusterl , we then draw a measure that

characterizes the sample space for each dispersion cluster alongside its corresponding

dispersion parameter� l ,

H il
iid� DPp� l ; H lq:

We then mix over these sample-speci�c and dispersion-speci�c distributions with a

set of weights� i :

H i �
¸

l

� il H il

where
°

l � il � 1 for eachi . The cardinality of the set of weights for each sample� i

can be either �nite or countably in�nite. In the �rst instance, with, say, L dispersion

clusters, � i may be generated from a Dirichlet distribution, e.g.

� i
ind� Dirp� 1; : : : ; � L q:

In the countably in�nite case it can be generated from a stick breaking process, e.g.,

� i
ind� GEMp� q:

Each dispersion parameter� l can be modeled as

� l
iid� G0:

For practical purposes, a small number of dispersion clusters can already be very

e�cient at characterizing di�erent levels of dispersion. We can then indeed choose� i

with a Dirichlet prior and can either set � 1; : : : ; � L to some �xed levels, or choose a

prior for � that will enforce on it a desired behavior.

We refer to this model as a dispersion mixture of HDPs, or DMHDP, of which

a graphical representation is given in Figure 4.2. As all the atoms in our model,

regardless of which dispersion cluster they belong to, are i.i.d. from the same base dis-

tribution H0, the DMHDP model cannot distinguish between the di�erent dispersion

56



Figure 4.2 : Graphical model representation of dispersion mixtures of HDP.

clusters in the single sample case. With multiple samples, atoms will be classi�ed into

di�erent dispersion clusters according to the behavior of their corresponding estimated

weights, regardless of any other characteristic in the space of kernel parameters.

4.2.3 DMHDP: Sutheraman's Stick Breaking Representation

Following Wang et al. (2011), we utilize a stick breaking representation of the HDP

components. This representation induces a conjugate structure, allowing us to

implement a Gibbs sampler and also allows an implementation of a closed-form

coordinate-ascent variational inference algorithm that will enable �tting of very large

data sets. With the stick breaking representation, then, each of the portions of the

mean measure can be represented as the following sum

H l �
8̧

m� 1

� lm � � x �
lm

;
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where for eachl, the weights are determined according to

� l
iid� Gammap� �; 1; � �; 2q

and

� l � t � lm : 1 ¤ m ¤ 8u ind� GEMp� lq:

The kernel parameters for all dispersion clusters are drawn i.i.d. from the same base

measure,

x �
l � t x �

lm : 1 ¤ m ¤ 8u | H0
iid� H0:

and so each� x �
lm

is an atom at x �
lm .

SinceH il is supported on the same points asH l , we have now

H il �
8̧

m� 1

� ilm � �  ilm

where � il and its relation to � l ,  il and its relation to the multivalued dispersion

parameter � and the kernel parametersx �
l are described in the following:

� For every 1¤ l ¤ 8 let

� l | G0
ind� G0

� For every 1¤ i ¤ I and 1¤ l ¤ 8 let

� il � t � iln : 1 ¤ n ¤ 8u | � l
ind� GEMp� lq

cil � t cilt : 1 ¤ t ¤ 8u such that cilt
iid� InfMultinomial p� lq

 il � t  ilt : 1 ¤ t ¤ 8u such that  ilt | cilt ; x �
l

ind� � x �
lc ilt

I.e. in order to assure conjugacy, instead of drawing� il directly from a DP p� l � lq we

introduce the latent random variablest cilt u that map the mean-level atoms� x �
l

to
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sample-level atoms�  il by weighing the in
uence of each of the� ls. In this manner

there is also no need to directly sample the sample-level atoms. See Wang et al. (2011)

for additional details about this construction. The DMHDP model speci�cation is

completed with the following priors as well as the additional latent cluster assignment

random variables: D ij that denotes the dispersion cluster an observationX ij was

drawn from and Z ij which, with the mapping cilm �nally determines the mean-level

atom x �
lt from which X ij is directly drawn.

� � � Gammap� �; 1; � �; 2q

� For every 1¤ i ¤ I let

� i � t � il : 1 ¤ l ¤ 8u ind� GEM p� q

� For every 1¤ i ¤ I and everyj P t1; : : : ; ni u let

D ij | � i
ind� InfMultinomial p� i q

Z ij | D ij � l ind� InfMultinomial p� il q

X ij | D ij � l; Z ij � m;  ilm � �  ilm

or, bypassing a direct representation of :

X ij | D ij � l; Z ij � m; cilm � t; x �
lt � � x �

lt

The method under Sutheraman's stick breaking representation is illustrated in

Figure 4.3. Crucially, this formulation maintains the property that the atoms are

shared between the child Dirichlet processes, as is illustrated in Figure 4.4. In addition,

Figure 4.5 demonstrates the function of� in mixing over the di�erent dispersion

clusters.
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Figure 4.3 : Graphical model representation of dispersion mixture of HDPs under
Sutheraman's stick breaking representation.

In implementing the sampler, we utilize the �nite-dimensional symmetric Dirichlet

distribution approximation (Ishwaran and James, 2001) to the Dirichlet process

mixture. The details of this �nite approximation are given in Appendix C.1. The

full conditional distributions of the model are given in Appendix C.2. For handling

the issue of label switching in our software implementation we utilize the method of

Cron and West (2011) (for a discussion of label switching in the context of DPMs

and the method we utilize see Section 3.2.4).

The DMHDP framework can be applied with kernels drawn from a variety of base

measures. In the following, we provide details for implementing multivariate Gaussian

kernels (applications of which are demonstrated in Sections 4.3.1 and 4.3.2) and for

multinomial kernels (an application of which is demonstrated in Section 4.3.3).
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Figure 4.4 : DMHDP: an illustration of the model. The atoms of the base measure
are shared among the child Dirichlet processes for the di�erent samples. Each color
(red/blue) corresponds to one HDP mixture component.� l are the weights for the
atoms of the base measure from thelth dispersion mixture component (l � 1 for red
and l � 2 for blue). � il are the i th sample weights for the atoms that are associated
with the lth dispersion mixture component (e.g.� 11 are the weights for the red atoms
in the �rst sample). In this illustration, � 1, the dispersion parameter associated with
the �rst (red) dispersion cluster is \large", and hence� 11 and � 21 are similar to
� 1. Since� 2, the dispersion parameter associated with the second (blue) dispersion
cluster, is \small", the weight in the two samples concentrates on fewer atoms in this
dispersion cluster.

4.2.4 Gaussian Kernels

With Gaussian kernels the model takes the form:

X ij | D ij � l; Z ij � m; cilm � t; � lt ; � lt � N p� lt ; � lt q

where � lt P Rp and � lt P Rp� p for each l P t1; : : : ; Lu and t P t1; : : : ; M u. We

take priors � lt
iid� N p� 0; E0q and � � 1

lt
iid� W ishart pW; ! q, and these can be extended

hierarchically, as the complexity of the data may require. The full conditional

distributions for the Gaussian kernel parameters are given in Appendix C.2.1.

An illustration of data drawn from DMHDP with bivariate Gaussian kernels

is given in Figure 4.6. An alternative visualization of the same data is o�ered in

Figure 4.7: it shows the distribution of atoms from which data were drawn for each

dispersion cluster.
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Figure 4.5 : DMHDP: an illustration of the model. The atoms of the base measure
are shared among the child Dirichlet processes for the di�erent samples. Each color
(red/blue/green) corresponds to one HDP mixture component. In the �rst sample
� 11 ¡ 1{3 ¡ � 12 ¡ � 13 and hence the weights corresponding to the �rst (red) dispersion
cluster are slightly increased compared to the same atoms in the base measure, and
the weights corresponding to the second and third (blue and green) dispersion clusters
are slightly decreased compared to the same atoms in the base measure. In the second
sample� 23 � 1 and � 21 � � 22 � 0 and hence all the weight is concentrated on the
third dispersion cluster. This last example also demonstrates that HDP is e�ectively
a special case of DMHDP, where the entire weight is centered around one of the HDP
dispersion clusters.

4.2.5 Multinomial Kernels

With multinomial kernels the model takes the form

X ij | D ij � l; Z ij � m; cilm � t; p lt � Multinomial pp lt q;
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Figure 4.6 : DMHDP: data drawn from the generative model with bivariate Gaussian
kernels. 800 observations were drawn for each of the 5 samples. Color circles are
observations, black circles denote cluster means of kernels to which observations
have been assigned. The hyperparameters are:� is �xed here to p10000; 5; 0:01q,
� � p 5; 5; 5q, � � 10, � 0 � p 0; 0qT , E0 � r 5 1

1 5 s, W � r 20 0
0 20 s and ! � 4. Notice how

the distribution of the atoms in the �rst (red) dispersion cluster|where � is large|is
more stable across samples, whereas the distribution of the atoms in the third (blue)
dispersion cluster|where � is small|is more variable across samples.

where for eachl P t1; : : : ; Lu and t P t1; : : : ; M u, p lt is a probability vector. That is,

each observationX ij is a vector of counts, say of lengthK , so that X ij;k � � 1 for

somek� P t1; : : : ; K u and X ij;k � 0 for any k P t1; : : : ; K uztk� u. We take a Dirichlet

prior p lt
iid� Dirp
 p0q wherep0 serves as a mean probability vector and
 is a scalar

concentration parameter. The full conditional distributions for the multinomial kernel

parameter are given in Appendix C.2.2.
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