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Summary. Using data collected from the ‘Sequenced treatment alternatives to relieve depres-
sion’ study, we use logistic regression to predict whether a patient will respond to treatment on
the basis of early symptom change and patient characteristics. Model selection criteria such
as the Akaike information criterion AIC and mean-squared-error of prediction MSEP may not
be appropriate if the aim is to predict with a high degree of certainty who will respond or not
respond to treatment. Towards this aim, we generalize the definition of the positive and negative
predictive value curves to the case of multiple predictors. We point out that it is the ordering
rather than the precise values of the response probabilities which is important, and we arrive at
a unified approach to model selection via two-sample rank tests. To avoid overfitting, we define a
cross-validated version of the positive and negative predictive value curves and compare these
curves after smoothing for various models. When applied to the study data, we obtain a ranking
of models that differs from those based on AIC and MSEP, as well as a tree-based method and
regularized logistic regression using a lasso penalty. Our selected model performs consistently
well for both 4-week-ahead and 7-week-ahead predictions.

Keywords: Antidepression trials; Cross-validation; Indeterminate class; Logistic regression;
Model selection; Negative predictive value; Positive predictive value

1. Introduction

In many medical applications, there is a binary response Y of interest and the aim is to pre-
dict subject response on the basis of various predictor variables. For example, Y could denote
whether a person has a certain disease or not, and the predictor variable could be a biomarker,
a combination of markers or a genetic profile. In our main example, we are interested in pre-
dicting whether a patient suffering from depression will respond to treatment after 6 or 9 weeks
on the basis of patient characteristics, measurements taken at baseline, the severity and length
of depression, and change of symptom by week 2. Since there are a multitude of predictor vari-
ables, variable selection becomes important regardless of which class of models one is using. For
concreteness, we shall focus on variable selection in logistic regression which is without doubt
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the most widely used regression model for binary outcomes, but the issues and techniques that
are involved are similar if other classes of models are used. The approach that we use to obtain
a predictor ¥ from the estimated probability (Y =1|X) based on a logistic regression model
with covariate X is to define ¥ =1 (a positive call) if P(Y =1|X) is larger than or equal to an
appropriately chosen threshold py, ¥ =0 (a negative call) if P(Y =1|X) is lower than or equal
to another threshold py < py and Y is indeterminate (i.e. no call is made) if P(Y =1]|X) is in
between pp and py. Such a decision rule has been mentioned by Huang et al (2007), and the
inclusion of an indeterminate group has also been advocated by Kuk ez al. (2010). However,
Huang et al. (2007) proposed the use of the same thresholds pp, and py for different models,
whereas we point out the necessity of using model-dependent thresholds. The thresholds are so
chosen to control the positive predictive value (PPV), which is defined by P(Y =1|¥ =1), and
the negative predictive value (NPV), which is given by P(Y =0|¥ =0), at some target values.
The model which allows the highest call percentage (i.e. the lowest percentage of indeterminate
predictions) while attaining the desired PPV or NPV levels is deemed best. Alternatively, we can
fix the percentages of positive and negative calls and select models to maximize the PPV and
NPV separately or as a sum. We choose to focus on the PPV and NPV, rather than the sensitivity
P(Y =1|Y = 1) and specificity P(Y =0|Y =0), because they are more relevant for clinical deci-
sion making. There are other criteria for evaluating risk prediction models or markers that are
based on the distribution of the model-based risk R(X)= P(Y = 1|X) in the population. These
include the predictiveness curve approach that was proposed by Huang et al. (2007) and the
proportion of cases followed, PCF, and the proportion needed to follow-up, PNF, criteria that
were proposed by Pfeiffer and Gail (2011). There are key differences between their approaches
and ours. In particular, Huang et al. (2007) were primarily concerned with a model’s capacity
to stratify risk rather than its prediction accuracy which is our main focus. The focus of the
PCF- and PNF-criterion of Pfeiffer and Gail (2011) is also not on prediction accuracy but on
coverage. To be specific, they defined PCF(g) as the proportion of individuals with Y =1 (i.e.
the cases) who are included in the top 100¢% of individuals in the population ranked according
to the predicted probability of ¥ =1. PNF(p), in contrast, assesses the feasibility of covering
100p% of the cases by asking how much of the population at highest risk need to be followed.
None of these criteria fulfils our aim of making as many positive and negative calls as possible
subject to the requisite PPV and NPV levels. Controlling the NPV and PPV is actually quite a
common theme in many applications. Although our motivating example is that of making sure
that a patient who is predicted not to respond to an antidepressant treatment will in fact not
respond, similar examples abound in other applications. In credit rating, for example, a rater
will want to make sure that a company that is predicted not to default on a loan will indeed not
default (i.e. high NPV is desirable). At the ‘Computational intelligence and learning challenge’
2000 competition (van der Putten et al, 2000), a training set of 5822 customer records was
provided, and the aim was to find the top 20% of 4000 customers in a test set who are most
likely to own a caravan insurance policy. The solutions that were submitted by the competition
participants were judged by how many true caravan policy owners were actually identified. This
translates to maximizing the PPV when the percentage of positive calls is fixed at 20%.

This paper is organized as follows. In Section 2.1, we review some standard model selection
criteria such as the Akaike information criterion AIC and the mean-squared-error of prediction
MSEP. In Section 2.2, we introduce a criterion called SWAP which is related to the two-sample
Mann-Whitney test and the area under the receiver operating characteristic curve AUC. We
argue that the preceding criteria may not be appropriate if the objective is to make as many
predictions as possible at the desired PPV or NPV levels. Currently, PPV and NPV curves are
defined only for the case of a single marker or a predefined combination of markers. In Section
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2.3, we generalize the definition of PPV and NPV curves to the case of multiple predictor vari-
ables by ordering the patients according to the estimated probabilities of response under each
candidate model. We point out that it is this ordering rather than the precise values of the prob-
abilities which is important. In the absence of separate test set data, we develop a cross-validated
version of the generalized PPV or NPV curves to avoid overfitting. As PPV and NPV curves tend
to be erratic at the beginning when data are scarce, we propose to smooth them by using some
general purpose smoother such as the 1lowess function in R before plotting to facilitate a better
comparison of models. In Section 2.4, we present a unified approach to model selection through
the maximization of a two-sample rank test statistic with different choices of the score function
leading to different selection criteria. The use of a Wilcoxon score function leads to the SWAP- or
AUC-criterion, whereas the NPV-based procedure proposed makes use of score functions that
are connected with the Kolmogorov—Smirnov test. After a brief description of the ‘Sequenced
treatment alternatives to relieve depression’ study (which is known as the ‘STAR*D’ study) in
Section 3, we apply the method proposed to data collected from that study. The aim is to use
baseline and week 2 results, as well as personal characteristics and other covariates to predict who
will respond or not respond to treatment after 6 weeks. Interestingly, we arrive at a ranking of
models that differs from that based on AIC, MSEP and SWAP. Our results also differ from those
obtained by using a tree-based method (implemented by the R package tree (Ripley, 2011)),
and regularized logistic regression with a lasso penalty (Tibshirani, 1996) implemented by the R
package glmnet (Friedman et al., 2010), although there is agreement with the model selected
by the elastic net (Zou and Hastie, 2005) penalty. In Section 3.4, we attempt to use the same
covariates and week 2 results to predict patient responses by week 9, and we find it reassuring to
observe that the same set of predictor variables is selected by our method for both the 4-week-
ahead and the 7-week-ahead predictions. We end the paper with some discussion in Section 4.

2. \Variable selection criteria in logistic regression

2.1. Criteria based on overall goodness of fit

Let Y be a binary response of interest and X1, ..., Xy be k explanatory or prognostic factors.
In many medical applications, ¥ =1 or ¥ =0 depending on whether a person has a particular
disease or not. In our main example, we are interested in predicting whether a patient will
respond (Y = 1) or not respond (¥ =0) to an antidepressant treatment on the basis of interim
results by week 2, severity and length of depression, and patient characteristics such as gender,
age and general medical condition, and possibly higher order and interaction terms constructed
from these variables.

A standard way to relate Y to X1,..., Xy is through the logistic regression model

logit{ P(Y =1|X1 =x1,..., Xk =xp) } =a+ O1x1 +. ..+ Brx
or, equivalently,

exp(a+ B1x1 +...+ Gexi)

PY=1|X1=x1,..., Xp =x3) = '
( IX1=x1,..., Xk =xi) 1 +exp(a+Bix1 +...+ Bixe)

As not all k prognostic factors are predictive of ¥, and to avoid overfitting, a subset model

exp(a+ Bsxs)

P(Y=1|Xs=x5)=
( X5 =xs) 1 +exp(a+ Bsxs)

may be preferable to the full model, where S is a subset of {1,2,...,k}, and xg={x;,i € S}
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and Bs={0;,i € S} are subvectors of (x1,...,x¢) and (81,...,Sk). For convenience, we shall
define s as a row vector and xg as a column vector so that we can express Y;es3ix; as Osxs
without using the transpose operator. We shall also use S to denote both the subset and the
corresponding subset model.

A popular criterion for selecting subset models in logistic regression is the Akaike information
criterion

AIC(S)=—-2Is+2(1+1S)), €))

where g is the maximized log-likelihood function under the subset model S, and |S| the size
of the subset S. Stone (1977) showed that AIC is asymptotically equivalent to likelihood cross-
validation.

Another criterion that can be used to select variables is the cross-validated mean-square error
of prediction

LAl 2

1 x g i

Mﬁﬂ&zZ{H— ﬂﬂ%~ﬂ§iﬁ }, )
ni-1 1+exp(ay' + G xis)

where n is the sample size, dgi and B;l are the maximum likelihood estimates (MLEs) of o and
Bs under the subset model S based on the data with observation i deleted and x; g is the vector
of values of the selected variables for individual i.

2.2. An AUC-related criterion based on distance from complete separation
To motivate the next criterion, we shall not consider cross-validation in the initial discussion.
The estimated probability under a subset model is

exp(ds + fgxs)
1+exp(ds + Bgxs)’

where &g and BS are the MLEs of a and (s based on the data (x1,y;),..., (xn,y,) from n
individuals. If we order the observations according to the values of p; = Pg(Y =1|X =x;), so
that ) <Py <---<Pu—1) < Py and Y1y, - - ., Y(n) are the corresponding y-values, we say that
the cases and controls can be completely separated by the values of the estimated probabilities if
the sequence y(1y, . .., Yn) isof theform0...01... 1. Complete separation is usually not attainable
in practice, and a useful measure of how far y), ..., y(») lie away from complete separation is
the minimum number of swaps between adjacent entries in the binary sequence y(1y,..., Yn)
to turn it into 0...01...1. We shall show next that this is related to the two-sample Mann-
Whitney statistic. Beginning with the first ‘0’ in the sequence y(1y, . .., yu), to shift it to the first
position, we need to swap it with all the k; 1s that lie to its left in the original sequence. After
successfully moving the first 0 in y(1),..., y() to the leftmost position, the next objective is to
move the second 0 in the original sequence y(1),. .., yu) to the second leftmost position, and
it is not difficult to see that we need to swap the position of this second 0 with all k; 1s that
lie to its left in the original sequence. By induction, we can see that the total number of swap
moves that are required to turn y(yy, ..., ) into 0...01... 1 isequal to k; +k» +. . . +k,,, Where
m is the number of Os in y(1), ..., yn). If we define sample 1 as all those p; corresponding to
yi=1, and sample 2 as all those p; corresponding to y; =0, then k; + k2 +. ..+ k;, is counting
the number of times that an observation in sample 1 is less than an observation in sample 2,
which is just the Mann—Whitney U-statistic. A well-known result in diagnostic medicine is that
the Mann—Whitney statistic computed from the two samples of x-values is an estimate of the
area under the receiver operating characteristic curve, AUC (DeLong et al., 1988; Wieand et al.,

Ps(Y=1X=x)=
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1989). Thus we have related AUC to the minimum number of swap moves that are required to

turn the sequence from y(i), ..., yu) to 0...01... 1 when x is univariate.
When there are multiple predictor variables, the ordering of the p;, = Ps(Y =1|X =x;) will
depend on the parameter estimates &g and 55. When the same data {(xy, y),..., (xn, yn)} are

used for both estimation and validation, the results will be overly optimistic and there will be a
tendency to overfit. To correct this overoptimism, we propose to compute the Mann—Whitney
statistic for each subset model by using the cross-validated probability estimates

o exp(dy’ + Oy xi5)

iS5 i A—] ’ (3)
1 +exp(dg’ + B xis)

where dgi and B;l denote the MLEs of a and Bs under the subset model S computed by using
the data with observation i deleted, and x; s is the subvector of x; consisting of the values of the
selected variables. More explicitly, we compute

SWAP(S)= 3. > IH{pis<pjs} )
iryi=1 j:y;j=0
as a cross-validated version of the number of swap moves that are required to turn the sequence
of y; ordered according to the values of the cross-validated probability estimates ﬁl_g into the
perfectly separated sequence 0...01...1.

2.3. Criteria based on cross-validated positive and negative predictive value curves
Both AIC and MSEP are measures of the overall goodness of fit of a candidate model and may
not be the most appropriate selection criterion if the aim is to use the model to predict the binary
response with high prediction accuracies. The SWAP-criterion is related to prediction through
the concept of complete separation but it is still too global a criterion. Digressing, a natural way
to predict Y given x using the subset model S is to make use of the estimated probability

exp(ds + Bgxs)
1+exp(ds + Bsxs)’

Ps(Y=1|X=x)=

where &g and (g are the MLEs of a and (g based on some training data. A sensible prediction
rule is to declare

5 0 if Ps(Y =1)< pL,
Ys= A
§ {1 if Ps(Y=1)> pu, ©

and Y is indeterminate if py < Ps(Y =1) < py for appropriately chosen thresholds pr and pg.
Such a prediction rule has been mentioned by Huang ez al. (2007) within the context of modelling
the risk of disease incidence, as opposed to our focus on predicting the response of a patient to
treatment. More specifically, Huang ez al. (2007) were primarily interested in investigating how
the risk (which for a given class of single-marker risk models is a function of the marker that is
used) is distributed in the population. They proposed to display this information graphically by
the so-called predictiveness curve which is a plot of R(v) against v for v € (0, 1), where R(v) is
the vth quantile of the risk. The inverse R~!(p) is the proportion of the population with risks
less than or equal to p. Huang et al. (2007, 2009) advocated the use of R~ (p) to compare the
capacities of different markers in stratifying risk. Using the same low threshold pp and high
threshold pp to define the low risk (less than pr) and high risk (greater than pp) strata, a
marker-model combination which assigns more subjects to the low and high risk strata, i.e.
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larger R—'(pr), and larger 1 — R~ (py), is to be preferred. But the primary objective of this
approach is to investigate the capacity of a risk model to stratify risk, and not to control the NPV
and PPV at some prespecified levels. In our substantive application, the clinician wants to be
at least 80% certain that a patient who is predicted not to respond to an antidepressant treatment
will indeed not respond (i.e. the NPV must be at least 0.8) which he feels is a sufficiently high level
of certainty to justify a switch of treatment. The desire to control the NPV and PPV at specified
levels necessitates the use of model-dependent thresholds, rather than the model-independent
pL and py that were recommended by Huang et al. (2007).

To see how the choice of pr, and py can influence the NPV or PPV, imagine for now that
we apply the prediction rule to the same data set {(x, y1),..., (xn, y,)} that was used to obtain
the estimates &g and /3 5. If we order the observations according to the values of the estimated
probabilities p; = Ps(Y=1|X=x;), and (1),..., (n) are the antiranks so that Py<pPp<...<
Pn—1) < P(n)» then the empirical NPV of the prediction rule (5) when pL = p, is used is

k
NPV, =Y =30 [k ©)
i=1
and the empirical PPV corresponding to py = p,_;41) 1s
n
PPV, 1= . y(i)/l- (7
i=n—I+1

A useful exploratory tool is to plot NPV, against p (k}» and PPV, _;4; against p {n—t+1}- TO
facilitate comparison of the predictive values for different models which may differ in their
probability estimates, it is preferable to plot NPV against k/n, the proportion of negative calls
when pr. = p),and PPV,,_;; | against//n, the proportion of positive calls when py = p,_;11). If
xisunivariate and (3 is positive, the ordering according to p; is the same as the ordering according
to x; (or the ordering according to —x; if 3 is negative), and the plots that were described in
the previous sentence reduce to the usual definition of NPV and PPV curves (Moskowitz and
Pepe, 2004). Note, however, that NPV and PPV curves are usually defined one marker at a
time, whereas our more general definition can handle multiple predictor or prognostic variables
simultaneously within a logistic regression framework. It is also clear from the above discussion
that it is the ordering which is important and not the precise values of the estimated probabilities.
Returning to the univariate case for illustration, any estimated model for P(Y = 1|x) that is
monotonic in x in the same direction (e.g. logistic regression of y on x, or y on log(x) for positive
x) will lead to the same ordering and hence the same NPV or PPV curve. For all these models,
the thresholds pL = p, and py = p(,_;) that are required to control equations (6) and (7) at
given levels will be the same in terms of k and /, but different in terms of the actual values of
pL and py. This observation lends support to our earlier comment that the values of pr and
pu will be model dependent. We have assumed for simplicity so far that there are no ties and so
strict inequality is used in p(jy <...< p,. If there are ties, we just need to evaluate equations
(6) and (7) at the distinct values of the p;,.

To make allowance for the fact that the same sample is used for model fitting as well as for
validation, we recommend use of the leave-one-out technique to compute the cross-validated
version of NPV and PPV,,_;,;. In other words, we still use formulae (6) and (7) to compute
NPV and PPV, _;;, except that the ordering of the y; is now based on the leave-one-out
probability estimates (3). We find it useful to look at the plots of NPV} for various candidate
models against k/n, and PPV,,_; ;| against //n. These plots tend to be quite erratic at the begin-
ning when data are scarce and so we recommend smoothing them first by using some general
purpose smoother such as the lowess function in R (with default options) before plotting.
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2.4. A unified approach via two-sample rank tests

If we define sample 1 as all those p; corresponding to y; =1, and sample 2 as all those p;
corresponding to y; =0, and ignore cross-validation for the time being, then a model with good
discriminatory power should result in two sets of well-separated probability estimates (ideally
with values near 1 for sample 1, and near 0 for sample 2). One way to measure the degree of
separation of two samples is to compute a two-sample statistic of location difference. Keeping
in mind that our proposed method depends only on the ordering of the p;, and not their exact
values, we shall confine ourselves to the familiar class of linear rank statistics

Si= X ¢<I:),

iryi=1
where R; is the rank of p; in the combined sample, and ¢(u) is a score function defined for
0 <u < 1. The use of the score function ¢ (1) = u will lead to the Wilcoxon test, which of course is
equivalent to the Mann—Whitney test. Thus, for this score function, choosing the subset model to
maximize Sy is the same as to minimize So = X;.,—0 #(R;/n), since Sp + S is a constant, and this s
another way to derive the SWAP- or AUC-criterion that was introduced in Section 2.2. Another
class of score functions that are involved in the derivation of the Kolmogorov—Smirnov test is

0<u<a,
a<u<l,

oo ={ 4

(Hajek and Sidak (1967), page 91) with corresponding linear rank statistic S, equal to the
number of true negative calls among the [an] patients with the lowest probability estimates,
where [an] denotes the integer part of an, and so maximizing Sp_, is the same as maximizing
the NPV when 100a% of negative calls is made. The Kolmogorov—Smirnov test is based on the
maximum absolute value of the centred statistics, supg< ,<1/50,o —mal, where m is the number
of y; =0. Our aim is different and so we shall seek to maximize instead the NPV over an initial
range of a, say 0 < a <0.2. We propose refinements like cross-validation to avoid overfitting
and smoothing to give a clearer picture of whether one NPV curve lies above another over an
initial range. The use of other score functions ¢(u) will lead to other model selection criteria,
but we shall not pursue this any further.

3. Applications to the ‘Sequenced treatment alternatives to relieve depression’
study

3.1. The ‘STAR*D’ study

The study funded by the National Institute for Mental Health was conducted to deter-
mine the effectiveness of different treatments for people with major depression who had not
responded to initial treatment with an antidepressant. It is the largest and longest study ever
conducted to evaluate depression treatment; refer to Fava e al. (2003) and Rush et al. (2004)
for more information about the study, or visit the National Institute for Mental Health Web
sitehttp://www.nimh.nih.gov/health/trials/practical/stard/background
study . shtml. The study data are now publicly available through http: //www.nimh.nih.
gov/health/trials/datasets/nimh-procedures-for-requesting-data-sets.
shtml. We shall first analyse data from 2280 out-patients who were enrolled in the study with
complete 16-item quick inventory of depressive symptomatology self-report scores QIDS-SR 4
(Rushetal.,2003,2006; Trivedi ez al., 2004) taken at baseline, week 2 and week 6 of treatment with
citalopram. We denote those scores by Sy, S» and Sg respectively and define ‘response to treat-
ment’ as a reduction in QIDS-SR j4-score of at least 50% by week 6, i.e. if Wg = (So — S¢)/Sp > 0.5.
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Logit of probability of response

20 30 40 50 60 70
Age

Fig. 1. Plot of the logit of response probability against age based on the ‘STAR*D’ data: , fit from a
cubic spline function in a binomial generalized additive model, implemented with function gam in R package
mgcv (Wood, 2006); — — —, 95% asymptotic confidence intervals; M, distribution of age in the data

Our primary aim is to see which baseline features and patient characteristics can be used in addi-
tion to early symptom change, as measured by W, = (Sg — S») /.Sy, the proportion of reduction in
QIDS-SR j¢-score from baseline to week 2, to predict which patients will or will not respond to
treatment by week 6 with a clinically meaningful PPV or NPV of 0.8. We shall cast this problem
in the framework of variable selection in logistic regression. The response variable is whether a
patient will respond to treatment by week 6,1.e. Y =1 if Wg=(Sg— Sg)/S0 =>0.5,and Y =01if Wg <
0.5. In addition to W = (Sy — S2)/So, which represents early symptom change, other potential
predictor variables include the baseline score Sy, age of patient, gender, anxious features (Hamil-
ton anxiety or somatization factor score 7 or greater) (Fava et al., 2008), chronic depression indi-
cator (more than 2 years), and the presence or absence of one or more general medical conditions.

Performing forward logistic regression, the first and by far the most significant variable that
is entered is W;. The next variable that is entered is age and after that chronic episode. With
W», age and chronic depression indicator already in the model, no other significant variable
can be found at level 0.05. The p-values for the addition of gender, anxious features, general
medical condition, baseline score and the quadratic term age? are 0.402, 0.298, 0.599, 0.633 and
0.256 respectively. However, Fig. 1, which is a plot of a smooth estimate of the logit of response
probability against age obtained by using the gam routine in the mgcv library (Wood, 2006)
in R, reveals that the logit of the probability of response is not completely linear in the whole
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Table 1. Akaike information criterion AIC and cross-validated versions of the mean-squared error of pre-
diction MSEP and number of swap moves to perfect separation, SWAP, for five logistic regression models of
the probability of responding to treatment after 6 weeks of participation in the study

Model Variables in model (number of AIC (rank) MSEP (rank) SWAP (rank)
parameters)

MO Week 2 result (2) 2761.4 (4) 0.2078 (4) 342271 (3)
M1 Week 2 result, age (3) 2757.1 (2) 0.2073 (2) 341213 (2)
M2 Week 2 result, chronic episode (3) 2757.8 (3) 0.2074 (3) 345511 (5)
M3 Week 2 result, age, chronic episode (4) 2754.7 (1) 0.2071 (1) 340053 (1)
M4 Week 2 result, genderxchronic episode, 2763.5 (5) 0.2080 (5) 343697 (4)

genderxchronic episodesxage,
genderxchronic episodexage? (13)

NPV
0.65 0.70 0.75 0.80
1 1 1 1

0.60
1

0.55
1

! | | | I |
0.0 0.2 0.4 0.6 0.8 1.0

Proportion of negative calls

Fig. 2. Empirical (------ ) and smoothed ( ) plots of the cross-validated 4-week-ahead NPVs as
functions of the proportion of negative calls for model 3 fitted by using ‘STAR*D’ data

range of age, as the estimated curve decreases before age 50 years and then increases. It appears,
however, that a straight line relationship is reasonable up to age 50 years, and an extension of
that straight line beyond age 50 years still falls within the 95% confidence band provided. This is
in part due to the widening of the confidence band at the high end of age where data are sparse.
As there are very few patients beyond age 50 years in the data set, we shall include only a linear
age term in our models. Four plausible models based on the above discussion are

(a) model MO, logistic regression of Y on W, only,
(b) model M1, logistic regression of Y on W, and age,
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NPV
0.80 0.81 0.82 0.83 0.84
] 1 ] ] 1

0.79
1

0.78
|

I I I |
0.00 0.05 0.10 0.15 0.20

Proportion of negative calls

Fig.3. Smoothed plots of the cross-validated 4-week-ahead NPVs as functions of the proportion of negative
calls for the five models described in Table 1 fitted by using ‘STAR*D’ data: - — -, model 0;-—- —- , model 1;
— — —, model 2;-..... , model 3; , model 4

(c) model M2, logistic regression of ¥ on W, and chronic depression indicator, and
(d) model M3, logistic regression of ¥ on W», age and chronic depression indicator.

In addition, we consider also a more elaborate model obtained through backward regression,

(e) model M4, logistic regression of Y on W», genderxchronic episode, genderschronic episode
xage and genderxchronic episodexage?,

which contains various higher order and interaction terms. This model assumes that the logit
of the probability of response is linear in W, age and age?, but the intercept, as well as the
linear and quadratic coefficients of age, are dependent on the 2 x 2 genderxchronic episode
combinations. The values of AIC defined by equation (1), MSEP defined by equation (2) and
SWAP defined by equation (5) for these five models are listed in Table 1. Both AIC and MSEP
lead to the same ranking: model M3 is best, followed by M1, M2, M0 and the most elaborate
M4 is worst. According to SWAP and AUC, model M3 is still the best, followed by M1, but,
surprisingly, model M2 is ranked last, and M4 is only second last. This highlights that different
criteria can lead to different rankings of models.

3.2.  Predictions of not responding to treatment by week 6

To illustrate the need for smoothing, the broken curve in Fig. 2 is a plot of the empirical cross-
validated NPV}, against k/n (the proportion of negative calls) for model M3, and we can see
that it is quite erratic. The superimposed full curve is the 1owess smooth (obtained by using
R with default options) of the empirical NPV plot, and it is easier to compare the NPV plots of
different models after smoothing. Fig. 3 is a plot of the smoothed cross-validated NPV curves
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Fig.4. Smoothed plots of the cross-validated 4-week-ahead PPVs as functions of the proportion of positive
calls for the five models described in Table 1 fitted by using ‘STAR*D’ data:- - - - - - , model 0; , model 1;
— — —, model 2;- — -, model 3;-—-—- , model 4

for all five models. For the purpose of magnification, we show only the plot for k& < 500, or
k/n=k/2280<0.22, where the NPV curves lie above 0.78. The curves for models M4 and M3
are almost indistinguishable visually, and they both lie above the model M2 and M1 curves,
followed by the MO curve, which is the lowest lying. Thus, if the aim is to make as many negative
predictions as possible subject to a requisite NPV (or to maximize the NPV for a fixed percentage
of negative calls), models M4 and M3 are almost equally good, followed by models M2, M1
and then MO. As far as model M3 is concerned, this ranking agrees with the rankings that are
shown in Table 1, as model M3 is ranked first by AIC and MSEP, as well as SWAP. But model
M4 which is co-ranked number 1 according to the NPV even after correction of overfitting
by cross-validation, is ranked last by AIC and MSEP, and second last by SWAP. This good
performance of model M4, which includes many interaction terms, corroborates the finding of
Kuk et al. (2010) who reported the success of a recursive-partitioning-like algorithm (which is
good at picking up interactions) in identifying patients who will not respond to treatment with
high NPV. But model M3 is preferable to M4 from a parsimony point of view since it is much
simpler and has similar negative prediction accuracy. We shall also see next that model M4 does
poorly in predicting who will respond to treatment.

3.3. Predictions of responding to treatment by week 6

Fig. 4 depicts the smoothed cross-validated PPV curves for all five models obtained by using
the study data. It can be seen that the curve of model M2 lies above the other four curves, which
means that model M2 is best, as far as PPV is concerned. This goes against the rankings based
on AIC, MSEP and SWAP, which all put model M2 third or last as summarized in Table 1.
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Fig.5. Smoothed plots of the cross-validated 7-week-ahead NPVs as functions of the proportion of negative
calls for the five models described in Table 1 fitted by using ‘STAR*D’ data: - — -, model O; , model 1;
— — —, model 2; . —.—. ,model 3;--.... , model 4

One possible explanation is that criteria like AIC and MSEP all measure the overall goodness
of fit of a model, and a model which fits well in the middle range is not that relevant when
the aim is to make positive calls at one end with sufficiently high confidence. It can also be
seen from Fig. 4 that the PPV curve of model M4 lies some way below the curves of the other
four models. Thus, although model M4 seems to do well in predicting who will not respond to
treatment, it performs worst in predicting who will respond to treatment. Thus the best models
for controlling the NPV and for controlling the PPV are not necessarily the same model. If the
same model is to be used for making both negative and positive calls, then the choice is probably
between model M2 and model M3 which are both quite parsimonious.

3.4. Predictions of week 9 responses

Thus far, we have used W, (symptom change after 2 weeks) and various covariates to predict
a patient’s response to treatment after 6 weeks, which is a 4-week-ahead prediction. To look
into the feasibility of a longer-term prediction, we shall again use a logistic model to model
the probability of responding to treatment after 9 weeks (for a 7-week-ahead prediction), where
‘responding to treatment’ is again defined as ‘a reduction in QIDS-SR j¢-score by at least 50%’.
The smoothed cross-validated NPV curves of various models are given in Fig. 5. Comparing
Fig. 5 (for 7-week-ahead predictions) with Fig. 3 (for 4-week-ahead predictions), we can see that
model M3 (logit linear in W5, chronic episode and age) is still the best model for predicting who
will not respond to treatment after 9 weeks but, understandably for a longer-term prediction, we
must settle for a slightly lower negative call rate of 10% at an NPV of 75%. Even though this is
not a large percentage in absolute terms, the potential benefits that it can bring to the picked-out
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Fig.6. Smoothed plots of the cross-validated 7-week-ahead PPVs as functions of the proportion of positive
calls for the five models described in Table 1 fitted by using ‘STAR*D’ data: — — —, model 0; - —-—- , model 1;
, model 2;...... , model 3; - — -, model 4

patients, and the savings in costs and time (the avoidance of 7 weeks of non-effective treatment
and an earlier switch to alternative treatment) can be tremendous and clinically meaningful.
Another interesting difference is that the more elaborate model M4 is no longer co-ranked 1
with model M3; its NPV curve now lies below that of models M1, M2 and M3 over the range
0-0.2 that is depicted in Fig. 5. It would appear that the good performance of model M4 in
predicting who will not respond to treatment after 6 weeks is an artefact as the performance
cannot be repeated for week 9 predictions, whereas model M3 is consistently the best for both
week 6 and week 9 predictions.

Turning now to the predictions of who will respond to treatment after 9 weeks, the smoothed
cross-validated PPV curves of models M0-M4 are given in Fig. 6. It is reassuring to see that
model M3 has now overtaken model M2 (which according to Fig. 4 is the best for predicting
who will respond to treatment after 6 weeks) as the best model. This model makes a responding
to treatment after 9 weeks call on 19% of the patients with an NPV of 0.8. The elaborate model
M4 is again the worst performer in terms of the PPV.

On the balance of evidence (for both week 6 and week 9 predictions and the NPV as well as the
PPV), it would appear that model M3, which is logit linear in W5, chronic episode and age, is the
best model among those considered for predicting who will respond or not respond to treatment.

We have also applied tree-based and shrinkage methods with candidate covariates S, (baseline
score), W> (symptom change by week 2), gender, general medical condition indicator, anxious
features, chronic episode indicator, age and age?. The classification tree that was constructed by
the tree function in R involves W5 only, which is compatible with model MO. For shrinkage
methods, we use the lasso (Tibshirani, 1996) and elastic net (Zou and Hastie, 2005) methods,



670 A.Y.C. Kuk, J. Li and A. J. Rush

which perform shrinkage estimation and variable selection simultaneously and can be imple-
mented by calling the R package glmnet (Friedman et al, 2010). Applying tenfold cross-
validation on the deviance, the lasso picks out only W» (i.e. model MO0), whereas the elastic net
picks out W, chronic episode and age (i.e. model M3). Thus the elastic net selects the same
model M3 as our approach, but both the classification tree approach and logistic regression
with lasso penalty identify model MO, which has inferior performance for both negative and
positive predictions, according to Figs 3-6. For example, Fig. 3 tells us that, for 4-week-ahead
predictions, model MO can make 11.3% negative predictions at an NPV of 0.8, whereas model
M3 can make 13.8% negative predictions (2.5% more) at the same NPV. The corresponding
percentages are 7.7% and 10.1% for 6-week-ahead predictions, with an NPV of 0.75.

4. Discussion

We have demonstrated how prevailing model selection criteria like AIC, MSEP, or AUC or
SWAP may not be appropriate if the aim is to use a logistic regression model to predict who will
respond or not respond to treatment with high confidence. Towards that end, we generalize the
definition of PPN or NPV curves from the conventional case of a single marker to the case of
multiple predictor variables. Cross-validation is used to correct the overoptimism that is caused
by using the same sample for both model fitting and validation. Results of bootstrap resampling
lend support to the common belief that the cross-validated NPV or PPVs are reliable indicators
of the out-of-sample performance of models, but the details will be omitted for brevity. We also
point out that it is the ordering that is induced by the estimated probabilities of response under
a model which is important and not the precise values of those probabilities. Inspired by this
observation, we come up with a unified approach to model selection based on two-sample rank
tests. As a useful exploratory tool for model and threshold selection, we advocate plotting the
cross-validated PPV or NPV curves after smoothing. Instead of making forced calls, we allow
an ‘indeterminate’ classification if prediction cannot be made with high confidence. When the
methods proposed are applied to data collected from the ‘STAR*D’ study, model M3 (logit
linear in W5, chronic episode and age) emerges clearly as the best model in terms of both NPV
and PPV, and for both week 6 and week 9 predictions. This is in contrast with the selection made
by the existing common criteria such as AIC, MSEP and AUC or SWAP, which all pick model
M1 (logit linear in W5 and chronic episode) as the best model. The R function tree and logistic
regression with L lasso penalty (implemented by using glmnet with tenfold cross-validation
on the deviance) pick out W, only and no other covariate. If the elastic net (mixture of L;- and
L»- penalty is used instead of the lasso, model M3 is picked, which agrees with our selection.
We believe that the appropriate variable selection criterion to use is context and application
dependent and that the use of a more specific rather than general purpose criterion can lead
to more appropriate assessments. In our study example, as well as other contexts like credit
rating, the aim is to make predictions subject to some quality control requirements on the NPV
and PPV. For these types of application, we feel that the approach suggested is the right one to
use.

As remarked before, we assume that our data are collected from cohort or prospective studies
(such as ‘STAR*D’) which allow the PPV or NPV to be estimated directly. A case—control study
design allows the estimation of sensitivity and specificity, but not the prevalence and NPV or
PPV. If the prevalence or its estimate is available in addition to the case—control sample, then
we can obtain indirect estimates of the PPV or NPV. Mercaldo et al. (2007) studied methods
of constructing confidence intervals for the PPV and NPV from case—control studies, whereas
Steinberg et al. (2008) considered sample size allocation and determination. Huang et al. (2011)
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developed estimators of PPV and NPV under both case—control and cohort studies that combine
information across populations. It is well known that, if we fit a logistic regression model to
case—control data, the estimators of the slope parameters are still valid (Prentice and Pyke, 1979),
but not so for the intercept. It is, however, possible to correct the intercept estimate (Huang and
Pepe, 2009) in the presence of knowledge about the prevalence outside the case—control sample.
Under such circumstances, we would be able to estimate all the parameters of a prospective
logistic regression model by using case—control data, but more work is needed to address the
problem of variable and threshold selection subject to some requisite levels of the PPV and
NPV.

Although we have been focusing on logistic regression in this paper, the variable selection cri-
teria proposed are applicable to more flexible models that result from, say, the use of alternative
link functions, Box—Cox transformation or generalized additive models with non-parametric
terms. The basic requirement is the availability of the model-based probability estimates { p; }
which are the building blocks for our generalized PPV and NPV curves. Treating the estimated
p; as if they were the true p; may demand additional theoretical treatment, which to a certain
extent is addressed by cross-validation. Our methodology should be more robust than other
approaches to error in estimation since we use only the ranks of the p; rather than their exact
values, and we need the rankings to be correct only at the two ends.
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