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Abstract

Corporate science plays a critical role in the modern research landscape, with firms mak-
ing substantial investments in internal research and development and engaging extensively
with academic institutions. Understanding the dynamics that drive corporate participation
in scientific research is crucial for fostering innovation and technological progress. This
dissertation explores the complex factors that shape firms’ incentives to invest in science
and the outcomes resulting from their engagement with the broader academic community.

The first study examines how firms’ ability to capture value from their scientific invest-
ments influences their incentives to conduct additional research. By exploiting an exogenous
reduction in patent protection, I find that firms respond to weaker intellectual property
rights by reducing subsequent research in affected areas, particularly in areas with thin-
ner markets for technology. This suggests that patents and commercialization capabilities
act as strategic substitutes. The results imply that stronger patents encourage corporate
research but also shift the locus of research from larger to smaller firms and startups.

Shifting the focus outside the firm, the second study investigates why firms produce
scientific research and share it publicly. Using data on corporate publications between 1990
and 2012, I show that external scientists build upon firms’ research, producing findings that
firms subsequently incorporate into their own innovations. To account for potential bias
arising from the unobserved quality of the underlying science, I develop an instrumental
variable based on the quasi-random assignment of manuscripts to journal issues. The
results reveal that follow-on research by external scientists drives firms’ subsequent scientific
investments and patenting outcomes, with benefits being more pronounced for technological
leaders, firms with complementary assets, and those in emerging fields. Moreover, follow-on
research serves to validate the quality of firms’ science, which is particularly valuable when
there is greater uncertainty surrounding the research.

The third study introduces DISCERN 2.0, a major update and extension of the DIS-
CERN dataset, which tracks the innovative output of U.S. public firms over the past four

decades. The new version incorporates several key improvements, including extended cov-
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erage to 2021, the adoption of PatentsView and OpenAlex as primary data sources, and
the inclusion of pre-grant patent applications and patent reassignment information. These
enhancements enable researchers to investigate emerging trends and dynamic effects in
corporate research and invention. An analysis of trends using DISCERN 2.0 reveals sig-
nificant increases in corporate scientific publications related to quantum computing, Al,
and robotics, highlighting the growing investments and prominent role of large firms in
advancing these science-based technologies.

The final chapter focuses on the funding of scientific training in the United States. Using
a comprehensive dataset spanning 75 years of doctoral dissertations, I examine the sources
of financial support for PhD students, the fields they pursue, and how funding patterns
have evolved over time. The analysis reveals significant shifts in funding sources, particu-
larly within the government and private sectors, and highlights the substantial impact of
different funding organizations’ scale and subject matter priorities on the share of U.S. PhD
graduates in specific fields. Notably, government funding plays a crucial role in determin-
ing the annual number of scientists produced by the U.S. higher education system, with an
average of 80 additional domestic PhD graduates for every 100 dissertations funded.

Collectively, these studies contribute to our understanding of the key drivers of corporate
scientific research and innovation. They underscore the importance of intellectual property
protection, engagement with the broader scientific community, and the role of funding in
shaping the scientific workforce. By providing new insights and valuable data resources,
this dissertation lays the groundwork for further research on the dynamics of corporate
science and its impact on technological progress. Ultimately, the findings presented here
have important implications for firms seeking to optimize their R&D strategies and for
policymakers aiming to foster an environment conducive to scientific advancement and

economic growth.
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1. Introduction

In this dissertation, | investigate the drivers of rms' participation in scienti ¢ research,
shedding light on the evolving role of corporate science in the American innovation ecosys-
tem. Corporate investment in basic and applied research has recently crossed 40% of the
total annual investments in science in the U.St Firms have been the leading engine be-
hind recent scienti ¢ and technological advancements in areas such as arti cial intelligence
(Al), quantum computing, and robotics. These advancements are likely to revolutionize
industries, create new markets, and be central to solving some of humanity's most pressing
challenges. Prior literature has highlighted the internal bene ts of science that rms ac-
crue, such as improved inventive performance (Arora, Belenzon, & Sheer, 2021b; Fleming
& Sorenson, 2004) and extended absorptive capacity (W. M. Cohen & Levinthal, 1990;
Rosenberg, 1990). In this dissertation, | focus on external factors. The value of investing in
scienti ¢ research depends on the characteristics of the external scientic community and
the environment in which the rm operates. Firms face a trade-o: keep their research
private and avoid negative spillovers or engage with and in uence the scienti c community
in a way that is bene cial for their future innovative performance.

The following chapters study several aspects of this trade-o . Internally, the strength
of rms' patent portfolios and their commercialization capabilities can a ect their propen-
sity to invest in science. The more rms can protect speci ¢ elements of their intellectual
property (IP), the less costly it is to continue investing in scienti ¢ research. Externally,
rms' bene ts from science depend on the presence of a responsive academic community
that builds upon and validates the quality of their scienti ¢ work. Follow-on ndings by
external academics can create powerful incentives for rms to participate in open science, as
they stand to bene t from these ndings. To support this line of research, | introduce DIS-
CERN 2.0, an updated dataset linking rms to their patents and publications, enabling a

more comprehensive analysis of corporate innovation. Furthermore, | examine the broader

1 National Science Foundation, National Center for Science and Engineering Statistics 2019. National
Patterns of R&D Resources: 2021-2022 Data Update. NSF 24-318. Alexandria, VA. Available at https:
/Incses.nsf.gov/pubs/nsf24318



ecosystem supporting scienti c training, highlighting the critical role of government and
industry funders in shaping the size and composition of the scienti ¢ workforce. By inte-
grating these diverse perspectives, this dissertation contributes to a deeper understanding
of the drivers and dynamics of corporate science and its implications for innovation and
economic growth in the 21st century.

Chapter 2 is coauthored with Ashish Arora, Sharon Belenzon, and Matt Marx. In this
chapter, | examine how changes in patent protection a ect rms' investments in scienti ¢
research and how this e ect varies based on the rms' commercialization capabilities. |
argue that patents can substitute for commercialization capabilities by providing rms
with the time needed to develop them. Therefore, rms lacking these capabilities will be
more sensitive to changes in patent protection. However, | suggest that the existence of
markets for technology, which enable rms to sell their inventions to others better able to
commercialize them, would dampen the response to changes in patent protection (Arora,
Belenzon, & Sheer, 2021b; Teece, 1986).

To assess how rms respond to unexpected reductions in patent protection, | exam-
ine patent-paper pairs (Murray & Stern, 2007) and leverage the occurrence of priority
disclosures when a closely-related patent with an earlier priority date is disclosed after
the focal patent is granted, e ectively reducing the focal patent's protection (Lee, 2023).

I nd that rms move away from research trajectories where their related patent protec-
tion is weakened, with a 16% reduction in scienti ¢ citations to the paired scienti ¢ paper
from within the rm. Moreover, | show that rms in thinner markets for technology are
a ected more by the loss of patent protection, favoring the substitution hypothesis over
complementarity.

In chapter 3, | examine how rms bene t from external research that builds upon their
own investments in science. | argue that the prospect of valuable follow-on research from
external sources can incentivize rms to participate in public research in the rst place.
Prior literature highlighted the direct bene ts of corporate science (Arora, Belenzon, &

Sheer, 2021b; W. M. Cohen & Levinthal, 1990; Fleming & Sorenson, 2004; Rosenberg,
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1990). | show that there are additional indirect bene ts due to academics who build upon
rms' publications. Such follow-on research drives the focal rms' subsequent investments
in science and improves their patenting outcomes. Beyond providing inputs for subsequent
innovation, follow-on research also validates the quality of the rms' own science, the latter
being more important under greater uncertainty. Firms that are technological leaders or
possess complementary assets are more likely to bene t. | contribute to understanding the
determinants of rms' participation in public research and how the scienti c community
drives corporate innovation (W. M. Cohen et al., 2002; Ja e, 1989; Mans eld, 1991).

To identify the e ect of follow-on research on rms' outcomes, | implement a new
instrumental variable that exploits exogenous variation in the level of attention the scienti c
community pays to a given publication. The instrument relies on the quasi-random grouping
of papers into journal issues, which a ects the attention drawn to individual papers. Within
the same journal in a given year, some issues include publications by more prominent
authors than others. These issues are likely to draw more attention from academics, driving
citations to other papers in the same issue. | use the sum of the H-indexes of the top
two prominent authors within each issue, excluding the authors of the focal papers, as
an instrument for follow-on research when estimating its e ect on rms' scienti c and
innovation outcomes.

Chapter 4 is coauthored with Ashish Arora, Sharon Belenzon, Larisa Cioaca, and Lia
Sheer. In this chapter, | introduce DISCERN 2.0, a dataset that incorporates several key
improvements over the previous version of DISCERN, which was rst introduced in 2020
to facilitate research on corporate innovation by linking data on U.S. publicly-listed rms
to their patents and scienti ¢ publications (Arora, Belenzon, & Sheer, 2020). DISCERN
2.0 uses publicly-available data sources (PatentsView and OpenAlex), extends coverage to
2021, uses SEC lings for subsidiary data, and expands the scope to include pre-grant
patent applications and patent reassignment information. These enhancements provide a
more comprehensive view of the U.S. corporate innovation landscape, enabling researchers

to investigate emerging trends and dynamic e ects in corporate research and invention.
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Using the newly-assembled DISCERN 2.0 dataset, | analyze recent trends in corporate
patenting and scienti ¢ publications, documenting several new stylized facts on the evo-
lution of the American innovation ecosystem post the Great Recession. | nd that the
overall decline in corporate science has largely halted, driven mostly by a relative increase
in publishing in the healthcare industry. | also observe an uptick in publication across all
industries starting in 2018, concentrated in speci ¢ scienti ¢ elds such as Al, quantum
computing, and robotics. Lastly, | nd a continued rise in scienti ¢ coauthorship between
rms and industries, reaching 65% of corporate publications in 2020. These ndings con-
tribute to understanding the role of large corporations in driving scienti ¢ progress and
what motivates their R&D e orts (Arora, Belenzon, & Sheer, 2021b; W. M. Cohen &
Levinthal, 1990; Fleming & Sorenson, 2004; Rosenberg, 1990), highlighting the need for
comprehensive, rm-level data to further research in this area.

Chapter 5 is coauthored with Daniel Gross and Hansen Zhang. In this chapter, | use
new data on the organizations funding doctoral education at U.S. universities in the phys-
ical sciences, life sciences, and engineering over the past 75 years to study the ecosystem
supporting scienti ¢ training. Scienti cally-trained workers are an especially important
input to modern innovation, which is increasingly organized around the discovery and com-
mercial application of new science (e.g., Mans eld, 1991; D. C. Mowery & Sampat, 2006;
Rosenberg & Nelson, 1994). There appears to be consensus that the size of the scientic
workforce is important to the rate of scienti ¢ and technological advancements (Bloom et
al., 2020; Jones, 2009; R. R. Nelson & Phelps, 1966). | collect funding information from
PhD dissertations and develop a procedure using natural language processing and large lan-
guage models to identify, categorize, and consolidate sources of support acknowledged in
each dissertation. This approach allows me to capture the wide variety of potential funders
and diverse forms of support, from part-time employment or fellowship funding to in-kind
support like computer time.

Using these data, | present new facts on funders of U.S. doctoral training, including

the top funders, the subjects they support, and trends over time. | nd both stability
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and changes, such as the large share of graduates with U.S. government support (about
40% since 1980, down from 50% in the 1960s), the falling share supported by the De-
partment of Defense and rising share by the National Institutes of Health, and changes
in the top industries and rms supporting doctoral education. | show that funders have
subject-matter priorities related to agency or commercial objectives. Using a shift-share
instrumental variable strategy, | nd that government funding has a large e ect on PhD
production: funding an additional 100 dissertations increases PhD production by 80-90
graduates, suggesting public funding signi cantly grows the scienti ¢ workforce and only
modestly overlaps with PhD training that would have taken place otherwise. These e ects
have decades-long consequences for the size and shape of the U.S. scienti ¢ workforce.
The contributions of this dissertation extend beyond the specic results. My ndings
shed light on the evolving role of corporations in the scienti ¢ enterprise and the factors that
shape their incentives to participate in scienti ¢ research. By documenting the interplay
between internal factors, the external environment, and government policy regarding the
scienti ¢ workforce, | highlight the complex web of interactions that underpin the modern
innovation ecosystem. These insights are relevant not only for rms seeking to optimize
their R&D strategies but also for policymakers aiming to foster an environment conducive
to scienti ¢ progress and technological advancement. Moreover, the development of the
DISCERN 2.0 dataset and the doctoral funding dataset provides a valuable resource for
researchers across disciplines to investigate the dynamics of corporate investments in science
and their impact on the broader scienti c landscape. Ultimately, these ndings underscore
the importance of fostering a vibrant and interconnected innovation ecosystem, where the
e orts of corporations, universities, and government agencies are aligned to tackle the most

pressing challenges facing society in the 21st century.



2. When Does Patent Protection Spur Cumulative
Research Within Firms?
This chapter is a reprint of joint work with Ashish Arora, Sharon Belenzon and Matt

Marx (Arora, Belenzon, Marx, & Shvadron, 2023). All authors have contributed equally.

2.1 Introduction

According to the National Science Foundation, the business sector performed about
43% of basic and applied research in the United States in 2018 (National Science Foun-
dation, 2019). At least since Rosenberg (1990), scholars have sought to understand what
motivates rms to invest in scienti ¢ research even though their discoveries become avail-
able to their competitors upon their publication. Patent protection is one route, among
many, that enables rms to secure their returns on scienti ¢ ndings. In this article, we
explore how changes in the level of patent protection a ect investments in research, and
how this e ect varies across rms with di erent commercialization capabilities. Patents can
substitute for commercialization capabilities by providing rms the time needed to develop
them; therefore, rms lacking these capabilities will be more sensitive to changes in patent
protection. However, markets for technology, which enable rms to sell their inventions to
others better able to commercialize the invention, would dampen the response to changes
in patent protection. Our results indicate that patents are more valuable for rms who lack
the ability to commercialize independently.

A large, in uential literature has argued that rms can bene t from publishing research
ndings even if they never prot directly from commercializing the focal scienti ¢ discovery.
Broadly speaking, this stream of research argues that rms invest in scienti c research as
a ticket to the game whereby the rm is able to absorb external knowledge (Cockburn
& Henderson, 1998; W. M. Cohen & Levinthal, 1989; Rosenberg, 1990), attract talented
researchers (Stern, 2004), and maintain a reputation with stakeholders or regulatory agen-
cies (Azoulay, 2002; Hicks, 1995). In this view, research investments are not sensitive to

patent protection. A parallel stream of research, and the point of departure for this paper,



holds that rms may invest in scienti ¢ research in order to pro t directly from innovation
(Arora, Belenzon, & Sheer, 2021b; Teece, 1986). The prospect of stronger patent protection
would encourage research investment insofar as the inventions arising from their scienti c
discoveries can be patented, for example gsatent-paper pairs (Murray & Stern, 2007).

Only a few studies have examined the e ect of patent protection on the production of
scienti ¢ research.! However, most of these studies examine outcomes across the entire
industry, whereas we focus on the focal rm's response. By contrast, Murray and Stern
(2007) nd that once a scienti c paper is patented, the scientic community in general
becomes less likely to cite the original scienti ¢ paper. Sampat and Williams (2019) nd no
meaningful di erence in the number of follow-on scienti ¢ publications on genes attached
to patent applications that were rejected vs. accepted. Whereas they focus on follow-on
research from any source, in this paper we focus on follow-on research only within the focal
rm. Therefore, from neither of these studies can we conclude that a focal rm's ability to
obtain patent protection over its own scienti ¢ research a ects its willingness to continue
to invest in that same program of research. The work closest to our study is Huang (2017),
which uses a set of patent-paper pairs from rms in the genomics industry and exploits
variation in patent grant timing. It nds that a patent grant is associated with a reduction
in paper-to-paper self-citations and an increase in patent-to-patent self-citations. Although
the timing of a patent grant may be random, that a patent is likely to be granted can
potentially be anticipated by the rm and can therefore a ect rm behaviour, including
the decision to invest in follow-on research. Our approach di ers in that we study how a
rm responds when the patent protection is reduced unexpectedly after the patent has

already been granted.

1 Although much recent work has focused on the provision of patent protection and innovation, most
have examined the outcome of patented invention®s opposed to scienti ¢ research. For example, Galasso
and Schankerman (2015) exploit invalidation of patents by the U.S. Court of Appeals for the Federal Circuit
(CAFC) to show that the loss of patent protection leads to more follow-on citations—but these are citations
from patents to other patentsiot citations between scienti ¢ publications. In a companion paper, Galasso
and Schankerman (2018) show that patent invalidation reduces follow-on patenting by the focal rm. Farre-
Mensa et al. (2019) leverage a similar instrument to assess the impact of exogenous patent grant on subse-
guent obtaining of patents and citations to patents.



The value of patent protection in driving investments in scienti ¢ research could vary by
rm characteristics, such as the ability to commercialize inventions independently. We refer
to commercialization capabilities as the set of functions that enable rms to develop their
inventions into commercial products. This set includes functions such as manufacturing,
sales and distribution, and relations with suppliers and customers. It may also include
access to nance and regulatory expertise. We proxy for commercialization capabilities by
rm size, as measured by annual sales. A long line of work suggests that large rms have
greater commercialization capabilities. In early work, W. M. Cohen and Klepper (1996b)
suggested that larger rms can bene t more from incorporating inventions in their current
output, and that future output is correlated with previous output levels. Later works
further developed our understanding of the relation between rm size and commercialization
capabilities (Ceccagnoli & Rothaermel, 2008; Filippetti & D'lppolito, 2017). In recent work,
Arora, Cohen, et al. (2023) provided further empirical evidence of the advantage large rms
enjoy in commercializing inventions.

A natural question is whether patent protection and commercialization capability are
more valuable when deployed together or separately. Put di erently, the question is whether
they are strategic substitutes or complementg. On the one hand, Teece (1986) suggested
that patents can substitute for commercialization capabilities in appropriating value from
innovation. Even in the absence of patents, rms may appropriate the rents from their
innovation if they can preempt rivals by moving rst for example, to establish a brand or
a standard, or to lower their costs through learning by doing (W. M. Cohen et al., 2000).
Conversely, by excluding imitators, patents give inventors the time needed to develop or
otherwise acquire the capabilities needed to commercialize their invention. In this formula-
tion, patents are more important when rms lack relevant commercialization capabilities.
On the other hand, large rms may have the expertise and experience to reduce the costs

of information disclosure compared to small rms (Horstmann et al., 1985; Somaya et al.,

2 We follow Milgrom and Roberts (1990, 1995) to de ne two activities (or assets) to be strategic complements
if the presence of the rstincreases the effect of the second on a given outcome. In the opposite case, the two
activities are de ned as strategic substitutes.



2007), or the nancial resources to enforce their patents (Galasso et al., 2013; Lanjouw &
Schankerman, 2004).

Appendix A.1 provides an analytic model which shows that if patents and commer-
cialization capabilities are complements, then strengthening patent rights would be more
valuable to larger rms, that typically have greater commercialization capabilities. More-
over, stronger patent protection would shift the locus of research and invention towards
such rms. Conversely, if patents and commercialization capabilities are substitutes, then
stronger patents would shift the locus of research to smaller rms, for whom the marginal
value of patent protection would be greater.

The empirical evidence on whether patents and commercialization capability are com-
plements or or substitutes is mixed. Capponi et al. (2019), Clarkson and Toh (2010), Fischer
and Henkel (2013), Hall et al. (2013), and Leiponen and Byma (2009) and Mans eld (1986)
present evidence suggesting that patent protection and commercialization capability are
complements. On the other hand, Helfat (1994) and Cockburn and MacGarvie (2011) nd
support for substitutability. * These con icting results, coupled with the fact that most
empirical work on this topic is descriptive, make it di cult to be con dent about whether
patents and commercialization capability are substitutes or complements.

How patent protection a ects the locus of invention also depends on whether the
inventor can trade the invention in the market for technology, e ectively gaining access
to the commercialization capability of the buyer. Because the buyer will have greater com-
mercialization capabilities, a sale can partially o set the impact of a reduction in patent
protection if commercialization capability is a strategic substitute for patent protection.
Conversely, if they are strategic complements, the buyer will value patents even more than
the inventor, amplifying the impact of a loss of patent protection. Therefore, the ability

to license or sell inventions will dampen the response under strategic substitutability but

3 Following Teece (1986), the innovation and management literature has explored the relationship between
patents and other means of appropriating returns. For instance, Anton and Yao (2004) analyze the relation-
ship between patents and secrecy. Others have examined the relationship in the context of bringing products
to the market (e.g., Rothaermel and Hill (2005); Gans and Stern (2003)); licensing (Arora & Ceccagnoli, 2006;
Cassiman & Veugelers, 2006), and acquisitions (Grimpe & Hussinger, 2014).
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amplify it under complementarity.

Our approach is to assess whether the rm continues an existing program of research
once patent protection is exogenously weakened. Following Murray and Stern (2007), we
examine patent-paper pairs, i.e., where the rm obtains patent protection over a research
discovery that is also published. Instead of comparing citation rates to the focal paper before
vs. after the granting of a patent, we take advantage of an exogenoude facto reduction
in the strength of patent protection after its grant. This can occur when a closely-related
patent was led earlier than the focal patent, but the application only became disclosed to
the public after the focal patent was granted. Comparing the e ect of such reduction to
papers in matched patent-paper pairs published by the same rm that did not experience
such a reduction allows us to infer whether the sudden, unexpected weakening of patent
protection a ects the rm's continued investment in that program of research.

To distinguish patents that experience ade facto reduction in protection, we build on
a novel method introduced by Lee (2023). The intuition is as follows: it is common for
similar discoveries to happen independently at the same time (Bikard and Marx, 2020; Lee,
2023; Merton, 1961; Thompson and Kuhn, 2020). Patent applications for similar inventions
may be processed concurrently. Yet, due to variation in the duration of patent examination
processes, it is possible that patents that have an earlier priority date than others will be
disclosed and granted after the others have already been grantédThus, there are cases
when a patent grant is followed by the appearance of similar patents that have an earlier
priority date. When an overlapping patent appears, thede facto protection provided by
the focal patent is reduced. We call these events priority disclosures and designate them

as the treatment.®

4 Note that until 2012, the U.S. patent of ce operated under the legal concept of “ rst-to-invent”. Under this
law, priority can be obtained by proving an earlier invention date. Nonetheless, the ling date of a patent
(or the earliest ling date among a patent family) is usually considered the priority date for that patent.
Any publicly-available information that predates the priority date can be considered prior art in the patent
examination process.

5 See Figure 2.1 for an illustration of a priority disclosure. Note that a disclosure can occur on the publication
of the patent grant, or prior to that as a pre-grant disclosure of the patent application.
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A note by Moderna Inc. in a recent 10-Q report provides an example of why rms worry
about the possibility of priority disclosures: Because certain U.S. patent applications are
con dential until the patents issue. .. third parties may have led patent applications for
technology covered by our pending patent applications without our being aware of those
applications, and our patent applications may not have priority over those applications. In
addition ... patent applications in the United States and other jurisdictions are typically
not published until 18 months after ling, or in some cases not at all. Thereforewe cannot
be certain that we were the rst to make the inventions claimed in our patentsr pending
patent applications, or that we were the rstto le for patent protection of such inventions,
including mMRNA-1273. (Moderna (2020), emphasis ours). In sum, Moderna's patents may
be valid. However, the report suggests that the scope of intellectual space that is covered
by the patents may be reduced in the future due to possible disclosure of other patents with
earlier priority.

Another example, obtained from our data, demonstrates such cases. It concerns a
patent by Motorola that was led in 2001.° The patent claims priority over a method
for predistorting a digital signal prior to ampli cation and is accompanied by a scienti c
publication on the same topic! The patent was led on June 12th, 2000 and granted
on October 16th, 2001. On August 1st, 2002, nine months after Motorola's patent was
granted, a competing patent by Qualcomm was rst disclosed to the publid Qualcomm's
patent shares the same patent classi cation as Motorola's. Both patents disclose a way
to reduce problems created when digital signals (used for mobile telephony) are converted
to analog and ampli ed, by introducing distortions" to the signal, using parameter values

from a look up table. Thus, though both patents are granted, the intellectual space claimed

6 Thron, Christopher P., Michael B. Thomas, and David J. Anderson. Digital predistortion
for ampli ers. United States US6304140B1, led June 12, 2000, and issued October 16, 2001.
https://patents.google.com/patent/US6304140B1/en?0q=6304140.

7 zavosh, Frank, D. Runton, and Christopher Thron. “Digital Predistortion Linearizes CDMA LDMOS
Amps.” Microwaves and Rf 39 (March 1, 2000): 55+164.

8 Antonio, Franklin P., Walid Hamdy, Nitin Kasturi, Christopher C. Riddle, and David P. Oses. Predistortion
technique for high power ampli ers. United States US6600792B2, led June 26, 1998, and issued July 29, 2003.
https://patents.google.com/patent/US6600792B2/en?0q=US6600792B2.
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overlaps. Qualcomm's patent was led on June 26th, 1998, long before the priority date
for Motorola's patent. Therefore, any intellectual space covered by the Qualcomm patent
will not be covered by Motorola's patent. Importantly, this information was revealed to
Motorola only after their patent was already granted?

We take several steps to validate our methods. First, we con rm that the disclosure of
a closely related patentbefore the grant of the focal patent results in a reduction in scope
of the focal patent, as indicated by an increase in the number of words in the principal
independent claim (following Kuhn and Thompson (2019)). We emphasize that when the
related patent is disclosedafter the grant, the claims cannot be modi ed. However, because
courts interpret the actual protection o ered by a patent in light of the relevant prior art,
the de facto protection o ered by the focal patent is reduced. Next, we provide supportive
evidence that the market is unaware of future priority disclosures at around the grant of
focal patents. Consistent with this, Lee (2023) shows that priority disclosures are associated
with a decline in rm value. 1°

To account for possible unobserved di erences in patents that experience such priority
disclosures, we develop a control group of patent-paper pairs. These papers belong to the
same rm and experience similar disclosures, except that they do not su er from a reduction
in protection because the potentially protection-reducing patent has a later priority date
and thus is not prior art.'* Of course, the decision to study patent-paper pairs limits
our investigation to rms and research areas where patents are e ective. Not all research
conducted within rms is protected by patents, so we are likely studying research the rm
deemed important enough to patent. On the other hand, an advantage of our approach
is that one can compare outcomes within the same rm. That is, one can estimate the

impact on follow-on research at the scienti ¢ trajectory level within a rm, rather than

9 See Appendix A.4 for the patent details.

10 Our method identi es changes to patent protection that occur after patent grant. Thus, this paper differs
from previous work that focused on changes to patent scope that happen during the examination process
(e.g., Kuhn and Thompson, 2019).

11 see Figure 2.2 for an illustration of a “fake” priority disclosure.
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across rms.

We use data on patents and papers related to U.S.-based public rms between 1990 and
2015 from Arora, Belenzon, and Sheer (2020), which yields two main ndings. First, we
nd that rms move away from research trajectories where their related patent protection
is weakened. On average, the emergence of a priority disclosure for a patent is related to
a 16% reduction in scienti ¢ citations to the paired scienti ¢ paper from within the rm .
Importantly, the e ect for citations from outside the rm is not statistically signi cant,
where we would not expect to see impact from a priority disclosure. Second, rms in
thinner markets for technology are a ected more by the loss of patent protection (i.e.,
invest even less in research) whereas those in thicker technology markets can compensate
by transacting with other rms. This evidence favors substitution over complementarity.
When we compare the response of small and large rms (measured by sales), we nd

gualitatively similar e ects, although the di erences are not statistically signi cant.

2.2 Empirical Approach

Our empirical approach builds on a novel method introduced by Lee (2023). We as-
sume the e ective protection provided by a focal patent is reduced when a closely-related
patent with an earlier priority date is disclosed after the grant of the focal patent. We
label this event as a priority disclosure. Similarity between patents is established using
textual measures, which are also used to identify patent-paper pairs, i.e., by measuring
textual overlap between patent claims and the abstract of a scienti ¢ paper. We create a
matched control group by identifying patent-paper pairs that experience similar sequences
of disclosure, save only that the related patent has a later priority date and is therefore not
prior art for the focal patent. Finally, we compare levels of internal patent and scienti c

citations received by the treated and control papers.

2.2.1 Textual Similarity Measures

We construct textual similarity measures between patents to identify priority disclo-

sures. Based on the same approach, we use textual similarity between scienti ¢ publi-
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cations and patents to identify patent-paper pairs. Our approach is based on Term Fre-
guency Inverse Document Frequency (TF-IDF) measure of uniqueness of words in patent
claims text and publication abstracts. We illustrate the details of our approach in the
context of priority disclosures and then return to explain its application to patent-paper
pairs.

In the rst step, we transform all documents into bag-of-words vectors using word stems.
Each element in the vector is then weighted by the inverse of its frequency in the complete
patent corpus. The inverse frequency index is de ned as follows:

Pi

=N (1 =2
=N B

where N; is the count of appearances of théth word stem in the document and p; is
the count of appearances of thdath word stem throughout all documents. P is the total
number of documents. We apply a set of manual cleaning steps to account for acronyms
that describe the same thing. These steps are done within four-digit IPC levels to mitigate
cases where an acronym has multiple meanings across technological elds.

In the second step, we account for the patent authors' use of di erent language to de-
scribe the same technical concepts, using a technical distance" measure between pairs of
words in our data. Our measure is based on pairing patent documents which are referenced
by examiners when rejecting patent applications on grounds of obviousness or lack of nov-
elty. The data on examiner rejections is obtained from the U.S. Patent O ce Public Patent
Application Information Retrieval (PAIR) system. We use a sample of about 150,000 non-
nal rejection letters due to lack of novelty or obviousness of patent applications? Next,
we obtain all relevant word stems for each set of rejected patent application and associated
prior-art patents. We compare the co-occurrence rate of word stems to a control pair of
patents. These controls are based on linking the rejected application with a patent led in

the same year and within the same 4-digit IPC, that was not cited by the examiner as a

12 Rejections due to 35 U.S.C. 102 or 35 U.S.C. 103.
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reason for rejection. The proximity between word stems is then calculated as the rate of

co-occurrence between the two pairs of patents, as follows:

. A, R
Proximity i w2 = E A” ngixi

Where (A R)wiw2 is the number of co-occurrences of the worde/l and w2 between
the patent application A and the prior-art patent R cited by the examiner. (A ” Cwiwz IS
the number of co-occurrences of the word&l and w2 in the patent application A and prior-
art control patent C. Note that w1l and w2 can co-occur in multiple such pairs. Therefore,
we average the proximity scores betweemvl and w2 across all application and rejection
prior-art patent pairs, denoted by FTW1i W2

The next step constructs a similarity score between a pair of patent documents based
on their textual content. First, we create a vector of words for each patent document with
their corresponding weights as described above. Then, we calculate the cosine similarity

score between the two word vector$V1 and W2, each vector consisting oh elements, while

taking into account the average word pair proximity, ﬁ,\,li w2,

STWL W2 Pugwg
Ziwiz o Ziw22

Finally, we normalize the proximity score PSyiw2 and divide it by max(PSy1,w2,)-
The resulting measure is normalized between 0 and 1, where a value of 1 indicates very

high similarity between a pair of documents.
2.2.2 Patent-paper Pairs

When rms publish a scienti ¢ discovery but also le for a patent on related inventions,
it results in a patent-paper pair (Ducor, 2000). Murray (2002) introduced the method

of observing citations to patent-paper pairs to analyze the commercialization of science.

Murray and Stern (2007) used a similar approach to test whether patents hinder the overall
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levels of follow-on scienti ¢ research. Fehder et al. (2014) further examined how the e ect
of patents is moderated by the type of institutions. Thompson et al. (2018) used inventor
names to match patents to scienti ¢ papers and examined the e ect of patent licensing on
follow-on scienti ¢ research by others.

We implement the textual similarity measures described above for patent claims texts
and abstracts of scienti ¢ publications to produce patent-paper pairs. When a patent and
a scienti ¢ publication are textually similar and also associated with the same rm, we
consider them a patent-paper pair. To further improve the match, we limit the absolute
gap to seven years between the patent and paper publication years. We argue that when a
patent is providing protection to the contents of a scienti ¢ paper, derivative ndings and
applications by the rm are likely to benet as well. Thus, the focal patent is assumed to

provide protection to research building on the focal paper.

2.2.3 ldenti cation Strategy

When two related discoveries are patented, the earlier invention is considered as rele-
vant prior art to the later invention. 13 Yet, since patent examination periods vary, there
are cases where a prior-art patent is not disclosed untéfter the focal patent is granted*
These cases are especially prevalent when patents are continuations of undisclosed foreign
patent applications. In these cases, the gap between the priority date and the rst public
disclosure could be longer than the standard 18-month gap enacted by the American Inven-
tors Protection Act (AIPA) since November 2000. Figure 2.1 provides an illustration. In
the gure, the focal rm applied for patent A and the patent was granted. Patent B, with

an earlier priority, was later disclosed to the public (and thereafter granted)!® However,

13 Bikard and Marx (2020) document many cases of scienti ¢ multiples. Thompson and Kuhn (2020) docu-
ment similar overlaps in patent applications.

14 After AIPA, pending applications may also be disclosed after eighteen months. Prior to AIPA, priority for
US inventors at the US Patent Of ce was based on being the rst to invent rather than the rstto le. In our
analysis, we rely on priority date rather than ling date. See Appendix A.2 for additional details regarding
AIPA

15 |n the scenario described above, both patents are eventually granted. Note that since it has not yet been
disclosed at the time of the grant of the focal patent (A), the prior-art patent (B) was not recognized by the
patent of ce in the examination process of patent A. Only once the prior-art patent is disclosed, can the focal
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the focal patent (A) experiences an ex-post reduction of thele-facto protection it provides
(see also section 2.3). The outcome of this scenario is that there are two granted patents
that overlap in their claims. To resolve this overlap, the assignees holding these patents

would have to challenge their validity at the patent o ce or in a court.

FIGURE 2.1: Diagram of a priority disclosure

To identify patents that experience an ex-post reduction in protection, we implement
the textual similarity measures described above in section 2.2.1. When a prior-art patent
that is not owned by the same rm as the focal patent is disclosed after the publication
of the focal paper, we consider it to be a priority disclosure event. We label such patents
as treated patents. The earliest disclosure date for any given patent is de ned as the
earliest disclosure date within a DOCDB'" patent family. Thus information disclosed by
patents outside the U.S. is taken into account. A disclosure date might be either the grant
date of the patent or a pre-grant disclosure of a patent application that has priority. A
pre-grant disclosure of a patent application that is not eventually granted is not considered
as a priority disclosure.

We argue that once a patent-paper pair experiences a priority disclosure, the protection

that the focal patent provides to the related research trajectories is reduced. To study the

rm learn that it exists.

16 European Patent Of ce worldwide bibliographic data
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e ect of a reduction in patent protection on scienti ¢ investments by the rm, we use follow-
on citations from within the rm to its own focal scienti ¢ publication (as also illustrated
in Figure 2.1). Our identi cation strategy relies on comparing such citations before and

after the priority disclosure.

2.2.4 Sample Construction

A direct comparison of treated patents and untreated patents might pick up relevant
heterogeneity across research trajectories. Patents in research areas with high levels of
competitive investment might have a higher probability of receiving a priority disclosure
compared to patents that are less central to current research agendas. In addition, the
appearance of a textually similar patent held by a competitor might a ect follow-on in-
vestment not only through changes in patent protection, but also through the perceived
competitive landscape. Once it is disclosed that a competitor is working in a similar re-
search area, a rm might respond by speeding up research in this area or by shifting to
other research areas (e.g., Clarkson and Toh, 2010).

We therefore construct a control patent-paper pair belonging to the same rm as the
treated patent-paper pair. Similar to the treatment group, patents in the control group
experience the disclosure of a textually similar patent by a competitor (and both patents
are eventually granted). Unlike the treatment group, however, the overlapping patent was
led after the focal patent and therefore does not hold priority over it and thus cannot
be considered prior art. Figure 2.2 provides an illustration of such cases. Consequently,
the arrival of the competing patent does not change the e ective protection o ered by the
patent in the control pair. We name these cases as fake priority disclosures.

Because both the treated and the control patents experience a post-grant disclosure of
a competing patent, we are able to account for e ects related to the competitive landscape
and therefore isolate the e ects of (exogenous) changes in the level of patent protection
for the focal scienti ¢ publication to which the treated patent is paired. Since both the

treated and the control pairs are from the same rm, we are also minimizing the e ects of
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di erences in citation or publication practices across rms.” An important assumption of
this approach is that there are no congestion e ects or other interaction in the costs and
bene ts within a rm in investments in di erent research streams. That is, we assume that
the investment decisions in di erent research projects in a rm are independent from each

other.

FIGURE 2.2: Diagram of a “fake” priority disclosure

2.3 Validation of Priority Disclosure Events

To support our argument that priority disclosures tend to reduce focal patent protection
and could be used as exogenous shocks, we provide several validation tests. The evidence
suggests that priority disclosures are associated with a reduction in patent scope and that
these events are not anticipated by investors. Taken together, these results support our use

of priority disclosures as exogenous shocks to focal patent protection.

2.3.1 Effect of Priority Disclosures on Patent Scope

According to Kuhn and Thompson (2019), a reliable and widely available measure

of patent scope is the word count of the rst independent claim of the patent. Patents

17 A possible caveat is that the same rm could be a follower in one area and a leader in another. If followers
are more likely to face priority disclosures than leaders, then our estimates could re ect an effect due to the
nature of market competition rather than the effect of patent protection. We thank an anonymous reviewer
for pointing out this possibility.

19



with shorter claims provide more general protection, presumably because there are fewer
restrictions on the claim. The authors argue that this measure is superior to previously
used measures in the literature, such as the number of claims, the number of future citations
and the number of patent classes associated with the patent. Compared to these measures,
the word-count measure is better aligned with the law and the practice. It is also the only
measure that is highly predictive for the scope of a set of patents as assessed by experts.

Thompson and Kuhn (2020) use the word-count measure to test the e ect of winning a
patent race on a set of outcomes. The authors identify patent twins, in which two compet-
ing patents are led at nearly the same time (6 or 18 months apart, per the speci cations
in the paper). Among these twins, one patent ( the leader) has priority over the other
(the follower). The twins are connected through a mention by a patent examiner in a
novelty rejection issued to the follower as a result of the disclosure of the leader. Described
in another way, the leader is disclosedvithin the examination process of the follower and
causes a patent examiner to reject the follower's claims. The authors show that losing the
race is associated with a larger increase in the length (number of words in the rst claim)
of the follower relative to the leader.

Priority disclosures are a generalization of the patent-twins" approach by relaxing the
requirement for an explicit mention by a patent examiner. Using textual similarity, we
identify closely related patents that would likely result in a novelty rejection if examined.
This enables us to explore the e ect ofpost-grant disclosures that are not visible to exam-
iners during the examination process and compare citation outcomes in the periods before
and after the appearance of the shocks.

To validate our measure, we rst test whether pre-grant priority disclosures are associ-
ated with a greater reduction in patent scope, measured by the number of words in the rst
independent patent claim (longer claims are associated with smaller scope). Using data on
patents led by U.S.-based rms between the years 2000 and 2015, we identify patents that
experiencepre-grant priority disclosures. These events occur when there exists another

patent that is textually similar to the focal patent, is not assigned to the same rm, is led
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before the focal patent, but is disclosed before the grant of the focal patent. The disclosure
of the priority patent should potentially result in a reduction of the nal scope of the focal
patent by expanding the claim wording.

Due to the American Inventor's Protection Act, the original ling text and the nal
granted patent text are publicly available for a large portion of patents led after November
2000. Out of about 625,000 patents for which we have both measures, we identify about
98,000 treated patents (15%)'® For each treated patent, we nd another patent assigned
to the same rm, within the same 4-digit IPC and published in the same year. Our nal
sample includes 33,058 patents, of which half are treated and the rest are controls. We count
the number of words in the rst patent claims of both the original ling and the granted
patent. Our panel for analysis includes two observations for each patent: one observation
for the number of words in the rst claim of the original ling and another for the number
of words in the rst claim of the nal granted patent.

Our econometric model for this validation test is as follows:

log(W;;) = bg+ biFinalj; + boFinaly;y Treat; + g; + €; (2.2)

In this speci cation, the dependent variable, Wj;, is a word count of the rst patent
claim, for the it" patent at stage t (either initial ling or granted patent).  Final; is an
indicator variable that is equal to 1 for nal granted patent text and O for initial ling.
Treat is an indicator variable for patents that received apre-grant priority disclosure. g;
are patent xed e ects. ey is an i.i.d. error term. The model is estimated using a Poisson
pseudo-maximum likelihood estimation (PPML) with xed e ects. Standard errors are
clustered at the patent level. We expectb, i 0, implying a reduction in the patent scope
following a pre-grant priority disclosure.

Table 2.1 presents the estimation results. The patents in our sample have, on average,

135 words in the rst claim of their initial ling, without a signi cant di erence between

18 Thompson and Kuhn (2020) use explicit patent mentions by examiners and nd that 10-11% of patents are
part of a patent race.
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treated and the controls. The scope of protection a patent provides tends to shrink during
the examination process. The results in table 2.1 show that the appearance of a previously
undisclosed patent, agged as similar" (prior art) by our algorithm, further reduces the
focal patent scope. By the nal grant, on average, 30 words are added to the rst claim
of the control patents, and 40 words are added to the treated patents. The dierence is
statistically signi cant. We infer that our textual similarity measure is a plausible proxy

for what a patent examiner would have considered prior art. Therefore, thougtpost-grant
priority disclosures cannot change the focal patent text, we argue that they do reduce the

de-facto protection provided by the focal patents.

2.3.2 Market Reaction to Priority Disclosures

Our identi cation strategy assumes that priority disclosures are not anticipated. We
use the Kogan et al. (2017) measure of private patent value to compare the value of treated
and control patents at the patent grant date. If priority disclosures are indeed unexpected
shocks as the Moderna 10-Q report quoted above suggests rms worry about but cannot
accurately predict the value of a patent at grant should not capture information about
potential future priority disclosure events that a ect the value of the patent to the focal
rm. That is, one would expect an insigni cant di erence in patent value at grant between
treated and control patents (comparing patent value at grant for patents that experience real
priority disclosure events to patents that experience fake" disclosure events). Consistent
with the assumption that priority disclosures are unanticipated, Table 2.2 conrms that
there is no statistically signi cant di erence between the private value of treated and control
patents.

Moreover, Lee (2023) provides evidence that priority disclosures lead to a signi cant
stock market reaction for the a ected rms. Using an event study design, Lee shows a
reduction in cumulative abnormal returns in a 15 day window around priority disclosures.
In addition, he nds that the e ect is more pronounced for a subset of smaller rms. These

results are consistent with the notion that priority disclosures are unanticipated by either
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Table 2.1: Impact of Pre-grant Priority Disclosures on Length of
Patent's First Claim

Word Count
All Small Firms Large Firms
1) 2) 3)
Poisson Poisson Poisson
Post Treated 0.0546 0.0356 0.0663
(0.0112) (0.0167) (0.0150)
Post 0.1974 0.1683 0.2157
(0.0069) (0.0107) (0.0091)
Patent FE Yes Yes Yes
Observations 66,116 24,012 42,104
Squared Correlation 0.83229 0.83073 0.83146
Pseudo R 0.82473 0.81476 0.83060
BIC 1,570,168.6 602,288.0 943,740.3

Notes:The table presents difference-in-differences analysis of the effect
of pre-grant priority disclosures and nal patent scope. We use cor-
porate patents that are led after November 2000, for which we have
the texts of the initial application and the nal granted patent. Patent
scope is proxied by counting the number of words in the rst patent
claim. For each patent, words are counted in the original patent ap-
plication and again in the nal publication of the granted patent. All
models are estimated using a Poisson pseudo-maximum likelihood es-
timation (PPML). Treated is an indicator variable for patents which ex-
perienced a pre-grant priority disclosure. This shock is caused when a
proximate prior-art invention is disclosed after the focal patent is led,
but before the examination process ends. Post is an indicator variable
that distinguishes between the initial application and the nal patent
text. In columns 2 and 3 the sample is split based on the average rm
sales. Clustered (patent) standard-errors in parentheses. Signif. Codes:

p 0.01, 0.05, p 0.1.

the rm or the market.

Taken together, these validation tests support our claims that priority disclosures are
not anticipated by either the focal rm or the market, that they are associated with a
decrease inde-facto patent protection, and that this decrease is nancially meaningful for

the a ected rms.
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Table 2.2: Private Value of Patents at Grant
KPSS Patent Value

Al Life & Physical ICT &
Biomedicine Sciences Engineering
1) 2) 3) 4)
Poisson Poisson Poisson Poisson
Treated 0.068 0.137 0.065 0.007
(0.043) (0.099) (0.043) (0.026)
Firm FE Yes Yes Yes Yes
Grant year FE Yes Yes Yes Yes
Observations 8,627 1,040 3,948 6,269
Squared Correlation  0.59681 0.51431 0.70969 0.69105
Pseudo R 0.72849 0.63839 0.75054 0.64461
BIC 160,671.8 58,561.3 51,498.3 70,193.3

Notes: The table presents an analysis of the difference between the estimated pri-
vate value of patents at grant (Kogan et al., 2017) between treated and control
patents in our sample. We add rm and publication year xed effects due to dif-
ferences in patent values across rms and years. Columns 2-4 present subsamples
by research area. All models are estimated using a Poisson pseudo-maximum like-
lihood estimation (PPML). Clustered ( rm) standard-errors in parentheses. Signif.
Codes: p 0.01, p 0.05 p 0.1

2.4 Data

We use a dataset on U.S.-based corporate utility patents and scienti ¢ papers provided
by Arora, Belenzon, and Sheer (2021b}? We start our analysis in 1990, the rst year for
which we have reliable data on scienti ¢ paper abstracts. The initial dataset consists of
approximately 1.34 million patents and 821,000 scienti ¢ papers associated with 4,323 rms.
Application of textual similarity measures yielded 3.2 million possible pairs relating to 1,372
rms, composed of approximately 213,000 unique papers, and 448,000 unique patents. Of

these, we identi ed approximately 16,000 unique scienti ¢ papers whose matching patents

19 The authors relied on data obtained from several sources: (i) Compustat for U.S. company data; (ii) BvD
Orbis for subsidiary data; (iii) SDC Platinum for acquisitions and alliances data; (iv) Clarivate Web of Sci-
ence (WoS) for scienti ¢ papers metadata; (v) PATSTAT 2016b for patent metadata. This dataset extends the
older NBER patent dataset and provides a comprehensive source for corporate patents and scienti ¢ papers
between 1980 and 2015. The data account for dynamic reassignment and changes in ownership structure
(e.g., company name changes, mergers and acquisitions, spin-offs and divestitures). A dynamic association
between patents and scienti ¢ papers to rms is critical for measuring internal citations correctly.
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experienced a priority disclosure, for which we could also nd appropriate control papers
(approximately 13,000) with a fake priority disclosure.?® We allow multiple papers to
match with the same patent, both in the treatment and the control group. We mark a
patent-paper pair as treated when the focal patent experienced a priority disclosure two
or three years after the scienti ¢ paper was published. When multiple treated patents are
paired with the same scienti c paper, we choose the earliest priority disclosure date as the
treatment date for the paper.

The nal step is to match the treated and control pairs based on the characteristics of the
scienti ¢c papers. For each treated pair, we match a corresponding control paioriginating
in the same rm. The pairs share a common publication year (year of publication of the
scienti ¢ papers) and a common research topic based on the Web of Science list of research
subjects. We allow control pairs to be matched with replacement with multiple treated
pairs. Following this match, we end up with 4,379 unique scienti c papers that are paired
with 3,002 unique treated patents. The control group has 1,359 unique scienti c papers
and 1,187 unique control patents.

2.4.1 Variable description
2.4.1.1 Scienti c citations

We use Web of Science citations data to identify scienti ¢ papers by the same rm
that cite the focal paper during the sample period 1990-2015. These citations are labeled
internal citations. All other citations, either by other rms or by researchers at universities
and government labs, are identi ed asexternal citations. For our regression analysis, we
keep annual citation counts for eight years from the publication of the paper, provided that
Compustat data exists for the given rm in that year. We aggregate observations for pre-

and post-treatment, such that each patent-paper pair has two observations in the panel.

20 We follow Lee (2023) in setting the similarity measure threshold for identifying priority disclosures. Our
results are robust for a set of alternative threshold levels.
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2.4.1.2 Patent Citations to Scienti ¢ Papers

To further explore the rm's response to priority disclosures, we construct a measure
of follow-on inventive activity that is related to the focal scienti ¢ paper. This measure
consists of citation counts from patents by the same rm to the focal scienti c papers in
our sample. These citations, which are referred to as non-patent literature (NPL) citations,

are provided by Marx and Fuegi (2020, 2022a).

2.4.1.3 Commercialization Capability and Markets for Technology

We explore how the value of patent protection varies by the availability of commercial-
ization capability. Since such capabilities are largely unobserved and innovation-speci c,
we begin by exploring how the e ect varies by the thickness of markets for technology. Our
measure of market thickness is based on Arora, Belenzon, and Suh (2022), who identify
patent sales by purging the USPTO Patent Assignment Dataset (PAD) of patent reassign-
ments due to mergers, name changes and record corrections. For each IPC-4 (International
Patent Classi cation) in our data, we calculate the percentage of patents that were re-
assigned between 1990 and 2015. We then use this measure to split our sample into (a)
patents in technological areas with thick markets for technology and (b) patents that are
part of thin markets. Next, we provide additional evidence by using average annual sales
as a proxy for the presence of commercialization capability. The annual sales for rms in
our sample range from $17M to $233B, and the average annual sales of the median rm in

the sample is $2.1B.

2.4.2 Descriptive Statistics

Arora, Belenzon, and Sheer (2021b) identify a total of 3,889 U.S.-based public rms
active between the years 1990 and 2015. There are 2,611 rms with at least one associated
scienti ¢ paper. Due to our extensive matching procedures, especially control patent-paper
pairs, our nal sample consists of pairs originating from 81 of these rms. Table 2.3 presents

summary statistics at the rm level. Though rms in our sample are larger than the overall
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population of innovative rms, our sample includes a wide range of rms in terms of size

and R&D inputs and outputs.?!

Table 2.3: Firm Level Summary Statistics

Distribution

Variable Num. Obs. Mean SD Min p25 p50 p75 Max

All Publishing rms
Annual Patents 2611 21.46 105.02 0 0.83 2.53 8.84 3506.84
Annual Papers 2611 13.01 69.45 0.016 0.31 1.23 5.23 1805.57
Market Value ($mm) 2611 313544 167469 0.062 60.82 230.53 1066.2 531425.99
Assets ($mm) 2611 1493.89 7709.02 0.0035 11.72 64.59 462.6  210050.5
Sales ($mm) 2611 1993.77 9505.95 0 20.31 116.67 713.19 233668.31
R&D exp. ($mm) 2611 91.35 398.59 0 4.45 16.17 46.12 6969.4

Sample rms
Annual Patents 81 330.81 468.88 5.2 61.23 201.45 416.79 3506.84
Annual Papers 81 244.99 303.55 1.16 55.35 141.56 311.41 1805.57
Market Value ($mm) 81 43083.07 73959.42 39.21 5263.7 16579.13 43013.81 531425.99
Assets ($mm) 81 16890.79 31642.71 9.47 1410.66 7134.27 170015 210050.5
Sales ($mm) 81 21278.69 38094.49 17.67 1972.47 6309.44 23937.98 233668.31
R&D exp. ($mm) 81 1392 1614.19 445 310.17 787.76  1666.58 6969.4

Notes: The table presents summary statistics for rms in our data. The rst part presents statistics for all US-based public
rms in the data between 1990 and 2015 with at least one scienti c publication. The second part presents statistics for the
rms in our nal sample. Variables are rst averaged across rm-years and then averaged between rms.

Table 2.4 presents descriptive statistics over the sample period. Our baseline sample
consists of 17,516 observations, split equally between treatment and control groups before
and after treatment. The distribution of papers among rms is highly skewed, with 2,836
papers associated with the biggest rm. The average rm has 71 papers matched with
52 patents. Comparing average citations between the treatment and control group reveals
some di erences. Although internal paper citations are similar at an annual average of
about 0.25 citations, treated papers tend to receive slightly less external citations. Both
treated and control papers receive on average 0.03 internal NPL citations per year, whereas

the controls receive slightly fewer external NPL citations??

21 Table A.2 presents a comparison of the distribution of rms across different industries.

22 Tahle A.3 presents a statistical comparison between the treated and control observations.
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Table 2.4: Publication Level Summary Statistics

Distribution
Variable Unique Obs. Mean SD Min p25 p50 p75 Max
Papers per rm 81 70.84 319.08 2 3 9 26 2836
Patents per rm 81 51.72 219.88 2 2 7 23 1947
Treatment Group
Paper publication year 4379 1999.45 511 1990 1996 1999 2003 2010
Patent grant year 4379 2001.88 508 1992 1998 2001 2005 2012
Disclosure year 4379 2001.03 5.22 1989 1997 2001 2005 2012
Internal paper citations 4379 0.25 0.71 0 0 0 0 13
External paper citations 4379 273 15.26 0 0 1 3 985
Internal NPL citations 4379 0.03 0.31 0 0 0 0 15
External NPL citations 4379 0.16 1.96 0 0 0 0 202
Control Group
Paper publication year 1359 1998.24 5.00 1990 1993 1998 2002 2010
Patent grant year 1359 2000.70 497 1992 1996 2001 2004 2012
Disclosure year 1359 1999.76 5.16 1989 1995 1999 2004 2012
Internal paper citations 1359 0.26 0.76 0 0 0 0 15
External paper citations 1359 3.18 7.28 0 0 1 3 160
Internal NPL citations 1359 0.02 0.27 0 0 0 0 14
External NPL citations 1359 0.12 0.93 0 0 0 0 46

Notes The table presents summary statistics for the treatment and control groups used in the
difference in the following analysis. Matching is done through exact publication year and subject
pairing. Priority disclosures in control group are assigned through matched treatment observa-
tions. Internal citations are forward citations by the same rm. External citations are forward
citations by authors outside the rm. Differences in means are not statistically signi cant (See
Table A.3 for details).

2.5 Estimation results
2.5.1 Econometric speci cation

Our baseline econometric speci cation takes the form:
log(Cit) = biPosty + boPost; Treat; + gj + € (2.2)

The dependent variable,Ci;, is the sum of internal citations between scienti ¢ papers,
wherei designates a patent-paper pair and designates the time period (either pre- or post-
treatment). Post; is an indicator variable that is equal to 1 in the post-treatment period and
0 otherwise. Treat is an indicator variable for patent-paper pairs that received a priority
disclosure. g; are publication xed e ects. e is ani.i.d. error term. Because all regressions

have a count dependent variable, we follow Wooldridge (2010) and use Poisson pseudo-
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maximum likelihood (PPML) with xed-e ects estimation. The pre-treatment period is
either two or three years long and starts with the focal paper's publication year. The post-
treatment period is the remaining years, up to eight years from publication, or the last year
for which we have Compustat records for the given rm. Cluster robust standard errors at
the publication level are reported. According to our analytical model, we expect, 0,
suggesting a reduction in the rm's research investments following a reduction in patent
protection.

We estimate similar speci cations in which the dependent variable is a count of annual
internal non-patent literature citations (i.e., citations from a patent to a scienti ¢ paper).
For both speci cations, we also provide analyses where the dependent variables are counts

of external citations, which are all citations originating outside the focal rm.

2.5.2 Baseline Results: Patent Protection and Follow-on Research

Table 2.5 presents the estimation results. We observe a statistically signi cant reduction
in follow-on research following a reduction in patent protection. According to the estimated
coe cient in column (1), treated observations receive on average 16% fewer citations after
a priority disclosure, as compared with the control. In contrast, a reduction in patent
protection does not seem to a ect the number of external citations (column 5). Although
the estimated coe cient is negative, it achieves statistical signi cance only at the 10% level
and is smaller in magnitude. This is consistent with Sampat and Williams (2019), who also
nd little e ect of a patent denial on follow-on research by others.?3

Figure 2.3 presents coe cient estimates from of an event-study analysis where the indi-
cator for treatment is interacted with time dummies. Publication and time xed e ects are
included and the reference year is the year prior to treatment. The results provide evidence
that supports the parallel pre-trend assumption.

Columns 2-4 of Table 2.5 explore the heterogeneity of the e ect by industry. The

strongest e ect is observed for life & biomedicine research, followed by ICT & engineering.

23 Table A.4 presents estimation results without the inclusion of rm-level time-varying controls. Estimation
results are similar.
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FIGURE 2.3: Internal Paper Citations

Notes:The gure presents Poisson coef cient estimates of the interaction between treat-
ment and the distance (in years) from the priority disclosure years. The dependent vari-
able is annual internal paper citations. Time and publication xed effects are included.
Standard errors are clustered by publication.

In life & biomedicine, a reduction in patent protection is associated with a 69% reduction
in average annual internal citations. In ICT & engineering, there is a 24% reduction. In the
physical sciences, we do not observe a signi cant di erence between treated and controls.
The estimation results con rm that a reduction in patent protection reduces follow-on
investment in related scienti c research trajectories by the focal rm. The heterogeneity of
the results by industry are consistent with ndings in the literature that patents are more

e ective at protecting inventions in the life sciences (e.g., W. M. Cohen et al., 20005*

24 1n appendix A.2, we explore our results before and after the enactment of the American Inventor's Pro-
tection Act of 1999 (AIPA). Interestingly, we nd that the effect on scienti c citations is driven by research
conducted in the years following the enactment of AIPA. Generally, we conclude that in recent decades patent
protection continues to play a role in driving rms' R&D investments.
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Table 2.5: Paper to Paper Citations

Internal Citations External Citations
Life & Physical ICT &
All . " ; ) ) All
Biomedicine  Sciences Engineering
(1) (2 Q) (4) )
Poisson Poisson Poisson Poisson Poisson
Post Treated -0.162 -0.689 0.059 -0.244 -0.090
(0.045) (0.115) (0.062) (0.054) (0.051)
Post -0.063 0.397 -0.373 0.128 0.904
(0.041) (0.100) (0.063) (0.050) (0.035)
Controls Yes Yes Yes Yes Yes
Publication FE Yes Yes Yes Yes Yes
Observations 16,992 2,210 7,866 12,170 16,314
Squared Correlation  0.54196 0.68810 0.56865 0.56739 0.89919
Pseudo R 0.32734 0.38225 0.33619 0.32510 0.81606
BIC 130,312.7 15,213.9 57,664.2 90,476.0 176,274.0

Notes:The table presents difference-in-differences analysis of the relationship between the level of patent
protection and forward scienti ¢ citations. For each rm, we keep all observations with available Com-
puststat data between 1990 and 2015. Treated is an indicator variable for papers with paired patents which
experienced a priority disclosure. This shock is caused when a proximate prior-art invention is disclosed
after the focal patent is published. Post is an indicator variable for observations in the post-disclosure
period. For each patent, observations are aggregated to the pre- and post periods, up to 8 years from pub-
lication. All models are estimated using a Poisson pseudo-maximum likelihood estimation (PPML). Note
that in Poisson speci cations, groups with constant zero outcomes are automatically dropped (total obser-
vation count 17,516). The dependent variable is the sum of annual citations by scienti ¢ papers to the focal
paper. Internal citations (columns 1-4) are citations where both the citing paper and the focal paper belong
to the same rm. External citations (column 5) are all other citations. In columns 2-4, research areas are
de ned by aggregating the Web of Science “subheading” eld (note that some papers are tagged with mul-
tiple areas). Averaged sales, R&D expenditure and assets are added as rm-level time-varying controls.
Clustered (Publication) standard-errors in parentheses. Signif. Codes: p 001, p 0.05 p 0.1

2.5.3 Patent Protection and Follow-on Invention

A possible objection to our interpretation of the baseline results is that a reduction in
citations might not be driven by reduced investments, but rather by a reduction in pub-
lishing. To investigate this possibility we examine patents that build on the treated paper.
We estimate follow-on inventive activity by observing the e ect of change in patent pro-
tection on patent to paper (NPL) citations. The results are reported in in Table 2.62°

The reduction in NPL citations indicates that, on average, following a reduction in patent

25 patent citations are frequently used as a measure of follow-on invention. Section 2.6 provides estimates of
the effect on patent-to-patent citations.
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protection, rms reduce their follow-on inventive activity related to the focal research tra-
jectories. Speci cally, the estimates in table 2.6 imply a 54% reduction in average internal
NPL citations to treated papers.

In sum, we nd fewer follow-on patents that cite the paper paired with the treated
patent, as well as a reduction in follow-on patents that cite the treated patent (see Section
2.6 below). Taken together with the reduction in follow-on papers, it seems likely that the

rm reallocates resources away from the research area that has lost some patent protection.

Table 2.6: Patent to Paper (Non-Patent Literature) Citations

Internal Citations External Citations
Life & Physical ICT &
All . - : ) . All
Biomedicine Sciences Engineering
(1) (2) ) (4) (5)
Poisson Poisson Poisson Poisson Poisson
Post Treated -0.543 -0.872 -1.28 -0.484 0.119
(0.142) (0.534) (0.291) (0.146) (0.192)
Post -0.552 0.019 -0.341 -1.43 0.032
(0.199) (0.506) (0.366) (0.305) (0.079)
Controls Yes Yes Yes Yes Yes
Publication FE Yes Yes Yes Yes Yes
Observations 1,962 104 532 1,734 4,866
Squared Correlation  0.60266 0.65235 0.78188 0.70017 0.63984
Pseudo R 0.35437 0.25438 0.27417 0.26296 0.60302
BIC 12,989.5 404.83 2,268.5 8,464.7 39,200.5

Notes:The table presents difference-in-differences analysis of the relationship between the level of patent
protection and forward patent citations to the scienti ¢ papers. For each rm, we keep all observations
with available Compuststat data between 1990 and 2015. Treated is an indicator variable for papers with
paired patents which experienced a priority disclosure. This shock is caused when a proximate prior-art
invention is disclosed after the focal patent is published. Post is an indicator variable for observations
in the post-disclosure period. For each patent, observations are aggregated to the pre- and post periods,
up to 8 years from publication. All models are estimated using a Poisson pseudo-maximum likelihood
estimation (PPML). Note that in Poisson speci cations, groups with constant zero outcomes are automat-
ically dropped (total observation count 17,516). The dependent variable is the sum of annual citations by
patents to the focal paper. Internal citations (columns 1-4) are citations where both the citing patent and
the focal paper belong to the same rm. External citations (column 5) are all other patent citations. In
columns 2-4, research areas are de ned by aggregating the Web of Science “subheading” eld (note that
some papers are tagged with multiple areas). Averaged sales, R&D expenditure and assets are added as
rm-level time-varying controls. Clustered (Publication) standard-errors in parentheses. Signif. Codes:

p 001, p 0.05 p 0.1
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2.5.4 Markets for Technology

Columns 1-3 in table 2.7 present subsets of the sample, split by our measure of market
thickness, namely the share of patents that are traded. The dependent variable is average
annual paper-to-paper citations. We compare rms operating in 4-digit IPCs where patents
are less likely to be traded (column 1, thin markets for technology) with rms operating
in areas with a higher share of traded patents (column 2, thick markets for technology3®
We observe that rms operating in a thinner market for technology are more responsive
than rms operating in thicker markets. In thin markets, we estimate a 45% reduction
in follow-on research compared to the controls, while in thick markets the estimate is
signi cant and positive. The di erence between thin and thick markets is positive (column
3). See Figure 2.4 for a year-by-year comparison of coe cients. This result is consistent
with patent protection being a strategic substitute for commercialization capability (See

Appendix A.1).%7

2.5.5 Commercialization Capability

Commercialization capability is typically innovation-speci ¢ and cannot be directly ob-
served in our data. We proxy for the presence of commercialization capability by rm
size (measured as average annual sales). Recall that if commercialization capability and
patents are strategic substitutes, then smaller rms should be more responsive to reduc-
tions in patent protection. On the other hand, if commercialization capability and patent
protection are complements, then rm size should amplify the response.

Columns 4-6 in table 2.7 present an analysis of the changes in internal citations by rm
size. Observing the interaction terms in columns 4 and 5, we nd a stronger response in

small rms. However, the di erence between the two is not statistically signi cant (column

26 On average, patents in thick markets are twice as likely to be reassigned (5.2% reassignment level), com-
pared to patents in thin markets (2.5% reassignment level).

27 Under strategic substitutability, markets for technology should dampen, but not reverse, the effect of a
decline in patent scope. As shown in Table 2.8, the positive effect in thick markets is driven by large rms.
We conjecture that the positive effect in thick markets may re ect a “fence" strategy, as incumbents try to
build patent portfolios for cross-licensing (W. M. Cohen et al., 2000).
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Table 2.7: Responsiveness by rm size and MFT: Paper Citations

Internal Paper Citations

Internal Paper Citations

Market for Technology Firm Size
Thin MFT  Thick MFT All Small Large All
(1) 2 ) (4) (5) (6)
Poisson Poisson Poisson  Poisson Poisson Poisson
Post Treated 0.598
Thick MFT (0.089)
Post Treated 0.085
Large (0.122)
Post Treated -0.446 0.151 -0.445 -0.229 -0.150 -0.235
(0.063) (0.063) (0.062) (0.112) (0.050) (0.112)
Post Thick MFT -0.629
(0.065)
Post Large 0.222
(0.095)
Post 0.324 -0.422 0.238 -0.222 -0.012 -0.234
(0.074) (0.045) (0.057) (0.101) (0.047) (0.086)
Controls Yes Yes Yes Yes Yes Yes
Publication FE Yes Yes Yes Yes Yes Yes
Observations 9,506 7,486 16,992 2,648 14,344 16,992
Squared Correlation  0.59829 0.54884 0.57859 0.50432 0.55139 0.54627
Pseudo R 0.35166 0.30623 0.33212 0.27609 0.33627 0.32806
BIC 70,360.5 53,764.3 129,994.1 17,442.7 109,126.0 130,281.0

Notes: The table presents an analysis of the baseline effects on paper to paper citations by rm size
and thickness of the markets for technology. We proxy for size by measuring average sales and split
the sample at the rm level using the mean. Thickness of the markets is proxied by a measure of the
annual level of patent reassignment by IPC4. We de ne “thick” markets by splitting the sample at the
mean. All models are estimated using a Poisson pseudo-maximum likelihood estimation (PPML). Note
that in Poisson speci cations, groups with constant zero outcomes are automatically dropped (total
observation count 17,516). The dependent variable is the sum of annual citations by scienti ¢ papers to
the focal paper. Columns 1-3 explore differences in response by market thickness, while columns 4-6
explore differences in response by rm size. Averaged sales, R&D expenditure and assets are added as
rm-level time-varying controls. Clustered (Publication) standard-errors in parentheses. Signif. Codes:

p 0.01,

p 0.05 p 0.1

6). We conduct complementary regression analyses of the interaction between treatment,

paper age and rm size (see gure 2.5). We do not nd signi cant di erences in response

between small and large rms.

Table 2.8 provides additional analysis of the e ect by dividing the sample into four

groups based on rm size and market thickness. Both within small rms and large rms,
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FIGURE 2.4: Internal Paper Citations: MFT

Notes:The gure presents Poisson coef cient estimates of the interaction between treat-
ment and the distance (in years) from the priority disclosure years. Dependent variable
is annual internal paper citations. Time and publication xed effects are included. Stan-

dard errors are clustered by publication.

we notice a signi cant di erence in response between thin and thick markets. Among the
four groups, the strongest e ect is observed in small rms operating in thin markets for
technology. The positive e ect for large rms in thick markets for technology is inconsistent
with the simple model developed in the appendix, and may re ect strategic behavior by
large incumbents, such as racing or building of patent fences (W. M. Cohen et al., 2000).
Our analysis of the e ect by rm size and market thickness suggests that research
trajectories in rms operating in thin markets are more a ected by the level of patent
protection. Our theoretical predictions state that markets for technology could dampen
the responsiveness to changes in patent protection only if patents and commercialization
capability are strategic substitutes. Therefore, taken together, our results on responsiveness
by rm size and market thickness suggest that patents and commercialization capability

are strategic substitutes.
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FIGURE 2.5: Internal Paper Citations: Firm Size

Notes:The gure presents Poisson coef cient estimates of the interaction between treat-
ment and the distance (in years) from the priority disclosure years. Dependent variable
is annual internal paper citations. Time and publication xed effects are included. Stan-

dard errors are clustered by publication.

2.6 Robustness: Patent to Patent Citations

The construction of the sample in the previous sections includes multiple Itering steps
and matching procedures. First, patents are paired with publications within the same rm.
Then pairs are tagged as either treatment or control, and lastly these pairs are matched to
create a balanced sample. The downside to this process is that it results in a rather limited
sample of patents and papers from only eighty one rms (out of about three thousand
public rms who publish scienti ¢ papers).

To provide additional evidence for the e ect of patent protection on follow-on invest-
ments in innovation, we construct a second sample. Here, we match patents without requir-
ing a pairing with a scienti c paper. A central bene t of this sample is that we can match
treated and control patents based on their characteristics. We then compare follow-on

internal patent citations to the focal patents in the sample.
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Table 2.8: Responsiveness by Market Thickness in Small and Large Firms: Paper Citations

Internal Paper Citations Internal Paper Citations
Small Firms Large Firms
Thin MFT  Thick MFT All Thin MFT  Thick MFT All
1) (2) 3) (4) (5) (6)
Poisson Poisson Poisson Poisson Poisson Poisson
Post Treated 0.664 0.667
Thick MFT (0.302) (0.099)
Post Treated -0.775 -0.081 -0.749 -0.423 0.235 -0.426
(0.278) (0.116) (0.278) (0.064) (0.074) (0.064)
Post Thick MFT -0.504 -0.639
(0.257) (0.070)
Post 0.167 -0.302 0.159 0.380 -0.450 0.251
(0.256) (0.089) (0.245) (0.084) (0.052) (0.060)
Controls Yes Yes Yes Yes Yes Yes
Publication FE Yes Yes Yes Yes Yes Yes
Observations 766 1,882 2,648 8,740 5,604 14,344
Squared Correlation  0.54648 0.54267 0.53965 0.60244 0.55931 0.58589
Pseudo R 0.25954 0.28025 0.27828 0.35596 0.31695 0.34103
BIC 4,411.3 12,224.8 17,437.4 64,602.8 39,409.9 108,854.8

Notes:The table presents an analysis of the baseline effects on paper to paper citations by the thickness of the
markets for technology. The sample is split between small and large rms. We proxy for size by measuring
average sales and split the sample at the rm level using the mean. Thickness of the markets is proxied
by a measure of the annual level of patent reassignment by IPC4. We de ne “thick” markets by splitting
the sample at the mean. All models are estimated using a Poisson pseudo-maximum likelihood estimation
(PPML). Note that in Poisson speci cations, groups with constant zero outcomes are automatically dropped
(total observation count 17,516). The dependent variable is the sum of annual citations by scienti ¢ papers
to the focal paper. Columns 1-3 explore differences in response by market thickness for small rms, while
columns 4-6 explore differences in response by market thickness for large rms. Averaged sales, R&D
expenditure and assets are added as rm-level time-varying controls. Clustered (Publication) standard-
errors in parentheses. Signif. Codes: p 0.01, p 0.05 p 0.1

As in previous sections, we use data from Arora, Belenzon, and Sheer (2021b). Since
most priority disclosures happen within the rst year following patent grant, we lIter on
patents with a priority disclosure (or a fake priority disclosure) within that year. This
increases the sample size, at the cost of a short pre-treatment terd§. We match a treated
patent with a control patent originating in the same rm, granted in the same year and
sharing a 4-digit IPC over the years 1980-2012. We allow matching with replacement. Our

matched sample consists of 45,401 treated patents matched with 24,888 controls, originating

28 Our results are qualitatively robust to several other ltering choices.
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from 766 distinct rms.

Table 2.9 presents the estimation results. Note that a large part of the sample is dropped
due to constant zero outcomes in the dependent variabl€®®> We observe a statistically
signi cant di erence between the treated and control patents following a reduction in patent
protection, consistent with the results reported by Galasso and Schankerman, 2018. On
average, the treated receive 5% fewer citations post-treatment. We also attempt to explore
how our results vary by rm size and the thickness of the market for technology. The
sample is split at the median rm size and market thickness. Results in columns 2 and
5 are not statistically signi cant, possibly due to the relative scarcity of patent citations,
which results in a large part of the sample being dropped. In both cases, a third interaction
term on rm size and on market thickness is not statistically signi cant (unreported). See
Figure 6 for a year-by-year comparison of coe cients. Overall, these results provide some
additional evidence, over a larger sample of U.S.-based public rms, for the importance of

patent protection for follow-on investments in innovation.
2.7 Conclusions

In this paper, we tackled a question fundamental to the management of science and
technology: Does intellectual property protection spur rms to invest in scienti ¢ research,
and under which conditions is this e ect strongest? Answers to these questions matter
for the strategic management of rms as well as understanding the distribution of nearly
half of U.S. investments in scienti ¢ research that is conducted outside of universities or
government labs. Past work has investigated the impact of patents on whether individual
rms continue to patent (Farre-Mensa et al.,, 2019; Galasso & Schankerman, 2018), or
whether scienti ¢ inquiry proceeds in the industry more generally (Murray & Stern, 2007;
Sampat & Williams, 2019).

Although the relationship between patent protection and investment in scientic re-

search might seem self-evident, the literature has largely focused on indirect motives for

29 Results are largely unaffected by removing the xed effects and using the complete sample.
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Table 2.9: Matched Patent Sample: Internal Patent Citations

All rms Firm Size Market for Technology
Small Large Thin Thick
1) (2) 3 (4) %)
Poisson Poisson Poisson Poisson Poisson
Post Treated -0.052 -0.086 -0.050 -0.053 -0.047
(0.025) (0.116) (0.025) (0.027) (0.057)
Post 1.65 1.39 1.66 1.65 1.67
(0.018) (0.081) (0.018) (0.020) (0.046)
Controls Yes Yes Yes Yes Yes
Publication FE Yes Yes Yes Yes Yes
Observations 77,924 2,458 75,466 66,908 11,016
Squared Correlation  0.94740 0.94366 0.94761 0.94848 0.93624
Pseudo R 0.63249 0.65146 0.63194 0.63717 0.59930
BIC 647,002.8 16,578.9 624,896.7 551,234.8 79,921.4

Notes: The table presents difference-in-differences analysis of the relationship between
patent protection and forward internal patent citations. For each rm, we keep all ob-
servations with available Compuststat data between 1980 and 2015. Treated is an indi-
cator variable for patents which experienced a priority disclosure shock. This shock is
caused when a proximate prior-art invention is disclosed after the focal patent is pub-
lished. Post is an indicator variable for observations in the post-disclosure period. For
each patent, observations are aggregated to the pre- and post periods, up to 8 years from
grant. All models are estimated using a Poisson pseudo-maximum likelihood estimation
(PPML). Note that in Poisson speci cations, groups with constant zero outcomes are au-
tomatically dropped (total observation count 181,604). The dependent variable is the sum
of annual internal citations by patents to the patent. Thickness of the markets is prox-
ied by a measure of the annual level of patent reassignment by IPC4. We de ne “thick”
markets by splitting the sample at the mean. Column 1 includes all rms in our sample.
Columns 2 and 3 compare small and large rms. Columns 4 and 5 compare rms by thick-
ness of MFT. Averaged sales, R&D expenditure and assets are added as rm-level time-
varying controls. Clustered (Publication) standard-errors in parentheses. Signif. Codes:
p 001, p 0.05 p 0.1

rms to conduct research with their own money: developing absorptive capacity (Cockburn

& Henderson, 1998; W. M. Cohen & Levinthal, 1989; Henderson & Cockburn, 1994), at-

tracting scientists (Stern, 2004) and impressing investors, regulators and customers (Azoulay,

2002; Hicks, 1995). Our results suggest a direct relation between scienti ¢ ndings and in-

ventive activity and spotlights original formulations by Bush (1945) and Teece (1986), who

viewed science as a direct input into innovation. Our results further suggest that without
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FIGURE 2.6: Internal Patent-to-Patent Citations

Notes:The gure presents Poisson coef cient estimates of the interaction between treat-
ment and the distance (in years) from the priority disclosure years. Dependent variable
is annual internal patent-to-patent citations. Time and patent xed effects are included.
Standard errors are clustered by patent.

the protection that patents provide, we would expect to see a reduction in corporate in-
vestments in scienti c research. Such reductions, we argue, would likely be detrimental to
rms' subsequent inventive activity.

We also provide suggestive evidence that patents and commercialization capabilities are
substitutes rather than complements. In our main sample, we nd that patents matter
more in thin markets for technology, where the focal rm cannot easily augment commer-
cialization capabilities by trading with other rms. This nding contradicts the notion that
patent protection and commercialization capability are complements. This nding also
helps potentially reconcile con icting results in the literature regarding the relationship be-
tween patents and commercialization capability (Cockburn & MacGarvie, 2011; Fischer &
Henkel, 2013; Hall et al., 2013; Helfat, 1994; Leiponen & Byma, 2009), which have largely

been produced by comparing rms by size the identifying assumption being that smaller
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rms lack commercialization capabilities. We, too, nd very limited di erences by rm
size: possibly because considering only the rm's internal capabilities ignores the potential
to augment its own capabilities by transacting in thick technology markets. Only when
considering the full range of commercialization capabilities available to the rm including
those ofother rms is this tension resolved.

Future work could investigate further how rms adjust their research trajectories fol-
lowing a reduction in patent protection. Reallocation of resources should result in rms
increasing investment in other assets. For example, rms might invest more in other re-
search trajectories that are una ected by the change in patent protection. Another area
to extend the investigation is the way changes in the distribution of patent rights a ect
third-party investments in related research. These inquiries will further advance our under-
standing of the ways in which rms appropriate the value of research, and their responses

to changes in appropriability conditions.

41



3. Bread Upon the Waters: Corporate Science and the
Use of Follow-on Public Research

3.1 Introduction

Why do rms produce scienti ¢ research and make it available to the public, includ-
ing their rivals? | nd that rms' scienti ¢ publications are infrequently cited by their
own patents. These publications do, however, in uence external scienti ¢ research, which
these rms later utilize. Prior literature highlighted the direct bene ts of corporate science
(Arora, Belenzon, & Sheer, 2021b; W. M. Cohen & Levinthal, 1990; Fleming & Sorenson,
2004; Rosenberg, 1990). In this paper, | show that there are additional indirect bene ts due
to academics who build upon rms' publications. Such follow-on research drives the focal
rms' subsequent investments in science and improves their patenting outcomes. Beyond
providing inputs for subsequent innovation, follow-on research also validates the quality of
the rms' own science, the latter being more important under greater uncertainty. Firms
that are technological leaders or possess complementary assets are more likely to bene t.
My ndings suggest that by participating in public research, rms can strategically shape
the knowledge environment in which they operate (Gavetti et al., 2017; Helfat et al., 2023).
| contribute to understanding the determinants of rms' participation in public research
and how the scienti c community drives corporate innovation (W. M. Cohen et al., 2002;
Ja e, 1989; Mans eld, 1991).

Firms have various channels by which they can in uence public research. Prior liter-
ature focused on direct ties, such as geographic proximity (Sohn, 2021), funding (Babina
et al., 2023), and research collaborations (Bikard et al., 2019; Cockburn & Henderson,
1998). Firms can establish these ties by, for example, attending and sponsoring academic
conferences (Baru aldi & Poege, 2022). However, a primary channel of engaging with the
scientic community is the disclosure of ndings. By publishing scienti ¢ papers, rms
can in uence the direction of scienti c research, even without establishing direct ties with
academics. At the rm level, scienti ¢ publications correlate with higher market values

(Simeth & Cincera, 2016), which is consistent with knowledge spillovers from corporate
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R&D having a positive e ect on rms' performance (Alnuaimi & George, 2016; Belenzon,
2012; Bloom et al., 2013). The literature, however, lacks evidence regarding the mecha-
nisms by which a rm's scienti ¢ publications can mobilize external resources to the rm's
bene t (Alexy et al., 2013).

In this paper, | ask how rms bene t from external research that builds upon their own
investments in science. | de ne participation in public research as the decision to invest in
science and publicly disclose scienti ¢ ndings. The prospect of valuable follow-on research
from external sources can incentivize rms to participate in public research in the rst
place. | use the DISCERN database on scienti ¢ publications and patents of publicly-listed
U.S.-based rms between 1990 and 2012 (Arora, Belenzon, & Sheer, 2020), matched to data
from Microsoft Academic Graph (MAG), Dimensions.ai, the American Men and Women
of Science (AMWS) directory, and several complementary datasets. | measure external
follow-on research using scienti ¢ citations through multiple generations. Using these data,
| test whether external follow-on research drives subsequent scienti ¢ publishing, scientist
hiring, and patenting by the originating rms. Then, | explore the conditions that moderate
these e ects and the mechanisms that enable them.

An example illustrates the potential value of external follow-on ndings. In 1986, two
IBM researchers, Miller and Bednorz, made a breakthrough discovery. They were the rst
to nd a material that behaves as a superconductor in high temperatures (above 77 Kelvin).
A year later, they were awarded the Nobel Prize for their discovery. According to IBM's

website:

The scienti c community shook. Scientists from across the world reproduced,
modi ed and improved Miller and Bednorz's process at a breakneck pace reigniting
global interest in superconductors and accelerating superconductor develop-

ment. Based on Miller and Bednorz's discovery, scientists soon developed ma-

1| thank Hansen Zhang for sharing a match between AMWS and DISCERN data. | thank Bernardo Dionisi
for sharing a match of DISCERN to Microsoft Academic Graph.
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terials that. .. opened the door for a multitude of practical applications?

Indeed, in sixteen of its patents, IBM cited the original paper by Bednorz and Miuller
(1986). Meanwhile, up until 2015, the paper was cited by 6,166 scienti ¢ publications by
authors una liated with IBM. In turn, about 64,000 additional publications cited these
publications, and 381,000 publications cited the latter. On top of IBM's directly citing
patents, 563 additional IBM patents cited these three generations of follow-on publications.
Based on patent value estimates from Kogan et al. (2017), IBM's private value associated
with the original patents was $146 million. An additional $1.9 billion is associated with
IBM's patents related to the follow-on research. IBM's ability to capture value from external
follow-on research contributes to a part of this latter gure.3

External follow-on research can be valuable for rms in various ways. First, it can serve
as an input into rms' subsequent innovation. Inputs from the scienti c community expand
rms' scienti ¢ and inventive capabilities beyond the scope of the knowledge and expertise
of their employees. In some cases, rms' publications of upstream science can in uence
academics to develop downstream applications (Ahmadpoor & Jones, 2017). In other cases,
academics can broaden upstream basic science in response to downstream challenges that
rms face. Under this view, rms' participation in public research is a way to expand the
opportunities for the recombination of scienti ¢ knowledge (Fleming & Sorenson, 2004).

Second, rms can use follow-on research as a means to foster direct ties with academics,
such as hiring, research collaborations, and funding. A vast literature explores the success

factors of university-industry collaborations (Perkmann et al., 2021). However, any direct

2 |BM's 100 Icons of Progress. “High-Temperature Superconductors.” Retrieved from https://www.ibm.
com/ibm/history/ibm100/us/en/icons/hightempsuperconductors/.

3 To this day, R&D managers at IBM recognize the value of engaging with scholars: The key, empha-
sizes Jeff Welser, a VP and Lab Director at IBM's Almaden Research Center, is to be seen as an active partici-
pant and not just a spectator. “Being immersed is incredibly critical,” he stresses. “You need to have people ac-
tive at conferences, writing papers, and helping the eld advance. You have to put value in to get value out.”
...It's worth the effort. As IBM's Welser explains, “The thing that's nice about that kind of setup is that you get
to pool your resources with government, academia, and other industry players, which is a good thing at the pre-
competitive stage.” Of course, once the collective breakthroughs become exciting new products, IBM and competi-
tors like Intel and Microsoft ght like dogsGreg Satell, Innovative Companies Get Their Best Ideas from Aca-
demic Research — Here's How They Do It. (2016, April 21). Retrieved from https://hbr.org/2016/04/
innovative-companies-get-their-best-ideas-from-academic-research-heres-how-they-do-it.
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collaboration between a rm and external parties requires the rm to know in advance what
expertise it requires. To that end, scienti ¢ publications can provide a method for a broad
knowledge search (Leiponen & Helfat, 2010) that does not require prior acquaintance. A
valuable follow-on nding by external actors can guide the rm toward direct channels of
collaboration.

Third, external follow-on research can be valuable even when not used as an input.
Due to the uncertainty that typically accompanies scienti ¢ research, scientists tend to
rely on signals that point to promising research trajectories (Azoulay et al., 2014; Jin et
al.,, 2021). Corporate R&D managers facing resource allocation decisions can use follow-
on research as a signal for the quality of individuals' work and the promise of research
trajectories within the rm. These signals can therefore redirect managerial attention and
in uence subsequent R&D investments by the rm. This argument is consistent with the
view that external validation of research quality can reduce uncertainty around nascent
research initiatives (Cockburn & Henderson, 19987.

Descriptively, | show that the relation between corporate science and patenting is more
substantial than that which is revealed by only considering patents that directly cite the
rms' science. In my data, only 7% of corporate publications were cited internally by
patents of the same rm. However, by observing external follow-on research, | nd that
an additional 33% of rms' publications were eventually indirectly cited by the same rms'
patents. Itis important to note that these citations require a long time horizon. On average,
a third-generation follow-on paper is cited by a patent 13 years after the publication of
the original paper. These ndings suggest a close relation between rms' investments in
science and their inventive activities and highlight the potential role of external research
in supporting this relation. In addition, the ndings suggest that external research might

require years to evolve to the point where it is internally useful for the originating rm.

4In arecent blog post, a past employee at Google Brain claimed that “Google's researcher promotion criteria
were for some time linked to external recognition of research signi cance.” (Lee, B. K. Why Did Google Brain
Exist? April 2023. Retrieved from www.moderndescartes.com/essays/why_brain/.) The author further
argued that, despite the inclusion of senior researchers on promotion committees, these panels have a limited
capacity to accurately assess the scienti ¢ quality of research.
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The challenge in identifying the e ect of follow-on research on rms' outcomes is to
control for the unobserved scienti ¢ quality of publications. Highly promising scientic
ndings would likely receive more interest from the scienti c community, along with sub-
sequent investments by the rm. To account for this source of endogeneity, | implement
a new instrumental variable that exploits exogenous variation in the level of attention the
scienti c community pays a given publication. The instrument relies on the fact that in
most scienti ¢ journals, the grouping of papers into journal issues follows a quasi-random

rst-in- rst-out process. Within the same journal in a given year, some issues include
publications by more prominent authors than other issues. At least until academic reader-
ship moved online, these issues were likely to draw more attention from fellow academics.
The increased attention due to the inclusion of prominent authors drove citations to other
papers in the same journal issue. To measure prominence, | calculate the H-index of all au-
thors in journal issues in the sample. Next, | identify the top two prominent authors within
each issue, excluding the authors of the focal papers. | use the sum of their H-indexes as an
instrumental variable for follow-on research when estimating the e ect on rms' scienti c
and innovation outcomes.

In the main analysis, | apply a two-stage least square estimation to identify the e ect of
follow-on research on rms' investments in science and patenting outcomes. First, | nd that
external follow-on research drives subsequent scienti ¢ investments by the originating rms.
It increases scienti ¢ publishing, research collaborations, and academic conference partic-
ipation by the corporate authors of the original publications. Second, follow-on research
drives the rms to hire renowned scientists whose work is related to the focal publication.
Third, follow-on research also improves the rms' patenting outcomes. It drives subsequent
patenting by the authors and patent citations by the rm to the focal publication. Taken
together, | interpret these results as evidence for the positive value of follow-on research
for rms' scienti ¢ and innovative e orts. | complement these ndings by reporting patent-
and rm-level correlational evidence that follow-on research is related to rms' innovative

and nancial performance.
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Next, | examine the moderators and mechanisms that drive the positive e ects of follow-
on research. | nd that the role of follow-on research as quality validation is more bene cial
for non-prominent focal authors, i.e., when quality uncertainty is high. Lastly, | explore
the conditions that enable rms to benet from follow-on research. I nd more substantial
e ects in areas where rms face low competition, own intellectual property (IP) rights,
and have internal research capabilities. Follow-on research is also more valuable in nascent
scienti c domains and areas where government funding is readily available.

| contribute to the literature on the determinants of rms' participation in public re-
search. Investments in science enhance rms' combinative capabilities by extending their
knowledge base and providing direct inputs into invention (Arora, Belenzon, & Sheer, 2021b;
Fleming & Sorenson, 2004; Kogut & Zander, 1992). In addition, they have a role in improv-
ing rms' absorptive capacity (W. M. Cohen & Levinthal, 1990; Rosenberg, 1990). Both
these views consider how rms are a ected byalready-existing external knowledge. How-
ever, given the magnitude of resources and outputs produced by the scienti c community,
it is evident that, on top of the bene ts of better accessto public research, rms can bene t
from the ability to in uence academics' research agenda. This paper highlights that, by
participating in public research, rms can potentially in uence the future content produced
within the scienti ¢ information networks in ways that are privately bene cial.

My second contribution is to the literatures on open innovation and knowledge spillovers.
Chesbrough (2003) argued that opening internal resources to external use and adopting ex-
ternal technologies can improve the performance of innovative rms. Later works, focusing
on open-source software, showed that selective revealing could drive valuable external con-
tributions (e.g., Alexy et al. (2013), Dahlander and Wallin (2006), and Henkel (2006)).
Studies on knowledge spillovers from patent disclosures have shown the potential value of
reabsorbing external developments (Alnuaimi & George, 2016; Belenzon, 2012; Yang &
Steensma, 2014; Yang et al., 2010). However, while the disclosure of patented inventions is
mandated by law, the decision to engage with the scienti c community is a strategic choice

(Alexy et al., 2018). This paper supports the view that opening up internal knowledge
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through participation in public research could be a strategic choice that drives down R&D
costs, enhances the value of complementary assets, and allows rms to mitigate uncertainty
associated with their investments in research.

3.2 Theoretical Framework
3.2.1 Firms' Participation in Public Research

Firms participate in public research by conducting scienti ¢ research and publicly dis-
closing their ndings. Investments in science create knowledge that rms can use as an
input into invention (Arora, Belenzon, & Sheer, 2021b). Even when not used directly, sci-
enti c research enables rms to overcome the limitations of incremental search (Fleming
& Sorenson, 2004) and improves their combinative capabilities (Arthur, 2011; Kogut &
Zander, 1992). In addition, investments in science enhance rms' absorptive capacity, or
their ability to identify, assimilate, and exploit already-existing external knowledge (W. M.
Cohen & Levinthal, 1990; Rosenberg, 1990). Studies have found a positive relationship
between rms' investments in scienti ¢ research and various measures of rm performance
(e.g., Deng et al. (1999) and Simeth and Cincera (2016)).

The publication of ndings is typically an integral part of the scienti ¢ endeavor. Ac-
cordingly, it has long been recognized that, in some settings, rms encourage the disclosure
of research ndings (Cockburn & Henderson, 1998; Hicks, 1995). This occurs notwith-
standing the potential risks of generating unintended knowledge spillovers and hindering
rms' ability to capture the full returns from their R&D e orts (Arrow, 1962; Dasgupta &
David, 1994; R. R. Nelson, 1959¥. | argue that participation in public research, through
investments and publication of research ndings, is an important channel by which rms

can in uence the scienti c community and eventually bene t from its resources.

5 Many have studied additional incentives to publish (Rotolo et al., 2022). The literature lists incentives such
as employees' interest in publishing (Stern, 2004), the supportive role of publishing for IP strategy (Baker &
Mezzetti, 2005), the effect on rms' reputation among regulators, investors, and suppliers (Baruffaldi et al.,
2023; Harhoff et al., 2003; Polidoro & Theeke, 2012), and marketing strategies (Simeth & Raffo, 2013). These
explanations do not directly relate scienti ¢ publishing to the accumulation of valuable knowledge by rms.
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3.2.2 Engaging with the Scienti c Community

Firms' participation in public research can in uence the pace and trajectory of scienti c
advances beyond their organizational boundaries. By participating, rms can potentially
steer the focus of external scienti c inquiry toward areas relevant to their needs. This
capability has taken on heightened signi cance in recent times. The modern innovation
ecosystem has experienced a shift toward a division of innovative labor among academia,
incumbents, and startups (Arora & Gambardella, 1994). Accordingly, corporate innovation
is increasingly reliant on public science (Fleming et al., 2019). The interconnected dynamics
of innovative organizations are underpinned by rms' strategic in uence on public research.
Such inuence can shape both immediate technological applications and the long-term
scienti ¢ agenda.

Firms have various channels to engage with academics at universities and other public
research institutions (W. M. Cohen et al., 2002). Many of these channels, and the focus of
prior literature, require direct interpersonal ties between rms and academics. For example,
university-industry research collaborations (UIC) enable rms to direct academic inquiry
in their favor and bene t from academics' expertise and resources (Bikard et al., 2019).
Other direct channels, such as geographic proximity, funding, conference participation, and
corporate hiring, are additional channels by which rms can in uence academia (Babina
et al., 2023; Baru aldi & Poege, 2022; Sohn, 2021).

While direct ties with academics allow rms to in uence their work, corporate publica-
tions are an indirect channel of engagement with the scienti c community at large. They
can lead to follow-on external research, de ned as science outside the rm, informed by the
ndings they disclose. Given the cumulative nature of scienti ¢ research (R. R. Nelson &
Winter, 1982), rms' publications can in uence the research trajectory of academics outside
the rm and lead them to invest their time and resources in follow-on work (Hicks, 1995)’

In some cases, follow-on research creates downstream scienti ¢ steps, cumulative ndings

6 See Perkmann et al. (2013, 2021) for recent literature reviews regarding UICs.

7 Hicks (1995) referred to this as “collateral research.”
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that open up potential applications of the underlying science (Ahmadpoor & Jones, 2017;
Dasgupta & David, 1994; David, 1998). In other cases, corporate science informs academics
regarding downstream demand and technical problems that require upstream exploration.
Follow-on research could emerge from distant geographic locations and a wide range of
knowledge domains. In this sense, corporate publications as a channel of engagement di er
from direct channels because they o er a broad, undirected search (Leiponen & Helfat,

2010).

3.2.3 Firms' Bene ts from External Follow-On Research

Aside from the risks of knowledge spillovers to competitors, there are cases where knowl-
edge spillovers from rms' R&D investments can also have positive e ects on the originating
rms. For example, knowledge can spill over to technologically-related rms not competing
in the same product market (Bloom et al., 2013). Several recent studies explored rms'
ability to bene t from spilled knowledge through reabsorption. Yang et al. (2010) used a
sample of patents originating from telecommunications rms and showed a positive relation-
ship between the spillover knowledge pool and rms' innovative activities. Belenzon (2012)
studied how rms' ability to reabsorb knowledge spillovers from patents a ects rm-level
performance outcomes. Subsequently, Alnuaimi and George (2016) and Yang and Steensma
(2014) studied how technology, rm, and industry characteristics interact with the ability
to reabsorb knowledge. However, the positive e ects described in this line of work might be
partly unintentional, as patent law mandates the disclosure of information once an inventor
seeks patent protection of intellectual property rights.

Participation in public research, as a case of selective knowledge revealing (Alexy et al.,
2013), can be seen as a deliberate choice to engage in strategic openness (Alexy et al.,
2018; Henkel, 2006). Openness, through the in uence on external actors, can reduce R&D
costs and increase value appropriation from complementary assets owned by the rm. Two
recent works explore these arguments. Studying corporate patents in arti cial intelligence

(Al), Shen (2022) compares the cumulative innovation that follows patent-paper pairs to
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that of patents that lack a corresponding scienti ¢ publication. The results suggest that
scienti ¢ publications broadcast the rms' inventions to a broader audience of external
inventors. Also focusing on the Al industry, Jee and Sohn (2023) nd correlational evidence
that corporate publications in uence the knowledge spillover pool and subsequently bene t

rms' patenting outcomes.

3.2.3.1 What mechanisms make follow-on research bene cial to the originating rms?

Several mechanisms make external follow-on research bene cial for the originating rm.
First, follow-on research can be useful as inputs into subsequent R&D activities. In many
cases, academics have the expertise and resources that the originating rms lack. By
inducing follow-on research, rms positioned to appropriate value from publicly-available
knowledge can bene t from tapping into these resources. As a result of follow-on research,
these rms will likely continue to invest in related research and experience better patenting
outcomes.

Following scienti c and patent citations within the data provides examples of these
processe$. Universal Display Corporation (UDC) is a leading developer of organic LED
(OLED) technologies. The company regularly publishes scienti ¢ papers. These disclosures
enable others outside the rm to develop technologies related to OLED displays. In 2005,
a paper by researchers at the Hong Kong University of Science and Technology suggested
that a silver anode can improve the color saturation of OLED displays. Given their list of
references, it is clear that UDC's prior publications informed the research group in Hong
Kong. Following this publication, inventors within UDC were able to further develop this
idea. Eventually, in 2007, the rm patented a method to improve color saturation by adding
a thin layer of silver to the design. Importantly, their patent cites the external paper. In this
example, UDC's scienti ¢ publications led to privately-useful external follow-on research,
even without direct ties between the rm and the external research group.

Second, direct research collaborations and the hiring of scientists require rms to know

8 See Appendix B.1 for further details and additional examples from the data.

51



the identity of those with whom they wish to engage. As theorized by Alexy et al. (2013),
follow-on research could provide rms with pathways toward valuable direct collaborations.
Scientists that produce relevant follow-on research, or others that operate in closely-related
elds, are good candidates for subsequent collaborations and recruitment. Therefore, follow-
on research can lead to subsequent research collaborations, invention collaborations, and
the hiring of academics by the originating rm.

AVI BioPharma?®, a biotech rm located in Cambridge, Massachusetts, developed a
general-purpose method for altering gene expressions in RNA molecules. Following the
publication of their method in 1997, a research group based at the University of Western
Australia discovered that this method could potentially treat Duchenne, a type of muscular
dystrophy. Their nding initiated further research on Duchenne treatments by the origi-
nating rm. It also spurred research collaborations between the rm and the Australian
research group and gave rise to patent licensing agreements. Recently, the FDA approved
the treatment, and it became commercially available for patients. In this case, the scienti ¢
community provided the required domain expertise that allowed the rm to nd applications
for their general-purpose technology. The follow-on ndings oriented the rms' subsequent
product development and resulted in direct university-industry collaborations.

Even if follow-on research is not used as input by the rm or does not lead to other forms
of engagement, it could signal the technical promise and relevance of research trajectories
and direct R&D managers' resource allocation decision¥ Scholarly attention, in the form
of follow-on citations, can act as a signal for the quality of an individual's work. Therefore,
managers in charge of allocating resources for R&D can use scholarly citations as indicators

of the quality of both individual researchers and their research paths. Such signals can guide

9 Today named Sarepta Therapeutics, Inc.

10 At the individual level, Azoulay et al. (2014) have documented a positive effect of scientists' status on the
attention they receive from the scienti c community. In recent work, Jin et al. (2021) have found that scienti ¢
prizes gave rise to extraordinary growth in research on related scienti c topics, possibly because they signal to
scientists areas of intellectually solid research domains and professional attractiveness. Plausibly, status plays
a similar role within the rm. Prato and Ferraro (2018) found that rms" hiring of high-status individuals can
disrupt the distribution of resources in their favor.
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their focus and a ect future R&D investments. The value of follow-on research as a signal
of quality is likely most important when there is more signi cant uncertainty regarding the

quality of the work done by researchers employed by the rm.

3.2.3.2 Under what conditions is follow-on research bene cial to the originating rms?

Various factors likely a ect rms' abilities to bene t from follow-on research. First, the
competitive landscape in which the rm operates can a ect the extent to which the rm
can appropriate value from publicly-available knowledge. Given the public good nature of
published science (Dasgupta & David, 1994), rms who face intense competition are less
likely to bene t from follow-on research. In contrast, rms that are technological leaders in
a research domain and have stronger patenting experience compared to their competitors
are likely better positioned to absorb and eventually bene t from external ndings.

Second, when a rm owns complementary assets, such as patent protection over related
intellectual property, it likely has an advantage over rivals in appropriating value from
related follow-on research. Therefore, if the focal publication is part of a patent-paper pair
(Marx & Fuegi, 2022b), then follow-on research should have more signi cant e ects on the
rm's outcomes. In addition, a persistent internal research capability should improve rms'
ability to absorb follow-on research when it becomes available. Outsourcing research to
external academics, as is often the case in university-industry collaborations, is expected
to hinder the rm's ability to bene t from follow-on research in subsequent years.

Third, characteristics of the scienti c domain can also in uence the bene ts of follow-
on research. In mature areas where many scholars are already operating, an additional
publication by the focal rm likely makes a minor di erence. In nascent, under-explored
areas, follow-on research is likely more valuable. Lastly, the availability of government
funding to academics could also have an in uence. An abundance of government funding
increases the public good nature of science (Babina et al., 2023). Therefore, it likely reduces

barriers for the originating rms in assimilating it into subsequent innovation.
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3.3 Data
3.3.1 Sample Construction

| combine data from several sources: (i) corporate scienti ¢ publications, patents, and
accounting information from the Duke Innovation & SCienti ¢ Enterprises Research Net-
work (DISCERN, Arora, Belenzon, and Sheer (2020)); (ii) scienti ¢ publications and cita-
tions data from Microsoft Academic Graph (Sinha et al., 2015); additional publications and
disambiguated author data from Dimensions.ai; (iii) patent citations to scienti ¢ publica-
tions from the Reliance on Science in Patenting project (Marx & Fuegi, 2022b); (iv) data
on renowned scientists from the American Men and Women of Science (AMWS) directory;
and (v) patent quality measures from Kelly et al. (2021) and Kogan et al. (2017).

The DISCERN dataset includes 582,107 journal articles and conference proceedings from
Web of Science (WoS) associated with U.S.-based publicly-traded rms, published between
1980 and 2015. Based on these data, | create a crosswalk between WoS, Dimensions, and
MAG that includes 471,153 records of rms' publications!! Second, | limit the sample
to the years 1990-2012 due to truncation, missing values, and data irregularities in the
earlier sample years. Third, the instrumental variable's logic requires using standard journal
articles. Therefore, | remove conference proceedings and publications in special issues from
the sample used in the main analysid? Lastly, | remove observations with missing data
(e.g., no journal volume or issue information) and singletons that result from the inclusion
of xed e ects. My nal sample at the publication level consists of 164,495 observations

(156,475 unique publications) matched to 1,527 rms.

3.3.2 Variables and Measures

See Appendix B.2 for additional details regarding sources and data construction.

11 463,027 unique publications, since some publications are coauthored by researchers from multiple rms.

12 See Section 3.5.1 for details. | present an analysis of conference proceedings in Appendix Section B.3.2.3.
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3.3.2.1 Explanatory Variable

I measure follow-on research by observing citations from outside the rm to the focal
publication. | count up to three generations of citations (the rst generation being direct
citations). In cases where several routes connect the focal publication to the citing paper, |
count the shortest routel® Most citations to rms' publications originate from academics
employed by universities and other public research institutions. However, | also include

citations from researchers at other rms14

3.3.2.2 Dependent Variables

| am interested in identifying the e ect of follow-on research on the originating rm's
subsequent scienti ¢ and innovative performance. To explore the e ects on scienti ¢ pro-
duction, | test how follow-on research a ects the scienti ¢ activities of the corporate authors
of the focal paper. | provide three related measures. First, | count all corporate authors'
scienti ¢ publications published after the focal paper. Next, | count the number of corpo-
rate authors' publications that involved collaborations with university academics (known
as University-Industry Collaborations, UIC). Lastly, | count their conference proceedings
as an indicator of academic conference participation.

Second, | estimate the e ect of follow-on research on the subsequent hiring of scientists.
| look for AMWS scientists hired by the rm after the focal publication year whose work
is related to the focal publication. To determine relevance, | obtained a list of concepts
extracted from the publication text for each focal publication.!® Next, | look for publications
by AMWS scientists and their associated concepts. If there is an overlap of concepts,
| consider the scientist relevant. The benet of this approach is that | obtain accurate
employment years for these individuals. The challenge is that the data focus on a select set

of scientists. Overall, | identi ed the employment of 20,552 individuals by DISCERN rms,

13 see Appendix Figure B.1 for an illustration.
14 See Appendix Section B.3.2.5 for a split analysis.

15 Concepts are extracted by Dimensions from titles and abstracts using a pointwise mutual information
algorithm. See Appendix B.2 for details.
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of which | matched 6,673 to publications and for whom | could extract related concepts.
Therefore, this measure is likely an underestimate of total hiring activities.

Lastly, | explore the e ect follow-on research has on patenting activity using two ap-
proaches. First, | count the number of patents by the focal paper's authors assigned to
the originating rm. | consider both a count of patents led at least three years after the
focal publication year and a count of patents that are led at least ten years after. Second,
I count the number of the rm's patents that cite the focal publication in a non-patent
literature (NPL) citation. In addition, | count the rm's patents that cite either the focal

publication or the follow-on research in an NPL citation.1®

3.3.2.3 Control Variables

| view the number of citations a publication receives as a function of four variables.
First, citations are a ected by the scienti ¢ content of the publication. Second, the journal
and publication year. Next, the authors' identity, since scienti ¢ prominence drives more
attention to authors' works. Lastly, citations are a ected by peer e ects across authors
whose publications appear in the same journal issue (see Section 3.5.1 for details).

| proxy for the prominence of authors by calculating their H-index at the time of publica-
tion. The H-index is a widely popular metric of the impact and productivity of academics!’
I include the focal paper's author's H-index to control for their prominence. In cases where
the focal publication has multiple authors, | use the highest H-index among the authors as
the control variable. As | discuss in Section 3.5, | use the sum of the two highest H-indexes

among all the other authors in the same journal issue as the focal publication as an instru-

16 patent citations to scienti c articles typically re ect knowledge ows and the use of science in the invention
process (Roach & Cohen, 2012). One complication, however, is that a count of patents that cite follow-on
research is potentially mechanically related to the count of follow-on publications that are available to cite.
In other words, it is possible that the rm would have had the same number of related patents regardless of
the citation count to follow-on research. With the caveat that a positive relationship can be at least partially
driven by increased “exposure” to follow-on publications, this measure provides further evidence for the
relation between follow-on research and internal use of that research in subsequent inventive activity.

17 To calculate this measure, | identify all papers published by the author prior to publication year t and
count all citations to these publications received up to that year. Next, | sort the papers by descending order
of citation counts. Then, the H-index is de ned as h = maxti PN : f(i) ¥ iu, where f(i) is the citation count
for the publication in position i. For example, if an author has ve publications with citation counts 33, 20, 8,
4, and 1, their H-index would be 4, as the publication at the 4th position has at least four citations.
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mental variable that is arguably exogenous to the scienti ¢ content of the focal publication,
after controlling for di erences across journals and years.

| control for di erences between journals at di erent points in time by including a
complete set of journal-year xed e ects. Lastly, | include a set of rm xed e ects to

control for time-invariant di erences across rms.

3.4 Descriptive Analysis

A narrow focus on within- rm direct patent citations provides a limited view that
might suggest a disconnect between rms' scienti ¢ investments and patenting activities.
Through tracking patent citations to external follow-on research, | reveal a contrasting and
more comprehensive view that supports a strong relationship between science and invention
within the rm. Table 3.1 classi es corporate publications into three groups.!® The rst
group includes publications cited by a patent within the rm, suggesting direct use of the
underlying science in a rm's invention. The second group contains publications that are
not directly cited by an internal patent. Instead, for these publications, there is a patent
by the rm that cites their external follow-on research. While not used directly, these
publications are tied indirectly to the rm's inventions through follow-on science. The
third group includes publications not used (directly or indirectly) by the rm's patents.

After accounting for truncation, | nd that only about 7% of rms' publications are
directly tied to rms' patents. However, once indirect citations are observed, | nd that
about 40% of the publications are tied to patents through direct or indirect citations (after
accounting for truncation). This gure suggests a close connection between science and
invention within the rm. °

Figure 3.1 explores the timing of direct and indirect patent citations. Direct citations
mainly occur within a few years of the focal paper publication year. The average direct

patent citation occurs within 3.5 years of publication. Citations to follow-on research (in-

18 For this analysis, | use the complete sample of DISCERN publications with a MAG identi er.

19 Appendix Section B.3.1.1 presents a similar result from the direction of patents. After accounting for
truncation, | nd that more than 40% of corporate science-based patents are directly or indirectly related to
rms' contributions to public research.
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Table 3.1: Firms' Scienti ¢ Publications Cited by Own Patents
All Publications Years 1980-2000

Count  Percent Count  Percent

Firm's patent directly cites paper 26,744 5.68% 15,718 6.99%
Firm's patent cites follow-on research
1st Generation 24,120 5.12% 16, 307 7.25%
2nd Generation 38,508 8.17% 27,758  12.34%
3rd Generation 42,733 9.07% 30,534  13.58%
All 105,361 22.36% 74,599  33.17%

Cited by a rm's patent (directly or indirectly) 132,105 28.04% 90, 317 40.16%
Not cited by a rm's patent 339,048 71.96% 134,564 59.84%
Total 471,153 100.00% 224,881 100.00%

Notes:This table presents a summary of corporate scienti ¢ publications cited by the rms' own patents
(NPL). The dataset includes 471,153 scienti ¢ publications. A publication is categorized by the shortest
route to a citation by a rm's patent. 27,758 (6%) publications are directly cited by a patent of the same
rm. An additional 105,361 (22%) publications are cited by external scienti ¢ publications that are sub-
sequently cited by a rm's patent. Citations are followed up to the 3rd generation. 339,048 publications
(72%) are not cited (directly or indirectly) by the rm's patents. To account for truncation, columns 3 and

4 present a subset of publications that are published until the year 2000. Among these publications, about
40% are eventually cited by the rms' patents.

direct citations) are typically further out as follow-on research accumulates and becomes
available. The average times for indirect citations are 8.2, 11.2, and 13.4 years for rst-,

second-, and third-generation follow-on, respectively.

3.5 The Effect of External Follow-On Research on Firms' Innova-
tion

Identifying the relationship between external follow-on research and a focal rm's in-
novation outcomes is complicated by the potential endogeneity caused by the unobserved
quality of the underlying science. For example, compared to less valuable research, sci-
enti cally important publications are more likely to receive citations from the scienti c
community and lead to subsequent internal investments by the rm. To address this issue,
| propose an instrumental variable that can arguably control for this source of endogeneity.
The instrumental variable uses a potential exogenous source of variation based on publish-
ers' quasi-random grouping of accepted manuscripts into journal issues and the resulting

shifts in scholars' attention to the focal publications.
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FIGURE 3.1: Direct and Indirect Patent Citations to Firms' Publications

Notes: This gure shows the cumulative percentage of corporate publications cited by
the originating rms' patents. Direct citations are patents by the originating rm that
directly cite the publication. Citations to follow-on research are patent citations to ex-
ternal follow-on research that cites the focal publication. A patent is counted once for
each focal publication based on the shortest citation route. Citation timing is based on
patent ling years. The dotted lines represent the average times to citations.

3.5.1 Identi cation Strategy

Academic publishers typically follow a rst-in- rst-out principle to group accepted
manuscripts into journal issues. At least until the early 2000s, when academic reader-
ship moved online, academic attention to a journal's issues varied with the prominence of
authors included in that issue. Heightened attention to an issue could draw more attention
to a focal publication, irrespective of its scienti ¢ content. This increased attention could
have led to more follow-on research and related ndings, manifesting as more citations to
the focal publication. | rely on this quasi-random process and develop a measure of schol-
arly attention based on the H-index of the top two authors in the same journal issue as the
focal publication. Below, | discuss the details of this process and the required assumptions

for the instrument's validity. 2°

20 See Appendix Section B.4 for a detailed discussion and validation tests.
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3.5.1.1 The Allocation of Accepted Manuscripts to Journal Issues

After a scienti c manuscript is submitted to a journal, it undergoes peer review by
highly trained academic professionals who assess its quality and relevance for publication.
If the manuscript is accepted, it moves to the editorial sta, who prepare it for publication
in the journal. The sta groups the accepted manuscripts into issues, which are typically
published at a monthly, bi-monthly, or quarterly rate. It is worth noting that the editorial
sta are not academic professionals, and the grouping of manuscripts into issues is not
related to the content of the manuscripts?! Since the grouping of manuscripts into issues
is primarily a result of the chronological order of acceptance, it can be considered a quasi-
random process?? Therefore, in general, given a journal's acceptance of a manuscript, it is
not possible to infer the quality of a publication through its allocation into adjacent journal

issues.

3.5.1.2 Variation in Scholars' Attention to Journal Issues

Attention is a limited resource (Ocasio, 1997). Several recent works have highlighted
how the competition for attention could a ect the direction of scienti ¢ research and inno-
vation (Bikard & Marx, 2020; Chai & Menon, 2019; Simcoe & Waguespack, 2011). Before
the rise of the internet and the shift to online reading in the early 2000s, researchers pri-
marily accessed scienti ¢ publications by physically going to their institution's library and
borrowing journal issues. The scienti c community's attention to issues of the same journal
varied depending on their content. Publications by prominent authors drew more attention
to speci c journal issues than other issues of the same journal without such publications.
As a result, adjacent publications in these journal issues received more exposure than those
in other issues of the same journal. Therefore, the level of attention to journal publications
could have varied regardless of their content or underlying quality.

Increased exposure and scholarly attention to scienti ¢ publications can result in more

21 An exception is special issues and thematic journal issues, which are excluded from my main analysis.

22 These details have been con rmed by executives at leading scienti ¢ publishing rms.
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follow-on research that relates to these publications. Exposure can generate new ideas and
knowledge combinations and in uence academics to work on problems they have not pre-
viously considered. Some prior evidence is available for this mechanism. Hudson (2007)
studied citations to papers published in top economics journals. They found that the traf-

C anissue receives (total number of citations to publications in an issue excluding the focal
publication) is positively correlated with citations to the focal publication. The inclusion

of a major paper in an issue (a paper with citations over a given threshold) also predicts
the number of citations to a focal publication. More recently, Lund and Maurya (2020)
used data on publications in information science journals and found a positive relationship
between citations to highly-cited papers and citations to other publications in the same

journal issues.

3.5.1.3 Serendipity in Information Seeking

Nowadays, precise information retrieval is simple and rapid. However, before the rise of
online academic readership and e cient search engines, academics relied on journal reading
and browsing to keep up with relevant literature. Similarly to other aspects of scienti c
research, exposure to relevant information required some level of serendipity (Erdelez, 1999;
Foster & Ford, 2003). Unanticipated encounters with information through various channels
have often led to valuable outcomes (Makri & Blandford, 2012). The physical structure
of journals exposed academics to information, sometimes without their previous intent.
Journal browsing allowed scholars to identify new research ideas and direct their subsequent
work.

Therefore, the key assumption for the instrument's relevance is that the prominence of
other authors in a journal issue would drive more attention to the focal publication than
publications in other issues of the same journal. This increased attention would translate
into more follow-on research that would eventually be useful for the originating rm in

subsequent innovation.
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3.5.1.4 Instrument Speci cation

To proxy for increased attention, | calculate the H-index of all authors of publications
in the same journal issue of each focal publication in the data. To ensure that further
scienti c developments do not a ect the H-index, | calculate it based on the year before the
focal publication year. Next, | identify the top two authors by H-index for each publication
and use the sum as the instrument. Appendix Table B.15 reports rst-stage regressions
(column 2) and several alternative speci cations.

The central assumption for the instrument's validity is that the prominence of other au-
thors does not confound with the quality of the focal publication's content and its authors'
prominence. For this assumption to hold, the key is to restrict the comparison within jour-
nals and a reasonable time window. Therefore, | include a set of journal-year xed e ects.
Conditional on these xed e ects, the instrument is plausibly unconfounded with respect
to the outcome variables of interest. | provide several validity tests for these assumptions
in Appendix B.4. First, | show that the instrument is uncorrelated with the H-index of the
focal authors. Otherwise, it would have indicated that prominent authors tend to group
into speci c issues, even within a journal year. Next, | provide a placebo test that replaces
the instrument with the H-index of the top authors from a random issue in that journal and
year. The placebo instrument does not predict the count of follow-on research to the focal
publication. Lastly, | show that the instrument had a stronger e ect in the years before

the early 2000s, when online readership replaced physical journal issues.

3.5.1.5 Comparing OLS and 2SLS Estimations

It is important to note that, on average, citations induced by the instrument could
di er from those generated regardless of it. Possibly, marginal citations due to luck and
serendipity might be less likely to represent scienti ¢ advancements that signi cantly build
on the focal publication. Such citations could merely re ect awareness by others and the
relevance of the focal publication to ongoing external scienti c inquiry. These citations

would less likely indicate novel follow-on ndings that the rm can subsequently use as
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inputs. Instead, they will validate and increase the focal authors' scienti c prominence.

In this case, estimates from instrumented regressions could di er substantially from single-
stage OLS regressions (see Appendix Section B.4.5 for details). Under these assumptions,
OLS will recover correlations that average both types of citations, while 2SLS will put more
weight on the role of follow-on research as validation.

A second potential source of di erence between the OLS and 2SLS estimates is treatment
heterogeneity. The e ect of the instrument on follow-on research can vary based on the levels
of prominence of the focal authors. Prominent focal authors will likely be less a ected by
neighboring authors in the same journal issue than less renowned authors. | nd evidence
for heterogeneity in treatment in Appendix Figure B.7. Therefore, the 2SLS estimation

could re ect the local e ect on a subset of authors within the sample?3

3.5.2 Baseline Estimation Results

The econometric speci cation at the publication level () is as follows.

In the rst stage, | estimate:

In(Follow-On Research); = a;lV; + azIn(Focal H-index) + hy + ty g;+ & (3.2)

The second stage is:

Yi = blln(FoIIow-bn Research); + byIn(Focal H-index) + hi + ty g+ € (3.2)

In the rst stage, follow-on research is the count of three generations of external citations
to the focal publication. The instrument is the sum of the two highest H-indexes of other
authors in the same journal issue as the focal publication, a proxy for the academic attention
to the journal issue that includes the focal publication. In the second stage, the dependent

variable is the outcome of interest. All models include a control for the highest H-index

23 See Appendix Section B.4.4 for details.
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among the authors of the focal publication, and a set of rm xed-e ects controls for time-
invariant di erences across rms. Journal-year xed e ects are required to establish the
unconfoundedness of the instrument. Standard-errors are clustered by rm.

Econometric models with count-dependent variables are typically estimated using PPML
or OLS with log-linear speci cations. For OLS models, a challenge arises when zero counts
are present. A popular x of adding a constant (usually 1) makes the log transformation
feasible. This procedure is widely popular and, unfortunately, arbitrarily biased by the
size of the chosen constant. This routine produces estimates that lack meaningful inter-
pretation and su er from inherent biases that can cause them to have the wrong sign in
expectation (Cohn et al., 2022). A better solution is to use Poisson regressions. However,
there is currently no readily available implementation of a two-staged Poisson regression
with xed e ects. Therefore, in the main analysis, | report estimations of OLS and 2SLS
regressions of linear probability models, where the dependent variable is equal to one if the
count is greater than zero. In Appendix B.3, | report Poisson estimations using PPML and
two-staged Poisson with a control function approach, as discussed in Lin and Wooldridge
(2019).

Table 3.2 provides summary statistics for the publication sample.

3.5.2.1 The Effect of Follow-On Research on Firms' Investments in Science

Table 3.3 presents an estimation of the e ects of follow-on research on rms' subsequent
investments in science. | consider outcomes relating to subsequent scienti ¢ publications by
the focal publications' corporate authors and the hiring of scientists whose work is closely
related to the focal publication. First, | nd a positive e ect of follow-on research on

the probability of subsequent publications by the focal authors (columns 1-2¥* Figure

24 pccording to the OLS estimate, for the average publication, a 1% increase in follow-on research is as-
sociated with 2:098/100 = 0 016% increase in the probability of at least one additional publication (column

1). The estimate from the corresponding 2SLS model is higher, suggesting a 1% increase in follow-on ac-

counts for 2321190 = 0.249% increase in the probability of a subsequent publication (column 2). According

to a corresponding count model estimated using Poisson regression, for the average observation, an addi-
tional publication by the focal authors requires a 90% increase ((20.94 0.053 1) in the amount of follow-on
research (Appendix Table B.5).
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Table 3.2: Descriptive Statistics for Publication Sample

Variable Mean SD  Min p25 p50 p75 Max
Publication Year 2,002.0 6.4 1990 1997 2002 2008 2012
Follow-On Research 12,932.3 39,453.0 1 355 2083 9280 2102260
Focal H-Index 19.3 17.8 0 7 15 27 173
Top Two Researchers H-Index (1V) 86.3 48.2 3 50 76 114 420
Future Pubs 18.2 41.2 0 0 1 17 933
Future UIC Pubs 7.3 21.0 0 0 0 5 858
Future Conf. Proceedings 1.0 6.6 0 0 0 0 332
AMWS Hires 0.3 1.8 0 0 0 0 58
AMWS Hires (Award-Winning) 0.0 0.2 0 0 0 0 6
Future Patents by Authors 10.0 30.5 0 0 1 7 1388
Future Patents by Authors (gap ¥ 10y) 1.8 11.1 0 0 0 0 830
Future Patents by Authors (UIC) 0.2 2.0 0 0 0 0 151
Int. Patents Citing Focal 0.3 7.1 0 0 0 0 1888
Int. Patents Citing Focal or FO 12.7 90.0 0 0 0 1 3819
Ext. Patents Citing Focal 23 18.5 0 0 0 1 3549
Patent-Paper Pair 0.1 0.3 0 0 0 0 1
University-Industry Collaboration 0.6 0.5 0 0 1 1 1
Low Concept Prevalence 0.6 0.5 0 0 1 1 1
High Government Funding 0.4 0.5 0 0 0 1 1
Future Patents by Authors (Citing FO) 0.3 4.4 0 0 0 0 467
Future Patents by Authors (Not Citing FO) 9.7 29.3 0 0 1 7 1388

Notes:This table provides summary statistics for the variables used in the econometric analysis at the publication
level. The data is based on the DISCERN database of publications by U.S.-based publicly-owned rms between
1990 and 2012. The sample includes 164,495 publications originating from 1,527 rms.

3.2 presents a binned scatterplot corresponding to column 1. Second, | nd a positive

e ect of follow-on research on subsequent research collaborations with academics (UIC)

and on academic conference participation by the focal authors (columns 3-63. Table B.5

column 3 provides evidence that the positive association remains even after controlling for
the total number of future publications, suggesting that follow-on research is associated
with a larger share of UIC among the authors' future research. In Table 3.3 column 5, |

nd a positive association between follow-on research and the probability of a subsequent

conference proceeding by the focal authoré Third, | explore the e ect of follow-on research

on the focal rm's subsequent hiring of renowned scientists. In Table 3.3 columns 7-8, | nd

evidence that follow-on research increases the probability that the rm will hire a scientist

whose research is highly-related to the content of the focal publication.

In columns 9-

25 According to column 3, a 1% increase in follow-on research is associated with a 0.025% increase in the
probability of a subsequent UIC publication. The 2SLS estimate in column 4 suggests a 0.28% local effect.
Based on a Poisson regression, for the average observation, an additional UIC publication by the focal authors
is associated with a 170% increase in the amount of follow-on research (Appendix Table B.5, column 2).

26 The 2SLS estimate in column 6 is positive but is not statistically signicant ( p = 0.11). | also nd a
corresponding positive relationship in the Poisson estimate in column 4 of Appendix Table B.5.
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FIGURE 3.2: Follow-On Research and Subsequent Scienti ¢ Publication

Notes: This gure presents a binned scatterplot of the relation between logged follow-
on citations and the probability of subsequent scienti ¢ publishing by the focal authors.
The values are tted by controlling for the logged H-index of the focal author, rm xed
effects, and journal-year xed effects.

10, | nd that these results hold even when focusing on award-winning scientistd’ The
estimated e ects, however, are relatively small, possibly due to the partial availability of

data regarding the hiring of scientists by the rms in the sample.

3.5.2.2 The Effect of Follow-On Research on Firms' Patenting Outcomes

Table 3.5 presents an estimation of the e ects of follow-on research on rms' patenting
outcomes. | consider two sets of outcomes. The rst outcome of interest is subsequent
patents that list the corporate authors of the focal paper as inventors and are assigned to
the focal rm (columns 1-6). When considering future patents led at least three years after
the focal publication year, the OLS estimate is positive and statistically signi cant. In the
instrumented model (column 2), this relation is positive but not statistically signi cant ( p =
0.171). Figure 3.3 presents a corresponding binned scatterplot to column 1. However, when
considering patents led after a longer time gap after the focal publication year (ten years or

more), there is a positive and statistically signi cant coe cient estimate both for the OLS

27 Corresponding estimates from count models (Appendix Table B.5 columns 5-6) are also positive.
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Table 3.3: The Effect of Follow-On Research on Firms' Investments in Science

Subsequent Scienti ¢ Publications by Focal Authors

Hiring of Renowned Scientists (AMWS)

Pr(Publication)

Pr(Univ. Collab.)  Pr(Conference Proc.) Pr(Hire) Pr(Award-Winning Hire)
oLS 2SLS OoLS 2SLS oLS 2SLS oLS 2SLS OoLS 2SLS
(1) 2 (3) (4) (5) (6) (7) (®) 9) (10)
In(Follow-On) 0.008*** 0.121** 0.011*** 0.132** (0.002*** 0.047 0.005***  0.053**  0.002* 0.035**
(0.001) (0.047) (0.002) (0.048) (0.001) (0.030) (0.001) (0.025) (0.001) (0.015)
In(Focal H-Index) 0.002 -0.030**  0.035*** 0.001 0.005** -0.008 0.003** -0.011 0.001 -0.009**
(0.003) (0.014) (0.003) (0.014) (0.002) (0.009) (0.001) (0.007)  (0.001) (0.004)
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Observations 164,495 164,495 164,495 164,495 164,495 164,495 164,495 164,495 164,495 164,495
Avg. DV 0.507 0.507 0.435 0.435 0.094 0.094 0.080 0.080 0.018 0.018
First Stage F-stat 29.528 29.528 29.528 29.528 29.528
Adjusted R? 0.344 -0.377 0.320 -0.398 0.257 -0.259 0.223 -0.289 0.210 -0.409

Notes: This table presents estimation results for the relationship between external follow-on research and rms' subsequent investments in science. The
data consists of a pooled cross section of publications by U.S.-based publicly-owned rms, published between 1990 and 2012 (Arora, Belenzon, & Sheer,
2020). Follow-on research is the total count of three generations of citations to the focal publication from outside the rm. The dependent variable is an
indicator for future scienti ¢ publications (columns 1-2), future publications with academics (columns 3-4), and future conference proceedings (columns
5-6) written by the corporate authors of the focal publication. In columns 7-8, the dependent variable is an indicator for future employment of a renowned
scientist (columns 9-10, award-winning scientist) whose work is highly related to the focal publication. In 2SLS regressions, the instrumental variable is
the sum of H-indexes of the top two authors in the same journal issue as the focal publication. All regressions include a control for the highest H-index
among the authors of the focal publication, as well as rm and journal-year xed effects.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



FIGURE 3.3: Follow-On Research and Subsequent Patenting

Notes:This gure presents a binned scatterplot of the relation between logged follow-on
citations and the probability of subsequent patenting by the focal authors. The values
are tted by controlling for the logged H-index of the focal author, rm xed effects,
and journal-year xed effects.

and 2SLS models (columns 3-43 This result makes sense, as follow-on research requires
a long time to materialize and become available for the rm. A small subset of subsequent
patents are assigned to both the focal rm and a public research institution. In column
5, 1 nd a positive relation between follow-on research and a subsequent collaboration in
patenting.2®

The second set of outcomes in Table 3.5 includes patents by the rm that cite the focal
publication and patents that cite either the focal publication or the follow-on research. |
nd evidence that follow-on research increases the probability of a patent by the rm citing
the focal publication (columns 7-8)2° In columns 9-10, | consider patent citations to both

the focal and the follow-on research. | nd additional positive e ects, with the caveat that

28 Column 4 suggests that a 1% increase in follow-on research is associated with a 0.6% increase in the
probability of at least one patent. Similar results are available for ve- and seven-year minimum gaps.

29 This result persists in a Poisson estimation of a count model (Appendix Table B.6 column 3) but is too
weak for the 2SLS estimation (column 6).

30 According to column 7, for the average publication, a 1% increase in follow-on research is associated with a
0.2% increase in the probability of a citing patent by the rm. The instrumented model in column 8 suggests a
positive effect of 0.75% on the probability. A corresponding estimate from a count model (Appendix Table B.6
column 4) suggests that for the average observation, an additional citing patent within the rm is associated
with 3.75 times the amount of follow-on research.
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this relation is partly mechanical.3® These results indicate a positive e ect of follow-on
research on subsequent patenting outcomes by the originating rms.

Taking together the results in Tables 3.3 and 3.5, | nd evidence that follow-on research
increases rms' subsequent investments in science, improves their patenting outcomes, and

drives direct ties with academics.

3.5.2.3 Matched Controls

One possible concern is that the rm's involvement in scienti ¢ research is inconsequen-
tial. Thatis, possibly the e ect of follow-on research would be similar to completely external
advancements in a given scienti ¢ research topic. While | cannot observe the counterfactual
for rms' investments in research, Table 3.4 provides a step in that direction. For each focal
(internal ) publication in my sample, | match a random publication that is not associated
with the focal rm and published in the same journal and year. Next, | observe the focal
rm's patent citations to both the original sample and the sample of matched publications.
The dependent variable is an indicator equal to one if at least one patent by the focal
rm cites the internal (or matched) publication. As expected, | nd that the estimated
coe cient for internal publications is larger than the estimated coe cient for the matched
publication sample. Columns 4-5 estimate an interaction term of log(follow-on) with an
indicator for an internal publication. | nd a positive and signi cant interaction term using
OLS (column 4) and a weakly signi cant estimate using 2SLS (column 5, p=0.09%¥? These
results suggest that follow-on research is more strongly associated with a subsequent patent
when rms rely on their own science. Of course, these results should be interpreted with

caution, as rms choose the topics of their research.

31 More follow-on research provides more opportunities for citations. For the average observation, a 1%
increase in follow-on research is associated with a 0.4% increase in the probability of at least one citation
(column 10). According to a corresponding count model, an 8% increase in follow-on is associated with an
additional patent citation by the rm (Appendix Table B.6 column 5).

32 Estimated for the average publication, the probability of a patent citation to the internal publication fol-
lowing an increase of 1% in follow-on research is 2.5 times (%008 9.035-0.02) the probability of a patent citation
to the matched publication (following a similar increase).
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Table 3.4: Comparison of Internal Publications and Matched Controls
Pr(Subsequent Firms' Patents Citing Focal Publication)

OLS oLS
Internal Matched
Pubs Pubs oLSs OLS 2SLS
(1) (2 3) (4) (5)
In(Follow-On)  Internal 0.011*** 0.008*
(0.001) (0.005)
Internal 0.051**  0.049**  (0.045***
(0.004) (0.004) (0.005)
In(Follow-On) 0.011***  0.001*** 0.000 0.020
(0.001) (0.000) (0.001) (0.015)
In(Focal H-Index) -0.008*** -0.000 -0.003***  -0.004***  -0.010**
(0.001) (0.000) (0.001) (0.001) (0.005)
Firm FE Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes
Observations 164,494 158,776 347,088 347,088 347,088
Avg. DV 0.056 0.004 0.029 0.029 0.029
First Stage F-stat 29.149
Adjusted R2 -0.163 -0.171 -0.087 -0.074 -0.112

Notes: This table compares the sample of internal publications and a sample of matched publi-
cations originating outside the rm. For each internal publication, a publication from the same
journal year is randomly assigned. The dependent variable is an indicator variable that is equal
to one if at least one patent within the rm is citing the publication. Follow-on research is the total
count of three generations of citations to the focal publication from outside the rm. In interaction
models (columns 4-6), In(follow-on) is recentered around the sample mean. Internal is an indica-
tor variable that is equal to one if the publication is published by the originating rm and equal
to zero if it is the matched external publication. In 2SLS regressions, the instrumental variable is
the sum of H-indexes of the top two authors in the same journal issue as the focal paper. Focal
H-index is the highest H-index among the authors of the focal paper at the year of publication. In
column 5, In(follow-on) and the interaction term are instrumented by the the IV and the interac-
tion of the IV with the indicator for internal publication. Observations are automatically dropped
from the full sample due to separation and singletons.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

3.5.3 Mechanisms Driving the Value of Follow-On Research

Follow-on research can be valuable for rms through multiple mechanisms. First, it can
provide valuable inputs that the originating rms can incorporate into subsequent innova-
tion. Firms can incorporate such inputs either by leaning on internal scienti ¢ capabilities
and absorbing external knowledge or by setting up direct ties with external researchers.
Second, follow-on citations that do not represent useful inputs can bene t the originating

rms as quality validation for the internally-produced scienti ¢ ndings. Such validation
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Table 3.5: The Effect of Follow-On Research on Firms' Patenting Outcomes

Subsequent Patents by Focal Authors

Subsequent Firms' Patents

Pr(Patent, Pr(Patent, Pr(Patent, Pr(Citation Pr(Citation
¥ 3y gap) ¥ 10y gap) Univ. Collab.) to Focal) to Focal or FO)
oLS 2SLS oLS 2SLS oLS 2SLS oLS 2SLS oLS 2SLS
@ @ ®3) 4 ®) (6) ) (©)] ©) (10)

In(Follow-On) 0.007**  0.072  0.003** 0.095* 0.002***  0.006
(0.001)  (0.046) (0.001) (0.040)  (0.000)  (0.018)

In(Focal H-Index)  0.012%*  -0.007  0.002  -0.024** 0.009**  0.008
(0.002) (0.013) (0.002) (0.011) (0.002)  (0.005)

Firm FE Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes
Observations 164,495 164,495 164,495 164,495 164,495 164,495
Avg. DV 0.397 0.397 0.143 0.143 0.033 0.033
First Stage F-stat 29.528 29.528 29.528
Adjusted R2 0.348 -0.248 0.351 -0.486 0.128 -0.170

0.011%*  0.043*  0.074** 0.128**
(0.001)  (0.026)  (0.004)  (0.039)

-0.008%* -0.017**  0.002  -0.013
(0.001)  (0.008) (0.002)  (0.012)

Yes Yes Yes Yes
Yes Yes Yes Yes

164,495 164,495 164,495 164,495

0.056 0.056 0.303 0.303
29.528 29.528
0.071 -0.224 0.457 -0.109

Notes:This table presents estimation results for the relationship between external follow-on research and rms' subsequent patenting outcomes.
The data consists of a pooled cross section of publications by U.S.-based publicly-owned rms, published between 1990 and 2012 (Arora, Belen-
zon, & Sheer, 2020). Follow-on research is the total count of three generations of citations to the focal publication from outside the rm. The
dependent variables are indicators for a future patent led at least three years after the publication of the focal paper (columns 1-2), at least ten
years after the publication of the focal paper (columns 3-4), and a future patent that is originally assigned to both the rm and a public research
institution (columns 5-6). In columns 7-8, the dependent variable is an indicator for a future patent by the rm that cites the focal publication
(columns 9-10, the focal publication or the follow-on research). In 2SLS regressions, the instrumental variable is the sum of H-indexes of the top
two authors in the same journal issue as the focal publication. All regressions include a control for the highest H-index among the authors of the

focal publication, as well as rm and journal-year xed effects.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



could in uence internal resource allocation and impact the direction of innovation within
the rm.

Studying the coe cient estimates on the e ects of follow-on research on subsequent
scienti ¢ investments (Table 3.3) and patenting outcomes (Table 3.5) reveals that the OLS
estimates tend to be smaller than their 2SLS counterparts. These relations might be coun-
terintuitive, given the expected positive bias of the OLS due to the unobserved scienti c
quality of the focal publications. However, the larger 2SLS estimates can potentially indi-
cate the mechanisms at play. Citations that are predicted by the instrument are more likely
to provide validation rather than meaningful inputs. A large e ect due to these citations
could suggest that follow-on research is bene cial through the abovementioned roles.

To further explore these mechanisms, | develop measures for three ways rms can use
follow-on research. First, | proxy for the use of follow-on research as an input into invention
by observing patents by the focal authors that cite the follow-on research. Second, | proxy
for university-industry collaborations in invention by observing patents that are co-assigned
to the rm and a university. Third, | proxy for follow-on research that provides external
validation by observing patents that do not cite the follow-on research. | view the lack
of citation as an indicator that the research was not an input into invention. Next, |
argue that when the authors of the focal publication are less prominent, rms face more
uncertainty regarding their quality. In these cases, follow-on research is more likely to be
useful for quality validation than when there is less uncertainty regarding the focal authors'
quality of work. Moreover, for prominent focal authors, follow-on research is more likely
to be bene cial as an input, either disembodied (as a citation) or embodied (through a
collaboration).

Table 3.6 reports the estimation results. In general, while the estimates are noisy, they
provide some evidence in support of the mechanisms discussed above. | interact the e ect of
follow-on research with an indicator for above-median focal author prominence (measured
as the top H-index among the focal authors). The dependent variables are indicators for a

subsequent patent by the focal authors, where patents are classi ed based on their citations
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to follow-on research and co-assignment to public research institutions. In columns 1-2,
the dependent variable is the probability of any subsequent patent by the focal authors.
When considering all patents, there is little evidence of a di erence between low- and high-
prominence focal authors. However, the di erences are more pronounced when considering
the di erent patent classi cations. Follow-on research is more useful as an input when the
focal authors have an above-median H-index (columns 3-6). In contrast, follow-on research
is more useful as validation when the focal authors have a below-median H-index (columns
7-8). These results suggest that follow-on research can be valuable in multiple ways. The
mechanisms that drive the private value from follow-on research depend on the rm's and

authors' attributes.

3.5.4 Conditions That Drive the Private Value of Follow-On Research
3.5.4.1 Competition and Technological Leadership

Corporate publications create opportunities for the emergence of privately valuable
follow-on research. However, they also increase the risk of rivals bene ting from the under-
lying scienti ¢ ndings. As more external research follows a given focal publication, others
will likely be more inclined to use it in their inventions, potentially to the detriment of the
originating rm. Table 3.7 column 1 provides evidence that follow-on research positively
correlates with external patent citations to the focal publication.®® These ndings suggest
that external follow-on research can also increase the risk of negative knowledge spillovers
from rms' publications.

The risk of negative knowledge spillovers can vary by the technological competition the
focal rm faces. Technological leaders are likely to benet more from follow-on research
than rms facing erce competition. When others' patents build on follow-on research, the
focal rm will likely have less ability to appropriate the knowledge for its internal use. To
study this relation, | develop a measure of rms' technological leadership at the publication

level. Given the research elds of the publications in the sample, | identify a set of patent

33 Note that the instrumental variable cannot be applied here, as external patent citations can themselves be
a direct outcome of increased external attention.
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Table 3.6: Ways in Which Follow-On Research Is Privately Useful
Subsequent Patents by Focal Authors & 3 year gap)

Pr(Patent, Pr(Patent, Pr(Patent,
Pr(Patent) Citing FO) Univ. Collab) Not Citing FO)
OLS 2SLS OLS 2SLS OLS 2SLS OLS 2SLS
(1) (2 (3) (4) (5) (6) ) (8)
In(Follow-On) -0.000 -0.014**  0.003***  -0.002 0.002**  0.006** -0.000 -0.016***
High Focal H-Index  (0.001) (0.006) (0.001) (0.003) (0.001) (0.003) (0.001) (0.006)
High Focal H-Index -0.002 -0.002 -0.002 -0.001 -0.001 -0.002 -0.003 -0.003
(0.004) (0.005) (0.002) (0.003) (0.002) (0.003) (0.004) (0.005)
In(Follow-On) 0.007***  0.076*  0.013*** 0.030 0.001*** 0.005 0.007*** 0.078*
(0.001) (0.046) (0.002) (0.022) (0.000) (0.018) (0.001) (0.046)
In(Focal H-Index) 0.013***  -0.004 0.004*** -0.000 0.009***  0.008* 0.012*** -0.005
(0.003) (0.012) (0.001) (0.005) (0.002) (0.005) (0.003) (0.012)
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes
Observations 164,495 164,495 164,495 164,495 164,495 164,495 164,495 164,495
Avg. DV 0.397 0.397 0.046 0.046 0.033 0.033 0.394 0.394
First Stage F-stat 14.416 14.416 14.416 14.416
Adjusted R2 0.348 -0.246 0.142 -0.170 0.128 -0.172 0.345 -0.253

Notes: This table explores how the effect of external follow-on research and rms' subsequent patenting outcomes vary by
the prominence of the focal authors (see Table 3.5 for baseline results). In all models, follow-on research is interacted with an
indicator for above-average prominence of the top focal author (within each journal). Prominence is measured using H-index
values at the time of publication. The dependent variables are indicators for subsequent patents by the focal authors, led at
least three years after the focal publication. In columns 1-2, all subsequent patents are considered. Next, the table classi es
patents into three categories. In columns 3-4, the dependent variable is an indicator for a subsequent patent that cites the
follow-on research. In columns 5-6, the dependent variable is an indicator for a subsequent patent that is originally assigned
to both the focal rm and a public research institution. In columns 7-8, the dependent variable is an indicator for a subsequent
patent that does not cite the follow-on research. In all models, log(follow-on) is recentered around the sample mean. In 2SLS

models, In(follow-on) and the interaction term are instrumented by the the IV and the interaction of the IV with the indicator
variable.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

categories (CPC codes) most related to each publicatiof® | then identify related patents
led in the given year by the focal rm and patents by all rms in the sample. | use the
percentage of patents by the focal rm as a measure of technological leadership. The larger
this measure, the stronger the focal rm is in patenting related technologies compared to

other rms. | use a cuto at the sample median as an indicator for technological leadership

at the focal publication level.

34| use the complete NPL data from Marx and Fuegi (2022b) to identify the top CPCs for each scienti ¢
research eld. See Appendix B.2 for details.
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Table 3.7 columns 2-5 explore how the bene ts of follow-on research vary with a granular
measure of technological leadership. Note that the interaction term does not have a causal
interpretation. However, results that are in line with the theory are a step toward explaining
under which circumstances the e ects may be stronger. In columns 2-3, the dependent
variable is an indicator for a subsequent patent by the corporate authors of the focal paper.
In an OLS estimation, | do not nd evidence of a di erence between the two subsamples.
However, there is a positive and statistically-signi cant di erence in the 2SLS estimation.
In columns 4-5, the dependent variable indicates a patent by the originating rm that cites
the focal publication. Here, the OLS estimation is positive and statistically signi cant.
The 2SLS estimate, on the other hand, is positive but insigni cant, possibly due to lack of
power. These results provide some evidence that follow-on research is more strongly related
to subsequent patenting in areas where rms are technological leaders. Overall, the results
suggest that in areas where the focal rm has a leading patenting presence with respect to

other rms, the bene ts from follow-on research seem more signi cant.

3.5.4.2 Firm Capabilities and Characteristics of Related Science

In addition to the moderation relations due to competition, the private value of follow-
on research is also likely to be moderated by rms' scientic and inventive capabilities,
and by characteristics of the external scientic community that are related to the focal
publication. | explore such relations in Table 3.8. In columns 1-2, | explore the role of
rms' possession of complementary intellectual property rights (IPR). To proxy for IPR, |
search for patent-paper pairs, de ned as patents by the focal authors led at most two years
after the focal publication that share textual concepts with the focal publication. To ensure
that | do not include these patents in the construction of the dependent variable, I limit the
outcomes to patents led three years or more after the focal publication. | nd a positive
interaction term in both the OLS and 2SLS estimation, suggesting that complementary
assets assist rms in subsequently bene ting from follow-on science.

Second, | explore the role of rms' decision to collaborate on the focal publication
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Table 3.7: External Patent Citations and Technological Leadership

Competition

Focal Firm

Pr(External Patents

Pr(Subsequent Patent

Pr(Firms' Patent

Citing Focal) By Focal Authors) Citing Focal)
OoLS oLs 2SLS OoLS 2SLS
@ @ ©) 4 ®)
In(Follow-On)  Leader 0.002 0.049%** 0.004*** 0.001
(0.002) (0.014) (0.001) (0.005)
Leader 0.090*** 0.083*** 0.017**  0.018***
(0.012) (0.011) (0.004) (0.004)
In(Follow-On) 0.050*** 0.008*** -0.038 0.009*** 0.042
(0.002) (0.001) (0.049) (0.001) (0.026)
In(Focal H-Index) -0.007*** 0.013*** 0.019 -0.008***  -0.017**
(0.002) (0.002) (0.014) (0.001) (0.008)
Firm FE Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes
Observations 164,495 164,495 164,495 164,495 164,495
Avg. DV 0.273 0.535 0.535 0.056 0.056
First Stage F-stat 14.594 14.594
Adjusted R? 0.263 0.317 -0.186 0.072 -0.221

Notes:Column 1 presents estimation results for the relation between external follow-on research and
external patent citations to the focal publication. Columns 2-5 explore how the baseline patenting
results (presented in Table 3.5) vary with technological leadership. Leadership is de ned as above-
median patenting in related CPC categories in the year of publication across all rms in the sample.

In columns 2-3, the dependent variable is an indicator variable for at least one future patent by the
corporate authors of the focal paper. In columns 4-5, the dependent variable is an indicator variable
for at least one patent by the rm that cites the focal paper. In 2SLS regressions, the instrumental
variable is the sum of H-indexes of the top two authors in the same journal issue as the focal publica-
tion. Focal H-index is the highest H-index among the authors of the focal publication. Observations

are automatically dropped from the full sample due to separation and singletons.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



with external academics (UIC). On the one hand, external researchers can extend the
rms' absorptive capacity and increase the use of follow-on research. On the other hand,
outsourcing research through temporary collaborations could substitute for rms' internal
scienti ¢ capabilities and reduce their ability to bene t from follow-on research in later
years. In Table 3.8 columns 3 and 4, | nd results that are in line with the latter. Compared
to strictly in-house research, follow-on related to collaborated focal publications is less likely
to lead to a subsequent patent by the focal authors.

Next, | contrast mature scienti ¢ areas with abundant related research to nascent areas
where external exploration is scarce and limited. In areas where many academics are
operating, the rm is potentially facing less need (or ability) to induce additional external
inquiry. | construct a measure of scienti ¢ prevalence by counting the appearance of textual
concepts related to the focal publications in previous publications outside the rm (up to
three years apart). Columns 5 and 6 report the estimation results. Follow-on research
is more valuable when it originates in areas less previously explored than in mature and
well-developed areas. These results suggest that follow-on research is more likely to bene t
the rm when it redirects academics to work on new and less-explored research areas.

Lastly, | compare scienti ¢ areas where government funding is relatively abundant to
areas with less support from the government. According to Babina et al. (2023), govern-
ment funding increases the public-good nature of science and makes it more available for
appropriation (in this case, by the focal rm). Therefore, the availability of government
funding will make follow-on research more valuable for the focal rm. | construct a measure
of government funding availability by observing funding acknowledgments of prior research
related to the focal publication (as identi ed in the previous results above). For each focal
publication, | calculate the percentage of prior related works that acknowledge government
funding and split the sample based on the median. Columns 7-8 report the results. | nd

evidence for a positive moderation of government funding availability?®

35 Appendix Table B.10 presents corresponding estimations for the effect on subsequent patents by the rm
that cite the focal publication. In general, the results are qualitatively similar but with weaker statistical
signi cance.
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Table 3.8: Heterogeneity in Subsequent Patenting

Firm Capabilities Scienti c Community
Pr(Subsequent Patent by Focal Authors, ¥ 3y gap)
oLS 2SLS oLS 2SLS oLS 2SLS oLS 2SLS
(€] @ 3 4 ®) (6) ) 8

Complementary IP Rights
In(Follow-On) 0.006***  0.024**

PPP (0.002) (0.011)
PPP 0.304***  0.269***

(0.016)  (0.026)
Knowledge Outsourcing

In(Follow-On) -0.005%*  -0.020%**
uic (0.001)  (0.008)
uiC -0.066%*  -0.064***

(0.006) (0.005)
Scienti ¢ Concept Prevalence

In(Follow-On) 0.001 0.024***
Low Prev. (0.001) (0.009)
Low Prevalence 0.015*** 0.008*

(0.003) (0.005)
Government Funding Availability

In(Follow-On) 0.003**  0.028*
Govt. Funding (0.001) (0.016)
Govt. Funding 0.022***  0.005
(0.004)  (0.009)
In(Follow-On) 0.004*+*  0.081*  0.010*** 0.077*  0.007**  0.060 0.006***  0.064

(0.001)  (0.045)  (0.001)  (0.045)  (0.001)  (0.043) (0.001)  (0.044)

In(Focal H-Index)  0.010***  -0.012  0.023**  0.006  0.012** -0.007 0.011**  -0.007
(0.002)  (0.013)  (0.002)  (0.013) (0.002) (0.013) (0.002) (0.013)

Firm FE Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes
Observations 164,495 164,495 164,495 164,495 164,495 164,495 164,495 164,495
Avg. DV 0.397 0.397 0.397 0.397 0.397 0.397 0.397 0.397
First Stage F-stat 15.215 14.452 14.423 14.904
Adjusted R 2 0.380 -0.233 0.352 -0.233 0.348 -0.257 0.349 -0.252

Notes: This table explores heterogeneity in the relationship between external follow-on research and rms' subsequent
patenting outcomes (see Table 3.5 for baseline results). In columns 1-2, follow-on research is interacted with an indicator
that the focal publication is a part of a patent-paper pair (PPP). In columns 3-4, follow-on research is interacted with
an indicator that the focal publication is a university-industry collaboration (UIC). In columns 5-6, follow-on research is
interacted with an indicator for below-average prevalence of prior works sharing the same textual concepts. In columns
7-8, follow-on research is interacted with an indicator for above-average government funding acknowledgments in related
publications. In all models, log(follow-on) is recentered around the sample mean. In 2SLS models, In(follow-on) and the
interaction term are instrumented by the the 1V and the interaction of the IV with the indicator variable.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
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3.5.5 Additional Analyses

Appendix Section B.3.2 provides additional results. Namely, | explore heterogeneity
analyses of the e ect of follow-on research on subsequent patents by the rm citing the
focal publication, correlations on a sample of rms' conference proceedings, variation of the
baseline results by scienti ¢ elds and main industries, and a comparison of the e ects of

corporate versus academic follow-on research.

3.6 Follow-On Research and Firms' Innovative Performance
3.6.1 Follow-On Research and Patent Quality Measures

| study a pooled cross section of corporate patents and their citations to scientic
publications (non-patent literature, NPL) and nd that, on average, corporate patents that
cite follow-on research tend to be of better quality and value than other science-based
patents by the same rm. | document a positive relation between NPL citations to follow-
on research and measures of patent value, legal scope, and textual novelty. These relations
are comparable to those associated with NPL citations to internal research.

The econometric speci cation at the patent level (p) is as follows:

Yp = bilog(NPL to Int ), + balog(NPL to FO)p+ hy + ti + ep (3.3)

The sample includes corporate patents from the DISCERN database with at least one
NPL citation. 36 | distinguish between two types of NPL citations. NPL citations to internal
publications (b;) are direct citations to publications by the focal rm. NPL citations to
follow-on research b,) are citations to external research with an upstream reference to a
publication by the same rm (up to three generations away). | explore whether counts
of these citations positively correlate with private value, legal scope, and textual novelty
measures Y;). In all specications, | include rm- and patent-grant-year xed e ects.
Standard-errors are clustered by rm.

Table 3.9 presents the OLS estimation results. The estimated coe cients establish

36 Descriptive statistics are provided in Table B.2.
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that patents' citations to follow-on research are positively related to higher private value3’
broader legal scopé? and textual novelty.3® In addition, the relation is comparable in mag-
nitude to the relation of citations to internal publications. Lastly, | compare the coe cient
estimates of citations to follow-on research and citations to internal publications. | nd
that NPL citations to internal publications have a stronger, but comparable, correlation
with private value and scope. Taken together, these results provide correlational support at

the patent level for the positive e ects of follow-on research on rms' innovation outcomes.

3.6.2 Firm-level Analysis

In addition to estimating the e ects of follow-on research at the publication level, |
explore relations between the variables at the rm level*® First, | study the relationship
between realized follow-on research and rms' scienti ¢ publications, employment of sci-
entists, and patenting. If follow-on research drives subsequent scienti ¢ investments and
patenting outcomes at the publication level, these relations should also be observed in a

rm-level panel analysis. The econometric speci cation is as follows:

IN(Y) s =b1In(FO¢; 1)+
bz In(Int. Patents Citing FO ¢; 1)+
(3.4)
bsIn(Ext. Patents Citing FO ¢, 1)+

hi + ty + e

37 According to column 1, a 1% increase in the citation count to follow-on research is associated with a 0.05%
increase in value.

38 According to column 3, a 1% increase in the citation count to follow-on research is associated with a
reduction of 0.1% in the number of words. The fewer words in a claim description, the broader is the legal
scope of the patent (Kuhn & Thompson, 2019).

39 About 19% of the patents in the sample are considered breakthrough patents in terms of textual nov-
elty (Kelly et al., 2021). According to column 5, a 1% increase in the citation count to follow-on research is
associated with a small (0.03%) but statistically signi cant increase in the probability of the patent being a
breakthrough invention.

40 Unfortunately, the instrumental variable that | introduce at the publication level is unsuitable for aggrega-
tion up to the rm level. Therefore, | present correlational evidence in this section and acknowledge potential
bias due to unobserved variables.
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Table 3.9: Patent Quality and Patent Citations to Follow-On Research
KPSS Private Value Scope Narrowness KPST Textual Novelty

In(Value) In(Word Count) Pr(Breakthrough)
oLS oLs OoLS oLs oLS OoLS
@ @ 3 4 ®) 6)

IN(NPL to Follow-On) ~ 0.046**  0.033*  -0.103*  -0.089%*  0.027**  0.026%**
(0.016)  (0.016)  (0.051)  (0.048)  (0.009) (0.009)

In(NPL to Internal) 0.082*** -0.106*** 0.005
(0.020) (0.023) (0.014)
Firm FE Yes Yes Yes Yes Yes Yes
Grant-Year FE Yes Yes Yes Yes Yes Yes
Observations 424,224 424,224 483,828 483,828 329,224 329,224
Avg. DV 1.960 1.960 4,894 4,894 0.190 0.190
Adjusted R2 0.687 0.687 0.157 0.158 0.243 0.243

Notes:This table presents estimation results for the relationship between three measures of patent quality and
the NPL citations to scienti ¢ publications. KPSS patent values (Kogan et al., 2017) are estimates of the private
real dollar value derived from market response to patent grants. Word counts of rst claims are an inverse
measure of patent scope (Kuhn & Thompson, 2019). KPST breakthrough innovations are indicator variables
that represent the top 10% of patents in terms of textual novelty (Kelly et al., 2021). NPLs are patent citations
to scienti ¢ publications (Marx & Fuegi, 2022b). NPLs to follow-on are citations to external publications that
cite an upstream internal publication (up to three generations up). NPLs to internal publications are direct
citations to scienti ¢ publications by the same rm. In columns 1-2, 59,643 patents are missing KPSS values.
In columns 5-6, KPST indicators are available until 2010. Indicator variables for zero counts are included.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***; 0.01, **: 0.05, *: 0.1



The dependent variables are annual counts of scienti ¢ publications, patents, and counts
of scientists employed by rm f at year t. The main variable on the right-hand side is an
accumulated stock of follow-on publications. The follow-on publications are aggregated
by their own publication year to indicate realized follow-on research up to yeart. The
regressions also include stocks of realized patents by the focal rm and others that cite the
follow-on research. | use the standard 15% depreciation value to reduce stocks over time.
All models include rm and year xed e ects. Standard-errors are clustered at the rm
level 4

Table 3.10 provides the estimation results. Based on a Poisson pseudo-maximum likeli-
hood estimation (PPML), | nd a positive and statistically signi cant relationship between
realized follow-on research and subsequent scienti ¢ publications, employment of AMWS-
listed scientists, award-winning scientists, and annual patenting (columns 1, 3, 5, and 7).
Next, | split the stock of follow-on based on whether the rms' patents cite it. | nd a
more substantial relationship between the stock of used follow-on and subsequent scienti ¢
publishing, hiring, and patenting compared to unused follow-on (columns 2, 4, 6, and 8).
While these results cannot be interpreted as causal, they indicate that follow-on research,
and especially the portion of that research cited by the rm's patents, correlates with rms’
subsequent scienti ¢ investments and invention outcomes.

Lastly, | estimate the relationship between follow-on research and rm stock market

value. The econometric speci cation is as follows:

log(Tobin Q)¢ =byIn(FO¢; 1)+ bzIn(Int NPL to FO ¢; 1)+ bsIn(Ext NPL to FO ¢ 1)+

PUbe,t 1 Patsf,t 1 R&D ft 1
4 + bg + bg +
R&D ¢ 1 R&D ¢ 1 Assets; 1

he + ty + e
(3.5)

The dependent variable is log(Tobin's Q). The main variables on the right-hand side are

41 Descriptive statistics are provided in Table B.3.
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Table 3.10: Follow-On Research and Innovation Outcomes at the Firm-Year Level

Annual Publications

Employed AMWS Scientists

All Award-Winning Annual Patents

PPML PPML PPML PPML PPML PPML PPML PPML
(1) (2 3) 4) ©) (6) (7 (8)
In(FO Stock); 1 0.195**  (0.253**  0.060** 0.094***  0.072* 0.105** 0.055* 0.014
(0.044) (0.054) (0.025) (0.028) (0.040) (0.044) (0.031) (0.037)
In(Firm's pat. stock citing FO) 1 0.145* 0.033 0.056 0.160***
(0.058) (0.041) (0.057) (0.033)
In(Ext. pat. stock citing FO); 1 -0.198*** -0.057* -0.060 -0.087***
(0.043) (0.029) (0.038) (0.027)
Time-Varying Controls Yes Yes Yes Yes Yes Yes Yes Yes
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes
Year FE Yes Yes Yes Yes Yes Yes Yes Yes
Observations 26,520 26,520 20,497 20,497 8,996 8,996 35,785 35,785
Avg. DV 14.334 14.334 10.724  10.724 3.360 3.360 31.780 31.780
Psuedo R 0.913 0.915 0.903 0.903 0.780 0.780 0.902 0.906

Notes: This table presents estimation results for the relationship between follow-on research, subsequent scienti ¢ investments, and
patenting outcomes by the originating rms. The data consists of a rm-year panel of U.S.-based publicly-owned rms between 1980
and 2015 (Arora, Belenzon, & Sheer, 2020). In columns 1-2, the dependent variable is a count of scienti ¢ publications authored by
the focal rm in year t. In columns 3-4, the dependent variable is a count of AMWS scientists employed by the rm at year t. In
columns 5-6, the count includes only award-winning scientists among AMWS. In columns 7-8, the dependent variable is a count of
patents led by the focal rm at year t. Follow-on is the stock of external papers that cite the rms' scienti ¢ publications, aggregated by
the year of publication. Firm's patents citing follow-on are stocks of patents by the focal rm that cite the follow-on research. External
patents citing follow-on are stocks of patents unrelated to the focal rm that cite the follow-on research. All stocks (other than scientist
employment) are depreciated using an annual 15% depreciation constant. Time-varying control variables include lagged rm assets and
R&D stocks. Indicator variables for zero counts are included. Observations are automatically dropped from the complete sample due to
either singletons or separation by xed effects.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



log counts of future follow-on publications, accumulated as stocks with 15% depreciation
rates. Note that in this speci cation, dierently from the analysis above, aggregation is
done based on the focal year of publication, to re ect an expectation of follow-on research in
later years. In addition, | include log counts of the focal rms' patents citing the follow-on
(Internal NPL) and others' patents citing the follow-on (External NPL). | control for 1-year
lagged stocks of R&D investments over assets, patents over R&D, and publications over
R&D. | use the standard 15% depreciation value to reduce stocks over time. All models
include rm and year xed e ects. Standard-errors are clustered at the rm level.

Table 3.11 provides the estimation results. Possibly surprisingly, | nd a negative re-
lation between Tobin's Q and the prospect of follow-on research (columns 1, 3, and 5).
Potentially, these results are driven by limited research capabilities and greater scienti ¢
uncertainty. The negative relation becomes weaker and statistically insigni cant as | ac-
count for the internal and external use of follow-on research (columns 2, 4, 6). In line with
ndings by Belenzon (2012) regarding patents, the prospect of internal use of follow-on
research is positively correlated with Tobin's Q. In contrast, the prospect of others' use of
follow-on research is negatively correlated with Tobin's Q. These results, while suggestive,
support the notion that follow-on research is bene cial to the rm to the extent that it can
reabsorb it in subsequent innovation, and possibly detrimental to the extent that others

use it.

3.7 Discussion and Conclusions

Firms' incentives to participate in public research have received increased interest in re-
cent years (Arora, Belenzon, & Sheer, 2021b; Arora et al., 2018). Early works have argued
that investments in science benet rms' R&D processes by improving their combinative
capabilities (Fleming & Sorenson, 2004; Kogut & Zander, 1992) and absorptive capacity
(W. M. Cohen & Levinthal, 1990; Rosenberg, 1990). The literature has also suggested that
rms engage with the scientic community to bene t from resources external to the rm

(Cockburn & Henderson, 1998). Nonetheless, the disclosure of ndings through scientic
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Table 3.11: Follow-On Research and Firm Value

log(Tobin's Q)
oLSs oLSs OoLS oLSs oLSs OoLS
(1) 2 3) (4) (5) (6)
In(1-Gen Future FO); 1 -0.039***  -0.032**
(0.009) (0.015)
In(2-Gen Future FO); 1 -0.034**+*  -0.028*
(0.008) (0.014)
In(3-Gen Future FO); 1 -0.031***  -0.003
(0.007) (0.017)
In(Future Int. NPLto FO) 4 0.056*** 0.050%*** 0.024
(0.019) (0.018) (0.015)
In(Future Ext. NPL to FO)  ; -0.032* -0.033** -0.033**
(0.015) (0.015) (0.016)
(Pubs/R&D) 1 0.088***  (0.088*** (0.088*** 0.086*** 0.088*** (0.088***
(0.027) (0.027) (0.027) (0.027) (0.027) (0.027)
(Pats/R&D) ¢ 1 0.029***  0.029***  0.029***  0.029***  0.028***  0.028***
(0.008) (0.008) (0.008) (0.008) (0.008) (0.008)
(R&D/Assets) + 1 0.052***  (0.052***  0.052**  (0.052***  (0.052***  (0.052***
(0.002) (0.002) (0.002) (0.002) (0.002) (0.002)
Firm FE Yes Yes Yes Yes Yes Yes
Year FE Yes Yes Yes Yes Yes Yes
Observations 43,303 43,303 43,303 43,303 43,303 43,303
Avg. DV 0.676 0.676 0.676 0.676 0.676 0.676
Adj. R2 0.659 0.659 0.659 0.659 0.659 0.659

Notes: This table presents estimation results for the relationship between follow-on research and rm perfor-
mance. The data consist of a rm-year panel of U.S.-based publicly-owned rms between 1980 and 2015 (Arora,
Belenzon, & Sheer, 2020) The dependent variable is the log of market-to-book ratio (Tobin's Q). Control variables
include one-year lagged stocks of R$D over Assets, patents over R&D, and publications over R&D. Follow-on
is the stock of external citations to focal publications, aggregated to the year of publication of the focal papers.
Models differ in the levels of follow-on research that are included in the count. Columns 1 and 2 include one
generation of follow-on research, while columns 3-4 and 5-6 include two and three generations, respectively. All
stocks are depreciated using an annual 15% depreciation constant. Internal NPL to follow-on are future patents
by the focal rm that cite the follow-on research. External NPL to follow-on are future patents unrelated to the
focal rm that cite the follow-on research. Indicator variables for zero counts are included.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

publications is typically considered to bene t the rm through channels that are not di-
rectly related to knowledge accumulation (e.g., due to scientists' preference for publishing
(Stern, 2004)) or as a cost that is associated with potential knowledge spillovers to rivals.

Exceptions are arguments that suggest that corporate science can in uence the direction

of academic research outside the rm (Hicks, 1995). The ability to in uence the scientic
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community became increasingly important as the innovation ecosystem experienced a divi-
sion of innovative labor (Arora & Gambardella, 1994) and an increased reliance on public
science (Fleming et al., 2019).

This paper provides evidence that rms can bene t from external research that builds
upon their prior scienti ¢ publications. First, | observe follow-on citations to rms' pub-
lications and note that they are extensively cited by the originating rms' patents. While
only 7% of rms' publications are internally cited by a patent, an additional 33% of pub-
lications are cited by external follow-on research that is eventually mentioned in a patent
by the same rm. This process can take years, as follow-on research becomes available and
is assimilated by the rm, but it suggests that follow-on research plays an important role
in connecting rms' investments in science and patenting outcomes. | also nd that rms'
patents that cite follow-on research are, on average, of better quality.

Next, | implement a new instrumental variable that exploits plausibly exogenous vari-
ation in scholarly attention to corporate scienti ¢ publications. Using the instrument, |
nd positive e ects of external follow-on research on the focal rm's subsequent scien-
ti ¢ publishing, hiring of renowned scientists, and patenting outcomes. Rivalry conditions,
rms' resources and capabilities, and the nature of the scienti c area moderate these ef-
fects. Follow-on research can be valuable as input into subsequent inventions or as quality
validation of internally produced science. Validation seems more important when rms face
higher quality uncertainty. At the rm level, I nd correlational support for the bene ts of
follow-on research on innovation and performance.

These ndings contribute to the literature on corporate science (Arora, Belenzon, &
Sheer, 2021b; Simeth & Cincera, 2016). Given the magnitude of resources and outputs
produced by the scienti c community, it is evident that rms can bene t from the ability
to in uence academics' research agenda. This paper highlights that, by participating in
public research, rms can potentially in uence the future content produced by academics
in privately bene cial ways. The ndings also relate to the literatures on open innovation

and knowledge spillovers (Chesbrough, 2003; Henkel, 2006). Support is provided to the
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view that the opening of internal scienti ¢ knowledge could be a strategic choice that drives
down R&D costs, enhances the value of complementary assets, and allows rms to mitigate
uncertainty associated with their investments in science (Alexy et al., 2013, 2018). Thus,
this work complements recent papers that study the channels by which rms in uence the
scienti c community (Babina et al., 2023; Bikard et al., 2019; Sohn, 2021).

This study does have several limitations. First, it conditions on the existence of a
corporate publication. In this sense, it does not explore the decision to publish and does
not compare the outcomes to the counterfactual of the rm refraining from publishing. As
a result, | cannot directly observe the in uence on academics' work. Rather, the paper
shows that if there is an in uence, the rm is likely to bene t from it. Future work can
focus on how corporate publications a ect academics and identify their incentives to build
upon such work. Second, | acknowledge that the interaction coe cients in the heterogeneity
analysis can reveal patterns in the data but cannot be interpreted as causal e ects. Lastly,
the identi cation of the e ect is presented at the publication level. While | provide patent-
and rm-level correlational evidence, a di erent empirical setup would be required to show
causal e ects on rms' nancial and overall innovative performance.

Notwithstanding these limitations, the immediate implications of this study are that
corporate R&D managers should consider the potential bene ts that could originate from
the scienti c community when making decisions regarding investments in science. These
decisions should align with other related strategic choices such as geographic proximity
to universities (Sohn, 2021) and the funding of academic research (Babina et al., 2023).
However, it is also important to note that these bene ts might take years to mature, and
that they might not o set completely the risks of knowledge spillovers to rivals. Under the
right conditions, in uence on the scientic community can result in valuable inputs that
reduce the rms' R&D costs and improve innovation outcomes.

Second, the evidence also suggests that the presence of strong academic institutions
can drive rms to participate in public research. Without su cient incentives, rms might

choose to refrain from investments in science, or choose secrecy over openness. Academics
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that are willing to engage with corporate researchers are one of the drivers of rms' con-
tributions to the open scienti ¢ discussion. Nonetheless, whether rms' in uence on the
direction of scienti ¢ inquiry is socially and scienti cally desirable is a subject for future

work.
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4. Back to the Future: Are Big Firms Regaining Their
Scienti ¢ and Technological Dominance? Evidence
from DISCERN 2.0

This chapter is based on joint work with Ashish Arora, Sharon Belenzon, Larisa Cioaca,

and Lia Sheer. All authors have contributed equally.

4.1 Introduction

In recent years, large corporations have driven groundbreaking innovations. Google's
Transformer architecture (Vaswani et al., 2017) has become the foundation for numerous
state-of-the-art language models, including Google's BERT (Devlin et al., 2018), OpenAl's
GPT series (OpenAl et al., 2023), and Meta's open-source Llama series (Touvron et al.,
2023), among others. The achievement of quantum supremacy by Google (Arute et al.,
2019) demonstrated that a quantum computer could perform computations infeasible for
classical computers. The rapid development of COVID-19 vaccines by pharmaceutical gi-
ants (Thomas et al., 2021) showcased the power of mRNA technology and the ability of
large rms to quickly commercialize scienti ¢ ndings developed by academics and startups
(Sahin et al., 2020).

These groundbreaking innovations have been fueled by record-breaking investments in
R&D and advanced manufacturing from leading rms. For example, in the rst quarter
of 2024, Microsoft spent over $14 billion on Al infrastructure, with Alphabet and Meta
trailing closely with $12 billion and $6.4 billion, respectively® Indeed, Al is often seen as
a new, general-purpose method of invention that can be applied across a wide range of
domains, potentially serving as a new foundation for corporate R&D (Agrawal et al., 2018;
Cockburn et al., 2019). These new opportunities are likely to disproportionately bene t
large rms, who were also the rst to adopt the use of Al (McElheran et al., 2024). Likewise,

multiple large rms, including IBM, Google, Amazon, Microsoft, and Intel, among others,

1 soni, A. (2024). Alphabet, Microsoft earnings show hefty Al bets are driving growth. Reuters. Retrieved
from https://www.reuters.com/technology/
alphabet-microsoft-shares-jump-investors-cheer-ai-investment-2024-04-26
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have made large investments in quantum computing research and technologies (Bova et al.,
2023; Dargan, 2023).

The increases in corporate investments have driven research in these elds out of aca-
demic labs and into rms' R&D centers. Ahmed et al. (2023) document industry's growing
control over key Al research resources, including computing power, large datasets, and
skilled researchers, which in turn increases rms' prominence in research outputs such
as publications and advanced models. The widening compute divide between industry
and academia is pushing academic-only research teams to the margins in compute-heavy
research areas (Besiroglu et al., 2024). Similarly, in the quantum computing industry, the
focus is shifting from academic spin-o s to commercial applications driven by large rms,
with engineers increasingly taking the lead in advancing the technology, replacing the role
previously held by academicg

While the recent surge in corporate investments in research related to Al, quantum com-
puting, and other emerging technologies is promising, it challenges the predominant view
that corporate R&D, especially its upstream component, is in decline (Arora, Belenzon, &
Sheer, 2021b; Arora et al., 2018). The post-World War 1l era, often considered the golden
age of American innovation, saw large corporate research labs like AT&T's Bell Labs and
DuPont's Experimental Station shape lives and society through an endless stream of science-
based innovations (Gertner, 2012). These labs were multidisciplinary and well-resourced,
allowing them to tackle complex problems and develop general-purpose technologies. How-
ever, many leading rms began to withdraw from research in the 1980s and 1990s, shutting
down labs or shifting them toward more applied activities (Arora, Belenzon, Patacconi, &
Suh, 2020).

Are large rms regaining their dominant position in advancing cutting-edge science?
How widespread is the resurgence in corporate research? A long line of literature suggests

that large, established rms are at the locus of innovation and explores the drivers of their

2 Longer coherence: How the quantum computing industry is maturing. (2024, March 05). Retrieved from
https://www.datacenterdynamics.com/en/analysis/
longer-coherence-how-the-quantum-computing-industry-is-maturing
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advantages (W. M. Cohen & Klepper, 1996a). Recent work o ers various explanations. One
explanation is large rms' superior ability to commercialize technologies (Arora, Cohen,
et al., 2023). Another is the impact of obsolescence risks. As some rms invest more,
others decrease their investment, creating a divide in innovation e orts (J. Bessen & Wang,
2024). Others found that nancing frictions play an important role (Mezzanotti & Simcoe,
2023). With increased investments in emerging technologies, large rms might appear
to be building on their natural advantages and taking the lead in advancing science and
innovation once again.

Studying the composition of R&D in large rms is dependent on the availability of
current, high-quality, granular data on di erent innovation metrics. Large rms present
unique challenges due to their size, complexity, and long evolution histories. One such
example is the case of Dow and Dupont, the two largest publicly-traded chemical companies,
who merged in 2017. The combined company was renamed DowDuPont. In 2019, less
than two years after its formation, the company dissolved, and three new publicly-traded
spino s were formed: the materials science division Dow, the specialty products division
DuPont, and the agriculture division Corteva. Most datasets available to researchers do
not take changes such as these into account and either treat each name as a separate rm or
erroneously group them together. To study recent changes in the innovation ecosystem, we
need an up-to-date dataset that accounts for dynamic ownership changes by incorporating
these transitions and linking R&D outputs to the correct owner at the time of production.

Introduced in 2020, the DISCERN dataset was developed to facilitate research on cor-
porate innovation by linking data on U.S. publicly-listed rms from Standard & Poor's
Compustat database to their patents and scienti ¢ publications (Arora, Belenzon, & Sheer,
2020). A key feature of DISCERN is its comprehensive coverage of rms' subsidiaries and
their ownership changes over time, which is crucial for accurately mapping corporate inno-
vation. Patents and publications may be assigned to various legal entities within a rm's
organizational structure. By accounting for these ownership linkages over time, DISCERN

enables researchers to construct more precise measures of rms' knowledge production and
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examine the factors in uencing their R&D investment decisions. Moreover, by observ-
ing both innovation outputs that were produced internally and those that were acquired
through M&A, DISCERN allows researchers to study the role of large rms in originating

inventions versus commercializing them (Arora et al., 2014; Eklund, 2022; Grigoriou &
Rothaermel, 2017).

In this paper, we present DISCERN 2.0 a dataset that incorporates several key im-
provements over the previous version of DISCERN. First, we shift to using the PatentsView
database as the main source of patent data and OpenAlex as the main source of scienti c
publication data. PatentsView is publicly available and continuously maintained directly
by the United States Patents & Trademarks O ce (USPTO). OpenAlex is currently the
only open data source of scienti ¢ publication metadata. Using freely available data sources
allows us to openly share both the patent and the publication datasets. This enhances data
access, which was previously limited due to the use of proprietary data. Second, we extend
the coverage of the dataset to 2021, providing an additional six years of data. Up-to-date
data enable research on current trends, such as the rise of new technologies like Al, quantum
computing, and robotics, which have mostly emerged after 2015. Third, we transition to
using Securities and Exchange Commission (SEC) lings as the primary source of subsidiary
data, allowing us to trace ownership linkages further back to the mid-1990s and ensuring a
higher degree of reliability compared to the Orbis data used in the original version, which
was less reliable and had decent coverage only from 2008. Finally, by transitioning to
PatentsView and additional data sourced from the USPTO, we expand the scope of the
dataset to include pre-grant patent applications and patent reassignment information. This
addition allows users to study patent applications regardless of grant status, and to observe
ownership transitions beyond those related to mergers and acquisitions.

The Kraft-Heinz Company and Tecogen Inc. serve as examples of rms that are included
in the DISCERN 2.0 dataset and have undergone multiple name changes and ownership
restructures over time. Kraft-Heinz's history involves mergers, acquisitions, and spin-o0 s,

starting with the merger of Kraft Inc. and Dart Industries in 1980, followed by a split,
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acquisition by Phillip Morris, combination with Nabisco, spin-o as a publicly-traded com-
pany, and, nally, a merger with Heinz in 2015. Similarly, Tecogen Inc. originated as a
research and development center of Thermo Electron (now Thermo Fisher Scienti c) in the
1960s, was spun out as a separate publicly-traded entity in 1987, merged with two other
divisions of Thermo Electron to form Thermo Power Corporation in 1992, was sold to pri-
vate investors in 2000, and eventually went public again in 2013 before voluntarily delisting
in 2020.

We address the challenges posed by ownership changes and name variations by linking
together the various names associated with a rm and treating it as a continuous entity.
This way, we ensure that all related patents and publications are correctly assigned to the
appropriate rm throughout its history. Importantly, for the current version of DISCERN,
we re-created the complete history of rms in our sample. Although this required substan-
tially more e ort than just appending the recent years to the previous version, it enabled
us to maintain consistency throughout the entire sample and address issues that had to be
resolved in earlier years. The process of creating the rm panel included a combination
of automated matches with rigorous manual changes, veri cation of rm identities, and
restructuring events. In many cases, manual web searches were required to Il in gaps and
ensure data consistency. Our analysis shows that over 20% of patents in our sample changed
ownership between UO rms, a gure that demonstrates the value of using a dataset that
accounts for dynamic assignment.

We use our newly assembled data to analyze recent trends in corporate patenting and
publications and document several new stylized facts on the evolution of the American inno-
vation ecosystem post-Great Recession. First, we nd that the overall decline in corporate
science has largely halted the total annual corporate scienti ¢ publication count over
total sales has stabilized. Second, we nd that this is driven mostly by a relative increase in
publishing in the healthcare industry, while other industries have remained stable (manufac-
turing and consumer goods) or declined (high-tech). Third, we nd an uptick in publication

across all industries starting in 2018. Fourth, we nd that these increases are concentrated
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in speci c scienti ¢ elds, such as Al, quantum computing, and robotics. Other elds, such
as telecommunications, semiconductors, and nanotechnology, have declines. Lastly, we nd
a continued rise of scienti ¢ coauthorship between rms and industries, which has reached
65% of corporate publications in 2020.

These ndings contribute to understanding the role of large corporations in driving sci-
enti ¢ progress and what motivates their R&D e orts (Arora, Belenzon, & Sheer, 2021b;

J. Bessen & Wang, 2024; W. M. Cohen & Levinthal, 1990; Fleming & Sorenson, 2004; Mez-
zanotti & Simcoe, 2023; Rosenberg, 1990). In the coming years, we are likely to witness the
signi cant impacts of recent Al breakthroughs on innovation, production, and competition
(Aghion et al., 2019; Agrawal et al., 2018; Cockburn et al., 2019). Large, innovative rms
are well-positioned to spearhead future developments and reap the bene ts of these tech-
nologies. In elds like quantum computing and robotics, such corporations are leading the
way, potentially catalyzing major advancements and reshaping competitive dynamics across
various industries. This highlights the critical need for comprehensive, rm-level data to
further research the motivations behind rms' engagement in science and its implications
for innovation, welfare, and economic growth. DISCERN 2.0 complements other datasets,
such as information on patenting by young rms and startups (Marx & Ewens, 2024), in
providing researchers with better tools to answer such questions.

The paper proceeds as follows: Section 4.2 reviews the related literature. Section 4.3
summarizes the data sources, while Section 4.4 details the sample construction for DIS-
CERN 2.0. Section 4.5 presents stylized facts regarding recent trends in corporate patenting
and scienti ¢ publication (including heterogeneity across technologies and industries) and
industry-university collaborations. Section 4.6 concludes the paper and suggests directions

for future research.

4.2 Related Literature

Corporate innovation has been an active research area for several decades, and continues

to attract a lot of attention today. Many recent studies still rely on relatively old data on
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corporate research and invention outputs. One stream of literature uses the National Bu-
reau of Economic Research (NBER) match between Compustat rms and USPTO patents,
including the original edition covering 1980-1999 (Hall et al., 2001) and its extension to
2006 (J. Bessen, 2009). This dataset was the rst to systematically account for dynamic
reassignment of patents due to ownership changes. A second stream uses the patent dataset
provided by Kogan et al. (2017), which extends the NBER match up to 2010 using similar
methods. A third stream uses the Patent Network Dataverse (Li et al., 2014), a dataset
that builds upon Hall et al. (2001) and disambiguates inventors on utility patents between
1975 and 201d. Conversely, other studies build custom, t-for-purpose datasets’ Yet these
datasets are not available to other researchers.

The main limitations of these datasets are that they do not systematically account
for corporate restructuring, such as changes in ownership structures and name changes
both are very frequent for large and technology-intensive rms. Moreover, they do not
include matches between rms to scienti ¢ publications, pre-grant patent publications, and
patent reassignments. Table 4.1 summarizes the di erences between the publicly-available
datasets.

Relying on outdated and noisy data may bias the results of rm-level innovation studies,
particularly those focused on dynamic e ects and emerging trends in science and technology.
Ignoring transitions in ownership could lead to an inaccurate representation of patent stocks.
Similarly, failing to account for name changes will result in an inaccurate representation of
rms across sample years. Moreover, the accurate representation of internal and external
citations requires that patents and publications be matched to their true owner, regardless

of ownership structure. Not accounting for mergers and acquisitions, which are widespread

3 Examples include Hausman (2021), Keum (2021), Saidi and aldokas (2021), and Thatchenkery and Katila
(2023), among many others.

4 Examples include Acemoglu et al. (2022), Autor et al. (2020), Miller and Toh (2022), Tzabbar et al. (2023),
and Wen et al. (2022).

5 Some studies match Compustat rms to USPTO patents (e.g., Bradley & Kolev, 2023; Brown et al., 2022)
or the Derwent Innovation database from Clarivate Analytics (Boubakri et al., 2021). Others match R&D-
intensive rms worldwide and their subsidiaries to Web of Science Core Collection publications (Camerani
et al., 2023). None of these examples include patent or publication data after 2016.
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Table 4.1: Comparison of Patent Datasets

NBER Patent Patent Network
Dataset Dataverse
(J. Bessen, 2009) Kogan etal. (2017) (Lietal., 2014) DISCERN 1.0 DISCERN 2.0
Time window 1976-2006 1926-2022 1975-2010 1980-2015 1980-2021
Ownership structure Partial Partial Partial Extended Extended
Ownership changes - - - X X
Name changes - - - X X
Patents X X X X X
Pre-grant pat. pub. - - - - X
Patent reassignments - - - - X
Scienti ¢ publications - - - X (proprietary) X

Notes This table presents a comparison of features across datasets matching patents and scienti ¢ publications to
Compustat rms.

in our data, may lead to an overemphasis on the importance of acquirer rms in creating
new inventions. The rapid pace of technological change and the in uence of industry on
research directions necessitate the use of up-to-date data to accurately capture the evolving
landscape of corporate innovation.

Building on the methodology introduced by J. Bessen (2009), DISCERN 1.0 extended
the patent match to Compustat rms, improved the methods that account for dynamic
reassignment, introduced broader coverage of ownership structures, and took care to follow
rms through name changes. Since its introduction in 2020, DISCERN has proved to be a
valuable tool for studying corporate innovation and patenting activities, evidenced by over
16,000 downloads and its use in numerous publications across top journals.

Studies have employed DISCERN to investigate a broad array of topics in economics,
strategy, and innovation. Several papers explored the drivers of innovative performance.
Bahar et al. (2023) study the e ects of knowledge frictions and connectivity on innova-
tion outcomes. They nd that improved connectivity increases citations and collaborative
patents, particularly bene ting rms with higher innovation mass, those in innovation hubs,
and those in technology-leading countries. Johnson et al. (2023) study the e ects of non-
compete agreement (NCA) enforceability on innovation. They nd that stricter NCA en-
forceability leads to reductions in citation-weighted patents, indicating losses in innovation
outputs.

Others have used DISCERN to explore additional topics. Kerr (2023) examines the
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ethnic composition of inventors at rms' satellite R&D locations in relation to their pri-
mary R&D headquarters. He uses DISCERN to represent comprehensive corporate spans,
highlighting the importance of accurate ownership representation when studying R&D cen-
tralization. Kerr nds that an increase in ethnic inventors at primary R&D locations boosts
their presence in satellite locations. Papageorgiadis et al. (2023) study the in uence of CEO
compensation on patent enforcement decisions. The authors match DISCERN patents with
the USPTO patent litigation database and nd that when CEO compensation is tied to
stock performance, rms are more likely to enforce their patents. Kini et al. (2023) study
the e ects of common ownership on product market uidity and competition. The au-
thors use DISCERN to construct annual patent portfolios. They nd that higher common
ownership of rms by institutional investors generally increases product market dynamism,
measured by the extent to which competitors change their product descriptions in annual
reports.

Arts et al. (2023) study the relationship between a rm's technology portfolio di eren-
tiation and performance. The authors use the semantic content of patents to position rms
in the technology space and measure the extent to which they di erentiate from others.
Their ndings suggest a positive relation between technological di erentiation and rms'
market value.

Florackis et al. (2023) examine how cybersecurity risk impacts rm performance and
use DISCERN to analyze heterogeneity based on rm innovativeness. They nd that rms
with high cybersecurity risk exposure earn higher returns on average but underperform
during periods of increased cybersecurity concerns. Gredil et al. (2024) study the e ects
of the cost of capital on innovative performance. The authors use the DISCERN dataset
to validate patent measures obtained from other sources, noting that dynamic ownership
changes might bias estimation results if not accounted for.

The choice to use DISCERN is generally attributed to its comprehensive coverage of
corporate patenting, use of ownership structure to integrate subsidiary information, and the

availability of direct links to Compustat. These diverse applications highlight the versatility
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and utility of the DISCERN dataset in advancing our understanding of corporate innovation

strategies. Notably, none of these studies used scienti ¢ publication data, which is partly
why we decided to transition to OpenAlex as our data source for publications. This shift,
even though it required us to completely redo the match, was aimed to make publication
data more accessible to researchers, re ecting our commitment to advancing the eld and

democratizing access to innovation data.

4.3 Data Sources

We link together data from several raw sources: (i) we rely on the U.S. Compustat
database for company names and accounting information; (ii) Wharton Research Data Ser-
vices (WRDS) CRSP Monthly Stock le for rms' previous names; (iii) U.S. Securities
and Exchange Commission (SEC) 10-K lings for subsidiary data; (iv) SDC Platinum for
mergers and acquisitions data; (iv) United States Patent and Trademark O ce (USPTO)
PatentsView database for patent data; (v) USPTO's Patent Assignment Database (PAD)
for patent reassignments; and (vi) the OpenAlex dataset for scienti ¢ publications meta-
data. Table 4.2 summarizes the di erences in data sources between DISCERN 1.0 and the

current version.

Table 4.2: DISCERN Data Source Comparison

Element DISCERN 1.0 DISCERN 2.0

Year span 1980-2015 1980-2021

Financial data S&P Compustat 2018 S&P Compustat 2022
Corporate historical names CRSP monthly stock 2018 CRSP monthly stock 2022
Mergers & aquisitions Re nitiv SDC Platinum 2018 Re nitiv SDC Platinum 2022
Subsidiaries BVD ORBIS Ownership for 2002-2015; WRDS Subsidiaries 2023

NBER patent database (before 2002);
manual searches of SEC lings (before

2002)
Patents EPO PATSTAT Global 2016 USPTO PatentsView 2023
Pre-grant patent applications - USPTO PatentsView 2023
Patent reassignments - USPTO PatentsView 2023
Scienti ¢ publications Clarivate Web of Science Core Collection =~ OurResearch OpenAlex 2023
2017

Notes This table presents a comparison of the data sources used in DISCERN 1.0 and DISCERN 2.0.
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4.3.1 Corporate Data

The DISCERN dataset includes publicly-traded rms headquartered in the United
States. We choose to focus on these rms for two main reasons. First, there is rich data
available for publicly-traded rms that is unavailable for privately-held rms. Second, pub-
lic rms account for the bulk of R&D investment and are responsible for producing most
patents and scienti ¢ papers in the U.S® By focusing on publicly-traded U.S. rms, we
0 er a coherent and harmonized dataset that can be seamlessly integrated with other data
sources, such as nancial statements and stock market performance.

We construct our rm panel using data from Standard & Poor's Compustat dataset,
updated to 2021 (Standard & Poor's, 2022). Compustat is a comprehensive database that
provides detailed nancial and market information on all U.S. publicly-traded rms.

Compustat has several limitations that make it very hard to match it to other datasets
at scale. The rst limitation is that Compustat does not provide the full history of rm
names over time. When a rm changes its name, Compustat updates all historical records
to re ect the new name, making it di cult to match patents and publications to rms that
have undergone name changes. This is because patent and publication records typically
retain only the original rm name at the time of ling or publication. For example, when
Google changed its name to Alphabet, linking the historical Google patents to Alphabet
was impossible without accounting for the name change. To address this issue, we com-
plement the Compustat data with information on rms' historical names from The Center
for Research in Security Prices (CRSP) U.S. Monthly Stock dataset (Center for Research
in Security Prices, 2022). By incorporating historical name data, we manually account
for name changes and ensure that patents and publications are correctly linked to their
corresponding rms in the Compustat database.

The second challenge is limited information on corporate structure (subsidiaries) and

changes in structure over time. To capture the dynamic nature of corporate ownership

6 See J. Bessen and Wang (2024) for details regarding the concentration of corporate R&D investments.
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structures, we incorporate mergers and acquisitions data from the SDC Platinum database
(Securities Data Company Platinum, 2022). SDC Platinum provides comprehensive infor-
mation on global M&A transactions, including the identities of the acquiring and target
rms and the date of the transaction. By integrating this dataset into DISCERN, we can
accurately track changes in corporate ownership over time and ensure that patents and
publications are attributed to the appropriate parent company. This is particularly impor-
tant for cases where a rm acquires another company with a substantial patent portfolio
or research output. Failing to account for such acquisitions could lead to an underestima-
tion of the acquiring rm's innovation activities and an overestimation of the target rm's
output as a standalone entity.

For subsidiaries, we have transitioned to using Securities and Exchange Commission
(SEC) lings data as our primary source of ownership linkages. We obtain ling data from
Wharton Research Data Service (2023). This dataset contains ownership relationships for
rms ling with the SEC between 1995 and 2022 To overcome the challenge of identi-
fying subsidiaries over time, we used the GVKEY-CIK Link Table from WRDS to map a
company's unique identi er in Compustat (GVKEY) to all the historical CIKs under which
it submitted lings to the SEC. % WRDS data o er two clear advantages over the Orbis
ownership data (Bureau van Dijk, 2018) used in the original DISCERN. First, the data
coverage begins in the mid-1990s, compared to Orbis, whose coverage starts in 2002 and

becomes comprehensive only in 2008. Second, WRDS relies on companies' o cial reports

7 These relationships are parsed from exhibits attached to various ling types (10-K, 10-Q, etc.), but rely
primarily on Exhibit 21, Subsidiaries of the Registrant, led as part of Form 10-K. Exhibit 21 lists all existing
signi cant subsidiaries owned by the company—either directly or indirectly through another subsidiary—
including (a) their names and (b) their jurisdiction of incorporation.

8 A CIK is a unique 10-digit identi er that the SEC's computer system assigns to individuals and corpora-
tions who le disclosure documents with the SEC. When a company's legal status changes—or in other sit-
uations involving corporate restructuring, spin-offs, bankruptcies, or mergers and acquisitions—companies
might start reporting under a different CIK number.

9 SEC lers often change their legal company names and other identi cation information, such as CIK,
CUSIP, and exchange ticker symbol. For example, COOPER INDUSTRIES INC, a manufacturer of electrical
lighting and wiring equipment, led annual reports with the SEC under both CIK 0000024454 (during 1993-
2001) and CIK 0001141982 (during 2003-2011) before being acquired by EATON CORP in 2012.
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of signi cant subsidiaries, thus ensuring a higher degree of reliability® Similar to the UO
extension, DISCERN 2.0 includes both subsidiaries that patent and subsidiaries that do

not patent.

4.3.2 Patent Data

The rst version of DISCERN sourced patent data from PATSTAT, a proprietary global
patent dataset maintained by the European Patent O ce (EPO). For DISCERN 2.0, we
shifted our patent data source to the USPTO's PatentsView dataset. Initiated by the
USPTO's O ce of the Chief Economist in 2017, PatentsView o ers comprehensive data
access to datasets of granted U.S. patents from 1976 and pre-grant applications from 2001.
The inclusion of pre-grant applications in DISCERN allows for additional use cases that
were not possible in the earlier version. Importantly, the transition to PatentsView allows
researchers to freely obtain the patent data from a dedicated websité:

In addition to matching patents, we provide a match to assignees in the USPTO's
Patent Assignment Dataset (Graham et al., 2018, PAD)!? The PAD contains detailed
information on roughly 10 million patent assignments and other transactions recorded at the
USPTO between 1970 and 2022, a ecting about 9 million patents and patent applications.
The dataset captures various types of transactions, including initial employer assignments,
reassignments between rms, security interest agreements, mergers, name changes, and
government interest statements.

By incorporating the PAD into DISCERN, we expand the extent of our patent match
and the scope of possible analyses. First, we can now identify and link patents to rms
in our data even if those patents were not initially assigned to these rms. This allows

us to capture a more comprehensive set of patents associated with each rm. Second,

10 The names of particular subsidiaries may be omitted from Exhibit 21 if the unnamed subsidiaries, consid-
ered in the aggregate as a single subsidiary, would not constitute a “signi cant subsidiary” as of the end of
the year covered by the 10-K report.

11 USPTO PatentsView, available at http://www.patentsview.org.

12 For more information, see the Patent Assignment Dataset at www.uspto.gov/ip-policy/economic-
research/research-datasets/patent-assignment-dataset.
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the PAD enables us to track changes in the ownership of individual patents over time.
These changes in patent ownership provide valuable insights into the transfer of intellectual
property rights between entities beyond the rm-level ownership changes that result from

mergers and acquisitions.

4.3.3 Scienti ¢ Publication Data

We transitioned to OpenAlex as our source of data for scienti ¢ publications. The
rst version of DISCERN used Clarivate's Web of Science (WoS) Core Collection as the
source of scienti ¢ publication data. OpenAlex is an alternative to WoS that recently
became available to researcherS. It is based on Microsoft's launch of the Academic Graph
(MAG) in 2016. In contrast to the curated nature of WoS, the MAG team used Al tools
to collect and parse scienti ¢ publication data from online sources (Wang et al., 2020). In
May 2021, Microsoft terminated the Academic Services project and ceased development of
MAG (Microsoft Academic, 2021). Following the termination, OurResearch, a non-pro t
organization, decided to continue and expand the MAG project as OpenAlex (Priem et al.,
2022). To date, OpenAlex holds over 209 million works, including journal articles, books,
datasets, conference proceedings, and theses, about half of which have a DOI. For current
data, the OpenAlex team sources data from the Crossref dataset (Hendricks et al., 2020),
along with other sources. To date, the OpenAlex dataset is the largest openly available
source for publication and citation data.

Author a liations in scienti ¢ publications do not easily match rm names. In recent
years, projects like the Global Research Identi er Database (GRID) (Hook et al., 2018) and
the Research Organization Registry (ROR) have attempted to match author a liations in
scienti ¢ publications with persistent identi ers. 4 GRID, created by Digital Science in
2014, started as a publicly-available dataset but discontinued future public releases in 2021.

Subsequently, ROR, a community-led free registry of worldwide research organizations, was

13 For more information, see the OpenAlex Dataset documentation at docs.openalex.org.

14 For more information, see the GRID Dataset at www.grid.ac and the ROR Dataset at www.ror.org.
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launched in 2019 through a collaboration between the California Digital Library, Crossref,
and DataCite. While these datasets are important for linking scienti ¢ outputs to funding
and research organizations, they have limitations when studying corporate scienti ¢ publi-
cations. Both GRID and ROR represent the current landscape of organizations and do not
provide information on historical ownership changes, which is problematic given the con-
stantly evolving nature of rms. As a result, the structure of these datasets is better suited
for the relatively stable organizational structure of research institutions such as universities

rather than the dynamic landscape of corporate entities.

4.4 Sample Construction
4.4.1 Firm Panel

To construct the rm panel, we start with Compustat North America records obtained
through Wharton Research Data Services (WRDS) on May 28, 2022. We exclude nancial
services rms, rms listed on Canadian stock exchanges, and rms headquartered outside
the United States from the dataset. We select companies with active records and positive
R&D expenses for at least one year during our sample period, 1980-2021.

Accounting for name changes

To accurately link patents and scienti ¢ publications to their relevant rm and nan-
cial records at their issuing date, we cannot rely solely on the most recent company name
provided by Compustat. Compustat uses a Global Company Key (GVKEY) as the unique
identi er for each company, but it only records the most current name without any infor-
mation on previous names. Company names may change over our sample period due to
general name changes, mergers, acquisitions, reverse takeovers, and company restructuring
not accompanied by an ownership change. Accordingly, a company with a hame change
without a corresponding change in its GVKEY may lead us to incorrectly assign the record
to its most recent owner for the complete sample period when relying on the Compustat

WRDS le. 1> Without historical ownership information, we cannot correctly link patents

15 For example, in 2000, the publicly-traded rm Monsanto merged with Pharmacia & Upjohn to form Phar-
macia Corporation ("New Pharmacia"). While Monsanto's record name on Compustat changed retroactively,
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and scienti ¢ publications to their relevant rm and nancial records at their issuing date. 16

To address this issue, we link our Compustat records to the CRSP Monthly Stock
le, which provides historical company names and unigque identi ers (PERMNOSs) for each
month a security was traded. We assign each rm name a unique identi er (ID_NAME), a
start year, and an end year based on the trading dates. We then use the CRSP/Compustat
Merged Database - Linking Table to link each PERMNO to the appropriate Compustat
GVKEY. This process requires extensive manual work due to multiple GVKEYs associated
with a single PERMNO, multiple PERMNOs related to the same rm name, and di erences
in coverage between CRSP and Compustat for early sample years. We add missing rms
from Compustat with an adjusted PERMNO code and manually check for their historical
names whenever possible. Furthermore, we perform manual checks and corrections on the
name list, distinguishing companies with similar names and aggregating parent companies
and their majority-owned publicly-traded subsidiaries. Accounting for all historical names
signi cantly improves the accuracy and scope of the matches across various databases and
the linkage to relevant nancial data, as about 30% of Compustat rms in our sample have
more than one name.
Standardizing rm names and identi ers

To standardize company names across databases, we employ a series of cleaning and
normalization steps. First, we convert all strings to uppercase characters and remaove non-
alphabetic characters, Compustat-related indicators (e.g., -OLD, -NEW, -CL A), common
words (e.g., THE), and extra spaces. Next, we standardize abbreviations and legal enti-

ties using a list of over 80 abbreviated words matched to their various original words. For

its GVKEY stayed the same. Relying on the most recent Compustat record nhame post merger could incor-
rectly lead us to assign Pharmacia's patents pre-merger to Monsanto's GVKEY.

16 There are different reasons behind name changes. For example, name abbreviations (e.g., “MINNESOTA
MINING AND MANUFACTURING” changed its name in 2002 to “3M"), mergers, acquisitions (e.g., in 2005
AT&T CORP was acquired by SBC COMMUNICATIONS INC (GVKEY 009899), which in turn changed its
own name to “AT&T INC"), and reverse takeovers (e.g., in 1993 the private company Dentsply International
Inc acquired the public company GENDEX CORPORATION (GVKEY 013700) in a reverse takeover and be-
came publicly-traded under the “DENTSPLY INTERNATIONAL INC” name and the original GVKEY), as
well company restructuring not accompanied by an ownership change (e.g., GOOGLE restructuring as AL-
PHABET).
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example, variations of LABORATORIES are all abbreviated to LAB. We also identify
common abbreviations used by companies instead of their o cial names, such as IBM for
INTERNATIONAL BUSINESS MACHINES CORP and GE for GENERAL ELEC-
TRIC CO. Additionally, we include the names of prominent R&D laboratories a liated
with companies, such as BELL LABS, as they often appear alongside the parent company
name in publication a liation data.

To track companies over time, we use PERMNO_ADJ as our main rm identi er
instead of Compustat's GVKEY. PERMNO_ADJ builds on the original CRSP PERMNO
code with two adjustments. First, when a single GVKEY has multiple PERMNO codes, we
use the rst related PERMNO code. Second, we manually create a PERMNO_ADJ code
for Compustat rms that do not appear in the CRSP Monthly Stock le due to coverage
di erences. These adjustments allow us to consistently track companies over time, even
when they undergo ownership changes or other accounting changes that result in multiple
GVKEYs.

In our sample, about 30% of Compustat rms have more than one name. Accounting
for all historical names signi cantly improves the accuracy and scope of the matches we
perform across various databases as well as the linkage to relevant nancial data.

Mergers and Acquisitions

To account for changes in rm ownership throughout the sample period due to mergers,
acquisitions, and spin-o s, we rely on SDC Platinum's M&A data. We download detailed
information on acquirer and target rm names, CUSIPs, deal types, execution dates, and
percentage of shares owned after each transaction. We exclude asset or business unit ac-
quisitions and focus on deals involving a change in ownership that resulted in majority
ownership (50% of shares or more) for the acquirer. Execution dates de ne the years a
target rm begins or ends being owned by an acquirer. We match each deal's target and
acquirer rm to our list of Compustat rms using both CUSIP numbers and all related
historical names, as the information is recorded by SDC at the time of acquisition. We

retain deals where both the acquirer and the target rms are matched to a Compustat rm
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in our samplel’

We perform dynamic linking of rm names to PERMNO_ADJ based on SDC's M&A
data, indicating for each rm name identi er, ID_NAME, the rst and last year when the
name is relevant for a PERMNO_ADJ. M&A reassignment includes up to ve reassign-
ments per name over the sample period and one additional reassignment before it became
publicly-traded, if relevant (i.e., if it was a subsidiary of another Compustat rm in our
sample before its IPO). We complement our work with extensive manual case analyses for
data validation, which is highly time-consuming but important for accuracy.'®
Subsidiaries

We incorporate subsidiary data from WRDS to supplement the Compustat database,
which does not link parent companies to subsidiaries. The WRDS Subsidiary Data contains
ownership relationships for rms ling with the U.S. Securities and Exchange Commission
(SEC) between 1995 and 2022, primarily relying on Exhibit 21 of Form 10-K. To identify
subsidiaries over time, we use the GVKEY-CIK Link Table from WRDS to map a par-
ent company's GVKEY to all the historical CIKs under which it submitted lings to the
SEC. This approach allows us to dynamically allocate subsidiaries to UO rms based on
subsidiary-GVKEY links and the mapping of GVKEYs to PERMNO_ADJ.

The WRDS data o er two advantages over the Orbis ownership data used in DISCERN

1.0. First, the data coverage begins in the mid-1990s, compared to the early 2000s for

17 An example of the complexities that might arise due to M&A and restructuring is DowDuPont. In 2017,
the two largest publicly-traded chemical companies, Dow and DuPont, merged. The combined company
was renamed DowDuPont. In 2019, less than two years after its formation, the company dissolved, and three
publicly-traded spin-offs were formed: the materials science division Dow, the specialty products division
DuPont, and the agriculture division Corteva. The dynamic nature of our data traces these companies from
two separate pre-merger entities, to the merged entity DowDupont, to the three spin-off companies. Track-
ing the evolution of Dow and DuPont requires extensive research which goes beyond the systematic match
between SDC and Compustat.

18 M&A are tightly linked to name changes (in fact, we use name changes as an indicator for a potential
M&A, which may or may not be covered in SDC. For example, in September 2016, both EMC and the sub-
sidiary it had acquired in 2014, VMWARE, were acquired by DELL. Post-acquisition, DELL was reorganized
with DELL TECHNOLOGIES as the parent company and DELL-EMC and VMWARE as the main business
divisions. The reformed DELL TECHNOLOGIES INC went public in 2018. It spun off its remaining stake
in VMWARE in 2021. As part of our strategy to aggregate publicly-traded subsidiaries under their parent
rm, even though VMWARE has been independently traded since 2007, we aggregate it under EMC from
its acquisition in 2004 until DELL acquired both companies, and then we dynamically move both companies
under DELL.
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ownership links in Orbis. Second, WRDS relies on companies' o cial reports of signi cant
subsidiaries, ensuring a higher degree of reliability. DISCERN 2.0 includes both subsidiaries
for UO rms that patent and subsidiaries for UO rms that do not patent. The updated
sample of subsidiary names is related to 4,726 UO rms. We standardize subsidiary names
using the same code as used for UO rm names for matching subsidiary names to patents
and scienti ¢ publications.
Accounting Panel

We aggregate the data to the parent company (UO)-year level. The DISCERN 2.0 rm
panel includes both rms that patent and rms that do not patent, allowing researchers to
select the analysis subsample that best ts their research needs. A rm enters the panel once
it is publicly-traded and remains in our data until the end of the sample period unless it is
acquired, dissolved, or taken private. We link the PERMNO_ADJ of a parent company to
Compustat GVKEYs and dynamically match PERMNO_ADJ to GVKEYs for cases where
there are changes in Compustat identi cation numbers over the sample period. All the
rms in our rm panel have at least three consecutive years of active records in Compustat
and at most a gap of ve years of inactive Compustat records. Our nal estimation sample
consists of an unbalanced panel of 8,036 UO rms and 111,083 rm-year observations. The
update added 716 new UO rms and extended the time coverage of 1,710 rms compared
to DISCERN 1.0.%°

A detailed description of the sample construction process is provided in Appendix C.1.

4.4.2 Scienti ¢ Publication Matching Procedure

To match scienti ¢ publications to rms in our database, we start by extracting a lia-
tions from the OpenAlex dataset, which we obtained in August 2023. Rather than relying
on the disambiguated a liations provided by OpenAlex, which can su er from limited cov-

erage and potential inaccuracies, we choose to work directly with the raw a liation strings.

19 Due to data limitations, subsidiary data includes only subsidiary names recorded in WRDS starting in
1994. As a result, the aggregation of subsidiary patents and publications to the parent rm may be less
complete and accurate prior to 1994.
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This approach allows us to capture the full breadth of available a liation information and
provides a clean slate for our subsequent matching e orts.

The OpenAlex dataset contains over 81 million unique a liation strings. To focus our
e orts on a liations most likely to be associated with rms, we rst use regex lters to
remove a liations associated with universities, colleges, national institutions, and other
non- rm entities. This step signi cantly reduces the number of a liations to about 20
million.

To process this still-large dataset and extract clean rm a liations, we implement an
extraction procedure that utilizes a large language model (LLM). We prompt the model with
each author a liation and parse the model's output to identify rm mentions. To handle
potential errors in the model's output, we employ a veri cation procedure that checks if
the extracted rm name appears in the original a liation string and feeds low-con dence
matches to a second model for scoring.

The above procedure, combined with name standardization and additional regex clean-
ing, condenses the list of unique a liations from 20 million to 3.2 million cleaned names.
We then match these cleaned names to our list of ultimate owner and subsidiary names
using exact matches and term-frequency-inverse document frequency (TF-IDF) approxi-
mate matches, which are then manually screened. Lastly, we associate publications with
the correct rm identi ers based on their publication date.

In total, this process yields 513,910 unique author a liation strings that match to
4,365 ultimate owner rm names, collectively associated with 962,764 distinct scienti c
publications between 1980 and 2021. Among these publications, a digital object identi er
(DOI) is available for 889,156.

A detailed description of the process for cleaning author a liation names, running the

TF-IDF matching, and validating with the LLM is provided in Appendix C.2.
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4.4.3 Patent Matching Procedure

Granted Patents

To match granted patents to rms, we begin by extracting raw assignee names from the
USPTO PatentsView database. We clean and standardize these names through a series of
steps, including converting to lowercase, removing special characters, standardizing common
company su xes (e.g., replacing corp, corporation, and compan with standardized
abbreviations), and grouping assignees that share the same letter sequence.

Next, we employ TF-IDF algorithms to identify potential matches between the cleaned
assignee names and our lists of rm and subsidiary names. We run three variants of the
algorithm: word-based, n-gram based, and a nearest neighbor TF-IDF that accommodates
minor typos and variations. By combining the results of these approaches, we generate a
set of candidate rm matches for each assignee name.

We then validate these potential matches using a combination of manual review and a
large language model (LLM). The LLM is used to score the likelihood of a match between
an assignee and a rm, allowing us to automatically Iter out low-con dence matches. For
the top 300 patenting rms, we conduct additional manual searches to identify any rare or
distinctive name variations.

In total, this process yields 40,739 unique assignee strings that match to 5,679 ultimate
owner rm names, collectively associated with 1,871,040 distinct granted patents between
1980 and 2021.

Detailed methodology for cleaning assignee names, running the TF-IDF matching, val-
idating with the LLM, and incorporating reassignment data is provided in Appendix C.2.
Pre-grant Patent Publications

In addition to granted patents, we also match pre-grant patent publications to rms.
Pre-grant publications, available from the USPTO since 2001, provide information on patent
applications that may not eventually be granted and are important for studying rms'

innovation in more recent years where grant data may be truncated. We follow similar
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cleaning, standardization, and matching steps as described for granted patents, leveraging
the validated granted patent matches to inform the pre-grant matching. One key di erence
is that for pre-grant publications, we use the application ling date as the relevant date for
matching, as opposed to the grant date used for granted patents.
Patent Reassignments

We match rms to the USPTO Patent Assignment Dataset (PAD) to capture patent
reassignments after the initial grant. The PAD includes tables for assignees, assignors, and
assignment details, linked by unique identi ers. We exclude initial employer assignments,
focusing on subsequent transfers. Assignee and assignor names are cleaned and standardized
using the same procedures as the main patent matching. We then leverage the matches
from the granted patent data to identify corresponding entries in the PAD tables. This

allows us to track the movement of patents between rms over time.

4.4.4 Sample Description

Table 4.3 provides summary statistics at the rm level. Overall, DISCERN 2.0 includes
data about 8,036 ultimate owner rms. Among them, 5,679 rms have at least one as-
sociated patent and 4,365 have at least one associated scienti ¢ publication. The average
rm in our sample is publicly-traded for 13.8 years within our sample years (1980 to 2021).
Firms vary considerably in their nancial characteristics, including the level and intensity
of investments in innovation. Appendix Table C.1 compares non-patenting to patenting
rms and non-publishing to publishing rms. On average, rms that patent and publish
are considerably larger and are active for more years.

Figure 4.1 provides an analysis of the patents in the sample that changed ownership
between UO rms across the sample years. After accounting for truncation, we nd that
about 20% of patents change ownership. For smaller rms, this gure is even higher. We
also nd variation across industries: in healthcare, we nd a higher occurrence of ownership
changes than in other industries, such as high-tech and manufacturing. The high rate of

ownership changes demonstrates that accounting for dynamic ownership is critical for a
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Table 4.3: Firm-Level Descriptive Statistics

Variable N Mean SD Min p25 p50 p75 Max

All ultimate owner rms

Number 8,036

Active years 8,036 13.8 10.3 2 6 10 19 42
Assets ($mm) 8,036 1,079.1 7,718.3 0 14 59 274 365,419
Sales ($mm) 8,036 805.9 5,158.4 0 7 40 213 199,697
R&D expenditures ($mm) 8,036 42.4 300.2 0 1 4 18 10,717
R&D intensity 8,036 7.7 80.3 0 0 0 0 3,853
Market value ($mm) 8,036 1,550.7 11,741.7 0 19 72 376 416,881
Patenting rms

Number 5,679

Avg patents / year 5,679 12.6 78.9 0 0 1 4 3,623
Avg total patents 5,679 329.1 2,875.8 0 4 14 55 152,165
Publishing rms

Number 4,365

Avg publications / year 4,365 9.0 58.0 0 0 1 4 2,112
Avg total publications 4,365 230.1 2,049.7 1 3 12 46 88, 697

Notes This table presents descriptive statistics of the DISCERN 2.0 dataset.

wide range of use cases, such as calculating patent stocks, di erentiating between internal
and external citations, and studying the separation between the production of innovation

and its commercialization.

4.5 Stylized Facts

We aggregate the data in the DISCERN 2.0 sample at the year level to present several
stylized facts about the evolution of corporate publishing and patenting from 2010 to 2020.
We consider heterogeneity across elds and industries. We also present trends in industry-

university collaborations.

4.5.1 Recent Trends in Corporate Publishing and Patenting

We nd a steady increase in raw annual counts of corporate scienti ¢ publications, as
presented in Figure 4.2A. The number of annual publications slowly increased throughout
the decade, peaking at over 40,000 publications in 2020. The number of annual patents
signi cantly increased in the rst few years of the 2010s, stabilized during 2014-2018, and

peaked at close to 90,000 patents in 2019. Comparing the two main types of outputs from
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FIGURE 4.1: Rates of Patent Ownership Change Between UO Firms

Notes:This gure presents the percentage of patents in DISCERN 2.0 that experience an ownership
change between two UOs within the sample years. The time window is limited to 1980-2005 to
avoid early truncation. In Panel A, rms are split based on the mean sales across the sample years.
In Panel B, industries are determined based on data provided by Fama and French (2023).

corporate innovation in 4.2B, we nd the relative rate of scienti ¢ publishing to be declining
in the rst half and stable in the second half of the last decade?’

The increases in the raw counts of publications (patents) would be expected if pub-
lishing (patenting) rms got bigger over time. The dotted lines in Figures 4.2C and 4.2D
present normalized annual counts of publications by publishing rms' total sales and total
assets, respectively. Similarly, the solid lines present normalized annual counts of patents
by patenting rms' total sales and total assets, respectively. In general, the publication
rate (per million dollars in sales) has declined in the rst half of the last decade and has
grown since about 2018. Conversely, the patenting rate has grown in the rst half of the
decade and declined since about 2015. Interpreted together, the trends depicted in Figure
4.2 suggest our rst stylized fact: the overall decline in corporate science has largely halted.

Appendix Tables C.2 and C.3 list the leading publishing and patenting rms (by the

count of publications and patents, respectively) in six select elds. The tables indicate

20 Note that the spike in the ratio in 2020 is due mostly to a reduction in patent grants in that year. This
reduction can be an outcome of reduced productivity in grant approvals by the USPTO due to COVID-19.
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FIGURE 4.2: Trends in Corporate Scienti ¢ Publications and Patents, 2010-2020
Notes This gure presents annual trends in corporate scienti ¢ publications and patents in the
DISCERN 2.0 dataset between 2010 and 2020. Panel A presents raw counts. Panel B presents
the ratio of publications to patents. Panel C standardizes the counts using total annual sales and
presents them relative to the 2010 values. Panel D standardizes the counts using total annual assets
and presents them relative to the 2010 values. Note that the sales and assets are only considered
for publishing and patenting rms, respectively.
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that corporate R&D in these elds is highly concentrated in a small set of rms, which are
mainly large, established multinational corporations. The highest concentration is observed
in quantum computing, where the top three rms account for 71.7% of corporate publica-
tions and 74.1% of corporate patents from the top 20 rms, respectively. The second-highest
concentration is in Al, where the top three rms' shares represent 54.2% and 57.4%. Impor-
tantly, the same rms tend to dominate both publishing and patenting, within and across
elds. For example, IBM is #1 or #2 in publishing and patenting in all six elds. Microsoft

is #1 or #2 in publishing and patenting for quantum computing and Al, and in the top 20
for semiconductors, robotics, and telecommunications. Similarly, Alphabet Inc is #3 or #4

in publishing and patenting for quantum computing and Al, and in the top 20 for robotics.

4.5.2 Heterogeneity Across Fields and Industries

Within the broader trends, signi cant heterogeneity may exist across elds and indus-
tries. Figure 4.3 disaggregates the overall trends by focusing on six speci ¢ scienti ¢ and
technological elds. There is a sharp increase in the publication rate (per million dollars
in sales) in quantum computing, Al, and robotics. Concurrently, there is a sharp increase
in the patenting rate in these emerging elds. However, in more mature elds, such as
telecommunications, semiconductors, and nanotechnologies, we observe a fall in the pub-
lication rate. This pattern is consistent with the view that corporate science is especially
important in emerging elds. Once technologies mature, corporations no longer need to
rely on their internally produced science for continued growth.

Figure 4.4 disaggregates the overall trends by main industry using the classi cation of
SIC4 industries from Fama and French, 2023. We observe signi cant heterogeneity across
industries. In consumer goods and manufacturing, the publication rate was about the same
at the end of the decade as in 2010. In high-tech, the publication rate generally declined,
with DISCERN rms producing only about 85% as many publications per million dollars
of sales in 2020 as in 2010. Conversely, in healthcare, the publication rate increased, with

DISCERN rms producing about 130% as many publications per million dollars of sales
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FIGURE 4.3: Trends by Field, 2010-2020

Notes This gure presents annual trends in corporate scienti ¢ publications and patents per mil-
lion dollars in sales in speci ¢ elds between 2010 and 2020. For scienti ¢ publications, elds are
determined based on speci ¢ OpenAlex keywords. For patents, elds are determined based on
speci ¢ patent classes. Sales are total sales across all publishing and patenting rms, respectively.

in 2020 as in 2010. This suggests thatecent increases in corporate publishing are driven
mostly by a relative increase in publishing in the healthcare industry.

The patenting trends are somewhat di erent. In consumer goods and manufacturing,
the patenting rate has increased substantially over the decade, by about 50% and 80%,

respectively. Conversely, in high-tech and healthcare, it has experienced a modest decline.
4.5.3 Trends in Industry-University Collaborations

Figure 4.5 presents trends in industry-university collaborations. Panel A indicates that
the share of corporate publications coauthored with academics a liated with educational

institutions has increased from about 50% in 2010 to 65% in 2020This is true for both
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FIGURE 4.4: Trends by Main Industry, 2010-2020

Notes This gure presents annual trends in corporate scienti ¢ publications and patents in dif-
ferent industries between 2010 and 2020. Industries are based on Fama and French (2023) link
between SIC and ve main industries (“Other” not presented). Sales are aggregated at the indus-
try level.

large and small rms, indicating that the increased collaboration is not simply a function of
slack nancial resources. Panel B further shows that even though industries have followed
similar trends in industry-university collaborations, the level of collaboration is lower in
manufacturing than in consumer goods, high-tech, and healthcare. This is consistent with

university science being furthest from corporate science in manufacturing.
4.6 Conclusion

This paper introduces DISCERN 2.0, a new dataset that enables researchers to study
the evolution of corporate innovation in recent years. Building upon the original DISCERN

dataset (Arora, Belenzon, & Sheer, 2021a), DISCERN 2.0 incorporates several key improve-
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FIGURE 4.5: Industry-University Collaborations, 2010-2020

Notes This gure presents the percentage of corporate publications in DISCERN 2.0 that are co-
authored with academics af liated with educational institutions. In Panel A, rms are split based

on the mean sales across the sample years. In Panel B, industries are determined based on data
provided by Fama and French (2023).

ments. First, it transitions to using open data sources, namely the USPTO's PatentsView
database for patents and the OpenAlex dataset for scienti ¢ publications, enhancing acces-
sibility for researchers. Second, it extends the coverage to 2021, providing six additional
years of data crucial for analyzing emerging trends. Third, it relies on SEC lings as the
primary source of subsidiary data, enabling the tracking of ownership linkages back to the
mid-1990s with improved reliability. Finally, it expands the scope to include pre-grant
patent applications and reassignment information.

Leveraging the new dataset, we document several stylized facts about corporate inno-
vation from 2010 to 2020. We nd that the overall decline in corporate science has largely
halted, driven primarily by increased publishing in the healthcare industry. This uptick is
concentrated in emerging elds like Al, quantum computing, and robotics, while mature
elds have seen declines. We also observe a continued rise in scienti ¢ coauthorship between
rms and universities.

DISCERN 2.0 unlocks numerous opportunities for future research in economics, strat-
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egy, innovation, and adjacent elds. As the world witnesses the rapid advancement of
transformative technologies, we hope are dataset will be instrumental for understanding
their impact on rm strategies, market dynamics, and economic growth. Researchers can
leverage DISCERN 2.0 to investigate how rms adapt their R&D e orts in response to
technological opportunities and competitive pressures, and how these decisions shape inno-
vation outcomes and industry evolution. Moreover, by providing a long-term perspective
on the changing landscape of corporate innovation, DISCERN 2.0 will facilitate the study

of how rms' engagement with science and technology evolves over time.
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5. Who Pays for Scienti ¢ Training in the United
States—and How Does it Affect the Size and Shape of
the Scienti c Workforce?

This chapter is based on joint work with Daniel Gross and Hansen Zhang. All authors

have contributed equally.
5.1 Introduction

High-skill workers are the backbone of the U.S. and global innovation system (R. R.
Nelson & Rosenberg, 1993). Scienti cally-trained workers are an especially important input
to modern innovation, which is increasingly organized around the discovery and commercial
application of new science (e.g., Mans eld, 1991; D. C. Mowery & Sampat, 2006; Rosenberg
& Nelson, 1994). In 2021, the U.S. produced 32,000 doctoral graduates in the physical
sciences, life sciences, and engineering a nearly sevenfold increase since 1960, more than
tripling the population growth rate over the same period (ProQuest, 2023). Despite debate
over whether doctoral programs produce too few or too many PhDs (e.g., Cyranoski et al.,
2011), there appears to be consensus that the size of the scienti ¢ workforce is important
to the rate of scienti ¢ and technological advance (Bloom et al., 2020; Jones, 2009; R. R.
Nelson & Phelps, 1966).

One factor limiting the number of scienti cally-trained workers is cost. Doctoral training
is expensive. In addition to tuition and administrative overhead, students need funds to
support both their research and living expenses costs which generally add up to several
hundred thousand dollars. Though once a domain for the independently wealthy (Bush,
1945), PhD training in the U.S. is now heavily subsidized. Institutional funds typically
provide only part of this subsidy; a diverse ecosystem of public, private, and non-pro t
organizations also funds doctoral training. Relatively little is known about this ecosystem,
what it funds, and how it has changed over time, as well as what its impacts are on the
number of PhD scientists produced and in what elds questions which are rst order to

the rate and direction of scienti ¢ progress.
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We answer these questions using new data on the organizations funding doctoral educa-
tion at U.S. universities in the physical sciences, life sciences and engineering over the past
75 years, which we collect from PhD dissertations. We present new facts on funders of U.S.
doctoral training, including who the top funders are, what subjects they support, and trends
over time. We nd both stability and changes, such as the large share of graduates with
U.S. government support (about 40% since 1980, down from 50% in the 1960s), the falling
share supported by the Department of Defense and rising share by the National Institutes of
Health, and changes in the top industries and rms where the largest funders have shifted
from the chemical, to oil, to pharmaceutical industries and from rms like Du Pont to IBM,
Intel, and Google. We show that funders have subject matter priorities related to agency or
commercial objectives. Using a shift-share instrumental variable strategy exploiting varia-
tion in the subjects each agency funds and uctuations in the total number of graduates it
supports, we show that government funding has a large e ect on PhD production: funding
an additional 100 dissertations increases PhD production by 80-90 graduates, suggesting
public funding signi cantly grows the scienti ¢ workforce and only modestly overlaps with
PhD training that would have taken place otherwise. We further show that these e ects
have decades-long consequences for the size and shape of the (PhD-educated) U.S. scienti ¢
workforce.

In addition to facts, a second contribution of this paper is data. To our knowledge, no
prior e ort has produced comprehensive, long-run, systematic data on U.S. PhD graduates'
sources of nancial support at this level of granularity. Because federal agencies (and other
funders) run their own research-funding programs, no centralized source for PhD funding
data exists, creating challenges in systematically studying the level and e ects of public
and private investments in doctoral training. Though modern surveys like the National
Science Foundation's (NSF) Survey of Graduate Students and Postdoctorates in Science and
Engineering (GSS) provide data on enrolled graduate students' sources of nancial support,
these data are limited in three ways: rst, they measure students rather than graduates

and all graduate students rather than doctoral students; second, they aggregate sources of
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support into coarse categories and only individually measure a few speci ¢ (government)
funders; and third, they are too recent to study long-run patterns.

Dissertation text presents an unconventional opportunity for systematic measurement:
they are required of every graduating doctoral student, typically include an Acknowledg-
ments section thanking research sponsors, and are broadly available. These acknowledg-
ments are primarily what we use to compile information on who supports U.S. scienti ¢
training, though we also draw information from elsewhere in a dissertation, such as curricu-
lum vitae. An independent, exible source like author-written acknowledgments is useful
not only due to its ability to capture the wide variety of potential funders, but also the
diverse forms this support can take, from part-time employment or fellowship funding to
in-kind support like computer time. We obtain dissertation text from a combination of
ProQuest Dissertations & Theses Global and institutional repositories, and we develop a
carefully-designed procedure using natural language processing and large language models
to identify sources of support acknowledged in each dissertation, categorize them, and con-
solidate them. Our sample approximates the universe of dissertations led in the U.S. in
the hard sciences (physical sciences, life sciences and engineering) since 1950. We vali-
date our sample against the Survey of Earned Doctorates (SED), an annual census of U.S.
PhD recipients, and our measures against independent data, such as a list of NSF graduate
research fellows.

We proceed as follows. The rest of this section connects our work to previous research,
particularly on U.S. federal investments in doctoral training. In Section 5.2 we provide
context for this paper. Section 5.3 describes our data sources for dissertation acknowledg-
ments and describes how we extract information on dissertation research sponsors from
them. Section 5.4 presents a preliminary analysis of these data. Section 5.5 discusses these

results and concludes.
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5.2 Institutional Background

University research in the U.S. today is supported by a broad range of funding streams,
the largest of which is federal funding which in 2020 accounted for over half of university
R&D expenditures. Alongside nearly $50 billion of federal spending on university research
in 2021, state and local governments and rms each sponsored nearly $5 billion of research,
and institution-provided funds the remainder (M. T. Gibbons, 2022). An important share of
this funding goes toward supporting scienti ¢ trainees e.g., via fellowships, assistantships,
or tuition support.

The current scale and distribution of funding for university research and training is a
product of the postwar era. Prior to World War Il, academic research was severely resource-
constrained, and when funded was supported by philanthropic foundations or industry, with
limited public funding outside of agriculture. Support for training was even more meager,
limiting who could partake in the scienti ¢ enterprise. As Bush (1945) noted in Science,
The Endless Frontier, Higher education in this country [was] largely for those who have
the means ... with few exceptions those without the means of buying higher education go
without it.

The achievements of science and technology in the war (e.g., Gross & Sampat, 2023)
drove a major postwar expansion of research policy. After the war ended, several federal
agencies picked up the extramural research investments that the wartime O ce of Scienti ¢
Research and Development (OSRD) left behind when it was decommissioned: O ce of
Naval Research (and later other military o ces) absorbed military contracts, the Atomic
Energy Commission (AEC) nuclear work, and the National Institutes of Health (NIH)

medical research- These government agencies funded both basic and applied R&D at

1 Throughout this paper, we reference government agencies with their acronyms. In our analysis, we group
up federal agencies to their ultimate parents, which are: the Departments of Commerce (DOC), Defense
(DOD), Energy (DOE), Health and Human Services (HHS), Interior (DOI), and Transportation (DOT); En-
vironmental Protection Agency (EPA); National Aeronautics and Space Administration (NASA); National
Science Foundation (NSF); Department of State (STATE); and Department of Agriculture (USDA). Where ap-
propriate, we associate defunct historical agencies to their modern descendants (e.g., AEC is mapped to DOE,
and HEW to HHS).
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rms and universities. The NSF, created in 1950, was explicitly established to support
basic research and training at universities. In 1958, the launch of Sputnik triggered the
enactment of the National Defense Education Act, which provided a new source of fellowship
funding, and the creation of NASA, which funded university research and education as well.
In the meantime, corporate funding for research and graduate training also began to grow,
especially by rms in the burgeoning defense and pharmaceutical industries.

The institutional arrangement that emerged after the war has essentially persisted to
the present, with changes in distribution across across funders (due to the expansion of the
NIH, rm turnover, and growth of new philanthropic foundations). A de ning feature of
modern funding for graduate training is, in turn, how di use its sources are. One casualty is
that no single, centralized source for data on PhD funding exists (historically or at present)
for understanding how support for graduate trainees a ects rst-order outcomes like who
becomes a scientist or what science gets done. A key goal of this paper is to address this

measurement gap.

5.3 Data

Our rst goal is to create systematic measures of PhD funders that can span univer-
sities, elds, funders, and time. Because there is no survey or mechanism under which
this information has been collected before, we turn to a new source: doctoral dissertations.
Creating these measures requires three steps: (i) building a sample of dissertations, (i)
obtaining their full text, and (iii) processing that text to extract, harmonize, and classify

research funders.
5.3.1 Building a dissertation sample

Our main data source is ProQuest Dissertations & Theses Global (PQDT). For nearly
a century, ProQuest has been acquiring and re-publishing dissertations of U.S. PhD grad-

uates. Its dissertation collection has since been digitally catalogued and includes extensive

metadata on each dissertation (e.g., the author, institution, degree earned, title, and sub-
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ject).?

At the time of extraction, the PQDT universe contained nearly six million global dis-
sertations, spanning various degree levels (both master's and doctoral) and elds of study,
including the physical and life sciences, engineering, humanities, and social sciences. We
focus our attention on doctoral dissertations at U.S. institutions in natural sciences since
1945. To do so, we crosswalk students' self-reported subjects (as provided in the PQDT
data) to 17 SED major elds which are typically considered natural sciences and restrict
our sample to dissertations that map to these elds® Our nal sample contains 1,148,292
dissertations from 1945 to 2020.

To evaluate the completeness of our data, we compare annual PQDT dissertation counts
to SED counts in these elds. Figure 5.1 shows that PQDT (the blue bars) tracks the SED
(red line) closely to the late 2000s. Even when they diverge slightly post-2005 (possibly due
to changes in PQDT's sample, eld labeling, or lags in measurement), PQDT still captures
>90% of the SED. Appendix Figure D.1 disaggregates this comparison to individual elds
and nds similar patterns at the eld level. Together, these comparisons suggest that our
dissertation sample (from PQDT) closely tracks the underlying population (SED), building

con dence in the sample.

5.3.2 Obtaining dissertation text

An important feature of PQDT is that, in addition to metadata, it also has dissertations'
full text. Dissertation structures have for many decades followed a standard publishing
template speci ed by ProQuest, and most dissertations have an Acknowledgments section,

where authors thank funders and other supporters. These acknowledgments are a crucial

2 pQDT data have been used in a range of recent research in the science of science and economics of innova-
tion (e.g., Antman et al., 2023; Arora, Belenzon, Zhang, et al., 2023; Bikard et al., 2015; Buf ngton et al., 2016;
Jiang et al., 2023; Toole & Czarnitzki, 2010, among others).

3 Our focal major elds are: agricultural sciences and natural resources, biological and biomedical sciences,
and health sciences (belonging to the broad eld “life sciences”); physics and astronomy, geosciences, atmo-
spheric sciences, and ocean sciences, and chemistry (belonging to “life sciences”); computer and information
sciences and mathematics and statistics (belonging to “mathematical and computer sciences”); and aerospace,
aeronautical, and astronautical engineering, bioengineering and biomedical engineering, chemical engineer-
ing, civil engineering, electrical and electronics engineering, industrial and manufacturing engineering, ma-
terials science engineering, mechanical engineering, and other engineering (belonging to “engineering”).
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FIGURE 5.1: ProQuest vs. SED Dissertations in the Hard Sciences, by Year

Notes Figure shows annual PQDT dissertation counts in the physical and life sciences and
engineering (blue bars) and SED counts (red line) for comparison, from 1958 (the rst year of
the SED) to 2020.

resource for this paper: they provide an opportunity to systematically measure sources of
PhD student support. Even when an acknowledgments section is missing, funders tend to
be mentioned in the biography section of the dissertation or in footnotes of the text. Access
to the full text of dissertations allows us to identify these cases regardless of where they are
mentioned in the text.

Though PQDT provides the full text for most modern dissertations, this is not always
the case historically, for two reasons. First, some early dissertations were indexed citation-
only. Second, until recently, dissertations were stored on micro Im, not all of which has yet
been digitized. Using ProQuest document numbering, we can determine how a dissertation
was indexed and whether full text may be available from PQDT. In Figure 5.2, we plot
these frequencies over time. Though early dissertations were primarily indexed citation-
only, by the mid-1960s, more than 90% of dissertations have full-text indexing. In principle,
this set should be an upper bound to an obtainable full-text sample. In practice, not all
such dissertations have yet been digitized. Figure 5.3 shows this, plotting the annual share

of dissertations for which full text is available from PQDT, by eld. Between 1950 and
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1990, the observable full-text share of dissertations is around 30-40% in all elds. This rate

discretely jumps in 1990, 1996, and 2000 and holds near 100% thereatfter.

FIGURE 5.2: ProQuest Dissertations by Indexing Category

Notes Figure shows the annual share of PQDT dissertations in our sample that ProQuest
identi es as having been indexed full-text (i.e., ProQuest received metadata [author, title,
subject, etc.] and a full copy of the dissertation), abstract-only (metadata plus abstract), or
citation only (metadata only).

Of the 1.15 million dissertations in our sample, we have full text for 846,992 (73.8%).
Gaps are not necessarily a problem for our analysis, provided there are no systematic
di erences; as long as the availability of full text is as good as random, the data can be
used to produce representative estimates. A key question is then: what explains why
some dissertations have full text available and others do not? According to ProQuest, this
variation is a result of (i) di erences in indexing methods (Figure 5.2) and (ii) idiosyncratic
variation in which dissertations have been retrieved from micro Im. Diagnostic testing is
similarly reassuring on several dimensions, one of which is visible in Figure 5.3: full-text

availability does not vary di erentially across elds. #

4 Probing more deeply, we have found that university-year xed effects can explain most (nearly 90%) of the
variation in indexing category (Figure 5.2)—re ecting that full-text vs. citation-only indexing may be a result
of agreements between ProQuest and these universities—but that they explain a substantially lower fraction
(65%) of the variation in the observed availability of full text (vis-a-vis the digitized set, per Figure 5.3) and
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FIGURE 5.3: ProQuest Dissertations with Full Text Available, by Field

Notes Figure shows the annual share of PQDT dissertations for which we have access to full
text: the subset of full-text indexed dissertations (Figure 5.2) which were stored electronically
or have been digitized from their original physical storage medium (micro Im).

5.3.3 Identifying dissertation sponsors

With this sample in hand, we then search dissertation text for acknowledged research
sponsors. In most cases, these acknowledgments appear in a dedicated Acknowledgments
section near the beginning of the dissertation. Figure 5.4 provides an example from the
dissertation of lan Buck, a 2005 Stanford University Computer Science graduate who de-
veloped the precursor to NVIDIA's CUDA computing platform during his PhD studies and
is now a senior executive at NVIDIA. This example presents a large number and range of
sponsors and illustrates the variation that exists in the data. Though Buck provides a thor-
ough accounting in a formal acknowledgments section, in some cases authors acknowledge
funders throughout their dissertation.

To exibly identify research sponsors across this corpus, we develop a pipeline that lever-

ages natural language processing tools and large language models (LLMsPur procedure

only slightly more than university and year xed effects alone (50%), which indicates residual idiosyncrasy.

5 A more detailed description of our methodology, including the LLM prompts we use, and our approach
to consolidation and data linking, is provided in Appendix D.1.1. Here we provide an abridged summary.
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FIGURE 5.4: Example Dissertation Acknowledgment

Notes This gure is a section of a funding acknowledgement from lan Buck's dissertation
(Buck, 2005).

takes the following steps. First, we partition each dissertation into sentences and identify
acknowledgment sentences. To isolate potential acknowledgment sentences, we applied
a rule-based string matching approach by splitting the text into sentences (using NLTK's
Punkt Sentence Tokenizer; Bird et al., 2009) and identifying sentences with tokens such
as fund, grant, thank, and so on. This procedure tags roughly 92 million potential
acknowledgment sentences.

We next identify named entities within these sentences, classify entities into sectors,
and identify the type of support and grant identi ers (where provided), using the recent
open-source LLMs Solar 10.7B and Smaug 34B (D. Kim et al., 2023; Pal et al., 2024). We
established a procedure that uses the LLM to verify that a sentence acknowledges support
from an external entity, identify the supporting entities, categorize them by organization
and support type, and record grant and contract identi ers where applicable. We used the
VLLM Python package (Kwon et al.,, 2023) and the LM format enforcer (Gat, 2023) for
e cient batch inference and to ensure the model produces a well-structured JSON schema.
The LLM output indicates that 11 million of our potential acknowledgment sentences (12%)
indeed acknowledged support or were part of a biography section. Among all sentences, the
LLM extracted 9.3 million mentions of organizations (4 million unique), with 4.8 million of
these mentions originating from sentences classi ed as support or biography.

We then consolidate named entities (accounting for name and spelling variants by group-
ing them together) and link them to external rm registries. We consolidate extracted enti-

ties using the Smaug 34B model and match them with the Research Organization Registry
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(ROR) and Wikidata to disambiguate institution names and obtain external identi ers.
5.3.4 Example

Table 5.1 demonstrates the performance of our procedure on the acknowledgment text
in Figure 5.4. Each row is an extracted funder, and the columns report the name, sector,
type of support, and the associated ROR organization (where matched to ROR; otherwise
blank). Comparing the text to the rst three columns of this table, we nd that our

algorithm correctly extracts all entities by name and classi es them into the correct sectors

and type of support.

Table 5.1:Example extraction of acknowledged funders for lan Buck (Figure 5.4)

Entity Name Entity Type Support Type ROR Organization

DARPA government funding Defense Advanced Research Projects Agency
DOE federal agency funding United States Department of Energy

ASC unknown funding -

NVIDIA private company funding NVIDIA

ATI private company funding Advanced Micro Devices

Stanford School of Engineering academia fellowship -

NVIDIA private company fellowship NVIDIA

Notes: Table lists organizations identi ed in the text in Figure 5.4 as dissertation funders using our
LLM-based procedure and provides their links to ROR. The LLM associates ATI with Advanced Micro
Devices (AMD) because ATI Technologies was acquired by AMD in 2006.

5.3.5 Validating the results

We validate this approach by comparing the extracted entities to a manually-processed
random sample of 500 dissertations, for which we meticulously identi ed funders by hand.
Figure 5.5 compares the share of this sample with government, non-pro t, and rm funding
according to our manual and automated procedures. For this exercise, we include all funders
identi ed by the automated approach, regardless of whether they match to an external
(ROR) identi er, which casts a broader net. The results show a substantial degree of
similarity, suggesting the LLM-based approach approximates manual extraction techniques.
Although the LLM-based approach identi es somewhat more funders than manual methods,
the measurement grows much more aligned when we restrict the comparison to include only
organizations we can match to ROR.

We undertake two additional validation exercises. In Appendix D.1.3, we collect data on

all NSF graduate research fellowships (GRFs) awarded since the beginning of the program,
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FIGURE 5.5: Comparison of Manual and LLM Entity Recognition

Notes Figure compares manual and automatic entity recognition from dissertation texts. The
gure shows the percentages of dissertations acknowledging funding support by organiza-
tion type for a sample of 500 dissertations by classi cation source. Note that a dissertation
can acknowledge support from multiple organization types.

link awardees to PQDT, and evaluate how many of these graduates acknowledge NSF
support in their dissertations. In Appendix D.1.4 we use data from NSF's annual Survey
of Graduate Students and Postdoctorates in Science and Engineering (GSS) to compare (i)
the share of PQDT PhD graduates by eld and year with support from speci c U.S. federal
agencies, as measured through dissertations, against (ii) the share of GSS-enrolled graduate
students at doctorate-granting institutions reporting support from these agencies. These
validation exercises are broadly supportive of our measurement approach: we are able to
identify, through dissertation text, the majority of NSF GRF awardees who are present in
PQDT as being NSF-supported, and our measured agency funding rates at the eld x year
level correlate strongly with rates reported in the GSS (despite their somewhat di erent
samples; see Appendix D.1.4 for discussion). Evidence from these exercises does suggest
that our approach may undercount funded dissertations; follow-up testing reveals this is

due to dissertations under-reporting their funding sources rather than our methodology.

5.4 Results
5.4.1 Sources of funding for scienti c training

Figure 5.6(A) shows the share of dissertations supported by di erent types of orga-

nizations from 1950 to 2020. In 2020, approximately 45% of dissertations in our sample
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acknowledged outside support. U.S. federal agencies are the most common funders, sup-
porting nearly 40% of dissertations. Roughly 13% of dissertations are supported by non-
pro t organizations, and 7.5% by private rms. These patterns have changed substantially
over time; government support increased rapidly in the 1950s and 1960s, peaked around
1967-1968, retracted in the 1970s, and stabilized (at 35%) in 1980. It has since modestly
recovered (2000 onward). Non-prot and rm support has also uctuated. The share of
dissertations supported by rms, for example, peaked at 15% in the late 1950s, declined to
near zero in the 1970s, and has currently settled in between.

Figure 5.6(B) disaggregates these patterns by broad eld. Disaggregation reveals that
government support was traditionally especially high in the physical sciences and engineer-
ing, but has since been largely equalized across broad elds. Non-pro t support is somewhat
higher in the life sciences, and rm support in engineering, though these patterns have also
uctuated. Firms, for example, supported 25% of dissertations in the physical sciences in
1960 which follow-up analysis indicates was led by Du Pont in chemistry but only 5%
today; Conversely, non-pro ts supported 10% of dissertations in the life sciences in 1980
and fund 20% today®

Table 5.2 lists the top 20 funders by sector and their associated number of dissertations.
The National Science Foundation (NSF), National Institutes of Health (NIH), Department
of Energy (DOE), and various o ces of the Department of Defense (DOD) rank high on this
list, as do the National Aeronautics and Space Administration (NASA) and Department of
Agriculture (USDA). Top non-prot funders include academic societies and philanthropic
foundations. The top rms tend to be large, research-intensive, multinational corporations.
IBM and Intel top this list, but the most represented industries are the chemical, oil & gas,
and pharmaceutical industries, indicating that many major corporations in high-tech man-
ufacturing industries invest in developing highly-trained researchers who might augment
the stock of relevant knowledge or can contribute directly to their future R&D e orts as
potential future employee researchers.

Figures 5.7 and 5.8 drill into federal funding agencies, grouping federal funders into

parent agencies and focusing on the four largest government supporters of PhD training:

6 Appendix Figure D.4 presents corresponding counts of supported dissertations for 2005-2020 (as opposed
to shares, which Figure 5.6 provides). One interesting pattern is the spike in funding for computer science
and statistics from all sources starting in 2017—coinciding with surging enrollment in this eld.
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FIGURE 5.6: Funding of Doctoral Dissertations, by Organization Type (1950-2020)

Notes Figure shows the share of PhD graduates supported by U.S. Federal Government agencies, rms,
and non-pro t organizations over time. Panel (A) presents overall results. Panel (B) presents results by
broad eld (physical sciences, life sciences, mathematical and computer sciences, and engineering).

NSF, HHS, DOD, and DOE. Figure 5.7 characterizes the share of graduates in each of
17 major elds funded by these agencies. NSF provides relatively even support across
subjects (except for health sciences, as a result of NSF's prioritization of basic science)
and is an especially large sponsor of students in geological (i.e., earth, atmospheric, and
ocean) sciences. Other agencies have a clear mission focus. HHS, for example, funds a
large fraction of trainees in biological and health science and biomedical engineering, but
few in other elds. DOD is the country's largest funder of aerospace engineering PhDs
and a large supporter of engineering more broadly. DOE emphasizes physics, chemical
engineering, and materials science engineering. Though not shown, similar patterns are
present for other agencies. For example, USDA is a major sponsor of agricultural sciences;
DOT, of civil engineering; and NASA, like DOD, of aerospace engineering.

Figure 5.8 shows how this support has varied over time. The common pattern across
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Table 5.2: Top 20 Funding Organizations, by Sector

Federal Government Firms Non-pro t
Name N Name N Name N
National Science Foundation 143063 IBM 3978 Sigma Xi 5497
National Institutes of Health 73147 Intel 2389 American Heart Association 4255
United States Department of Energy 31996 DuPont 2189 Howard Hughes Medical Institute 4146
National Aeronautics and Space Administration 24356 General Electric 1547 American Cancer Society 3009
Of ce of Naval Research 15211 Dow Chemical 1529 Geological Society of America 2596
United States Department of Agriculture 15023 Merck 1502 Ford Foundation 2573
United States Department of Health and Human Services 14261 Chevron 1486 Robert Wood Johnson Foundation 2394
United States Department of Defense 14177 ExxonMobil 1478 Welch Foundation 2281
Defense Advanced Research Projects Agency 9428 Google 1308 American Chemical Society 1603
United States Air Force Of ce of Scienti ¢ Research 9155 Microsoft 1300 Commonwealth Fund 1490
Environmental Protection Agency 8606 P zer 1256 Rockefeller Foundation 1367
National Cancer Institute 7337 EliLilly 1234 W. M. Keck Foundation 1245
United States Department of Education 7234 General Motors 1076 National Geographic Society 1176
National Oceanic and Atmospheric Administration 7008 Procter & Gamble 1065 David and Lucile Packard Foundation 1164
United States Army Research Of ce 6822 Ford Motor Company 1002 Andrew W. Mellon Foundation 1035
United States Public Health Service 5939 Monsanto 953 American Association of University Women 951
United States Air Force 5145 Boeing 941 Gordon and Betty Moore Foundation 924
National Institute of General Medical Sciences 4638 Texas Instruments 888 Electric Power Research Institute 883
United States Agency for International Development 4285 Shell 887 March of Dimes 864
United States Department of State 3856 3M 850 W.K. Kellogg Foundation 858

Notes Table lists the top 20 government, non-pro t, and commercial funders of dissertations in our sample
as measured by our LLM-based procedure, along with their number of funded dissertations. Government
funders listed in this table are presented as originally extracted to illustrate their range, but are consolidated
into ultimate parent agencies in the analysis (e.g., defense agencies are grouped up to the U.S. Department
of Defense (DOD); the National Cancer Institute is grouped into the National Institutes of Health, which is

in turn grouped up to the U.S. Department of Health and Human Services; etc.).

most agencies is that their support for PhD training peaked in the late 1960s and in many
cases has not recovered. The share of graduates which we identify with NSF support peaked
in the mid-1960s at 20%, after which it steadily declined for thirty years. Though by the
late 2010s it had largely recovered, it remains below historical levels. HHS likewise peaked in
the 1960s at around 15% of graduates, declined for twenty years, and then slowly recovered,
returning to 1960s levels only around 2010. DOD and DOE show sharply di erent patterns:
DOD investment in PhD training is now half of 1960s levels (down from 10% to 5% of
graduates); conversely, whereas DOE supported 1-2% of students pre-1975, it has supported
roughly 5% every year since.

This evidence indicates that the mix of federal sponsors of PhD training has changed,
especially the mix of mission sponsors. Together with the evidence that di erent agencies
fund di erent kinds of science, the results suggest declining public investment in elds like

physics and engineering, and increasing public investment in biomedical sciences.
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Panel (A): NSF Panel (B): HHS

Panel (C): DOD Panel (D): DOE

FIGURE 5.7: Major Fields' Share of Graduates Supported by Select Federal Agencies

Notes Figure shows the share of PhD graduates in individual major elds supported by each agency
listed (NSF, HHS, DOD, DOE), illustrating differences in subject matter priorities across agencies.

5.4.2 Effect of government funding on PhD production

When federal research funding programs expand, does PhD production grow? If so,
how much? To evaluate this question, we relate eld-level annual PhD production to the

number who acknowledge federal support. Formally, we estimate the following relationship:

PhdGraduates = b SponsoredDissertatiops- a; + ¢ + #; (5.1)
wherej and t index elds and years, anda; and ¢ are associated xed e ects. We estimate

this speci cation in levels and logs to evaluate counts and elasticities.

An important potential limitation is that this relationship may be confounded by un-
observed factors. For example, PhD funding may target elds with high scienti ¢ po-
tential, which attracts general enrollment which would lead to overstating the e ect of
federal funding on PhD production. Conversely, the funding federal agencies might seek
to pull more students into elds that are important to their missions when they are un-

dersubscribed, in which case the estimated relationship between federal funding and PhD
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Panel (A): NSF Panel (B): HHS

Panel (C): DOD Panel (D): DOE

FIGURE 5.8: Share of All Graduates Supported by Select Federal Agencies Over Time

Notes Figure shows the share of PhD graduates supported over time by each agency listed (NSF, HHS,
DOD, DOE), illustrating long-run changes in these agencies' investments in PhD training.

production might be understated.

To overcome this challenge, we use a shift-share design to construct an instrument
for sponsored dissertations (e.g., Borusyak et al., 2022; Goldsmith-Pinkham et al., 2020),
exploiting agencies' annual number dissertations supported (the shift) and each eld's share
of agency dissertations in a base period (the share). This design exploits the variation
in Figures 5.7 and 5.8 the combination of which creates variation in federal support in
each eld over time. For example, changes in total DOD and NIH research funding will
(ostensibly) have di erent e ects on aerospace engineering vs. biology. This is the variation

that drives econometric identi cation.
Concretely, we (i) calculate eld j's share of sponsored dissertations from each funding

agencyk in a base periodtp; (ii) interact it with the (actual and leave-one-out) number of
funder k's sponsored graduates irt; and (iii) take the sum across fundersk PK to produce

a eld-speci c predicted number of sponsored dissertations in each eld-yeait:

Sponsor{adDissertatiopsz ’ wj Dissertationg; (5.2)
kPK
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wherewj, is the share of graduates funded by agendyin the base period andDissertationg;
is the number of dissertations funded by agenck in year t, alternatively computed as a

leave-one-out variant (excluding eld j), Dissertation%j. For this analysis, we examine

17 major elds (the ones shown in Figure 5.7) and restrict our sample to the 50 years of

1970 to 2019. We take three approaches to de ning the base period for computingy:

in our preferred approach, we calculate shares for agendy in year t by averaging over
the previous ten years, and in robustness checks we calculate shares from 10 and from

t = 197Q For this exercise, we also condense our set of funding agenckego the twelve
largest funding agencies and an other agencies category, and to ensure we do not double-
count dissertations with multiple federal sponsors we reallocate dissertations with multiple
funding agencies to a multiple agencies category.

We thus estimate Equation (5.1) by ordinary least squares (OLS) and two-stage least
squares (2SLS), in level and logged speci cations, with unadjusted and leave-one-out in-
struments, and with three approaches to measuring the instrument (vis-a-vis how shares are
computed). Our main results are presented in Table 5.3, where the instrument is computed
using prior decade average shares (results for alternative constructions are statistically sim-

ilar; see appendix). Columns (1) to (3) estimate outcomes in levels, and Columns (4) to

(6) in logs (where we regres$n(PhDGraduate} on In(Sponsor{edDissertatiom)s In each
such sequence, we proceed from OLS, to 2SLS with a full-sample instrument, to 2SLS with

a leave-one-out instrument.
We nd that federal funding has a very large impact on PhD production. For every

new PhD funded by the federal government, roughly two new PhD graduates are produced
(Column 1). This result is statistically similar when estimated by OLS or 2SLS, where the
instruments have very large predictive power. That this estimate is greater than 1 could
re ect two possibilities. One is that federal funding crowds in other investments in PhD
training; the other is that our data and methods undercount federally-sponsored disser-
tations, leading to overestimated e ects. For example, if there are latently two federally-

funded dissertations for every one we observe, then a completely measured sample would

7 The nal list of federal funding agencies for this exercises is DOC, DOD, DOE, DOI, DOT, EPA, HHS,
NASA, NSF, USDA, and the Departments of Education and State, to which we add a category for all other
agencies and a category for dissertations funded by multiple agencies.
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have a regressor with twice the observed magnitude and B of half the magnitude (i.e.,

b  1). Columns (4) to (6) indicate that a doubling of federally-funded dissertations yields
85-90% more PhD graduates. These results are similarly stable across approaches; more-

over, because natural logs are scale invariant, our estimation in logs is una ected by any

potential undermeasurement that may a ect the magnitudes ofb in previous columns.

Table 5.3: Effects of Federal Funding on PhD Production

PhDs produced Ln(PhDs produced)

Y ) ®3) 4) ®) (6)
oLs 2SLS 2sLS oLs 2SLS 2SLS

Govt-funded PhDs 2.077**  2,029**  2.026***

(0.029) (0.031) (0.033)
Ln(Govt-funded PhDs) 0.829***  0.907***  (0.909***

(0.027) (0.019) (0.020)

N 850 850 850 850 850 850
R? 0.99 0.95 0.95 0.99 0.86 0.86
F-stat 1890.58 725.88 564.66 512.19
Field FEs Y Y Y Y Y Y
Year FEs Y Y Y Y Y Y
Leave-out Y Y

Notes Table estimates the relationship of annual PhD production in individual
major elds to government-funded PhD graduates in those elds. Columns (1)
and (4) estimate this relationship by OLS, and the remaining columns by two-
stage least squares, using a shift-share instrument as described in the text. All
speci cations include xed effects for eld and year, and the estimation sample
covers the post-1970 period. *, **, *** represent signi cance at the 0.1, 0.05, and
0.01 levels, respectively. Robust SEs in parentheses.

5.4.3 Long-run effects on the scienti ¢ workforce

Changes in public investment in PhD training have the potential for long-lasting e ects:
many newly-minted PhDs will remain in their PhD elds for the rest of their careers.
Because careers are long, forces that shape scienti ¢ training (like funding patterns) could
potentially impact the size and capabilities of the scienti ¢ workforce for many years after.

To evaluate whether investments in scienti c training a ect the long-run size and com-
position of the scienti ¢ workforce, we turn to the NSF's Survey of Doctorate Recipients
(SDR) a biennial survey of persons with a science or engineering doctoral degree from a

U.S. institution. We speci cally study the 2019 edition, which sampled roughly 120,000
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doctoral degree-holders around 10% of the estimated population of 1.15 million (NCSES,
2021), the vast majority of whom are living and working in the United States. Based on this
sample, the SDR public data provide (imputed) population counts of doctorate-holders by
eld and period, which are measured in ten year intervals pre-1970 and ve year intervals
thereafter. We crosswalk degree elds to the SED major elds we have used throughout
our analysis, and then merge the SDR data with our PQDT-based measures of dissertation
funding. The result is a dataset of PhD cohorts by eld and year, with PhD graduates
since 1960, as seen in 2019. With the combined dataset, we can examine how the past 60
years of government support relates to the size of the modern workforce.

To do so, we adapt Equation 5.1 to estimate the relationship between the number of
SDR scientists (in 2019) from a given eld and cohort to the number of publicly-funded
graduates in the eld and time period they graduated. As before, we use a shift-share
instrument to identify causal e ects. We construct several variants of this instrument: our
primary variant uses shares from the previous period, and in secondary approaches we apply
shares from two periods prior and by averaging shares for the last two periods. We also
develop leave-one-out variants.

Table 5.4 presents results in analogous format to Table 5.3. Put briey, we nd signif-
icant long-run e ects of public investment in doctoral training on the size of the scienti c
workforce a result which is likely a mechanical continuation of its e ects on PhD produc-
tion. The e ects are directionally similar to but modestly attenuated compared to Table
5.3, potentially due to attrition from the workforce over time or incomplete sampling in the
SDR. We provide several robustness checks in Appendix D.2.3, where we nd consistent
results using (i) di erent variants of the instrument, and (ii) a di erent sample derived from
NSF's National Register of Scienti ¢ and Technical Personnel (NRSTP), an e ort in the
1960s to produce a census of U.S. technical workers and which directly measures a much

larger share of the PhD-holding population.
5.5 Discussion

There are several implications of these ndings. First, who funds scienti c training
determines what scientists get trained and in what elds, and in turn what science is
done. Second, investments in PhD training have long-run e ects. These two insights are

fundamental to understanding the science-based innovation system today as a product

138



Table 5.4: Effects of PhD Funding on the Future Scienti ¢ Workforce in 2019

Cohort size in NRSTP Ln(Cohort size in NRSTP)

1) @) 3) ) ®) ©)
oLS 2sLs 2sLs OLS 2SLS 2SLS

Govt-funded PhDs 1.374%*  1.321** 1.234%***

(0.282) (0.296) (0.295)
Ln(Govt-funded PhDs) 0.382**  0.506***  0.500***

(0.097) (0.177) (0.189)

N 154 154 154 140 140 140
R? 0.92 0.57 0.56 0.96 0.16 0.16
F-stat 563.73 227.61 58.46 53.99
Field FEs Y Y Y Y Y Y
Year FEs Y Y Y Y Y Y
Leave-out Y Y

Notes Table estimates the relationship between the size of the scienti ¢ workforce

in 2019 and the number of government-funded PhD graduates over the previous

six decades. Unit of observation is a PhD cohort in 2019 (de ned at the degree

eld x graduation period level, where periods are measured in ten year inter-

vals pre-1970 and ve year intervals post-1970), and the outcome is the number

of PhD-holding scientists in 2019 who graduated in these ve and ten year win-

dows. Columns (1) and (4) estimate this relationship by OLS, and the remaining

columns by two-stage least squares, using a shift-share instrument as described in

the text. All speci cations include xed effects for eld and year. *, **, *** represent

signi cance at the 0.1, 0.05, and 0.01 levels, respectively. Robust SEs in parenthe-

ses.
of past choices. Forward-looking funders may wish to be cognizant that investments in
graduate training not only support current research, but will also shape science decades
into the future. In addition, the fact that public funding expands the supply of PhDs,
rather than crowding out other sources, suggests increased funding can be used to address
shortages of scienti ¢ expertise in strategic areas. Finally, our work highlights the value of
using novel data sources like dissertations to overcome measurement challenges and shed
light on important yet understudied features of higher education and science.

The evidence that nancial support a ects PhD production raises many more questions
for future research. Atthe top of our list is representation in science. Science was historically
an exclusionary institution on the basis of its high barriers to entry, especially vis-a-vis the
high cost of training (Bush, 1945). Several federal graduate fellowship programs have been
designed to broaden participation in science such as NSF graduate fellowships or National

Defense fellowships (under the National Defense Education Act), both of which encouraged
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a broad geographic distribution. An outstanding question is whether these programs (or
others) had the intended e ect. Linking our data on graduate support to other resources like
historical or modern census data, it is also possible to study characteristics of bene ciaries
(e.g., parental income and education) and evaluate whether expansions in federal funds for
PhD training enabled students from lower-income or otherwise underrepresented families
to pursue scienti c careers.

Other guestions also remain. How does the level or source of funding change students'
research or career trajectories? Are some elds or institutions higher-return targets for
public funding than others? At what point do decreasing returns set in? How do direct
nancial versus in-kind support vary in their e ects? And, ultimately, why is PhD training
so expensive and how might costs be contained? Answers to these questions will await

the future.
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6. Conclusions

This dissertation has explored several key aspects of how rms engage with and bene t
from scienti c research, shedding light on the complex interplay of internal and external
factors that shape their R&D strategies. | argue that rms' participation in science is in u-
enced by a combination of rm-speci ¢ characteristics, such as the strength of their patent
portfolios and commercialization capabilities, as well as the broader innovation ecosystem,
particularly the responsiveness of the academic community to their scienti ¢ contributions.
The ndings contribute to our understanding of the relationship between intellectual prop-
erty protection, corporate investment in science, and innovation outcomes, highlighting the
various channels by which these elements interact to drive rms' research activities and the
resulting bene ts they derive from engaging in open science.

Chapter 2 examines the impact of patent protection on rms' subsequent investments
in scienti ¢ research. The ndings suggest that reduced patent protection leads rms to de-
crease subsequent investments in related scienti ¢ research, indicating that rms' scienti c
research is directly tied to their inventive and commercialization activities. This mirrors
early formulations by Bush (1945) and Teece (1986) viewing science as a direct input into
innovation. Moreover, the results suggest that patents and commercialization capabilities
act as substitutes rather than complements. The e ect of patent protection on rms' own
science is stronger when markets for technology are thin and the focal rm cannot easily
commercialize by trading with other rms. These ndings shed light on the conditions
under which patent protection incentivizes corporate investment in scienti ¢ research.

Chapter 3 examines how rms bene t from external research that builds upon their own
scienti ¢ publications. The ndings suggest that follow-on research by academics unrelated
to the rm drives the rms' subsequent R&D investments, patenting outcomes, and hiring
of scientists. These ndings highlight an indirect bene t of participating in science the
ability to in uence the direction of public research in ways that generate useful knowledge
spillovers back to the rm (Cockburn & Henderson, 1998; Hicks, 1995). In addition to

providing valuable inputs, follow-on research can also serve to validate the quality of a rm's
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internal science, which is especially important when uncertainty is high. 1 nd the e ects are
stronger for technological leaders possessing complementary assets and those operating in
nascent elds. Overall, the results suggest that by strategically revealing internal knowledge
(Henkel, 2006), rms can shape the scienti ¢ landscape to their advantage, enabling them
to bene t from the scienti c community's expertise and the division of innovative labor in

the ecosystem (Arora & Gambardella, 1994).

Chapter 4 introduces DISCERN 2.0, a comprehensive dataset on U.S. publicly-listed
rms' patents and scienti ¢ publications. Building on the original DISCERN dataset
(Arora, Belenzon, & Sheer, 2020), version 2.0 incorporates key improvements in data
sources, temporal coverage, subsidiary and ownership tracking, and inclusion of patent
applications and reassignments. Using this rich dataset, | document several new facts
about the evolution of U.S. corporate innovation since the Great Recession, including a
stabilization of the overall decline in corporate publishing, driven primarily by the health-
care industry; an uptick in corporate publications since 2018 concentrated in speci ¢ elds
like Al, quantum computing, and robotics; and a continued rise in rm-university scienti c
co-authorship. These ndings shed light on the shifting role of large corporations in the
U.S. innovation ecosystem and highlight the importance of granular, high-quality, rm-level
data for studying the drivers and implications of corporate engagement in science.

Chapter 5 provides evidence on the organizations that fund scienti ¢ doctoral training
in the United States and how their investments shape the size and composition of the sci-
enti ¢ workforce. Using new data collected from the acknowledgments of nearly one million
doctoral dissertations over the past 75 years, | document the major sources of support for
PhD training, their subject matter priorities, and how the funding landscape has evolved
over time. Leveraging a shift-share instrumental variable strategy, | show that uctuations
in government funding for training have large e ects on the number of PhDs produced in
di erent elds, and that these e ects persist for decades in the composition of the scienti ¢
workforce. The results imply that who funds research training increasingly the federal

government, but also private and non-pro t sources plays an important role in determin-
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ing the rate and direction of scienti ¢ progress. More broadly, this paper demonstrates how
unconventional data sources like dissertations can be leveraged through modern natural
language processing tools to provide new insights into the workings of scienti ¢ ecosystems

and innovation systems.
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Appendix A. Appendix to Chapter 1
A.1 Analytical Framework

Consider a rm that has made a scienti ¢ discovery and is deciding on investment in
follow-on research. Follow-on research enhances the value of the initial discovery. Specif-
ically, the value of discovery isvr, where r is the follow-on research andv indexes the
quality of the discovery. The fraction of the value that the rm captures is represented
by f (X, m), % ¥ 0;% ¥ 0, where X represents protection from the patent on the initial
discovery, andm represents the rm's commercialization capability. If there is a market for

technology, the rm may also license the innovation to a buyer with superior commercial-

ization capability.
A.1.1 Baseline Model

Let P(r;X,m,q) be the prot of the inventor, P = vrF (X, m) %crz, where c is the

cost of one unit of follow-on research. The optimal level of follow-on research, is given by

VF (X, m . . .
(c)' If the e ective patent protection declines from X to X x, follow-on research

will fall: 2

B _ VvBE(Xm) (A1)
Bx c BX

The fall in follow-on research is smaller for rms with greater commercialization capability

if commercialization capability m and patent protection X are strategic substitutes (i.e., if

BE_ () and greater otherwise. Formally,

Br _ VBF(X x,m) BZF(X,m)n
BxBm ¢ BxBm BXBm

0 (A2)

Equation A2 formalizes the intuition that if patent protection is more valuable to smaller

rms with weaker commercialization capability, then follow-on research by smaller rms

1 Galasso et al. (2013) argue that trade in patents invented by individuals may also be driven by differences
in ability to enforce patents.

2|n equation A1, we are evaluating the derivative of F(X x,m) atx = 0, and shall do so throughout.
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will respond more to changes in patent protection. If commercialization capability is a

strategic complement for patent protection, then the reverse will be true.

A.1.2 Commercialization with Market for Technology (MFT)

The rm commercializes internally if the value from internal commercialization exceeds
the value any potential buyer can derive from the invention, net of transaction costs. That
is, the invention will be licensed or sold to another rm if net gains from trade are positive.
Denote by the subscript0 the buyer representing the highest gains from trade. The value
to the buyer is vrF (X, mp), where mg is the buyer's commercialization capability. Lett
represent transaction costs, including the cost of transferring tacit know-how in the transfer
and any costs due to imperfect contracting. We assume transaction costs are proportional
to the value of the invention.® Ignoring potential rent-dissipation from product market
competition, the gains from trade are simplyvrt(1 t)F(X,mg) F(X,m)u. The inventor
licenses if(1 t)vrF (X,mp) ¥ vrF (X, m). Let m (X, m) represent the minimum level of
commercialization capability of the buyer such that gains from trade are non-negative. That
is, (1 t)F(X,m)= F(X,m)

If the inventor appropriates 1 ¥ | ¥ 0 share of the gains from trade, its payo from
licensing is as follows:

#
vrF(X,m)+ lvrt(1 t)F(X,mg) F(X,m)u if mp¥ m

Expected payo = P =
P Pay vrF (X, m) otherwise

When the inventor decides on its follow-on investment, there is uncertainty regarding the
value of future investments for potential buyers. Formally, we assume thamg is a random

variable with distribution function G(mg). The expected pro ts are:

3 It is plausible that these costs are higher when patent protection is narrower (e.g., Arora (1995, 1996) and

Bt . .
Lee (2023)) so thata o 0. This effect tends to amplify the response of follow-on research to patents.
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»l 2
P=wE(X,m+Ivr t(1 t)F(X,mo) F(X,mudG %
m
2 » (A3)
VrA 5 where A = F(X,m)+ | t(1 t)F(X,mg) F (X, m)udG

m

. . . VA . .
The optimal follow-on investment isr = e Notice that expected pro ts are always higher

when commercialization through a market for technology is possible. As a result, follow-on
investment is always greater with a market for technology. Intuitively, the market is like
an option, which is always bene cial. Indeed, the expression folA has two parts. The
rst corresponds to internal commercialization. The second represents the option value of
commercializing through the market. The rst increases with the rm's commercializa-
tion capability, whereas the second decreases with the rm's commercialization capabilit§.
Equation A3 also implies that expected pro ts fall with transaction costs t . In what follows,

we focus on the limiting case ot N 0, which also impliesm N m.

A.1.2.1 Reduction in Patent Protection

n * |

» H
Br BA BF (X 1 BF (X BF (X
— = !7: ! ﬂ+| (l t) ( ’mO) ( 1m) dG
Bx cBx c BX m BX BX
» * !
w B voBEOGm) T OBE(Xm)  BE(Xm)
BX (o C BX m BX BX
(A4)

Comparing equation A4 to equation A1 shows one additional term. The second term
corresponds to how a reduction in patent protection a ects the gains from trade. This
term is zero under independence, negative under complementarity and positive under sub-

stitutability. The potential buyer, with greater commercialization capability, has a lower

4 Firms with greater commercialization capability have a lower value of using the market for technology.
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marginal value for patent protection under substitutability. Therefore, markets for technol-

ogy dampen the reduction in follow-on research under substitutability.

A.1.3 Transaction Costs and Patent Protection

In many licensing agreements, the successful transfer of technology requires the sharing
of tacit knowledge that is not codi ed in the patent. In an early work, (Arora, 1995) argued
that patent protection can support contracts for transfer of such tacit knowledge. Broader
patents determine the e ciency of know-how transfer and improve rms' technology transfer
attempts. This idea is supported by Lee (2023), who provides large-sample evidence that
a reduction in patent protection reduces the likelihood that patents are licensed. In our

model, wheret represents the transfer costs, the argument above suggests th&du is a

decreasing function of patent protection. Assumlng§ a 0, there is an extra positive

term, as shown in equation A5 below. If transaction costs fall with patent protection, then
follow-on research is more responsive to changes in patent protection under markets for

technology, all else held constant.

|
» 4 » 4 :
BF (x,mg) BF(x,m) Bt

Br _ Vv BF(x,m)+I
BX (o C

(A5)
A.1.4 Responsiveness to IP for High and Low m Firms: General Case
Consider the case where’#% = kwherek i 0 represents complementarity between

x and mand k 0 represents substitutability, and where k = 0 represents independence,

which was analyzed above.
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| 71 BF (x, m)

Br v B’F(x,m) Bt Bm

BxBm BxBm m  BXBm
Vv BF(X,mO) BF(X’m)
IE (1 t) Bx Bx ( )ﬁ
(A6)
:% k(1 1(1 G(m ))+|F(X-m)%9(m)%
Y t)BF(;)’(m) BF(BXX’m) o(m ) gy

In equation A6, att N 0, m N m so that the last term goes to zero. Thus equation

A6 reduces t@

B?r
BxBm

= = % k(L 1(1 G(m))+ | F(x,m )%g(m )% (A7)

Bt Bt Bm . . .
As long as§ 0, the term | F(x,m )§g(m )E is negative. The rst term is

negative if kK 0. Thus, as long as there is underlying substitutability or independence

betweenx and m, a 0 and therefore rms with lower m will be more responsive to

r
BxBm
changes in patent scope. The rst term in equation A7 is positive under complementarity

i.e., if kj 0. However, if the complementarity represented byk j 0 is not too strong, it is
possible that the second term could outweigh the rst, so that we may still have rms with
lower m being more responsive to changes in patent scope.

In sum, rms' response to changes in patent protection is expected to vary according to

the relation between patent protection x and commercialization capability m and the nature

5Ast N 1, equation A6 reduces to

B)E::rn:% KL 1@ G(m ))+IF(x,m)%g(m )%*'

*

B g (m ) BT

Bx

The rst term, which is the same sign as k, represents the dampening effects of the market for technology.
The second is negative, and represents the substitutability between x and m because patents encourage trade.
The third term is positive, and represents the greater bargaining power of rms with higher  m when trading
in the market for technology.
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of transaction costs. If x and m are substitutes, rms with low m will respond strongly
to changes inx. If transaction costs are small but increase with a reduction in patent
protection, then rms with low m will more strongly respond, even under complementarity
betweenx and m. Otherwise, if the market for technology is ine cient and transaction costs
are high, the ine ciency will disadvantage rms with smaller commercialization capability,
which can o set, partially or wholly, the otherwise greater responsiveness of their follow-on

research investment to changes in patent scope.

A.1.5 Discussion

The setup presented here builds on the model described in Galasso and Schankerman
(2018), in which the invalidation of a patent sets o a rent-dissipating patent race on the
follow-on invention and reduces the expected payo of the patent holder. The reduction
in incentive for follow-on investment is potentially counteracted by a strategic incentive
to win the race by increasing follow-on investment. This strategic incentive is absent in
our decision-theoretic model. Consequently, the incentive to invest is directly related to
the value of patent protection.® The other important di erence has to do with markets for
technology. In our setup, an invention whose patent has been weakened may still be traded.
In Galasso and Schankerman (2018), an invention without a patent is assumed to be in the
public domain, and has zero trade value.

The main predictions of the model are summarized as follows. A reduction in patent
protection reduces follow-on research within the rm. Further, if patent protection and
commercialization capability are strategic substitutes, greater commercialization capability
will make the rm less responsive to changes in patent protection, while the opposite is
true if the two are strategic complements. Markets for technology provide the inventor
a valuable option and therefore increase follow-on research. If patent protection is more

valuable to larger rms (i.e., strategic complementarity), markets for technology will amplify

6 Galasso and Schankerman (2018) also assume that larger inventors (as measured by the size of their patent
portfolio) have more productive research, although the incremental bene ts diminish. The productivity of
research if the focal patent is invalidated is potentially non-monotonic in the size of the portfolio. Thus, if
competition in the patent race is very intense, then patents and size are strategic substitutes.
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how follow-on research responds to changes in patent protection and dampen the response if
there is strategic substitution. An important empirical implication is that if the reduction in
follow-on research is smaller when the rm operates in an active market for technology, this
is inconsistent with patent protection being a strategic complement to commercialization

capability. Instead, this is consistent with strategic substitutability.
A.2 American Inventor's Protection Act of 1999

The American Inventor's Protection Act of 1999 (AIPA) changed the way in which
patent applications at the US Patent and Trademark O ce (USPTO) are disclosed to the
public (Chondrakis et al., 2021). Pre-AlPA, all information regarding patent applications
was kept secret during the examination process. Only when a patent was eventually granted,
information regarding it became available to the public. The implications of this were that
it usually took 3-4 years from the application of a patent until it was disclosed. In addition,
rejected patents were never disclosed. Following AIPA, patent applications led at the
USPTO after November 29, 2000 are automatically disclosed to the public eighteen months
after their priority date.

The enactment of AIPA potentially changed the time frame in which priority disclosures
could occur. However, it is important to not that even after AIPA pre-grant disclosures
could be opted-out by foregoing protection outside the US. In addition, international ling
prior to ling at the USPTO is another method to extend the secrecy period of patent
applications.

In the analysis below, we study our results before and after the enactment of AIPA.
Since the rst wave of post-AlIPA disclosures were made on May 2002, we use 2002 as the
split year. Table A.1 presents our results. The results imply that the e ect of priority
disclosures on scienti ¢ citations is driven by research that was conducted in the years
after the enactment of AIPA. In both time periods, we observe a negative coe cient on
NPL citations, but only the pre-AlPA coe cient is statistically signi cant. We do not

have a theoretical explanation for the driver of these di erences and therefore leave the
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guestion open for future research. However, these results provide some evidence that patent

protection was in uential on rms' R&D investments in the past and still has an e ect after

the enactment of AIPA.

Table A.1: Scienti c and NPL Citations Before and After AIPA

Internal Scienti c Citations

Internal NPL Citations

Pre-AlPA Post-AlIPA Pre-AIPA Post-AlPA
1) (2 (3 4)
Poisson Poisson Poisson Poisson
Post Treated 0.070 -0.375 -0.870 -0.235
(0.061) (0.062) (0.244) (0.186)
Post -0.373 0.103 0.205 -1.48
(0.052) (0.062) (0.261) (0.319)
Controls Yes Yes Yes Yes
Publication FE Yes Yes Yes Yes
Observations 8304 8688 866 1096
Squared Correlation  0.55830 0.62359 0.52078 0.66280
Pseudo R 0.33863 0.32952 0.34788 0.38469
BIC 61,055.5 62,836.5 5,524.9 6,705.8

Notes: The table presents difference-in-differences analysis of the baseline relation-
ships before and after the introduction of the American Inventor's Protection Act of
1999 (AIPA). Focal publications that were published before the year 2002 are consid-
ered pre-AlPA, and publications that were published on or after the year 2002 are
considered post-AlPA. The dependent variable in columns 1-2 is paper-to-paper ci-
tations within the rm. The dependent variable in columns 3-4 is patent-to-paper
citations within the rm. All models are estimated using a Poisson pseudo-maximum
likelihood estimation (PPML). Note that in Poisson speci cations, groups with con-
stant zero outcomes are automatically dropped (total observation count 17,516). Av-
eraged sales, R&D expenditure and assets are added as rm-level time-varying con-
trols. Clustered (Publication) standard-errors in parentheses. Signif. Codes: p

0.01, p 0.05 p O0.1.
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A.3 Additional Analyses

Table A.2: Industry Distribution of Firms

Industry All Publishing Firms  Sample Firms
Pharmaceutical and Biotech 597 (22.8%) 25 (30.5%)
Electronics and Semiconductors 414 (15.8%) 19 (23.2%)
Machinery and Equipment 398 (15.2%) 6 (7.3%)
Computers, IT & Software 301(11.5%) 10 (12.2%)
Telecommunications 134 (5.1%) 2 (2.4%)
Chemicals 144 (5.5%) 5 (6.1%)
Transportation 78 (3%) 5 (6.1%)
Energy 40 (1.5%) 2 (2.4%)
Others 513 (19.6%) 8 (9.8%)
Total 2619 (100%) 82 (100%)

Notes This table presents the distribution of rms by industry, based on Standard
Industrial Classi cation (SIC) Codes. Column 1 represents all rms in the data be-
tween 1990 and 2015 with at least one scienti ¢ publication. Column 2 includes

rms whose publications are in the baseline sample for analysis. Note that sev-
eral rms changed their industry classi cation along the panel and are therefore
represented in multiple classi cations.

Table A.3: Comparison of Treated and Control Observations

Variable Difference in Means tvalue
Publication Year -0.001  -0.008
Patent grant year 0.038 0.329
Disclosure year 0.000  0.000
Internal paper citations -0.129 -1.463
External paper citations -5.518 -1.533
Internal NPL citations 0.042 1.173
External NPL citations 0.593 1.945

Notes This table presents comparisons of variable means be-
tween the treated and control observations in the sample. Each
row represents a separate regression. Variables correspond to
Table 2.4.
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Table A.4: Paper to Paper Citations, No Controls

Internal Citations External Citations
Life & Physical ICT &
All . - : ) . All
Biomedicine Sciences Engineering
(1) 2) (3) (4) )
Poisson Poisson Poisson Poisson Poisson
Post Treated -0.157 -0.732 0.050 -0.227 -0.087
(0.045) (0.121) (0.062) (0.053) (0.052)
Post -0.061 0.454 -0.476 0.107 0.915
(0.034) (0.091) (0.042) (0.042) (0.023)
Controls No No No No No
Publication FE Yes Yes Yes Yes Yes
Observations 16,992 2210 7866 12,170 16,314
Squared Correlation  0.53930 0.63966 0.54927 0.56516 0.89762
Pseudo R 0.32217 0.37488 0.32654 0.31961 0.81571
BIC 130,648.4 15,270.3 57,961.9 90,717.8 176,425.9

Notes:The table complements the analysis presented in Table 2.5. Here, rm-level time-varying controls
are not included in the regressions. Clustered (Publication) standard-errors in parentheses. Signif. Codes:
p 001, p 005 p O0.L
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A.4 Example of a Priority Disclosure

FIGURE A.1: Focal patent by Motorola Inc.

154



FIGURE A.2: Priority disclosure by Qualcomm Inc.
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Appendix B. Appendix to Chapter 2
B.1 Case Studies

This section provides multiple examples of follow-on research and its value for the orig-
inating rms. These examples were obtained by closely following scientic and patent
citations within the data and combining them with complementary details from online web
searches and correspondence with the authors.

In the rst example, follow-on research by academics was used as an input into subse-
guent innovation by the originating rm. The rm engaged with the scienti c community
by regularly publishing scienti ¢ ndings. Consequentially, external ndings that cited the
rms' publications were further developed by the rm and incorporated in its patents. The
example describes an incremental advancement to organic light-emitting diode (OLED)
technology that was developed at the Hong Kong University of Science and Technology and
subsequently implemented in a patent by Universal Display Company (UDC).

In the second example, follow-on research by academics led to a collaboration between
them and the originating rm. The example describes the development of Morpholino
Oligomers, a type of molecular structure that can bind to genetic material. These struc-
tures were initially developed by AVI BioPharma (subsequently Sarepta Therapeutics), a
private biotech company based in Cambridge, Massachusetts. Following this development,
a scienti ¢ research group at the University of Western Australia found a therapeutic oppor-
tunity for Morpholinos in treating Duchenne, a type of muscular dystrophy. The ndings
were eventually licensed, further developed, and commercialized by Sarepta.

The third example is a case from software development. Here, the focal rm described
an application that served as a motivation for academics to develop relevant upstream
algorithms. Such external developments then served as a baseline in one of the rm's own
patents to test the performance of their technology and compare it to technologies that
were available to others. The example describes the development of algorithms for video

object segmentation (breaking up video footage into objects) by Adobe Inc. Later, a patent

156



by the rm used several external algorithms to establish the case for better performance of
their own technology.

The fourth example is a case from nanotechnology. In this example, the focal rm made
a scienti ¢ discovery and intended to use it in speci c applications. Academics at other
institutions produced follow-on ndings that were applicable to a completely di erent set
of products. As a result, various assignees led patents that cited the follow-on ndings.
However, while the original discovery was patented by the focal rm, it seems not to have
used the follow-on ndings in subsequent innovation. Possibly, the rm lacked interest in
other product lines that were unrelated to its own, or lacked the complementarities needed
to bene t from them. The example describes the development of a technology that allows
the tuning of liquid on nanostructured surfaces by a research group at Bell Labs.

In the fth example, a rm's publications were hardly cited by external researchers, and
the follow-on research that did emerge was not mentioned by the originating rm's patents.
Possibly, in this case the rm's incentives to engage with the scienti c community were not

related to the potential usefulness of follow-on research.

B.1.1 Example from Electronics: Silver Film Improves Color Saturation
in OLEDs

Universal Display Corporation was founded in 1994 by Sherwin Seligsohn with the goal
of developing displays that are based on organic light-emitting diodes (OLEDY. Bene ting
from long-term research contracts with Princeton University, the company became a leader
in OLED technology. Today, almost all OLED products incorporate proprietary technolo-
gies owned by UDC. Throughout the years, UDC focused on advancing OLED technologies
through investments in scienti ¢ research and collaborations with other organizations.

Researchers at UDC frequently publish the rm's scienti ¢ ndings. The example de-
scribed here involves four of the rm's papers, published between the years 2000 and 2002:
Burrows, Forrest, et al. (2000) found that long lifetimes are an intrinsic property of phos-

phorescent OLEDs; Chwang et al. (2002) studied the performance of graded mixed-layer

1 About UDC. Universal Display CorporationRetrieved July 14, 2022, from https://oled.com/about/
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OLEDs, a design that the authors suggested could extend the device's lifetime and make
them applicable to at panel displays; Lu et al. (2002) studied top-emitting OLEDs, a
design that was proved to be 20% more e cient than equivalent bottom-emitting OLEDs;
lastly, Burrows, Gu, et al. (2000) studied semitransparent cathodes in OLEDs that can be
applied to various use-cases.

Common to all publications above is that they were cited directly or indirectly by Peng
et al. (2005), which was authored by researchers at the Hong Kong University of Science and
Technology. The citations suggest that the researchers built on UDC's prior ndings in their
work. In addition, Peng et al. (2005) and three of the publications above were published in
Applied Physics Letters(the other two were published in the Journal of Applied Physics).
This relation further supports the notion that researchers at UDC and at the Hong Kong
University of Science and Technology were part of the same scienti c community.

In their paper, Peng et al. (2005) studied several metals as alternatives to the use of
indium-tin oxide (ITO), the material that was typically used before as the anode material.
They found that silver can serve as an e ective alternative to ITO. In their experiments,
silver anode resulted in improved current voltage and optical performance. They suggested,
theoretically, that the use of semitransparent silver anodes can enhance light extraction
e ciency. However, the authors acknowledged that further investigation is necessary.

In 2007, two years after the publication of Peng et al. (2005), a researcher at UDC led
for a patent that built on their proposal to use semitransparent silver in OLEDs? The
patent suggested using silver (or other relevant metals) as a color saturation enhancement

layer between the two electrodes of the OLED device:

It is believed that certain metals, such as aluminum and chromium, are generally
thought of as undesirable for placement in organic light emitting devices between
the anode and the organic layers. See, Peng et al., E cient organic light emitting

diode using semitransparent silver as anode, Applied Physics Letters 87, 173505,

2 D'Andrade, B. (2013). Saturated color organic light emitting devic@snited States Patent No. US8476822B2).

158



p. 1 (2005), teaching that high work function metals are desirable to lower
barriers for hole injection; conversely, low work function metals are not desirable.
Surprisingly, it has been found that these metals may be used as thin layers
between the anode and the organic layers of an organic light emitting device as
color Saturation enhancement layers... Silver is also a preferred material for use

as a color Saturation enhancement layer.

To summarize, in this example, an academic research group was in uenced by the
scienti ¢ publications originating from UDC. Then, their work (Peng et al., 2005) served

as an input into subsequent innovation by the rm.3

B.1.2 Example from Bio-pharmaceuticals: Morpholino Oligomers and
the Treatment of Duchenne Disease

During the 1970s, several research groups started working on antisense therapeutics
strategies for binding to genetic material (Summerton, 2016). These strategies, it was
suggested, could o er treatment to a wide range of conditions, including viral diseases,
cancers, and genetic defects. The rst patent in this area was led in 1977 by Summerton
and Bartlett. 4 In 1980, Summerton founded Antivirals Incorporated (later AVI BioPharma
and subsequently Sarepta Therapeutics), the rst company that focused on developing
and commercializing these treatment methods. In 1985, with advice from Dwight Weller,
Summerton developed a molecule structure that radically departed from previous designs.
This design, namedmorpholino oligomers used far cheaper materials and was easier to
produce in comparison to previously existing designs. Between 1985 and the mid-1990s,
AVI BioPharma and other research groups further developed and enhanced the morpholino
molecular structure. In studies on cultured human cells, morpholinos outperformed the
competition in both e cacy and speci city.

Once the promise of morpholino oligomers had been su ciently established, Summer-

ton and Weller published a review article that covered details on the design, preparation,

3 The details in this example were veri ed with the corresponding author of Peng et al. (2005).

4 Summerton, J. E., & Bartlett, P. A. (1978). Nucleic acid crosslinking agent and af nity inactivation of nucleic
acids therewiti{United States Patent No. US4123610A).
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and properties of these structures (Summerton & Weller, 1997). They also started explor-
ing therapeutic applications, such as increasing hemoglobin production in blood cells of
thalassemic patients (Lacerra et al., 2000¥.

In the early 2000s, The development of morpholino oligmers was picked up by a research
group at the Centre for Neuromuscular and Neurological Disorders in the University of
Western Australia, who were working on developing an antisense-based therapy to Duchenne

muscular dystrophy (DMD). The group noted:

One chemistry that is gaining wide recognition for use in antisense applications

is the morpholino oligonucleotide developed by Summerton and Weller. These
authors developed the morpholino structural type with the intention that this
chemistry could provide several advantages in the clinical application(s) of anti-
sense therapeutics, such as strong nucleic acid binding, resistance to nucleases,
minimal nonantisense e ects, high aqueous solubility and relatively low synthe-

sis costs (Gebski et al., 2003).

However, an important challenge that faced the researchers was the delivery of the mor-
pholinos into the cell nucleus. To overcome this challenge, the researchers at the Univer-
sity of Western Australia suggested to anneal the morpholinos with additional DNA/RNA
molecules, or leashes. Along with ling patents to protect their inventions, they described

their ndings in scienti ¢ publications: ©

The uncharged backbone compromises delivery, for non-ionic AOs cannot easily
be delivered into cultured cells using delivery agents such as cationic liposomes.
To circumvent this di culty, we investigated the use of single stranded (anionic)

nucleic acid ‘leashes' which were annealed to the morpholino AO, allowing the

AO : leash duplex to be complexed with Lipofectin. (Gebski et al., 2003).

5 Thalassemia is an inherited blood disorder that causes hemoglobin de ciencies.

6 Fletcher, S., McClorey, G., & Wilton, S. (2004). Antisense oligonucleotides for inducing exon skipping and
methods of use there@iU2004903474A0).
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Following the ndings of Gebski et al. (2003), Sarepta further developed methods for
treating Duchenne using morpholino oligomers and studied additional applications to other
related diseases. In 2011, Sarepta led a patent for the treatment of myotonic dystrophy,

another type of muscular dystrophy along with Duchenne:

The parent application disclosed and claimed the use of these two CPPdgor
targeting antisense oligonucleotides to muscle tissue, in treating certain muscle
pathologies. For example, in treating Duchenne muscular dystrophy (DMD)
... The present invention applies this strategy additionally to the treatment of
myotonic dystrophy MD1 and MD2 in muscle tissue, including skeletal and

heart muscle tissue®

In this patent, the inventors acknowledge the complementarities between the focal in-
vention and the prior scienti ¢ ndings by the research group at the University of Western

Australia;

The oligonucleotide-(RXRR(B/X)R) >XB conjugate compounds of the invention
may be used in conjunction with homing peptides selective for the target tissue,
to further enhance muscle-speci c delivery. An example of this approach can
be found in the application of muscle-binding peptides (Samoylova and Smith,
1999; Vodyanoy et al., U.S. Appn. Pubn. No. 2003064.0466) coupled to anti-
sense oligomers designed to be therapeutic treatments for Duchenne muscular
dystrophy (DMD) (Gebski, Mann et al. 2003; Alter, Lou et al. 2006) (PCT
Pubn. No. WO2006000057).

In 2013, the complementarities between the inventions at Sarepta and the Duchenne

treatments developed at the University of Western Australia eventually led to an exclusive

7 Cell penetrating peptides

8 Moulton, H. M., & Kole, R. (2014). Compound and method for treating myotonic dystroffbjnited States
Patent No. US8741863B2).
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licensing agreement for the commercialization of the treatment:

Sarepta has an exclusive, worldwide licensing agreement with the University
of Western Australia (UWA) for intellectual property rights to support the
development of exon-skipping drug candidates for the treatment of Duchenne
muscular dystrophy (DMD). The agreement grants Sarepta rights to UWA's
extensive patent portfolio in DMD and enables the Company to expand its

exon-skipping pipeline with new candidates to address the majority of patients

with DMD worldwide. 1°

At last, in 2016, the U.S. Food and Drug Administration (FDA) approved Sarepta's

product as the rst drug for treating patients with Duchenne:

The U.S. Food and Drug Administration today approved Exondys 51 (eteplirsen)
injection, the rst drug approved to treat patients with Duchenne muscular

dystrophy (DMD). Exondys 51 is speci cally indicated for patients who have a
con rmed mutation of the dystrophin gene amenable to exon 51 skipping, which

a ects about 13 percent of the population with DMD. !

Today, Duchenne is one of the core disease areas in Sarepta's portfolio, and ongoing
research is conducted to further develop treatments for additional Duchenne subtypes as
well as other related diseases. In 2021, Sarepta's total revenue from their portfolio of

treatments and collaborations surpassed $700 milliof?

9 Sarepta Therapeutics and University of Western Australia announce exclusive worldwide licens-
ing agreement for exon-skipping program in Duchenne muscular dystrophy. Retrieved July 14,
2022, from https://investorrelations.sarepta.com/news-releases/news-release-details/sarepta-therapeutics-
and-university-western-australia-announce

10 sarepta Strategic Partnerships. Retrieved July 14, 2022, from https://www.sarepta.com/science/strategic-
partners

11 FDA grants accelerated approval to rst drug for Duchenne muscular dystrophy. FDA; Retrieved July
14, 2022, from https://www.fda.gov/news-events/press-announcements/fda-grants-accelerated-approval-
rst-drug-duchenne-muscular-dystrophy

12 sarepta Therapeutics announces fourth quarter and full-year 2021 nancial results and recent corporate
developments. Retrieved July 14, 2022, from https://investorrelations.sarepta.com/news-releases/news-
release-details/sarepta-therapeutics-announces-fourth-quarter-and-full-year-2021
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B.1.3 Example from Software Development. Image Segmentation Al-
gorithms

Adobe Inc. is a computer software company that was founded in 1982 in California. It
is a leader in specialized software for a wide range of creative content creation. Up until
the 2010s, the company focused on developing tools for professional artists, designers, and
video editors. The introduction of cameras on mobile phones, advancements in computer
processing power, and the rise of online sharing platforms (e.g. YouTube) enabled the
general public to take part in content creation, and demand for simple and intuitive editing
tools increased. Goldman et al. (2008) is a scienti ¢ publication by Adobe developers that
suggested that Adobe was interested at the time in developing tools for video annotation
and composition that are more user-friendly. However, the development of these tools
required a complex preprocessing step that is known as video object segmentation. This
process allows the software to automatically identify objects in the video and separate them

from other objects and the background:

In this paper we propose a framework using (2D) video object motion to enable
novel approaches to user interaction. . . In particular, we propose novel interfaces
for three tasks that are under-served by present-day video interfaces: annota-
tion, navigation, and image composition. ... To achieve these interactions, our
system rst analyzes the video in a fully automatic preprocessing step that
tracks the motion of image points across the video and segments those tracks

into coherently moving groups.

Brendel and Todorovic (2009), a publication by researchers at Oregon State University,
cited Goldman et al. (2008) as a motivation for developing better video object segmenta-
tion methods. The authors claimed that the method used by Adobe su ered from several

drawbacks and o ered an improved solution:

This paper presents an approach to unsupervised video object segmentation

(VOS). Our goal is to delineate the boundaries of all moving and static objects
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occurring in an arbitrary video...VOS is a prerequisite step of a wide range of
higher level vision algorithms, including activity recognition video summariza-

tion and retrieval, and nonphotorealistic video rendering.

Currently, the two predominant approaches to VOS are tracking interest points,
and perceptual grouping of pixels from all frames. There is a number of unsat-
isfying aspects about both of them. Point-based approaches group the trajec-
tories of keypoints with similar motions. However, tracking points yields only a

con dence map of the objects' vicinity not segmentation.

In this paper, we adopt an alternative, hybrid formulation.

Next, Grundmann et al. (2010), a collaboration of researchers at Georgia Institute of
Technology and Google Research, identi ed three main challenges in video object segmen-
tation: temporal coherence, automatic processing, and scalability. They adopted a method
of image segmentation and generalized it for video processing. Importantly, they claimed
that their method outperforms previous methods, including the one developed by Brendel

and Todorovic (2009):

Tracking-based video segmentation methods generally de ne segments at frame-
level and use motion, color and spatial cues to force temporal coherence. Fol-
lowing the same line of work, Brendel and Todorovic (2009) used contour cues

to allow splitting and merging of segments to boost the tracking performance.

Our novel video segmentation algorithm addresses all of the above challenges.
We build a 3-D graph from the video volume and generalize Felzenszwalb and
Huttenlocher's graph-based image segmentation to obtain an initial overseg-

mentation of the video volume into relatively small space-time regions.

Joulin et al. (2012) o ered methods for cosegmentation, an additional development

related to the methods discussed above, in which availability of multiple images (such as in
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a video sequence) o ers a type of supervision that can improve the segmentation process.
They found that their methods performed well with the dataset provided by Grundmann

et al. (2010):

The aim of cosegmentation methods is to simultaneously divide a set of images
assumed to contain instances of K di erent object classes into regions corre-
sponding to these classes. Note that in this context, an object may refer to
what is usually called a thing (a car, a cow, etc.) but might also be a texture
(grass, rocks), or other stu (a building, a forest)...The proposed approach

has been implemented and tested on several datasets including video sequences.

Our experiments with iCoseg suggest that our method is particularly well suited
to keyframes from the same video shot, since these are likely to feature the same
objects under similar illumination. This is con rmed with our experiments with

two short video clips taken from the Hollywood-2 and Grundmann datasets.

The last part of this example is S. Cohen, Price, and Ahmed (2015), a patent led
in 2013 by researchers at Adobe Inc. The patent claimed priority on a method in which
a user provides an input (such as a dog) and the system automatically segments the

corresponding object from within the video:

Technigues are disclosed herein that enable digital images to be segmented based
on a user's semantic input. In other words, given an input image of a person
walking a dog adjacent to a tree, a user can simply provide the semantic input
dog and the system will segment the dog from the other elements in the image.
If the user provides other semantic input, such as person or tree, the system

will segment the person or the tree, respectively, from the same image.

The inventors used prior developments in object segmentation, including the methods

developed by Joulin et al. (2012), as benchmarks for their own approach:
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The Jaccard similarity coe cient J corresponding to segmentation using an
example embodiment disclosed herein was compared with a corresponding co-
e cient resulting from segmentation using four di erent cosegmentation tech-
niques. .. The compared cosegmentation algorithms are described in: Joulin et
al., Multi-Class Cosegmentation . Proceedings of IEEE ComputerVision and

Pattern Recognition (CVPR 2012), pp. 542-549 (2012) ( Joulin-1);...

The results of the foregoing comparison are listed in Table A. In particular, Table
A illustrates that the tested example embodiment provides a segmentation that
is signi cantly more accurate than the compared cosegmentation techniques in

most applications.

To summarize, in 2008 Adobe developed tools to meet the demand for user-friendly and
intuitive video editing. These tools required solving a complex problem of video segmenta-
tion, and the methods available then su ered from various issues. Research groups outside
of Adobe were aware of the demand for better methods and developed various solutions
to these problems. Eventually, Adobe patented additional techniques and used external

solutions as a baseline for comparison.

B.1.4 Example from Nanotechnology: Dynamic Tuning of Liquids on
Nanostructured Surfaces

In 2006, the world-renowned Bell Laboratories were split from AT&T and placed under
a new company named Lucent Technologies. Under Lucent, researchers at Bell Labs con-
tinued conducting scienti ¢ research in a wide array of areas. In 2004, a research group led
by Prof. Krupenkin at Bell Labs discovered an electrical method to dynamically control
the behavior of liquids on nanostructured surfaces. The original publication by Krupenkin
et al. (2004) was accompanied by a paired patent (Kornblit et al., 2016). In this study, the

research group noted the wide range of potential applications of these ndings:

In this work, we propose a new approach that allows us to achieve e ective
electrowetting on nanostructured superhydrophobic surfaces...The ability to

dynamically change the interaction between the liquid and the nanostructured
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substrate potentially opens a wide range of exciting new applications. The par-
ticular areas of interest include micro uidics, lab-on-a-chip devices, chemical mi-
croreactors, thermal management of microelectronics, drag reduction systems,

and optical communications, as well as many others.

The work on tunable nanostructured surfaces won Prof. Krupenkin the American Chem-
ical Society Industrial Innovation Award in 2007.13 While the invention could be potentially
applied to multiple products, it seems that at that time Lucent envisioned its use in devel-
oping technologies to enhance power cell batteries. In a press release, Bell Labs announced

a partnership with mPhase Technologies to use the discovery for battery development:

Bell Labs scientists and engineers recently made a signi cant breakthrough in
micro uidics that enables dynamic control of surfaces when interacting with a
liquid - a key enabler for making Smart Batteries a reality. Fine control of

liquids at the micro and macro scale will allow scientists to create batteries that

can be activated upon demand:*

The same research team at Lucent also led for patents that use the original discovery

in new battery technologies (Hodes et al., 2010):

A battery having an electrode with at least one nanostructured Surface is dis-
closed wherein the nanostructured Surface is divided into cells and is disposed in
a way Such that an electrolyte uid of the battery is prevented from contacting
the portion of electrode associated with each cell. When a Voltage is passed
over the nanostructured Surface associated with a particular cell, the electrolyte
uid is caused to penetrate the nanostructured surface of that cell and to con-
tact the electrode, thus activating the portion of the battery associated with

that cell.

13 Krupenkin Group. Retrieved on August 11, 2022, from http://www.krupenkin.com/people/people.aspx

14 MPhase and Bell Labs to Develop Nanotech Power Cell Batteries - New Technology. AZoNano.com, 22
Mar. 2004. Retrieved July 14, 2022, from https://www.azonano.com/article.aspx?Article|D=654.
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Meanwhile, the original paper by Krupenkin et al. (2004) was cited externally 274 times
since its publication. These papers were later cited 14,077 times. In the third generation
of citations there are over 180,000 citations. While these publications were cited by over
2,400 unique patents, none of these patents are assigned to Bell Labs or Lucent. This
is an indication that follow-on research was not used by Bell Labs in related subsequent
innovation.

It is hard to know the exact reason why Bell Labs did not use the follow-on research
originating from their own discovery. However, a close examination of the topics in follow-on
publications could reveal a possible explanation the subsequent technologies were unre-
lated to their lines of business. Numerous studies that cite Krupenkin et al. (2004) fo-
cused on developing techniques to enhance lab-on-a-chip applications. For example, The
Wheeler Micro uidics Laboratory, a research group at Toronto University, published several
follow-on papers to Krupenkin et al. (2004). In one such paper, Luk et al. (2008) suggested
that Pluronics additives can solve stickiness issues in digital micro uidics. The publication
was accompanied by several patents assigned to the same research group (e.g., Wheeler &
Jebrail, 2011). These ndings and inventions might not have been of interest for researchers
and companies that were focused on battery-enhancing technologies.

This example suggests that rms with a wide range of product lines, adaptable business
models, and advanced commercialization capabilities could more easily benet from the
breadth of applications that external follow-on research could provide. Firms that are
focused on speci c products might benet from licensing their upstream inventions in a
market for technology, but might be limited in incorporating external research in their own

subsequent inventions.

B.1.5 Example from Radio Engineering: Dielectric Loaded Hybrid Mode
Horn Antennas

Lockheed Martin is an American corporation that is a leader in developing aerospace
and defense technologies. Among rms with the largest number of scienti ¢ publications,

Lockheed has a very low percentage of publications that are cited by external follow-on
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publications and then used in the rm's own patents (only 15%, compared with 41% for
Amgen Inc. and 31% for Hewlett-Packard). A close look at the scienti ¢ publications by
Lockheed could provide an explanation.

For example, Lier and Kishk (2005) is a collaborative publication by a researcher at
Lockheed and a researcher at the University of Mississippi. It describes a new model for a
very speci ¢ type of antenna. This antenna could be used on planes, satellites, and re ector

antennas:

A new class of hybrid mode horn antennas, which can be designed for a specic
gain or sidelobe requirement and low cross-polarization, has been presented. . . It
could be particularly useful in millimeter wave applications since the design is
compliant with small size manufacturing. Finally, the at top pattern design
makes it a candidate earth coverage horn on-board satellites and a candidate

feed for re ector antennas with enhanced directivity.

This publication was accompanied by several patents by the same author-inventor (Lier,
2009, 2012, 2013; Lier & Katz, 2009, 2011). The patents provided protection to a wide set
of related inventions: a low index metamaterial, arti cial dielectric antenna elements, horn
antennas, and antenna arrays.

While internally useful, the original publication received only 16 external scienti ¢ ci-
tations (171 across three generations). None of these publications were mentioned in any
of Lockheed Martin's subsequent patents and only a handful were cited by Lockheed in
subsequent scienti ¢ publications. An explanation for this is that possibly this research
area is dominated by corporate researchers. Few academics at public research institutions
have the relevant knowledge and interest in developing these ndings outside the original
rm. Therefore, it is likely that Lockheed published the focal publication without expecting

to engage with useful external follow-on ndings.
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B.2 Data Construction

This section provides a comprehensive overview of the data sources, sample construc-
tion procedures, variable de nitions utilized in the research, and descriptive statistics at
the publication, patent, and rm-year levels. Table B.1 provides a summary of variable

de nitions used in the analysis.

B.2.1 Data Sources

The primary data source used in this research is the Duke Innovation & SCienti ¢ En-
terprises Research Network database (DISCERN) (Arora, Belenzon, & Sheer, 2020). DIS-
CERN provides a match between patents and scienti ¢ publications to U.S.-based publicly-
traded rms between the years 1980 and 2015. For the construction of DISCERN, rm
data were obtained from Compustat 2018 ( rm-level data), ORBIS (subsidiaries), SDC
Platinum (M&A activity), and WRDS CRSP (name changes). These data were matched
to patent data from PatStat and scienti ¢ publication data from Web of Science (WoS).
DISCERN is unique because it provides a match between patents and scienti ¢ publications
to rms while considering rm structure and ownership changes. About a third of the rms
in the sample changed their names within the sample years. Accounting for these changes
improves the matching accuracy and provides a comprehensive baseline for studying rms'
scienti ¢ and innovative activities.

Since creating DISCERN, several new data sources for scienti ¢ publications have be-
come available. These sources provide key variables for the analyses presented in this work.
Speci cally, Dimensions was launched by Digital Science In January 201%. It includes
linked research information from over 128 million publications to over 99,000 journals, along
with records of grants, datasets, patents, policy papers, clinical trials, and more (Herzog
et al., 2020; Hook et al., 2018). Scienti ¢ publication data in Dimensions are sourced from
Crossref and PubMed. Dimensions provides multiple data enhancements such as a liation

and researcher disambiguation, concept mapping, and more. Several recent works compared

15 https:/iwww.dimensions.ai/
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the coverage of Dimensions to previously available sources (such as WoS) and found it to
have adequate coverage (e.g., Martin-Martin et al., 2021; Singh et al., 2021).

Along with Web of Science and Dimensions, | use Microsoft Academic Graph as a third
source of scienti ¢ publications data. Microsoft launched the Academic Graph (MAG) in
2016 and provided open access to the complete dataset (Wang et al., 2026)Importantly,
MAG enables the construction of the citations count that is eventually linked to patent
citations to science, obtained from Marx and Fuegi (2022b).

Several complementary data sources are also included in the analysis. The Ameri-
can Men and Women of Science (AMWS) is a biographical directory of renowned North
American scientists in the physical, biological, and related sciences. Entrants are scien-
tists who have made signi cant contributions in their elds. Belenzon and Cioaca (2021)
have acquired 17 electronic versions of the AMWS directory, covering editions published
from 2005 through 2021. These editions include information about 240,800 living and de-
ceased scientists. With the research assistance of Hansen Zhang, these data were matched
to the DISCERN rms and Dimensions publications using textual similarity matching. |
incorporate the matched data to study rms' hiring of scientists.

| incorporate data from the Google Patents database for analyses related to patents.
Lastly, | add patent measures of private value from Kogan et al. (2017) and textual novelty

from Kelly et al. (2021).

B.2.2 Sample Construction

The DISCERN dataset includes 796,068 unique WoS records matched to 3,134 rms
and published between 1980-2015. First, | keep the 582,107 records of articles and pro-
ceedings papers and drop other types (such as books, editorial materials, letters, reviews,

and meeting abstracts). Next, | rely on a fuzzy textual match (using TF-IDF) to link WoS

16 |n May 2021, Microsoft terminated the Academic Services project and future development of MAG. Our-
Research, a non-pro t organization founded in 2012, superseded MAG by releasing the OpenAlex project
(Priem et al., 2022).

17 1n some cases, publications are matched to multiple rms, so the total number of observations is 822,529.
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records with their equivalent MAG identi ers. Using DOIls obtained from MAG, | join the
sample with Dimensions records. The matched sample includes 463,027 records with both
MAG and Dimensions identi ers.

| applied additional Iters for the sample | use in the publication-level analysis. In
the earlier years of the sample, | encountered substantial issues of missing data elds and
inconsistent quality of disambiguated author identi ers. To improve the quality and avoid
truncation on both sides of the sample, | restrict the data to the years between 1990 and
2012. Next, | remove cases where journal volume and issue data are unavailable. | also
remove outlier journals, such as journals with more than 24 issues per year (or less than
3) and issues with more than 100 articles (or less than 5). In addition, since the rst-in-
rst-out allocation rule of accepted manuscripts into issues does not apply to conference
proceedings and special journal issues, | limit the sample to standard journal publications.
First, | drop conference proceedings, special issue publications, and supplementary materials
based on indicators obtained from WoS. Second, to complement these indicators, | use the
average H-index of all authors in a journal issue to locate some unmarked outlier issues
and remove them. In the next step, since the econometric speci cation requires a log count
of citations, | remove publications with zero citations. Lastly, | remove singleton cases
due to the inclusion of xed eects. My nal sample at the publication level includes
164,495 observations (156,475 unique publications, since some publications are coauthored
by researchers from multiple rms) matched to 1,527 rms.

Along with the main results at the publication level, |1 conduct several analyses at
the patent and rm-year levels. To construct these datasets, | aggregate publication-level
measures and complement them with additional variables, such as patent quality measures

(at the patent level) and nancial outcomes (at the rm-year level).

B.2.3 Variable Construction

Below | detail the construction of the variables used in the analyses.

Follow-on research | use citation data from MAG to count three generations of scienti c
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FIGURE B.1: lllustration of Follow-On Research

citations to the focal publication. First, | restrict citing records to journal articles and
conference proceedings published up to 2015. Next, | drop all citations within the rm
by Itering the citations using my complete sample of corporate publications. | identify
external direct citations and then rerun the match to identify second- and third-generation
citations. For each citing document, | keep the shortest citation route. | use the total
count of citations to measure follow-on research originating outside the rm. Figure B.1
illustrates the construction of the measure. Publication 1 is the focal paper published by
rm X. Publications 2, 3, and 4 are counted as rst-, second-, and third-generation follow-on
research, respectively. | count publication 6 as a rst-generation follow-on. Publication 5 is
internal to the rm and, therefore, not counted as a follow-on. Publication 7 is not counted
as a follow-on to publication 1 (however, it is counted as a direct follow-on to publication

5). Overall, publication 1 has four follow-on publications.

Patent citations to science (NPL citations) | use data from Marx and Fuegi (2022b) to
identify patents that cite scienti ¢ publications. | keep records related to USPTO patents

with a con dence score equal to or greater than 3, led up to 2015. | match NPL citations to
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my sample using the provided MAG identi ers. When considering patents citing follow-on
research, | keep the shortest route between the patent and the focal publication. In Figure
B.1, patent A is an illustration of a patent by the same rm that cites follow-on research.
Patent B directly uses science within the rm. Patent C is a patent by others that cite

external research that is considered a follow-on to publication 1.

Author H-index | calculate temporal H-index measures both for the construction of the
instrumental variable (other authors in the same journal issue) and as control variables (top
author of focal publication). | use Dimensions journal, issue, and volume data to identify
other publications in the same journal issue as the focal publication. To create the H-index
measure, | use the Dimensions disambiguated researcher identi ers to rst identify prior
published works of all authors in the journal (published up to the focal publication year).
Next, for each prior work, | identify all scienti c citations received up to the same focal
publication year. | count the citations for each prior work and then apply the H-index
algorithm described in Section 3.3.2.3. | use the top H-index among the authors of the
focal publication as a control variable. For the instrument, | sum the top two H-indexes

among all authors in the journal issue after excluding the authors of the focal publication.

Future publications and patents by focal authors | use Dimensions disambiguated author
identi ers to count subsequent scienti ¢ publications published by authors of the focal
publication and related to the same rm. However, this method did not work for subsequent
patents due to an incomplete match of inventors and scienti ¢ authors in the Dimensions
data. Therefore, to identify patents by the focal authors, | conducted a textual match using
the author's last name and rst initial for inventors of USPTO patents assigned to the same

rm.

AMWS hiring | incorporate a match between AMWS, DISCERN, and Dimensions pub-
lications. The data includes the employment years of AMWS scientists by the rms in
my sample. Overall, 20,552 employed individuals are identi ed (26,385 records, as some

individuals move between rms). However, my analysis requires identifying the employ-
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ment of scientists whose work is related to the focal publication. To identify such relations,

| restrict the sample to 6,673 individuals for whom | have scienti ¢ publication records.
For these publications, | use the Dimensions concepts variable to identify granular research
topics. The concepts are extracted by Dimensions from titles and abstracts of publications,
and their relevance is assigned using the pointwise mutual information algorithm against
the publications eld of research domain (FOR). | use a cuto of 0.75 to identify highly
relevant concepts'® Next, | match the scientist's employment data using the concepts from
the focal publication and the concepts related to the scientist's works. If there is an overlap
in concepts and the employment term begins after the focal publication year, | consider the

individual's hiring by the rm as related to the focal publication.

Technological leadership To identify rms' relative patenting capabilities, | rst create a
crosswalk between Dimensions scienti ¢ elds of research (FOR) and Cooperative Patent
Classi cations (CPC) at the 4-digit level. | use all USPTO patent NPL citation data from
Marx and Fuegi (2022b) and merge it with Dimensions using DOIs. Next, | aggregate
the citations by FOR category and CPC. For each scienti c category, | nd the three
most prevalent CPCs of citing patents. Using this crosswalk, | identify the set of related
DISCERN patents led in the same year as the focal publication. The ratio between a
rm's patent count to the total patent count among all DISCERN rms is the measure of

technological leadership related to the scienti c domain of the focal publication.

University-industry collaborations | identify scienti ¢ publications and patents as university-
industry collaborations (UIC) using Dimensions organization identi ers and the GRID
dataset. Records a liated with the rm and with an organization of type Education

are considered UIC. In an alternative speci cation, | identify UICs using the raw a liation
text and searching for univ|colleghosp. The results of the analyses are similar for both

speci cations.

18 For example, a random list of concepts includes: target molecules, axial magnetic eld, periodic solu-
tions, amorphous silicon thin Ims, user attention, genetic interactions, polymer adsorption, coal- red power
plants, material removal rate, coverage algorithm, radical cation, laser pulse shape, nitrogen content, cell wall
integrity, surface-enhanced Raman scattering, photophysical properties.
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Patent-paper pairs | identify patent-paper pairs (PPP) using several steps. First, similar
to identifying future patents, | conduct a textual match of authors' last names and rst
initials, where both the focal publication and the patent are assigned to the same rm.
Second, | restrict the patent ling date to be within two years of the focal publication date.
Third, | require textual concept overlap using Dimensions concepts (as described above)
between the patent and the focal publication. The resulting pairs are authored within the

same rm by at least one shared author-inventor and share unigue textual concepts.

Scienti ¢ concept prevalence First, | count Dimensions scienti ¢ concept appearances in
non-corporate scienti ¢ publications by year. Second, | sum the concept counts in the
previous three years for each concept related to the focal publication. Third, | aggregate
the counts to the focal publication level. The resulting measure indicates if the concepts in

the focal publication were prevalent in prior works by the scienti c community.

Government funding | identify U.S. government-funded publications using the funding

acknowledgment eld in Dimensions data. Similar to the method described above for
constructing the scienti ¢ concept prevalence, | count prior concept appearance only for
government-funded publications. The ratio between government-funded concept appeatr-
ances and the total concept appearance count is my measure of the availability of govern-

ment funding for related scienti ¢ work.

Table B.1: Summary of Variables

Variable Name Type Measure of De nition

Panel A: Publication-level analysis

Pr(Publication) Indicator Firm's subsequent scien- Equals one if the corporate authors of focal pub-
ti ¢ investments lication publish a subsequent scientic paper,
and zero otherwise.
Pr(Univ. Col- Indicator Firm's subsequent direct Equals one if the corporate authors of focal pub-
lab) ties with academics lication publish a subsequent scientic paper
with external academics, and zero otherwise.
Pr(Conference Indicator Firm's subsequent partici- Equals one if the corporate authors of focal pub-
Proc.) pation in academics confer- lication publish a subsequent conference pro-
ences ceeding, and zero otherwise.

(continued on next page)
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Table B.1, continued

Variable Name Type Measure of De nition
Pr(AMWS Hire)  Indicator Firm's hiring of a renowned Equals one if the rm hires a related AMWS
scientist whose work is re-  scientist in the years after the focal publication,
lated to the focal publica- and zero otherwise.
tion
Pr(AMWS Indicator Firm's hiring of an award- Equals one if the rm hires an award-winning
Award-winning winning renowned scientist related AMWS scientist in the years after the
Hire) whose work is related to  focal publication, and zero otherwise.
the focal publication
Pr(Patent, ¥ 3y Indicator Firm's subsequent patent- Equals one if any of the corporate authors of the
gap) ing outcomes focal publication le a subsequent patent at least
three years after the focal publication year, and
zero otherwise.
Pr(Patent, ¥ 10y Indicator Firm's subsequent patent- Equals one if any of the corporate authors of
gap) ing outcomes the focal publication le a subsequent patent at
least ten years after the focal publication year,
and zero otherwise.
Pr(Patent, Univ. Indicator Firm's subsequent patent- Equals one if any of the corporate authors of the
Collab.) ing with external aca- focal publication le a subsequent patent that is
demics co-assigned to a public research institution, and
zero otherwise.
Pr(Patent Cita- Indicator Firm's subsequent patent- Equals one if a patent assigned to the rm and
tion to Focal) ing outcomes led after the focal publication year cites the
focal publication, and zero otherwise.
Pr(Patent Cita- Indicator Firm's subsequent patent- Equals one if a patent assigned to the rm and
tion to Focal or ing outcomes led after the focal publication year cites the
FO) focal publication or any of the follow-on publi-
cations, and zero otherwise.
Pr(Patent, ¥ 3y Indicator Firm's subsequent patent- Equals one if any of the corporate authors of the
gap, Citing FO) ing, follow-on researchisan  focal publication le a subsequent patent that
input cites any of the follow-on research, and zero oth-
erwise.
Pr(Patent, ¥ 3y Indicator Firm's subsequent patent- Equals one if any of the corporate authors of the
gap, Not Citing ing, follow-on research pro-  focal publication le a subsequent patent that
FO) vides quality validation does not cite the follow-on research, and zero
otherwise.
In(Follow-On) Continuous  External research that fol- A logged count of external scienti ¢ publications
lows the focal publication that cite the focal publication, up to three gen-
erations away.
In(Focal H- Continuous  Prominence of the leading A logged H-index measure calculated at the focal
index) author of the focal publica- publication year based on prior publications and
tion citations.
In(Top Two Continuous  Prominence of the top two A logged sum of the H-index measures of the top
Researchers authors in the same journal two authors in a journal issue, after excluding
H-index) issue of the focal publica- the authors of the focal publication. Calculated
tion at the focal publication year based on prior pub-
lications and citations.
Technological Indicator Firm's relative patenting Above-median ratio between the number of re-
Leader capability related to the fo- lated patents led by the rm in the focal publi-
cal publication cation year and related patents led by all DIS-
CERN rms.
Patent-Paper Indicator Possession of complemen-  Equals one in the presence of a patent assigned
Pair (PPP) tary IP rights to the same rm, invented by at least one of the
authors of the focal publication, led within two
years of the focal publication year, and shares a
textual concept.
University- Indicator Knowledge outsourcing Equals one when at least one of the authors of

Industry Collab-
oration (UIC)

the focal publication is aliated with an edu-
cational institution, based on Dimensions GRID
organization data.
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Table B.1, continued

Variable Name Type Measure of De nition

High Scien-  Indicator Nascent research domain Equals one for above-median count of related
tic Concept scienti ¢ concept appearance in external publi-
Prevalence cations in the three years prior to the focal pub-

lication year.

High Govern- Indicator Availability of government Equals one for above-median ratio between
ment  Funding funding for the scientic government-funded concept count and the total
Availability community in  related concept count in the three years prior to the fo-

Panel B: Patent level analysis

works

cal publication year.

In(NPL to Continuous  External follow-on research Logged count of external scienti ¢ publications

Follow-On) related to the invention that cite the rm's scienti c publications and are
cited by the patent.

In(NPL to Inter- Continuous  Internal research related to Logged count of internal scienti ¢ publications

nal) the invention that are cited by the patent.

In(KPSS value) Continuous  Private value of the patent  Estimate of private value of patent in real 2010
dollars (Kogan et al., 2017).

In(Word Count) Continuous  Legal scope narrowness Logged count of words in rst claim of the
patent.

Pr(KPST Break- Indicator Patent novelty Top 10% of patents by textual novelty (Kelly et

through)

Panel C: Firm-year level analysis

al., 2021).

Annual Publica- Count Firm's scientic invest- Count of scienti ¢ publications by the rm, pub-
tions ments lished in current year.
AMWS Scientist Count Firm's scientic invest- Count of AMWS scientists employed by the rm.
Employment ments
Annual Patents Count Firm's patenting outcomes  Count of patents led by the rmin current year.
In(Follow-On Continuous  Extent of external follow- Logged stock of external scienti ¢ publications
Stock) on research that cite the rm's publications (annual 15% de-

preciation rate applied).
In(Firm's patent Continuous  Firm's use of follow-on re- Logged stock of rm's patents that cite follow-on
stock citing search research, aggregated by ling year (annual 15%
follow-on) depreciation rate applied).
In(External Continuous ~ Other's use of follow-on re- Logged stock of external patents that cite follow-
patent stock search on research, aggregated by ling year (annual
citing follow-on) 15% depreciation rate applied).
In(Tobin's Q) Continuous  Firm's  nancial perfor- Logged market value over assets.

mance

In(Future Continuous  Future follow-on research Logged stock of external research that cites
Follow-On) rm's publications and is published after current

year (one, two, or three generations of citations).
In(Future In- Continuous  Future use of follow-on re- Logged count of rm's patent citations to follow-
ternal NPL to search by the rm on research, by patents led after current year.
follow-on)
In(Future ex- Continuous  Future use of follow-on re- Logged count of external patent citations to
ternal NPL to search by others outside follow-on research, by patents led after current
follow-on) the rm year.

Publications/R&D Continuous

Firm's scientic publica-

tion stock, scaled by R&D
investments

The ratio of publication stock and R&D invest-
ment stock.

Patents/R&D Continuous  Firm's patenting stocks, The ratio of patent stock and R&D investment
scaled by R&D investments stock.
R&D/Assets Continuous  R&D intensity Firm's R&D stock over asset stock.
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B.2.4 Supplementary Descriptive Statistics

Table B.2 provides descriptive statistics for the patent sample. Table B.3 provides

descriptive statistics for the rm-year panel.

Table B.2: Descriptive Statistics for Patent Sample

Variable Missing Mean SD Min p25 p50 p75 Max
Grant Year 0 2,004.1 9.1 1980 1998 2006 2012 2015
NPL to Follow-On 0 10.5 27.6 0 1 2 7 954
Upstream Internal pubs 0 16.1 73.2 0 0 0 2 2205
First Claim Word count 0 171.6 192.0 10 92 139 203 18844
KPSS Patent Value 59, 643 18.1 43.7 0 3 7 16 3522
KPST Novelty 154,595 0.2 0.4 0 0 0 0 1

Notes: This table provides summary statistics for the main variables used in the econometric
analysis at the patent level. The sample is based on the DISCERN database and includes patents
with at least one reference to a scienti ¢ publication (NPL) and assigned to U.S. publicly-traded
rms between the years 1980-2015. Note that from the total of 492,871 DISCERN patents with

NPL citations, 8,537 observations are dropped due to multiple rm assignment or missing vari-
ables.

Table B.3: Descriptive Statistics for the Firm-Year Panel

Variable Mean SD Min p25 p50 p75 Max
Year 1,999.2 9.2 1981 1992 2000 2007 2015
Annual Publications 9.0 57.1 0 0 0 2 1,590
Employed AMWS Scientists 5.3 34.3 0 0 0 1 1,014
Employed AMWS Scientists, Award-winning 1.9 9.5 0 0 0 1 170
Annual Patents 27.0 146.8 0 0 1 8 8,842
Follow-On Research Stock 36,797.2 234,416.8 0 0 4 1,191 6,784,316
Firm's patent stock citing FO 14.7 185.3 0 0 0 0 15,456
External patent stock citing FO 1,775.1 10,630.9 0 0 0 22 325,990
Tobin's Q 24.3 448.8 0 1 2 4 63,621
Future FO Research (1st gen.) 1,574.0 11,372.3 0 0 3 141 292,574
Future FO Research (1,2 gen.) 32,492.6 223,899.5 0 0 25 2,113 4,853,391
Future FO Research (1-3 gen.) 55,632.7 333,8434 0 0 0 1,122 6,526,805
Publication Stock 86.5 526.8 0 0 2 17 12,251
Patent Stock 1415 777.7 0 2 8 42 31,551
R&D Stock 463.2 2,573.6 0 6 29 134 58,450
Asset Stock 1,949.2  10,946.5 0 12 77 572 355,367

Notes:This table provides summary statistics for the variables used in the econometric analysis at the rm-year level. The data is

based on the DISCERN database of publications by U.S.-based publicly-owned rms between 1980 and 2015. The sample includes
43,303 rm-year observations.
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B.3 Additional Results
B.3.1 Supplementary Descriptive Analysis

B.3.1.1 Patents Using Internal and Follow-On Research

Following the analysis in Section 3.4, a similar result emerges by classifying corporate
patents based on their use of science. Table B.4 presents descriptive statistics at the NPL
citation and patent levels. According to columns 1 and 2, out of 6.6 million citations from
corporate patents to science, only 2% are to publications by the same rm. An additional
18% are to follow-on research, and the remaining citations are to external research unrelated
to the rm. Columns 3-6 aggregate NPL citations to the patent level. Out of 492,871
science-based patent$? only 12% directly cite a scienti ¢ publication by the rm. An
additional 22.5% do not cite internal science but cite external follow-on research. After
accounting for truncation, I nd that more than 40% of corporate science-based patents
are directly or indirectly related to rms' contributions to public research. Lastly, among
patents that directly cite internal publications (columns 7-8), about 35% also cite external

follow-on research.

B.3.1.2 Time Trends in the Use of Follow-On Research

Figure B.2 complements Figure 3.1 and Table 3.1. It presents time trends in the distri-
bution of corporate publications by publication year and eventual direct and indirect patent
citations. Note that the decline in later years is due to truncation of the data in 2015. The
gure suggests that, at least up to the early 2000s, there is no clear change in the rate of
direct and indirect patent citations to rms' publications throughout the sample years. A
breakdown of these trends by eld (available upon request) provides similar results, with

slight variation across elds.

19| de ne a science-based patent as a patent with at least one citation to a scienti ¢ publication.
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FIGURE B.2: Time Trends in the Use of Follow-On Research

Notes: This gure shows time trends in the distribution of corporate publications by
publication year and eventual direct and indirect patent citations. Publications that are
directly cited are publications for which there is patent by the same rm that cites them.
Publications that are indirectly cited are publications for which there is external follow-
on research that is eventually cited by a patent by the same rm. A patent is counted
once for each focal publication based on the shortest citation route. The decline in later
years is due to truncation of the data in 2015.

B.3.2 Supplementary Regression Analysis
B.3.2.1 Poisson Estimation of Count Models

Models with counts as the dependent variable are best estimated using Poisson regres-
sions (Wooldridge, 2010). Currently, standard methods are available for the estimation of
two-stage Poisson (e.g., ivpoisson in Stata) and the estimation of Poisson with xed e ects
(e.g., ppmlihdfe in Stata, fepois from the xest package in R). However, there is currently no
widely accepted implementation of a two-stage Poisson regression that allows the inclusion
of a large number of xed e ects. Therefore, for my main analyses, | present a binary
outcome (equal to one for a positive count) and a linear probability model estimated with
standard OLS and 2SLS.

| complement these results with single-staged PPML and two-staged Poisson estima-
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tions using the control function approach, which is discussed by Lin and Wooldridge (2019).
The control function approach addresses endogeneity issues by including the residuals from
the rst-stage regression as an additional explanatory variable in the second stage. | fol-
low Bellet et al. (2023) in implementing the two-step estimation procedure and adjust the
standard errors through bootstrapping. Tables B.5 and B.6 present analyses corresponding
to the baseline results using Poisson xed-e ect estimations of count models. Table B.7
presents the two-stage Poisson estimations. | nd positive e ects across the di erent spec-

i cations. However, for patents, the two-stage estimation yields positive coe cients that
do not reach statistical signi cance. Overall, these ndings provide additional support for
the main results presented in the paper.

An additional robustness check pertains to cases where the dependent variable is con-
stant across all observations within a xed-e ect group. In Poisson estimation, observations
are automatically dropped to avoid singletons and separation. One source of separation is
a constant dependent variable within a xed e ect group. Table B.8 and B.9 present OLS
and 2SLS results (speci cations corresponding to the baseline results) for the observations
that remained in the Poisson samples above. Overall, these results are similar to the results

presented in the paper.

B.3.2.2 Heterogeneity in Subsequent NPL Citations

Table 3.8 explores heterogeneity in the estimations of the e ect of follow-on research on
the likelihood of subsequent patent by the focal authors. In the baseline results (Table 3.5),
| also present an analysis of the e ect of follow-on research on the likelihood that subsequent
patents by the rm (not restricted to the focal authors) will cite the focal publication. Table
B.10 presents a corresponding heterogeneity analysis. Overall, the results are qualitatively

similar but weaker in statistical signi cance.

B.3.2.3 Firms' Conference Proceedings Sample

Firms' conference proceedings are dropped from the baseline sample because they do

not follow the same assignment procedures into journal issues (see Section B.2.2 for details).
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However, proceedings are an important part of rms' scienti ¢ output, especially in some
speci ¢ elds (e.g., computer science). Table B.11 presents an analysis of rms' conference
proceedings that were dropped from the main sample. The positive estimated correlations

are in line with the baseline results in the paper.

B.3.2.4 Variation by Field and Industry

Table B.12 presents estimation results for subsamples based on rms' main industries.
Industry classi cations are based on 2-digit SIC codes. Note that the subsamples are not
equal in size. Since the subsamples are much smaller than the full sample, in none of them
does the instrument have enough power to predict follow-on research. | therefore present
OLS regressions. The results indicate that in most industries, there is a positive and statis-
tically signi cant relation between follow-on research and subsequent scienti ¢ publication
and patenting by the focal authors. Focusing on the chemical industry (including medicine),

I nd a signi cantly stronger relation compared to other industries (columns 6 and 13).

Table B.13 presents estimation results for subsamples based on publications' assigned re-
search eld. Fields are determined by Dimensions.ai based on Australian and New Zealand
Standard Research Classi cation (ANZSRC) 2020. Similar to the case of industries, sub-
samples are too small for 2SLS estimation. The results indicate a positive relation to
subsequent publishing and patenting across dierent elds. However, dierences across

elds are not statistically signi cant (e.g., columns 6 and 13).

B.3.2.5 Corporate vs Academic Follow-On Research

An interesting extension to the baseline results would be to explore how di erent sources
of follow-on a ect the focal rm. For example, it seems likely that follow-on research that
originates from universities will have a di erent e ect than follow-on research that originates
from other rms. | attempt to explore these di erences in Table B.14. | split the count
of follow-on research by source, based on Dimensions.ai classi cation of institution type.
Academic follow-on research is research that originates from academic and other non-private

institutions. Corporate follow-on research originates from other rms.
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In both OLS and 2SLS regressions, | nd very similar coe cients (with the exception
of columns 3 and 5). Note, however, that in this case it is hard to defend the exclusion
restriction of the instrument. For example, in column 6, while the instrument increases
citations to corporate follow-on research, it also a ects non-corporate follow-on research.
There is not enough variation in the data to separately include both variables in the regres-
sion. It therefore seems that a di erent design is required in order to explore this source of

heterogeneity.
B.4 Discussion of Instrumental Variable

In this section, | discuss the main assumptions underlying my instrumental variable
approach for identifying the e ects of external follow-on research on rms' innovation out-

comes.

B.4.1 Instrument Relevance

The instrument's relevance relies on the notion of peer e ects across publications grouped
together in physical journal issues. The elements of this process are discussed in detail in
Section 3.5.1. In short, until academic readership moved online in the early 2000s, aca-
demics accessed most scienti ¢ publications by walking to their institution's library and
checking out physical journal issues. As a result, publications that were grouped in the
same journal issue with a publication by a prominent researcher were likely to be circulated
more often than others. Therefore, the level of attention to journal publications could have
varied irrespectively of the content and quality of a given paper. | argue that serendipitous
increases in academic attention sometimes translate into meaningful follow-on research.
This research can then be observed through the number of citations the focal publication
received.

Table B.15 reports the rst-stage coe cient estimates for the instrument's relevance.
First, | use the top one H-index among all other authors in the same journal issue. Next,
| consider the sum of the H-indexes of the top two authors. Since the predictive power

is stronger under this speci cation, | chose it as the instrument across all analyses in the
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Table B.4: Firms' Patent Citations to Own Scienti ¢ Publications

NPL Citations Patents
All Granted 2000-2015 Directly Citing

Count Percent Count Percent Count Percent Count Percent

1) &) ®) (4) (5) (6) (@) (8)

Direct citation to a rm's publication 132,568 2.02% 58,310 11.83% 46,038 13.04% 58,310 11.83%

Indirect citation to a rm's publication (citing follow-on research)
1st Generation 251,331 3.82% 38,155 7.74% 33,542 9.50% 16,022 27.50%

2nd Generation 509, 621 7.75% 41,645 8.45% 37,620 10.66% 13,021 22.33%
3rd Generation 445,470 6.78% 31,169 6.32% 27,745 7.86% 11,739 20.01%
1,206,422 18.36% 110,969 22.51% 98,907 28.02% 20,375 34.95%

Any
Citing a rm's publication (directly or indirectly) 1,338,990  20.37% 169,279  34.35% 144,945 41.6% 58,310 100%
Not Citing a rm's publication 5,233,655 79.63% 323,592 65.65% 208, 059 58.94% 0 0%
Total 6,572,645 100.00% 492,871 100.00% 353,004 100.00% 58,310 100%

Notes: This table presents summary statistics of citations from rms' patents to scienti ¢ publications (NPL). The dataset includes 492,871
patents with a total of 6.6 million NPL citations. In columns 1-6, a patent is categorized by the shortest route to an internal scientic
publication. 58,310 (12%) patents directly cite a scienti ¢ publication published by the same rm. An additional 110,969 (22.5%) patents
cite external scienti ¢ publications that have an internal publication as an upstream reference, up to the 3rd generation of references. 323,592
patents (65.5%) do not have a citation to an upstream internal scienti ¢ publication. To account for truncation, columns 5 and 6 present
a subset of patents published after the year 2000. Among these patents, about 41% cite a rm's publication either directly or indirectly.
Columns 7-8 only include patents that directly cite internal scienti ¢ publications. Among these patents, all citation routes are considered
and patents are classi ed based on whether they include a citation to different levels of follow-on research. The results indicate that about

35% of directly-citing patents also cite external follow-on research.
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Table B.5: Follow-On Research and Firms' Investments in Science
Subsequent Scienti ¢ Publications by Focal Authors  Hiring of Renowned Scientists (AMWS)

Publication Pub. Count, Pub. Count, Award-winning
Count Univ. Collab. Conf. Proc. Hire Count Hire Count
PPML PPML PPML PPML PPML PPML
1) (2 (3) (4) (5) (6))
In(Follow-On) 0.053*** 0.067***  0.011*** 0.048*** 0.072*** 0.066***
(0.006) (0.007) (0.002) (0.016) (0.004) (0.005)
In(Future Pubs) 1.088***
(0.014)
In(Focal H-Index) 0.221%** 0.320***  0.116*** 0.184*** 0.029*** 0.023
(0.019) (0.021) (0.011) (0.033) (0.009) (0.019)
Firm FE Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes
Observations 142,610 137,294 137,294 66,036 61,573 15,622
Avg. DV 20.943 8.690 8.690 2.390 0.780 0.215
Pseudo R 0.489 0.489 0.869 0.549 0.553 0.333

Notes: This table accompanies Table 3.3 and reports estimation results of corresponding count models. Estimation is

conducted using Poisson pseudo maximum likelihood (Correia et al., 2020). Observations are automatically dropped
to avoid singletons and separation.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



/8T

Table B.6: Follow-On Research and Firms' Patenting Outcomes

Subsequent Patents by Focal Authors Subsequent Firms' Patents
Patent Count Patent Count PatentCount Citation Count  Citation Count
¥ 3y gap ¥ 10y gap Univ. Collab. to Focal to Focal or FO
PPML PPML PPML PPML PPML
1) 2 3 4 ®)
In(Follow-On) 0.028** 0.021** 0.075*** 0.381*** 0.718***
(0.012) (0.010) (0.021) (0.050) (0.024)
In(Focal H-Index) 0.051** 0.032 0.425*** -0.071 -0.031
(0.026) (0.025) (0.081) (0.066) (0.036)
Firm FE Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes
Observations 133,053 63,156 41,138 65,229 119,144
Avg. DV 7.952 4.681 0.463 0.699 17.506
Pseudo R 0.584 0.567 0.588 0.523 0.855

Notes: This table accompanies Table 3.5 and reports estimation results of corresponding count models.
Estimation is conducted using Poisson pseudo maximum likelihood (Correia et al., 2020). Observations
are automatically dropped to avoid singletons and separation.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
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Table B.7: Two-Stage Poisson Estimation Using a Control Function Approach

Subsequent Subsequent Scientist Subsequent
Publications UIC Publications Hiring Patents
PPML 2S-PPML PPML 2S-PPML PPML 2S-PPML PPML 2S-PPML
(1) (2 (3) (4) (5) (6) (7) (8)
In(Follow-on) 0.053*** 0.523** 0.067*** 0.729* 0.072%** 0.756* 0.028** 0.604
(0.006) (0.257) (0.007) (0.397) (0.004) (0.424) (0.012) (0.506)
In(Focal H-Index)  0.221*** 0.090 0.320*** 0.134 0.029*** -0.163 0.051* -0.110
(0.020) (.072) (0.021) (0.112) (0.010) (0.120) (0.026) (0.142)
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes
Observations 142,610 142,610 137,294 137,294 61,573 61,573 133,053 133,053
Avg. DV 20.943 20.943 8.690 8.690 0.780 0.780 7.952 7.952
First Stage F-stat - 30.916 - 30.916 - 30.916 - 30.916
Pseudo R 0.489 - 0.489 - 0.553 - 0.584 -

Notes: This table accompanies Tables B.5 and B.6 and reports estimation results of a two-staged Poisson estimation, following
Lin and Wooldridge (2019). Standard-errors are adjusted using a clustered bootstrap with 200 replications.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
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Table B.8: The Effect of Follow-On Research on Firms' Investments in Science, Filtered Sample

Subsequent Scienti ¢ Publications by Focal Authors Hiring of Renowned Scientists (AMWS)
Pr(Publication) Pr(Univ. Collab.)  Pr(Conference Proc.) Pr(Hire) Pr(Award-Winning Hire)
oLS 2SLS oLS 2SLS oLS 2SLS oLS 2SLS oLS 2SLS
@ @ 3 4 ®) (6) 7 (€ ©) (10)
In(Follow-On) 0.009***  0.134*** 0.013*** 0.156***  0.004** 0.076 0.009***  0.073* 0.009*** 0.200**
(0.002) (0.050) (0.002) (0.056) (0.002) (0.055) (0.002) (0.038) (0.003) (0.090)
In(Focal H-Index) 0.002 -0.033**  0.038***  -0.002  0.012*** -0.010 0.005**  -0.013 0.001 -0.055**
(0.004) (0.015) (0.004) (0.017) (0.005) (0.019) (0.002) (0.011) (0.004) (0.026)
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Observations 142,610 142,610 137,294 137,294 66,036 66,036 61,573 61,573 15,622 15,622
Avg. DV 0.584 0.584 0.521 0.521 0.232 0.232 0.208 0.208 0.182 0.182
First Stage F-stat 30.991 27.932 13.187 22.100 5.220
Adjusted R2 0.258 -0.364 0.239 -0.407 0.220 -0.201 0.227 -0.210 0.282 -1.341

Notes:This table is a Itered version of Table 3.3. The samples include observations that are kept after PPML estimation (as presented in
Table B.5). Observations are automatically dropped to avoid singletons and separation.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



06T

Table B.9: The Effect of Follow-On Research on Firms' Patenting Outcomes, Filtered Sample

Subsequent Patents by Focal Authors Subsequent Firms' Patents
Pr(Patent, Pr(Patent, Pr(Patent, Pr(Citation Pr(Citation
¥ 3y gap) ¥ 10y gap) Univ. Collab.) to Focal) to Focal or FO)
oLS 2SLS oLs 2S8LS oLs 28LS oLs 2SLS oLs 2SLS
@) &) ®3) 4 ®) (6) (7 ) ) (10)
In(Follow-On) 0.008***  0.061  0.005*** 0.166** 0.008***  0.092  0.026**  0.110**  0.096*** 0.118***

(0.001) (0.050) (0.001) (0.081) (0.001) (0.072) (0.002)  (0.055)  (0.005)  (0.037)

In(Focal H-Index)  0.013***  -0.002  0.005 -0.033* 0.029%* 0.008 -0.019** -0.042**  0.002  -0.004
(0.002)  (0.014) (0.003) (0.019) (0.008) (0.017) (0.003)  (0.016)  (0.002)  (0.011)

Firm FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Observations 133,053 133,053 63,156 63,156 41,135 41,135 65,229 65,229 119,144 119,144
Avg. DV 0.490 0.490 0.367 0.367 0.130 0.130 0.141 0.141 0.417 0.417
First Stage F-stat 27.422 12.398 7.118 16.155 42.389
Adjusted R 2 0.274 -0.182 0.246 -0.603 0.202 -0.286 0.105 -0.235 0.432 0.029

Notes: This table is a Itered version of Table 3.5. The samples include observations that are kept after PPML estimation (as
presented in Table B.6). Observations are automatically dropped to avoid singletons and separation.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



Table B.10: Heterogeneity in Subsequent Patenting (NPL Citations)

Pr(Subsequent Firm Patent Citing Focal Publication)

OLS 2SLS OLS 2SLS OLS 2SLS OLS 2SLS
) 2 3 4 ®) (6) (7 (8)
Complementary IP Rights
In(Follow-On) 0.020***  0.023***
PPP (0.001) (0.005)
PPP 0.066***  0.052***
(0.004) (0.010)
Knowledge Outsourcing
In(Follow-On) -0.007*** -0.005
uic (0.001) (0.004)
uiC -0.042***  -0.043***
(0.004) (0.004)
Scienti ¢ Concept Prevalence
In(Follow-On) 0.000 0.008*
Low Prev. (0.001) (0.004)
Low Prevalence 0.004*** 0.001
(0.001) (0.003)
Government Funding Availability
In(Follow-On) 0.001 0.008*
Govt. Funding (0.001) (0.005)
Govt. Funding 0.004** -0.002
(0.002) (0.005)
In(Follow-On) 0.005*** 0.045** 0.015%** 0.044* 0.0171*** 0.039 0.0171*** 0.040
(0.001) (0.023) (0.001) (0.025) (0.001) (0.025) (0.001) (0.025)
In(Focal H-Index)  -0.006***  -0.017*** -0.001 -0.009 -0.008***  -0.017** -0.008** -0.017**
(0.001) (0.006) (0.001) (0.008) (0.001) (0.008) (0.001) (0.008)
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes
Observations 164,495 164,495 164,495 164,495 164,495 164,495 164,495 164,495
Avg. DV 0.036 0.036 0.056 0.056 0.056 0.056 0.056 0.056
First Stage F-stat 15.215 14.452 14.423 14.878
Adjusted R? 0.077 -0.287 0.078 -0.208 0.071 -0.228 0.071 -0.224

Notes: This table accompanies Table 3.8. In this table, the dependent variable is an indicator for a subsequent
patent by the focal rm that cites the focal publication.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***; 0.01, **: 0.05, *: 0.1
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Table B.11: Corporate Conference Proceedings
Subsequent  Pr(Subsequent Subsequent Pr(Subsequent

Publications Publication) Patents Patent)
PPML oLs PPML oLS
@ 2 ©) 4)

In(Follow-On) 0.056*** 0.003 0.038*** 0.005***

(0.011) (0.003) (0.006) (0.002)
In(Focal H-Index) 0.299*** -0.004 0.084%*** 0.005

(0.043) (0.010) (0.020) (0.005)
Firm FE Yes Yes Yes Yes
Conference FE Yes Yes Yes Yes
Observations 21,276 21,276 23,580 23,580
Avg. DV 12.903 0.442 33.922 0.790
Adjusted R2 0.267 0.245
Pseudo R 0.609 0.617

Notes: This table presents the baseline results for a sample of corporate conference
proceedings that are dropped from the main analysis. The data consists of a pooled
cross section of proceedings by U.S.-based publicly-owned rms, published between
1990 and 2012 (Arora, Belenzon, & Sheer, 2020). Follow-on research is the total count
of three generations of citations to the focal publication from outside the rm. The
dependent variables are counts and indicators for subsequent scienti ¢ publications
(columns 1-2) and patents (columns 3-4) by the corporate authors of the focal papers.
All regressions include a control for the highest H-index among the authors of the focal
publication, as well as rm and conference xed effects.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
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Table B.12: Variation by Main Industry

Pr(Subsequent Scienti ¢ Publication by Focal Authors)

Pr(Subsequent Patent by Focal Authors, ¥ 3y gap)

Chem Elec Instr Serv Other All All Chem Elec Instr Serv Other All All
OoLS OLS OLS OoLS OoLS OoLS 2SLS OoLS oLS OLS OLS OLS OLS 2SLS
1) 2 (3) 4 (5) (6) ] (8) 9) (10) (11 (12) (13) (14)
In(Follow-On) 0.011%** 0.003 0.001 0.010***  0.004** 0.004** 0.106**  0.008***  0.007*** 0.001 0.012***  0.007***  0.006*** 0.087*
(0.002) (0.003) (0.005) (0.003) (0.002) (0.002) (0.049) (0.001) (0.002) (0.002) (0.002) (0.002) (0.001) (0.051)
In(Follow-On) 0.008*** 0.052 0.004* -0.048
Chemicals (0.002) (0.038) (0.002) (0.041)
In(Focal H-Index)  -0.009*** 0.006 0.018 0.009 0.026*** 0.002 -0.033**  0.012*** 0.005 0.034*** -0.000 0.015* 0.012%** -0.004
(0.004) (0.007) (0.018) (0.007) (0.007) (0.003) (0.014) (0.002) (0.006) (0.006) (0.005) (0.009) (0.002) (0.013)
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Observations 88,174 15,875 13,470 14,692 15,248 164,495 164,495 88,174 15,875 13,470 14,692 15,248 164,495 164,495
Avg. DV 0.623 0.421 0.300 0.408 0.371 0.507 0.507 0.352 0.549 0.583 0.358 0.427 0.397 0.397
First Stage F-stat 15.062 15.062
Adjusted R?2 0.312 0.299 0.380 0.348 0.338 0.345 -0.420 0.327 0.342 0.475 0.318 0.404 0.348 -0.247

Notes:This table presents variation in the baseline estimation results by rms' main industry classi cations. The analysis corresponds to Tables 3.3 and 3.5.
Industry classi cation is based on 2-digit SIC: columns 1 and 8 include “Chemicals And Allied Products” (SIC 28); columns 2 and 9 include “Industrial And
Commercial Machinery And Computer Equipment” (SIC 35) and “Electronic And Other Electrical Equipment And Components, Except Computer Equip-
ment” (SIC 36); columns 3 and 10 include “Transportation Equipment” (SIC 37) and “Measuring, Analyzing, And Controlling Instruments; Photographic,
Medical And Optical Goods; Watches And Clocks” (SIC 38); column 4 and 11 include “Business Services” (SIC 73) and “Engineering, Accounting, Research,

Management, And Related Services" (SIC 87); columns 5 and 12 include all other rms. Columns 6, 7, 13, and 14 include the complete sample and Chemicals
is an indicator for SIC 28.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1



Table B.13: Variation by Research Field

Pr(Subsequent Scienti c Publication by Focal Authors)

Pr(Subsequent Patent by Focal Authors, ¥ 3y gap)
Eng Math Eng Math
Med Chem &ICT & Phys Other All All Med Chem &ICT & Phys Other All All
OoLS oLS OoLS OoLS oLS oLS 2SLS oLS oLS oLS oLS oLS oLS 2SLS
@ @ 3 ()] 5) (6) () (8 9 (10) (11) (12) 13) (14)
In(Follow-On) 0.014%** 0.002  0.005*** 0.002 0.012**  0.006***  0.103**  0.009***  0.006***  0.006*** 0.004 0.008**  0.007***  -0.004
(0.002) (0.002) (0.002) (0.003) (0.004) (0.002) (0.044) (0.001) (0.002) (0.002) (0.002) (0.003) (0.001) (0.059)
In(Follow-On) 0.003 0.048
Chem & Med

0.001 0.196
(0.002)  (0.115) (0.002)  (0.154)

In(Focal H-Index)  -0.011***  -0.009  0.016***  0.013* 0.018** 0.002 -0.033*  0.010***  0.013**  0.013** 0.026*** 0.018**  0.012***

-0.017
(0.003)  (0.006) (0.006)  (0.007) (0.009)  (0.003) (0.018)  (0.003)  (0.005)

(0.004)  (0.008) (0.008) (0.002)  (0.018)

V61

Firm FE Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes
Observations 78,041 25,161 47,958 7,813 164,495 164,495
Avg. DV 0.594 0.584 0.372 0.275 0.397 0.397
First Stage F-stat 3.379
Adjusted R? 0.308 0.409 0.291

0.299 0.348

-0.524

Notes:This table presents variation in the baseline estimation results by publications' research eld. The analysis corresponds to Tables 3.3 and 3.5. Research
elds are determined by Dimensions.ai based on Australian and New Zealand Standard Research Classi cation (ANZSRC) 2020. Columns 1 and 8 include
“Biological Sciences” (FOR 31), “Biomedical and Clinical Sciences” (FOR 32), and “Health Sciences” (FOR 42); Columns 2 and 9 include “Chemical Sciences”
(FOR 34); columns 3 and 10 include “Engineering” (FOR 40) and “Information and Computing Sciences” (FOR 46); columns 4 and 11 include “Mathematical

Sciences” (FOR 49) and “Physical Sciences” (FOR 51); columns 5 and 12 include all other publications. Columns 6, 7, 13, and 14 include the complete sample
and “Chem & Med” is an indicator for FOR codes 32, 34, 31 and 34.

Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
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Table B.14: Corporate vs Academic Follow-On Research

Pr(Subsequent Scienti ¢ Publication by Focal Authors)

Pr(Subsequent Patent by Focal Authors, ¥ 10y gap)

OLS 2SLS OLS 2SLS oLS 2SLS oLs 2SLS OLS 2SLS OLS 2SLS
(1) (2 (3) C)] (5) (6) (7 (8) 9) (10) (11) (12)
In(All Follow-On) 0.008***  (0.121** 0.003***  0.095**
(0.001) (0.047) (0.001) (0.040)
In(Academic Follow-On) 0.007***  0.126*** 0.003***  0.100**
(0.001) (0.048) (0.001) (0.041)
In(Corporate Follow-On) 0.014**  0.126** 0.003***  (0.113**
(0.002) (0.057) (0.001) (0.048)
In(Focal H-Index) 0.002 -0.030** 0.002 -0.032** -0.001 -0.024** 0.002 -0.024** 0.002 -0.025** 0.003 -0.020**
(0.003) (0.014) (0.003) (0.014) (0.003) (0.012) (0.002) (0.0112) (0.002) (0.0112) (0.002) (0.010)
Firm FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Observations 164,495 164,495 164,127 164,127 154,583 154,583 164,495 164,495 164,127 164,127 154,583
Avg. DV 0.507 0.507 0.507 0.507 0.515 0.515 0.143 0.143 0.143 0.143 0.147 0.147
First Stage F-stat 29.528 27.987 33.607 29.528 27.987 33.607
Adjusted R? 0.344 -0.377 0.344 -0.398 0.347 -0.317 0.351 -0.486 0.351 -0.518 0.352 -0.508

Notes: This table presents an analysis of follow-on research split by the type of source organization. The analysis corresponds to the baseline
results presented in Tables 3.3 and 3.5. Columns 1, 2, 7 and 8 replicate the baseline results. In columns 3, 4, 9, and 10, the independent variable
of interest is a count of three generations of follow-on research that originates from academic and other non-private institutions. In columns 5, 6,

11, and 12, the independent variable of interest is a count of three generations of follow-on research that originates from other rms. Institution

type is determined based on a classi cation of authorship af liations provided by the Dimensions dataset.
Clustered (Firm) standard-errors in parentheses. Signif. Codes: ***: 0.01, **: 0.05, *: 0.1
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paper. Figure B.3 presents a corresponding binned scatterplot. In addition to the chosen
speci cation, | report in Table B.15 coe cient estimates of alternative speci cations for the
instrument. First, | use the count of the authors' publications up to the year before the focal
publication year. Second, | use the citation-weighted measure of the same publications. In
all cases, | nd strong evidence for the relevance of the instrument for the count of follow-on

citations.

FIGURE B.3: First-Stage Relation

Notes:This gure presents a binned scatterplot of the relation between the logged sum
of the top two researcher H-indexes (the instrument) and logged follow-on citations to
the focal publication (endogenous variable). The values in the plot are tted values after
controlling for the logged H-index of the focal author, rm xed effects, and journal-
year xed effects.

To further support the mechanism that drives the instrument relevance, | explore the
time trend of coe cient estimates. Figure B.4 presents the coe cient estimates of the
interaction between the instrumental variable and 2-year indicators. As expected, the cor-
relation between the instrument and follow-on citations was stronger during the 1990s,
before academic readership moved online. Starting in the 2000s, | observe lower point esti-
mates and larger standard errors. These trends suggest that in later years the journal issue

peer e ects got weaker. Potentially, these trends are due to increase in online readership.
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FIGURE B.4: First-Stage Time Trends

Notes: This gure presents coef cient estimates for time trends of the rst stage. The
reported coef cients are of interactions between the instrument and 2-year indicators.
The regression includes rm and journal-year xed effects. Standard errors are clus-
tered by rm.

B.4.2 Conditionally Unconfounded Instrument

Unconfoundedness of the instrument requires that there are no unmeasured common
causes between the instrument and the endogenous variable (follow-on citations), and be-
tween the instrument and the second stage outcomes of interest. | will discuss these as-
sumptions and provide supporting evidence.

More prominent authors will tend to publish in more prestigious journals. The mea-
surement of prominence through H-indexes varies across years. In addition, over time, some
journals became more prestigious and in uential compared to others. To account for these
di erences across journals and time, | condition all models on a strict set of xed e ects.
Namely, | compare publications in di erent journal issues of the same journal and in the
same year by including a set of journal-year xed e ects. Within a journal-year and given
the rst-in- rst-out assignment process of manuscripts into journal issues, | claim that it
is unlikely that confounders will drive the allocation of accepted manuscripts into specic
journal issues. Exceptions to this assignment process are special issues and conference pro-

ceedings. Using indicators obtained from Web of Science and Dimensions data, | drop these
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cases from the sample.

To support the unconfoundedness assumption, Figure B.5 presents a binned scatterplot
of the relation between the instrument and the H-index of the top author of the focal
paper. A corresponding linear regression reports a statistically insigni cant slope estimate
of 0.0093 (s.e. = 0.0099). In both the scatterplot and the regression estimates, there is no
evidence that within a journal and year, more prominent authors jointly publish in speci c
journal issues. Nonetheless, in all model speci cations | include the top focal H-index as

an additional control.

FIGURE B.5: Author H-index Correlation

Notes:This gure presents a binned scatterplot of the relation between the logged sum
of the top two researcher H-indexes (the instrument) and logged H-index of the top fo-
cal author. The values in the plot are tted values after controlling for rm and journal-
year xed effects. A corresponding linear regression reports a statistically insigni cant
slope estimate of 0.0093 (s.e. = 0.0099).

To further support the validity of the instrument, | perform a placebo test. In this test,
| replace my instrument with a corresponding measure of top H-indexes from a randomly-
picked journal issue within the same journal and year. In this test, the prominence of
authors should not be relevant for follow-on citations. Figure B.6 presents the test results.
A corresponding linear regression reports a statistically insigni cant slope estimate of 0.0143
(s.e. = 0.0158). According to the plot, there is no indication that prominence of authors

from other journal issues drive attention (and therefore citations) to the focal publication.
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These results provide additional support for the mechanism that drives the relevance of the
instrument.
Taken together, the results discussed above provide support for the assumption that the

instrument is conditionally unconfounded.

FIGURE B.6: First-Stage Placebo Test

Notes:This gure presents a binned scatterplot of the relation between the logged sum
of top two researcher H-indexes from a random journal issue in the same journal-year
(the placebo) and the logged follow-on citations to the focal publication (endogenous
variable). The values in the plot are tted values after controlling for rm and journal-
year xed effects. A corresponding linear regression reports a statistically insigni cant
slope estimate of 0.0143 (s.e. = 0.0158).

B.4.3 Exclusion Restriction

The exclusion restriction posits that the prominence of other authors in the same journal
issue as the focal paper a ects outcomes only through their e ects on external follow-on
citations. A threat to this assumption could occur if, for example, information frictions
within the rm limit internal awareness of the rm's own publications. In that case, the
prominence of other authors in the same journal issue can drive more attention by the rm's
own scientists, in the same way that it drives external attention to the focal publication.
This possibility is highly unlikely, speci cally when considering outcomes that directly relate
to the focal authors (such as counts of their future publications and patents).

Another possibility is that the prominence of other authors will drive the rms' innova-
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tive outcomes through channels that are unaccounted for by the citation counts of follow-on
research. For example, this can happen if some follow-on research does not cite the focal
publication but is found to be useful by the rm. While this is a possibility, it does not
interfere with the general sense that follow-on academic activity can be bene cial for the

rm.

Table B.15: First-Stage Regressions

In(Follow-On)
oLs oLs OoLS oLs
€)) 2 (3) 4
In(Top One Researcher H-index) 0.075***
(0.016)
In(Top Two Researchers H-index) 0.097***
(0.018)
In(Top Two Researchers Pub. Count) 0.027**
(0.011)
In(Top Two Researchers Cit. Count) 0.046***
(0.008)
In(Focal H-Index) 0.280***  0.280*** 0.280** 0.280***
(0.010) (0.010) (0.010) (0.010)
Firm FE Yes Yes Yes Yes
Journal-Year FE Yes Yes Yes Yes
Observations 164,495 164,495 164,495 164,495
Avg. DV 7.359 7.359 7.359 7.359
Adjusted R? 0.589 0.589 0.589 0.589

Notes:This table presents estimation results for the rst-stage relationship between
the prominence of top researchers in the same journal issue as the focal publication
and external follow-on research. In columns 1 and 2, prominence is measured using
the authors' H-index in the year prior to publication. In column 3, prominence is
measured as the previous publication count. In column 4, prominence is measured
as the previous citation-weighted publication count.

Clustered (Firm) standard-errors in parentheses.

Signif. Codes: ***: 0.01, **: 0.05, *: 0.1

B.4.4 Heterogeneity and the Average Causal Response

The literature on instrumental variables has long acknowledged the possibility of het-
erogeneity across the studied population (Angrist & Pischke, 2009). Under heterogeneity
in observed and unobserved characteristics, instruments can only be used to estimate a lo-

cal average treatment e ect (LATE) instead of the average treatment e ect (ATE). LATE
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refers to the average e ect for a speci ¢ subset of the population, de ned by their response
to the instrumental variable. It may di er from the ATE, which is an estimate of the e ect

on the entire population. The di erence between the LATE and the ATE depends on the
degree of response heterogeneity and the strength of the instrumental variable.

The theoretical interpretation of the estimand is further complicated when the endoge-
nous variable (the treatment) and instrumental variable are continuous. Angrist and
Pischke (2009) o er a generalization of the LATE framework to accommodate variable
treatment intensity. The average causal response (ACR) is a weighted average of the unit
causal response, which in turn is the average di erence in potential outcomes for compliers
at di erent levels of treatment. When the treatment is fully continuous, IV estimation will
recover the average derivative across the range of treatment values. When the instrument
itself is continuous, the estimation will produce a weighted average of derivatives across the
range of values of the instrument (Cornelissen et al., 2016).

Many of the coe cient estimates of the 2SLS regressions presented in this paper are
larger than their OLS counterparts. However, given the continuous nature of the instrument
and endogenous variables, it is possible that these di erences are due to the weighted nature
of the ACR. Therefore, a direct comparison between the 2SLS and OLS estimates might
be misleading and an analysis of the direction of bias is not trivial.

Further analysis of the rst-stage e ects provides evidence for treatment heterogeneity
across covariates. Figure B.7 presents the rst-stage relation across ve quantiles of the
focal authors' H-index. As expected, the e ect is stronger for publications by less prominent
authors. In addition, for these authors, the level of follow-on seems more strongly correlated
with the probability of subsequent scienti ¢ publishing (Figure B.8). While these relations
seem not to hold for the case of patenting (Figure B.9), the focal H-index is only one

dimension of potential treatment heterogeneity.
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FIGURE B.7: First-Stage, by Focal H-index

Notes:This gure presents a binned scatterplot of the relation between the logged sum
of the top two researcher H-indexes (the instrument) and logged follow-on citations to
the focal publication (endogenous variable), across levels of the focal authors' H-index.
The values in the plot are tted values after controlling for the logged H-index of the
focal author, rm xed effects, and journal-year xed effects.

B.4.5 Omitted Variable Bias in OLS

There are various sources of omitted variable bias in OLS estimates. A typical concern is
the existence of an unobserved confounder (e.g., scienti ¢ quality). However, an additional
source of bias that is often overlooked is a di erence between the functional form of the
data-generating process and the observed variables. In such case, the direction of bias
will depend on parameters of the model and can result in OLS estimates that are smaller
than IV estimates, even when potential confounders would predict an upward bias of OLS.

Consider the following data-generating process:

Xi1=2Z;+m
Xo=2Z+m
X=dX;+(1 d)X,

Y = adX; + 05(1 d)X2+ m
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FIGURE B.8: Follow-On Research and Subsequent Publications, by Focal H-index

Notes: This gure presents a binned scatterplot of the relation between the logged
follow-on citations and the probability of subsequent scienti ¢ publishing by the fo-
cal authors, across levels of the focal authors' H-index. The values in the plot are tted
values after controlling for the logged H-index of the focal author, rm xed effects and
journal-year xed effects.

The data includes two independent variables X; and X,. These variables are functions
of instruments Z; and Z,, respectively. Y is a linear combination of X1, X5, with d de ning
the relative weights. The coe cient on (1 d)X> is set to 0.5 and the coe cient on dX;
is a. Importantly, the researchers only observeX, Y, and Z,. Therefore, they estimate a

two-stage model as follows:

X = ho+ hiZy+ X

Y=Dbg+ b X+ e

To clearly see the source of bias, consider the following rearrangement:

Y = (adX; + 0.5(1 d)Xp+ my)+(0.5dX; 0.5dX;)

(a 05)dXy+ 0.5dXy+ 0.5(1 d)Xp+ m,

05X+ U
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FIGURE B.9: Follow-On Research and Subsequent Patenting, by Focal H-index

Notes: This gure presents a binned scatterplot of the relation between the logged
follow-on citations and the probability of subsequent patenting by the focal authors,
across levels of the focal authors' H-index. The values in the plot are tted values after
controlling for the logged H-index of the focal author, rm xed effects, and journal-
year xed effects

WhereU m+(a 0.5dX;. Theinstrument Z; is uncorrelated with U, and therefore
BV would be unbiased regardless of the value @f. However, X itself is correlated with U
through the joint dependence onXj, and the direction of bias of B2 will depend on the
sign of (a 0.5).

| provide an analysis of simulated data to explore this possibility. Results are presented
in Figure B.10. Clearly, whena = 0.5 (i.e., the true coe cients on X; and X, are equal)
then the OLS estimates are similar to the IV estimates. However, whem 0.5, then the
OLS coe cient estimates are lower than the corresponding IV estimates, and the magnitude
of di erence increases withd (the share of Xy in Y). Alternatively, when a i 0.5 the OLS
coe cient estimates will be larger.

In the context of this paper, X is a number of citations for each publication andZ, is the
observed instrument. However the instrument might in uence only marginal citations,
which are a part of X but unknown in size. Possibly, marginal and core citations have
di erent e ects on Y (note that the simulation uses normal distributions for simplicity). The

implications of this analysis on the interpretation of results presented in the paper are that
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the functional form of the data-generating process of citations can result in OLS coe cient
estimates that are smaller than the IV estimates. If marginal citations have a stronger
e ect on the outcome, compared to core citations that are una ected by the IV, then
OLS coe cients will be smaller than the IV estimates. Note that this result can happen

regardless of the direction of potential confounders and without treatment heterogeneity.
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FIGURE B.10: OLS and |V Coef cient Estimates, Simulation Results

Notes:This gure presents simulated results comparing OLS and IV coef cient estimates. The parameters used are as follows:
X1 = 10Z1+ m, X = 10Z5 + mp. All noise variables (m, mp, my) are distributed N (0,100. Sample size is 50, 000.
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Appendix C. Appendix to Chapter 3
C.1 Firm Sample Construction Methodology

Sample Period: We extend the dataset to include six additional years and reassembled the
complete panel from 1980. DISCERN 2.0 now covers rms between 1980 and 2021. The
extension includes both newly added publicly-traded rms and extended period coverage
of rms compared to DISCERN 1.0.

Ultimate Owner (UO) Data: We updated the data on U.S.-headquartered, publicly-traded
parent companies, which we refer to as ultimate owners (UO), up to 2021 using Compus-
tat North America (Standard & Poor's, 2022) while incorporating name changes (Center
for Research in Security Prices, 2022) and dynamic ownership changes (Securities Data
Company Platinum, 2022) as in DISCERN 1.0. For example, in 2017 the two largest
publicly-traded chemical companies, Dow and DuPont, merged. The combined company
was renamed DowDuPont. Less than two years after its formation, the company dissolved
in 2019, and three publicly-traded spin-o s were formed: the materials science division
Dow, the specialty products division DuPont, and the agriculture division Corteva. The
dynamic nature of our data traces these companies from two separate pre-merger entities
to the merged entity DowDupont, to the three spin-o companies.

We start with all Compustat North America records obtained through Wharton Re-
search Data Services (WRDS) on May 28, 2022. We exclude nancial services rms, rms
listed on Canadian stock exchanges, and rms headquartered outside the United States
(based on their current headquarters location). We select companies with active records
and positive R&D expenses for at least one year during our sample period, 1980-2021.

The updated sample of UO rm names is linked to 8,036 UO rms. This sample includes
an additional 716 new UO rms while extending the time coverage of 1,710 rms compared
to DISCERN 1.0.

Company Name Changes

Compustat uses a GVKEY (Global Company Key) as the uniqgue number assigned to
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each company. Companies appear in Compustat with their most current name, with no
records of previous names. Yet company names may change over our sample period due
to general name changes (e.g., nhame abbreviations - for example, MINNESOTA MINING
AND MANUFACTURING changed its name in 2002 to 3M ), mergers, acquisitions (e.g.,

in 2005 AT&T CORP was acquired by SBC COMMUNICATIONS INC [GVKEY 009899]
which in turn changed its own name to AT&T INC ), and reverse takeovers (e.g., in 1993
the private company DENTSPLY INTERNATIONAL INC acquired the public company
GENDEX CORPORATION [GVKEY 013700] in a reverse takeover and became publicly
traded under the DENTSPLY INTERNATIONAL INC name and the original GVKEY),

as well as company restructuring not accompanied by an ownership change (e.g., GOOGLE
restructuring as ALPHABET).

Accordingly, a company with a name change without a corresponding change in its
GVKEY may lead us to assign the record incorrectly to its most recent owner for the com-
plete sample period when relying on Compustat WRDS le! Without historical ownership
information, we cannot correctly link patents and scienti ¢ publications to their relevant
rm and nancial records at their issuing date.

Instead of simply using the most recent company name, we link our Compustat records
to WRDS's CRSP Monthly Stock le (Center for Research in Security Prices, 2022), which
records historical names for each month a security was traded. The le also includes the
historical CUSIP code and a unique permanent security identi cation number assigned by
CRSP, the PERMNO code, which is kept constant throughout the trading period regardless
of changes in name or capital structure. We assign each rm name a unique identi er
(ID_NAME), a start year, and an end year based on the trading dates in the CRSP
Monthly Stock le.

1 For example, in 2000, the publicly-traded rm Monsanto merged with Pharmacia & Upjohn to form Phar-
macia Corporation ("New Pharmacia"). While Monsanto's record name on Compustat changed retroactively,
its GVKEY stayed the same. Relying on the most recent Compustat record nhame post merger could incor-
rectly lead us to assign Pharmacia's patents pre-merger to Monsanto's GVKEY.

2 For example, GOOGLE INC's PERMNO code was 90319; it remained the same after the company reorga-
nized as ALPHABET INC in 2015.
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Using the CRSP/Compustat Merged Database - Linking Table from WRDS, we link
each PERMNO to the appropriate Compustat GVKEY. The crosswalk between CRSP and
Compustat is not obvious and requires extensive manual work. First, a PERMNO can have
multiple GVKEYs. We apply a dynamic match between the PERMNO and Compustat
accounting data in such cases. The link between CRSP and Compustat may also result in
a rm name being related to more than one PERMNO-GVKEY. In such cases, we verify
the years when the name is relevant for each GVKEY. CRSP further includes cases where
several PERMNO codes are associated with the same GVKEY. This is mainly due to gap
years when the rm is unlisted and signi cant mergers, acquisitions, and reverse mergers.
In such cases, we choose the rst PERMNO available as the main PERMNO. Finally, there
is a di erence in coverage between CRSP and Compustat for the early sample yeatsWe
add the missing rms from Compustat with an adjusted PERMNO code and manually
check for their historical names whenever possible.

We further perform extensive manual checks and corrections on the name list, which
includes distinguishing companies with similar names (e.g., old vs. new PHARMACIA)
and aggregating parent companies and their majority-owned publicly-traded subsidiarie$.

In our sample, about 30% of Compustat rms have more than one name. Accounting
for all historical names signi cantly improves the accuracy and scope of the matches we
perform across various databases as well as the linkage to relevant nancial data.

We standardize names to reconcile company names that may be spelled di erently across
databases. We use the same standardization code on both the source names and the target

names to increase the number of exact matches. Each company name is rst standardized

3 For example, CRSP only includes rms listed in major U.S. exchanges and speci cally excludes regional
exchanges, while Compustat includes all 10-K ler rms in North America. Moreover, CRSP coverage for
major exchanges has gradually expanded (e.g., ARCA was only added in 2006).

4 For example, in September 2016, both EMC and the subsidiary it had acquired in 2014, VMWARE, were
acquired by DELL. Post-acquisition, DELL was reorganized with DELL TECHNOLOGIES as the parent com-
pany and DELL-EMC and VMWARE as the main business divisions. The reformed DELL TECHNOLOGIES
INC went public in 2018. It spun off its remaining stake in VMWARE in 2021. As part of our strategy to
aggregate publicly-traded subsidiaries under their parent rm, even though VMWARE has been indepen-
dently traded since 2007, we aggregate it under EMC from its acquisition in 2004 until DELL acquired both
companies and then we dynamically move both companies under DELL.
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by converting all strings to uppercase characters and cleaning all non-alphabetic charac-
ters, Compustat-related indicators (e.g., -OLD, -NEW, -CL A), other common words (e.g.,
THE), and extra spaces. Another important step in standardizing the company names is
standardizing abbreviations and legal entities. We form a list that includes over 80 abbrevi-
ated words matched to their various original words. For example, LABORATORIES, LAB-
ORATORY, LABS, LABO, LABORATORIE, LABORATARI, LABORATARIO, LABO-
RATARIA, LABORATORIET, LABORATORYS, and LABORATORIUM are all abbre-
viated to LAB. The list was originally compiled from the most frequently abbreviated
words in the Web of Science (WOS) a liation eld that was used in Discern 1.0.

The last step in name standardization is to locate abbreviations that are commonly used
by companies instead of their o cial names. For example, INTERNATIONAL BUSINESS
MACHINES CORP also appears under its common abbreviation IBM and GENERAL
ELECTRIC CO under GE. We also add the names of prominent R&D laboratories
a liated with companies, such as BELL LABS (initially under AT&T and later under
LUCENT TECHNOLOGIES), as in many instances the name of the parent company is
stated together with the laboratory name in publication a liation data (e.g., AT&T BELL
LABS).

Unique Firm ID

Compustat uses GVKEYs to track companies over time. A single company may cor-
respond to multiple GVKEYs due to changes in ownership and other accounting changes
over the sample period. Because Compustat does not link related company identi ers, it is
di cult to track companies over time using the GVKEY. Instead, our main rm identi er
is PERMNO_ADJ, which builds on the original CRSP PERMNO code with two adjust-
ments. First, when the same GVKEY has several PERMNO codes, we use the rst related

PERMNO code® Second, we manually create a PERMNO_ADJ code for Compustat rms

5 For example, OWENS CORNING (GVKEY 008214) was split into two PERMNO codes, 24811 and 91531,
due to the company being unlisted between 2003 and 2005. We keep one PERMNO_ADJ for the complete
period (24811) in all cases when the gap is less than ve years.
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that do not appear in the CRSP Monthly Stock le due to coverage di erences®
Dynamic Ownership Structure

Firm ownership can change throughout the sample period due to mergers, acquisitions,
and spin-o s. While a rm typically stops being traded independently after an acquisition,
we assume that all its assets are transferred to the acquirer rm. In many cases, the acquired
rm continues to le patents and produce scienti ¢ publications using its pre-acquisition
name. Compustat data do not provide information on ownership changes. We rely on
SDC Platinum's M&A data (Securities Data Company Platinum, 2022) to track ownership
changes at the UO level.

Based on M&A deals available in SDC Platinum from 1980 to 2021, we download de-
tailed information on the acquirer and target rm names, acquirer and target rm CUSIPs,
types of deals, execution dates, and percentage of shares owned after each transaction. We
exclude deals that we identify as asset or business unit acquisitions. We restrict the sam-
ple to deals involving a change in ownership that resulted in majority ownership (50% of
shares or more) for the acquirer. Execution dates are used to de ne the years a target rm
begins or ends (in case of several acquisitions during the sample period) being owned by
an acquirer. We then match each deal's target and acquirer rm to our list of Compustat
rms using both CUSIP numbers and all related historical names. It is important to use
historical data as the information is recorded by SDC at the time of acquisition. We retain
deals where both the acquirer and the target rms are matched to a Compustat rm in our
sample.

We then perform dynamic linking of rm names to PERMNO_ADJ based on SDC's
M&A data. We indicate for each rm name identi er, ID_NAME, the rst and last year
when the name is relevant for a PERMNO_ADJ. As in DISCERN 1.0, M&A reassignment
includes up to ve reassignments per name over the sample period and one additional
reassignment before it became publicly traded, if relevant (i.e., if it was a subsidiary of

another Compustat rm in our sample before its IPO).

6 The linking table between PERMNO_ADJ and PERMNO is available upon request.
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We complement our work with extensive manual case analyses for data validation, which
is highly time-consuming but important for accuracy. Our UO historical standardized name
lists, including the dynamic reassignment, are publicly available for researchers to match
to their database of interest.

Subsidiary Data: Compustat does not link parent companies to subsidiaries. We sup-
plement it with Subsidiary Data from WRDS (Wharton Research Data Service, 2023).
This dataset contains ownership relationships for rms ling with the U.S. Securities and
Exchange Commission (SEC) between 1995 and 2022To overcome the challenge of iden-
tifying subsidiaries over time, we use the GVKEY-CIK Link Table from WRDS to map
a parent company's GVKEY to all the historical CIKs under which it submitted lings

to the SEC.2° This allows us to dynamically allocate subsidiaries to UO rms based on
subsidiary-GVKEY links and the mapping of GVKEYs to PERMNO_ADJ.

WRDS data o er two clear advantages over the Orbis ownership data (Bureau van Dijk,
2018) used in DISCERN 1.0. First, the data coverage begins in the mid-1990s, compared
to the early 2000s for ownership links in Orbis. Second, WRDS relies on companies' o cial
reports of signi cant subsidiaries, thus ensuring a higher degree of reliability® Similar to
the UO extension, DISCERN 2.0 now includes both subsidiaries for UO rms that patent
and subsidiaries for UO rms that do not patent.

The updated sample of subsidiary names is related to 4,726 UO rms. For matching

7 These relationships are parsed from exhibits attached to various ling types (10-K, 10-Q, etc.) but rely
primarily on Exhibit 21, Subsidiaries of the Registrant, led as part of Form 10-K. This exhibit lists all existing
signi cant subsidiaries owned by the company—either directly or indirectly through another subsidiary—
including (a) subsidiary names and (b) subsidiary jurisdictions of incorporation.

8 A CIK is a unique 10-digit identi er that the SEC's computer system assigns to individuals and corpora-
tions who le disclosure documents with the SEC. When a company's legal status changes—or in other sit-
uations involving corporate restructuring, spin-offs, bankruptcies, or mergers and acquisitions—companies
might start reporting under a different CIK number.

9 SEC lers often change their legal company names and other identi cation information, such as CIK,
CUSIP, and exchange ticker symbols. For example, COOPER INDUSTRIES INC, a manufacturer of electrical
lighting and wiring equipment, led annual reports with the SEC under both CIK 0000024454 (during 1993-
2001) and CIK 0001141982 (during 2003-2011), before being acquired by EATON CORP in 2012.

10 The names of particular subsidiaries may be omitted from Exhibit 21 if the unnamed subsidiaries, consid-
ered in the aggregate as a single subsidiary, would not constitute a “signi cant subsidiary” as of the end of
the year covered by the 10-K report.
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subsidiary names to patents and scienti ¢ publications, we standardize subsidiary names
using the same code as used for UO rm names.

As in NBER 2006, we aggregate the data to the parent company (UO)-year level.
DISCERN 2.0's rm panel includes both rms that patent and rms that do not patent,
allowing researchers to select the analysis subsample that best ts their research needs. A
rm enters the panel once it is publicly traded and remains in our data until the end of the
sample period unless it is acquired, dissolved, or taken private.

The PERMNO_ADJ of a parent company is linked to Compustat GVKEYs. For cases
where there are changes in Compustat identi cation numbers over the sample period, we
dynamically match PERMNO_ADJ to GVKEYs. ! All the rms in our rm panel have at
least three consecutive years of active records in Compustat and at most a gap of ve years
of inactive Compustat records!® Our nal estimation sample consists of an unbalanced
panel of 8,036 UO rms and 111,083 rm-year observations?3

An important caveat regarding the aggregation of subsidiary patents and publications to
the parent rm is that subsidiary data includes only subsidiary names recorded in WRDS
starting in 1994. While we perform manual checks to nd the exact starting point of
subsidiaries with many patents and publications, we do not include old subsidiary names
that exited the data pre-1994. Researchers should keep this in mind when using the data
aggregated at the rm-year level. Speci cally, we expect the aggregated data to be more

complete and accurate starting in 1994.

11 For the link between PERMNO_ADJ and GVKEY, see the “permno_gvkey.dta” le.

12 \We de ne an active record as a year with positive common shares traded (CSHTR_F). We do this to avoid
including years with data based on the prospectus submitted by the focal company as part of the ling process
before the rm became publicly traded.

13 See the “rm_panel_do.do” le for exact details on the construction of the panel le. Users need to have
access to the WRDS Compustat North America “Fundamentals Annual” le to compile the panel and merge
in rm-year nancial records.
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C.2 Patent and Publication Matching Methodology

C.2.1 Patents Matching Procedure
C.2.1.1 Granted Patents

In the rst step of the patent matching process, we extract raw assignee names from
the USPTO PatentsView database* These names represent the original, unprocessed as-
sighee names as they appear on patent documents. We perform a series of cleaning and
standardization operations to prepare the data for subsequent matching. First, we convert
all characters to lowercase and remove any special characters except for spaces, amper-
sands, and hyphens using regular expressions. This step helps to normalize the assignee
names and reduces the variability caused by inconsistent punctuation or capitalization.
Next, we perform another step to normalize common company name su xes further. This
involves replacing various spellings and abbreviations of su xes with their standardized
counterparts. For example, we replace variations and typos of corporation such as corp,
corportion, corporaiton, and corpoartion with the standardized abbreviation corp .
Similarly, we replace variations of company with co, variations of limited with Itd,
variations of incorporated with inc, variations of holding with holdings, and varia-
tions of the German term aktiengesellschaft with ag. By standardizing common su xes,
we ensure that assignee names with slight variations in spelling or abbreviations are treated
as the same entity.

After the initial cleaning of the assignee names, we further group assignees that share
the same letter sequence, disregarding spaces and non-letter characters. Next, we select
the top-ranked assignee by patent count within each group to be the representative clean
name for that group of assignee strings. This e ectively chooses the most prominent as-
signee name variation to represent each unique letter sequence. Lastly, we apply the name
standardization process that we applied to Compustat rm names. By grouping assignees

based on their letter sequence, selecting the most prominent variation, and standardizing

14 We initially used the “rawssignee” table (dated February 2022) that is available as part of the
Public Patent Data on Google BigQuery. Subsequently, we transitioned to the original PatentsView
“g_assignee_not_dismabiguated” table dated December 23rd, 2023.
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the names, we signi cantly reduce the number of unique assignee strings from 734,106 to
528,231. This process helps to consolidate the assignee data and improves the e ciency
of the subsequent matching steps by reducing the number of distinct assignee names to be
considered.

To identify potential matches between the assignee names and the list of rm names,
we employ a term-frequency inverse document frequency (TF-IDF) algorithm. TF-IDF is
a numerical statistic that re ects the importance of a term to a name within the set of
names, considering both the frequency of the term in the name and its rarity across the
entire set. This helps to identify distinctive terms that are more informative for matching
purposes. We run three variants of the algorithm: a word-based TF-IDF, where each word
is treated as a term; an n-gram TF-IDF, where words are split into substrings of length n
(we use an n range of 1 through 3) to capture partial matches; and a nearest-neighbor TF-
IDF, which is a variant of the word-based TF-IDF that accommodates typos at the word
level. Our nearest-neighbor TF-IDF algorithm, based on work by Aprilliant (2023), extends
the traditional TF-IDF approach by incorporating fuzzy string matching techniques. It
combines the TF-IDF algorithm with a nearest-neighbors model to account for approximate
word matches. This allows for the identi cation of potential matches even in the presence
of minor variations, misspellings, or typos in the assignee names.

By combining the results of the three TF-IDF variants, we produce a comprehensive set
of top ten rm name candidates for each assignee name, considering both exact matches
and approximate matches. This approach enhances the robustness and e ectiveness of
the matching process compared to relying solely on exact TF-IDF matching. We create
two sets of potential matches, the rst between standardized assignee names and ultimate
owner names, and the second between standardized assignee names and the set of subsidiary
names.

In the subsequent stage of the matching process, we employ a combination of manual
validation and validation using a large language model to assess potential matches. We

develop a procedure that utilizes Upstage.ai's Solar 10.7B model (D. Kim et al., 2023)
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to evaluate the potential matches and assign a matching score to each pair. The prompt
provided to the model is illustrated in Listing C.1. By leveraging the scores generated by the
model, we can signi cantly reduce the amount of manual e ort required by automatically
Itering out certain non-matches that fall below a predetermined threshold. This automated
validation step streamlines the process and allows us to focus our manual validation e orts
on the most promising potential matches.

Finally, to ensure comprehensive coverage of the top 300 patenting rm names, we
conduct an additional manual search to identify any matches that may have been too
distinct or rare to be captured by the automated procedure described above. This targeted
manual search complements the automated matching process and helps to uncover any
remaining matches that might have been overlooked, thereby enhancing the overall accuracy

and completeness of the matching results.

Listing C.1: LLM prompt for evaluating matches

### System:
You are a helpful assistant.

### User:

Evaluate if "{assignee}" and "{firm name}" refer to the same company
. Be very critical and careful. Don't make any assumptions.

Provide a number between 0 (=not the same) and 5 (=definitely the
same). Don't include any other information or explanations.

##t# Assistant:
The score is

At the ultimate owner level, this process yields matches between 16,827 standardized
assignee names (or 33,409 raw names) and 6,990 standardized rm names. In addition,
at the subsidiary level, this process yields matches between 14,746 standardized assignee

names (or 26,788 raw names) and 14,361 standardized subsidiary names.

C.2.1.2 Pre-grant Patent Publications

Since 2001, following the passing of the American Inventor's Protection Act of 1999

(AIPA), the USPTO has begun publishing pre-grant patent applications. These publica-
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tions become available to the public, typically 18 months after the ling of the patent.
Pre-grant publications complement the granted patent data by providing details of applica-
tions that were not eventually granted. In addition, they are important for studying rms'
innovation outputs in the nal years of the sample, where granted patent data su ers from
truncation issues.

Pre-grant patent publications were available as part of the USPTO's PatentsView
dataset. We followed the aggregation and standardization steps as described above for
granted patents. Next, we used the validated matches of granted patent assignee names to
identify matches for pre-grant publications. Lastly, we applied the same logic as above to
match the pre-grant publications with their corresponding ultimate owners. However, an
important di erence was that for pre-grant publications, we used the application ling date
as the relevant date for the match, as opposed to granted patents, where we used the grant

dates.

C.2.1.3 Patent Reassignments

The PAD includes information on patent assignments (more details in Section 4.3.2).
We match assignees in the PAD to complement the PatentsView match and follow patent
reassignments after they are granted. The PAD consists of several tables linked together
by the rf_id identi er. For each observation in the assignments table, a corresponding
observation is included in the assignee and assignor tables, where the assignor is the party
who transfers the assignment to the assignee.

To match the DISCERN rms to the PAD tables, we start with the Assignment Con-
veyance table and exclude initial employer assignments, as these are already addressed in
the previous match. We clean and standardize the names in the assignee and assignor tables
according to the same rules used in the patent match. Then, we leverage the patent as-
signee matches to nd corresponding matches in the Assignee, Assignor, Assignment,

and DocumentlID PAD tables.
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C.2.2 Scienti ¢ Publications Matching Procedure

To match scienti ¢ publication author a liations to our list of rms, we begin by ex-
tracting the raw a liation strings from the OpenAlex Works dataset, obtained in August
2023. In our approach to matching a liations to our list of rms, we opt to utilize the
raw a liation strings as the starting point. This decision is motivated by the limitations
inherent in the disambiguated a liations available in OpenAlex. These disambiguated af-
liations often su er from restricted coverage, potentially omitting valuable information
and introducing biases in the matching process. Moreover, relying on previously disam-
biguated a liations runs the risk of propagating errors and inaccuracies present in the
disambiguation process. To mitigate these concerns and ensure a more comprehensive and
accurate matching process, we choose to start from scratch by working with the raw a I-
iation strings. This approach allows us to capture the full breadth of available a liation
information and provides a clean slate for our subsequent matching e orts.

The OpenAlex dataset has 81 million unigue a liation strings. Using regex lters, we
remove a liations associated with universities, colleges, national institutions, and other
non- rm entities. This step narrows down the focus to 20 million a liations that are more
likely to be associated with rms, thereby reducing the resources required in the next steps.

To e ectively process the resulting ltered list and extract clean rm aliations, we
implement an extraction procedure that utilizes the WizardLM 13B V1.2 large language
model (Xu et al., 2023). We prompt the model with each author a liation in our sample
using the prompt described in Listing C.2. By leveraging the capabilities of a state-of-the-
art language model, we can parse and interpret the a liation strings, identifying relevant
rm mentions.

One challenge we faced when using this approach was the model's tendency to sometimes
hallucinate and respond with erroneous results. To reduce the risk of these cases, we
developed a procedure to verify the matches. First, we compared the LLM result to see

if it appears as part of the original a liation string. For example, the a liation string
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Listing C.2: LLM prompt for extracting organizations from af liations

Task: Extract the full name of any organization mentioned in the
provided text.

Instructions:

1. Only consider entities that are explicitly stated as
organizations.

Do not classify countries or locations as organizations.

If no organization is identified, return the word 'none’.

If an organization is not specified, return the word 'none’.
Do not print the input as part of the output.

abrowidN

Input: {raw affiliation}

"General technology division, I.B.M. Corporation, 1701 North Street, Endicott, New York
13760" resulted in the output "International Business Machines Corporation.” Since only
one word in the output is part of the original text, we fed the pair to a di erent language
model, using a prompt similar to the one in Listing C.1. We dropped low-scoring pairs and
validated additional results where needed.

The procedure detailed above, along with name standardization and additional regex
cleaning, reduced the list of unique a liations from the original 20 million names down to
3.2 million cleaned names. We matched these names with the list of ultimate owner names.
First, we started with exact matches and found 8,256 matches with ultimate owner rms.
Following the exact match, we Itered the list to include names that are associated with at
least 5 a liations, resulting in a list of 677,053 names. Next, we used a procedure based on
TF-IDF matching, as described above in Section C.2.1, to produce additional approximate
matches. We fed the TF-IDF results through a language model to produce a list of 79,596
potential matches. We manually screened these pairs and identi ed 2,863 true matches.

Given the list of cleaned names from the exact and approximate matches and the cor-
responding matching rm names, we disaggregated the cleaned names back to the original
a liations and used a language model to verify once more if the match to the rm name
was correct. After dropping false matches, we ended up with 713,619 unique a liation

strings matching 5,948 rm names. In turn, these a liation strings were associated with
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2,749,490 authorships of OpenAlex publications, or 1,101,619 distinct publications (as pa-
pers typically have more than one author).

We repeated the matching process with the list of subsidiary names. At the cleaned,
aggregate level, we found 22,304 matches of a liation strings with subsidiaries. Expanded
to the raw a liation string, the number of matches was 201,492. These a liation strings
corresponded to 636,990 authorships and 320,034 distinct publications.

C.3 Supplementary Analyses
C.3.1 Additional Descriptive Statistics

Table C.1 compares rms with scienti ¢ publications or patents to other rms. As
expected, patenting and publishing rms tend to be active for more years in the sample
and be substantially larger (in terms of assets, sales, R&D investments and market value)

compared to rms without patents and publications.

C.3.2 Additional Analyses

Tables C.2 and C.3 list the top publishing and patenting rms in a set of select elds.
Figure C.1 complements Figure 4.4 by exploring publishing and patenting trends at a more

granular level by using the 10 industry classi cation Fama and French (2023).
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Table C.1: Comparison of Firm Characteristics by Patenting and Publishing Status

Panel A: Non-patenting vs. Patenting Firms

Non-patenting Patenting
(N=2,335) (N=5,701)
Diff. Std.
Mean Std. Dev. Mean Std. Dev. inMeans Error
Active Years 9.5 7.3 15.6 10.8 6.1 0.2
Assets ($mm) 106.6 538.3 14775 9127.5 13709 1214
Sales ($mm) 82.6 352.9 1102.1 6095.5 10196 81.1
R&D Investments ($mm) 4.4 13.1 57.7 354.6 53.3 4.7
Market Value ($mm) 236.3 892.0 32575 19419.4 3021.2 287.0
Panel B: Non-publishing vs. Publishing Firms
Non-publishing Publishing
(N=3,671) (N=4,365)
Diff. Std.
Mean Std. Dev. Mean Std. Dev. inMeans Error
Active Years 10.9 8.4 16.3 11.1 5.4 0.2
Assets ($mm) 127.1 428.1 1879.8 10398.4 1752.7 157.5
Sales ($mm) 120.1 388.7 1382.7 6938.0 1262.6 105.2
R&D Investments ($mm) 4.5 11.5 73.9 403.7 69.4 6.1
Market Value ($mm) 271.7 1001.0 3997.3 21663.7 3725.6 357.7
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FIGURE C.1: Trends by Detailed Industry, 2010-2020

Notes This gure presents annual trends in corporate scienti ¢ publications and patents in dif-
ferent industries between 2010 and 2020. Industries are based on Fama and French (2023) link
between SIC and 10 main industries (“Other” and “Utilities” not presented). Sales are aggregated
at the industry level.
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Table C.2: Selected Fields, Top 20 DISCERN Firms by Number of Scienti ¢ Publications

Company Publications Company Publications Company Publications
Atrti cial Intelligence Quantum Computing Semiconductors

MICROSOFT CORP 10889 INTL BUSINESS MACHINES CORP 458 INTL BUSINESS MACHINES CORP 3242
INTL BUSINESS MACHINES CORP 9671 MICROSOFT CORP 214 AT&T CORP 2679
ALPHABET INC 4589 ALPHABET INC 147 INTEL CORP 1251
GENERAL ELECTRIC CO 2306 INTEL CORP 76 TEXAS INSTRUMENTS INC 855
META PLATFORMS INC 2138 HP INC 66 GENERAL ELECTRIC CO 811
INTEL CORP 2081 SPECTRUM BRND HLDG INC 27 LUCENT TECHNOLOGIES INC 699
ADOBE INC 1728 BOEING CO 23 MOTOROLA SOLUTIONS INC 667
AT&T CORP 1513 LUCENT TECHNOLOGIES INC 23 HP INC 557
XEROX HOLDINGS CORP 1391 GENERAL MOTORS CO 21 XEROX HOLDINGS CORP 461
AMAZON.COM INC 1370 RAYTHEON TECHNOLOGIES CORP 12 GENERAL MOTORS CO 448
HP INC 1355 NORTHROP GRUMMAN CORP 12 BOEING CO 420
LOCKHEED MARTIN CORP 1178 AT&T CORP 11 MICROSOFT CORP 299
NVIDIA CORP 1064 HONEYWELL INTERNATIONAL INC 10 ADVANCED MICRO DEVICES 295
ALTABA INC 869 LOCKHEED MARTIN CORP 9 FREESCALE SEMICONDUCTOR LTD 286
BOEING CO 840 SYNOPSYS INC 7 WOLFSPEED INC 262
EASTMAN KODAK CO 816 AMAZON.COM INC 7 APPLIED MATERIALS INC 261
GENERAL MOTORS CO 812 BRUKER CORP 7 LOCKHEED MARTIN CORP 238
LUCENT TECHNOLOGIES INC 612 KEYSIGHT TECHNOLOGIES INC 5 CORNING INC 224
TEXAS INSTRUMENTS INC 606 XEROX HOLDINGS CORP 4 NORTHROP GRUMMAN CORP 209
QUALCOMM INC 604 EXXON MOBIL CORP 3 SYNOPSYS INC 194
Percentage by top 3 rms 54.2% Percentage by top 3 rms 71.7% Percentage by top 3 rms 50.0%
Nanotechnology Robotics Telecommunications

INTL BUSINESS MACHINES CORP 5489 INTL BUSINESS MACHINES CORP 272 AT&T CORP 2596
INTEL CORP 1188 ALPHABET INC 179 INTL BUSINESS MACHINES CORP 2100
AT&T CORP 972 INTEL CORP 162 LUCENT TECHNOLOGIES INC 1964
DOW CHEM CO 698 GENERAL MOTORS CO 155 INTEL CORP 1397
DU PONT (E I) DE NEMOURS 629 LOCKHEED MARTIN CORP 154 MOTOROLA SOLUTIONS INC 987
APPLIED MATERIALS INC 624 MICROSOFT CORP 129 QUALCOMM INC 890
MERCK & CO 622 NVIDIA CORP 109 TEXAS INSTRUMENTS INC 600
HP INC 619 INTUITIVE SURGICAL INC 109 MICROSOFT CORP 581
MOTOROLA SOLUTIONS INC 592 GENERAL ELECTRIC CO 106 GENERAL ELECTRIC CO 566
GENERAL MOTORS CO 591 BOEING CO 89 CISCO SYSTEMS INC 522
GENERAL ELECTRIC CO 546 MARTIN MARIETTA CORP 86 CORNING INC 518
TEXAS INSTRUMENTS INC 533 AT&T CORP 84 HP INC 509
PFIZER INC 457 FORD MOTOR CO 74 GENERAL MOTORS CO 508
LUCENT TECHNOLOGIES INC 451 META PLATFORMS INC 68 BOEING CO 436
XEROX HOLDINGS CORP 447 XEROX HOLDINGS CORP 63 LOCKHEED MARTIN CORP 394
CORNING INC 410 IROBOT CORP 60 AT&T INC 353
EXXON MOBIL CORP 391 HP INC 37 RAYTHEON CO 331
BRUKER CORP 390 MCDONNELL DOUGLAS CORP 36 GTE CORP 314
LOCKHEED MARTIN CORP 340 GENERAL DYNAMICS CORP 34 L3HARRIS TECHNOLOGIES INC 300
THERMO FISHER SCIENTIFIC INC 327 OCEANEERING INTERNATIONAL 28 NORTHROP GRUMMAN CORP 254
Percentage by top 3 rms 46.9% Percentage by top 3 rms 30.1% Percentage by top 3 rms 41.3%
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Table C.3: Selected Fields, Top 20 DISCERN Firms by Number of Patents

Company Patents Company Patents Company Patents
Arti cial Intelligence Quantum Computing Semiconductors

INTL BUSINESS MACHINES CORP 10936 INTL BUSINESS MACHINES CORP 392 INTL BUSINESS MACHINES CORP 24160
MICROSOFT CORP 5636 MICROSOFT CORP 112 MICRON TECHNOLOGY INC 16794
ALPHABET INC 3966 NORTHROP GRUMMAN CORP 93 INTEL CORP 7833
AMAZON.COM INC 1956 ALPHABET INC 61 TEXAS INSTRUMENTS INC 7604
AT&T INC 1462 INTEL CORP 40 APPLIED MATERIALS INC 6949
APPLE INC 1276 HP INC 28 ADVANCED MICRO DEVICES 5235
NUANCE COMMUNICATIONS INC 1270 HONEYWELL INTERNATIONAL INC 24 MOTOROLA SOLUTIONS INC 2739
ADOBE INC 1197 LOCKHEED MARTIN CORP 18 LAM RESEARCH CORP 2396
INTEL CORP 1118 RAYTHEON CO 6 GENERAL ELECTRIC CO 2068
META PLATFORMS INC 980 CORNING INC 5 FREESCALE SEMICONDUCTOR LTD 1581
XEROX HOLDINGS CORP 971 AMAZON.COM INC 5 LSI CORP 1519
DOLBY LABORATORIES INC 968 L3HARRIS TECHNOLOGIES INC 4 NATIONAL SEMICONDUCTOR CORP 1510
QUALCOMM INC 834 SYNOPSYS INC 4 HP INC 1463
MOTOROLA SOLUTIONS INC 611 GENERAL MOTORS CO 3 XEROX HOLDINGS CORP 1374
ORACLE CORP 564 BOEING CO 3 WOLFSPEED INC 1370
CISCO SYSTEMS INC 547 AT&T INC 2 WESTERN DIGITAL CORP 1365
GENERAL MOTORS CO 415 LUCENT TECHNOLOGIES INC 2 QUALCOMM INC 1365
HP INC 361 RAMBUS INC 2 XPERI HOLDING CORP 1154
BOEING CO 351 SILICON GRAPHICS INC 1 AMKOR TECHNOLOGY INC 1129
DELL TECHNOLOGIES INC 343 GENERAL DYNAMICS CORP 1 AT&T CORP 1116
Percentage by top 3 rms 57.4% Percentage by top 3 rms 74.1% Percentage by top 3 rms 53.8%
Nanotechnology Robotics Telecommunications

INTL BUSINESS MACHINES CORP 2339 GENERAL ELECTRIC CO 1553 INTL BUSINESS MACHINES CORP 28680
INTEL CORP 609 INTL BUSINESS MACHINES CORP 1456 QUALCOMM INC 19523
HP INC 585 HONEYWELL INTERNATIONAL INC 1439 AT&T INC 14794
XEROX HOLDINGS CORP 470 BOEING CO 1408 CISCO SYSTEMS INC 14348
MICRON TECHNOLOGY INC 439 EMERSON ELECTRIC CO 1370 INTEL CORP 14335
3MCO 301 ROCKWELL AUTOMATION 1154 MICROSOFT CORP 13066
DU PONT (E I) DE NEMOURS 207 ALPHABET INC 1106 MOTOROLA SOLUTIONS INC 9415
WESTERN DIGITAL CORP 205 GENERAL MOTORS CO 919 APPLE INC 8161
LOCKHEED MARTIN CORP 199 RAYTHEON TECHNOLOGIES CORP 875 ALPHABET INC 7916
BOEING CO 171 FORD MOTOR CO 758 AMAZON.COM INC 6252
GENERAL ELECTRIC CO 169 AMAZON.COM INC 634 BROADCOM CORP 5791
MOTOROLA SOLUTIONS INC 166 IROBOT CORP 456 SPRINT CORP 4845
APPLIED MATERIALS INC 164 CATERPILLAR INC 452 DELL TECHNOLOGIES INC 4545
CORNING INC 161 INTEL CORP 443 AT&T CORP 4405
AFFYMETRIX INC 157 APPLIED MATERIALS INC 433 HP INC 3879
TEXAS INSTRUMENTS INC 153 INTUITIVE SURGICAL INC 410 LUCENT TECHNOLOGIES INC 3830
IMMUNOMEDICS INC 149 LOCKHEED MARTIN CORP 309 INTERDIGITAL INC 3649
DOW CHEM CO 147 DEERE & CO 305 MARVELL TECHNOLOGY INC 3603
FREESCALE SEMICONDUCTOR LTD 140 HONEYWELL INC 270 JUNIPER NETWORKS INC 3348
AGILENT TECHNOLOGIES INC 137 ADVANCED MICRO DEVICES 252 ORACLE CORP 3137
Percentage by top 3 rms 50.0% Percentage by top 3 rms 27.8% Percentage by top 3 rms 35.5%




Appendix D. Appendix to Chapter 4
D.1 Data
D.1.1 Sample Construction

Our goal in constructing the dataset is to obtain comprehensive coverage of physical sci-
ences, life sciences, and engineering doctoral dissertations from the U.S. Our starting point
is the Proquest Dissertations & Theses Global (PQDT) database. At the time of extrac-
tion, the database included 5,708,925 master's theses and doctoral dissertations spanning
various elds and institutions worldwide.

We Iter the PQDT database through a multi-step process to isolate U.S. doctoral
dissertations in the natural sciences. First, we remove all dissertations from non-U.S. uni-
versities using the institution and degree metadata provided by PQDT. This initial Itering
step reduces our dataset to 3,178,082 U.S. dissertations.

Next, we identify and exclude dissertations with degree descriptions containing the
term Master, such as Master of Science and Master of Arts, to remove theses and non-
doctoral dissertations. We then manually review all degree names present in the dataset
and identify 111 unique degree names that explicitly correspond to doctoral degrees in the
natural sciences. While almost all dissertations are marked as Ph.D, some doctoral degrees
are marked as D.CS. (denoting Doctor of Computer Science, Chem. D. (denoting
Doctor of Chemistry ), and Dr. Phil. (denoting Doctor of Philosophy ). Some doctoral
degrees, such as S.T.D. (denoting Doctor of Sacred Theology ), fall outside the scope of
our dataset.

In the third step, we Iter the doctoral dissertations based on their research eld. For
this, we leverage the subject terms provided by PQDT, which describe the content of each
dissertation. Focusing on the rst subject term, which represents the main subject eld
that best describes the dissertation's area of study, we identify 3,640 terms belonging to the
natural sciences out of the 8,238 unique rst subject terms found across all dissertations.

We disregard dissertations related to 4,598 subject terms that represent the social sciences
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and humanities.

Lastly, we are interested in grouping the dissertations into top elds. Given the sub-
stantial number of unique rst subject terms (3,640) in our data, we match them with
the subject categories used in the Survey of Earned Doctorates (SED). Within the SED's
Science and Engineering category, there are four major subjects: Life Sciences, Physical
Sciences and Earth Sciences, Mathematics and Computer Sciences, and Engineering. These
four major subjects are further divided into 18 minor subjects. We carefully map each of the
3,640 unique rst subject terms to one of these 18 SED minor subjects to ensure consistency
and comparability with established categories.

Our nal sample consists of 1,246,495 U.S. doctoral dissertations in the natural sciences,
spanning the years 1900 to 2022. Of these, we have the text available for 909,034 disserta-
tions. Analyses presented in the paper focus on the years 1950-2020. In this time window,
our sample includes 845,442 dissertation texts.

As a complement to Figure 5.1, Figure D.1 o ers a detailed comparison between the
dissertation counts from PQDT and the SED, categorized by minor subjects available in
the SED. As outlined in Section 5.3.1, the SED annual counts serve as a benchmark for
evaluating the coverage and representativeness of our sample. The analysis reveals that the
PQDT counts (represented by blue lines) exhibit a close alignment with the SED counts
(represented by red lines), mirroring the patterns observed in the total count comparison.
However, it is important to acknowledge a slight divergence in coverage during the more
recent years, which may be attributed to factors such as the scope of PQDT coverage, po-
tential labeling errors, or temporal lags in data availability. Notwithstanding these minor
discrepancies, the overall comparisons provide compelling evidence that our dissertation
sample, sourced from PQDT, serves as a reliable proxy for the underlying population rep-

resented by the SED.
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FIGURE D.1: ProQuest vs. SED dissertations in the hard sciences, by subject and year

Notes Figure shows annual PQDT dissertation counts in the physical and life sciences and en-
gineering (blue bars) and SED counts (red line) for comparison, from 1958 (the rst year of the
SED) to 2020, disaggregated across 16 SED major elds. We crosswalk PQDT dissertations to these
major elds on their author-provided, rst-listed subjects, using a manually-curated crosswalk
developed from the concordance used by SED to map its PhD graduate survey responses to these
elds.

D.1.2 Identifying Dissertation Sponsors

Having established a dissertation sample and obtained their full text, the next step is
to identify research sponsors in this text a named entity recognition problem for which
we turn to natural language processing tools. To do so, we have crafted a six-step pipeline:

Step 1. Isolate sentences from within the text

Step 2. Identify named entities in these sentences

Step 3. Classify entities into sectors (i.e., government, private companies, hon-pro t), etc.
Step 4. Identify support type and extract grant identi ers, where available

Step 5. Consolidate named entities into parent organizations
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Step 6. Match extracted organizations with external registries of funders
The procedure we develop uses large language models (LLMs) in several steps, partic-
ularly Upstage.ai's Solar 10.7B and Abacus.ai's Smaug 34B models (D. Kim et al., 2023;
Pal et al., 2024).

D.1.2.1 Isolating Acknowledgment Sentences in Dissertation Full Text

To isolate sentences that acknowledge funding in the dissertation texts, we employ a
rule-based string matching approach. First, we split the raw dissertation text into sentences
using NLTK's Punkt Sentence Tokenizer (Bird et al., 2009). We modify the tokenizer to
ignore common academic abbreviations such as Dr., Prof., and univ. Next, we iterate
through each sentence, searching for words that indicate a potential acknowledgement or
support mention. After careful re nement, we arrived at the list of keywords as appears in

Listing D.1 below.

Listing D.1: Keyword list for acknowledgement sentence extraction

keywords = ["contract”, "fund", "grant", "financ", "fellow", "
scholarship”, "internship", "award", "generous", "generos", "
support”, "thank", "grateful", "appreciate", "assist", "help", "
mentor"”, "journey", "guidance", "effort", "encourag", "
opportunity", "provide", "gratitude", "committee”, "advisor", "
sponsor", "appreciat", "paying", "investing", "invested", "indebt
", "obtain", "money", "stipend", "facilitat", "blessed", "
acknowledgements”, "biography", "vita", "preface"]

D.1.2.2 Identifying Named Entities in Acknowledgments Text

In steps 2 through 4, we utilize a Named Entity Recognition (NER) process employing
a generative large language model (LLM). Speci cally, we use Upstage.ai's Solar 10.7B
Instruct v1.0 (D. Kim et al., 2023), a ne-tuned model based on the Mistral 7B model
(which, in turn, is based on the Llama-2 architecture).

By carefully re ning the prompt, we established a procedure that initially veri es if
the sentence acknowledges support from an external entity. Subsequently, we prompt the

model to identify the supporting entities mentioned in the text, categorize them by the
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type of organization and support, and document any grant and contract identi ers where
applicable.

For batch inference, we utilize the VLLM Python package (Kwon et al., 2023) and the
LM format enforcer (Gat, 2023). These tools facilitate e cient inference and require the
model to produce a well-structured JSON schema that we prede ned. Our prompt to the

model is structured as appears in Listing D.2 below:

Listing D.2: LLM prompt for extracting supporting entities

### System:
You are a helpful assistant. Always answer as helpfully as possible.

### User:
Below is a sentence taken from a doctoral dissertation.

Instructions:

1. Determine whether in the provided text, the author expresses
gratitude or mentions support from some organization.

- set “gratitude_support® to true if yes, and false otherwise.

2. Determine whether in the provided text is part of a CV or
biography. Set “biography_vita® to true if yes and false
otherwise.

- Note that biographies typically list awards and recognitions.

3. Extract names of supporting organizations mentioned in the text.
Notes:

- Skip people's names. | don't care about advisors, mentors,
committee members etc.

- Ensure complete extraction of grant, contract, and award
identifiers, if present.

- Where necessary, infer the organization's name and type based
on the grant name.

- Represent each financial support and funding source as a
distinct entity.

- Ignore doctoral committees, academic departments, colleagues,
lab members, unaffiliated individuals, family and friends.

- Ensure that each organization is listed separately.

- Return an empty list if no supporting organizations are
mentioned.

Text:
{sentence}

You MUST answer using the following json schema:
{extractionFormat.schema_json()}

### Assistant:
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To validate the structure of the LLM output, we use two Pydantic models as described

in Listing D.3 below. The orgFormat model includes elds for the organization's name
and type, as well as the type of support provided. The organization and support types
are restricted to a set of prede ned values. TheextractionFormat model incorporates
the orgFormat model as a list, allowing for multiple organizations to be associated with
each analyzed sentence. Additionally, it includes boolean elds for indicating whether the
sentence expresses gratitude or support, or is a part of a biography. These models serve to
standardize the representation of extracted support entities and facilitate subsequent data

processing steps.

Listing D.3: Pydantic model for LLM output

class extractionFormat(BaseModel):
gratitude_support: bool
biography_vita: bool
organizations: List[orgFormat]

class orgFormat(BaseModel):

organization_name: str

organization_type: Literal['government’', 'federal agency', 'non-
profit', 'private company', 'foundation’', 'academia’, '
research lab', 'consortium', 'center', 'association’, 'other
', 'unknown']

support_type: Literal['funding', 'grant’', 'financial support’,
internship’, 'scholarship', 'fellowship', 'training’, '
materials', 'facilities', 'data’, 'in-kind support’,
technical support', 'administrative support’, 'employment’,
unspecified','other', 'unknown']

grant_contract_numbers: str

After running this procedure on our sample of dissertations, we extracted over 92 mil-
lion sentences that potentially included acknowledgments of supporting entities. We then
performed batch inference on these sentences, one at a time, using the language models as
described above. The language model output indicated that 11 million sentences (about
12%) were indeed sentences that acknowledged support or were part of a biography section.
Among all sentences, the language model extracted 9.3 million mentions of organizations,

with 4.8 million of these mentions originating from sentences classi ed as support or biog-
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raphy. Aggregating these entities resulted in a list of 4 million unique organization names.

D.1.2.3 Consolidate Named Entities and Match to External Registries

The next step in the data construction is to match the organization names in our sam-
ple to external registries of funding organizations. We rely on two main registries. The
rst is the Research Organization Registry (ROR), which provides persistent identi ers for
research organizations. ROR aims to disambiguate institution names and connect research
organizations to researchers and research outputs. It is an openly available identi er fo-
cused on identifying a liations in scholarly metadata and is designed to be integrated into
scholarly infrastructure. The second registry we use is Wikidata, a free and open knowledge
base by Wikimedia that acts as central storage for structured data. Wikidata provides a
collaborative platform for storing and managing information about various entities, includ-
ing research organizations. By leveraging the data available in Wikidata, we can further
enhance the accuracy and completeness of our organization matching process.

Government Entities

We consolidate organizations that are part of the U.S. Federal Government and match
them to ROR entities. First, we Iter our sample for names that the LLM classi ed as
government or federal agency. We apply some standardization using regex (e.g., drop-
ping the U.S. for the beginning of strings) and cluster together similar names. Among
739,494 clustered government organization names, we end up with 242,382 names that are
associated with at least one sentence that the LLM classi ed as related to support or part
of the author's biography.

To further consolidate the list of clustered governmental names, we run them again
through a large language model. For this task, we use Abacus.ai's Smaug 34B v0.1 model
(Pal et al., 2024). This model is larger than the one we used for the rst round. It requires
more resources to run but performs better in correctly identifying organizations and linking
them to their parent organizations. Our prompt in this round appears below, in Listing

D.4. The required schema includes elds for the organization name, the parent organization,
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indicators for the Federal Government and independent agencies, and location.

Listing D.4: LLM prompt for consolidating governmental organizations

### System:
You are a helpful assistant. Always answer as helpfully as possible.

### User:

Below is a name of a funding organization, most likely in the US.

Return a json schema that includes:

1. The official, clean, unabbreviated name of the organization.

2. The ultimate federal government department or agency (if relevant
).

3. Indicators for whether the organization is a federal organization
and/or an independent agency.

4. Country and state. If irrelevant return "-".

Don't make stuff up. If you are unsure, return "unknown".

You MUST answer using the following json schema:
{entityFormat.schema_json()}

Organization name: {organization}

### Assistant:

Among the initial consolidated list of 242,382 entities, the model identi ed 90,655 as
related to the U.S. federal government (either directly or as an independent agency). The
model produced 3,550 unique parent organization names. We matched these names to a list
of governmental organizations from the ROR dataset. Weighted by the number of mentions,
the match resolved 81% of the mentions of U.S. governmental organizations and matched
them with a ROR identi er.

Private Companies

The list of extracted entities includes 448,745 unique names that are classi ed as private
companies. Within them, 170,009 names are associated with at least one sentence that
the LLM classi ed as related to support or part of the author's biography. We start the
matching process by using the Smaug 34B LLM to consolidate these names. The prompt
is presented in Listing D.5 below. The results were further validated using an additional

run through the LLM and manual comparisons.
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Listing D.5: LLM prompt for consolidating private companies

### System:
You are a helpful assistant. Always answer as helpfully as possible.

### User:
Below is a name of a grant or award.

Return a json schema that includes:

1. The ticker name for the firm. Return past ticker where relevant.
2. The name of the firm, associated with the ticker.

3. The relevant stock exchange.

Don't make stuff up. If you are unsure, return "unknown".

You MUST answer using the following json schema:
{entityFormat.schema_json()}

name: {organization}

### Assistant:

The consolidation process resulted in 10,802 names. First, we used the ROR REST
API to search for ROR identi ers that are associated with these names. Second, we used
the SemTab API to nd additional matches with the Wikidata identi ers (Nguyen et al.,
2021). Third, we ran additional APl searches using the original, unconsolidated list of
names that were not previously matched. This step allowed for matches of rms that
are not publicly traded and startups. Finally, we validated the list of resulting matches
using similar techniques to those described above. The resulting match includes a ROR or
Wikidata ID for 217,013 mentions of rms, corresponding to 123,366 dissertations. These
matches are linked to 3,275 unique ROR identi ers and 7,638 unique Wikidata identi ers.

Non-pro t Organizations

We matched mentions of non-pro t organizations in our data with external identi ers.
The original list included 549,329 unique strings that were classi ed as foundations, phil-
anthropic organizations, non-pro ts, associations, or centers. Among them, 322,901 names
were associated with at least one sentence that the LLM classi ed as related to support or

part of the author's biography. For matching these mentions, we used a similar process to
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the one used for rms. Overall, we were able to match 333,603 mentions, corresponding to
157,884 dissertations. These matches are linked to 2,139 unique ROR identi ers and 8,126

Wikidata identi ers.

D.1.3 Validating Measures Against NSF Graduate Fellowships

One opportunity for validating our measurement of dissertation sponsors is against
National Science Foundation (NSF) graduate research fellowship (GRF) awardees, which we
retrieve from NSF's website from 1952 (the rst year of the program) onwardst Speci cally,
we wish to know how many of these awardees are in our PQDT sample and how many we are
able to measure as having received NSF support and if not, why not: due to incomplete
measurement or incomplete reporting?

To prepare for linking to PQDT, we rst clean the PQDT and NSF data under com-
mon parameters, standardizing names and separating names into rst names, surnames,
and middle names/initials. We then crosswalk the subjects reported by each awardee to
the SED major elds and institutions to which we have harmonized our PQDT data. Im-
portantly, the utility of this information is limited by the fact that awardees' reported elds
often represent intended (rather than actual) elds of study. Nevertheless, these elds have
information, which we will selectively use? The NSF data present other challenges, includ-
ing that individuals are sometimes awarded multiple times (implying that they chose not
to use the award in one year, and later applied again); to deal with these challenges we
attempt to de-duplify the data by identifying awards to same-named individuals within ten
years and restricting the sample to the latest award for every individual.

We then link NSF GRF awardees to PQDT in an iterative procedure. We rst attempt
to link on last name (LN), rst name (FN), and middle initial (MIl). Among the unlinked
set, we then link on LN and FN; then, on LN, rst initial (FI), and MI. At every step we

keep only links where the PQDT graduation year was within ten years of the NSF GRF

1 See https://www.research.gov/grfp/AwardeeList.do?method=loadAwardeeList.

2 The NSF data also include reported institutions; however, because many GRF applicants are pre-PhD,
awardees' current institutions are often their baccalaureate or master's program rather than their PhD pro-
gram. We found the institution data to be too ambiguous to use in this exercise.
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award year, and we discard links where available, unused information would rule them
out (e.g., when linking on LN and FN, if Ml does not match we discard the link). When
multiple links are made from the NSF GRF list to PQDT or vice versa, we use subjects to
disambiguate, and we then attempt to manually disambiguate any remaining ambiguous
cases. Our goal throughout this procedure is to produce a highly precise link for validation,
including at the expense of recall.

Through this process we successfully (unambiguously) link 65% of GRF awardees to our
PQDT sample. Figure D.2 illustrates how this link rate varies across NSF GRF awardees'
reported subjects and over time, where it varies between 40% and 75% across subjects and
steadily declines over time, from 75% in the 1950s to 55% in the 2010s. There are
several reasons why these link rates may be below 100%. The most salient among them
are that the NSF sample can include awardees who are not accepted to PhD programs,
decline to enroll, or never graduate. A second reason is residual ambiguity in name-based
links, though because the NSF and PQDT samples are specic and narrow slices of the
general population, sampled on a common feature (potential or actual PhD trainees in the
hard sciences), and because full names and specializations are provided in both datasets,

we believe this link is both precise and (mostly) complete.

Panel (A): By major eld Panel (B): By decade

FIGURE D.2: Link Rates of NSF GRF Awardees to Our PQDT Sample

Notes Figure shows the share of NSF graduate research fellows that we are able to link to the
PQDT sample, by major eld (Panel A) and by decade (Panel B). Link rates below one may
re ect awardees who are not accepted to PhD programs, decline to enroll, or never graduate.
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We next evaluate how our text-based measurement of dissertation sponsors performs
within this linked sample. Within our sample of 909,034 dissertations, we identify 25,039
dissertations whose authors are linked to the NSF GRF awardee list. Figure D.3 presents
an analysis of NSF mentions and matching rates within this sample. Among the NSF
awardees, 15,229 (60.8%) mention the NSF somewhere in the tektOur matching process
links 15,026 (98.6%) of these mentions to the NSF identi er in ROR. In addition, the process
identi es another 746 dissertations as funded by the NSF, which the simple search missed.
These results provide an indication for very high levels of extraction rates. Of course, our

extraction is dependent on the dissertations' authors to mention their funding sources.

FIGURE D.3: NSF Graduate Fellows Matched to NSF Funding

Notes Figure shows the counts (Panel A) and shares (Panel B) of NSF Graduate Fellows mentioning
NSF funding support (in blue) and matched to the NSF by our matching process (in orange). Sample
restricted to NSF fellows which we can link to PQDT.

D.1.4 Validating Measures Against GSS

A second opportunity for validation is possible using the NSF's Survey of Graduate
Students and Postdoctorates in Science and Engineering (GSS). The GSS is an annual

census of U.S. institutions granting research-based master's degrees or doctorates in science

3 For this test, we perform a simple search of “national science foundation” or “nsf " in the sentences we
extract from the dissertation texts.
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and engineering (National Science Foundation, 2022). Usefully for our purposes, the data
report primary sources of support for graduate students at doctorate-granting institutions,
providing annual counts of graduate students in each major eld with specic sources of
funding: DOD, DOE, NIH and other HHS funders, NASA, NSF, USDA, other government
agencies, institutional support, other U.S. or foreign sources, and self-support. Our goal
here is to compare the eld-year share of students in GSS funded by each of these agencies
to the share we measure in our PQDT-based dissertation sample.

Several limitations are worth noting. First is the obvious caveat that the GSS measures
enrolled students, whereas our PQDT sample measures graduates. An implication is that
the GSS sample in a given year is much larger than PQDT. To a rst-order approximation,
however, we expect that doctoral students' sources of support in a given year will correlate
strongly with graduates' sources of support. A second, potentially more important caveat is
that although we restrict the GSS measures to doctorate-granting institutions, this sample
will include master's and doctoral students at these institutions. Sources of nancial support
can di er signi cantly across degree levels, and federal funding is particularly focused on
supporting doctoral training (whereas master's training is often self-funded). In light of
this, we will focus on comparing agency shares of federally-funded students (rather than
all students) in GSS and our PQDT sample. Finally, we restrict our attention to 2000 to
2019, when GSS reported supports for all six of our focal agencies for this exercise (DOD,
DOE, HHS, NASA, NSF, USDA; DOE wasn't added until 1999).

Speci cally, we regress (i) the share of federally-funded PhD graduates in a given eld
and year which we measure as being supported by each of these agencies, on (ii) the share
of federally-funded GSS respondents at doctoral institutions primarily supported by these
agencies. If the samples perfectly aligned and our measurement were accurate, we would
expect these to correlate roughly one-for-one (i.e.b = 1). Given sampling di erences,
as well as the fact that GSS measures primary sources of funding and our methodology
will measure all sources of support reported in dissertations, these shares may not vary

one-for-one, but they should correlate.
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Table D.1 provides the results. We see strong and highly signi cant correlations across
the table. For every 10% of federally-funded students in GSS with DOD support, we see
an 8.7% higher rate of DOD funding in our PQDT data, 12.8% for DOE, 9.8% for HHS,
14.2% for NASA, 9.9% for NSF, and 7.5% for USDA. For HHS and NSF (the two largest
funders of doctoral training since 2000), we cannot reject that the GSS and PQDT-based
measures correlate one-for-one. More broadly, we view the strong correlation between the
GSS and PQDT-based measures in this table as validating evidence for our approach to

measuring research sponsors.

Table D.1: Comparing PQDT-Based Measures to NSF GSS

(1) @) ®) 4) (5) (6)
DoD DOE HHS  NASA  NSF  USDA

Share of GSS graduates  0.866*** 1.281%* 0.981%* 1.420** 0.987** 0.747%*
(0.039) (0.058) (0.016) (0.051) (0.031)  (0.024)

N 340 340 340 340 340 340
R? 0.72 0.72 0.96 0.86 0.71 0.93
P-val:b=1 0.00 0.00 0.26 0.00 0.66 0.00

Notes Table correlates (i) the share of PhD graduates in each major eld and year
which we measure as having been supported by a given agency to (ii) the GSS-
reported share of enrolled PhD students in that eld and year reporting support
from that agency. Sample includes 17 major elds measured between 2000 and
2019. Variables are not perfectly comparable because one measures PhD graduates
and the other measures enrolled students, but if our dissertation-based measure-
ment of PhD support is precise, we anticipate they will strongly correlate, and if
complete, regression coef cients (b) should be near 1. *, ** *** represent signi -
cance at the 0.1, 0.05, and 0.01 levels, respectively. Robust SEs in parentheses.

D.2 Supplementary Results
D.2.1 Additional Descriptive Results

Figure D.4 provides details on dissertation funding counts by major eld. Figure D.5
provides trends in shares of government-funded dissertations by eld.
D.2.2 Effects of Government Funding on PhD Production

Tables D.2 and D.3 provide robustness checks on Table 5.3 using alternative construc-
tions of the shift-share instrument, calculated from (i) prior decade average shares (as in
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