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Abstract

Enabled by decades of pioneering research, in the last few years markerless mobile
augmented reality (AR) has become widely available on commercial devices, and we are
tantalizingly close to realizing the benefits of this technology in numerous industries. How-
ever, a lack of robustness across diverse real-world environments remains a stubborn barrier
to greater adoption. Specifically, while the techniques underlying spatial registration of vir-
tual content perform well in ideal conditions, commonly encountered environments result
in virtual content spatial artifacts, which severely degrade a user’s sense of immersion and
their ability to interact with virtual content. The fundamental nature of this problem, com-
bined with the restrictions imposed by mobile devices, means that this issue is unlikely to
be resolved in the near future. Therefore, we require solutions that guide AR users and de-
signers towards environments or virtual content placements that minimize spatial artifacts,
without compromising other factors which contribute to a user’s quality of experience.

To this end, this dissertation considers challenges associated with developing environ-
ment analysis and design systems for markerless mobile AR. Our contributions address the
challenges of quantifying virtual content stability artifacts, estimating and visualizing pose
errors that cause those stability artifacts, designing environments that take into account
multiple system and human factors, and creating optimal environment textures.

We start with our work on quantifying virtual content stability artifacts on commercial
AR platforms. To enable the collection of data in a variety of real environments, we de-
veloped a new virtual content stability measurement method, which we incorporated into a
cross-platform, open-source AR session measurement app. We used this app to perform the
first direct, quantitative comparison of virtual object stability on both multiple smartphone
models and an AR headset. Our results illustrated the widespread nature of stability arti-
facts, especially on smartphones, and provided insights on the influence of device hardware
on the magnitude of artifacts. We also conducted studies on user perception of virtual
content spatial artifacts, which indicated that they are a frequent and noticeable issue.

We then describe our efforts on estimating the pose tracking errors that cause stability
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artifacts, and visualizing these estimates in a way that is actionable for AR users and envi-
ronment designers. We developed the first uncertainty-based pose error estimation method
for VI-SLAM, which classified pose error magnitude with an accuracy of 96.1%. We imple-
mented this method for real devices in the first situated trajectory analysis system for AR
that incorporates pose error estimates, and publicly released the code required to implement
it. We designed and evaluated three pose error visualization techniques, which revealed the
impact of the environment on their efficacy. We also developed proof-of-concept systems
for machine learning-based environment classification and online pose error estimation.

Next, we present our integrated design methodology for environments which host AR,
which takes into account both system and human factors. We enabled this by developing a
technique for the use of virtual environments in pose tracking evaluations, with the rationale
that they facilitate full control over conditions, as well as virtual reality (VR)-based evalu-
ations of user satisfaction. We used this technique for systematic experiments on the effect
of environment texture, revealing that complexity and edge strength are desirable properties
for pose tracking. We showcased our overall methodology with a case study on AR museum
design. We further evidenced the efficacy of virtual environments by creating a VI-SLAM
point cloud object detection dataset, and demonstrated the application of integrated design
principles in a proof-of-concept environment illuminance optimization system.

Finally, we detail our in-depth examination of how environment textures can be op-
timized for AR experiences. We conducted the most extensive evaluation of the e [ect of
environment texture on VI-SLAM performance to date, with over 5000 total trials. Our
results demonstrated the potential for low-contrast invisible textures, which result in good
pose tracking performance without impairing human perception of virtual content. We con-
ducted a study that showed an invisible environment texture resulted in lower user workload
than a complex texture in an AR assembly task. We then evaluated invisible textures in
more mobile scenarios, which revealed the challenges associated with certain types of device
motion. We used these findings to design the first multiuser motion mapping system for

mobile AR, and evaluated a texture produced using its guidance in a realistic case study.
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1. Introduction
After decades of foundational research, we are on the cusp of realizing the long awaited
vision of ubiquitous augmented reality (AR). Commercial platforms have recently made
AR available on a range of consumer mobile devices, including smartphones, tablets, and
headsets, opening up a myriad of possibilities to developers and users. Specifically, the
flexibility and convenience of markerless mobile AR, which does not require modification of
the real environment that will host an AR experience, is particularly enticing. However, this
excitement has been tempered by a lack of robustness; as AR is deployed in ever more diverse
environments, users find their experiences plagued by virtual content spatial artifacts —
virtual content whose position, orientation, or scale appears inconsistent with the real world.
These artifacts, caused by inaccurate spatial registration, degrade a user’s sense of immersion
and their ability to interact with virtual content. To fulfil the potential of AR we require
solutions that help to avoid or mitigate the impact of these issues, without compromising
other factors which contribute to a user’s quality of experience. This dissertation focuses
on the following questions.
< How can we measure virtual content spatial artifacts, and how prevalent are they on
current commercial AR platforms? - The magnitude of virtual content spatial arti-
facts varies greatly across different AR devices and real environments, and traditional
ways of obtaining accurate ground truth are not suitable for examining this issue.
A new measurement technique is required to obtain quantitative data across diverse
settings, as well as insights on how these errors are perceived by users.
< How can we estimate the magnitude of virtual content spatial artifacts in a given
environment, and thereby inform the choices made by AR users and designers? -
Whether an environment will support good spatial registration of virtual content, as
well as the current level of performance during a session, are vital information for AR
users and designers. New methods are required to estimate the magnitude of errors
and communicate them in a way which provides easily actionable feedback.

< How do we design real environments such that they minimize virtual content spatial

1



artifacts, while still meeting the other needs and preferences of human occupants? -
The algorithms which enable accurate spatial registration of virtual content in mark-
erless AR place specific requirements on properties of the visual environment, and a
technique for rapidly prototyping and testing new environments with these algorithms
is required. However, this technique must also facilitate assessment of the effect those
environments have on human occupants.

= Can we identify visual textures for real environments that result in good virtual con-

tent stability and visibility, and how can they be optimized in realistic scenarios? -
Sufficient visual texture is critical for stable virtual content, but it can also interfere
with content visibility, another key aspect of an AR experience. To better inform
environment designers regarding the placement of different textures, a deeper inves-
tigation into ideal texture properties is required, along with a method that takes into
account the impact of device motion.

To outline the contributions of this dissertation, in this chapter we provide background
on markerless mobile AR and virtual content spatial artifacts (Section 1.1), the motivation
for systems to analyze and design the real environments which host AR (Section 1.2), and
an overview of the systems we have developed (Section 1.3). In Section 1.4 we provide a

summary of our contributions.
1.1 Markerless mobile AR and virtual content spatial artifacts

In mobile AR, virtual content is overlaid onto a view of the real world via the display of
a handheld or wearable mobile device (e.g., a smartphone, tablet, or headset). This virtual
content can either be ‘head-locked’, appearing at the same point on the display wherever
the user moves, or spatially-registered (world-locked), remaining in a specific position and
orientation relative to the real world as the user moves around. While there are situations
in which head-locked content is an important element of an AR experience, many of the
most compelling use cases for mobile AR prominently feature spatially registered content,

and spatially registered content is often recommended on commercial AR platforms (e.g.,



(a) Virtual content stability artifact (b) Virtual content scale artifacts

FIGURE 1.1: Examples of virtual object spatial artifacts in markerless mobile AR. (a) A
virtual avocado is placed on a table (left), but appears in a different position after the user
moves (right); screenshot captured on an iPhone 11, ARK:it 4. (b) A virtual chair rendered
too large (left) and a virtual Echo Show rendered too small (right); screenshot captured on
a Samsung Galaxy Note 10+, ARCore v1.29.

[Microsoft, 2024a]). In this work, we focus on spatially registered virtual content, and refer
to this type of virtual content unless otherwise speci ed.

The spatial registration of virtual content in mobile AR requires some form of pose
tracking, in which the position and orientation of the device relative to the environment is
regularly estimated. Common approaches on modern AR platforms include detecting the
pose of image or ducial markers placed in the environment, known amarker-based AR and
mapping and tracking natural environment features, known asnarkerless AR In this work
we focus on markerless AR, as it facilitates AR experiences ianprepared environments
and supports more dynamic scenarios, in which a marker may not always be detectable. On
all modern commercial platforms markerless AR is enabled via visual-inertial simultaneous
localization and mapping (VI-SLAM), with virtual object scaling additionally supported
by environment depth mapping (see Section 3.1.2 and Section 3.1.3 for more details).

Consequently, VI-SLAM or depth mapping errors causevirtual content spatial artifacts,
instances where a virtual object appears inconsistent with the real-world environment. VI-
SLAM pose tracking errors most commonly result invirtual content stability artifacts, where
a virtual object moves out of the correct position or orientation relative to the real world.

An example of this is shown in Figure 1.1a: the screenshot on the left shows the original



placement position of the virtual avocado, and the screenshot on the right shows where
it appears after a user movement. Depth mapping errors result irvirtual content scale
artifacts, where a virtual object appears too large or too small for the surrounding real
environment. Examples of these errors are shown in Figure 1.1b. Avoiding these virtual
content spatial artifacts is critical to achieving a high quality AR experience, in which

virtual objects behave like real objects and users are able to interact with them seamlessly.
1.2 Motivation for environment analysis and design

Our core motivation for environment analysis and design systems is the e ect of real
environment properties on the robustness of AR experiences. State-of-the-art VI-SLAM
[Campos et al.,, 2021; Qin et al.,, 2018] and depth mapping [Du et al., 2020] solutions
provide good performance in ideal environments, but frequently produce errors when con-
fronted with more challenging scenarios, such as textureless walls, glass, large spaces or
dynamic lighting situations which are common in modern built environments. This lack
of robustness across diverse unprepared environments is a considerable barrier to ubiquitous
markerless mobile AR, and is unlikely to be completely resolved in the near future. Many
VI-SLAM and depth mapping errors arise from inherent limitations of current environment
sensing technologies, or the way in which environment data must be represented to facilitate
computation and storage on mobile devices; fail-safe SLAM remains a formidable challenge,
with many areas still unexplored [Cadena et al., 2016]. Moreover, the form factor of devices
such as smartphones and tablets naturally restrict the eld of view of environment sensors,
while e orts to make AR headsets lighter and more a ordable are also likely to result in
compromises in the amount and quality of sensors on many devices. We must support
error-prone markerless mobile AR devices and platforms by guiding users and designers of
real environments towards conditions that will result in better experiences.

Critically, the magnitude of environment mapping and device pose tracking errors is
determined by complex interactions between environment characteristics e.g., lighting,

surface geometry and re ectance, visual texture as well as the motion properties of the



AR device and the distance to environment surfaces. As such, predicting even approximate
error magnitudes for a given environment is di cult for experts and a wholly unrealis-
tic expectation for the majority of users and designers. They require solutions that take
into account these complex interactions and the operation of the underlying algorithms,
to highlight problematic regions that should be avoided or need adjusting. Furthermore,
when creating or adjusting real environments to support system functionality such as pose
tracking, environment designers must also consider the e ect of environmental conditions
on human occupants in general, including AR users. For example, complex environment
textures which are bene cial for tracking may distract users [Fisher et al., 2014], or impair
their ability to perceive and e ectively interact with virtual content [Gabbard, Swan, Hix,
Schulman, et al.,, 2005]. Systems to support environment design must be informed by a

holistic view of an AR experience, and incorporate human-centered design principles.

1.3 Environment analysis and design systems

To this end, the main contributions of this dissertation are focused arouncenvironment
analysis and design systemsand include experiments that inform the development of these
systems, and the implementation of these systems for real AR devices. These systems
should guide AR users and environment designers towards conditions which minimize vir-
tual content spatial artifacts, without compromising other aspects of a user's experience.
In Chapter 3 we provide an overview of both stability and scale artifacts, but given that
the stability artifacts that result from inaccurate device pose tracking are an issue for all
types of virtual content (not only cases where correct scale relative to the real environment
is essential), our experiments and the systems we develop in subsequent chapters are based
on minimizing stability artifacts. We also focus here on the indoor, room-scale built envi-
ronments that current AR platforms are generally designed for, and for which environment
properties are most easily adjusted. However, the approaches we propose are also applicable
to other spaces (e.g., sidewalks and building cladding when outdoors), and we anticipate

this general topic of environment shaping for AR as an exciting direction for future work.



To inform, develop and evaluate systems for environment analysis and design, we require
a large amount of quantitative data from systematic experiments. Furthermore, to fully
grasp the e ects of environment properties we require full control of them across a wide
range of conditions. This is simply infeasible with real environments, and one of the reasons
why data from existing work (e.g., [Blom, 2018; Gabbard et al., 2006; Jinyu et al., 2019]),
while valuable, are sparse and often qualitative or approximate in nature. To address this,
we adopt a methodology that enables a number of the contributions in this dissertation
the use of virtual environments as anemulator for AR. We employ industry-leading game
engines to create highly realistic virtual environments, which can then be used to assess
multiple aspects of an AR experience. In particular, we leverage the virtual environment-
based VI-SLAM evaluation technique we present in Chapter 5 to develop and test our
uncertainty-based pose error estimation method in diverse environments (Chapter 4), and
for extensive experiments on the impact of environment texture (Chapter 5 and Chapter 6).

While we exploit the advantages of virtual environments, a key aspect of our work is
also the development and testing of our environment analysis and design systems rieal
conditions, with human users and state-of-the-art AR devices. For example, we consider the
resource constraints of mobile AR devices, and develop distributed architectures in which
the computation required to estimate pose error or calculate device motion characteristics
is 0 oaded to a remote server. In particular, we leverageedge computing(e.g., [L. Liu et
al., 2019; Z. Liu et al., 2020]), as a way of limiting the distribution of potentially sensitive
environment data, and returning data to system users rapidly. Moreover, we evaluate our
systems via latency measurements andnd-to-end testing in diverse, challenging real envi-
ronments, which provide us with insights representative of their intended usage scenarios.
We conduct IRB-approved studies with human participants to understand the needs and
preferences of AR users in general, as well as the users of our systems. This includes the
creation of realistic AR scenarios through high-quality app development, and the use of
established research methods (e.g., [Hart and Staveland, 1988; Laugwitz et al., 2008]) for

evaluating user experience in speci ¢ environmental conditions, as well as system usability.
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1.4 Summary of contributions

This dissertation focuses on systems for the analysis and design of environments that
host markerless mobile AR. In this area, we made contributions to the quantitative as-
sessment of virtual content spatial artifacts, AR device pose tracking error estimation and
visualization, environment design methods for AR, and motion-informed environment tex-

ture optimization. In this section we summarize the contributions of this dissertation.

1.4.1 Quantifying virtual content spatial artifacts

In Chapter 3, we tackle the problem of how to obtain accurate measurements of virtual
content stability artifacts across diverse environments, and the lack of quantitative data
on virtual object stability on commercial AR platforms. We also conduct studies on user
perception of both stability and scale artifacts; our ndings con rm that they are a pressing
issue for AR users, and motivate our subsequent work on systems to avoid them.

Virtual content stability artifacts: We developeda new method for accurately mea-
suring virtual content stability artifacts, and publicly released a cross-platform app that
implemented it Our method is distinct from previous work (e.g., [Slocum et al., 2021]) in
that it involves minimal modi cation of the real environment the use of ducial markers
limits the ability to study featureless environments and does not require the setup of op-
tical tracking systems, which make measurements in large numbers of diverse environments
infeasible. We used this method to perform, to the best of our knowledgehe rst direct,
guantitative comparison of virtual object stability on both multiple smartphone models and
an AR headset Our results revealed the widespread nature of stability artifacts, particu-
larly on smartphones, as well as the impact device hardware has on the magnitude of these
artifacts. Moreover, our online survey of mobile AR users, as well as an in-person user
study, con rmed these artifacts are frequently a noticeable issue for users.

We presented our virtual content stability measurement method in [Scargill, Chen,
and Gorlatova, 2021], and our quantitative comparison of stability across commercial AR

platforms and devices in [Scargill, Premsankar, et al., 2022].



Virtual content scale artifacts: Our aforementioned online survey of mobile AR users
also revealed that virtual objects are often incorrectly sized. We subsequentlgesigned
and conducted a user study that evaluated the subjective magnitude of virtual content scale
artifacts when using state-of-the-art depth map generation methods. Both depth map
generation methods resulted in placed virtual objects being perceived as the incorrect size
in more than 50% of trials, highlighting how common this issue is in built environments.

We summarized our survey of virtual content spatial artifacts and conducted our study

on user perception of virtual content scale artifacts as part of [Y. Zhang et al., 2022].

1.4.2 Pose error estimation and visualization

In Chapter 4, we develop methods to estimate the magnitude of virtual content stability
artifacts and the AR device pose errors which cause them. We also develgmvironment
analysis systemgor communicating this information to environment designers and users on
real AR devices, through situated visualizations and adaptive user interfaces. Speci cally,
we developthe rst uncertainty-based pose error estimation method for VI-SLAM, which
achieves an average accuracy of up to 96.1% across four datasets, and provides estimates
of pose error magnitude without the need for ground truth pose data. We presenBiTAR,
the rst situated trajectory analysis system for AR that incorporates pose error estimates,
and publicly release the code required to implement it on GitHubWe then design and
evaluate possible pose error visualization techniques for situated trajectory analysis. We
also develop proof-of-concept systems for machine learning-based environment classi cation
(Scenelt) and online pose error estimation (DeepSEE).

We presented our method for uncertainty-based pose error estimation and our situated
trajectory analysis system, SiTAR, in [Scargill, Chen, et al., 2023]. We demonstrated our
system for environment classi cation, Scenelt, in [Scargill, Hurli, et al., 2021], and our

system for online pose error estimation, DeepSEE, in [Hu et al., 2023].



1.4.3 Integrated environment design for AR

In Chapter 5, we consider how to design real environments that will result in good vir-
tual object stability, but also satisfy the preferences of human occupants. To this end, we
present anintegrated environment design methodologyased on the use of virtual environ-
ments for both controlled tracking experiments and virtual reality (VR)-based evaluations
of occupant satisfaction. We develom VI-SLAM evaluation technique that combines virtual
environments with real inertial data, Virtual-Inertial SLAM, and publicly release the code
required to implement it on GitHub. We use this technique to conductthe rst systematic
experiments on the impact of visual texture on VI-SLAM performance, including quantita-
tive analysis of texture complexity and edge strengtlour results reveal the impact of texture
properties on VI-SLAM performance and motivate the work we present in Chapter 6. We
demonstrate how these VI-SLAM performance evaluations can be combined with VR-based
evaluations of occupant satisfaction in a case study on AR museum design.

As additional evidence of the suitability of our approach for integrated environment
design, we show how Virtual-Inertial SLAM can support experiments on another type of
AR system functionality, 3D object detection; we use it to createa public dataset of 4772
VI-SLAM point clouds generated from diverse object shapes and textures and environment
textures. We also demonstrate how integrated design principles can be incorporated into the
design of environment optimization systems, by developing a proof-of-concept environment
illuminance optimization system that takes into account both virtual content stability and
eye tracking performance.

We presented our integrated environment design methodology, including our Virtual-
Inertial SLAM technique and VR-based occupant satisfaction evaluations, in [Scarqgill,
Chen, et al., 2022]. We applied this technique to generate data for our experiments on
object detection with VI-SLAM point cloud data in [Duan et al., 2024]. We proposed
our environment illuminance optimization system based on integrated design principles in

[Scargill, Dabrowski, et al., 2022], which won theACM UbiComp 2022 Best Poster Award.



1.4.4 Environment texture optimization for AR

In Chapter 6, we present an in-depth examination of the e ect environment texture has
on AR experiences, including both virtual object stability and user perception of virtual
content. Based on our insights we propose the use afivisible textures which balance
these con icting requirements, evaluate the use of these textures in realistic AR scenarios,
and develop systems to guide environment designers on how to optimize them for more
mobile use cases. Speci cally, we start by using Virtual-Inertial SLAM to performthe most
extensive evaluation of the e ect of environment texture on VI-SLAM performance to date,
with 112 textures, ve dierent environment and trajectory combinations, and over 5000
total trials. These experiments underscore the impact of texture on performance, and help
us to identify key characterization metrics. We then analyze the relationship between VI-
SLAM performance and human perception of texture complexity, revealing the potential
for deploying invisible textures in AR environments. In a user study on an AR headset,
we show how employing an invisible environment texture can reduce the perceived workload
associated with an AR assembly task, compared to a complex environment texture designed
solely to minimize pose tracking error

Next, we consider more mobile AR scenarios, and the impact of device motion on the e -
cacy of invisible textures. Through extensive experiments again enabled by Virtual-Inertial
SLAM, we show that comparable pose tracking performance may be achieved with invisible
and complex environment textures, but reveal the performance gaps that occur due to cer-
tain types of AR device motion We demonstrate that the application of texture patchesin
environment regions in the camera view during speci ¢ device motions is e ective in reduc-
ing pose error while maintaining the bene ts of invisible textures. To guide environment
designers in implementing this solution, we develogMoMAR, the rst multiuser motion
mapping system for mobile ARthat associates device motion with environment regions in
the camera view, aggregates these data across multiple AR sessions, and displays the results

using situated visualizations to inform environment texture optimization. We demonstrate
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the use of MOMAR in a case study of environment texture optimization for a realistic AR
scenario, a multimedia museum exhibit.

We summarized our experiments on the e ect of environment texture on pose tracking
performance and proposed our concept of invisible textures in [Scargill, Hadziahmetovic,
and Gorlatova, 2023], which won theACM ImmerCom 2023 Best Paper Award. Our work
on motion-informed environment texture optimization is under review for ACM IMWUT

2024.
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2. Related work

In this chapter we provide a brief overview of related work. In Section 2.1, we review
work on quantifying virtual content spatial artifacts, user perception of those artifacts, and
measurement of the underlying pose tracking errors. We describe existing work on the
estimation and visualization of those pose errors in Section 2.2. In Section 2.3, we review
related work on the e ects of environment properties on pose tracking performance, and
in Section 2.4, we review research that informs how environment texture speci cally may
a ect human perception in AR. Finally, Section 2.5 covers work related to the use of fully
virtual environments for evaluating AR.

We previously published elements of this review of related work in [Byrne et al., 2024;
Scargill, Chen, and Gorlatova, 2021; Scargill, Chen, et al., 2022, 2023; Scargill, Hadziah-

metovic, and Gorlatova, 2023].
2.1 Pose error and virtual content spatial artifacts

The spatial registration errors that cause virtual content spatial artifacts are a long-
standing topic of research (e.g., [Holloway, 1997; Livingston and Ai, 2008; Welch and
Foxlin, 2002]). Here we focus on recent studies of stability artifacts in VI-SLAM-based
markerless AR; to the best of our knowledge there has been no previous work on the scale
artifacts that arise from depth map generation errors. Virtual content positional errors are
a known issue with these systems [Ran et al., 2019; Vassallo et al., 2017], but until recently
guantitative assessment of them has been hampered by a lack of a suitable measurement
method. One small scale study, using an optically-tracked stylus, found error magnitudes
of 0.50.6cm on the HoloLens 1 [Vassallo et al., 2017], but only in one environment: this
method is impractical for many settings. An alternative methodology using ducial markers
measured virtual object position error of 6cm on a Samsung Galaxy S20 [Slocum et al.,
2021]. User perception of spatial artifacts is in general understudied in the literature [Kruij
et al.,, 2010]. Simulated AR experiments have indicated that users are more sensitive to

positional artifacts than rotational artifacts [Plopski et al., 2016]; studies on real AR devices
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have shown that perception of orientation artifacts depends on the axis of orientation [J. B.
Madsen and Stenholt, 2014], and that users are more sensitive to high-frequency shaking
of virtual content (jitter) when they are stationary, and at lower background luminances
[Lutwak et al., 2023; Wilmott et al., 2022]. In terms of the impact of spatial artifacts on task
performance, [Robertson et al., 2008] showed that positional error decreased the accuracy
and e ciency of AR-guided Lego block placement, while [Brunyé et al., 2016] found that
orientation artifacts greater than 8 decreased e ciency in an AR-guided navigation task.
Another way to assess the magnitude of spatial registration errors is by measuring the
pose tracking accuracy of the underlying VI-SLAM algorithm. The standard method for
measuring VI-SLAM performance is to compare pose estimates with ground truth pose
obtained using a motion capture system such as OptiTrack [OptiTrack, 2024] or Vicon
[Vicon, 2024]. This is the method used for many SLAM benchmarks, e.g., [Burri et al.,
2016; Cortés et al., 2018; Jinyu et al., 2019; Kasper et al., 2019; Schubert et al., 2018;
Zuiiga-Noél et al., 2020]. The current best-performing open-source VI-SLAM algorithm
for the most well-known benchmarks, the EuRoC drone dataset [Burri et al., 2016] and the
TUM VI handheld dataset [Schubert et al., 2018], is ORB-SLAM3 [Campos et al., 2021],
which achieves an average position estimate accuracy of 3.5cm for EUROC and 0.9cm for
TUM VL. In [Feigl et al., 2020], a motion capture system was also used to compare device
localization errors on ARCore, ARKIit and the Microsoft HoloLens 1. However, the use
of a motion capture system is not scalable to evaluations in more than a small number of

di erent environments, due to the logistics associated with setup and calibration.

2.2 Pose error estimation and visualization

In our work we develop methods toestimate pose tracking errors, andvisualizethem in a
manner that is helpful for AR users or environment designers; we cover related work for each
of these topics below. While we draw inspiration from early works on pose error estimation
(e.g., [Macintyre et al., 2002]), we focus here on error estimation and visualization for

VI-SLAM-based AR.
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Estimation: Related works we reviewed in Section 2.1 quantify pose error through
comparison with ground truth data obtained via an optical tracking system, but this is
not feasible for users or environment designers to implement in every environment which
will host AR. AR platforms such as ARCore and ARKit detect when pose estimates are
unavailable or questionable without ground truth [Apple, 2024a; Google, 2024d], but both
only capture severe tracking issues, and do not provide estimates of error magnitude. Recent
work has shown promise in the prediction of pose error through the characterization of raw
sensor inputs and machine learning [Ali et al., 2023], but this only outputs the global
consistency of a trajectory; our work di ers in that we estimate the local consistencyof a
device trajectory, which better represents the short-term stability artifacts most visible to
users. In developing our estimation methods, we draw inspiration from this work along with
studies of how camera image properties or features a ect visual-only SLAM performance,
e.g., [Ferranti et al., 2021; Garforth and Webb, 2019].

Visualization: Over the last two decades, a variety odaptive user interfaceswhich take
into account the estimated magnitude of spatial registration errors have been proposed, e.g.,
[Hallaway et al., 2004; Maclintyre et al., 2002; Robertson et al., 2008]; the user interfaces
we develop for displaying environment classi cation results are most closely related to this
work. In our work on communicating the magnitude of estimated pose error in di erent
parts of an AR device trajectory, we propose and develop a new application fasituated
analytics [ElSayed et al., 2016; Fleck et al., 2022; Hubenschmid et al., 2022; Luo et al.,
2023; Shin et al.,, 2023; Thomas et al., 2018], a data analysis methodology supported
by situated visualizations (for a recent review see [Bressa et al., 2021]). Speci cally, our
system semantically enriches AR device trajectory visualizations with pose error estimates;
this inclusion of data beyond pose in trajectory visualization is related to work onrsemantic
trajectories [Albanna et al., 2015; Parent et al., 2013; Yan et al., 2013]. Previous works
have demonstrated visualizing various types of trajectories in AR, including the planning
or communicating of robot or drone movements [L. Chen et al., 2021; Quintero et al., 2018;

Walker et al., 2018; Zolimann et al., 2014] and guidance for navigation [Gay-Bellile et al.,
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2010; Pankratz et al., 2013], medical procedures [Condino et al., 2020; Eom et al., 2022; S.
Zhao et al., 2020], and sports training [Lin et al., 2021]. Most closely related is [Blischel et
al., 2021], a recent toolkit that provides AR-based situated analytics for AR user movement
and interactions. However, to the best of our knowledge our system is the rst to enable

situated analytics for device pose error.
2.3 Effect of environment properties on pose error

To inform the design of our environment analysis and optimization systems, we focus on
the feature-based VI-SLAM algorithms that support modern markerless mobile AR plat-
forms. Qualitative descriptions of challenging environmental conditions sometimes accom-
pany the description of state-of-the-art algorithms, for example low-texture environments
are identi ed as the main failure case for [Campos et al., 2021]. Some VI-SLAM bench-
marks provide similar information; for example less challenging scenes in EURoC [Burri et
al., 2016] are labeled "good texture, bright scene', and more challenging ones “dark scene’,
while in SenseTime [Jinyu et al., 2019] the authors note that the two most challenging se-
guences contain “a glossy wooden oor' and “a white board and repetitive textured carpets'.
This is consistent with AR platform guidelines [Apple, 2024d; Google, 2024c; Microsoft,
2024b], that recommend surfaces with distinct, recognizable, non-repetitive textures, along
with su cient illumination.

Quantitative characterizations of SLAM datasets have been developed for visual envi-
ronment properties (as represented in mobile device camera images) in [Saeedi et al., 2019]
and [Garforth and Webb, 2019], and an extensive set of visual and inertial metrics were
proposed in [Ali and Zhang, 2022a, 2022b]. Howevethere is little quantitative information
available on the relationships between environment properties and SLAM performandex-
periments in [Garforth and Webb, 2019] indicate that there is greater variance in camera
image luminance and contrast in environments that are challenging for visual-only SLAM,
while aggregated correlation coe cients between characterization metrics and error were

presented in [Ali and Zhang, 2022a] in support of this overall approach. Our work ad-
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dresses this gap in the literature with large-scale, systematic experiments with VI-SLAM
algorithms. We also consider how the visual input data available for pose tracking are
subject to the e ects of camera motion (e.g., motion blur); previous work has shown that
these artifacts negatively impact SLAM performance [P. Liu et al., 2021; Mustaniemi et al.,

2018; Zhu et al., 2020].
2.4 Effect of environment texture on human perception

In our research we examine the con icting requirements of machine (VI-SLAM)-based
perception and human perception in the context of a speci ¢ environment property, visual
texture. This is motivated by works that indicate complex background textures decrease the
e ciency with which humans complete tasks in real environmentseither due to challenges
identifying objects at the perceptual level (e.g., [Wolfe et al., 2002]), or by distracting
users from the target stimuli (e.g., [Fisher et al., 2014]). In general, the perception of any
object, including virtual objects, is a ected by surrounding textures due to e ects known as
surround suppression and enhancement [Cannon and Fullenkamp, 1991; Ellemberg et al.,
2004; Schallmo and Murray, 2016; Xing and Heeger, 2001]. Environment textures have
also been shown to a ect the perceived spaciousness of an environment [C. Wang et al.,
2020], and texture properties have been associated with di erent emotional responses and
cognitive attributes [Groissboeck et al., 2010; J. Liu et al., 2015; Ze-Yuan and Jeong-Won,
2023].

Our work is also motivated by the perceived transparency of virtual content on AR
headsets with optical see-through displays. A body of existing work has shown thabn
optical see-through displays, textured real environments degrade the legibility of virtual text
placed in front of them [Debernardis et al., 2013; Gabbard, Swan, Hix, Kim, and Fitch,
2005; Gabbard, Swan, Hix, Schulman, et al., 2005; Gabbard et al., 2006; Gattullo et al.,
2015], while the results in [L. Zhang and Murdoch, 2021] indicate that greater background
contrast results in greater perceived virtual content transparency. We propose the use

of ne, low-contrast textures in environments hosting AR; this idea of extracting visual
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features from apparently homogeneous or random textures such as concrete or carpet is
related to a work that proposes the enhancement of global positioning systems with vision-
based localization using natural ground textures [L. Zhang et al., 2019]. It is also related
to earlier work on embedding imperceptible structured light patterns into projected images

for automatic projector display calibration [Cotting et al., 2004, 2005].
2.5 Virtual environments for evaluations of AR

AR simulations in VR have been proposed and evaluated in multiple in uential works
(e.g., [Lacoche et al., 2022; C. Lee et al., 2013; Ragan et al., 2009]), a core motivation
being that the properties of fully virtual environments are readily controlled, facilitating the
isolation of independent variables in systematic and repeatable experiment¥R also allows
researchers to bypass the hardware limitations of AR devices, such as the user's eld of view,
enabling the study of a wider range of conditions [D. Ren et al., 2016], and the evaluation
of user interfaces that are not possible with current AR devices [Lindlbauer et al., 2019].
Our use of virtual environments to evaluate the e ect of environmental conditions on the
comfort and satisfaction of human occupants is also inspired by the use of this methodology
in environmental psychology for recent review see [Alamirah et al., 2022]. Previous work in
this eld has reported a high level of perceptual accuracy in virtual environments presented
using headset VR compared to physical environments [Chamilothori et al., 2019; Hong et
al., 2019].

Speci c to the SLAM algorithms which support pose tracking in AR, game engine-based
simulations in virtual environments have previously been used as inputs for visual SLAM
[Bettens et al., 2020; Ganoni and Mukundan, 2017; Garforth and Webb, 2019; Pollok et al.,
2019; Skinner et al., 2016], and drone and autonomous vehicle simulators are available that
output visual and inertial sensor data, e.g., [Shah et al., 2018]. In [Saeedi et al., 2019]
the authors create a visual-only SLAM dataset in virtual environments that uses realistic
handheld and head-mounted trajectories, recorded using a motion capture system. In our

work we present a technique for generatingsemi-synthetic VI-SLAM input data, which
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combines virtual visual data with real inertial data. Similar methods were developed and
applied in [Antonini et al., 2018; Guerra et al., 2019; Sayre-McCord et al., 2018] (with a
focus on unmanned aerial vehicles), but to the best of our knowledge our technique is the
rst to implement the use of trajectories from existing VI-SLAM datasets, which speeds up

the generation of large amounts of diverse data.
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3. Pose error and virtual content spatial artifacts

In this chapter we introduce the problem ofvirtual content spatial artifacts that arise
due to inaccurate pose tracking or environment sensing in markerless mobile ARuantify
them on commercial AR platforms, and conduct studies to assess how they are perceived
by users. This work motivates our environment analysis and design systems, and informs
which scenarios they should seek to address. To provide the necessary background, we start
with a short primer on the VI-SLAM algorithms that enable virtual content stability, as
well as the depth mapping technique that enables placement of accurately scaled virtual
content, then describe the types of artifacts that errors cause.

To obtain a true representation of the extent of virtual content spatial artifacts, we must
accurately measure them (or pose error) in a variety of environmental conditions. However,
methods which require ground truth pose measurements are not scalable to large numbers
of environments, while methods which use ducial markers (e.g., [Slocum et al., 2021]) do
not facilitate measurements in textureless environments. We addressed this by developing
a new method for measuring stability artifactsbased on the placement of virtual objects.
We incorporated this method into a cross-platform, open-source AR session measurement
app, and used it to conductthe rst direct, quantitative comparison of virtual object stability
on both multiple smartphone models and an AR headsethese experiments con rmed the
widespread nature of stability artifacts, especially on smartphones, motivating the work we
present in later chapters. Similarly, our studies on user perception of virtual content spatial
artifacts provided evidence that they are a frequent, noticeable issue for users.

Our work on quantifying virtual content stability artifacts was done in collaboration
with Jiasi Chen and Gopika Premsankar. Jiasi Chen also helped to design our online survey
on spatial inconsistency in mobile AR. Our study on user perception of virtual content
stability was conducted by Jason Dong, as part of an undergraduate research project that
we supervised. Our study on user perception of virtual content scale artifacts was part of a
depth inpainting project led by Yunfan Zhang, in collaboration with Gopika Premsankar,

Mario Di Francesco and Ashutosh Vaishnav. Our background on depth sensing for mobile
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AR (Section 3.1.3) is from text written by Gopika Premsankar for that project.

In Section 3.1, we provide background on the origins of virtual content spatial artifacts,
and in Section 3.2, we describe di erent types of artifacts that occur. In Section 3.3, we
develop a method for measuring virtual content stability artifacts on commercial AR plat-
forms, and in Section 3.4, we provide a quantitative evaluation of virtual content stability
on commercial AR platforms. Finally, in Section 3.5, we examine user perception of virtual

content spatial artifacts.

3.1 Background
3.1.1 Pose tracking for AR

In order to render virtual content at a speci c position and orientation, a mobile AR
device must be able to track its pose relative to the real world. A variety of pose tracking
systems were developed in pioneering works, from Sutherland's mechanical and ultrasonic
trackers [Sutherland, 1968], to those employing optical (e.g., [Hallaway et al., 2003; Ward
et al., 1992]) or magnetic (e.g., [Livingston and State, 1997]) trackers. However, the afore-
mentioned systems relied upon a prepared environment, in which markers or sensors were
already placed; as highlighted in [Azuma et al., 1999], to realize the full potential of mobile
AR pose tracking must be achieved inunprepared environments The rst example of this
was presented in [Feiner et al., 1997], which employed GPS position tracking and magne-
tometer orientation tracking; subsequent works developed adaptive systems, in which this
type of tracking was employed when a user moved from a prepared indoor environment to
an unprepared outdoor environment, (e.g., [Hallaway et al., 2004; Hoéllerer et al., 1999]). To
improve tracking accuracy while maintaining robustness in challenging visual conditions,
hybrid approaches which fused GPS or IMU sensor data with visual data from cameras
became increasingly popular (e.g., [Reitmayr and Drummond, 2007; Schall et al., 2009]).

A signi cant milestone for pose tracking in unprepared environments came with the
advent of simultaneous localization and mapping (SLAM), along with mobile devices with

Su cient computational resources to run these types of algorithms. A SLAM algorithm
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concurrently maps the surrounding environment and tracks the pose of a device within that
environment, using the information gathered from onboard sensors; early examples designed
for AR scenarios include [Reitmayr et al., 2007] and [Klein and Murray, 2009]. Following
in the footsteps of earlier hybrid tracking systems, visual-inertial SLAM (VI-SLAM, e.g.
[Campos et al., 2021; H. Liu et al., 2016; Qin et al., 2018]) combines data from visible light
cameras and an IMU (inertial measurement unit, typically consisting of an accelerometer
and a gyroscope), with the addition of inertial data improving robustness in textureless
environments and resolving scale ambiguities. Although accurate and robust SLAM remains
an unsolved problem and an active research topic, including the use of deep learning-based
approaches (e.g., [R. Li et al., 2020; S. Wang et al., 2017]), VI-SLAM is currently the de
facto standard for unprepared environments on commercial AR platforms (e.g., Microsoft
HoloLens, ARKIit, ARCore). In particular, it is important to note that precise tracking in
large scale environments remains an important challenge for AR [Billinghurst, 2021], but
in this work we focus on the room-scale environments for which current AR platforms are
designed.

The use of VI-SLAM for device pose tracking (and thereby spatial registration of virtual
content) in mobile AR is commonly known as markerless AR. While some commercial
applications (e.g., [Crimes, 2024]) still employ a form ofmarker-based AR, in which a
prede ned image or ducial marker in the real world is recognized in camera images, the
convenience and exibility markerless AR provides has led to its increasing use in popular
apps (e.g., [IKEA, 2024; Niantic, 2024]). Furthermore, markerless AR also supports more
mobile scenarios, in which the user wishes to view virtual content from a position where a
marker is not visible. For these reasons, this work focuses on the challenges associated with

recognizing and tracking natural features in markerless AR.

3.1.2 VI-SLAM for mobile AR

A number of VI-SLAM variants exist, and a useful review can be found in [C. Chen

et al., 2018]. While the exact con guration of state-of-the-art commercial mobile AR plat-
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forms is proprietary, recent literature [Campos et al., 2021; Zhou et al., 2020], patent
applications [Nerurkar et al., 2017] and industry insights [Miesnieks, 2017] allow informed
assumptions about how these systems function. This leads us to focus here tightly-

coupled, feature-based/I-SLAM. Below we summarize the key steps involved.

3.1.2.1 Feature detection and description

In feature-based SLAM, 2D points of interest in each camera image are identi ed using a
corner detector, usually a derivative of the FAST algorithm [Rosten and Drummond, 2006],
in which features are detected according to pixel intensity patterns. Detected features are
stored using a feature descriptor, e.g., BRIEF [Calonder et al., 2010], BRISK [Leutenegger et
al., 2011], which includes information about surrounding pixels so that they can be matched
in other frames, even after translation or rotation or changes in scale or illumination. As
such the distribution of pixel intensities in the image is directly related to both the number
of feature points that can be utilized and how accurately they can be matched. In addition
to visible light cameras, AR headsets and some smartphones are now equipped with an
infrared time-of- ight depth sensor. Depth measurements can be integrated into the SLAM
pipeline in di erent ways, including the extraction and matching of 3D points and planes
(e.g., [Ataer-Cansizoglu et al., 2016; D. Chen et al., 2022; Taguchi et al., 2013]). However,
to the best of our knowledge the information from depth sensors is more commonly used in
current commercial AR systems for spatial mapping, including faster plane detection and

depth map creation, especially in textureless areas (see Section 3.1.3).

3.1.2.2 Pose estimation

The matching of 2D feature points across multiple camera frames facilitates the si-
multaneous estimation of camera poses (localization) and 3D feature points (mapping).
The front-end of the system calculates the relative pose from the two most recent frames,
through an online version of structure-from-motion (SfM) [Schonberger and Frahm, 2016].
For the case of known camera intrinsic parameters this is done by estimating the essen-

tial matrix inside a RANSAC loop [Fischler and Bolles, 1981], i.e., several hypotheses are
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formed and at the end the one with the maximum number of inliers (the matches that
t the transformation within a prede ned tolerance) is chosen. Once the relative pose is
known, we can calculate the set of 3D points that minimize the reprojection error using
non-linear triangulation. The backend of the system adjusts the relative poses and 3D
feature points that have been calculated across multiple frames, using bundle adjustment
(bundle adjustment that incorporates detected planes has also been proposed [J. Li et al.,
2019]). In tightly-coupled VI-SLAM, it is at this point that pre-integrated IMU readings

are combined into a joint non-linear least squares optimization problem.

3.1.2.3 Filtering vs. keyframes

The problem with bundle adjustment is that the computational cost grows quickly with
each new frame, making a direct application infeasible [Strasdat et al., 2012]. To address
this there are two main approaches. One option is Itering out the history of all poses except
one, but retaining all 3D feature points (usually using an Extended Kalman Filter [Bloesch
et al., 2015; Mourikis and Roumeliotis, 2007]). However, this both limits the number of 3D
points that can be tracked, and if the distance between poses is smaller than the distance
to the 3D point, then that 3D point will exhibit a large uncertainty [Scaramuzza and
Fraundorfer, 2011]. The second option is to still use the optimization approach of bundle
adjustment, but to limit the number of poses to a small number ofkeyframes[Leutenegger
et al., 2015; Mur-Artal and Tardds, 2017; Qin et al., 2018]. Data gathered from other
poses is discarded, but this is o set by the increased number of feature points that can
be tracked. Although there is speculation that some commercial AR platforms may use
the Iter-based approach [G. Huang, 2019], the trend appears to be towards optimization-
based algorithms, which generally outperform ltering-based methods in both localization

accuracy and memory utilization [C. Chen et al., 2018].

3.1.2.4 Loop closure and relocalization

It is important to maintain not only the local consistency of the camera trajectory but

also the global consistency; i.e., that places visited previously are recognized, and pose
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and map adjustments are made accordingly. This is a common scenario in AR, as users
frequently return to the same places to view previously created virtual content. Loop can-
didates are detected from keyframe images using the bag-of-words model on the 2D features
[Galvez-Lbépez and Tardos, 2012]. At least one state-of-the-art open-source algorithm uses
an increased number of corners compared to local pose estimation to improve loop detec-
tion [Qin et al., 2018]. Outliers are again excluded using a technique such as RANSAC,
and if the number of inliers reaches a certain threshold, a loop is con rmed. Relocalization
is then applied to align the current pose with the global information, incorporating the
local visual and IMU data. This can be achieved by adding an extra term to the bundle
adjustment optimization, representing the features in the loop closure frames [Qin et al.,
2018]. Finally, the set of keyframes is optimized to ensure all past poses align with the new

global information.

3.1.2.5 Factors affecting VI-SLAM performance

Environment properties and device motion: If the camera image contains few distin-
guishable elements (due to e.g., dark or textureless environments, or motion blur [Zhu et al.,
2020]), then a limited number of corners can be detected, which in turn a ects the inliers
that can be used for pose estimation. Feature matching errors may occur when keypoint
descriptions are very similar (possible in instances of low contrast or repeated textures), or
with transient feature points detected in shadows or re ections. Fast device acceleration or
rotation reduces pose estimation accuracy by introducing noise into the IMU data [Jinyu
et al., 2019] and because IMU integration errors accumulate over time, longer trajectories
also tend to result in larger errors.

Device properties: While the resolution of the visible-light cameras on modern smart-
phones is su cient for current SLAM algorithms, other factors such as the rolling shutter
e ect and light sensitivity may a ect performance [N. Yang et al., 2018]. One of the reasons
for reduced virtual content drift on a specialized AR device like the HoloLens 2 is that un-

like current smartphones, it employs global-shutter grayscale cameras dedicated to tracking
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[Pollefeys, 2024]. The use of a stereo camera pair (stereo SLAM) has been shown to reduce
error [Paul et al., 2017[, and headsets often use an additional pair of cameras that face
outward at a di erent angle to increase the feature tracking eld of view (not possible on a
smartphone due to form factor). Finally, because an iterative solver (e.g., Ceres [Agarwal
and Mierle, 2024]) is used for the bundle adjustment non-linear optimization problem, and
computation time is limited due to the need to run in real time, a more powerful device is

able to complete more iterations and thereby achieve higher pose estimation accuracy.

3.1.3 Depth sensing for mobile AR

Along with visible light cameras and IMUs, some AR headsets (e.g., the Microsoft
HoloLens, Magic Leap) and some high-end smartphones and tablets are equipped with
infrared time-of- ight (ToF) depth cameras, to aid in environment mapping and device
pose tracking. These cameras work by illuminating the observed environment with infrared
light and measuring properties of the re ected light to estimate the distance to the points in
the scene [Horaud et al., 2016; Zollhofer, 2019]. In its simplest form, a ToF camera has an
infrared light emitter and a receiver to detect the re ected signal (Figure 3.1). The camera
produces a depth map, i.e., an image of the observed scene that encodes the distance to
each point therein. There are two distinct classes of ToF cameras depending on whether
emitted light consists of timed pulses or continuous waves [Zollhdfer, 2019]. The former
directly calculates the time between sending a light pulse and receiving the re ected light,
and is known asdirect ToF (marketed as LIiDAR on Apple devices), whereas the latter
determines the phase shift between modulated and re ected light to calculate distance, and
is known asindirect ToF.

A key challenge for incorporating depth sensing into environment mapping and pose
tracking is that the measurement accuracy of ToF depth cameras is dependent on vari-
ous properties of the surrounding environment. Firstly, ToF cameras often fail to acquire
measurements on surfaces that are overly bright or dark [Hansard et al., 2012; Texas Instru-

ments, 2019; Zollhofer, 2019]. Bright surfaces re ect infrared emitted from ambient sources
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FIGURE 3.1: Operating principles of indirect time-of- ight depth cameras. Light re ected
from the target scene is received by a sensor; the phase shift between the emitted and the
re ected signal is measured to calculate the distance.

(such as sunlight and arti cial lighting) which then interfere with the active infrared beam
emitted by the ToF camera. Dark surfaces absorb too much of the infrared beam emitted
by the ToF camera, resulting in holes in the depth map [Zollhofer, 2019]. Secondly, depth
sensor readings are aected by proximity to environment surfaces. Indirect ToF (iToF)
cameras have an operating range of 3.5m 5m [Gonzalez-Jorge et al., 2015; HUbner et al.,
2020; Song et al., 2015]; this range depends on the modulation frequency of the emitted
light, and can be extended by reducing such a frequency at the cost of a lower accuracy
[Texas Instruments, 2014]. On the other hand, direct ToF (dToF) cameras may measure
depth incorrectly when surfaces are too close to the sensor (e.g., less than 20cm) [Horaud
et al., 2016]. Finally, a surface parallel to the camera's optical axis is generally not reliably
measured by a ToF camera, and often results in missing pixels in a depth map. This is
because the infrared beam re ected from the surface at high incident angles is not strong
enough to be detected [Hansard et al., 2012; Texas Instruments, 2019]. While depth sen-
sors on mobile AR devices can be e ective at increasing the speed and coverage of mapping
(thereby reducing the time users have to wait before placing virtual content), the in uence

of environmental conditions may result in virtual content scale artifacts, as we cover in

Section 3.2.2.

3.2 Types of virtual content spatial artifacts

In mobile AR, incorrect estimation of the AR device pose results invirtual content spa-

tial artifacts, instances where the spatial registration of virtual content appears inconsistent
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with the real world environment in which it is present. These artifacts degrade both the
user's immersion in an AR experience and their ability to perform tasks, therefore under-
standing their origin and avoiding them is of the highest priority. Below we cover the two

main types of virtual content spatial artifacts that are prevalent in markerless AR.

3.2.1 Virtual content stability artifacts

As a mobile AR user moves around, virtual content should remain at the intended
position and orientation in the real world. However, inaccurate device pose tracking results
in virtual content stability artifacts, instances in which virtual objects appear to move
unnaturally. Speci ¢ terminology has been adopted for common types of virtual content
stability artifact [Microsoft, 2024c]; drift refers to a virtual object moving out of position,
jitter refers to high frequency shaking of a virtual object, anqudder refers to uneven motion
of a virtual object. An example of drift from a commercial AR app is shown in Figure 3.2:
the black and white virtual lamp was placed in an appropriate place at the start of the
user's experience (Figure 3.2a), but after the user started to move around it moved out of
position to intersect with the glass (Figure 3.2b), then o the table entirely (Figure 3.2c).
This type of positional artifact severely degrades a user's experience, breaking their sense
of immersion and impairing their ability to interact with the virtual object.

In this work we focus on virtual object drift as our primary virtual content stability
metric, with smaller drift clearly desirable for better AR experiences. Our experiments
showed that drift remains a common issue, even on state-of-the-art commercial platforms
(Section 3.4), and our survey of mobile AR users (Section 3.5) indicated that this was the
most noticeable type of stability artifact. Drift is a direct consequence of the translational
component of AR device pose errors, instances in which the VI-SLAM-based pose tracking
system estimates the device to be at a di erent position or orientation than it is in reality.
The term jumpiness is sometimes used to describe virtual content that suddenly jumps or
‘pops' away from its intended location [Microsoft, 2024c]; this generally occurs when drift

is corrected, or a previously visited placed is recognized after a loss of tracking, through
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