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Abstract

A key debate in nutrition research is whether highly processed foods uniquely
reinforce consumption and if, in being uniquely reinforcing, highly processed foods cause
overeating and obesity. To that end, overarching goal of my dissertation was to examine the
mechanisms through which food motivates appetitive behavior and how relative differences
in these processes predict differences in eating behavior.

Here we cover three studies where participants are asked to make choices to earn
food rewards. In each study, we examine how participants form action-reward contingency
estimations and reward magnitude estimations through learning and how their choices reflect
differences in the underlying decision processes. In chapter two, we show that when you
reinforce behavior with a food rather than money, differences in reward magnitude estimation
predict differences in behavior. Our results demonstrate that a key feature of natural
reinforcers like food - that reward magnitude diminishes as a function of consumption due to
changes in internal state - is observable in participants’ decision-making. In chapter three, we
find that a large subset of children, whose choices appear as if they are trying to lose, were
using a choice strategy that would be nearly optimal given a plausible (albeit false)
assumption about the experimental environment. Our results indicate that children can form
computationally complex models of their environment; however, their choices can be
maladaptive if those models are incorrect. In chapter four, we examined how individual

differences in action-reward contingency estimation and estimated reward magnitude for
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food rewards predicted differences on validated clinical measures associated with weight gain
in children. We show preliminary evidence that overall reward magnitude for snack foods, as
well as change in reward magnitude, are associated with outcomes on the Child Eating
Behavior Questionnaire and the Eating in the Absence of Hunger Task.

Taken together, our results demonstrate that highly processed foods could affect how
people make reward magnitude estimations and ultimately make decisions about what and
how much to eat. However, the extent to which decision processes affect clinical outcomes
like risk for weight gain is unclear. We show that while differences in reward magnitude
estimation may not affect cognitive processes underlying the choice of when to stop eating, it
may affect choices about portion. Highly processed foods could meaningfully affect portion
size selection by altering expectations about how consumption affects internal state. Given
the strong association between portion sizes and overall consumption, this suggests a that
highly processed foods could trigger meaningful differences in caloric intake by changing

what and how much people put on their plates.
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1. Introduction

A key question in the field of nutrition is whether highly processed foods uniquely
reinforce consumption and if, in being uniquely reinforcing, highly processed foods cause
overeating and obesity. Resolving this question has two vital implications: one, it will inform
whether governments hold the food industry culpable for the cost - both economic and in
terms of public health - of the obesity epidemic; and two, whether governmental regulations
aimed at curbing obesity in the United States should prioritize changing practices of the food
industry or changing the food environment of at-risk populations. However, there are several
key gaps in the literature that preclude a solid answer to this question: one being the extent to
which, and the mechanisms through which, different foods trigger meaningful differences in
appetitive behavior (Gearhardt & Hebebrand, 2021; Hebebrand & Gearhardt, 2021). To
understand the impact that different foods have on appetitive behavior (relative to aspects of
the food environment and individual differences), we must first elucidate the underlying
processes that predict differences in eating. To that end, the overarching goal of my
dissertation was to examine the mechanisms through which food motivates appetitive
behavior and how relative differences in these processes predict differences in eating
behavior.
1.1 The Relationship of Homeostatic and Reward Systems in
Appetitive Behavior

There has been a long tradition in obesity research to attempt to dissociate between
“true” hunger and other motivational factors that can lead to eating. Traditionally, “true”

hunger is considered a motivational state that is induced to encourage food seeking in an
1



effort to maintain a proper energy balance (Lowe & Butryn, 2007). Researchers have shown
clear links between factors like stress and eating - Kaplan and Kaplan (1957) first suggested
that distressing situations could induce a motivation to consume food. Due to the anxiolytic
effects of certain foods, they posited that distressing situations encourage food seeking to
counteract stress. Modern clinical research identifies this type of eating as emotional eating
(Arnow et al., 1995). More recently, Lowe and his colleagues suggested that motivation to
consume food could be split into two categories: homeostatic and hedonic hunger.
Homeostatic hunger is analogous to “true” hunger; whereas hedonic hunger is a motivational
state to consume food that arises for any reason other than caloric need. They suggest that
hedonic hunger is reward-based; it arises when individuals predict that consuming a certain
food will be rewarding. Hedonic hunger can have a clear antecedent, in the case of acute
stress, or it can be a motivation to consume food simply because it tastes good (Lowe &
Butryn, 2007; Lowe & Levine, 2005).

However, regardless of whether someone is motivated to eat because they are seeking
calories, the anxiolytic effects of food, or something that simply tastes good, there is robust
evidence that hunger is mediated by reward systems, regardless of the cause. This is perhaps
most effectively demonstrated by the work of Kent Berridge and his colleagues in a series of
papers that show a neural dissociation between liking and wanting food. Liking, or the
affective response to food consumption, is a sensory experience without any inherent
motivational properties. Wanting on the other hand, is the motivation to obtain that food.
Thus, a food can be liked, but not wanted or wanted and not liked. This dissociation highlights

that factors (e.g., liking the taste of food) that predict eating do not act directly on reward
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systems; signals of liking (e.g., opioids) must be transduced into reward signals to motivate
behavior (Berridge, 1996, 2003; Berridge & Robinson, 2003). Importantly, this is also true for
signals of nutritional status; the cascade of endocrine, neuroendocrine, and neuropeptide
signals that occur in response to food deprivation (e.g., insulin, leptin, neuropeptide Y) are not
inherently motivating. Signals of energy depletion need to be transduced into reward signals
to motivate behavior (Figlewicz, 2015; Figlewicz & Benoit, 2009; Figlewicz & Sipols, 2010; M.
Morris et al., 2015; Tibboel et al., 2015).

The dissociation between these underlying systems is important for how we frame the
relationship between the causes of hunger, hunger itself, and appetitive behavior. Categories
like “true” hunger and hedonic hunger highlight that factors other than caloric deprivation
motivate food consumption. However, these categories suggest that homeostatic
mechanisms operate independently of reward mechanisms when they are better represented
as interrelated processes (Finlayson et al., 2007). Daw (2014) suggests that appetitive behavior
- and the relationship between homeostatic and reward mechanisms - can be described
using a partially-observable decision process. A partially observable decision process is a class
of reinforcement learning problems and associated algorithms formalized in computer
science (Sutton & Barto, 2017). The use of these computational frameworks to study cognition
is part of growing body of literature showing that reinforcement learning algorithms have
analogues in human cognition, both in the computational properties of the cognitive process
(Daw & O’Doherty, 2014; Dolan & Dayan, 2013) as well as neural correlates in reward circuitry

(Daw et al., 2011; Glascher et al., 2010; Lee et al., 2014).



1.2 The Utility of Framing Appetitive Behavior as a Partially
Observable Decision Process

At its core, this framework lays out the computational properties of how people attach
value to a behavior based on its relationship to a reward (e.g., food). It accounts for the
interrelatedness of homeostatic and reward signals; a fundamental feature of these models is
that the value associated with an action (e.g., eat a slice of pizza) can differ based on features
of the state in which a person takes that action. Someone will be very motivated to eat pizza -
a well-liked, calorie dense, comfort food - if they are stressed and hungry; but they would
value that action substantially less if they are relaxed and full. In assigning value to an action,
based on one’s state, these models describe a basis for which people can decide between
available options - eat or not eat; have a hamburger or a salad (P. Glimcher, 2014). Partially
observable decision processes are particularly relevant to eating behavior because they
describe how individuals can assign value to an action when it cannot be objectively
calculated or known explicitly. While an objective value of placing a bet can be calculated
from explicit odds and payout given a win, the intrinsic value that an individual assigns to
eating at any given moment is based on internal cues from the body (Daw, 2014).

If aspects of appetitive behavior can be accurately described using this framework, it
would have important implications for why overeating occurs. First, it would suggest that
overeating is an expected outcome of healthy cognitive functioning in a modern food
environment. There is substantial research suggesting that overeating is a failure or
abnormality of some underlying cognitive mechanism. A very common theme in research on

weight gain is that overweight or at-risk individuals have diminished self-control or are more



impulsive (Jarmolowicz et al., 2014; McClelland et al., 2016; Nederkoorn et al., 2006). However,
if appetitive behavior is driven by mechanisms akin to reinforcement learning - as has been
shown for valuation and decision making with monetary outcomes (Daw, 2018) - “optimal
food consumption” optimizes total reward, it does not inherently optimize balanced caloric
intake based on one’s needs. Given that appetitive behavior is mediated by reward systems,
and that these systems evolved to promote behaviors that enhance biological fitness (Platt &
Plassmann, 2014), total reward from consumption should be tightly linked to caloric need. The
robust association between traditional dietary patterns (e.g., Mediterranean diet) and better
weight outcomes (Hruby & Hu, 2017) suggests that this should be true. At the same time, there
is growing evidence this link is altered for highly processed foods. Small & DiFeliceantonio
(2019a) review several lines of evidence showing that the metabolic consequences of
consuming highly processed foods are not accurately communicated to the brain. The
implication of this poor communication is that the caloric content of highly processed foods
does not dimmish the reward associated with additional food in the same way that un- or
minimally processed foods would. In other words, we do not expect highly processed foods to
fill us up; they will continue to be rewarding long after we’d stop eating other foods. Thus, to
the extent that this framework applies to eating behavior, it would represent a cognitive

model for how foods trigger meaningful differences in appetitive behavior.

1.3 Determining the Value of an Action in a Partially Observable
Decision Process

In this decision process, the value of an action is a function of interrelated estimations.

These estimations must be learned through experience, and the ways in which they are



learned (and the neural systems involved) can vary. Here, | provide a brief review with a

specific focus on how these processes apply to eating behavior.

1.3.1 Estimations Underlying the Value of an Action

First, in this framework, the signals associated with known antecedents of hunger like
taste, caloric deprivation or stress would be classified together as one’s state. The
transduction of these signals generates an estimation of one’s state. For example, leptinis a
hormone produced by adipose tissue to signal the status of stored energy in the body (Klok et
al., 2007). In this framework, peripheral leptin would be a marker of one’s state. The
mechanisms through which peripheral signals are transported into the central nervous system
can limit or distort the information that reward systems have about the body’s state (Figlewicz
& Sipols, 2010). This means that the body’s state is not perfectly represented in the central
nervous system; rather, the presence of leptin in the central nervous system forms the basis of
an estimation of one’s state. There is substantial evidence that leptin in the central nervous
system can act directly (leptin receptors are expressed in the ventral tegmental area) and
indirectly (through hypothalamic nuclei that project to reward circuitry) to modulate the
rewarding value of food (Figlewicz, 2015). Thus, by altering the representation of the body’s
energy state in the central nervous system, leptin and other peripheral hormones (e.g., insulin,
ghrelin) can alter the expected reward associated with consuming food.

Second, wanting is an expectation that consuming a food will be rewarding, based on
the relationship between the food and one’s state; hereafter referred to as a reward
magnitude estimation. For example, if someone is in an objectively calorically deprived state,

they would predict that food would be more rewarding than if they were in a sated state. Stice
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et al. (2013) test this directly and show that caloric deprivation increases the response in
reward regions to the anticipated receipt of a milkshake. However, appetitive behavior is
described as partially-observable because reward magnitude estimation is based on an
estimated state, rather than an objective or known state. Thus, two people who are objectively
in the same state of caloric deprivation could maintain different representations of their
body’s state, which would affect reward magnitude estimations. An individual who maintains
an inaccurate representation of their internal state may systematically over- or underestimate
whether food would be rewarding, relative to an objective assessment of their caloric need.
One of the clearest examples of this is in individuals with congenital leptin deficiency who
exhibit an abnormally strong desire to eat despite rapid weight gain (Montague et al., 1997).

The last piece of this framework forms the link between food reward and behavior. An
action-reward contingency is the estimated probability of receiving a reward given an action.
For example, consuming a food (the action) is always associated with the features of the food
that are rewarding - taste, texture, energy etc. But beyond consumption, action-reward
contingencies form the basis for why we are motivated to perform actions that are distally
associated with food reward (Daw, 2018). For example, the choice to go to the grocery store
and the choices that we make within the grocery store are all associated with future food
reward.

The value that we associate with any given action is a function of these three
estimations: how likely that action will lead to food reward and the magnitude of the

associated food reward given an estimation of our underlying state. Inherent in this



framework is that these estimations are learned through experience and the ways in which

they are estimated can vary, as well as change over time.

1.3.2 Mechanisms of Learning the Value of an Action

Inherent in this framework is that these estimations must be learned over time
through experience. For our purposes, learning is a process of acting, observing outcomes,
and determining the value of novel actions by linking reward to the action(s) that precipitated
it. This is specified as instrumental learning in the broader literature. This is differentiable
from reflexes or Pavlovian learning because the learned relationship is between the action
and the outcome; in reflexes and Pavlovian learning the learned relationship is between
stimulus and outcome (Daw & O’Doherty, 2014). The dissociation is important because while
the sight and smell of pizza might make someone salivate, that indicates that the stimulus has
value but does not inherently mean that the action - consuming the food - has value. The
fundamental question we are interested in is how food motivates behavior or how humans
learn to link reward to an action through experience.

Dolan & Dayan (2013) and Daw (2018) highlight two key takeaways on the mechanisms
of learning: one, that learning can take an array of functional forms, and two, that the form
that learning takes is an important predictor of behavior. The diversity of learning
mechanisms exists because different learning strategies are required to optimize outcomes in
different environments - the fundamental tradeoff of these mechanisms is between
cognitive/computational cost and flexibility. The juxtaposition of two influential models of
learning - model-free and model-based learning - highlight this tradeoff. These forms of

learning are computationally unique and are associated with neurally dissociable systems

8



(Balleine & Dickinson, 1998; Balleine & O’Doherty, 2010; Daw & O’Doherty, 2014). Model-based
learning is a prospective mechanism and bases the value of an action on what outcomes may
occur in the future; this forward-looking approach relies on a representation of how actions
affect future reward probabilities (i.e., a model of the environment). Model-free learning is a
retrospective mechanism that bases reward predictions only on prior experiences; this
process is described as model-free because it does not attempt to model the effect of actions
on future reward probabilities (Dolan & Dayan, 2013). Model-based learning is equivalent to
playing out or simulating the various moves a person could make in a chess match; after
simulating several different options, they would choose the move that they estimate has the
highest chance of getting them closer to victory. Model-free learning dictates making the
same move that has worked in the past, regardless of the circumstances.

The difference in the computational properties of these two systems means that in
some circumstances, they predict differences in the best action to take (Gillan et al., 2015). For
example, the model-based learner would take much longer to decide, but their estimations of
the value of any given action would be much more flexible to changing circumstances (e.g.,
playing against a new player with a different set of strategies). The model-free learner would
make choices very quickly but would adapt very slowly to changing circumstances (e.g.,
needing to lose to the new player before recognizing that other actions/strategies are more
valuable). In a chess match, the computational cost of model-based learning mechanisms is
well justified; given the number of states two players could be in in a chess match (a
conservative lower bound is 10*; Shannon, 1950) , model-free learning is useless for humans.

It would predict guessing on the vast majority of turns over a lifetime of games! However, in

9



simpler environments, model-free learning can be advantageous because model-based
learning could be unnecessarily complex or unwieldy.

Our knowledge of the different forms that learning mechanisms can take and how
they change subsequent behavior is almost entirely limited to action-reward contingency
estimation. While foundational research in animal models used feeding manipulations to alter
reward magnitude and state, they did so as a means of dissociating the underlying
mechanism of action-reward contingency estimation (Balleine & O’Doherty, 2010; Gillan et al.,
2015). Influential learning models - like model-free and model-based algorithms - only differ
in how they estimate action-reward contingencies. These models assume (which can be a
well-justified simplification in many experimental circumstances; Daw, 2014) that reward
magnitude, and thus state, remains constant.

However, in eating behavior, we know that reward magnitude and state both vary as a
function of consumption and are fundamental predictors of eating behavior. To understand
the extent to which eating behavior can be described as a partially observable decision
process, we must examine the relative impact and interaction of all three estimates
underlying value on appetitive behavior. Further, research must be done to examine the
functional forms of how these estimates are learned - specifically for food rewards - and how
combinations of learning mechanisms interact to predict differences in value estimation, and
appetitive actions. Our research addresses some of these key gaps in the literature to further
our understanding of the mechanisms of value learning and action selection in appetitive

behavior.
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1.4 Summary of Dissertation Studies

In chapter 2, we examine how decision making - and underlying the action-reward
contingency estimations and reward magnitude estimations - changed in a sequential
decision making task when choices were reinforced with food (consumed in real time) rather
than money. In the canonical form of the task, choices are reinforced with money to limit the
effect of state and reward magnitude change on behavior (Daw et al., 2011). In reinforcing
behavior with food, we sought to understand how these processes changed when state and
reward magnitudes would change as a function of consumption. We show that when you
reinforce behavior with a food rather than money, differences in reward magnitude estimation
predict differences in behavior. Our results demonstrate that a key feature of natural
reinforcers like food - that reward magnitude diminishes as a function of consumption due to
changes in internal state - is observable in participants’ decision-making.

In chapter 3, we analyzed forms of learning and decision making in a large subset of
children when options differed in the reward magnitude but did not differ in their action-
outcome contingencies. In this task - a variant of the lowa Gambling Task called the Children’s
Gambling Task (CGT) - children made decisions to earn food rewards but did not consume
those snacks in real time. We identify three decision making strategies that indicate distinct
features of the underlying learning. One group learned the intended structure and made
decisions based on the difference in reward magnitude; a second group made choices based
on the false belief that wins signaled an action-reward contingency greater than chance; a
third group made choices based on the false belief that wins signaled an impending but

temporary decrease in action-reward contingency. We show that while the second group
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failed to optimize their choices based on the relevant information in the task, the third group’s
choices would be nearly optimal given the plausible (albeit false) assumption that CGT
outcomes were determined probabilistically. These results demonstrate two key findings:
one, children can form prospective models of how their actions affect future probabilities of
winning rewards. Two, it shows that the values assigned to an action are based on the belief of
how that action affects one’s state, even if that relationship does not reflect the true nature of
the environment.

In chapter 4, we examined how individual differences in action-reward contingency
estimation and estimated reward magnitude for food rewards predicted differences on
validated clinical measures associated with weight gain in children. While our prior studies
examined the mechanisms through which we assign value to food, it is unclear how individual
differences in these mechanisms would interact with other risk factors for overeating and
weight gain. While our results are only preliminary and highlight needed changes for how we
measure individual differences of learning in children in future research, we show that overall
reward magnitude for snack foods, as well as change in reward magnitude, are associated
with outcomes on the Eating in the Absence of Hunger Task and Child Eating Behavior
Questionnaire, respectively. The research lays groundwork for future studies on how
individual differences in decision making for food predict meaningful differences in overeating

and risk for weight gain.
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2. Reinforcing Choices with Food Versus Money Demonstrates
the Effect of Domain on Learning*

Value-based decision-making - the process of making choices to obtain preferred
outcomes - relies on representations of the links between actions and rewards. Such links are
created through processes of learning as people act and experience the value of an associated
outcome, forming action-reward contingencies that feed into subsequent decisions (Glimcher,
2014). Thus, value-based decision-making is contingent on learning; there is growing evidence
that choices that we ultimately make, and their optimality, is predicated on the mechanisms
through which the links between actions and rewards are learned (Daw, 2018; Gillan et al.,
2015; Niv et al., 2015).

In computational modeling, learning has been broken down into separable processes
that estimate two distinct quantities: a probability and a magnitude (Daw, 2014). An action-
reward contingency is the estimated probability that an action will lead to a reward; when
playing a slot machine, this is the estimated probability of winning. A reward magnitude is the
estimated subjective value of obtaining that reward; it is subjective because reward
magnitude is a function of the context in which the reward is received. For example, the
reward magnitude of winning $10 at a slot machine may be very high for a player at the start
of a day’s play but substantially lower if that player had just won $1,000 playing blackjack

(Tversky & Kahneman, 1991). Thus, reward magnitude estimation can differ across domains of

! Breslav, A.D.S., Zucker, N.L., Huettel, S.A. (2021). Reinforcing Choices with Food Versus Money Demonstrates the
Effect of Domain on Learning [in prep, Computational Psychiatry]
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decision making if the processes of determining one’s context or incorporating that context
into decision making differ.

Consuming food initiates a cascade of homeostatic signals that, in healthy adults,
indicate the body’s changing internal state (Figlewicz, 2015). Homeostatic signals - unlike the
context of a player at a slot machine - are not explicitly observable; they must be transduced
and integrated into an estimation of one’s internal state (Daw, 2014). Additionally, internal
state can change quickly (i.e., on the order of minutes; Hetherington et al., 1989) as a function
of consumption; thus, a key feature of adaptive decision-making for food requires that
estimations of internal state accurately update as a function of reinforcement. While there are
known differences in the processes underlying reward magnitude estimation across domain,
limited experimental work explores how domain affects learning and subsequent value-based
decisions. Here, we demonstrate that reinforcing behavior with food rather than money
affects both learning processes; however, differences in decision-making between domains is
attributable to differences in reward magnitude estimation, not action-reward contingency
estimation.

In our study, fifty non-clinical young adults (22 median age, 52% female, 64% non-
white, 22% overweight or obese) completed two sequential decision-making tasks, each
involving a distinct incentive: money and food. The sequential decision-making task - the
Two-Step Task - is sensitive to multiple mechanisms of action-reward contingency estimation
(Daw et al., 2011; Konovalov & Krajbich, 2016). In the Food Reward Condition, participants
choices were reinforced with small bites of well-liked snack foods (e.g., one M&M), consumed
in real time. By linking reinforcement with immediate consumption, participants had to learn

14



action-reward contingencies of the task as well as update estimations of internal state as a
function of reinforcement. In the Monetary Reward Condition - the canonical form of this task
- participants choices were reinforced with money. The underlying assumption is that across
the task, the reward magnitude of money does not meaningfully change; this implies that
one’s state or context does not vary. Thus, in playing the Two-Step Task for money - the
Monetary Reward Condition - participants only need to learn action-reward contingencies of
the task.

Here we show that value-based decision-making differs across conditions as well as
condition order. To examine the effect of condition and condition order on learning, we fit and
compared reward-decaying variants of canonical mode-free and model-based algorithms. The
canonical algorithms estimate action-reward contingencies given the assumption that reward
magnitude remains constant; the reward-decaying models build on the canonical models by
estimating the change in reward magnitude as a function of reinforcement. Our results show
that the optimality of participants choices is significantly reduced in the Food Reward
Condition, but only if they have already completed the Monetary Reward Condition; this
difference does not exist for participants that completed the Food Reward Condition before
completing the Monetary Reward Condition. Further, we show that differences in participants’
choices across condition are due to variance in estimated reward magnitude - as introduced
by the order of reinforcers - rather than estimates of action-reward contingencies. This
demonstrates that when action-reward contingences are held constant, domain-specific

differences underlying reward magnitude estimation are observable at the behavioral level.
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Additionally, our findings highlight a pathway through which domain-specific deficits in value-

based decision-making, a common feature of disordered eating, could arise.

2.1 Method's
2.1.1 Experimental Procedure

All study procedures were approved by the Duke University Institutional Review Board
(protocol: 2018-0372). Participants were instructed to fast for four hours prior to their
scheduled appointment, which were held between 12:00pm and 8:00pm. Prior to starting the
experiment, participants were asked how much they wanted to eat each of the ten foods
available for the experiment at that moment - and indicated that they wanted to eat at least
two of the foods at that moment to continue in the study. Participants then completed a
tutorial and fifteen practice trials to learn how to play. Following the tutorial, participants
completed 150 trials of the Two-Step Task twice, once for monetary rewards (Monetary
Reward Condition) and once for food rewards (Food Reward Condition). Condition order was
counter-balanced and randomly assigned when participants arrived for the session (Figure
1A). The tutorial and the Two-Step Task were presented using the Psychophysics Toolbox
(Brainard, 1997; Kleiner et al., 2007; Pelli, 1997) for MATLAB; all paradigms are linked here and
are available as part of the Open Science Framework. During the Two-Step Task, participants’
eye-position data were collected with a Tobii T60 remote eye-tracking system (Tobii
Technology AB, Danderyd, Sweden). Eye-position data were collected as a process measure of
decision-making on this task (Konovalov & Krajbich, 2016). At the end of the decision-making
game, participants completed the Eating Disorder Diagnostic Scale (Stice et al., 2000) and Yale

Food Addiction Scale (Gearhardt et al., 2013). Participants with that had insufficient eye-
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tracking data or met threshold for disordered eating or food addiction were dropped from the

analysis sample.

2.1.2 Recruitment

The study was advertised to the Duke Behavioral Participant Pool through an online
study portal; the study was advertised as a strategy game to win snack foods and money.
Undergraduate and graduate students, who were at least eighteen years old and fluent in
English, were recruited to complete the study. Prior to coming into the lab, participants were
pre-screened to determine if they would be able to complete the study safely; interested
participants were able to view and read the consent form before completing the pre-screen.
Based on a power analysis of a within-subjects, non-parametric, test of differences in model
parameters (d = 0.5, o = 0.05, power = 0.9, ARE coeff = 0.864), we targeted a sample of 51
participants. 61 eligible participants completed the study. Eleven participants were excluded
from analysis: three subjects had insufficient eye-tracking data due to poor calibration, three
subjects did not complete the study as directed, and five subjects met threshold for
disordered eating. The final analysis sample included fifty subjects (22 median age, 52%

female, 64% non-white, 22% overweight or obese).
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Figure 1: Experimental Design. A) Participants completed two blocks of 150 trials with a
short break in between. Block order was counter-balanced and randomly assigned at the start
of the study. B) In the Food Reward Condition, participants received two large bowls of snacks

- one salty, and one sweet - that they had indicated that liked and that they wanted in that
moment. After each win on the decision-making task, participants were instructed to take one
bite of either snack - they were allowed to choose freely between the set of two snacks. In the

Monetary Reward Condition, participants received two identical bowls of dimes. After each
win on the decision-making task, participants were instructed to take a dime from either bowl

and place itin the plastic bank. C) Schematic of the Two-Step Task. In each trial, participants
choose a slot machine in step 1. Based on their S; choice, they win a token to play one set of
colored slot machines in step 2. The probability that they receive each color token is based on
their step 1 choice and remains constant throughout the task. Participants then choose a slot
machine in step 2, where they are probabilistically rewarded. The chance that they win at each
slot machine changes slowly according to a pseudorandom Gaussian walk.
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2.1.3 Two-Step Task

The Two-Step Task was adapted from prior work (Daw et al., 2011; Konovalov &
Krajbich, 2016). Prior to playing the Two-Step Task, participants complete a tutorial that
includes instructions and visual aids to describe the properties of the game (see A1.1 Two-
Step Task Instructions & Tutorial). During the task, participants completed two blocks of 150
trials, with a short break in-between. Slot machine labels and color sets were unique and
randomly assigned to each block for each participant. On each trial (Figure 1C), the participant
chose a slot machine in step one (S:). Based on the S; choice, there was a fixed probability of
transitioning to one of two sets of colored slot machines. Participants then made a step two
(S2) choice; based on their S, choice, participants were given immediate feedback about
whether they had won or lost. Each S;slot machine had an independent probability of being
rewarded. After each trial, the probability that each S, slot machine would win on the
subsequent trial was updated according to a pseudo-random Gaussian walk (A1.2 Gaussian
Walks) with probabilities ranging from 0.1 to 0.9. We used the same Gaussian walk, but a
unique random seed, for each participant across both conditions. This meant that
participants experienced different individual outcomes across condition, but that those

outcomes were generated from identical underlying action-reward contingencies.

2.1.4 Reward Paradigm

Participants received a base payment of $10 for completing the experiment, along
with any rewards obtained from the Two-Step Task. During the Food Reward Condition,
participants immediately consumed the food that they won. During the Monetary Reward

Condition, participants earned an additional $0.10 for every trial that they won, which was
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paid at the end of the study. On average, participants earned an additional $8.94 ($18.94 total
compensation).

During the Food Reward Condition, participants were given large bowls of one salty
snack (e.g., Goldfish) and one sweet snack (e.g., M&M’s) (Figure 1B). All ten snacks were
matched for macronutrient density per unit (e.g., one M&M) of the snack. We assigned the two
foods that participants rating wanting most at that moment (assessed in-lab, immediately
prior to starting the experiment). On each trial that the participant won, they immediately ate
one bite of either snack; they could choose freely between their two snacks. During the
Monetary Reward Condition, participants were given two identical bowls of dimes (Figure 1B).
On each trial that the participant won, they took a dime from either bowl and placeditin a

plastic bank in the middle of the table.

2.1.5 Modeling

There are two action-reward contingencies that must be estimated in this task: the S;-
reward contingency and the S;-reward contingency. First, we modeled S, choices using mixed-
effects logistic regressions. For all logistic regression models, group-level parameter estimates
were calculated using the BOBYQA optimizer (glmer function) in the R package Ime4 (Bates et
al., 2015). Models of S, choices provides clearer insight into the optimality of participants
decision-making because S, choices are associated directly with rewards. Participants must
accurately estimate S,-reward contingencies and discriminate between options to make
optimal choices on this task. These models provide estimates of how participants respond to
the features of the task; however, they cannot dissociate the individual effects of S;-reward

estimation, S,-reward estimation, and reward magnitude estimations on choice.
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Second, we modeled S; and S, choices together using two computational models.
Unlike the logistic regressions, these models dissociate the underlying learning processes so
that we could identify individual features of learning that change across domain. For both
models, we estimated parameters separately for the Food and Monetary Reward Conditions.
Parameter estimates were calculated using the sequential least squares programming
optimizer (optimize module) in the Python package SciPy (Virtanen et al., 2020). Each
participant’s parameters were estimated forty times; random seeds for those estimations

were uniformly distributed over the entire parameter space.

2.2 Results

We conducted two hierarchical mixed-effects logistic regressions of S, choices to
examine the optimality of participants choices across condition and condition order. We built
each model hierarchically to ensure that the addition of each parameter and the subsequent
interactions improved overall model fit. For each model, we first modeled choices across both
conditions (all three hundred trials together) (step 1). We then added a condition parameter
(step 2), trial parameter (step 3), and a condition order parameter (step 4). We present the
final models (see A2. Supplemental Results for the complete stepwise regression tables) to
define a measure of optimality, referred to hereafter as probability sensitivity and reward
sensitivity. Probability sensitivity is an estimate of participants’ ability to choose the better S,
slot machine given the ground-truth difference in winning proportions, operationalized as the
slope of model estimates between the minimal and maximal differences (ASlot P(Win), from

0.0t0 0.8):
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probability sensitivity = f(Ap(win) = 0.8) — f(Ap(win) = 0) (1)

where the function f(x) is defined in Table 1.

Reward sensitivity estimates participants’ responsiveness to being rewarded. Winning
on the previous trial provides a strong indicator that repeating one’s S, choice is the better
option. Across all trials, when a participant won on the previous trial and they chose the same
slot machine again, their chance of winning was higher on 77.4% of the trials compared to
choosing the other slot machine. On average, choosing the same slot machine again after it
had just won, had a 21.4% higher chance of winning than switching to the other slot machine.
Specifically, reward sensitivity is the increase in model estimate that a participant will choose
the same slot machine again following a win (Last Trial Win = 1) relative to the model estimate

following a loss (Last Trial Win = -1):
reward sensitivity = g(stay|win) — g(stay|loss) (2)

where the function g(x) is defined in Table 2. This metric is based on roughly half of the S,
choices per participant (mean =53.1% of trials, std = 4.2%); any trials where a participant

transitioned to two different states in back-to-back trials were dropped from this analysis.

2.2.1 Participants Make Worse S, Choices in the Food Reward Condition if
They Have Already Completed the Monetary Reward Condition

To examine the optimality of participants choices across trials, we compared model
estimates of probability sensitivity (Figure 2A) and reward sensitivity (Figure 2B). For
individuals that completed the Food Reward Condition after the Monetary Reward Condition,

probability sensitivity increased in the Monetary Reward Condition, but decreased in the Food
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Reward Condition. For participants that completed the tasks in the opposite order, probability
sensitivity increased in both conditions. In the model (Table 1), the effect of condition and
condition order across trial can be seen in the significant four-way interaction of Ap,
condition, trial, and order (3 =0.99, Z=2.46, p = 0.01). To put these effects in the context of
choices within the task, imagine that the difference between the slot machines reached 80%
(the maximum given the constraints of the game) at the end of the task (trial 150). Group-level
model estimates indicate that participants that did the Food Reward Condition first, the
probability of choosing the better slot machine was 96% in the Food Reward Condition and
97% in the Monetary Reward Condition. For those that did the Monetary Reward Condition
first, the probability of choosing the better slot machine was 97% in the Monetary Reward
Condition, but only 74% in the Food Reward Condition.

For reward sensitivity, we see a similar pattern as with probability sensitivity. For
individuals that completed the Food Reward Condition after the Monetary Reward Condition,
reward sensitivity remained stable in the Monetary Reward Condition, but decreased in the
Food Reward Condition. For participants that completed the tasks in the opposite order,
reward sensitivity remained stable in both conditions. In the model (Table 2), the effect of
condition and condition order across trial can be seen in the significant four-way interaction
of the last trial outcome (O..1), condition, trial, and order (3 =0.23,Z=2.11, p = 0.04). To again,
recontextualize these effects within the task, group-level model estimates indicate that
participants who completed the Food Reward Condition first would repeat a S, choice that
had won on the last trial 89% of the time, regardless of condition. Participants that completed

the Monetary Reward Condition first repeated a S, choice that had just won 90% of the time in
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the Monetary Reward Condition; however, in the Food Reward Condition this probability

dropped from 91% to 79% over the course of the task.
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Table 1: Choose Better S, Slot Given Current State

Variable Estimate Std. Error Z P
Intercept 0.246 0.099 2.488 0.013
Ap? 1.550 0.252 6.147 8x 101
Condition® -0.105 0.082 -1.287 0.198
Trial® -0.441 0.148 -2.971 0.003
Order® 0.102 0.099 1.025 0.305
Ap*Condition -0.082 0.233 -0.353 0.724
Ap*Trial 1.009 0.439 2.298 0.022
Condition*Trial 0.349 0.137 2.545 0.011
Ap*Order -0.318 0.253 -1.259 0.208
Condition*Order 0.025 0.082 0.311 0.756
Trial*Order -0.185 0.149 -1.245 0.213
Ap*Condition*Trial -0.630 0.404 -1.558 0.119
Ap*Condition*Order -0.468 0.233 -2.015 0.044
Ap*Trial*Order 0.883 0.441 2.002 0.045
Condition*Trial*Order -0.098 0.137 -0.717 0.474
Ap*Condition* Trial*Order 0.992 0.404 2.455 0.014

2 p(win|choose better slot) - p(win|choose worse slot) where Ap € [0, 0.8]
® Food Reward Condition = 1, Monetary Reward Condition =-1
Trial scaled as a proportion of completeness, where trial € [0.0067, 1]

4 Food Reward Condition first = 1, Monetary Reward Condition first =-1
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Table 2: S, Stay Given Same State in Back-to-Back Trials

Variable Estimate Std. Error Z P
Intercept 1.011 0.106 9.524 <2x107
(O1%% 1.176 0.063 18.650 <2x10%
Condition® -0.097 0.062 -1.558 0.119
Trial® 0.292 0.109 2.670 0.008
Order? -0.081 0.106 -0.763 0.445
O:1*Condition 0.015 0.063 0.237 0.813
Ot.1*Trial -0.243 0.110 -2.212 0.027
Condition*Trial -0.151 0.109 -1.379 0.168
O:1*Order -0.046 0.063 -0.734 0.463
Condition*Order -0.142 0.062 -2.267 0.023
Trial*Order 0.254 0.109 2.325 0.020
O:1*Condition*Trial -0.231 0.110 -2.110 0.035
O:1*Condition*Order -0.021 0.063 -0.334 0.739
Oc1*Trial*Order 0.234 0.110 2.130 0.033
Condition*Trial*Order 0.355 0.109 3.248 0.001
O1*Condition™ Trial*Order 0.231 0.110 2.106 0.035

aWin=1,loss=-1
® Food Reward Condition = 1, Monetary Reward Condition =-1
Trial scaled as a proportion of completeness, where trial € [0.0067, 1]

4 Food Reward Condition first = 1, Monetary Reward Condition first =-1
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Figure 2: Probability Sensitivity and Reward Sensitivity. Probability sensitivity (A) and
reward sensitivity (B) decrease in the Food Reward Condition over the course of the task, but
only for those that complete the Food Reward Condition second (i.e., after the Monetary
Reward Condition). Probability sensitivity is the slope of model estimates as the relative
difference between the better and worse slot machine increases from no difference (ASlot
P(Win) = 0) to the maximum difference (ASlot P(Win) = 0.8. Reward sensitivity is the increase in
model estimate that a participant will choose the same slot machine again (given that they
transition to the same S, state) following a win (Last Trial Win = 1) relative to the model
estimate following a loss (Last Trial Win =-1). Both Panels show the change across condition,
split out by condition order. Means and standard errors of parameter estimates are shown.
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2.2.2 Reward-Decaying Model-Free and Model-Based Algorithms

To examine the effect of condition and condition order on learning, we fit and
compared reward-decaying variants of canonical mode-free and model-based algorithms. The
canonical algorithms estimate action-reward contingencies given the assumption that reward
magnitude remains constant (Daw et al., 2011; Konovalov & Krajbich, 2016). The reward-
decaying models build on the canonical models by estimating the change in reward
magnitude as a function of reinforcement. To estimate the change in reward magnitude over

the course of each condition, we used:
r(t) = max(—1,k*t+ 1) (3)

where tis the current trial, and k is the reward decay rate, a free parameter bounded between
[-0.02, 0]. Equation 3 assumes that the reward magnitude will decrease linearly from a
maximum of one until it hits negative one; negative one represents the state at which the food

associated is as aversive as it was initially rewarding. Trial ranges from one to 150, meaning
that at the lower bound (x = — % ), the reward magnitude equals zero at trial 50, negative

one at trial 100, and then remains at negative one thereafter. We incorporated (3) into the
SoftMax function to create a reward-decaying model-free algorithm and reward-decaying
model-based algorithm. The SoftMax function for both the reward-decaying model-free and

model-based models is:

aB*(Qa(®)*r()

_ 4
p(choose a) eB+(Qa®*r()) 4 aB*(Qu()*r(t) @
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where tis the current trial, Q is estimated action-reward contingency for a given slot machine,
and B is the inverse temperature parameter. The reward-decaying models, given this change

to the SoftMax function, can account for changes in the reward magnitude of food or money
over time. Fork € [— ﬁ 0), the model predicts increasing indifference towards slot
machines that win vs. lose; this suggests that the reward magnitude of food or money slowly

decreases over time. Fork € [— %, - ﬁ) the model predicts a preference reversal from slot
machines that win to slot machines that lose; this suggests that the reward magnitude of food

or money decreases, and then becomes increasingly aversive, over time.

2.2.3 Mechanisms of S;-Reward Contingency Estimation Do Not Differ
Between Conditions

We compared the degree to which participants used model-free versus model-based
mechanisms to estimate S;-reward contingencies. Model fit for each participant, for each
model, was calculated as the sum of the AIC for the Food Reward Condition and Monetary
Reward Condition, given the best fitting parameters for each task. 66% of subjects (n=33) were
better fit by the model-free algorithm than the model-based algorithm. If we compare model
fit for each condition individually, 60% of subjects are best fit by the same model across both
conditions, while 40% are better fit by different models across condition. Of those best fit by
different models across condition, eight participants were better fit by the model-free
algorithm in the Food Reward Condition and the model-based algorithm in the Monetary
Reward Condition; twelve participants had the opposite combination. If we treat AIC
continuously and compare the difference of model-free AIC and model-based AIC across

reward conditions, there is not a significant difference in the distribution of differences in
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model fit (Wilcoxon Z =591, p = 0.654). This indicates that there were no differences in the
mechanisms that participants used to form S;-Reward contingency estimations between

conditions.

2.2.4 Reward-Magnitude Estimations Account for Differences in S, Choice
Between Condition and Condition Order

Using our model, we infer three quantities from participants’ S, choices: the inverse
temperature parameter, the S;-reward contingency estimation, and the reward magnitude
estimation. The less optimal behavior that we observed between condition and condition
order could be due to one or a combination of each of these choice features. First, a smaller
inverse temperature parameter (3 in Equation 4) in the food condition would indicate that
participants were less exploitative of learned differences between the slot machines. Second,
S,-reward contingency estimation that is not optimized to the dynamics of the task can lead to
poor representations of the task contingencies; this would mean that participants were less
likely to choose better slot machines than if they knew the ground-truth probabilities (see
Figure 11 in A2. Supplemental Results). Last, a negative reward magnitude estimation would
indicate that participants reversed their outcome preference - this would indicate that they
would prefer to avoid eating the food or collecting the money (see Figure 12 in A2.
Supplemental Results).
2.2.4.1 Inverse Temperature Parameter Does Not Differ Between Conditions

To determine if the differences between condition and condition order were due to
differences in how exploitative participants were on each block, we compared the inverse

temperature parameter. The inverse temperature parameter did not differ between
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conditions, regardless of condition order (money first: Wilcoxon Z =210, p = 0.871; food first:
Wilcoxon Z =103, p = 0.956). This indicates that participants were not less exploitative of
learned differences between slot machines in the Food Reward Condition relative to the

Monetary Reward Condition.

2.2.4.2 S;-Reward Contingency Estimations Do Not Differ Between Conditions
Both reward-decaying models (and both canonical algorithms) estimate the S,-reward

contingencies using the same formula:

QM) = Qt—1) —a(o(t—1) - Q(t—1)) (5)

where tis the current trial, Q is the estimated action-reward contingency, and o is the
outcome (win or lose), and a is the learning rate parameter. We then calculated the S;-reward
contingency estimations (i.e., Q in Equation 5) for each slot machine for every participant. This
latent variable analysis calculates the S;-reward contingencies of the model given the
outcomes that the participant saw, the choices that they made, and their estimated learning
rate (Wilson & Collins, 2019). We then calculated error, which is a measure of much the
probability of choosing the better slot machine differed if choices were based on the
estimated S,-reward contingencies rather than the ground truth probabilities:

eQ(® ePb(®

€T 2O _ Qw®  ePo(® —_ gbw(®

(6)

where tis trial, Q is the participant’s estimated S,-reward contingency, p is the ground-truth

probability of winning at trial t, and b and w indicate the better and worse slot machine
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respectively. A participant that systematically underestimated the true difference between the
better and worse slot machine would be less likely to choose the better option than if they
knew the true underlying task contingencies. We then calculated the median error for each
participant across the 150 trials of each task. Given error, we can determine if the differences
in choice between condition and condition error were due to differences in how participants
estimated action-reward contingencies. The distributions of median error did not differ
between conditions, regardless of condition order (money first: Wilcoxon Z =182, p = 0.299;
food first: Wilcoxon Z =63, p =0.123). This indicates that participants were not less likely to
choose the better slot machine in the Food Reward Condition based on their S,-reward

contingency estimations.
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Figure 3: Change in S, Choice Estimations Between Condition and Condition Order. The
inverse temperature parameter (A) and the median error (B) did not differ across condition.
Reward decay rate (C) was only significantly lower in the Food Reward Condition for those
that completed the Monetary Reward Condition First. All panels show the change across
condition (Food - Monetary Reward Condition) for each participant. In (C), participants are
split out by condition order: Food Reward Condition first (red) and Monetary Reward
Condition first (gray).
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2.2.4.3 Reward Decay Rate is More Negative in the Food Reward Condition After the
Monetary Reward Condition

Reward decay rate, the free parameter k in Equation 3, captures individual differences
in reward magnitude estimation. A more negative decay rate indicates that the estimated
reward magnitude of consuming the food or collecting the money would decrease faster over
the course of the task. We compared reward decay rate across condition and found that the
reward decay rate was more negative in the Food Reward Condition than the Monetary
Reward Condition (Wilcoxon Z =322, p =0.04). The reward decay rate in the Food Reward
Condition for participants that completed it after the Monetary Reward Condition was
significantly more negative than for those that completed it before the Monetary Reward
Condition (Mann Whitney U =204, p =0.028). Breaking down this effect further, the difference
in decay rate across condition was only significantly more negative for participants that
completed the Food Reward Condition after the Monetary Reward condition (Wilcoxon Z =79,
p =0.008); it was not significantly different for participants that completed the conditions in
the opposite order (Wilcoxon Z =68, p = 0.687) (Figure 3B). These results indicate that the
differences in choice that we observed across condition orders are attributable to changes in

reward magnitude estimation.

2.3 Discussion

We show that participants made worse choices when their choices were reinforced
with food rather than money; however, this reduction in choice optimality in the Food Reward
Condition only occurred for participants that completed the Food Reward Condition after the

Monetary Reward Condition. We showed these effects did not arise from differences in how S;-
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reward or S,-reward contingencies were estimated or how exploitative participants were of
the learned differences. Instead, we observed an interaction such that reward decay was
significantly more negative in the Food Reward Condition, but only for those that completed
the Food Reward Condition after the Monetary Reward Condition. Thus, the reduction in
choice optimality between conditions and condition order are due to differences in reward
magnitude estimation, rather than action-reward contingency estimation. This demonstrates
that domain-specific differences underlying reward magnitude estimation are observable at
the behavioral level. Additionally, it suggests that domain-specific deficits in decision-making
may be more attributable to differences in reward magnitude estimation rather than

differences in action-reward contingency estimation.

2.3.1 Reward Magnitude Estimation Is a Key Feature of Decision-Making for
Food

Canonical model-free and model-based algorithms - two influential models of
learning (Dolan & Dayan, 2013) - do not include parameters to estimate reward magnitude or
how it changes. Rather, these models assume (which is well-justified in other circumstances;
Daw, 2014) that reward magnitude, and thus state, remains constant. Our results demonstrate
that a key feature for natural reinforcers like food - that reward magnitude diminishes as a
function of consumption due to changes in internal state - is observable in participants’
decision-making. Our results show that while the canonical forms of model-free and model-
based algorithms are valid to describe decision-making for monetary reinforcers, they are not

valid to describe decision-making for natural reinforcers like food.
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Further, the fact that differences in decision-making across domain were attributable
to changes in reward magnitude, not action-reward contingency estimation, indicate the
importance of reward magnitude estimation in decision-making for natural reinforcers.
However, there is little evidence of how reward magnitude estimations diminish over time or
how they differ across domain. We chose a linear function (Equation 3) to limit the number of
free parameters we needed to estimate, but other functional forms should be evaluated in
future work. We also assume that changes in estimations of reward magnitude perfectly
represent changes in experienced reward. Experienced reward magnitude and estimated
reward magnitude are dissociable values (Berridge, 2003; Berridge & Robinson, 2003);
however, our study was not designed to dissociate these processes.

Given these assumptions, we likely failed to capture important nuances and individual
differences in the process of reward magnitude change. This may have, at least in part, limited
our ability to determine why reward magnitude estimations only diminished significantly for
individuals who completed the Food Reward Condition following the Monetary Reward
Condition. The simplicity of our model of reward magnitude estimation may have limited its
sensitivity to individual differences in reward magnitude decay; thus, the lack of an effect for
individuals that did the Food Condition First may be due to the smaller number of people that

completed the task in that order.

2.3.2 Implications for Altered Learning in Disordered Eating

Foerde et al. (2020) and Gillan et al. (2016) suggest that the inflexible and compulsive
behavior associated with disordered eating results from differences in how action-reward

contingencies are estimated. In our study, by demonstrating the effect of reward magnitude
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estimation on choice, we highlight another pathway through which maladaptive appetitive
behavior could occur. For food, unlike money, reward magnitude estimation is contingent on
an estimation of one’s internal state. Internal state - as it relates to food - contains a complex
network of homeostatic hormones, neuropeptides, and neurotransmitters; many of which are
known to modulate reward processing associated with food (Volkow et al., 2011). Thus,
dysfunction of homeostatic signaling - a feature of disordered eating (Monteleone & Maj,
2013) - may limit the ability to form accurate or precise representations of internal state.
Additionally, there is evidence that individuals with eating disorders have altered activation in
the insular cortex, which is associated with deficits in evaluating and integrating information
about visceral body processes (Kaye et al., 2009; Klabunde et al., 2017). Our findings suggest
that maladaptive appetitive behavior could be due to suboptimal integration of the body’s
internal state into reward magnitude estimations; this deficit could be a function of noisy or
unreliable signaling from homeostatic systems and/or suboptimal evaluation of those signals
in the insula.

Our findings also have implications for the relative importance of alterations in action-
reward contingency estimation versus reward magnitude estimation. Disordered eating is
characterized by maladaptive behavior in a specific domain (i.e., food); unlike action-reward
contingency estimation, the process of reward value estimation is intrinsically linked to the
features of the reinforcer and state. Here, we show that while action-reward contingency
estimation improves in the Food Reward Condition, differences in behavior are driven by

changes in reward-value estimation. This suggests that deficits in value-based decision
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making associated with disordered eating may be more attributable to differences in reward

magnitude estimation than action-reward contingency estimation.

2.3.3 Conclusion

Here, by evaluating value-based decision making across two domains - food and
money - we show that domain affects both choices and the underlying processes of learning.
Further, we show that the differences in choice between domains is attributable to differences
in reward magnitude estimation, not action-reward contingency estimation. This highlights
the need for additional research on the functional forms of reward magnitude estimation
across domains. It also suggests that future research of learning in disordered eating may be
better directed towards investigating mechanisms and individual differences of reward

magnitude estimation, rather than differences in action-reward contingency estimation.
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3. Shuffle the Decks: Children are Sensitive to Incidental Non-
Random Structure in a Sequential Choice Task!

Value-based decision-making - the process of making choices to obtain preferred
outcomes - relies on representations of the links between actions and the values of potential
outcomes. These links are created by learning from prior experience, a process of acting and
observing outcomes to form an action-outcome association. By assigning value to the action-
outcome association, individuals can make a decision by comparing the estimated reward of
available actions (P. Glimcher, 2014). Adaptive decision making is defined to involve selection
of actions/options that reliably lead to good outcomes, and avoiding actions/options that lead
to bad outcomes - and choices that violate those principles are seen as maladaptive (Daw &
O’Doherty, 2014). Here, however, we identify a surprising condition under which seemingly
maladaptive decisions by children actually reflect sensitivity to incidental structure in a
common experimental task, revealing a novel pattern of sequential choice behavior.

Sequential choice tasks are fundamental to our understanding of the learning process
underlying value-based decision-making. Broadly, participants in these tasks choose between
multiple available actions and learn to select optimal actions based on feedback. For
example, participants may repeatedly choose among several slot machines or decks of cards
that have different reward and probability contingencies. Experiments utilizing sequential

choice tasks have identified key mechanisms of learning and identified associated brain

! Breslav, A.D.S., Zucker, N., Schechter, J.C., Majors, A., Bidopia, T., Fuemmeler B.F., Kollins, S.H., Huettel, S. (2021).
Shuffle the decks: Children are sensitive to incidental non-random structure in a sequential choice task [revise &
resubmit, Psych Science]
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regions (Daw & O’Doherty, 2014; P. W. Glimcher, 2011), assessed individual differences in
cognitive function (Decker et al., 2016; Lange et al., 2018; Lauriola et al., 2014), and provided
markers of psychiatric disorders (Gillan et al., 2016; R. W. Morris et al., 2018; Westwood et al.,
2016).

The most impactful sequential choice paradigm in psychology and neuroscience has
been the lowa Gambling Task (IGT) (Bechara et al., 1994), along with its variants for other
populations like the Children’s Gambling Task (CGT) (Kerr & Zelazo, 2004). In both gambling
tasks - the IGT and the CGT - participants receive an initial endowment and then make
choices between decks of cards, attempting to maximize earnings by selecting decks with
better outcomes. The IGT and CGT have been used extensively to study development of
decision making processes over childhood through young adulthood (Beitz et al., 2014; Crone
& Van Der Molen, 2004; F. G. da Mata et al., 2011; Garon, 2016; Garon & Moore, 2004; R. Mata et
al., 2011; Prencipe et al., 2011; Smith et al., 2012) and to assess cognitive function in a wide
variety of populations including individuals with autism spectrum disorder (Zeif & Yechiam,
2020), schizophrenia (Betz et al., 2019), obesity (Rotge et al., 2017), alcohol use disorder
(Kovacs et al., 2017), gambling disorder (Kovacs et al., 2017), Parkinson’s disease (Evens et al.,
2016), and bipolar disorder (Edge et al., 2013).

Both the CGT and IGT assess how participants learn when outcomes associated with
available actions differ in terms of gains and losses. Each contains both advantageous decks
(ADV) with small wins, small losses, and a positive overall expected value, and
disadvantageous decks (DIS) with large wins, large losses, and a negative overall expected
value. In the IGT, there are four decks (two of each type) and participants make 100 choices; in
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the CGT, there are two decks (one of each type) and participants make 50 choices. Participants
must integrate outcomes over successive choices to learn the differential expected value of
the decks, so that they can maximize their reward by selecting the ADV deck(s) and avoiding
the DIS deck(s).

In our study, a large sample of children (N = 304, 4-13 years old) completed the CGT,;
we then analyzed the optimality of their decision-making process. An optimal learner on the
CGT - someone who perfectly tracks the difference in expected value and always chooses the
deck with the higher expected value - would quickly identify the ADV deck, select it
consistently regardless of the outcome, and on average more than triple their initial
endowment. However, it is well established that participants exhibit decision biases that are
non-optimal on sequential choice tasks like this one (Chiu & Lin, 2007; Fellows & Farah, 2005;
Steingroever, Wetzels, Horstmann, et al., 2013; Worthy et al., 2013). One of the most
commonly evoked biases is the tendency to repeat choices following a good outcome but to
change choices following bad outcomes; at its limiting case, this bias generates a win-stay,
lose-shift choice pattern. We hereafter refer to this as Abundance Bias - the belief that a good
outcome signals an abundance of good future outcomes (and that a bad outcome signals a
scarcity of good future outcomes). This bias is analogous to that seen in foraging behavior of
bumble bees: bees continue probing flowers on a plant, or shift to another plant, based on the
amount of nectar found in the first flower they visit (Hodges, 1985). In this paper, we replicate
prior work showing that a subset of participants does not show any meaningful bias in

decision-making and a second subset that show Abundance Bias.
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However, we also find a large subset of participants that exhibit an ostensibly
maladaptive choice bias - hereafter labeled Deplete-Replenish Bias - such that they are more
likely to repeat choices that lose and shift away from choices that win. We show, however, that
this bias does not arise from a pathological tendency to minimize rewards; rather, it
represents an optimal strategy based on a false assumption that outcomes are determined
probabilistically. Unbeknownst to participants, the outcomes of their choices in the canonical
CGT (like the IGT) are actually predetermined to always occur in the same sequence (Bechara
etal., 1994; Kerr & Zelazo, 2004). Specifically, the decks alternate excessively between wins
and losses; this incidental non-random structure is present in both decks of the CGT and two
out of four decks in the IGT. In a truly probabilistic task, the existence of this alternating
pattern would indicate that good outcomes can be depleted and then replenish after one trial.
We show through simulations that while Deplete-Replenish Bias appears maladaptive on the
CGT; it would represent an optimal response were those outcomes truly probabilistic.
Accordingly, Deplete-Replenish Bias has similarities to foraging behavior in natural settings;
for example, hummingbirds only return to flowers where they had previously found nectar
once that flower has had adequate time to replenish (Healy & Hurly, 1995). Deplete-Replenish
Bias - a previously undescribed choice strategy on the CGT or IGT - provides evidence that
even young children adopt computationally complex mechanisms for decision making that

are sensitive to incidental structure in their choice environment.
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3.1 Method's
3.1.1 Study Sample

Study participants were part of the Newborn Epigenetic Study (NEST), a longitudinal
cohort assembled to examine the effects of prenatal and early childhood exposures on
epigenetic and developmental outcomes. Enrollment procedures have been described
elsewhere (Hoyo et al., 2011; Liu et al., 2012). Pregnant women were recruited from prenatal
clinics within a university health system from April 2005 to June 2011. Children were eligible
for the present follow-up study if their mother had been enrolled in NEST, they had been the
product of a singleton birth, and they were at least 4-years-old (Dozmorov et al., 2018).

The current analyses included 304 children (mean child age = 7.43 years, SD=1.95,
range = 4-13, 52% female; 62.5% African American, 30.9% Caucasian, 1.3% Asian, and 4.9%
identified as being more than one race). Mothers who had participated in NEST were
contacted by study staff and informed of their child’s eligibility for the follow-up study. All
children who completed the follow-up study are included in the analysis. Study visits were
conducted at a clinical research lab embedded within a university medical center. Mothers
were informed of the study procedures and signed a consent form. All children provided
verbal assent; children age 12 and older also provided written assent. Mothers completed
surveys via REDCap (Harris et al., 2009, 2019) regarding demographic characteristics and
children participated in a laboratory-based decision-making task. The NEST study, the follow-
up study, and all procedures were approved by the Duke University Medical Center

Institutional Review Board.

43



3.1.2 Experimental Procedure

The materials and experimental procedure are adapted from Kerr & Zelazo (2004). Alongside a
trained research assistant, participants sat down at a table and were presented with a set of
face-down laminated cards, a bowl of mini-M&Ms and a 10mL graduated cylinder with an
initial endowment of ten M&Ms already inside. The set of cards contained two decks: one deck
is backed with black and white stripes; the second deck is backed with black dots on a white
background. Participants were instructed to make 50 choices between the two decks of cards;
based on the outcomes of the cards, the research assistant added or removed M&Ms from the
cylinder (Figure 4). At the end of the task, they got to eat or take home all M&Ms remaining in
the cylinder. To demonstrate the impact of wins and losses, participants were first shown

three examples from each deck of cards.
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Choice Outcome Reward

Figure 4: Outline of the Child’s Gambling Task. During the Child’s Gambling Task,
kids choose between two decks of cards. The deck is either advantageous (ADV) or
disadvantageous (DIS). ADV deck net outcomes include wins e [+1] and losses < [0]. DIS deck
net outcomes include wins € [+2] and losses € [-2, -3, -4]. The decks are always presented in
the same order; this means that wins and losses always occur in the same order within each
deck. Participants see three examples from each deck (cards 1-3) and then make 50 choices.
Participants win or lose mini M&Ms based on the net outcome of the card that they choose.
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3.1.3 Decks of Cards: Advantageous Versus Disadvantageous

Each set of cards contained one deck of cards with advantageous (ADV) outcomes and
one deck of cards with disadvantageous (DIS) outcomes. The identity of the deck (stripes vs.
dots) was randomly assigned to ADV outcomes or DIS outcomes. The decks are named
according to their overall expected values: 0.5 for the ADV deck and -0.5 for the DIS deck. Each
deck contained 50 cards with 25 wins and 25 losses. For the ADV deck, there were 25 cards
with +1 value and 25 cards with 0 values; for the DIS deck, there were 25 cards with +2 value,
10 with -2, 5 with -3, and 10 with -4. Consistent with canonical versions of this task, the order
of cards within each deck was fixed, such that card,in each deck (i.e., the card index) was the
same for every participant. For example, when participants saw the three examples from each

deck they all saw ADV outcomes +1,+1, 0 and DIS outcomes +2, +2, -2.

3.2 Results

First, we analyzed the sequence of outcomes in the task to determine which outcomes
participants were most likely to experience, and within that set of outcomes, how likely the
outcomes were to alternate between wins and losses. Next, we defined a logistic regression
predicting switching between decks that could account for both Abundance and Deplete-
Replenish biases. Then, we optimized the model twice, manipulating a key feature of the
optimization to determine the extent of each bias within our sample. Last, we simulated
choices on the CGT to show why, when the CGT is assumed to be probabilistic, Deplete-

Replenish Bias results from the alternating pattern of wins and losses.
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3.2.2 The Sequence of CGT Outcomes Has Incidental Non-Random
Structure

We first examined the structure of the CGT, which shares a fixed card order within the
IGT. Due to that fixed order, the probability of any one outcome in the task is conditional on a
participants’ choices. This means that the decks of cards are non-uniformly and differentially
sampled; less than 10% of participants sampled the last 5 cards in the ADV deck (ADV4s—ADVs,),
while less than 10% of participants sampled the last 18 cards in the DIS deck (DIS;3-DISso)
(Figure 5A). Accordingly, our analyses focus on the sets of cards seen by at least 10% of
participants: ADV:-Adv.s and DIS;-DISs,. Note that both the ADV and DIS decks begin with an
identical pattern of outcomes (i.e., good, good, bad, good, bad, good...) that over-represents
alternations compared to repetitions (Figure 5B). The excess alternations between wins and
losses in these decks (Figure 5C) provide strong evidence that the alternating pattern is an
intentional feature of the decks. For example, after seeing the first six cards in each deck, the
probability of that many alternations in a random deck is just 3.1%; thus, the assumption that
a deck beginning with that sequence has non-random structure is both well-justified and

validated by the following sequence of cards.
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Figure 5: The Sequence of CGT Outcomes Has Incidental Non-Random Structure.
(A) Due to that fixed order, the probability of any one outcome in the task is conditional on a
participants’ choices. Our analyses focus on the sets of cards seen by at least 10% of
participants: ADV;-Adv.s (blue line_ and DIS;-DIS;, (orange line). (B,C) The ADV and DIS deck
both have excess alternations between wins and losses relative to chance. The pattern of wins
and losses is identical on both decks through the first twelve cards. Panel B shows the
outcomes in each deck as wins (W) and losses (L). Panel C shows the cumulative number of
alternations between wins and losses in each deck relative to chance, given card; ...card,,.
The number of alternations is laid over a binomial distribution B(n = card,,p = 0.5), where
color represents the probability density function. The grey lines are the percentage point
function of the distribution, representing the nth quantiles of the distribution.
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Hereafter, we separate two forms of structure in the decks of cards that can be learned
and acted upon. The first is the intended structure — the ADV deck has a higher expected value
(EV=0.5) despite only having small wins (+1); the DIS deck has a lower expected (EV =-0.5)
value despite large wins (+2). The second is the incidental non-random structure - both the
ADV and DIS deck have a very high number of alternations between wins and losses, such that

one outcome is predictive of the opposite outcome on the next card.

3.2.3 Participants Learn the Incidental Alternating Structure in the Decks
To determine if participants were sensitive to incidental alternating structure in the

decks, we first defined a logistic regression model predicting switching between decks:

pswitch) = 1+ e—(f(tl)+g(t,ot_1)) (7)
The function f(t), where t is the trial number, is defined as:
Bo + B * t/50 , chosen deck;_, = Adv
f@®= By + B3 * t/50’ chosen deck,_, = Dis (8)
The function g(t, 0;_1) is defined as:
g(t,0i-1) = Ba*0t—1 + (Bs — Ba) * 0p—q * t/50 (9)

where 0;_; is the outcome of the previous trial recoded as wins (net outcome > 0) and losses
(net outcome < 0)suchthato;_; € [—1,1]. Equation (2) captures the change in overall
probability of switching and can vary between deck. Learning the intended structure results in
a decreased probability of switching given an ADV choice and a stable or increasing

probability of switching given a DIS choice. Equation 3 captures participants’ sensitivity to
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individual outcomes and how that sensitivity changes over the course of the task. In our
model, Deplete-Replenish Bias predicts an increased probability of switching after wins and a
decreased probability of switching after losses; Abundance Bias makes equal and opposite
predictions of switching given wins and losses.

We then fit Equation 1 in two separate ways. First, we fit the logistic regression
assuming that participants would only exhibit Abundance Bias (or no bias at all). To do this we
bounded the values of the free parameters from Equation 3 such that ,, 85 € [-100,0]. Thus,
following a win, g(t, 0,_; = 1) < 0, decreasing the model estimate of switching; following a
loss, g(t,0,_1 = —1) = 0, increasing the model estimate of switching. Second, we fit the
same logistic regression assuming that participants could exhibit Abundance or Deplete-
Replenish Bias. To do this, we centered the bounds of the free parameters in Equation 3 over
zero, such that g,, Bs € [—50,50]. Thus, g(t, 0,_,) could invert relative to the Abundance bias;
in this case, a win would increase the probability of switching - g(t,0,_1 =1) = 0- anda
loss would decrease the model estimate of switching - g(t,0,_; = —1) < 0. This allows the
model to estimate a Deplete-Replenish Bias in addition to Abundance Bias. We then compared
the overall model fit, using each optimization strategy, to determine if a subset of
participants’ choices showed Deplete-Replenish Bias in addition to Abundance Bias. We
compared each of these two models to a null model that guesses on every trial (i.e.,
p(switch) = 0.5). The model that accounts for both Abundance and Deplete-Replenish Biases
fits the choice behavior of the entire sample better than other models, indicating that
participants learn and act on the incidental alternating structure in the decks (see B1. Model
Fitting Specifications).
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Next, we used the model optimized for both biases to approximate each participant’s
bias on each deck. For each participant, we estimated their mean bias over the course of the

task, using the following formula:

0 = Ap(switch|Ao;_4,deck = Adv) + Ap(switch|Ao;_, deck = Dis) (10)

where Ao;_; is loss (0,1 = —1) minus win (0,_; = 1). Then using on the distribution of theta
(mean =0.06, std = 0.40), we binned participants half a standard deviation above and below
the mean as the Abundance Bias and Deplete-Replenish Bias groups, respectively. Individuals
within those bounds were labeled as the No Bias group. Using this method, 136 participants
were labeled as the No Bias group, 78 participants as the Abundance Bias group, and 90

participants as the Deplete-Replenish Bias group.
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Figure 6: Participants Learn the Incidental Alternating Structure in the Decks.
Participants, binned into groups - No Bias Group, Deplete-Replenish Bias Group (A,B).
Abundance Bias Group (C,D)- using Equation 4, show distinct patterns in their choice

behavior. (A,B) Proportion of participants in the Deplete-Replenish Bias Group (n =90) that

Group (n = 78) that switch away from the ADV deck (C) or DIS deck (D after wins and losses

(given the card index), relative to the No Bias Group (n = 136). For all panels, the x-axis starts at
Adv, because all participants are shown the first three cards as examples; it ends at ADV;, or

DIS;s so that at least 25 participants are represented in each point.
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These groups corresponded to distinct patterns visible in choice behavior (Figure 6).
Individuals in the No Bias group - the grey line in Figure 6 - switch away from ADV Deck less
over time and switch away from the DIS deck at a rate above chance; these patterns both
indicate that they are learning and exploiting the intended structure of the decks. Individuals
in the Deplete-Replenish Bias group (Figure 6A and Figure 6B) are more likely to stay after
losses and switch after wins than the No Bias group; that is, their choices were sensitive to the
incidental non-random structure of the task. Individuals in the Abundance Bias group (Figure
6C and Figure 6D) are more likely to stay after wins relative to the No Bias group. Individuals
with the strongest bias are more likely to switch after losses relative to the No Bias group,
while individuals with relatively less Abundance bias switch after losses at the same rate as
the No Bias group. This indicates a false belief that a win signals a higher probability of future

wins, which is inconsistent with the structure of the CGT.

3.2.4 Deplete-Replenish Bias Is an Optimal Response to the Incidental
Alternating Structure

Deplete-Replenish Bias indicates that participants are learning the incidental
alternating structure; however, due to the fixed order of outcomes on the CGT, this bias
appears maladaptive. To illustrate, consider Deplete-Replenish Bias at its limiting case, which
predicts a win-shift-lose-stay choice pattern. Given that the probability of winning on both
decks is 50%, a person exhibiting the maximal Deplete-Replenish Bias on the CGT would

choose the ADV deck exactly 24 times and lose 70% of their initial endowment. On the CGT,
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Deplete-Replenish Bias and Abundance Bias are opposite and equally non-optimal choice
patterns.

While the outcomes on the CGT are predetermined, the task was designed to mimic
uncertainty of real-life decision-making by making outcomes unpredictable (Bechara et al.,
1994, 1997). Thus, we assume that participants treat outcomes on the CGT and IGT as
probabilistic; they have no reason to believe that the outcomes are predetermined or have
any way of knowing that fact. We hypothesized that Deplete-Replenish Bias represented an
optimal response to the incidental alternating structure, were outcomes to have been
probabilistic instead of deterministic. In other words, participants who extracted the
incidental alternating structure may have formed the belief that they were playing a
probabilistic task that has a pattern of alternating wins and losses.

To test that hypothesis, we ran a series of four simulations (see B2. Simulations). In
each of the four simulations, we calculated how much participants would earn if they
exhibited maximal Deplete-Replenish Bias (i.e., win-shift-lose-stay) versus maximal
Abundance Bias (i.e., win-stay-lose-shift). As a reference point, we compared these biases
against optimal learning of the differential expected value of each deck (i.e., always choosing
the deck with the higher observed expected value). In each of the four simulations, we
calculated performance of each strategy on a version of the CGT. For simulation 1 we used the
standard CGT. For simulations 2-4, we used a version of the CGT that contained the intended
structure but had probabilistically determined outcomes. Each simulation represents a
possible belief a participant could have about the structure of the game. For simulation 2,

outcomes did not contain the incidental alternating structure. This represents a failure to
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learn or act upon the alternating pattern between wins and losses. For simulation 3, the
probabilistic outcomes alternated jointly between wins and losses. This represents a belief
that winning predicts an increased chance of losing on the next trial (or vice versa), regardless
of a person’s choice. For simulation 4, the probabilistic outcomes alternated independently
within each deck between wins and losses. This represents a belief that winning predicts an
increased chance of losing on the next trial (or vice versa) if a person repeats their choice.

Our simulations show that in simulations 1-3, maximal Abundance Bias and maximal
Deplete-Replenish Bias perform equally poorly relative to the perfect learner. However, in
simulation 4, maximal Deplete-Replenish Bias performs as well as the perfect learner, and
significantly better than maximal Abundance Bias (Figure 7). This means that if a participant
believed that they were playing a probabilistic task in which the decks alternated
independently between wins and losses, maximal Deplete-Replenish Bias would optimize
outcomes on the task without learning any information about the differential expected value
of the decks of cards. This indicates that while Deplete-Replenish Bias appears maladaptive
on the CGT, it represents an optimal response to observed outcomes given the false belief that

those outcomes were probabilistic.
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Figure 7: Deplete-Replenish Bias Is an Optimal Response to the Incidental
Alternating Structure. While Deplete-Replenish Bias appears maladaptive on the CGT, it
represents an optimal response to incidental alternating structure given the belief that those
outcomes were probabilistic. We estimated earnings given maximal Abundance Bias and
maximal Deplete-Replenish Bias across four simulations. As a reference point, we compared
these biases against perfect learning of the differential expected value of each deck (i.e.
always choosing the deck with the higher observed expected value). For simulation 1 we used
the standard CGT. For simulations 2-4, we used a version of the CGT that contained the
intended structure but had probabilistically determined outcomes. Each simulation differs in
the way in which decks alternated between wins and losses. For simulation 2, outcomes did
not contain the incidental alternating structure. For simulation 3, the probabilistic outcomes
alternated jointly between wins and losses. For simulation 4, the probabilistic outcomes
alternated independently within each deck between wins and losses (see B2. Simulations).
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3.3 Discussion

We show that the fixed card order in the CGT (a feature shared with the IGT)
introduces incidental non-random structure (excessive alternations between wins and losses)
that is learned by young children. Their resulting choice pattern, here labeled Deplete-
Replenish Bias, is characterized by repeating choices that lose and shifting away from choices
that win. We then demonstrate through simulations that this bias, while leading to poor
performance on the CGT, would represent an optimal response to the incidental alternating
structure given the false belief that task outcomes are probabilistic. The existence of Deplete-
Replenish Bias indicates that a subset of participants is learning and making choices using
mechanisms previously undescribed in the CGT or IGT; these mechanisms, while maladaptive
on the CGT and IGT, represent an adaptive response in more ecologically valid circumstances.

The presence of Deplete-Replenish Bias in a subset of our sample indicates that
participants are using a learning mechanism that is computationally distinct from previously
described processes. Learning mechanisms used in these gambling tasks are typically
assumed to be retrospective and described using model-free reinforcement learning
algorithms. These are typically juxtaposed with heuristics or non-learning choice mechanisms
(Ahn et al., 2008; Haines et al., 2018; Steingroever, Wetzels, & Wagenmakers, 2013; Worthy et
al., 2013). Model-free reinforcement learning algorithms assume that participants evaluate
future choices solely on previous outcomes (Sutton & Barto, 2017). Recent work has shown
that humans can also use prospective learning mechanisms; these computationally and
neurally dissociable processes are described using model-based reinforcement learning

algorithms (Daw & O’Doherty, 2014; Dolan & Dayan, 2013). Deplete-Replenish bias represents
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prospective (model-based) learning; it demonstrates that individuals are learning that their
choices affect the state of the game such that their choice, if it wins, temporarily depletes a
deck of good outcomes. Participants subsequently use this knowledge to inform future
choices. This represents a model-based learning process wherein participants are evaluating
potential actions based on a model of the underlying structure of the game. Model-based
learning, which is computationally more complex than model-free learning, gives rise to more
flexible and adaptive decision-making strategies (Gillan et al., 2015).

The decision-making strategy that results from this form of learning - Deplete-
Replenish Bias - is a previously undescribed choice strategy on the CGT or IGT. Previous
models of choices on the CGT and IGT have assumed that participants are acting on the
intended structure: heuristic models assume that participants simply respond to the last
outcome (e.g., win-stay-lose-shift), while learning models assume that individuals make
choices by comparing estimations of the decks’ expected values (Ahn et al., 2008; Haines et al.,
2018; Steingroever, Wetzels, & Wagenmakers, 2013; Worthy et al., 2013). Deplete-Replenish
Bias differs from these canonical models because of the information that is being acted on:
participants are learning and acting on the incidental alternating structure. This means that
there are multiple dimensions of the CGT and IGT that can be learned; accordingly, there are
multiple choice patterns that would represent learning depending on the relative degree to
which participants were learning the intended and incidental structures.

While our findings demonstrate how children learn multiple features of these
gambling tasks, using the incidental alternating structure is suboptimal on the canonical CGT

relative to strategies that use its intended structure (i.e., choosing the deck with greatest
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expected value). However, we show that Deplete-Replenish Bias would be an optimal
response to observed outcomes in the CGT, if those outcomes were in fact probabilistic - an
assumption likely made by the children in our sample. Because these data were collected as
part of a larger longitudinal study with measures maintained across collection points,
children’s beliefs cannot be assessed directly. However, their behavior supports the
conclusion that - contrary to typical assumptions about these tasks (Bechara et al., 1994,
1997) - children do learn the predetermined structure of the CGT and make choices that
would be nearly optimal given plausible assumptions about that structure.

The ambiguous nature of DIS choices - which may be suboptimal or optimal
depending on one’s beliefs about task structure - challenges the validity of prior
interpretations of CGT and IGT outcomes. Performance on the CGT and IGT is described
broadly as a measure of decision-making deficits and/or executive function (Kerr & Zelazo,
2004; Steingroever, Wetzels, Horstmann, et al., 2013). Performance metrics on the CGT and
IGT assume that a certain threshold of ADV choices represents successful learning, and too
many DIS choices represents a failure to learn (Buelow & Suhr, 2009; F. G. da Mata et al., 2011).
In canonical performance metrics, a person that exhibits Deplete-Replenish Bias would be
considered as a non-learner who makes suboptimal choices. Here we show that that
interpretation misses key insights into the decision-making process of those children.
Deplete-Replenish Bias is evidence for a computationally complex mechanism of learning that
could be an optimal choice strategy given a valid (albeit false) assumption that the games’

outcomes are probabilistic.
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4, Individual Differences in Learning Processes as a Risk
Factor for Overeating

There is robust evidence in animal models (Balleine, 2005; Balleine & O’Doherty, 2010)
and in one study with human subjects (Tricomi et al., 2009) that individuals continue to
engage in appetitive behaviors even after satiating to a food. Gillan et al. (2015) show that this
perseverative behavior is associated with model-free learning; due to the retrospective nature
of this learning process, individuals must experience the diminished reward before predicting
that the action (e.g., consuming the food) is no longer rewarding. On the other hand,
individuals that rely on model-based learning can predict that consuming food will not be
rewarding in a sated state. This suggests that individuals who rely on model-free learning may
be more prone to overeating. The computational properties of model-free learning dictate
that they would have to overeat before learning that eating in that state is not rewarding or
even aversive. However, we show in chapter two, that individual differences in decision-
making for food were more attributable to differences in reward magnitude estimation than
action-reward contingency estimation.

While differences in action-reward contingency estimation (i.e., model-free learning)
may predict overeating, eating behavior is driven by both estimations. There is robust
evidence that weight status is associated with differences in experienced reward magnitude
and estimated reward magnitude, and there is evidence that discrepancies in these values
may be a maintaining factor of overweight and obesity (Stice & Yokum, 2017). Further,
Kroemer and Small (2016) show that simulated individuals that experience a high reward

magnitude from food consumption, but slowly update estimations of reward magnitude
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would generate fMRI BOLD responses that have been positively, and robustly, associated with
weight status (Stice & Burger, 2019). These concepts align closely with known constructs of
eating behavior - food responsiveness and satiety responsiveness - that are captured by the
Child Eating Behavior Questionnaire (CEBQ) (Wardle et al., 2001). These findings suggest that
individuals who find food highly rewarding (i.e., high reward magnitude for food) and who
satiate slowly (i.e., slow change in reward magnitude given consumption) are at higher risk for
weight gain.

Taken together, individual differences in action-reward contingency estimation and
reward magnitude estimation both affect eating behavior and risk for weight gain. However,
there is limited evidence of the between-subjects correlation of these learning processes and
how relative ranks in each process predict a propensity for overeating. Here, we present a set
of our planned analyses as a pilot study aimed at addressing this gap in the literature. Due to
the COVID-19 crisis, planned data collection for this study was stopped after only 7.5 months;
this was 15 months short of the original timeframe. In our study, 41 participants (ages 8-13
years old) completed two decision-making tasks. The first - the Two-Step Task (Daw et al.,
2011; Decker et al., 2016; Konovalov & Krajbich, 2016) - measures the differential contribution
of model-free and model-based learning to action-reward contingency estimation. The
second, a novel Willingness-to-Pay (WTP) task for food, measures individual differences in
reward magnitude estimation and how those estimations change over time. Our results reveal
limitations of both decision-making tasks; however, despite these limitations we show
preliminary evidence that overall reward magnitude for snack foods, as well as change in
reward magnitude are associated with clinically validated metrics of overeating and weight
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gain. Our results suggest that further research that examines individual differences across
both learning process could elucidate the relationship between value-based decision-making

for food and risk for weight gain.

4.1 Methods
4.1.1 Recruitment

Study participants were part of the Newborn Epigenetic Study (NEST), a longitudinal
cohort assembled to examine the effects of prenatal and early childhood exposures on
epigenetic and developmental outcomes. Enrollment procedures have been described
elsewhere (Hoyo et al., 2011; Liu et al., 2012). Pregnant women were recruited from prenatal
clinics within a university health system from April 2005 to June 2011. Children were eligible
for the present follow-up study if their mother had been enrolled in NEST, they had been the
product of a singleton birth, and they were at least 4-years-old (Dozmorov et al., 2018).
Mothers who had participated in NEST were contacted by study staff and informed of their
child’s eligibility for the follow-up study.

For this follow-up study, participants completed a battery of measures at two
timepoints - Wave 1 and Wave 2. Participants were eligible to complete Wave 2 at least two
years after completing Wave 1. Key measures for this analysis were added to the study
protocol during Wave 2 data collection in June 2019. Accordingly, our analysis only focuses on
individuals who completed Wave 2 after these new measures were introduced. Data collection
was planned through March 2021, with a target sample of 150 additional participants.
However, data collection was stopped after 7.5 months due to the COVID-19 crisis; only 46

participants completed Wave 2 between June 2019 - December 2019. Data collection resumed
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in January 2021; however, key measures for this analysis were removed from the study
protocol because they could not be safely implemented due to COVID-19. As part of an
experimental manipulation across Wave 1 and Wave 2, a small subset of participants (n=5)
completed an alternative version of a key measure; accordingly, these participants were also
excluded from these analyses. Our final sample includes 41 children (54% female; 68.3%
African American, 31.7% Caucasian), ages 8-13 (mean=10.2, sd=1.7).

Study visits were conducted at a clinical research lab embedded within a university
medical center. Mothers were informed of the study procedures and signed a consent form. All
children provided verbal assent; children age 12 and older also provided written assent. The
NEST study, the follow-up study, and all procedures were approved by the Duke University

Medical Center Institutional Review Board.

4.1.2 Procedure

Prior to coming into the lab to complete the study, parents were instructed to not feed
their child within two hours of the visit. While in-lab, all participants completed the Two-Step
Task and the WTP for food task; the WTP for food task was embedded within the Two-Step
task and were played simultaneously. Following the decision-making tasks, children
completed the Eating in the Absence of Hunger task (EAH), an in-lab behavioral paradigm
(Cutting et al., 1999; J. Fisher & Birch, 1999) associated with weight status and risk for weight
gain in children (Lansigan et al., 2015). While children were completing these tasks, parents
completed the Child Eating Behavior Questionnaire (CEBQ) (Wardle et al., 2001), a validated
clinical scale of eating behavior shown to be associated with weight status and risk for weight

gain in children (Carnell & Wardle, 2008; Webber et al., 2009).
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4.1.2.1 Two-Step Task

The sequential choice task is adapted from (Decker et al., 2016), a modified version of
the Two-Step Task (Daw et al., 2011; Konovalov & Krajbich, 2016) for children and adolescents.
Prior to playing the Two-Step Task, research assistants guided participants through a tutorial
that included instructions and visual aids to describe the properties of the game. The tutorial
and the two-step decision-making game were all completed using the Psychophysics Toolbox
(Brainard, 1997; Kleiner et al., 2007; Pelli, 1997) for MATLAB and are available at
https://github.com/alexdsbreslav.

During the task, participants completed 150 trials, with a short break every 30 trials.
On each trial, participants made a step-one (S:) choice between two spaceships. Participants
were instructed that each spaceship could land on one of two planets. Once on a planet,
participants were given a choice between two aliens; we will refer to this as their step-two (S,)
choice. The goal of the game was to find and choose the alien with space treasure to share; a
participant won on a given trial if they chose the alien who had space treasure to share. Each
S;option had an independent probability of winning and after each trial, the probability that
each S; option would win on the subsequent trial was updated according to a pseudo-random

Gaussian walk with probabilities ranging from 0.1 to 0.9 (Figure 8A).
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Figure 8: Task Designs. (A) Schematic of the Two-Step Task. In each trial, participants
choose a spaceship in step 1 (S;). Based on their S; choice, landed on one of two planets in
step 2 (S,). The probability that they land on each planet is based on their S; choice and
remains constant throughout the task. Participants then choose an alien in S,, where they are
probabilistically rewarded with space treasure. The chance that they win space treasure for
any given S; alien changes slowly according to a pseudorandom Gaussian walk. (B) Schematic
of the embedded Willingness-to-Pay (WTP) Task. During the Two-Step Task, participants were
instructed that they would play to snack foods and tickets for a prize. During the task,
participants received two large bowls of snacks - one salty, and one sweet - that they had
indicated that liked. After each win on the Two-Step Task, participants were offered a choice
between n tickets or a bite of either snack food. If they chose the snacks, they could choose
freely between the set of two snacks. If they chose tickets, they were told that their tickets
were added to their overall tally - at the end of the task, they were instructed that they would
use the tickets to purchase prizes from a prize table. The number of tickets offered varied
according to a reinforcement-learning algorithm that was estimating the participant’s
subjective value of food at the moment of choice. (C) Example trial. The top row of screens
depicts the S; and S, choices of a winning trial; the bottom row shows the choice between
tickets and snacks that make up the WTP task, that occurs immediately after a winning trial.
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4.1.2.2 Willingness-to-Pay (WTP) for Snack Foods Task

As part of the Two-Step Task (Figure 8C), participants were instructed that they would
play to win snack foods and tickets. Prior to starting the task, children were shown a large
prize table with a variety of age-appropriate toys and games. They were instructed that at the
end of the task, they would use the tickets they earned to purchase prizes from a prize table.
At the prize table, participants were also shown two large bowls filled with a snack - one
sweet (e.g. M&Ms) and one savory (e.g. Cheezlts) - that they had previously indicted liking.
They were instructed that during the task, they would be able to win these snacks to eat right
away.

Participants were then led to a testing room to begin the Two-Step Task. After each
win on the Two-Step Task, participants were offered a choice between n tickets or a bite of
either snack food from the large bowls (Figure 8B). If they chose the snacks, they could choose
freely between the set of two snacks; they were instructed to eat that bite of snack
immediately. If they chose tickets, they were told that their tickets were added to their overall

tally.

4.1.2.3 Eating in the Absence of Hunger Task

The EAH protocol, adapted from Cutting et al. (1999) consists of two phases - the Meal
Phase and the Snack Phase. In the Meal Phase, children consumed a very large meal from one
of multiple fast-casual restaurants offering options such as pizza or a cheeseburger and fries.
When the child stopped eating, or after 20 minutes, children were asked to rate their
perceived satiety. If they did not report feeling full, they were given 10 more minutes to eat.

Following the meal, children were immediately moved to the Snack Phase of the protocol.
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Here, participants were moved to a room with five snack foods and age-appropriate
toys/games. As part of a taste test of common sweet (e.g. chocolate chip cookies) and savory
(e.g. Goldfish) snacks, participants had indicated in a previous visit that they liked each of the
five snack foods included. The research assistant instructed the participant that they would

leave the room and that the child would have ten minutes of time to do whatever they liked.

4.2 Results

First, we analyzed choices on the Two-Step Task to examine evidence for model-based
and model-free learning in our sample. To do this, we modeled S, choices to ensure that
participants were sensitive to the rewards and the underlying task contingencies; sensitivity
to the rewards and underlying task contingencies are prerequisites for model-free and model-
based learning. Then, given evidence that participants were sensitive to the task rewards and
could distinguish between S, options, we modeled S; choices to quantify individual
differences in model-free and model-based learning. Second, we analyzed choices on the WTP
task to quantify individual differences in the reward magnitude associated with snack foods
(XZWTP) and the change in reward magnitude as a function of consumption (AWTP). Third, we
assessed the convergent validity of XWTP and AWTP with the food responsiveness and satiety
responsiveness subscales of the Child Eating Behavior Questionnaire (CEBQ) (Wardle et al.,
2001) respectively. Fourth, we assessed the relationship of ZWTP and AWTP with behavior on

the EAH.
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4.2.1S,; Choices Indicate Modest Sensitivity to Rewards and Task
Contingencies

We conducted two hierarchical mixed-effects logistic regressions of S, choices to
assess participants’ sensitivity to the rewards and the underlying task contingencies, referred
to hereafter as reward sensitivity and probability sensitivity. Reward sensitivity estimates
participants’ responsiveness to being rewarded. Winning on the previous trial is a strong
indicator that the better S, choice is to repeat the one that just won. Across all trials, when a
participant won on the previous trial and they chose the same slot machine again, their
chance of winning was higher on 69.0% of the trials; when they switched to the other slot
machine, their chance of winning was only higher on 33.1% of trials. On average, choosing the
same slot machine again after it had just won, had a 13.8% higher chance of winning than
switching to the other slot machine. This metric is based on roughly half of the S, choices per
participant (mean =50.8% of trials, std = 4.5%); any trials where a participant transitioned to
two different states in back-to-back trials were dropped from this analysis. Specifically,
reward sensitivity is the increase in model estimate that a participant will choose the same
slot machine again following a win (Last Trial Win = 1) relative to the model estimate following

a loss (Last Trial Win =-1):
T; = f(stay;|win,_;) — f(stay|loss;_1) (11)

where tis trial the function f(x) is the mixed-effects logistic regressions defined in Table 3.
Probability sensitivity is an estimate of participants’ ability to choose the better S; slot
machine given the ground-truth difference that each slot machine would win. Specifically,

probability sensitivity is the slope of model estimates as the relative difference between the
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better and worse slot machine increases from no difference (ASlot P(Win) = 0) to the maximum

difference (ASlot P(Win) =0.8):

pr = f(Ap(win) = 0.8,t) — f(Ap(win) = 0,t) (12)

where tis trial the function f(x) is the mixed-effects logistic regressions defined in Table 3.

In our sample, there is group-level evidence of reward sensitivity (Table 3); this means
that participants are more likely to repeat an S, choice that just won compared to a choice
that just lost. This indicates that participants are responsive to outcomes in the task and can
exploit the task to win rewards. The significant main effect of trial (Z =2.88, p =0.004) shows
that participants are more likely to repeat their choices over time; however, the interaction
term in the model is non-significant (Z =-0.021, p = 0.900), meaning that the increased
probability of staying with their last choice is not affected by the outcome. This means that
reward sensitivity does not change over time. Group-level estimates of probability sensitivity
suggest differential learning between game parameters. Probability sensitivity increases over
the course of the task (p1 =-0.56, p1so = 0.89) (Figure 9A) suggesting that participants get better
at choosing the better S, option over time (controlling for the difference in the S, options’
probabilities of winning). However, there is a crossover effect such that participants get better
or worse at the task as a function of the task’s difficulty. The model indicates that when the
difference between S, options is small, participants get worse at discriminating which option
is better. When the difference between S, options is relatively large, participants get better at
discriminating the better option over the course of the task. The inflection point of the model

- the minimum difference between S, options where model estimates increase over time
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rather than decrease - is 41% (Figure 9B). This indicates that there is minimal learning unless
the difference between S, is above 41%, which is 11% higher than the mean difference of S,

options given how the game was programmed.
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Table 3: S, Choice Metrics

Variable Estimate Std. Error Z P

DV: Choose Better S, Option

Intercept 0.483 0.218 2.22 0.026
AAlien P(Win)? -0.712 0.432 -1.65 0.100
Trial® -0.754 0.344 -2.19 0.028
AAlien P(Win) x Trial 1.83 0.715 2.56 0.010

DV: Repeat S, Choice

Intercept -0.284 0.116 -2.45 0.014
Last Trial Win© 0.196 0.099 1.97 0.049
Trial 0.500 0.173 2.88 0.004
Last Trial Win x Trial -0.021 0.172 -0.13 0.900

2 p(win|choose better alien) - p(win|choose worse alien) where AAlien p(win) € [0, 0.8]
®Trial scaled as a proportion of completeness, where trial € [0.0067, 1]

‘Win=1, loss=-1
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Figure 9: Probility Sensitivity Over the Course of the Task. (A) Overall probability
sensitivity increases, indicating that participants get better at choosing the better S2 option
over time. (B) The component pieces of probability of probability sensitivity reveal the cross-
over effect. This cross-over suggests that participants only improve when the difference in S2

option is reasonably large (A=41%).
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4.2.2 Limited Evidence for Model-Free or Model-Based Learning in S,
Choices

Given evidence of, albeit modest reward sensitivity and probability sensitivity, we next
assessed individual differences in learning underlying S; choices. To assess individual
differences in learning mechanisms underlying choice, we fit each participants’ S1 choices
with canonical mixed-effects logistic regression predicting S; choices (Decker et al., 2016). The
model estimates whether a participant will repeat their S; choice or switch to the other
spaceship given the outcome (win or lose) of the last S, choice (win or lose) and the transition

from S; to S; (common or rare, see Figure 8A):
stay; = Bo + B1 * 0t—1 + B, * trans;_; + B3 * 0¢_q * trans;_4 (13)

where tis trial, and o is outcome, and trans is transition. The Two-Step Task is designed such
that model-based and model-free algorithms predict identical choices given a common
transition on the previous trial, but each algorithm predicts opposite outcomes given a rare
transition. A person that is maximally model-based would always stay after a loss, given a rare
transition and always switch after a win, given a rare transition; a person that is maximally
model-free would do the exact opposite. Thus, in Equation (13), model-free learning is
indicated by a significant and positive 3;, whereas model-based learning is indicated by a
significant and positive ;.

In our sample, S; choices for 31 of 41 participants (76%) are not significantly altered by
the outcome or transition of the last trial. Thus, despite evidence that they are responding to
rewards in S;and can learn the underlying contingencies of S, options, they are not using this

learned information to make S; choices. Seven participants’ choices were significantly
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predicted by outcomes and/or transition type; however, their choice patterns did not
correspond to patterns that model-free or model-based algorithms predict. For example, a
group of participants were more likely to repeat their S; choice following a rare transition and
awin (n=2) or following a rare transition regardless of outcome (n = 3). This pattern suggest
that participants may have been novelty seeking; they preferred unusual transitions to
common ones. In cases where participants appear to be responding randomly, or using
alternative strategies to make S, choices, estimating the underlying form of learning is
inappropriate. Only one participant shows the canonical patterns of model-free learning (B: is
significant and positive), while only two participants show the canonical patterns of model-
based learning (Bs is significant and positive). Given the limited evidence for model-based or
model-free learning in participants’ S; choices, we did not examine the relationships between
choices on the Two-Step task and outcomes of the WTP for snack foods task of the measures

of eating behavior.

4.2.3 Willingness-to-Pay for Snack Foods

Willingness-to-pay (WTP) for snack foods was estimated in real time as participants
were playing the game. The goal of this estimation was to identify an indifference point - the
point where the snacks and tickets were equally valued - and determine if that indifference
point changed over time. To do this, on each trial that a participant won in the Two-Step task,
they were offered a number of tickets (X) pulled from a uniform distribution, given the

estimated WTP for snack foods (w) and an offset (€) where:

X~U(w; — € w + €) (14)
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If the participant’s choice aligned with the expected choice (e.g., the participant chose tickets
when the number of tickets offered was greater than the estimated WTP for snack foods),
estimated WTP was kept constant and € was reduced by 1. This meant that when participants
choices aligned with our expectations, the possible range of tickets offered in the future would
shrink. If the participant’s choice did not align with expectations, estimated WTP was updated

using the formula:

w(t+1) =w) +0.5X—-w(t) (15)

and e would increase by 1. This meant that estimated WTP was updated proportionally to the
difference between estimated WTP and the number of tickets offered. Importantly, these
functions limited our ability to capture quick, large changes in estimated value. To account for
this limitation, we included two catch trials every 30 trials. In these catch trials, participants
were offered 15 more or 15 fewer tickets than their estimated WTP. If our estimated WTP was
accurate at the time of the catch trials, participants would be strongly motivated to choose
according to expectations - choose snacks when offered 15 fewer tickets than estimated WTP
and chose tickets when offered 15 more tickets than estimated WTP. If our estimated WTP was
off by a large margin, and participants chose against expectations, it allowed our estimation

to change by a large margin in one trial.

4.2.3.1 Limited Within-Subject Variance on Choices Between Tickets and Snacks

Overall, participants were much more likely to choose tickets than the snack foods
(Wilcoxon Z =77, p = 5x10°), where the median participant chose tickets on 75% (IQR=61% -

97%) of winning trials (Figure 10A). This meant that there was very limited variance in many
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participants’ choices; given the lower bound of the number of tickets offered (n = 1), we were
not able to find an indifference point. Additionally, two outliers chose tickets of 9% and 19% of
the trials respectively; they continued to choose the snacks at a high rate regardless of the
number of tickets offered. We were not able to find an indifference point for these subjects
either. The limited within-subject variance in choice limits the utility of using WTP across our
entire sample; accordingly, we only estimate WTP measures for the subset of participants with
adequate variance (54% of participants, n = 22), defined here as choosing neither option more

than 80% of the time (Figure 10A).

4.2.3.2 WTP Metrics of Reward Magnitude and Change in Reward Magnitude

We calculated two metrics to capture participants’ WTP for snack foods: ZWTP and
AWTP. XWTP was calculated as the sum of the estimated WTP, w; in Equation (15),
immediately following each set of four catch trials (Figure 10B). We use four cross-sections of
the data, rather than w.at each trial because the observable behavior at any given trial is
constrained by the number of tickets offered. We specifically focus on the estimate following
the catch trials because this is when Equation (15) offers the largest or lowest number of
tickets possible and behavior is thus least constrained. We also calculate AWTP as the change
from timepoint 1 to timepoint 4, where the corresponding median trial for each timepoint is
trial 37 and 127. Given the floor effects observed in our WTP task, >XWTP and AWTP are not
orthogonal (r=-0.54, p =0.01) (Figure 10C); individuals that have low ZWTP cannot have a
large AWTP. However, assessing both ZWTP and AWTP helps capture qualitative differences in

participants’ WTP over the course of the experiment (as shown in Figure 10B).
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Figure 10: Willingness-to-Pay (WTP) Metrics. (A) For almost half of all subjects (n =
19), within-subject variance in their choice between tickets and snacks was very limited. Given
a win on the Two-Step Task, (A) shows the proportion of trials that they chose tickets.
Individuals that chose either option more than 80% of the time are excluded from WTP
metrics. (B) Estimated WTP at each of four timepoints for each participant. Each timepoint is
immediately following the catch trials, which on average corresponds to trials 38, 68, 98, and
129. We have highlighted three participants representing characteristic profiles of WTP. (C)
Shows the distribution of total WTP and change in WTP over time, highlighting the same three
example participants. Total WTP is the sum of WTP at all four timepoints; AWTP is the change
from timepoint 1 to timepoint 4.
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4.2.4 AWTP Trends More Negative in Participants with High Satiety
Responsiveness

Our analyses of the CEBQ focused on two subscales: food responsiveness (e.g., “If
allowed, my child would eat too much”) and satiety responsiveness (e.g., “My child gets full
before his/her meal is finished”). Each subscale is the mean response of 5 items with scores
between 1-5; thus, possible means scores range from 1 - 5. One participant is missing CEBQ
scores and is excluded from these analyses. In our sample (n = 40), food responsiveness (mean
=2.4,std = 0.82) ranges from 1 - 4.4; the range of satiety responsiveness (mean =2.5, std =
0.52) is slightly restricted with values ranging from 1 - 3.4. Food responsiveness and satiety
responsiveness are moderately anticorrelated (r =-0.36, p = 0.02). In the portion of our sample
with both CEBQ and WTP measures (n =22), XWTP was not associated with food
responsiveness scores (r=-0.22, p = 0.32). AWTP was negatively correlated with satiety
responsiveness (r =-0.45, p = 0.04), indicating that as participants’ satiety responsiveness
scores increase, the slope of their WTP for snack foods over the course of the task was more
negative. Given the association between ZWTP and AWTP, we estimated the relationship of
AWTP with satiety responsiveness, while controlling for differences in ZWTP. When controlling
for XWTP, the association between AWTP and satiety responsiveness is no longer significant,

but the association remains trending in the same direction ( =-0.07,t=-1.78, p = 0.09).

4.2.5 ZWTP Predicts Initiating Snacking on the EAH
We first calculated total caloric intake during the EAH, the canonical outcome variable
assessed in the EAH. The median caloric intake of our sample was 73 calories (range = 0-504).

Total caloric intake in our sample was highly positively skewed (Z=4.3, p <0.001) dueto a
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large proportion of participants (n =15, 36.6%) that did not consume any calories.
Accordingly, we examined differences between participants that initiated snacking (n = 26)
versus those that did not initiate snacking (n = 15), as well as associations with total caloric
intake among participants that initiated snacking. Among participants with WTP metrics that
initiated snacking in the EAH (n = 11), there was no association between total caloric intake
and ZWTP (r=-0.12, p=0.73) or AWTP (r=0.01, p = 0.98). When we assessed differences
between individuals that initiated snacking (n = 11) and those that did not (n = 11),
participants that initiated snacking had significantly higher ZWTP (Mann Whitney U=35,p =
0.05), but no differences in AWTP (Mann Whitney U = 60, p = 0.50). When controlling for AWTP,
SWTP was still significantly associated with initiating snacking on the EAH (3 =0.094, Z = 1.98,

p =0.048).

4.3 Discussion

In this pilot study, we show that participants are learning and have coherent S, choice
strategies on the Two-Step task; however, there was insufficient evidence of model-based or
model-free learning on their S; choices for further analyses. Next, show that while ZWTP was
not associated with food responsiveness, AWTP trended more negative for individuals with
higher satiety responsiveness. Last, we show that ZWTP was associated with initiating
snacking on the EAH, but neither XZWTP nor AWTP was associated with total caloric intake on
the EAH for those that initiated snacking.

Due to the limited evidence of model-free and model-based decision-making in our
sample, we were not able to evaluate the between-subjects correlation of these learning

processes and how relative ranks in each process predict a propensity for overeating.
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However, our findings have important methodological implications for research in this space.
Our WTP for food task builds on prior work on the Relative Reinforcing Value (RRV) Task. On
the RRV Task, participants choose between two possible rewards to collect at the end of the
study: snack foods or time doing a desired activity (e.g., play a video game). After selecting a
reward, participants then play a slot machine; the probability that the slot machine winsin a
function of the chosen reward and the trial. The task measures motivation to play for food as
the action-reward contingency for food decreases over trials, but remains stable for the
alternative option (Raynor & Epstein, 2003). RRV of food increases in a fasted state (Raynor &
Epstein, 2003), predicts total energy intake in an in-lab meal (Rollins et al., 2010), and predicts
weight gain in children (Hill et al., 2009). While both the RRV Task and the WTP Task estimate
individual’s desire to obtain food relative to another non-food option, participants do not
consume any food while they complete the RRV Task; this means that the RRV Task produces a
single estimate of individual differences in reward magnitude for food. In the WTP Task,
participants are consuming the snacks in real time; this means that we can not only estimate
individual differences in reward magnitude, but also how reward magnitude changes as a
function of consumption. While our preliminary findings provide partial evidence of the utility

of this measure, there is an important limitation that should be improved in future studies.

4.3.1 Limitations of the WTP Task

As noted in the results, we were only able to calculate WTP metrics for 22 of the 41
participants. This was due to low within-subject variance in their choices between tickets and
snack foods indicating that we were not able to identify an indifference point. For most

participants (n = 17), this was due to a floor effect; they chose tickets the vast majority of the
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time (> 80% of choices), even though they were offered the minimum number of tickets
possible (n=1). To resolve this issue, we suggest altering how the value of tickets are
anchored against the value of the snack foods. Before starting the task, participants are
offered a trade - one bite of the snack, or 10 tickets - for each of the foods offered during the
Two-Step Task. Then at the beginning of the task, the ws, the mean of the uniform distribution
that determined the number of tickets offered (14), was 10. If we raised the initial anchor to
100, then the relative value of one ticket would be 10 times lower than in the current version of
the task. Making this change would lower the chance of floor effects and increase the variance

of within-subject choice.

4.3.2 Limitations of the Two-Step Task in Children

In addition to updating the WTP Task, our results also highlight that the Two-Step
Task has limited utility in our sample; only a few individuals showed significant evidence of
model-free or model-based behavior. While other research has shown that subjects in this age
range exhibit clear strategies on S; choices (Decker et al., 2016) based on the dynamics of the
game, we found that the majority of participants in our sample were not responsive to wins or
type of transition in their S; choice. In practice, this could mean one of several things: one, it
could suggest that participants were discriminating poorly between S, slot machines; poor
discrimination between S, choices means that the estimated value of each S; option is equal
and should be chosen at chance. We show in the results that participants get worse at
discriminating between slot machines when the difference in the probability of winning is less
than 41%, which is 11% greater than the mean difference between S2 options given the games

current parameters. Prior to implementing the study, one thousand randomly generated
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Gaussian walks were pre-selected; selection criteria ensured that participants would need to
track the changes in underlying probabilities to optimize outcomes (see A1.2 Gaussian Walks
in Al. Supplemental Methods). We would recommend changing the selection criteria to make
the task easier: first, walks that maintain large differences between S, options would be ideal.
Second, when the win probabilities of options do swap or cross-over, they should swap
quickly rather than converge, remain similar for a long period of time, and eventually swap. It
is also possible that the lack of evidence for model-free or model-based strategies represents
a more critical issue with the implementation of the task. It could suggest that the association
between S; and S, was unclear; Feher da Silva and Hare (2020) showed that differences in the
instructions and storyline can lead to poor representations of task contingencies. Or it could
indicate that participants were “simplifying” the task by choosing randomly on S; and then
trying to make the better S, choice given the planet that they landed on. Interviewing a subset
of participants as they complete the instructions and task could help dissociate these issues

and ensure that participants are attempting to complete the task as intended.

4.3.3 Conclusion

We presented preliminary evidence that WTP for snack foods is associated with
measures of eating behavior and, when paired with the Two-Step Task, could help researchers
understand how individual differences in learning predict overeating and risk for weight gain.
We were unable to test our hypotheses in this study due to limitations on both measures as
well as an underpowered sample; however, we suggest several solutions to these limitations

to provide the groundwork for future research in this space.
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5. Conclusions

Here we briefly examine the broader implications of each chapter and discuss how key
findings relate to the mechanisms through which food motivates appetitive behavior and
how, through those mechanisms, foods could trigger meaningful differences in clinical

outcomes.

5.1 Foods Could Trigger Differences in Appetitive Behavior Through
Reward Magnitude Estimation

In chapter two, we show that for food rewards, unlike monetary rewards, we needed
to capture differences in reward magnitude estimation to adequately describe behavior. This
demonstrates experimentally a key facet of a partially observable decision process: that
whether we choose to consume that food is a function of its expected reward given one’s
state. This builds on prior work with the Relative Reinforcing Value of Food Task (Raynor &
Epstein, 2003) showing that individual differences in estimated food reward predicts weight
gain (Hill et al., 2009) . Our results provide experimental evidence of a mechanistic link for how
differences in the value that we associate with foods can trigger differences in appetitive
behavior that would lead to weight gain.

To the extent that estimated reward magnitude of a food is higher, and remains high
as the food is consumed, it would predict that an individual would be more likely to consume
that food and consume more of it. There is evidence that highly processed foods - particularly
foods with high levels of both fat and carbohydrates - lead to systematically higher estimated
reward for consuming those foods (DiFeliceantonio et al., 2018). Further, Small &

DiFeliceantonio (2019) show mounting evidence that the metabolic consequences of
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consuming highly processed foods are not accurately conveyed to this brain. This suggests
that features of highly processed foods would lead to inaccurate state estimates following
consumption; consequently, reward magnitude estimates could remain high despite high
caloric consumption.

An important limitation of our work is that we do not attempt to dissociate the effects
of state estimation from reward magnitude estimation. Reward magnitude estimation is a
function of estimated state; however, given an objective state, reward magnitude estimation
could also vary depending on a person’s judgment of the features of a food. For example, in a
calorically deprived state, an individual would place higher value on a calorie dense food;
however, if they underestimate the calories in a food, they may undervalue consuming it. Our
studies assume that state estimation processes do not meaningfully differ between
individuals. Rather, we assume that changes in reward magnitude estimation between
individuals represent equivalent alterations in state. While this may be a reasonable
assumption in healthy individuals, there is substantial evidence that this would not be
appropriate assumption amongst individuals with overweight/obesity (Stice & Burger, 2019).
Thus, our findings suggest that in healthy adults, the ability of certain foods to trigger higher
reward magnitude estimates could lead to increased consumption; however, future research
would need to dissociate the effects of state estimation from reward magnitude estimation to
fully understand how highly processed foods would contribute to the maintenance of

overweight/obesity.
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5.2 Would Differences in Reward Magnitude Estimation Cause
Meaningful Change in Appetitive Behavior?

While our work in chapter two suggests a mechanism through people would be more
likely to eat highly processed foods and consume more of them, that does not necessarily
mean that the change would have clinical implications for risk of weight gain. By examining
our results from chapters three and four, we discuss how mechanisms of reward magnitude

estimation could lead to differences in caloric intake.

5.2.1 Choosing When to Stop Eating

In chapter four, we show preliminary evidence that differences in reward magnitude
estimation are associated with validated clinical outcomes predictive of weight gain. Our
results suggest that children who have higher reward magnitude estimations for highly
processed snack foods, and children whose reward magnitude estimations diminish less as a
function of consumption are more likely to initiate snacking in a sated state and have lower
satiety responses. In addition to addressing the methodological limitations noted in chapter
four, future research should test differences in reward magnitude estimation patterns for
highly processed versus un- or minimally processed foods and how patterns for each form of
food predict weight gain in a longitudinal sample. If highly processed foods truly trigger
meaningful differences in appetitive behavior then individual differences in reward magnitude
estimation for highly processed foods, controlling for reward magnitudes estimation for un- or
minimally processed foods, should predict weight gain directly.

While our results provide preliminary evidence that differences in reward magnitude
estimation are associated with risk for weight gain in children, we also note a null finding from
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chapter four: individual differences in reward magnitude estimation did not predict
differences in caloric intake on the EAH for those that initiated snacking. While this null finding
would need to be replicated because our study was underpowered, it has important
theoretical implications. If choosing when to stop eating is a partially observable decision
process, then differences in reward magnitude estimation should predict how many calories
kids consume. If our results from chapter four stood in a larger study, it could suggest that the
cognitive processes underlying whether to initiate consumption is well described as a decision
process, but when to stop eating - given unlimited access to a food - is better described by
other cognitive and computational properties. Thus, differences in reward magnitude
estimation may predict that people who are more likely to start eating a bag of potato chips,

but other processes may predict how many calories that person consumes before stopping.

5.2.2 Choosing Portion Sizes

While deciding when to stop eating may not be accurately described as a decision
process, which foods and how much of them we put on our plate, could be a context in which
differences in reward magnitude estimation meaningful affect total caloric intake and risk for
weight gain. There is substantial evidence that portion size (E. Morris et al., 2002), variety
(Rolls et al., 1981), and food volume (Bell et al., 2003; Rolls et al., 1998, 2000) all predict caloric
intake. Keenan et al. (2015) suggest that the primary mechanism through which these features
affect caloric intake is by altering estimations of expected fullness. For example, individual
differences in the estimated number of pizza slices you need to eat to feel full predict
differences in caloric intake (Brunstrom & Rogers, 2009). Reframed as a partially observable

decision process, individuals choose portion sizes based on an estimate how rewarding a unit
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of food will be given an estimated current state. Fisher et al. (2003) show that when children
serve themselves - in effect being asked to make that estimation - that they consume
significantly less than when served “age-appropriate” or large portions of the same foods.

In chapter three, our results demonstrate two key features related to how children
may form these estimations. Children can form computationally complex prospective models
of their environment, but choices can be maladaptive if those models do not reflect the true
environment. First, this suggests that young children have the cognitive ability to form
prospective models of the relationship between consuming food and their internal state. A
prospective model would dictate how a unit of food would affect their internal state and the
expected reward from eating another unit of food in that future state; for example, the first
and second slice of pizza would be rewarding, but the third would be aversive (e.g.,
overstuffed and uncomfortable). As in model-based learning, these associations would be
learned through experience consuming a food. However, if the metabolic consequences of
consuming a food are not accurately conveyed to the brain - as Small & DiFeliceantonio (2019)
show is the case for highly processed foods - then these learned prospective models would
estimate reward independently of caloric content. This suggests a mechanism through which
children would be more likely to choose larger portions of highly processed foods, relative to
un- or minimally processed foods. This aligns closely with results from Svisco et al. (2019)
showing that adolescents choose significantly larger portions of highly processed snack foods
relative to un- or minimally processed ones. They also show that selected portion size
accounted for 88% of the variance in amount consumed, regardless of how processed the

snack food was. Thus, children may learn and use prospective models of reward magnitude
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estimation to make choices about portion sizes. These prospective models may not represent
the true relationship between consuming a food and the caloric consequences; however, we
show that choices are based on beliefs about these relationships, not the ground truth.
Accordingly, highly processed foods could meaningfully affect caloric intake by altering

decision processes that dictate portion size.

5.3 Conclusion

Taken together, our results demonstrate a pathway through which highly processed
foods could affect how people value and ultimately make decisions about what and how
much to eat. However, the extent to which decision processes affect clinical outcomes like risk
for weight gain is unclear. We show that while differences in reward magnitude estimation
may not affect cognitive processes underlying the choice of when to stop eating, it may affect
choices about portion. Highly processed foods could meaningfully affect portion size selection
by altering expectations about how consumption affects internal state. Given the strong
association between portion sizes and overall consumption, highly processed foods could
trigger meaningful differences in caloric intake by increasing the portions that people choose

to put on their plate.
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Appendix A: Chapter 2 Supplemental Material

Al. Supplemental Method's
Al.1 Two-Step Task Instructions & Tutorial

Prior to implementing this study, the tutorial was tested and modified to ensure that
the instructions and visual aids were sufficient for participants to make informed decisions
during the game. Feher da Silva and Hare (2020) showed that the complexity of original task
instructions can lead to poor representations of task contingencies, which can confound
interpretations of participants’ choice strategies. The tutorial was tested in an independent
sample of seven representative volunteers. During testing, we assessed the ability of the
tutorial to communicate statistical concepts required to make informed decisions during the
game (e.g. the Gaussian walk underlying win probabilities, independence of probabilities etc.).

The tutorial is linked here and is available as part of the Open Science Framework.

Al1.2 Gaussian Walks

Prior to implementing the study, one thousand randomly generated sets of four
Gaussian walks were pre-selected. Each of the Gaussian walks determined the probability of
at a given slot machine on trial t. First, we wanted to ensure that the 150 trials drawn from
each Gaussian walk maintained the same statistical properties at the beginning (t:) and end of
the game (tis0). Thus, we simulated 1000 points along the walk (t.sss - to) and used points 1001-
1150 for the trials in the game (t: - tiso). Second, we wanted to ensure that the set of Gaussian
walks were initially distributed, such that there were better and worse options starting at t;.

Third, we wanted to ensure that the differential probability of winning within each state
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changed meaningfully at least once. Fourth, we wanted to ensure that the differential
probability of winning between each state changed meaningfully at least once. Last, we
wanted to ensure that probabilities on winning within or between state were, on average,
meaningfully dispersed. Thus, we simulated sets of four random Gaussian walks until one-

thousand occurred that met the following criteria:

Within each set of two slot machines for each set of slot machines in S,, where t is trial:

abs(Ap(win)¢) > 0.2
Ap(win); > 0.2 for at least 1 trialin tis - tiso
Ap(win); < —0.2 for at least 1 trialin tis - tiso

t+15 i
; absl(sAp(Wm)) > 0.2 for at least 7/10 blocks of 15 trials

Between sets of slot machines where set, and set, refer to each set of slot machines in

> wNE

S;and the probability of winning in the average probability of each slot machine within the

set:

abs(Ap(win | sety);; — Ap(win | sety)q1) > 0.2
p(win|set,); — p(win|sety), > 0.2 for at least 1 trial in tis - tiso
p(win|set,); — p(win|sety), < —0.2 for at least 1 trial in tis - tiso.

t+15 ; P
Lt abs(p(wm'izta) pwinlsety)) -, (5 for at least 7/10 blocks of 15 trials

H W
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A2. Supplemental Results

Table 4: Hierarchical Mixed-Effects Logistic Regression - Choose Better S, Slot

Given Current State
Variable Estimate  Std. Error Z P AlC
Step 1 18910
Intercept 0.007 0.058 0.114 0.909
Ap? 2.059 0.115 17.965 <2x10*®
Step 2 18896
Intercept 0.005 0.058 0.080 0.936
Ap 2.068 0.115 18.013 <2x107
Condition® 0.084 0.037 2.276 0.023
AP*Condition -0.420 0.113 -3.719 2x10%
Step 3 18885
Intercept 0.229 0.098 2.341 0.019
Ap 1.614 0.243 6.641  3x10“
Condition -0.128 0.080 -1.595 0.111
Trialc -0.410 0.146 -2.811 0.005
Ap*Condition 0.081 0.224 0.364 0.716
Ap*Trial 0.823 0.423 1.943 0.052
Condition*Trial 0.397 0.135 2.949 0.003
Ap*Condition*Trial -0.955 0.387 -2.465 0.014
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Variable Estimate  Std. Error Z P AIC

Step 4 18875
Intercept 0.246 0.099 2.488 0.013
Ap 1.550 0.252 6.147 8x10%°
Condition -0.105 0.082 -1.287 0.198
Trial -0.441 0.148 -2.971 0.003
Order® 0.102 0.099 1.025 0.305
Ap*Condition -0.082 0.233 -0.353 0.724
Ap*Trial 1.009 0.439 2.298 0.022
Condition*Trial 0.349 0.137 2.545 0.011
Ap*Order -0.318 0.253 -1.259 0.208
Condition*Order 0.025 0.082 0.311 0.756
Trial*Order -0.185 0.149 -1.245 0.213
Ap*Condition*Trial -0.630 0.404 -1.558 0.119
éf;if”dition* 0468 0233 2015  0.044
Ap*Trial*Order 0.883 0.441 2.002 0.045
g‘r’g:rition*mal* 0098 0137  -0.717 0474
?E;ﬁ%”:j:;o”* 0.992 0404 2455  0.014

2 p(win|choose better slot) - p(win|choose worse slot) where Ap € [0, 0.8]
® Food Reward Condition = 1, Monetary Reward Condition = -1
Trial scaled as a proportion of completeness, where trial € [0.0067, 1]

4 Food Reward Condition first = 1, Monetary Reward Condition first = -1
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Table 5: Hierarchical Mixed-Effects Logistic Regression - S, Stay Given Same State
in Back-to-Back Trials

Variable Estimate  Std. Error Z P AlC
Step 1 7590
Intercept 1.122 0.088 12.740 <2x107%
(O1%% 1.010 0.030 33.260 <2x107
Step 2 7548
Intercept 1.137 0.089 12.803 <2x107
Ot 1.024 0.031 33.171 <2x107%
Condition® -0.186 0.030 -6.150 8x 107
Oc1*Condition -0.129 0.030 -4.275 2x10%
Step 3 7527
Intercept 1.035 0.104 9.982 <2x107
Ot 1.192 0.062 19.283 <2x107%
Condition -0.061 0.061 -1.000 0.317
Trial® 0.206 0.106 1.950 0.051
O:1*Condition 0.025 0.061 0.405 0.685
Ot1*Trial -0.323 0.106 -3.035 0.002
Condition*Trial -0.249 0.106 -2.356 0.018
O:1*Condition*Trial -0.303 0.106 -2.854 0.004
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Variable Estimate  Std. Error Z P AIC

Step 4 7501
Intercept 1.011 0.106 9.524 <2x107
Ot1 1.176 0.063 18.650 <2x107%
Condition -0.097 0.062 -1.558 0.119
Trial 0.292 0.109 2.670 0.008
Order® -0.081 0.106 -0.763 0.445
O:w:1*Condition 0.015 0.063 0.237 0.813
O *Trial -0.243 0.110 -2.212 0.027
Condition*Trial -0.151 0.109 -1.379 0.168
Ow1*Order -0.046 0.063 -0.734 0.463
Condition*Order -0.142 0.062 -2.267 0.023
Trial*Order 0.254 0.109 2.325 0.020
Ow:1*Condition*Trial -0.231 0.110 -2.110 0.035
O -0.021 0.063  -0334  0.739
1*Condition*Order
Ow1*Trial*Order 0.234 0.110 2.130 0.033
gg:dition*mal*or 0.355 0.109 3248  0.001
Qws”Condition® 0.231 0.110  2.106  0.035

Trial*Order

2Win=1, loss=-1
® Food Reward Condition = 1, Monetary Reward Condition = -1
Trial scaled as a proportion of completeness, where trial € [0.0067, 1]

4 Food Reward Condition first = 1, Monetary Reward Condition first =-1
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Figure 11: Learning Rate (a) and Median Error (€) For Each Participant and
Condition. Median error is a function of learning rate, how often participants sampled each
slot machine, and the specific outcomes that they experience given the true underlying
probability. An error of -5% means that on a given trial, the probability of choosing the better
slot machine is 5% less than what it would be if a participant’s estimations of the task
contingencies were perfect (Q = Ap).
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Figure 12: Decay Rate (k) Captures Preference Reversals and Learning to Avoid
Wins. An example participant that shows a preference reversal in the Food Reward Condition,
but not in the Monetary Reward Condition. The red and black lines represent the average
percentage of S, choices (15 trial trailing average) that the participant chose the S, option with
the higher chance of winning. The bold grey line shows the average difference between the
better and worse slot machines, scaled as a proportion of the maximum possible difference;
larger differences indicate that it is easier to identify the better slot machine (i.e., the task is
easier). The four sections A-D represent four qualitatively different sections of choice behavior.
(A) Shows the initial phase of learning and optimization of choice to win in both conditions. (B)
Shows the preference reversal in the Food Reward Condition; in the Monetary Reward
condition, the slight decrease in choice accuracy is likely attributable to the decreasing
difference between the slot machines (i.e., increasing difficulty of the task). (C) Shows that as
the difference in probabilities decreases (i.e., the task gets more difficult), choice accuracy in
both conditions converges towards chance. (D) Shows that as the task gets easier again,
choice accuracy diverges from chance in opposite directions: participants get better at
choosing the better slot machine in the Monetary Reward Condition and better at avoiding the
better slot machine in the Food Reward Condition.
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Appendix B: Chapter 3 Supplemental Material
B1. Model Fitting Specifications

During both optimizations, parameter estimates were calculated using the sequential
least squares programming optimizer (optimize module) in the Python package SciPy
(Virtanen et al., 2020). Each participant’s parameters were estimated twenty times; for each
iteration, random seeds were drawn from a uniform distribution within the parameter
bounds. This set of 120 random seeds (six free parameters x twenty iterations) was identical
for all participants and for each time we fit the model within participant.

The Akaike information criterion (Akaike, 1974) (AIC) for the null model (i.e.,
p(switch) = 0.5) was 20,650 (AIC per individual = 67.9). The AIC for the model that assumes
that participants would only exhibit Abundance Bias, or no bias at all, was 16,951 (median AIC
perindividual =59.6, IRQ =41.9 - 70.1). In this model optimization, we bounded the values of
the free parameters from (3) such that g, 85 € [—100,0]. The AIC for the model that assumes
that participants could exhibit Abundance or Deplete-Replenish Bias was 16,030 (median AIC
per individual =57.4, IQR = 38.0-68.0). In this model optimization, we centered the bounds of

the free parameters in (3) over zero, such that 8,, 85 € [—50,50].

B2. Simulations

In simulation 1, outcomes were calculated based on the predetermined order of cards.
In simulations 2-4, choices given each strategy (Deplete-Replenish Heuristic, Abundance
Heuristic, and optimal learning) were simulated 1000 times. In all four conditions, the

probability of winning and expected values of each deck were defined as:
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p(outcome = win) = 0.5 (16)

EV(ADV) = 0.5 where p(reward = k) = [0.5,0.5] for k € [1,0] (17)

EV(DIS) = 0.5 where p(reward = k) = [0.5,0.2,0.1,0.2] for k
(18)
€[2,-2,—3,—4]
In the simulation 1 (CGT), the outcomes were predetermined as defined in the task. In

simulation 2 (Decks Do Not Alternate), the conditional probability of winning on trial t given

the outcome of the last trial (t-1) was defined as:

p(wing|loss;—1) = p(loss;|win;_,) = 0.5 (19)

In simulation 3 (Decks Alternate Jointly), the conditional probability of winning given

the choice and outcome of the last trial was defined as:

p(wing|loss;_1) = p(loss;|win,_;) = 0.818 (20)

The rate of alternations (0.818) was defined using the rate of alternations in the CGT
through the first twelve cards. The sequence of wins and losses is identical in both decks
through card 12. For simulation 4 (Decks Alternate Independently), the conditional probability

of winning given the choice and outcome of the last trial is defined as:
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p(wing|stay, loss;_1) = p(loss;|stay,win,_,) = 0.818 (21)

p(wing|switch, loss;_1) = p(loss;|switch,win;_,) = 0.5
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