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Abstract
Purpose: Accurate automated breast cancer diagnosis from mammography remains a

challenging task due to the small size and subtle nature of breast lesions in relation to the large

dimensions of mammographic images. Additionally, the lack of explainability in deep learning-

based classification models limits their clinical applicability. This study aims to develop a CNN-

based automated breast cancer diagnosis model while integrating a novel Hierarchical Shapley (h-

Shap) method to improve model explainability by identifying and visualizing key image regions

influencing classification outcomes.

Methods: The publicly available CBIS-DDSM mammography dataset, comprising 1,131

patients with 1,355 abnormalities, was utilized. Each image was resized to 1500×1000 pixels and

uniformly segmented into smaller patches for localized analysis. A CNN-based EfficientNet-B0

deep learning model was trained to classify whether each patch contained an abnormality. The

dataset was split into training, validation, testing sets in an 7:1:2 ratio. The h-Shap method was

employed to compute the contribution of individual image regions to classification decisions,

allowing for a hierarchical decomposition of feature importance. Saliency maps were generated to

align model predictions with clinically relevant features.

Results: Two separate patch-based classification models were trained and evaluated

independently for the Cranio-Caudal (CC) and Mediolateral Oblique (MLO) mammographic

views using the CBIS-DDSM dataset. The CC view model achieved a classification accuracy of

83.43%, with a true positive rate (TPR) of 29.62% and a true negative rate (TNR) of 90.16%. The

MLO view model showed improved overall performance, reaching an accuracy of 89.36%, TPR

of 29.64%, and TNR of 96.83%. In terms of explainability, 35.20% of correctly classified

positive patches in the CC view and 43.76% in the MLO view produced h-Shap saliency maps

with spatial overlap (IoU ≥ 0.6) with the annotated tumor regions, supporting the explainability

potential of the proposed framework.
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Conclusion: This study integrates the EfficientNet-B0 CNN model with the h-Shap

method to enhance the explainability of automated breast cancer diagnosis in mammography. The

results demonstrate the model’s potential in detecting abnormalities while providing visual

explanations. Future work will focus on improving sensitivity and refining explainability

techniques for more reliable clinical application.
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1. Introduction

1.1 Research Background

Breast cancer is the most frequently diagnosed cancer among women worldwide and a

leading cause of cancer-related mortality. According to the World Health Organization (WHO),

as shown in Figure 1, in 2022 alone, about 2.3 million new cases of breast cancer were reported,

leading to approximately 670,000 deaths globally (World Health Organization, 2024). Early

detection significantly improves survival rates, as breast cancer is highly treatable when

diagnosed at an early stage (National Breast Cancer Foundation, 2025).

Figure 1: Global Breast Cancer Data (2022).

Consequently, routine screening programs have been widely adopted to facilitate early

diagnosis, with mammography being the most effective imaging modality for breast cancer

screening for many women (Centers for Disease Control and Prevention, 2024).

Mammography is a low-dose X-ray imaging technique specifically designed for breast

tissue visualization. It plays a crucial role in early cancer detection, allowing radiologists to

identify subtle benign and malignant abnormalities, including calcifications and masses, before

they become clinically palpable (American Cancer Society, 2022). Screening mammography
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typically includes two standard views per breast: the Cranio-Caudal (CC) View, which provides a

top-down projection of the breast, and the Mediolateral Oblique (MLO) View, which offers a

side-angled perspective that includes more of the pectoral muscle and deep breast tissue. Figure 2

shows the dual view of the left and right mammography. These dual views improve lesion

detection by capturing complementary perspectives, reducing the risk of missing abnormalities

that might be visible in only one projection (Kantharia, Gadgil, Cherian, Basu, & Lucas, 2023).

Figure 2: (a) RCC View; (b) LCC View; (c) RMLO View; (c) LMLO View.

Despite its advantages, mammographic explanation remains challenging due to dense

overlapping structures in breast tissue, which can obscure tumor visibility and lead to false

negatives (Boyd et al., 2007). Moreover, radiologists’ subjective judgment introduces inter-

observer variability, affecting diagnostic consistency (Elmore, Nakano, Koepsell, Desnick, D'Orsi,

& Ransohoff, 2003). To address these limitations, AI-driven computer-aided diagnosis (CAD)

systems have been developed to assist radiologists in mammographic image analysis (Chan,

Samala, & Hadjiiski, 2020).

1.2 Related Work

1.2.1 Deep Learning for Breast Cancer Classification

Deep learning has significantly advanced computer-aided breast cancer detection, with

Convolutional Neural Networks (CNNs) becoming the dominant approach. Unlike traditional
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machine learning methods that rely on handcrafted features, CNNs automatically extract

hierarchical image representations, capturing both low-level textures and high-level structural

patterns relevant to breast cancer classification (Zhu, Wang, & Zhang, 2023). Various CNN

architectures, including VGG, ResNet, and EfficientNet, have demonstrated strong classification

performance in mammographic analysis. Among them, EfficientNet-B0 has gained attention due

to its optimal trade-off between accuracy and computational efficiency (Tan & Le, 2019).

To improve CNN-based mammographic classification, researchers have explored various

architectural enhancements, preprocessing strategies, and training methodologies. Jaamour et al.

(2023) evaluated multiple CNN architectures (VGG19, ResNet50, InceptionV3, DenseNet121,

MobileNetV2) and optimized performance using image preprocessing, transfer learning, and data

set partitioning. A method is introduced to verify the difference of different processing methods

through control variables. They were assessed based on the benign and malignant classifications

that mammograms held. Their findings highlight the role of Gaussian filtering, histogram

equalization, and optimal clipping in improving model accuracy.

Hekal et al. (2021) developed a computer-aided detection (CAD) system that leverages

automated Otsu thresholding for tumor segmentation in ROIs, combined with AlexNet and

ResNet-50 feature extraction, and classification using Support Vector Machines (SVMs),

achieving 91% accuracy in a four-class (Benign Mass, Malignant Mass, Benign Calcification,

Malignant Calcification) tumor classification task.

Agarwal et al. (2019) explored a patch-based CNN method for quality detection in full-

field digital mammography (FFDMs). Their task is to first determine the positive and negative of

the patch, and then segment the abnormal area of the positive patch. Their study highlighted the

benefits of transfer learning, demonstrating that pretraining CNNs on CBIS-DDSM and fine-

tuning on INbreast significantly outperformed ImageNet-based pretraining. Their domain

adaptation strategy resulted in a 98% true positive rate (TPR) at 1.67 false positives per image
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(FPI), underscoring the importance of medical-specific dataset pretraining. At the same time, this

framework avoids the need for bounding-box annotations during training and leverages patch-

level learning to build an effective detection system. CNN is used as a classifier for patch in this

work, and the output confidence probability values are used for mass detection.

Busaleh et al. (2021) propose an integration-based CAD system that integrates multi-

context feature extraction using regions of interest (ROIs) of different sizes. Their work focused

on classifying the ROIs of mass as benign and malignant. Their method is based on the fusion of

ResNet-50 and SVM with a sensitivity of 98.48% and a specificity of 92.31%, illustrating the

importance of context-aware classification models in mammography.

Shen et al. (2019) developed an end-to-end deep learning pipeline for 5-class patch

classification (Benign Mass, Malignant Mass, Benign Calcification, Malignant Calcification,

Background). When they select patches, while selecting an abnormal patch, they also collect a

patch with no abnormality on the same image as the background, which effectively ensures the

balance between positive and negative patches. Their all-CNN model, pre-trained on CBIS-

DDSM and fine-tuned on INbreast, achieved an AUC of 0.91 with ensemble averaging. Their

saliency map analysis confirmed that the model accurately localizes clinically significant breast

lesions, validating its potential for AI-assisted breast cancer screening.

While deep learning models have achieved high classification performance, challenges

remain in improving model explainability, and integrating multi-view mammographic data.

Subsequent sections will discuss these challenges and the proposed solutions in detail.

1.2.2 Explainability in AI for Medical Imaging

The lack of explainability in deep learning-based medical imaging models presents a

significant challenge for their adoption in clinical practice. Unlike traditional machine learning

approaches, which often rely on explicit feature selection and explainable decision-making, deep

learning models—particularly CNN-based breast cancer classifiers—function as black-boxes,
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making it difficult for radiologists to trust AI-generated diagnoses (Ahmed, Bibi, Khan, & Nasir,

2024). To address this issue, researchers have developed various explainable AI (XAI) techniques

to provide transparency into model predictions. These methods can be divided into saliency-based

visualization methods and non-saliency-based visualization methods. At the same time, there are

some other classification standards.

Saliency-based methods, particularly Grad-CAM and its variants, are among the most

widely used explainability techniques in medical imaging. These approaches leverage gradient-

based feature importance mapping to highlight the most influential regions of an input image for

a given AI prediction. Borys et al. (2023a) provide a comprehensive review of saliency methods,

including Class Activation Mapping (CAM), Gradient-weighted Class Activation Mapping

(Grad-CAM), Local Interpretable Model-Agnostic Explanation (LIME), SHapley Additive

Explanations (SHAP), and Occlusion.

CAM is one of the earliest techniques for visual explanations. It uses the last

convolutional feature maps of a CNN, and combines them with the weights from the final

classification layer. However, CAM only works with specific architectures that include global

average pooling layer. It's fast and simple, but limited in flexibility.

Grad-CAM improves upon CAM by using the gradients of the target class with respect to

the feature maps. These gradients indicate how important each channel is for the prediction. The

method is widely applicable to most CNN architectures. While more flexible than CAM, it still

produces fairly coarse visualizations and may lack fine-grained detail, especially in small lesions.

LIME is a model-agnostic technique that creates a simplified linear model around a

specific prediction. It perturbs the input by randomly masking out regions, and records how the

prediction changes. Then it fits a simple linear model to approximate the original model’s

behavior locally. LIME provides region-level explanations, but it can be unstable and

computationally expensive.
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SHAP is based on cooperative game theory, and assigns each input feature a “Shapley

value” — reflecting how much it contributes to the final prediction. It considers all possible

feature combinations, providing fair and theoretically sound attributions. SHAP offers strong

guarantees of consistency and local accuracy, but is computationally expensive, especially in

high-dimensional data. Still, it is a rigorous and widely respected explanation methods.

For Occlusion. This method is very intuitive: it simply occludes one region at a time, and

observes how the prediction changes. If occluding a region significantly reduces confidence in the

prediction, that region is considered important. It’s easy to implement and model-agnostic, but

not very efficient — as it requires many forward passes, and only considers one region at a time.

Additionally, it cannot capture interactions between regions, which may limit explainability in

complex tasks.

Meanwhile, they caution that saliency maps can be inconsistent across different CNN

models, and their explainability remains qualitative rather than quantitative, necessitating

standardized validation metrics in clinical applications.

While saliency maps provide visual explanations, they often fail to capture higher-level

decision-making processes within deep learning models. Borys et al. (2023b) argue that non-

saliency-based XAI approaches—such as counterfactual reasoning, textual justifications, and

statistical feature importance estimation—can offer more interpretable and clinically relevant

explanations than heatmaps alone. Their review categorizes these methods into three primary

groups: 1) Case-based explanations, such as Testing with Concept Activation Vectors (TCAV),

which evaluate the model’s reliance on specific radiological features. 2) Text-based explainability

techniques, including Visual Question Answering (VQA) and Image Captioning, which provide

human-interpretable diagnostic insights. 3) Auxiliary explanations, such as t-SNE clustering and

uncertainty quantification, which improve AI reliability assessment.
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With the increasing number of available XAI techniques, researchers have focused on

evaluating their effectiveness and reliability in medical imaging. Van der Velden et al. (2022)

propose a standardized framework for classifying and assessing XAI methods based on three

dimensions: 1) Model-based vs. Post-hoc: Differentiating between inherently interpretable

models (e.g., decision trees) and post-hoc explanations applied to CNNs. 2) Model-Specific vs.

Model-Agnostic: Distinguishing methods designed for specific architectures (e.g., Grad-CAM for

CNNs) from those that can be used across multiple models (e.g., LIME, SHAP). 3) Global vs.

Local Explanation: Assessing whether a technique explains overall model behavior or provides

instance-specific justifications. Their findings underscore the importance of explainability

consistency and robustness testing in medical AI, advocating for clinically validated benchmarks

to assess XAI effectiveness.

Recent studies have applied XAI techniques specifically to breast cancer classification

and detection, investigating their real-world clinical utility. Singh et al. (2020) analyze the role of

explainability in deep learning models for mammography, emphasizing that Grad-CAM,

Integrated Gradients, and SHAP remain the most widely used post-hoc XAI methods. However,

they highlight critical limitations in model transparency, particularly in cases where CNNs rely on

spurious correlations in training data rather than clinically relevant tumor features.

Despite advancements in XAI for medical imaging, challenges remain in validating AI-

generated explanations, improving the efficient of computational cost of explainable methods,

improving the stability of saliency maps, and integrating multi-modal explainable techniques.

1.2.3 SHapley Additive exPlanations (SHAP)

SHAP is a unified framework for model explainability. It's grounded in cooperative game

theory, where each feature is treated as a 'player' in a game, and the goal is to fairly distribute the

'payout', and it can be applied to CNNs to generate pixel-wise importance maps that highlight

which image regions contributed most to a prediction. Lundberg & Lee (2017) introduced SHAP
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as a unified framework for post-hoc model explanation, ensuring that feature attributions satisfy

local accuracy, missingness, and consistency. SHAP values provide a mathematically rigorous

approach for estimating feature importance, unifying and generalizing LIME, DeepLIFT, and

Layer-wise Relevance Propagation (LRP) into a single framework.

Shapley coefficients can be derived axiomatically. Given an input sample X = {x1, x2, ...,

xn}, where each xi represents a feature (e.g., a pixel or region in an image), the goal of SHAP is to

determine the relative importance of each feature in influencing the model’s output f(X). To

compute the contribution of a single feature xi, Shapley values consider all possible subsets of

features }{\][ inC  , computing the marginal contribution of xiwhen added to each subset:





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
}\{][

}{ )]()([
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)!1(!
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CiCi XfXf

n
CnC
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where )( fi is the Shapley value for feature xi, representing its contribution to the model’s

prediction. }{\][ inC  represents all subsets of features that do not include xi. )( CXf is the

model’s prediction using only the features in subset C, with all other features replaced by a

baseline value. )()( }{ CiC XfXf  measures the marginal effect of including xi in the prediction.

Ahmed et al. (2024) demonstrated that SHAP-based explanations, when applied to CNN-

based mammographic classification, can provide clinically meaningful feature attributions,

though they caution that computational cost remains a limitation.

1.3 Objective and Organization of the Paper

Advancements in deep learn-based mammography analysis have significantly improved

the detection of breast cancer, but key challenges remain in explainability, calcification detection,

multiple abnormalities analysis, and multi-view mammography analysis. Existing CNN-based

breast cancer classifiers tend to be black-box models, which limit their clinical application due to

lack of interpretability.
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To address these challenges, this study proposes a method integrating patch-based CNN

classification with hierarchical Shapley interpretation (h-Shap) to improve the explainability of

breast cancer classification models and the ability to detect multiple abnormalities. The primary

objectives of this research are:

To develop a patch-based classification CNN framework that can distinguish between

normal patches and abnormal patches in mammography images. Trying to Improve the model’s

ability to detect small or subtle lesions by analyzing the image in localized patches.

To explain the key region in the image affecting the classification. Trying to provide a

structured, multi-level and computationally efficient explanations that can align more closely with

clinical reasoning.

The remainder of this paper is structured as follows. The Methods and Materials section

introduces the dataset used in this study, describes the preprocessing procedures, and presents the

patch-based deep learning classification framework. This section also explains the integration of

the hierarchical Shapley (h-Shap) method to enhance the model’s explainability. The Results

section provides a detailed analysis of the classification performance and evaluates the

explainability outcomes generated by h-Shap. Finally, the Discussion section reflects on the

contributions and significance of this work, identifies its limitations, and proposes directions for

future research.



10

2. Methods and Materials

2.1 Dataset

This study utilizes the Curated Breast Imaging Subset of the Digital Database for

Screening Mammography (CBIS-DDSM), a standardized version of the original DDSM dataset,

specifically curated to facilitate computer-aided detection (CADe) and diagnosis (CADx)

research. The DDSM, first introduced in 1997, contains 2,620 digitized film mammograms with

pathology-confirmed labels for normal, benign, and malignant cases. However, its initial use was

limited by non-standard image formats, outdated compression methods, and imprecise lesion

annotations, making it difficult to develop and benchmark AI-based diagnostic tools (Lee et al.,

2017).

CBIS-DDSM was created to resolve these issues by: 1) Reformatting mammographic

images into a modern, accessible format suitable for deep learning research. 2) Refining lesion

annotations, including manually reviewed mass segmentations and bounding boxes. 3) Providing

structured metadata, such as BI-RADS descriptors, lesion subtlety ratings, and patient age, for

enhanced reproducibility in AI research. 4) Curating 753 calcification cases and 891 mass cases,

ensuring a dataset of sufficient size for training and validating deep learning models. 5) Defining

standardized train/test splits, enabling performance benchmarking across different AI-based

mammographic analysis studies (Lee et al., 2017). The dataset provides high-resolution digital

mammograms labeled as benign or malignant based on biopsy-confirmed results, with additional

metadata such as breast density, assessment, and diagnostic details.

Table 1: Statistics based on abnormality level for removing unavailable data.

Benign Benign Without
Callback

Malignant Total

Calcification 366 294 380 1040
Mass 416 97 450 963
Total 782 391 830 2003
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While the CBIS-DDSM dataset is a valuable resource for breast cancer research,

several inconsistencies and anomalies needed to be addressed before model training. One

significant issue was confused pathology, where discrepancies in pathology labels existed

between the CC and MLO views of the same abnormality, potentially leading to inconsistent

classification. Additionally, some mammograms contained corrupted pixels, rendering them

unreadable and unsuitable for analysis. Another common issue was matrix size mismatch, where

the original images did not align correctly with their corresponding segmentation masks, affecting

lesion localization accuracy. To ensure data integrity, cases exhibiting these anomalies were

excluded, resulting in a refined dataset containing 1,525 patients, of which 79 had both mass and

calcification cases, leading to a total of 1,604 cases. This dataset includes 852 mass cases and 752

calcification cases, with an average abnormality-to-matrix ratio of 0.0083393. By applying these

refinements, this study ensures a more standardized and reliable dataset, enhancing the robustness

of deep learning-based breast cancer classification.

Figure 3: Statistics on the number of abnormality per patient after removing
unavailable data.

Table 1 shows statistics based on abnormality level for removing unavailable data,

including benign, benign without callback, malignant mass and calcification. Figure 3 illustrates
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statistics on the number of abnormality per patient after removing unavailable data, and it can be

seen that most patients only have one abnormality.

Table 2: Statistics based on abnormality level for dual view data.

Benign Benign Without
Callback

Malignant Total

Calcification 279 184 275 738
Mass 276 36 305 617
Total 555 220 580 1355

After the first round of examination, specific cases were selected to ensure that each

abnormality had both a CC and MLO view available for each breast, preserving cases for

potential dual-view matching studies. Following this selection process, the dataset consists of

1,131 patients, including 32 patients with both mass and calcification cases, resulting in a total of

1,163 cases, of which 587 are calcification cases and 576 are mass cases. The dataset contains

1,355 annotated abnormalities, with an average abnormality-to-matrix ratio of 0.0090525.

Figure 4: Statistics on the number of abnormality per patient for dual view data.

Additionally, since some segmentation masks in the original dataset extended beyond the

boundaries of the breast tissue, an intersection operation was performed between each mask and

its corresponding breast region to ensure that all masks remained within the anatomical

boundaries. These refinements enhance the dataset's accuracy and consistency, improving its
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suitability for possible dual-view deep learning-based breast cancer analysis. Table 2 shows

statistics based on abnormality level for dual view data, including benign, benign without

callback, malignant mass and calcification. Figure 4 illustrates statistics on the number of

abnormality per patient for dual view data.

2.2 Data Preprocessing

To ensure consistent and efficient preprocessing across the dataset, we developed a

custom MATLAB App using App Designer (shown in Figure 5). This tool automates the cleaning

and standardization of mammographic images prior to patch generation.

Figure 5: MATLAB APP for automatic image preprocessing.

The app begins by scanning each image to identify and remove unwanted artifacts such

as scanner labels and peripheral noise. This is achieved through connected component analysis,

where components are filtered based on user-defined size constraints (minimum and maximum
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component size). The component with the largest area within valid limits is retained as the

primary breast region, while others are discarded as noise or labels.

Next, the app analyzes the left–right pixel intensity distribution to automatically

determine whether the image corresponds to a left or right breast. This is done by computing the

flux ratio (i.e., total pixel intensity) between the left and right halves of the image. Based on this

analysis, the app ensures correct orientation and removes or pads background on the side opposite

the breast to center the region of interest. This step ensures consistent alignment and framing of

the breast across all samples.

The final output includes a cleaned, centered mammogram ready for resizing and

downstream patch extraction. This GUI-based tool also includes batch processing options,

manual review capabilities, and image-saving functions, supporting both interactive and

automated workflows.

To address cases where automated preprocessing fails—typically due to unusual image

artifacts or anatomical anomalies—a manual preprocessing MATLAB App was developed

(shown in Figure 6). This interactive tool enables users to visually inspect and manually adjust

mammographic images to ensure proper alignment and region extraction.

The app interface consists of multiple synchronized image display panels, showing the

original DICOM image, resized image, and its binarized version. Users can visually identify

mislabeled or noisy regions that cannot be automatically removed and interactively adjust image

parameters. A red bounding box overlay provides real-time visual feedback to guide manual

region selection and refinement.

Key functions include: 1) Image loading and rendering: Automatically locates and

displays specific DICOM files from a nested dataset structure. 2) Manual background cropping or

padding direction control: A toggle allows users to specify the image side (left or right) for

background adjustment, correcting cases where breast orientation is ambiguous. 3) Interactive
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ROI selection: Users can adjust a red rectangular bounding box to precisely crop or isolate the

region of interest, which is then reflected across all image views for consistency. 4) Block size

parameterization: A numeric input allows fine-tuning of preprocessing block sizes to adjust image

binarization or filtering behavior. 5) Save function: Once preprocessing is completed, the

corrected image and related data can be saved for downstream processing.

This manual tool provides essential flexibility for handling exceptional cases that deviate

from the standard preprocessing pipeline, ensuring that all mammograms can be standardized into

the expected structure required for further analysis.

Figure 6: MATLAB APP for manually preprocessing images.

As shown in Figure 7, we designed a MATLAB APP for checking processed images.

After pre-processing, all mammograms were adjusted to 1500 × 1000 pixels. Given the challenge
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of detecting small lesions, a patch-based segmentation approach was applied. As shown in Figure

8 (B), each image was divided into 150 × 100 pixel patches using a sliding window technique

with 50% overlap, resulting in a total of 489,155 patches, among which 45,747 were positive

(benign, benign without callback or malignant) and 443,408 were negative (normal tissue or

background). In the patch image, if the lesion area accounts for more than 10% of the total

original lesion area, or if the lesion size in the connected area exceeds the threshold of 15 pixels,

the patch label is set to positive. Otherwise, the patch is labeled as negative.

Figure 7: MATLAB APP for checking processed images.
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To enhance model generalization and address class imbalance, several data augmentation

techniques were employed. Random horizontal and vertical flipping were used to simulate

different imaging perspectives, while contrast normalization helped correct for variations in

mammogram intensity. Additionally, Gaussian noise injection was applied to introduce slight

variations, ensuring robustness against overfitting. The augmentation factor here is 5. Pixel

intensities were normalized to the [0,1] range, facilitating efficient CNN training. The dataset was

then split into training (70%), validation (10%), and test (20%) sets, ensuring a balanced

representation of positive and negative cases across all subsets.

Figure 8: (A) Image Preprocessing; (B) Patch Generation; (C) CNN Model.

2.3 CNN Model for Breast Cancer Classification

The patches were fed into an EfficientNet-B0 CNN model for binary classification. This

study employed EfficientNet-B0, which is a deep convolutional neural network known for its

optimal balance between accuracy and computational efficiency. The model structure of

EfficientNet-B0 is shown in Figure 8 (C). EfficientNet-B0 utilizes compound scaling, which

uniformly adjusts the depth, width, and resolution of the network to achieve superior

performance with fewer parameters compared to traditional architectures such as VGG or

ResNet.

The network architecture consists of multiple convolutional layers followed by batch

normalization and activation functions, ensuring effective feature extraction. The final
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classification layer is modified to output a binary prediction (positive or negative), using a

sigmoid activation function.

The model is trained using Binary Cross-Entropy Loss with Logits, which is used to

handle imbalanced classification tasks. The Adam optimizer is employed with an initial learning

rate of 10-4, which is reduced by a factor of 0.1 every 10 epochs to prevent overfitting. A batch

size of 32 is used to ensure stable gradient updates, and the model is trained for 50 epochs, with

early stopping based on validation performance to prevent unnecessary computations.

Class imbalance is mitigated here using two strategies. First, positive samples are

assigned higher weights in the loss function to prevent the model from favoring negative

predictions. Second, oversampling of malignant patches ensures a more balanced distribution of

training samples.

To evaluate model performance, several key metrics are used. Accuracy measures overall

classification correctness, while sensitivity (True Positive Rate, TPR) quantifies the model’s

ability to correctly detect samples containing abnormalities, ensuring that such cases are not

overlooked. Specificity (True Negative Rate, TNR) evaluates the model’s ability to correctly

classify normal tissue or background as negative, reducing false alarms. These metrics provide a

comprehensive evaluation of the model’s reliability in breast cancer detection. Two models for

CC view and MLO view were trained and tested separately.

Sensitivity, also known as the True Positive Rate (TPR) or Recall, measures the model’s

ability to correctly identify abnormality-containing samples, including benign, benign without

callback, and malignant cases. A higher sensitivity indicates that fewer abnormal samples are

misclassified as normal, which is critical in breast cancer screening.

FNTP
TPTPR


 [Eq. 2]

where:
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TP (True Positives): Number of correctly identified abnormality-containing samples

(benign, benign without callback, malignant).

FN (False Negatives): Number of abnormality-containing samples incorrectly classified

as normal tissue or background.

Specificity, also known as the True Negative Rate (TNR), measures the model’s ability to

correctly classify normal tissue or background samples as negative. A higher specificity indicates

that the model avoids false alarms, reducing unnecessary biopsies or additional diagnostic tests.

FPTN
TNTNR


 [Eq. 3]

where:

TN (True Negatives): Number of correctly identified normal tissue/background samples.

FP (False Positives): Number of normal tissue/background samples incorrectly classified

as containing abnormalities.

To assess the quality of explanations generated by the h-Shap framework, we adopted the

Intersection over Union (IoU) metric, a standard measure in image segmentation tasks. Each

saliency map produced by h-Shap was first normalized and binarized using a predefined threshold

to extract the most relevant regions. The resulting binary map was then compared with the

corresponding ground-truth abnormality mask provided in the dataset.

The IoU between the saliency map S and ground-truth mask (clinically labeled masks) G

is computed as:

GS
GS

IOU



 [Eq. 4]

2.4 Hierarchical Shapley Explanation Framework (h-Shap)

While SHAP (Shapley Additive Explanations) has become a widely used method for

post-hoc explainability in machine learning models, its computational inefficiency limits its
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applicability to high-dimensional medical images. Standard SHAP computations require O(2ⁿ)

model evaluations, making them infeasible for large-scale image-based tasks like mammography

analysis. To address this limitation, Teneggi et al. (2022) propose Hierarchical Shap (h-Shap), a

novel approach that extends Shapley values into a hierarchical framework, significantly

improving computational efficiency while maintaining theoretical guarantees.

h-Shap is designed to approximate Shapley values hierarchically by breaking an image

into recursively partitioned subregions, computing feature attributions at each level of granularity.

Instead of treating each pixel as an independent contributor, the algorithm first assigns Shapley

values to larger regions and progressively refines them. This approach reduces the computational

burden exponentially, making SHAP feasible for large-scale medical images.

A key advantage of h-Shap is that it retrieves exact Shapley values under Multiple

Instance Learning (MIL) assumptions. The classic MIL formula follows the standard existence-

based assumption, where a package is labeled positive if at least one instance belongs to a

positive class, and negative otherwise. That is, in the identification scenario for mammography,

as long as there is an abnormality in the image, the image is marked as positive. Mathematically,

given a set of instances X = {x1, x2, ..., xn} and an unknown true classification function f*(X), the

bag label Y is determined as follows:

][1)(* nCXf  , such that 1)(* CXf [Eq. 5]

where XC represents a subset of instances within the bag. This is particularly relevant to medical

imaging, where a small but clinically significant region in an image (e.g., a tumor in a

mammogram) may be sufficient for classification. By leveraging MIL principles, h-Shap ensures

that relevant regions are prioritized while ignoring non-informative areas, leading to more

accurate and explainable feature attributions.

h-Shap dramatically reduces computational complexity compared to standard SHAP

approaches: Standard SHAP Complexity: O(2ⁿ) model evaluations, making it infeasible for high-
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dimensional images. h-Shap Complexity: O(γ logγ(n)), where γ is the number of partitions per

level—this results in an exponential speedup.

Experimental results from Teneggi et al. (2022) demonstrate that h-Shap: Produces more

reliable explanations than alternative SHAP-based methods. Achieves a 10-100x reduction in

computation time while maintaining explanation fidelity. Generates clinically relevant

attributions, comparable or superior to traditional saliency-based methods like Grad-CAM.

In this study, h-Shap was integrated into an EfficientNet-B0-based CNN classifier to

enhance explainability in patch-based mammographic classification. Instead of computing

Shapley values at the pixel level, which is computationally impractical for high-resolution

mammograms, h-Shap was applied using a hierarchical partitioning strategy. The method

generates multi-scale feature attributions, providing both global and localized insights into model

decision-making.

The hierarchical decomposition process begins by segmenting each mammogram into 64

subregions, following a three-level partitioning scheme. At each level, subregions are recursively

divided into four equal parts, ensuring a progressively refined representation of feature

importance. Shapley coefficients are computed at each level to quantify the marginal

contributions of individual image regions to the CNN’s classification output. The hierarchical

approach prioritizes critical features while eliminating redundant computations, leading to a more

efficient and scalable feature attribution method. A deeper hierarchy would significantly increase

computational cost, making real-time interpretation infeasible. A shallower hierarchy would

result in overly coarse feature attributions, limiting the precision of explanations.

During the operation of h-Shap, the importance of different regions will be selected and

calculated through combination operation. Here, Gaussian random noise is used as background

image filling.
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Finally, h-Shap was applied to the trained CNN model to generate saliency maps for

patches with positive results after model classification, highlighting the most influential areas.
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3. Results
The evaluated model is a patch-based binary classification network built upon the

EfficientNet-B0 architecture, and trained using the Curated Breast Imaging Subset of the Digital

Database for Screening Mammography (CBIS-DDSM). In this framework, each mammographic

image was divided into overlapping patches, and the model was trained to classify each patch as

either positive (including benign, benign without callback, or malignant) or negative (background

or healthy tissue). Separate models were trained and evaluated for the Cranio-Caudal (CC) and

Mediolateral Oblique (MLO) views to assess performance across different imaging perspectives.

Table 3: Performance of CC view model and MLO view model.

Accuracy Sensitivity Specificity
CC view model 83.43% 29.62% 90.16%
MLO view model 89.36% 29.64% 96.83%

As shown in Table 3, the CC view model trained on Cranio-Caudal (CC) view

mammograms achieved an overall classification accuracy of 83.43% on the test set based on a

confidence threshold of 0.5. The sensitivity (true positive rate, TPR) was 29.62%, indicating that

29.62% of abnormality-containing patches were correctly identified as positive. The specificity

(true negative rate, TNR) was 90.16%, reflecting the proportion of normal patches that were

correctly classified as negative.

The MLO view model evaluated on Mediolateral Oblique (MLO) view images achieved

a higher classification accuracy of 89.36% based on a confidence threshold of 0.5. The sensitivity

was 29.64%, and the specificity reached 96.83%. This indicates that, similar to the CC view

model, 29.64% of abnormality-containing patches were correctly identified, while a higher

percentage of normal patches were accurately classified as negative.

When comparing the two models, the MLO view model achieved higher overall accuracy

(89.36% vs. 83.43%) and specificity (96.83% vs. 90.16%) than the CC view model. The
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sensitivity values were nearly equivalent across both views (29.64% for MLO vs. 29.62% for CC),

indicating similar performance in identifying abnormality-containing patches.

Figure 9: Saliency maps generated by h-Shap for CC view model (correctly classified).

The h-Shap framework was integrated into the model to provide structured feature

attributions and improve explainability in mammographic classification. Saliency maps generated

by h-Shap were analyzed in correctly classified cases to assess their alignment with clinically

relevant tumor regions. Figure 9 presents a series of visual explanations generated by the h-Shap

framework for the Cranio-Caudal (CC) view patch-based classification model. Each row

corresponds to a specific image patch and includes: 1) the original grayscale mammographic

patch, 2) the h-Shap saliency map indicating the relative importance of different subregions (the

darker red regions make a greater contribution to the positive model prediction), and 3) the
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corresponding ground-truth abnormality mask. These examples illustrate varying levels of

alignment between the saliency maps and the annotated lesions. In some cases, h-Shap saliency

maps highlight areas that are roughly spatially consistent with clinical notes, which also means

that prominent areas also contain scattered areas that do not correspond to clinical notes. In this

work, an explanation was considered accurate if the IoU between the h-Shap map and the clinical

annotation was greater than or equal to 0.6 (60%). Among correctly classified CC view abnormal

cases, 35.20% of h-Shap explanations correctly highlighted tumor regions, demonstrating

reasonable alignment between AI feature attribution and radiologist-annotated ground truth.

Figure 10: Saliency maps generated by h-Shap for CC view model (incorrectly classified).
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Meanwhile, as shown in Figure 10, some patches of CC view were classified incorrectly

by the model. For these cases, the ground truth label was negative, but the model judged it as

positive. Some examples of h-Shap saliency maps were given in this cases.

Figure 11: Saliency maps generated by h-Shap for MLO view model (correctly classified).

The h-Shap framework was similarly applied to the Mediolateral Oblique (MLO) view

classification model to generate structured visual explanations. Figure 11 presents a selection of

correctly classified abnormal patches from the MLO view, each row displaying: 1) the original

grayscale image patch, 2) the corresponding h-Shap saliency map, and 3) the annotated ground-

truth abnormality mask. The saliency maps reveal varying degrees of alignment with clinically

relevant regions, with some maps highlighting tumor areas with relatively clear boundaries, while

others show dispersed or partially aligned regions of importance. Among the correctly classified
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MLO view abnormal cases, 43.76% of h-Shap explanations demonstrated correct spatial

alignment with the annotated tumor regions. This proportion indicates a slightly improved

explainability performance compared to the CC view model.

Figure 12: Saliency maps generated by h-Shap for MLO view model (incorrectly classified).

Figure 12 illustrates examples of misclassified patches in the MLO view model. These

include false positives, where normal patches were mistakenly classified as abnormal, and the

corresponding h-Shap maps show attention to benign structures with higher density. While some

saliency maps highlight suspicious areas, they often lack correspondence with any annotated

abnormality, suggesting potential limitations in attribution accuracy under misclassification
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scenarios. These visualizations help reveal how and where the model's attention diverges from

clinically defined lesion regions in error cases.

By comparing the results of the classification models and the h-Shap explanations across

the two views, a consistent pattern emerges. The MLO view model, which achieved higher

classification accuracy and specificity than the CC view model, also demonstrated a higher rate of

h-Shap explanations correctly aligned with ground-truth tumor regions (43.76% vs. 35.20%).

This observation suggests a preliminary correlation between model performance and the

reliability of saliency-based explanations. In other words, models with better classification results

may also produce more clinically meaningful explanations through h-Shap.
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4. Discussion

4.1 Significance of This Work

This study contributes to the field of automated mammogram analysis and explainable AI

in medical imaging in several meaningful ways. First, it proposes a patch-based classification

framework built on the EfficientNet-B0 model, allowing the network to analyze small image

regions independently. This design supports more focused identification of potential abnormal

areas that might be missed when classifying the entire image at once.

Second, this research integrates Hierarchical Shapley (h-Shap) explanations into the

system, offering a structured and more explainable way to understand how the model makes

decisions. Compared to traditional visualization methods like Grad-CAM or pixel-level SHAP, h-

Shap provides clearer explanations by working at multiple levels of image detail and requiring

less computational effort. This approach helps evaluate whether the model is paying attention to

areas that match with radiologist-marked tumors.

Third, the study evaluates performance on both CC and MLO views, which are standard

in clinical breast cancer screening. Including both views allows comparison of how the model

performs depending on image perspective. The analysis shows that MLO-view results have

slightly better alignment between the model’s explanation maps and the actual tumor areas,

suggesting that the choice of view can influence both classification and explainability results.

Overall, this study brings together image classification and explainability by providing

visual and measurable insights into how the model makes predictions. This is important for

improving trust in AI-based tools in clinical decision-making.

4.2 Limitations and Future Work

While the study has several strengths, there are still limitations. Most importantly, the

model shows low sensitivity (around 29.6%) in both CC and MLO views. This means that many

patches containing abnormalities were not correctly identified. Possible reasons include an
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imbalance between normal and abnormal patches, a lack of broader image context, or the small

and subtle appearance of some tumors. Although the patch-based method helps focus on local

details, it may miss important information from surrounding areas, which radiologists usually

consider when making decisions.

Additionally, although h-Shap improves explainability, the results show that only 35.2%

(CC) and 43.76% (MLO) of correctly classified abnormal patches had saliency maps that

matched the annotated tumor areas. This suggests that even when the model gives the right

answer, the reasons behind the decision may not always line up with clinical expectations.

For model test results, the evaluation of this study is limited to patch-level results, and

there is no assembly of patch evaluation results to generate abnormality level results.

Future work should focus on improving both classification performance and explanation

quality. Possible directions include: 1) Evaluation using alternative model architectures, such as

attention based models. 2) Further addressing dataset imbalance, especially the disproportion

between positive and negative patches. Strategies such as random dropping of negative patches. 3)

Incorporation of more diverse data augmentation techniques to improve balance and

generalization. 4) Designing a more refined aggregation method to combine patch-level

classification results into abnormality-level predictions, thereby enhancing the clinical relevance

of model evaluation.

Finally, although the CBIS-DDSM dataset is widely used, it still has limitations such as

imperfect annotations and limited diversity. Expanding the study to larger and more varied

datasets could improve the generalizability of the findings and bring them closer to clinical use.
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5. Conclusion
This study explores a patch-based CNN classification framework for breast cancer

classification while integrating h-Shap for structured feature attribution. While the model

achieved high specificity, its lower sensitivity highlights the challenge of detecting lesions in

mammograms. The introduction of h-Shap successfully improved the explainability of the model

and validated the saliency map of clinically relevant tumor regions in some of correctly classified

cases. The method offers the possibility of h-Shap being combined with deep learning models and

used for mammography classification.

Despite these contributions, challenges remain in optimizing classification sensitivity,

reducing false negatives, and improving the spatial coherence of feature attributions. Future work

will focus on enhancing feature extraction through advanced segmentation techniques, exploring

attention-based architectures for better spatial awareness. Additionally, integrating multi-view

mammographic analysis (CC and MLO perspectives) could provide a more comprehensive

diagnostic framework. By addressing these challenges, future iterations of AI-driven

mammographic analysis can further improve accuracy, interpretability, and clinical reliability,

paving the way for more effective deployment in breast cancer screening.
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