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Abstract

Simultaneous graphical dynamic linear models provide advances in flexibility, parsi-
mony, and scalability of multivariate time series analysis. Core theoretical aspects of such
models are developed throughout this dissertation. These include new results based on
spectral graph theory that demonstrate a correspondence between the structure of dynamic
graphical models and latent factor models, which so far have been typically viewed as mutu-
ally exclusive. We also develop a new Monte Carlo algorithm for Bayesian model marginal
likelihood evaluation that leverages the model’s structure to improve sampling efficiency.
Another Monte Carlo approach is designed for sequentially sampling missing data. This de-
velopment allows for counterfactual inference, enhancing Bayesian causal analyses of time
series data. A backward sampling algorithm enables retrospective inference in general, with
special attention given to causal implications.

The framework advances the ability to scale causal analysis to higher-dimensional time
series. Methodological developments are demonstrated throughout using a global macroe-
conomic time series with time-varying cross-series relationships and primary interests in
potential causal effects. The new methods for marginal likelihood evaluation facilitate
model averaging to account for uncertainty in the model’s graphical structure. The re-
sults highlight the utility of the new methodology and insights generated by the theoretical
structure of these models, and the benefits of the resulting fully Bayesian assessment of
post-intervention outcomes in causal time series studies. A case study of the effect of the
Affordable Care Act’s Medicaid expansion on employment rates exemplifies the utility of
this framework in contexts where treatment adoption is staggered in time. It further shows
the benefit of jointly modeling the full multivariate time series for causal analysis, especially
with respect to estimating average treatment effects.

A final chapter builds a dynamic Bayesian model of the structure of Americans’ political
views, drawing on data from 1984 to 2024. Although extensive past work has used survey
data to examine changes in the ideological consistency of the public’s positions, very few

studies have accounted for the time series nature of the data. Our analysis indicates that

iv



Americans’ views across issues are more strongly correlated now than in the 1980s, but
correlations between many issue pairs remain weak. An implied empirical factor model
reveals latent components in the multivariate relationship: The increasing importance of
a single latent dimension supports the claim that the public exhibits greater ideological

constraint than it once did.
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1. Introduction

This dissertation develops theory and methodology for Bayesian dynamic modeling of
multivariate time series, principally focused on simultaneous graphical dynamic linear mod-
els (SGDLMs: Gruber and West, 2016, 2017). SGDLMs define flexible and scalable multi-
variate time series structures amenable to efficient Bayesian computations for sequential
filtering and forecasting. The models combine parsimonious, customized representations
of univariate series with sparse, time-varying representations of cross-series relationships.
These advances underlie the adoption of SGDLMs for applications in areas such as financial
forecasting and portfolio analysis (e.g., Griveau-Billion and Calderhead, 2021; Kyakutwika
and Bartlett, 2024) with related developments of efficient software (e.g., Gruber, 2018;
Kyakutwika, 2023; C. Xu, 2024).

These structural models include time-varying vector-autoregressions and related mul-
tivariate volatility models as special cases. Such forms have been widely used in macroe-
conomics (e.g., Banbura et al., 2010; Koop and Korobilis, 2010, 2013; Lopes et al., 2022;
Nakajima and West, 2013; Primiceri, 2005; Z. Y. Zhao et al., 2016) and other areas of signal
processing (e.g., Nakajima and West, 2015, 2017) but with constraints on the ordering of
time series. SGDLMs remove that constraint, obviating the issue of dependence on a cho-
sen order of the univariate series and yielding more flexible and parsimonious models. A
further advance is in efficient forward simulation and variational Bayes methodology for fil-
tering and forecasting analyses, eliminating the need for intensive and repeat batch MCMC
analyses used in most of the prior literature.

A principal application of SGDLMs is to counterfactual inference in causal settings. This
investigation is motivated by the synthetic control (Abadie and Gardeazabal, 2003; Abadie
et al., 2010, 2015) literature that uses outcomes from control units to estimate what would
have happened to treated units had some intervention not occurred. A growing literature

has applied Bayesian time series models (Brodersen et al., 2015; Li et al., 2025; Pang et al.,



2022; Tierney et al., 2024a), both univariate and multivariate, to this problem. Our goal is
to build more customized, scalable models for the multivariate time series of interest while
specifying sparse models that enhance interpretability of the counterfactual analysis.

Chapter 2 introduces SGDLMs, describing their model specification and the importance
sampling/variational Bayes filtering strategy of Gruber and West (2016). It then introduces
a novel method for evaluating the marginal likelihoods of SGDLMs (Section 2.6) and an
approach for graph selection and model averaging (Section 2.5). A dataset that will be con-
sidered throughout the dissertation is introduced in Section 2.4. It consists of annual GDP
data from 16 OECD countries, with the focus on the effect of German reunification in 1990
on subsequent economic developments in West Germany and other European countries.

Chapter 3 presents the counterfactual analysis setting where SGDLMs will be applied.
Doing so requires the development of a new Monte Carlo sampler that can sequentially
draw both the missing potential outcomes and the model parameters. In addition to these
specific models, we introduce a new conceptual focus on an outcome-adaptive model that
continues to update on observed data even after the intervention time. Applied to the
German reunification example, this methodology highlights both the direct effect on West
German GDP and the interference effect on other European economies.

Chapter 4 explores the underlying structure of an SGDLM at a given time point. Results
in spectral graph theory allow us to characterize the eigenvalues of the simultaneous regres-
sion matrix, providing insights into the structure of the model’s mean vector. SGDLMs also
implicitly define a factor model where the structure of the parental graph determines the
number of factors and the zero-nonzero patterns of their scores and loadings. This factor
model reveals macroeconomically significant patterns in the German GDP data.

Chapter 5 describes retrospective inference for SGDLMs both in general (Section 5.1)
and in the counterfactual context (Section 5.2), extending the well-established forward
filtering backward sampling (FFBS) algorithm used in dynamic linear models.

Chapter 6 presents a case study concerning the estimation of causal effects of the Pa-

tient Protection and Affordable Care Act Medicaid expansion on employment rates in the
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Southern United States. This context necessitates new methodology to account for the fact
that not all states adopted the expansion in the same year (known as “staggered adoption”,
Ben-Michael et al., 2022). The case study also demonstrates the benefits of modeling the
full multivariate time series for uncertainty quantification about average treatment effects.
We find little evidence that the expansion greatly increased or decreased employment.

Moving away from SGDLMs, Chapter 7 presents a dynamic Bayesian model for the rela-
tionship among American voters’ views on different political issues. This model combines a
semiparametric Gaussian copula model (Hoff, 2007) with Wishart discounting (Prado et al.,
2021, Section 10.4) to model the time-varying correlation matrix of this multivariate series.
Eigenanalysis of this matrix provides an empirical factor model of the underlying structure.
We can then address the large literature examining changes in the level of ideological con-
straint of American voters over time (e.g., Abramowitz and Saunders, 2008; Baldassarri and
Gelman, 2008; Jewitt and Goren, 2016; Layman and Carsey, 2002). Chapter 8 then briefly
summarizes key contributions of the dissertation and discusses some potential directions
for future research.

Chapters 2 through 6 contain material from collaborative work with Mike West in two
papers, one (Vrotsos and West, 2025) that has been submitted for publication and another,
covering mainly Chapter 6, that is in preparation. Chapter 7 concerns collaborative work

with Alexander Volfovsky.



2. Simultaneous Graphical Dynamic Linear Models

This chapter introduces SGDLMs, which are the focus of most of the dissertation.
Sections 2.1 through 2.3 provide background, corresponding largely to Gruber and West
(2016). Sections 2.4 through 2.6 are the product of collaboration with Mike West, to be

published in Vrotsos and West (2025).

2.1 Background and Motivation

We observe a g-dimensional multivariate time series Yy, with yj: denoting the outcome
for the jt series at time t P t1;2;::;; Tu. For each Yjt, we choose a vector of predictors
Xjt, which may include lagged values of this or other series, intercept terms, seasonal com-
ponents, or other related time series. The traditional multivariate dynamic linear model
(MVDLM: West and Harrison, 1997) for this situation specifies a time-varying linear regres-
sion of the outcome vector on these predictors, with an Inverse-Wishart conjugate prior for
the covariance matrix .

Wishart MVDLMs have two major limitations that motivate the use of SGDLMs. First, the
MVDLM structure implies a univariate DLM with the same structure for each individual time
series Yjt. We must therefore have the same predictors and state evolution matrix in each
univariate DLM. In practice, we may have covariates that are only available for or relevant to
certain series, but the MVDLM above does not allow us to customize our models accordingly.
Second, the Inverse-Wishart distribution has only one degree of freedom parameter for all
elements of the covariance matrix. The volatility parameters for all of the individual series
(i.e., the diagonal elements of the covariance matrix) must then have the same degrees of
freedom as well. This limitation becomes particularly relevant in the counterfactual causal
setting of Chapter 3.

In this chapter, we will introduce SGDLMs and describe their specification, filtering
and forecasting, and marginal likelihood computation. SGDLMs help address some of the

flexibility limitations of MVDLMs described above by allowing for greater customization of
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the univariate models. In these models, we can use a different set (or even a different
number) of predictors Xjt in each univariate model. Similarly, the degrees of freedom
parameters on the univariate precisions can vary across the series. This allows the model to

express different levels of uncertainty about the volatility of each series.
2.2 Model Specification

An SGDLM for g-dimensional multivariate outcome vector Yy is specified by defining
univariate dynamic linear models (DLMs: West and Harrison, 1997) of the individual series.
For yjt, we choose 1) the predictors Xjt, as above and 2) a vector Ygpyjq.+ Of contemporaneous
values of the other series at time t, where sppjq gives the indices of the “simultaneous
parental set” of series j. The univariate DLM is:

Vit Fje it gt X gt Ysmjge it v gt Npo; G (2.1)

Vi, !

it Gijt jit 1 Lie  NpO; Wi (2.2)

To write the multivariate model, let:
* it X}t jt and ¢ be the g-dimensional vector containing these values for all the

series.

t be the @ g matrix where the pj; hg entry of ¢ is the relevant element from jy if
h P sppjg and O otherwise.

t diagp 1t;:5; qtq be theq q diagonal matrix containing the precisions for each
series along its diagonal.
* t I 1t qts be the matrix whose columns are the state vectors jy.

The multivariate form of this model for the vector y; can then be written as:

Yt t tYt to t NgpOq; th: (2.3)

We then have y¢ A t tq where A  pl +«q !, giving the implied multivariate
normal distribution for y;:

Yt Ngp & 2.4)



1 1

wherethemean ¢ pl q - ¢and the precision matrix ¢ t pl @ ol
The likelihood for the full vector y; can then be factored into a form that will allow for

efficient marginal likelihood and posterior computation:
1 1
povil & 10 P2 0 AL AL Zexp oy Ac fpAG T ACYE A

1
L tl | t|%P2 q Cexp Eppl WAyt 00 ¢ppl Yt tq

C___
oo lexp
] 2
j 1

. nvV: 1 . 1 .42
jpyj yspqu;t Jt th jtq

N| =

L tl pjtijtl jt jt Ysppjortd:
j1

(2.5)
The pjtpYjtl jt: jts Ysppjg:td terms inside the product are univariate normal p.d.f.s for yj¢
implied by eqn. (2.1). Going forward, we will suppress the simultaneous parents from the

conditioning for notational simplicity, although they remain implicit.
2.3 Filtering and Forecasting

Directly updating the posterior distributions of the model parameters appears in-
tractable because there is no known family of prior distributions that is conjugate to the
full likelihood. The factorization of the multivariate likelihood derived in eqn. (2.5),
however, indicates a potential way to overcome this obstacle. Well-established conjugate
updating rules exist for the univariate likelihoods ppyjt| jt; jtd given Normal-Gamma
priors on p jt; jtd (Prado et al., 2021, Chapter 4). We can apply these formulas to update
the posteriors in the SGDLM, applying a correction for the |l t| term. The details of
filtering at each time, as first described in Gruber and West (2016), are then:

1. Prior: Adopt Normal-Gamma priors for the state parameters, decoupled across each

series:

P it jtlle De 10 NGpaji; Rjt; rjt; Cjied: (2.6)



The NG notation indicates:

itl it Npaje; Rje{pcje jag;
2.7)
jt  Gammapr;i{2; rjtCjt{20:

Marginally, j¢ has a multivariate Ty;,pajt; Rjtq distribution. The joint prior over all

the series is:

PP ¢ t|Dt 14 o7 PjtP jt; jtIDt 10: (2.8)
Jj 1q

. Naive posterior updates: In each of the decoupled models separately, conjugate

posteriors are:
p.df mjep ju jelDd: P jo jilDg NGpmj; Cjomjssie; §0 1:0; (2.9)

with parameters given by the standard DLM updating equations (Prado et al., 2021,
Section 4.3). These are:

mMjt  Ajt  Ajt€jt;

Civ  PRjt  AjrAjdjdZje;

(2.10)
Njc  rjc 1
$it  ZjtCjt,

based on the point forecast error ej:  Yijt F}tajt, the forecast variance factor gj¢
F}tR jtFjt Cjt, the adaptive coefficient vector Ajt  R;jtFjt{gjt, and volatility update
factor zjt  prjt €S {gjea{prje 1a.
. Sample from exact posterior: Combining eqn. (2.5) with the naive posterior updates

gives the exact posterior:
,q,
(/Y |1 B | B Bith ju el (2.11)
il

We can then draw S times from the independent naive posteriors and calculate im-

portance weights wg |l t|* , normalized appropriately. The resulting importance
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sample Sy t §; §;wfuS ; defines a Monte Carlo approximation pmcp t; t|Dtg to
the exact posterior.

. Forecasting ahead at time t: Direct simulation enables forecasting from the full
predictive distribution over one or more steps ahead. For replicates r 1:R; (a)
sample one parameter set {; { according to the IS weights; (b) conditional on this
draw, sample a corresponding pair [ ;; | ; from the evolution equations of the
SGDLM, and recurse into the future to k j 1 steps ahead; (c) at each h 1:k;

r

compute the implied normal parametersp { ,; { .0 as defined in Section 2.2, then

draw y{ |, from that conditional normal distribution. The result is a draw from the

. VB decoupling of posterior: The form of ppmcp t; /Dt does not lend itself to state
evolution of conjugate updating in future time steps. A Variational Bayes step allows
us to find the decoupled pp ¢; _j‘ 1 PjtP jt; jtd posterior with eachp j¢; jtg

N Gpmijt; Cjt; Njt; Sjtq that has the smallest KL divergence from pmcp « ¢|Dtq. The
formulas for these VB-decoupled posterior parameters pmjt; Cjy; Njt; Sjtq are derived
and shown in Appendix 2.A. Note that the correction to the naive posterior comes
from |l t| , which depends only on the j simultaneous coefficients.

. Evolutionto timet 1: The evolutionofthep ji; jtqtop jt 1; jit 10, independently
in each univariate DLM, follows standard univariate DLM theory. This involves a
volatility discount factor P p0;1s and the state innovation variance matrix Wi 1
for the model eqn. (2.2) at time t  1: The latter is specified using a block discount
strategy (West and Harrison, 1997, Chapter 6); Wit 1 is block diagonal with 2 blocks
corresponding to the partition of j¢, i.e. j& P ju jtql. The blocks of Wi 1 are
variance matrices of the evolution innovations on the dynamic regression parameters
(i) jt, of any trends and exogenous predictors, and (ii) jt, of the parental predictors.

Discount factors ; define the variance matrix blocks, and allow differing degrees



of discounting on the 2 subvectors. The time-pt  1q priors are then given as:

ajt 1 Gjir 1Mj;

Rjt 1 Gijit 1Cth};t 1 Wit 1
(2.12)
Mt 1 jNjt;

Cjit 1 Sjt:

This completes the update-forecast-evolve steps, and analysis moves to time t 1.

2.4 Germany Data

Throughout the dissertation, we will consider a macroeconomic example consisting of
annual real per capita GDP measured in 2002 USD (1960-2003) in a selection of ¢ 16
OECD countries, taken from Abadie et al. (2015). The countries with standard 3 character

codes (ordered solely for aesthetics in graphical analysis summaries) are:

Austria (AUT), United States of America (USA), Netherlands (NLD), Portugal (PRT),
Belgium (BEL), Norway (NOR), Australia (AUS), France (FRA), West Germany
(DEU), Italy (ITA), Switzerland (CHE), Denmark (DNK), New Zealand (NZD),
United Kingdom (GBR), Spain (ESP) and Japan (JPN).
A key interest here is assessing the impact of 1990 German reunification on West German
GDP and other countries. This data set has been used extensively to exemplify other causal
methodological developments (e.g., Di Stefano and Mellace, 2020; Klo[3ner et al., 2018;
Pang et al., 2022). In contrast to these prior analyses, which analyze GDP directly, we
model the statistically natural annual log returns yj:  logpGDPj+{GDP;j.t 1q for country j
in year t; see Figure 2.1. This transformation removes the long-run upward trend in per
capita GDP, allowing our model to focus on dependence in annual movements. The large
increase in the GDP per capita of Norway (light blue line) in 2000 is largely attributable to
a spike in global oil prices from 1999 to 2000. Results can and will be transformed back to

the GDP level scale as appropriate.



2.5 Graph Selection

Parental set selection in SGDLMs poses substantial modeling and computational chal-
lenges. With q series, there are 299 19 possible directed graphs and 29" %2 possible im-
plied undirected graphs. Therefore, even for small values of g, it is computationally in-
feasible to calculate marginal likelihoods for SGDLMs defined by all possible graphs, as
is necessary to update a prior specified on this space or perform model averaging. This
challenge necessitates practical strategies for identifying a manageable subset of promising
candidate graphs.

Early SGDLM implementations (Gruber and West, 2016) chose a single set of simulta-
neous parents for each series, selecting the other series with the greatest effect sizes in a
univariate DLM. Later work (Gruber and West, 2017) outlined a sequential approach to
update the parental sets for each series. In this section, we outline a new approach for
selecting candidate parental sets (and therefore directed graphs) that can then be used to
perform Bayesian model averaging.

To choose the candidate parental sets, we examine the univariate regressions of each

series yj on the remaining ¢ 1 seriesy j. A binomial prior on inclusion with per-parent

0.2

0.151

0.1

0.05 F \¥

A log $GDP

-0.05

1960 1965 1970 1975 1980 1985 1990 1995 2000 2005
Year
FIGURE 2.1: Changes in annual log GDP of q 16 countries. The thick line is DEU.
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probability k!{p encodes an expected k' parents. Let k be the number of parents and
. logppy | ; “mie; “mLeq be the log-likelihood function evaluated at the maximum

likelihood estimators. We score each of the 29 ! subsets by the approximate log-posterior:

logpp |ya L pk 1glogpng{2 klog  pp kglogpl q (2.13)

i.e.,, a BIC{2 fit term plus a penalty representing the binomial prior. This approximate

log-posterior can then be used to select candidate graphs for a BMA analysis.
2.5.1 Candidate Models in Germany example

In the Germany example, for k!  1;2;3;4, we evaluate eqn. (2.13) for all 2'° subsets
of possible predictors for each of the ¢ 16 series. Then we select the highest- and second-
highest-scoring models, for a total of 8 models. This approach yields graphs with varying
levels of sparsity, ranging from an average of 1.3 to 2.6 parents per series. Figures 2.2 and
2.3 show graphs selected with k! 1 and k! 4, respectively, which emerge as leading
performers in the model averaging performed in Section 3.4.

The univariate DLM for each of the j 1 :16serieshasa3 vector Xjt with first element
1, followed by lag 1 outcomes of the Australia and New Zealand series. This defines a time-
varying, sparse vector autoregressive form for ¢ to (partly) predict short-term changes
based on the lagged control series, with local intercepts to capture otherwise-unexplained
trends.

Priors and discount factors are the same across all 8 models. For j P 1 : g, the priors at
time t 1961 have aj.195;  P0:05;0;::1;00, Rj.101  diagp0:0025;0:1;:::;0:10, F.q061 4,
and Cj. 957  0:0004. The prior mean of each intercept is 0.05, representing about 5% GDP
growth; prior means of all other coefficients are 0. Two state discount factors are used, one
for jt and one for j¢ in eqn. (2.12), with the standard block discount strategy for DLMs
(West and Harrison, 1997, sect. 6.3). Discount factors are set to 0:95 for both state

discount factors and 0:95 for volatilities.
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FIGURE 2.3: Graph with k! 4 (pink)

2.6 Marginal Likelihood Computation

In this section, we discuss and compare two approaches for evaluating marginal like-
lihoods, dropping time indices on the data and state parameters in order to focus on the
problem at a given time t. Evaluation of one-step-ahead forecast density functions is neces-

sary for calculating marginal likelihoods of SGDLMs, which can be used for comparisons of

12



forecast accuracy across different specifications of the model and for model averaging. The

general form of the density function of interest is:

» »

PRYy(q ppy| ; qep ; qd d
» » (2~14)
| PiPYilYsppjq: §» jARjP j; jod d
j1

where the terms in the product are the univariate normal distributions in eqn. (2.1) and
the conjugate Normal-Gamma priors. Evaluating marginal likelihoods is difficult in general
and many strategies have been proposed in the literature (see Friel and Wyse, 2012 for a

review).

2.6.1 Sampling from the prior pp q

The integral in eqn. (2.14) directly suggests a Monte Carlo approach to estimating ppyq
by sampling from the full Normal-Gamma priors for p j; jg, but sampling from such a
high-dimensional prior will likely be inefficient. Fortunately, it is possible to analytically
integrate out the j and j terms from eqn. (2.14). Integrating out the j terms is possible

using well-known properties of the normal and multivariate normal distributions, giving:

» »

pRYq 1 pipyilYsesios ii AP j; jod d (2.15)
i1
Each pjpy;jlYsppjq; j; j0 is a univariate Npx;aj; | y1Spqu isnci %Ry | xjafpej jag dis-
tribution, where:
a1 a; Ry R'pj &g

I
(2.16)

1
Rj; | R;j; Rj; Rj; R;j;

Then observe that | ;j  Gammapprj p;j o{2;cjprj Q;ja{2q, where the quadratic form

Qi 1 & quj;l P j & 0. We can then integrate out the j terms using the repre-
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sentation of the t-distribution as a scale mixture of normals:

» » » »
PPy ppy|l ; aop ; qd d ppy| ; app | qd  pp qd
» (2.17)
L | PiPYilYsppjos jARP jad ;
j1

where each pjp jq is the p.d.f. of the marginal multivariate Ty;paj; ;R;; ¢ prior for

the simultaneous parental subvector in series j. Each pjpyj|Yspjqr jO is the univariate

tr b px} aj: | y;pqu i Sjq likelihood for series j, where:
o Qj | .

This form of the integral suggests drawing a random sample P4 pp q,ps 1: Sg; from

the set of independent T priors, and then defining the Monte Carlo estimate

S
T fpy| P
s 1

1
Poyq 5
where fpy| is the product of the univariate p.d.f.s for each series. A drawback of sampling

from the prior is that the draws do not take into account the observed y, so these may be

values that are in fact unlikely under the posterior.

2.6.2 Sampling from the posterior pp |yq

In order to produce more-probable draws of the j, reorganization of the integrand in
eqn. (2.17) gives:

»

ppyq fpyq I | PiP jlYi; Ysppigdd ; (2.19)
i1
where each pjp j|yj; YsppjqU is the p.d.f. of the naive multivariate T posterior given in Sec-
tion 2.3 for parental coefficient subvectors in the set of series and fpyq _j] 1 Pjpy;jq is the
product of univariate t;pFjaj;c; F;R;jF;jq predictive densities.
Then the form of the integral in eqn. (2.19) gives rise to a Monte Carlo approach for

evaluating marginal likelihoods based on posterior sampling: draw a random sample PS¢
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pp |ya,ps 1:Sgq, to define the estimate:

S

1 >
oY gfpyq LI I (2.20)
s 1

2.6.3 Comparison of sampling from prior and posterior

Let fpy| qand L |2. The variances of the two Monte Carlo estimators are
given by:
»
S vrgpygs |1 [*fpy| ¢°pp od  ppyd® Er s ppyq’;
»
S vrppygs  fpya® |1 Ppp lyed  ppyq?

»

fpyq fpyl ot [*pp od  ppyg® Er sEr s ppyc?;

where all expectations are taken with respect to pp g. Then the difference in variances is:
StVrppygs Vrppygsu Er 2 s Er sEr s Covr ;| s (2.21)

In most practical models we will have Covr ; s j 0 because [ |2 tends to be
close to 1 (especially as models become more sparse), so the greater variation in  creates
positive dependence between and . Therefore, the Monte Carlo variance for ppyq
will tend to be lower than for ppyq, often significantly so. Figure 2.4 shows the empirical
values of Corr ; s for the 8 models in the Germany case study from 1961 to 1989. The
correlations are positive for every model in every year, with a mean correlation of 0.82.
The estimated reductions in variance, displayed in Figure 2.5, similarly demonstrate the
benefits of sampling from the posterior, showing a 92% reduction on average. While it is
possible to construct examples in which Covr ; s 0 and prior sampling therefore has
lower variance, they typically involve extremely poor model fit and are, we believe, very

unlikely to arise in practice.
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FIGURE 2.4: Correlation between and by year for 8 models in Germany case study.
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FIGURE 2.5: Estimated percentage reduction in variance from sampling from the posterior
by year for 8 models in Germany case study.

2.7 Discussion

After reviewing the specification and IS-VB filtering for SGDLMs, we described a method
for selecting candidate graphs, exemplified through an applied case study. We then pre-
sented a new method for evaluating marginal likelihoods of SGDLMs and demonstrated its
improved performance on this data set relative to more obvious approaches. Faster evalua-
tion of marginal likelihoods enables model averaging over a set of different parental graphs.

It could be extended to other aspects of the model specification to explore their relevance
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to predictive accuracy. Further extensions to decision-focused synthesis (Tallman and West,

2023) may also be possible.
2.A Appendix: Variational Bayes Derivations

Let Er s be the expectation under pmcp g and B denote any constants that do not depend
on the choice of parameters pm; C; n; sq for the approximating Normal-Gamma distribution.

Then the KL divergence of interest is:

Pmcp 5 ¢
KL E log "M&F 1 (2.22)
plomc g o0 g
Erlogppp ; ag  logppmcp 5 qas (2.23)
Erlogppp | qq  logppp qus B (2.24)
1 c 1 . C ! n ns
E §|09 s Ep mq s p mq 5 1 logp g >
n ns n
EIog > log > B
(2.25)
_ ic 1 n ns n
sE 2p mg'C “p mq > 1 Erlogp gs > Er s log p2q
Liogicl Diog ™ Plogesy B:
(2.26)
2.A.1 Solving for m
The partial derivative with respect to m is:
BKL B ~1 1 -
am Bm E mcC > mC m (2.27)
sC Er s sEr sC m: (2.28)
Setting% 0 gives m EErr Ss
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2.A.2 Solving for C

Let Q = C ! be the precision matrix and V' Er p  mg  mag's. The partial

derivative with respect to Q is:

BKL 1B
0 E@rs trpVQq  log |Q|s (2.29)
%rspzv PV lpgg 2C  pC  lyos (2.30)

Line 2.30 follows from equations (139) and (141) in Petersen and Pedersen (2012). Setting

o OgivesC  sV.

2.A.3 Solving for s

Substituting the optimal value of C from above, the partial derivative of the KL diver-

gence with respect to s is:

BKL B ns n ns p 1
—_— — —E —1 — = —| \/ 2.31
T S Ers Slog - 5 logpsq 5 og [sV]| (2.31)
B MSp g Nigg 1S (2.32)
Bs 2 2 %9 3 '
n n
—Er s —: 2.33
2 2s ( )
Setting Bk O givess .

2.A.4 Solving for n

Substituting the optimal value of s from above, the partial derivative of the KL diver-

gence with respect to n is:

BKL B n n n n
Bn Bn EErlogp gs > log 2 EIog SEr s (2.34)
E Erlogr ss n logr n S (2.35)
2 g 2 9%Ers '
Therefore, the optimal n is the value such that:
logpng  Erlogp gs g logp2Er sq O (2.36)
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There is no simple closed-form solution available to this equation, but in practice it can be

solved numerically using the Newton-Raphson method (see Gruber and West, 2016, B.4).
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3. Counterfactual Analysis with SGDLMs

The material in this chapter is the result of a collaboration with Mike West. Its findings

are presented in Vrotsos and West (2025).

3.1 Background
3.1.1 Setting

Causal inference and forecasting in time series data is an area of increasing research in-
terest in recent years, with a main focus on counterfactual forecasting. The canonical setting
is that the q series are observed over time prior to an identified event—or intervention—
time T;. At this time, a subset of the series (the “experimental” series, also known as the
treated series) is regarded as potentially affected, with the remaining “control” assumed to
be unaffected. The post-intervention period continues for T, time periods, giving a total
of T T; T, time periods in the data. Reorder the series so that yi  py.; yiq with
gc Vvector Yt of controls and ge vector Ye¢ of experimental series forqc ge  q: The same
terminology applies for t  T;. Given a pre-intervention model fitted over t 1 : Ty,
counterfactual analysis begins under the assumption of no intervention effects. Write Yet
for the counterfactual potential outcomes for t ¥ T;; the series that would have occurred
under this assumption. Pre-intervention, Yct and Ye,t  Yet are observed; post-intervention
counterfactual analysis assumes only Yt is observed and ye,t is “missing data”. Predictions
of Ye,t are made and successively revised over the post-intervention period to compare with

the actual outcomes; denote the latter by Ve, t:
3.1.2 Synthetic Control

An early approach is the synthetic control method (SCM: Abadie and Gardeazabal,
2003), first introduced in the context of estimating the effect of terrorist activity in the
Basque Country, using other Spanish regions as control units. This method is widely used

in economics and political science across a range of applications, typically in the g 1
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case with one experimental unit. In this context, let Ycpre be the T1  gc matrix of all
pre-intervention control outcomes and Ye:pre be the T1 vector of pre-intervention experi-
mental outcomes. Similarly, let Y¢.post be the T, (¢ matrix of all post-intervention control
outcomes and Ve, :post be the T, vector of post-intervention experimental outcomes.

A “synthetic control” is constructed using a gc-dimensional vector of weights w chosen
to optimize the pre-treatment fit of the experimental series to the synthetic control subject
to two constraints’:

J

These constraints ensure that the synthetic control lies in the convex hull of the control
units’ outcome vectors, avoiding extrapolation from the control outcomes. They also typi-
cally result in a sparse set of weights, such that only a minority of control units contribute
to the synthetic control. A point estimate of the counterfactual Ye,:post is then constructed

as:

Veo:post  YepostW - (3.2)

Estimated causal effects can then be directly calculated at each time as % Ve;t  Yeot-
Inference typically proceeds by one of two types of “placebo” tests (Abadie and Gardeazabal,
2003; Abadie et al., 2015). An “in-time” placebo redesignates a different, earlier time as the
intervention time, with a large estimated placebo effect signaling poor fit. The second type
of placebo tests redesignates each of the control units in turn as the experimental unit, then
compares the distribution of estimated effects across all control units to estimated effect for
the actual experimental unit, with attention to pre-treatment error (for details, see Abadie
et al., 2010, 2015).

We aim to develop an alternative to the SCM that broadens the range of contexts in
which the method can be applied and the goals it can pursue. The SCM is usually applied

to situations with one experimental unit treated at a single point in time, but many situa-

! This form is actually a special case of the synthetic control method in Abadie and Gardeazabal (2003), which
can select weights that match both covariates and outcomes.
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tions of interest (including the Germany and Medicaid examples) involve multiple possibly
affected units, often exposed to interventions at different times. The standard SCM is un-
able to account for dependence between these units or these staggered adoption times.
More generally, the SCM has a narrow focus on estimating causal effects at each time. In
practice, decision-makers will often be interested not only in these estimates but also in un-
certainty quantification and prediction going forward in time. The methods in Section 3.1.3

begin to address these broader goals.

3.1.3 Bayesian Advances

An early Bayesian approach came in Brodersen et al. (2015), which built a univari-
ate dynamic Bayesian model for one experimental unit, incorporating a local linear trend,
seasonality terms, and other exogenous predictors. Later work addressed steps into mul-
tivariate time series (e.g., Antonelli and Beck, 2023; Menchetti and Bojinov, 2022; Pang
et al., 2022). The analysis in Antonelli and Beck (2023) is closely related to SGDLMs in
that it uses a Gaussian graphical model for the covariance matrix. In contrast to our model,
it uses a plug-in estimator for the covariance matrix and so does not provide uncertainty
quantification about the covariance matrix.

The counterfactual forecasting focus is to build a model of the conditional distribution
PPYet|Yctq for t § Ti1 and then assess how such predictions depart from the post T; de-
velopment of ye,t over that period. The literature is embracing the more global goal of
using all control series together, rather than constructing inspired summaries of them as
synthetic controls (Li et al., 2025; Tierney et al., 2024a, 2024b). Linked to these core
goals, a key challenge in the multivariate context is the flexibility of modeling dependen-
cies among series; traditional multivariate models are less flexible and overly constraining,
especially for larger series dimensions g. It is important to enable sensitive characterization
of pre-intervention dependencies between experimental and control series; counterfactual
forecasting is wholly based on that. We also emphasize routine sequential analysis in which

the post-intervention inferences monitor potential causal changes; thus, multivariate time
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series models that enable sequential analysis are of interest. This is particularly impor-
tant in terms of learning about cross-series relationships that may change in time. Further,
the ability to define a parallel post-intervention analysis that explicitly admits the poten-
tial for changes—providing an alternative to the counterfactual hypothesis in the context
of evolving, sequential learning from post-intervention data—is a key theme. This relates
to a number of interests, including the question of whether some of the putative control
series do in fact exhibit post-intervention changes potentially related to the intervention,

i.e., so-called interference effects.
3.2 Counterfactual Analysis in SGDLMs

The SGDLM framework provides an opportunity to address these goals. A main contri-
bution of this chapter is to extend the technical and computational methodology of SGDLM
analysis in Gruber and West (2016) to accommodate the missing data present in this new

context. Refer to the SGDLM in this setting as the counterfactual model (CFM).

3.2.1 Filtering Updates in CFM

The missingness of ye,t complicates post-intervention inference on SGDLM parameters.
Conjugate normal-gamma updates for the univariate models cannot be performed if experi-
mental series are either parents or children of other series. In this case, the standard SGDLM
filtering analysis breaks down. However, the structure of the model leads to an immediate
extension to incorporate the missing data Ye,t, together with the parameters ¢; ¢, in a
novel Monte Carlo filtering strategy. The target filtered posterior for ¢; t;Ye,t at time t

has the compositional form:

PPt tVYeotlYct: Dt 10 PPt tlYct Yeot; Dt 10PPYeot|Yet; Dt 10: (3.3)

The first term is the standard SGDLM posterior for states and volatilities assuming Ye,t
known. The second term, the marginal posterior for the missing data, is not available
analytically but can be accurately approximated using a mixture distribution. Together they

imply the following Monte Carlo sampling algorithm:
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1. Prior parameter draw: Given the time-t conjugate prior for state and volatility pa-
rameters, draw a Monte Carlo sample t [; [uR ; of prior parameters.

2. Mixture distribution: The joint time-t p.d.f. of yct; Ye,t has direct Monte Carlo ap-
proximation given by:

POYet; YeotlDe 10 R Y7 povet; Yeotl Fi FiDe 1 (3.4)
r 1:R

where each term is a multivariate normal p.d.f. from the SGDLM. The implied condi-
tional for the missing data ye,t given the observed yqt is then:

PPYeotlYet: Dt 10 rtPYetd PPYeotlYet; &5 §iDt 1G; (3.5)
r 1I:rR

where the component p.d.f.s are the implied conditional normals for ye.t, and the
mixture weights pyctq O ppYetl f; f; Dt 19 simply involve evaluations of the cor-
responding marginal normal p.d.f.s at y¢¢:

3. Draw missing counterfactual outcomes: Generate a sample tyf ;uX ; of the missing
potential outcomes from the mixture distribution in eqn. (3.5).

4. Update parameters: On each sampled value y{, calculate the “naive” conjugate
posteriors for p ¢, 0. Then draw parameter values t {; {|Yct;Yg,t: Dt 1R | and
generate the usual SGDLM importance sampling weights proportional to |I  ¢| . The
resulting IS weights will reflect additional variation due to uncertainty about Ye,t; this
is implicit as each parameter sample relies on its corresponding sampled value of the
missing data.

5. Decouple: Apply the variational Bayes formulas derived in Appendix 2.A to give time-

t decoupled posteriors that can be evolved to decoupled priors for time t 1.

3.2.2 Computational Details

Computations involve multivariate normal density evaluations and multinomial sam-
pling. The MC sample size R can be increased with limited computational demands, and

this may be important in improving the resulting IS performance. For simplicity above, we
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use the same sample size R in draws of the prior parameters, the missing counterfactual
outcomes, and the posterior parameters. This choice works well in practice in our case
studies, but if one step of the algorithm is consistently giving smaller effective sample sizes,
we could vary the sample size in order to address this bottleneck.

As discussed in Section 3.2.1, the importance sampling strategy for time t prior-to-
posterior updating in the CFM simply extends the existing SGDLM analysis to include the
missing Ye,t vector. The latter is sampled from a mixture of normals arising from conditional
SGDLM theory. Important technical details for efficient computation using this strategy are
noted here. For clarity, we drop the time subscript t and conditioning information set D¢ 1
throughout this subsection.

Given ; , the SGDLM distribution of py.;yi¢' is Np ; g where A  with A
pl g ! and 1 where pl !y pl  q. Calculation of the vector requires
a matrix inversion, and that of  simple matrix products (and recognizing that is diag-
onal). We can avoid some other expensive matrix calculations (in particular, we can avoid
inverting  directly to find ) by exploiting the known structure of : In conformably

partitioned forms to define notation, we know that

C ce , Cc ’ lC ce and 1C ce
ec e e ce e ce €
Using standard theory, we have the following:
* The margin ppye| ; ¢is Np ¢ g where 1! c e o) L. Define and

compute B as the inverse of the lower triangular Cholesky factor of ¢, so that ?

B!B. Further, define and compute F ceB'. It follows that ! . FF. Thisis
easily computed, as is its determinant, to provide the terms for direct computation of

thelog p.d.f. © logtppyc| ; qu (up to an irrelevant constant) via “ logp| . *[a{2

pye ot ctpye {2
1

* The conditional ppye|lyc; ; ¢ is normal with mean vector o Lopye |
and variance matrix ,!: The MC strategy samples this distribution, and evaluating

its parameters efficiently impacts on overall computational efficiency. With B; F as
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defined and already computed above, it easily follows that a single MC sample from
PPYelYe; ; qis efficiently given by ye e BtFpy. g zuwherez NpO;lq:
Now, the normal mixture to be sampled has the form
R
r

POYeolYed  BYed PWYeolye: T3 TG
r 1

where each (pycq O ppyc] "; "g. The above general theoretical results apply to each
component r of this mixture. First, these define efficient computation of the mixture weights

rPYc(. Sampling then generates a full set of mixture indices via a multinomial draw on cells
1 : R with probabilities 1.rpycQ: Given each sampled component, the conditional normal
results above apply to sample ye,: Note that these matrix calculations will be made only

once on each component r drawn (however many times) in the multinomial sample.
3.2.3 Additional Theoretical Aspects

This strategy assumes that the MC mixture form of the p.d.f. for Ye,t|Yct; Dt 1 in
eqn. (3.5) is in fact the theoretically exact conditional. As noted, a large MC sample size R
is important in underpinning this.

To clarify this more fundamentally, relabel the mixture of eqn. (3.5) as gpYe,t|Yct; Dt 10;
explicitly recognizing it as an approximation to the exact conditional ppyeyt|Yct; Dt 10: The
latter is, of course, not available in any useful analytic form, or for direct simulation. The

exact joint posterior for the missing data and parameters is easily seen to have the form:

PPWeot; t tlYct: Dt 10 9 PpYeot!Yet; Dt 10 |1 tl mP t  tlYet: Yeot: Dt 10

Use of the MC mixture as a component of the importance sampling proposal implies the

joint proposal p.d.f. of the form:

UYeot; t tlYet; Dt 10 O 9pYeotlYet; Dt 108P 5 t]Yet; Yeot; Dt 10:
The implied importance weight is then simply proportional to:

I | PPYeot|Yet; Dt 10,
9PYeotlYer; Dt 10
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This makes transparent the fact that assuming the MC mixture form for the marginal pos-
terior for the missing data leads to the usual SGDLM IS weight based on the determinantal
term. It also clearly shows: (i) how intractable a direct IS approach is, since the target
marginal ppYe,t|Yet; Dt 10 cannot be evaluated; and (ii) that even if it could be, the com-
putational burden would escalate due to the need to evaluate the mixture p.d.f. in the

denominator of the weight.
3.3 Outcome Adaptive Model

An important conceptual and methodological development, defined in Li et al. (2025)
using other models, is to also consider a separate outcome adaptive model (OAM) to be
run independently of, and in parallel to, the CFM. The OAM is the same SGDLM as the
pre-intervention model and its analysis involves full observations on Yct; Ye,t, With one
modification at time T; 1. At that point only, the univariate DLMs for each of the experi-
mental series only are adjusted to allow for potentially higher levels of change in states and
volatilities. After updating at time T;, the model reverts to precisely as pre-intervention.
The mechanism is to simply reduce the state and volatility discount factors at T; 1, then
revert to their normal, higher values at time T;. This is a standard method of responding
to the possibility of a causal impact on the e; series, allowing the OAM to adapt to, and
infer, resulting changes on the explicit assumption that “something may have happened”
(e.g., West and Harrison, 1986, 1997, chap. 11). Causal prediction based on comparing in-
ferences from the OAM with those from the CFM provides a formal statistical assessment of
the effects. As a side-benefit, exploring post-intervention predictions for each of the desig-
nated control series can prove useful in assessing potential interference effects, i.e., to what
extent one or more controls may show inheritance of any changes seen in the e; series.

Traditional sequential Bayesian model monitoring (West and Harrison, 1997, Chapter
11) defines one summary numerical evaluation of the departure of the observed data from
expectations under the CFM relative to the data-respecting OAM. This simply involves se-

quential updates of the relative model probabilities based on the ratio of time t marginal
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FIGURE 3.1: Post-1990 accumulating evidence in favor of the OAM over the CFM.

likelihoods of Section 2.6. As the models differ only in the lower discount factoratt 1990,
this provides an additional, quantitative assessment of the impact of the intervention.
Figure 3.1 displays the resulting trajectory of the probability on the OAM relative to the
CFM based on equal probabilities at 1989 (through which time the models are, of course,
the same). The increased uncertainty under the OAM just after the intervention leads to
lower probabilities in 1990, but the evidence in favor of the OAM accumulates throughout
the next several years. The evidence becomes strong by 1993, when several European
countries experienced recessionary effects with lower GDP and in which Germany had its
only year of negative GDP growth from 1961 to 2003. These departures from past trends
are not anticipated by the CFM. As a result, the probability on the OAM reaches 0.99 in
1994 and never falls below 0.99 thereafter. This large impact is heavily influenced by
series-specific contributions from Germany, Spain and Portugal, in particular. Throughout
the rest of the post-intervention period, only 1998 and 2002 contribute positively in favor
of the CFM. When the 1990 data is excluded from the analysis, as in the dotted line above,

the OAM probability quickly converges to 1.
3.4 Model Averaging in OAM and CFM

At each pre-intervention time step, we evaluate the one-step-ahead marginal likelihoods
of each of the 8 candidate models using the methodology in Section 2.6. Placing a uniform

prior across the models, we calculate cumulative Bayesian model probabilities for each. The
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model probabilities are shown in Figure 3.2. During the first decade of the pre-intervention
period, the models with fewer parents perform relatively well, especially the k! 1 model
(in red). The models have very similar point forecast accuracy during this time, but models
with more parents have more forecast uncertainty stemming from the larger number of
parental coefficients.

As time goes on, however, information about these coefficients accumulates, and the
denser models are able to better characterize multivariate volatility in the series. The k! 4
model (in pink) does especially well throughout the 1970s and 1980s, in large part due
to its larger parental sets for Australia and Portugal. This model ultimately reaches a BMA
model weight of 0.998 in 1989, the year before German reunification. In 1990, all 8 models
have reduced discount factors in the OAM, which has the effect of slightly flattening out the
contrast between them in terms of marginal likelihoods. By the end of the post-intervention
period, in 2003, the weight on the leading k! 4 model has decreased to 0.983.

The CFM also continues to update its model weights after reunification. In keeping with
the principle that the CFM should consider only control data, it does so on ppyct( only. The
methodology in Section 2.6 is no longer applicable because it is difficult to marginalize out
the |1 t| term in eqn. (2.19) to apply only to the control series. Instead, we use the
samples of p ¢; ¢ from the time-t prior already obtained in Section 3.2.1. Since only

gc 2 series contribute to the marginal likelihoods post-intervention, dramatic departures
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FIGURE 3.2: BMA weights for the 8 models under the OAM.
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from the pre-intervention model weights are unlikely. As shown in Figure 3.3, the k' 4
model maintains a BMA weight close to 1 under the CFM throughout the post-intervention
period. In this example, these weights are very close to those under the OAM because the

k! 4 model continues to dominate, but this may not hold in all cases.
3.5 Counterfactual Analysis of Germany Data

Figure 3.4 shows model-averaged filtered posteriors for ye,t over time in the full SGDLM
(pre-1990) and the CFM (post-1990), with outcomes (crosses) superimposed, for Germany,
Austria and the United Kingdom. Equivalent plots for the remaining treated series are dis-
played in Appendix 3.A. Before 1990, the distribution shown is ppye,t|Dt 1; Yct(; starting in
1990, it is ppYe,t|DT,; Ye1,:t0- All three countries have post-1990 GDP growth below what
would be expected under the counterfactual, but the departure from this trend is most strik-
ing in Germany, especially in 1992-1994. Based on the observed values of the controls, we
would expect little change in German GDP growth in the first five years after reunification;
instead, we observe a sharp drop-off. Uncertainty in the counterfactual forecasts naturally

increases over time post-1990.
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FIGURE 3.3: BMA weights for the 8 models under the CFM.
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FIGURE 3.4: Predictive distributions for ye,t for 3 countries, in terms of time-t filtered
posterior medians (full line) and 90% intervals (shaded region).

The counterfactual forecasts of Germany from the individual k! 1 and k' 4 models
are shown in Figure 3.5. (Given the high weight on the k! 4 model throughout the post-
intervention period, its counterfactual forecasts are visually nearly identical to the model-
averaged results.) Overall, the distributions of counterfactual forecasts given by the two
models are broadly similar, underscoring that different graphical structures can converge
on similar conclusions about the dependence between the series. The k! 4 model does
have slightly better pre-intervention fit and tighter forecast intervals, showing the modest
benefit of using a richer parental set to model the covariance structure.

These inferences are transformed back to the original GDP scale in Figure 3.6. These
results are qualitatively similar to those presented on the same scale in Abadie et al. (2015),
although our analysis shows a larger magnitude of the departure from the counterfactual

because it allows below-expectation GDP growth to accumulate over time.
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