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Abstract

My dissertation applies models borrowed from game theory to the evolution of
language and the emergence of meaning. To justify the use of such models, I begin in
Chapter 1: Quantitative Methods in Philosophy by examining the prevalence of modeling
techniques and other quantitative methods in philosophy. I then argue that reliance on
quantitative methods is beneficial in some philosophical fields. Chapter 2: The
Constructive Empiricist’s Dilemma turns to computer models. In this chapter, I argue that
only scientific realism can justify the use of computational models that assess the
reliability of inference methods. This is surprising, given that modelers” urge to idealize
and simplify is often claimed to be at odds with scientific realism. In Chapter 3: Cheap
Talk in Structured Populations, I present a model for the evolution of signaling and show
both analytically and with computer simulations that signaling evolves with
significantly lower signal costif the population is spatially structured. Drawing on
similar models of signaling, I examine in Chapter 4: Ambiguous Signals, Partial Beliefs, and
Propositional Content the part that propositions are supposed to play in explanations of
rational behavior. Simply put, my claim is that propositions cannot account for the

behavior of rational agents.
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1. Introduction

This dissertation applies tools borrowed from game theory to a long-standing
philosophical puzzle: the evolution of language and the emergence of meaning.
Communication is a fundamentally strategic activity. Our success as speakers depends
not only on our own actions, but also on the behavior of listeners. For this reason, game-
theoretic tools are particularly well suited to the study of language. But models make
admittedly unrealistic assumptions. So why should we lend credence to such models? In
order to tackle this question, I first attempt to justify the use of models in philosophy
and in the sciences.

To this purpose, Chapter 1: Quantitative Methods in Philosophy begins by drawing
metaphilosophical considerations. Philosophers tend to think of their field as a
qualitative discipline. Yet, this view is misconceived. For one thing, it is an inaccurate
description of exciting new areas of research. In recent years, philosophers have
repeatedly turned to empirical data (e.g. experimental philosophy and bibliometric
data), as well as to mathematical and computational models. Prescriptively, exclusive
reliance on qualitative arguments is equally pernicious. This is not to say that
quantitative methods are appropriate in all areas of philosophy. But in some fields,
disregard for quantitative tools isolates philosophy from other disciplines.

With quantitative methods in philosophy thus vindicated, Chapter 2: The

Constructive Empiricist’s Dilemma turns to computer models. Some computational models



assess the reliability of inference methods. By simulating data under known conditions,
these studies test how reliable inference methods are in recovering true parameters.
Despite the ubiquity of simulation studies, philosophers have paid little attention to
them. In this chapter, I argue that only scientific realism can justify the practice of
simulation studies. This means that we should either reject anti-realism, or else dismiss
simulation studies as unjustified.

One area of philosophy where models are especially pervasive is the philosophy
of language. However, most of the models that seek to account for the evolution of
meaning assume that signaling evolves only if signals are costly or if there is no conflict
of interest. Chapter 3: Cheap Talk in Structured Populations presents a model in which
agents have conflicting interests. It is then shown both analytically and with computer
simulations that meaning evolves with significantly lower signal cost if the population is
spatially structured. Population structure also promotes the evolution of signaling in a
no-conflict setting. But no study to date has considered population structure when
interests diverge.

Chapter 4: Ambiguous Signals, Partial Beliefs, and Propositional Content applies
results from the previous chapter to the notion of propositions. In particular, it examines
the part that propositions are supposed to play in explanations of rational behavior.
Simply put, my claim is that propositions cannot do the explanatory work that they

were designed for. This is because signals imbued with ambiguity (and partial beliefs



associated with them) must express either no propositional content at all, or
propositional content that is of a disjunctive form. In either case, propositions cannot

account for the behavior of rational agents.



2. Quantitative Methods in Philosophy

In this chapter, I use bibliometric data to investigate the use of quantitative
methods in philosophy. Quantitative work in philosophy comprises a wide variety of
methods, ranging from data-driven approaches to model-based techniques. Based on an
analysis of bibliographic coupling networks of papers from top philosophy journals, I
find that quantitative methods are surprisingly common in philosophy. But results also
indicate that the success of quantitative work in philosophy has been mixed:
quantitative methods have thrived in some fields of philosophy but not in others, with
additional variation across different methodologies.

Here, the term “quantitative” is used to refer to work in philosophy that makes
use of mathematical tools to formulate and solve philosophical problems. Note that
mere mention of quantitative tools used by others does not count here as quantitative.
Quantitative work can be grouped into two main categories: data analysis, and model
building.

Consider first data analysis. A controversial but increasingly popular form of
data analysis is experimental philosophy. Experimental philosophy typically probes
subjects’ response to questions of philosophical interest. A classic example is Knobe’s
(2003) finding in moral philosophy that subjects tend to think that an action is
intentional depending on how they morally evaluate the consequences of that action.

But influential examples abound in other fields as well. In epistemology, for example,



Weinberg et al. (2001) rely on experimental data to argue that intuitions about what
constitutes knowledge are unreliable because they vary with theory-irrelevant factors.
Taking a similar approach, Machery et al. (2004) find that philosophers” judgments
about the reference of linguistic expressions are not stable across cultures. In philosophy
of science, Stotz et al. (2004) analyze data showing that biologists have different concepts
of what a gene is depending on their field of expertise.

But the use of data in philosophy is not restricted to experimental philosophy.
Although less prevalent than experimental philosophy, analyses of bibliometric data are
a new and burgeoning field of data-driven work in philosophy as well. Analyses of
bibliometric data generally aim at assessing some of the empirical claims that
philosophers make about academic debates and disciplines—both in philosophy and in
the sciences. Some recent examples are Byron (2007), Wray (2010), Machery and Cohen
(2011), Overton (2013), and Weingart (2015). Common to these studies is the use of
bibliometric data to illuminate philosophical theories about the nature of a particular
academic field, such as the philosophy of biology, evolutionary behavioral science, or
the history and philosophy of science —see below for further discussion.

Consider now modeling techniques. Modeling makes up the other main category
of quantitative methodologies. Models are ubiquitous in the sciences, with a rich
philosophical literature about scientific models aiming to account for their nature and

use—for recent discussions, see Godfrey-Smith (2006), Weisberg (2012), and Wimsatt



(2007). But models are also used in philosophy. Skyrms (1996) is a classic example in
moral philosophy of a mathematical model for the emergence of justice. Philosophers in
other subdisciplines also make extensive use of models based on probability theory,
algebra, and differential equations—for characteristic examples in the philosophy of
language and the philosophy of science, see Huttegger et al. (2010) and Okasha (2013).

Notice that mathematical models count here as quantitative even if they rely
exclusively on variables and do not explicitly mention numbers. This is because
variables range over numbers. For example, consider Hamilton’s (1970) rule for the
evolution of altruistic behavior. Hamilton states that natural selection favors the
evolution of altruism provided that the following condition holds: rb > ¢, where r is the
relatedness between the actor and the recipient of the altruistic behavior, b is the benefit
to the recipient of the altruistic behavior, and c is the cost to the donor of the altruistic
behavior. I consider this to be a quantitative statement about numbers even though no
number figures in Hamilton’s rule because r, b, and c are variables that range over
numbers. The more general lesson here is that mathematical statements can be
quantitative even when they do not explicitly mention quantities, as mathematical
statements stand for quantitative statements.

In addition to mathematical models, computer-based models that simulate
phenomena of philosophical interest are also common in a wide variety of fields.

Computer simulations are especially common in the philosophy of language (Skyrms,



2010), social epistemology (Zollman, 2007), and the philosophy of biology (Forber &
Smead, 2014). In this paper, computer simulations count as a quantitative methodology
because simulations make use of both numbers and variables that stand for numbers.

In contrast, qualitative work in philosophy makes use of arguments that do not
rely on mathematical tools. Mention of quantitative tools used by others also counts as
qualitative. Qualitative methods are the norm in philosophy. Think of Lewis (1986), one
of the most widely debated pieces of work in 20" century philosophy. Lewis’ main
arguments for modal realism rely on considerations of theoretical simplicity and on an
analogy between possible worlds and other abstract entities, such as sets. Or consider
Kripke (1980), another widely cited exemplar of analytic philosophy. Kripke argues for
his causal theory of names on the basis of intuitions about reference. Both Lewis and
Kripke present their arguments in natural or formal languages; in none do the tools of
mathematics play any role. Methodologically, these two books are representative of a
large portion of current work in mainstream philosophy.

As I show in this chapter, however, quantitative methods comprising data-
driven approaches (experimental philosophy and bibliometric studies) as well as
modeling techniques (mathematical models and computer simulations) are surprisingly
common in philosophy. Yet, to the best of my knowledge no study to date offers a
comprehensive treatment of quantitative methods in philosophy. To remedy this issue,

the present paper makes a first attempt at investigating the use of quantitative



methodologies in philosophy. This paper is also the first to rely on bibliometric data to
address questions about philosophical methodology, thus contributing to the growing
body of work in philosophy that makes use of bibliometric data.

I begin by briefly summarizing the methods that I use in the present study. I then
present results on the use of quantitative work in philosophy, considering both data-
driven research (experimental philosophy and bibliometric studies) and model-based
techniques (mathematical models and computer simulations). Next, I discuss some of
the significance of my findings. I conclude by indicating directions for future research

and some limitations of the present study.

2.1 Methods

To investigate methods currently used in philosophy, data was first collected
from Web of Science. The data consists of full Web of Science records for all papers
published in a corpus composed of 13 leading philosophy journals (Table 1). The corpus
contains a total of 49,041 papers. A paper-level bibliographic coupling network was then
generated with all the records in the corpus. A paper-level network is a network in
which each node represents a paper; a bibliographic coupling network is a network in
which each link between two nodes represents the degree to which the two papers cite

the same references. In a paper-level bibliographic coupling network, each node



therefore represents a paper and each link between two nodes represents the degree to
which the two papers cite the same references.

To calculate the degree to which two papers cite the same references, we first
take the I" — I"# scores of the two papers. The I" — I"# score of paper can be thought of
as a citation “fingerprint” of a paper: it represents the references in the paper, taking into
account the total number of references in a paper and the frequency with which
reference occurs throughout the corpus. The !" ! I"# score of paper is a vector of the
I" 1 I"# scores of that paper for each reference occurring in the entire corpus.

More formally, this means that a paper has a!" ! !"# score for each reference in
the corpus that is a function of two elements: the paper, and a reference. Let ! represent
the I" I I"# score of a paper for a given reference. To calculate !, we take the product of
the !" score and the !"# score of that paper:

Hip 0D prrg
where ! | represents a paper !, and !, represents a reference ! . The element " I'!!l, ! on
the right-hand side of the equation represents the frequency of a term. If a reference !
does not occur in the paper (i.e. if the paper does not cite reference ! ), then!!!" 11,1, 11
I'; if the reference ! occurs in the paper (i.e. if the paper cites reference ! ), then it is given

by:



where n is the total number of references in that paper. By dividing the occurrence of a
reference by the total number of references, the tf score therefore indicates how
important a reference is to a paper: a paper that cites a single reference places more
importance on that cited reference than a paper that cites a reference in addition to many
other references.

But if several papers in a corpus cite the same reference, then that reference is
less important to a paper that cites it than a reference that is rare in the overall corpus.
The other element necessary to calculate the I" ! I"# score of a paper, the !"# score,

accounts for this. The I"# score is given by:

(1)L ('(I_'u))

where !, again represents a reference !, ! is the total number of papers in the corpus,
and ! (!,) is the total number of papers that cite reference ! . The !"# score therefore
weights down frequently cited references and weights up infrequently cited ones. We
take here the logarithm in base 10, but the choice of base does not matter.

Since the !" ! I"# score of a paper is a function of the paper itself and a
reference, each paper has several " | !I"# scores. That is, each paper hasa!" ! I"# score
for each reference cited in the corpus. For example, suppose that a corpus is composed
of three papers: 1, 2, and 3. Now suppose that paper 1 cites references 1 and 2, that paper
2 cites references 1, 3, 4, and 5, and that paper 3 cites references 5, 6, and 7. In this case,

the !" scores would be given by:
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Similarly, the I"# scores are given by:

gl ‘ ! h h ! I I I
‘ !"#!(! /i ) I MR IR !"#!(! /i ) rgIC) IR
The !" I I"# score of a paper ! is therefore a vector, where each entry in the
vector is the given by !l 11, | for a reference ! . Let ! (! ) represent the !" | I"# score of

a paper !.! (!,) is given by:

(1) =l (DI () !

where N is the total number of references in the entire corpus.

To calculate the similarity between two papers, we take the cosine similarity
between the I" —I"# scores of two papers. Cosine similarity is a common measure of
similarity between vectors that measures the cosine of the angle between two vectors.
Recall that the !" ! I"# scores of a paper are given by a vector. The cosine similarity
between papers i and ! is given by:

4 1y 1) | Z'p) ' Zp) |
T el [l
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where Z(1 ) ! ! z(Mn), b (1) and ||! (! !)|| is the Euclidean norm of the vector.

The Euclidean norm of Z(p;) is given by:

1" @Ol =Wz, 1D +! +2( i )2

Since the tf ! idf scores range between 0 and 1, the cosine similarity between
two papers also ranges between 0 and 1, with 0 indicating complete dissimilarity (i.e. the
two papers share no reference) and 1 indicating complete similarity (i.e. the two papers
share all references). In the paper-level bibliographic coupling network analyzed here,
the weight of a link between two papers is thus the cosine similarity of the I" — idf score
vectors of the two papers.

If the weight of a link between two papers is equal to zero (i.e., if the two papers
share no references in common), then we say that there is no link between the two
papers. The two papers may still be indirectly connected if there are links between them
and other papers, so that we could “traverse” from one paper to the other via
intermediary papers. If two papers are not connected in this way, we say that the two
papers are unconnected. A connected component is a set of all and only connected nodes
in a network; a network may have more than one connected component. The paper-level
bibliographic coupling network analyzed here was composed of 12,640 connected
components. In order to restrict attention to the main papers in the dataset, the largest
connected component in the network was selected for subsequent analysis, and the

remaining components were discarded. The largest component contained 15,240 papers

12



with 38,595 edges between them; the second largest component contained only 13
papers.

To find the groups of papers that cluster together in the network, I used an
implementation of Louvain’s method (Blondel et al., 2008) in the computer language
Python 3.0. Louvain’s method is a heuristic algorithm that finds clusters in a network by
maximizing modularity. Modularity is a measure of how structured the network is—
that is, it is a measure of the degree to which a network divides into modules.

Modularity (Q) is given by:
1 keyky
Ly

where A;; represents the weight of the link between nodes i and j, ! is a resolution

parameter, k, :!Ezf! m is the sum of the weights of the links attached to node !,

m! %Zi j A is the sum of the weights of all the links in the network, !; is the community
to which node i belongs, and ! (!;!q) is a function that is equal to 1 if !;! !; and 0
otherwise.

The resolution parameter r allows for the algorithm to optimize modularity at a
higher or lower number of clusters: setting ! > !, Louvain’s method searches for a larger
number of smaller clusters; setting p <!, Louvain’s method searches for a smaller
number of larger clusters. Unfortunately, there is no simple analytical solution to the

problem of optimizing the resolution parameter. The value of p is therefore set

13



empirically by choosing the smallest value of p that results in a number of clusters that is
robust to variation in ! . This means that in a plot of the number of clusters by values of
I', the value of p should be choose to fall roughly in the middle of the “plateau” with the
smallest number of clusters (see Figure 1).

Using Louvain’s method with resolution parameter p! 2, 60 clusters in the
largest component were identified. The relatively large number of clusters found is
plausibly due to the fact that philosophy papers tend to cite few papers when compared
to other disciplines. To avoid debates that are not representative of mainstream
philosophy, clusters containing less than 30 papers were discarded. A total of 28 clusters
were retained after this procedure. Whenever available, all entries in the “keyword”
field of paper-level records were extracted and the three most common keywords in
each cluster were used as cluster label. Cluster labels are helpful in identifying what the
papers in a cluster are about.

At a second stage, papers were classified as to their methodology. To this
purpose, the collection of all Web of Science records was filtered for all and only records
with abstracts. From a total of 9,527 papers with abstracts, 500 were randomly selected.
For each of these papers, the full text was closely inspected by the author. Papers were
then labeled as “quantitative” or “qualitative” depending on their methodology: papers
that use either one of the quantitative methods described in the Introduction—that is,

bibliometric tools, experimental philosophy, mathematical models, and computer
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simulations—were labeled as “quantitative”; papers that do not use any of these
methods were labeled as “qualitative”. It is worth emphasizing that mere mention of
quantitative work did not suffice for a paper to be considered quantitative, as a paper
referring to quantitative papers does not necessarily employ quantitative methods of its
own.

Next, the set of manually labeled papers was randomly split into a training set
and a test set, each composed of 250 papers. The training set was fed into the naive
Bayes classifier available in the Python 3.0 NLTK standard module. A naive Bayes
classifier assigns items to classes on the basis of features of the items; it is called “naive”
because it assumes that features are probabilistically independent from one another. To
assign an item to a class, the naive Bayes classifier first calculates the probabilities of that
item belonging to different classes given the features of the item. The classifier then
assigns the item to the class with the highest probability given the features of the item.
That is, the naive Bayes classifier assigns an item with features fi, f5!...!f; to the class c;

that maximizes the following expression:

P(fi, 2! nle)P()
VU far el

Pelfitfile, fo) =
where ! (¢/lf1, f2, ..., fn) is the posterior probability of class !;, ! (fi!fi!! !l !1,) is the
likelihood of the features given class c¢;, ! (1)) is the probability of class !, and

LI 1,101 is the probability of the features of a given item. The naive Bayes classifier
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therefore assigns an item to the class with highest posterior probability given the
features of the item.

In the classification scheme used here, words present in the abstract were used as
features. Since stopwords are not very informative as features for text classification, only
nouns that were not tagged as stopwords were selected for subsequent analysis. There is
no fixed and universally agreed upon list of stopwords, but stopwords are usually the
most frequently occurring words in a language —for example, “the”, “a”, and “it”. Here,
I used the list of English stopwords that is available in the Python 3.0 NLTK module.
After removing stopwords, remaining words were ranked according to their chi-square

scores. Chi-square score (7! of feature or word ! is given by the following expression:

2' (Oi_!!)z

€;
where !; is the observed frequency of feature i in a class, and !, is the expected
frequency of that feature on the assumption that the occurrence of the feature is
independent from class. The expected frequency is given by:

(row total) ! column!!"1#$)
"#$% "I#$

where row total is the sum of observed frequencies of feature i across classes, column
total is the sum of observed frequencies of all features in a class, and grand total is the
total number of occurrences for all features across all classes. Recall that in the present
case classes are either “quantitative” or “qualitative”, and that features are the abstract

words included in the analysis.
16



The higher the chi-square score, the greater the deviation from the assumption of
independence. For this reason, words with a high chi-square score tend to be more
informative than words with a low chi-square score. Here, the 500 words with the
highest chi-square score were included in the analysis. With features extracted in this
fashion, the classifier achieved over 90% accuracy in the classification of papers
contained in the test set.

The remaining 9,027 papers with an abstract were then labeled “quantitative” or
“qualitative” on the basis of the same high-information features extracted from papers in
the training set. Since the classifier’s algorithm is naturally probabilistic, it is possible for
different runs of the classifier to yield different classifications. To account for variation
across classifications, results from 50 runs of the classifier were therefore collected. For
each paper, the label that was most common in these runs was then saved. Papers were
classified on the basis of the most common label per paper. Whenever available, data on
paper methodology and cluster membership were finally added to the Web of Science
records for subsequent analysis.

In sum, I first generated a bibliographic coupling network with all the papers in
the Web of Science collection. Next, I identified network clusters and labeled papers
according to their cluster membership. I then use a naive Bayes classifier to
automatically classify all papers with abstract on the basis of their methodology. Given

that few records of pre-2000 papers have abstracts, the analysis was restricted to the

17



period from 2000 to 2015. The total number of papers with abstract in the largest
connected component for the period between 2000 and 2015 is 3,941. Unless otherwise
indicated, results are based on this set of papers. For cluster-level analysis, clusters with
less than 30 papers were removed from subsequent analysis, with 3,531 papers

remaining in this set.

2.2 Results

Table 2 shows the distribution of papers per journals. Analysis of the data shows
that methods used in philosophy have been surprisingly diverse across journals. While
some journals tend to publish a high proportion of papers that make direct use of
quantitative methodologies, others publish qualitative papers almost exclusively (Figure
2). Quantitative papers tend to be more prevalent in journals that publish research in the
philosophy of science, such as British Journal for the Philosophy of Science, Philosophy of
Science. But quantitative methods are by no means confined to these journals. General
philosophy journals, such as Synthese, Mind, and Erkenntnis, likewise dedicate a
significant portion of their pages to quantitative work.

It is also interesting to note that a logistic regression model predicting the
proportion of quantitative papers on the basis of journal shows statistically significant
results for the most quantitative journals—namely, Philosophy of Science, British Journal

for the Philosophy of Science, Synthese, Mind, and Erkenntnis (Table 3). This means that a
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randomly selected paper has a significantly higher chance of being quantitative if it was
published in any of these five journals.

Analysis of the clusters yields similar results, with methods used in philosophy
papers varying widely across clusters. Although most clusters contain few quantitative
papers, clusters representing debates on signaling (cluster 31), confirmation theory
(cluster 9), and decision theory (cluster 4) show a high proportion of quantitative work
(Figure 3). Among the most quantitative clusters are also large clusters, with no
correlation between cluster size and proportion of quantitative papers in cluster (not
shown). All in all, these findings indicate that although qualitative methodologies still
prevail in philosophy, quantitative work is by no means a fringe phenomenon.
Philosophy may still be a predominantly verbal discipline but it is not exclusively so.

It is also worth highlighting that papers about closely related topics often diverge
methodologically. For example, the debate on semantics, pragmatics and reference
(cluster 7) is thematically very closely related to the debate on evolution and signaling
(cluster 31). But while cluster 31 is heavily quantitative, cluster 7 is exclusively
qualitative. Similarly, debates on confirmation (cluster 4) and belief and rationality
(cluster 51) address related topics. But while cluster 4 is one of the most quantitative
clusters, cluster 51 does not contain a single quantitative paper. Thus, although being
about a certain subject matter may be necessary for a paper to employ quantitative tools,

it is clearly not sufficient for it. It is not immediately clear from the data why this is so.
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Present results also paint a complex picture of the different quantitative
methodologies available to philosophers. While model-based methods are widespread,
data-driven approaches are uncommon. Bibliometrics is a case in point. Although this
may change in upcoming years, the use of bibliometric data in philosophy is still
extremely sparse. This is evidenced by the fact that papers making use of bibliometric
methods do not form a cluster in the network analyzed here. Another commonly
employed data-driven approach is experimental philosophy. Quantitative papers in
experimental philosophy do not form a clear and cohesive cluster either. It is possible
that this is because most of the quantitative work in experimental philosophy is
conducted outside of the main philosophy journals, although this possibility remains
speculative. In the present analysis, the cluster with a label indicating work on
experimental philosophy is almost entirely dominated by qualitative disputes
engendered by experimental philosophy—for example, disputes about the appeal to
intuitions in philosophical practice.

But model-based techniques have had a different fate. Mathematical and
computer models are fairly common, especially in debates on evolutionary phenomena.
A logistic regression model predicting the proportion of quantitative papers on the basis
of cluster shows positive coefficients for clusters representing debates on signaling
(cluster 31), confirmation theory (cluster 9), and decision and social choice theory

(clusters 4 and 24)—see Table 4. As expected, the regression model shows negative
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coefficients for some traditional debates on metaphysics; none of the coefficients are
statistically significant.

In line with these findings, the most informative features in the naive Bayes
classifier indicate the occurrence of words related to decision and game theory (decision,
choice, game, Jeffrey, strategies, solutions, equilibrium) and confirmation theory (statistical,
probability, distribution, confirmation, Bayesian)—see Table 6 for details. In the naive Bayes
classifier, the most informative features are the words that maximize the probability that
a paper belongs to a category—in the present case, categories are the labels
“quantitative” or “qualitative”. Given that words occurring in the abstract tend to reflect
what the paper is about, it is safe to conclude that papers about decision and game
theory, as well as confirmation theory, are the ones that most often employ quantitative

methods.

2.3 Discussion

Analysis of the data indicates that quantitative methods have been surprisingly
common in several areas of philosophy. These findings also highlight important
differences across quantitative methodologies. Bibliometric tools, experimental
philosophy, mathematical models, and computer simulations have been very
differently, suggesting that different methodologies may be appropriate for different

purposes.
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Consider first the case of bibliometrics. Although bibliometric studies in
philosophy are still few and far between, philosophers have repeatedly turned to
bibliometric data in recent years. For example, Byron (2007) examines bibliometric data
to challenge the view that the philosophy of biology emerged as a disciplined in the
1970s—for support of this view, see (Hull, 1974, p. 6; Ruse, 1973, p. 6). Analyzing citation
networks, Wray (2010) concludes that history and philosophy of science do not form an
academic field distinct from history of science and philosophy of science. Using a larger
data set, however, Weingart (2015) identifies a cohesive cluster of papers on the history
and philosophy of science. Using similar bibliometric tools, Machery and Cohen (2011)
debunk a series of objections commonly raised against the evolutionary behavioral
sciences—for example, that practitioners of the field are poorly acquainted with
evolutionary theory. And Overton (2013) employs text-mining techniques to investigate
the plurality of explanatory practices in the sciences.

Common to these studies is the reliance on bibliometric data to adjudicate
empirical claims about philosophical and scientific disciplines. One reason why the use
of bibliometric data may be justified in this case is that metaphilosophical and
metascientific theories often make claims about probabilistic relations—say, the relation
between particular methodologies and epistemic virtues. And when it comes to
investigating relations that are probabilistic, case studies may be unreliable since it is

often possible to find a case that fits a probabilistic theory (Faust & Meehl, 2002;
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Machery, 2014). Large-scale analyses of bibliometric data have the potential to bypass
this shortcoming. Depending on the question in metaphilosophy and the philosophy of
science, bibliometric studies should therefore be used rather than case studies—but see
Currie (2015) for a renewed defense of case studies.

At this point, it could be objected that studies of bibliometric data are merely
descriptive. And descriptive studies, whether large scale or not, cannot provide a
justification of philosophical or scientific practices. However, descriptive data can
certainly help identify what means tend to promote what ends—even if data cannot by
itself justify what epistemic goals should be pursued. This means that analyses of
bibliometric data can be useful when prescribing what practices to engage in, given
certain normative constraints. Studies of bibliometric data could therefore contribute to a
naturalized metaphilosophy that elucidates what social factors foster epistemic success
in academic disciplines, and in this way promote best epistemic practices (Morrow and
Sula, 2011).

For example, Zollman (2007) proposes that low connectivity in networks of
researchers promotes the spread of better theories—that is, networks in which
researchers interact infrequently get locked into suboptimal theories less often than
networks in which researchers interact frequently. Although this claim has not gone
unchallenged (Rosenstock, Bruner, & O’Connor, 2017), Zollman’s model suggests that

the epistemic success of academic disciplines, including philosophy, may be linked to its
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social structure. Bibliometric studies that assess the connectivity of participants in
different philosophical debates and the progress made in those debates could test
Zollman’s model. If it turns out that Zollman is right that low connectivity facilitates the
spread of better theories, then promoting the exchange of ideas among philosophers
should not be a priority.

Unlike bibliometric studies, experimental philosophy is now sufficiently
common to be represented in one of the clusters analyzed here (cluster 10; see Table 3).
But all of the papers in the cluster are qualitative. This suggests that qualitative
discussions of experimental practices prevail over quantitative studies that make use of
data and experimental methods. A likely explanation for this is that the methods of
experimental philosophy are justified in some contexts, but not in others. As a result, the
literature in the cluster is composed of qualitative papers debating whether and how
experimental practices can be justified. Indeed, the methods of experimental philosophy
have been applied in a wide variety of subdisciplines, ranging from moral philosophy,
to epistemology, the philosophy of language, and the philosophy of science—for
examples, see Knobe (2003), Weinberg et al. (2001), Machery et al. (2004), and Stotz et al.
(2004), respectively. Given that different fields may call for different methodologies, it
should come as no surprise that experimental philosophy as a whole has received mixed

responses. A lesson to learn from this is that attempts to justify experimental philosophy
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should take a more nuanced approach and account for the use of experimental
philosophy on a case-by-case basis.

A case in which experimental philosophy may be warranted is in the philosophy
of language. This is because theories in the philosophy of language often make empirical
claims about the linguistic behavior of competent speakers. Such claims can and should
be studied experimentally. For example, a prominent theory for the semantics of
epistemic modals claims that how competent speakers evaluate epistemic modals
depends on the context of evaluation (Egan et al., unpublished). To test this theory, Knobe
and Yalcin (2014) ran a series of experiments asking subjects to evaluate epistemic
modals in different contexts. Contrary to expectation, their results suggest that
competent speakers do not judge epistemic modals on the basis of context-sensitive
factors. In similar fashion, Machery et al. (2004) prompted subjects to point out the
referent of the name “Godel” in Kripke’s (1980) thought experiment in order to test
causal and descriptive theories of reference. What they found is that intuitions about
linguistic reference vary across cultures; subsequent studies have replicated their main
finding (Sytsma et al., 2015).

Another promising approach in experimental philosophy is to borrow methods
from behavioral economics. This is still a nascent field, but experiments with subjects
who are rewarded to perform a task of theoretical interest hold promise—especially

when studying the emergence of meaning. A good example is Bruner et al. (2014). In
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their study, subjects were recruited to play the signaling game introduced by Lewis
(1969). Their data is largely consistent with model predictions about the conditions
under which linguistic conventions emerge between agents who do not share a common
language. Using similar methods, Rubin et al. (2015) report results that likewise
corroborate the predictions of game-theoretical models with partial conflict of interest.

Less controversial than experimental philosophy is the case of modeling
techniques. Several authors have already pointed out the continuity between model-
based strategies in philosophy and the sciences (Godfrey-Smith, 2012; Paul, 2010, 2012;
Williamson, 2016). But their point is simply that modeling practices in philosophy
should be understood as part of a larger project that also includes models in the sciences.
This leaves aside the question of how to justify the use of models in philosophy: under
what conditions should philosophers resort to models?

One important case in which models should be used is when studying
evolutionary phenomena. This is because the primary agents of change n the living
world are evolutionary factors, such as natural selection and drift. And models excel at
representing change: mathematical models often use differential equation to represent
rates of change, and computer simulations rely on simple update rules in discrete time
steps to recreate complex phenomena. This makes computer simulations and dynamic
models particularly well suited to the study of change in evolutionary phenomena of

philosophical interest, such aspects of language, moral emotions, and problems in the
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philosophy of biology and the philosophy of science. As noted above, model-based
approaches in philosophy are indeed common in debates about evolutionary
phenomena that have traditionally puzzled philosophers—for example, in account of

linguistic meaning.

2.4 Conclusion

The present study is the first large-scale attempt at using bibliometric data to
explore the extent and significance of quantitative methods in philosophy. Findings
suggest that the success of quantitative methods in philosophy has been extremely
diverse: while quantitative work has thrived in some fields, others areas have been
largely untouched. It is also interesting to find variation across different methodologies:
model-based approaches are increasingly prevalent in some areas, while in others it is
data-driven research that carries the day. Taken together, these results strongly suggest
that philosophy should not be seen as a discipline that relies exclusively on qualitative
methods. In addition to crafting and criticizing arguments, it is also the philosopher’s
job to build models and analyze data.

Recent debates on philosophical methodology have paid little attention to the
distinction between quantitative and qualitative methods. Since the heyday of logical
positivism, when Ayer (1946) argued that philosophy should be solely concerned with

linguistic and logical facts, much of the debate in metaphilosophy has centered on the
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epistemic status of a priori and a posteriori methods—that is, methods that rely on
reasoning (a priori) and on sense experience (a posteriori). To this day, some continue to
hold that the a priori plays a unique role in philosophical discourse. Bealer (1996), for
example, claims that a priori intuitions in philosophy are not only autonomous from
empirical work in the sciences but also of greater epistemic value. Although some key
moves in every discipline must ultimately be made from the “armchair”, Bealer’s point
is that philosophy —unlike the empirical sciences—should be mostly conducted in this
fashion. But others vehemently reject this view. A recent example is Machery (2011),
who contends that a priori intuitions derived from thought experiments are unreliable
because thought experiments confront us with scenarios that are too fanciful and far-
fetched.

As the present study suggests, however, it may be more fruitful to classify
philosophical methodologies along a different axis. This is because some questions in
philosophy require a quantitative treatment in the form of models or data-driven
approaches. And the distinction between quantitative and qualitative methods
crisscrosses the distinction between a priori and a posteriori methods. To see why,
consider again empirical claims about language or about academic disciplines. Clearly,
philosophers making empirical claims should face the tribunal of sense experiences and
test their theories against data. This is a prescription for a methodology that is

quantitative and a posteriori. But now consider evolutionary phenomena. When
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investigating evolutionary phenomena, dynamic models and computer simulations that
represent evolutionary change may be called for. In this case, the methodology is
quantitative but a priori. So the distinction between quantitative and qualitative
methods does not coincide with the distinction between a priori and a posteriori
methods. In some areas of philosophy, the dichotomy between a priori and a posteriori
methods may therefore not be as significant as commonly thought.

Some limitations of the present study should also be noted, however. First, data
was collected exclusively from leading philosophy journals. Although it is reasonable to
assume that these journals constitute work in mainstream philosophy, it is possible that
they do not represent widespread practices. For example, work on the history of
philosophy tends to be underrepresented in these journals. Second, journals included
here publish work only in the analytic tradition written in English. Philosophical work
outside the analytic tradition, as well as philosophy in languages other than English, is
therefore mostly unrepresented here.

Another limitation is the time period. To automate the classification of papers,
only words occurring in paper abstracts were used. This is because abstract words tend
to be more informative than keywords, titles, and author names. But Web of Science
records for which abstracts are available make up but a fraction of the entire collection of

papers. It would thus be interesting to investigate trends in the use of philosophical
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methodology that consider longer time periods. Future studies should therefore address

this limitation, as well as other mentioned above.
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3. The Constructive EmpiricistOs Dilemma

According to van Fraassen (1980) scientific realism is the thesis that scientific
theories aim at giving a true description of the world. For the realist, to accept a theory is
thus to believe that it is true (or at least approximately true). One reason for adopting a
construal of scientific realism in terms of the aim of science is that claims about the aim
of science are less controversial than claims about its actual or future success. But van
Fraassen opposes even this weaker form of realism, arguing in favor of what he calls
“constructive empiricism”. According to this view, the goal of science is empirical
adequacy. To accept a theory is thus merely to believe that it is empirically adequate. For
the constructive empiricist, a scientist who accepts a scientific theory therefore believes
what the theory says about the observable but suspends judgment on its claims about
the unobservable.

In this chapter, I present a dilemma for proponents of constructive empiricism.
The dilemma arises because of models that aim at assessing the reliability of inference
methods. Reliability is a truth-infected concept: an inference method is reliable if and
only if it generates hypotheses that tend to be true. But according to constructive
empiricism, science does not aim at truth. So constructive empiricism cannot justify the
use of models that assess the reliability of inference methods. This means that either

constructive empiricism is false, or else the use of these models cannot be justified.
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A few points are worth emphasizing from the outset. First, my argument is not
question begging. This will become clear once I show that the constructive empiricist
cannot evade the dilemma by simply taking an inference method to be reliable just in
case it generates hypotheses that tend to be empirically adequate. Second, although I
focus on phylogenetic studies in biology and linguistics, results should be applicable to
other fields.

It is also worth noting that debates about constructive empiricism have for the
most part centered on issues of observability and modality. For example, Bogen and
Woodward (1988) draw a distinction between data and phenomena to dispute the idea
that we are only justified in believing what is observable. Rosen (1994), for his part,
contends that the distinction between observable and unobservable presupposes modal
facts that the constructive empiricist professes to reject. Douven (1996) similarly
challenges the consistency of van Fraassen’s position, pointing out that constructive
empiricism relies on epistemic, semantic, and metaphysical principles that are
incompatible. And Ladyman (2000), triggering an animated conversation (Ladyman,
2004; Monton & Van Fraassen, 2003), argues that the notion of observability requires an
account of objective modality that the constructive empiricist must ultimately repudiate.

These previous attacks on constructive empiricism dispute its internal
consistency, implying that constructive empiricism would be the alternative to scientific

realism that van Fraassen advocates if only it could be made internally consistent. The
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argument that I present in this paper, however, pursues a different strategy. It sidesteps
issues of internal consistency to show that constructive empiricists face a dilemma akin
to the one posed by Hempel (1958). According to Hempel, anti-realists who claim that
scientific theories are unnecessary should either admit that they cannot justify the
practice of induction, or else retract their stance on science. Constructive empiricists face
a similar dilemma: they must either dismiss the use of models that assess the reliability
of inference methods as unjustified, or else renounce their anti-realism.

To argue for this claim, I begin by reconstructing the core commitments of
constructive empiricism. I then offer an overview of maximum-likelihood methods in
phylogenetics, at first suggesting that maximum likelihood is especially congenial to the
constructive empiricist. But this appearance is illusory: models that assess the reliability
of inference methods are at odds with the main tenets of constructive empiricism. I
therefore draw on the practice of simulations in phylogenetics to present the
constructive empiricist’s dilemma. I then show that my argument is not question
begging, as the constructive empiricist cannot evade the dilemma by simply taking an
inference method to be reliable just in case it generates hypotheses that tend to be
empirically adequate. I conclude by connecting the long-standing issue of scientific

realism to burgeoning debates about computer models.
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3.1 Constructive Empiricism

According to constructive empiricism, the goal of science is empirical adequacy.
To accept a theory is thus merely to believe that it is empirically adequate. Clearly, the
notion of empirical adequacy is crucial to constructive empiricism. For van Fraassen
(1980), a theory is empirically adequate “exactly if what it says about the observable
things and events in this world is true—exactly if it ‘saves the phenomena’”(p. 12). That
is, a theory is empirically adequate if it correctly predicts and retrodicts the observable
phenomena in its domain of application. Adopting a semantic view of theories, van
Fraassen defines a theory to be empirically adequate if it has a model whose empirical
substructure is isomorphic to a model of the data (p. 64). Credible attempts have also
been made to capture the notion of empirical adequacy in the syntactic view of theories
(Lutz, 2014). But the point here is simply that for the constructive empiricist a theory is
empirically adequate if it fits the data.

Given that scientific theories often deal with probabilities, it is worth clarifying
the notion of empirical adequacy in the case of statistical theories. To a first
approximation, a statistical theory is empirically adequate if it predicts the data with the
observed frequencies. But in any finite run of an experiment the observed frequencies
are bound to deviate from the frequencies that the theory predicts. For this reason, van
Fraassen holds that a theory is empirically adequate if the difference between predicted

and observed frequencies is not statistically significant (p. 196). I leave what counts as
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statistical significance intentionally vague, since the issue of statistical significance goes
beyond the scope of this paper.

But competing theories oftentimes make probabilistic predictions that are only
slightly different. How should empirical adequacy dictate theory choice in these cases?
Although van Fraassen is silent on this issue, he does provide the constructive empiricist
with the resources to adjudicate such disputes. In line with van Fraassen’s approach to
statistical theories considered in isolation, the constructive empiricist could devise a test
to detect whether the probabilities predicted by competing theories are significantly
different. This would allow the constructive empiricist to determine which theory is
most empirically adequate. For example, consider two theories: T1 and Tp. Both predict
the occurrence of the same events: e] and e2. Now suppose T1 says the probability of eq
is higher than that of e, and that T says e is more probable than ej. Assume further
that e1 is in fact observed. To determine whether T1 is more empirically adequate than
T2, the constructive empiricist should assess whether the difference between predicted
probabilities is statistically significant. Again, I leave the details of the test intentionally
vague.

After the demise of logical positivism, constructive empiricism took up the post

of the most debated strain of anti-realism.* So what speaks in its favor? For van Fraassen

! Laudan (1977) offers another defense of anti-realism, arguing that scientific theories do not aim at
transcendent goals, such as truth. For Laudan, science aims instead at solving empirical and conceptual

35



(1980), one of the most compelling arguments for constructive empiricism is that it is
logically weaker than realism. The claim that a theory is true entails the claim that it is
empirically adequate. Empirical adequacy, however, does not entail truth. So all
evidence in support of the claim that a theory is true is also evidence in support of the
claim that the theory is empirically adequate, but not vice versa (pp. 67-69). Thus,
support for constructive empiricism must be at least as great as support for realism.

A related issue is the problem of underdetermination. Consider two claims: the
claim that a theory is empirically adequate, and the claim that the theory is true. Given
all the empirical evidence, it is possible to determine whether the former claim is correct.
But constructive empiricists often argue that the claim that a theory is true is
underdetermined by all the empirical evidence because the theory could have an
empirically equivalent counterpart that makes different statements about the
unobservable. So the claim that a theory is empirically adequate is at least as well

supported as the claim that the theory is true. However, underdetermination arguments

problem. It is unclear, however, whether Laudan concurs with van Fraassen that science does not aim at
truth about the unobservable—not even as a stepping-stone in the pursuit of an overarching goal. If yes,
then the central argument presented in this paper applies to Laudan’s strain of anti-realism as well. If not,
then my argument is neutral with respect to Laudan’s anti-realism. For a renewed defense of anti-realism in
the tradition of logical-positivist instrumentalism, see Rowbottom (2011).
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have proven controversial. For one, Laudan and Leplin (1991) provide persuasive
reasons for questioning whether every theory has an empirically equivalent counterpart,
such that the choice between theories is always underdetermined by the evidence. They
also show that even if a theory had an empirically equivalent counterpart, the choice
between them would not be underdetermined by the evidence.

Another reason to adopt constructive empiricism, van Fraassen (1980) claims, is
that it can justify extant scientific practices better than scientific realism: constructive
empiricism “makes better sense of science, and of scientific activity, than realism does”
(p- 73). As Rosen (1994) similarly points out, one of van Fraassen’s chief concerns is to
show that constructive empiricism is more empirically adequate to “the phenomena of
scientific activity” (p. 154) than scientific realism. Responding to Rosen, van Fraassen
(1994) endorses this view and grants that he would face a dilemma if constructive
empiricism could not make sense of certain scientific practices. In that case, van Fraassen
would either have to dismiss the practice as unscientific, or else concede that
constructive empiricism was “a very wrong idea about what science is” (p. 191).

But as van Fraassen admits, certain scientific practices seem to clash blatantly
with constructive empiricist principles. In particular, scientists often express a zeal for
the truth of their theories that seems to go beyond empirical adequacy. For instance, it is
common for scientists to explain observable phenomena by appealing to unobservable

causes, or to account for their research agenda on the basis of unobservable entities.
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According to constructive empiricism, however, this is mere pretense. Talk of
unobservable entities does not presuppose belief in them. It is simply a linguistic
shortcut, a rhetorical formula that should not be taken literally. That is, van Fraassen
relegates truth-laden language about the unobservable to the pragmatics of science.

Yet, a pragmatic turn is not an option when it comes to accounting for the use of
models that assess the reliability of inference methods in phylogenetics. It is not the
language used in these studies, nor aspects of explanation, that constructive empiricism
is hard pressed to justify. It is rather the practice itself—the building and analyzing of
models with the purpose of assessing the reliability of inference methods—which
constructive empiricism cannot account for. The constructive empiricist is thus
confronted with van Fraassen’s own dilemma: either constructive empiricism is false, or
else it requires a drastic revision of cherished scientific practices. But before I proceed to
show why constructive empiricism cannot justify the use of some models in
phylogenetics, let me first give a brief overview of inference methods that are common
in phylogenetic analysis and that at first sight seem to dovetail nicely with constructive

empiricism.

3.2 Inference in Phylogenetic Analysis

Phylogenetics is the study of the evolutionary relationships among individuals

and groups of individuals. It is frequently employed in systematic biology and
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linguistics. Phylogenetics now has at its disposal a multitude of inference methods—
such as parsimony, distance, maximum likelihood, and Bayesian methods. Maximum-
likelihood methods are a staple of phylogenetic analysis, with both linguists and
biologists often relying on maximum likelihood to re- construct phylogenetic
relationships among languages and groups of organisms. Maximum likelihood also
seems to provide the perfect grist for the constructive empiricist’s mill. What follows
offers a brief overview of maximum-likelihood methods. The exposition is based on
Lemey et al. (2009).

Consider first a simple coin-tossing example. Let ! be a random variable
representing the number of heads obtained. Let h represent the value that ! takes in a
particular coin-tossing experiment. If the probability of landing head (! ) is known, it is
then easy to calculate the probability of observing an exact number of heads (H! = !) in

n trials using the binomial distribution:

11
L (H! h)=(m)!h!1! p!'

But now suppose that p is not known. For fixed values of ! and n, it is then

possible to calculate the probability of observing any number of heads as a function of ! .

This is the likelihood function and it is represented by:

!
L()! (m)ph!l! pl™h

Holding the observed number of heads constant, this expression represents the

probability of the observed number of heads in a given trial for any value of p.
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The above expression can also be used to calculate the value of p that maximizes
the probability of the observed number of heads. Taking the log of L!!) and then
differentiating it to find its critical points, the value of ! that maximizes the probability

of the observed number of heads in a given trial is:

!
P1oi-
n

This value is the maximum likelihood estimate of the probability of the observed
number of heads in any given trial. For example, assume that 56 heads and 44 tails

(! ! 56) are observed after tossing the coin 100 times (! ! 100). The value of p that
maximizes the probability of observing this number of heads is thus " = 'l'— I 1.56.

In a phylogenetic context, the likelihood function is a function from several
parameters of the evolutionary process (such as substitution rate, branch length, and
tree topology) to the probability of the data. The task is then to find a set of parameter
values that together maximize the probability of observing the data. That is, the task is
to maximize a function of the following form:

L(e)! 1I"#" 10)

Notice that when computing the relevant probabilities, 6 is usually taken to
represent a set of parameters that together define a model of evolution. Notice also that
the underlying evolutionary process is seldom known. So the value found to maximize
(1) is only an estimate. It is thus common to refer to I" as a hypothesis or, in

philosophical parlance, as a theory about the parameters of the evolutionary process.
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Models of evolution can be exceedingly intricate, with a profusion of arcane
parameters. To simplify the discussion, let me therefore consider a single parameter
from this set—namely, the tree topology. A tree topology represents the branching
pattern of descent among language families and groups of organ- isms. The remaining
parameters will be relegated to the status of background assumptions. For example,
consider the case of four groups denoted by A, B, C, and D. Suppose that these groups
originated from a common ancestor. Excluding polytomies (non-dichotomous splits) for
the sake of simplicity, there are three possible unrooted trees: ((A, B), (C, D)), ((A, C), (B,
D)), and ((A, D), (B, C)), where (X, Y) means that X and Y share a unique common
ancestor (Figure 4). It is an open question the extent to which extant languages and
actual organisms evolve in a tree-like fashion (Bapteste et al., 2009; Francois, 2014). But
for simplicity assume here that evolution gives rise to a tree-like pattern.

In line with the constructive-empiricist credo that empirical adequacy is what
guides theory choice, maximum-likelihood methods select the most empirically
adequate hypothesis about the parameters of the evolutionary process. To see why,
recall what the requirement of empirical adequacy means in the case of statistical
theories: it requires us to select the theory that maximizes the probability of the data. As
it should be clear by now, this is exactly what maximum-likelihood methods are
designed to do. Applied to the question of the underlying tree topology, maximum-

likelihood methods find the tree that maximizes the probability of observing the data.
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This is to say that maximum- likelihood methods select the tree that is most empirically
adequate.

But as the coin-tossing example above illustrates, finite datasets can mislead
maximum-likelihood methods. Consider again the case in which 56 heads and 44 tails
are observed after tossing a fair coin 100 times. As explained above, the maximum-
likelihood estimate of the probability of head is I" ! !.56. This, of course, is a false
estimate given the assumption that the coin is fair. However, maximum-likelihood
methods are statistically consistent. A method is statistically consistent just in case it
converges on the true parameter values as the amount of data goes to infinity. This is to
say that maximum-likelihood methods tend to perform well in the long run even though
finite datasets may be misleading. As more data is included in the analysis, it is
increasingly more probable that maximum-likelihood methods select the most
empirically adequate theory.

Notice also that to declare a statistical theory empirically adequate requires some
measure of statistical significance. That is, the constructive empiricist must test whether
the difference between competing hypotheses is statistically significant before deciding
which one is most empirically adequate. And this is in fact what phylogeneticists do—
for a simple and commonly used test of statistical significance in phylogenetics, see
Strimmer and von Haeseler (1997). It is thus easy for the constructive empiricist to

interpret the use of maximum- likelihood methods in phylogenetic analysis as evidence
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that science—or at least one of its branches—aims at theories that are empirically

adequate.

3.3 Models of Reliability

Although the previous section paints an optimistic picture for constructive
empiricism, the widespread use of models that assess the reliability of inference
methods in phylogenetics poses a serious challenge to the constructive empiricist view
of science. In phylogenetic analysis, models are often used to assess the reliability of
inference methods, such as maximum likelihood and other methods. The problem,
however, is that constructive empiricism cannot justify the concern with reliability
betrayed by these models. To spell out why this concern is problematic, let me first
expound on the role that the models play in phylogenetics. I return to the notion of
reliability in the next section.

The main types of model to aim at assessing the reliability of inference methods
in phylogenetics are computer models in simulation studies. Simulation studies first
generate data. In biology, data usually comes in the form of sequence data: a
representation of the amino acids that compose proteins, or a representation of the
nucleotides that constitute nucleic acids, such as RNA and DNA. In linguistics, data
usually represent the phonemes that together make up words. In both fields, simulation

studies generate data under a variety of conditions. In the case of DNA sequence, for
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example, studies may assume that nucleotides are substituted at various rates. Or it may
be assumed that different types of nucleotide occur in DNA strains at different
frequencies. Or it may be that lineages split according to different topologies. In
linguistics, languages may be assumed to evolve according to different branching
patterns. It may also be assumed that phonemes change at different rates.

Once data is generated, inference methods are applied to the simulated dataset.
The goal at this step is to recover the parameters used when generating the data, much
as inference methods are applied to real datasets with the goal of recovering the
parameters of the evolutionary process. But in the case of simulations, it is known how
the data was generated. So it is possible to assess how reliable inference methods are by
checking the frequency with which inference methods select the true hypothesis about
the conditions that generated the data. At this stage, the usefulness of simulating data
under a broad range of conditions becomes clear: when data is simulated under a
variety of conditions, it is also possible to determine the conditions under which the
inference methods under investigation are (not) reliable.

A good example is the simulation study conducted by Gaut and Lewis (1995). To
assess the reliability of maximum-likelihood methods, Gaut and Lewis simulated DNA
sequence data under a variety of conditions. These conditions included wide variation in
tree topology. Employing several maximum-likelihood methods, they then selected the

tree topology that maximized the probability of observing the data. Since the tree
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topology used in generating the data was known, they were finally able to calculate how
successful different phylogenetic methods were in recovering the true topology under a
wide range of conditions. Thus, by repeatedly simulating data, applying inference
methods, and subsequently assessing their success rate, Gaut and Lewis were able to
estimate the reliability of different methods of phylogenetic inference.?

An important result of their study is that maximum-likelihood methods can be
susceptible to a problem known as long-branch attraction. This form of systematic error
occurs when two lineages that are not closely related are inferred to be closely related
simply because both have accumulated a large number of changes. The problem is
especially acute when maximum-likelihood methods make background assumptions
that deviate from the assumptions made when simulating the data. For example, data
may be generated under the assumption that there is site-to-site variation in substitution
rate. This means that some portions of the DNA sequence have a higher probability of
undergoing nucleotide substitutions than others. But to calculate the probability of the

data given different tree topologies, maximum-likelihood methods must specify

whether or not there is site-to-site variation in substitution rate. And as Gaut and Lewis

2 In some cases, it may be possible to assess the reliability of inference methods using analytical models of
the pen-and-paper variety. The challenge that computer models used in simulation studies raise for
constructive empiricism is therefore not unique. However, I focus here on computer simulations for the
following reason. Studies that aim at assessing the reliability of inference methods are especially important
when the inferential problem is complex. And complex inferential problems tend to require the use of
inference methods that are opaque to analytical treatment. In this case, computer simulations are more
common than analytical models.
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show, maximume-likelihood methods do not reliably recover the true tree topology if it is
assumed that there is no site-to-site variation when calculating the probability of the
data when the data is generated under the assumption that there is site-to-site variation
in substitution rate.®

Their simulations also show that under these conditions maximum-likelihood
methods can be even less reliable with more data. That is, if the assumptions that
maximum-likelihood methods make when calculating the probability of the data differ
from the assumptions made in simulating the data, maximum-likelihood methods
become more error-prone as more data is included in the analysis. Maximum-likelihood
methods are thus not always reliable when dealing with long branches and may become
even less so as more data is analyzed. So when branches are long it may be impossible to
recover the true tree topology using a maximum-likelihood method because maximum
likelihood is an unreliable method.

To illustrate the problem of long-branch attraction, consider again a coin whose
probability of coming up heads (! ) in vacuum is unknown. After tossing the coin in a

vacuum chamber 100 times, 64 heads are observed. The maximum-likelihood estimate of

3 Another problem for constructive empiricism is the idea that parameters of the maximum- likelihood
model may or may not accurately represent unobservable aspects of the world. For the sake of a charitable
reconstruction of the constructive empiricist position, I sidestep here this problem and assume that the
constructive empiricist would be able to justify our concern with the correct specification of the model used
in calculating the maximum likelihood of the data.
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the probability of heads is thus p!=10.64. Suppose now that 591 heads are observed
after 1,000 tosses, so that the new maximum- likelihood estimate is I"!=10!591. Suppose
further that 5, 998 heads are observed after 10, 000 trials, thus bringing the maximum-
likelihood estimate to approximately I"!=10!6. Given the data, it is fair to conclude that
the true value of p is approximately 0.6.

But this is only reasonable if certain assumptions are made—for example, that
there is no wind to bias the outcome. If the presence of wind makes it more probable
that the coin will come up heads and unbeknownst to us the vacuum chamber has not
been appropriately sealed, then the maximum- likelihood estimate may not converge on
the true parameter value. That is, maximum-likelihood methods are not statistically
consistent in this case. Of course, a good experimental setup should control for
confounding factors such as wind, air resistance, and the like. But the point of the
present analogy is simply to illustrate how maximum-likelihood methods can be
statistically inconsistent and therefore unreliable under certain conditions. And it is
simulation studies that show maximume-likelihood to be unreliable under certain
conditions.

Studies that simulate data in order to quantify the reliability of phylogenetic
methods abound. In a study of unprecedented scale, Huelsenbeck and Hillis (1993)
compared the reliability of a wide array of phylogenetic methods across a broad range of

conditions. In linguistics, Barbangon et al. (2013) simulated data under conditions
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thought to obtain in Indo-European languages to estimate the reliability of different
inference methods when reconstructing language families. And Nunn et al. (2010) made
use of simulated data to evaluate the reliability of phylogenetic methods in cultural
evolution, where horizontal transmission is presumably common. These studies come
from radically distinct disciplines. But the same principle is at work in all of them: first,
simulate data under known conditions; second, apply inference methods to select
hypotheses about the underlying parameters; third, estimate the reliability of the
inference methods when applied to the simulated data; finally, extrapolate to the

reliability of these inference methods when generating hypotheses about the unknown.

3.4 The Constructive Empiricist’s Dilemma

Simulation studies pose a problem for constructive empiricism. By assessing the
reliability of inference methods, simulation studies betray a concern with truth that goes
beyond what constructive empiricism is able to justify. So the problem could be stated in
the form of a dilemma: the anti-realist must admit that constructive empiricism cannot
justify the practice of simulation studies, or else reject constructive empiricism.

To explain why the dilemma arises, let me first reiterate that according to
constructive empiricism the aim of science is empirical adequacy. Now recall what
empirical adequacy entails: it says that science aims at theories that are true about what

is observable. Recall also that, in the case of competing statistical theories, the notion of
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empirical adequacy must take into account whether the difference between predicted
probabilities is statistically significant. If two theories predict the observed data with
different probabilities, the constructive empiricist therefore favors the theory that
predicts the data with higher probability—provided, of course, that there is a
statistically significant difference in predicted probabilities.

Consider now simulation studies. Clearly, simulation studies are not necessary to
determine what method maximizes the probability of the data. As explained in the
previous section, maximum-likelihood methods—which by definition select the
hypothesis that maximizes the probability of observing the data—are already available
for that purpose. Simulation studies are only necessary when the reliability of these
inference methods is at stake.

In simulation studies, the parameters of the evolutionary process are observable
since whoever is running the simulation specifies them. One could object to the claim
that the parameters of a computer simulation are observable on the ground that
parameters are stipulated. But this is not a good reason for thinking that the parameters
of a computer simulation are not observable. If you write a program to simulate an
evolutionary process and I want to know what parameters you use, I can simply open
the file you wrote and read what parameters you decided to use. So in this sense the
parameters of a computer simulation are directly observable. Obviously, no inference

method is required when parameters are directly observable. The purpose of simulation

49



studies is thus not to assess the reliability of inference methods in the artificial
environment created by a computer simulation. Given that simulation studies purport to
assess the reliability of inference methods, their goal is to estimate the reliability of
inference methods in the real world, where parameters of the evolutionary process are
not observable.

Although parameters of the evolutionary process may be detectable in the sense
that they may have consequences that are themselves observable, they are unobservable
for reasons that may vary depending on the parameter under consideration. Consider,
for example, tree topology. Tree topology is the parameter that represents the branching
pattern of lineages. This parameter is often unobservable because lineages tend to split
on a time scale that makes it impossible for humans to observe the split (in contrast, a
split between lineages of fast reproducing organisms kept in a lab may be observable
since this split happens in a much shorter timescale). Another good example is the
substitution rate of nucleotides. Nucleotides may be detected by DNA sequencing or X-
ray crystallography, but are too small to be observed by the naked eye. Since
substitution rate is a property of nucleotides, substitution rate is also unobservable. It is
true that other parameters may very well be observable. But the point remains: at least
in some cases, simulation studies aim at assessing the reliability of inference methods

that return hypotheses about unobservable parameters.
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This means, however, that simulations are necessary when they are immaterial to
the constructive empiricist. As just noted, simulation studies aim at assessing the
reliability of inference methods when it comes to unobservable parameters. But when it
comes to unobservable matters, the constructive empiricist takes no interest in the
reliability of inference methods. To see why requires a brief excursus into the notion of
reliability. The literature on reliability is sparse and the debate is usually framed in
terms of the reliability of belief-forming processes. But following the groundbreaking
work of Goldman (1976, 1979) on reliability, the emerging consensus is that a belief-
forming process is reliable if and only if it delivers beliefs that are (probably) true given
the evidence (Adler, 2005; Alston, 1995; Comesana, 2009).

For present purposes, we can say that an inference method is reliable just in case
it is truth-conducive—that is, if it generates hypotheses that are (probably) true given
the evidence. Since simulation studies assess the reliability of inference methods when
the parameters of the evolutionary process are unobservable, the purpose of simulation
studies is to assess the conditions under which phylogenetic methods are conducive to
true hypotheses about the unobservable. Yet, the constructive empiricist withholds
judgment about the unobservable, simply choosing the hypothesis that best fits the data.
The constructive empiricist therefore cannot justify the concern with the reliability of
inference methods, in particular when it comes to unobservable parameters of the

evolutionary process. As a result, the constructive empiricist cannot justify the use of
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simulation studies in phylogenetics. Of course, the constructive empiricist will try to
resist a notion of reliability that appeals to truth about the unobservable. But I show in
the next section that this only raises graver problems for constructive empiricism.

To avoid confusion, let me emphasize a distinction between two levels of
inference. At the object level, maximum-likelihood methods in phylogenetics make
inferences about evolutionary processes. At the meta-level, simulation studies aim at
assessing —that is, inferring —the reliability of these inference methods. In some cases,
object-level methods such as maximum likelihood make inferences about unobservable
parameters of the evolutionary process. And some meta-level methods such as
computer simulations make inferences about the reliability of these inference methods.
So some meta-level methods make inferences about the reliability of object-level
methods, some of which make inferences about the unobservable. At the object level,
there is thus a concern with the unobservable. But to the extent that reliability is a truth-
infected concept, there is a concern with truth at the meta-level. My claim is thus that the
constructive empiricist cannot justify the meta-level concern with truth about what is
unobservable at the object level.

In sum, simulation studies aim at establishing which methods are reliable when
making inferences about the unobservable. When making inferences about the
unobservable, a method is reliable just in case it tends to deliver theories that are true

about the unobservable. But an interest in theories that are true about the unobservable
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cannot be justified from the constructive empiricist’'s standpoint. So constructive
empiricism cannot justify the practice of simulation studies. This means that the
constructive empiricist faces a dilemma: she must either abandon constructive
empiricism, or else dismiss simulation studies as unjustified. The former would be a
clear concession of defeat; the latter would be a drastic departure from scientific practice.
Given the pervasiveness of simulation studies that aim at assessing the reliability of
phylogenetic methods, rejecting constructive empiricism seems to be the only feasible
option.

It should also be noted that although simulation studies are common in
phylogenetics, they are by no means the only kind of study to show a zeal for the
reliability of inference methods. Hillis et al. (1992), for example, collected data from
experimental populations of bacteriophages and inferred phylogenetic relationships
among them. Because these were experimental populations with a known tree topology,
they were also able to assess the reliability of different inference methods. Clearly, their
interest was not confined to the reliability of phylogenetic methods in their own
experimental setting. After all, the tree topology was known in advance in their
experiment. That is, their goal was to extrapolate from the reliability of inference
methods in a controlled environment with observable parameters to the reliability of

these methods in cases where the parameters are unobservable. Although less common
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than simulation-based ones, experimental studies pose a similar problem for
constructive empiricism.

Before proceeding, let me add an important caveat. My goal in this paper has
been to show how certain practices in phylogenetic analysis militate against global
strains of constructive empiricism. Given the nature of simulation studies in
phylogenetics, the constructive empiricist is confronted with a dilemma challenging the
belief that all branches of science aim at empirical adequacy. But this is of course not to
say that no branch of science aims at empirical adequacy. Simulation studies in
phylogenetics are entirely silent on the issue of local anti-realism in other fields. For all
my argument shows, local forms of constructive empiricism could therefore still make
sense of other scientific disciplines—for an in-depth defense of localism in debates about

scientific realism, see (Asay, 2016).

3.5 Reliability: An Objection

My argument relies on the assumption that an inference method is reliable just in
case it has a high probability of returning true hypotheses about the world. Proponents
of constructive empiricism can easily accommodate such a notion of reliability when it
comes to the observable. But given their stance on science, this is not so when it comes to
the unobservable. Yet, constructive empiricists could object that reliability need not

appeal to the concept of truth about unobservable aspects of the world. Although an

54



account of reliability that does not invoke truth is not currently on offer, it may be
possible to give such an account on the constructive empiricist’s behalf. For example, the
constructive empiricist could resort to a notion of reliability that appeals to empirical
adequacy alone. On this proposal, an inference method is reliable just in case it tends to
output the most empirically adequate hypothesis—that is, just in case it has a high
probability of selecting the hypothesis that best predicts the data. Notice that the
constructive empiricist need not refrain from a concern with the future predictive
success of inference methods. The claim that an inference method will be predictively
successful in the future is certainly a claim about the unobserved but it is not necessarily
a claim about the unobservable. And the constructive empiricist disregard the
unobservable, not the unobserved.

If successful, this objection would mean that the constructive empiricist has the
resources to justify the concern with reliability seen in simulation studies. So my
argument would not go through. As promising as this account of reliability may initially
sound, however, it runs into a serious difficulty. A notion of reliability that is based on
empirical adequacy cannot justify the practice of simulation studies. For if a reliable
method were simply a matter of selecting empirically adequate hypotheses, there would
be no need to run simulations with the goal of determining under which conditions
maximum likelihood is a reliable method. By definition, maximum-likelihood methods

select the most empirically adequate hypothesis about the parameter under
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investigation. So maximum-likelihood methods are always reliable in the constructive
empiricist’s sense. If empirical adequacy were all that mattered, the constructive
empiricist would therefore have to shrug off expensive and time-consuming simulations
not only as unwarranted, but also as unnecessary. And if explicating the notion of
reliability solely in terms of empirical adequacy comes at the price of disregarding
widespread scientific practices, then the constructive empiricist again faces the dilemma:
either renounce constructive empiricism, or else dismiss the practice of simulations as
unjustified.

Of course, the obstinate constructive empiricist would not shy away from biting
the bullet and dismissing simulation studies as unjustified. But this would only shift the
burden of proof to the constructive empiricist. For then the constructive empiricist
would have to explain the extensive use of what is—by the constructive empiricist’s
own standards—a flawed methodology. After all, constructive empiricists can always
dismiss as unjustified any scientific practice that is hard to square with constructive-
empiricist tenets. So on pains of brushing aside aspects of scientific inquiry in an ad hoc
manner, the constructive empiricist owes us an explanation of why a practice that is
ultimately unjustified continues to be so widespread in this particular case but not in
others.

At this juncture, the constructive empiricist could perhaps retort that what- ever

simulation studies do, it is not to assess the reliability of inference methods. But then it
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would be incumbent on the constructive empiricist to clarify what- ever else simulation
studies do instead of assessing the reliability of inference methods. Although I know of
no argument to show that the task is in principle impossible, this again shifts the
dialectics to the constructive empiricist. And if it turns out to be impossible to justify
simulation studies in purely constructive- empiricist terms, the dilemma re-emerges. For
then the constructive empiricist is again forced either to dismiss simulation studies as
justified, or else reject constructive empiricism as false.

Notice that my claim is not that proponents of constructive empiricism face a
dilemma because they must either renounce constructive empiricism, or else dismiss
maximum-likelihood methods as unjustified. To draw on the distinction between object
and meta-levels again, this is to say that the constructive empiricist does not face a
dilemma at the object level. When confronted with object-level methods that make
inferences about the unobservable, the constructive empiricist simply suspends belief on
these object-level inferences. But if the constructive empiricist suspends belief on
inferences about the unobservable at the object level, then there is no need to engage in
meta-level practices that aim at assessing the reliability of object-level methods that
make these inferences. For whether the object-level methods are reliable is irrelevant for
the constructive empiricist. From the standpoint of the constructive empiricist, these
meta-level practices are unnecessary and therefore justified. It is thus at the meta-level

that the dilemma arises.
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3.6 Conclusion

If my argument is correct, the widespread use of simulations pose a dilemma for
the constructive empiricist. According to constructive empiricism, science aims at
empirical adequacy. This is to say that theories simply aim at fitting the data, and not at
giving a true description of unobservable portions of the world. But simulation
studies—in particular simulations in phylogenetics—aim at assessing the reliability of
methods that help us make inferences both about observable and unobservable
parameters. Given that reliability is often understood as conduciveness to truth,
constructive empiricism is unable to justify the use of simulation studies. Advocates of
constructive empiricism therefore face a dilemma: they should either renounce their
strain of scientific anti-realism, or else dismiss deep-seated scientific practices as
unjustified. Although the present paper does not argue for this, I suggest that we should
opt for the former since the latter is too stark a departure from scientific practice.

The results presented here also suggest new avenues for future work. In recent
years, philosophers have paid increasingly more attention to computer simulations. A
prominent topic of concern has been the relation between experimentation and
computer simulation. Parke (2014), for example, minimizes the differences between
experiments and computer simulations to argue that the epistemic value of experiments
is not superior to that of simulations in a context-independent way. Similarly, Morgan

(2003) holds that computer simulations are just another kind of experiments. And Parker
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(2009) goes even further in claiming that both simulations and experiments qualify as
material interventions. In contrast, Winsberg (2009) contends that simulations differ
from experiments in that the latter are epistemically prior to the former since the
background knowledge required for running simulations must first be validated
experimentally. Humphreys (2009) likewise discusses methodological and
epistemological dimensions along which computer simulations and experiments differ.
But both camps in this debate focus on simulations that test hypotheses or make
predictions and ignore simulations that are used to test the reliability of inference
methods. It would therefore be interesting to consider different types of simulation, thus
giving computer simulations a more nuanced treatment. This point also underlines the
need for forms of classification that crosscuts Weisberg’s (2012) structural taxonomy of
models into concrete, mathematical, and computational shows. For example, Morrison
and Morgan (1999) take a functional standpoint, discussing how models may function as
instruments. But they ignore that some computer models function as an instrument to
measure the reliability of inference methods. It would thus be instructive to pay more

attention to different functions that models and simulations may serve.
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4. Cheap Talk in Structured Populations

Since Plato’s Cratylus, philosophers have puzzled about the referential relation
between words and the world. Quine (1936) lent force the view that Hermogenes
espouses in Plato’s dialogue and attacked the idea that the meaning of terms could arise
by convention. More recently, Lewis (1969) and Skyrms (2010) used rational choice and
evolutionary game theory to show that linguistic meaning could emerge by social
convention and natural selection. Realizing that language is an evolved trait, it is now
natural to view the question of how words acquire meaning is a species of a more
general question: how can living creates use signals to communicate about different
states of the world?

Indeed, signaling is pervasive in the living world. Vervet monkeys, for example,
issue species-specific alarm calls that warn conspecifics about the presence of predators
(Cheney & Seyfarth, 1992). In the presence of an eagle, vervet monkeys make a “cough”
sound. When a leopard is in sight, they emit a call that sounds similar to a bark. And
upon spotting a snake, they send a signal that is called a “chutter”. Each alarm call
triggers a different response. When they hear the call for an eagle, vervet monkey seek
cover in the underbrush. When alerted about the presence of a leopard, they usually
take refuge in small branches where a leopard cannot follow them. And when vervet
monkeys hear a chutter, they stand tall and scan the ground to spot and avoid the

predator. Species-specific signals that elicit appropriately different behaviors have also
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been documents in several other animals—including other species of monkeys
(Zuberbiihler, 2000, 2001), lemurs (Macedonia, 1990), prairie dogs (Slobodchikoff et al.,
1991), and red squirrels (Greene & Meagher, 1998).

But how can signaling evolve? When interests are sufficiently common—e.g.,
due to genetic relatedness—signaling is beneficial to both sender and receiver
(Maynard-Smith, 1991). In a cooperative setting, communication therefore does not pose
a serious challenge to evolutionary theory. This is perhaps the reason why models of
cooperative signaling tend to focus on questions tangential to the emergence and
stability of honest signaling, such as the conventional character of human language, the
evolutionary advantage of grammatical structure, or the relation between information
and meaning (Lewis, 1969; Nowak & Krakauer, 1999; Skyrms, 2010).

But why should informative signals be exchanged when interests conflict? In this
case, informative signaling does not seem to be adaptive because competing parties have
no evolutionary incentive to share private information. But if signals do not convey any
information, attending to such signals is useless. And if no one is listening, there is no
reason to talk. From an evolutionary perspective, communication should break down in
the absence of shared interests.

Costly signal theory opposes this intuition (Grafen, 1990; Zahavi, 1975). Roughly,
it asserts that honest signaling can thrive in the midst of conflicting interests provided

that dishonest signals are sufficiently costly. For all its theoretical elegance and
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biological plausibility, the explanatory value of costly signal theory has been called into
question in a variety of contexts (Zollman, 2013). Most notably, some signals do not
seem to be associated with sufficiently high cost (Chappell et al., 1995; Gaunt et al., 1996;
Horn et al., 1995).

To explain how informative signaling can evolve with cost-free signals and
conflicting interests, alternative mechanisms have been proposed. For instance,
reputation may stabilize honest signaling when agents are able to detect and remember
who lied in the past (Silk et al., 2000). Under very restrictive assumptions about the
payoff structure, cost-free signals can be informative at equilibrium even if interests
conflict (Peter Godfrey-Smith & Martinez, 2013). In finite populations, cheap talk can be
equally stable despite conflicting interests and lack of signal cost (Wagner, 2014).
Another alternative is to model signaling as a game resembling rock-paper-scissors. In
this case, costless signals can convey partial information (Wagner, 2011). Partially
informative signaling can also be maintained at a pooling equilibrium when signals are
cheap (Zollman et al., 2012).

However, the role of population structure has been neglected in cheap-talk
models—that is, models where signals are devoid of cost. This is surprising, given that
spatially and group structured populations have long been known to promote the
evolution of strategies that are otherwise disfavored by natural selection, such as

cooperation (Nowak & May, 1992; Wilson, 1975). Dynamically structured populations

62



have also been implicated in the evolution of cooperative behavior (Santos et al., 2006).
Population structure has indeed been shown to promote the evolution of signaling in a
no-conflict setting (Skyrms, 2009; Wagner, 2009). But no study to date considers the role
of population structure, and in particular of adaptive population structure, when
interests diverge.

Here, informative signaling is shown to evolve in a dynamically structured
network in which agents have conflicting interests and signals are devoid of cost. To
show this, I begin by introducing a game-theoretic model of signaling. The model is a
version of Lewis’ signaling game. Lewis’ signaling game is a simple and widely
discussed model for the evolution of linguistic meaning. I then follow the work of
Pacheco, Traulsen, & Nowak (2006) to characterize dynamic interactions among agents
in a large population. Next, I connect the two previous sections by describing how
dynamic interactions affect the evolution of meaning in Lewis’ signaling game. In this
extended version of Lewis’ signaling game, I then present analytical and simulated
results for the evolution of meaning. In the final sections, I discuss the significance of the
model’s main finding—namely, that a dynamic population structure can make
informative signaling evolutionarily stable even when interests conflict and signals are

free of cost.
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4.1 The Model

Consider a simplified version of a mating scenario that is common in many
species of animals. The male chooses to engage in courtship behavior or not. There are
two types of males: high-quality, and low-quality males. It is chance that determines the
quality of male, so a male cannot choose his own quality. Upon observing whether the
male engages in courtship behavior, the female chooses to mate or not. It is in the male’s
interest to mate whether the he is a high-quality or a low-quality male. But it is in the
female’s interest to mate only if the male is of high quality. Although the male can
directly observe his quality, the female cannot observe the quality of the male. All the
female has to go by is whether or not the male engages in courtship behavior.

A model of this scenario is the signaling game depicted in Figure 5. Nature
moves first, selecting one out of two states. The sender observes the state of nature and
chooses whether to send a signal or not. The receiver observes if the sender issues a
signal, but cannot observe the state of nature directly. The receiver then picks an act.

This is a generic version of the signaling game analyzed by Zollman et al. (2012).
Parameters a and b represent how much is at stake in each state of nature. In state A, if
the receiver does the act that matches the state of nature, both players get a payoff of a.
Otherwise, both players get a payoff of zero. In state B, if the receiver does the act that

matches the state of nature, the receiver gets a payoff of b and the sender gets a payoff of
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zero. Conversely, if the act does not match the state, the receiver gets a payoff of zero
and the sender gets a payoff of b. To ensure nontrivial payoffs, assume ! 'b ! 0.

Some formal features of this game are worthy of note. First, the game is
asymmetric. The sender has private information about the state of nature, given that
only he can observe nature’s move. As the dotted lines in Figure 5 indicate, the receiver
does not know the state of nature. But the receiver determines the outcome of the game,
since she chooses the payoff-relevant action. Second, this is a game of partially
conflicting interests. In state A, interests coincide and both players get the same payoff.
But in state B, the sender’s and the receiver’s preference rankings are reversed: while the
sender prefers act A, the receiver prefers act B. Third, this is a game of cheap talk since
signals are entirely free of cost. The sender does not incur any cost for sending a signal,
and payoffs depend only on the state of nature and the receiver’s act.

Consider next the strategies described in Table 7. The first strategies differentiate
between states and signals, so Sender 1 and Receiver 1 are signaling strategies. The last
two strategies are not signaling strategies: Sender 2 and Sender 3 do not distinguish
between states, and Receiver 2 and Receiver 3 do not discriminate between signals.

Analysis can be simplified if we consider a symmetric version of the game. To
symmetrize the game, assume that players are randomly recruited from an indefinitely
large population. Players engage in pairwise interactions of the signaling game

described above. In each interaction, there is equal chance that players will play either in
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the role of sender or receiver. A strategy must now specify a course of action for each of
the two roles that a player can play: a course of action as sender, and a course of action
as receiver. This is equivalent to a symmetric game in which players have strategies
conditional on their role as sender of receiver—that is, a strategy that specifies the
player’s course of action if the player is in the role of sender or receiver. In the
symmetric version of the game, the only signaling strategy is thus the one that has
Sender 1 in the sender role and Receiver 1 in the receiver role. Any strategy that contains a
non-signaling sender or a non-signaling receiver is not a signaling strategy.

To determine the conditions under which signaling is stable in the symmetric
game, we must examine the stability of the strategy Sender 1 — Receiver 1 when
competing with non-signaling strategies. Pairwise payoff comparisons between all 9
strategies of the symmetric game indicate that Sender 2 — Receiver 1 is the non-signaling
strategy with the greatest potential to disrupt informative signaling. Intuitively, this is
because Sender 2 — Receiver 1 not only exploits the discriminating behavior of Receiver 1,
but also takes advantage of the information provided by Sender 1. As shown in Table 8,
Sender 2 — Receiver 1 strictly dominates Sender 1 — Receiver 1: Sender 2 — Receiver 1 always
obtains a strictly higher payoff than Sender 1 — Receiver 1.

It is worth emphasizing that as long as a and b are positive, the only
evolutionarily stable state of the symmetric game is the non-signaling system in which

Sender 2 — Receiver 1 plays with another Sender 2 — Receiver 1. A non-signaling system is a
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state in which at least one non-signaling strategy is able to persist indefinitely. Similarly,
the signaling system in which Sender 1 — Receiver 1 plays another Sender 1 — Receiver 1 is
not an evolutionarily stable state in the symmetric game. But as shown below, signaling

can be evolutionarily stable in a dynamical network.

4.2 Linking Dynamics

Consider an infinite population of agents. Agents occupy the nodes of a graph.
Let !; represent the proportion of nodes occupied by strategist of type S;, with i ! {1, 2}.
Here, S, denotes players of type Sender 1 — Receiver 1 and S, denotes players of type
Sender 2 — Receiver 1. Also, let m» denote the payoff that strategist of type S; gets from
interacting with strategist of type §;, with ! ! 11, 2}.

Now suppose that each node can establish links to other nodes. Let a; denote the

propensity of a node of type S;!to form a new link. The death rate of a link between a

node of type S, and a node of type !, is denoted by S, and is given by S ! TI—U, where

7;; is the average lifetime of the link.

We can now derive a system of differential equations describing the linking
dynamics. Let ! !denote the proportion of links between nodes of type S, and nodes of
type S; in the total population of links. Over time, the net change in !\ is given by the

equation:
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ﬁ!! laya (11 1) ! 1Bepy.

This equation relates the rate of change in p» to two terms. The positive term
takes into account the rate of link formation between nodes of types !, and S;. This term
is the product of two factors: the chance that a link forms between types S; and S;, and
the fraction of links not already taken up by links between these types. The negative
term takes into account the death rate of links connecting nodes of types §; and !; and
the fraction of such links in the population.

In the steady state of the linking dynamics, there is no net change in the

. . . . . . . L Al .
proportion of links. That is, the time derivative is zero, with I—” ' 0. Solving for ! ;;, we
obtain:
- a
p!" ' a [ " I

where ! ;; is the proportion of links between strategists of type S; and !, at the steady
state of the linking dynamics. This equation shows that at equilibrium the proportion of
each type of link depends only on the birth and death rates of each type of link, as
should be expected in an infinite population.

Assuming that the linking dynamics occurs at a much shorter time scale than the
strategy dynamics (i.e., agents adjust their ties much faster than they reproduce), it is
also possible to derive fitness functions for each agent type at the steady state of the

linking dynamics. This is done by taking the proportion of links to be fixed at
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equilibrium. Let f; denote the fitness of strategists of type S;. At the steady state of the

linking dynamics, f; is given by:

! Z(! p 110

jr
The fitness function of strategist of type !; is a product of the payoff that
strategist S;gets from interactions with strategist ! ;, the fraction of links between !; and
l; at the steady state of the linking dynamics, and the fraction of strategists !; in the
population. This is then summed over the two strategy types.
In a well-mixed infinite population, there would be no need for the fitness
functions to account for the proportion of links between players. In this case, the fitness

functions would be simply given by:
2
r=!
Comparing the fitness functions in a well-mixed population with the fitness
functions at the steady state of the linking dynamics, we see that a dynamical network
induces a transformation of the payoff matrix. The transformed payoff matrix is given in

Table 9. In the transformed matrix, the payoff of strategist !, playing against strategist of

type !}, is given by néj Doy -1, with iljle 11001
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4.3 Strategy Dynamics

The replicator dynamics is a common framework for describing the behavior of
natural selection (Taylor & Jonker, 1978). It tracks how an infinite population of
asexually reproducing entities changes over time in the absence of migration and
mutation. Although the replicator dynamics relies on obviously idealized assumptions,
it provides a good starting point for analyzing frequency-dependent selection. In the

transformed game, the replicator dynamics is given by the following equations:!

where !, and !, are calculate as above, and ! ! ¥j,!!, !!,! is the weighted average of
the fitness of both types. Recall that !, and !, take into account the payoff transformation
induced by the steady state of the linking dynamics.

The replicator equations represent the rate of change in the population of !, and
I'y strategists. If the fitness of a type is greater than the average fitness of the population,
the right-hand side of the corresponding equation is positive, indicating that the
proportion of that type increases in the population. If the fitness of a type is less than the
population average, the right-hand side of the equation is negative and the proportion of
that type therefore decreases.

It can be shown that if a state of the population is evolutionarily stable, then the

replicator dynamics converges to that state for initial values sufficiently close to it (see
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Theorem 7.3.2 in Hofbauer and Sigmund, 1998). Intuitively, the idea behind the notion
of evolutionary stability is that a population at a stable state cannot be invaded by a
mutant. For a wild population to resist invasion by a mutant, either one of the following
conditions must be satisfied: (1) the wild type obtains a higher payoff than the mutant in
interactions with other wild types, or (2) the wild type obtains a higher payoff than the
mutant in interactions with mutants, if mutant and wild type obtain the same payoff in
interactions with the wild type (Maynard-Smith and Price, 1973). As shown below, these
conditions can be used to predict the outcome of natural selection as modeled by the

replicator dynamics.

4.4 Results

In addition to the case of neutral selection, four outcomes are possible for the
dynamics of the signaling game analyzed here. First, strategy !, may outcompete
strategy !, . This is the case if ! is the only evolutionarily stable strategy of the game.
Second, strategy !, may outcompete strategy !,. There is again just one pure strategy
that is evolutionarily stable in this case. Third, there may be a polymorphic equilibrium
in which strategies !, and !, lcoexist. Fourth, the system may be bistable. In this case, S
and !, are both stable but whether !, or !, goes to fixation depends on the initial

conditions.
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For any symmetric game with two strategies, the definition of evolutionary
stability given in the previous section can be used to derive the conditions under which
the replicator dynamics eventually results in each of these four outcomes (Nowak, 2006,
pp- 49-50). The conditions are summarized in Table 10.

Recall that the payoffs transformed by the steady state of the linking dynamics
are given by !'j. ! 1 11L, with 11NTIEL The outcome of the dynamics therefore
depends on the original payoffs ! .+ and the factor ! ., which in turn dependson ! |, !,
and f. In the original version of the game, S: is the only evolutionarily stable strategy
of the game and !, therefore dominates !,. But with the payoff transformation
introduced by the linking dynamics, it is possible to obtain any of the outcomes listed in
Table 10. To determine when the replicator dynamics carries the population to each of
these regimes, analysis would have to exhaust every combination of values for all model
parameters. Given the high dimensionality of the parameter space, such a treatment is
difficult.

To simplify analysis, original payoffs were fixed at ! ! ! I | and attention
restricted to ! . Notice that this parameter combines several other parameters and thus
serves as a good proxy for the behavior of the entire system. Since! =1! ! I, notice also
that the payoff matrix of the game before taking the linking dyanmics into account is

given by Table 11.
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Given these payoffs, it is now possible to estimate the size of the region in the
parameter space where honest signaling is evolutionarily stable by determining the
values of ! | that satisfy the conditions listed in Table 10. Recall that these conditions are
in terms of ! j., where ! j» =!I} and ! ; ; is given by the payoffs in Table 11, so that
the conditions could be restated as in Table 12.

These inequalities can now be used to estimate the regions of the parameter
space that allow for the evolution of informative signaling. Figure 6a depicts in the unit
plane the four conditions in Table 12: in the larger square, the hachured area is the
region of the parameter space where ! I" '}, 1 1 11 ;in the insets, the hachured area
is the region of the parameter space where !l 1. | 11" 11} By calculating the area
of these regions as in Figure 6b, we see that informative signaling cannot persist in a
substantial portion of the parameter space (C; area: 42%). But compared to regions in
which some degree of informativeness can be maintained (A, B, and D; area: 58%), this
region is small. Moreover, informative signalers wipe out competitors in a non-
negligible portion of the parameter space (B; 12.5%).

At the same time, the areas in Figure 6 do not specify the size of the basin of
attraction of the corresponding stable state and thus shed no light on how likely it is for
signaling to evolve. Roughly, the basin of attraction of a steady state is the set of initial
conditions that leads to that steady state as time goes to infinity. If there is a single stable

state, any initial condition takes the population to that stable state. But if there is more
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than one stable state, the end result of the dynamics depends on which basin of
attraction the population starts from. This is the reason why determining the size of the
basin of attraction is particularly important if we are interested not just in whether it is
possible, but also under what set of initial conditions informative signaling will evolve.

To estimate the size of the basins of attraction in the bistable regime, the
replicator dynamics was allowed to run from randomly chosen initial conditions. After
1,000 time steps, the proportion of signalers in the population was recorded. The
procedure was iterated 10,000 times for different values of !{,, and the proportion of
runs in which signalers composed more than 50% of the final population was noted
(Figure 7).

As expected, the proportion of runs in which the population converges to the
signaling equilibrium increases in ! ; and !}, . This is because intermediate values of ! |
and !, increase the relative fitness of Sy, first taking the dynamics to the bistable regime.
And as p), and !{, continue to increase, the fitness of Si increases as well. As a result,
the basin of attraction of S: expands and signalers spread across a wider range of
starting conditions. More importantly, Figure 7 suggests that S: has an appreciable basin
of attraction for intermediate values of !j. This is evidence that signaling tolerates
changes in initial conditions, although the population is often carried to the non-

signaling system.
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It is also worth emphasizing that a low death rate of links between strategists of

the same type favors the spread of signalers (Figure 8). This is because ! |- is a decreasing

function of Y.:as!;; goesup, ! i goes down; and as ! » goes down, ! | goes up. Thus, if
Iy and !y decrease, !, and !|, increase. Again, increasing !, and !|, carries the
evolutionary dynamics to the bistable regime in which—depending on starting
conditions—either S: or S: gains the upper hand.

Intuitively, this is because the proportion of links between strategists of the same
type increases as the death rate of links between them decreases. Although this leaves
the evolutionary stability of S: unchanged, a large proportion of links between
strategists of the same type prevents S: from interacting with S:. And if Si rarely
interacts with S, signaling is unlikely to be disrupted by the activity of Sz, who uses the
information provided by S: but never shares its own information. Signaling thus
becomes stable.

Notice also that the case considered so far (! ! ! I 1) is especially detrimental to
the evolution of signaling. Relaxing this assumption and letting ! increase, the initial
conditions under which signaling prevails also increases (Figure 9). This is because !
represents the maximum attainable payoff that both players get in the cooperative state

of nature, whereas ! is the maximum payoff when interests diverge. By increasing the

value of ! while holding ! fixed, players have more to gain by cooperating. Another
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way to see this is to look at the payoffs in Table 8: as ! increases, the difference between
the payoffs of I, and !, decreases.

Taken together, these results indicate that informative signaling can evolve
despite partially conflicting interests and lack of signal cost. In a population where
interactions take place random, signaling is doomed to evolutionary failure. But the
steady state of the linking dynamics induces a payoff transformation that compensates
for the disadvantage experienced by signalers in the original version of the game.
Depending on the dynamics of the population structure, signalers can persist in a
bistable regime, in a polymorphic equilibrium with non-signalers, or as the sole

evolutionary stable strategy of the game.

4.5 Discussion

Reviewing alternatives to costly signal theory, Zollman (2013) suggests that
correlated interaction between signalers—i.e. nonrandom interaction between agents
playing signaling strategies—may stabilize honest signaling when signals are free of
cost. However, his argument was entirely verbal and no study was available at the time
to support his claim. The model presented here offers evidence that a dynamic
population structure can create the type of correlated interaction that stabilizes
informative signaling when interests conflict and signals are free of cost. That is, a

dynamic population structure can give rise to a higher proportion of links between
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agents of the same type, which is tantamount to correlated interaction between agents of
the same type. And correlated interaction between agents of the same type takes the
dynamics to the bistable regime in which, depending on initial conditions, signalers can
resist invasion by non-signalers.

Correlated interaction is implicit in the model proposed by Silk et al. (2000). In
their model, agents are assumed to detect lies and to withhold future interactions with
dishonest signalers. In the long run, this prevents signalers from repeatedly interacting
with non-signalers. As a result, signalers interact more often with other signalers, giving
rise to the sort of correlated interaction shown above to promote the evolution of honest
signaling. However, the model studied by Silk and colleagues makes very stringent
assumptions. It requires not only the ability to detect lies after each interaction, but also
the capacity to remember and track the identity of individual agents. Since their target
system is vocal communication among primates, this does not impair the explanatory
value intended for the model. But given that the applicability of their model is restricted
to the exchange of signals between cognitively complex beings, its generality is clearly
compromised.

In his analysis of the stag hunt, Skyrms (2004) also investigates the role of
correlated interaction. In the original version of the stag hunt, two identical players can
choose between hunting either a stag or a hare. If the other player hunts a stag, hunting

a stag yields a high payoff for both players. But if the other player hunts a hare, hunting
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a stag is pointless. In this case, the best one can do is to hunt a hare as well —though both
players would be better off if they jointly hunted a stag (Table 13).

Since hunting a hare does not depend on the other player’s action, always
hunting a hare is a risk-dominant strategy: it maximizes the minimum attainable payoff.
Clearly, always hunting a stag is not a risk-dominant strategy. Because of the risk
associated with hunting a stag, stag has a considerably smaller basin of attraction in the
replicator dynamics even though hare and stag are both evolutionarily stable. This
suggests that a population undergoing natural selection is more likely to evolve to the
suboptimal state where everyone plays hare.

But if players exchange costless signals prior to the stag hunt, Skyrms (2004)
found that the evolutionary dynamics is altered dramatically. The two evolutionarily
stable states of the original game vanish, and a polymorphic equilibrium is now the only
evolutionarily stable state. In this newly created equilibrium, half of the population
plays <1, hare, stag> and the other half plays <2, stag, hare>: half of the population sends
signal 1, plays hare if signal 1 is received, and plays stag if signal 2 is received, while the
other half of the population sends signal 2, plays stag if signal 1 is received, and plays
hare if signal 2 is received. This creates a form of correlation between stag hunters:
players hunt a stag only if the other player is also going to hunt a stag, but do not waste

efforts hunting a stag if the other player is hunting a hare.
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Despite superficial points of similarity, however, the stag hunt with pre-play
signaling differs from the signaling game analyzed here. In the stag hunt, a cooperative
course of action is always available. Provided that the other player hunts a stag,
cooperating in a stag hunt yields a higher payoff than hunting a hare. Securing the
cooperative state in which players hunt a stag is thus a matter of coordination. And this
is what pre-play signaling allows players to do: if players announce their intentions
before committing to a particular action, coordination is more easily attained. In the
signaling game, on the other hand, whether players engage in a cooperative or in a zero-
sum game depends on the exogenously generated state of nature. A cooperative course
of action is not always available. This is the reason why the signaling game is a game of
partial conflict of interest, whereas the stag hunt is not.

Notice, moreover, that the stag hunt with pre-play signaling assumes a panmictic
population of agents. Players can condition their action on the signal that they receive,
but players pair up at random. To the extent that population structure is pervasive in
nature, this makes it difficult to give a biologically plausible interpretation of Skyrm’s
model of pre-play signaling. In contrast, it is easy to give a spatial interpretation of the
correlation between types in the signaling game: if like begets like and there is local
dispersal of offspring, spatial proximity explains why signalers are more likely to
interact with signalers and why non-signalers are more likely to interact with non-

signalers. Under this interpretation, ! ; and !, measure correlation between types due
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to spatial proximity. Note, however, that this interpretation is by no means necessary.
The correlation measured by !, and !}, can just as easily be interpreted in terms of
family groups if organisms preferentially interact with their own kin.

Interpreting ! j» as a measure of correlation between types allows us to construe it
in a manner analogous to the parameter F in the network model proposed by Godfrey-
Smith and Kerr (2009). In their model, F measures positive or negative assortment of
types just as ! {» does. But their model relies on very stringent assumptions about the
network structure: their results are valid only if networks dissolve after one generation
and if networks contain few or no loops. The model analyzed here, on the other hand,
provides a general framework to understand signaling in dynamically structured
populations that requires little cognition on the part of agents, extends to a non-

cooperative setting, can be easily given a spatial or a kinship interpretation, and does not

make unduly restrictive assumptions about network topology.

4.6 Conclusion

The present model shows that dynamical population structure can favor the
evolution of cost-free signaling when interests conflict. It suggests that it is possible for
signaling to evolve under a wide range of conditions and that informativeness can
persist in the face of conflict. In particular, the model predicts that low-cost signaling

should be more common in spatially structured populations—for example, among
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immobile organisms with local dispersal of offspring. Similarly, signaling is predicted to
entail considerably higher costs in large panmictic populations. To test these predictions,
the cost of a signal could be measured in terms of metabolic cost and the degree of
correlation between types could be estimated based on the mode of offspring dispersal
and on the presence or absence of allorecognition systems.

Future work could also address some limitations of the present model. First, the
results derived here assume an infinite population of agents. This assumption is clearly
unrealistic. Moreover, infinite population models have been shown to yield results that
differ considerably from finite-population models (Taylor et al., 2004). Although
previous studies suggest that finite population size is particularly favorable for the
evolution of informative signaling in cheap talk games played in unstructured
populations (Wagner, 2014), it would be interesting to examine the effect of structure in
finite populations as well.

Second, the present model leaves the origin and maintenance of population
structure unexplained. Discussing the significance of population structure for the
evolution of altruism, Nunney (1985) lists three mechanisms that could give rise to
positive assortment of altruists: morphological or behavioral differences, local dispersal,
and family groups. As Nunney points out, these mechanisms are governed by traits that
can and do evolve. In the case of altruism, there may in fact be selective pressure for

selfish types to evolve modes of dispersal or behavioral and morphological traits that
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allow them to exploit altruists. Similar considerations may apply to the case of signaling:
population structure stabilizes honest signaling, but from an evolutionary perspective it

cannot be taken for granted.
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5. Ambiguous Signals, Partial Beliefs, and Propositional
Content

As the content of propositional attitudes, propositions are usually taken to help
explain the behavior of rational agents. However, a closer look at signaling games
suggests otherwise: rational agents often acquire partial beliefs, and many of their
signals are ambiguous. Signaling games also suggest that it is rational for agents to mix
their behavior in response to partial beliefs and ambiguous signals. But as I show in this
chapter, propositions cannot help explain the mixing behavior of rational agents: to
explain mixing behavior, we need a probabilistic notion of content. I also show that a
probabilistic notion of content renders propositions explanatorily idle in the case of
unambiguous signals and full beliefs as well. My suggestion is thus that we should
abandon propositions in explanations of rational behavior and adopt instead a
probabilistic notion of content. The notion of probabilistic content ultimately provides a
simpler framework for explanations of rational behavior than the notion of propositional
content. In arguing for this view, I shall focus on a truth-functional account of
propositions. But as will become clear, the argument applies to any account that takes
propositions to be the bearers of binary truth values.

Others have already voiced similar concerns about the explanatory significance
of propositions. Moss (2013) defends the view that probability distributions can be the
object of knowledge-constituting beliefs. If she is correct, it follows that propositions are

not necessary for knowledge ascriptions. In a similar vein, Staffel (2013) draws on
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intuitive examples and empirical studies to argue that reasoning involves not only
propositional attitudes, but also degrees of belief. And responding to Dretske (1981),
Scarantino (2015) contends that signals can carry information of both propositional and
probabilistic forms. These authors are motivated by different considerations. But
common to them is the move away from the all-or-nothing view that goes along with
propositions, as well as the use of probability functions to represent the content of
signals and mental states in a more fine-grained way.

But recent attempts at debunking the explanatory value of propositions have
paid little attention to work on game-theoretical models of signaling. Sender- receiver
models provide a convenient framework to wunderstand several aspects of
communication, including the notions of belief and linguistic content, as well as the role
of propositions in explanations of rational behavior. Sender-receiver models also suggest
that ambiguity is a pervasive feature of communication. Yet, the implications of
ambiguous language for the role of propositions in explanations of rational behavior
have been hitherto ignored. To fill this gap, I present a novel problem for the view that
proposition help explain the behavior of rational agents. The problem arises because
signals imbued with ambiguity (and partial beliefs associated with them) must express
either no propositional content at all, or propositional content that is of a disjunctive
form. In either case, propositions do not help explain the complex patterns of behavior

that rational agents display when engaging in ambiguous communication.
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To argue for this claim, I start by presents a common way of thinking about
propositions. I then make an excursion into game theory and develops some of the tools
that will be used subsequently, giving emphasis to Lewis’ (1969) signaling game. Next, I
borrow from Godfrey-Smith (2011) and Skyrms (2010) to cast propositions in game-
theoretical terms. This should dissipate concerns that game theory cannot recover the
truth-functional notion of proposition. But as I finally show, propositions cannot explain
the mixing behavior of rational agents that send ambiguous signals and have partial
beliefs. After addressing possible objections in Section 6, my discussion ends on a
somber note: propositions fall short of their purported explanatory goal. I briefly discuss

remaining issues in the last section.

5.1 Propositions: the Truth-Functional Account

Propositions are commonly taken to be the bearers of binary truth values. A
popular account of propositions that is in line with this view is the truth- functional
account. On the truth-functional account, a proposition is a function that takes possible
worlds as arguments and returns truth values. Given the popularity of this account, I
focus here on a truth-functional account of propositions. But it is worth emphasizing
from the outset that my argument applies to any account that takes propositions to be

the bearers of binary truth values.
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A particularly detailed and especially influential presentation of the truth-
functional account can be found in Stalnaker (1976). Stalnaker (1976) claims that the
proposition expressed by a sentence is “a function taking possible worlds into truth
values” (p. 80). Stalnaker (1978) echoes the same view, taking a proposition to be a
function from possible worlds into truth values. As this brief characterization makes
clear, the truth-functional account relies on three central notions: functions, possible
worlds, and truth values.

The notion of function does not pose a substantial challenge. On the truth-
functional account, the claim that a proposition is a function simply amounts to the view
that a proposition outputs a truth value for every possible world that could be passed as
an argument. To put it more rigorously, a proposition is a function of the form
Pl 11 1 where! is a set of possible worlds and ! !'! !ITrue, False}. This is just a
formal representation of the view that a proposition is a function from possible worlds
to truth values.

Possible worlds—the elements in the domain of P —require closer scrutiny. A
particularly pressing issue concerns their nature: what kind of thing are possible
worlds? To avoid their metaphysically extravagant aftertaste, a natural response would
be to take possible worlds as possible states of the world. On this proposal, possible
worlds are properties of the actual world, and not “parallel universes” that exist

independently of what is actual (Stalnaker, 2003).
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Equally urgent is the question of what possible worlds there are. A pragmatic
approach would be to say that the states deemed relevant in the context of
communication are all the possible worlds there are. This is what Stalnaker (1978) terms
the context set— “the set of possible worlds recognized by the speaker to be ‘live options’
relevant to the conversation” (p. 85). There is thus no need to assume (implausibly) that
whoever engages in a conversation contemplates every conceivable possibility, no
matter how remote.

Although actualism about the nature of possible worlds by no means necessitates
a pragmatic account of what possible worlds there are, assume in what follows that both
are correct. This will help restrict the discussion to what is really at stake: the
explanatory power of the truth-functional account. For simplicity, assume further that
the set of relevant states of the world constitute a partition of exhaustive and mutually
exclusive states. A partition will make it easier to define a probability distribution over
possible worlds—also called events in the language of probability theory—in the next
section. Note, however, that the traditional truth-functional account does not require
that possible worlds form a set of exhaustive and mutually exclusive states. But this does
not alter its minimalistic ontology.

As for truth values, it is common to consider binary truth values. Stalnaker (1984)
for one claims that it does not matter what kind of thing they are; it only matters that

“there are exactly two of them” (p. 2). As I argue below, however, linguistic expressions
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and mental states cannot explain rational behavior if their contents are modeled as the
bearers of binary truth values. This is where the truth-functional account of propositions
goes wrong. But before delving into these difficulties, let me briefly discuss some of the
reasons for advocating the truth-functional account.

Consider first the role that propositions are supposed to play in accounting for
the behavior of rational agents. We commonly explain the actions of rational agents by
first ascribing to them mental states—such as beliefs and desires. Taking this as his
starting point, Stalnaker (1976) argues that we should take propositions to be the objects
of mental states. For example, if someone buys herself an ice cream, we explain that
behavior by ascribing to her the desire for ice cream and the belief that, in the world she
is currently at, going to the ice cream parlor and ordering an ice cream will realize that
desire. In his words, “to explain why a person did something, we show that by doing it,
he could satisfy his desires in a world in which his beliefs are true” (p. 81). Since a truth-
functional account takes propositions to be whatever is either true or false, it follows that
propositions must be the objects of mental states.

Another attractive feature of a truth-functional account is that it dissociates
propositions from linguistic expressions. What beliefs and desires rational agents have
should not depend on what language they speak. A truth-functional account can easily

accommodate this demand, since two agents may share the content of propositional
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attitudes without speaking a common language. Although we may use language to
assert, deny, or question propositions, propositions themselves are not linguistic entities.

The main goal of a truth-functional account of propositions is thus to ex- plain
the behavior of rational agents by appealing to the propositional content of linguistic
expressions and mental states. Though a probabilistic notion of content will continue to
figure in the account of rational behavior given below, a propositional notion of content
cannot help explain the behavior of rational agents. To explain why this is the case, the
next section first takes a closer look at game-theoretical models of signaling. Although I
focus here on Stalnaker’s account of propositions for ease of exposition, it should be
clear that if successful my argument undermines any account that takes the content of

linguistic expressions and mental states to be bearers of binary truth-value.*

5.2 Signaling Games

Consider the case of Paul Revere and the sexton of the Old North Church. The
sexton observes whether the British are coming by land or by sea. He then chooses

whether to hang one or two lanterns in the belfry. Paul Revere cannot directly observe

4 Philosophers in the naturalist tradition may be skeptical that content—propositional or otherwise —could
explain behavior: no matter what account is given of it, the content of a signal or mental state is an abstract
entity that cannot enter causal relations with concrete mental states and linguistic expressions. This
objection demands clarification. The notion of content is a high-level description of mental and linguistic
phenomena that may or may not have a physical basis. If it turns out that such phenomena do not in fact
have a physical underpinning, naturalist philosophers would be justified in jettisoning the notion of content.
In this paper, I remain neutral on this issue.
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the movement of the British troops, but he detects the signal that the sexton sends. Paul
Revere then acts, warning the townspeople whether the British are coming by land or by
sea.

The signaling game introduced by Lewis (1969) provides a formal representation
of a scenario like this. Nature moves first, selecting one of two states of the world. In the
Paul Revere case, this corresponds to the two routes that the British could take. The
sender then observes the state and chooses one of two signals, just as the sexton chooses
whether to hang one or two lanterns depending on whether the British are coming by
land or by sea. The receiver observes which signal the sender has sent, but cannot
directly observe the state of the world. The receiver then picks one of two acts. Again,
this is analogous to the case of Paul Revere, who decides whether to warn the
townspeople that the British are coming by land or by sea. In every state, there is an act
that ensures maximal payoff to both players; the other act results in a payoff of zero.
Sender and receiver must therefore coordinate their behaviors if they are to maximize
their payoffs (Figure 10).

Communication is a lot more complex than this model suggests. But this
simplified model will help introduce some concepts. For a start, let! ! 1S, R! be the set
of players in the game. Nature is considered an exogenous player and is thus not a
member of this set. But Nature can choose either one of two mutually exclusive states,

which are represented by the set W!=1{!1,!!. State s1 is chosen with probability p, and
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state ! , with probability ! | p. The use of W to represent the domain of possible worlds
in the truth-functional account and the set of states of the world in Lewis’ signaling
game is no coincidence: to the extent that signaling games resemble real-life
communication, these sets are one and the same. In the truth-functional account, the
domain specifies the possible worlds that are “live options” in the context where
communication takes place. Likewise, the set of states of the world is the set of relevant
states in a signaling game.®

Each player is associated with an action set. The set of actions for the sender is
denoted by ! ! !mi,! 1}; the set of actions for the receiver, by ! ! lai,!!. Each
player is also associated with a utility function. The utility depends on the action taken
by the receiver and the current state of the world. It does not depend on the signal,
though the receiver may choose different acts according to the signal that she receives.

A central tenet of game theory is that players are rational. This is to say that a
player chooses the action that maximizes her own utility function. In Lewis’ signaling
game, both players agree on how to maximize their utility functions in every state. But
the receiver does not know the actual state. Hence, to maximize payoffs, the receiver
must choose the act that is optimal given the information contained in the signal that she

receives. And if the sender conditionalizes his signaling behavior on the state that he

5 For simplicity, assume that participants in a conversation always share the same context set. This is what
Stalnaker (2002) calls a “non-defective” context.

91



observes, he can help the receiver maximize their payoffs by informing her of the
current state of the world.

A strategy gives form to these intuitions. For the sender, a strategy specifies what
signal to send given the state of the world. For the receiver, it determines what action to
take given the signal received. A strategy for the sender can thus be represented as a
function from possible states to a probability distribution over available signals. This
distribution determines the probability with which each signal is sent in each state.
Similarly, a strategy for the receiver is a function from possible signals to a probability
distribution over available actions.

Since our concern is the behavior of rational agents equipped with a rich mental
life, it is also convenient to define the notion of belief. A belief is a probability
distribution over strategies of all other players (Perea, 2012). In the case of Lewis’
signaling game, there are only two players. So a belief for the sender must assign
probabilities to the receiver’s strategies. Similarly, a belief for the receiver must assign
probabilities to the strategies of the sender.

As Lewis points out, this game has two separating equilibria. A profile of
strategies is a separating equilibrium if it meets two conditions: no player can profitably

deviate by playing some other strategy, and each signal is sent in only one of the states.

¢ Although I shall not argue here for any particular interpretation of probability, it is most natural to adopt a
Bayesian reading of the probabilistic content of beliefs and think of them as a function that strategies as
input and returns subjective degrees of credence over the strategies.
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The two separating equilibria are depicted in Figure 11. These are what Lewis calls
signaling systems.
Beliefs about the sender’s strategy allow the receiver to update the probabilities

that she assigns to being at a certain state given the signal that she receives. This means
that the receiver can hold beliefs not only about strategies of the sender, but also about
states of the world. The receiver’s belief about states take the form of a probability
distribution over states conditional on her belief about the strategy of the sender and on
the signals received. To differentiate beliefs about the states from beliefs about strategies,
call the former state beliefs and the latter, strategy beliefs.

In sum, the sender informs the receiver about the state of the world. The receiver,
in her turn, can use the information provided by the sender to guide her actions. In
separating equilibria, the sender sends only unambiguous signals. As a result, the
receiver acquires full beliefs about the state of the world. For example, when the receiver
receives signal ! 1, the rational response is for her to do act ! 1 if she holds the belief that
the world is at ! 1. When she receives signal ! 1, it likewise is rational for her to do act ai
if she holds the belief that the world is at !1. But rational behavior is a lot more complex
than Lewis’ original game suggests. Some of these intricacies begin to emerge upon

revisiting the notion of proposition in the next section.
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5.3 Propositions Revisited

Let me now address some issues that arise when casting propositions in game-
theoretical terms. This will also help set the stage for the argument in the following
section. Drawing on Lewis’ signaling game, Skyrms (2010) argues that it is possible to
recover the truth-functional notion of proposition using a game-theoretical framework.
His starting point is the notion of informational content. Using the notation introduced
in the previous section, Skyrms takes the informational content (C) of a signal (! ;) to be

a vector of the following form:

NOR !!"#2(%)!.!.”% (P!IS’(I#)W!

The informational content of a signal is thus a vector with each entry describing
how the occurrence of that signal alters the probability that each of the relevant states
has occurred.”

Propositional content is thus a special case of the more general notion of
informational content: it is the special case where a signal rules out some of the relevant
states. In this special case, the propositional content of a signal is the set of states not
ruled out by the signal. Of course, if a signal does not rule out more than a single state,
its propositional content is not a singleton. In this case, the signal expresses a

proposition that is a disjunction. For example, consider a case with four states. If signal

7 The notation used here makes it easier to state my argument, but note that it is not the notation used by
Skyrms.
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mi rules out states s1 and s1 but not states ! 2 and ! 3, then its propositional content is the
set! 1 lsi,13l. Moreover, not all signals have propositional content: if a signal does
not rule out any of the relevant states, it has no propositional content. But in such a case
a signal can still convey information about the states, if it changes the probability that
some of the relevant states have occurred.

Godfrey-Smith (2011) suggests an alternative formulation of the notion of
propositional content that builds on the relative merits of both Skyrms and Stalnaker. In
particular, Godfrey-Smith agrees with Skyrms that the content of a signal should be
represented by a vector of probability values. But in accordance with the truth-
functional account, Godfrey-Smith argues that a proposition should be about “how the
world is, or probably is” (p. 5). Because of this, he contends that the notion of
propositional content should reflect the conditional probability of states given the
occurrence of a signal—and not how a signal changes the probability of states. On
Godfrey-Smith’s account, the propositional content of a signal can therefore be

represented as follows:
rre b b tPlsiimpl L PLs Imi)! |
That is, the proposition expressed by a signal is a vector of probabilities of states

conditional on that signal. How the occurrence of the signal alters the prior probability

of the state plays no role.
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It is worth emphasizing that these two formulations of propositional content
measure two very different things. Godfrey-Smith’s formulation is a measure of how
probable the relevant states are in light of the signal. It represents what a signal says in
probabilistic terms about the world. Skyrms’ notion, on the other hand, quantifies the
amount of information carried by a signal. It measures how the occurrence of a signal
alters the probability of relevant states. Because of this, the content of a signal depends
not only on how likely each state is conditional on the signal, but also on the prior
probability of each state.

There is thus no point in arguing that one formulation is superior to the other.
However, it is common to take signals and beliefs to be about states of the world —and
not about how their probabilities shift in light of thought and language. For this reason,
Godfrey-Smith’s account of propositional content is more in line with Stalnaker’s truth-
functional account of proposition: the content of a signal—i.e.,, the proposition it
expresses—is what the signal says about the world. The next sections therefore rely on

Godfrey-Smith’s formulation of propositional content.

5.4 Ambiguous Signals and Partial Beliefs

The conceptual machinery is now in place to argue for the claim that
propositions cannot explain rational behavior guided by ambiguous signals and partial

beliefs. Here is a preview of the full argument:
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1. The content of ambiguous signals and partial beliefs is either a disjunctive
proposition, or not a proposition at all.

2. As the content of ambiguous signals and partial beliefs, a disjunctive proposition
cannot help explain the mixing behavior of rational agents.

.. As the content of ambiguous signals and partial beliefs, a proposition cannot
help explain the mixing behavior of rational agents.

To support the first premise, let me state how the content of beliefs relate to the
content of signals. The content of a signal assigns probabilities to each relevant state
conditional on the occurrence of a signal. A state belief also assigns probabilities to each
state conditional on the occurrence of a signal. But it considers the conditional
probability of each state in light of each signal. For example, consider again the game
depicted in Figure 10. The content of signal ! 1 is given by:

Plim) =10 T dm)Pirlsy | !

A state belief specifies the probability of each state conditional on the occurrence
of each signal. In this example, a state belief is a function of the two available signals. A
state belief is thus given by:

Blmi,! 2) I I st g Ulrelse b aD)IE (P lm ) PIrtse | DI

If the content of a signal takes extreme probability values, the content of the
signal is of propositional form. Again, this is what leads Skyrms to claim that the notion
of propositional content is but a special case of the more general notion of informational

content. And if the content of a signal is a proposition, then the content of a state belief is
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also a proposition, since the content of a state belief is just the concatenation of the
content of all signals. As noted in Section 3, the content of signals takes extreme
probability values in signaling systems—that is, in the separating equilibria of Lewis’
signaling game. So in signaling systems, both signals and beliefs have contents of
propositional form.

However, the attainability and stability of signaling systems in signaling games
are artifacts of unduly stringent assumptions. Lewis’” model considers a minuscule
universe that only occupies either one of two states. In this unrealistic scenario, it is easy
for sender and receiver to coordinate on a signaling system where there is perfect
transmission of information and agents play only pure strategies. But as soon as we
consider more states, the game changes radically: equilibria are now possible where
agents play mixed strategies and transmission of information is only partial. In such
cases, rational agents may exchange ambiguous signals and acquire partial beliefs.

Consider a game with three states, three signals, and three acts. This could again
be the case of Paul Revere and the sexton of the Old North Church. Assume this time
that there are three possible states: the British are coming by land, the British are coming
by sea, or the British are not coming at all. If the British are coming by land, the sexton
hangs one lantern. If the British are coming by sea, the sexton hangs two lanterns. And if
the British are not coming, the sexton hangs no lantern. As before, Paul Revere and the

sexton would like to warn the townspeople of the British troops. So if Paul Revere
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observes one lantern, he warns the townspeople that the British are coming by land. If
he observes two lanterns, he warns the townspeople that the British are coming by sea.
And if he observes no lantern, he does not warn the townspeople.

In addition to the separating equilibria in which the sextons hangs a different
number of lanterns for each possible state of the British troops, there are now equilibria
where the sexton hangs the same number of lanterns for different states. For example,
suppose that the sexton hangs two lanterns whenever the British are coming by land or
by sea. If the British are not coming, the sexton hangs one lantern or no lantern at all.
Now Paul Revere cannot deduce the route of the British troops on the basis of the
number of lanterns. If he observes two lanterns, the best he can do is either to tell the
townspeople that the British are coming by land or that they are coming by sea. This is
because there is a chance that the British are coming by land, but also a chance that they
are coming by sea. (If Paul Revere observes one lantern or no lantern at all, he can safely
assume that the British are not coming. So he does not warn the townspeople.)

Equilibria where the same signal is sent in more than one state are called partial
pooling equilibria (Figure 12). In a partial pooling equilibrium, an ambiguous signal tells
the receiver that the world is in either one of two (or more) states. The receiver cannot
exactly infer what state she is currently at upon receiving the signal because, by
assumption, the same signal is sent in more than one state. She continues to have a belief

that assigns conditional probabilities to each state, given the occurrence of a signal and
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her belief about the sender’s strategy. But after receiving an ambiguous signal, the
receiver has a belief that assigns probabilities strictly between zero and one to the states
that she deems possible. After receiving an ambiguous signal, a rational player therefore
acquires a partial belief.?

Consider now what happens to the content of signals. In a partial pooling
equilibrium, an ambiguous signal either has propositional content, or it does not. If an
ambiguous signal does have propositional content, then its content is that the world is in
either one of the states that the signal does not rule out. This is to say that an ambiguous
signal expresses a disjunction. And upon receiving such a signal, a rational player
acquires a partial belief that does not rule out any of these states. So the content of a
partial belief is likewise a disjunction. Take, for instance, the partial pooling equilibria
depicted in Figure 12. The signal ! 1 expresses the disjunction that the world is either in
state !'1 or !2. After receiving signal ! 1, the receiver acquires a belief that also has

disjunctive content: she believes that the world is either in state ! 1 or in state ! 2. Thus, if

8 A general point of contention is about how precise we should take partial beliefs to be. Perhaps beliefs
should be represented by a family of probability functions—and not by a single probability function, as I
assume throughout. Indeed, some argue that imprecise evidence rationally dictates imprecise beliefs and
that imprecise beliefs are also more realistic on psychological grounds (Joyce, 2010). Notice, however, that
my argument does not hinge on a model of precise beliefs. Whether or not rational agents use or should use
imprecise credences in inference and decision making, it is clear that rational agents must acquire beliefs
that are compatible with the available evidence. And if the available evidence supports only (a family of)
partial beliefs, the actions of a rational agent must reflect the intermediate (and imprecise) probability values
associated with those beliefs. And reasons are given above for thinking that propositions cannot explain the
actions of a rational agent when her actions are guided by partial beliefs.

100



ambiguous signals and partial beliefs express a proposition at all, their content must be
of a disjunctive form. This is equivalent to the claim made in the first premise.

This brings us to the second premise. Upon receiving an ambiguous signal, a
receiver that seeks to maximize her payoff may mix over the available acts. This is
because the acts mixed over yield the same expected payoff. It is thus not only due to the
payoffs, but also due to the signal that she receives and the partial belief that she
acquires in response to this signal that she can choose to mix her behavior. More to the
point, it is now rational for her to mix over the available acts because of the probability
that she assigns to different states, which in turn depends on what the signal says about
the state of world. But a disjunction does not specify the probabilities with which she
expects each possible state to occur. It merely states that two or more states are possible.
So a disjunction cannot explain the behavior of a rational agent in this case.

From these considerations it follows that, as the content of ambiguous signals
and partial beliefs, a proposition cannot account for the mixing behavior of rational
agents. To explain mixing behavior, it is necessary to invoke the content of signals that
are ambiguous. It is also necessary to invoke partial beliefs that are formed in response
to ambiguous signals. But since the propositional content of ambiguous signals and
partial belief is (at best) a disjunction, and disjunctions cannot explain mixing behavior,

propositions cannot account for the behavior of rational agents in this case.
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To explain the mixing behavior of the receiver in a partial pooling equilibrium, it
is necessary to invoke the probabilities that she assigns to each one of the states that she
deems possible, given the signal that she receives. Otherwise it would not be rational for
the receiver to mix over the available acts. So, although disjunctive propositions are not
explanatory in this case, it is perfectly possible to explain the behavior of rational agents
with recourse to the probabilistic content of ambiguous signals and partial beliefs —in
addition, of course, to the payoffs of the game. That is, a probabilistic notion of content
helps explain how rational agents choose to mix among the available acts in partial
pooling equilibria. The content of ambiguous signals and partial beliefs should therefore
be modeled as a probability distribution.

Stalnaker (1976) for one seems fully aware that a rational agent may act on
partial beliefs, acknowledging that on more sophisticated versions of his theory the
function of a belief would be “to rank [alternative possible situations] with respect to
their probability under various conditions of becoming actual” (p. 81). However, he
never elaborates on what the more sophisticated version of his theory could be. What is
more, it seems that propositions cannot do the explanatory work that an account of
rational behavior would need. As the bearers of binary truth values, propositions cannot
take intermediate values. But as just noted, an explanation of rational behavior—and
that includes mixing behavior —must appeal to the content of ambiguous signals and

partial beliefs, which may be composed of intermediate probability values. The problem
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that game-theoretical models of signaling raise for the notion of propositions therefore
haunts any account of proposition that takes propositions to be the bearers of binary
truth values.®

It is also worth pointing out that more realistic models suggest ambiguous
signals and partial beliefs to be ubiquitous, making an even stronger case against the
explanatory value of propositions. As noted above, there are no partial pooling
equilibria in Lewis” signaling game. However, partial pooling arises as soon as Lewis’
game admits more than two states and becomes increasingly common as more and more
states are let in Huttegger et al. (2010). Experimental studies are largely consistent with
these results, with partial pooling equilibria becoming more common as the set of
possible states expands (Bruner et al., 2014).

Natural selection also favors partial pooling if signals are costly and agents use

contextual cues, or if signals are costly and states bear similarity relationships to each

° It would be possible to restore the explanatory power of Stalnaker’s truth-functional account—or any
account that is relevantly similar—by abandoning the requirement that truth values be binary. Using the
tools of fuzzy set theory, a proposition could be represented as a function from possible worlds to values
between 0 and 1. On this proposal, a proposition would thus be a function of the form ! :!W —!10!1!, where
P is a membership function mapping the set of possible worlds W onto the unit interval. This approach
would also solve the problems raised above. However, I favor the use of probabilities for the following
reasons. First, game-theoretical models of signaling are built on the language of probabilities. It is therefore
convenient to keep the formal toolkit to a minimum and extend the use of probabilities. Second, Stalnaker —
the greatest proponent of the truth-functional account—insists that truth values are binary. To reject this
requirement would be too great a departure from the truth- functional account. But notice that the use of
probabilities is not uniquely required. Any formal system that allows for a function to map possible worlds
onto intermediate values—whether it be the probability calculus or fuzzy set theory—would account
equally well for the behavior of rational agents that act on partial beliefs and send ambiguous signals.
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other (O’Connor, 2015; Santana, 2014). Rational agents are bound to exchange
ambiguous signals and acquire partial beliefs in partial pooling equilibria. So increasing
the realism of signaling models only makes the problems that ambiguity poses for the
notion of proposition all the more acute.

But it is not only in games with several states or with costly signals that
ambiguous signals and partial beliefs are to be expected. Another restrictive assumption
of Lewis’ original game is that players have perfectly aligned interests: in every state of
the world, sender and receiver agree on what action maximizes their payoffs. More
realistic models, however, appreciate that players at times disagree on what action is
best. With conflicting interests, it may be in the sender’s interest to lie or to omit what he
knows. Similarly, the receiver’s best response may be to assume that the sender is not
always telling the truth—or at least not the whole truth. In such cases, the sender
withholds information by sending ambiguous signals and the receiver forms partial
beliefs about the true state of the world.

Indeed, this is the main result of Crawford and Sobel (1982) and Maynard-Smith
(1991) seminal papers: transmission of information is possible only to the extent that
interests coincide. Models of evolutionary dynamics yield similar results, with partial
pooling equilibria prevailing in games of partially conflicting interests (Huttegger &

Zollman, 2010; Wagner, 2013; Zollman et al.,, 2012). Again, experimental work on
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signaling with partially conflicting interests corroborates most of these findings
(Dickhaut et al., 1995; Rubin et al., 2015).

Recent work on games where there is partial transmission of information despite
diametrically opposed interests challenges the generality of these results (Godfrey-Smith
& Martinez, 2013; Wagner, 2011). And at least one experimental study finds that senders
tend to share more information than predicted on the basis of models alone (Cai &
Wang, 2006). The point here, however, is simply that partial transmission of information
is a widespread phenomenon. With partial transmission of information, the sender does
not unambiguously tell the receiver what state the world is in, and the receiver’s partial
beliefs reflects this ambiguity.

Vagueness also leads to partial transmission of information. In borderline cases,
it is unclear to what state in particular vague signals refer, just as it is unclear to what
state in particular ambiguous signals refer. For example, the term “tall” is vague because
it is unclear whether it refers to a man who is 5’11 or 6’1, just as it is unclear whether the
ambiguous term “bank” refers to the land alongside a river or to a financial institution.
So vagueness may also be understood as a form of ambiguity. Analytic and
experimental results by Serra-Garcia et al. (2011) suggest that vague language is stable
when agents tend to avoid lying in a game of conflicting interests. Even if agents have
no conflict of interests, vague terms can prevail in a model of reinforcement learning if

states bear similarity relationships to each other (O’Connor, 2014). Franke et al. (2010)
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show that vague signals can also evolve in a model of signaling where agents choose
their actions with a certain degree of stochasticity. Analyzing similar models, Franke
and Correia (forthcoming) propose that vague terms may persist because of
imprecisions in perceiving and responding to sensory stimuli. Thus, because vague
terms always involve some level of ambiguity, models once more indicate that
ambiguous signals are a lot more prevalent than Lewis’ original game suggests.

There is, moreover, no reason to think that ambiguous signals are an artifact of
highly abstract models. In addition to the experiments mentioned above, empirical work
has also been conducted on the occurrence of ambiguous terms in natural languages—
see Gee and Harris (2010) and Haro (2016) for recent studies on ambiguous expressions
in English and Spanish, respectively. And ambiguity is by no means a theoretical
problem of little practical concern: word disambiguation poses an all-too-real challenge
to the development of computational tools able to process natural languages (Navigli,
2009). Thus, given that propositions cannot explain rational behavior that is guided by
ambiguous signal and partial belief, propositions are not explanatory in a vast class of

theoretical scenarios and real-life cases.!?

10 Recent theories of content inspired by signaling games tend to overlook the role of ambiguous signals and
partial beliefs in guiding rational behavior, presupposing instead that signals and beliefs all have content
that is devoid of ambiguity—see, for example, Birch (2014) and (Stegmann, 2009). Although the question
addressed here is orthogonal to debates about what fixes the content of signals and beliefs in signaling
games, my argument suggests that any account of content that restricts its scope to ambiguity-free contexts
is at best incomplete.
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5.5 Propositions and Probabilities

One could try to salvage the notion of proposition by arguing that the content of
ambiguous signals and partial beliefs is not composed of probability values but instead
of a proposition about probabilistic facts. On this proposal, ambiguous signals and
partial beliefs express propositions about the intermediate probability values with which
different states of the world are expected to occur. For example, suppose you assign
equal probabilities to the occurrence and non- occurrence of rain tomorrow. Suppose
further that you receive a signal from your local weather forecasting agency telling you
that the probability of rain tomorrow is 0.4. You then also acquire the belief that the
chance of rain tomorrow is 0.4. The objection is thus that, instead of taking this as a
partial belief that lends some credence to a state of the world where there is rain, we
could describe it as a full belief whose content is the proposition that the probability of rain
is 0.4. Similarly, a signal assigning probability of 0.4 to rain could be redescribed as a
signal expressing the proposition that the probability of rain is 0.4.

Attractive as this view may initially seem, it runs into a serious problem. To see
why, recall that intermediate probability values are necessary to explain the mixing
behavior of rational agents: it is the intermediate probability values that explain why
rational agents mix their behavior. So when it comes to accounting for mixing behavior,
the explanatory force of a proposition about probabilities resides solely in the

probabilities that the proposition is about. That is, al- though the content of ambiguous
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signals and partial beliefs could be recast as a proposition about probabilities, the
explanatory oomph of that proposition would be parasitic on the first-order probabilities
that the proposition is about. However, a framework that invokes probabilities and
dispenses with propositions is simpler than a framework that appeals to both
propositions and probabilities. Invoking propositions about probabilities therefore
complicates our account of rational behavior without yielding any gain in explanatory
power.

A simple case of ambiguous signaling illustrates this point. Consider again the
same meteorological example as before. For simplicity, suppose again that only two
states are possible: rain, and no rain. Now define a probability distribution over these
states:

A =!1( (rain!,! (" 1"#$)!!

In the example above, ! | 10/410l6! since P!I!"#$)!=1014 and ! (!" I"#$)!=106
conditional on the signal. For the sake of argument, assume further that you receive a
signal ! 1 whose content is a proposition about probabilities—namely, the proposition
that the probability of rain is 0.4. This is what is demanded by the objection that an
ambiguous signal expresses a proposition about probabilities.

Now using the formal machinery developed above, let the content of this signal

be represented by the following distribution:

Clm)l=1(1,1,0, 0]
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where the first entry in the vector stands for the probability distribution ! I=I(!.I,1.1)
and the remaining entries represent all other possible distributions.!! In other words,
signal m; expresses the proposition that the world conforms to the probability
distribution denoted by A—that is, the proposition that the probability of rain is 0.4 (oz,
equivalently, the proposition that the probability of no rain is 0.6).

Although this is a coherent position, it complicates our conceptual frame- work
without adding to its explanatory value. It invokes a second-order probability
distribution over probability distributions. The appeal to higher-level probability
distributions would be acceptable if we had independent reasons for positing them. For
example, if higher-level probability distributions explained some feature of rational
behavior that were left unaccounted for by lower-level ones, then it would indeed be
explanatory to posit higher-level distributions. But this is not the case. Apart from the
intent of salvaging the notion of proposition in the first place, there is no good reason for
invoking higher-level probability distributions.

One could insist that the notion of proposition is explanatory in cases where
signals are unambiguous and agents have full beliefs. This objection would require a
two-pronged approach: one would acknowledge that propositions cannot explain the

behavior of agents that exchange ambiguous signals and that hold partial beliefs but

11 Given that probability values can take any value in the unit interval, a distribution of probability
distributions would be better represented as a continuous distribution. For simplicity and ease of exposition,
I assume here otherwise. But nothing hinges on this point.
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continue to appeal to propositional content when agents exchange unambiguous signals
and hold full beliefs. However, the notion of proposition is not necessary to explain even
cases of unambiguous signals and full beliefs. This is because the content of
unambiguous signals and full beliefs can be understood as a limiting case where
probabilities take extreme values. So the more general notion of probabilistic content—
together with the payoff structure of the game—provides an adequate explanation of
rational behavior. But if what accounts for the mixing behavior of rational agents is the
probabilistic content of signals and beliefs, then the appeal to a function from possible
states of the world to truth values (as the truth-functional account of propositions would
have it) adds little to the explanation of rational behavior.

It could be retorted that a proposition just is the vector of probability
distributions that compose signals and beliefs when they take extreme values. And
probability distributions with extreme values are certainly just as explanatory of rational
behavior as probability distributions that take intermediate values. This line of
reasoning seems to suggest that in some cases propositions are in fact explanatory:
signals and beliefs have propositional content whenever their constituent probabilities
take extreme values, and content is certainly explanatory in these cases as well. But
notice that then the disagreement would be merely verbal. For nothing prevent us from
singling out a special class of probability distributions and giving a special name to the

content of signals and beliefs composed by them.
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Before concluding this section, let me add two important caveats. First, I assume
here that the content of ambiguous signals and partial beliefs should be modeled in the
same way—i.e., as probability distributions. Although this is not formally necessary, a
uniform account has the benefit of greater simplicity over a framework that posits
different notions of content for signals and beliefs. Second, I aim to show that
propositions are explanatorily idle when it comes to the behavior of rational agents. But
this is not to say that propositions cannot be explanatory or otherwise useful in other
contexts—e.g. in accounts of possible worlds, or in semantics of formal languages.
Clearly, my arguments address only a particular set of reasons for invoking
propositions. Nothing precludes other arguments from vindicating the explanatory

relevance of propositions.

5.6 Conclusion

In this chapter, I argue that we should dispense with the truth-functional notion
of propositions in explanations of rational behavior. This is because we need to invoke
probabilities, instead of propositions, in order to account for the mixing behavior of
rational agents that are guided by ambiguous signals and partial beliefs. For this reason,
the content of ambiguous signals and partial beliefs should not be modeled as a
proposition but instead as a probability distribution. But once we adopt a probabilistic

notion of content to deal with cases of ambiguous signals and partial beliefs, it becomes
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clear that the notion of propositions can be dispensed with altogether in explanations of
rational behavior. For the content of unambiguous signals and full beliefs can also be
modeled as a probability distribution—namely, a probability distribution that takes
extreme values.

A direct application of the results presented here is in giving a uniform treatment
to the problems addressed by Moss (2013), Staffel (2013), and Scarantino (2015). Moss
concludes that propositions are not the sole object of knowledge because so are
probability distributions. But in every case where one could take a proposition to be the
object of knowledge, it is clear that a probability distribution with extreme values could
be taken in its stead. So Moss” arguments could just as well be taken to establish that
probability distributions are the sole objects of knowledge. Doing away with the notion
of proposition would therefore leave claims about knowledge ascription unaffected.

Similar considerations apply to other issues mentioned at the outset. Staffel
argues that reasoning does not require propositions because we can also reason with
probabilities. But if we can reason with probabilities, this means that reasoning based on
propositions can be cashed out as reasoning on the basis of probabilities that take
extreme values. So again the notion of proposition turns out to be dispensable. And
Scarantino, who argues that signals can convey propositional and probabilistic
information, could likewise account for the propositional content of a signal in

probabilistic terms by choosing sufficiently extreme probability values. Hence, getting
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rid of proposition in favor of probability distributions would help solve distinct and
independent problem:s.

These observations, together with the arguments of the previous sections, make a
strong case for the use of probabilistic content in accounts of rational behavior. After all,
a theory that solves independent problems should be preferred over an alternative that
does not. However, it is less clear that reliance on a notion of probabilistic content could
alleviate some of Quine’s (1934) worries concerning the identity conditions for
propositions. By virtue of what do ambiguous signals convey the same content? And
when do rational agents share the same partial belief? Related problems plague
traditional accounts of propositions and do not seem to go away merely by shifting the
focus onto probability distributions. Future work could therefore explore the identity

conditions of signals and beliefs using a game-theoretical framework.
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6. Conclusion

This dissertation relies on formal models to account for the emergence of
signaling. In particular, I present a model in Chapter 3: Cheap Talk in Structured
Populations showing that dynamical population structure favors the emergence of cost-
free signaling when interests conflict. The model suggests that informative signaling can
persist in the face of conflict and low signal cost in spatially structured populations.

This dissertation also suggests how formal models for the evolution of meaning
provide fertile grounds for exploring larger philosophical issues. In Chapter 4: Ambiguous
Signals, Partial Beliefs, and Proposition Content, I argue that formal models of signaling can
help us questions about rationality in particular. This is because signaling games show
that we need to invoke probabilities, instead of propositions, in order to account for the
mixing behavior of rational agents that are guided by ambiguous signals and partial
beliefs. As a result, the truth-functional notion of propositions cannot explain rational
behavior.

Moreover, this dissertation explores methodological issues that arise in
connection with formal models—in philosophy and beyond. In philosophy, I document
and justify the use of formal models and experimental methods in Chapter 1: Quantitative
Methods in Philosophy. In the sciences, I argue in Chapter 2: The Constructive Empiricist’s
Dilemma that the use of computer models assessing the reliability of inference methods

pose a dilemma for advocates of constructive-empiricist strains of scientific anti-realism:
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they should either renounce their scientific anti-realism, or else dismiss the use of

computer models as unjustified.
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Appendix: Tables and Figures

Table 1: All journals in general philosophy from which bibliometric data were
collected.

Journal Name Abbreviation Papers Time Range
Australasian Journal of Philosophy AJP 3,160 1978 - 2016
Analysis ANA 2,846 1956 — 2016
British Journal for the Philosophy of Science BPS 2,926 1956 — 2016
Erkenntnis ERK 1,068 2000 - 2016
Journal of Philosophy JPH 4,317 1956 — 2016
Mind MIN 5,844 1956 - 2016
Nous NOU 2,522 1975 - 2016
Philosophical Quarterly PQU 3,631 1975 - 2016
Philosophical Review PRE 4,016 1956 — 2016
Philosophy of Science PSC 4,099 1956 — 2016
Philosophical Studies PST 4,432 1956 — 2016
Philosophy and Phenomenological Research PPR 5,772 1966 — 2016
Synthese SYN 4,408 1966 — 2016
Total 49,041
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Figure 1: The number of clusters found by the Louvain method depends on the
resolution parameter ! . The value of ! chosen for the present analysis was determined
by identifying the smallest value of ! that is insensitive to variations. As the plot
shows, the number of clusters found remains constant from about 1.25 to 2.5. The
value of ! was therefore chosen to fall roughly in the middle of this range, i.e. at 2.
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Table 2: Philosophy journals for which paper abstracts are available in the limited
time range analyzed here.

Journal Name Abbreviation Papers Time Range
Australasian Journal of Philosophy AJP 296 2000 - 2015
British Journal for the Philosophy of Science BPS 238 2000 - 2015
Erkenntnis ERK 428 2000 - 2015
Mind MIN 160 2000 - 2015
Nous NOU 54 2000 - 2015
Philosophy and Phenomenological Research PQU 248 2000 - 2015
Philosophical Quarterly PSC 178 2000 - 2015
Philosophy of Science PST 458 2000 - 2015
Philosophical Studies PPR 980 2000 - 2015
Synthese SYN 901 2000 - 2015
Total 3,941
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Figure 2: Proportion of quantitative paper by journal shows that journals
dedicated to research in the philosophy of science (such as "#$%&'&(#)*&+*,-$./-. and
01$2$'#*3&41/5%* +&1* 2# . *"#$%&'&(#)* &+* , J$ténd to publish more quantitative work
than other general philosophy journals. But some general philosophy journals also
publish a fair amount of quantitative work—for example, ,)/2#.".6*718.//2/$'6* and
9%/: . Shown here are only the journals with a proportion significantly greater than
zero; journals ;4'215%5'$5/* 3&41/5%* &+*"#$%&'&(#)&4"' and "#$%&'&(#$-5%*=4512.1%)
are therefore not shown.
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Table 3: Logistic regression of proportion of quantitative papers on journal. The
model fitted here is given by:

() =

1
| + e! (" o! Bixi! ! gl g!

'y I'y is the intercept (estimate: -4.6; ( >value: < 0.0001), and ! ,!! !!, are the regression
coefficients for journals i!! !!. The categorical variables !,!! !!, are dummy
variables representing journal membership, with ! , ! | if the paper was publish in it
and !, ! ! otherwise. All journals listed in Table 2 were included in the regression
analysis. Journals are listed in descending order of coefficient estimate; all and only
results with ( -value <0.05 are shown.

Journal Name Estimate (! ! Std. Error  (-value*
Philosophy of Science 3.15 0.59 <0.0001
British Journal for the Philosophy of Science 3.01 0.61 <0.0001
Synthese 2.81 0.59 <0.0001
Erkenntnis 2.39 0.6 <0.0001
Mind 2.38 0.64 0.00018
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Table 4: Cluster numbers, cluster label, and number of papers per cluster. Cluster
labels are the three most common words in the keywords field of Web of Science
records. Clusters are listed in descending order of number of papers per cluster.

Number Label (Keywords) Papers
14 knowledge, epistemology, contextualism 606
mereology, composition, metaphysics 543
1 truth, vagueness, paradox 276
15 counterfactuals, causation, David Lewis 227
5 explanation, understanding, causation 217
7 semantics, pragmatics, reference 190
9 Sleeping Beauty, causal decision theory, Sleeping Beauty problem 177
11 structural realism, realism, scientific realism 131
4 coherence, probability, Bayesianism 115
16 moral responsibility, free will, compatibilism 114
6 intellectualism, knowledge-how, anti-intellectualism 85
29 function, malfunction, evolution 82
30 dispositions, finks, modality 81
8 explanation, mechanism, neuroscience 60
61 structural realism, Frege, quantum mechanics 60
47 models, explanation, inconsistency 57
24 judgment aggregation, truthlikeness, discursive dilemma 56
37 perception, representationalism, consciousness 54
0 Hume, promises, expressivism 52
32 actualism, possibilism, consequentialism 49
38 reasons, normativity, wide-scope 46
40 reduction, physicalism, realization 42
51 belief, rationality, stance 39
10 experimental philosophy, knobe effect, reference 37
31 evolution, dynamics, signaling 35
20 Fodor, broad mental, explanation 35
2 grw theory, many-worlds interpretation, Everett quantum mechanics 34
13 nominalism, Platonism, mathematics 31
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Figure 3: Proportion of quantitative papers by cluster shows that quantitative
methods are common in debates about evolutionary phenomena, such as signaling
(cluster 31), confirmation theory (cluster 4), as well as decision theory (cluster 9) and
social choice theory (cluster 24). Some debates in the philosophy of science and
general epistemology also employ quantitative methods, although in smaller
proportion—for example debates about quantum mechanics (cluster 2), causation and
explanation (cluster 5), and biological functions (cluster 29). Debates on
counterfactuals (cluster 15), knowledge (cluster 14), and truth/vagueness (cluster 1) are
mostly qualitative. Debates that are entirely qualitative are not shown here:
mereology (cluster 3), semantics (cluster 7), scientific realism (cluster 11), free will
(cluster 16), intellectualism (cluster 6), disposition/finks (cluster 30), mechanism
(cluster 8), structural realism (cluster 61), models and explanation (cluster 47),
consciousness (cluster 37), expressivism (cluster 0), actualism/possibilism (cluster 32),
normativity (cluster 38), physicalism (cluster 40), belief/rationality (cluster 51),
experimental philosophy and intuitions (cluster 10), the scope of mental content
(cluster 20), and nominalism in mathematics (cluster 13).
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Table 5: Logistic regression of proportion of quantitative papers on clusters. The

model fitted here is given by
!

I("” ”')I !| o n |'IIIII 1!

'y, is the intercept (estimate: -3.22; ( >value: < 0.0001), and ! ,!! !!' | are the regression
coefficients for clusters !!! !! . The categorical variables!,!! !!, are dummy variables
representing cluster membership, with !, ! ! if the paper was publishinitand!, ! !
otherwise. All clusters containing more than 30 papers were included in the
regression analysis. Clusters are listed in descending order of coefficient estimate; all
and only results with (-value <0.05 are shown.

Number Cluster keywords Estimate SE (-value*

evolution,
dynamics,

31 o
signaling

3.87 0.8 <0.0001

sleeping beauty,
causal fi?czszon theory, 355 0.75 <0.0001
probability
coherence,
probflblllty/ 3.25 0.74 <0.0001
confirmation

judgment aggregation,

truthlikeness,

24 ) . . 3 0.77 <0.0001
discursive dilemma
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Table 6: List of the 20 most commonly occurring most informative features used in the
classification of papers as to their methodology. In the naive Bayes classifier
employed in this study, features !,!!,!l !, are words extracted from the paper
abstract. The most informative features are the features that maximize the probability
that a paper belongs to a category !,—that is, the features that maximize
PV, 11,10 11,). Shown here are the 20 most commonly occurring most informative
features for all the 50 runs of the naive Bayes classifier. In every run, all of the most
informative features are words that maximize the probability that a paper is labeled
as quantitative.

Feature

decision

probability, probabilities, probabilistic
statistical

bayesian, bayesians
investigate

dynamical

theoretic

choice

fixed

theorem, theorems
Jeffrey

game, games
distribution
confirmation, confirms
solutions

strategies

accuracy

diachronic
equilibrium

entropy
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Figure 4: Tree topologies. Left: (A, C), (B, D)). Center: ((A, D), (B, C)). Right:
((A, B), (C, D)).
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a,a 0,0 0,b
A B B
Receiver
signal signal
A Nature B
Sender Sender
no signal no signal
Receiver

A B e

a,a 0,0 0,b

Figure 5: Signaling game with partial conflict of interest and cost-free signals.
The game starts at the node in the center of the diagram, where Nature chooses the
state of the world. As the unfilled circle indicates, Nature is an exogenous player. This
means that Nature is part of the environment and not a member of the set of players.
There is probability ( that Nature chooses state ; , and probability ( -1 that it chooses
state 0. The sender observes the state. The sender therefore knows whether he is in
state ; or O —that is, on the right or left side of the diagram. The sender then chooses
to send a signal or not to send a signal. The receiver observes whether a signal has
been sent, but cannot observe the state of the world. Because of this, the receiver can
infer but cannot directly determine what state she is. This is what the dotted lines
indicate. The receiver then chooses to perform either act ; or act 0. For example,
suppose Nature chooses state ; . Now suppose that the sender observes this and sends
a signal. Upon receiving the signal, the receiver cannot determine directly what state
she is in—that is, whether she is on the right or the left side of the diagram. Suppose
further that the receiver then chooses to perform act ; . In this particular example, the
outcome of the game is that each player gets a payoff of 5.
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Table 7: Pure strategies for the asymmetric version of the signaling game.

Name Strategy

Sender 1 if state A, signal; if state B, don’t signal
Sender 2 if state A, signal; if state B, signal

Sender 3 if state A, don’t signal; if state B, don’t signal
Receiver 1 if signal, do act A; if no signal, do act B
Receiver 2 if signal, do act B; if no signal, do act B
Receiver 3 if signal, do act A; if no signal, do act A
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Table 8: Payoff matrix for the symmetric version of the signaling game.

Sender 1 — Receiver 1 Sender 2 — Receiver 1

Sender 1 — Receiver 1

Sender 2 — Receiver 1
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Table 9: Payoff matrix for the transformed version of the symmetric game.

S1 Sz
S1 Ly 1 Lo 10 e
S2 i 10 Ly 1
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Table 10: Possible evolutionary outcomes for the transformed

symmetric game.

version

Outcome Condition

S2 dominates S: Py U li and!p o1,
S1 dominates Sz Liy ! lhand ! !0y,
S1and Sz coexist Py Ul and!p o1,
S1and S: are bistable Li !l and !y !0
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Table 11: Payoff matrix for the signaling game when! =11 1,

Sender 1 — Receiver 1 Sender 2 — Receiver 1

Sender 1 — Receiver 1 (RIS P
Sender 2 — Receiver 1 (Nl (NI
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Table 12: Possible evolutionary outcomes for the transformed version of the
symmetric game.

Outcome Condition

S2 dominates S PO LR I L and I TEE L
S dominates S> LU 1r, Uk and L e 1
S1and S: coexist P Ly D b and I EEE LT 1y
Siand S: are bistable N A A I Y N A A N R
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Table 13: Payoff matrix for the stag hunt analyzed in Skyrms (2004).

Stag Hare
Stag rn rn
Hare rn rn
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I I

25% 12.5% 42% 20.5%

Figure 6: Signaling is robust to variations in parameter values. (a) Regions of
the parameter space where ! !!" 11} | 1 11{ (hachured area in the larger square)
and!!! 11§ 1 111" 11} (hachured area in the insets). The inset AB is located in the
white area of the larger square, meaning that ! !!" 1} | | 11} ; The inset CD is
located in the hachured area of the larger square, meaning that ! !!" 11} | 1 11},
The four labeled regions represent the conditions in Tables 4 and 6. A is the area
where , > and , eare bistable since ! !!" !l | | 1} (white area of larger square) and
LIV ILL 1Lt 11 (white area of AB inset). B is the area where , » dominates , @
since !!I" 11} ! 11l (white area of larger square) and !!!l !l | 11" I}
(hachured area of AB inset). C is the area where , edominates , » since ! !!" Il !
| 11} (hachured area of larger square) and !!! !l | 11" I} (white area of AB
inset). D is the area where , »and , ecoexist since ! !!" ! ! | 11} (hachured area of
larger square) and ! !! 1. ! I1l" 11} (white area of AB inset). (b) Relative area of
the corresponding region of the parameter space. The total area is given by the area of
the larger square. The areas A and B combined correspond to the white area of the
larger square; the areas C and D combined correspond to the hachured area of the
larger square. A (25%) is the portion of the white area of the larger square that is also
white in the AB inset. B (12.5%) is the portion of the white area of the larger square
that is hachured in the AB inset. C (42%) is the portion of the hachured area of the
larger square that is white in the CD inset. D (20.5%) is the portion of the hachured
area of the larger square that is also hachured in the CD inset.
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Figure 7: The proportion of runs in which signaling evolves increases in !,
indicating that the basin of attraction of ,- increases in !j. Results are from
simulations of the infinite-population model, each with 1,000 time steps and 10,000
iterations per values of !, where ! | represents the proportion of links between
strategists of the same typeand ! . | ! ! 1}, with $ Al {1, 2}.
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Figure 8: The proportion of runs in which signaling evolves increases as the death rate
of links between strategists of the same type decreases. Note that ! |, is plotted on a
scale that decreases from left to right. Results are from simulations of the infinite-
population model, each with 1,000 time steps and 10,000 iterations per ! , where $!
{1,2}. In each iteration, parameter values chosen randomly as follows: !, ! (0,1), with
e, 5 BH {14!, 1@1);! - PP bypand! e T DT Ty
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Figure 9: The proportion of runs in which signaling evolves increases in ! . Each curve
is for a different value of !, with higher values of ! favoring the evolution of
signaling. Results are from simulations of the infinite-population model, each with
1,000 time steps and 5,000 iterations per value of ! j;, where ! . ! ! ! 11| and $6A({1,
2}
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Figure 10: Extensive form of Lewis’ signaling game. The game starts at the node in the
center of the diagram, where Nature (! ) chooses the state of the world. As the unfilled
circle indicates, Nature is an exogenous player. This means that Nature is part of the
environment and not a member of the set of players. There is probability ! that
Nature chooses state ! |, and probability ! ! | that it chooses state ! . The sender (!)
observes the state. The sender therefore knows whether he is in state ! | or !, —that is,
on the right or left side of the diagram. The sender then chooses to send either
message ! | or message ! . The receiver (! ) observes what message has been sent,
but cannot observe the state of the world. This is what the dotted lines indicate. Upon
receiving any message ! |, the receiver can infer but cannot directly determine what
state she is. The receiver then chooses to perform either act!, or act!,. For example,
suppose Nature chooses state ! ;. Now suppose that the sender observes this and
sends message ! ;. Upon receiving the message, the receiver cannot determine
directly what state she is in—that is, whether she is on the right or the left side of the
diagram. Suppose further that the receiver then chooses to perform act! . In this case,
the outcome of the game is that each player gets a payoff of 1.
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Figure 11: The two separating equilibria of Lewis’ signaling game. In signaling
system I, the sender always sends message ! | in state !, and message ! , in state!,.
The receiver always does act !, after receiving message ! , and act!, after receiving
message ! |. In signaling system II, the sender always sends message ! | in state !,
and message ! | in state !,. The receiver always does act ! | after receiving message
') and act!, after receiving message! .
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Figure 12: Partial pooling equilibrium in extension of Lewis’ signaling game. In states
'y and !, the sender always sends signal ! ,. Upon receiving this signal, the receiver
does action ! | with probability ! and action ! , with probability ! !! !l In state!,, the
sender sends signal ! | with probability ! and signal ! , with probability ! !! Il .
Upon receiving signals ! | and! |, the receiver always does action ! .
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