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Abstract

Estimating treatment effects conditional on observed covariates can improve the ability to

tailor treatments to particular individuals. Doing so effectively requires dealing with potential
confounding, and also enough data to adequately estimate effect moderation. A recent influx

of work has looked into estimating treatment effect heterogeneity using data from multiple
randomized controlled trials and/or observational datasets. With many new methods available

for assessing treatment effect heterogeneity using multiple studies, it is important to understand
which methods are best used in which setting, how the methods compare to one another, and what
needs to be done to continue progress in this field. This paper reviews these methods broken down
by data setting: aggregate-level data, federated learning, and individual participant-level data. We
define the conditional average treatment effect and discuss differences between parametric and
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nonparametric estimators, and we list key assumptions, both those that are required within a single
study and those that are necessary for data combination. After describing existing approaches, we
compare and contrast them and reveal open areas for future research. This review demonstrates
that there are many possible approaches for estimating treatment effect heterogeneity through the
combination of datasets, but that there is substantial work to be done to compare these methods
through case studies and simulations, extend them to different settings, and refine them to account
for various challenges present in real data.

Keywords
Treatment effect heterogeneity; combining data; generalizability and reproducibility

1 .INTRODUCTION

Identifying the right treatment for the right patient can improve quality of healthcare for
individuals and populations. Treatments for disorders and diseases like depression (Trivedi
et al., 2006), schizophrenia (Samara et al., 2019), and diabetes (Xie, Chan and Ma, 2018)
can exhibit differential treatment effects across individuals due to effect moderators, defined
as known and unknown individual, genetic, environmental, and other characteristics that are
associated with the effectiveness of medical treatments (Baron and Kenny, 1986). Finding
ways to identify and leverage effect moderators at the point of care to facilitate clinical
decision-making can improve efficiency, quality and outcomes of healthcare.

Although crucial for delivery of treatment and preventative medicine, detecting treatment
effect heterogeneity is challenging with common study designs. Randomized trials yield
comparable treatment groups on average but are typically under-powered to detect
moderation. One rule-of-thumb is that study samples need to be four times larger to test

an effect moderator than to detect the overall average effect (Enderlein, 1988). In addition,
randomized trial samples are also often not representative of the target population for which
treatment decisions will be made; for instance, Black individuals are on the whole under-
represented in pivotal clinical trials (Green et al., 2022). Therefore, conclusions from one
particular trial might not reflect conclusions for a target population, and different trials might
give conflicting results due to differences in their enrolled participants. On the other hand,
large-scale non-experimental studies can have improved external validity, but these studies
can suffer from confounding bias. Given power concerns in single randomized trials and bias
concerns in non-randomized studies, much can be gained by combining multiple trials, or
combining experimental and non-experimental studies, to examine effect moderation (Berlin
etal., 2002, Brown et al., 2013).

Many methods have been proposed to examine effect moderation in a single study. One of
the popular approaches is to prespecify a few key subgroups and fit models with treatment-
subgroup interactions. This approach is limited in that data analysts could explore a range
of possible subgroups and report only those that are statistically significant (Kent et al.,
2010); additionally, this approach does not allow the contribution of multivariate factors in
effect moderation. Another approach is “risk modeling” (Kent et al., 2010, 2020), where a
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risk score is created using the covariates to predict the outcome (usually outcome under the
comparison/control condition), and the treatment effect is assessed based on the interaction
between treatment and this risk score in a regression model of the outcome. This review
focuses on what is sometimes called “effect modeling.” Effect modeling spans a spectrum
that includes parametric approaches in which a few effect moderators are prespecified, and
nonparametric approaches where effect moderation is assumed to be via some potentially
complex function of a large set of covariates. Regression analyses and variable selection are
common approaches for the former; machine learning methods for the latter.

In order to examine treatment effect heterogeneity based on observed characteristics, the
target estimand in the present work is the conditional average treatment effect (CATE).
Notation for this estimand is presented in the following section. The CATE is a general
function of covariates that could be quite complex and so requires large sample sizes to
estimate reliably. A key assumption when combining studies to estimate the conditional
average treatment effect is that the CATE function is substantially similar across studies.
When discussing the CATE, it is relevant to note that the CATE function is related to
subgroup average treatment effects and identification of groups who benefit from treatment;
these similar goals are mostly outside of the scope of this review. We therefore focus on
the CATE and mention subgroup treatment effects and other similar topics briefly when
relevant.

There have been recent statistical advances in modeling heterogeneous treatment effects and
a separate burgeoning interest in combining data from multiple sources. A select few works
have done both—simultaneously leveraging data from multiple studies to assess treatment
effect heterogeneity. Methods like these are needed to best harness the available data to
optimize and individualize treatments, and to leverage information from multiple studies to
provide more systematic, comprehensive, and generalizable conclusions. This paper reviews
these novel methods of assessing treatment effect heterogeneity using multiple studies in
the form of multiple randomized trials, or one randomized trial with a large observational
dataset. We focus on methods identifying which of two treatments is more likely to improve
outcomes for an individual or subgroup—a causal question that sits at the core of clinical
practice. In this review, we consider the situation where the variables are similarly defined
and available from all studies. It is common though that different studies may have different
sets of variables. In this more complicated case, either harmonization is needed on the
variables or some shared structure is required on conceptually related variables. We will
return to this point in the Discussion section (6).

Methods discussed in this paper are broken down based on data setting: aggregate-level

data, federated learning, and individual participant-level data (IPD). The aggregate-level data
setting occurs when researchers only have access to summary information from each study.
With aggregate-level data, individual-level effect heterogeneity can only be truly assessed if
each study estimated treatment-covariate interactions using the same statistical models (e.g.,
same link function, same set of covariates), which is not often feasible. In the federated
learning setting, sensitive individual-level data are distributed across decentralized studies
and cannot be shared beyond their original storage location (Vo et al., 2021). Finally, the

IPD setting is the most straightforward and powerful scenario for assessing treatment effect
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heterogeneity, as individual-level covariates are available from all studies simultaneously.
With IPD, we can harmonize covariates, estimate effect moderation by using the same
statistical models in each study, and assess model assumptions consistently.

Within each of these data settings, methods are primarily geared towards either combining
multiple RCTs or one RCT with one observational dataset. We discuss the use of meta-
analysis models with multiple RCTs (Debray et al., 2015, Burke, Ensor and Riley, 2017),
along with the opportunity to employ variable selection approaches to identify effect
moderators (Seo et al., 2021). When combining an RCT with observational data, we
consider various methods that allow for complicated relationships to be included in the
treatment effect function and account for potential bias from the observational data. These
methods can involve estimating the CATE in the RCT and observational data separately and
then combining them through an estimated weighting factor (Rosenman et al., 2022, 2020,
Cheng and Cai, 2021, Yang, Zeng and Wang, 2020), or estimating the observational CATE
and the confounding effect in the observational dataset (Kallus, Puli and Shalit, 2018, Yang,
Zeng and Wang, 2020, Wu and Yang, 2021, Hatt et al., 2022). Colnet et al. (2021a) reviewed
some methods that combine RCT and observational data, and we extend upon this review
by focusing on this combination explicitly for treatment effect heterogeneity. We also add
in more methods that combine RCT with observational data along with methods that focus
on combining multiple RCTSs. In general, there are many approaches outside of those we
reference here that focus on estimating the average treatment effect by combining datasets,
some of which are discussed by Colnet et al. (2021a); we choose to primarily focus on
efforts to examine treatment effect heterogeneity in the present review.

To provide context to the methods discussed in this review, we can consider a few example
scenarios. We first consider an assessment of the efficacy of surgery in stage 1V breast
cancer according to 15 studies where researchers combining the studies only had access to
aggregate-level data (Petrelli and Barni, 2012). We also discuss a comparison of outcomes
for veterans who received the Moderna versus the Pfizer vaccination for COVID-19 in five
different sites where IPD was available within each site but could not be shared across sites,
known as a “federated learning” situation (Han et al., 2021). Another setting investigates

a diabetes medication, pioglitazone, versus placebo for individuals coming from one of six
RCTs, where IPD was available in each trial (Hong et al., 2015). And finally, we discuss
data assessing the treatment effect comparing two active treatments for major depression,
duloxetine and vortioxetine, wherein we have access to IPD from a combination of RCT
data and electronic health records (EHR) from a hospital system (Brantner et al., 2023a).
These scenarios all could clearly benefit from combining data to examine heterogeneity in
treatment effects, but they each require distinct considerations and statistical approaches to
best integrate information. We will use these examples throughout the paper to ground the
methods in specific applications.

Importantly, to effectively combine information from multiple datasets, the original studies
need to have high transparency and reproducibility. Whether data are reported in aggregate
or at the individual participant level, researchers using the data for additional analyses—such
as those discussed here—need extensive information about how the data were collected,
analyzed, and presented to be able to determine if and how to combine the information with
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other datasets. It is therefore vital to keep these ideas of transparency and reproducibility of
data, code, and results at the forefront when applying these methods. Movements towards
data sharing and reproducible research will greatly facilitate the types of research discussed
here, which can lead to important new insights regarding effect heterogeneity that cannot
be answered from single studies alone due to generalizability, sample size, or confounding
concerns.

In the following section (2), we introduce the estimand and assumptions. The next sections
are then organized based on the level of data access so that researchers can determine
available methods in their given data setting. Specifically, Section 3 discusses aggregate-
level data; Section 4, federated learning; and Section 5, individual participant-level data
(IPD). Finally, Section 6 compares methods and provides an overview of potential future
areas for research.

2. NOTATION

2.1 Target Estimand

Our target estimand to assess effect heterogeneity is the conditional average treatment effect
(CATE), defined using the potential outcomes framework under the Stable Unit Treatment
Value assumption (Rubin, 1974). Suppose S is the categorical variable indicating study
membership, A = 0,1 is a binary treatment variable, Y is the observed outcome, Y (1) and Y (0)
are the potential outcomes under treatment and control respectively, X is a set of covariates,
and Z is a subset of X containing the proposed effect moderators.

The CATE can be formally defined as a function of X:

o(X) = g(E[Y(1) | X]) - g(E[Y(0) | X])

(Abrevaya, Hsu and Lieli, 2015, Kiinzel et al., 2019), where E[ - | -] denotes conditional
expectation in the target population of interest and g( - ) is a link function that defines

the scale on which the interactions occur, whether additive (mean or risk difference) or
multiplicative (risk, rate, or odds ratio). In this paper, we primarily discuss a continuous
outcome, in which case we use the identity link function and write the CATE as

o(X) = E[Y(1) - Y(0) | X].
(@

This z( - ) can often be assumed to be a flexible function in which all covariates are
considered as potential moderators, so we do not have to a priori differentiate Z and X
when methods allow for this flexibility.

One can also consider study-specific CATE functions. This is often the case when
researchers are interested in assessing heterogeneity of the treatment effect functions across
trials/datasets, or when this heterogeneity is high and it is potentially unreasonable to
combine information across studies. We can denote study by S: in the case where data is
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being combined from one RCT and one observational dataset, .5 = 0 will indicate RCT and
S = 1 observational data; otherwise, S will be a categorical variable ranging from 1 to K,
where K is the number of RCTs. The above equation (1) defines a general CATE that is not
study-specific. When estimating study-specific CATEs, equation (1) can be rewritten as

o(X) = E[Y(1) - Y(0) | X. S = s].
2

In most of the methods to follow, the CATE is defined by conditioning on a set of

available covariates, X. An alternative is to a priori define subgroups of interest and estimate
subgroup-specific treatment effects. This approach is similar to the methods discussed in this
review but somewhat distinct because subgroups must be specified first. The form of the
estimand when examining subgroup-specific effect estimates is instead

7= E[Y(1) - Y(0) | K = k],

where K represents subgroup membership (Rosenman et al., 2020, 2022).

2.2 Assumptions

Across many methods, the key assumption that allows pooling data from multiple studies to
estimate the treatment effect is that either entire or partial components of the treatment effect
function =(X) is shared across studies. This review also focuses solely on the case when
there are only two treatments (or one treatment and one control/placebo) being compared.

If there are more than two conditions being compared, different approaches would need to
be used (i.e., network meta-analysis; Efthimiou et al., 2016, Debray et al., 2018, Hong et
al., 2015). Aside from these overarching assumptions, individual methods employ their own
specific assumptions. When multiple RCTs are included in meta-analyses, they are often
assumed to have similar eligibility criteria (specifically in terms of the covariates thought

to be effect modifiers) (Dahabreh et al., 2020), and distributional assumptions are made for
model parameters (Debray et al., 2015).

Broadly, parametric approaches require the assumption of a parametric relationship between
covariates (including treatment, effect moderators, and interactions between the two) and
outcomes; further, this parametric relationship is assumed to be approximately correctly
specified (Debray et al., 2015, Yang, Zeng and Wang, 2022, 2020). Specifically in the meta-
analytic framework when combining multiple RCTs, effect moderation is often assessed
using treatment-covariate interaction terms. This approach typically uses an outcome model
of the form

h(E(Y)) = u(X) + Ax H(Z),

where a(-) is a link function, u(X) is the modelled mean of the outcomes under control, Z
contains a subset of the variables in X that often needs to be prespecified, and z(Z) is the the
CATE function:
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(Z)=6+0"Z.

©)

In this expression for z(Z), 5 corresponds to the effect of treatment A when Z = 0 (or when
the covariates in Z equal their means if they have been centered), and 6 corresponds to the
coefficients of treatment-moderator interaction terms AZ in the A(E(Y)) model. Similarly
to the general format of the CATE in equation (1), this parametric form of z(Z) can be
expressed as multiple study-specific functions:

(Z2)=6,+6/Z.

4)

When combining an RCT with an observational dataset, there are a few within-study
assumptions, including unconfoundedness (Assumption 1), positivity (Assumption 2), and
consistency (Assumption 3) (Colnet et al., 2021a, Cheng and Cai, 2021).

AssumpTioN 1. {Y(0),Y(1)} 1L A | X within each study.

AssumpTioN 2. For almost all X with z(X) = P(A = 1 | X) (the propensity score), there exists
a constant ¢ > 0 such that ¢ < z(X) < 1 — ¢ within each study.

AssumMpPTION 3. Y = AY(1) + (1 — A)Y(0) almost surely.

The unconfoundedness assumption (1) is satisfied by design in an RCT. Assumption 2 also
holds by design in an RCT since the probability of treatment is independent of observed
covariates and is prespecified.

When combining datasets, we expand upon the previous assumptions. In the setting where
observational data is being combined with an RCT, the unconfoundedness assumption (1)
can be relaxed in the observational data. This is because there are analysis possibilities with
multiple datasets that include assessing whether this assumption is met or not and using

the RCT to account for any confounding in the observational data (Cheng and Cai, 2021,
Yang, Zeng and Wang, 2020, 2022). Assumption 3 in the multi-study setting implies that the
treatments being compared are the same across all studies (since there is no s subscript) to
ensure that the potential outcomes

Y(0) and Y(1) are well-defined. We also can introduce two other assumptions that are
involved at some level in methods that combine an RCT with observational data; these
assumptions include study membership positivity (Assumption 4) (Colnet et al., 20213,
Cheng and Cai, 2021) and unconfounded study membership (Assumption 5) (Hatt et al.,
2022, Cheng and Cai, 2021, Kallus, Puli and Shalit, 2018).

AssumpTioN 4. For almost all X, there exists a constant d > 0 such that
d<P(S=s|X=x)<1-d.

Stat Sci. Author manuscript; available in PMC 2024 April 18.
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AssumpTION 5. {Y(0),Y(1)} 1L S| X.

The following sections break down methods based on available data.

3. AGGREGATE-LEVEL DATA

The broadest level of data access is in the form of aggregate-level data (AD), where
individual studies have been carried out and analyzed, and only summary data (e.g., sample
mean, standard deviation, or regression model coefficient estimates) are available. AD are
often used in meta-analyses when IPD are unavailable. Meta-analysis with AD can estimate
average effects effectively and provide similar results as meta-analysis with IPD (Burke,
Ensor and Riley, 2017, Hong et al., 2015). However, aggregation bias (also known as the
ecological fallacy), which occurs when conclusions are incorrectly drawn about individuals
when the relationship is found at the group level, can easily be introduced if researchers
want to make a conclusion about individual-level effect moderation when only AD is
available (Berlin et al., 2002, Debray et al., 2015, Teramukai et al., 2004). This aggregation
bias will not be present if each paper reports subgroup-specific outcomes for all necessary
subgroups; however, this is rare in practice because subgroups are often defined by more
than one covariate. AD therefore has limited power for detecting effect moderation (Lambert
et al., 2002). However, IPD is not always easy to access or use, so the following section
discusses what can be done with AD. In framing this discussion, one can think of the
example assessing the effects of tumor-removal surgery in individuals with breast cancer
(Petrelli and Barni, 2012) using aggregate data from several relevant studies.

3.1 Meta-Analysis of Interaction Terms

If AD is all that is available for a question of interest, there is still an opportunity to estimate
individual-level effect moderation under specific circumstances. If all previous studies have
performed similar analyses and have included a particular treatment-covariate interaction
term using the IPD from that given study, then these interaction terms can be pooled at

the aggregate level (Simmonds and Higgins, 2007, Kovalchik, 2013). For instance, although
this approach was not taken by Petrelli and Barni (2012), if a treatment-age interaction

term was estimated in each of the individual studies assessing the effect of surgery on
mortality in individuals with stage IV breast cancer, then these interaction terms could be
pooled together. In this way, researchers can estimate an individual-level effect moderation
term across multiple studies and can combine such terms to estimate z(Z) as in equation
(3). However, this requires that the studies assess and report the interactions of interest
consistently. Similarly, the aggregate data could include subgroup-specific treatment effects
rather than interactions, which could also be pooled to describe effect moderation if the
effects are reported in each study (Godolphin et al., 2023).

3.2 Meta-Regression

If such study-specific interaction coefficients are not available across all studies, AD can

be also modeled through meta-regression with treatment-covariate interaction terms, where
importantly only aggregate level covariates (e.g., mean age, proportion female) are available.
For example, the individual-level covariate of interest might be whether the person has
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severe disease or not; in an AD meta-regression, this covariate would become the percentage
of individuals in the study who have severe disease. Meta-regression was the approach

taken by Petrelli and Barni (2012) in their assessment of surgery efficacy. Specifically, they
investigated hazard ratios of overall survival according to the 15 different studies and did so
while including covariates such as median age and mastectomy rate.

AD analyses can handle study-level effect moderators well. However, the ability to assess
individual-level moderators depends on the level of detail available in the AD. Multiple
papers have assessed the differences between AD and IPD meta-regressions for estimating
treatment effect heterogeneity. In an analysis by Berlin and colleagues (2002), models using
IPD picked up on a key effect moderator that had been found in previous literature, but

all models using AD missed this effect moderator at the group level. Extensive simulation
studies also have shown that the power for detecting treatment effect moderation is much
lower in meta-regression using AD; in these simulations, effect moderation was only
effectively discovered in AD analyses when there were a large number of trials with large
sample sizes (Lambert et al., 2002). Again, relationships that are picked up in an AD
meta-regression cannot be immediately interpreted as individual-level effects; for example,
if the percentage of individuals with severe disease is an effect moderator in the AD model,
researchers cannot immediately conclude that the individual-level presence of severe disease
is an effect moderator at the individual level.

Furthermore, the aggregate-level covariates also often do not vary much across studies.
Since studies included in meta-regressions require similar eligibility criteria, they likely will
have somewhat similar covariate distributions. For instance, the percentage of individuals
with severe disease is likely to be similar across trials; in this case, the interpretation of
effect moderation cannot be extrapolated beyond the aggregate-level range of the covariates.

The estimand in meta-regression can still be considered to be a version of the CATE, but

it is the CATE according to group-level effect moderators; for example, it could be written
like equation (3) but as z(Z) where Z consists of aggregations of Z at the study-level. Such
an estimand assumes that the included studies are representative of the target population of
studies.

4. FEDERATED LEARNING

Federated learning (similar to distributed modeling) uses a combination of IPD and AD;
namely, IPD exists across decentralized studies but can only be accessed in the study in
which it is stored (Yang et al., 2022). An example of this is a study of the efficacy of two
COVID-19 vaccinations (developed by Moderna and Pfizer) for preventing COVID-19 in
veterans in five Veterans Affairs sites (Han et al., 2021). This data setup is increasingly
common in fields where there is interest in combining multiple cohorts (“cohort consortia”),
but where data privacy concerns prohibit full direct data sharing. Therefore, the IPD data
must be turned into AD or aggregated models so that information can be shared across
studies.

Stat Sci. Author manuscript; available in PMC 2024 April 18.
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We discuss two approaches for CATE estimation in federated learning in this section.
Other approaches exist that focus on estimating the average treatment effect (ATE) (Han

et al., 2021), and those can be extended to CATE estimation but must provide sufficient
information about the parameters of effect moderation. Depending on the ATE approach, it
is unclear how easily the method can be extended to CATE estimation; we focus instead on
methods explicitly focused on CATE estimation.

4.1 Meta-Analysis After Local Model Formulation

There are three steps in meta-analysis within the federated learning setting: (1) fit models
within studies, (2) aggregate the model coefficients, and then (3) conduct a meta-analysis
(Silva et al., 2019). This is similar to the meta-analyses of interaction terms using aggregate
data discussed in Section 3.1. A key difference here is that federated learning models

apply a predetermined statistical model including desired interaction terms so that the
interaction effects are assessed consistently across all studies, while the traditional meta-
analysis with AD has access to model coefficient estimates but not the model fitting
process. Here, the estimand of interest is the common CATE function as in equation (3)
that is calculated by summarizing model coefficients corresponding to interaction terms AZ
(treatment-moderator) and A (treatment) from each study-specific regression.

4.2 Tree-Based Ensemble

Another option within federated learning would be to still create study-specific models first,
but to use information from other studies to improve those individual models. Tan, Chang
and Tang (2021) use tree-based ensemble methods to combine information about treatment
effect heterogeneity from multiple separate studies. Specifically, they allow for study-level
heterogeneity as well as heterogeneity due to individual-level covariates.

Their procedure involves first fitting models to estimate the CATE in each of K individual
studies, using single-study machine learning methods like causal forests (Athey, Tibshirani
and Wager, 2019, Brantner et al., 2023b). These K study-specific models are then applied

to a single “coordinating study,” so that each individual in the coordinating study has K
estimates of the CATE. In other words, if there are » individuals in the coordinating study,
there will be n* K CATE estimates. Finally, these » * K estimates are used as outcomes in an
ensemble regression tree or random forest, in which the predictors are the individual-level
covariates and an indicator of the study model from which the specific CATE estimate was
estimated. Ultimately, this method provides study-specific CATE functions (equation (2))
that have hopefully been made more accurate because they have been adjusted to incorporate
information from other studies. Tan, Chang and Tang (2021) applied this approach to
investigate the effects of oxygen saturation on hospital mortality across 20 hospitals and
found effects that varied across sites but did not have high levels of within-site heterogeneity
based on covariates like age or gender.

5. INDIVIDUAL PARTICIPANT-LEVEL DATA

Finally, when individual participant-level data (IPD) is available from all studies, treatment
effect heterogeneity can be estimated through a wide variety of methods. Recently, many
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novel methods have been proposed and are actively being developed. While the previous
two settings of AD and federated learning are more restrictive, estimating individual-level
effect moderation in this setting with all IPD available is much more feasible and flexible.
The methods to follow are broken down based on whether the data being combined is from
multiple RCTs or from one RCT and one observational dataset. Many of the methods in

this multi-study setting build upon single-study methods, which are discussed in depth in the
Supplementary Material (Brantner et al., 2023b).

5.1 Combining Multiple RCTs

As mentioned when discussing aggregate data, meta-analyses are an effective and widely
used parametric approach for combining information from multiple RCTs (Riley, Stewart
and Tierney, 2021). Recently, more and more IPD has become accessible to researchers,
allowing them to go a step further from AD and more effectively assess effect moderation.
Having IPD available, such as in the example of assessing the effects of pioglitazone for
individuals with diabetes (Hong et al., 2015), allows for baseline individual-level covariates
to be used to study subgroup effects and effect moderation at the individual level.

5.1.1 Types of IPD meta-analyses.—There are two commonly discussed IPD meta-
analysis estimation methods: two-stage and one-stage. In two-stage IPD meta-analysis,
aggregate statistics are calculated within each study (e.g., overall treatment effects, effects
for each subgroup, interaction terms), and then these results are combined in a between-
study model. In one-stage IPD meta-analysis, all individual-level data are put directly into
a hierarchical or multilevel model (Burke, Ensor and Riley, 2017). Although results with
respect to average treatment effects are often similar between the two approaches (Burke,
Ensor and Riley, 2017, Debray et al., 2015, Tierney et al., 2015), model assumptions do
differ, and choosing the approach that seems best fit to a specific research question is an
important decision. In this paper, we focus on one-stage IPD meta-analysis because of its
flexibility (Debray et al., 2015).

5.1.2 One-stage IPD meta-analysis.—In one-stage IPD meta-analysis, a common
technique is to use a generalized linear mixed model (GLMM) to estimate the mean outcome
given covariates. The model can have the form

g(E(Yy)) = o, + 6,Ai + B X + 0] A Z,,,

®)

where Y, is the outcome for individual i from study s, a~N(«, c7) is a study-specific
intercept, 5~N(8, 53) is the vector of study-specific treatment effects when the covariates
are set to 0 (or their means, if centered), B~N(B, Z,) is the study-specific vector of main
effects of covariates on the outcome, and 6,~N (0, X,) is the study-specific vector of effect
moderation terms (Seo et al., 2021). Here, o, 5; and the diagonal elements of £, and %,
measure the between-study variability of the effects. g, and 6, are often assumed to be
uncorrelated in the literature; however, we can extend this model to allow for correlation
between g, and 6..
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If the outcome is continuous (as assumed in this paper), g( - ) is often set to be the identity
function; if the outcome is binary, g( - ) could be the logit link function. Key parameters
of interest are 5, which indicates an overall measure of the treatment effect when the
moderators are set to 0, and 8, which indicates the magnitude of the effect moderation.
For easy interpretation, covariates can be centered at zero so that the treatment effects, s,
represent the treatment effects at the mean value of each covariate (Dagne et al., 2016,
Gelman, Hill and Vehtari, 2020).

The model above includes random effects for all coefficients, and so explicitly models
between-study heterogeneity for each coefficient (the g’s and 6,’s). This approach can be
thought of as interpolating between two extremes. The first of these is a “no-pooling” model,
with the same structure as equation (5) but with study-specific coefficients fit as fixed effects
independently to the data from each study. Such a model avoids the sharing of information
across studies, but also includes more free parameters, which may be less stably estimated.
This approach also does not ultimately provide a global treatment effect estimate across
studies, as all studies are given their own fixed coefficients.

A simpler model would treat some coefficients as shared across studies. This might take
the form of assuming a common intercept or slope (Thomas, Radji and Benedetti, 2014);
for example, in equation (5), if between-study variability of the main covariate effects
(represented by ;) were small, a common coefficient could be estimated instead by
replacing g, with g. In practice, 6 is often assumed to be shared across studies. GLMMs
can quickly become too complicated if many effects are allowed to vary across studies
(especially when study sample sizes are small); on the other hand, the model might be
misspecified if it ignores important variation that does exist. Therefore, each coefficient
—and whether it should be treated as common across studies, modelled as random, or
estimated independently within each study—should be considered carefully to ensure that
the model effectively represents between-study variability while still being sufficiently
simple.

GLMMs can be fit under both frequentist and Bayesian frameworks (Debray et al., 2015).
If a Bayesian framework is used, prior distributions need to be assigned to each parameter;
an option for this is noninformative priors to all parameters of interest (McCandless, 2009).
Informative priors can be used when information about the parameters is available from
expert opinion or historical data analysis. Hong et al. (2015) utilize a Bayesian framework
for their analysis of diabetes medication; however, they compare more than just two
treatments and perform network meta-analysis, which is not the focus of this paper.

One other consideration in one-stage IPD meta-analysis is the option to decompose
between-study and within-study variability. To avoid aggregation bias, some researchers
(Hua et al., 2017, Debray et al., 2015, Donegan et al., 2012, Hong et al., 2015) suggest
decomposing the interactions into two sources: individual-level (i.e., within-study effect)
and aggregate-level (i.e., between-study effect) interactions. This model can be written by
extending equation (5):

Stat Sci. Author manuscript; available in PMC 2024 April 18.



1duosnuen Joyiny 1duosnuey Joyiny 1duosnuen Joyiny

1duosnuep Joyiny

Brantner et al.

Page 13

8(E(Yy)) = _

@+ 8,Ais + B, vihin (Xis - Xs)

+ BrorossXs + 03 wihin Ais(Zis - Z;)
+ GZZ:I‘OSSAiSZA‘ .

Here, we have broken up the covariate and treatment-covariate interaction terms into within-
study effect and between-study components so that we can separately assess the associations
of individual covariates and their study-level summaries with the outcome. This is especially
helpful when specific effect moderators vary significantly both within studies and across

studies (Debray et al., 2015). Equation (5) is a special case of this model when B,.... and 6,...,

are equal to the average of the B, ,.m.’S and the 6, ..., S respectively (Hua et al., 2017).

Standard implementations of meta-analysis techniques to assess effect heterogeneity assume
that a set of potential moderators has already been identified and observed in all included
studies. Because studies measure several variables that could plausibly serve as effect
moderators, selecting which terms to include in the model is an important and challenging
decision. Furthermore, testing a high number of potential effect moderators can increase

the risk of false positives (Hayward et al., 2020). When many potential moderators exist,
variable selection or shrinkage methods can help overcome these challenges and identify
meaningful moderators while controlling for overfitting. Seo et al. (2021) compared one-
stage IPD meta-analysis methods that identified effect moderators and estimated their effect
size. They compared various variable selection methods under both frequentist and Bayesian
frameworks including stepwise selection, Lasso regression, Ridge regression, adaptive
Lasso, Bayesian Lasso, and stochastic search variable selection (SVSS). In extensive
simulation studies, the shrinkage methods (Lasso, Ridge, adaptive Lasso, Bayesian Lasso,
and SVSS) performed best, supporting the usage of such methods in IPD meta-analysis to
enhance performance (Seo et al., 2021). Especially in settings in which large numbers of
variables are available and many could plausibly serve as treatment effect moderators, these
methods could be useful to efficiently estimate the conditional average treatment effect.

5.1.3 Integrating IPD with AD.—If data are available at the individual level in some
studies but at the aggregate level in others, both levels of data can still be combined

to estimate treatment effects. One straightforward way to do so is through two-stage meta-
analysis, as introduced in 5.1.1, where models are fit to each study with IPD to calculate
aggregate statistics, and then these statistics can be combined with those reported in the AD
(Riley et al., 2008). Another more complicated but effective approach is to combine the IPD
and AD simultaneously in one-stage meta-analysis: Riley et al. (2008) describe a method
for doing this where the outcome for each trial with only AD is simply the estimate of the
treatment effect and there is just one observation. They also incorporate an indicator of IPD
versus AD.

Bayesian methodology can also be incorporated to combine IPD with AD and allow

for adaptive borrowing of information. In such a setting, Hong, Fu and Carlin (2018)
recommend treating the AD as auxiliary data and utilizing a power prior to adaptively
incorporate the AD and a commensurate prior to borrow from the AD to estimate treatment
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effects. In another Bayesian approach, Saramago et al. (2012) incorporate IPD-level
covariates to improve estimation of treatment-covariate interactions over that available by
AD alone.

5.2 Combining an RCT with Observational Data

Another usage for IPD in estimating treatment effect heterogeneity is through combining
data from an RCT with an observational dataset. For example, we can consider the

scenario introduced earlier where we are interested in comparing two treatments for major
depression, duloxetine and vortioxetine, and we have access to RCT data and a large
observational dataset containing electronic health records (Brantner et al., 2023a). This
scenario requires attention to potential confounding in the observational dataset; notably, the
individuals are not randomly assigned to treatment in the observational data unlike in the
RCTs. In this setting, the approaches are often nonparametric, with some exceptions, and
they include some approach for accounting for confounding in the observational dataset. We

use #'(X) and °(X) to represent the estimated CATE function based on data from the RCT
and observational study, respectively.

Colnet et al. (2021a) provides a literature review of methods that combine RCT and
observational data. They touch on many different purposes of combination, one of which

is CATE estimation. Their review includes some of the nonparametric approaches listed in
this section (Kallus, Puli and Shalit, 2018, Yang, Zeng and Wang, 2022, 2020) and discusses
key assumptions, code, and implementation of methods. Our review incorporates some of
the same papers but includes other recent and related approaches as well.

Existing methods for combining RCT and observational data first involve estimating the
CATE in either the randomized trial data, the observational data, or both, using single-study
methods. These estimators are then combined in one of multiple different ways.

5.2.1 Combining separate CATE estimates from RCT and observational
studies.—When combining one RCT with one large observational dataset (the usual
approach in the methods to follow), one category of approaches involves estimating the
CATE in both datasets. In several of these approaches, the final CATE estimate is a weighted
combination of the two study-specific CATE estimates, where the weight is derived based

on a method-specific estimate of bias in the observational data. This is the approach taken

by Rosenman et al. in two papers (2022; 2020). In each paper, Rosenman and colleagues
discuss the CATE in terms of average treatment effects within “strata,” or subgroups

that can be defined as a complex function of covariates (Rosenman et al., 2022). The

authors construct strata based on effect moderators and propensity score estimates from the
observational data. They assume that within each stratum, the true average treatment effect is
the same for both the observational and RCT data; however, the observational data may yield
a biased estimate due to unobserved confounding. The base estimator used in their papers is
a difference in mean outcomes between the treatment and control group within stratum k:

20 - Zie 0, AY; _ Zie Ok(l - A)Y,
T ZieoA  Zieo(-A)"
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(6)

where o indicates observational study, k indexes strata, and O, is the set of individuals

in the observational study belonging to stratum k. The same estimator can be established

for the RCT by replacing o and O, with r and R,, respectively. From this, Rosenman

et al. (2022) construct a “spiked-in” estimator, in which individuals from the RCT are
assigned to their corresponding strata with individuals from the observational data. Then the
stratum-specific treatment effects are estimated as in equation (6) but including both RCT
and observational data. They compare this “spiked-in” estimator with a dynamic weighted
average in which stratum-specific treatment effects are estimated separately in the RCT

and observational data, and then the weight for combining the RCT and observational
stratum-specific treatment effects is constructed based on the variance of the RCT estimator
and the mean squared error (MSE) of the observational data estimator. Ultimately, they
discover that the “spiked-in” estimator is only effective when the covariate distributions are
very similar across datasets and that their dynamic weighted average has low bias regardless
of whether the covariate distributions are similar or not.

In their second paper in this stratum-specific treatment effect framework, Rosenman et

al. (2020) utilize shrinkage estimation to combine CATE estimators from the RCT and
observational dataset. They first determine a structure for a given shrinkage factor, 4,

and then optimize an unbiased risk estimate to solve for this 4. They again define stratum-
specific average treatment effects under the assumption that treatment effect heterogeneity
can be assessed by dividing up the dataset into strata. For example, they define a common
shrinkage factor 4 selected by minimizing the unbiased risk estimate such that

T(A) = T — ATk — 1),

O

where r indexes the RCT estimator, o the observational estimator, k indexes strata, and 7,
and 7; can be estimated as specified in equation (6). They also discuss an estimator that is
the same as equation (7) but multiplies the difference A(z; — %) by the variance matrix from
the RCT. Note that both of these approaches by Rosenman and colleagues are technically at
the subgroup-level; however, these subgroups can be complex functions of covariates, so the
approach can be easily discussed in terms of covariates, X, instead of stratum membership.

A recent paper by Cheng and Cai (2021) incorporates a similar approach to the shrinkage
estimation by Rosenman et al. (2020) by adaptively combining CATE functions between an
RCT and observational dataset based on the estimated degree of bias in the observational
estimator to yield study-specific CATE estimates that minimize MSE. Cheng and Cai (2021)
also use a weighted linear combination of CATE estimators from the RCT, 77(X) and the
observational data, 73(X):

7(X) = 74(X) + vx{7TUX) - TU(X)},
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where s = 0,1 denotes RCT and observational data, respectively and vy is a weight function.
To estimate CATE functions in each study separately, the authors use doubly-robust pseudo-
outcomes (Kennedy, 2020) that are defined as influence functions for the average treatment
effect (see more in the Supplementary Material, Brantner et al., 2023b). These influence
functions are then regressed on the potential effect moderators, X, to estimate the CATE in
both the RCT (7%(X)) and observational data (7(X)) separately. The weight vy is estimated by
minimizing a decomposition of an estimate of the mean squared error (MSE) for the CATE
function and varies based on X. This strategy allows for the weight to heavily favor the RCT
estimator when the observational data is biased and to combine both estimators efficiently to
minimize asymptotic variance in the presence of insignificant bias in the observational data.

Cheng and Cai’s method of estimating vy is similar to Rosenman et al. (2020) approach

of estimating 4 using an unbiased risk estimate. An important distinction between the two
approaches is that Rosenman et al. (2020) represent treatment effect heterogeneity through
K distinct strata within which they assume that the treatment effect is common across the
RCT and observational datasets. Cheng and Cai (2021) instead use individual covariates as
part of their CATE estimation, and they do not require the treatment effects to be equivalent
between the RCT and observational datasets. Cheng and Cai (2021) also use a different base
estimation procedure for the initial estimates of z in the RCT and observational data.

Finally, Yang, Zeng and Wang (2020) also combine separate estimates of the CATE from the
RCT and observational data to minimize MSE under the assumptions of unconfoundedness
in the RCT (Assumption 1 in the RCT; satisfied via randomization) and a structural model
for the CATE (z(X) = 7,,(X)). This approach uses elastic integration to combine the estimates

based on a hypothesis test that determines whether the assumption of unconfoundedness in
the observational data (Assumption 1 in the observational data) is sufficiently met or not
(Yang, Zeng and Wang, 2020). To construct this test, Yang et al. (2020) introduce

H,(X)=Y —1,(X)A

@)

such that E(H,, | A, X,S) = E(Y(0) | A, X,.S). From here, they introduce a semiparametric
efficient score of the parameters y, which we will call SES,,. This semiparametric efficient
score is used in their hypothesis test with a null hypothesis of E(SES;,) = 0 where SES;, is the

score in the observational data. If this null hypothesis is rejected, the ultimate parameters for
the CATE are determined solely from the RCT data; if not, parameters are solved for using
an elastic integration of both the RCT and observational data. Estimating the parameters is
discussed in more detail in Yang et al.’s (2020) paper; briefly, they solve

N

by plugging in estimators of unknown quantities and solving for .
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5.2.2 Estimating and accounting for the confounding bias in the
observational data.—Another category focuses on estimating the CATE—and the
confounding bias, as estimated by bringing in the RCT data—in the observational data,
rather than estimating the CATE in each dataset. Kallus and colleagues (2018) estimate

the CATE in the observational data first and then estimate a correction term to adjust for
confounding. They focus on deriving a CATE estimator that is consistent. The approach
assumes unconfoundedness (Assumption 1) in the RCT, but does not assume that the
observational data fully overlaps with the RCT data (Kallus, Puli and Shalit, 2018, Colnet
et al., 2021a). The authors note that the CATE function in the observational data, °(X) does
not equal the true CATE, =(X) because of confounding, so they define the confounding effect
to be

n(X) = (X) - 2°(X)

and focus on estimating this # to correct the observational CATE estimator. The
observational CATE is estimated using any single-study approach, such as a causal
forest (Athey, Tibshirani and Wager, 2019, Brantner et al., 2023b), and the confounding
effect is estimated using the following equation. For the propensity score in the RCT,
#(X)=P(A=1]X,S =0), Kallus et al. define

A; 1-A4

r(Xi) = -
T X T 1-2(x)

for individuals in the RCT. This leads to the final equation to solve to estimate the
confounding effect:

nr

2
6 =argmin > (" (X)Y, - (X)) - eTX,.)
0 i=1

again applied to only individuals in the RCT, where " is the total number of individuals in

the RCT. Finally, they set ﬁ(X) - 6" x and ultimately define

3 X) = 2(X) + 7(X).

Yang, Zeng and Wang (2022) also estimate confounding in the observational study

directly. They focus on the conditional average treatment effect on the treated (CATT),

o(X) = E[Y(1) - Y(0) | X, A = 1], and define a confounding function to estimate the effect of
unobserved confounding in the observational data. They assume unconfoundedness in the
RCT (Assumption 1), a structural model for both the CATT and the confounding function,
¢, and that the RCT and observational data come from the same target population, though
their covariate distributions need not overlap. Their confounding function is defined in the
observational study as the difference in potential outcome means between treatment groups:
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UX)=E[Y0)|A=1,X,S=1]-E[Y(0) | A=0,X,S=1].

When all confounders are measured, ¢(X) = 0, but in reality, unobserved confounders will
lead the function to be nonzero. Yang, Zeng and Wang (2022) show that this function is only
identifiable when the RCT data is used with the observational data.

To estimate the parameters for the CATT and the confounding function, Yang, Zeng and
Wang (2022) utilize estimating equations and semiparametric efficiency theory, similar to
the approach taken by Yang, Zeng and Wang (2020). Specifically, they define an equation
similar to that of their previous work (Yang, Zeng and Wang, 2020) shown in equation (8):

Hyy =Y = 1,(X)A — SC(X)(A — e(X. S)).

where v, = (¢,, ¢,) are parameters and such that the final term in the equation will only come
into play when S = 1, that is, in the observational data. They solve an estimating equation
based around this H to get a preliminary estimator of the parameters for = and ¢; next, they
update this solution based on a semiparametric efficient score. The authors finally show that
their estimator of the CATT, which integrates both datasets, is more efficient than the CATT
from the RCT data when the predictors from the CATT function and confounding function
are linearly independent.

The “integrative R-learner” falls in a similar category of methods and is based on adapting
the original R-learner by Nie and Wager (2021) (see Supplementary Material, Brantner et
al., 2023b) to the setting with one RCT and one observational dataset (Wu and Yang, 2021).
This approach minimizes loss and is consistent and asymptotically efficient compared to an
RCT-only estimator. The authors use a very similar definition of the confounding function as
in Yang, Zeng and Wang (2022), with a slight adjustment:

(X)=E(Y |X.A=1,5=1)-EY|X,A=0,5=1)-1(X),

where ¢(X) = 0 when there is no unobserved confounding in the observational dataset
(Assumption 1). Wu and Yang (2021) estimate this confounding function and z(X) by
minimizing an empirical loss function that has the Neyman orthogonality property, as found
in the original R-learner (Nie and Wager, 2021).

Finally, Hatt et al. (2022) propose a method that utilizes the estimated confounding

effect in the observational data through a representation learning approach. Under similar
assumptions to previous methods such as consistency (Assumption 3), common support
across the RCT and observational data (Assumption 4), and unconfoundedness in the RCT
(Assumption 1) among others, Hatt et al. (2022) define ¢* to be a representation of the
shared structure of covariates in both the RCT and the observational data. They also define
h; and k; as “hypotheses” in the RCT and observational data, respectively, for a = 0,1
indicating control or treatment. These so-called hypotheses are functions meant to be applied
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to the representation, ¢* where for r representing membership in the RCT and o in the
observational data,

E(Y'| A" =0, X" =x)- E(Y°| A® = 0, X° = x) = hj(¢*(x)) — hi(¢*(x)).

Similarly to previous methods, Hatt et al. (2022) use a confounding function to represent the
bias, defined as y, = 4. — k.. Their algorithm starts by estimating ¢ and A, for a = 0,1 from the
observational data by minimizing an empirical loss. Next, these estimates are applied to the
RCT data and the empirical loss in this dataset is minimized to derive an estimate for the
bias 7,,a = 0,1. Finally, these estimates are combined using the fact that y, = h, — A to solve

for i, = 7, + h, and to ultimately estimate the CATE as

#{X) = Ki(@(x)) - if9(x))-

6. DISCUSSION

6.1 Comparison of Approaches

The recent influx of interest in studying treatment effect heterogeneity has led to novel

and adapted methods that strive to improve the identification of tailored interventions.
Furthermore, with the increase of IPD availability and the simultaneous research interests of
combining data sources, assessing treatment effect heterogeneity in a reproducible manner is
more feasible than before. Table 1 summarizes the aforementioned approaches, with a focus
on their data setting, modeling approach, and motivation.

6.2 Parametric and Nonparametric Approaches

Meta-analyses have been in use for many years but are less often conceptualized in

terms of identifying treatment effect moderation. This review and some other continuing
work (i.e., Seo et al., 2021) have tied meta-analyses into this framework. Traditional
methods for assessing moderation generally have involved parametric approaches that
require prespecification of the potential moderators. However, parametric regression models
are limited by the need to prespecify interaction terms, and complex nonlinearities might

be missed in the ultimate CATE function. Variable shrinkage techniques (including priors)
could help to ensure that the most important interactions are included without overfitting the
model (Seo et al., 2021).

Newer approaches listed in Section 5.2 include flexible machine learning methods that allow
for complicated functional forms for the covariates in the CATE and do not require that
moderators be prespecified. The nonparametric side to estimation that is often employed
when combining an RCT with observational data allows for the CATE function to be

more complex, but there are some potential weaknesses of these methods compared with
simpler parametric models. First, the resulting CATE estimates may be more difficult to
interpret, particularly if the goal is to pick out individual effect moderators and assess their
precise relationship with the treatment effect. Second, the desirable theoretical properties

of these methods—consistency of the estimators, robustness against model misspecification,
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accuracy of the associated confidence intervals—are for the most part asymptotic, and so a
priori one would expect that the nonparametric/machine learning methods are better suited
to situations with enough data. The point at which the robustness of the nonparametric
approaches is to be preferred over the explicitness and simplicity of the parametric
approaches is perhaps best assessed using a combination of contextual or scientific
background knowledge, simulation studies, data splitting techniques like cross-validation
and training/test/validation sets, and real-world experience with the methods.

In conclusion, parametric models may suffer from model misspecification but are easy

to interpret and apply. Although machine learning methods are relatively untested,

their statistical properties are mostly asymptotic, and their implementation can be more
computationally intensive, they incorporate a large amount of flexibility and could be ideal
when complex nonlinear associations are expected with a large number of variables.

6.3 Current Shortcomings and Future Directions

Because this field is growing rapidly and the methods discussed are somewhat new,

many methods have not been thoroughly compared to one another in simulation studies

or illustrated using real trials and/or observational datasets. There is therefore a broad
opening for future research that assesses these approaches in comparison to one another
through data applications. For meta-analysis, many real-world applications exist, but not
all go in-depth into treatment effect heterogeneity. The remaining approaches discussed in
this study are all very recent, and the new methods have not been tried out extensively

in real data. Real-world applications will be important for understanding the practical
implications and considerations such as differential measurement across datasets, missing
data, and more—such implications must be addressed for the methods to be fully useful in
applications. Furthermore, any comparisons that have been done do not combine parametric
and nonparametric approaches in this field of CATE estimation using multiple studies.

Another useful field of follow-up study is consolidating and evaluating assumptions. The
assumptions of methods discussed here vary in whether they are required, relaxed, or
unneeded. It would be helpful to be able to empirically evaluate the assumptions across
datasets to examine their feasibility, although not all assumptions explored in this paper can
be empirically assessed. Specific approaches for inference in the form of variance estimation
and confidence intervals are also needed in many approaches. For parametric approaches
discussed throughout the review, often standard methods such as Wald confidence intervals
can be employed (Yang, Zeng and Wang, 2022), or bootstrapping can be used to estimate
intervals and standard errors as well. However, there is an opening for more work to
determine the best inference approaches in the parametric and nonparametric cases, and how
these approaches vary depending on the method.

More work could also be done when it comes to the type of data being combined. One might
be interested in determining how to apply the meta-analytic framework to the combination
of trial and observational data; this field has been called cross-design synthesis and has

been debated in the literature (Debray et al., 2015). On the other hand, the methods geared
towards combining an RCT with observational data could be tailored to combine multiple
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RCTs, but this option was not discussed in the methods previously described aside from
briefly in the federated learning setting (Tan, Chang and Tang, 2021)

In terms of specific data availability settings, aggregate-level data consistently provides a
challenge for estimating individual-level effect moderation, and there are only a couple of
limited settings in which this goal can be achieved. Therefore, more IPD data access is the
simplest solution to being able to derive an in-depth model to estimate the CATE. For the
case when IPD is available but cannot be shared across studies (i.e., federated learning), the
approaches discussed in this review could be tailored to deal with this. Very few methods
exist in this field within federated learning; only one paper specifically discusses treatment
effect heterogeneity when data is distributed privately across studies (Tan, Chang and Tang,
2021). Thus, future work could be done to derive approaches to estimate the CATE in
federated learning.

Data availability also can vary within a given set of studies, and researchers often run into
the issue of systematically missing covariates—that is, covariates available in some but not
all data sources. Covariates also can be sporadically missing, where the covariate is present
in all studies but missing for some individuals throughout the studies. Future development
of the methods discussed previously should incorporate these considerations, as many of

the new approaches leave this for future work. Some papers have looked into these types

of missingness in a slightly separate context (Colnet et al., 2022); for example, Audigier et
al. (2018) investigated the performance of multiple imputation procedures for systematically
and sporadically missing data. Jolani et al. (2015) also describe a generalized imputation
approach for IPD meta-analysis when covariates are systematically missing.

An appropriate follow-up question from this work is when to best implement each method.
Because the machine learning methods have not been compared to one another in simulation
studies, it is difficult to conclude which of the methods is optimal in which scenario. This
review does attempt to clarify which type of data can be handled by each method, and
whether the method works with RCT and observational data, or multiple RCTs. However,
further study is needed to determine which approach will yield the most accurate predictions
depending on the types of heterogeneity present in the study (i.e., heterogeneity across
studies, heterogeneity within studies).

For those working in this field or those who want to learn more, it is important to continue
to look out for new research that comes out, since this field is changing and growing
rapidly. At the time of this review, many future directions of work are open for pursuit.
The new methods mentioned throughout this review increase the feasibility of reproducible
conclusions regarding individualized treatment decisions. Because we can employ data
from multiple sources, we are developing a deeper understanding and can more effectively
estimate individual treatment effects that are reliable and generalizable.

Supplementary Material

Refer to Web version on PubMed Central for supplementary material.
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