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Abstract

As machine learning models are playing increasingly important roles in many real-life

scenarios, interpretability has become a key issue for whether we can trust the predictions

made by these models, especially when we are making some high-stakes decisions. Lack

of transparency has long been a concern for predictive models in criminal justice and in

healthcare. There have been growing calls for building interpretable, human understandable

machine learning models, and “opening the black box” has become a debated issue in the

media. My dissertation research addresses precisely the demand for interpretability and

transparency in machine learning models. The key problem of this dissertation is: “Can we

build machine learning models that are both accurate and interpretable?”

To address this problem, I will discuss the notion of interpretability as it relates to

machine learning, and present several new interpretable machine learning models and

methods I developed during my dissertation research. In Chapter 1, I will discuss two types

of model interpretability – predicate-based and case-based interpretability. In Chapters 2

and 3, I will present novel predicate-based interpretable models and methods, and their

applications to understanding low-dimensional structured data. In particular, Chapter 2
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presents falling rule lists, which extend regular decision lists by requiring the probabilities

of the desired outcome to be monotonically decreasing down the list; Chapter 3 presents

two-layer additive models, which are hybrids of predicate-based additive scoring models and

small neural networks. In Chapter 4, I will present case-based interpretable deep models,

and their applications to computer vision. Given the empirical evidence, I conclude in

Chapter 5 that, by designing novel model architectures or regularization techniques, we can

build machine learning models that are both accurate and interpretable.
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Chapter 1

Introduction

As machine learning models are playing increasingly important roles in many real-life

scenarios, interpretability has become a key issue for whether we can trust the predictions

made by these models, especially when we are making some high-stakes decisions. In the

realm of law and justice, there have been cases where incorrect data fed into black box models

have gone unnoticed, leading to unfairly long prison sentences (e.g., prisoner Glen Rodriguez

was denied parole due to an incorrect COMPAS score, [Wex17]). In healthcare, doctors

rarely make risk assessments based on results from \black box" models { they often want to

know the conditions that signify a high risk of stroke, for example, so that patients with such

conditions can be prioritized in receiving treatment [WR15]. Lack of transparency has long

been a concern for clinical decision support systems based on machine learning, in particular,

deep learning models { the U.S. Food and Drug Administration (FDA) now requires all such

systems to provide \the rationale or support for the recommendation" [Edw17]. In light of

these issues, there have been growing calls for building interpretable, human understandable
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machine learning models [AVW + 18, Fre14, HDM + 11, Kod94, MB10], and \opening the

black box" has become a debated issue in the media [Cit16, Smi16, ALMK16, Wes17].

My dissertation research addresses precisely the demand for interpretability and trans-

parency in machine learning models. The key problem of this dissertation is: \Can we

build machine learning models that are both accurate and interpretable?" To address this

problem, I will begin with a discussion of the notion of interpretability as it relates to

machine learning. In the course of this discussion, I will survey the traditional approach to

interpretability, and highlight the novelty and the contributions of my dissertation research

to the �eld of interpretable machine learning.

1.1 Model Interpretability: What Is It?

An interpretable machine learning model is one whose reasoning process can be explained

and understood by humans. In general, there are two types of interpretable models: the

�rst type makes its predictions based on predicates (i.e., logical expressions that evaluate to

true or false); the second type makes its predictions based on knownsimilar cases. I call the

�rst type predicate-based interpretable models, and the second typecase-based interpretable

models.

1.1.1 Predicate-based Interpretability

A predicate-based interpretable model makes its predictions using predicates, which are

logical expressions that evaluate to true or false. Examples of predicate-based interpretable
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models include decision trees, decision lists, and additive scoring models. Given an unseen

test instance, (1) a decision tree classi�es the instance by tracing the path of nodes whose

predicates are true until reaching a leaf node; (2) a decision list classi�es the instance

by evaluating the predicate in each decision rule until �nding a rule whose predicate

evaluates to true; (3) an additive scoring model classi�es the instance by summing the

scores corresponding to the predicates that evaluate to true. As we can see, evaluations of

predicates are integral to decision trees, decision lists, and additive scoring models.

Traditionally, the methods of learning decision trees and decision lists use greedy

algorithms (e.g., CART [BFSO84], ID3 [Qui86], C4.5 [Qui93], and C5.0 [Qui04], and greedy

decision list learning [Riv87]). In my dissertation research, I developed an optimization

approach to learning a special class of (probabilistic) decision lists (called falling rule lists)

[CR18], as an alternative to greedy algorithms. A falling rule list is a probabilistic decision

list for binary classi�cation, consisting of a series of if -then rules with predicates (also

called antecedents) in the if clauses and probabilities of the desired outcome (\1") in

the then clauses, where the probabilities of the desired outcome (\1") are monotonically

decreasing down the list (hence the name \falling" rule list). The monotonicity constraint

in the probabilities provides added interpretability for falling rule lists, compared to regular

decision lists or decision trees: in the case of a falling rule list, users only need to check

a small number of conditions to determine whether an observation is in a high-risk or

high-probability subgroup; however, in the case of a regular decision list or decision tree,
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it is possible that high-risk subgroups are in di�erent parts of the list/tree, so that users

may have to check many conditions in order to �nd high-risk subgroups. The form of a

falling rule list was proposed by Wang and Rudin [WR15], and they designed a Bayesian

framework to learning falling rule lists. In my research, I proved a set of tight bounds

that can e�ectively limit the size of the search space, whereas in the original Bayesian

approach, there are no tight bounds on optimal solutions to restrict the search space {

even if we constructed bounds for the original Bayesian approach, they would involve loose

approximations to gamma functions. In particular, the bounds I proved include a necessary

condition of optimality and a pre�x bound. The former tells us what kind of falling rule

lists cannot be optimal solutions and can therefore be eliminated during search. The latter

tells us the best objective value we can achieve with a partially constructed falling rule

list (called a pre�x ), so that we can apply branch-and-bound techniques (e.g., if the best

objective value we can achieve with a pre�x is worse than the objective value of the current

best solution, we can safely exclude any falling rule list that begins with this pre�x from

the search space). The result of my paper is a computationally more e�cient algorithm for

falling rule list learning, compared to the original Bayesian approach.

Additive scoring models are widely used in risk assessment. In the past, such models

were often created by domain experts. For example, the CHADS2 score for predicting the

atrial �brillation stroke risk was created by a group of medical professionals [GWS+ 01].

There are recent works that used machine learning techniques to create medical scoring

4



systems [UR16, UR17]. In my dissertation research, I extended traditional additive scoring

models by partitioning features into meaningful subgroups (calledsubscales) and inserting

more nonlinearities. The result is atwo-layer additive risk model that is more expressive

than traditional scoring models. In particular, a two-layer additive risk model is a hybrid of

traditional additive scoring models and a small (two-layer) neural network. In terms of model

architecture, a two-layer additive model partitions the original features into meaningful

subgroups (calledsubscales), and transforms the original features into piecewise-constant

risk-scoring functions that are combined within each subscale to form the subscale models

in the �rst layer of the model. Each subscale model can function like a \mini-scoring model"

that produces its own probability of risk (much like a traditional scoring model). At the

same time, the combination of the subscale probabilities in the second layer resembles the

computation in a neural network layer with sigmoid nonlinearity.

1.1.2 Case-based Interpretability

A case-based interpretable model makes its predictions using similarities to known cases.

Traditional case-based interpretable models includek-nearest neighbors [MPP09, WS09] and

various prototype models [PMDS03, BT11, WT17, KRS14]. Given an unseen test instance,

(1) a k-nearest neighbors model classi�es the instance by considering the class labels of

similar training instances; (2) a prototype model classi�es the instance by considering the

class labels of similar prototypical instances. As we can see, comparisons with known similar

cases are integral tok-nearest neighbors and prototype models.
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Computer vision poses speci�c challenges when it comes to interpretability. Predicate-

based interpretable models (e.g., decision trees, decision lists) are often insu�cient for

handling high-dimensional image data, particularly because the dimensions (the pixel values)

themselves do not mean much to human beings. On the other hand, it is more natural

for humans to reason about images using visual similarities. For example, when we try to

identify the species of a bird, we would often say that \this bird is a sparrow because its

head looks like a sparrow's head." However, visual similarities are far from similarities in

terms of pixel values, and we cannot directly apply traditional case-based interpretable

models to images, because these models would compare images using similarities in terms

of pixel values.

In my dissertation research, I quanti�ed the notion of visual similarities, and designed

deep neural networks { prototype network (PrototypeNet) and prototypical part network

(ProtoPNet), that are able to reason about images by saying \this looks like that." These

networks are able to learn a meaningful latent embedding space that captures the notion of

visual similarities, and a set of prototypical cases for comparison. Given a new image, they

are able to identify similar prototypical cases using distances in the latent space, and make

predictions according to the known class labels of those prototypical cases.

6



1.2 Organization of This Dissertation

In Chapter 1, I have discussed two types of model interpretability { predicate-based

and case-based interpretability, surveyed traditional approaches to both types of model

interpretability, and highlighted the contributions of my dissertation research. The remaining

of my dissertation is organized as follows. In Chapters 2 and 3, I will present novel

predicate-based interpretable models andmethods, and their applications to understanding

low-dimensional structured data. In particular, Chapter 2 presents falling rule lists, which

extend regular decision lists by requiring the probabilities of the desired outcome to be

monotonically decreasing down the list; Chapter 3 presents two-layer additive models,

which are hybrids of predicate-based additive scoring models and small neural networks. In

Chapter 4, I will present case-based interpretable deep models, and their applications to

computer vision. Given the empirical evidence, I conclude in Chapter 5 that, by designing

novel model architectures or regularization techniques, we can build machine learning

models that are both accurate and interpretable.

7



Chapter 2

Predicate-based Interpretability:
Falling Rule Lists

In many real-life scenarios, we want to learn a predictive model that allows us to easily

identify the most signi�cant conditions that are predictive of a certain outcome. For example,

in healthcare, doctors often want to know the conditions that signify a high risk of stroke,

so that patients with such conditions can be prioritized in receiving treatment. A falling

rule list, whose form was �rst proposed by Wang and Rudin [WR15], is a predicate-based

interpretable model that serves this purpose.

Table 2.1 shows a falling rule list we learned from the bank-full dataset, which was

used by Moro et al. [MLC11] in their study of applying data mining techniques to direct

marketing. As we can see, a falling rule list is a probabilistic decision list for binary

classi�cation, consisting of a series ofif-then rules with antecedents in the if clauses and

probabilities of the desired outcome (\1") in the then clauses, where the probabilities of the

desired outcome (\1") are monotonically decreasing down the list (hence the name \falling"

8



Table 2.1: Falling rule list for bank-full dataset
antecedent prob. + �

IF poutcome=success AND THEN success prob. is 0.65 978 531
default=no

ELSE IF 60 � age< 100 AND THEN success prob. is 0.28 434 1113
default=no

ELSE IF 17 � age< 30 AND THEN success prob. is 0.25 504 1539
housing=no

ELSE IF previous � 2 AND THEN success prob. is 0.23 242 794
housing=no

ELSE IF campaign=1 AND THEN success prob. is 0.14 658 4092
housing=no

ELSE IF previous � 2 AND THEN success prob. is 0.13 108 707
education=tertiary

ELSE success prob. is 0.07 2365 31146

rule list). The falling rule list in Table 2.1 has identi�ed clients for whom the previous

marketing campaign was successful (\poutcome=success"), and who have no credit in

default (\default=no"), as individuals who are most likely to subscribe to a term deposit in

the current marketing campaign. Their probability of subscribing is 0:65. Of the remaining

clients, those who are next most likely to sign up for a term deposit are older people (aged

between 60 and 100) with no credit in default. Their probability of subscribing is 0:28.

The two rightmost columns in Table 2.1, labeled + and � , show the number of positive

training examples (i.e. clients who subscribe to a term deposit in the current campaign)

and of negative training examples, respectively, that satisfy the antecedent in each rule of

the falling rule list.

Falling rule lists can provide valuable insight into data { if we know how to construct

them well. In this chapter, I will present a novel optimization approach to learning falling

rule lists and \softly" falling rule lists, which I developed during my dissertation research.

9



The materials in this chapter were presented at the 21st International Conference on

Arti�cial Intelligence and Statistics (AISTATS 2018), and have been published in the

Proceedings of Machine Learning Research, Volume 84 [CR18].

2.1 Related Work

My dissertation work on falling rule lists lives within several well-established �elds, but

is the �rst work to use an optimization approach to handling monotonicity constraints

in rule-based models. It relates closely to associative classi�cation (e.g. the RIPPERk

algorithm [Coh95] and the CBA algorithm [ LHM98]; see [Tha07] for a comprehensive review)

and inductive logic programming [MDR94]. The proposed algorithms are competitors for

decision tree methods like CART [BFSO84], ID3 [Qui86], C4.5 [Qui93], and C5.0 [Qui04],

and decision list learning [Riv87]. Almost all methods from this class build decision trees

from the top down using greedy splitting criteria. Greedy splitting criteria do not lend

naturally to constrained models like falling rule lists. There are some works on machine

learning methods that enforce monotonicity constraints (e.g., [ARD05, BD95, FP03]), but

they focus mostly on enforcing the monotonic relationship between certain attributes and

ordinal class labels.

Wang and Rudin [WR15] proposed the form of a falling rule list, and a Bayesian

approach to learning falling rule lists (extending the ideas of [LRMM15 ] and [YRS17]).

The Bayesian approach o�ers some advantages: e.g. a full posterior over rule lists allows

10



model averaging. However, the optimization perspective has an important computational

advantage: the search space is made substantially smaller by the tight bounds presented

here. The concept of softly falling rule lists is novel to my dissertation work and has not

been done in the Bayesian setting.

2.2 Problem Formulation

We �rst formalize the notion of an antecedent, of a rule list, of a falling rule list, and of a

pre�x.

De�nition 2.2.1. An antecedenta on an input domain X is a Boolean function that

outputs true or false. Given an input x 2 X , we say that x satis�es the antecedenta if a(x)

evaluates to true. For example, (poutcome=success AND default=no) in Table 2.1 is an

antecedent.

De�nition 2.2.2. A rule list d : X ! [0; 1] on an input domain X is a probabilistic decision

list of the following form:

IF x satis�es a(d)
0 , THEN Pr( y = 1jx) = �̂ (d)

0

ELSE IF x satis�es a(d)
1 , THEN Pr( y = 1jx) = �̂ (d)

1

:::

ELSE IF x satis�es a(d)
jdj� 1, THEN Pr( y = 1jx) = �̂ (d)

jdj� 1

ELSE Pr(y = 1jx) = �̂ (d)
jdj

where a(d)
j is the j -th antecedent in d, j 2 f 0; 1; :::; jdj � 1g, and jdj denotes the size of the
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rule list, which is de�ned as the number of rules, excluding the �nal else clause, in the rule

list. We can denote the rule list d as follows:

d = f (a(d)
0 ; �̂ (d)

0 ); (a(d)
1 ; �̂ (d)

1 ); :::; (a(d)
jdj� 1; �̂ (d)

jdj� 1); �̂ (d)
jdj g: (2.1)

The rule list d of Equation (2.1) is a falling rule list if the following inequalities hold:

�̂ (d)
0 � �̂ (d)

1 � ::: � �̂ (d)
jdj� 1 � �̂ (d)

jdj : (2.2)

For convenience, we sometimes refer to the �nal else clause ind as the jdj-th antecedent

a(d)
jdj in d, which is satis�ed by all x 2 X . We denote the space of all possible rule lists onX

by D(X ).

De�nition 2.2.3. A pre�x e on an input domain X is a rule list without the �nal else

clause. We can denote the pre�xe as follows:

e = f (a(e)
0 ; �̂ (e)

0 ); (a(e)
1 ; �̂ (e)

1 ); :::; (a(e)
jej� 1; �̂ (e)

jej� 1)g: (2.3)

where a(e)
j is the j -th antecedent in e, j 2 f 0; 1; :::; jej � 1g, and jej denotes the size of the

pre�x, which is de�ned as the number of rules in the pre�x.

De�nition 2.2.4. Given the rule list d of Equation (2.1) (or the pre�x e of Equation

(2.3)), we say that an input x 2 X is captured by the j -th antecedent in d (or e) if x

satis�es a(d)
j (or a(e)

j , respectively), and for all k 2 f 0; 1; :::; jdjg (or k 2 f 0; 1; :::; jej � 1g,

respectively) such that x satis�es a(d)
k (or a(e)

k , respectively), j � k holds { in other words,

a(d)
j (or a(e)

j , respectively) is the �rst antecedent that x satis�es. We de�ne the function

12



capt by capt(x; d) = j (or capt(x; e) = j ) if x is captured by the j -th antecedent in d (or

e). Moreover, given the pre�x e of Equation (2.3), we say that an input x 2 X is captured

by the pre�x e if x is captured by some antecedent ine, and we de�ne capt(x; e) = jej if x

is not captured by the pre�x e.

Let D = f (x i ; yi )gn
i =1 be the training data, with x i 2 X and yi 2 f 1; � 1g for each

i 2 f 1; 2; :::; ng. We now de�ne the empirical positive proportion of an antecedent, and

introduce the notion of a rule list (or a pre�x) that is compatible with D .

De�nition 2.2.5. Given the training data D and the rule list d of Equation (2.1) (or the

pre�x e of Equation (2.3)), we denote by n+
j;d;D , n�

j;d;D , nj;d;D (or n+
j;e;D , n�

j;e;D , nj;e;D ), the

number of positive, negative, and all training inputs captured by the j -th antecedent in d

(or e), respectively. We de�ne the empirical positive proportion of the j -th antecedent in d,

denoted by � (d;D )
j , as:

� (d;D )
j =

n+
j;d;D

nj;d;D
:

The empirical positive proportion of the j -th antecedent in e, denoted by � (e;D )
j , is de�ned

analogously by:

� (e;D )
j =

n+
j;e;D

nj;e;D
:

Moreover, given the training data D and the pre�x e of Equation (2.3), we denote by ~n+
e;D ,

~n�
e;D , ~ne;D , the number of positive, negative, and all training inputs that are not captured

by the pre�x e, and de�ne the empirical positive proportion after the pre�x e, denoted by

~� e;D , as ~� e;D = ~n+
e;D =~ne;D .
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De�nition 2.2.6. Given the training data D and the rule list d of Equation (2.1) (or the

pre�x e of Equation (2.3)), we say that the rule list d (or the pre�x e) is compatiblewith D

if for all j 2 f 0; 1; :::; jdjg (or j 2 f 0; 1; :::; jej � 1g, respectively), the equation �̂ (d)
j = � (d;D )

j

(�̂ (e)
j = � (e;D )

j , respectively) holds. We denote the space of all possible rule lists onX that

are compatible with the training data D by D(X ; D).

To formulate the problem of learning falling rule lists from data as an optimization

program, we �rst observe that, given a threshold � , the rule list d of Equation (2.1) can

be viewed as a classi�er~d� : X ! f 1; � 1g that predicts 1 for an input x 2 X only if the

inequality �̂ (d)
capt( x ;d) > � holds. Hence, we can de�ne the empirical risk of misclassi�cation

by the rule list d on the training data D as that by the classi�er ~d� . More formally, we

have the following de�nition.

De�nition 2.2.7. Given the training data D , the rule list d of Equation (2.1), a threshold

� , and the weight w for the positive class, theempirical risk of misclassi�cation by the rule

list d on the training data D with threshold � and with weight w for the positive class,

denoted by R(d; D; �; w ), is:

R(d; D; �; w ) =
1
n

0

@w
X

i :yi =1

1[�̂ (d)
capt( x i ;d) � � ] +

X

i :yi = � 1

1[�̂ (d)
capt( x i ;d) > � ]

1

A : (2.4)

If d is compatible with D , we can replace ^� (d)
capt( x i ;d) in Equation (2.4) with � (d;D )

capt( x i ;d) . We

de�ne the empirical risk of misclassi�cation by the pre�x e on the training data D with
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threshold � and with weight w for the positive class, denoted byR(e; D; �; w ), analogously:

R(e; D; �; w ) =
1
n

0

B
B
@w

X

i :yi =1 ^
capt( x i ;e)6= jej

1[�̂ (e)
capt( x i ;e) � � ] +

X

i :yi = � 1^
capt( x i ;e)6= jej

1[�̂ (e)
capt( x i ;e) > � ]

1

C
C
A :

(2.5)

If e is compatible with D , we can replace�̂ (e)
capt( x i ;e) in Equation (2.5) with � (e;D )

capt( x i ;e) . Note

that for any rule list d that begins with a given pre�x e, R(e; D; �; w ) is the contribution

by the pre�x e to R(d; D; �; w ).

We can formulate the problem of learning falling rule lists as a minimization program of

the empirical risk of misclassi�cation, given by Equation (2.4), with a regularization term

Cjdj that penalizes each rule ind with a cost of C to limit the number of rules, subject to

the monotonicity constraint (2.2). For now, we focus on the problem of learning falling rule

lists that are compatible with the training data D .

Let L (d; D; �; w; C ) = R(d; D; �; w ) + Cjdj and L(e; D; �; w; C ) = R(e; D; �; w ) + Cjej

be the regularized empirical risk of misclassi�cation by the rule list d and by the pre�x e,

respectively, on the training data D . The former de�nes the objective of the minimization

program, and the latter gives the contribution by the pre�x e to L(d; D; �; w; C ) for any

rule list d that begins with e. The following theorem provides a motivation for setting the

threshold � to 1=(1+ w) in the minimization program { the empirical risk of misclassi�cation

by a given rule list d is minimized when � is set in this way.

Theorem 2.2.8. Given the training data D , a rule list d that is compatible with D , and
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the weight w for the positive class, we haveR(d; D; 1=(1 + w); w) � R(d; D; �; w ) for all

� � 0.

Proof. Suppose� > 1=(1 + w). Consider the j -th rule ( a(d)
j ; � (d;D )

j ) in d, whose antecedent

captures � (d;D )
j nj;d;D positive training inputs and (1 � � (d;D )

j )nj;d;D negative training inputs.

Let Rj (d; D; �; w ) denote the contribution by the j -th rule to R(d; D; �; w ), i.e.

Rj (d; D; �; w ) =
1
n

0

B
B
@w

X

i :yi =1 ^
capt( x i ;d)= j

1[� (d;D )
j � � ] +

X

i :yi = � 1^
capt( x i ;d)= j

1[� (d;D )
j > � ]

1

C
C
A

=

8
>><

>>:

1
n n�

j;d;D if � (d;D )
j > �

w
n n+

j;d;D otherwise.

(2.6)

Case 1. 1=(1 + w) < � (d;D )
j � � . In this case, we have

Rj (d; D; 1=(1 + w); w)

=
1
n

n�
j;d;D (by the de�nition of Rj in Equation (2.6))

=
1
n

(nj;d;D � n+
j;d;D ) (by the de�nition of n+

j;d;D ; n�
j;d;D ; nj;d;D in De�nition 2.2.5)

=
1
n

(nj;d;D � � (d;D )
j nj;d;D ) (by the de�nition of � (d;D )

j in De�nition 2.2.5)

=
1
n

(1 � � (d;D )
j )nj;d;D

<
1
n

�
1 �

1
1 + w

�
nj;d;D

=
w
n

1
1 + w

nj;d;D

<
w
n

� (d;D )
j nj;d;D

=
w
n

n+
j;d;D (by the de�nition of � (d;D )

j in De�nition 2.2.5)
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= Rj (d; D; �; w ): (by the de�nition of Rj in Equation (2.6))

Case 2. � (d;D )
j > � . In this case, both Rj (d; D; 1=(1 + w); w) and Rj (d; D; �; w ) are

equal to 1
n n�

j;d;D .

Case 3. � (d;D )
j � 1=(1 + w). In this case, both Rj (d; D; 1=(1 + w); w) and Rj (d; D; �; w )

are equal to w
n n+

j;d;D .

Hence, given� > 1=(1 + w), we have

R(d; D; 1=(1 + w); w) =
jdjX

j =0

Rj (d; D; 1=(1 + w); w)

�
jdjX

j =0

Rj (d; D; �; w ) = R(d; D; �; w ):

The proof for R(d; D; 1=(1 + w); w) � R(d; D; �; w ) given � < 1=(1 + w) is similar.

For reasons of computational tractability and model interpretability, we further restrict

our attention to learning compatible falling rule lists whose antecedents must come from a

pre-determined set of antecedentsA = f A l gm
l=1 . We now present the optimization program

for learning falling rule lists, which forms the basis of the rest of this paper.

Program 2.2.9 (Learning compatible falling rule lists) .

min
d2D (X ;D )

L(d; D; 1=(1 + w); w; C) subject to

� (d;D )
0 � � (d;D )

1 � ::: � � (d;D )
jdj� 1 � � (d;D )

jdj ; (2.7)

a(d)
j 2 A; for all j 2 f 0; 1; :::; jdj � 1g: (2.8)
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The constraint (2.7) is exactly the monotonicity constraint (2.2) for the falling rule

lists that are compatible with D . The constraint (2.8) limits the choice of antecedents. An

instance of Program 2.2.9 is de�ned by the tuple (D; A; w; C ).

2.3 Algorithm FRL

In this section, we present a Monte-Carlo search algorithm, Algorithm FRL, based on

Program 2.2.9, for learning compatible falling rule lists from data. Given an instance

(D; A; w; C ) of Program 2.2.9, the algorithm constructs a compatible falling rule list d

in each iteration, while keeping track of the falling rule list d� that has the smallest

objective value L best = L(d� ; D; �; w; C ) among all the falling rule lists that the algorithm

has constructed so far. At the end ofT iterations, the algorithm outputs the falling rule

list that has the smallest objective value out of the T lists it has constructed.

In the process of constructing a falling rule list d, the algorithm chooses the antecedents

successively: �rst for the antecedenta(d)
0 in the top rule, then for the antecedent a(d)

1 in the

next rule, and so forth. For each antecedenta(d)
j chosen, the algorithm also computes its

empirical positive proportion � (d;D )
j . After p rules have been constructed so thatd currently

holds the pre�x e = f (a(d)
0 ; � (d;D )

0 ); (a(d)
1 ; � (d;D )

1 ); :::; (a(d)
p� 1; � (d;D )

p� 1 )g, the algorithm either:

(1) terminates the construction of d by computing the empirical positive proportion after

e, ~� e;D , and then adding to d the �nal else clause with probability estimate ~� e;D , or (2)

randomly picks an antecedent from a candidate setS of possible next antecedents, computes
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its empirical positive proportion, and uses these as the next rule (a(d)
p ; � (d;D )

p ) for d.

The algorithm uses various properties of Program 2.2.9, which are presented in Section

2.4, to prune the search space. More speci�cally, the algorithm terminates the construction

of d if Inequality (2.11) in Theorem 2.4.6 holds. Otherwise it either terminates the

construction of d with some probability, or proceeds to construct a candidate setS of

possible next antecedents, as follows. For every antecedentA l 2 A that has not been chosen

before, it constructs a candidate next rule (a(d)
p ; � (d;D )

p ) by setting a(d)
p = A l and computing

� (d;D )
p using De�nition 2.2.5. The algorithm then checks if the monotonicity constraint

� (d;D )
p � � (d;D )

p� 1 and the necessary condition for optimality � (d;D )
p > 1=(1 + w) (Corollary

2.4.5) are satis�ed, if the pre�x e0 = f e;(a(d)
p ; � (d;D )

p )g is feasible under Program 2.2.9 (i.e.

whether there exists a compatible falling rule list that begins with the pre�x e0) using

Proposition 2.4.2, and if the best possible objective valueL � (e0; D; w; C ) achievable by any

falling rule list that begins with e0 and is compatible with D (Theorem 2.4.6) is less than the

current best objective valueL best = L(d� ; D; 1=(1 + w); w; C). If all of the above conditions

are satis�ed, the algorithm adds A l to S. Once the construction of S is complete, the

algorithm randomly chooses an antecedentA l 2 S with probability P(A l jS; e; D) and uses

this antecedent, together with its empirical positive proportion, as the next rule (a(d)
p ; � (d;D )

p )

for d. If S is empty, the algorithm terminates the construction of d.

In practice, we de�ne the probability P(A l jS; e; D) for A l 2 S by �rst de�ning a curiosity
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function f S;e;D : S ! R� 0 and then normalizing it:

P(A l jS; e; D) =
f S;e;D (A l )P

A l 0
f S;e;D (A l0)

:

A possible choice of the curiosity functionf S;e;D for use in Algorithm FRL is given by

f S;e;D (A l ) = �� (A l ; e; D) + (1 � � )
n+ (A l ; e; D)

~n+
e;D

; (2.9)

where � (A l ; e; D) is the empirical positive proportion of A l , and n+ (A l ; e; D) is the number

of positive training inputs captured by A l , should A l be chosen as the next antecedent after

the pre�x e. The curiosity function f S;e;D given by (2.9) is a weighted sum of� (A l ; e; D)

and n+ (A l ; e; D)=~n+
e;D for each A l 2 S: the former encourages the algorithm to choose

antecedents that have large empirical positive proportions, and the latter encourages the

algorithm to choose antecedents that have large positive supports in the training data not

captured by e. We used this curiosity function for Algorithm FRL in our experiments.

The pseudocode of Algorithm FRL is shown in Algorithm 1.

2.4 Pre�x Bound

The goal of this section is to �nd a lower bound on the objective value of any compatible

falling rule list that begins with a given compatible pre�x, which we call a pre�x bound,

and to prove the various results used in the algorithm. To derive this pre�x bound, we �rst

introduce the concept of a feasible pre�x, with which it is possible to construct a compatible

falling rule list from data.
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Input: an instance (D; A; w; C ) of Program 2.2.9
Result: a falling rule list d� that are compatible with D and whose

antecedents come fromA
initialize d� = ; , L best = 1 ;
for t = 1 ; :::; T do

set p = � 1, � p = 1, d = e = ; ;
while Inequality (9) in Theorem 2.4.6 does not holddo

go to Terminate with some probability;
set p = p + 1, S = ; ;
for every antecedentA l 2 A that is not in d do

set a(d)
p = A l , compute � (d;D )

p , and let e0 = f e;(a(d)
p ; � (d;D )

p )g;

if � (d;D )
p � � (d;D )

p� 1 , � (d;D )
p > 1=(1 + w), and e0 is feasible under

Program 2.2.9 then
compute L � (e0; D; w; C ) using Theorem 2.4.6;
if L � (e0; D; w; C ) < L (d� ; D; 1=(1 + w); w; C) then

add A l to S;
end

end
end
if S 6= ; then

choose an antecedentA l 2 S with probability P(A l jS; e; D)
according to a discrete probability distribution over S;

set a(d)
p = A l and add (a(d)

p ; � (d;D )
p ) to d;

set e = d;
// save the partially constructed list d as the pre�x e

else
go to Terminate

end
end
Terminate: terminate the construction of d, and compute

L(d; D; 1=(1 + w); w; C);
if L (d; D; 1=(1 + w); w; C) < L best then

set d� = d, L best = L(d; D; 1=(1 + w); w; C);
end

end
Algorithm 1: Algorithm FRL

Figure 2.1: Algorithm FRL
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De�nition 2.4.1. Given the training data D and the set of antecedentsA, a pre�x e is

feasible for Program 2.2.9 under the training dataD and the set of antecedentsA if e is

compatible with D , and there exists a falling rule list d such that d is compatible with D ,

the antecedents ofd come from A, and d begins with e.

The following proposition gives necessary and su�cient conditions for a pre�x e to be

feasible.

Proposition 2.4.2. Given the training data D , the set of antecedentsA, and a pre�x e that

is compatible with D and satis�es a(e)
j 2 A for all j 2 f 0; 1; :::; jej � 1g and � (e;D )

k� 1 � � (e;D )
k

for all k 2 f 1; 2; :::; jej � 1g, the following statements are equivalent: (1)e is feasible for

Program 2.2.9 under D and A; (2) ~� e;D � � (e;D )
jej� 1 holds; (3) ~n�

e;D � ((1=� (e;D )
jej� 1) � 1)~n+

e;D

holds.

Proof. (1) ) (3): Suppose that Statement (1) holds. Then there exists a falling rule list

d = f e;(a(d)
jej ; � (d;D )

jej ); :::; (a(d)
jdj� 1; � (d;D )

jdj� 1); � (d;D )
jdj g

that is compatible with D , and we have

~n�
e;D = ~ne;D � ~n+

e;D

= njej;d;D + ::: + njdj;d;D � ~n+
e;D

=
1

� (d;D )
jej

n+
jej;d;D + ::: +

1

� (d;D )
jdj

n+
jdj;d;D � ~n+

e;D (by De�nition 2.2.5)

�
1

� (d;D )
jej� 1

n+
jej;d;D + ::: +

1

� (d;D )
jej� 1

n+
jdj;d;D � ~n+

e;D (by the monotonicity constraint)

22



=
1

� (d;D )
jej� 1

(n+
jej;d;D + ::: + n+

jdj;d;D ) � ~n+
e;D

=
1

� (d;D )
jej� 1

~n+
e;D � ~n+

e;D

= ((1 =� (d;D )
jej� 1 ) � 1)~n+

e;D

= ((1 =� (e;D )
jej� 1) � 1)~n+

e;D :

(3) ) (2): Suppose that Statement (3) holds. Then we have

~� e;D =
~n+

e;D

~ne;D
(by De�nition 2.2.5)

=
~n+

e;D

~n+
e;D + ~n�

e;D

�
~n+

e;D

~n+
e;D + ((1 =� (d;D )

jej� 1 ) � 1)~n+
e;D

(by Statement (3))

=
~n+

e;D

(1 + (1 =� (d;D )
jej� 1 ) � 1)~n+

e;D

= � (d;D )
jej� 1 :

(2) ) (1): Suppose that Statement (2) holds. Then the falling rule list d = f e; ~� e;D g

begins with e and is compatible with D . By De�nition 2.4.1, e is feasible for Program 2.2.9

under the training data D .

We now introduce the concept of a hypothetical rule list, whose antecedents do not

need to come from the pre-determined set of antecedentsA.

De�nition 2.4.3. Given a pre-determined set of antecedentsA, a hypothetical rule list

with respect to A is a rule list that contains an antecedent that is not in A.
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We need the following lemma to prove the necessary condition for optimality (Corollary

2.4.5), and to derive a pre�x bound (Theorem 2.4.6).

Lemma 2.4.4. Suppose that we are given an instance(D; A; w; C ) of Program 2.2.9, a

pre�x e that is feasible for Program 2.2.9 underD and A, and a (possibly hypothetical)

falling rule list d that begins withe and is compatible withD . Then there exists a falling rule

list d0, possibly hypothetical with respect toA, such that d0 begins withe, has at most one

more rule (excluding the �nal else clause) followinge, is compatible with D , and satis�es

L(d0; D; 1=(1 + w); w; C) � L (d; D; 1=(1 + w); w; C):

As a special case, if either� (d;D )
j > 1=(1 + w) holds for all j 2 fj ej; jej + 1 ; :::; jdjg, or

� (d;D )
j � 1=(1+ w) holds for all j 2 fj ej; jej +1 ; :::; jdjg, then the falling rule list �e = f e; ~� e;D g

(i.e. the falling rule list in which the �nal else clause follows immediately the pre�x e, and

the probability estimate of the �nal else clause is~� e;D ) is compatible with D and satis�es

L(�e; D; 1=(1 + w); w; C) � L (d; D; 1=(1 + w); w; C).

A consequence of the above lemma is that an optimal solution for a given instance

(D; A; w; C ) of Program 2.2.9 should not have any antecedent whose empirical positive

proportion falls below 1=(1 + w).

Corollary 2.4.5. If d� is an optimal solution for a given instance(D; A; w; C ) of Program

2.2.9, then we must have� (d� ;D )
j > 1=(1 + w) for all j 2 f 0; 1; :::; jd� j � 1g.

Another implication of Lemma 2.4.4 is that the objective value of any compatible falling

rule list that begins with a given pre�x e cannot be less than a lower bound on the objective
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value of any compatible falling rule list that begins with the same pre�x e, and has at

most one more rule (excluding the �nal else clause) followinge. This leads to the following

theorem.

Theorem 2.4.6. Suppose that we are given an instance(D; A; w; C ) of Program 2.2.9 and

a pre�x e that is feasible for Program 2.2.9 underD and A. Then any falling rule list d

that begins withe and is compatible withD satis�es

L(d; D; 1=(1 + w); w; C) � L � (e; D; w; C);

where

L � (e; D; w; C) = L(e; D; 1=(1 + w); w; C)+

min

0

@1
n

0

@ 1

� (e;D )
jej� 1

� 1

1

A ~n+
e;D + C;

w
n

~n+
e;D ;

1
n

~n�
e;D

1

A
(2.10)

is a lower bound on the objective value of any compatible falling rule list that begins withe,

under the instance(D; A; w; C ) of Program 2.2.9. We call L � (e; D; w; C) the pre�x bound

for e. Further, if

C � min
�

w
n

~n+
e;D ;

1
n

~n�
e;D

�
�

1
n

0

@ 1

� (e;D )
jej� 1

� 1

1

A ~n+
e;D (2.11)

holds, then the compatible falling rule list�e = f e; ~� e;D g, where the pre�x e is followed

directly by the �nal else clause, satis�esL(�e; D; 1=(1 + w); w; C) = L � (e; D; w; C).

The results presented in this section are used in Algorithm FRL to prune the search

space. The proofs of Lemma 2.4.4 and Corollary 2.4.5 are presented in Section 2.4.1, and

the proof of Theorem 2.4.6 is presented in Section 2.4.2.
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2.4.1 Proofs of Lemma 2.4.4 and Corollary 2.4.5

Before we proceed with proving Lemma 2.4.4, we make the following observation.

Observation 2.4.7. For any rule list

d0 = f e;(a(d0)
jej ; �̂ (d0)

jej ); :::; (a(d0)
jd0j� 1; �̂ (d0)

jd0j� 1); �̂ (d0)
jd0j g

that begins with a given pre�x e, we have

~n+
e;D = n+

jej;d0;D + :::n+
jd0j;d0;D ; (2.12)

~n�
e;D = n�

jej;d0;D + :::n�
jd0j;d0;D ; (2.13)

and

~ne;D = njej;d0;D + :::njd0j;d0;D : (2.14)

Proof. Any positive training input x i that is not captured by the pre�x e must be captured

by some antecedenta(d0)
j with jej � j < jd0j in d0, or the �nal else clause in d0. Conversely,

any positive training input x i that is captured by some antecedenta(d0)
j with jej � j < jd0j

in d0, or the �nal else clause in d0, must not satisfy any antecedent in the pre�x e and is

consequently not captured by the pre�x e. This means that the set of positive training

inputs that are not captured by e is exactly the set of positive training inputs that are

captured by some antecedenta(d0)
j with jej � j < jd0j in d0, or the �nal else clause in d0. It

then follows that these two sets have the same number of elements. The former set has

~n+
e;D number of elements, and the latter hasn+

jej;d0;D + ::: + n+
jd0j;d0;D number of elements.

This establishes Equation (2.12).
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We can establish Equations (2.13) and (2.14) using essentially the same argument.

We now prove Lemma 2.4.4.

Proof of Lemma 2.4.4. Case 1. There exists somek 2 fj ej+1 ; :::; jdjg that satis�es � (d;D )
k� 1 >

1=(1 + w) but � (d;D )
k � 1=(1 + w). For any j 2 fj ej; :::; k � 1g, we have� (d;D )

j > 1=(1 + w),

and the contribution Rj (d; D; 1=(1+ w); w) by the j -th rule to R(d; D; 1=(1+ w); w), de�ned

by Equation (2.6) with � = 1=(1 + w), is given by

Rj (d; D; 1=(1 + w); w) =
1
n

n�
j;d;D : (2.15)

For any j 2 f k; :::; jdjg, we have� (d;D )
j � 1=(1 + w), and the contribution Rj (d; D; 1=(1 +

w); w) by the j -th rule to R(d; D; 1=(1 + w); w) is given by

Rj (d; D; 1=(1 + w); w) =
w
n

n+
j;d;D : (2.16)

The rest of the proof for this case proceeds in three steps.

Step 1. Construct a hypothetical falling rule list d0 that begins with e, has exactly

one more rule (excluding the �nal else clause) followinge, and is compatible with D . In

later steps, we shall show that the falling rule list d0 constructed in this step satis�es

L(d0; D; 1=(1 + w); w; C) � L (d; D; 1=(1 + w); w; C).

Let d0 = f e;(a(d0)
jej ; �̂ (d0)

jej ); �̂ (d0)
jej+1 g be the falling rule list of size jd0j = jej + 1 that is

compatible with D , such that

a(d0)
jej = a(d)

jej _ ::: _ a(d)
k� 1
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is the antecedent given by the logicalor 's of the antecedentsa(d)
jej through a(d)

k� 1 in d.

Step 2. Show that the empirical risk of misclassi�cation by the falling rule list d0 is

the same as that by the falling rule list d.

To see this, we observe that the training instances captured bya(d0)
jej in d0are exactly those

captured by the antecedentsa(d)
jej through a(d)

k� 1 in d, and the training instances captured by

a(d0)
jej+1 (i.e. the �nal else clause) in d0 are exactly those captured by the antecedentsa(d)

k

through a(d)
jdj in d. This observation implies

n+
jej;d0;D = n+

jej;d;D + ::: + n+
k� 1;d;D ; (2.17)

n�
jej;d0;D = n�

jej;d;D + ::: + n�
k� 1;d;D ; (2.18)

njej;d0;D = njej;d;D + ::: + nk� 1;d;D ; (2.19)

n+
jej+1 ;d0;D = n+

k;d;D + ::: + n+
jdj;d;D ; (2.20)

and

njej+1 ;d0;D = nk;d;D + ::: + njdj;d;D : (2.21)

Sinced0 is compatible with D , using the de�nition of a compatible rule list in De�nition

2.2.6 and the de�nition of the empirical positive proportion in De�nition 2.2.5, together

with (2.17), (2.19), (2.20), and (2.21), we must have

�̂ (d0)
jej = � (d0;D )

jej =
n+

jej;d0;D

njej;d0;D
=

n+
jej;d;D + ::: + n+

k� 1;d;D

njej;d;D + ::: + nk� 1;d;D

=
� (d;D )

jej njej;d;D + ::: + � (d;D )
k� 1 nk� 1;d;D

njej;d;D + ::: + nk� 1;d;D
>

1
1 + w

;
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and

�̂ (d0)
jej+1 = � (d0;D )

jej+1 =
n+

jej+1 ;d0;D

njej+1 ;d0;D
=

n+
k;d;D + ::: + n+

jdj;d;D

nk;d;D + ::: + njdj;d;D

=
� (d;D )

k nk;d;D + ::: + � (d;D )
jdj njdj;d;D

nk;d;D + ::: + njdj;d;D
�

1
1 + w

:

This means that the contribution Rjej (d0; D; 1=(1+ w); w) by the jej-th rule to R(d0; D; 1=(1+

w); w) is given by

Rjej(d
0; D; 1=(1 + w); w) =

1
n

n�
jej;d0;D =

1
n

(n�
jej;d;D + ::: + n�

k� 1;d;D );

where we have used (2.18), and the contributionRjej+1 (d0; D; 1=(1+ w); w) by the ( jej +1)-st

\rule" (i.e. the �nal else clause) to R(d0; D; 1=(1 + w); w) is given by

Rjej+1 (d0; D; 1=(1 + w); w) =
w
n

n+
jej+1 ;d0;D =

w
n

(n+
k;d;D + ::: + n+

jdj;d;D );

where we have used (2.20).

It then follows that the empirical risk of misclassi�cation by the rule list d0 is the same

as that by the rule list d:

R(d0; D; 1=(1 + w); w)

= R(e; D; 1=(1 + w); w) + Rjej(d
0; D; 1=(1 + w); w) + Rjej+1 (d0; D; 1=(1 + w); w)

= R(e; D; 1=(1 + w); w) +
1
n

(n�
jej;d;D + ::: + n�

k� 1;d;D ) +
w
n

(n+
k;d;D + ::: + n+

jdj;d;D )

= R(e; D; 1=(1 + w); w) +
jdjX

j = jej

Rj (d; D; 1=(1 + w); w)

= R(d; D; 1=(1 + w); w): (2.22)
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Step 3. Put everything together.

Using (2.22), together with the observation jd0j = jej + 1 � j dj, we must also have

L(d0; D; 1=(1 + w); w; C) = R(d0; D; 1=(1 + w); w) + Cjd0j

� R(d; D; 1=(1 + w); w) + Cjdj = L(d; D; 1=(1 + w); w; C);

as desired.

Case 2. � (d;D )
j > 1=(1 + w) holds for all j 2 fj ej; jej + 1 ; :::; jdjg. Then the contribution

Rj (d; D; 1=(1+ w); w) by the j -th rule to R(d; D; 1=(1+ w); w), for all j 2 fj ej; jej +1 ; :::; jdjg,

is given by Equation (2.15). Let d0 = f e;�̂ (d0)
jej g be the falling rule list of size jd0j = jej that

is compatible with D . Then the instances captured bya(d0)
jej (i.e. the �nal else clause) in d0

are exactly those that are not captured by e, or equivalently, those that are captured by

a(d)
jej through a(d)

jdj . This implies

n+
jej;d0;D = n+

jej;d;D + ::: + n+
jdj;d;D ; (2.23)

n�
jej;d0;D = n�

jej;d;D + ::: + n�
jdj;d;D ; (2.24)

and

njej;d0;D = njej;d;D + ::: + njdj;d;D : (2.25)

Sinced0 is compatible with D , using the de�nition of a compatible rule list in De�nition

2.2.6 and the de�nition of the empirical positive proportion in De�nition 2.2.5 , together

with (2.23) and (2.25), we must have

�̂ (d0)
jej = � (d0;D )

jej =
n+

jej;d0;D

njej;d0;D
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=
n+

jej;d;D + ::: + n+
jdj;d;D

njej;d;D + ::: + njdj;d;D
(2.26)

=
� (d;D )

jej njej;d;D + ::: + � (d;D )
jdj njdj;d;D

njej;d;D + ::: + njdj;d;D
>

1
1 + w

: (2.27)

Note that the right-hand side of Equality (2.26) is equal to ~n+
e;D =~ne;D = ~� e;D , by Equations

(2.12) and (2.14) in Observation 2.4.7. Therefore, we also have ^� (d0)
jej = ~� e;D .

Inequality (2.27) implies that the contribution Rjej(d0; D; 1=(1 + w); w) by the jej-th

\rule" (i.e. the �nal else clause) to R(d0; D; 1=(1 + w); w) is given by

Rjej(d
0; D; 1=(1 + w); w) =

1
n

n�
jej;d0;D =

1
n

(n�
jej;d;D + ::: + n�

jdj;d;D );

where we have used (2.24).

It then follows that the empirical risk of misclassi�cation by the rule list d0 is the same

as that by the rule list d:

R(d0; D; 1=(1 + w); w)

= R(e; D; 1=(1 + w); w) + Rjej(d
0; D; 1=(1 + w); w)

= R(e; D; 1=(1 + w); w) +
1
n

(n�
jej;d;D + ::: + n�

jdj;d;D )

= R(e; D; 1=(1 + w); w) +
jdjX

j = jej

Rj (d; D; 1=(1 + w); w)

= R(d; D; 1=(1 + w); w):

Since we clearly havejd0j = jej � j dj, we must also have

L(d0; D; 1=(1 + w); w; C) = R(d0; D; 1=(1 + w); w) + Cjd0j

� R(d; D; 1=(1 + w); w) + Cjdj = L(d; D; 1=(1 + w); w; C);
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as desired.

Case 3. � (d;D )
j � 1=(1 + w) holds for all j 2 fj ej; jej + 1 ; :::; jdjg. The proof is similar

to Case 2, with Rj (d; D; 1=(1 + w); w) for all j 2 fj ej; jej + 1 ; :::; jdjg given by Equation

(2.16), the \greater than" in Inequality 2.27 replaced by \less than or equal to", and

Rjej(d0; D; 1=(1 + w); w) given by

Rjej(d
0; D; 1=(1 + w); w) =

w
n

n+
jej;d0;D =

w
n

(n+
jej;d;D + ::: + n+

jdj;d;D ):

Corollary 2.4.5 follows from Lemma 2.4.4.

Proof of Corollary 2.4.5. Suppose that d� were an optimal solution for a given instance

(D; A; w; C ) of Program 2.2.9, such that� (d� ;D )
k � 1=(1+ w) form somek 2 f 0; 1; :::; jd� j � 1g.

Let

e = f (a(d� )
0 ; � (d� ;D )

0 ); :::; (a(d� )
k� 1; � (d� ;D )

k� 1 )g

be a pre�x consisting of the top k rules in d� . By Lemma 2.4.4, the falling rule list

�e = f e; ~� e;D g satis�es L(�e; D; 1=(1 + w); w; C) � L (d� ; D; 1=(1 + w); w; C). In fact, the

inequality is strict because the size of�e is strictly less than that of d� . This contradicts the

optimality of d� .

2.4.2 Proof of Theorem 2.4.6

Before we proceed with proving Theorem 2.4.6, we make two other observations.

32



Observation 2.4.8. For any rule list d0, we have

n�
jej;d0;D =

0

@ 1

� (d0;D )
jej

� 1

1

A n+
jej;d0;D ; (2.28)

Proof. By De�nition 2.2.5, we have

� (d0;D )
jej = n+

jej;d0;D =njej;d0;D :

Sincenjej;d0;D denotes the total number of training inputs captured by the jej-th antecedent

in d0, which is exactly the sum of the number of positive training inputs captured by that

antecedent (denotedn+
jej;d0;D ), and the number of negative training inputs captured by the

same antecedent (denotedn�
jej;d0;D ), we have

� (d0;D )
jej =

n+
jej;d0;D

n+
jej;d0;D + n�

jej;d0;D

:

The desired equation follows from rearranging the terms.

Observation 2.4.9. For any rule list

d0 = f e;(a(d0)
jej ; �̂ (d0)

jej ); �̂ (d0)
jej+1 g

that has exactly one rule (excluding the �nal else clause) following a given pre�xe, we have

n+
jej+1 ;d0;D = ~n+

e;D � n+
jej;d0;D ; (2.29)

n�
jej+1 ;d0;D = ~n�

e;D � n�
jej;d0;D ; (2.30)

and

njej+1 ;d0;D = ~ne;D � njej;d0;D : (2.31)
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Note that since n+
jej+1 ;d0;D , n�

jej+1 ;d0;D , and njej+1 ;d0;D are non-negative, Equations (2.29),

(2.30), and (2.31) imply n+
jej;d0;D � ~n+

e;D , n�
jej;d0;D � ~n�

e;D , and njej;d0;D � ~ne;D .

Proof. Applying Observation 2.4.7 with jd0j = jej + 1, we have

~n+
e;D = n+

jej;d0;D + n+
jej+1 ;d0;D ;

~n�
e;D = n�

jej;d0;D + n�
jej+1 ;d0;D ;

and

~ne;D = njej;d0;D + njej+1 ;d0;D :

Equations (2.29), (2.30), and (2.31) follow from rearranging the terms in the above equations.

We now prove Theorem 2.4.6.

Proof of Theorem 2.4.6. Let F (X ; D; e) be the set of falling rule lists (including both

hypothetical and non-hypothetical falling rule lists) that begin with e and are compatible

with D , and let F (X ; D; e; k) be the subset ofF (X ; D; e), consisting of those falling rule

lists in F (X ; D; e) that have exactly k rules (excluding the �nal else clause) following the

pre�x e.

Let d 2 F (X ; D; e).

Case 1. � (e;D )
jej� 1 > 1=(1 + w).

In this case, Lemma 2.4.4 implies

L(d; D; 1=(1 + w); w; C) � inf
d02F (X ;D;e;1)[F (X ;D;e;0)

L(d0; D; 1=(1 + w); w; C): (2.32)

34



Note that we have F (X ; D; e; 0) = f �eg, where �e = f e; ~� e;D g is the falling rule list in

which the �nal else clause immediately follows the pre�x e, and the probability estimate of

the �nal else clause is ~� e;D . To see this, we �rst observe �e 2 F (X ; D; e; 0). This is because:

(i) �e clearly begins with e, and has no additional rules (excluding the �nal else clause)

following the pre�x e;

(ii) the feasibility of e implies � (e;D )
k� 1 � � (e;D )

k for all k 2 f 1; 2; :::; jej � 1g (otherwise we could

not possibly have a falling rule list that begins with e, and we would violate De�nition

2.4.1), and ~� e;D � � (e;D )
jej� 1 (by Proposition 2.4.2), which together imply that �e is indeed a

falling rule list; and

(iii) we have

~� e;D =
~n+

e;D

~ne;D
(by the de�nition of ~� e;D in De�nition 2.2.5)

=
n+

j �ej;�e;D

nj �ej;�e;D
(by Equations (2.12) and (2.14) in Observation 2.4.7, applied to �e)

= � (�e;D )
j �ej ; (by de�nition of empirical positive proportion in De�nition 2.2.5)

which implies that �e is indeed compatible with D .

Conversely, for anyd0 = f e;�̂ (d0 )
jej g 2 F (X ; D; e; 0), we must have

�̂ (d0 )
jej = � (d0 ;D )

jej (becaused0 must be compatible with D)

=
n+

jej;d0 ;D

njej;d0 ;D
(by de�nition of empirical positive proportion in De�nition 2.2.5)

=
~n+

e;D

~ne;D
(by Equations (2.12) and (2.14) in Observation 2.4.7, applied tod0)

= ~� e;D ;
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which implies d0 = �e. This establishesF (X ; D; e; 0) = f �eg.

Let F 0(X ; D; e; 1) be the subset ofF (X ; D; e; 1), consisting of those falling rule lists

d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 F (X ; D; e; 1)

with � (d0;D )
jej > 1=(1 + w) and � (d0;D )

jej+1 � 1=(1 + w). Note that for any

d1 = f e;(a(d1 )
jej ; � (d1 ;D )

jej ); � (d1 ;D )
jej+1 g 2 F (X ; D; e; 1) � F 0(X ; D; e; 1);

we have either� (d1 ;D )
jej � � (d1 ;D )

jej+1 > 1=(1 + w) or � (d1 ;D )
jej+1 � � (d1 ;D )

jej � 1=(1 + w), and Lemma

2.4.4 impliesL(d1; D; 1=(1 + w); w; C) � L (�e; D; 1=(1 + w); w; C). This means

inf
d02F (X ;D;e;1)�F 0(X ;D;e;1)

L(d0; D; 1=(1 + w); w; C) � L (�e; D; 1=(1 + w); w; C): (2.33)

Using F (X ; D; e; 0) = f �eg and (2.33), we can write the right-hand side of (2.32) as

inf
d02F (X ;D;e;1)[F (X ;D;e;0)

L(d0; D; 1=(1 + w); w; C)

= inf
d02F 0(X ;D;e;1)[ (F (X ;D;e;1)�F 0(X ;D;e;1)) [f �eg

L(d0; D; 1=(1 + w); w; C)

= min
�

inf
d02F 0(X ;D;e;1)

L(d0; D; 1=(1 + w); w; C);

inf
d02F (X ;D;e;1)�F 0(X ;D;e;1)

L(d0; D; 1=(1 + w); w; C); L (�e; D; 1=(1 + w); w; C)
�

= min
�

inf
d02F 0(X ;D;e;1)

L(d0; D; 1=(1 + w); w; C); L (�e; D; 1=(1 + w); w; C)
�

: (2.34)

The rest of the proof for this case proceeds in three steps.

Step 1. Compute L(�e; D; 1=(1 + w); w; C).
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Since the contribution by the �nal else clause to L(�e; D; 1=(1 + w); w; C) is given by

Rjej(�e; D; 1=(1 + w); w) =

8
>><

>>:

1
n n�

jej;�e;D if ~� e;D > 1=(1 + w)

w
n n+

jej;�e;D otherwise,

where we have used Equation (2.6), and since Observation 2.4.7 implies~n+
e;D = n+

jej;�e;D and

~n�
e;D = n�

jej;�e;D , it is not di�cult to see

L(�e; D; 1=(1 + w); w; C) =

8
>><

>>:

L (e; D; 1=(1 + w); w; C) + 1
n ~n�

e;D if ~� e;D > 1=(1 + w)

L(e; D; 1=(1 + w); w; C) + w
n ~n+

e;D otherwise.

Since ~� e;D > 1=(1+ w) is equivalent to ~n+
e;D =(~n+

e;D + ~n�
e;D ) > 1=(1+ w), or w~n+

e;D > ~n�
e;D ,

and similarly ~� e;D � 1=(1 + w) is equivalent to w~n+
e;D � ~n�

e;D , we can write

L (�e; D; 1=(1 + w); w; C) = min
�

L (e; D; 1=(1 + w); w; C) +
1
n

~n�
e;D ;

L (e; D; 1=(1 + w); w; C) +
w
n

~n+
e;D

�
:

(2.35)

Step 2. Determine a lower bound ofL (d0; D; 1=(1 + w); w; C) for all d0 2 F 0(X ; D; e; 1).

Let d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 F 0(X ; D; e; 1). Since the contribution by both the

jej-th rule and the �nal else clause to L(d0; D; 1=(1 + w); w; C) is given by Rjej (d0; D; 1=(1 +

w); w)+ Rjej+1 (d0; D; 1=(1+ w); w)+ C, whereRjej (d0; D; 1=(1+ w); w) and Rjej+1 (d0; D; 1=(1+

w); w) are de�ned by Equation (2.6) and are given by

Rjej(d
0; D; 1=(1 + w); w) =

1
n

n�
jej;d0;D and Rjej+1 (d0; D; 1=(1 + w); w) =

w
n

n+
jej+1 ;d0;D

(because we have� (d0;D )
jej > 1=(1 + w) and � (d0;D )

jej+1 � 1=(1 + w) for d0 2 F 0(X ; D; e; 1)), it is
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not di�cult to see

L(d0; D; 1=(1 + w); w; C) = L(e; D; 1=(1 + w); w; C) +
1
n

n�
jej;d0;D +

w
n

n+
jej+1 ;d0;D + C: (2.36)

Substituting (2.28) in Observation 2.4.8 and (2.29) in Observation 2.4.9 into Equation

(2.36), we have

L(d0; D; 1=(1 + w); w; C)

= L(e; D; 1=(1 + w); w; C) +
1
n

0

@ 1

� (d0;D )
jej

� 1

1

A n+
jej;d0;D +

w
n

(~n+
e;D � n+

jej;d0;D ) + C

= L(e; D; 1=(1 + w); w; C) +
1
n

0

@

0

@ 1

� (d0;D )
jej

� 1 � w

1

A n+
jej;d0;D + w~n+

e;D

1

A + C: (2.37)

Note that Equation (2.37) shows that given the pre�x e, L (d0; D; 1=(1 + w); w; C) is a

function of � (d0;D )
jej and of n+

jej;d0;D . Since we have

@L(d0; D; 1=(1 + w); w; C)
@n+jej;d0;D

=
1
n

0

@ 1

� (d0;D )
jej

� 1 � w

1

A < 0

because� (d0;D )
jej > 1=(1 + w) holds for any d0 2 F 0(X ; D; e; 1), and

@L(d0; D; 1=(1 + w); w; C)

@�(d
0;D )

jej

= �
n+

jej;d0;D

n
1

(� (d0;D )
jej )2

� 0;

we see that L (d0; D; 1=(1 + w); w; C) is indeed a monotonically decreasing function of

both n+
jej;d0;D and � (d0;D )

jej . Thus, we can obtain a lower bound ofL (d0; D; 1=(1 + w); w; C)

by substituting n+
jej;d0;D and � (d0;D )

jej with their respective upper bound. The inequality

n+
jej;d0;D � ~n+

e;D in Observation 2.4.9 gives an upper bound forn+
jej;d0;D , and the inequality
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� (d0;D )
jej � � (d0;D )

jej� 1 = � (e;D )
jej� 1 from d0 being a falling rule list gives an upper bound for� (d0;D )

jej .

Substituting these upper bounds into (2.37), we obtain the following inequality, which gives

a lower bound ofL (d0; D; 1=(1 + w); w; C):

L (d0; D; 1=(1 + w); w; C)

� L (e; D; 1=(1 + w); w; C) +
1
n

0

@

0

@ 1

� (e;D )
jej� 1

� 1 � w

1

A ~n+
e;D + w~n+

e;D

1

A + C

= L(e; D; 1=(1 + w); w; C) +
1
n

0

@

0

@ 1

� (e;D )
jej� 1

� 1

1

A ~n+
e;D

1

A + C:

This means

inf
d02F 0(X ;D;e;1)

L(d0; D; 1=(1 + w); w; C)

� L (e; D; 1=(1 + w); w; C) +
1
n

0

@

0

@ 1

� (e;D )
jej� 1

� 1

1

A ~n+
e;D

1

A + C:

(2.38)

Step 3. Put everything together.

Using (2.32), (2.34), (2.35), and (2.38), we have

L(d; D; 1=(1 + w); w; C)

� min
�

inf
d02F 0(X ;D;e;1)

L(d0; D; 1=(1 + w); w; C); L (�e; D; 1=(1 + w); w; C)
�

� min

0

@L(e; D; 1=(1 + w); w; C) +
1
n

0

@

0

@ 1

� (e;D )
jej� 1

� 1

1

A ~n+
e;D

1

A + C;

min
�

L (e; D; 1=(1 + w); w; C) +
1
n

~n�
e;D ; L (e; D; 1=(1 + w); w; C) +

w
n

~n+
e;D

�
1

A

= L(e; D; 1=(1 + w); w; C) + min

0

@1
n

0

@

0

@ 1

� (e;D )
jej� 1

� 1

1

A ~n+
e;D

1

A + C;
w
n

~n+
e;D ;

1
n

~n�
e;D

1

A ;
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as desired.

Case 2. � (e;D )
jej� 1 � 1=(1 + w).

This implies � (d;D )
j � 1=(1 + w) for all j 2 fj ej; :::; jdjg. By Lemma 2.4.4, we have

L(d; D; 1=(1 + w); w; C) � L (�e; D; 1=(1 + w); w; C):

SinceL(�e; D; 1=(1 + w); w; C) is given by Equation (2.35), we have

L(d; D; 1=(1 + w); w; C) � L (e; D; 1=(1 + w); w; C) + min
�

w
n

~n+
e;D ;

1
n

~n�
e;D

�
: (2.39)

Given � (e;D )
jej� 1 � 1=(1 + w), we must also have

1
n

0

@

0

@ 1

� (d0;D )
jej� 1

� 1

1

A ~n+
e;D

1

A + C �
w
n

~n+
e;D + C �

w
n

~n+
e;D ;

which means

min
�

w
n

~n+
e;D ;

1
n

~n�
e;D

�
= min

0

@1
n

0

@

0

@ 1

� (d0;D )
jej� 1

� 1

1

A ~n+
e;D

1

A + C;
w
n

~n+
e;D ;

1
n

~n�
e;D

1

A : (2.40)

Substituting (2.40) into (2.39) completes the proof for Case 2.

Finally, if Inequality (2.11) holds, then we have

1
n

0

@

0

@ 1

� (d0;D )
jej� 1

� 1

1

A ~n+
e;D

1

A + C � min
�

w
n

~n+
e;D ;

1
n

~n�
e;D

�
;

which implies

L � (e; D; w; C) = L(e; D; 1=(1 + w); w; C) + min
�

w
n

~n+
e;D ;

1
n

~n�
e;D

�

= L (�e; D; 1=(1 + w); w; C):

40



2.5 Softly Falling Rule Lists

Program 2.2.9 and Algorithm FRL have some limitations. Let us consider a toy example,

where we have a training setD of 19 instances, with 14 positive and 5 negative instances.

Suppose that we have an antecedentA1 that is satis�ed by 8 positive and 3 negative training

instances. If A1 were to be the �rst rule of a falling rule list d that is compatible with

D , we would obtain a pre�x e = f (A1; 8=11)g. However, the empirical positive proportion

after the pre�x e is ~� e;D = 6=8 > 8=11. This violates (2) in Proposition 2.4.2, soe is not a

feasible pre�x for Program 2.2.9 under the training data D . In fact, if every antecedent in

A is satis�ed by 8 positive and 3 negative instances in the training setD , then the only

possible compatible falling rule list we can learn using Algorithm FRL is the trivial falling

rule list, which has only the �nal else clause. At the same time, if we consider the rule

list d = f (A1; 8=11); 6=8g, which is compatible with the given toy dataset D but is not a

falling rule list, we may notice that the two probability estimates in d are quite close to

each other { it is very likely that the di�erence between them is due to sampling variability

in the dataset itself.

The two limitations of Program 2.2.9 and Algorithm FRL { the potential non-existence

of a feasible non-trivial solution and the rigidness of using empirical positive proportions as

probability estimates { motivate us to formulate a new optimization program for learning

\softly" falling rule lists, where we remove the monotonicity constraint and instead introduce

a penalty term in the objective function that penalizes violations of the monotonicity
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constraint (2.7) in Program 2.2.9. More formally, de�ne a softly falling rule list as a

rule list of Equation (2.1) with �̂ (d)
j = mink� j � (d;D )

k . Note that any rule list d that is

compatible with the given training data D can be turned into a softly falling rule list by

setting �̂ (d)
j = mink� j � (d;D )

k . Hence, we can learn a softly falling rule list by �rst learning

a compatible rule list with the \softly falling objective" (denoted by ~L below), and then

transforming the rule list into a softly falling rule list. Let

~L(d; D; �; w; C; C 1) = L(d; D; �; w; C ) + C1

jdjX

j =0

b� (d;D )
j � min

k<j
� (d;D )

k c+

and ~L(e; D; �; w; C; C 1) = L(e; D; �; w; C ) + C1

jej� 1X

j =0

b� (e;D )
j � min

k<j
� (e;D )

k c+

be the regularized empirical risk of misclassi�cation by a rule list d and by a pre�x e,

respectively, with a penalty term that penalizes violations of monotonicity in the empirical

positive proportions of the antecedents ind and in e, respectively. We call ~L the softly

falling objective function, set the threshold � = 1=(1+ w) as before, and obtain the following

optimization program:

Program 2.5.1 (Learning compatible rule lists with the softly falling objective) .

min
d2D (X ;D )

~L(d; D; 1=(1 + w); w; C; C1)

subject to a(d)
j 2 A; for all j 2 f 0; 1; :::; jdj � 1g:

An instance of Program 2.5.1 is de�ned by the tuple (D; A; w; C; C 1). Similarly, we have

a Monte-Carlo search algorithm, Algorithm softFRL, based on Program 2.5.1, for learning

softly falling rule lists from data. Given an instance (D; A; w; C; C 1) of Program 2.5.1, this
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algorithm searches through the space of rule lists that are compatible withD and �nds

a compatible rule list whose antecedents come fromA, and whose objective value is the

smallest among all the rule lists that the algorithm explores. It then turns this compatible

rule list into a softly falling rule list. In the search phase, the algorithm uses the following

pre�x bound (Theorem 2.5.2) to prune the search space of compatible rule lists. The details

of Algorithm softFRL are presented in Section 2.5.1, and the proof of Theorem 2.5.2 is

given in Section 2.5.2.

Theorem 2.5.2. Suppose that we are given an instance(D; A; w; C; C 1) of Program 5.1

and a pre�x e that is compatible with D . Then any rule list d that begins with e and is

compatible with D satis�es

~L(d; D; 1=(1 + w); w; C; C1) � ~L � (e; D; w; C; C1);

where

~L � (e; D; w; C; C1) = ~L(e; D; 1=(1 + w); w; C; C1)

+ min

 
1
n

 
1

� (e;D )
min

� 1

!

~n+
e;D + C + C1b~� e;D � � (e;D )

min c+ +
w
n

~n+
e;D 1[~� e;D � � (e;D )

min ];

inf
� :�<� � 1

g(� );
w
n

~n+
e;D + C1b~� e;D � � (e;D )

min c+ ;

1
n

~n�
e;D + C1b~� e;D � � (e;D )

min c+

1

A

(2.41)

is a lower bound on the objective value of any compatible rule list that begins withe, under

the instance (D; A; w; C; C 1) of Program 2.5.1. In Equation (2.41), � (e;D )
min , � , and g are
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de�ned by

� (e;D )
min = min

k< jej
� (e;D )

k ;

� = max( � (e;D )
min ; ~� e;D ; 1=(1 + w)) ;

g(� ) =
1
n

�
1
�

� 1
�

~n+
e;D + C + C1(� � � (e;D )

min ):

Note that inf � :�<� � 1 g(� ) can be computed analytically: inf � :�<� � 1 g(� ) = g(� � ) if � � =

q
~n+

e;D =(C1n) satis�es � < � � � 1, and inf � :�<� � 1 g(� ) = min( g(� ); g(1)) otherwise.

2.5.1 Algorithm softFRL

In this section, we present Algorithm softFRL in detail.

Given an instance (D; A; w; C; C 1) of Program 2.5.1, the algorithm searches through

the space of rule lists that are compatible with D and �nds a compatible rule list whose

antecedents come fromA, and whose objective value is the smallest among all the rule

lists that the algorithm explores. It does so by iterating over T steps, in each of which the

algorithm constructs a compatible rule list d, while keeping track of the rule list d� that

has the smallest objective value~L best = ~L(d� ; D; 1=(1 + w); w; C; C1) among all the rule

lists that the algorithm has constructed so far. At the end of T iterations, the algorithm

transforms the rule list d� that has the smallest objective value out of theT lists it has

constructed, into a falling rule list by setting �̂ (d� )
j = min k� j � (d� ;D )

k .

In the process of constructing a rule list d, the algorithm chooses the antecedents

successively: �rst for the antecedenta(d)
0 in the top rule, then for the antecedent a(d)

1 in the
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next rule, and so forth. For each antecedenta(d)
j chosen, the algorithm also computes its

empirical positive proportion � (d;D )
j . After p rules have been constructed so thatd currently

holds the pre�x e = f (a(d)
0 ; � (d;D )

0 ); (a(d)
1 ; � (d;D )

1 ); :::; (a(d)
p� 1; � (d;D )

p� 1 )g, the algorithm either:

(1) terminates the construction of d by computing the empirical positive proportion after

e, ~� e;D , and then adding to d the �nal else clause with probability estimate ~� e;D , or (2)

randomly picks an antecedent from a candidate setS of possible next antecedents, computes

its empirical positive proportion, and use these as the next rule (a(d)
p ; � (d;D )

p ) for d.

The algorithm uses Theorem 2.5.2 to prune the search space. More speci�cally, the

algorithm terminates the construction of d if ~L � (e; D; w; C; C1) de�ned by Equation (2.41) in

Theorem 2.5.2 is equal to~L(�e; D; 1=(1 + w); w; C; C1), where �e = f e; ~� e;D g is the compatible

rule list in which the pre�x e is followed directly by the �nal else clause. The condition

~L � (e; D; w; C; C1) = ~L(�e; D; 1=(1+ w); w; C; C1) implies that �e is an optimal compatible rule

list that begins with e. If we have ~L � (e; D; w; C; C1) < ~L(�e; D; 1=(1 + w); w; C; C1) instead,

the algorithm either terminates the construction of d with some probability, or it proceeds

to construct a candidate setS of possible next antecedents, as follows. For every antecedent

A l 2 A that has not been chosen before, it constructs a candidate next rule (a(d)
p ; � (d;D )

p )

by setting a(d)
p = A l and computing � (d;D )

p using De�nition 2.2.5. The algorithm then

checks if the best possible objective value~L � (e0; D; w; C; C1) achievable by any rule list that

begins with e0 = f e;(a(d)
p ; � (d;D )

p )g and is compatible with D (Theorem 2.5.2) is less than

the current best objective value ~L best = ~L(d� ; D; 1=(1 + w); w; C; C1). If so, the algorithm
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adds A l to S. Once the construction of S is complete, the algorithm randomly chooses an

antecedentA l 2 S with probability P(A l jS; e; D) and uses this antecedent, together with

its empirical positive proportion, as the next rule (a(d)
p ; � (d;D )

p ) for d. If S is empty, the

algorithm terminates the construction of d.

In practice, we de�ne the probability P(A l jS; e; D) for A l 2 S by �rst de�ning a curiosity

function f S;e;D : S ! R� 0 and then normalizing it:

P(A l jS; e; D) =
f S;e;D (A l )P

A l 0
f S;e;D (A l0)

:

A possible choice of the curiosity functionf S;e;D for use in Algorithm softFRL is given by

f S;e;D (A l ) = � bmin( � (A l ; e; D);
1:01
0:01

� (e;D )
min �

1
0:01

� (A l ; e; D))c+ + (1 � � )
n+ (A l ; e; D)

~n+
e;D

;

(2.42)

where � (e;D )
min = mink< jej � (e;D )

k is the minimum empirical positive proportion of the an-

tecedents in the pre�x e, � (A l ; e; D) is the empirical positive proportion of A l , and

n+ (A l ; e; D) is the number of positive training inputs captured by A l , should A l be cho-

sen as the next antecedent after the pre�x e. The curiosity function f S;e;D given by

(2.42) is a weighted sum ofbmin(� (A l ; e; D); (1:01=0:01)� (e;D )
jej� 1 � (1=0:01)� (A l ; e; D))c+ and

n+ (A l ; e; D)=~n+
e;D for each A l 2 S: the former encourages the algorithm to choose an-

tecedents that have large empirical positive proportions but do not violate the monotonicity

constraint � (A l ; e; D) � � (e;D )
min by more than 1%, and the latter encourages the algorithm

to choose antecedents that have large positive supports in the training data not captured

by e. We used this curiosity function for Algorithm softFRL in our experiments.
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The pseudocode of Algorithm softFRL is shown in Algorithm 2.

Input: an instance (D; A; w; C; C 1) of Program 2.5.1
Result: a falling rule list d� whose antecedents come fromA
initialize d� = ; , ~L best = 1 ;
for t = 1 ; :::; T do

set p = � 1, � p = 1, d = e = ; ;
while ~L � (e; D; w; C; C1) < ~L(�e; D; 1=(1 + w); w; C; C1) do

go to Terminate with some probability;
set p = p + 1, S = ; ;
for every antecedentA l 2 A that is not in d do

set a(d)
p = A l , compute � (d;D )

p , and let e0 = f e;(a(d)
p ; � (d;D )

p )g;
compute ~L � (e0; D; w; C; C1) using Theorem 2.5.2;
if ~L � (e0; D; w; C; C1) < ~L(d� ; D; 1=(1 + w); w; C; C1) then

add A l to S;
end

end
if S 6= ; then

choose an antecedentA l 2 S with probability P(A l jS; e; D)
according to a discrete probability distribution over S;

set a(d)
p = A l and add (a(d)

p ; � (d;D )
p ) to d;

set e = d;
// save the partially constructed list d as the pre�x e

else
go to Terminate

end
end
Terminate: terminate the construction of d, and compute

~L(d; D; 1=(1 + w); w; C; C1);
if ~L (d; D; 1=(1 + w); w; C; C1) < ~L best then

set d� = d, ~L best = ~L(d; D; 1=(1 + w); w; C; C1);
end

end

transform d� into a falling rule list by setting �̂ (d� )
j = min k� j � (d� ;D )

k ;
Algorithm 2: Algorithm softFRL

Figure 2.2: Algorithm softFRL

2.5.2 Proof of Theorem 2.5.2

To prove Theorem 2.5.2, we need the following lemma:
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Lemma 2.5.3. Suppose that we are given an instance(D; A; w; C; C 1) of Program 2.5.1, a

pre�x e that is compatible with D , and a (possibly hypothetical) rule listd that begins withe

and is compatible withD . Then there exists a rule list d0, possibly hypothetical with respect

to A, such that d0 begins withe, has at most one more rule (excluding the �nal else clause)

following e, is compatible with D , and satis�es

~L(d0; D; 1=(1 + w); w; C; C1) � ~L (d; D; 1=(1 + w); w; C; C1): (2.43)

Moreover, if either � (d;D )
j > 1=(1 + w) holds for all j 2 fj ej; jej + 1 ; :::; jdjg, or � (d;D )

j �

1=(1+ w) holds for all j 2 fj ej; jej+1 ; :::; jdjg, then the rule list �e = f e; ~� e;D g (i.e. the rule list

in which the �nal else clause follows immediately the pre�xe, and the probability estimate of

the �nal else clause is~� e;D ) is compatible with D and satis�es ~L(�e; D; 1=(1+ w); w; C; C1) �

~L (d; D; 1=(1 + w); w; C).

Proof. Case 1. There exists somek 2 fj ej; :::; jdjg that satis�es � (d;D )
k > 1=(1 + w)

and somek0 2 fj ej; :::; jdjg that satis�es � (d;D )
k0 � 1=(1 + w). For any j 2 fj ej; :::; jdjg

with � (d;D )
j > 1=(1 + w), the contribution Rj (d; D; 1=(1 + w); w) by the j -th rule to

R(d; D; 1=(1 + w); w), de�ned by the right-hand side of Equation (2.6) with � = 1=(1 + w),

is given by

Rj (d; D; 1=(1 + w); w) =
1
n

n�
j;d;D :

For any j 2 fj ej; :::; jdjg with � (d;D )
j � 1=(1 + w), the contribution Rj (d; D; 1=(1 + w); w)

by the j -th rule to R(d; D; 1=(1 + w); w) is given by

Rj (d; D; 1=(1 + w); w) =
w
n

n+
j;d;D :
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The rest of the proof for this case proceeds in four steps.

Step 1. Construct a hypothetical rule list d0 that begins with e, has exactly one more

rule (excluding the �nal else clause) following e, and is compatible with D . In later steps,

we shall show that the rule list d0 constructed in this step satis�es (2.43).

Let d0 = f e;(a(d0)
jej ; �̂ (d0)

jej ); �̂ (d0)
jej+1 g be the hypothetical rule list of size jd0j = jej + 1 that is

compatible with D , and whosejej-th antecedent a(d0)
jej is de�ned by

a(d0)
jej (x) = 1[� (d;D )

capt( x ;d) > 1=(1 + w)] � 1[jej � capt(x ; d) � j dj]:

Step 2. Show that the empirical risk of misclassi�cation by the rule list d0 is the same

as that by the rule list d.

To see this, we observe that the training instances inD captured by a(d0)
jej in d0 are

exactly those captured by the antecedentsa(d)
j , jej � j � j dj, in d whose empirical positive

proportion satis�es � (d;D )
j > 1=(1+ w), and the training instances in D captured by a(d0)

jej+1 (i.e.

the �nal else clause) in d0 are exactly those captured by the antecedentsa(d)
j , jej � j � j dj,

in d whose empirical positive proportion satis�es � (d;D )
j � 1=(1 + w). This observation

implies

n+
jej;d0;D =

X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

n+
j;d;D ; (2.44)

n�
jej;d0;D =

X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

n�
j;d;D ; (2.45)

njej;d0;D =
X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

nj;d;D ; (2.46)
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n+
jej+1 ;d0;D =

X

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

n+
j;d;D (2.47)

and

njej+1 ;d0;D =
X

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

nj;d;D : (2.48)

Sinced0 is compatible with D , using the de�nition of a compatible rule list in De�nition

2.2.6 and the de�nition of the empirical positive proportion in De�nition 2.2.5, together

with (2.44), (2.46), (2.47), and (2.48), we must have

�̂ (d0)
jej = � (d0;D )

jej =
n+

jej;d0;D

njej;d0;D
=

P
j :jej� j �j dj^ � ( d;D )

j > 1=(1+ w)
n+

j;d;D
P

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

nj;d;D

=

P
j :jej� j �j dj^ � ( d;D )

j > 1=(1+ w)
� (d;D )

j nj;d;D
P

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

nj;d;D
>

1
1 + w

;

and

�̂ (d0)
jej+1 = � (d0;D )

jej+1 =
n+

jej+1 ;d0;D

njej+1 ;d0;D
=

P
j :jej� j �j dj^ � ( d;D )

j � 1=(1+ w)
n+

j;d;D
P

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

nj;d;D

=

P
j :jej� j �j dj^ � ( d;D )

j � 1=(1+ w)
� (d;D )

j nj;d;D
P

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

nj;d;D
�

1
1 + w

:

This means that the contribution Rjej (d0; D; 1=(1+ w); w) by the jej-th rule to R(d0; D; 1=(1+

w); w) is given by

Rjej(d
0; D; 1=(1 + w); w) =

1
n

n�
jej;d0;D =

1
n

X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

n�
j;d;D ;

where we have used (2.45), and the contributionRjej+1 (d0; D; 1=(1+ w); w) by the ( jej +1)-st
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\rule" (i.e. the �nal else clause) to R(d0; D; 1=(1 + w); w) is given by

Rjej+1 (d0; D; 1=(1 + w); w) =
w
n

n+
jej+1 ;d0;D =

w
n

X

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

n+
j;d;D ;

where we have used (2.47).

It then follows that the empirical risk of misclassi�cation by the rule list d0 is the same

as that by the rule list d:

R(d0; D; 1=(1 + w); w)

= R(e; D; 1=(1 + w); w) + Rjej(d
0; D; 1=(1 + w); w) + Rjej+1 (d0; D; 1=(1 + w); w)

= R(e; D; 1=(1 + w); w)

+
1
n

X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

n�
j;d;D +

w
n

X

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

n+
j;d;D

= R(e; D; 1=(1 + w); w) +
jdjX

j = jej

Rj (d; D; 1=(1 + w); w)

= R(d; D; 1=(1 + w); w): (2.49)

Step 3. Show that the monotonicity penalty of the rule list d0 is at most that of d.

Let S(d; D) =
P jdj

j =0 b� (d;D )
j � mink<j � (d;D )

k c+ be the monotonicity penalty of the rule

list d. We now showS(d0; D ) � S(d; D). Let Sj (d; D) = b� (d;D )
j � mink<j � (d;D )

k c+ be the

monotonicity penalty for the j -th rule in d.

Let l 2 fj ej; :::; jdjg be any integer with

� (d;D )
l = max

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

� (d;D )
j : (2.50)
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Then the total monotonicity penalty for all the rules ( a(d)
j ; � (d;D )

j ) in d with jej � j � j dj

and � (d;D )
j > 1=(1 + w) satis�es

X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

Sj (d; D)

� Sl (d; D) (becauseSl (d; D) is included in the sum on the left)

= b� (d;D )
l � min

k<l
� (d;D )

k c+

� b � (d;D )
l � min

k< jej
� (d;D )

k c+ : (2.51)

On the other hand, the monotonicity penalty for the jej-th rule in d0 satis�es

Sjej(d
0; D ) = b� (d0;D )

jej � min
k< jej

� (d0;D )
k c+ � b � (d;D )

l � min
k< jej

� (d;D )
k c+ ; (2.52)

because we havemink< jej � (d0;D )
k = mink< jej � (d;D )

k (d and d0 begin with the same pre�x e),

and

� (d0;D )
jej

=
n+

jej;d0;D

njej;d0;D
(by de�nition of empirical positive proportion in De�nition 2.2.5)

=

P
j :jej� j �j dj^ � ( d;D )

j > 1=(1+ w)
n+

j;d;D
P

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

nj;d;D
(by Equations (2.44) and (2.46))

=

P
j :jej� j �j dj^ � ( d;D )

j > 1=(1+ w)
� (d;D )

j nj;d;D
P

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

nj;d;D
(by de�nition of � (d;D )

j in De�nition 2.2.5)

�

P
j :jej� j �j dj^ � ( d;D )

j > 1=(1+ w)
� (d;D )

l nj;d;D
P

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

nj;d;D
(by the de�nition of l in (2.50))

= � (d;D )
l :
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Combining (2.51) and (2.52), we have

Sjej(d
0; D ) �

X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

Sj (d; D): (2.53)

A similar argument will show

Sjej+1 (d0; D ) �
X

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

Sj (d; D): (2.54)

It then follows from (2.53) and (2.54) that the monotonicity penalty of d0 is at most

that of d:

S(d0; D ) =

0

@
jej� 1X

j =0

Sj (d0; D )

1

A + Sjej(d
0; D ) + Sjej+1 (d0; D )

�

0

@
jej� 1X

j =0

Sj (d; D)

1

A +
X

j :jej� j �j dj^ � ( d;D )
j > 1=(1+ w)

Sj (d; D) (2.55)

+
X

j :jej� j �j dj^ � ( d;D )
j � 1=(1+ w)

Sj (d; D)

= S(d; D): (2.56)

Step 4. Put everything together.

Using (2.49) and (2.56), together with the observationjd0j = jej + 1 � j dj, we must also

have

~L(d0; D; 1=(1 + w); w; C; C1) = R(d0; D; 1=(1 + w); w) + Cjd0j + C1S(d0; D )

� R(d; D; 1=(1 + w); w) + Cjdj + C1S(d; D)

= ~L(d; D; 1=(1 + w); w; C; C1):

53



Case 2. Either � (d;D )
j > 1=(1 + w) holds for all j 2 fj ej; :::; jdjg, or � (d;D )

j � 1=(1 + w)

holds for all j 2 fj ej; :::; jdjg. The construction of d0 = �e and the proof for R(d0; D; 1=(1 +

w); w) = R(d; D; 1=(1 + w); w) is similar to those given in the proof of Lemma 2.4.4. The

proof for S(d0; D ) � S(d; D) is similar to that in Case 1. The desired inequality then follows

from jd0j = jej � j dj.

Before we proceed with proving Theorem 2.5.2, we make the following four observations.

Observations 2.5.4, 2.5.5, and 2.5.6 are the same as Observations 2.4.7, 2.4.8 and 2.4.9.

They are repeated here for convenience.

Observation 2.5.4. For any rule list

d0 = f e;(a(d0)
jej ; �̂ (d0)

jej ); :::; (a(d0)
jd0j� 1; �̂ (d0)

jd0j� 1); �̂ (d0)
jd0j g

that begins with a given pre�x e, we have

~n+
e;D = n+

jej;d0;D + :::n+
jd0j;d0;D ; (2.57)

~n�
e;D = n�

jej;d0;D + :::n�
jd0j;d0;D ; (2.58)

and

~ne;D = njej;d0;D + :::njd0j;d0;D : (2.59)

Proof. Same as Observation 2.4.7.

Observation 2.5.5. For any rule list d0, we have

n�
jej;d0;D =

0

@ 1

� (d0;D )
jej

� 1

1

A n+
jej;d0;D ; (2.60)
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Proof. Same as Observation 2.4.8.

Observation 2.5.6. For any rule list

d0 = f e;(a(d0)
jej ; �̂ (d0)

jej ); �̂ (d0)
jej+1 g

that has exactly one rule (excluding the �nal else clause) following a given pre�xe, we have

n+
jej+1 ;d0;D = ~n+

e;D � n+
jej;d0;D ; (2.61)

n�
jej+1 ;d0;D = ~n�

e;D � n�
jej;d0;D ; (2.62)

and

njej+1 ;d0;D = ~ne;D � njej;d0;D : (2.63)

Note that since n+
jej+1 ;d0;D , n�

jej+1 ;d0;D , and njej+1 ;d0;D are non-negative, Equations (2.61),

(2.62), and (2.63) imply n+
jej;d0;D � ~n+

e;D , n�
jej;d0;D � ~n�

e;D , and njej;d0;D � ~ne;D .

Proof. Same as Observation 2.4.9.

Observation 2.5.7. For any rule list

d0 = f e;(a(d0)
jej ; �̂ (d0)

jej ); �̂ (d0)
jej+1 g

that has exactly one rule (excluding the �nal else clause) following a given pre�xe, we have

� (d0;D )
jej+1 =

~n+
e;D � n+

jej;d0;D

~n+
e;D + ~n�

e;D � 1
� ( d0;D )

j ej

n+
jej;d0;D

: (2.64)

Proof. By De�nition 2.2.5, we have

� (d0;D )
jej+1 =

n+
jej+1 ;d0;D

njej+1 ;d0;D
=

n+
jej+1 ;d0;D

n+
jej+1 ;d0;D + n�

jej+1 ;d0;D

:
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Applying Equations (2.61) and (2.62) in Observation 2.5.6, we have

� (d0;D )
jej+1 =

~n+
e;D � n+

jej;d0;D

(~n+
e;D � n+

jej;d0;D ) + (~n�
e;D � n�

jej;d0;D )

=
~n+

e;D � n+
jej;d0;D

~n+
e;D + ~n�

e;D � n+
jej;d0;D � n�

jej;d0;D

:

Applying Equation (2.60) in Observation 2.5.5, we have

� (d0;D )
jej+1 =

~n+
e;D � n+

jej;d0;D

~n+
e;D + ~n�

e;D � n+
jej;d0;D �

 
1

� ( d0;D )
j ej

� 1

!

n+
jej;d0;D

=
~n+

e;D � n+
jej;d0;D

~n+
e;D + ~n�

e;D � 1
� ( d0;D )

j ej

n+
jej;d0;D

:

We are now ready to prove Theorem 2.5.2.

Proof of Theorem 2.5.2. Let D(X ; D; e) be the set of rule lists (including both hypothetical

and non-hypothetical rule lists) that begin with e and are compatible with D , and let

D(X ; D; e; k) be the subset ofD(X ; D; e), consisting of those rule lists inD(X ; D; e) that

have exactly k rules (excluding the �nal else clause) following the pre�x e. Let S(X ; D; e; 1)

be the subset ofD(X ; D; e; 1), consisting of those rule lists

d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 D(X ; D; e; 1)

with � (d0;D )
jej > 1=(1 + w) and � (d0;D )

jej+1 � 1=(1 + w).

Note that we have D(X ; D; e; 0) = f �eg, where �e = f e; ~� e;D g is the rule list in which the

�nal else clause immediately follows the pre�x e, and the probability estimate of the �nal
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else clause is~� e;D , by a similar argument as that given in the proof of Theorem 2.4.6 for

F (X ; D; e; 0) = f �eg.

Let d 2 D (X ; D; e).

Lemma 2.5.3, along with its proof, implies

~L(d; D; 1=(1 + w); w; C; C1) � inf
d02S (X ;D;e;1)

S
D(X ;D;e;0)

~L(d0; D; 1=(1 + w); w; C; C1): (2.65)

This is because ifd obeys Case 1 in the proof of the lemma, then using the same argument

as in the proof of the lemma we can construct a rule listd1 = f e;(a(d1 )
jej ; � (d1 ;D )

jej ); � (d1 ;D )
jej+1 g 2

S(X ; D; e; 1) that satis�es

~L(d; D; 1=(1 + w); w; C; C1) � ~L (d1; D; 1=(1 + w); w; C; C1): (2.66)

Sinced1 must also obey

~L(d1; D; 1=(1 + w); w; C; C1) � inf
d02S (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

� inf
d02S (X ;D;e;1)

S
D(X ;D;e;0)

~L(d0; D; 1=(1 + w); w; C; C1);

(2.67)

combining the inequalities in (2.66) and (2.67) gives us (2.65). On the other hand, ifd

obeys Case 2 in the proof of the lemma, then by the lemma itself we know

~L(d; D; 1=(1 + w); w; C; C1) � ~L (�e; D; 1=(1 + w); w; C; C1): (2.68)

Since we haveD(X ; D; e; 0) = f �eg, it is straightforward to see

~L(�e; D; 1=(1 + w); w; C; C1) = inf
d02D (X ;D;e;0)

~L(d0; D; 1=(1 + w); w; C; C1)
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� inf
d02S (X ;D;e;1)

S
D(X ;D;e;0)

~L(d0; D; 1=(1 + w); w; C; C1): (2.69)

Combining the inequalities in (2.68) and (2.69) again gives us (2.65).

Note that if S(X ; D; e; 1) is not empty, then the right-hand side of (2.65) can be expressed

as

inf
d02S (X ;D;e;1)

S
D(X ;D;e;0)

~L(d0; D; 1=(1 + w); w; C; C1)

= inf
d02S (X ;D;e;1)

S
f �eg

~L(d0; D; 1=(1 + w); w; C; C1)

= min
�

inf
d02S (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1); ~L(�e; D; 1=(1 + w); w; C; C1)
�

: (2.70)

The rest of the proof proceeds in six steps.

Step 1. Compute ~L(�e; D; 1=(1 + w); w; C; C1).

Since the contribution by the �nal else clause to ~L(�e; D; 1=(1 + w); w; C; C1) is given

by Rjej( �e; D; 1=(1 + w); w) + b~� e;D � � (e;D )
min c+ , where Rjej( �e; D; 1=(1 + w); w) is de�ned by

Equation (2.6) and is given by

Rjej(�e; D; 1=(1 + w); w) =

8
>><

>>:

1
n n�

jej;�e;D if ~� e;D > 1=(1 + w)

w
n n+

jej;�e;D otherwise,

and since Observation 2.5.4 implies~n+
e;D = n+

jej;�e;D and ~n�
e;D = n�

jej;�e;D , it is not di�cult to

see

~L(�e; D; 1=(1 + w); w; C; C1)

=

8
>><

>>:

~L(e; D; 1=(1 + w); w; C; C1) + 1
n ~n�

e;D + C1b~� e;D � � (e;D )
min c+ if ~� e;D > 1=(1 + w)

~L(e; D; 1=(1 + w); w; C; C1) + w
n ~n+

e;D + C1b~� e;D � � (e;D )
min c+ otherwise.
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Since ~� e;D > 1=(1+ w) is equivalent to ~n+
e;D =(~n+

e;D + ~n�
e;D ) > 1=(1+ w), or w~n+

e;D > ~n�
e;D ,

and similarly ~� e;D � 1=(1 + w) is equivalent to w~n+
e;D � ~n�

e;D , we can write

~L(�e; D; 1=(1 + w); w; C; C1)

= min
�

~L(e; D; 1=(1 + w); w; C; C1) +
1
n

~n�
e;D + C1b~� e;D � � (e;D )

min c+ ;

~L (e; D; 1=(1 + w); w; C; C1) +
w
n

~n+
e;D + C1b~� e;D � � (e;D )

min c+

�

= ~L(e; D; 1=(1 + w); w; C; C1) + min
�

w
n

~n+
e;D ;

1
n

~n�
e;D

�
+ C1b~� e;D � � (e;D )

min c+ :

(2.71)

Step 2. Partition the set S(X ; D; e; 1) into three subsets based on how the softly falling

objective is computed.

For any d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 S(X ; D; e; 1), the softly falling objective is

given by

~L(d0; D; 1=(1 + w); w; C; C1)

= ~L(e; D; 1=(1 + w); w; C; C1) +
1
n

n�
jej;d0;D +

w
n

n+
jej+1 ;d0;D + C

+ C1b� (d0;D )
jej � � (e;D )

min c+ + C1b� (d0;D )
jej+1 � � (e;D )

min c+ : (2.72)

This is because for anyd0 2 S(X ; D; e; 1), the contribution by both the jej-th rule and the

�nal else clause to ~L(d0; D; 1=(1 + w); w; C; C1) is given by

Rjej(d
0; D; 1=(1 + w); w) + Rjej+1 (d0; D; 1=(1 + w); w) + C

+ C1b� (d0;D )
jej � � (e;D )

min c+ + C1b� (d0;D )
jej+1 � � (e;D )

min c+ ;

where Rjej (d0; D; 1=(1 + w); w) and Rjej+1 (d0; D; 1=(1 + w); w) are de�ned by Equation (2.6)
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and are given by

Rjej(d
0; D; 1=(1 + w); w) =

1
n

n�
jej;d0;D and Rjej+1 (d0; D; 1=(1 + w); w) =

w
n

n+
jej+1 ;d0;D

(because we have� (d0;D )
jej > 1=(1 + w) and � (d0;D )

jej+1 � 1=(1 + w) for d0 2 S(X ; D; e; 1)).

Let

S1(X ; D; e; 1)

= f d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 S(X ; D; e; 1) : � (e;D )

min � � (d0;D )
jej > � (d0;D )

jej+1 g;

S2(X ; D; e; 1)

= f d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 S(X ; D; e; 1) : � (d0;D )

jej > � (e;D )
min � � (d0;D )

jej+1 g;

and

S3(X ; D; e; 1)

= f d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 S(X ; D; e; 1) : � (d0;D )

jej > � (d0;D )
jej+1 > � (e;D )

min g;

It is easy to see

S(X ; D; e; 1) = S3(X ; D; e; 1) [ S 1(X ; D; e; 1) [ S 2(X ; D; e; 1):

We observe here that given the pre�x e, we can write ~L(d0; D; 1=(1 + w); w; C; C1) as a

function of n+
jej;d0;D and � (d0;D )

jej , by substituting (2.60), (2.61), and (2.64) in Observations

2.5.5, 2.5.6, and 2.5.7 into (2.72).

Step 3. Determine a lower bound of~L(d0; D; 1=(1+ w); w; C; C1) for all d0 2 S1(X ; D; e; 1).

Let d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 S1(X ; D; e; 1).

By the de�nition of S1(X ; D; e; 1), we have

� (e;D )
min � � (d0;D )

jej >
1

1 + w
� � (d0;D )

jej+1 (2.73)
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We �rst prove the following inequality

� (e;D )
min � � (d0;D )

jej > max(1=(1 + w); ~� e;D ); (2.74)

which will be useful later.

To prove (2.74), we use De�nition 2.5 as well as (2.61) and (2.63) in Observation 2.5.6

to obtain

~� e;D =
~n+

e;D

~ne;D
=

n+
jej;d0;D + n+

jej+1 ;d0;D

njej;d0;D + njej+1 ;d0;D
=

� (d0;D )
jej njej;d0;D + � (d0;D )

jej+1 njej+1 ;d0;D

njej;d0;D + njej+1 ;d0;D
: (2.75)

Substituting � (d0;D )
jej+1 < � (d0;D )

jej from (2.73) into (2.75), we obtain ~� e;D < � (d0;D )
jej . Combining

this inequality with � (e;D )
min � � (d0;D )

jej > 1
1+ w from (2.73), we obtain (2.74), as desired.

Note that since (2.74) has to hold for anyd0 2 S1(X ; D; e; 1), if � (e;D )
min � max(1=(1 +

w); ~� e;D ) is true for the given pre�x e, then S1(X ; D; e; 1) is empty.

We now show that given the pre�x e, the softly falling objective ~L(d0; D; 1=(1 +

w); w; C; C1) for d0 is a monotonically decreasing function of bothn+
jej;d0;D and � (d0;D )

jej .

To do so, we substitute (2.60) and (2.61) in Observations 2.5.5 and 2.5.6 into (2.72) to

obtain

~L(d0; D; 1=(1 + w); w; C; C1)

= ~L(e; D; 1=(1 + w); w; C; C1) +
1
n

0

@

0

@ 1

� (d0;D )
jej

� 1 � w

1

A n+
jej;d0;D + w~n+

e;D

1

A + C: (2.76)

Note that Equation (2.76) shows that given the pre�x e, ~L(d0; D; 1=(1 + w); w; C; C1) is a
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function of n+
jej;d0;D and � (d0;D )

jej . Since we have

@~L(d0; D; 1=(1 + w); w; C; C1)
@n+jej;d0;D

=
1
n

0

@ 1

� (d0;D )
jej

� 1 � w

1

A < 0

because� (d0;D )
jej > 1=(1 + w) holds for any d0 2 S1(X ; D; e; 1), and

@~L(d0; D; 1=(1 + w); w; C; C1)

@�(d
0;D )

jej

= �
n+

jej;d0;D

n
1

(� (d0;D )
jej )2

� 0;

we see that ~L(d0; D; 1=(1 + w); w; C; C1) is indeed a monotonically decreasing function of

both n+
jej;d0;D and � (d0;D )

jej . Thus, we can obtain a lower bound of~L(d0; D; 1=(1 + w); w; C; C1)

by substituting n+
jej;d0;D and � (d0;D )

jej with their respective upper bound. The inequality

n+
jej;d0;D � ~n+

e;D in Observation 2.5.6 gives an upper bound forn+
jej;d0;D , and the inequality

� (d0;D )
jej � � (e;D )

min from (2.73) gives an upper bound for� (d0;D )
jej . Substituting these upper

bounds into (2.76), we obtain the following inequality, which gives a lower bound of

~L(d0; D; 1=(1 + w); w; C; C1):

~L(d0; D; 1=(1 + w); w; C; C1)

� ~L (e; D; 1=(1 + w); w; C; C1) +
1
n

  
1

� (e;D )
min

� 1 � w

!

~n+
e;D + w~n+

e;D

!

+ C

= ~L(e; D; 1=(1 + w); w; C; C1) +
1
n

 
1

� (e;D )
min

� 1

!

~n+
e;D + C:

Step 4. Determine a lower bound of~L(d0; D; 1=(1+ w); w; C; C1) for all d0 2 S2(X ; D; e; 1).

Let d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 S2(X ; D; e; 1).

By the de�nition of S2(X ; D; e; 1), we have

� (d0;D )
jej >

1
1 + w

(2.77)
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and

� (d0;D )
jej > � (e;D )

min � � (d0;D )
jej+1 (2.78)

We �rst prove the following inequality

1 � � (d0;D )
jej > max(� (e;D )

min ; ~� e;D ; 1=(1 + w)) = �; (2.79)

which will be useful later.

To prove (2.79), we use De�nition 2.5 as well as (2.61) and (2.63) in Observation

2.5.6 to obtain (2.75). Substituting � (d0;D )
jej+1 < � (d0;D )

jej from (2.73) into (2.75), we obtain

~� e;D < � (d0;D )
jej . Combining this inequality with (2.77) and � (d0;D )

jej > � (e;D )
min from (2.78), we

obtain (2.79), as desired.

We now show that given the pre�x e and a particular value of � (d0;D )
jej that obeys (2.79),

the softly falling objective ~L(d0; D; 1=(1 + w); w; C; C1) for d0 is a decreasing function of

n+
jej;d0;D .

To do so, we substitute (2.60) and (2.61) in Observations 2.5.5 and 2.5.6 into (2.72) to

obtain

~L(d0; D; 1=(1 + w); w; C; C1)

= ~L(e; D; 1=(1 + w); w; C; C1) +
1
n

0

@

0

@ 1

� (d0;D )
jej

� 1 � w

1

A n+
jej;d0;D + w~n+

e;D

1

A + C

+ C1(� (d0;D )
jej � � (e;D )

min ): (2.80)

Note that Equation (2.80) shows that given the pre�x e, ~L(d0; D; 1=(1 + w); w; C; C1) is a

function of n+
jej;d0;D and � (d0;D )

jej . Di�erentiating ~L(d0; D; 1=(1 + w); w; C; C1) given in (2.80)
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with respect to n+
jej;d0;D , we obtain

@~L(d0; D; 1=(1 + w); w; C; C1)
@n+jej;d0;D

=
1
n

0

@ 1

� (d0;D )
jej

� 1 � w

1

A : (2.81)

Since� (d0;D )
jej obeys (2.79), in particular, it obeys � (d0;D )

jej > 1=(1 + w), we have

1

� (d0;D )
jej

� 1 � w < 0;

which then gives @~L(d0; D; 1=(1 + w); w; C; C1)=@n+jej;d0;D < 0. This means that given the

pre�x e and a particular value of � (d0;D )
jej that obeys (2.79), ~L(d0; D; 1=(1 + w); w; C; C1) is a

decreasing function ofn+
jej;d0;D .

Thus, given the pre�x e and a particular value of � (d0;D )
jej that obeys (2.79), we can

obtain a lower bound of ~L(d0; D; 1=(1 + w); w; C; C1) by substituting n+
jej;d0;D with its upper

bound. The inequality n+
jej;d0;D � ~n+

e;D in Observation 2.5.6 gives an upper bound forn+
jej;d0;D .

Substituting n+
jej;d0;D with its upper bound ~n+

e;D into (2.80), we obtain a lower bound of

~L(d0; D; 1=(1 + w); w; C; C1), denoted by ~g(� (d0;D )
jej ), when � (d0;D )

jej is held constant:

~g(� (d0;D )
jej )

= ~L(e; D; 1=(1 + w); w; C; C1) +
1
n

0

@ 1

� (d0;D )
jej

� 1

1

A ~n+
e;D + C + C1(� (d0;D )

jej � � (e;D )
min )

= ~L(e; D; 1=(1 + w); w; C; C1) + g(� (d0;D )
jej )

where g is de�ned in the statement of the theorem. In other words, given the pre�x e and a

particular value of � (d0;D )
jej that obeys (2.79), we have~L(d0; D; 1=(1+ w); w; C; C1) � ~g(� (d0;D )

jej ).
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Since (2.79) is true for anyd0 2 S2(X ; D; e; 1), we always have~L(d0; D; 1=(1+ w); w; C; C1) �

~g(� (d0;D )
jej ) for any d0 2 S2(X ; D; e; 1). This implies

~L(d0; D; 1=(1 + w); w; C; C1)

� inf
� ( d0;D )

j ej :�<� ( d0;D )
j ej � 1

~g(� (d0;D )
jej )

= ~L(e; D; 1=(1 + w); w; C; C1) + inf
� ( d0;D )

j ej :�<� ( d0;D )
j ej � 1

g(� (d0;D )
jej ):

Step 5. Determine a lower bound of~L(d0; D; 1=(1+ w); w; C; C1) for all d0 2 S3(X ; D; e; 1).

Let d0 = f e;(a(d0)
jej ; � (d0;D )

jej ); � (d0;D )
jej+1 g 2 S3(X ; D; e; 1).

By the de�nition of S3(X ; D; e; 1), we have

� (d0;D )
jej >

1
1 + w

� � (d0;D )
jej+1 > � (e;D )

min : (2.82)

We �rst prove the following inequality

1 � � (d0;D )
jej > max(� (e;D )

min ; ~� e;D ; 1=(1 + w)) = �; (2.83)

which will be useful later.

To prove (2.83), we use De�nition 2.5 as well as (2.61) and (2.63) in Observation

2.5.6 to obtain (2.75). Substituting � (d0;D )
jej+1 < � (d0;D )

jej from (2.82) into (2.75), we obtain

~� e;D < � (d0;D )
jej . Combining this inequality with � (d0;D )

jej > 1
1+ w > � (e;D )

min from (2.82), we

obtain (2.83), as desired.

To determine a lower bound of ~L(d0; D; 1=(1 + w); w; C; C1), we observe

~L(d0; D; 1=(1 + w); w; C; C1)
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� ~L (e; D; 1=(1 + w); w; C; C1) +
1
n

n�
jej;d0;D +

w
n

n+
jej+1 ;d0;D + C + C1b� (d0;D )

jej � � (e;D )
min c+

(2.84)

= ~L(e; D; 1=(1 + w); w; C; C1) +
1
n

0

@

0

@ 1

� (d0;D )
jej

� 1 � w

1

A n+
jej;d0;D + w~n+

e;D

1

A + C

+ C1(� (d0;D )
jej � � (e;D )

min ) (2.85)

where the last equality follows by substituting (2.60) and (2.61) in Observations 2.5.5 and

2.5.6 into (2.84). Using (2.83) and applying the same argument as in Step 4, the quantity

labeled (2.85) is also lower-bounded by

~L(e; D; 1=(1 + w); w; C; C1) + inf
� ( d0;D )

j ej :�<� ( d0;D )
j ej � 1

g(� (d0;D )
jej );

so that we again have

~L(d0; D; 1=(1 + w); w; C; C1)

� ~L (e; D; 1=(1 + w); w; C; C1) + inf
� ( d0;D )

j ej :�<� ( d0;D )
j ej � 1

g(� (d0;D )
jej ):

Step 6. Put everything together.

Suppose, �rst, that S(X ; D; e; 1) is not empty.

In the case whereS1(X ; D; e; 1) is not empty, we observe the following inequality

inf
d02S 1 (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

� ~L (e; D; 1=(1 + w); w; C; C1) +
1
n

 
1

� (e;D )
min

� 1

!

~n+
e;D + C;

(2.86)

which follows from the de�nition of inf being the greatest lower bound, as well as the lower

bound of ~L(d0; D; 1=(1 + w); w; C; C1) for d0 2 S1(X ; D; e; 1), which we have derived in Step

3.
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In the case whereS2(X ; D; e; 1) [ S 3(X ; D; e; 1) is not empty, we observe the following

inequality

inf
d02S 2 (X ;D;e;1)[S 3 (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

� ~L (e; D; 1=(1 + w); w; C; C1) + inf
� :�<� � 1

g(� );

(2.87)

which follows from the de�nition of inf being the greatest lower bound, as well as the lower

bound of ~L(d0; D; 1=(1 + w); w; C; C1) for d0 2 S2(X ; D; e; 1), which we have derived in Step

4, and the lower bound of ~L(d0; D; 1=(1 + w); w; C; C1) for d0 2 S3(X ; D; e; 1), which we

have derived in Step 5.

To derive a lower bound of ~L(d0; D; 1=(1 + w); w; C; C1) for d0 2 S(X ; D; e; 1), we

further observe that if � (e;D )
min � max(1=(1 + w); ~� e;D ) holds, then by our remark in Step 3,

S1(X ; D; e; 1) is empty, and consequently, using (2.87), we have

inf
d02S (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

= inf
d02S 2 (X ;D;e;1)[S 3 (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

� ~L (e; D; 1=(1 + w); w; C; C1) + inf
� :�<� � 1

g(� ): (2.88)

On the other hand, if � (e;D )
min > max(1=(1 + w); ~� e;D ) holds, then S1(X ; D; e; 1) may or

may not be empty. If, in addition, both S1(X ; D; e; 1) and S2(X ; D; e; 1) [ S 3(X ; D; e; 1)

are not empty, then using (2.86) and (2.87), we have

inf
d02S (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

= min
�

inf
d02S 1 (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1);
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inf
d02S 2 (X ;D;e;1)[S 3 (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)
�

� ~L (e; D; 1=(1 + w); w; C; C1) + min

 
1
n

 
1

� (e;D )
min

� 1

!

~n+
e;D + C; inf

� :�<� � 1
g(� )

!

: (2.89)

If either S1(X ; D; e; 1) or S2(X ; D; e; 1) [ S 3(X ; D; e; 1) is empty, then

inf
d02S (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

is given by either

inf
d02S 2 (X ;D;e;1)[S 3 (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

or

inf
d02S 1 (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1);

both of which are lower-bounded by the quantity labeled (2.89) because of (2.87) and (2.86).

Putting these cases together, we have

inf
d02S (X ;D;e;1)

~L(d0; D; 1=(1 + w); w; C; C1)

� ~L (e; D; 1=(1 + w); w; C; C1)

+

8
>>>>>><

>>>>>>:

min
�

1
n

�
1

� ( e;D )
min

� 1
�

~n+
e;D + C; inf � :�<� � 1 g(� )

�
if � (e;D )

min >

max(1=(1 + w); ~� e;D );

inf � :�<� � 1 g(� ) otherwise.

(2.90)

Combining (2.65), (2.70), (2.71), and (2.90), we have

~L(d; D; 1=(1 + w); w; C; C1)
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� ~L (e; D; 1=(1 + w); w; C; C1)

+

8
>>>>>>>>>>><

>>>>>>>>>>>:

min
�

1
n

�
1

� ( e;D )
min

� 1
�

~n+
e;D + C; inf � :�<� � 1 g(� ); w

n ~n+
e;D + C1b~� e;D � � (e;D )

min c+ ;

1
n ~n�

e;D + C1b~� e;D � � (e;D )
min c+

�
if � (e;D )

min > max(1=(1 + w); ~� e;D );

min
�

inf � :�<� � 1 g(� ); w
n ~n+

e;D + C1b~� e;D � � (e;D )
min c+ ;

1
n ~n�

e;D + C1b~� e;D � � (e;D )
min c+

�
otherwise.

(2.91)

Note that the quantity labeled (2.91) is precisely equal to ~L � (e; D; w; C; C1) given by

Equation (2.41) in the statement of the theorem, because:

(i) if � (e;D )
min > max(1=(1 + w); ~� e;D ) holds, then the �rst term in the minimum on the

right-hand side of Equation (2.41) is precisely 1
n

�
1

� ( e;D )
min

� 1
�

~n+
e;D + C;

(ii) if � (e;D )
min > max(1=(1 + w); ~� e;D ) does not hold, then we have� (e;D )

min � 1=(1 + w) or

� (e;D )
min � ~� e;D : in the former case where� (e;D )

min � 1=(1 + w) holds, we have

1
n

 
1

� (e;D )
min

� 1

!

~n+
e;D �

w
n

~n+
e;D ;

which implies that the �rst term in the minimum on the right-hand side of Equation

(2.41) is bounded below byw
n ~n+

e;D + C1b~� e;D � � (e;D )
min c+ , and thus has no in
uence over

the computation of the minimum; in the latter case where � (e;D )
min � ~� e;D holds, the �rst

term in the minimum on the right-hand side of Equation (2.41) is clearly bounded below

by w
n ~n+

e;D + C1b~� e;D � � (e;D )
min c+ , and again has no in
uence over the computation of the

minimum.

This proves that ~L � (e; D; w; C; C1) given by Equation (2.41) is indeed a lower bound
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of ~L(d; D; 1=(1 + w); w; C; C1) for d 2 D (X ; D; e), in the case whereS(X ; D; e; 1) is not

empty. In the case whereS(X ; D; e; 1) is empty, using (2.65) and (2.71), along with the

fact D(X ; D; e; 0) = f �eg, we have

~L(d; D; 1=(1 + w); w; C; C1)

� inf
d02D (X ;D;e;0)

~L(d0; D; 1=(1 + w); w; C; C1)

= ~L(�e; D; 1=(1 + w); w; C; C1)

= ~L(e; D; 1=(1 + w); w; C; C1) + min
�

w
n

~n+
e;D ;

1
n

~n�
e;D

�
+ C1b~� e;D � � (e;D )

min c+ ;

where the last quantity is clearly lower-bounded by ~L � (e; D; w; C; C1) de�ned in Equation

(2.41). We have now proven that ~L � (e; D; w; C; C1) given by Equation (2.41) is a lower

bound of ~L(d; D; 1=(1 + w); w; C; C1) for d 2 D (X ; D; e).

Finally, we compute inf � :�<� � 1 g(� ) analytically. Since the derivative of g is given by

g0(� ) = �
~n+

e;D

n� 2 + C1;

and � must be positive, the only stationary point � � of g that could satisfy the constraint

� < � � � 1 is given by � � =
q

~n+
e;D =(C1n), and the second derivative test con�rms that � �

is a local minimum of g. It then follows that inf � :�<� � 1 g(� ) is given by

inf
� :�<� � 1

g(� ) =

8
>><

>>:

g(� � ) if � < � � � 1

min(g(� ); g(1)) otherwise:
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2.6 Experiments

Figure 2.3: Comparison with other classi�cation algorithms.

The comparison was performed using ROC curves on the test set using di�erentw
values for a random training-test split.

In this section, we demonstrate our algorithms for learning falling rule lists using a

real-world application { learning the conditions that are predictive of the success of a

bank marketing e�ort, from previous bank marketing campaign data. We used the public

bank-full dataset [MLC11], which contains 45211 observations, with 12 predictor variables

that were discretized. We used the frequent pattern growth (FP-growth) algorithm [HP00]

to generate the set of antecedentsA from the dataset. For reasons of model interpretability

and generalizability, we included in A the antecedents that have at most 2 predicates, and

have at least 10% support within the data that are labeled positive or within the data
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(a) Positive weight w = 1. (b) Positive weight w = 3.

(c) Positive weight w = 5. (d) Positive weight w = 7.

Figure 2.4: Weighted training loss over runtime for Bayesian and Algorithm FRL.

that are labeled negative. Besides the FP-growth algorithm, there is a vast literature on

rule mining algorithms (e.g., [AS94, HPY00, LKDR05]), and any of these can be used to

produce antecedents for our algorithms.

The bank-full dataset is imbalanced { there are only 5289 positive instances out of

45211 observations. A trivial model that always predicts the negative outcome for a bank

marketing campaign will achieve close to 90% accuracy on this dataset, but it will not be

useful for the bank to understand what makes a marketing campaign successful. Moreover,

when predicting if a future campaign will be successful in �nding a client, the bank cares

more about \getting the positive right" than about \getting the negative right" { a false
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(a) Number of antecedents considered
by Algorithm FRL.

(b) Number of antecedents consid-
ered by Algorithm softFRL.

Figure 2.5: E�ectiveness of pre�x bounds.

negative means a substantial loss in revenue, while a false positive incurs little more than

some phone calls.

2.6.1 Comparison with Other Classi�cation Algorithms

We compared our algorithms with other classi�cation algorithms in a cost-sensitive setting,

where a false negative and a false positive have di�erent costs of misclassi�cation. We

randomly split the dataset into a training and a test set, where 80% of the observations

in the original dataset were placed into the training set. For each positive class weight

w 2 f 1; 3; 5; 7; 9; 11; 13; 15; 17; 19g, we learned from the training set: (1) a falling rule list d,

which is treated as a classi�er ~d1=(1+ w) , using Algorithm FRL with C = 0 :000001 (which

is small enough so that no training accuracy will be sacri�ced for sparsity), (2) a softly

falling rule list d0, which is treated as a classi�er ~d0
1=(1+ w) , using Algorithm softFRL with

C = 0 :000001 andC1 = 0 :5, (3) three decision trees using cost-sensitive CART [BFSO84],

cost-sensitive C4.5 [Qui93], and cost-sensitive C5.0 [Qui04], respectively, (6) a random forest

73



[Bre01] of decision trees trained with cost-sensitive CART, (7) a boosted tree classi�er using

AdaBoost [FS96] on trees trained with cost-sensitive CART, and (8) a decision list using

RIPPER k [Coh95], and we computed the true positive rate and the false positive rate on

the test set for each classi�er. For each split and for each algorithm, we plotted a receiver

operating characteristic (ROC) curve on the test set using di�erent values of w. Figure

2.3 shows the ROC curves for one of the training-test splits. Note that since RIPPERk is

not a cost-sensitive algorithm, its ROC curve based on di�erent w values has only a single

point. As we can see, the curves in Figure 2.3 lie close to each other. This demonstrates the

e�ectiveness of our algorithms in producing falling rule lists that, when used as classi�ers,

are comparable with classi�ers produced by other widely used classi�cation algorithms,

in a cost-sensitive setting. This is possibly surprising since our models are much more

constrained than other classi�cation methods.

2.6.2 Comparison with Bayesian Falling Rule Lists

Since this paper was directly inspired by Wang and Rudin [WR15], who proposed a Bayesian

approach to learning falling rule lists, we conducted a set of experiments comparing their

work to ours. We trained falling rule lists on the entire bank-full dataset using both the

Bayesian approach and our optimization approach, and plotted the weighted training loss

over real runtime for each positive class weightw 2 f 1; 3; 5; 7g with the threshold set to

1=(1 + w) (By Theorem 2.8, this is the threshold with the least weighted training loss for

any given rule list). Since we want to focus our experiments on the e�ciency of searching
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the model space, the runtimes recorded do not include the time for mining the antecedents.

Note that the Bayesian approach is not cost-sensitive, and does not optimize the weighted

training loss directly. However, in many real-life applications such as predicting the success

of a future marketing campaign, it is desirable to minimize the expected weighted loss.

Therefore, it is reasonable to compare the two approaches using the weighted training loss

to demonstrate the advantages of our optimization approach. We compared the Bayesian

approach only with Algorithm FRL, because both methods strictly enforce the monotonicity

constraint on the positive proportions of the training data that are classi�ed into each rule.

Softly falling rule lists do not strictly enforce the monotonicity constraint, and are therefore

not used for comparison. Figure 2.4 shows the plots of the weighted training loss over real

runtime. As shown in Figure 2.4, our optimization approach tends to �nd a falling rule list

with a smaller weighted training loss faster than the Bayesian approach. This is not too

surprising because in our approach, the search space is made substantially smaller by the

tight bounds presented here, whereas in the original Bayesian approach, there are no tight

bounds on optimal solutions to restrict the search space { even if we constructed bounds

for the original Bayesian approach, they would involve loose approximations to gamma

functions.

It is worth pointing out that both the Bayesian approach and our optimization approach

produce similar falling rule lists. Table 2.2 shows a falling rule list for the bank-full dataset,

obtained in a particular run of the Bayesian approach with 6000 iterations. Table 2.3 shows
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a falling rule list for the same dataset, obtained in a particular run of Algorithm FRL with

3000 iterations and the positive class weightw = 7. As we can see, the top four rules in

both falling rule lists are identical. Tables 2.4 and 2.5 show another pair of falling rule

lists obtained using both approaches in di�erent runs, and in this case, both approaches

have identi�ed some common rules for a high chance of marketing success. This means

that both the Bayesian approach and our optimization approach tend to identify similar

conditions that are signi�cant, but our approach has the added advantage of faster training

convergence over the Bayesian approach in general.

Table 2.2: Falling rule list for bank-full dataset, trained using the Bayesian approach.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 978 531
AND default=no

ELSE IF 60 � age< 100 THEN success prob. is 0.29 426 1030
AND loan=no

ELSE IF 17 � age< 30 THEN success prob. is 0.25 504 1539
AND housing=no

ELSE IF campaign=1 THEN success prob. is 0.15 787 4471
AND housing=no

ELSE IF education=tertiary THEN success prob. is 0.12 460 3313
AND housing=no

ELSE IF marital=single THEN success prob. is 0.11 550 4331
AND contact=cellular

ELSE IF contact=cellular THEN success prob. is 0.08 1080 12709
ELSE success prob. is 0.04 504 11998

2.6.3 E�ectiveness of Pre�x Bounds

We also plotted the number of antecedents considered by Algorithm FRL and Algorithm

softFRL in the process of constructing a rule list at each iteration (Figures 2.5a and
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Table 2.3: Falling rule list for bank-full dataset, trained using Algorithm FRL.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 978 531
AND default=no

ELSE IF 60 � age< 100 THEN success prob. is 0.29 426 1030
AND loan=no

ELSE IF 17 � age< 30 THEN success prob. is 0.25 504 1539
AND housing=no

ELSE IF campaign=1 THEN success prob. is 0.15 787 4471
AND housing=no

ELSE success prob. is 0.07 2594 32351

Table 2.4: Another falling rule list, trained using the Bayesian approach.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.70 729 311
AND housing=no

ELSE IF poutcome=success THEN success prob. is 0.53 249 222
ELSE IF 60 � age< 100 THEN success prob. is 0.29 426 1030

AND loan=no
ELSE IF 17 � age< 30 THEN success prob. is 0.25 504 1538

AND housing=no
ELSE IF education=tertiary THEN success prob. is 0.14 790 4750

AND housing=no
ELSE IF marital=single THEN success prob. is 0.12 648 4754

AND contact=cellular
ELSE IF 1000 � balance< 2000 THEN success prob. is 0.11 135 1061

AND housing=no
ELSE IF campaign=1 THEN success prob. is 0.10 571 4904

AND contact=cellular
ELSE IF contact=cellular THEN success prob. is 0.08 587 6800

AND loan=no
ELSE success prob. is 0.04 650 14552

2.5b), when we applied the two algorithms to the entire dataset. Each curve in either

plot corresponds to a rule list constructed in an iteration of the appropriate algorithm.

The intensity of the curve is inversely proportional to the iteration number { the larger

the iteration number, the lighter the curve is. The number of antecedents considered by
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Table 2.5: Another falling rule list, trained using Algorithm FRL.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.70 729 311
AND housing=no

ELSE IF poutcome=success THEN success prob. is 0.55 185 154
AND previous � 2

ELSE IF poutcome=success THEN success prob. is 0.48 64 68
AND default=no

ELSE IF 60 � age< 100 THEN success prob. is 0.29 426 1030
AND loan=no

ELSE IF previous � 2 THEN success prob. is 0.25 302 921
AND housing=no

ELSE IF 17 � age< 30 THEN success prob. is 0.24 444 1413
AND housing=no

ELSE IF education=tertiary THEN success prob. is 0.13 671 4435
AND housing=no

ELSE success prob. is 0.07 2468 31590

Algorithm FRL stays below 60 in all but a few early iterations (despite a choice of 276

antecedents available), and the number considered by either algorithm generally decreases

drastically in each iteration after three or four antecedents have been chosen. The curves

generally become lighter as we move vertically down the plots, indicating that as we �nd

better rule lists, there are less antecedents to consider at each level. Algorithm softFRL

needs to consider more antecedents in general since the search space is less constrained. All

of these demonstrate that the pre�x bounds we have derived for our algorithms are e�ective

in excluding a large portion of the search space of rule lists. The supplementary material

contains more rule lists created using our algorithms with di�erent parameter values.
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2.6.4 E�ect of Varying Parameter Values

In this section, we include some additional rule lists created using Algorithm FRL and

Algorithm softFRL with varying parameter values. The default parameter values we used

in creating these rule lists arew = 7, C = 0 :000001, andC1 = 0 :5. In each of the following

subsections, the rule lists were created with default parameter values, other than the

parameter that was being varied.

E�ect of Varying w on Algorithm FRL

Running Algorithm FRL with w = 1 on the bank-full dataset produces the following falling

rule list:

Table 2.6: Falling rule list created using Algorithm FRL with w = 1.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 934 495
AND loan=no

ELSE IF poutcome=success THEN success prob. is 0.62 31 19
AND marital=married

ELSE IF poutcome=success THEN success prob. is 0.56 9 7
AND campaign=1

ELSE success prob. is 0.10 4315 39401

Running Algorithm FRL with w = 3 on the bank-full dataset produces the following

falling rule list:
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Table 2.7: Falling rule list created using Algorithm FRL with w = 3.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 677 361
AND previous � 2

ELSE IF poutcome=success THEN success prob. is 0.65 185 99
AND campaign=1

ELSE IF poutcome=success THEN success prob. is 0.63 111 65
AND loan=no

ELSE IF poutcome=success THEN success prob. is 0.56 5 4
AND marital=married

ELSE IF 60 � age< 100 THEN success prob. is 0.30 390 919
AND housing=no

ELSE success prob. is 0.09 3921 38474

Running Algorithm FRL with w = 5 on the bank-full dataset produces the following

falling rule list:

Table 2.8: Falling rule list created using Algorithm FRL with w = 5.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 978 531
AND default=no

ELSE IF 60 � age< 100 THEN success prob. is 0.29 426 1030
AND loan=no

ELSE IF 17 � age< 30 THEN success prob. is 0.25 504 1539
AND housing=no

ELSE IF previous � 2 THEN success prob. is 0.23 242 796
AND housing=no

ELSE success prob. is 0.08 3139 36026

Running Algorithm FRL with w = 7 on the bank-full dataset produces the following

falling rule list:
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Table 2.9: Falling rule list created using Algorithm FRL with w = 7.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 978 531
AND default=no

ELSE IF 60 � age< 100 THEN success prob. is 0.28 434 1113
AND default=no

ELSE IF 17 � age< 30 THEN success prob. is 0.25 504 1539
AND housing=no

ELSE IF previous � 2 THEN success prob. is 0.23 242 794
AND housing=no

ELSE IF campaign=1 THEN success prob. is 0.14 658 4092
AND housing=no

ELSE IF previous � 2 AND THEN success prob. is 0.13 108 707
education=tertiary

ELSE success prob. is 0.07 2365 31146

As the positive class weightw increases, the falling rule list created using Algorithm

FRL tends to have rules whose probability estimates are smaller. This is not surprising

{ a larger value of w means a smaller threshold� = 1 =(1 + w), and by including rules

whose probability estimates are not much larger than the threshold, the falling rule list

produced by the algorithm will more likely predict positive, thereby reducing the (weighted)

empirical risk of misclassi�cation. Note that Algorithm FRL will never include rules whose

probability estimates are less than the threshold (see Corollary 4.5).

E�ect of Varying w on Algorithm softFRL

Running Algorithm softFRL with w = 1 on the bank-full dataset produces the following

softly falling rule list:
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Table 2.10: Softly falling rule list created using Algorithm softFRL withw = 1.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.67 0.67 557 280

AND campaign=1
ELSE IF poutcome=success THEN prob. is 0.65 0.65 263 143

AND marital=married
ELSE IF poutcome=success THEN prob. is 0.61 0.61 154 98

AND loan=no
ELSE prob. is 0.10 0.10 4315 39401

Note that there is an extra column \+ prop." (or positive proportion) in a table

showing a softly falling rule list. This column gives the empirical positive proportion of

each antecedent in the softly falling rule list. When the probability estimate of a rule is less

than the positive proportion of the antecedent in the same rule, we know that the softly

falling rule list has been transformed from a non-falling compatible rule list, and that the

monotonicity penalty has been incurred in the process of running Algorithm softFRL.

Running Algorithm softFRL with w = 3 on the bank-full dataset produces the following

softly falling rule list:
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Table 2.11: Softly falling rule list created using Algorithm softFRL withw = 3.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 547 289

AND marital=married
ELSE IF poutcome=success THEN prob. is 0.65 0.65 418 225

AND loan=no
ELSE IF poutcome=success THEN prob. is 0.56 0.56 9 7

AND campaign=1
ELSE IF poutcome=success THEN prob. is 0.33 0.33 4 8

AND previous � 2
ELSE IF 60 � age< 100 THEN prob. is 0.30 0.30 390 919

AND housing=no
ELSE IF previous � 2 THEN prob. is 0.15 0.15 281 1559

AND campaign=1
ELSE prob. is 0.09 0.09 3640 36915

Running Algorithm softFRL with w = 5 on the bank-full dataset produces the following

softly falling rule list:

Table 2.12: Softly falling rule list created using Algorithm softFRL withw = 5.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 978 533
ELSE IF 60 � age< 100 THEN prob. is 0.29 0.29 426 1030

AND loan=no
ELSE IF poutcome=unknown THEN prob. is 0.11 0.11 2380 18659

AND contact=cellular
ELSE prob. is 0.07 0.07 1505 19700

Running Algorithm softFRL with w = 7 on the bank-full dataset produces the following

softly falling rule list:
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Table 2.13: Softly falling rule list created using Algorithm softFRL withw = 7.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 978 533
ELSE IF 60 � age< 100 THEN prob. is 0.28 0.28 435 1120
ELSE IF marital=single THEN prob. is 0.18 0.18 970 4504

AND housing=no
ELSE IF contact=cellular THEN prob. is 0.10 0.10 2255 19970

AND default=no
ELSE prob. is 0.05 0.05 651 13795

As the positive class weightw increases, the softly falling rule list created using Algorithm

softFRL also tends to have rules whose probability estimates are smaller. This is again not

surprising { a larger value of w means a smaller threshold� = 1=(1 + w), and by including

rules whose probability estimates are not much larger than the threshold, the softly falling

rule list produced by the algorithm will more likely predict positive, thereby reducing the

(weighted) empirical risk of misclassi�cation.

E�ect of Varying C on Algorithm FRL

Running Algorithm FRL with C = 0 :000001 on the bank-full dataset produces the following

falling rule list:
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Table 2.14: Falling rule list created using Algorithm FRL withC = 0:000001.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 978 531
AND default=no

ELSE IF 60 � age< 100 THEN success prob. is 0.28 434 1113
AND default=no

ELSE IF 17 � age< 30 THEN success prob. is 0.25 504 1539
AND housing=no

ELSE IF previous � 2 THEN success prob. is 0.23 242 794
AND housing=no

ELSE IF campaign=1 THEN success prob. is 0.14 658 4092
AND housing=no

ELSE IF previous � 2 AND THEN success prob. is 0.13 108 707
education=tertiary

ELSE success prob. is 0.07 2365 31146

Running Algorithm FRL with C = 0 :01 on the bank-full dataset produces the following

falling rule list:

Table 2.15: Falling rule list created using Algorithm FRL withC = 0:01.
antecedent prob. + �

IF poutcome=success THEN success prob. is 0.65 978 531
AND default=no

ELSE IF 60 � age< 100 THEN success prob. is 0.29 426 1030
AND loan=no

ELSE IF 17 � age< 30 THEN success prob. is 0.20 653 2621
AND contact=cellular

ELSE IF campaign=1 THEN success prob. is 0.15 803 4634
AND housing=no

ELSE success prob. is 0.07 2429 31106

Running Algorithm FRL with C = 0 :1 on the bank-full dataset produces the following

falling rule list:

85



Table 2.16: Falling rule list created using Algorithm FRL withC = 0:1.
antecedent prob. + �

IF housing=no THEN success prob. is 0.20 2883 11799
AND contact=cellular

ELSE success prob. is 0.08 2406 28123

As the cost C of adding a rule increases, the size of the falling rule list created by

Algorithm FRL decreases, as expected.

E�ect of Varying C on Algorithm softFRL

Running Algorithm softFRL with C = 0 :000001 on the bank-full dataset produces the

following softly falling rule list:

Table 2.17: Softly falling rule list created withC = 0:000001.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 978 533
ELSE IF 60 � age< 100 THEN prob. is 0.28 0.28 435 1120
ELSE IF marital=single THEN prob. is 0.18 0.18 970 4504

AND housing=no
ELSE IF contact=cellular THEN prob. is 0.10 0.10 2255 19970

AND default=no
ELSE prob. is 0.05 0.05 651 13795

Running Algorithm softFRL with C = 0 :01 on the bank-full dataset produces the

following softly falling rule list:
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Table 2.18: Softly falling rule list created withC = 0:01.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 934 495

AND loan=no
ELSE IF housing=no THEN prob. is 0.16 0.16 2245 11535

AND contact=cellular
ELSE IF housing=yes THEN prob. is 0.07 0.07 1677 22591

AND default=no
ELSE prob. is 0.07 0.08 433 5301

Running Algorithm softFRL with C = 0 :1 on the bank-full dataset produces the

following softly falling rule list:

Table 2.19: Softly falling rule list created withC = 0:1.
antecedent prob. + + �

prop.
IF housing=no THEN prob. is 0.20 0.20 2883 11799

AND contact=cellular
ELSE prob. is 0.08 0.08 2406 28123

As the cost C of adding a rule increases, the size of the softly falling rule list created by

Algorithm softFRL decreases, as expected.

E�ect of Varying C1 on Algorithm softFRL

Running Algorithm softFRL with C1 2 f 0:005; 0:05; 0:5g on the bank-full dataset produces

the softly falling rule lists shown in Tables 2.20, 2.21, and 2.22.
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Table 2.20: Softly falling rule list created using Algorithm softFRL withC1 = 0:005.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 978 533
ELSE IF 60 � age< 100 THEN prob. is 0.30 0.30 599 1177

AND housing=no
ELSE IF marital=single THEN prob. is 0.18 0.18 970 4504

AND housing=no
ELSE IF marital=single THEN prob. is 0.08 0.08 456 4936

AND previous=0
ELSE IF campaign � 3 THEN prob. is 0.06 0.06 323 5294

AND education=secondary
ELSE IF 30 � age< 40 THEN prob. is 0.06 0.08 568 6849

AND previous=0
ELSE IF education=tertiary THEN prob. is 0.06 0.14 361 2237

AND housing=no
ELSE IF loan=yes THEN prob. is 0.05 0.05 106 1972

AND previous=0
ELSE IF education=secondary THEN prob. is 0.05 0.09 595 5779

AND default=no
ELSE IF campaign=1 THEN prob. is 0.05 0.08 233 2564
ELSE IF housing=no THEN prob. is 0.05 0.05 68 1176

AND previous=0
ELSE IF job=management THEN prob. is 0.05 0.10 75 693

AND contact=cellular
ELSE IF job=technician THEN prob. is 0.05 0.07 10 143

AND poutcome=unknown
ELSE IF marital=married THEN prob. is 0.05 0.06 110 1841
ELSE IF campaign � 3 THEN prob. is 0.05 0.06 16 238

AND housing=yes
ELSE IF marital=single THEN prob. is 0.05 0.13 13 91

AND housing=yes
ELSE IF housing=yes THEN prob. is 0.05 0.10 8 69

AND contact=cellular
ELSE IF job=blue-collar THEN prob. is 0.05 0.16 4 21

AND loan=no
ELSE prob. is 0.05 0.07 5 63
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Table 2.21: Softly falling rule list created using Algorithm softFRL withC1 = 0:05.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 978 531

AND default=no
ELSE IF housing=yes THEN prob. is 0.07 0.07 1686 22974
ELSE IF 50 � age< 60 THEN prob. is 0.07 0.09 367 3806

AND poutcome=unknown
ELSE IF contact=cellular THEN prob. is 0.07 0.18 1927 8961

AND default=no
ELSE IF campaign=1 THEN prob. is 0.07 0.08 126 1374

AND poutcome=unknown
ELSE IF campaign � 3 THEN prob. is 0.07 0.08 93 1110

AND loan=no
ELSE IF campaign=2 THEN prob. is 0.07 0.09 18 192

AND education=tertiary
ELSE IF loan=no THEN prob. is 0.07 0.10 72 648
ELSE prob. is 0.06 0.06 22 326

Table 2.22: Softly falling rule list created using Algorithm softFRL withC1 = 0:5.
antecedent prob. + + �

prop.
IF poutcome=success THEN prob. is 0.65 0.65 978 533
ELSE IF 60 � age< 100 THEN prob. is 0.28 0.28 435 1120
ELSE IF marital=single THEN prob. is 0.18 0.18 970 4504

AND housing=no
ELSE IF contact=cellular THEN prob. is 0.10 0.10 2255 19970

AND default=no
ELSE prob. is 0.05 0.05 651 13795

When the monotonicity penalty C1 is small, the softly falling rule list created by

Algorithm softFRL exhibits the \pulling down" of the empirical positive proportion for a

substantial number of rules, because with little monotonicity penalty the algorithm will

more likely choose a rule list that frequently violates monotonicity but that has a small

empirical risk on the training set, in the hope of getting more of the training instances
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\right". This is also why the softly falling rule list tends to be longer when C1 is small:

in minimizing the empirical risk on the training set with little regularization (the default

C = 0 :000001 is very small), the algorithm tends to over�t the training data.

When C1 becomes larger, the softly falling rule list created by Algorithm softFRL

exhibits less \pulling down" of the empirical positive proportion. This is consistent with

our expectation that when C1 is larger, the penalty for violating monotonicity is higher

and the algorithm will less likely choose a rule list that frequently violates monotonicity.

2.7 Discussion

We have proposed an optimization approach to learning falling rule lists and softly falling

rule lists, along with Monte-Carlo search algorithms that use bounds on the optimal solution

to prune the search space. A recent work by Angelino et al. [ALSA + 17] on (non-falling)

rule lists showed that it is possible to exhaustively optimize an objective over rule lists,

indicating that the space of lists is not as large as one might think. Our search space is a

dramatically constrained version of their search space, allowing us to reasonably believe

that it can be searched exhaustively. Unfortunately, almost none of the logic of [ALSA + 17]

can be used here. Indeed, introducing the falling constraint or the monotonicity penalty

changes the nature of the problem, and the bounds in our work are entirely di�erent. The

algorithm of [ALSA + 17] is not cost-sensitive, which led in this work to another level of

complexity for the bounds.
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Falling rule lists are optimized for ease-of-use { users only need to check a small number

of conditions to determine whether an observation is in a high risk or high probability

subgroup. As pointed out by Wang and Rudin [WR15], the monotonicity in probabilities in

falling rule lists allows doctors to identify the most at-risk patients easily. Typical decision

tree methods (CART, C4.5, C5.0) do not have the added interpretability that comes from

the falling constraint in falling rule lists: one may have to check many conditions in a

decision tree to determine whether an observation is in a high risk or high probability

subgroup { even if the decision tree has a small depth, it is possible that high risk subgroups

are in di�erent parts of the tree, so that one still has to check many conditions in order to

�nd high risk subgroups. In this sense, falling rule lists and softly falling rule lists are as

sparse as we need them to be, and they can provide valuable insight into data.

Code: The code for Algorithm FRL and Algorithm softFRL is available at

https://github.com/cfchen-duke/FRLOptimization
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Chapter 3

Predicate-based Interpretability:
Two-layer Additive Models

In many real-life applications, we want to learn a predictive model that explains its

decisions using predicates (i.e., decision factors). For example, when assessing the risk of

cardiovascular diseases, we want a model that can explain why a particular patient is at

high risk, using risk factors such as \high blood pressure" or \high blood sugar." At the

same time, we also want the model to respect our prior knowledge of how a particular

feature should be related to an outcome: in cardiovascular risk assessment, we expect our

model to assign higher risk to patients with higher blood pressure, because high blood

pressure generally increases the risk of cardiovascular diseases" [Kan96].

A two-layer additive risk model is a predicate-based interpretable model that is designed

to explain its decisions using risk factors and to preserve the monotonic relationship between

certain features and predicted risk. It resembles a traditional subscale model, where features

are partitioned into meaningful subgroups (calledsubscales), and the subgroup scores are
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later combined into a global model. Traditional subscale models are generally interpretable

because they are decomposable into meaningful components, and because these models are

usually linear with coe�cients whose sign is positive for risk factors. Our model preserves

these classical elements { it is decomposable into subscale models, and uses linear modeling

with positive coe�cients for risk factors, but inserts (interpretable) nonlinearities in several

places to make the model more 
exible and accurate. In particular, our model transforms

each original feature into a piecewise-constant risk-scoring function that monotonically

increases or decreases with respect to the original feature, if we constrain the risk-scoring

function to behave in such a way. These piecewise-constant risk-scoring functions are

combined within each subscale to form the subscale models in the �rst layer of our two-layer

additive model. In particular, each subscale model uses sigmoid nonlinearity to transform

the risk score computed from the sum of the risk-scoring functions whose underlying features

belong to the subscale. This has the e�ect of adding more perceptron-like 
exibility to

the model, but also makes the output of each subscale model more meaningful { we can

interpret each subscale model as a \mini-scoring model" that produces its own probability

of risk, based on a subset of related features. In the second layer, the subscale probabilities

are combined using a weighted sum and sent through the sigmoid function to produce the

�nal probability of risk.

In this chapter, I will present the two-layer additive risk model in the context of credit

risk prediction (i.e., risk of defaulting on a loan). The materials in this chapter were jointly
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developed with Kangcheng Lin, Cynthia Rudin, Yaron Shaposhnik, Sijia Wang, and Tong

Wang, and were presented at the NIPS 2018 Workshop on Challenges and Opportunities

for AI in Financial Services: the Impact of Fairness, Explainability, Accuracy, and Privacy

[CLR+ 18].

3.1 Related Work

Our two-layer additive risk model is a globally interpretable model. This means that the

entire reasoning process of our model is re
ected in the full computation of the model, and

can be easily explained to humans. In our credit risk application, we created an interactive

display that shows the full computation of a two-layer additive risk model from beginning

to end, without hiding any nonlinearities or computations from the user. Risk factors

are colored according to their contributions to the model. The form of our model lends

itself naturally to explaining predictions using risk factors, and understanding monotonicity

constraints, through the visualization.

Attempts to create globally interpretable models for �nancial, healthcare, or other high-

stakes applications use mainly standard machine learning approaches (e.g., decision trees

and support vector machines were used for bank direct marketing [MLC11, MCR14]). Most

of these standard methods cannot model the monotonic relationship between certain features

and predicted risk. There are some works on decision tree learning methods that enforce (or

improve) the monotonic relationship between features and outcome: these works either use
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pruning to remove subtrees that violate the monotonic relationship [BDSP89, BD92, FP03],

or they include a regularization term that penalizes potential violation of the monotonic

relationship in greedy splitting criteria [ BD95]. However, these methods either cannot

optimize the accuracy while enforcing the monotonic relationship at the same time, or

they cannot fully enforce the monotonic relationship. There are also works that �nd rule

lists [LRMM15 , WR15, ALSA + 17, CR18], but rules are not natural for datasets with many

real-valued features. On the other hand, additive scoring models are natural for real-valued

features and can easily preserve monotonicity between certain features and risk. In the past,

such models were often created by domain experts. For example, the CHADS2 score for

predicting the atrial �brillation stroke risk was created by a group of medical professionals

[GWS+ 01]. There are recent works that used machine learning techniques to create medical

scoring systems [UR16, UR17]. Our two-layer additive risk model di�ers from traditional

scoring models in that it partitions features into meaningful subgroups (calledsubscales)

and includes a second layer that introduces more nonlinearities. The resulting model is a

hybrid of additive scoring models and a small neural network, and is more expressive than

traditional scoring models.

There are a number of recent works in explainable credit risk modeling, including

[DGW18], [GCV+ 18], and [GHYB20]. In particular, Dash et al. [DGW18] used column

generation to e�ciently search over an exponential number of candidate conjunctive or

disjunctive clauses without the need for heuristic rule mining. Grath et al. [GCV+ 18]
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proposed positive counterfactuals and introduced several weighting strategies to generate

more understandable counterfactuals. Gomez et al. [GHYB20] created an interactive visual

analytics tool that generates counterfactual explanations to enhance the explainability of

machine learning models.

3.2 Two-layer Additive Risk Model and Its Visu-
alization

In this section, we present our two-layer additive risk model in the context of credit risk

prediction. We work with a dataset released by the Fair Isaac Corporation (FICO) in

2018 for the Explainable Machine Learning Challenge1. We usef (x i ; yi )gN
i =1 to denote the

data, where x i 2 RP is a vector of the features in the dataset. The labels are indicators of

defaulting on a loan: yi 2 f 0; 1g. Let P represent the set of features withjPj = P.

3.2.1 Model Design

The design of our two-layer additive risk model pursues interpretability by integrating

predicates (i.e., risk factors) into the model and enforcing monotonicity constraints on

certain features. Here we illustrate our design strategies.

First, to integrate predicates (i.e., risk factors) into the model, we discretize each feature

into intervals. To ensure that our model respect the monotonic relationship between any

given feature and predicted risk, we transform the feature intoone-sided intervals and

1 https://community.�co.com/s/explainable-machine-learning-challenge
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constrain the risk scores assigned to these one-sided intervals to be non-negative. More

concretely, for a monotonically decreasing featurex �;p, we create the following binary

features of one-sided intervals:

bp;1(x �;p) = 1[x �;p < � 1];

bp;2(x �;p) = 1[x �;p < � 2];

:::

bp;L p (x �;p) = 1[x �;p < � L p ];

bp;0(x �;p) = 1[x �;p is not missing];

where bp;0(x �;p) is a special indicator for non-missing values2, L p is the number of binary

features created for featurep (not counting the special indicators for non-missing values

and for missing values), and� 1; � 2; :::, and � L p satisfy

� 1 < � 2 < ::: < � L p :

To choose the proper thresholds� l for creating the binary features, we used heuristic

measures of \purity" of splitting the dataset by a speci�c candidate threshold and then

choose a threshold yielding the \purest" group. In particular, we used information gain,

which is a commonly used metric in classi�cation algorithms such as decision trees, to

measure how informative splitting at a particular threshold is to predicting a target variable.

We split the data repeatedly using a greedy approach, each time �nding a threshold� � that

2 We handle missing values by creating binary indicators to indicate that the values are missing.
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results in the largest information gain. Mathematically, this means that we set

� � = arg min
�

E(� );

where E(� ) is the entropy of splitting the subset of training data (that are currently being

split) at � :

E (� ) =
n1

n

�
�

n+
1

n1
log

n+
1

n1
�

n�
1

n1
log

n�
1

n1

�

+
n2

n

�
�

n+
2

n2
log

n+
2

n2
�

n�
2

n2
log

n�
2

n2

�
:

In the equation above,n is the number of training examples that are currently being split,

n1 (or n2) is the number of training examples that are currently being split and that satisfy

x �;p < � (or x �;p � � , respectively), n+
1 (or n�

1 ) is the number of positive (or negative,

respectively) training examples that are currently being split and that satisfy x �;p < � , and

n+
2 (or n�

2 ) is the number of positive (or negative, respectively) training examples that are

currently being split and that satisfy x �;p � � . In this way, our method has the 
exibility in

deciding where to \bump up" the risk score for each individual feature.

Note that all of the binary features bp;1(x �;p); bp;2(x �;p); :::; bp;L p (x �;p) created for the

monotonically decreasing featurex �;p use one-sided intervals. This choice was made because

assigning risk scores to these one-sided intervals is equivalent to a weighted sum of the

one-sided binary features, which yields amonotonic piecewise constant risk-scoring function

for the given feature if the risk scores for the one-sided intervals are non-negative. In other

words, by enforcing that the constraints that the coe�cients for bp;1(x �;p); bp;2(x �;p); :::, and

bp;L p (x �;p) must be non-negative, we shall guarantee a monotonically decreasing relationship
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between the original continuous featurex �;p and the predicted risk of default. To see this,

let f p denote the risk-scoring function for the featurex �;p. Note that

f p(x �;p) = � p;1bp;1(x �;p) + � p;2bp;2(x �;p) + ::: + � p;L p bp;L p (x �;p) + � p;0bp;0(x �;p)

can be equivalently written as

f p(x �;p) = ( � p;1 + � p;2 + ::: + � p;L p + � p;0)1[x �;p < � 1]

+( � p;2 + ::: + � p;L p + � p;0)1[� 1 � x �;p < � 2]

+ :::

+( � p;L p + � p;0)1[� L p � 1 � x �;p < � L p ] + � p;01[� L p � x �;p];

which can be displayed as a traditional scoring system (e.g., [UR16, Med18]). We show

a transformation like this in Figure 3.1 for the ExternalRiskEstimate feature, which is

monotonically decreasing with respect to credit risk.

If coe�cients � p;1; � p;2; :::, and � p;L p are nonnegative, it is easy to see that the risk-

scoring function f p for the feature x �;p is monotonically decreasing { note that we do not

need to enforce the non-negativity constraint on� p;0 to make f p monotonically decreasing.

If instead, we would like to constrain f p to be monotonically increasing, we reverse the

above one-sided inequalities \< " into \ � ". Of course, if a feature x �;p has no desired

monotonicity, we discretize the feature into two-sided intervals, create binary features of

the form bp;l (x �;p) = 1[� l � 1 � x �;p < � l ], and drop the non-negativity constraints on the

coe�cients (i.e., the assigned risk scores) for the intervals during training.
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Figure 3.1: \External Risk Estimate" feature.

If a person has an external risk estimate ofx = 33, the person will satisfy the intervals
x < 64, x < 71, x < 76, x < 81, andx < Inf. This means that the person will receive
0:782 + 0:748 + 0:595 + 0:768 + (� 1:094) = 1:799 points. � 7, � 8, and � 9 are special
values indicating that the feature value is missing, for three di�erent reasons.

The FICO dataset comes with three special values:� 7, � 8, and � 9, to denote that a

particular feature value is missing, for three di�erent reasons. For each featurex �;p, we also

created three special binary features:bp;� 7(x �;p) = 1[x �;p = � 7], bp;� 8(x �;p) = 1[x �;p = � 8],

and bp;� 9(x �;p) = 1[x �;p = � 9], and add the terms � p;� 7bp;� 7(x �;p) + � p;� 8bp;� 8(x �;p) +

� p;� 9bp;� 9(x �;p) to f p(x �;p), to handle the missing values.

Using domain knowledge obtained from the data description, we partition the features

P into di�erent subsets called subscales:

P = [ K
k=1 P [k];

where P [k] is a subset of features assigned to thek-th subscale. In our experiments on the

FICO dataset, we created 10 subscales, each containing one to four original features that
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are related to each other. For each subscale, we build a mini-scoring model for predicting

the probability of failure to repay a loan, using only the features designated for the subscale.

Mathematically, each subscale model predicts a probability of default, denoted byr [k] for

the k-th subscale, as follows:

r [k](x) = �

0

@bk +
X

p2P [k ]

f p(x �;p)

1

A

= �

0

@bk +
X

p2P [k ]

X

l2f� 7;� 8;� 9;0;1;:::;L p g

� p;l bp;l (x �;p)

1

A ;

where � (�) represents the logistic sigmoid function,bk is the bias term for the k-th subscale.

Note that the equation above can be viewed as a scoring model that assigns� p;l points

to the binary condition bp;l (x �;p), for features x �;p that are assigned to thek-th subscale.

Alternatively, we can view the equation as a scoring model that assigns risk scores according

to the risk-scoring functions f p, for each original featurex �;p belonging to the k-th subscale

Finally, the subscale probabilities are combined using a weighted sum and nonlinearly

transformed into a �nal probability, denoted by r , of failure to repay a loan:

r (x) = �

 

b+
KX

k=1

� k r [k](x)

!

;

where b is the bias term and � k is the coe�cient for the probability predicted by the k-th

subscale. The contribution of thek-th subscale to the �nal prediction can be easily observed

by its weighted subscale probability � k r [k](x).

Our model is called a \two-layer additive risk model" because we view the subscale

models as the �rst layer that transforms input into subscale probabilities, and view the
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transformation of subscale probabilities into a �nal predicted probability as the second

layer. Conceptually, our two-layer additive risk model has a form of a small (two-layer)

neural network. However, it di�ers from a regular neural network in multiple ways: unlike

our model, a regular neural network does not partition features into meaningful subgroups;

neither does it transform the original features into monotonic piecewise-constant risk-scoring

functions.

3.2.2 Training the Model

The simplest way to train coe�cients � [k] = f � p;l for p 2 P [k]; l 2 [0; L p]g is to treat each

subscaler [k] as an independent logistic regression model with thef yi gN
i =1 being the target

variables, using regularization (e.g.,̀ 2) to prevent over�tting, and non-negativity constraints

on the coe�cients to enforce monotonicity. Mathematically, we minimize the (regularized)

logistic loss of thek-th subscale subject to non-negativity constraints, to train the k-th

subscale:

min
bk ;� [k ]

1
N

NX

i =1

L(r [k](x i ); yi ) + k� [k]k2
2

subject to

� p;l � 0 for all monotonic featuresx �;p and l 2 f 1; :::; L pg:

L denotes the logistic loss function:L (ŷ; y) = � y log ŷ � (1 � y) log ŷ. After we have trained

all the subscales, we train the �nal model similarly, by minimizing the (regularized) logistic
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loss of the �nal model subject to non-negativity constraints:

min
b;� 1 ;:::;� K

1
N

NX

i =1

L(r (x i ); yi ) +
KX

k=1

� 2
k subject to � k � 0 for all k 2 f 1; :::; K g:

We enforce the non-negativity constraints on the� k 's, so that the �nal risk probability

monotonically increases with each subscale probability. After we have trained the subscales

and the �nal model separately, it is possible to �ne-tune the subscales and the �nal

model jointly, using (stochastic) gradient descent with a small learning rate (so that the

non-negativity constraints will not be violated).

3.2.3 Model Visualization and Accuracy

An image of the full model is shown in Figure 3.2, where the colors indicate the �nal

contribution to the combined score. Red indicates more likely to default on the loan.

The 23 feature values can be entered on the left, and clicking on any of the ten subscales

(in the second colored layer) reveals a pop-up window with the calculation, as shown in

Figure 3.3 for two subscales. The �nal combination of features is shown in Figure 3.2 (right

panel). Figure 3.4 shows that our global model does not lose accuracy over other machine

learning techniques, despite being constrained to be interpretable. The accuracy results

were obtained by averaging test accuracy �gures of �ve random 80% : 20% training-test

splits. Our �nal model (for visualization purposes) was trained on the entire dataset.
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Figure 3.2: Visualization of two-layer additive risk model.

Left : Snapshot of visualization tool showing the two-layer additive risk model. Colors
indicate contribution to the �nal score. The 23 feature values are entered on the left.
Right: Final combined risk score.

3.2.4 Explaining Predictions Using Risk Factors

Our two-layer additive risk model comes naturally with a way to identify a list of factors

that contribute most heavily to the �nal prediction. Table 3.1 shows a list of four factors

that are important for predicting observation \Demo 1" to have 95 :2% risk of default (i.e.,

bad risk performance).

To identify the factors, we �rst identify the most important two subscales and then the
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Figure 3.3: The \External Risk Estimate" and \Delinquency" subscales.

Left : The transformation of points into a risk estimate, which is 81.9% for this person.
The risk estimate for the subscale is meaningful as its own \mini-model" of risk,
based only on the ExternalRiskEstimate feature.Right: A di�erent subscale, which
uses multiple features.

most important factors within each subscale. The importance of each subscale in the �nal

model is determined by its weighted score, which is the product of the subscale's output

and its coe�cient { the larger the product, the larger the contribution of the term in the

�nal risk.

For example, for \Demo 1", the two most important subscales are Delinquency (with

points of 1.973) and TradeOpenTime (with points of 1.947). Then, within each of the
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Figure 3.4: Accuracy compared to other common machine learning models.

Table 3.1: Most important risk factors for observation \Demo 1".

Most important contributing factors
1 MaxDelq2PublicRecLast12M is 6 or less

(from the most important subscale, Delinquency)
2 PercentTradesNeverDelq is 95 or less

(from the most important subscale, Delinquency)
3 AverageMInFile is 48 or less

(from the second most important subscale, TradeOpenTime)
4 AverageMInFile is 69 or less

(from the second most important subscale, TradeOpenTime)

two subscales, we �nd two factors that contribute the most to that particular subscale's

risk score. The two most important factors for each subscale are determined likewise by

the product of the coe�cient of each binary feature and the value of the binary feature

itself. We �nally output those binary features and their corresponding values as the most

important contributing factors to the prediction made by our model.
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The factors are grouped by subscales and are displayed in decreasing order of importance

(within each important subscale) to the global model's predictions.

3.3 Discussion

In this chapter, we presented the two-layer additive risk model, and applied it to credit risk

modeling. The novel elements of the work are (i) the form of the two-layer additive risk

model, which lends naturally to sparsity, decomposability, monotonic relationship, and easy

explainability using risk factors, (ii) the interactive visualization tool for the model, and

(iii) the application to �nance, indicating that black boxes may not be necessary in the case

of credit-risk assessment.

Link: Our interactive display can be found here:

http://dukedatasciencefico.cs.duke.edu
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Chapter 4

Case-based Interpretability:
This Looks Like That

How would you describe why the image in Figure 4.1 looks like a clay colored sparrow?

Perhaps the bird's head and wing bars look like those of a prototypical clay colored sparrow.

When we describe how we classify images, we might compare images or image parts with

prototypical cases from a given class. This method of reasoning is commonly used in

di�cult identi�cation tasks: e.g., radiologists compare suspected tumors in X-ray scans

with prototypical tumor images for diagnosis of cancer [HBSP05]. The question is whether

we can ask a machine learning model to imitate this way of thinking, and to explain its

reasoning process in a human-understandable way.

Existing predicate-based interpretable methods (e.g., decision trees, decision lists) are

often insu�cient for handling high-dimensional complex data such as images, particularly

because the dimensions (the pixel values) themselves do not mean much to human beings.

The complexity of image data calls for a new form of interpretability. The goal of this
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Figure 4.1: How parts of a clay colored sparrow look like some prototypical parts.

chapter is to de�ne a form of case-based interpretability{ this looks like that { for image

recognition, that agrees with the way humans describe their own thinking in classi�cation

tasks.

In this chapter, we present two deep network architectures {prototype network (Proto-

typeNet) and prototypical part network (ProtoPNet), that accommodate this de�nition of

interpretability, where comparison of entire images or image parts to learned prototypes

is integral to the way our networks reason about new examples. PrototypeNet will be

presented in Section 4.2, in the context of handwritten digit recognition. ProtoPNet will

be presented in Section 4.3, in the context of bird species identi�cation. The materials

in Section 4.2 were jointly developed with Oscar Li, Hao Liu, and Cynthia Rudin, and

were presented at the 32nd AAAI Conference on Arti�cial Intelligence (AAAI 2018) and

have been published in theProceedings of the Thirty-Second AAAI Conference on Arti�cial

Intelligence [LLCR18]. The materials in other sections were jointly developed with Oscar

Li, Chaofan Tao, Alina Jade Barnett, Jonathan Su, and Cynthia Rudin, and were presented
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at the 33rd Conference on Neural Information Processing Systems (NeurIPS 2019) and have

been published in theAdvances in Neural Information Processing Systems 32[CLT + 19].

4.1 Related Work

Our work in case-based interpretable computer vision relates to (but contrasts with) those

that perform posthoc interpretability analysis for a trained convolutional neural network

(CNN). In posthoc analysis, one interprets a trained CNN by �tting explanations to how

it performs classi�cation. Examples of posthoc analysis techniques include activation

maximization [EBCV09, Hin12, LGRN09, vdOKK16 , NDY + 16, SVZ14, YCFL15], decon-

volution [ZF14], and saliency visualization [SVZ14, STY17, STK+ 17, SCD+ 17]. All of

these posthoc visualization methods do not explain the reasoning process of how a network

actually makes its decisions. In contrast, our PrototypeNet and ProtoPNet have built-in

case-based reasoning processes, and the explanations generated by our networks are actually

used during classi�cation and are not created posthoc.

Our work relates closely to works that build attention-based interpretability into

CNNs. These models aim to expose the parts of an input the network focuses on when

making decisions. Examples of attention models include class activation maps [ZKL + 16]

and various part-based models (e.g., [ZFML17, ZDGD14, HXTZ16, ZSBT18, UVDSGS13,

GDDM14, Gir15, RHGS15, SR15, XXY + 15, FZM17]; see Table 4.3). All of these works

build interpretability into neural networks by learning which parts of an input image are
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important for classifying the image. Our PrototypeNet does not use attention to explain its

predictions: it explains its predictions based on similarity to prototypical cases, rather than

highlighting the most relevant parts of the input. Our ProtoPNet, on the other hand, uses

both attention and similarity to prototypical cases to explain its predictions: it is not only

able to expose the parts of the input it is looking at, but also point us to prototypical cases

similar to those parts. Section 4.3.5 provides a comparison between attention-based models

and our ProtoPNet.

Recently there have also been attempts to quantify the interpretability of visual rep-

resentations in a CNN, by measuring the overlap between highly activated image regions

and labeled visual concepts [BZK + 17, ZWZ18]. However, to quantitatively measure the

interpretability of a convolutional unit in a network requires �ne-grained labeling for a

signi�cantly large dataset speci�c to the purpose of the network. The existing Broden

dataset for scene/object classi�cation networks [BZK + 17] is not well-suited to measure the

unit interpretability of a network trained for �ne-grained classi�cation (which is our main

application), because the concepts detected by that network may not be present in the

Broden dataset. Hence, in our work, we do not focus on quantifying unit interpretability of

our network, but instead look at the reasoning processof our network which is qualitatively

similar to that of humans.

Our work uses generalized convolution [GS19, NGSAT17] by including a prototype layer

that computes squaredL 2 distance instead of conventional inner product. In PrototypeNet,
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a decoder is used to visualize prototypes. In ProtoPNet, we propose to constrain each

prototype �lter to be identical to some latent training patch. This added constraint allows

us to interpret the prototype �lters as visualizable prototypical image parts and also

necessitates a novel training procedure.

Our work relates closely to other case-based classi�cation techniques usingk-nearest

neighbors [WS09, SH07, PM18] or prototypes [PMDS03, BT11, WT17], and very closely,

to the Bayesian Case Model [KRS14]. It relates to traditional \bag-of-visual-words" models

used in image recognition [LSP06, FFP05, JNY07, SZ03, NS06]. These models (like our

ProtoPNet) also learn a set of prototypical parts for comparison with an unseen image.

However, the feature extraction in these models is performed by Scale Invariant Feature

Transform (SIFT) [ Low99], and the learning of prototypical patches (\visual words") is done

separately from the feature extraction (and the learning of the �nal classi�er). In contrast,

our ProtoPNet uses a specialized neural network architecture for feature extraction and

prototype learning, and can be trained in an end-to-end fashion. Our work also relates

to works (e.g., [BVHBP14, LSLJ15]) that identify a set of prototypes for pose alignment.

However, their prototypes are templates for warping images and similarity with these

prototypes does not provide an explanation for why an image is classi�ed in a certain way.

Ming et al. [MXQR19] recently used the concepts in our work to develop prototype learning

in recurrent neural networks for modeling sequential data.
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4.2 Prototype Network (PrototypeNet): Written
Digit Recognition

In this section, we introduce the architecture and the training objective of our PrototypeNet,

and provide a detailed walk-through of how our network classi�es an image of a handwritten

digit and explains its prediction. We trained and evaluated our network on the MNIST

dataset [LBBH98] of handwritten digits. The MNIST dataset is a benchmark dataset

of gray-scale images of segmented and centered handwritten digits [LBBH98]. In our

experiments, we used 55,000 training examples, 5,000 validation examples, and 10,000

testing examples, where every image is of size 28� 28 pixels. We pre-process the images so

that every pixel value is in [0; 1].

4.2.1 PrototypeNet Architecture

Figure 4.2: PrototypeNet architecture.

Let D = f (x i ; yi )gn
i =1 be the training dataset with x i 2 Rp and yi 2 f 1; :::; K g for each
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i 2 f 1; :::; ng. Our model architecture consists of two components: an autoencoder (including

an encoder,f : Rp ! Rq, and a decoder,g : Rq ! Rp) and a prototype classi�cation

network h : Rq ! RK , illustrated in Figure 4.2. The network uses the autoencoder to reduce

the dimensionality of the input and to learn useful features for prediction; then it uses the

encoded input to produce a probability distribution over the K classes through the prototype

classi�cation network h. The network h is made up of three layers: a prototype layer,

p : Rq ! Rm , a fully-connected layer w : Rm ! RK , and a softmax layer, s : RK ! RK .

The network learns m prototype vectors p1; :::; pm 2 Rq (each corresponds to aprototype

unit in the architecture) in the latent space. The prototype layer p computes the squared

L 2 distance between the encoded inputz = f (x i ) and each of the prototype vectors:

p(z) =
h
kz � p1k2

2; kz � p2k2
2; ::: kz � pm k2

2

i >
: (4.1)

In Figure 4.2, the prototype unit corresponding top j executes the computationkz � p j k2
2.

The fully-connected layer w computes weighted sums of these distancesWp(z), where W is

a K � m weight matrix. These weighted sums are then normalized by the softmax layers

to output a probability distribution over the K classes. Thek-th component of the output

of the softmax layer s is de�ned by

s(v )k =
exp(vk )

P K
k0=1 exp(vk0)

(4.2)

where vk is the k-th component of the vector v = Wp(z) 2 RK .

During prediction, the model outputs the class that it thinks is the most probable. In

essence, our classi�cation algorithm is distance-based on the low-dimensional learned feature
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space. A special case is when we use one prototype for every class (letm = K ) and set the

weight matrix of the fully-connected layer to the negative identity matrix, W = � I K � K

(i.e. W is not learned during training). Then the data will be predicted to be in the same

class as the nearest prototype in the latent space. More realistically, we typically do not

know how many prototypes should be assigned to each class, and we may want a di�erent

number of prototypes from the number of classes, i.e.,m 6= K . In this case, we allowW to

be learned by the network, and, as a result, the distances to all the prototype vectors will

contribute to the probability prediction for each class.

This network architecture has at least three advantages. First, unlike traditional case-

based learning methods, the new method automatically learns useful features. For image

datasets, which have dimensions equal to the number of pixels, if we perform classi�cation

using the original input space or use hand-crafted feature spaces, the methods tend to

perform poorly (e.g., k-nearest neighbors). Second, because the prototype vectors live in

the same space as the encoded inputs, we can feed these vectors into the decoder and

visualize the learned prototypes throughout the training process. This property, coupled

with the case-based reasoning nature of the prototype classi�cation networkh, gives users

the ability to interpret how the network reaches its predictions and visualize the prototype

learning process withoutposthocanalysis. Third, when we allow the weight matrix W to

be learnable, we are able to tell from the strengths of the learned weight connections which

prototypes are more representative of which class.
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Architecture Details for Experiments on MNIST

Hinton and Salakhutdinov [HS06] showed that a multilayer fully connected autoencoder

network can achieve good reconstruction on MNIST even when using a very low dimensional

latent space. The autoencoder in our experiments on MNIST is a multilayer convolutional

autoencoder with a symmetric architecture for the encoder and decoder to be our model's

autoencoder; convolutional autoencoders are generally used to reduce dimensionality of im-

age data and to learn useful hierarchical features for producing state-of-the-art classi�cation

results. Each convolutional layer consists of a convolution operation followed by a pointwise

nonlinearity. We achieve down-sampling in the encoder through strided convolution, and

use strided deconvolution in the corresponding layer of the decoder. After passing the

original image through the encoder, the network 
attens the output of the encoder, which

is a series of feature maps, into a code vector and feeds it into the prototype layer. The

resulting un
attened feature maps are fed into the decoder to reconstruct the original image.

To visualize a prototype vector in the pixel space, we �rst reshape the vector to be in the

same shape as the encoder output and then feed the reshaped vector (now a series of feature

maps) into the decoder.

The autoencoder in our experiments has four convolutional layers in the encoder, and

four deconvolutional layers in the decoder. All four convolutional layers in the encoder

use kernels of size 3� 3, same zero padding, and stride of size 2 in the convolution stage.

The �lters in the corresponding layers in the encoder and decoder are not constrained to
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be transposes of each other. Each of the outputs of the �rst three layers has 32 feature

maps, while the last layer has 10. Given an input image of dimension 28� 28 � 1, the

shape of the encoder layers are thus: 14� 14� 32; 7� 7 � 32; 4� 4 � 32; 2� 2 � 10, and

therefore the network compresses every 784-dimensional image input to a 40-dimensional

code vector (2� 2� 10). Every layer uses the sigmoid function� (x) = 1
1+ e� x as the nonlinear

transformation. We speci�cally use the sigmoid function in the last encoder layer so that

the output of the encoder is restricted to the unit hypercube (0; 1)40. This allows us to

initialize 15 prototype vectors uniformly at random in that hypercube. We do not use the

recti�ed linear unit (ReLU { [ KSH12]) in the last encoder layer because using it would make

it more di�cult to initialize the prototype vectors, as initial states throughout R� 0
40 would

need to be explored, and the network would take longer to stabilize. We also speci�cally

choose the sigmoid function for the last decoder layer to make the range of pixel values in

the reconstructed output (0; 1), roughly the same as the preprocessed image's pixel range.

4.2.2 Training Objective

The objective (i.e., cost function) for training a PrototypeNet re
ects the needs for both

accuracy and interpretability. In addition to the classi�cation error, there is a (standard)

term that penalizes the reconstruction error of the autoencoder. There are two new error

terms that encourage the learned prototype vectors to correspond to meaningful points in

the input space; in our case studies, these points are realistic images. All four terms are

described mathematically below.
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We use the standard cross-entropy loss for penalizing the misclassi�cation. The cross-

entropy loss on the training data D is denoted by E, and is given by

E(h � f; D ) =
1
n

nX

i =1

KX

k=1

� 1[yi = k] log((h � f )k (x i )) (4.3)

where (h � f )k is the k-th component of (h � f ). We use the squaredL 2 distance between

the original and reconstructed input for penalizing the autoencoder's reconstruction error.

The reconstruction loss, denoted byR, on the training data D is given by

R(g � f; D ) =
1
n

nX

i =1

k(g � f )(x i ) � x i k2
2: (4.4)

The two interpretability regularization terms are formulated as follows:

R1(p1; :::; pm ; D ) =
1
m

mX

j =1

min
i 2 [1;n]

kp j � f (x i )k2
2; (4.5)

R2(p1; :::; pm ; D ) =
1
n

nX

i =1

min
j 2 [1;m]

kf (x i ) � p j k2
2: (4.6)

Here both terms are averages of minimum squared distances. The minimization ofR1

would require each prototype vector to be as close as possible to at least one of the training

examples in the latent space. As long as we choose the decoder network to be a continuous

function, we should expect two very close vectors in the latent space to be decoded to

similar-looking images. Thus, R1 will push the prototype vectors to have meaningful

decodings in the pixel space. The minimization ofR2 would require every encoded training

example to be as close as possible to one of the prototype vectors. This means thatR2 will

cluster the training examples around prototypes in the latent space. We notice here that
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although R1 and R2 involve a minimization function that is not di�erentiable everywhere,

these terms are di�erentiable almost everywhere and many modern deep learning libraries

support this type of di�erentiation. Ideally, R1 would take the minimum distance over

the entire training set for every prototype; therefore, the gradient computation would

grow linearly with the size of the training set. However, this would be impractical during

optimization for a large dataset. To address this problem, we relax the minimization to be

over only the random minibatch used by the Stochastic Gradient Descent (SGD) algorithm.

For the other three terms, since each of them is a summation over the entire training set, it

is natural to apply SGD to randomly selected batches for gradient computation.

Putting everything together, the cost function, denoted by L , on the training data D

with which we train our network ( f; g; h ), is given by

L(( f; g; h ); D ) = E(h � f; D ) + �R (g � f; D )

+ � 1R1(p1; :::; pm ; D ) + � 2R2(p1; :::; pm ; D );

(4.7)

where � , � 1, and � 2 are real-valued hyperparameters that adjust the ratios between the

terms.

Training Details for Experiments on MNIST

We set all the hyperparameters� , � 1, � 2 to 0.05 and the learning rate to 0.0001. We

minimize (4.7) as a whole: we do not employ a greedy layer-wise optimization for di�erent

layers of the autoencoder nor do we �rst train the autoencoder and then the prototype

classi�cation network.
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Our goal in this work is not just to obtain reasonable accuracy, but also interpretability.

We use only a few of the general techniques for improving performance in neural networks,

and it is possible that using more techniques would improve accuracy. In particular, we

use the data augmentation techniqueelastic deformation [SSP03] to improve prediction

accuracy and reduce potential over�tting. The set of all elastic deformations is a superset

of a�ne transformations. For every mini-batch of size 250 that we randomly sampled from

the training set, we apply a random elastic distortion where a Gaussian �lter of standard

deviation equal to 4 and a scaling factor of 20 are used for the displacement �eld. Due to

the randomness in the data augmentation process, the network sees a slightly di�erent set

of images during every epoch, which signi�cantly reduces over�tting.

4.2.3 Experimental Results on Handwritten Digit Classi�ca-
tion

In this section, we present the experimental results of training the PrototypeNet on the

MNIST dataset. We �rst visualize the learned prototypes and the weight matrix W , then

provide a detailed walk-through of how a speci�c image is classi�ed, and �nally compare

the performance of our network model with other non-interpretible neural networks.

Visualization of Learned Prototypes and Weight Matrix

Let us �rst discuss the quality of the autoencoder, because good performance of the

autoencoder will allow us to interpret the prototypes. After training, our network's
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autoencoder achieved an average squaredL 2 reconstruction error of 4.22 over the undeformed

training set, where examples are shown in Figure 4.3. This reconstruction result assures us

that the decoder can faithfully map the prototype vectors to the pixel space.

Figure 4.3: Reconstruction quality.

First row : Some random images from the training set.Second row: Reconstructions
of the same images.

Figure 4.4: Prototype visualization: 15 learned prototypes visualized in pixel space.

We visualize the learned prototype vectors in Figure 4.4, by sending them through the

decoder. The decoded prototype images are sharp-looking and mostly resemble real-life

handwritten digits, owing to the interpretability terms R1 and R2 in the cost function. Note

that there is not a one-to-one correspondence between classes and prototypes. Since we

multiply the output of the prototype layer by a learnable weight matrix prior to feeding

it into the softmax layer, the distances from an encoded image to each prototype have

di�ering e�ects on the predicted class probabilities.
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Table 4.1: Weight matrix between prototype layer and fully-connected layer.

Each row represents a prototype node whose decoded image is shown in the �rst
column. Each column represents a digit class. The most negative weight is shaded for
each prototype. In general, for each prototype, its most negative weight is towards
its visual class except for the prototype in the last row.

0 1 2 3 4 5 6 7 8 9

-0.07 7.77 1.81 0.66 4.01 2.08 3.11 4.10 -20.45 -2.34

2.84 3.29 1.16 1.80 -1.05 4.36 4.40 -0.71 0.97 -18.10

-25.66 4.32 -0.23 6.16 1.60 0.94 1.82 1.56 3.98 -1.77

-1.22 1.64 3.64 4.04 0.82 0.16 2.44 -22.36 4.04 1.78

2.72 -0.27 -0.49 -12.00 2.25 -3.14 2.49 3.96 5.72 -1.62

-5.52 1.42 2.36 1.48 0.16 0.43 -11.12 2.41 1.43 1.25

4.77 2.02 2.21 -13.64 3.52 -1.32 3.01 0.18 -0.56 -1.49

0.52 -24.16 2.15 2.63 -0.09 2.25 0.71 0.59 3.06 2.00

0.56 -1.28 1.83 -0.53 -0.98 -0.97 -10.56 4.27 1.35 4.04

-0.18 1.68 0.88 2.60 -0.11 -3.29 -11.20 2.76 0.52 0.75

5.98 0.64 4.77 -1.43 3.13 -17.53 1.17 1.08 -2.27 0.78

1.53 -5.63 -8.78 0.10 1.56 3.08 0.43 -0.36 1.69 3.49

1.71 1.49 -13.31 -0.69 -0.38 4.55 1.72 1.59 3.18 2.19

5.06 -0.03 0.96 4.35 -21.75 4.25 1.42 -1.27 1.64 0.78

-1.31 -0.62 -2.69 0.96 2.36 2.83 2.76 -4.82 -4.14 4.95

We now look at the transposed weight matrix connecting the prototype layer to the

softmax layer, shown in Table 4.1, to see the in
uence of the distance to each prototype on

every class. We observe that each decoded prototype is visually similar to an image of a

class for which the corresponding entry in the weight matrix has a signi�cantly negative

value. We will call the class to which a decoded prototype is visually similar thevisual class

of the prototype.

The reason for such a signi�cantly negative value can be understood as follows. The

prototype layer is computing the dissimilarity between an input image and a prototype

through the squared L 2 distance between their representations in the latent space. Given
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an imagex i and a prototype p j , if x i does not belong to the visual class ofp j , then the

distance betweenf (x i ) and p j will be large, so that when kp j � f (x i )k2
2 is multiplied by

the highly negative weight connection between the prototypep j and its visual class, the

product will also be highly negative and will therefore signi�cantly reduce the activation of

the visual class ofp j . As a result, the imagex i will likely not be classi�ed into the visual

class ofp j . Conversely, if x i belongs to the visual class ofp j , then when the small squared

distance kp j � f (x i )k2
2 is multiplied by the highly negative weight connection betweenp j

and its visual class, the product will not decrease the activation ofp j 's visual class too much.

In the end, the activations of every class thatx i does not belong to will be signi�cantly

reduced because of some non-similar prototype, leaving only the activation ofx i 's actual

class comparatively large. Therefore,x i is correctly classi�ed in general.

An interesting prototype learned by the network is the last prototype in Table 4.1. It is

visually similar to an image of class 2; however, it has strong negative weight connections

with class 7 and class 8 as well. Therefore, we can think of this prototype as being shared

by these three classes, which means that an encoded input image that is far away from this

prototype in latent space would be unlikely to be an image of 7, 8, or 2. This should not

be too surprising: if we look at this decoded prototype image carefully, we can see that if

we hide the tail of the digit, it would look like an image of 7; if we connect the upper-left

endpoint with the lower-right endpoint, it would look like an image of 8.

Let us now look at the learned prototypes in Figure 4.4. The three prototypes for class
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6 seem to represent di�erent writing habits in terms of what the loop and angle of \6"

looks like. The �rst and third 6's have their loops end at the bottom while the second 6's

loop ends more on the side. The 2's show similar variation. As for the two 3's, the two

prototypes correspond to di�erent curvatures.

Reasoning Process of PrototypeNet

Let us look into the model as it produces a prediction for a speci�c image of digit 6, shown

on the left of Table 4.2. The distances computed by the prototype layer between the

encoded input image and each of the prototypes are shown below the decoded prototypes in

Table 4.2, and the three smallest distances correspond to the three prototypes that resemble

6 after decoding. We observe here that these three distances are quite di�erent, and the

encoded input image is signi�cantly closer to the third \6" prototype than the other two.

This indicates that our model is indeed capturing the subtle di�erences within the same

class.

After the prototype layer computes the 15-dimensional vector of distances shown in Table

4.2, it is multiplied by the weight matrix in Table 4.1, and the output is the unnormalized

probability vector used as the logit for the softmax layer. The predicted probability of class

6 for this speci�c image is 99.99%.
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Table 4.2: Distances between a test image 6 and every prototype in the latent space.

0.98 1.47 0.70 1.55 1.49

0.29 1.69 1.02 0.41 0.15

0.88 1.40 1.45 1.28 1.28

Comparison with Non-interpretible Neural Networks

After training for 1500 epochs, our model achieved a classi�cation accuracy of 99.53% on

the standard MNIST training set and 99.22% on the standard MNIST test set.

To examine how the two key elements of our interpretable network (the autoencoder

and prototype layer) a�ect predictive power, we performed a type of ablation study. In

particular, we trained two classi�cation networks that are similar to ours, but removed

some key pieces in both of the networks. The �rst network substitutes the prototype layer

with a fully-connected layer whose output is a 15-dimensional vector, the same dimension

as the output from the prototype layer; the second network also removes the decoder and

changes the nonlinearity to ReLU. The second network is just a regular convolutional neural

network that has similar architectural complexity to LeNet 5 [ LBBH98]. After training

both networks using elastic deformation for 1500 epochs, we obtained test accuracies of

99.24% and 99.23% respectively. These test accuracies, along with the test accuracy of

99.2% reported by [LBBH98], are comparable to the test accuracy of 99.22% obtained

using our interpretable network. This result demonstrates that changing from a traditional
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convolutional neural network to our interpretable network architecture does not hinder the

predictive ability of the network (at least not in this case).

In general, it is not always true that accuracy needs to be sacri�ced to obtain inter-

pretability; there could be many models that are almost equally accurate. The extra

terms in the cost function (and changes in architecture) encourage the model to be more

interpretable among the set of approximately equally accurate models.

4.3 Prototypical Part Network (ProtoPNet): Bird
Species Identi�cation

It is certainly great to have the ability to classify a handwritten digit based on its similarity

with how that digit is typically written. The question is: can we apply (or extend) our

PrototypeNet, so that it can handle more complex images { for example, natural images

with various backgrounds? It turns out that, when we train a PrototypeNet on datasets

of natural images, the decoder of the PrototypeNet generally fails to produce realistic

prototype images. Moreover, since the prototypes in a PrototypeNet represent entire

images, we cannot use a PrototypeNet to perform �ne-grained comparisons between parts

of images. In addition, we have no control over the class identities of the prototypes in a

PrototypeNet, which means that a trained PrototypeNet may not have any prototype for a

particular class (this happens frequently when we have a large number of classes).

The limitations of our PrototypeNet prompt us to look for a new model architecture,

one that can handle the classi�cation of natural images while retaining the case-based
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interpretability of our PrototypeNet. We call this new model architecture a prototypical

part network, or ProtoPNet. Our ProtoPNet does not require a decoder for prototype

visualization. Every prototype is the latent representation of some training image patch,

which naturally and faithfully becomes the prototype's visualization. The removal of the

decoder also facilitates the training of our network, leading to better explanations and

better accuracy. Unlike a PrototypeNet, whose prototypes represent entire images, our

ProtoPNet's prototypes can have much smaller spatial dimensions and representprototypical

parts of images. This allows for more �ne-grained comparisons because di�erent parts of

an image can now be compared to di�erent prototypes. In ProtoPNet, we also allocate a

pre-determined number of prototypes for each class, so that every class will be represented

by some prototypes in the �nal model.

In this section, we present the architecture and the training procedure of our ProtoPNet

in the context of bird species identi�cation, and provide a detailed walk-through of how our

network classi�es a new bird image and explains its prediction. We trained and evaluated

our network on the CUB-200-2011 dataset [WBW + 11] of 200 bird species. Since the dataset

has only about 30 images per class, we performed o�ine data augmentation using random

rotation, skew, shear, distortion, and left-right 
ip to enlarge the training set, so that each

class has approximately 1200 training images. We trained ProtoPNets on the training

images that have been cropped using the bounding boxes provided with the dataset.
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Figure 4.5: ProtoPNet architecture.

4.3.1 ProtoPNet Architecture

Figure 4.5 gives an overview of the architecture of our ProtoPNet. Our network consists of a

regular convolutional neural network f , whose parameters are collectively denoted bywconv,

followed by a prototype layer gp and a fully connected layerh with weight matrix wh and no

bias. For the regular convolutional network f , our model use the convolutional layers from

models such as VGG-16, VGG-19 [SZ15], ResNet-34, ResNet-152 [HZRS16], DenseNet-121,

or DenseNet-161 [HLvdMW17 ] (initialized with �lters pretrained on ImageNet [ DDS+ 09]),

followed by two additional 1 � 1 convolutional layers (initialized using Kaiming uniform

initialization [ HZRS15]) in our experiments. We use ReLU as the activation function for all

convolutional layers except the last for which we use the sigmoid activation function.

Given an input image x (such as the clay colored sparrow in Figure 4.5), the convolutional

layers of our model extract useful featuresf (x) to use for prediction. Let H � W � D be

the shape of the convolutional output f (x). For the bird dataset with input images resized

to 224� 224� 3, the spatial dimension of the convolutional output is H = W = 7, and the
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number of output channelsD in the additional convolutional layers is chosen from three

possible values: 128, 256, 512, using cross validation. The network learnsm prototypes

P = f p j gm
j =1 , whose shape isH1 � W1 � D with H1 � H and W1 � W . In our experiments,

we usedH1 = W1 = 1. Since the depth of each prototype is the same as that of the

convolutional output but the height and the width of each prototype is smaller than those of

the whole convolutional output, each prototype will be used to represent some prototypical

activation pattern in a patch of the convolutional output, which in turn will correspond

to some prototypical image patch in the original pixel space. Hence, each prototypep j

can be understood as the latent representation of some prototypicalpart of some bird

image in this case study. As a schematic illustration, the �rst prototype p1 in Figure 4.5

corresponds to the head of a clay colored sparrow, and the second prototypep2 the head of

a Brewer's sparrow. Given a convolutional output z = f (x), the j -th prototype unit gp j

in the prototype layer gp computes the squaredL 2 distances between thej -th prototype

p j and all patches of z that have the same shape asp j , and inverts the distances into

similarity scores. The result is an activation map of similarity scores whose value indicates

how strong a prototypical part is present in the image. This activation map preserves the

spatial relation of the convolutional output, and can be upsampled to the size of the input

image to produce a heat map that identi�es which part of the input image is most similar to

the learned prototype. The activation map of similarity scores produced by each prototype

unit gp j is then reduced using global max pooling to a single similarity score, which can
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be understood as how strongly a prototypical part is present insome patch of the input

image. In Figure 4.5, the similarity score between the �rst prototype p1, a clay colored

sparrow head prototype, and the most activated (upper-right) patch of the input image

of a clay colored sparrow is 3:954, and the similarity score between the second prototype

p2, a Brewer's sparrow head prototype, and the most activated patch of the input image

is 1:447. This shows that our model �nds that the head of a clay colored sparrow has a

stronger presence than that of a Brewer's sparrow in the input image. Mathematically, the

prototype unit gp j computes

gp j (z) = max
~z2 patches(z)

log
�
(k~z � p j k2

2 + 1) =(k~z � p j k2
2 + � )

�
:

The function gp j is monotonically decreasingwith respect to k~z � p j k2 (if ~z is the closest

latent patch to p j ). Hence, if the output of the j -th prototype unit gp j is large, then there

is a patch in the convolutional output that is (in 2-norm) very close to the j -th prototype

in the latent space, and this in turn means that there is a patch in the input image that

has a similar concept to what the j -th prototype represents.

In our ProtoPNet, we allocate a pre-determined number of prototypesmk for each class

k 2 f 1; :::; K g (10 per class in our experiments), so that every class will be represented

by some prototypes in the �nal model. Let P k � P be the subset of prototypes that are

allocated to classk: these prototypes should capture the most relevant parts for identifying

images of classk.

Finally, the m similarity scores produced by the prototype layergp are multiplied by
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the weight matrix wh in the fully connected layer h to produce the output logits, which are

normalized using softmax to yield the predicted probabilities for a given image belonging

to various classes.

Architecture Details for Experiments on CUB-200-2011

In our experiments on CUB-200-2011, we used the convolutional layers from VGG-16,

VGG-19, ResNet-34, ResNet-152, DenseNet-121, and DenseNet-161 (initialized with �lters

pretrained on ImageNet), followed by two additional 1 � 1 convolutional layers, as the

convolutional part of our ProtoPNet. The number of output channels in each of the two

additional convolutional layers is chosen to be the same as the number of channels in a

prototype. For each base architecture, we chose from three possible values: 128, 256, 512,

for the number of channels in a prototype (using cross validation): for VGG-16, VGG-19,

DenseNet-121, DenseNet-161, we used 128 as the number of channels in a prototype; for

ResNet-34, we used 256 as the number of channels in a prototype; for ResNet-152, we used

512 as the number of channels in a prototype. We used 1� 1 as the spatial dimension

of each prototype (i.e., H1 = 1 and W1 = 1): given that the spatial dimension of the

convolutional output for a 224 � 224 image is only 7� 7, a 1� 1 prototype is already large

enough to represent a signi�cant part of the original image in the pixel space (we want to

learn prototypes focused on speci�c parts ). The number of prototypes can be chosen

with prior domain knowledge or hyperparameter search: we used 10 prototypes per class,

because CUB-200-2011 provides (at most) 15 part locations per image, so we believe that
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10 prototypes per class should be enough to capture a variety of bird parts. Note that

the part locations (keypoint annotations) provided with the dataset were not used by our

algorithm during training { we used only image-level labels.

4.3.2 Training Algorithm

The training of our ProtoPNet is divided into: (1) stochastic gradient descent (SGD) of

layers before the last layer; (2) projection of prototypes; (3) convex optimization of last

layer. It is possible to cycle through these three stages more than once. The entire training

algorithm is summarized in the algorithm chart in Figure 4.6. In this chart, wbase and

wadd denote the parameters of the base and additional convolutional layers;NSGD and

Nconvex denote the number of training epochs in stage 1 and 3;L and L convex denote the

loss function of stage 1 and 3;� (t )
base, � (t )

add, � (t )
p , � convex are learning rates (t denotes epoch

number). The choice of learning rates, as well as the coe�cients of the terms in the loss

function, is discussed at the end of this section (see \Training Details for Experiments on

CUB-200-2011").

Stage 1: Stochastic Gradient Descent (SGD) of Layers before Last Layer

In the �rst training stage, we aim to learn a meaningful latent space, where the most

important patches for classifying images are clustered (inL 2-distance) around semantically

similar prototypes of the images' true classes, and the clusters that are centered at prototypes

from di�erent classes are well-separated. To achieve this goal, we jointly optimize the
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Figure 4.6: Overview of training algorithm.

convolutional layers' parameterswconv and the prototypes P = f p j gm
j =1 in the prototype

layer gp using SGD, while keeping the last layer weight matrix wh �xed. Let [ X ; Y ] =

f (x i ; yi )gn
i =1 be the set of training images. The optimization problem we aim to solve here

is:

min
P ;wconv

1
n

nX

i =1

CrsEnt(h � gp � f (x i ); y i ) + � 1Clst + � 2Sep;

where Clst and Sep are de�ned by

Clst =
1
n

nX

i =1

min
j :p j 2 P y i

min
z2 patches(f (x i ))

kz � p j k2
2; and

Sep = �
1
n

nX

i =1

min
j :p j 62P y i

min
z2 patches(f (x i ))

kz � p j k2
2:

The cross entropy loss (CrsEnt) penalizes misclassi�cation on the training data. The

minimization of the cluster cost (Clst) encourages each training image to have some latent

patch that is close to at least one prototype of its own class, while the minimization of the

separation cost (Sep) encourages every latent patch of a training image to stay away from

the prototypes not of its own class. These terms shape the latent space into a semantically
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meaningful clustering structure, which facilitates the L 2-distance-based classi�cation of our

network.

In this training stage, we also �x the last layer h, whose weight matrix is wh . Let

w(k;j )
h be the (k; j )-th entry in wh that corresponds to the weight connection between the

output of the j -th prototype unit gp j and the logit of class k. Given a classk, we set

w(k;j )
h = 1 for all j with p j 2 P k and w(k;j )

h = � 0:5 for all j with p j 62P k (when we

are in this stage for the �rst time). Intuitively, the positive connection between a class k

prototype and the classk logit means that similarity to a class k prototype should increase

the predicted probability that the image belongs to classk, and the negative connection

between a non-classk prototype and the classk logit means that similarity to a non-class k

prototype should decrease classk's predicted probability. By �xing the last layer h in this

way, we can force the network to learn a meaningful latent space because if a latent patch

of a classk image is too close to a non-classk prototype, it will decrease the predicted

probability that the image belongs to classk and increase the cross entropy loss in the

training objective. Note that both the separation cost and the negative connection between

a non-classk prototype and the classk logit encourage prototypes of classk to represent

semantic concepts that are characteristic of classk but not of other classes: if a classk

prototype represents a semantic concept that is also present in a non-classk image, this

non-classk image will highly activate that class k prototype, and this will be penalized by

increased (i.e., less negative) separation cost and increased cross entropy (as a result of the
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negative connection). The separation cost is new to this paper, and has not been explored

by previous works of prototype learning (e.g., [BVHBP14, LLCR18]).

Stage 2: Projection of Prototypes

To be able to visualize the prototypes as training image patches, we project (\push") each

prototype p j onto the nearest latent training patch from the same class as that ofp j . In

this way, we can conceptually equate each prototype with a training image patch. (Section

4.3.3 discusses how we visualize the projected prototypes.) Mathematically, for prototype

p j of classk, i.e., p j 2 P k , we perform the following update:

p j  arg min
z2Z j

kz � p j k2; where Z j = f ~z : ~z 2 patches(f (x i )) 8i s.t. yi = kg:

The following theorem provides some theoretical understanding of how prototype projection

a�ects classi�cation accuracy. We use another notation for prototypespk
l , wherek represents

the class identity of the prototype and l is the index of that prototype among all prototypes

of that class.

Theorem 4.3.1. Let h � gp � f be a ProtoPNet. For each k, l , we usebk
l to denote

the value of the l-th prototype for class k before the projection of pk
l to the nearest

latent training patch of class k, and useak
l to denote its valueafter the projection. Let

x be an input image that is correctly classi�ed by the ProtoPNet before the projection,

zk
l = arg min~z2 patches(f (x )) k~z � bk

l k2 be the nearest patch off (x) to the prototype pk
l before

the projection (i.e., bk
l ), and c be the correct class label ofx.
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Suppose that:

(A1) zk
l is also the nearest latent patch to prototypepk

l after the projection (ak
l ),

i.e., zk
l = arg min ~z2 patches(f (x )) k~z � ak

l k2;

(A2) there exists some� with 0 < � < 1 such that:

(A2a) for all incorrect classes' prototypesk 6= c and l 2 f 1; :::; mkg, we have

kak
l � bk

l k2 � � kzk
l � bk

l k2 �
p

� , where we de�ne� = min
� p

1 + � � 1; 1 � 1p
2� �

�
(� comes

from the prototype activation function gp j de�ned in Section 2.1);

(A2b) for the correct classc and for all l 2 f 1; :::; mcg, we havekac
l � bc

l k2 �

(
p

1 + � � 1)kzc
l � bc

l k2 and kzc
l � bc

l k2 �
p

1 � � ;

(A3) the number of prototypes is the same for each class, which we denote bym0.

(A4) for each classk, the weight connection in the fully connected last layerh

between a classk prototype and the classk logit is 1, and that between a non-classk

prototype and the classk logit is 0 (i.e., w(k;j )
h = 1 for all j with p j 2 P k and w(k;j )

h = 0

for all j with p j 62P k ).

Then after projection, the output logit for the correct class c can decrease at most by

� max = m0log((1 + � )(2 � � )) , and the output logit for every incorrect classk 6= c can

increase at most by� max . If the output logits between the top-2 classes are at least2� max

apart, then the projection of prototypes to their nearest latent training patches does not

change the prediction ofx.

Intuitively speaking, the theorem states that, if prototype projection does not move the
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prototypes by much (assured by the optimization of the cluster cost Clst), the prediction

does not change for examples that the model predicted correctly with some con�dence

before the projection. The proof is in Section 4.3.8.

Note that prototype projection has the same time complexity as feedforward computation

of a regular convolutional layer followed by global average pooling, a con�guration common

in standard CNNs (e.g., ResNet, DenseNet), because the former takes the minimum distance

over all prototype-sized patches, and the latter takes the average of dot-products over all

�lter-sized patches. Hence, prototype projection does not introduce extra time complexity

in training our network.

Stage 3: Convex Optimization of Last Layer

In this training stage, we perform a convex optimization on the weight matrix wh of last

layer h. The goal of this stage is to adjust the last layer connectionw(k;j )
h , so that for k

and j with p j 62P k , our �nal model has the sparsity property w(k;j )
h � 0 (initially �xed at

� 0:5). This sparsity is desirable because it means that our model relies less on anegative

reasoning process of the form \this bird is of classk0 because it isnot of classk (it contains

a patch that is not prototypical of class k)." The optimization problem we solve here is:

min
wh

1
n

nX

i =1

CrsEnt(h � gp � f (x i ); y i ) + �
KX

k=1

X

j :p j 62P k

jw(k;j )
h j:

This optimization is convex because we �x all the parameters from the convolutional and

prototype layers. This stage further improves accuracy without changing the learned latent
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space or prototypes.

Training Details for Experiments on CUB-200-2011

In our experiments on CUB-200-2011, we set the coe�cient of the cluster cost to 0:8,

and the coe�cient of the separation cost to 0:08 during stochastic gradient descent of

layers before the last layer, and we set the coe�cient of theL 1-regularization term (on the

weight connection between each prototype of classk and the logit of classk0 6= k) to 10� 4

during convex optimization of the last layer. For the coe�cient of the cluster cost and the

coe�cient of the separation cost, we considered three di�erent settings: (1; 0:1), (0:8; 0:08),

(0:6; 0:06), and chose the pair (0:8; 0:08) using cross validation. For the coe�cient of the

L 1-regularization term, we considered 10� 3, 10� 4, and 10� 5, and chose 10� 4 also by cross

validation.

In our experiments, we initialized the base convolutional layers with �lters pretrained on

ImageNet [DDS+ 09], and initialized the two additional convolutional layers using Kaiming

uniform initialization [ HZRS15]. The prototypes were initialized randomly from uniform

distribution over [0 ; 1]H 1 � W1 � D { the last convolutional layer uses sigmoid activation, so

the convolutional features all lie in [0; 1]. We started our training with a \warm-up" stage,

in which we loaded and froze the pre-trained weights and biases, and focused on training

the two additional convolutional layers and the prototype layer (without requiring each

prototype to be exactly some latent training patch) for 5 epochs. The learning rate we used

in this sub-stage is 3� 10� 3. Afterward, we trained all the convolutional layers and the
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Figure 4.7: How to visualize a prototype.

prototype layer jointly, using 10 � 4 learning rate for those layers that were pretrained on

ImageNet, and 3� 10� 3 learning rate for the two additional convolutional layers and the

prototype layer. We reduced the learning rate by a factor of 0:1 every 5 epochs, and we

performed prototype projection and convex optimization of the last layer (for 20 iterations)

every two times we reduced the learning rate. We stopped training when training accuracy

converged and the cluster cost became smaller than the separation cost on the training set.

We implemented our ProtoPNet using PyTorch. The experiments were run on 4 NVIDIA

Tesla P100 GPUs or 8 NVIDIA Tesla K80 GPUs.

4.3.3 Prototype Visualization

In this section, we provide a detailed explanation of how we visualize prototypes of a

trained ProtoPNet model. Recall that after the projection of prototypes to the closest

latent patch of some training image, a prototype p j is exactly equal to some patch of the

latent representation f (x), of some training imagex. Since the patch ofx that corresponds

to the prototype p j should be the one that the prototype p j activates the most strongly on,

we visualize the prototypep j by �rst obtaining the activation map of x by the prototype p j :

139


	Abstract
	Acknowledgements
	List of Figures
	List of Tables
	Introduction
	Model Interpretability: What Is It?
	Predicate-based Interpretability
	Case-based Interpretability

	Organization of This Dissertation

	Predicate-based Interpretability: Falling Rule Lists
	Related Work
	Problem Formulation
	Algorithm FRL
	Prefix Bound
	Proofs of Lemma 2.4.4 and Corollary 2.4.5
	Proof of Theorem 2.4.6

	Softly Falling Rule Lists
	Algorithm softFRL
	Proof of Theorem 2.5.2

	Experiments
	Comparison with Other Classification Algorithms
	Comparison with Bayesian Falling Rule Lists
	Effectiveness of Prefix Bounds
	Effect of Varying Parameter Values

	Discussion

	Predicate-based Interpretability: Two-layer Additive Models
	Related Work
	Two-layer Additive Risk Model and Its Visualization
	Model Design
	Training the Model
	Model Visualization and Accuracy
	Explaining Predictions Using Risk Factors

	Discussion

	Case-based Interpretability: This Looks Like That
	Related Work
	Prototype Network (PrototypeNet): Written Digit Recognition
	PrototypeNet Architecture
	Training Objective
	Experimental Results on Handwritten Digit Classification

	Prototypical Part Network (ProtoPNet): Bird Species Identification
	ProtoPNet Architecture
	Training Algorithm
	Prototype Visualization
	Reasoning Process of ProtoPNet
	Comparison with Baseline and Attention Models
	Analysis of Latent Space
	Prototype Pruning
	Proof of Theorem 4.3.1
	More Examples of How ProtoPNet Classifies Birds
	More Examples of Nearest Prototypes of Given Images
	More Examples of Nearest Training Patches of Given Prototypes

	Discussion

	Conclusion
	Bibliography
	Biography

